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Chapter 1: Introduction

Diabetes mellitus (DM) has been a growing global health concern. According to
the International Diabetes Federation (IDF), there were an estimated 537 million adults
between the age of 20 and 79 affected worldwide as of 2021, and the prevalence was
expected to increase to 783 million by 2045. In the U.S. alone, approximately 37.3 million
people, which is 11.3% of the population, have diabetes, with an additional 96 million
adults classified as prediabetic (Centers for Disease Control and Prevention [CDC], 2022).
Given the increasing burden of diabetes, there is a critical need for accessible and cost-
effective tools for early detection and monitoring.

Glycohemoglobin, commonly referred to as HbAlc, is the only biomarker for
diagnosing and managing DM. It reflects average blood glucose levels over a period of 2-
3 months, making it a key tool for monitoring long-term glycemic control. The American
Diabetes Association (ADA) recommends HbA 1c¢ testing as a standard diagnostic criterion,
with levels of 6.5% or higher indicating diabetes (ADA, 2021). Elevated HbAlc levels are
strongly correlated with an increased risk of diabetes-related complications, including
cardiovascular disease, neuropathy, nephropathy, and retinopathy (American Diabetes
Association, 2021; Nathan et al., 2009). Therefore, accurate prediction and continuous
monitoring of HbAlc levels are imperative for early intervention and effective disease
management.

Although HbA I ¢ testing remains the gold standard in clinical practice, it requires a
blood sample and laboratory processing that involves specialized equipment and trained

personnel, which may not always be feasible in resource-limited settings (Cochran et al.,



2016; Brown et al., 2014; Janghorbani et al., 2008). While some research has explored
associations between physical measurements and HbA 1c levels using traditional statistical
methods and found significant associations between HbA 1c and factors such as body mass
index (BMI), age, blood pressure, and waist circumference (Ho et al., 2017; Wang et al.,
2018), there remains a gap in developing reliable models using machine learning methods
that can generalize across various demographic and clinical settings (Algahtani et al., 2020).

The rise of machine learning techniques has introduced more sophisticated
modeling approaches. Prior studies have demonstrated that machine learning algorithms
can improve the accuracy of HbAlc predictions compared to traditional statistical models
(Zhao et al., 2019; Soni et al., 2021), and ensemble learning methods, such as random forest
and gradient boosting, have been shown to enhance predictive performance by combining
multiple weak learners (Chen & Guestrin, 2016).

Despite the advancements, existing machine learning based models often reply on
laboratory biomarkers, limiting their applicability in resource-constrained environments
(Cochran et al., 2016; Brown et al., 2014). These constraints have prompted research into
alternative approaches that utilize non-invasive, easily obtainable physical and
demographic measurements. Recent advancements in machine learning techniques provide
an opportunity to develop predictive models that estimate HbAlc levels based on factors
such as BMI, weight, height, blood pressure, age, and other demographic characteristics
(Zhao et al., 2019; Soni et al., 2021). These predictive models could serve as cost-effective,
accessible alternatives to direct HbAlc testing, particularly in underserved populations
with limited access to healthcare or laboratory diagnostics (Huang et al., 2019). Therefore,

this study aims to bridge the gap by investigating predictive modeling using machine



learning techniques to estimate HbA 1¢ levels and classification based on demographic data

and easy-to-obtain physical measurements.



Chapter 2: Methods

2.1 Data and Pre-Processing

2.1.1 Data Source

This analysis used data from the National Health and Nutrition Examination Survey
(NHANES), a nationally representative program designed to assess the health and
nutritional status of the U.S. population. NHANES is conducted by the National Center for
Health Statistics (NCHS) and collects data through a combination of interviews, surveys,
physical examinations, and laboratory tests. Publicly available NHANES data collected
between August 2021 and August 2023 were used in this study. A total of eight datasets
containing variables of interest—including biochemistry (BAX L.xpt), anthropometry
(BMX L.xpt), blood pressure (BPXO L.xpt), demographics (DEMO_ L.xpt),
glycohemoglobin (GHB_L.xpt), income questionnaire (INQ_ L.xpt), physical activity
(PAQ_L.xpt), and smoking-cigarette use (SMQ_L.xpt)}—were downloaded directly from

NHANES.

2.1.2 Variables of Interest

The outcome variable in this study is glycohemoglobin, which is continuous and
measured as a percentage. The explanatory variables of interest are non-invasive and easily
obtainable physical and demographic data, including gender, age, race and ethnicity,
marital status, height, weight, BMI, systolic blood pressure (SBP), diastolic blood pressure

(DBP), pulse rate, upper leg length, upper arm length, arm circumference, waist



circumference, hip circumference, education level, family monthly poverty level category,
average minutes of sedentary activity per day, and history of smoking. The detailed
variable descriptions, including variable names and descriptions, can be found in Appendix

A.

2.1.3 Pre-processing

The subsets were loaded into R software and merged by participant ID using the
readr package (Wickham et al., 2023). Glycohemoglobin was converted to a binary
variable as the outcome variable for the classification models to indicate whether a person’s
glycohemoglobin level was 6.5% or higher. This cut-off point was selected because the
glycohemoglobin levels of 6.5% or higher indicate DM (ADA, 2021). For SBP, DBP, and
pulse rate, a maximum of three readings were recorded in the original data, and the
averages of non-missing readings were used as predictors. Additionally, average daily
sedentary time was categorized into low (less than 300 minutes), moderate (between 300
and 600 minutes), and high groups (more than 600 minutes).

The initial dataset contained 11,933 observations, with approximately 40% of
participants missing HbAlc value. The missing HbAlc data could be due to participants
opting out of blood draws due to personal discomfort, medical concerns, or time constraints,
as well as being excluded from blood testing due to health conditions, medication use, or
contraindications identified during the screening process. Invalid responses and non-
responses, such as “prefer not to answer” or “don’t know” were recoded as “NA”. The

missing data were assumed to be missing completely at random (MCAR) in this analysis



since the missing pattern cannot be directly tested, and a complete case analysis was
performed.

Following data cleaning, a total of 4,735 observations had complete data. The entire
dataset was partitioned into 70% training set with 3,315 observations and 30% testing set
with the remaining 1,420 observations using stratified sampling to preserve the distribution
of the classification outcome variable in both subsets. The process was carried out with the

createDataPartition function in the caret package in R (Kuhn, 2008; R Core Team, 2024).

2.2 Descriptive Statistics

A comprehensive descriptive analysis was conducted to summarize the
demographic, socioeconomic, behavioral, and physiological characteristics of the study
population. Categorical variables were presented as frequencies and percentages. Visual
inspection of the distribution of both outcome and predictor variables was performed using
histograms and density plots. Continuous variables were summarized using mean with
standard deviations (SD) for normally distributed data or medians along with interquartile
ranges (IQR) for skewed distributions. A correlation heatmap was also generated to

evaluate the relationships among continuous predictors.

2.3 Predictive Models

This analysis compared the performance of multiple regression and classification
models for predicting HbAlc levels and classifications. Linear regression with ordinary

least squares (OLS), Least Absolute Shrinkage and Selection Operator (LASSO)



regression, Random Forest (RF) regression, and boosted regression model were used to
predict the continuous outcome, while standard and LASSO-regularized logistic regression,
RF classification trees, boosted classification trees, and support vector machines (SVM)

with radial basis function (RBF) kernel were evaluated for classification tasks.

2.3.1 Linear Regression with OLS

The linear regression with OLS was used as a baseline approach to model the
relationship between the predictors and continuous glycohemoglobin levels, and its
predictive performance can serve as a reference for evaluating more complicated models.

The multiple linear regression model can be specified as:
P
j=1

where j = 1, ..., p indexes the observations, with p being the total number of observations,
Y is the numerical outcome, B, is the intercept, §; are the regression coefficients
corresponding to each predictor X;, and € is a random error term assumed to be normally

distributed with a mean of 0 (James et al., 2021). The intercept and the coefficients of the
model are estimated by minimizing the residual sum of squares (RSS), which can be

calculated using the equation below,
n
RSS = Z()’i - 9)?
i=1

where y; is the observed glycohemoglobin level for observation i, y; is the corresponding

predicted glycohemoglobin value, and i = 1,2, ..., n indexes the observations.



Best subset selection was performed based on optimizing Bayesian Information
Criterion (BIC) by evaluating all possible combinations of predictors. BIC is defined as
BIC = —2log(L) + log (n)d, where L is the maximized value of the likelihood
function, n is the number of observations in the training set, and d is the number of
predictors in the linear model estimated using least squares.

Best subset selection was implemented in R using the regsubsets function in the
leaps package, and model was implemented using /m function (Kuhn, 2008; Lumley,

2020; R Core Team, 2024).

2.3.2 Logistic Classification Model

For classification models predicting whether the glycohemoglobin is 6.5% or
higher, a logistic regression model was implemented as a fundamental generalized linear
modeling approach (Hosmer et al., 2013). In general, the logistic model offers great
interpretability in evaluating the relationship between the predictors and the outcome
variables, given that the coefficients of the model represent the log odds of an outcome
belonging to a particular group relative to the reference group for every unit increase in
predictors, provided that other variables in the model remain constant (James et al., 2021).
The general form of the logistic equation to predict a binary response Y € {0,1} given

multiple predictors X = (X1, X5, ..., X,)" can be specified as:

eBotB1X1+B2X2++BpXp

pX) ) _ —
log (1—p(X)) - BO + ﬁlX:l + BZXZ + e + ﬁpoﬁ Orp(X) - 1+eﬁ1X1+32X2+...+ﬁpo

where p(X) = P(Y = 1|X) is the predicted probability that Y = 1 given predictors X, and

pX)

P represents the odds of Y =1 versus Y =0 (James et al., 2021). Like linear



regression model, B, is the intercept and By, B, ..., B, are the corresponding coefficients
for predictors X, X5, ..., X,. To make predictions, the maximum likelihood estimates were

obtained using the likelihood function £(f) and the log-likelihood function () defined

below:

L = | [pexoria-poxoy

n

£8) = ) [yelogp(X) + (1 = ¥ log(1 - p(X,)]

i=1
where i = 1, ..., n indexes the observations, with n being the total number of observations,
and P is the parameter vector estimated via maximum likelihood estimation. Once the
probabilities p(X;) are calculated for each observation, classification is performed using a
probability threshold. For a default threshold of 0.5, the observation is classifiedas Y = 1
when p(X;) = 0.5 and Y = 0 when p(X;) < 0.5. The logistic model was fitted using the

glm function in R with family = binomial and the train function from the caret package

(Kuhn, 2008; R Core Team, 2024).

2.3.3 LASSO

The Least Absolute Shrinkage and Selection Operator (LASSO) regression was
implemented as a key modeling approach to address potential multicollinearity among
predictors while performing automatic variable selection (Tibshirani, 1996). By imposing
an L1 penalty on the unpenalized optimization criteria described above, the LASSO

method is capable of performing simultaneous variable selection and regularization by



effectively shrinking coefficients toward 0 and exactly so in some cases where a variable
is deemed unimportant (Hastie et al., 2009).
In LASSO linear regression model, the estimates B are obtained by minimizing

the following equation:

Zn:()’i = B —Zp:ﬁjxij)z +Azp:|ﬁj| = RSS +/12p:|,3j|
=1 j=1 j=1 j=1

where i = 1,2, ..., n, with n being the total number of observations, and /12?=1|,8j| is the
LASSO shrinkage penalty. The strength of the regularization is controlled by the tuning
parameter A. In regression settings, the optimal A was selected based on the lowest 10-fold
CV RMSE using the training set and the 10-fold CV RMSE vs. 4 were plotted.

In LASSO classification model, the logistic regression coefficients are estimated
by minimizing the following penalized log-likelihood function:

n 14 p
1 P p.y..
_EZ Yi(Bo + Zﬁinj) —log (1 + eB°+21=131X”) + AZ|ﬁj|
=1 =1

i=1 j j

where i = 1,2, ...,n, with n being the total number of observations, —%Z?ﬂ {yi Bo +

Py
Z?=1 BjXij) —log (1 + ePotZj=1F JX”)} represents the negative binomial log-likelihood,
and /12’; ;| is the LASSO shrinkage penalty. The strength of regularization is also
j=11F] ge p Yy

controlled by the tuning parameter A.
Both LASSO linear regression and LASSO logistic classification models were
trained using the glmnet package and the #rain function in the caret package in R (Friedman

et al., 2010; Kuhn, 2008; R Core Team, 2024).

10



2.3.4 Random Forest

Random Forest (RF) is an ensemble machine learning method capable of handling
complex, non-linear relationship in the data based on the fundamental concept of decision
trees (Breiman, 2001). When predicting a binary outcome, a classification tree works by
recursively splitting the data based on the predictor variables, selecting the variable and
split that maximizes some measure of impurity reduction, such as Gini index or entropy,
and the algorithm chooses the feature and threshold that best separates data into classes at
each node. A regression tree operates similarly to a classification tree; instead of
minimizing class impurity, it minimizes the variance within each split to make the
prediction as accurate as possible for continuous outcomes (James et al., 2021). RF are
based on a technique called bootstrap aggregating, or bagging, which creates multiple
subsets of the original data by bootstrapping, trains a decision tree on each of these subsets,
and aggregates the predictions of all trees to make the final prediction, which is averaging
of all the individual trees’ predictions for regression trees and majority vote from all the
trees for classification tasks (James et al., 2021).

RF enhances the performance of bagged decision trees by introducing additional
randomness; instead of evaluating all p predictors at each split, where p is the total number
of predictors, RF selects a smaller random subset of m predictors, typically chosen as m =

\/5, to determine the best split (James et al., 2021). This approach reduces the correlation

between individual trees in the ensemble, which leads to lower variance and improved
generalization performance (James et al., 2021). In this analysis, RF was implemented in

both regression and classification models using method = rf in the randomForest package

11



and the frain function in the caret package in R (Liaw & Wiener, 2002; Kuhn, 2008, R
Core Team, 2024).

For RF regression model, a total of 200 decision trees were grown as there was no
risk of overfitting with more decision trees. The OOB MSE vs. number of trees was plotted
to ensure that 500 trees were sufficient for model stabilization. The number of candidate
predictors considered at each split, the mtry parameter, was tuned across a full range of
predictors using 10-fold CV RMSE. Variable importance was visualized to identify key
predictors contributing to the model. Variable importance measures of RF regression
models, measured by the average decrease in MSE and RSS due to splitting on a variable,
was visualized using relative influence plots.

The RF classification model was constructed to classify binary outcome of HbAlc
using the same modeling framework. A total of 200 decision trees were grown with the
mtry parameter tuned across a full range of predictors using 10-fold CV classification
accuracy. The OOB error vs. number of trees was plotted to ensure that 500 decision trees
were sufficient (Probst et al., 2019). The variable importance of RF classification model
was measured by the average decrease in Gini index due to splitting on a variable and

visualized using relative influence plots.

2.3.5 Boosting

As an advanced ensemble machine learning approach, boosting is capable of
improving predictive performance through sequential model improvement (Friedman,
2001). This method constructs the ensemble incrementally by adding small trees one by

one. The boosting algorithm builds an additive model of decision trees, where each new

12



tree is sequentially fitted to the residual errors of the current ensemble (Natekin & Knoll,
2013). This iterative process focuses on improving predictions for observations that
previous trees have handled poorly, gradually enhancing overall model accuracy. In this
analysis, the boosting algorithm was utilized in both regression and classification models
using the ghm package and train in the caret package (Kuhn, 2008; R Core Team, 2024;
Ridgeway, 2007).

For regression models, the model was tuned across several key parameters. The
number of trees (B) was tested at 200, 400, 600, and 800 to ensure sufficient model
complexity. The interaction depth (d), controlling tree complexity, was ranged from one
to five. The shrinkage rate (v), which influences learning speed, was tested at 0.0001, 0.001,
0.01, and 0.1 to prevent overfitting. The minimum number of observations in terminal node
is set to 5. Additionally, the bag fraction (subsampling ratio) is fixed at 0.50, meaning each
tree is trained on a random 50% subset of the data to improve generalization. Like RF
regression models, variable importance of the boosted regression model was plotted based
on relative influence.

For classification tasks, the number of trees (B) was kept smaller, ranging from 5
to 50 in increments of 5, since classification often required less complexity than regression.
The interaction depth (d) remained the same, ranging from 1 to 5 and allowing flexibility
in tree structure. The shrinkage rate (v) used higher values compared to regression,
including 0.20, 0.25, 0.30, 0.40, and 0.45, to balance learning speed and stability. The
minimum number of observations in terminal nodes were set to 10, ensuring more reliable

splits for categorical outcomes. Like the regression models, the bag fraction was 0.50,

13



maintaining randomness in tree construction to enhance model diversity and reduce

overfitting. The variable importance was also visualized using relative influence plot.

2.3.6 Support Vector Machine

Support Vector Machine (SVM) revolutionized machine learning when it was
introduced in the 1990s by providing a robust framework for classification based on
structural risk minimization (Cortes & Vapnik, 1995), and it has been regarded as one of
the best “out-of-the-box” classifiers for their strong generalization performance (Hastie et
al., 2009). In this study, the SVM with radial basis function (RBF) kernel was utilized due
to its flexibility in modeling while requiring only two key hyperparameters for tuning (Hsu

et al., 2003). The function that defines SVM is given by

fG) = Bo+ ) aK(x,x)

ieS
where S is the set of indices of the support vectors, index i refers to the training samples
that belong to the set S, [, is the intercept or bias term, «; is the weight associated with

the training sample x;, and K (x, x;) is the kernel function. In binary classification, the RBF
can be defined as K(x,x") = exp (—a||x — x’||2), where o is for inverse kernel width.

The optimal tuning parameter combination of o and C, the cost of constraint violations,
was determined using 10-fold CV. The constraint violations refer to the number of data
points that are misclassified or lie within the margin, and the C parameter controls the
balance between maximizing the margin, or the distance between the decision margin, and

minimizing the number of misclassifications. In this analysis, 0.001, 0.01, 0.1,1 and 10

14



were considered for the values of C,, while from 0.005 to 0.10 in increments of 0.005 were
considered for ¢. The model was implemented in R using method = “svmRadial” under

the train function of caret package (Kuhn, 2008; R Core Team, 2024).

2.4 Cross Validation

In this study, 10-fold cross validation (CV) was applied across all fitted models, as
well as when selecting the optimal tuning parameters. In 10-fold CV, the dataset is
randomly partitioned into 10 equal-sized subsets while maintaining the original distribution
of the outcome variable in each fold through stratified sampling. For each iteration, one
fold serves as the validation set while the remaining nine folds are used for model training.
This process is repeated 10 times so that each observation is used for validation exactly
once (Refaeilzadeh et al., 2009). According to past studies, when the number of folds (k)
is 10, it has a good balance between computational efficiency and reliable performance
estimation, as has been demonstrated in comparative studies (Arlot & Celisse, 2010). It
also adheres to current methodological standards for developing clinical prediction models
(Steyerberg et al., 2013). Overall, CV can help improve the reliability of the predictive
models, mitigate overfitting and provide more reliable estimates of model performance on
out-of-sample data. In this analysis, 10-fold CV was implemented in all of the prediction
models mentioned above using the #rain function in the caret package in R (Kuhn, 2008).
A fixed random seed “1234” was used to maintain reproducibility (Gentleman & Temple

Lang, 2007).
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2.5 Performance Evaluation

For regression models predicting the numerical outcome of HbA 1c, all models were
trained and optimized using the training set, with hyperparameters selected to minimize the
10-fold CV RMSE. The final model performance was assessed on the unseen test set by
comparing the test RMSE. Additionally, R?, indicating the proportion of variance
explained by the models, was used to evaluate the reliability and consistency of the models.
Predictive performance was also compared between the training and test sets to assess the
generalizability of the models, and significant discrepancies between the metrics could
indicate overfitting.

For classification tasks, the area under the receiver operating characteristic curve
(AUC-ROC) was employed as the primary metric for model training and hyperparameter
optimization. The ROC curve illustrates the trade-off between the true positive rate (TPR,
or sensitivity) and the false positive rate (FPR, or 1 — specificity) across all classification
thresholds, with the AUC summarizing overall model discriminative performance
independently of any specific decision threshold, which makes AUC-ROC well suited for
imbalanced class as it provides a threshold-independent evaluation that is not biased by
class proportions. Additionally, Cohen’s Kappa was computed as a complementary metric
during the evaluation of optimized models on the test set to quantify the agreement between

predicted and true class labels, adjusted for chance-level agreement. Cohen’s Kappa
statistic can be calculated by k = g, where O is the observed accuracy and E is the

expected accuracy based on the marginal totals of the confusion matrix, and it also accounts

for class imbalance and provides a more generalized measure of agreement than accuracy

16



alone. Similar to the regression models, large discrepancies between 10-fold CV and test
AUC-ROC values would suggest overfitting. To address class imbalance and provide a
more comprehensive evaluation, performance was assessed using both the AUC-ROC
curve and Cohen’s Kappa, calculated at the optimal classification threshold, which was

determined by maximizing the sum of sensitivity and specificity on the test ROC curve.

2.6 Statistical Software

All data pre-processing and statistical analysis were completed using Rstudio
version 2024.12.0+ 467 with R version 4.4.3 (R Core Team, 2024). The train function in
the caret package was used to train all of the regression and classification models
mentioned in section 2.3 (Kuhn, 2008). Data processing and visualization were conducted
using packages tidyverse (Wickham et al., 2019), foreign (R Core Team, 2024), and psych
(Revelle, 2023). Feature selection and regularization techniques were implemented with
packages leaps and plotmo (Lumley, 2020; Milborrow, 2022). The pROC package helped
assess the predictive performance of the classification models by generating Receiver
Operating Characteristic (ROC) curve and calculating area under the curve (AUC) metrics
(Robin et al., 2011). Lastly, when randomization occurred, such as splitting the dataset and
CV, a fixed random seed “1234” was employed to ensure reproducibility (Gentleman &

Temple Lang, 2007)._The complete R code can be viewed in the supplementary file.
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Chapter 3: Results

3.1 Descriptive Statistics

The summary statistics of all variables involved in this analysis were outlined in
Table 1. After data cleaning, the dataset included a total of 4,735 observations. Of these,
2,610 (55.12%) were female, while the remaining 2,125 (44.88%) were male. A total of
565 (11.9%) observations had glycohemoglobin levels of 6.5% or higher, reflecting the
prevalence of DM in the U.S.

Individuals in the elevated HbAlc group demonstrated several notable differences
compared to those with lower HbA 1c levels. On average, participants in the elevated group
had a higher median age, weight, BMI, waist circumference and hip circumference. In
terms of demographic characteristics, a higher proportion of males were present in the
elevated HbAlc group compared to the normal group. Additionally, Non-Hispanic Black
individuals were more frequently represented among those with elevated HbAlc levels. A
higher proportion of individuals with lower education levels, such as those who did not
complete high school, were also observed in the elevated HbAlc group. Furthermore, a
greater proportion of individuals who reported having smoked more than 100 cigarettes in
their lifetime were found in the elevated HbA 1c group, highlighting a possible association

between smoking history and increased risk of DM.
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Table 1. Summary Statistics

Variable HbAlc = 6.5% HbAlc < 6.5% Total
N =565 (11.9%) N=4,170 (88.1%) N=4,735
HbA1lc (%), median (IQR) 7.4 (6.8-8.6) 5.5(5.2-5.7) 5.5(5.2-5.9)

Age (years), median (IQR)

63.0 (56.0-71.0)

55.0 (38.0-67.0)

57.0 (39.0-68.0)

Gender, N(%)
Male

Female

298 (52.7%)

267 (47.3%)

1,827 (43.8%)

2,343 (56.2%)

2,125 (44.9%)

2,610 (55.1%)

Race/Ethnicity, N(%)
Mexican American
Other Hispanic
Non-Hispanic White
Non-Hispanic Black
Non-Hispanic Asian

Other Race (Multi-Racial)

61 (10.8%)
57 (10.1%)
294 (52.0%)
82 (14.5%)
27 (4.8%)

44 (7.8%)

250 (6.0%)
408 (9.8%)
2,606 (62.5%)
426 (10.2%)
221 (5.3%)

259 (6.2%)

311 (6.6%)
465 (9.8%)
2,900 (61.2%)
508 (10.7%)
248 (5.2%)

303 (6.4%)
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Marital status, N(%)
Married/Living with partner

Widowed/Divorced/Separated

301 (53.3%)

185 (32.7%)

2,333 (55.9%)

988 (23.7%)

2,634 (55.6%)

1,173 (24.8%)

Never Married 79 (14.0%) 849 (20.4%) 928 (19.6%)
Education, N(%)

Less Than 9" Grade 52 (9.2%) 149 (3.6%) 201 (4.2%)
9-11" Grade (12" Grade with No Diploma) 84 (14.9%) 253 (6.1%) 337 (7.1%)
High School Graduate/GED or Equivalent 149 (26.4%) 812 (19.5%) 961 (20.3%)
Some College or AA Degree 173 (30.6%) 1282 (30.7%) 1455 (30.7%)

College Graduate or Above

107 (18.9%)

1674 (40.1%)

1781 (37.6%)

Family poverty level index category, N(%)
Less Than 1.30
Between 1.3 And 1.85

Greater Than 1.85

159 (28.1%)
103 (18.2%)

303 (53.6%)

920 (22.1%)
559 (13.4%)

2691 (64.5%)

1,079 (22.8%)
662 (14.0%)

2,994 (63.2%)

Smoked more than 100 cigarettes, N(%)




IC

Yes

No

291 (51.5%)

274 (48.5%)

1,679 (40.3%)

2,491 (59.7%)

1,970 (41.6%)

2,765 (58.4%)

Daily sedentary activities (minutes), N%

Less than 300 minutes

218 (38.6%)

1,659 (39.8%)

1,877 (39.6%)

Between 300 and 600 minutes 240 (42.5%) 1,699 (40.7%) 1,939 (41.0%)
More than 600 minutes 107 (18.9%) 812 (19.5%) 919 (19.4%)
Height (cm), mean (SD) 166.57 (10.28) 167.14 (9.98) 167.07 (10.02)

Weight (kg), median (IQR)

89.9 (75.9-106.0)

78.7 (66.6-93.2)

79.9 (67.7-95.0)

BMI (kg/m?), median (IQR)

32.5 (27.9-37.5)

27.9 (24.5-32.6)

28.4 (24.7-33.4)

DBP (mmHg), mean (SD)

75.00 (11.98)

74.93 (10.67)

74.94 (10.83)

SBP (mmHg), median (IQR)

126.0 (116.0-138.7)

119.7 (110.0-131.7)

120.3 (110.7-132.3)

Pulse rate (bpm), median (IQR)

70.72 (11.80)

70.72 (11.80)

71.35 (12.05)

Arm circumference (cm), mean (SD)

35.53 (5.26)

33.28 (5.01)

33.54 (5.09)

Waist circumference (cm), median (IQR)

111.4 (100.5-122.0)

98.2 (88.0-109.2)

99.5 (88.9-111.1)

Hip circumference (¢cm), median (IQR)

110.3 (100.5-122.7)

104.5 (97.9-113.6)

105.1 (98.1-114.5)
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Upper arm length (cm), mean (SD)

35.53 (5.26)

37.63 (2.89)

37.68 (2.91)

Upper leg length (cm), mean (SD)

37.31 (3.85)

38.51 (3.58)

38.36 (3.63)




The distributions of the outcome variables can be visualized in Figure 1.
Glycohemoglobin appeared to be slightly skewed, and only a small proportion of the entire
sample size had HbAlc levels of 6.5% or higher. Figures 2 and 3 illustrated the
distributions of all continuous and categorical predictors in this analysis. Age exhibited a
bimodal distribution. Continuous measurements, including arm circumference, DBP,
height, pulse rate, and upper limb lengths, exhibited approximately normal distributions,
while BMI, hip circumference, weight, and waist circumference exhibited right-skewed

distributions.

Distribution of Glycohemoglobin

Frequency
1500 2000 2500 3000
| |
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1
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I

5 10 15
Glycohemoglobin (%)

Figure 1. Distribution of HbAlc
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Histograms of Continuous Variables
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Figure 2. Distributions of continuous predictors
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Distributions of Categorical Variables
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Figure 3. Distributions of categorical predictors
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As expected, the correlation heatmap in Figure 5 below revealed strong positive
relationships among several physiological measures, including BMI, waist and arm
circumferences, and weight. Height was moderately positively correlated with both upper
and lower limb lengths. Additionally, DBP had a moderate positive correlation with SBP.
Age demonstrated weak negative correlations with height and limb lengths, and it had a

slight positive correlation with age and SBP.
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Figure 4. Correlation Heatmap of Continuous Variables
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3.2 Regression Models

To assess the accuracy of various regression models for predicting the continuous
glycohemoglobin outcome, multiple approaches were compared, including the linear
model with OLS, LASSO linear regression, random forest regression, and boosted
regression model. Each model’s performance was measured using both the test metrics and
the 10-fold CV metrics. The predictive performance of the regression models was

presented in Table 2.

Model Test RMSE (%) | TestR? | CV RMSE CV R

(%)
Linear Model 0.9344 0.1826 0.9740 0.1911
LASSO Linear Model 0.9365 0.1790 0.9940 0.1781
Random Forest 0.9457 0.1629 0.9973 0.1719
Boosting 0.9339 0.1835 0.9937 0.1786

Table 2. Predictive performance of regression Models

In general, there was very little difference in the predictive performance across all
models, with test RMSE values narrowly ranged between 0.9344% to 0.9457%. The
boosted regression model, tuned with a shrinkage rate of 0.01, an interaction depth of 5, a
minimum of 5 observations per terminal node, and 600 trees, had the second-best test
RMSE and R?. The relative importance plot in Figure 5 suggested that pulse rate, age, and
waist circumference were the three most important variables in the optimized boosted

regression model.
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Relative Influence of Boosted Regression
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Figure 5. Relative influence of boosted regression measured by decrease in MSE

In contrast, the RF model with an optimal random subset of 4 predictors had the
highest test RMSE and lowest test R2. The OOB MSE vs. number of trees in Figure 6
showed that 200 trees were sufficient since OOB MSE stabilized after reaching
approximately 100 trees. The measure of variable importance was illustrated in Figure 7,
showing that age, pulse rate, and waist circumference were the most important variables.
This finding was consistent with the relative influence measures of the boosted regression

model.



MSE vs. Number of Trees of RF Regression
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Figure 6. OOB MSE vs. number of Trees of RF regression
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Figure 7. Relative influence of RF regression model measured by decrease in MSE
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The LASSO linear regression model, with an optimal A of 0.0002079554 selected
based on 10-fold CV RMSE, performed slightly worse than the linear model with OLS
after best subset selection. The 10-fold CV RMSE vs. A was plotted in Figure 8, illustrating

that the selected A indeed minimized the RMSE.

10-fold CV RMSE vs. Lambda

1.00
|

CV RMSE
0.96 0.98 0.99
| | |

0.95

T T T T T T
0.000 0.002 0.004 0.006 0.008 0.010

lambda

Figure 8. 10-fold CV RMSE vs. A of LASSO linear regression model

Overall, the predictive performance across was comparable across all models, and
the 10-fold CV RMSE and CV R? aligned closely with the test set results, suggesting all
models generalized well and had low risk of overfitting. The coefficients of linear

regression and LASSO linear regression were compared in Appendix B.
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3.3 Classification Models

To evaluate performance in classifying the binary glycohemoglobin outcome, five
classifiers were assessed, including logistic regression, logistic regression with LASSO
regularization, RF, gradient boosting, and SVM with RBF kernel. Performance was
primarily evaluated using AUC-ROC on both the test set and through 10-fold cross-
validation (CV). The optimal threshold was identified based on maximizing the sum of
sensitivity and specificity, and this threshold was used to compute Cohen’s Kappa to

quantify agreement beyond chance. A summary of these metrics can be found in Table 3.

Model AUC- Optimal | Sensitivity | Specificity | Kappa | CV AUC-
ROC | Threshold ROC
Logistic 0.823 0.112 0.717 0.805 0.2836 0.829
Regression

LASSO 0.823 0.108 0.709 0.805 0.2753 0.831
Logistic

RF 0.806 0.138 0.805 0.703 0.2725 0.802

Boosting 0.822 0.084 0.858 0.676 0.2705 0.820

SVM 0.772 0.119 0.757 0.703 0.2478 0.775

Table 3. Predictive performance of classification models

Among all evaluated models, the standard logistic regression and LASSO-
regularized logistic regression yielded the highest test AUC-ROC of 0.823. The standard

logistic model slightly outperformed in terms of Cohen’s Kappa, suggesting a marginal
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improvement in classification agreement beyond chance. The benefit of L1 regularization
appeared minimal, which was also reflected by an extremely small shrinkage parameter (A
= 0.00005370502). At their respective optimal probability thresholds, both models
exhibited high specificity but moderate sensitivity, indicating stronger ability to rule out
negative cases (HbAlc < 6.5%) than to correctly identify positive ones. The Cohen’s
Kappa values indicated fair agreement beyond chance.

The boosted classification tree, tuned with a shrinkage rate of 0.2, interaction depth
of 3, and 50 trees, achieved a test AUC-ROC of 0.822 and a Cohen’s Kappa of 0.2705. At
its optimal threshold, this model had the highest sensitivity among all classifiers, though
this came at the cost of the lowest specificity. This trade-off suggests the model prioritized
detecting positive cases of HbAlc > 6.5% over minimizing false positives. The relative
influence plot in Figure 10 identified waist circumference, age, and education level as the

top predictors, followed by diastolic blood pressure and pulse rate.

Relative Influence of Boosted Classifier
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Figure 9. Relative influence of boosted classifier measured by decrease in Gini Index
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The RF classification model, using a random subset of 7 predictors, produced a test
AUC-ROC of 0.806 and a Cohen’s kappa of 0.2725, which was slightly lower than the
logistic regression models and the boosted regression model. At its optimal probability
threshold, the model demonstrated balanced sensitivity and specificity, indicating
relatively symmetrical classification performance. As shown in the variable importance
plot in Figure 10, based on the average decrease in Gini index at each split, the waist

circumference was the most important feature, followed by pulse rate and age.

Variance Importance of RF Classifier

| | | | |

BMXWAIST

BPXOPLS

RIDAGEYR

BMXHIP

BPXODI

BMXBMI

BMXARMC

BMXLEG

BMXWT

BMXHT

RIDRETH3Non-Hispanic White
DMDEDUC2College Graduate or Above
SMQO020No

DMDEDUC29-11th Grade
INDFMMPCGreater than 1.85
PAD680Moderate
DMDMARTZWidowed/Divorced/Separated
DMDEDUC2Some College or AA Degree
RIDRETH3Non-Hispanic Black
DMDEDUC2High School Graduate/GED
INDFMMPCBetween 1.3 and 1.85
RIAGENDRFemale

PAD680High

DMDMARTZNever Married
RIDRETH3Other Hispanic
RIDRETH3Other Race - Including Multi-Racial
RIDRETH3Non-Hispanic Asian

o&b&&&illlllllll

T T T T T
0 20 40 60 80 100

Importance

Figure 10. Variable importance of RF classifier measured by decrease in Gini Index
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The SVM with RBF kernel, optimized with a cost of constraint violation of 1 and
a kernel width of 0.005, had the lowest AUC-ROC and Cohen’s kappa of all models. While
it achieved balanced sensitivity of 0.757 and specificity of 0.703, the model
underperformed overall in terms of discriminative ability compared to the other classifiers.

All models showed strong agreement between test and CV AUC-ROC values,
indicating reliable generalization across data splits and low risk of overfitting. The range
of optimal thresholds from 0.084 to 0.138 reflects the impact of the class imbalance in the
data. The confusion matrices of all models based on corresponding optimal thresholds were
shown in Figure 11. The ROC curves with optimal threshold based on the combination of

sensitivity and specificity were plotted in Figure 12.

Confusion Matrices of Classification Models
Boosting LASSO Logistic Regression
no 24 846 34 887 34 897
yes 145 405 135 364 135 354
S
§ Random Forest SVM (RBF) yes no
a
no 33 880 42 881
yes 136 371 127 370
yes no yes no
Reference

Figure 11. Confusion matrices of all models at optimal thresholds
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Figure 12. ROC curves
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Chapter 4: Discussion

This study explored the potential and limitations of using various machine learning
methods to predict glycohemoglobin levels and their classification using only non-invasive
and easily obtainable demographic and physical measures from NHANES data.

To predict the numeric outcome of the glycohemoglobin level, the linear model
with OLS after best subset selection, LASSO linear regression model, RF regression model,
and boosted regression model were fitted. All models demonstrated a relatively similar
level of predictive performance. Although the boosted regression model had the best
performance with highest RMSE and R?, all test RMSE values narrowly ranged from
0.9339% to 0.9457% and R? values between 0.1629 and 0.1835. The similarity in
performance across these modeling approaches suggested that the predictive relationships
captured by the available non-invasive and demographic features were relatively consistent
and that the underlying signal in the data could be weak. Furthermore, the relatively low
R? values across all regression models, highlight that while the selected predictors were
relevant, they only explained a small fraction of the total variance in HbAlc levels,
implying that the quality of the predictors was inherently limited in their ability to fully
account for individual differences in HbAlc levels. Lastly, the close alignment between
CV and test set performance across all regression models showed that the models had good
generalizability with a low risk of overfitting. However, despite this stability, the test
RMSE values between 0.93% and 0.95% remained too high for clinical use. Since RMSE
represents the average deviation between predicted and observed glycohemoglobin values,
a deviation of nearly 0.94 percentage points could lead to clinically meaningful

misclassifications; for instance, a true HbAlc value of 6.5% —the diagnostic threshold for
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diabetes—could be predicted as low as 5.6% or as high as 7.4%. Given the narrow clinical
ranges used to distinguish between normal, prediabetic, and diabetic diagnoses, even small
prediction errors may undermine the reliability of these models in clinical settings.
Therefore, the predictive performance of all regression models was too poor for practical
use in clinical settings, considering the critical role of HbAlc in DM diagnosis and
management.

Several models, including standard and LASSO regularized logistic regression
models, RF and boosted classification tree, and SVM with RBF kernel, were fitted to
predict the binary outcome of HbAlc. The standard logistic regression, LASSO logistic
regression, and boosted classification tree had the highest and almost identical test AUC-
ROC, but the standard logistic regression slightly outperformed the other two models due
to a slightly higher Cohen’s Kappa based on the optimal probability threshold. Overall, the
models demonstrated test AUC-ROC values ranged from 0.7728 to 0.8239, indicating
moderate discriminative performance, suggesting the models were generally able to
distinguish between individuals with and without elevated HbAlc levels, but none
achieved levels that would be considered highly accurate for clinical deployment. The
optimal probability thresholds varied between 0.084 and 0.138, well below the typical 0.5
cutoff, reflecting the underlying class imbalance in the data and the models’ efforts to
increase sensitivity by adjusting the decision boundary to favor detection of the minority
class with HbAlc of 6.5% or higher. Cohen’s Kappa ranged from 0.2487 to 0.2836,
reflecting only fair agreement beyond chance likely due to class imbalance and predictors
with limited quality. Overall, the CV AUC-ROC values were consistently close to the test

AUC:s for all models, indicating good generalizability and low risk of overfitting. However,
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fair discriminative ability and classification agreement beyond chance suggest that the
features included in this analysis alone may not be sufficient for reliable HbAlc
classification in clinical practice.

Although this study included the use of a large nationally representative dataset by
NHANES, a wide comparison of machine learning approaches, and model validation
techniques, there were still limitations. First, the imbalance in class distribution, despite
reflecting the realistic population-level rates of diagnosed diabetes in the U.S.,
compromised the performance of classification models, particularly in terms of sensitivity.
Second, the self-reported variables, such as smoking history, education level, average daily
sedentary activities in minutes, and marital status were subject to recall, rounding, and
desirability bias. Third, the physical measurements could exhibit measurement variability
depending on the examiner or conditions of measurement.

Several strategies could be considered to build on and potentially improve the
performance of the original models. First, the numerical outcome variable (HbAlc) and
several predictors exhibited noticeable right-skewed distributions, as shown in Figures 1
and 2. Applying log-transformations or other normalization techniques to these variables
may enhance model performance—particularly for linear methods—by reducing the
influence of outliers, stabilizing variance, and better satisfying the assumptions of linearity
and homoscedasticity. Second, the use of an Elastic Net approach could be beneficial due
to its ability to handle multicollinearity among correlated physical measurement variables,
such as weight, BMI, waist circumference, and hip circumference, as illustrated in the
correlation heatmap (Figure 3). Elastic Net combines both LASSO and ridge regularization,

enabling it to retain groups of related predictors while reducing overfitting. Third, although
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stratified sampling and cross-validation were used to address class imbalance in
classification tasks, additional techniques such as oversampling the minority class, under-
sampling the majority class, or applying cost-sensitive learning could be explored. These
methods may help improve model sensitivity—especially for identifying positive cases of
elevated HbAlc—without excessively sacrificing specificity. Lastly, additional non-
invasive predictors, such as lifestyle and behavior variables, as well as historical biomarker
data when available, can be considered to improve the predictive accuracy through a more

comprehensive view of the factors associated with elevated HbAlc levels.
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Appendix A: Code Variable Description

Variable Description Values
LBXGH Glycohemoglobin Continuous variable (%)
LBXGH f Classified Binary variable. “yes” for HbAlc > 6.5%,
Glycohemoglobin “no” for HbAlc < 6.5%
RIAGENDR Gender Binary. 1 for male, 2 for female
RIDAGEYR Age Continuous (years)
RIDRETH3 Race/Ethnicity Categorical variable. 1 for Mexican
American, 2 for Other Hispanic, 3 for Non-
Hispanic White, 4 for Non-Hispanic Black,
6 for Non-Hispanic Asian, 7 for Other
Race - Including Multi-Racial
BPXODI Diastolic pressure Continuous variable (mmhg)
BPXOSY Systolic pressure Continuous variable (mmhg)
BPOPLS Pulse rate Continuous variable (bpm)
BMXWT Weight Continuous variable (kg)
BMXHT Standing height Continuous variable (cm)
BMXBMI BMI Continuous variable (kg/m?)
BMXLEG Upper leg length Continuous variable (cm)
BMXARML Upper arm length Continuous variable (cm)
BMXARMC Arm circumference Continuous variable (cm)
BMXWAIST Waist circumference | Continuous variable (cm)
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BMXHIP Hip circumference Continuous variable (cm)

DMDEDUC2 Education level Ordinal variable. 1 for less than 9" grade, 2
for 9-11" grade (include 12% grade with no
diploma), 3 for high school graduate/GED,
4 for some college or AA degree, 5 for
college graduate or above

DMDMARTZ Marital status Categorical variable. 1 for married/living
with partner, 2 for
widowed/divorced/separated, 3 for never
married.

INDFMMPC | Family monthly poverty | Categorical variable. 1 = less than 1.30, 2 =

level category between 1.3 and 1.85, 3 = greater than 1.85
PAD680 Average minutes of Categorical variable. 1 if less than 300
sedentary activity daily | minutes per day, 2 if between 300 minutes
and 600 minutes, 3 if greater than 600
minutes.
SMQ020 History of smoking Categorical variable for whether an

observation has smoked more than 100

cigarettes in lifetime. 1 = Yes. 2 = No.

Table 4. Code variable descriptions
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Appendix B: Coefficients of Ordinary Least squares and LASSO Linear Models

Variable Linear OLS LASSO Linear

(Intercept) 4.820609365 4.806361953
‘DMDEDUC29-11th Grade® -0.134645300
"DMDEDUC2College Graduate or Above" -0.496694656
"‘DMDEDUC2High School Graduate/GED" -0.275883917
‘DMDEDUC2Some College or AA Degree’ -0.387626389
"RIDRETH3Non-Hispanic Asian’ -0.119393275
"RIDRETH3Non-Hispanic Black’ 0.003587161
"RIDRETH3Non-Hispanic White" -0.360715989
'RIDRETH3Other Hispanic® -0.153377642

"RIDRETH3Other Race - Including Multi-
-0.112018926
Racial®

BMXARMC 0.022414943 0.012875786

BMXBMI 0.013316989

BMXHIP -0.015113982 -0.016383604

BMXHT 0.003517276

BMXLEG -0.027977698 -0.030112152

BMXWAIST 0.017780169 0.014918103

BMXWT 0.000000000

BPXODI -0.008706946 -0.002001928

BPXOPLS 0.014260251 0.012346228
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BPXOSY 0.005690894
DMDEDUC29-11th Grade -0.020564732
DMDEDUC2College Graduate or Above -0.416109581

DMDEDUC2High School Graduate/GED

-0.173672041

DMDEDUC2Some College or AA Degree -0.296031016
DMDMARTZNever Married -0.054362607
DMDMARTZWidowed/Divorced/Separated 0.000000000
INDFMMPCBetween 1.3 and 1.85 0.023039881
INDFMMPCGreater than 1.85 -0.009294472
PADG680High 0.000000000
PAD680Moderate 0.018218568
RIAGENDRFemale 0.000000000
RIDAGEYR 0.012246619 0.014017853
RIDRETH3Non-Hispanic Asian -0.092037432
RIDRETH3Non-Hispanic Black 0.015148891
RIDRETH3Non-Hispanic White -0.347254501

RIDRETH3Other Hispanic -0.123090711
RIDRETH3Other Race - Including Multi-
-0.088362893
Racial
SMQO020No 0.000000000

Table 5. Comparing coefficients of OLS and LASSO linear models
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