R code

#load necessary packages for analysis
library(tidyverse)
library(leaps)
library(glmnet)
library(caret)
library(randomForest)
library (gbm)
library(plotmo)
library (pROC)
library(readr)
library(foreign)
library(kernlab)
library(psych)
library(gridExtra)

#import datasets
bax <- read.xport("/Users/yangzhai/Desktop/thesis/data/BAX_L.xpt")
bmx <- read.xport("/Users/yangzhai/Desktop/thesis/data/BMX_L.xpt")
bpxo <- read.xport("/Users/yangzhai/Desktop/thesis/data/BPX0_L.xpt")
demo <- read.xport("/Users/yangzhai/Desktop/thesis/data/DEMO_L.xpt")
ghb <- read.xport("/Users/yangzhai/Desktop/thesis/data/GHB_L.xpt")
inq <- read.xport("/Users/yangzhai/Desktop/thesis/data/INQ_L.xpt")
paq <- read.xport("/Users/yangzhai/Desktop/thesis/data/PAQ_L.xpt")
smq <- read.xport("/Users/yangzhai/Desktop/thesis/data/SMQ_L.xpt")

#combine datasets
merge (bax, bmx, by = "SEQN", all = TRUE)

comp_d
comp_d
comp_d
comp_d
comp_d
comp_d
comp_d

merge (comp_d, bpxo, by = "SEQN", all
merge(comp_d, demo, by = "SEQN", all
merge(comp_d, ghb, by = "SEQN", all
merge (comp_d, inq, by = "SEQN", all
merge (comp_d, paq, by = "SEQN", all
merge (comp_d, smq, by = "SEQN", all

#average of mon-missing pulse rate, diastolic

comp_d$BPX0ODI <- rowMeans(comp_d[,c("BPX0DI1", "BPXODI2", "BPX0ODI3")], na.rm
comp_d$BPX0SY <- rowMeans(comp_d[,c("BPX0SY1", "BPX0SY2", "BPX0SY3")], na.rm

TRUE)
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pressure, and systolic pressure readings

TRUE)
TRUE)

comp_d$BPXOPLS <- rowMeans(comp_d[,c("BPXOPLS1", "BPXOPLS2", "BPXOPLS3")], na.rm = TRUE)

#filter wvariables
comp_d <- comp_d %>%

select(
LBXGH, # Glycohemoglobin
RIAGENDR, # Gender
RIDAGEYR, # Age



RIDRETH3, # Race

BPX0DI, # Diastolic Pressure

BPX0SY, # Systolic Pressure

BPXOPLS, # Pulse Rate

BMXWT, # Weight

BMXHT, # Height

BMXBMI, # BMI

BMXLEG, # Upper leg length

BMXARML, # Upper arm length

BMXARMC, # Arm circumference

BMXWAIST, # Waist circumference

BMXHIP, # Hip circumference

DMDMARTZ, # Marital status

DMDEDUC2, # Education

INDFMMPC, # Family monthly poverty level category
PAD680, # Minutes sedentary activity daily
SMQO020, # Smoked at least 100 cigarettes in life

d <- comp_d %>%
#remove observations with incomplete data
drop_na() %>
filter (!DMDMARTZ %in% c(77, 99))%>%
filter (!DMDEDUC2 %in% c(9))%>%
filter (!PAD680 %in% c(7777,9999))%>%
filter (! INDFMMPC %in% c(7,9))%>%
filter (!SMQ020 %in% c(7,9))%>%
#factor categorical wvariables
mutate (
LBXGH_f = case_when(LBXGH >= 6.5 ~ "yes", LBXGH < 6.5 ~ "no"),

LBXGH_f = factor(LBXGH_f, levels = c("no", "yes")),
RIAGENDR = factor (RIAGENDR, levels = c(1,2), labels = c("Male","Female")),
RIDRETH3 = factor(RIDRETH3, levels = c(1, 2, 3, 4, 6, 7),
labels = c("Mexican American","Other Hispanic",
"Non-Hispanic White", "Non-Hispanic Black",
"Non-Hispanic Asian",
"Other Race - Including Multi-Racial")),
DMDMARTZ = factor (DMDMARTZ, levels = c(1, 2, 3),
labels = c("Married/Living with partner",
"Widowed/Divorced/Separated","Never Married")),
INDFMMPC = factor (INDFMMPC, levels = c(1,2,3),
labels = c("Less than 1.30", "Between 1.3 and 1.85",
"Greater than 1.85")),
DMDEDUC2 = factor (DMDEDUC2, levels = c(1, 2, 3, 4, 5),

labels = c("Less Than 9th Grade","9-11th Grade",
"High School Graduate/GED",
"Some College or AA Degree",
"College Graduate or Above")),
#convert PAD680 to binary wvariable for long sedentary activity
PAD680 = cut (PAD680,
breaks = c(-Inf, 300, 600, Inf),
labels = c("Low", "Moderate", "High"),
right = FALSE),



PAD680
SMQ020
)

relevel (PAD680, ref = "Low"),
factor (SMQO20, levels = c(1, 2),labels = c("Yes", "No"))

#export cleaned data
write.csv(d, "/Users/yangzhai/Desktop/thesis/data/clean_data.csv", row.names = FALSE)

A e e e e e XXX #
# Descriptive Statistics #
R #

#summary statistics

summary (d)

describe(d)

#subset-HbAlc less than 6.5
summary (d [d$LBXGH_f=="no",])
describe (d[d$LBXGH_f == "no", 1)
#subset-HbAlc 6.5 or higher
summary (d [d$LBXGH_f=="yes",])
describe (d[d$LBXGH_f == "yes", 1)

#Distribution of Glycohemoglobin

hist (d$LBXGH, main = "Distribution of Glycohemoglobin",
xlab = "Glycohemoglobin (%)", ylab = "Frequency", col = "steelblue",
cex.main = 1.2, cex.lab = 1.2, cex.axis = 1.2)

# continuous predictors
cont_var <- 4 %>%
select (RIDAGEYR, BPXODI, BPX0SY, BPXOPLS, BMXWT, BMXHT, BMXBMI, BMXLEG,
BMXARML, BMXARMC, BMXWAIST, BMXHIP)’>%
rename (
"Age" = RIDAGEYR,
"Diastolic BP" = BPXODI,
"Systolic BP" = BPXO0SY,
"Pulse Rate" = BPXOPLS,
"Weight" = BMXWT,
"Height" = BMXHT,
"BMI" = BMXBMI,
"Upper Leg Length" = BMXLEG,
"Upper Arm Length" = BMXARML,
"Arm Circumference" = BMXARMC,
"Waist Circumference" = BMXWAIST,
"Hip Circumference" = BMXHIP

# histograms for continuous predictors
cont_var %>
gather () %>%
ggplot(aes(value)) +
geom_histogram(bins = 30, fill = "steelblue") +
facet_wrap(~ key, scales = "free") +



labs(title = "Histograms of Continuous Variables")

# Correlation heatmap for continuous wvariables
ggcorrplot: :ggcorrplot (cor(cont_var), hc.order = TRUE, type = "lower")

#labels for plots

lab_map <- c(
INDFMMPC = "Income-to-Poverty Ratio",
SMQ020 = "Ever Smoked 100+ Cigarettes",

RIAGENDR = "Gender",

RIDRETH3 = "Race/Ethnicity",

DMDMARTZ = "Marital Status",

DMDEDUC2 = "Education Level",

PAD680 = "Daily Sedentary Activities"

#filter categorical wvariables
cat_var <- d %>%
select(all_of (names(lab_map))) %>} # Ensure alignment with lab_map
mutate(across(everything(), ~as.character(as_factor(.)))) %>%
pivot_longer(cols = everything(),
names_to = "Variable",
values_to = "Value") %>%
mutate(Variable = lab_map[Variable])

#plot categorical wvariables
ggplot(cat_var, aes(x = factor(Value))) +
geom_bar(fill = "lightblue", width = 0.8) +
facet_wrap(~ Variable, scales = "free_x", ncol = 3) +
labs(title = "Distributions of Categorical Variables",
x = "Category", y = "Count") +
theme_minimal() +
theme (
plot.title
axis.title.

element_text(size = 14, face = "bold", hjust = 0.5),
= element_text(size = 12, face = "bold"),
axis.title.y = element_text(size = 12, face = "bold"),

axis.text = element_text(size = 12),

axis.text.x = element_text(angle = 45, hjust = 1),

strip.text = element_text(size = 12)
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#Stratified sampling

set.seed(1234)

train_idx <- createDataPartition(d$LBXGH_f, p = 0.7, list = FALSE)
d_train <- d[train_idx, ]

d_test <- d[-train_idx, ]

#model matriz
f1 <- formula(LBXGH~RIDAGEYR+RIAGENDR+RIDRETH3+BPX0ODI+BPX0PLS+BMXWT+BMXHT+
BMXBMI+BMXLEG+BMXARMC+BMXWAIST+BMXHIP+DMDMARTZ+DMDEDUC2+INDFMMPC+



PAD680+SMQ020) #remove hx of dm
mfl_train <- model.frame(f1, data=d_train)
x_train<- model.matrix(mfl_train, data=d_train)[,-1]
mfl_test <- model.frame(f1l, data=d_test)
x_test <- model.matrix(mfl_test, data=d_test)[,-1]

# ______________________________________________________________________________
# Numerical Outcome Prediction

# ______________________________________________________________________________
e ee e T

#Best subset
set.seed(1234)

subset_fit <- regsubsets(LBXGH ~ .-LBXGH_f, data = d_train, nvmax = 19, method = "exhaustive")

subset_summary <- summary(subset_fit)
#by highest R-squared
which.min(subset_summary$bic)

#vartiables
names (coef (subset_fit, 12))[-1] # ezclude intercept

#Linear Model with best subset of wvariables

set.seed(1234)

(fit_1m <- train(LBXGH~RIDAGEYR+RIDRETH3+BPX0ODI+BPX0SY+BPXOPLS+BMXLEG+BMXARMC+
BMXWAIST+BMXHIP+DMDEDUC2,data=d_train, method="1m",
trControl = trainControl (method = "cv", number = 10)))

#test RMSE

1m_pred <- predict(fit_lm, newdata=d_test)
1m_test_rmse <- sqrt(mean((lm_pred - d_test$LBXGH) 2))
I1m_test_rmse

#test Rsquared

ss_total <- sum((d_test$LBXGH - mean(d_test$LBXGH)) "2) #Total sum of squares
1m_ss_residual <- sum((d_test$LBXGH - 1lm_pred) "2) #Residual sum of squares
(Im_test_rsq <- 1 - (Ilm_ss_residual / ss_total)) #R-squared

#LASSO with 10-fold CV
set.seed(1234)
lasso2 <- glmnet(x = x_train, y
tg_lasso2 <- data.frame(alpha =
set.seed(1234)
lasso_cv2 <- train(x = x_train, y = d_train$LBXGH,

method = "glmnet", tuneGrid = tg_lasso2,

trControl = trainControl(method = "cv", number = 10,

selectionFunction = "best"))

#optimal tuning parameters based on 10-fold CV MSE
lasso_cv2$results[which.min(lasso_cv2$results$RMSE), ]

= d_train$LBXGH, alpha = 1)
1, lambda = lasso2$lambda)

#10-fold CV RMSE vs. lambda
plot(lasso_cv2$results$lambda, lasso_cv2$results$RMSE, type="b",



xlab = "lambda", ylab = "CV RMSE", xlim=c(0, 0.004),ylim=c(0.9938,0.9955),
main ="10-fold CV RMSE vs. Lambda")
abline(v = 0.0002079554, col = "red", lty = 2)

#test error

lasso_pred2 <- predict(lasso2, s=lasso_cv2$bestTune$lambda, newx = x_test)
lasso_test_rmse2 <- sqrt(mean((lasso_pred2 - d_test$LBXGH) "2))
lasso_test_rmse2

#test Rsquared
lasso_ss_residual2 <- sum((d_test$LBXGH - lasso_pred2) "2)
(lasso_test_rsq2 <- 1 - (lasso_ss_residual2/ss_total))

set.seed(1234)
rfl <- train(x = x_train, y = d_train$LBXGH, method = "rf",
ntree = 200, tuneGrid = data.frame(mtry= 1:19),
trControl = trainControl(method = "cv'", number = 10))
rfil
#Variable importance plot
plot(rfi$finalModel$mse, xlab = "Number of Trees", ylab = "MSE",
main = "MSE vs. Number of Trees of RF Regression")

#test RMSE
rfl_pred <- predict(rfi$finalModel, newdata=x_test)
(rfl_test_rmse <- sqrt(mean((rfl_pred - d_test$LBXGH) "2)))

#test Rsquared
rfl_ss_res <- sum((d_test$LBXGH - rfl_pred) 2)
(rfl_test_rsq <- 1 - (rfl_ss_res / ss_total))

#Variable Importance
plot(varImp(rfl), main = "Variable Importance of RF Regression")

#tuning grid

tg_boostreg <- expand.grid(n.trees = c(200, 400, 600, 800),
interaction.depth = 1:5,
shrinkage = c¢(0.0001, 0.001, 0.01, 0.1),
n.minobsinnode = 5)

#10-fold CV to determine optimal combination of tuning parameters
set.seed(1234)
boostreg2 <- train(x = d_train[,2:20], y = d_train$LBXGH, method = '"gbm",
bag.fraction = 0.50, tuneGrid = tg_boostreg,
trControl = trainControl(method = "cv", number = 10))

#optimal combination of tuning parameters and corresponding 10-fold CV RMSE
boostreg2$results [which.min(boostreg2$results$RMSE), ]



#variable importance measure

par(mar = c(5, 6, 4, 2))

summary (boostreg2$finalModel, method = relative.influence,
normalize = TRUE, las =2)

title(main = "Relative Influence of Boosted Regression", line = 1)

#test RMSE
boostreg_pred2 <- predict(boostreg2$finalModel, newdata=d_test[,2:20])
(boostreg_test_rmse2 <- sqrt(mean((boostreg_pred2 - d_test$LBXGH) "2)))

#test Rsquared
boostreg2_ss_res <- sum((d_test$LBXGH - boostreg_pred2) "2)
(boostreg2_test_rsq <- 1 - (boostreg2_ss_res / ss_total))

Rttt #
# Classification Models #
e R S #

#Stratified sampling

set.seed(1234)

train_idx <- createDataPartition(d$LBXGH_f, p = 0.7, list = FALSE)
d_train <- d[train_idx, ]

d_test <- d[-train_idx, ]

#model matriz

f1 <- formula(LBXGH~RIDAGEYR+RIAGENDR+RIDRETH3+BPX0DI+BPX0PLS+BMXWT+BMXHT+
BMXBMI+BMXLEG+BMXARMC+BMXWAIST+BMXHIP+DMDMARTZ+DMDEDUC2+INDFMMPC+
PAD680+SMQ020) #remove hx of dm

mfl_train <- model.frame(f1, data=d_train)

x_train<- model.matrix(mfl_train, data=d_train)[,-1]

mfl_test <- model.frame(fl, data=d_test)

x_test <- model.matrix(mfl_test, data=d_test)[,-1]

#logistic model
set.seed(1234)
log <- train(x=x_train, y=d_train$LBXGH_f, method = "glm",
family = binomial(link = "logit"),
trControl = trainControl (method = "cv", number = 10,
summaryFunction = twoClassSummary,
classProbs = TRUE, savePredictions = TRUE))
#training AUC
log$results

#test AUC
log_probs <- predict(log, newdata = x_test, type = "prob")
(log_roc <- roc(response = d_test$LBXGH_f, predictor = log_probs[, "yes"]))

#ROC curwve
roc_log <- plot(log_roc, print.thres = TRUE,
main = "ROC of Logistic Regression Model")



#kappa

log_pred_class <- ifelse(log_probs[, "yes"] > 0.112, "yes", "no")
log_pred_class <- factor(log_pred_class, levels = levels(d_test$LBXGH_f))
log_conf_matrix <- confusionMatrix(log_pred_class, d_test$LBXGH_f)
log_conf_matrix$overall ["Kappa']

#lasso
log_lasso <- glmnet(x = x_train, y = d_train$LBXGH_f, family = "binomial", alpha = 1)
tg_lassoclass <- data.frame(alpha=1, lambda = log_lasso$lambda)
set.seed(1234)
log_lasso_cv <- train(x = x_train, y = d_train$LBXGH_f, method = "glmnet",
family = "binomial", tuneGrid = tg_lassoclass,
trControl = trainControl (method = "cv", number = 10,
summaryFunction=twoClassSummary,
classProbs = TRUE,
savePredictions = TRUE,
selectionFunction = "best"))
#train AUC
log_lasso_cv

#test AUC
log_lasso_prob <- predict(log_lasso_cv, newdata = x_test, type = "prob")
(lasso_roc <- roc(response = d_test$LBXGH_f,

predictor = log_lasso_prob[, "yes"],

levels = rev(levels(d_test$LBXGH_f))))

#ROC curve
roc_lasso <- plot(lasso_roc, print.thres = TRUE,
main = "ROC of LASSO Logistic Regression Model")

#kappa

lasso_pred_class <- ifelse(log_lasso_prob[, "yes"] > 0.108, "yes", "no")
lasso_pred_class <- factor(lasso_pred_class, levels = levels(d_test$LBXGH_f))
lasso_conf_matrix <- confusionMatrix(lasso_pred_class, d_test$LBXGH_f)
lasso_conf_matrix$overall ["Kappa"]

set.seed(1234)
rf_class <- train(x = x_train, y = d_train$LBXGH_f, method = "rf", ntree = 200,
tuneGrid = data.frame(mtry = 1:19),
trControl = trainControl(method = "cv", number = 10,
classProbs = TRUE,
summaryFunction = twoClassSummary,

savePredictions = TRUE))

#optimal miry
rf_class$results[which.max(rf_class$results$ROC), ]
# Plot ROC vs mtry using ggplot
ggplot(rf_class$results, aes(x = mtry, y = ROC)) +

geom_line(color = "black") +

geom_point(color = "black") +

geom_vline(xintercept = rf_class$bestTune$mtry, linetype = "dashed", color = "red") +



ggtitle("CV ROC vs mtry") +
xlab("mtry") +
ylab("ROC AUC")

#test AUC
rf_test_prob <- predict(rf_class, newdata = x_test, type = "prob")
(rf_roc <- roc(response = d_test$LBXGH_f,
predictor = rf_test_prob[, "yes"],levels = rev(levels(d_test$LBXGH_f))))

#roc curve
roc_rf <- plot(rf_roc, print.thres = TRUE,
main = "ROC of RF Classification Model")

#Cohen's kappa

rf_pred_class <- ifelse(rf_test_prob[, "yes"] > 0.138, "yes", "no"
rf_pred_class <- factor(rf_pred_class, levels = levels(d_test$LBXGH_f))
rf_conf_matrix <- confusionMatrix(rf_pred_class, d_test$LBXGH_f)
rf_conf_matrix$overall ["Kappa"]

#variable importance
plot(varImp(rf_class), main="Variance Importance of RF Classifier")

#tuning grid

tg_boostclass <- expand.grid(n.trees = seq(5,50,5),interaction.depth
shrinkage = seq(0.20, 0.45, 0.05),
n.minobsinnode = 10)

I
-
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set.seed(1234)
boost_class <- train(x = d_train[,2:20], y = d_train$LBXGH_f, method = "gbm",
bag.fraction = 0.50, tuneGrid = tg_boostclass,
trControl = trainControl(method = "cv", number
classProbs = TRUE,
summaryFunction = twoClassSummary,
savePredictions = TRUE))

10,

#training AUC
boost_class$results[which.max(boost_class$results$ROC), ]

#test AUC

boost_test_prob <- predict(boost_class, newdata = d_test[, 2:20], type = "prob")

(boost_roc <- roc(response = d_test$LBXGH_f,predictor = boost_test_prob[, "yes"],
levels = rev(levels(d_test$LBXGH_f))))

#roc curve
roc_boost <- plot(boost_roc, print.thres = TRUE,
main = "ROC of Boosted Classification Model")

#Kappa

boost_pred_class <- ifelse(boost_test_prob[, "yes"] > 0.084, "yes", "no")
boost_pred_class <- factor(boost_pred_class, levels = levels(d_test$LBXGH_f))
conf_matrix <- confusionMatrix(boost_pred_class, d_test$LBXGH_f)



conf_matrix$overall["Kappa"]

#variable importance plot-relative influence
par(mar = c(5, 6, 4, 2))
summary (boost_class$finalModel, method = relative.influence
normalize = TRUE, las = 2)
title(main = "Relative Influence of Boosted Classifier",
line = 1)

#svum with rbf tunegrid
tg_svmrb <- expand.grid(C = c(0.01, 0.1, 1, 10),

B

sigma = seq(0.005, 0.10, by = 0.005))

#svm with rbf
set.seed(1234)
svmrb<-train(x=x_train,y=d_train$LBXGH_f ,method="svmRadial"

,tuneGrid=tg_svmrb,

trControl = trainControl (method = "cv", number = 10,

classProbs = TRUE,

summaryFunction = twoClassSummary,

savePredictions
svmrb$results [which.max (svmrb$results$R0OC), ]

#test AUC
svmrb_test_prob <- predict(svmrb, newdata = x_test, type =
(svmrb_roc <- roc(response = d_test$LBXGH_f,
predictor = svmrb_test_prob[, "yes"],
levels = rev(levels(d_test$LBXGH_f))))

#roc curve
roc_svm <- plot(svmrb_roc, print.thres = TRUE,

main = "ROC of SVM with RBF Model")

#cohen's kappa

TRUE))

"prob")

svmrb_pred_class <- ifelse(svmrb_test_prob[, "yes"] > 0.119, "yes", "no"
svmrb_pred_class <- factor(svmrb_pred_class, levels = levels(d_test$LBXGH_f))
svmrb_conf_matrix <- confusionMatrix(svmrb_pred_class, d_test$LBXGH_f)

svmrb_conf_matrix$overall ["Kappa'"]

library (broom)
library(flextable)
library(officer)

1m_coef <- tidy(fit_lm$finalModel)
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lasso_coef <- as.data.frame(as.matrix(coef(lasso2, s = lasso_cv2$bestTune$lambda)))
lasso_coef$term <- rownames(lasso_coef)

colnames(lasso_coef) [1] <- "estimate"

lasso_coef <- lasso_coef[, c("term", "estimate")]

# Merge into one table for comparison
coef_table <- merge(lm_coef[, c("term", "estimate")],
lasso_coef,
by = "term",
all = TRUE,
suffixes = c("_LM", " _LASS0"))

# Sort by wvariable name
coef_table <- coef_table[order(coef_table$term), ]

# Format using flextable

ft <- flextable(coef_table)

ft <- autofit(ft)

ft <- set_header_labels(ft,
term = "Variable",
estimate_LM = "Linear Coef",
estimate_LASSO = "LASSO Coef")

# Export to Word

doc <- read_docx() %>%
body_add_par("Comparison of Coefficients: Linear Model vs. LASS0", style = "heading 1") %>%
body_add_flextable(ft)

print(doc, target = "Coefficient_Comparison.docx")

par (mfrow = c(2, 3))

plot(log_roc, print.thres = TRUE, print.thres.cex = 2,
main = "ROC - Logistic Regression", cex.main = 2,
col = "black", lwd = 2, cex.lab = 2, cex.axis = 2)

plot(lasso_roc, print.thres = TRUE, print.thres.cex = 2,
main = "ROC - LASSO Logistic", cex.main = 2,
col = "blue", lwd = 2, cex.lab = 2, cex.axis = 2)

plot(rf_roc, print.thres = TRUE, print.thres.cex = 2,
main = "ROC - Random Forest", cex.main = 2,
col = "forestgreen", lwd = 2, cex.lab = 2, cex.axis = 2)
plot(boost_roc, print.thres = TRUE, print.thres.cex = 2,
main = "ROC - Boosted Trees", cex.main = 2,

col = "darkorange", lwd = 2, cex.lab = 2, cex.axis = 2)

plot(svmrb_roc, print.thres = TRUE, print.thres.cex = 2,
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main = "ROC - SVM (RBF)", cex.main = 2,
col = "purple", lwd = 2, cex.lab = 2, cex.axis = 2)

e m confusion matrices —————————————————————————————————
conf_matrix_to_df <- function(cm, model_name) {

tbl <- as.table(cm$table)

df <- as.data.frame(tbl)

colnames(df) <- c("Prediction", "Reference", "Freq")
df $Model <- model_name
return(df)

# Convert each confusion matriz to tidy data frame

log_df <- conf_matrix_to_df(log_conf_matrix, "Logistic Regression")
lasso_df <- conf_matrix_to_df(lasso_conf_matrix, "LASSO")

rf_df <- conf_matrix_to_df (rf_conf_matrix, "Random Forest")
boost_df <- conf_matrix_to_df(conf_matrix, "Boosting")

svmrb_df <- conf_matrix_to_df (svmrb_conf_matrix, "SVM (RBF)")

# Combine all data frames
all_cm_df <- bind_rows(log_df, lasso_df, rf_df, boost_df, svmrb_df)

# Plot using ggplot2 without color fill

ggplot(all_cm_df, aes(x = Reference, y = Prediction)) +
geom_tile(fill = "white", color = "black") +
geom_text(aes(label = Freq), color = "black", size = 5) +
facet_wrap(~ Model, ncol = 3) +
labs(title = "Confusion Matrices of Classification Models") +
theme_minimal (base_size = 14)
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