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Abstract

Investigation of Reconfigurable Pipelined Architecture
for On-the-fly Processing of Big Data Streams

Real-time processing is one aspect of the Big Data situation,
and it requires an unconventional approach to solve the recent
problems that may appear at both software and hardware levels.
The continuous increase of data wvelocity has placed a
tremendous pressure on the existing systems, and the current
volumes of Big Data limit the efforts of storing everything
at a preprocessing stage. The conventional ©processing
infrastructures have been thoroughly challenged by the huge
demand for the stream-based applications. The industry
responded by introducing traditional Stream-processing
engines along with emerged technologies. The ongoing paradigm
embraces the parallel computing as the most reasonable
proposition. Pipelining and Parallelism have been intensively
studied in recent years. Nevertheless, the challenges of Big
Data call for a new approach to solving both software and
hardware problems, and the continuous increase of data
velocity requires a new form of software clustering backed by
a special hardware organization. Hence, on-the-fly processing
is necessary more than before to support the collective

efforts towards Big Data advancements.
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In the context of data-intensive applications, pipelining
arises as a typical approach. The recent improvements in
Field-Programmable Gate Arrays (FPGAs) opened a new door for
application-specific architectures by increasing the
usability of FPGA hardware design. This dissertation presents
a reconfigurable pipelined architecture which is mainly aimed
at Big Data preprocessing. It adopts Symmetric
multiprocessing (SMP) along with crossbar switch and forced-

interrupt that allows processing of variable-lengths of code.

The primary goal of this promising architecture is to process
efficiently Big Data streams on-the-fly while it can process
sequential programs on a parallel-pipelined model. The system
overpasses internal memory constraints of Non-uniform memory
access (NUMA) by applying forced-interrupts and crossbar
switching. It reduces complexity, data dependency, high-

latency, and cost overhead of parallel computing.

Undoubtedly, the hardware architecture plays a significant
role in improving the efficiency of streaming systems. The
variance of hardware performance on different hardware
architectures 1is quite interesting. The previous literature
confirms that the CPUs, the GPUs, and the FPGAs are performing
differently in specific applications. Based on earlier work,

the GPUs outperformed the other platforms 1in terms of

viii



execution time. CPUs outperformed in overall execution
combined with transfer time. FPGAs outperformed for fixed
algorithms using streaming [17. Accordingly, this
dissertation presents a reconfigurable pipelined architecture
that is especially designed to improve the performance of
real-time processing, and it examines the performance of
three streaming applications on three different hardware
platforms; that is followed by the experimental results. The
analysis confirms a noticeable improvement by pipelining on

the reconfigurable FPGA design.
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CHAPTER 1 - INTRODUCTION

The wide sphere of Big Data involves unconventional
processing elements. It may 1instead require customized
organization other than conventional processing systems. The
emerging situation of Big Data introduces serious challenges
that overload regular computing models. Generally, Big Data
is the problem of managing an enormous amount of
“unstructured” data. The complexity of Big Data calls for a
new form of software applications that take hardware
structure into consideration, and likewise hardware models
that are especially designed to improve time-intensive
operations. For example, the current memory models may not
accommodate Big Data needs. Also, such systems may require
access to a huge memory, and this access can introduce a cost
overhead in the restoring process. At the beginning of this
century, studies reported enormous growth of information that
exceeded Moore’s Law [2]. Big Data introduces a tremendous
pressure on time and memory performance. Consequently, new
computational models are generally required to cope with Big

Data situation.

This dissertation investigates previous work of
multiprocessing architectures. It casts on stream processing

requirements, followed by a general view over the current



limitations of parallel systems. The discourse presents a
hardware model that is especially aimed at processing Big
Data streams on-the-fly while this model can handle
sequential programs on a pipelined multicore design. The
improved design uses Symmetric multiprocessing (SMP) and
forced interrupts. It can handle variable lengths of data,
and it can achieve very low-latency in time. The research
uses a reconfigurable hardware architecture that can adjust
the pipeline length in order to handle the workload of Big
Data streams. It provides a scalable framework that allows
pipeline expansion, still, it can change HW configuration
(e.g. intervals) according to our processing needs. The
proposed hardware organization <consists of three main
components. (1) Pipelined multiprocessing elements that
operate on multicore tasks; (2) Main Memory management by
crossbar switching; (3) Forced interrupt that allows
conventional software programs to wutilize our proposed
platform. This approach may eliminate the overhead cost of

parallel programming efforts.

Preprocessing is an essential task that enhances Big Data
performance at early stages, and usually, it focuses on

extracting the most informative feature from the data stream.



This discourse evaluates three streaming and preprocessing

applications.

First, Moore’s algorithm 1is considered as preprocessing
algorithm as it can find the most frequent element of a given
stream in a linear time. Moore’s application may enhance the

feature selection that applies to a given input.

Second, many systems are using sorting applications at
preprocessing levels, and they rely on these applications to
reduce the complexity of input data as well as preparing the
input streams for different analysis operations. Many sorting
algorithms have been intensively studied, and sorting on-the-
fly is another problem that may need different hardware
models. Sorting algorithms are different and diverse, and
this dissertation selects heapsort based on its
characteristics that require less memory traffic and our
ability to define approximate pipeline length. Based on
previous work [3] heapsort may improve the performance of
finding the most frequent element when sorting the stream

before selecting the most frequent element.

Heapsort 1s a sorting algorithm that requires less memory
traffic. In ideal cases, heapsort may not be the best

performing algorithm; however, streaming applications are



designed to keep memory operation at its minimum which

introduces heapsort as a good proposition.

In order to pipeline a heapsort algorithm, we use pipeline
length analysis to identify the number of processors required
to execute heapsort on one data block using one round of
processing and compares the throughput of the heapsort
application on our reconfigurable design against three

general purpose architectures.

Third, we apply our design on a clumping hash algorithm [4].
The clumping code may reduce the memory operations by
probability. A clumping application is implemented to decode
the last seven digits of a vector; then it saves this code in
a hash table. The application receives a stream of 100
elements and stores their hash into a hash table of size 127.
It starts from the last recording position. If that record is
empty, we store the hash into this data block, and if that
record is already filled, we jump to the next block. It is an
iterative method that attempts to find a space in the memory
by incrementally changing the record address. Theoretically,
we achieve better performance because we store into the hash
table by using a unified order, and the size of the hash table
may not be completely filled before we reach the last element.

Similarly, the clumping hash algorithm also may increase the



performance o0f selecting the most frequent element by

grouping similar items together.

This research examines these three applications on our
reconfigurable ©pipelined architecture. We evaluate the
performance of our FPGA design versus GPUs and CPUs. We
benchmark the performance of these algorithms compared to
these other platforms. This study compares the throughput of
these three applications against three general purpose
architectures. The analysis confirms a noticeable improvement
of throughput by pipelining on a reconfigurable FPGA design

compared to regular CPU or GPU clusters.

Finally, this discourse constitutes a benchmarking base for
streams algorithms. Currently, Big Data systems are
intensively using GPUs for stream processing [5]. Thus, our
work introduces application-specific FPGAs to benchmarking

efforts.



1.1. Background and Motivations

The wide sphere of Big Data introduced many definitions of
Big Data, and it presented different views about the factors
of Big Data known as the V's of Big Data. Nevertheless, in
2012 Data Science Central published a post by Mr. Soubra [6]
explaining the axes of Big Data. His plot shows the factors
that are growing at an increasing rate. Figure 1 [6] shows

these factors.

Big Data:
Expanding on 3 fronts
at an increasing rate.

Data
Velocity
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Qe° >
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"‘74:-;, MB GB 8! PB Volume

Variety

Figure 1 Three axes help to visualize Big Data concept [6].
Our scope covers data velocity as it explains the scale of
Big Data processing demands by time-based applications. In

the case of real-time processing, the results are only useful
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when the delay of processing is very short. For example,
applications such as social media analysis, incident
detection, sensor data and satellite reception may need on-

the-fly processing of data to utilize the data input.

On-the-fly processing may also refer to stream processing.
Usually, it 1s associated with SIMD (Single Instruction
Multiple Data Stream). This paradigm of computing can be
efficiently used by multiprocessing architectures such as
FPGAs. It reduces the overhead of managing communication,
synchronization, or allocation among processing units. Only
few research centers addressed the power of stream
processing. One of these initiatives 1is the stream-based
supercomputer developed by Stanford University; that has
developed stand-alone stream processor called “Imagine”

followed by “Merrimac” [7].

In some cases, this model may sacrifice flexibility over
performance, but it can be gained back by FPGA

reconfiguration.

Ad-hoc stream processors can reach up to 10x performance.
This improvement 1is attributed to proper management of
communication, synchronization, and allocation among

multiprocessing units. Still, kernel size affects the



performance of streaming systems, and it is a major factor

that defines the degree of further scalability.

The stream data can arrive in either fixed or variable-length
chunks (Variable lengths of Data). Big Data sphere may include
various types of data where a variable-length code is likely
to persist. Information Retrieval systems have solved the
issue of variable-lengths by different approaches in such
that the wvariable-length record is formulated by a dynamic
list of fixed-length records; that are linked together via
pointers. The format of objects that are coming down the
pipeline may be different from the format that is stored on

database or disk.

A string kernel 1is a function that operates on symbols or
strings. These strings may not have the same length, yet the
string kernel should examine the similarity of two string
inputs of wvariable-lengths. It can allow the kernelized
applications to process variable-length code without
translating the input to fixed-length vectors. It is heavily
used in applications that classify or cluster data, e.g. in

text mining and gene analysis [8].

Clusterization is the process of grouping similar items in
one group (cluster), and clusterization of Big Data should be

able to handle very large datasets, and it must provide fast

8



results with high precision and preferably without human

interaction.

Clustering algorithms may differ in performance, and there is
a wide range of clustering techniques that each has its own
preconditions and limitations. Stream Processing requires
clustering algorithms that are able to handle the continuous
oncoming data, and the output of the stream should not be
affected by the order of elements. To facilitate clusters’
correction, modification, and accessibility, a given
clustering algorithm needs to normalize new data to adopt
particular clustering structures. On-the-fly clustering uses
different facilitators such as defined data structure, best-
match algorithm, and a cluster navigation mechanism that

would improve cluster accessibility.

On-the-fly clusterization focuses on efficiency where
algorithms try to compare each element with others to find
similarity. In algorithms design, these operations can be
very costly in term of time, and it can reach up to 0(n"2)

time complexity.



1.2. Computing Platforms

1.2.1. Central Processing Units (CPUs)

Today, CPUs can be clocked at well above 1 GHz in devices as
small as cell phones. During the past forty years, CPUs
improved from 740 kHz to exceeded GHz levels showing
tremendous improvement over 1300%. Resulting in an increase
of chip transistors from 2,300 to more than a billion. It is
quite common now to see a CPU with multiple cores on the same

chip [9].

Newer CPUs have several types of memory distribution on chip.
The most popular ones are cache and register memory. Normally,
both memories are high-speed SRAM. Registers are attached to
the CPU, and they are built directly into the CPU. Registers
contain specific data that is wvital to CPU operations. The
next level of memory is cache. Usually, it is divided into
the level-1 and 1level-2 caches. They are connected to
processors through fast bus since both are often used by the
CPU [10]. Studies have shown that CPUs may perform well in

overall execution combined with transfer time [1].

10



1.2.2. Graphics Processing Units (GPUs)

Recently, the use of modern GPUs (Graphic Processing Units)
has increased considerably. GPUs’ evolution creates some key
challenges that programmers must address to fulfill future

application demands to support various platforms.

These challenges, such as the efficient use of the GPU's
architecture and the performance, increasingly have led to
outstanding results, vyet this computational advancement
stimulated software engineers to create innovative

programming techniques in order to utilize GPUs' capability.

The increasing interest of parallel software requirements
heightened the need for broad analysis and scientific
comparison of software methods whether in programming or
architecture. The development of GPUs’ technology introduces
promising opportunities in many fields of applied sciences,
and 1t can open a new window for continuous growth. Recently,
GPUs applications are being adopted by sciences which need a
processing of massive data sets such as physical simulations,
image processing, computer vision, data mining, and text
processing as well as smartphones and portable devices.
Consequently, multicore processors and parallel programming
have become favorite topics among High-performance computing

teams (HPC). Many types of research have been extensively

11



studying general ©purpose GPUs coupled with multicore
processors looking for parallelizing the tasks and minimizing
the sequential execution. However, the optimal use of
parallelism depends on many factors such as the nature of the

given application and GPU’s architecture [11].

12



1.2.3. Multicore Processors

Most modern processors include a vast number of transistors
on one chip. The architectures of general purpose multicore
processors allow multiple related tasks for execution, this
would be conducted on different cores such as IBM Cell
processor, Intel or AMD multicore processors. Usually, these
cores are heterogeneous in time requirement because of
advanced scheduling algorithms that intend to exploit these

architectures effectively.

On the other hand, these architectures support shared access
to global caches or memory, this support faces some
limitations in accessing the same block by other cores which
decrease their efficiency. Consequently, memory design has a
significant influence on high clock rates, and indexing
references are necessary to attain high processing
performance. Optimizing the instructions and developing the
data gqueues may increase the performance. However, these
solutions have obvious limitations in heavy processing queues

like graphics manipulation [12].

13
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Figure 2 Architecture of Cell BE [13]
For instance, SIMD (Single Instruction Multiple Data)
technique was one of the earliest programming methods to
stress parallelism in microarchitecture design. More
instructions were added by Intel in 2004. The introduction of
90 nm process-based Pentium games processor was followed by
(Streaming SIMD Extensions) SSE3 and SSE4. This was to improve

thread synchronization and math capabilities.

Nevertheless, computing field is extensively progressive,
thus conventional processors such as multicore CPUs (Central
Processing Units) are replaced by power-aware multi-core CPUs
coupled with GPUs (Graphics Processing Units). The idea
behind this trend is to take the advantage of chip die area.
This integration can increase the efficiency of SIMD, and it

may provide a superior environment that supports stream

14



processing and vectorization. This approach uses large memory
units and large register sets that are distributed among

different levels of system hierarchy [13].

For example, Cell BE invention was a result of an exceptional
cooperation between 1IBM, Sony, and Toshiba, and it has
spectacular heterogeneous multicore architecture. It consists
of eight synchronized processing chips (SPEs) and one PowerPC

unit. Sony used this microprocessor in its PlayStation 3.

In June 2008, this microprocessor has participated in the
fastest supercomputer at that time “Road-runner”. That was

the first supercomputer hits a speed over one petaflop [14].

Apparently, this spectacular improvement Dby Cell BE
influenced by many factors. The power of this heterogeneous
architecture needs deep understanding to exploit these
factors and utilize all the capabilities. These factors
include the use of multithreading, code vectorization, and
memory models management. The absence of cache management
hardware raises many challenges that programmers should
consider, yet it gives them the ability to control the
performance by selecting the optimal use of Cell BE hierarchy.
Hence, CELL BE processor relies on advanced programming

models to acquire high performance [13].

15



The instructions set of Cell BE 1s limited. The eight
Synergistic Processing Elements SPEs depend on power
processing element PPE to turn the Operating System. PPE runs
the top-level control thread of an application. Similarly,
the PPE depends on the SPEs to provide the large sets of data
instructions. Where all the chips are connected via four data
rings which called Element Interconnect Bus (EIB) (Figure 2).
The OS runs on PPE while instructions and data threads are

executed on SPEs in parallel.

Technically, PPE and SPEs are accessing the memory by
different means. The SPE uses the local store to load and
fetch the instructions. It wuses the MFC (Memory Flow
Controller) to access the main memory by direct memory access
(DMA) commands with asynchronous transfer, which decreases
memory latency. In contrast, The PPE uses the main memory
directly. It uses both caches local memory 1 and Local memory
2 to load instructions. Also, it can access the local memory
in each SPE and work as a controller for the whole system
[13]. In Cell BE possessors the applications have at least
two source codes. The first source code for the PPE and
another one 1is generated for the SPE. Therefore, they use
different compilers and execute the different instruction and

register sets. See Table 1 [13].
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Table 1 PPE versus SPE Architectural Differences [13]

| Feature I PPE | SPE |
# SIMD Registers 32 (128 bits) 128 (128 bits)
Register files separate fixed, unified
float and vector
Load latency variable(cache) fixed
Addressability 2% bytes 256K bytes (local)
2%4bytes (DMA)
Instruction set PowerPC optimized for
single-precision float
Single-precision IEEE 754-1985 extended range
Doubleword none for SIMD double-precision
float SIMD

If the programmer well understands all these aspects and
differences, he <can get the Dbenefit of this powerful
architecture. Otherwise, this would not let toward new
achievements 1in any particular area that uses massive

operations [13].
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1.2.4. Parallel Programming Architectures

HMPP (Hybrid Multicore Parallel Programming Environment)
based on GPUs can provide tremendous computing power. With
current NVIDIA and AMD hardware group of graphic products,
a peak performance can reach thousands of gigaflops. GPUs
designed originally for graphic cards, and it has emerged as
the most powerful chip in high-performance workstations.
Unlike CPUs with multicore architecture that uses two or four
cores on a chip, GPUs consist of manycore architecture that

can run thousands of threads by hundreds of cores in parallel.

CUDA [15] and OpenCL [16] are coevolved hardware/software
architectures that enable HPC (High-Performance Computing).
Developers were encouraged to utilize GPUs’ tremendous power
in computation and memory bandwidth, this by familiar
programming environment -C programming language-. Apparently,
the advantages of GPUs over CPUs are undoubtedly interesting.
However, an application must retain certain characteristics
in order to ensure performance benefits: (1) well-designed
parallelism for a massive amount of data; (2) Intensive
kernels that represent a very large fraction of execution
time should be computed (Amdahl’s law) (171 (3) An
application that requires arithmetic intensity and density;

(4) Data dependence or independence; (5) Continous data
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streaming processing or on-the-fly data stream processing;
These types of applications wusually favor the use of the
multi-computing units where they can utilize a local memory
access that is simple and regular that avoids pointer tracking
code. Also, local memory accesses that can exploit the

pipeline structure of GPU boards [18].

GPU programming mainly uses data-parallel paradigm, which
frequently called stream computing. Stream computing relies
on a map operation that consists of using the same computation
on all elements of a stream such as arrays. Generally, a
stream 1is one or multidimensional array with homogeneous
points. Usually, the parallel paradigm is based on operations
such as Mapping were the map applies kernel function to all
elements of the stream, yet Kernel function can access
elements from many input streams. Also, it uses Reduction

were an array of items processes single value.

Typically, there are two types of memory access operations
that can be executed. First, gather operation which assumes
kernel can read any element of a stream. It is usually of the
form of ( x = sl[s2[i]] ) . Second, scatter operation that
assumes kernel can write any element of a stream. The form of
memory operation is similar to ( sl[s2[i]] = x). Where x is

a kernel, and [i] is the array index.
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The previous hardware architecture of GPUs was not able to
efficiently implement these operations. Fortunately, modern
architectures have overcome this constraint. However, it
should note that if ( s2[i] ) is not a permutation of ( sl ),
then the result of this operation is non-deterministic. For
example, if ( s2[i] = s2[j] = x ), we should consider that if
(1 !'= 3 ) then ( sl[x] ) will be assigned more than once in

undefined order.
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1.2.5. Systolic Arrays

Another form of parallelism is systolic arrays, in which the
data flows between processors in synchronization. Systolic
arrays are specialized form of parallelism where different
data may flow in a different direction (down or right).
Processors compute and store data independently. H. T. Kung
and Charles Leiserson were the first to introduce systolic
arrays 1in 1978 showing multiple ©processors 1in arrays
connected by short buses [19]. Typically, systolic arrays use
a joint form of a parallel computing and pipelined flow of

data (figure 3).

Figure 3 Basic Systolic Array [20]



Systolic arrays miss three key features that we aim to achieve
in the context of processing Big Data clusterization. First,
Systolic arrays rely on parallel programming, and we target
architecture that would utilize sequential programs by forced
interrupts. Second, each processor stores data independently
of each other, which adds an unfavorable dependency in case
we process variable-lengths of data. Finally, the
multidirectional nature of systolic arrays adds global
synchronization limits due to signal delays. Running time
that allows parallel overhead on several processors may

exceed the ideal program running time.
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1.2.6. Reconfigurable Computing and FPGAs

Recently, we have witnessed a growing activity in the FPGA
field. Technology firms have decided to further invest in
FPGAs. In 2014, Intel announced a CPU-FPGA hybrid chip based
on Xeon E5 [21], and Microsoft introduced “catapult” a Bing
search engine based on FPGA. Microsoft revealed its FPGA
architecture and performance results in a paper at the
International Symposium on Computer Architecture (ISCA) [22].
This project uses FPGAs in data centers specifically for page
ranking processing by the Bing search engine. Test results
report up to 95 percent more throughput while consuming only
10 percent more power. Microsoft states that Verilog has been

used for programming the Bing system.

On the other hand, in 2014 Intel has revealed its plans to
produce a reconfigurable CPU-FPGA hybrid chip that integrates
Intel's Xeon (traditional line of CPU cores) with FPGAs on
one single chip. The hardware architecture uses coherent
access to memory such that the CPU and the FPGA would work at
the same time, so they may simultaneously try accessing the
same memory. Intel has not revealed the exact number of
CPU/FPGA resources. Some commentators raise doubts over
Intel’s ambiguous architecture [21]. However, it 1is known

that the main advantages of FPGAs include flexibility and
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reconfiguration, and Intel may have chosen to keep the
boundless design for its architecture where they can change
hardware set and configuration. Intel claims to reach up to
10x performance increase on application-specific systems, and
it further promises additional 2x due to decreasing

latency/coherency issues.

The Reconfigurable Computing field expects serious
advancement in supporting software and development tools, and
microchip manufacturers may provide that support. The
advancement of FPGA development tools is a crucial mission
that would increase FPGAs’ adoption of mainstream

applications.

Hand-coding on FPGAs using Verilog can be a challenging task.
However, we still observe improvements on high-level tools

such as OpenCL and HLS (High-level Synthesis).
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1.2.7. High-Level Synthesis

The complexity of chip design has been increasing over the
past few years. A few decades ago, the number of transistors
on a chip exploded from a few millions to a few billions of
transistors on a single chip. Admittedly, the cost of hardware
design using HDL (Hardware Description Languages) such as
Verilog and VHDL can be higher than other platforms [23]. In
most cases, the designer must possess sophisticated skills
and broad knowledge of digital circuits, and he also should
utilize these skills using HDL. Given the fact that digital
systems that are being designed are growing in complexity, so
it does the effort required by the designers. This challenge
highlights the need for significant improvement in digital
systems design to cover the gap between the increasing

complexity of digital chips and designers’ productivity.

High-Level Synthesis (HLS) [23] helps the researchers,
students, and developers by providing a framework that can
design the digital systems without writing an HDL code of
system architecture manually. Technically, HLS takes from a
C or C++ description of a given algorithm, then automatically
implements the corresponding digital system. HLS can map the

C description to FPGA through certain transformational steps.
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HLS increases designer productivity, and it reduces design
effort that helps the researcher to explore different
architectures quickly and easily. True, the learning curve of
understanding HLS flow and tools may seem relatively long,
but it should enable designers to achieve early design closure

[23].
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1.3. Problem Statement and Contributions

1.3.1. Platform Level Requirements

Big Data clustering is very focused on performance. Given the
fact that supercomputing is power-limited [24], scaling
performance through multicore CPUs has slowed. And GPUs have
many issues, such as complexity, data dependency and high-
latency that establish an upper bound for GPUs as well [23].
GPGPUs require data independence for parallelization, and
they cannot continuously process the data stream on-the-fly.
They need multi-level memory operations that first load the
incoming block of data into a large memory for processing.
The following new data block should wait in the large memory

until the processing of the current block is finished.

Application-specific integrated circuits (ASICs) are suitable
for applications with high performance per watt.
Nevertheless, ASICs miss two key features of FPGAs:
flexibility and reconfiguration. Practically, we aim to
tackle an evolving situation where algorithms change over
time. FPGAs offer an effective solution that may solve CPU
and ASICs challenges. The reconfigurable hardware can be
customized to execute any algorithm efficiently, yet it can
provide a more accessible environment for software

programmers where understanding hardware architecture is a
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big concern. This research has not come across a GPU that can
apply the forced interrupt technique by a timer interrupt,
and this is another reason that stimulated the decision of

testing the pipelined architecture on FPGAs.
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1.3.2. The Limitations of GPUs

In the context of Big Data streams, GPUs may not provide
enough main memory for large chunks of data. GPUs mitigate
this problematic situation by accessing multiple GPU boards
to a single node. PCIe (Peripheral Component Interconnect
Express) can interface with many GPU boards providing an
aggregated storage. For instance, eight GPU boards that
contain 6 GB of internal memory can allow up to 48 GB of
shared memory. However, this solution does not work
efficiently on algorithms that require random access to large
data due to local physics and multi-access constrains. Moving
the data among GPUs by high-latency PCIe bus can create huge
computational intensity. The moment when algorithms get
larger than internal memory of GPU, the performance of PCIle’s
net system decreases dramatically. In fact, transferring
anything over PCIe can lower the speed twentyfold compared to

onboard main memory [25].
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1.3.3. Parallel Programming Constrains

Real-time processing has led to widespread use of multicore
architectures. Experts took the advantage of multiprocessors
by embracing parallel programming in order to exploit
parallel cores. This approach provided promising
opportunities in HPC. However, it created a big challenge for
the software industry. Most existing programming languages
are designed to perform the sequential execution. Parallel
Programming added extra skill-set requirements whereas
programmers already deal with many hardware and software
complications. As a result, a multicore processing unit such
as GPU has evolved to accommodate these challenges providing
well-distributed and properly managed parallel cores, yet
software engineers have to place additional effort and time
in developing GPU applications that adhere to the promising

parallel-core architecture [26].
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1.3.4. Cache Coherency

Generally, Processing architectures are using private caches,
and the processing units perceive the memory as one monolithic
array that is shared by all other cores. The modern multicore
systems support shared systems, and they allow read/write
operations in a single shared space. The memory consistency
models provide certain roles to organize the store and load
operations, 1in such, the cache coherency problem of having
multiple wversions of cache data 1is addressed by cache
coherence protocols. Nevertheless, pipelining the work may
reduce the complexity of having multiple copies of the cache
memory by transferring the data from core-to-core down the
pipeline. Only one version of data-input enters the first
processor at the state “initial”, and then the following cores
should continue from the previous state. This model should
minimize calling a main memory operation in the middle of the
pipeline process, and the cores should mostly work in

“processing” state.
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1.3.5. Objectives

Apparently, the paradigm of parallel computing relies on
parallel programming skills in order to utilize the hardware
arrangement, and it has memory limitation where wvariable-
lengths of Big Data streams may require processing data on-
the-fly. ©Nevertheless, a customized hardware design may
change this fact, and it can overcome these constraints. This
dissertation suggests another multicore pipelined
architecture by symmetric multiprocessing and forced
interrupts. This reconfigurable architecture may process data
in a parallel model that executes Big Data preprocessing
algorithms continuously while it still can utilize sequential
programs. Our promising architecture designed to handle
variable-lengths of data, and it can achieve very low-latency
at the same time. This discourse proposes a reconfigurable
FPGA hardware architecture, where pipeline length can comply
with the work-load of Big Data real-time input. It provides
a scalable framework that can add more processing units, and
it can change hardware configuration according to our
processing needs. The proposed hardware organization 1is
especially aimed at streaming applications, and it consists
of three main components. (1) Pipelined multiprocessing

elements that operate on multicore tasks in parallel. (2)
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Advanced Main Memory management by crossbar switching and
symmetric multiprocessing (SMP). (3) Forced-interrupt that
allows conventional software programs to utilize our proposed
platform, and it may eliminate the overhead cost of parallel
programming effort. Moreover, this work further implements
the sugested architecture, and it compares the performance of
three streaming applications on three different hardware
platforms including our FPGA design; that is followed by the

experimental results.

33



CHAPTER 2 - RELATED WORK

2.1. Multicore Pipelined Architecture for Executing

Big Data Streams

In response to handling Big Data problems, computer scientists
have introduced “on-the-fly” clusterization of amorphous
data. On-the-fly processing deals with a continuous stream of
data, and it must maintain a certain throughput of information
flow. In this pattern, hardware design should not tolerate
any postponement of the oncoming flow. A multicore pipelined
architecture can provide a simple yet effective solution for
on-the-fly computation by transferring the operating states

from core-to-core down the pipeline [27].

Multiprocessor pipelined architecture divides the program
into equal processing times by forced-interrupts as it is
described in [28][29]. This technology has US PATENT No.
6145071. Given the specific time of processing for each
processor, this pattern ensures the receiving of incoming data
without interruption, while it is still using the conventional

implementation of sequential software.

Pipelined computing offers a very effective solution for Big
Data streams by increasing the throughput considerably when

processing intensive streams of data. Pipelined architectures
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consist of a sequence of processing elements where the output
of one processor is the input of the next one. “By pipelining,
processing may proceed concurrently with input and output,
and consequently overall execution time 1is minimized.
Pipelining plus multiprocessing at each stage of a pipeline

should lead to the best possible performance“[30].

Real-Time
Data Input

A
——]

— On-the-fly Pipelined
Processing Model

Figure 4 Pipelined Processing Model
Pipelining is suitable for data intensive applications where
adapting an application to the system is not a trivial task.
To maximize the performance of pipelined models, each
processing unit should be utilized to increase the throughput,
while the pipelined system should maintain sophisticated
mechanisms of communication that take into consideration
communication patterns among different software components.
Fortunately, a pipelined architecture may utilize practically
the same sequential programs that are currently used based on

single processor systems.
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The conventional realization of parallel programming
introduced three main approaches that have been used for
multicore processing. First, Task Parallel that partitions
input software 1into functions and tasks. This approach
schedules each function or task onto the multicore processor.
Second, Data Parallel that partitions input data, then it
schedules data segments onto multicore processor system.
Third, Pipeline Parallel that uses elements of sequential
processing capability. It decomposes a program into states

then run each state simultaneously.

While the first approach requires sophisticated software
development, the second method is useful for data-independent
applications. These applications may require complicated
modules for data scheduling. Pipeline processing is a common
solution for high-intensive volumes of data; however, it is
limited by the maximum length of processing stage and/or the

ability for task-decomposition [27].

Multiprocessor Pipelined Architecture proposes hardware
design that utilizes the benefits of these three methods to
process Big Data streams. It uses parallel computation coupled
with the data-parallel method and pipeline-parallel approach.

The main goal of this architecture is to progressively process
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incoming data flows. We determine the length of the pipeline

by the size of data chunk that we plan to receive [26].
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2.2. The Multiprocessor Pipelined Architecture by

Forced Interrupt

Y
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Figure 5 General diagram of data flow in the pipeline [29]
Figure 16 presented in [29] shows multiprocessor pipeline
architecture that wuses forced interrupts to automatically
slice each program into fixed durations. Each processing cycle
starts with (L) loading, (P) processing and (U) unloading.
Since each cycle has fixed duration, this design performs
efficiently on a high volume of data with relatively small
algorithms. The initial design is limited by algorithm size

that requires an additional round of processing.

Figure 17 [29] =zooms into the internal structure of each
stage. Every microprocessor interacts with three memory blocks
M1-M3. MPU sends addresses and control signals while Sal-Sa3
direct the data flow from the previous stage or to the next

cycle [29].
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Figure 6 Internal structure of one stage [29]
The challenges of algorithm size, as well as the overhead of
memory data transformation, are well addressed 1in new
multicore pipeline organization. The multicore system uses
program slicing and forced interrupts. Theoretically, it
receives data, and then it generates blocks of different sizes

based on slice function.
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Figure 7 Ideal situation where the blocks are in equal size

Figure 18 shows the ideal situation where the blocks are of
equal size, and each processor would execute one Dblock
respectively. In this case, each processor executes the block
with the same color timing/slicing is not a big issue. In
contrast, figure 19 illustrates variable-lengths processing.
This situation presents data blocks that are not equal in
size or processing time. Hence, we need special handling by
forced interrupts and program slicing. Each processor may

process a certain amount of data, and then it can be stopped.
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Figure 8 Data blocks are not equal in size or processing time

The number of processors required for one block execution may
vary according to data length and processing time. The
multiprocessor pipeline allows an arbitrary algorithm to be
performed on-the-fly on a data chunk, given a sufficient
number of processors. The major condition for continuous mode
of stream operations - equal durations of time intervals for
computations at each section of the pipeline - is realized by
forced interrupts at each processing stage. Time of
processing is of no significance to this design due to forced
interrupt. Figure 19 shows how different processors can share

processing different blocks by forced interrupts.
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In the context of processing Big Data streams, memory
management plays a vital role, and novel technology of memory
and cache management is proposed. This multicore pipelined
architecture provides very simple, yet, effective solution by
switching the state of processors among data blocks, and it
eliminates the overhead of internal data transformation. As a
result, the performance of this pipeline architecture may

increase significantly.
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2.3. Multicore Memory and Cache Architecture Based

on Crossbar Switching

This technology has been describes in [26][27]. It does not
relocate memory data down the pipeline; instead, it uses
crossbar switch to assign memory data blocks to the
corresponding processor. Memory data may include program
status information that allows the next processor to resume
the work starting from the last state. This approach has been
applied to multi-memory/multi-cache design. Figure 20

illustrates the use of Crossbar Switch internally [26].

Figure 9 Crossbar switch and shared cache management internally [26]
This design does not move corresponding memory for each
processor; it reduces the cost of data relocation. Cache and
memory can be grouped into one set, and Crossbar Switch would
assign each processor to one group. The number of groups
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should be equal to processing elements. This organization
eliminates the cost overhead of memory relocation as well as
additional round setup as it described by forced interrupts
technique. This organization replaces loading/unloading
operations by switching mechanism. Theoretically, we can add
as many processing elements as we need to reasonably process
any given input of Big Data clusters. However, Algorithm size
may place big challenge by splitting the code among different

memory units.
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Figure 10 Processing Steps of the Pipeline P: Processor, G: Group, S: Switch
Figure 21 shows the processing steps of Multicore Memory and
Cache Architecture Based on Crossbar Switching. Once the data

are loaded in G1l, the corresponding core Pl starts processing
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Gl data for fixed time, and then crossbar switch assigns the
remaining data to P2. At this stage, Pl starts processing the

new incoming assigned by crossbar switch [26].
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2.4. Synchronous Vs Asynchronous Processing

In general, Synchronous execution waits for finishing the
first task before moving to another task, and asynchronous
execution can move on to another task before it finishes the
job. Whether in production, communication, or processing,
Synchronous/Asynchronous execution has Dbeen involved in
different operation methodologies. Synchronous operation
processes blocks until the operation is entirely complete.
While asynchronous operation uses non-blocking, and it only
initiates the process. In our model, we use Synchronous
processing as it applies fixed-time forced-interrupt. Our
data-blocks are complete when the procedure finishes the
execution. During the execution time, the cores are in a

rendezvous time.

On another note, synchronous and asynchronous may imply
slicing in complete blocks or forced-interrupts, and this
cannot be applied vice versa. For instance, not every blocking
processing is synchronous and not every non-blocking

processing is asynchronous.

Asynchronous message passing can allow more parallelism, and
a particular process does not stop until it finishes. A given
core can do some computation while the message 1s not

complete, and this can illustrate how multiple pipelines
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receive messages on multiple ports simultaneously. In a
synchronous system, like the one pipeline of our model, such
parallelism can be achieved by passing remaining work as a

separate process for each concurrent operation.

Asynchronous processing may introduce several challenges.
First, the management of messages that cannot be delivered.
Second, the processor that completed the work may never wait
for delivery notification. Hence, it would never deal with
any potential error. Third, the receiving core may need
additional configuration to notify Dbusy asynchronous
processors of receiving new tasks. An asynchronous operation
may need to store then return an id of the operation in case
the application needs a notification at later stages of
processing. Obviously, this id should be stored in global

memory or must be passed as wait call, argument, or handler.

In addition, asynchronous processing may use message-passing
that is correlated with buffering. Hence, the buffer space
may encounter heavy asynchronous messaging by the 0S, and the
OS can fill the space with a large number of messages [31].
Not to mention, the cache coherency problem that is discussed

in cache coherency section.

Some may confuse Synchronous vs. Asynchronous with Parallel

vs. Series. Synchronous means all at the same time.
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Synchronized means related to each other, which can mean in
series or at fixed intervals as in our fixed interrupt

mechanism.
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Figure 11 Illustration of synchronous model by crossbar switch [32]
Figure 4 above was first introduced to explain the crossbar
mechanism that processes variable-lengths of code [32].
Figure 4 can also illustrate the synchronized processing of
the desired pipeline model. Data-block 1 with red color goes
into the red pipeline A, green goes to B, and blue into C.
after a fixed interval, an interrupt is applied to all of
these three pipelines at the same time. Since there is no
need for an additional round of processing in level 2, all
cores are idle, and we only have one block that goes into

pipeline C. At the last stage 3, first A core takes red block
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1, the second B takes green 2, and the third C takes blue
block 3, they are interrupted and the rest of each block is

passed to the following core down the pipeline.
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2.5. Symmetric Multiprocessing and Memory

Management

Most microprocessor architectures intend to divide the
incoming programs according to its functional nature. In
contrary, the fundamental condition for the proposed
pipelined architecture is that each computational component
is split into data chunks of equal duration by forced-
interrupts as it described in S. Berkovich, E. Berkovich, and
M. Loew PATENT No. 6145071 [28]. After each interrupt, the
processors relocate their data down the pipeline; where the
next processing unit resumes the computations of an
interrupted process. Simultaneously, the interrupted
processor is freed to receive incoming data. Therefore, this
arrangement allows moving data chunks across a row of

processors according to a given interval of time.

SMP unifies multiple copies of data, and it gives a symmetric
and uniform view of memory. It is shared-memory
multiprocessor architecture where multicores connected to a
single centralized memory, and it has Unified Memory Access
(UMA) . All processors can access the entire memory space.
This can emerge as a bandwidth bottleneck if not having large
caches and a relatively fewer number of ©processors.

Practically, we noticed that it is very rare to find a shared
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memory application that scales to more than 64 cores. However,
modern techniques of hardware design such as crossbar
switching may facilitate the communication among SMP systems.
It can reduce the overhead of UMA communication, yet it may

prevent job restart at single-unit processor failure.

According to Flynn’s classification [33], the parallelism can
occur at both instructions and data as the following: (1)
SIMD with single instruction stream and multiple data
streams; (2) MISD with multiple instruction streams and
single data stream; (3) MIMD with multiple instruction

streams and multiple data streams.

MIMD allow different ©processors to execute different
instructions wusing different pieces of data. Symmetric
Multiprocessing (SMP) and distributed shared memory are
categorized under MIMD systems. SMP uses shared bus to connect
identical processing wunits to I/0 interface and unified
single shared memory. The challenges of SMP implementation on
FPGAs are undoubtedly real. In the context of pipelining Big
Data streams, proper management of interrupt system on
multiprocessing system is a key factor that would increase
design efficiency [34], and problems like memory consistency
and cache coherency must be Dbrought into consideration

[35][36]. The proposed model in this dissertation aims to

51



minimize user effort while it utilizes the benefits of SMP
systems on FPGA. These advantages include (1) Scalability;
(2) Spending time and effort on applications development
rather than  hardware specialization; (3) Performance

improvement.
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CHAPTER 3 - INVESTIGATION OF K THE MOST

FREQUENT ELEMENT

3.1. Introduction

To explore the challenges of GPUs’ processing, this research
started by GPUs investigation, and it selected one of the
challenging algorithms of streaming that finds K the most
frequent element in the stream. The K-words frequency was
adapted to run on a CUDA GPU card. The program was run on a
system with a NVidia GTX 480 and a system with a NVidia
K520. The results show the GTX 480 is 25 slower than the AMD
8150 FX. The K520 was 62 times slower than the Xeon E5-2670.
The two main causes of the low performance were thread

divergence and the use of malloc() inside the kernel.

We implemented a version of the K-words frequency algorithm
that runs on the GPU. Although it is known that GPU's are
not well suited for text processing algorithms, we
nevertheless, set out to corroborate scientifically these
assumptions. The research describes briefly the Trie Min
Heap algorithm that 1is used to find the most frequently
mentioned words 1in a document. We then discuss the
modification done to take advantage of the GPU's capabilities

to improve speedup for this algorithm. This study was able
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to validate some of the shortcomings the GPU has when it comes
to executing text processing algorithms. The main

shortcomings for this algorithm were the need to allocate

memory dynamically (malloc()) inside the kernel, and the
"thread divergence" that is create by the tree
implementation. Thread divergence commonly associated with

if/then statements. Both of these contribute to slow down the
GPU and neutralize the extreme parallelism offered by these
cards. The results show the GPU implementation is twenty
five times slower than the serial version for the largest
file we used during the benchmark and sixty-two times slower

on the AWS GPU instance.
3.2. Trie Min Heap

The K-Words Frequency Trie Min Heap algorithm uses a Trie to
keep the counts of how many times a word is mentioned [37].
The Trie is a tree with one letter for each tree vertex. A
word can be spelled by traversing the tree down from the root
of the tree. The leafs are used to keep a count of how many
times the word has been inserted into the tree. Figure 6

[38] shows an example tree diagram with some sample words.
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"preview'

prepare!

Figure 12 an example tree diagram with some sample words [38]

The Trie node can have twenty-six child nodes for each node,
each for each letter of the alphabet. Because of this,
allocating a Trie statically consumes large amounts of
memory. For example, in order to store words of at most
sixteen characters, the Trie would need to be 2616=4.36x10%2

Or 43.6 Exabytes, and much of the tree would be unused.

The algorithm also uses a min heap to quickly retrieve the
words that are mentioned the most in the document. Appendix
1 shows the serial code used for this benchmark. The heap is
also a tree, but where the Trie is allocated dynamically as
new nodes are presented, the min heap is given a constant
size array to place the nodes. The heap is implemented such
that the words that are mentioned most often are towards the

top of the heap.
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3.3. Description of the CUDA Algorithm

The algorithm was run on the GPU using NVidia CUDA. OpenCL
could not be used to port the algorithm because it does not
support allocation of memory on the GPU. However, using
malloc() on the GPU in CUDA also affects performance.

Appendix 2 shows the code used for this benchmark.

The GPU version runs the same implementation as the CPU
version. The main difference is that the GPU processes (or
attempts to process) multiple words at once. The processors
focus on only the words that begin with a particular letter
of the alphabet. For example, threadIdx.x zero focuses on
words that begin with 'a' and thread one focus on words that
start with 'b'. Therefore, the current implementation runs
using at most 26 threads. The GPU sends the top k words for
each letter. The CPU can then produce the answer by selecting
the top words from the group in an O( p * k ) complexity
algorithm where p is the number of processors (26), and k is
the number of words with the most frequency in the document.
The GPU algorithm runs with complexity similar to the serial
version O( ¢ Log w) where ¢ is the number of characters in

the file and w is the number of words in the file.

The algorithm could be extended to have each processor focus

on the first two letters of a word, which would increase the
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number of processors used to 262. The implementation would
still not be efficient because each word sends each processor
into different execution paths. This means that each word
that 1s added Dby the processor will be delayed Dby the
processor with the largest word. Furthermore, the forks
created by the 'if' statements in the Trie mean only a subset
of the stream processors will be working on the words. This
is called 'thread divergence' or 'branch divergence'. Except
for this algorithm, each letter in the word hits a new if/then
condition. This means that if each thread had a constant
word length of eight characters, each thread would hit the
if/then statement eight times, which creates 28 paths. As a
result, the code inside the if/then statement may take 256

cycles to execute instead of one.

Another problem with increasing the number of processors is
that each ©processor builds 1its own tree. Therefore,
increasing the number of processors also increases the memory
used to store the trees. The latter problem could be solved
by having all stream processors whose work start with the
same letter share the data structures. This approach would
come at the cost of having synchronization further slowdown
the GPU, which is why the implementation of this study did

not use a global Trie for all stream processors.
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It can be possible to eliminate some use of malloc() in the
kernel. The given serial algorithm copies the word from the
file's byte array to a new pointer. This step can be avoided
by using the byte array as a reference variable. Then save
the start and end index referencing the char array that
contains the file data. However, the malloc () used to create
and add nodes to the Trie cannot be allocated statically
because the size of the array would be too large if one wants
to keep the current implementation without additional

constraints.

The GPU version 1is also rejecting words with more than 16
characters. Runs with 64 characters, which 1is a better
estimate that can include most words, failed presumably

because of lack of memory on the GPU.

The text file is read entirely into the global memory of the
GPU. Any preprocessing of the file before being sent to the
GPU would add complexity that surely would increase the

performance disadvantage of the GPU implementation.

3.4. Thread Divergence

When designing an algorithm for a GPU, the developer must be
aware of hardware restriction on what can bring about high

parallelism and what can reduce performance. One of the
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restrictions is the use of the if/then statements. Although
the GPU can successfully execute if/then statements, it is
advisable to reduce the number of if/then statements used
inside a kernel. This issue is illustrated in Figure 7. When
the thread pool encounters an if/then statement, the GPU must
first execute the thread whose if/then statement is true. It
then executes another pool of threads for the thread whose
if/then statement was false. For an if-then statement where
exactly half of the kernel thread execute one side of the
if/then statement, the performance drops by half when hitting

this statement.

W

Figure 13 Branch, or Thread Divergence [39]

On the worse case, a series of if/then statements can instruct

the GPU to run one kernel thread at a time. At this point,
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the GPU would typically be slower than a CPU because the GPU
cores are usually slower in clock speed. For the K-word Trie
Min Heap algorithm, the Trie part of the algorithm does this

effect.

Additionally, there is the overhead of moving data in and out
of the GPU. Because this transfer is slow, the developer
must make sure the data that is moved into the GPU is in need
of heavy computation. This is the type of requirement that
makes matrix multiplication of particle dynamics good problem
for a GPU. Because K-word Trie Min Heap does a fast
computation on each chunk of data, it is wunlikely the
algorithm can overcome the overhead of moving data in and out
of the GPU fast enough. ©Note however, that this claim is not

tested on this research.
3.5. Kernel Dynamic Memory Allocation

Allocating memory dynamically on the GPU is possible on the
latest CUDA SDKs. However, it is still not recommended to
use dynamic allocation inside a kernel. One disadvantage of
using dynamic thread allocation 1s that the memory 1is
allocated in the global memory of the card. This memory is
the slower level of memory for the GPU. Other memory blocks
are closer to the GPU processors. These are smaller, and as

of this writing cannot have dynamic memory allocation.
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Additionally, they are shared among a set of stream

processors.

3.6. Test scenarios

The algorithms were tested using files with test data. The
files vary in length from 1,000 characters to 32,768,000
characters to show performance as a function of file size.
There were two types of files: constant length words, and
variable-length words. The constant length words were used
to measure 1if that type of word could bring out some of the
GPU advantages. The words are constant length of eight
characters. The variable-length words wvary between two
characters and sixteen characters. A random character is
picked n times to create a unique word. None of the words

belong to any specific language other than by coincidence.

The words are repeated in the files based on the following

function:

f(x)=C"x

Where C is a constant that repeated the words with a lower
index more often than words with a higher index. The program
that creates the test data first creates a vocabulary of
40,000 words. It then picks a word from the wvocabulary

randomly, but with probability function weight toward picking
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words with a lower index. This is done so that the text files
have some word repetition. This also emulates the way some
words like "the" and "and" are used much more often than other

words.

A. Same length words
1. C=0.5 word repetition
2.C=0.9 word repetition
3.C=.10 word repetition
B. Variable length words
1. C=0.5 word repetition
2.C=0.9 word repetition

3.C=0.10 word repetition

During testing, it was observed that 10% repetition words
behave similarly to 50% repetition words. Therefore, only

results for 90% and 50% repetition words are shown.

3.7. Tested Configuration

The benchmark is run using a couple of systems: The Kronos
machine running a GeForce GTX 480 and an AWS g2.xlarge
instance running a Grid K520. The Kronos machine other
specifications are a CPU AMD FX-8150 and 32GB of main memory,
the memory on the GTX is 1.5GB. The window system on Kronos

is handled using a GTS 8800 512MB which was not used to run
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the CUDA program.

and 15GB of main memory.

AWS instance was accessed using ssh,

The AWS instance has an Intel Xeon E5-2670
The K520 has 8GB of memory.

so there was no need to

have another video card dedicated to the window system.

table below

systems used Ubuntu Linux.

summarizes

AWS Instance was running Ubuntu 14.

the machine

Kronos runs Ubuntu 12.%x,

specification.

Table 2 Specifications for machines used for benchmarking

Kronos AWS GPU Instance
Processor AMD 8150 FX Intel Xeon E5-2670
CPU Clock Speed 3.6GHz 2.6GHz
CPU Cores 8 8
Memory 32GB 15GB
GPU NvVidia 480 GTX |NVidia Grid
K520
CUDA Cores 448 3,072
GPU Memory 1.5GB 8GB
Motherboard Asus Sabertooth NA
990FX
GPU Slot PCIe x16 NA
CPU Cooling Stock Fan NA
GPU Cooling Stock Fan NA
CPU Overclocking None NA
GPU Overclocking None NA
PSW 1200 Watts NA
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3.8. Testing Method

The program was run for each test configuration one time.
Before taking performance measurement, a sample benchmark was
run ten times with the intention to report the average
execution time with values for the minimum time measure and
the maximum time measure; however, the time measurements for
these programs were reported to be the same amount of time or

with negligible differences.

The performance results are in machine clock cycles. This is
the number returned by the clock() routine in ¢ from the
time.h library. This number provides a way to estimate the
number of instructions that it took for the test to complete.
Although the GPU computations are done on the GPU, the CPU's
clock provide an acceptable approach to measuring the
performance. CUDA has 1its own tools to measure execution
time. However, those tools are better used to compare among

kernel's performances.

3.9. Performance Test Results

Figure 8 shows the results for comparing the CUDA results of
variable-length words on files with 50% repetition versus
files with 90% word repetition. It was assumed that the

reason for CUDA being slower than the serial program was due
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to the overuse of the malloc() function inside the kernels.
Therefore, files with more word repetition would perform
better than files with less word repetition because there
would be less use of the malloc() function. The chart shows
a 5% improvement of the 90% word repetition file over the 50%
word repetition file. Although a small difference, the result

corroborates the conjecture.

CUDA Performance On Files With Different Word Repetition

25000000
== Cuda 50%

=—4=—_Cuda 90%
20000000

15000000

10000000

Machine CPU Cycles

5000000

0 5000000 10000000 15000000 20000000 25000000 30000000 35000000
File Size in Characters

Figure 14 CUDA Performance On Files With Different Word Repetition
Figure 8 shows how word repetition on the test files affects
performance. More repetition increases performance likely due

to less use of malloc() by 5%.
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Figure 9 compares variable-length words in the test file to
constant length words. It was assumed that a constant length
word would show better performance because it would bring
better parallelize the kernel. The chart shows that constant

length words actually performed slower than variable-length

words. Variable-length words were 1% faster than constant
length words. One reason for the counterintuitive result

could be that the GPU is already diverging for both wvariable
and constant length words. This because each kernel thread
must traverse the Trie to either add or count a word. The if
statements could be reducing the GPU to be even running just
one kernel thread at a time. In this case, The difference in
performance between variable and same length words would be

small.

Figure 9 shows how constant words and variable-length words
affect CUDA performance. The variable-length word file is 1%

faster than fixed size words.
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CUDA Constant Words vs Variable Length words
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Figure 15 CUDA Constant Words vs Variable Length words
Figure 10 shows a comparison between the CUDA version of the

program and the serial version. The serial version is clearly

faster. It is twenty-five times faster for the biggest file
tested. Table 3 shows that The AMD CPU seems to report
clock () timing in multiples of 10,000 so the test runs from

1,000 character files to 256,000 characters files take time
that is greater than zero clock cycles but less than 1,000
clock cycles. The Xeon processor used for the next set of

benchmarks does report clock() cycles down to single units.
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The plot for Figure 10 also shows that both the CPU and the
GPU implementation scale linearly as the data size grows

exponentially.

Table 3 CUDA Variable Length Words C=0.5 versus Serial Implementation on Kronos
Machine

50% Variable Length Words

CUDA Serial
1000 50000 0
2000 50000 0
4000 50000 0
8000 60000 0
16000 60000 0
32000 70000 0
64000 90000 0
128000 130000 0
256000 200000 0
512000 350000 10000
1024000 670000 20000
2048000 1270000 50000
4096000 2480000 100000
8192000 4910000 190000
16384000 9770000 380000
32768000 19470000 770000

68




CUDA vs. Serial
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Figure 16 CUDA vs. Serial
Figure 10: Serial vs CUDA on the Kronos machine. CUDA is

25 times slower for the largest file tested.

AWS GPU Instance

The same batch of benchmark runs was performed on the Amazon
Web Services (AWS) GPU Instance. The results show a similar
story. Figure 11 compares the 50% wvariable word length to

the 90% variable word length when running on the CUDA card.
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Variable Cuda 50% vs 90%
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Figure 17 Variable Cuda 50% vs 90%
Figure 12 compares the performance of running the CUDA
implementation of the K-word frequency algorithm using
variable-length words version constant length words. The
words distribution is C=0.5. Similarly to the Kronos test,
this test also shows the difference between the test data
with constant word length and the test data with wvariable
word. It demonstrates that the wvariable word length test is

1% faster.
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Cuda 50% Constant vs Variable Word Length
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Figure 18 Cuda 50% Constant vs Variable Word Length
Figure 13 compares the run-time in machine cycles of the
serial K-words frequency algorithm implementation to the CUDA
implementation. For this test, the serial implementation was
sixty-two times faster. Table 4 shows the data plotted in

Figure 13. The Xeon CPU does show clock cycle time in very

fine units.

Table 4 CUDA Variable Length Words, C=0.5 versus Serial Implantation on AWS
Instance

C=0.5 Variable Length Words

CUDA Serial

1000 216332 117
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2000 198270 126
4000 218098 165
8000 224190 241
16000 209309 387
32000 247501 697
64000 285253 12299
128000 354143 2501
256000 498758 4891
512000 789317 9723
1024000 1339661 18997
2048000 2530817 37786
4096000 4863380 75435
8192000 9486171 150572
16384000 18790283 301382
32768000 37369281 601137
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30000000

Time in Machine Cycles

10000000

5000000

25000000

20000000

15000000
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Figure 19 Variable 50% CUDA vs Serial
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Figure 14 Compares the Intel CPU performance to the AMD CPU.
The chart shows the NVidia K520 results are compared to a
better Serial processors. The GTX 480, in comparison, has a
slower CPU to compare. Therefore, some of the reason the K20
is slower than the serial version is because the Intel CPU is
faster. When compared to the AMD CPU, the K520 is 48.5 times

slower.

AMD vs Intel
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600000
500000
400000
300000
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200000
100000
0

0 100000 200000 300000 400000 500000 600000 700000 800000 900000
File Size in Characters
Figure 20 Xeon vs AMD. This compares the two CPU's used for testing.
Figure 15 compares the two GPU used in this benchmark: the
GTX 480 with 448 CUDA cores and the K520 with 3,072 cores.
The K520 is almost twice as slow as the GTX 480. The variable
CLOCKS_PER SEC was taken on both the Xeon and the AMD CPU.

The number was the same at 1,000,000 so we assume the machine

cycle numbers are the same on both processors. The K520 has
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higher clock speed; therefore, it was expected the K520 would
be faster. In terms of the core count, the implementation

uses just 26 threads independent of the card use.

CUDA GTX 480 vs K520
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Figure 21 CUDA GTX 480 vs. K520 GPUs on C=0.5 Variable Length Words

3.10. Test Analysis Summary

For the K-words algorithm, the CPU implementation is clearly
better than the GPU implementation. As mentioned during the
testing report, this 1is due to the GPU's hardware design
working against the goals of the algorithm. Because the GPU's
work items must all follow the same instruction path, the
if/then statements in the K-words algorithm reduces the GPU
from running hundreds of simultaneous thread to running just
a few threads. Furthermore, the GPU's do not yet support

efficient dynamic memory allocation on the kernels. It is
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conceivable that future GPU work processors will get more
complex while still staying lean enough to allow hardware
engineers to pack more of them per square millimeter of
silicon. The GPU needs faster dynamic allocation routines,
and even the possibility to allocate memory dynamically in

shared memory.

This investigation discusses the adaptation of the k-words
frequency algorithm to run on a GPU. The use of CUDA was
integral to the project because the Trie module required
dynamic memory allocation (malloc() ). The report presented
some ideas on the limitations of the CUDA implementation.
Due to the nature of the algorithm, it may not be possible to
meet and exceed the performance of a CPU-based
implementation. Furthermore, a multi-core implementation of
k-words can provide Dbetter performance than the serial
version if the same CUDA algorithm is implemented on the
Multi-core environment, using OpenMP for example. The
reasons for the disadvantage by the GPU as discussed are
mainly two: (1) the algorithm creates multiple 'thread
divergent' points. (2) The use of malloc() inside the kernel

further slows down performance.
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CHAPTER 4 - DISCUSSION

4.1. Multicore Architecture Based on Symmetric

Multiprocessing (SMP)

Symmetric multiprocessing technology follows Symmetric
multiprocessing (SMP) architecture whereas many processors
can share single main memory. This approach solves the issue
of algorithm size; one main memory can receive input data,
and then it can assign each memory data chunk to the processor
that would process the instruction set in fixed time. After
which it shifts to the next block of data respectively; that
allow the next processor proceed operations where the previous

processor stopped.

Computer cluster systems have proved the efficiency of this
technique on intensive amounts of data. However, this
organization works at the processing level. In stream
processing, data storage can add high-cost operation within
the ©processing path. Hence, the system must minimize

unnecessary storage operations to achieve low latency.

In real time situations, we try to avoid dependencies, the
program must process messages in given time by timeouts during

which this architecture can proceed with partial data.
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The system promotes multi-threading by allowing data partition
among processing blocks without having the developer writes
low-level code. That would prevent Dblocking external data

thereby minimize latency.

The objective of this system 1s to be able to process
efficiently external data that can arrive in either variable-
lengths, high-volumes or both. To achieve better performance,
the system should optimize execution path, and it must
minimize boundary-crossing overhead. The desired length of
the pipeline must be tested with performance in mind to ensure
sufficient processing path while decreasing the additional

cost of multi-processing passage.

Processor 1 Processor 2 Processor n
v . ¥

Conbroller 1 |m=|uz I Controller n

S~ I

Figure 22 The desired communication between each processor and main memory.
Figure 22 illustrates the desired communication between each

processor and main memory. This architecture provides more
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flexibility to add more processing units into the pipeline

sharing the same data source.

Raman and Clarkson [12] carried out an interesting project
that proofs the efficiency of SMP architectures. Their
project recognizes parallelism with non-identical processing
units. These units can work simultaneously with one shared

memory.

Conventionally, the design of multiprocessor pipeline moves
data chunks when ©processor loading-state changes. In
contrast, this new architecture offers two advantages over
conventional models. First, the data blocks do not relocate
when switch operation occurs. Second, 1t allows other
processors to load data as long it is in an ideal state to

utilize the pipeline.
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4.2. Pipelining FPGA Design

A field-programmable gate array (FPGA) consists of an

integrated circuit that 1s designed to allow customer

reconfiguration. The FPGA designer can change the
configuration after manufacturing - hence "field-
programmable". The FPGA configuration is generally specified

using a hardware description language (HDL), similar to that
used for an application-specific integrated circuit (ASIC).
The mechanism of each line HDL code can be run in parallel;
therefore, FPGA can accelerate the speed of algorithm

implementation, compared to the software design.

Crossbar Switch

Y Y

X-Core O X-Core 1 X-Core 2 J X-Core n
v v v
Cache O =1 |Cache 1 L | =T o R = Cache n
) 1 ‘
Block RAM Result RAM
Data
Stream

Figure 23 General Design of our Pipelined FPGA Design
Figure 23 shows a generic pipelined FPGA design. In our work

we design the logic of each core according to our needs. The
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next chapter demonstrates the implementation of three

different applications separately.
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4.3. The Limitations of FPGA Design and SMP
Pipelining

1. One of the design limitations is data block size, and the
current model only supports tests of maximum data-blocks.
FEach block should consist of a defined number. These
configurations can only change in the hardware design, and
another limitation is the number of cores.

2. Practically, we noticed that it 1is very rare to find a
shared memory application that scales to more than 64
cores, and modern techniques of hardware design such as
crossbar switching may facilitate the communication among
SMP systems to a limited extent.

3. Even though parallel programming on multiprocessing
systems can be a challenging software domain, the cost of
hardware design using HDL (Hardware Description Languages)
such as Verilog and VHDL can be higher than other
platforms.

4. Finally, the system supports small algorithms that execute
relatively big data. It may allocate the optimal number of
cores for processing (The pipeline length) for this
classification of algorithms. However, 100% lookup tables
(LUT) of an exploratory FPGA board e.g. “Zedboard” [51] is

almost corresponding nine processors because the 33% of
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LUT of Zedboard is roughly corresponding to nine processors
in such applications. Therefore, defining nine cores which
is the maximum number of processors may raise an upper

bound for our experimental capabilities on the Zedboard.
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CHAPTER 5 - APPLICATIONS AND

EXPERIMENTS

5.1. Moore’s Voting Algorithm

5.1.1. Introduction

The Moore Vote Algorithm solves the majority vote problem in
linear time [O(n)] and constant memory [O(1l)]. The majority
vote code can find if one element has more occurrence than
all others in any given sequence of choices. Mathematically,
it picks the number that occurs more than n/2 times from a

given sequence of numbers.
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Figure 24 Moore's Algorithm Processing Steps

The algorithm is carried out in two steps:

1. Eliminate all elements except one

Iterating through the array of numbers, maintain a current
candidate and a counter initialized to 0. With the current
element x in iteration, update the counter and (possibly) the

candidate:

If the counter is 0, set the current candidate to x and the
counter to 1. If the counter is not 0, increment or decrement

the counter based on whether x is the current candidate. The
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following code 1 explains the

this step.

technical

implementation of

}

int FindElement (int a[], int size)
{
int maj element index = 0, count = 1;
int i;
for(i = 1; 1 < size; i++)
{
if (a[maj element index] == ali])
count++;
else
count--;

if (count == 0)
{
maj element index = 1i;

count = 1;

return a[maj element index];

Code 1 Eliminate all elements except one

element
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bool isMajor Element (int al], int size, int candidate)

{

int i, count = 0;
for (i = 0; 1 < size; i++)
if(a[i] == candidate)

count++;

if (count > size/2)
return 1;

else

return 0;

}

Code 2 Determine 1f the remaining element 1is a valid majority
element

With the candidate acquired in step 1, iterate through the
array of numbers and count its occurrences. Determine if the
result is more than half of the sequence's length. If so, the
candidate is the majority. Otherwise, the sequence does not

contain a majority [40].

5.1.2. Implementation

The FPGA design is implemented [41], and the following

components constitute our FPGA design:

1. ARM Processor

The ARM Processor is responsible for generating data and
instruction data for the PL processing. The ARM Processor
also implements the Moore Voting in software and compares the

result between software and hardware.
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2. Data Block RAM

Data Block RAM is responsible for receiving the data from the
ARM processor. The data is being transferred to the cache for

Moore Voting Core processing.

3. Result Block RAM

Result Block RAM is responsible for receiving the result of
Moore Voting Core after processing. This data will Dbe
transferred to the ARM processor for comparison with the

results of software.

4., Cache

Cache is responsible for temporarily storing processing data
for each Moore Voting Core. The cache includes five sections,
each section containing 1024 indexes, and there are three

caches in the design.

5. Memory Controller

Memory Controller is responsible for forwarding the data from

Data Block RAM to the Cache Controller.

6. Cache Controller

The cache controller is responsible for arranging the cache

sections which the data from memory controller will be written
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in these sections. Also, this module defines which cache

sections the data will be read for Moore Voting Core.

7. Instruction Controller

Instruction controller 1is responsible for receiving the
instruction from the ARM processor through AXI bus. This
information includes the number of the processing block, the
length of each block, and the information for interrupt of

each block.

8. Crossbar Switch

The crossbar switch is ©responsible for receiving the
information for interrupt of each block data from Instruction
Controller, and it triggers the interruption at a specific

time in each Moore Voting Core.

9. Counter

The counter 1s responsible for counting the number of
processed blocks and generating the complete signal. This
module also calculates the number of clock cycles for all
block data, and it returns the clock-cycles to the Instruction

Controller.

10. Moore Voting Core
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Moore Voting Core is responsible for selecting the majority
candidate from the block data. There are three Moore Voting
Cores placing pipeline architecture in the design. Each of
the Moore Voting Core will transfer the rest of work for
another after receiving the interruption from the crossbar

switch.

5.1.3. Test Scenarios

The FPGA design is implemented to compare the throughput of

pipelined streaming architecture and CPU.

In this project, the test scenarios have been carried as the

following:

e The FPGA design:

1. The ARM processor generates block data and instruction

data in an array.

2. The ARM processor calculates the majority candidate by

software and stores the result into DDR3

3. The ARM processor writes the block data and instruction

data to RAM and registers of PL side.

4. After done for calculation, the program will return the

result of PL sides and store into an array.
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5. The ARM processor compares the results of software and

PL. If not matched, it will display the line “FAILED”.

6. After that, the ARM processor returns the clock cycles

for processing.

Table 5 Test Scenarios

Test Case Instruction Data
1 5 data blocks Random
2 10 data blocks Random

Frequence Change Data Length (3, 2, 1)

Length: 10 - 20 - 40 indexes

3 20 data blocks Random

Frequence Change Data Length (3, 2, 1)

Length: 10 - 20 - 40 indexes

4 40 data blocks Random

Frequence Change Data Length (3, 2, 1)

Length: 10 - 20 - 40 indexes

5 80 data blocks Random

Frequence Change Data Length (3, 2, 1)

Length: 10 - 20 - 40 indexes
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6 100 data blocks Random

Frequence Change Data Length (3, 2, 1)

Length: 10 - 20 - 40 indexes

The instruction refers to the time of interruption of each
processor. First, when each array is running to state Initial
and is processed 40 indexes, the first processor interrupts.
This array 1is transferred to next processors, processor 2
runs this array in state Sorting and process into size 60,
the processor 2 interrupts, and this array is transferred to
next processor. Processor 3 runs this array in state Sorting
and process into size 40, the processor 3 interrupts. These
actions are the same for the next processors down the
pipeline. One note is that the processors only interrupts in
the state (Initial or Sorting). In the state Initial, the
index is reduced by each processing, and in the state Sorting,
the size is reduced at each processing. These actions are the

same as software implementation.

e CPU test:

It runs the same code on a single CPU, and it reports the

throughput.

e (GPUs test:
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The project executes the heapsort using an optimized CUDA
code on two GPUs; then it reports the results compared with

the single CPU and the FPGA design.
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5.1.4. Configuration

1) Hardware

The FPGA Zedboard has been used where forced-interrupts are
applicable on Moore’s Voting design. The Zedboard consists of

Xilinx Zyng®-7000 All Programmable SoC (System on Chip).

2) Software

For the software application development and the debug
environment, the project works on Xilinx SDK 2014.2. The
hardware design uses Vivado environment, which is a software
design suite provided by Xilinx. The High-Level Synthesis 1is
a software that accelerates IP creation by connecting C, C++,
and embedded C specifications to target Xilinx FPGA board
without the need to manually create HDL. We use HDL code to

adjust our design according to our needs.

5.1.5. Method

The project examines the performance of the Moore’s voting
algorithm targeting the customized FPGA design. The FPGA
board receives a stream of an input data [array of 10, 20, 40
numbers respectively], and then it applies the Moore’s voting
code on a pipeline of three soft-core processors. The project
involves an implementation and an assessment of FPGA
multicore design. The FPGA has been selected to use the forced
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interrupt technique to process variable-lengths of data on-
the-fly that reduces latency. We try to process each block in
one round of processing. The project compares the FPGA's
performance results with a single unit using Intel Core 2 Duo
E7400, CPU core 1i5, and two different GPU clusters: NVidia
GTX 480 and NVidia K40. The comparison aims to evaluate

the feasibility of the pipelining theory on data-streams.
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5.1.6. Experimental Results

Table 6 summarizes the execution results of Moore’s Voting
Algorithm in Pipelined FPGA design compared with CPUs and

GPUs [42]. We use FPGA flexibility to report three different

execution cases,

parallel CUDA code by two GPUs as well as the ideal algorithm

on single CPU.

Table 6 Moore's Voting Algorithm in Pipelined FPGA Vs CPUc and GPUs

FPGA_3

FPGA_2

FPGA_1

CPU Core i5 (single)_1
Nvidia GTX 480_3
Nvidia K40_3
Nvidia GTX 480_2
Nvidia K40_2
Nvidia GTX 480_1
Nvidia K40_1
Intel Core 2
E7400(single)_1

5 Data Blocks 10 Data Blocks 20 Data Blocks 40 Data Blocks 80 Data Blocks 100 Data Blocks

183.49
195.80
198.02
200.00
3.30
2.37
5.50
4.08
7.90
6.02

74.00

237.20
258.62
264.90
200.00
6.70
4.97
10.60
8.07
15.40
11.46

71.00

and we test Moore’s

273.56
302.27
318.73
200.00
13.10
9.96
20.10
16.20
27.40
22.70

69.00
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294.16
330.12
354.77
200.00
24.47
19.40
40.50
30.40
54.90
45.20

68.20

306.04
346.07
376.03
200.00
48.20
35.60
75.00
59.10
97.80
82.20

67.40

application on the

308.20
349.45
380.59
200.00
57.90
46.00
73.55
73.20
123.00
104.10

68.30
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Figure 25 shows FPGA's performance compared with two different frameworks

There are three types of instruction data in the test case.

1. Freqg3 (using three processors): the data length will be
changed with the frequence 3. For example, BlockO: 10 indexes,
Blockl: 20 indexes, Block2: 40 indexes, Block3: 10 indexes,

Block4: 20 indexes, Block5: 40 indexes.

2. Freg2 (using three processors): the data length will be
changed with the frequence 2. For example, BlockO: 10 indexes,
Blockl: 20 indexes, Block2: 10 indexes, Block3: 20 indexes,

Block4: 10 indexes, Block5: 20 indexes.

3. Fregl (using three processors): the data length will be
changed with the frequence 1. For example, BlockO: 10 indexes,
Blockl: 10 indexes, Block2: 10 indexes, Block3: 10 indexes,
Block4: 10 indexes, Block5: 10 indexes.
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4., One of Moore’s FPGA processors: the number of clock

cycles wasted is two times the number of byte data.

The GPUs -as expected- performed less than FPGA and CPU in
processing small records. Our FPGA design has also performed
less in the lower record size. We achieve the maximum
throughput in FPGA case 1 where the record size is 40 with
380 Mbps executing on 100 data blocks. The record size in

FPGA 2 is 20 and 10 in FPGA 3.
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5.1.7. Analysis Summary

CUDA code may achieve more throughput on large data blocks.
In small data blocks, CPU definitely achieve more throughput
than the GPU parallel version. The input size affected the
GPUs dramatically. While The CPU seems to have a steady
performance over any fixed input from 5 to 100 data blocks,
GPUs’ performance increased in larger data. One reason may be
the overhead of copying the data to the GPU before and after

computing back.

For optimization purposes, we use shared memory instead of
global memory because Moore’s algorithm has many load
operations of the same structure. Also, we wuse float
operations that increase the GPUs performance. In GPUs, a
float processing unit may perform better than an int
processing unit. We get 30% performance increase with float

operation compared to int operation.

The proposed architecture in FPGA shows an improvement in
performance results, compared to single CPU and two GPUs in
terms of throughput. We report the maximum throughput in FPGA
where the record size is 40 with 380 Mbps executing on 100
data blocks. The hardware design is implemented on the FPGA
Zedboard, and it 1is using Verilog to verify the result by C

run in the ARM processor. However, the speed of this design
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is not as good as the three Moore Voting Cores operating
separately, because, in order to operate interruptions among
each processor, they all recommended to be in the wait state

before continuing the next data block.
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5.2. Heapsort Algorithm

5.2.1. Introduction

Heapsort is a sorting algorithm that first organizes the data
into a special binary tree that is called a heap. Having the
largest wvalue at the top of the tree, heapsort creates a
sorted array by iterative selection of the top element, and
then it removes that root element from the heap and inserts
it into the array. The heap updates itself after each
operation, and when all elements in the heap are removed to
the array, the result is a sorted array [4]. Heapsort may
enhance the performance of the previous application as it can

sorts the input before the execution.

Random Numbers at a = 0.99 Zipf's Law Distribution ata=0.8

‘m—irst Element = == Second Element

0.9 0.9

0.8 (2]

07

07

06

0.5

Probability of Retrieval
Probability of Retrieval

° 15 20 25 30 35 40 45 50 55
s 10 15 20 25 30 35 40 45 50 55 Percentage of Element Prevalence
Percentage of Element Prevalence

| Fig. 5. Probabilities of Retrieving First and Second Most Frequent
Fig. 2. Probabiliries of Retrieving The Predominant Element Element

Figure 26 The performance of selecting the most frequent element [43]
Figure 26 [43] illustrates the performance of selecting the
most frequent element before sorting the input, and Figure 27

below [3] presents the desired improvement of sorting the
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input before applying Moore’s algorithm. Mainly, the

performance increase due to grouping similar items together.

Most Frequent Item Extraction in Sorted Chunks

— | i ey - -0

100%

T0%

SU%

Probability of Retrieval

0%

o%
[+] 5 10 15 20 25 30 5 40 45 50 55
Porcontage of Eloment Prevalence

Figure 27 selecting the most frequent element after applying heapsort [3]
In the first stage, heap sort uses comparison as well as
switching operations. In the next section, we discuss the
irregular cost of switching operations in pipelined

reconfigurable design.
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5.2.2. Swap Operations

The XOR method for switching variables is commonly avoided
due to the risk of having two variables having the same
address. In this case, The XOR method fails causing the result
to be zero. One trivial solution is adding an additional check
to make sure the addresses are distinct. In case, we apply
the XOR to equal addresses, the algorithm will fold to a

triple *x "= *x operation resulting in zero.

Recently, the XOR method has been depreciated due to modern
processors design. Historically, CPU speeds have risen
astronomically compared to memory improvement that made
accessing memory to become the major bottleneck. Swap
algorithms used to spend most of their time waiting for data
to be fetched from memory. However, on a modern processor,
this may not be the case. Modern processors can have up to 5
levels of memory (Cache level 1, Cache Level 2, Cache Level

3, RAM, Hard Disk).

void swap(int i, int J) {

int t = 1i;
i=173;
J o= t;

Code 3 an example of regular swap function
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For instance, the recent wvalues in swap method should be
stored close in memory to the last value that we are touching,
and they are more 1likely to be in the processor cache.
Otherwise, the algorithm will have to access a different level
of memory, and that is slower than any operation can be done
inside the processor. On modern CPU architectures, we should
not use XOR technique because it can be considerably slower
than using a temporary variable where the computer has an
implicit temporary space which keeps the intermediate wvalues
before writing them back to a register. The instructions are
executed by the ALU (Arithmetic Logic Unit), and in this case,
standard switch technique uses the ALU as temporary scratch

space before giving the final answer.

void xorswap (int *a, int *b)

{

Code 4 A utility function to XORswap to integers
Nevertheless, our design does not assume that the ALUs have

implicit temporary data for granted, but it rather deals with
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reconfigurable cores. In our design, the instruction set
encoding permits the XOR swap to be encoded in a smaller
number of bytes, and in microcontrollers the available RAM is
very limited, and optimizing compiler does not necessarily

generate XOR swap code.

Another reason 1s that we have a pipeline design where the
hardware can strive to execute code instructions in parallel
through instruction pipelines. In XOR technique, the inputs
to each operation depend on the output of the previous
operation. Thus, XOR instructions must execute in strictly
sequential order, and our pipelined design 1is precisely

engineered to execute this kind of instruction [44].

Sorting algorithms wusually access the memory in a very
unordered form, which may create an inefficient overhead of
fetching data among all the levels of memory. Therefore, both
methods may have the same cost 1n modern processors.
Consequently, we changed heapsort swap function to XOR swap

in order to reduce FPGA memory operations.
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5.2.3. Pipeline length analysis

We aim to assess the number of processors required to sort
127 items using one processing cycle (defining the length of
our pipeline). We try to avoid any pipelining iterative model
in order to make our pipeline always available for streaming
input. To maintain a continuous reception of our input data,

we analyze the system dynamics as stock and flow paradigm.

Inflow Outflow

q Process and q
Stock

Figure 28 Stock and flow diagram
Our design must keep stocking operations at zero levels.
Therefore, we try to keep the inflow and outflow numbers equal

based on the integral function of stock and flow [45].

Stock(t) = jt to linflow (s) — outflow(s)]ds + Stock(t,,)

To depreciate the stocking factor, we define the pipeline
length that can process the inflow without stopping the input

data.

We define the number of processors by calculating

moving/sorting ratio (x), as one processor can be designed to
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shift 127

items.

completely process

Initially,

we

running multiple

Diagnostic tools reports the following table:

Table 7 Heapsort moving/sorting ratio

(sort)

pipeline may

iterations.

The results of Visual Studio

require

analyzed heapsort functions

shifts

one data chunk on-the-fly.

exclusively by

TC# Iterations Array TSort TMove Ratio
Size (s) (s)

1 1E+06 127 79 13 6.08

2 2E+06 127 157 25 6.28

3 3E+06 127 236 38 6.21

4 1E+07 127 758 125 6.06

Table 7 indicates that the ratio is ranging between six and
seven, we define the pipeline length at seven processors as

one processor would work at “Initial” state,

cores would work in “Sorting” state.
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5.2.4. Implementation

The FPGA design 1is implemented [46], and the following

components constitute the FPGA design:

1. ARM Processor

ARM Processor 1s responsible for generating data and
instruction data for pipelined processing. ARM Processor also
implements the heapsort by software and compares the result

between software and hardware.

2. Data Block RAM

Data Block RAM is responsible for receiving the data from ARM
processor. The data is being transferred to the cache for

heapsort processing.

3. Result Block RAM

Result Block RAM is responsible for receiving the result of
heapsort core after processing. The data will be transferred
to the ARM processor for comparison with the outcome of the

software.

4. Cache

Cache is responsible for temporarily storing processing data
for each heapsort core. There are seven caches, and each

processor uses one of them.
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5. Memory Controller

Memory Controller is responsible for forwarding the data from

Data Block RAM to the Cache Controller.

6. Cache Controller

Cache Controller 1is responsible for arranging which cache
sections the data from memory controller will be written.
Also, this module defines which cache sections the data will

be read for heapsort.

7. Instruction Controller

Instruction Controller 1is responsible for receiving the
instruction from ARM processor through AXI Dbus. This
information includes the number of the processing block, the
length of each block, and the information for interrupt of

each block.

8. Crossbar Switch

Crossbar Switch is responsible for receiving the information
for interrupt of each block data from the Instruction
Controller and trigger the interruption at a specific time in

each heapsort core.

9. Counter
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The Counter 1s responsible for counting the number of
processed block and generating the complete signal. This
module also calculates the number of clock cycles for all

block data and returns it to the Instruction Controller.

10. Heapsort Core

Heapsort core 1is responsible for implementing heapsort
algorithm on data-blocks. There are seven heapsort cores
placing pipeline architecture in the design. Each of them
will pass the rest of the work to the subsequent core after

receiving an interrupt from the Crossbar Switch.
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5.2.5. Test Scenarios

The FPGA design is implemented [46] to compare the throughput
of the pipelined streaming architecture with a single CPU and
two GPUs [47]. In this project, the test scenarios have been

carried as the following:

The FPGA design:

1. The ARM processor generates block data and instruction
data in an array.

2. The ARM processor calculates the heapsort Dby the
software, and it stores the result into DDR3.

3. The ARM processor writes the block data to the RAM.

4. After completing the calculation, the program will
return the result of the pipeline, and it stores into
the array.

5. The ARM processor compares the results of the software
and the pipeline. If not matched, it will display the
line “FAILED”.

6. After that, the ARM processor returns the clock cycles

for processing.

The FPGA test cases use a four different interruption times
for each processor. Technically, each array runs with the

state “Initial”, and it processes 30 indexes, and then the
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first ©processor 1is Dbeing interrupted. This array 1is

transferred to the next processors.

The processor 2 runs this array to state “Sorting”, and it
process into size 103, then the processor 2 1is being

interrupted. This array 1is transferred to next processor.

The processor 3 runs this array to state “Sorting”, and it
process into size 78, then the processor 3 is interrupted;

these actions are the same among the next processors.

e CPU test:

It runs the same code on a single CPU, and it reports the

throughput.

e (GPUs test:

The project executes the heapsort using an optimized CUDA
code on two GPUs; then it reports the results compared with

the single CPU and the FPGA design.
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5.2.6. Limitations:

One of the design limitations is data block size, and the

design only supports a test of maximum 250 data blocks,

each block should consist of 127 numbers.

5.2.7. Configuration

1. Hardware:

A. FPGA:

and

We have used FPGA Zedboard, where the forced interrupt

is applicable on heapsort design. The Zedboard consists

of Xilinx Zyng®-7000 All Programmable SoC (System on

Chip) .

B. GPUs:

Case 1: NVidia GTX 480, OpenSuse 13.1, Intel I7 920

2.67 GHz, 8 GB RAM.

Case 2: NVidia K40, Ubuntu 14.04, Intel(R) Xeon(R)

CPU E5645 at 2.40GHz, 64 GB RAM.

C. CPU;

The project uses only single processing unit of the Intel

Core 2 Duo E7400.

2. Software:
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A. FPGA:

For the software application development and the debug
environment, the project works on Xilinx SDK 2014.2. The
hardware design uses Vivado environment, which is a
software design suite provided by Xilinx. The High-Level
Synthesis is a software that accelerates IP creation by
connecting C, C++, and embedded C specifications to
target Xilinx FPGA board without the need to manually
create HDL. We wuse HDL code to adjust our design

according to our needs.

B. GPUs:

We use CUDA to sort the arrays of random numbers. Every
array consists of 127 numbers. We generate this arrays
(data-blocks) on a CPU, and then we copy them to a GPU.
After that, we run a heapsort for these data blocks. The
project copies the output of data blocks to a CPU, and

it checks the correctness of our sorting.

We run the NVidia GTX 480 test on the OpenSuse
13.1using the Intel I7 920 2.67 GHz processor with a 8
GB RAM, and the NVidia K40 test on the Ubuntu 14.04
using the Intel (R) Xeon(R) CPU E5645 (@2.40GHz with a 64

GB RAM.
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C. CPU:

We execute the test using Windows 7 as the operating
system and the Visual Studio 2012 on the v110 compiler

toolset.

5.2.8. Method

The project examines the performance of the heapsort
algorithm targeting the customized FPGA design. The FPGA
board receives a stream of an input data [array of 127
numbers], and then it applies the improved code on a pipeline
of the seven soft-core processors. The project involves an
implementation and an assessment of FPGA multicore design.
The FPGA has Dbeen selected to use the forced interrupt
technique to process variable-lengths of data on-the-fly that
reduces latency. We try to process each block in one round of
processing. The project compares the FPGA’s performance
results with a single unit using Intel Core 2 Duo E7400, and
two different GPU clusters: NVidia GTX 480 and NVidia
K40. The comparison aims to evaluate the feasibility of the

pipelining theory on data-streams.
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5.2.9. Experimental Results

At the beginning of this project, we used a frequency of 50
MHz, and the maximum throughput was in the case 4 with 87
Mbps, almost all of the processor works in the state “Sorting”

and only the first processor works in the state “Initial”.

Table 8 Throughput of Heapsort Algorithm Implemented by FPGA and software at 50
MHz and 8-bit input.

NUM=250 NUM=200 | NUM=100 NUM=50 NUM=20 NUM=10

Case 1 61 61 60 57 52 45
Case 2 54 53 53 51 46 40
Case 3 74 74 72 69 61 51
Case 4 85 84 82 77 67 55

To improve the result of hardware FPGA, the frequency is
increased two times. In addition, the software computation
increased to 32 bits allowing the input data width in data
blocks of hardware also to increase by four times (from 8
bits to 32 bits). Therefore, the new result of hardware has

increased almost eight times

Table 9 summarizes the execution results of our heapsort
project in CPU, GPUs, and our FPGA design. We use FPGA
flexibility to report four different execution cases, and we
test heapsort on the parallel CUDA code by two GPUs as well

as the ideal heapsort algorithm on a single CPU.

115



Table 9 Throughput of Heapsort Algorithm Implemented by FPGA and software at
100 MHz and 32-bit input.

250 Data | 200 Data | 100 Data | 50 Data | 20 Data

Block Block Block Block Block
FPGA Casel 491 489 481 463 419 363
FPGA Case2 433 431 425 410 374 326
FPGA Case3 597 594 581 554 490 412
FPGA Case4 680 676 657 623 539 442
GTX 480 321 321 314 164 67 34
K40 406 571 303 157 63 31
Core E7400 102 101 100 100 100 88

Figure 25 below presents the results of Heapsort program

execution.

Heapsort throughput on different platforms

700
600
500
400
300
100
’ | N
FPGA FPGA FPGA FPGA Nvidia Nvidia Intel Core
Case l Case 2 Case 3 Case 4 GTX 480 K40 2 Duo
E7400

W 250 Data Block ® 200 Data Block ® 100 Data Block

B 50 Data Block ® 20 Data Block ™ 10 Data Block

Figure 29 Heapsort throughput on different platforms
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5.2.10. Analysis Summary

Figure 25 shows that we achieved the best performance in the
pipelined FPGA design case 4, where the maximum throughput is
680 Mbps. In this case, all the processors work in the state
“Sorting” except the first processor, which works in the state
“Initial”. The more ©processors operate 1in the state
“Sorting”, the more throughput the algorithm gets. Case 3 has
two processors in the state “Initial”, and Cases 1 and 2 have

three processors working in the state “Initial”.

In GPUs and FPGA, we achieve more throughput than CPU in
almost all of the test cases. GPUs and CPU are reasonably
close in processing 10 and 20 data blocks, where the CPU and
CUDA versions have comparable results. With 10 data blocks,
the CPU shows more throughput than GPU version. One reason
can be the overhead of copying the data to the GPU and after

computing back.

Also, we note that the greater amount of data blocks, the
greater the CUDA throughput is until reaching a stable point.
This highlights the need for intensive data-flow in such
frameworks and their memory constraints that should be taken

into consideration.

In the test results of K40, we notice an outlier point at 250

data blocks with a throughput of 406 Mbps, while 200 data-
117



block can reach a throughput of 571 Mbps. It may highlight
the improper utilization of the GPU cluster. When we use 200
data-block, GPU is fully loaded. Thus, injecting 250 data-
block would not compute by one zround, so we get less

performance.

The FPGA design outperformed the GPUs for many reasons, and

we have discussed some of these reasons theoretically.

Technically, the best algorithms for parallelizing on CUDA
framework should have a much independent operation because
the basic idea of parallelization falls behind a warp of
threads that execute in parallel, and in the best case, all
threads in warp should execute one operation on other data
without branches. For example, one of the best algorithms for
the parallelization on CUDA 1is a matrix multiplication

because it can perform the operations independently.

The heapsort algorithm challenges CUDA parallelization when
we sort single data block. In this case, an only single thread

of warp can compute the work.
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5.3. Clumping Hash Table Algorithm

5.3.1. Introduction

The clumping hash table is an extended version of the hash
table algorithm. Ideally, the hash function creates an
associative array. This array contains keys (hash wvalues)
that map to values. The application receives a stream of 100
strings; then it decodes the last seven bits of each wvalue.
The hash table function stores each hash into a unique bucket.
If that bucket is already used, then we encountered something
called a collusion. The reason behind collisions is that we
do not control the input values, and it is possible that two
input values will have the same last seven bits which creates
identical hash values that point to the same bucket. In this
case, the clumping algorithm tries to store in the next
bucket. If we know, or we have control over the input values.
Then we can achieve a perfect hash function that can create

a hash table with zero collisions.

The number of input values is 100, and the size of hash table
is 127. The clumping algorithm assumes that we can store every
input hash in the array, and the algorithm should perform
faster by probability after we apply a CDF approximation to
the random input which makes the hash codes distinct. Clumping

hash algorithm groups similar input elements together, and
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this is the same concept behind heapsort’s enhancement before
we select the most frequent element of a stream. Therefore,
we investigate clumping hash algorithm that has better time

complexity of O(n) [4].

5.3.2. Implementation

The FPGA design 1is implemented [48], and the following

components constitute our FPGA design:

1. ARM Processor

The ARM Processor is responsible for generating data and
instruction data for pipelined processing. ARM Processor also
implements the clumping hash function by software and
compares the result between software and hardware, and it

writes the block data to RAM and registers of PL side.

2. Memory Block RAM

Memory Block RAM is responsible for receiving the data from
ARM processor. These data will be transferred to the cache

for Data Frequency Extraction Core processing.

3. Result Block RAM

Result Block RAM is responsible for receiving the result of
Data Frequency Extraction Core after processing. These data

will be transferred to the ARM processor for comparison with
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the result of software. The Result Block RAM includes four
sub-Block RAM: Norm Hash Block RAM, Norm Occurr Block RAM,
Norm Collision Block RAM, Clam Hash Block RAM, Clam Occurr

Block RAM, Clam Collision Block RAM.

4. Cache

Cache is responsible for temporarily storing processing data
for each Data Frequency Extraction Core. There are six caches

in the design. Each processor will operate on one Cache.

5. Memory Controller

Memory Controller is responsible for forwarding the data from

Memory Block RAM to the Cache Controller.

o. Cache Controller

Cache Controller 1is responsible for arranging which cache
sections from memory controller will be written. Also, this

module defines which cache sections will be read for heapsort.

8. Crossbar Switch

The crossbar switch 1is responsible for receiving the
information for interrupt of each Dblock data from the
Instruction Controller and trigger the interruption at a

specific time in each Data Frequency Extraction core.

9. Counter
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The counter 1s responsible for counting the number of
processed block and generating the complete signal. This
module also calculates the number of clock cycles for all

block data and returns it to ARM processor.

10. Data Frequency Extraction Core

Data Frequency Extraction Core is responsible for
implementing the clumping hash table algorithm on data-
blocks. There are six DFE cores placing pipeline architecture
in the design. Each of them will pass the rest of the work to
the next core after receiving an interrupt from the Crossbar

Switch.

On the GPU, there is little support for the ‘%’ operation. So
we use this fact in our cuda implementation [49], and changed

this operation to “&” in hot point implementation.

Before our optimization:

temp index = (temp index + 1) % (1 <<

bits on tail to extract);

After this optimization:

temp index = (temp index + 1) & mask;

Using this optimization the GPU performance improved by 25%.
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5.3.3. Test Scenarios

The FPGA design is implemented [48] to compare the throughput

of the pipelined streaming architecture with a single CPU and

two GPUs [49]. In this project, the test scenarios have been

carried as the following:

The FPGA design:

. The ARM processor generates block data and instruction

data in the array.

. The ARM processor calculates the DataFregExt by software

and stores the result into DDR3.

. The ARM processor writes the Dblock data to RAM and

registers of PL side.

. After doing all calculations, the program will return

the result of PL sides and store into an array.

. The ARM processor compares the results of software and

PL. If not matched, it will display the line “FAILED”.

. After that, The ARM processor returns the clock cycles

for processing.

CPU test:

It runs the same code on a single CPU, and it reports the

throughput.

GPUs test:

123



The project executes the clumping hash code using an optimized
CUDA code on two GPUs; then it reports the results compared

with the single CPU and the FPGA design.

Table 10 FPGA Design Test Cases

Case Instruction Data NUM_BLOCK
1 swindex0 =5 | Typel|Type2 | 100|200|250|500(700

swindex1 = 10
2 swindex0 =20 | Typel|Type2 | 100j200]250/500]|700

swindexl = 40
3 swindex0 =30 | Typel|Type2 | 100j200]250/500]|700

swindex1 = 60
4 swindex0 =50 | Typel|Type2 | 100j200|250|500|700

swindex1l =75

Table 10 shows the test scenarios where the interrupt behavior
changes. The swindex(0 represents the interrupt interval of

core 1, and swindexl is the interval of the next core.

5.3.4. Configuration

The software and hardware configuration is the same as the

previous heapsort project.

5.3.5. Method

The project examines the performance of the clumping hash

table algorithm targeting the customized FPGA design. The
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FPGA board receives a stream of an input data [array of 32-
bit 100 numbers], and then it applies the improved code on a
pipeline of the six soft-core processors. The project
involves an implementation and an assessment of FPGA
multicore design. The project compares the FPGA’s performance
results with a single CPU core 1i5, and two different GPU
clusters: NVidia GTX 480 and NVidia K40. The comparison
aims to evaluate the feasibility of the pipelining theory on
data-streams. There are two types of input values. First, the
project generates a random input, and it tests the algorithm.
Second, the project applies the cumulative distribution
function (CDF) on our random input which decreases the

collisions by probability.

5.3.6. Experimental Results

Table 11 summarizes the execution results of clumping hash
table algorithm in Pipelined FPGA design compared with CPUs
and GPUs. We used FPGA flexibility to test four different
execution cases, and we test hash table application on the
parallel CUDA code by two GPUs as well as the ideal sequential

algorithm on single CPU.

There are four types of instruction data in the test cases.
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1. Case 1: the data 1length will be changed with the

frequence 2. As such, chunkO: 5 indexes, chunkl: 10 indexes.

2. Case 2: the data 1length will be changed with the

frequence 2. As such, chunk0O: 20 indexes, chunkl: 40 indexes.

3. Case 3: the data 1length will Dbe changed with the

frequence 2. As such, chunk0O: 30 indexes, chunkl: 60 indexes.

4. Case 4: the data 1length will be changed with the

frequence 2. As such, chunk0O: 50 indexes, chunkl: 75 indexes.

First, the project examines each function separately, it
executes the clumping hash and normal hash functions using
the two types of input that have been discussed in the
previous method section. The four tests show that the single
CPU and the FPGA outperformed GPUs considerably due to the
dependency 1in memory operations -memory store-. Therefore,
the analysis excludes GPUs from clumping hash table

benchmarking.

The CPU performed better than the FPGA design in case 1 where
the data length is very small. The pipelined FPGA design can
show better results compared to the CPU, when it executes
both functions clumping and normal hash by customized

hardware. The following table 11 shows the data frequency
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extraction project wusing a random numbers before CDF

approximation.

Table 11 Throughput of data frequency extraction algorithm implemented by FPGA
and CPU before CDF approximation.

NUM=100 NUM=200 | NUM=250 | NUM=500 | NUM=600
FPGA 1 287.00 285.00 281.00 279.00 278.00
FPGA 2 349.00 346.00 340.00 338.00 336.00
FPGA 3 422.00 419.00 411.00 408.00 406.00
FPGA 4 519.00 515.00 506.00 501.00 499.00
CPU Core i5 329.57 332.15 318.37 331.58 324.23
600.00
500.00 a; a =t > X
A —;:\ _::\ & A
400.00 = = ——FPGA 1
!——‘H:;-ﬁ —B-FPGA 2
300.00
* —- —0- —0 & ~4—FPGA 3
—FPGA 4
200.00
=l=Core i5
100.00
000 T T T T 1
NUM=100 NUM=200 NUM=250 NUM=500 NUM=600

Figure 30 Throughput of data frequency extraction algorithm implemented by FPGA
and CPU before CDF approximation.

Figure 26 shows that block size may not affect the performance
of the hash algorithm in our space. This algorithm runs in
O(n) space at the worst case. Theoretically, we can only see
a big fluctuation in performance measure when the block size
forces the architecture to access diffrent level of memory.

FPGA configuration at case 4 provides the best stable
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throughput at 519 Mbps. Exceptionally, case 4 may not improve
as good as case 3 after the CDF approximation due to the
design optimization. In this case, the utilization of the
pipeline in case 3 outperformed case 4 where soft cores enter

the wait state frequently.

Table 12 Throughput of data frequency extraction algorithm implemented by FPGA
and CPU after CDF approximation.

NUM=100 | NUM=200 | NUM=250 | NUM=500 | NUM=700
FPGA 1 446.00 444.00 443.00 443.00 443.00
FPGA 2 599.00 597.00 597.00 596.00 597.00
FPGA 3 788.00 786.00 787.00 786.00 787.00
FPGA 4 694.00 699.00 700.00 702.00 703.00
CPU Core i5 567.41 573.92 543.92 574.38 573.58
900.00
800.00 - —& & & A
700.00 e > 5 > —
600.00 !: % i N —n —o—FPGA 1
500.00 ——FPGA 2
400.00 ¢ — ¢ ¢ ¢ ~—4—FPGA 3
——FPGA 4
300.00
== Core i5
200.00
100.00
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NUM=100 NUM=200 NUM=250 NUM=500 NUM=600

Figure 31 Throughput of DFE Algorithm Implemented by FPGA and CPU after CDF
approximation.

Notably, the CDF approximation increases the throughput by
probability, the results in table 12 illustrates the

performance improvement in both CPU and FPGAs. The algorithm
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has successfully increase the throughput by decreasing the
possible collisions at storing state. FPGA 3 achieved the
highest throughput of 788 Mbps. Case 3 process 30 indexes
before applying the forced interrupt and pass the input to

the next processor.

5.3.7. Analysis Summary

The steady performance of FPGA and CPU highlights the high
dependency of data during the execution of the clumping hash

algorithm.

On large data, Cuda may have an improved throughput, and we
note that the greater count of the data block, the greater
the cuda tests throughput. Even though the improvement may
seem relatively small, it can affect the throughput of
processing enormous data blocks. Consequently, the clumping
hash algorithm may not be suitable algorithms for
parallelization Dbecause it encounters much of dependent

operations.

The method of input generation may affect the performance of
the hash table algorithm, and this is related to the perfect
hash function and collisions that have Dbeen discussed
earlier. The processing time is being decreased by minimizing

memory scan operations.
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Figure 27 shows that we achieved the best performance in the
pipelined FPGA design case 3, where the maximum throughput is
788 Mbps. In case 3, the pipeline decreases the wait state
because we use a synchronous paradigm of processing. The more
processors keep operating, the more throughput the algorithm

gets.

In CPUs and FPGA, we achieve more throughput than GPU in
almost all of the test cases. CPUs and FPGA are reasonably
close in processing hash functions because it does not create

enough independent operations for parallelization.

Also, we note that the greater amount of data blocks, the
greater the CUDA throughput is. However, we have not reached
a stable point where the GPU throughput constant. This
highlights the need for intensive data-flow in such
frameworks and their memory constraints that should be taken

into consideration.

The FPGA design outperformed the GPUs for reasons, and we

have discussed some of these reasons theoretically.

Technically, the best algorithms for parallelizing on CUDA
framework should have a much independent operation because
the basic idea of parallelization falls behind a warp of
threads that execute in parallel, and in the best case, all

threads in warp should execute one operation on other data
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without branches. For example, one of the best algorithms for
the parallelization on CUDA 1is a matrix multiplication

because it can perform the operations independently.

The clumping hash algorithm challenges CUDA parallelization
when it tries to find the next bucket index respectively. In

this case, an only single thread of warp can compute the work.
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5.4. Comparative Study

In the previous projects, we achieved more throughput by
executing the streaming applications in reconfigurable FPGA
design. GPUs by CUDA platform may outperform CPUs given a
sufficient data input stream in heapsort. The experiments
confirm the constraints of GPUs that have been discussed in

previous sections such as data dependency and high-latency.

The performance increases by using extensive data on GPUs,
and this increase highlights the need for data intensive and
dependent operations to utilize GPUs’ resources as well as
huge blocks of data stream. Some streaming applications may
execute successfully on GPUs because we were able to achieve
acceleration, but it needs to find independent data blocks

for parallelization.

Table 13 pipelined FPGA ratio among different streaming applications and
platforms.

Framework/Application Max Mbps Max Mbps Max Mbps
(Moore (Heapsort) (Clumping
Voting) Hash)
Single CPU i5 200.00 158.00 574.00
Pipelined FPGA 380.00 680.00 788.00
Nvidia K40 104.00 571.00 164.00
FPGA/GPU Ratio 3.65 1.19 4.80
FPGA/CPU Ratio 1.90 4.30 1.37
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The three algorithms have a different performance throughput
in the tested three platforms. The heapsort was the Dbest
application for the GPUs, and we achieved good performance
because we were able to create some amount of independent
blocks for computing. Such that every thread works only with
one block for sorting. However, it created a big challenge
due to the recursion call with the undefined depth of call.
The Cuda architecture may not Dbe as suitable for such

operations.

The data frequency extraction (clumping hash table) creates
more memory operations than the Moore’s wvoting and the
Heapsort. Hence, the GPUs suffers the worst performance among

the other platforms.

On the other hand, Moore’s algorithm may require very large
data to perform well and utilize GPU’s resources. For example,
the test with the max data has a computing time of only 0.03
ms. Thus, we decide to test this algorithm on a more data.
The test configuration length of Dblocks 1is 40, and we
increased the count of blocks to 4000. Gtx 480 was able to
achieve 380 Mbps without copy data to GPU and back. It was a
better result, but still, it 1s less than the FPGA’s

throughput.
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FPGA performance ratio over three streaming
applications

e FPGA/GPU Ratio === FPGA/CPU Ratio

Max Mbps(Moore
Voting)
5.00
4.50
4.00

Max Mbps(Climbing

Hash) Max Mbps(Heapsort)

Figure 32 Platforms coverage of three big data streaming algorithms.
Figure 28 shows that the general purpose architectures (CPUs
and GPUs) have covered an acceptable range of streaming
applications successfully. We notice that when the GPU
performs badly, the CPU can increase the throughput.
Nevertheless, we observe that reconfigurable computing also
can enhance the performance of stream processing of general
purpose architectures such as GPUs and CPUs by different

ratios in all cases.
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Overall, the FPGA design outperformed CPU and GPUs by various
ratios, and the wvariance of results by testing the three
algorithms has a clear dependency on the data input and the

nature of the algorithm.

In the future, FPGA throughput can be improved by some
increasing frequency running, and optimizing the data
lengths. The resources in our experimental FPGA Zedboard was
limited to 100 MHz, and the use of more capable board may
increase the performance as well. Certainly, this can be

applied to the use of better CPU or GPU as well.
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CHAPTER 6 - CONCLUSION AND FUTURE

DIRECTIONS

Parallel programming on multiprocessing systems 1s a
challenging software domain. We proposed program slicing by
a novel method of dynamic resource management that allows
organizing the on-the-fly processing of arbitrary complexity
without parallel programming. The new architecture is very
suitable for handling Big Data streams. The experimental
results and performance comparison with the existing
multicore architectures demonstrate the effectiveness,
flexibility, and diversity of the new architecture, in
particular, for large data parallel processing. Performance
analysis introduces a promising opportunity in real-time
processing especially in preprocessing steps of streaming

algorithms.

This dissertation addresses one of the technical challenges
of Big Data stream processing, and the analysis evaluates the
performance of three preprocessing algorithms. These
applications are Moore’s Voting, Heapsort, and Clumping Hash
algorithm. This study executed these applications on a
customized FPGA design. The FPGA board receives streams of

data-input [array of numbers]. Then it applies each
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application on a pipeline of softcore processors. The
research selected FPGAs platform to employ the forced
interrupt technique that processes variable-lengths of data
on-the-fly, which reduces latency. We were able to achieve
4.8x performance increase in clumping hash table algorithm
and 3.6x in Moore’s voting and 20% improvement in heapsort
compared to parallelized code. Also, we showed a throughput

increase of 4x compared with serial heapsort execution.

Our investigation confirms the potential advancement of Big
Data systems by adopting application-specific models. It
involves implementation and evaluation of FPGA multicore
design. In a similar application, the designer can change the

length of the pipeline to reach the best performance possible.

In the future, we may enhance the throughput by solving some
of the current constraints. First, the current interruption
model among the pipelined processors forces them to be in a
wailt state before continuing the next data block. The future
system may sort the length of data blocks before processing
the input, and it may process the data blocks from the minimum
length to maximum length. Another solution may automatically
calculate the threshold of interruption based on two factors:
the length of the current data block, and next data block in

order to interrupt processors from 1 to n at the same time
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synchronously. Moreover, the interval of forced-interrupt can
be adjusted according to the incoming volume of the data
stream. This approach may require a dynamic interrupt

configuration.

Second, the system may allocate the optimal number of cores
for processing (pipeline length). The 100% percentage of the
lookup tables (LUT) of a given FPGA board is corresponding to
the maximum number of cores allowed. Therefore, defining the
maximum number of processors may raise the performance bar of

the experimental board.

Finally, this research constitutes a benchmarking base for
Big Data streaming algorithms. Currently, Big Data systems
are intensively using GPUs for stream processing [5]. Thus,
future work may include FPGAs in benchmarking efforts. The
presumed competition between GPUs and FPGAs 1in stream
processing may highlight the energy efficiency as an
important performance factor. These benchmarking efforts may
provide an informative source to initiate a guiding model
that categorizes streaming application for application-

specific architectures based on their characteristics.
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