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Abstract

Full and Partial Diacritic Restoration:
Development and Impact on Downstream Applications

Diacritic restoration (DR) has gained importance with the growing need for machines

to understand written texts. A diacritic, also referred to as an accent, is a mark that is

added to a letter that provides that letter with a different phonetic value; the combination

of one or more diacritics can alter a word’s meaning. In some languages such as Arabic

and Hebrew, diacritics are optional in writing even in formal settings. Familiarity with the

language is relied upon to derive the meaning based on context and previous knowledge.

Other languages such as Vietnamese and Yoruba are formally written with diacritics, but

people tend to not include them in common usage for various reasons such as difficulty with

typing diacritics on keyboards or transferring hard copy texts to digital versions.

Languages that include diacritics in speech but omit diacritics in writing to a certain

degree result in written texts that are even more ambiguous than typically expected. Not

including diacritics in written texts increases the number of possible word meanings and

pronunciations, which poses a challenge for computational models due to increased ambigu-

ity. The Yoruba word mu when unmarked means “drink,” but when diacritized as mù or mú

means “sink” or “sharp,” respectively. As an example, in English if we omit the vowels in

the word pn, the word can be read as pan, pin, pun, and pen; each has a different meaning

and pronunciation.

In this dissertation, we discuss diacritic restoration models as a solution for this problem.

This entails a process of automating the restoration of missing diacritics for each character

in a written text in order to render the resulting text comparable to that of languages in

which words are fully orthographically specified such as English. We first discuss different

solutions to fully specify diacritics in written texts.

We investigate different architectures that can provide better alternatives than the current

state-of-the-art architectures; we analyze their potential and limitations. We find that
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sequence-to-sequence classification in the context of diacritic restoration provides a better

solution in some cases with the downside of generating sentences that are not of the same

length as the input as well as generating words that are not a diacritic variant to the input

unit (hallucination). We suggest a more efficient convolutional-based architecture yielding

comparable accuracy that outperforms recurrent-based models. With both models, there is a

trade-off between efficiency and accuracy.

Having determined that Bidirectional Long Short Term Memory (BiLSTM) is currently

the best architecture for diacritic restoration in terms of accuracy, we further investigate how

to enhance its accuracy via different methods. We investigate the impact of different input

and output representation for diacritic restoration to identify the optimal input unit for the

task of diacritic restoration. We find that characters provide the optimal solution. We also

propose a joint diacritic restoration model in which diacritics are learned along with the

other linguistic features helpful for assigning appropriate diacritics. This provides a better

solution for diacritic restoration.

We likewise investigate the impact of fully specifying diacritics in extrinsic evaluation.

In theory, full diacritic restoration helps disambiguate homographs but in practice it results in

increased sparsity (i.e. insufficient training examples for each word) and out-of-vocabulary

words, which degrades the performance of downstream applications. Thus, after shedding

light on different techniques that may boost the performance of full diacritic restoration,

we attempt to find a sweet spot between zero and full diacritization (i.e. partial diacritiza-

tion) as a replacement for full diacritization in order to reduce lexical ambiguity without

increasing sparsity. Partial diacritic restoration has been theorized but never systematically

addressed before. We discuss different automated techniques as a viable solution to identify

partial diacritic schemes and examine whether partial diacritic restoration is beneficial on

downstream applications. Although our findings are inconclusive, we build a foundation

for future research on partial diacritic restoration and discuss current challenges at multiple

levels.
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Chapter 1: Introduction

Diacritic restoration (DR) has gained importance with the growing need for machines

to understand written texts. A diacritic, also referred to as an accent, is a mark that is

added to a letter that provides that letter with a different phonetic value; the combination

of one or more diacritics can alter a word’s meaning (Wells, 2000). In some languages

such as Arabic and Hebrew, diacritics are optional in writing even in formal settings,1 and

familiarity with the language is relied upon to derive the meaning based on context and

previous knowledge. Other languages such as Vietnamese, French, and Yoruba are formally

written with diacritics, but people tend to not include them in common usage for various

reasons such as difficulty with typing diacritics on keyboards or transferring hard copy

texts to digital versions (Scannell, 2011). Although native speakers can extrapolate missing

diacritics with near perfect accuracy in most cases, missing diacritics pose a challenge for

computational models due to increased ambiguity.

Languages that omit diacritics in writing to a certain degree result in written text even

more ambiguous than typically expected. Not including diacritics in written text increases the

number of possible meanings as well as the number of possible pronunciations of words. For

example, the Arabic word ÕÎ« Elm2 can be diacritized as Õ
�
Î«

� Eilom “knowledge,"Õ
�
Î

�
« Ealam

“flag,” �ÕÎ�

�
« Ealima “has known," �ÕÎ�

�
« Eulima “has been acknowledged", and �Õ

��
Î

�
« Eal∼ama

“taught.” The Yoruba word mu when unmarked3 means “drink,” but when diacritized as mù

or mú mean “sink” or “sharp,” respectively. The Vietnamese word Hai can be written as Hài

“comedy,” Hái “fruit,” Hãi “frightening,” or Ha. i “harmful.” Each variation is pronounced

differently in the previous examples, depending on the diacritics. As an example in English,

if we omit the vowels in the word pn, the word can be read as pan, pin, pun, and pen; each
1 With the exception of religious scripture and educational books for children, which are always diacritized.
2 We use Buckwalter Transliteration for Arabic text (Buckwalter, 2002)
3 Orthographically fully specified
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has a different meaning as well as pronunciation.

One solution for this problem is diacritic restoration (i.e. diacritization),4 which refers

to rendering the under-specified diacritics explicit in the text. Diacritic restoration is the

process of automatically restoring missing diacritics for each character in written text. While

context is often sufficient for determining the meaning of ambiguous words, explicitly

restoring missing diacritics should provide valuable additional information for homograph

disambiguation. Diacritization would render the resulting text comparable to that of lan-

guages whose words are orthographically specified such as English. It should be noted that

even after fully specifying words with their relevant diacritics, homographs such as “bass”

are still ambiguous. In Arabic, the fully-diacritized word bayot �
I

�
�

�
K. can either mean “verse”

or “house.”

Diacritic restoration is an application that can be used as an end step or as a pre-

processing step for various applications such as text-to-speech (Ungurean et al., 2008) and

reading comprehension (Hermena et al., 2015). Adding diacritics to texts can be viewed

as a mechanism to minimize the meaning ambiguity and provide deeper semantics at the

word or sentence levels (e.g. the aforementioned word ÕÎ« Elm has more than one meaning

and pronunciation whereas the meaning and pronunciation are determined in the diacritized

variant �Õ
�
Î

�
« Ealama). Thus, it can be viewed as homograph disambiguation which helps

downstream applications clarify pronunciations and meanings.

State-of-the-art models for full diacritic restoration have reached good performance; yet,

there is still a room for further improvements. These models introduce errors which degrade

the performance of the downstream applications. Thus, diacritic restoration would benefit

from performance enhancement and a thorough analysis of what works and what does not

work.

The benefits of diacritics are apparent in applications that require correct pronunciation

of words such as automatic speech recognition (Vergyri and Kirchhoff, 2004) and speech

4 Also known as vowelization, unicodification (Scannell, 2011) or deASCIIfication in a broader scope;
techniques mentioned in this dissertation cover diacritization in its broader terminology.
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synthesis (Ungurean et al., 2008). In theory, restoring diacritics should also improve the

performance of semantic and syntactic related NLP applications such as machine translation

and part-of-speech tagging. However, in practice, full diacritic restoration results in increased

sparsity (i.e. insufficient training examples for each word) and out-of-vocabulary words,

which degrades the performance of downstream supervised models (Diab et al., 2007).

Thus, Diab et al., 2007 introduced the idea of minimum or partial diacritization where

only the diacritics sufficient to disambiguate senses/pronunciations are added, which in turn

prevents the problem of sparseness. We prefer to use the term partial instead of minimum

diacritization to allow a range of fluctuation in the amount of diacritics involved. Partial

diacritic restoration is a novel task that has been theorized but never systematically addressed

before. Determining the appropriate partial diacritization scheme is a challenge worth inves-

tigating as will thoroughly be explained in this dissertation. Theoretically speaking, partial

diacritic restoration could be helpful to boost the performance of downstream applications.

However, there have been only a few attempts to develop techniques to automatically extract

partial diacritic restoration and investigate the impact on downstream applications.

1 Objectives and Research Questions

This dissertation examines the development of full and partial diacritic restoration

models and studies the usefulness of such models on downstream applications. The main

objectives are two-fold: 1) to improve diacritic restoration models for multiple languages

and 2) to find a sweet spot between zero and full diacritization (i.e. partial diacritization) as

a replacement for full diacritization in order to reduce lexical ambiguity without increasing

sparsity.

Techniques presented here are language agnostic, meaning that they are not tied to

a specific language (unless explicitly specified). Whenever sufficient data and computa-

tional resources are available, we evaluate our proposed models and techniques on Arabic,

Vietnamese, and Yoruba as our test languages. These languages are highly ambiguous in
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orthography and allow us to draw inferences based on different writing systems. In addition,

we study the usefulness of diacritics in different applications related to semantics and syntax

namely: machine translation, semantic textual similarity, part-of-speech tagging, and base

phrase chunking.

1.1 Full Diacritic Restoration

For improving diacritic restoration models, we develop and study the following ap-

proaches: (1) investigating different neural-based architectures for diacritic restoration; (2)

investigating different input and output representations for diacritic restoration; And, (3)

jointly learning diacritics with other auxiliary tasks. In addition to offering improvements in

the current state-of-the-art diacritic restoration models as a goal, the best diacritic restora-

tion model is further used as a starting point to develop different approaches for partial

diacritization.

Different neural-based architectures for diacritic restoration: Most state-of-the-

art diacritization models use Bidirectional Long Short Term Memory (BiLSTM) (Hochreiter

and Schmidhuber, 1997) as a sequential classification problem, or as a sequence-to-sequence

transduction problem to convert the original text into diacritized form (Orife, 2018; Zalmout

and Habash, 2017; Belinkov and Glass, 2015). Sequence-to-sequence modeling has been

successfully applied in languages that have relatively short words and hence not severely

impacted by a rich morphology. We further examine its use in a morphologically rich

language and compare that to sequence classification in the context of diacritic restoration.

Furthermore, generally speaking, LSTM has shown great success for sequential data,

leveraging long range dependencies and preserving the temporal order of the sequence (Cho

et al., 2014; Graves, 2013). However, LSTM requires intensive computational resources

both for training and inference due to its sequential nature. Thus, we consider more efficient

architectures, namely Temporal Convolutional Network (TCN) which shows significant
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improvement over BiLSTM in a variety of tasks. In particular, we propose a variant of

TCN, Acausal Temporal Convolutional Network (A-TCN) which provides comparable or

better performance than state-of-the-art architecture BiLSTM and uses less computational

resources and significantly faster training speed.

Input and output representation for diacritic restoration: The typical input units

in diacritic restoration are words and/or characters. Theoretically, word level information

better captures semantic and syntactic relationships in the sentence. However, word-level

models suffer from sparsity due to insufficient training examples, and training on the

available datasets poses the challenge of computational complexity due to the large input and

output vocabulary size. On the other hand, character-level models encode local contextual

information, minimizing the sparsity issue and improving model generalization. However,

they lose a level of semantic and syntactic information, increasing the possibility of the

composition of invalid words in the test languages. Thus, we develop different methods

that combine the benefits of the two worlds (characters and words) to improve the overall

performance of diacritic restoration.

We investigate two approaches which vary input and output representation to improve

the overall performance in diacritic restoration models; both attempt to avoid composing

locally inconsistent outputs or invalid words. In the first approach, we systematically analyze

the impact of various inputs (fixed and variable-size n-grams). However, our experiments

yielded negative results, which supports characters as the optimal choice for input units for

diacritic restoration in all test languages.

In the second approach, we investigate the impact of incorporating previously predicted

diacritics in subsequent decisions by utilizing a CRF (Conditional Random Field) layer in

our BiLSTM (Hochreiter and Schmidhuber, 1997) architecture as described in (Huang et al.,

2015). This allows the model to evaluate the complete diacritic sequence of the given input

to match the sequence in human-annotated data. Our experiments show some improvement
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compared to the standalone BiLSTM sequence tagger in some languages at the cost of

efficiency.

Joint learning with other auxiliary tasks: Since word level resources are insufficient

for training diacritic restoration models, we integrate additional linguistic information that

considers word morphology as well as word relationships within a sentence. Although

incorporating different linguistic information has been previously introduced through clas-

sical approaches for diacritic restoration, none of the state-of-art models which mainly

rely on neural based architectures explicitly utilize linguistic information to boost diacritic

restoration performance. Linguistic information from other related (auxiliary) tasks can

serve as relaxed discriminatory features when assigning diacritics and can contribute to

the reduction of the number of possible diacritic variants of a word. We choose different

tasks based on our experience and linguistic knowledge: word segmentation, part-of-speech

tagging, and syntactic diacritization jointly modeled with the task of diacritic restoration.

We develop a joint diacritic restoration model that learns diacritization along with other

auxiliary tasks whenever applicable. Our results show that further incorporating linguistic

information improves the performance of full diacritic restoration.

1.2 Partial Diacritic Restoration

For the second objective, we investigated different partial diacritic schemes as a replace-

ment for full diacritic restoration in order to reduce lexical ambiguity without increasing

sparsity. We encountered many challenges during the development of this approach includ-

ing the lack of human annotated datasets for partial diacritic schemes as well as data and

computational resources for most languages that include diacritics.

Since we do not have human annotated datasets for partial diacritization, we developed

techniques to automatically identify partial schemes based on our knowledge and under-

standing of the problem. We then measured its effectiveness within downstream applications.
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Due to the lack of data and computational resources, we applied our methods using the

Arabic language to lay the foundation for partial diacritic restoration for future development

and to examine whether partial diacritic restoration can be an effective solution. However,

techniques introduced here are not language bound unless specified.

Starting from a fully-diacritized text, we investigated solutions for partial diacritization

in terms of linguistic and statistical points of view such that unnecessary diacritics are

removed to generate the partially-diacritized datasets. Linguistically-motivated diacritic

schemes are developed based on a linguistic understanding of the language and differ from

one languages to another. Statistical based techniques, on the other hand, are developed

based on unsupervised methods since we do not have reliable human annotated datasets.

Linguistic based approaches and ambiguity based approaches show promising results with

regard to improving the downstream applications. However, the results also show that

the improvement is not consistent across different applications. Moreover, although the

improvement is statistically significant, in some cases achieving this improvement adds

unnecessary steps in the process.

Before we delve into the dissertation details, we discuss the linguistic and statistical

background of the test languages in Chapter 2. We then survey the related literature regarding

diacritic restoration and point out our contributions in comparison to the existing literature

in Chapter 3.

The outline of this dissertation is as follows: We first discuss different alternative

architectures for diacritic restoration models. Chapter 4 discusses diacritic restoration as

a sequence-to-sequence modeling rather than sequence classification whereas Chapter 5

discusses the development of the temporal convolutional neural network. We then examine

different methods in an attempt to improve the performance of diacritic restoration. In

Chapter 6, we discuss the impact of different input and output representations on the diacritic

restoration performance. In Chapter 7, we discuss the development of joint modeling with

other auxiliary tasks for diacritic restoration. After we discuss different techniques for fully
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specifying diacritics, we examine, in Chapter 8, whether adding partial diacritics rather than

full diacritics are helpful to overcome the limitations of full diacritization and improve the

performance of diacritic restoration. We discuss the main challenges in the development

process as well as different unsupervised approaches for partial diacritization. In Chapter

9, we summarize the main findings and elaborate on future areas of research based on the

findings of this dissertation as a spring board for further investigation.
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Chapter 2: Background

Diacritics are marks that is added above, below, or within the letters depending on the

language to indicate pronunciations, vowels, or other functions (Wells, 2000). Languages

that utilize diacritics such as Arabic, Spanish, French, Vietnamese, and Czech are derived

from different writing systems and include different diacritic sets. In this chapter, we briefly

discuss diacritic sets involved in each sample language: Arabic, Yoruba, and Vietnamese.

Arabic is a widely spoken language and involves different dialects whose linguistic

characteristics differ from Modern Standard Arabic (MSA). We focus the discussion on MSA

which is the setting for methods and techniques proposed in this dissertation. Arabic is a

templatic language where words comprise roots and patterns. Patterns are typically reflective

of diacritic distributions. Verb patterns are more or less predictable however nouns tend to be

more complex. Arabic diacritics can be divided into lexical or inflectional. Lexical diacritics

change both the meanings and pronunciations of words. Inflectional (grammatical) diacritics

tend to be more functional rather than semantic. They do not change word meanings but

rather change the word pronunciations depending on the syntactic position of that word in a

sentence, by modifying the diacritic of the last letter of the main unit (Habash and Rambow,

2007). For instance, the words �Õ
�
Î

�
« Ealama and �Õ

�
Î

�
« Ealamu have the same meaning “flag"

but differ in their final diacritic reflecting different syntactic positions.

Arabic diacritics include short vowels (a, u, i ); shaddah, (∼) which indicates the

doubling of the attached letter; tanween, (F,K,N) which occurs in the word’s final position

and typically indicates indefiniteness or is associated with adverbs; sukoon (o) which

indicates the absence of vowels and syllable boundaries or serves as a verbal mood indicator;

and various linguistic combinations of the aforementioned diacritics. Each letter in the

Arabic language should always be diacritized in writing; however, it is common among

native speakers to omit the sukoon diacritic.
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Yoruba is a tonal language originally spoken in Africa by roughly 40 million people that

requires in-text diacritics to reduce lexical ambiguity (Orife, 2018). It uses a Latin-based

writing system consisting of consonants and vowels as well as three tones which can appear

on the vowels (a, e, i, o, u) and the syllabic nasal consonants (m, n). The three tones are

acute (high tone) (á), grave (à) (low tone), and unmarked (middle tone),1 indicating lexical

or grammatical variations (Akinlabi, 2004). An example of lexical variation is gbá “hit,” gbà

“spread,” and gba “accept” and an example of grammatical variation is n “I,” ń “continuous

aspect marker” (Orife, 2018).

Yoruba also includes orthographic diacritics, such as the underdot (a.), which appears

on the characters (e, o, s) and caron (ǎ). The underdot functions differently based on the

attached character: (e.), which refers to a half-open vowel (open-mid from rounded oral

vowel); (s.), which indicates a palatoalveolar fricative; and (o. ), which represents open-mid

back rounded oral (Wells, 2000). The three tones, the underdot, and their valid combinations

are considered our diacritic set (e.g. sá “run,” s.á “fade,” and s.à “choose” (Orife, 2018)).

Vietnamese is a tonal language that uses a Latin-alphabet writing system. Vietnamese

tones consist of acute, (á) which is a high rising pitch; grave, (à) which is a low rising pitch;

hook, above which is mid low dropping pitch; tilde, (ã) which is a high rising pitch; underdot,

(a. ) which is a low dropping pitch (e.g. Hài “comedy,” Hái “fruit,” Hãi “frightening,” Ha.i

“harmful”). The orthographic diacritics include breve (ă), circumflex (â), dyet (d), and horn

(Wells, 2000). The space boundaries in Vietnamese indicate syllables and words as opposed

to simply words as in the case of Arabic and English (Huyen et al., 2008). Orthographic

diacritics and tones as well as their valid combinations are considered part of the diacritic

system.

1 The middle tone is represented instead as macron if placed on syllabic nasals (m,n).
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1 Overview of Lexical Ambiguity

To quantify lexical ambiguity caused by missing diacritics, the following three mea-

sures are used: 1) Diacritized Word Percentage, which is the percentage of words (space-

delimited) that includes at least one diacritic. This shows to what extent diacritics are

included in the text regardless of whether a word has a unique diacritized form or multiple

ones, which emphasizes ambiguity in possible pronunciations; 2) Ambiguous Word Percent-

age, which is the percentage of unique undiacritized words that have at least two diacritic

alternatives. This shows the degree of ambiguity in the text considering the number of words

with multiple pronunciations and meanings, highlighting the degree to which applications

have to make semantic decisions, and 3) Average Number of Diacritic Alternatives, which

is the average number of possible diacritic alternatives for each undiacritized word. This

shows the extent of ambiguity in words that are deemed ambiguous.

Statistic Arabic Vietnamese Yoruba

Diacritized Word Percentage 83.33% 71.25% 85.49%
Ambiguous Word Percentage 20.94% 4.47% 24.34%
Number of Diacritic Alternative 2.63 4.24 2.9

Table 2.1: Ambiguity statistics for each examined language.

Table 2.1 shows statistics for lexical ambiguity for Arabic, Yoruba, and Vietnamese. To

derive these statistics, we used Arabic Treebank (ATB) dataset: parts 1, 2, and 3 for Arabic

and datasets provided by Orife, 2018 and Jakub Náplava, 2018 for Yoruba and Vietnamese,

respectively. The three languages are statistically comparable in terms of the percentage

of words that include diacritics in the text (roughly three quarters of the text). However,

Arabic inherently expects a diacritic for every letter in the written text which makes it

significantly more ambiguous than the remaining languages. ATB datasets, by annotation

convention, tend to drop the sukoon (o) diacritic, which indicates the absence of vowels

and syllable boundaries or serves as a verbal mood indicator, in some letters. Furthermore,
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they drop diacritics from long vowels whose pronunciations are fully specified without the

need of diacritics. All of the aforementioned reasons led to having a lower diacritized word

percentage than expected for Arabic.

Furthermore, Arabic and Yoruba are comparable in terms of the percentage of words

that could have different meanings based on different diacritic alternatives as well as the

average number of diacritic alternatives. On the other hand, Vietnamese has a significantly

lower percentage - approximately 4% - of words have more than one diacritic alternative.

Even though Vietnamese has a low percentage of words that have more than one diacritic

alternative, the average number of diacritic alternatives for these words is the highest among

the sample languages, which makes solving diacritic restoration in Vietnamese a complex

task.

Nevertheless, choosing the most frequent diacritized version of a word as a baseline

results in the following word error rates: 22.52% for Arabic, 19.94% for Yoruba, and 23.38%

for Vietnamese. This shows that these languages are highly ambiguous without diacritics,

as opposed to less ambiguous languages such as French and Spanish which have 2.4% and

1.3% word error rates in the same test (Yarowsky, 1999).
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Chapter 3: Literature Review

Surveys were conducted to provide insights about the current methodologies on diacritic

restoration concerning available linguistic resources as well as algorithms used to restore

diacritics, aiding further research efforts about improving the performance of diacritic

restoration systems(Asahiah et al., 2018; Azmi and Almajed, 2015). Asahiah et al., 2018

highlight that different linguistic features and diacritic functionalities are expected for

different writing systems to address the diacritic restoration problem. Azmi and Almajed,

2015 focus their research on Arabic and the computational problems associated with the

lack of diacritics.

This literature review also examines algorithms involved in restoring diacritics in addition

to narrowing the focus to subword information and linguistic features that are helpful to

boost the performance of diacritic restoration systems. Section 1 discusses algorithms that

have been applied in the context of diacritic restoration for different languages. Section

2 discusses studies that consider using word and/or linguistically related features in order

to improve the performance of diacritic restoration. In Section 3, we discuss the current

performance to the present day in each test language. Section 4 discusses past studies that

investigate partial diacritization and its impact on downstream applications.

1 Diacritic Restoration Algorithms

The common methodologies used in studying diacritic restoration include rule-based

methods, statistical-based methods, or a hybridization of both.

Rule-based approaches: Rule-based approaches rely on either human input to derive

rules from linguistic knowledge or automatically extracted rules derived from lexical dic-

tionaries (Alosaimy and Atwell, 2018; El-Imam, 2004; Marty and Hart, 1985; Bolshakov
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et al., 1999; Ali and Hussain, 2010; El-Sadany and Hashish, 1988; Shatta, 1994; Alansary,

2018; Ekpenyong et al., 2009). Studies which integrate rule-based approaches use rules

as a sole solution for diacritic restoration (El-Imam, 2004) or as a complementary step to

boost the performance of statistical-based approaches (Šantić et al., 2009). For instance,

Alansary, 2018 compile morphological, syntactic, and phonological rules to address diacritic

restoration in Arabic, while Bolshakov et al., 1999 define rules that help diacritic restoration

in Spanish and view the problem as a spelling error correction. Furthermore, Alosaimy

and Atwell, 2018 propose a solution for accelerating the process of creating additional

diacritized datasets in Arabic by matching full and n-gram units1 of the target sentence with

other manually diacritized datasets that come from different sources.

Furthermore, a lexicon has been heavily used as a resource for diacritic restoration such

that an undiacritized word is replaced with its diacritized version if there is only one diacritic

form in the lexicon (Ali and Hussain, 2010; Shaalan et al., 2009; Ungurean et al., 2008;

Zainkó et al., 2010). For the remaining words that have more than one diacritic alternative

in the lexicon, different methodologies were followed to determine the appropriate diacritics.

For instance, Ali and Hussain, 2010 use parts-of-speech tags and word segmentation for

Urdu, whereas Shaalan et al., 2009 consult a lexical dictionary of bigrams, as well as

information regarding parts-of-speech tags and word segmentation. Ungurean et al., 2008

use unigrams, bigrams and suffix trigrams dictionaries created from diacritized text to

resolve such ambiguity.

Combining linguistically derived rules and lexicons with simple statistical-based ap-

proaches has been applied to model diacritic restoration. Consider efforts to develop diacritic

restoration models in Croatian, for example, using statistical language models alongside

rule-based methods or a lexical dictionary operating for both words (Šantić et al., 2009) and

characters (Scheytt et al., 1998). Tufiş and Chiţu, 1999 utilize rules to segment the undia-

critized text into smaller units and then encode each segmented unit with morphological

1 n-gram is a sequence of n adjacent units (e.g. letters or words). They are called unigrams if n = 1,
bigrams if n = 2 and trigrams if n = 3.
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and lexical features extracted from a language model in addition to lexical dictionaries to

be used for a diacritic restoration model. Furthermore, the Finite State Transducer (Mohri

et al., 2002) algorithm has been utilized to improve the performance of diacritic restoration

models (Nelken and Shieber, 2005). Although the Finite State Transducer algorithm was

effective, as shown in (Nelken and Shieber, 2005), the model was not compared to previous

diacritic restoration models using the same data division. Additionally, the available data

size was limited (∼144 words). The Finite State Transducer algorithm requires a lot of

computational resources to solve the diacritic restoration problem and is not sufficiently

capable of capturing semantic and/or syntactic information.

It is difficult, however, to utilize rules and lexicons universally with new domains and

genres for fear of adding incorrect diacritics, which would not benefit future diacritic

restoration models. Thus, their limitations hinder further usage, especially when they are

used as stand-alone solutions. As the language becomes diacritically more ambiguous,

diacritic restoration becomes more complex (Jakub Náplava, 2018), which limits the validity

of rule-based approaches in languages like Arabic. Furthermore, languages are constantly

evolving in ways that require new vocabulary and grammatical changes, making the process

of updating rules difficult (Azmi and Almajed, 2015; Asahiah et al., 2018). Additionally,

rules for one language cannot be universally applied to other languages since each language

has its own orthographic conventions. This makes the effort of delineating diacritic changes

for each language both necessary and difficult.

Statistical-based approaches: Statistical-based approaches provide more robust solu-

tions for diacritic restoration models. Such approaches require less efforts and include

studies that apply classical machine-learning algorithms or deep learning techniques. For

classical machine-learning algorithms, generative and discriminative algorithms have been

applied with features derived based on human knowledge and understanding. Examples

of generative machine learning algorithms include: (a) Memory based learning (Daciuk,
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2000; De Pauw et al., 2007; Asahiah et al., 2017; Mohamed and Kübler, 2009; Mihalcea,

2002), (b) Bayesian classification (Simard, 1996; Yarowsky, 1999; Simard, 1998), (c) Naive

Bayes (Ezeani et al., 2016; Scannell, 2011; Adegbola and Odilinye, 2012), (d) Hidden

Markov Models (Elshafei et al., 2006; Simard, 1998; Gal, 2002; El-Harby et al., 2008;

Khorsheed, 2018; Ali and Hussain, 2010), and (e) statistical language modeling (n-gram

tagger) (Yarowsky, 1999; Simard, 1996; Emam and Fischer, 2011; Phung et al., 2008; Nghia

and Phuc, 2009; Alghamdi et al., 2010). Conditional or discriminative algorithms, on the

other hand, include: (a) decision trees (Ezeani et al., 2016; Mihalcea, 2002; Nelken and

Shieber, 2005; Nguyen and Ock, 2010), (b) Maximum Entropy Models (Zitouni et al., 2006;

Zitouni and Sarikaya, 2009; Sarikaya et al., 2006; Haertel et al., 2010), (c) Support Vector

Machines (Ezeani et al., 2016; Luu and Yamamoto, 2012; Nguyen et al., 2012; Shaalan et al.,

2009), (d) Linear Discriminant Analysis (Ezeani et al., 2016), (e) Structured Perceptron

(Phung et al., 2008), and (f) Conditional Random Fields (Schlippe et al., 2008; Phung et al.,

2008; Nguyen et al., 2012).

N -gram taggers of different linguistic granularity have been used to predict diacritics,

relying on information from the previous context of the target word (or any other unit) being

diacritized. For French and Spanish, Yarowsky, 1999 build a statistical language model

of suffix sequences, since most diacritics in those two languages lie in the last letters of a

word, in addition to using a small set of diacritized surrounding words to the target word.

Mahar and Memon, 2011 rely on the output of multiplying the probabilities of unigram,

bigram, and trigram language models to integrate contextual information in Viterbi decoding

(Hagenauer and Hoeher, 1989).

Although statistical language models provide satisfactory performance for diacritic

restoration, the problem becomes more complex for languages that are highly ambiguous

in terms of diacritics. Statistical language models rely on local context in determining the

appropriate diacritics, which is not suitable for languages in which additional context is

needed (Yarowsky, 1999).
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According to Yarowsky, 1999, the Bayesian classification algorithm further incorporates

relative contextual information compared to statistical language modeling, distinguishing

various diacritic alternatives. However, the Bayesian classifier neither captures the position

of the target word in the sentence nor the sequences of nearby words (Yarowsky, 1999). To

overcome the limitations of Bayesian classification, Yarowsky, 1999 develop a decision list

method for diacritic restoration in French and Spanish, utilizing both future and previous

contexts of diacritized words. The main idea of a decision list is to combine the benefits

of statistical language models and Bayesian classification, hence integrating both syntactic

and semantic information (Yarowsky, 1994). The Hidden Markov model, a variant of

the Bayesian classifier, has shown considerable improvement in diacritic restoration by

formulating the problem as a sequential classification and utilizing words and the predicted

diacritics of the past context of the diacritized word. The Hidden Markov model does not

require feature engineering as it relies specifically on the words in a sentence; however, it is

not flexible to include linguistic features that could be helpful for the task.

Another proposed solution for diacritic restoration is to classify words using their

similarities to already observed words maintained in memory through using memory-based

or instance-based learning algorithms (Asahiah et al., 2017). De Pauw et al., 2007 explain

that memory-based learning sometimes provides better solutions than advanced classifiers,

such as Maximum Entropy and Support Vector Machine, for several languages that do

not have sufficient training data. However, memory-based learning requires intensive

computational resources and is also limited in its ability to universally apply to new data,

leading to model over-fitting (Cunningham et al., 1994).

Advanced machine learning algorithms that incorporate different linguistic features such

as Maximum Entropy and Conditional Random Fields have been applied in the task of

diacritic restoration. Maximum entropy classifiers provide a higher performing alternative

model than the Finite State Transducer algorithm (Zitouni et al., 2006; Zitouni and Sarikaya,

2009). Shaikh et al., 2017 use n-gram features and probability distribution for diacritics as
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input to a maximum entropy classifier to predict diacritics for Sindhi. Schlippe et al., 2008

apply Conditional Random Field in diacritic restoration for Arabic using parts-of-speech

as well as contextual information. The Conditional Random Field algorithm is limited in

capturing long range dependencies, which decrease the performance of languages such as

Arabic where inflectional diacritics depend on words that lie a farther distance from the

word being diacritized.

Diacritic restoration can also be viewed as machine translation such that it converts

undiacritized to diacritized text (Schlippe et al., 2008; Mahar and Memon, 2011). Several

studies have used statistical machine translation on either word and/or character levels

(Schlippe et al., 2008; Novák and Siklósi, 2015). Schlippe et al., 2008 consider words and

characters in these architectures such that the character-level model is used if the word

cannot be diacritized using the word-level models. This is because the character level cannot

capture context, while word level suffers from unknown words. To train a character level

machine translation, they consider consonant-vowel compounds for the output and add

special word boundaries to restore words. Furthermore, they compared applying statistical

machine translation and sequence classification in Arabic diacritization and found that the

former provides a better solution than the latter. For Hungarian, Novák and Siklósi, 2015

integrate a morphological analyzer with statistical machine translation in order to deal with

unknown words which is problematic due to agglutination. The integrated morphological

analyzer generates all possible diacritic alternatives, determines morpheme boundaries, and

augments the feature set with morpho-syntactic information.

Furthermore, the use of the similarity score between word embeddings of the current

words and their surrounding context has been successfully applied to address diacritic

restoration especially in languages that do not have sufficient resources. Ezeani et al.,

2018b; Ezeani et al., 2018a show that projected word embedding from English helps

with diacritic restoration in Igbo since it captures semantic relationships inherited in the

embedding space. They indicate that projected word embeddings has better performance

18



than trained word embeddings using the available limited resources for Igbo. Ezeani et al.,

2018a show improvement when using word embeddings compared to n-gram modeling.

Additionally, Ozer et al., 2018 develop a diacritic restoration model for Turkish used in

a social media application. They first generate all possible analyses independently of the

context, evaluate whether the generated analyses are valid, and then use a similarity measure

on word embeddings. They propose the use of word embeddings if a word has more than

one diacritic alternative rather than a lexicon because Turkish is a morphologically rich

language. Although the use of word embeddings has been successfully applied for low

resource languages, their methodology is highly dependent on the training set which limits

its generalization ability.

Deep learning approaches: Feature engineering and classical machine learning algo-

rithms were the dominant approaches in diacritic restoration. However, recent studies show

significant improvement on diacritization using deep neural networks, especially for highly

ambiguous languages such as Arabic, Vietnamese, and Yoruba (Orife, 2018; Pham et al.,

2017; Belinkov and Glass, 2015; Rashwan et al., 2015). The main advantage of using deep

learning techniques is the ability to automatically generate useful features, which reduces

large efforts in defining suitable features for diacritic restoration. Most previous studies

that use deep learning techniques use Bidirectional Long Short Term Memory (BiLSTM)

as a sequential classification or as a sequence-to-sequence classification (Abandah et al.,

2015; Zalmout and Habash, 2017; Orife, 2018; Jakub Náplava, 2018; Zalmout and Habash,

2019a). Hamed and Zesch, 2017 conduct a survey to compare algorithms used in different

Arabic diacritic restoration models unifying the test set and confirm that BiLSTM improves

the performance compared to other classical machine learning algorithms.

Sequence classification: Abandah et al., 2015 apply Long Short-Term Memory (LSTM)

for Arabic diacritization at the character level and then use post-processing techniques to

correct obvious errors, as well as a lexical dictionary which is used to replace words that do
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not occur in the text. Jakub Náplava, 2018 uses BiLSTM models with residual connections

(He et al., 2016) to train deeper models at the character level in several languages. For

inference, they use beam search coupled with a language model to select among the possible

diacritic patterns from the output.

Zalmout and Habash, 2017 develop a morphological disambiguation model using BiL-

STM to determine Arabic morphological features, including diacritization, and consult with

the LSTM-based language model as well as other morphological features to rank and score

the output analysis. Abdelali et al., 2018 use a variant of BiLSTM (Lample et al., 2016),

called (BiLSTM-CRF), to improve the diacritic restoration model for Arabic dialects. In

particular, it uses a Conditional Random Field (CRF) as the final layer of the model which

utilize previous predictions when assigning diacritics of the current unit.

While these models achieve state-of-the-art performance, they mainly rely on the use of

BiLSTM networks, which are relatively inefficient due to its sequential nature. In Alqahtani

et al., 2019b, we compared recurrent and convolutional based architectures in the context of

diacritic restoration. We showed that Acausal Temporal Convolutional Network (A-TCN),

which learn context from both directions, provides more efficient solution with comparable

accuracy. Convolutional based architectures provide an efficient solution because it learns

representation hierarchically which can be done in parallel.

Sequence-to-sequence modeling: Neural-based sequence-to-sequence approaches

have been examined in a few studies given the successful application of statistical machine

translation approaches for diacritic restoration. Orife, 2018 compare soft- and self- atten-

tion encoder-decoder architecture for diacritic restoration in Yoruba at the word level and

conclude that self-attention provides significantly better performance than BiLSTM with

soft-attention. Pham et al., 2017 compared statistical-based with neural-based machine

translation - LSTM for both encoder and decoder (Bahdanau et al., 2014) - and found that

neural-based encoder-decoder has slightly lower performance than statistical-based machine
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translation and that both provide good performance in the context of diacritic restoration

in Vietnamese. Indeed, the use of encoder-decoder architecture as an end-to-end system

sounds appealing, but when used to restore diacritics, additional challenges are introduced.

In particular, the model needs to learn how to align each undiacritized unit (e.g. words or

characters) of the input to one corresponding output.

These languages in which neural-based encoder-decoder architectures have been success-

fully applied on, such as Vietnamese and Yoruba, have words of mostly short length. Such

architecture has not been applied to morphologically-rich languages, such as Arabic, which

have long words and in which clitic attachments/agglutinations are allowed. Investigating

the impact of neural-based sequence-to-sequence classification on morphologically-rich

languages is a challenge worth pursuing given the ability for the model to learn different

units of granularity (e.g. phrases or whole sentences) and the flexibility to include attention

mechanisms (Bahdanau et al., 2014) so that the model further focuses on units related to the

current one when assigning diacritics.

In Chapter 4, we analyzed the performance of sequence-to-sequence modeling on Arabic

as a morphologically rich language in addition to Vietnamese and Yoruba. We compared

that to the performance we get from sequence classification. After the completion of this

work, the study in (Mubarak et al., 2019) was released. They examine the use of sequence-

to-sequence modeling on Arabic and use a voting mechanism from predictions of two

architectures to further boost the performance of the diacritic restoration model.

2 Morphological and Word Related Features

The typical input representation suitable for the diacritic restoration model are space-

tokenized words (usually words but can be syllables as in Vietnamese) and/or character

level information (Orife, 2018; Pham et al., 2017; Zalmout and Habash, 2017). Word-level

diacritic restoration models capture semantic and syntactic information, while character-level

models encode local contextual information sufficient to generalize better about new datasets.

21



Larger units than words (e.g. sentences and phrases) have been utilized to generate annotated

datasets such that the model searches for a match to the given sentence, phrase, or word

from the training corpus and accordingly assigns the diacritics (Emam and Fischer, 2011).

However, considering such larger units is not realistic in practice and further complicates

the diacritic restoration problem.

Word-level models suffer from sparsity since the available dataset is not sufficient at

the word level for the task of diacritic restoration (Asahiah et al., 2017). Furthermore,

languages that are highly ambiguous in terms of the number of diacritic alternatives require

a much larger dataset, covering all possible cases for each diacritized version, which requires

intensive time and efforts to obtain. Even a larger dataset would not include all possible

words such as those that have been recently added to the language or are frequently used by

native speakers, especially for morphologically-rich languages.

On the other hand, character level information can provide better alternatives, compared

with words, if the available resources are sufficient at the character level which makes it

suitable for low resource languages (Shaikh et al., 2017; Mihalcea, 2002; Mihalcea and

Nastase, 2002; Nguyen et al., 2012). This is because character level information generalizes

better to new datasets since out-of-vocabulary is not an issue at the character level. However,

this better generalization comes with the cost of a small degradation of performance for

observed words (Šantić et al., 2009). Yet, character-level diacritic restoration does not show

the semantic and syntactic relationships between words in the target sentence, making it

possible to compose words that are not valid in the considered language and hindering the

performance of the diacritic restoration models (De Pauw et al., 2007).

Inconsistent findings about whether characters or words provide better solution for

diacritization were reported. For instance, Adegbola and Odilinye, 2012 indicate that word-

level diacritic restoration models perform better than character-level models based on the

limited data size they use for training while De Pauw et al., 2007 show that character-

based models are better for low resource languages such as Yoruba. In addition, Nguyen
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et al., 2012 investigated character and space-delimited (i.e. syllable and words) levels in

Vietnamese and found that character-based models provide more robust performance against

unobserved words during training and against changes in sentence structure, despite having

lower performance when evaluating observed words during training.

Ananthakrishnan et al., 2005, on the other hand, show that character-based models

are not able to generalize to both observed and unobserved words during training but that

character level can be utilized to complement word-level models such that it ranks, for

example, all possible analyses generated by an off-the-shelf morphological analyzer to

constrain the search space for linguistically valid words and generalize to unobserved words.

As Asahiah et al., 2018 explained, characters can be a choice for languages that rely on the

text to develop diacritic restoration without support from additional resources. Otherwise,

word level information is preferred depending on the availability of resources and the

language in question.

The driving motivation for approaches discussed here is to solve the issue of sparsity

at the word level while maintaining models’ generalization ability to improve the overall

performance of diacritic restoration. Previous studies utilized linguistic features in different

ways: converting the input text into intermediate representation between characters and

words (Section 2.1) or/and augmenting the feature space with additional linguistic features

(Section 2.2). We discuss each approach separately (although they interrelate with each

other) in order to provide better clarification and connection to our methodologies.

2.1 Input Representation

Some studies start with a word-level based model and then reverts to smaller units

when faced with out-of-vocabulary words (Tufiş and Chiţu, 1999; Darwish et al., 2017;

Said et al., 2013; Al-Badrashiny et al., 2017). For instance, Darwish et al., 2017 reverts to

stems and morphological patterns if there is no match at the word level while Said et al.,

2013 reverts to character level when the model cannot produce adequate diacritization for
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the word. Furthermore, Al-Badrashiny et al., 2017 incorporate information from different

linguistic units such that if word-based models cannot assign diacritics to the given input,

morphemes and then characters are used in this order. Schlippe et al., 2008 consider words

and characters in sequence-to-sequence architecture such that the character-level model is

used if the word cannot be diacritized using the word-level models.

Other studies utilize subword units in between characters and words as input to the

diacritic restoration model. Examples of subword units that are reported to have significant

performance in diacritic restoration models include morphemes (i.e. tokens or segments)2

(e.g. the morphemes open and ed for the English word opened) (Said et al., 2013; Tufiş and

Chiţu, 1999), syllables (e.g. o and pend for the English word opened) (Nouvel et al., 2017;

Asahiah et al., 2017; Nguyen and Ock, 2010), lemma (e.g. open for the word opened) (Kanis

and Müller, 2005) and n-grams (e.g. ope and ned for 3-grams) (Wagacha et al., 2013).

N -grams as features in the internal model have been incorporated as part of language

models or as probabilistic distributions to encode contextual information for diacritic restora-

tion models. A few studies have investigated the impact of directly using n-gram as input to

the diacritic restoration models such that it generates a corresponding sequence of diacritics

of the same length as the n-gram unit and allows learning the interaction between different

n-gram units and their surrounding context (Wagacha et al., 2013; Nguyen and Ock, 2010).

Wagacha et al., 2013 compare characters and trigrams of characters in four languages

and show that characters have better performance in Dutch and German but not in Gikuyu

and French. Additionally, Said et al., 2013 explain that using segment-level information

is essential for Arabic, given its inflectional and morphological characteristics, as well

as its many possibilities of arranging words and delivering the same meaning. Asahiah

et al., 2017 build their models for Yoruba at the syllable level as a basic unit, showing

significantly better performance than the word and character level. Nguyen and Ock, 2010

conducted a systematic study to investigate the optimal input representation for modeling

2 Tokens separate affixes from the main units of words
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diacritic restoration in Vietnamese, and suggest using characters for best diacritic restoration

performance. They showed that character-based models provide the best performance when

compared to the use of syllables, n-grams, and words as input to the diacritic restoration

model.

It seems that there is inconclusive evidence regarding optimal linguistic units that provide

the best solution for diacritic restoration, given other findings by (Wagacha et al., 2013;

Nguyen and Ock, 2010; Al-Badrashiny et al., 2017; Asahiah et al., 2018). Furthermore,

these previous studies utilize classical machine learning approaches to develop the diacritic

restoration model rather than the state-of-the-art neural based models in which features are

automatically learned.

In Alqahtani and Diab, 2019, we systematically studied and analyzed the impact of fixed

and variable size n-grams as input representation to improve the performance of BiLSTM

diacritic restoration model and compared that to characters and words. While fixed size

n-gram has been previously investigated in some languages, variable size n-grams have

never been investigated in the context of diacritic restoration. In Chapter 6, we provide

further analysis and new findings which have been included in (Alqahtani and Diab, 2019).

Our results also support the claim that character is the optimal input representation for three

languages.

2.2 Linguistic Features

Previous studies utilized additional linguistic features to augment the feature space to

enhance character based representation and improve diacritic restoration performance. By

linguistic features, we mean both features that have been extracted based on human knowl-

edge and understanding of the language and/or features that have been learned automatically

from the text.

N -gram features which have been extensively used for contextual information implicitly

incorporate morphological information since it can represent approximate units for mor-
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phemes. Studies by (Ezeani et al., 2016; Scannell, 2011) show significant improvement

using different granularity of n-gram to address diacritic restoration for Igbo and other

African languages. However, n-gram features are limited in the value of n, typically ranging

between 1 to 3, which encodes less contextual information. On the other hand, deep learning

architectures that are sequential in nature (e.g. recurrent neural networks) implicitly capture

n-gram information from the text with the advantage of integrating units farther away from

the unit being diacritized.

Features relating to word segments (or morphemes) as well as parts-of-speech tags

have been consistently shown to improve the diacritic restoration problem (Zitouni et al.,

2006; Zitouni and Sarikaya, 2009; Shaalan et al., 2009; Tufiş and Chiţu, 1999). Parts-of-

speech tags are used to capture the relationships between words in the sentence, which are

dependent on context and n-gram information and show the necessity of integrating word

relationships (Simard, 1998; El-Bèze et al., 1994; Tufiş and Chiţu, 1999; Said et al., 2013).

Ananthakrishnan et al., 2005 use parts-of-speech tags to improve diacritic restoration at the

syntax level assuming that parts-of-speech tags are known at the inference time.

Said et al., 2013 consult with a parts-of-speech tagger to solve syntactic as well as mor-

phological ambiguity in the sentence. To do so, they first generate all possible morphological

analysis, in particular: affixes, morphological patterns, and parts-of-speech tags, and then

use a parts-of-speech tagger to select the most likely sequence of analyses based on context

as well as resolving inflectional (syntactic-related) diacritics.

Using morphological features – including clitic segmentation, parts-of-speech tags, and

other additional features – has been used before to rank all generated analyses of words and

then take the most probable analysis. As discussed, Zalmout and Habash, 2017 develop a

morphological disambiguation model to determine Arabic morphological features including

diacritization. They train the model using BiLSTM and consult with a LSTM-based language

model as well as other morphological features to rank and score the output analysis. Pasha

et al., 2015 follows a similar methodology but with using Support Vector Machine rather
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than recurrent neural architectures.

The study by Zalmout and Habash, 2017 was the only methodology in which morpholog-

ical features are utilized when assigning diacritics for a neural-based architecture. In Chapter

7, we developed a joint diacritic restoration that utilizes auxiliary tasks pertaining to syntax

as well as morphology to improve the overall performance of diacritic restoration. We differ

from previous studies on how we incorporate morphological features. As an alternative

to incorporating that as a preprocessing step or as a ranking procedure, we incorporate all

features in one model such that the learned parameters are shifted towards boosting multiple

related tasks. This alleviates the need for using additional computational resources during

the preprocessing step.

By the time of conducting the work in Chapter 7, similar studies were released concur-

rently (Zalmout and Habash, 2019b; Zalmout and Habash, 2019a). Zalmout and Habash,

2019a follow a similar approach to that in (Zalmout and Habash, 2017). Instead of utilizing

morphological features from different separate classifiers, they train a joint model that learns

the various morphological features in Arabic. In our work, we trained diacritic restoration

along with some auxiliary tasks in the same model.

The work in (Zalmout and Habash, 2019b) appeared recently independent from our

work. Similar to our methodology, Zalmout and Habash, 2019b learns a joint modeling

for different morphological features in Arabic including diacritics. In particular, they use a

BiLSTM encoder for a concatenated representation of characters and words, and then they

apply a classifier for each morphological feature built on top of the encoder. Next, they build

a decoder shared between diacritics as well as other lexical features which utilize encoder

states along with the features extracted from the tagger. Both studies Zalmout and Habash,

2019b and ours share the abstract methodology but differ in the details as elaborated in

Chapter 7.

27



3 Current DR Performance Per Test Language

We discuss diacritization efforts as well as challenges encountered separately for each

test language. This helps draw distinctions between our efforts and the previous ones in

each language. Generally speaking, there is significantly more diacritic restoration research

for Arabic than for many other languages, including Yoruba and Vietnamese (Asahiah et al.,

2018).

Yoruba: The main classification algorithms applied for diacritic restoration in Yoruba use

n-gram features and involve both Memory-based learning (De Pauw et al., 2007; Asahiah

et al., 2017) and Naive Bayes classifiers (Scannell, 2011; Adegbola and Odilinye, 2012).

Various diacritic restoration models built for Yoruba utilize information from the word,

syllable, or character level. Asahiah et al., 2017 restore a subset of diacritics (the three

main tones excluding orthographic diacritics) at the syllable level, showing significant

improvement over word- and character- level models. Similar findings were observed by

(Scannell, 2011). Following the recent trend, Orife, 2018 successfully apply deep learning

techniques and provide the state-of-the-art performance in Yoruba diacritization, viewing

the problem as a machine transduction which convert undiacritized text to its diacritized

version.

Obtaining sufficient diacritized text to train diacritic restoration models for Yoruba is the

main limitation of previous studies, which have been developed using a small sized training

dataset (Scannell, 2011; De Pauw et al., 2007; Adegbola and Odilinye, 2012). Adegbola

and Odilinye, 2012 investigate the impact of data size and emphasize the necessity of a

larger data set for an accurate prediction. Recently, Orife, 2018 provided a moderate-sized

diacritized dataset sufficient for advancing diacritic restoration on Yoruba, as well as creating

an accessible public dataset to aid further research, as opposed to the private datasets used

in earlier studies (Scannell, 2011; De Pauw et al., 2007; Adegbola and Odilinye, 2012).
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Vietnamese: Past studies that address diacritic restoration for Vietnamese used different

learning algorithms such as Structured Perceptron (Phung et al., 2008), n-gram taggers

(Phung et al., 2008; Nghia and Phuc, 2009), Conditional Random Field (Phung et al., 2008;

Nguyen et al., 2012), decision trees (Nguyen and Ock, 2010), Support Vector Machine (Luu

and Yamamoto, 2012; Nguyen et al., 2012), and Bidirectional Long Short Term Memory

(BiLSTM) (Jakub Náplava, 2018; Pham et al., 2017). The state-of-the-art performance

model/algorithm can be obtained using deep learning techniques where features are auto-

matically extracted from the text as opposed to studies that define n-gram features as input

for diacritization models (Pham et al., 2017; Jakub Náplava, 2018).

These studies used different dataset divisions for training and evaluating diacritic restora-

tion, which makes it difficult to measure the relative increase in performance between

models. Luu and Yamamoto, 2012 use Support Vector Machine algorithms to develop

a classifier for each syllabus, but their approach is expensive in terms of computational

resource usage. Nguyen et al., 2012 show the impact of different genres and domains on dif-

ferent diacritization restoration results. Nguyen and Ock, 2010 empirically investigated the

impact of different linguistic units (characters, syllables, words, and bigrams) as input to the

diacritic restoration models and found that using characters provides the best performance.

Studies by (De Pauw et al., 2007; Nguyen et al., 2012) also claim that character-based

models outperform word-based models because character-based models are more capable to

generalize to unobserved words during training.

Arabic: Diacritization research for Arabic is mostly implemented in two ways. The

first method directly determines the appropriate choice of diacritics without considering

all possible analyses of the words. The second method generates all possible analyses

of words, regardless of their context, and then selects the appropriate diacritic choice

considering context and possibly other linguistic features (Metwally et al., 2016; Said et al.,

2013; Zalmout and Habash, 2017; Ananthakrishnan et al., 2005). For instance, Said et al.,
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2013 used rule-based methods to generate all possible morphological analyses for words,

and then choose the appropriate diacritics through context using a parts-of-speech tagger.

Ananthakrishnan et al., 2005 use an off-the-shelf morphological analyzer to generate all

possible analyses for a word, and then rank them using a character-level model to constrain

the search space, showing a small improvement.

It has been consistently reported that inflectional diacritics, which are related to the

syntactic positions of the words in a sentence and change the pronunciations of words but

not the meanings, contribute to a non-negligible percentage of performance errors (Darwish

et al., 2017; Zitouni et al., 2006; Said et al., 2013; Shaalan et al., 2009). We can obtain

significant improvement when the prediction of the final letter in a word, as an estimation of

inflectional diacritics, is ignored (Zitouni et al., 2006).

Separating lexical from inflectional diacritization has been applied before as one solution

to improve the performance of diacritization system in predicting inflectional diacritics

(Shaalan et al., 2009; Darwish et al., 2017). Rashwan et al., 2015 use a deep belief network

to build a diacritization model for Arabic that focuses on improving syntactic diacritization,

and build sub-classifiers based on the analysis of confusion matrix and parts-of-speech

tags. Ananthakrishnan et al., 2005 use parts-of-speech tags to increase the performance of

predicting inflectional diacritics. Hifny, 2018 use BiLSTM to address syntactic diacritization

and augment the automatic features with sparse features that are manually generated to

include information about context, parts-of-speech tags, and clitics to construct the binary

sparse vector. Their work focused exclusively on syntactic diacritics without addressing

lexical diacritics.

As we discussed extensively, BiLSTM provides the most effective solution to diacritic

restoration for Arabic (Abandah et al., 2015; Zalmout and Habash, 2017), similar to that in

Yoruba and Vietnamese. Even though there is a slight variation in the dataset versions used

in previous research on Arabic, efforts in Arabic diacritization enjoy more consistency in

terms of having benchmark datasets to compare various systems as opposed to Yoruba and

30



Vietnamese where each study used their own individual datasets.

4 Partial Diacritization and Impact of Diacritics in Downstream Tasks

Regarding the impact of diacritics in speech related applications, several studies have

shown the necessity of utilizing full diacritics for speech recognition (Scheytt et al., 1998;

Marty and Hart, 1985; Vergyri and Kirchhoff, 2004; Schlippe et al., 2008) or text-to-speech

(Ungurean et al., 2008). Full diacritization specifies the pronunciation of words; therefore,

its usefulness in such applications is obvious. On the other hand, little is known about the

necessity of diacritics in semantic or syntactic related applications. It is found that missing

diacritics leads to incorrectly choosing different lexical meanings for some undiacritized

words in machine translation (or semantic related applications) (Ezeani et al., 2017; Diab

et al., 2007) or causes the retrieval of unrelated documents in response to a search query in

information retrieval applications (Azmi and Almajed, 2015).

All previous efforts for partial diacritization focus on the Arabic language. We believe

that this is because Arabic is shown to be severely impacted by the lack of diacritics and has

more computational and data resources compared to other languages that include diacritics

which typically are low resource languages. To our knowledge, the only study we found that

examine preserving diacritics in a language other than Arabic is provided by (Ezeani et al.,

2017). Ezeani et al., 2017 discuss the impact of adding accents for each word in the Igbo

language, potentially increasing the performance of machine translation and word sense

disambiguation.

4.1 Data Resources

As an attempt to create a minimally-diacritized dataset, Bouamor et al., 2015 conducted

a pilot study where they asked human annotators to add the minimum number of diacritics

sufficient to disambiguate homographs. However, attempts to provide human annotation for

partial diacritization resulted in low inter-annotator agreement due to annotator subjectivity
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and different linguistic understandings of the words and contexts (Bouamor et al., 2015;

Zaghouani et al., 2016b). This shows the difficulty of the task even for human native

speakers and underscores that the task of achieving partial diacritization is challenging.

As an attempt to address this issue, in Zaghouani et al., 2016b, we used a morphological

disambiguation tool, MADAMIRA (Pasha et al., 2014), to identify candidate words that

may need disambiguation. A word was considered ambiguous if MADAMIRA generates

multiple high-scoring diacritic alternatives, and human annotators were asked to select from

these alternatives or manually edit the diacritics if none of the options was deemed correct.

This resulted in a significant increase in inter-annotator agreement. In Alqahtani et al.,

2018b, we created a lexical resource that assigned an ambiguity label for each word, where a

word is considered ambiguous if it has more than one diacritic possibility, with and without

considering its parts-of-speech tag. We made this lexicon available for further research and

examined its efficacy in downstream application in Chapter 8.

4.2 Automatic Development of Partial Diacritic Schemes

Rather than restoring all diacritics in the written text, the idea of adding diacritics

sufficient to resolving lexical ambiguity was initially introduced in (Diab et al., 2007).

They developed several linguistically-based partial schemes and evaluated their methods in

statistical machine translation. They found that fully diacritizing texts led to performance

degradation due to sparseness while no diacritization increased the lexical ambiguity rate.

Furthermore, they showed that partially diacritized datasets do not outperform the undi-

acritized version of the texts in machine translation; yet, these diacritic schemes provide

better results than full diacritization.

Motivated by this concept of partial diacritization, several studies have been conducted

to evaluate the impact of partial diacritization on several downstream applications. Hanai

and Glass, 2014 similarly developed three linguistically-based partial diacritic schemes for

automatic speech recognition and found statistically significant improvement compared
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to the baseline (not diacritics at all). Their work is focused on disambiguating word

pronunciations rather than meanings. They found that adding full diacritics in the text with

excluding gemination diacritic, related to the doubling of the consonants, provide the best

results, followed by adding the full diacritics. Furthermore, they showed that excluding

more diacritics in the text, heading closer towards no diacritization, negatively impact the

performance of automatic speech recognition. In contrast, Diab et al., 2007 claimed the

opposite direction for machine translation in which partial schemes perform better when the

amount of diacritics involved in the scheme is closer to no diacritization.

For human reading comprehension, Hermena et al., 2015 found that adding the full

diacritics makes it more difficult for readers to process the text, whereas adding diacritics for

only passive verbs improves reading comprehension. This is because human readers tend

to use active verbs by default. Therefore, the presence of diacritics highlights the passive

nature of the sentence. Alnefaie and Azmi, 2017 introduced a partial diacritization scheme

for Arabic based on the output of a morphological analyzer in addition to WordNet, a lexical

database that provides various senses of words (Black et al., 2006). However, Alnefaie and

Azmi, 2017 did not evaluate their methods to demonstrate their effectiveness in downstream

applications but rather manually selected different paragraphs of text and analyzed whether

there was still ambiguity after applying their approach.

In Alqahtani et al., 2016a, we proposed various linguistically based partial schemes and

investigated that in addition to Diab et al., 2007’s partial schemes in a statistical machine

translation system. In Chapter 8, we further analyzed these partial schemes and evaluated

them in several other downstream NLP applications.

All of the aforementioned automatic approaches either apply full diacritics on all words

whenever appropriate or derive partial diacritic schemes based on linguistic understanding;

crucially these partial diacritic schemes are applied to all words in a sentence. Our devised

strategies in Alqahtani et al., 2019a differ in that we apply full diacritization to a select set of

tokens in the text. Our work is related to these previous studies in the sense that we reduce
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the search space of candidate words that could benefit from full or partial diacritization

without increasing sparsity. Furthermore, the novelty of this work lies in utilizing automatic

unsupervised methods to identify such words.
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Chapter 4: Diacritic Restoration Via Sequence Transduction

Diacritic restoration is the process of automatically restoring missing diacritics for

characters in written texts. Most state-of-the-art diacritization models use Bidirectional

Long Short Term Memory (BiLSTM) (Hochreiter and Schmidhuber, 1997) as a sequential

classification problem or as a sequence-to-sequence transduction problem to convert the

original text into diacritized form (Orife, 2018; Zalmout and Habash, 2017; Belinkov and

Glass, 2015). In sequence classification, the diacritic restoration task is formulated as

predicting the corresponding diacritic for each character in the sequence; this is one to

one mapping. In sequence-to-sequence transduction, the problem of diacritic restoration

becomes equivalent to finding a corresponding diacritized version for the given undiacritized

sentence, hence a generation process.

Sequence-to-sequence models are composed mainly of two components, an encoder

and a decoder, each of which can be any neural-based architecture such as recurrent or

convolutional neural networks (Sutskever et al., 2014; Bahdanau et al., 2014; Cho et al.,

2014; Gehring et al., 2017). The encoder represents the given input into a fixed-size

context vector which includes all automatically learned information while the decoder

considers information passed by the encoder as well as information learned from the

output sequence to generate a diacritic for each time step. Furthermore, recent studies

have shown improvements in the ability of encoder-decoder architecture to generate good

quality sequences when integrating attention mechanisms (Bahdanau et al., 2014; Vaswani

et al., 2017). Attention mechanisms focus on relevant information in the input rather than

considering all the information as one vector.

Neural based sequence-to-sequence transduction has been successfully applied in dia-

critic restoration for Yoruba and Vietnamese at the word level (Pham et al., 2017; Orife,

2018). The expected advantage of sequence-to-sequence modeling over sequence classifi-
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cation for diacritic restoration is that ideally the model learns sequential dependencies and

gets a sense of different units in the input (e.g. characters or words) to generate the diacritics

for the current time step.

Orife, 2018 found that sequence-to-sequence modeling provides good performance

and that Transformer shows significant improvements over BiLSTM-LSTM for diacritic

restoration in Yoruba. Vietnamese is a relatively similar language to Yoruba in terms of

morphology; therefore, we expect a similar outcome when this methodology is applied

to Vietnamese. Pham et al., 2017 examined a vanilla neural based sequence-to-sequence

model on Vietnamese and showed overall higher performance but slightly less than the

performance obtained when using a statistical machine translation system as a diacritizer.

On the other hand, Arabic is a morphologically rich language and its diacritics can be added

to all letters in written texts as opposed to Yoruba and Vietnamese whose morphology is

significantly less complicated. In Yorubua and Vietnamese, diacritics are only added to

some characters. Thus, applying sequence-to-sequence modeling on Arabic language is

expected to be more challenging.

We examine a neural based sequence-to-sequence model in the context of diacritic

restoration: BiLSTM-LSTM (Bahdanau et al., 2014). In BiLSTM-LSTM, we use Bidi-

rectional LSTM to encode information in the input sequence and unidirectional LSTM to

generate the corresponding output sequence. We analyze performance on the three test

languages and compare performance to sequence classification. We observed an overall

error rate reduction for Arabic, indicating a result of state-of-the-art performance in terms of

WER. We observed improvements in favor of sequence-to-sequence modeling over sequence

classification with the downside of generating sentences that are not of the same length as

the input (a side effect of the encoder decoder architecture) as well as generating words (or

characters) that are not a diacritic variant to the input unit (hallucination).
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1 Approach

The problem of sequence-to-sequence diacritic restoration is formulated as follows:

given a sequence of characters or words, we build an encoder-decoder architecture that

encodes this sequence and then generates a corresponding sequence of diacritics. We

evaluate BiLSTM-LSTM on characters as well as words. We then compare that to a

BiLSTM architecture as a sequence classification model architecture in which the input is a

sequence of characters and the model is expected to generate a diacritic for each letter in the

sequence.

1.1 BiLSTM-LSTM:

We use the proposed architecture in (Bahdanau et al., 2014) which can integrate a

bidirectional LSTM for the encoder and a unidirectional LSTM for the decoder. Without

using an attention mechanism, all the information from the text input is incorporated in a

vector and is then used to predict each diacritic in the output. This is unsuitable for most

NLP applications including diacritic restoration. Thus, we utilize attention mechanisms to

focus on relevant information from the input (the encoder states) to boost the quality of

predicted labels at the decoding phase for each time step.

Attention mechanisms: The use of attention mechanisms allows learning a weighted

combination of related information from the input that are helpful to generate the current

target label (Bahdanau et al., 2014). Generally speaking, attention mechanisms work as

follows: given a query vector (q) which is commonly referred to the decoder state and key

vectors (k) which commonly indicate all encoder states, the attention calculates the weights

of each pair between query and key vectors using a softmax function (global view). Thus,

the relevant information has the highest probabilistic weights.

In our BiLSTM-LSTM model, we consider the following attention mechanisms:
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• Multi-Layer Perceptron (MLP) (Bahdanau et al., 2014), which constructs a one layer

feed-forward network to linearly combine encoder states (k) and the current decoder

state (q) as follows: a(q, k) = W T
2 tanh(W1[q; k])

• Dot Product (DP) (Luong et al., 2015), which simplifies the process by taking the dot

product between the two vectors a(q, k) = qT k

• General (GE) (Luong et al., 2015), which is the same as DP but integrates an additional

weight W : a(q, k) = qT Wk

2 Experimental Setup

Dataset: We use Arabic Treebank (ATB) dataset: parts 1, 2, and 3 for Arabic and datasets

provided by Orife, 2018 and Jakub Náplava, 2018 for Yoruba and Vietnamese, respectively.

In this set up, we aligned undiacritized versions of the datasets with their diacritized versions.

Specifically, we removed diacritics from the diacritized version of the dataset.1 For efficiency,

we segment sentences with more than 50 words by commas, periods, and question marks to

create shorter segments. Table 4.1 shows the dataset statistics.

We experiment with two versions of the datasets: sliding and original. In the sliding

version, we segment each sentence into space tokenized units. Each unit is further segmented

into its characters and passed through the model along with a specific number of previous

and future words. We add the special word boundary “<w>" between words with a window

size of 10 words before and after the target word (21 words in total).2 This generates

overlapping tokens between data samples passed to the model and accordingly increases

the overall size of the dataset. Specifically, it creates a dataset whose number of samples

is equal to the number of words in the original dataset. In the original version, we pass

1 Arabic texts sometimes omit characteres like hamza. In our setup, we accept the raw text as it is
after normalizing/cleaning punctuation marks and numbers and remove only the diacritics to construct the
undiacritized version.

2 tuned empirically on the development dataset.
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sentences as originally provided without sliding or chunking similar to applications such as

machine translation.

Sentences Words
Data Arabic Vietnamese Yoruba Arabic Vietnamese Yoruba

Train 23,341 718,668 42,031 501,959 20,182,709 702,755
Test 2,927 28,475 5,148 63,139 819,006 76,468
Dev 2,846 14,220 5,174 63,061 428,454 81,587

Table 4.1: Number of sentences and words for datasets in each language.

Parameter Setting: We use OpenNMT (Klein et al., 2017) as an implementation frame-

work for training our models. We use Adam optimization (Kingma and Ba, 2014) with 0.001

learning rate. For BiLSTM-LSTM, we use 3 BiLSTM layers for the encoder and 2 LSTM

layers for the decoder. All remaining parameters are kept at their default values.

Evaluation Metrics: For evaluation, we use Word Error Rate (WER), the percentage of

incorrect diacritized words. As a byproduct of utilizing sequence-to-sequence models, we

might end up with input and output sequences that are not of the same length (the same

number of words). In such cases, we consider all words incorrect in the predicted sequence

that are not of the same length as the corresponding human annotated sequence.

3 Results & Analysis

Table 4.2 shows the performance of BiLSTM-LSTM across languages when we pass

sentences without chunking (original version) and when we segment sentences as a sliding

window, augmenting the sizes of datasets (sliding version). In terms of which version of

datasets yields better performance, the sliding version significantly improved the perfor-

mance in Arabic and Yoruba whereas the original version without chunking is sufficient for

Vietnamese. In terms of which input representation performs better, word based models
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outperformed character based models in Vietnamese, whereas character based models gener-

alize significantly better in Arabic. In Arabic, the differences between WER scores in word

based models and its counterparts in characters is significant, but it is mostly comparable in

Yoruba and Vietnamese. This might be due to Arabic’s complex morphological nature.

Dataset Architecture Arabic Yoruba Vietnamese
Word Char Word Char Word Char

Zalmout and Habash, 2017 - 8.3 - - - -
Orife, 2018 - - 4.6 - - -
Jakub Náplava, 2018 - - - - - 2.45

O
ri

gi
na

l

BiLSTM-LSTM + no attention 77.91 76.12 38.28 37.19 11.12 53.73
BiLSTM-LSTM + MLP 15.29 26.75 12.42 12.87 3.56 3.87
BiLSTM-LSTM + DP 40.32 26.64 13.04 13.04 3.51 3.51
BiLSTM-LSTM + GE 14.89 26.58 13.03 12.54 3.47 3.56

Sl
id

in
g

BiLSTM-LSTM + no attention 17.77 50.49 9.93 10.09 4.94 7.71
BiLSTM-LSTM + MLP 13.40 6.09 8.66 8.28 3.78 7.48
BiLSTM-LSTM + DP 13.20 6.26 8.68 8.31 3.69 4.00
BiLSTM-LSTM + GE 13.27 6.19 8.70 8.48 3.77 4.41

Table 4.2: Performance for character and word sequence-to-sequence models (WER). Lower
scores indicate better performance. Bold scores show the best performing model per
language (among both characters and words). Italic scores show the best performing model
per column among our models.

We speculate that the dataset size for Vietnamese is an essential factor that alleviates

the need for augmenting datasets following the sliding approach as well as the sparsity

problem that comes with using words as input representation. On the other hand, both

Arabic and Vietnamese have a relatively small dataset size, especially at the word level,

so augmenting the dataset following the sliding approach improved the performance. In

addition, the percentage of words that have more than one diacritic alternative is significantly

less in Vietnamese (4.47%) compared to Arabic and Yoruba (20∼24%). This can also be a

factor in diacritic assignments.

Impact of attention mechanisms: The importance of incorporating an attention mecha-

nism is clearly shown in Table 4.2. WER scores are significantly reduced across all models
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whenever any of the attention mechanism is utilized (compare to no attention in the table).

None of the attention mechanisms showed superior performance than the others; the use

of DP attention mechanism in word based models for Arabic is a deviation from this ob-

servation. We notice that using the vanilla BiLSTM-LSTM without attention mechanisms

benefits greatly from the sliding version of datasets. In Vietnamese word based models, the

performance with no attention came very close to models that use attention mechanisms.

We believe that the sliding version enhances the level of information provided to the model

by repetition and shifting the words. This also supports our observation that lower resource

languages benefit more from the sliding version of datasets whereas the impact diminishes

in higher resource languages.

State-of-the-art comparison: In Arabic, we obtained better performance in terms of

WER than state-of-the-art given by (Zalmout and Habash, 2017). In Zalmout and Habash,

2017’s model, they address diacritic restoration as sequence classification within a morpho-

logical disambiguation framework. For Vietnamese, we compared our results to (Jakub Ná-

plava, 2018)’s model (BiLSTM at the character level) in which we obtained slightly worse

performance than theirs with either words or characters as input representation. For Yoruba,

Orife, 2018 obtained the best results using Transformer. This model is significantly better

than ours; for recurrent based models, we have fairly comparable performance to their model

(9.9%).

Consonants for Arabic: In our previous discussion, we do not generate consonants for

Arabic; we generate the corresponding diacritic or set of diacritics that correspond to

each character in the input. We examined the use of consonants as well. In Vietnamese

and Yoruba, denser output space is created because we would have every combination of

characters and diacritics. Table 4.3 shows the performance of character based models in

Arabic (sliding version) with and without consonants in the output.

41



Architecture Without With

BiLSTM-LSTM + no attention 50.49 38.54
BiLSTM-LSTM + MLP 6.09 6.23
BiLSTM-LSTM + DP 6.26 6.51
BiLSTM-LSTM + GE 6.19 6.58

Table 4.3: Performance for sequence-to-sequence models with and without considering
consonants in Arabic (WER scores).

Qualitative analysis: The idea of having an end-to-end system for diacritic restoration

is plausible but introduces additional complications during the development phase, mainly

preserving sentence length and random generation of words. Such errors are embedded

within WER scores since we consider all words incorrect in that sequence.

Predicted sentence length: Table 4.4 shows the percentages of output sequences

in the test set that do not have the same length as the input sequence. Even though the

sliding version of datasets alleviates the problem of generating a different length of output

sequences, in most cases, especially in character based models, we are still susceptible to

dealing with sequences of different lengths. Having a perfect length between input and

output sequences does not necessarily lead to the best performing models as in the case of

BiLSTM-LSTM + no attention in word based models for Arabic (perfect sequence length

between input and output but very high WER). In other words, some models were able to

learn the necessity of generating equal number of units to the input sequence but could not

learn generating the correct diacritic form for the corresponding unit.

Random generation of words: Furthermore, models could generate a diacritized

word that is not a variant of the aligned undiacritized word/character. For instance, in

Yoruba, we found the diacritized segment ìròyìn as the prediction for the undiacritized word

oloogbe where it should be olóògbé - notice the change in the alphabets. We computed the

percentage of the generated words that do not share the consonants with the input unit. For

Yoruba, we have ∼1.6-2% of predicted words with different consonants; for Vietnamese,
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Dataset Architecture Arabic Yoruba Vietnamese
Word Char Word Char Word Char

O
ri

gi
na

l
BiLSTM-LSTM + no attention 29.3 13.22 0.08 8.5 0.18 24.58
BiLSTM-LSTM + MLP 0.17 0.09 0.02 0.10 1.3 0.16
BiLSTM-LSTM + DP 29.18 0.14 0.02 0.39 0.89 0.22
BiLSTM-LSTM + GE 0 0.07 0.04 0.12 0.21 0.11

Sl
id

in
g

BiLSTM-LSTM + no attention 0 19.48 0.01 1.23 0 1.50
BiLSTM-LSTM + MLP 0 0.002 0.07 0.16 0.002 0.77
BiLSTM-LSTM + DP 0.013 0.06 0.005 0.24 0 0.29
BiLSTM-LSTM + GE 0.008 0 0.005 0.22 0.003 0.50

Table 4.4: Percentages of output sequences that do not have the same length as the input
sequences.

we have ∼2.1-2.5% of such words. In Arabic, since we are dealing with diacritic patterns

(sequence of diacritics) in the output sequences, we cannot observe the random generation

of words directly. Rather, we found diacritic patterns that are not of the same length as the

aligned input (e.g. the undiacritized word yElm is mapped to aa in which both input and

output do not have the same length - 4 letters verus 2 diacritics). In the sliding version of

word based models, we have ∼5-9% words of different lengths between input and output.

Based on our analysis for random generation of words as well as length issues, we

believe that this could be a limitation for sequence-to-sequence models if integrated within

downstream applications. Post processing steps or a mechanism integrated within the model

(like copying mechanism) are needed to mitigate the issue.

Sequence classification versus generation: Sequence-to-sequence modeling is a gener-

ation process, meaning that it can be viewed as language modeling in which we predict

the next word or character. Sequence classification, on the other hand, learns a one-to-one

mapping between input sequences and output sequences. For both sequence classification or

generation, we begin with some layers of BiLSTM and then the process differs between both

models. We build on top of that either a softmax layer in sequence classification (one layer

of feedforward network with score conversion to probability distributions) or a conditional
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language model (two layers of unidirectional LSTM) predicting the next word/character

given context and attention information as well as the previously predicted outputs.

To study the difference between both models, we compared their performance in the

context of diacritic restoration. For sequence classification, we used three BiLSTM layers

followed by a softmax layer.3 Table 4.5 shows the performance for sequence classification

and sequence-to-sequence modeling in the sliding version of datasets. We notice that

sequence generation reduces error rates across all languages as well as input representation.

Thus, as opposed to sequence classification, sequence-to-sequence models can be used if a

diacritic restoration model would not be integrated as a low layer for other NLP applications

and post processing rules would be applied to ensure the correct mapping between input and

output sequences.

Architecture Arabic Yoruba Vietnamese
Word Char Word Char Word Char

sequence classification 15.0 8.2 27.1 12.4 4.4 3.3
sequence generation 13.20 6.09 8.66 8.22 3.77 4.00

Table 4.5: Performance of sequence classification versus generation in diacritic restoration.
Bold scores refer to higher performance per column. For sequence generation, we reported
the best of performance of model in each language so the underlying architecture varies.

4 Discussion

We show that sequence-to-sequence modeling could be applied for morphologically

rich languages. For Arabic, it led to a 2.11% error rate reduction compared to the state-of-

the-art performance. Having an end-to-end system for diacritic restoration at the sentence

level sounds appealing; yet, it could generate sequences of different lengths and include

unexpected words not present in the input sequence. Generally speaking, it would be

3 Chapter 6 provide more details about the architecture. We are aware of the different parameter configu-
ration of both models but this is justified by the different learning methodologies of both architectures. We
believe that comparing such models would give us the same findings if we have more controlled settings for
the parameters.
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beneficial to integrate a mechanism in encoder-decoder architecture that enforces the premise

that both input and output become the same length as well as restricting the output to a

controlled set of possible diacritic variants. In addition, Transformer as an attention based

neural network may provide better solution for diacritic restoration.

Furthermore, it would be plausible to perform a thorough analysis investigating the

relation between the morphological nature of languages to the models’ performance as well

as having short word lengths such as in the case of Yoruba and Vietnamese versus relatively

long word lengths such in the case of Arabic. In addition to that, it would interesting to

investigate whether considering only the diacritics for Yoruba and Vietnamese without the

underlying consonants - as opposed to what is typically done in previous research - would

help alleviate the problem of hallucination as well as reducing the models’ complexity.
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Chapter 5: Convolutional Architecture for Efficient DR

In Chapter 4, we showed that recurrent models as a sequence-to-sequence classification

outperforms sequence classification performance in the context of diacritic restoration at

the cost of possible generation for outputs of different length at both sentence or word level.

Generally speaking, LSTM has shown great success for sequential data, leveraging long

range dependencies and preserving the temporal order of the sequence (Cho et al., 2014;

Graves, 2013). However, LSTM requires intensive computational resources both for training

and inference due to its sequential nature. As an alternative, recent NLP technologies such

as machine translation (Gehring et al., 2017) and language modeling (Dauphin et al., 2016)

have investigated other models such as convolutional neural networks (CNN).

Requiring intensive computational resources at inference time is problematic when

diacritic restoration is integrated within applications that require predicting diacritics on

the fly such as text-to-speech applications and simultaneous machine translation. Thus, we

explore the use of convolutional based architectures as a more efficient solution in which

hierarchical relationships rather than sequential relationships between the input elements

are utilized.

Temporal Convolutional Networks (TCN) is a generic family of architectures that has

been developed to alleviate the problem of training deep sequential models and is shown to

provide significant improvement over LSTMs across different benchmarks (Bai et al., 2018;

René and Hager, 2017). TCNs integrate causal convolutions where output at a certain time

is convolved only with elements from earlier times in the previous layers. In addition, it is

possible to train deep sequential models in parallel and use lower computational requirements

rendering TCNs scalable to larger datasets.

We evaluate the application of the TCN architecture as described in Bai et al., 2018

but devised as a character-level sequence model for diacritization since character-based
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models generalize better to unseen data compared to word-based models for most languages.

Because diacritization is dependent on both past and future states, we further apply a variant

of TCNs, namely Acausal Temporal Convolutional Network (A-TCN), allowing the model

to learn from previous as well as future context. To the best of our knowledge, TCN and A-

TCN have not been investigated before for diacritization. We show that A-TCN outperforms

TCN while yielding comparable performance to BiLSTM but with the added advantage of

being more efficient (in terms of speed and less computational footprint, i.e. decreased need

for significant computational resources).

1 Approach

We evaluate the performance of convolutional sequence models, TCN and A-TCN, in

the context of diacritization and compare that to the recurrent sequential models, LSTM and

BiLSTM. The task is formulated as a sequence classification such that we predict a diacritic

for each character in the input.

1.1 Convolutional Neural Network (TCN)

As TCN is a generic family of models, multiple architectures have been successfully

developed (Dauphin et al., 2016; Kalchbrenner et al., 2016; Oord et al., 2016; Gehring et al.,

2017; René and Hager, 2017; Bai et al., 2018). We chose the TCN architecture described in

(Bai et al., 2018) [BAI18] as it integrates best techniques from the previous architectures

while maintaining simplicity.

BAI18’s TCN model satisfies the two main characteristics that allows sequential model-

ing: 1) Using a 1-D fully convolutional network (Long et al., 2015) to ensure that the length

of each layer is the same as the input by zero padding; and 2) Using causal convolutions,

which convolve output at time t with elements from time t− 1 and earlier in the previous

layers. As Bai et al., 2018 indicated, developing a TCN architecture that only considers

these two characteristics restricts how far the model can utilize previous information. Thus,
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Figure 5.1: A dilated acausal convolution with 3 as a filter size and dilation factors equals to
1, 2, and 4. White slots represent zero padding while colored slots represent characters. The
remaining components of A-TCN are fully explained in (Bai et al., 2018).

to ensure learning from a longer history, BAI18 further integrates dilated convolutions (Yu

and Koltun, 2015), enabling an exponentially large receptive field correlated with the depth

of the network. To enable deeper learning, they integrate a residual block (He et al., 2016),

in which each block includes two layers of dilated causal convolution as fully illustrated in

(Bai et al., 2018).

1.2 Acausal Convolutional Neural Network (A-TCN)

TCN is beneficial for applications that restrict information flow from the past, such as

language modeling (Bai et al., 2018; Dauphin et al., 2016); however, this is not sufficient

for diacritization. Incorporating future and past context has been previously integrated in

different versions of TCN (René and Hager, 2017; Gehring et al., 2017) but it either did not

enhance the performance of their tasks or it was evaluated on convolutional sequence-to-

sequence models rather than sequential models as in the case of our study.

To incorporate both future and past context, we relax the causality constraint by inte-

grating acausal convolution rather than causal convolution, hence A-TCN, as illustrated in

Figure 5.1. A-TCN is a tweaked variant of TCN such that the model convolves information

from xt−d to xt+d (previous and following states) instead of xt−d to xt (previous states)
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only.1 In our implementation, we use layer normalization (Ba et al., 2016) rather than weight

normalization.

The extent to which context is considered is influenced by the number of layers as

well as the kernel size. Each character is constructed from itself and k − 1 characters,

where (k: kernel size) . Additionally, as we go deeper, the model further incorporates

different additional k − 1 characters, skipping d− 1 characters, where (d: dilation factor),

to incorporate the character at the dth position from both sides (see Figure 5.1).

2 Experimental Setup

Dataset: For Arabic, we use the Arabic Treebank (ATB) dataset: parts 1, 2, and 3 and

follow the same data division as (Diab et al., 2013). We use datasets provided by Orife,

2018 and Jakub Náplava, 2018 for Yoruba and Vietnamese, respectively. Most languages,

especially those that are significantly impacted by diacritics, rarely have such amounts

of diacritized datasets. Thus, we sample a moderate size subset of the training data for

Vietnamese, roughly 3.7% to train the models. In the process, we remove from the training

set all sentences that have at least one word of more than 10 characters,2 or that do not have

at least one diacritic, or that contain more than 70 words. Table 5.1 illustrates the dataset

statistics.

Data Arabic Vietnamese Yoruba
words types words types words types

Train 502,938 77,184 800,022 28,853 800,771 28,473
Test 63,168 19,647 786,236 17,104 44,598 5,464
Dev 63,126 19,665 408,093 11,041 44,314 5,390
OOV 7.3% 24.8% 1.3% 50.5% 2.6% 26.6%

Table 5.1: Number of word tokens and types as well as Out-Of-Vocabulary (OOV) rate.
OOV rate indicates the percentage of undiacritized words in the test set not observed during
training.

1 René and Hager, 2017 investigated the use of an acausal convolution in their architecture but reported
insignificant improvement over causal convolution in their problem space.

2 Vietnamese is characterized by having short word length.
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To augment the dataset without requiring additional annotated datasets, we segment

each sentence into space tokenized units; each unit is further segmented into its characters

and passed through the model along with a specific number of previous and future words.

We add the special word boundary “<w>" between words with a window size of 10 words

before and after the target word (21 words in total), tuned empirically on the development

dataset.

Parameter Setting: The character embedding vectors are of dimension size 45, randomly

initialized with a uniform distribution between [-0.1,0.1]. We use Adam optimization

(Kingma and Ba, 2014) with 0.001 learning rate. For LSTM and BiLSTM, we use 3 layers

and 250 hidden units. For TCN and A-TCN, we use 3 layers, 500 hidden units, and a kernel

size of 5. Hidden units are initialized randomly using Xavier (Glorot and Bengio, 2010)

with a magnitude of 3. For regularization, the dropout is set to 0.5 (Srivastava et al., 2014).

We increase the dilation factor in TCN exponentially with the depth of the network.

Evaluation Metrics: We use two standard accuracy measures for evaluation: Diacritic

Error Rate (DER) and Word Error Rate (WER). DER refers to the percentage of characters

that are incorrectly diacritized. WER refers to the percentage of words that are correctly

diacritized.

3 Results & Analysis

Table 5.2 shows the performance of the aforementioned study architectures across the

sample languages.

Importance of modeling past and future context: A-TCN yields significant improve-

ment over TCN, which indicates the importance of considering future and previous context

for diacritization. BiLSTM likewise significantly outperforms LSTM across all three lan-

guages. Overall, architectures that allow only unidirectional information flow provide lower

50



System DER WER OOV

Arabic

Pasha et al., 2014 - 12.3% 29.8%
Zalmout and Habash, 2017 - 8.3% 20.2%
LSTM 19.2% 51.9% 86.6%
TCN 17.5% 47.6% 87.2%
BiLSTM 2.8% 8.2% 33.6%
A-TCN 3.0% 10.2% 36.3%

Vietnamese

Jakub Náplava, 2018 11.2% 44.5% -
LSTM 13.3% 39.5% 33.1%
TCN 11.1% 32.9% 32.4%
BiLSTM 2.6% 7.8% 15.3%
A-TCN 2.5% 7.7% 15.3%

Yoruba

Orife, 2018 - 4.6% -
LSTM 13.4% 37.2% 84.9%
TCN 12.7% 35.5% 83.8%
BiLSTM 3.6% 12.1% 69.3%
A-TCN 3.8% 12.6% 70.2%

Table 5.2: Models’ performance on all words and OOV words per language. For Vietnamese,
Jakub Náplava, 2018 reports 2.45% for WER on a much larger dataset (∼25M words), which
is significantly better than our model.

performance than those that utilize context from both directions.

Recurrent vs. convolutional architectures: In line with prior work, TCN outperforms

LSTM in the unidirectional architectures across all three languages. A-TCN yields com-

parable results to BiLSTM except in the case of Arabic where the WER drops by ∼2%.

In Arabic, we get better results for A-TCN - 9.5% WER - when we use 5 as the number

of layers and 3 as the kernel size (drops by ∼1% compared to BiLSTM).3 We believe

that this is related to the morphological complexity in Arabic in which morphemes can be

hierarchically constructed, hence the deeper layers.

3 We do not observe the same pattern in the remaining languages.
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OOV rate performance: To evaluate the model’s robustness beyond observed training

data, we specifically compare their WER performance on Out-Of-Vocabulary (OOV) words.

BiLSTM has better ability to generalize about unseen data compared to A-TCN in Arabic

and Yoruba, whereas both architectures are comparable in Vietnamese.

Qualitative Analysis: For Arabic, we further examine the impact of both BiLSTM and A-

TCN on syntactic diacritics, aka inflectional diacritics which reflect syntactic case and mood

primarily. These inflectional diacritics typically occur in broken plurals and singular nouns

as diacritics indicating syntactic case. Verbal mood is also marked word final position on

verbs. We approximate the inflectional diacritics by computing the percentage of incorrectly

predicted diacritics for the last characters of each word. BiLSTM yields a better performance

(5.1% WER) compared to A-TCN (5.9% WER).

In addition, we randomly choose 20 sentences (605 words) to examine their categorical

errors. We found similar errors in both architectures which include passive and active voice

(e.g. �
H�Qå

�
�
�
�	
� / na$arat4 “spread" and �

H�Qå
�
��

�	
� / nu$irat “been spread"), inflectional diacritics

(e.g.
�

Èñ
�

�
�
ð / wuSuwla and

�
Èñ

�
�

�
ð / wuSuwlu, both mean “arrival" but have different

morphosyntactic features), and named entities.5 Thus, incorporating information from

longer history in TCN architectures such as A-TCN compared to recurrent models such

BiLSTM did not enhance learning inflectional diacritics.

Confusion Matrix: We analyzed the confusion matrix and found that both BiLSTM and

A-TCN architectures exhibit similar trends with regard to the types of errors they generate.

In Arabic, the top diacritic that is incorrectly diacritized by both A-TCN and BiLSTM

(normalized by their frequencies) is N which represent indefiniteness. In A-TCN, the model

drops in performance for ∼N as well which represent indefiniteness with doubling the

consonants. The diacritics that are incorrectly diacritized least are no diacritics, sukun

4 We adopt Buckwalter Transliteration encoding into Latin script for rendering Arabic text
http://www.qamus.org/transliteration.htm.

5 Diacritics in named entities are usually not consistent even among native speakers.
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(a) BiLSTM (b) A-TCN

Figure 5.2: Confusion matrix for BiLSTM and A-TCN in Arabic. Numbers in the cells
represent accuracy.

which represents the absence of diacritics, and two short vowels i and a. This is consistent

with the frequency of diacritics in Arabic except for the diacritic u, which is also frequent

but falls in the middle range of errors; this diacritic usually represents passive voice in

Arabic which relies on syntactic relations between words. The same outcome was found in

Vietnamese and Yoruba, where the most and least erroneous diacritics are shared between

both architectures.

Efficiency Comparison: We provide a comparative analysis of model training and infer-

ence runtime (Table 5.3). During training time, A-TCN yields similar efficiency gains across

all three languages with comparable performance in terms of accuracy. The convergence

criteria was set as at least 1% improvement in accuracy from the previous epoch. During

inference time, A-TCN was 2.7∼3.3X faster in diacritizing text while providing comparable

accuracy. This leads to 271∼334% improvement in terms of the text diacritization rate in

the amount of text diacritized per minute. This supports our overall observation that A-TCN

is a solid alternative to BiLSTM for this problem space due to its efficient performance,

especially for industrial settings where time is a crucial factor. All experiments were carried
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out on a single Tesla P100 GPU.

For Arabic, for instance, BiLSTM took ∼19 hours to converge while A-TCN took ∼14

hours. The DER were 2.8% and 3.0% respectively. Thus, A-TCN was 24% faster than

BiLSTM while marginally lower by 0.2% in terms of DER.

Lang BiLSTM A-TCN Difference
Time Efficiency

AR 376.85 132.55 -64.8% +284%
VI 4187.81 1542.34 -63.2% +271%

YO 461.19 138.45 -70.0% +334%

Table 5.3: Inference time in seconds for each architecture across languages. Efficiency is
defined in terms of text diacritization rate (amount of text diacritized per minute).

Comparison to Prior Work: Table 5.2 shows the performance of previous models trained

on the same data. For Arabic, both A-TCN and BiLSTM provide significantly better perfor-

mance than MADAMIRA (Pasha et al., 2014), which is a morphological disambiguation

tool for Arabic. The performance of Zalmout and Habash, 2017’s model falls in between

BiLSTM and A-TCN. As opposed to our character-based models, both previous models

use other morphological features along with a language model to rank all possible diacritic

choices. We believe that this additional semantic and morphological information helps their

models perform better on OOV words.

For Vietnamese, when we re-train Jakub Náplava, 2018 model on the same sample

discussed in Section 2, both A-TCN and BiLSTM provide significantly better results.

Jakub Náplava, 2018 also use BiLSTM but with different parameter settings and a different

dataset preparation.6 For Yoruba, both character-based architectures provide lower per-

formance than Orife, 2018’s model. However, Orife, 2018 uses seq2seq modeling which

generates diacritized sentences that are not of the same length as the input and can generate

words not present in the original sentence (hallucinations). This is an unwelcome outcome

for diacritization efforts, especially if used in text-to-speech applications.

6 We augment the dataset as explained in Section 2.
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4 Discussion

We show that character-based convolutional architectures for diacritization yield com-

parable performance to both word and character based RNN ones for multiple languages

and at a significantly lower computational cost. Moreover, character based modeling yields

better performance overall for the diacritization task.

In all cases, A-TCN performs much better than TCN, with a reduction of up to 40%

in error rate, which means that using future information is crucial in diacritization. All in

all, the decision whether to use A-TCN or BiLSTM is a trade-off between accuracy and

efficiency. A-TCN provides efficient solutions with comparable accuracy and is well suited

for applications that need predicting diacritics on the fly such as text-to-speech applications

and simultaneous machine translation. A-TCN was 2.7∼3.3X faster than BiLSTM at

inference time (271%∼334% improvement in the amount of text diacritized per minute)

and resulted in comparable accuracies, making it a very attractive solution for industrial

applications in particular.
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Chapter 6: Effect of Input/Output Representations on DR Performance

The typical input unit granularities that have been extensively used in diacritic restoration

are words and/or characters. Theoretically, word level information better captures semantic

and syntactic relationships in the sentence. However, word-level models suffer from sparsity

due to insufficient training examples. Acquiring large training datasets that include all

possible diacritic variants is intensive in terms of time and effort. In addition, for sequence

classification, word-level models pose a challenge of computational complexity in training

due to the large input and output vocabulary size. On the other hand, diacritic restoration at

the character level encodes local contextual information, minimizing the sparsity issue and

improving model generalization. However, character-level diacritic restoration models lose

a level of semantic and syntactic information, increasing the possibility of the composition

of invalid words in the test languages.

In Chapters 4 and 5, we showed the performance when diacritic restoration is formulated

as a sequence classification and as a sequence-to-sequence classification tasks. We found

that BiLSTM (Bidirectional Long Short Term Memory) as a sequence-to-sequence modeling

as well as convolutional based architectures are appealing but at either the cost of variability

in output length or the cost of efficiency, respectively.

In this chapter1, we examine two approaches to improve the overall performance: (1)

using subword units as input to the diacritic restoration models and (2) incorporating

previously predicted diacritics in subsequent prediction steps. Both approaches are attempts

to avoid composing inconsistent outputs or invalid words.

In the first approach, the question that arises is whether subword units - any segment

between character and word - could improve the overall performance of diacritic restoration.

1 ©2019 IEEE. Reprinted, with permission, from Sawsan Alqahtani and Mona Diab. Investigating Input
and Output Units in Diacritic Restoration, 18th IEEE International Conference on Machine Learning and
Applications (ICMLA), 2019
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The ideal scenario is to balance the generalization capacity of character-based models with

the semantic and syntactic consistencies observed in word level information. This approach

is motivated by the recent success of utilizing subword information in different Natural

Language Processing (NLP) tasks such as word embeddings (Bojanowski et al., 2017),

automatic speech recognition (Le and Besacier, 2009), and machine translation (Sennrich

et al., 2015).

To do so, we systematically analyze the impact of various inputs in improving the

overall performance of sequence-based diacritic restoration. In particular, we vary the

input representation (fixed and variable-size n-grams) and the output space such that each

segment in the input has a corresponding output of the same length. Our hypothesis was that

subword units could incorporate semantic and syntactic relationships while preserving open

vocabulary to generalize the model beyond observed instances. However, our experiments

yielded negative results, which supports characters as the optimal choice for input units for

diacritic restoration in all test languages.

In the second approach, we investigate the impact of incorporating previously predicted

diacritics in subsequent decisions by utilizing a CRF (Conditional Random Field) layer in

our BiLSTM (Hochreiter and Schmidhuber, 1997) architecture as described in (Huang et al.,

2015). The addition of the CRF was an attempt to optimize the overall output sequence

rather than each individual output, helping the model avoid inconsistent outputs. This

allows the model to evaluate the complete diacritic sequence of the given input to match the

sequence in human-annotated data. Our experiments show some improvement compared to

the standalone BiLSTM sequence tagger in two languages (Arabic and Yoruba), leading to

state-of-the-art performance in diacritic restoration in Arabic.

1 Approach

We trained neural-based sequence classification for diacritic restoration models (Section

1.2) based on a given sequence of segmented words (Section 1.1). The computational
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complexity between the models varied based on the input and output representations.

1.1 Input Representation

Representing sentences as characters or surface words (white space delimited) is self

explanatory. The remaining input segments are represented by fixed and variable size

n-grams. We chose this representation because they are easily extracted from the space

tokenized text and more generalizable to new datasets. Both approaches are applied to the

same input space of words that are undiacritized and untokenized (white space delimited).

Fixed size n-grams: We converted the text into n-grams with stride equal to n (chunk-

ing).2 For instance, the Arabic undiacritized word wsyktb I.
�
JºJ
�ð “and he will write" is

converted into the 3-gram sequence {wsy ú


æ�ð, ktb I.

�
J»}. If the word length is not a multiple

of n, the last segment will remain less than n (e.g. {syk ½J
�, tb I.
�
K} for syktb “he will

write" ). We use n = 2, 3, 4.

Variable size n-grams: We used Byte Pair Encoding (BPE) (Gage, 1994; Sennrich et al.,

2015), a technique that segments a word into variable-size sequences of characters in an

iterative fashion, merging the most frequent pairs of character sequences with a unified

and unique symbol. This technique is heavily used in different NLP applications, such as

machine translation, to allow processing rare words from smaller segments. Each merge

operation is constrained within the word boundaries and produces one new symbol. This

symbol represents n-gram sequences of characters whose lengths vary from one merge

operation to another. The generated vocabulary size must be equal to the number of unique

characters in the dataset as well as the number of merge operations.3 The text is then

converted by matching the input text with the generated vocabulary.

2 N -grams are contiguous sequences of characters of fixed size equal to n. We apply n-gram chunking
rather than a sliding window to have a dataset comparable to the variable size of n-grams.

3 We tune the number of operations to include values within [100-30,000].
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1.2 Model Architecture

We use BiLSTM for sequential classification such that each input has a corresponding

diacritic(s) of exactly the same length. For instance, the corresponding diacritics for {wsy

ú


æ�ð, ktb I.

�
J»} would be {wasaya, kotubu}. For Arabic, including the attached consonants

(e.g. bold characters in the previous example) significantly increases the model’s complexity

and reduces the model’s performance. Thus, we only consider diacritics in the output

vocabulary for Arabic and both consonants and diacritics for Vietnamese and Yoruba, which

conforms with the character-based diacritic restoration models in previous studies. For

consistency, in Arabic we add the symbol “e” for characters that do not have corresponding

diacritic(s) to hold its position in the diacritic sequence.

2 Experimental Setup

Dataset: For Arabic, we use parts 1, 2, and 3 of the Arabic Treebank (ATB) dataset,

following the same data division as (Diab et al., 2013). We use the datasets made available

by (Orife, 2018) for Yoruba and by (Jakub Náplava, 2018) for Vietnamese. Table 6.1 shows

statistics about the dataset we use for each language.

Similar to our dataset preparation in Chapter 5, we segment each sentence into space

tokenized units; each unit is further segmented into its characters and passed through the

model along with a specific number of previous and future words. We add the special word

boundary “<w>" between units with a window size of 10.

Parameter Settings We use Adam (Kingma and Ba, 2014) for learning optimization with

0.001 for the initial learning rate. We use 20 for the number of epochs, 300 for embedding

size, and 250 for hidden units in each direction. For regularization, we use 0.3 for dropout

(Srivastava et al., 2014) and pick the model of the highest performance on the validation set.

We use the default weight initialization in Keras Deep Learning library.4

4 https://keras.io/
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Data Arabic Vietnamese Yoruba
words types words types words types

Train 502,938 77,184 800,022 28,853 800,771 28,473
Test 63,168 19,647 786,236 17,104 44,598 5,464
Dev 63,126 19,665 408,093 11,041 44,314 5,390
OOV 7.3% 24.8% 1.3% 50.5% 2.6% 26.6%

Table 6.1: Number of word tokens and types as well as Out-Of-Vocabulary (OOV) rate.
OOV rate indicates the percentage of undiacritized words in the test set not observed during
training.

Evaluation Metrics We use standard evaluation metrics for diacritic restoration: Word

Error Rate (WER) and Diacritic Error Rate (DER), which are the percentages of incorrectly

diacritized words and characters, respectively. Additionally, we compute WER on Out Of

Vocabulary (OOV) words to examine the models’ ability to generalize beyond observed data.

The performance of state-of-the-art models is assessed mainly using WER on all words and

occasionally using the other metrics mentioned above.

3 Results & Analysis

3.1 Subword Evaluation

Table 6.2 shows the impact of subword units in the performance of diacritic restoration

models in the test languages. Using our experimental setups, character is the optimal

choice for Arabic and Yoruba across different evaluation metrics. As the model increases in

vocabulary size as well as diacritic sets, the performance drops gradually until it eventually

reaches that of word-based models. We believe that this significant increase in input and

output vocabulary size contributed greatly to the performance degradation.

Vietnamese deviates from this finding. The 1k-bpe model provides better performance

in terms of WER and equal performance in terms of DER. However, the remaining subword-

based models do not show the same behavior; fixed-size n-gram models, in particular, drop

in performance in two versions when compared to the word-based model. As opposed to
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Arabic and Yoruba, the word-based model in Vietnamese is an acceptable solution, close

to the performance of character- or subword-based models. We believe that this led to the

different observation in Vietnamese. Despite having small positive results from the 1k-bpe

model, though not significant, this improvement is inconsistent across experiments. Thus,

we believe that the character-based model is the optimal choice for Vietnamese as well. In

addition, the character-based model achieves the highest performance on unobserved words

compared to the remaining models.

Input Arabic Yoruba Vietnamese
WER DER OOV Lex WER WER DER OOV WER DER OOV

SOTA 8.2 - 20.2 - 4.6 - - 4.5 1.8 -

character 8.2 2.8 34.1 4.2 12.4 4.5 74.4 3.3 1.1 22.9

2-grams 9.6 3.3 42.6 5.3 12.4 4.6 82.8 3.3 1.1 24.5
3-grams 9.9 3.7 50.3 5.6 12.9 5.2 91.6 5.0 1.7 36.4
4-grams 11.1 4.7 62.1 6.3 12.6 5.8 97.9 5.4 1.9 37.0

1k-bpe 9.9 5.9 42.9 5.5 12.9 4.8 81.9 3.0 1.1 23.1
5k-bpe 10.6 6.5 45.8 5.7 12.6 5.1 86.7 3.5 1.2 23.1

10k-bpe 10.9 6.6 48.8 6.0 12.8 6.4 91.8 3.5 1.2 23.6

word 15.0 9.2 86.4 9.5 27.1 14.8 87.4 4.4 1.6 24.9

Table 6.2: Models’ performance across different languages. State-of-the-art (SOTA)
performance indicates the best models’ performance given the dataset and refers to (Zalmout
and Habash, 2017)’s model for Arabic, (Jakub Náplava, 2018)’s model for Vietnamese, and
(Orife, 2018)’s model for Yoruba. All metrics are %. Bold numbers refer to the highest
performance across models in each column. Italic numbers refer to the highest performance
comparing the different input representation.

Lexical and Inflectional Diacritics in Arabic: As discussed in Chapter 2, diacritics

in Arabic can be divided into lexical and inflectional. Lexical diacritics change both

pronunciations and meanings of words. On the other hand, inflectional diacritics are added

to adhere to the syntactic positions of words within the sentence, changing the words’

pronunciations without impacting their underlying meanings. Table 6.2 shows the Arabic

models’ performance when we consider lexical diacritics only (lex WER). We observe that
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WER is always 50% lower which indicates that the original WER was largely attributed to

inflectional diacritics even though it constitutes a small fraction of overall diacritics. This

shows the difficulty in predicting inflectional diacritics, which is in line with similar findings

in prior studies.

That being said, we investigated whether the presence of inflectional diacritics nega-

tively affects teaching a model lexical diacritics. Inflectional diacritics require syntactic

information for accurate prediction, which we do not sufficiently provide in our model.

Furthermore, the presence of inflectional diacritics increases the number of possible diacritic

patterns for each segment. Thus, we modified the dataset to only include lexical diacritics

by removing the diacritics from the last character of each word. We then trained the same

set of models to investigate whether subword units provide better performance for lexical

diacritics. However, we observed a similar performance as in lexical WER in Table 6.2,

which indicates that characters are the optimal input representation.

Subword Vocabulary OOV: Table 6.3 shows the OOV rate for each model at the segment

level for diacritized and undiacritized versions. By definition, BPE versions of the data create

undiacritized segments that are very frequent, which led to an analysis of more vocabulary

in the test set. Although diacritized OOV rates were not severely impacted, we can observe

that they are higher than their counterparts in the undiacritized versions, which means that

there are diacritic combinations in the test set that were not learned during training.

Qualitative Analysis: We analyzed random examples of predicted words to get a sense

of performance degradation. Table 6.4 shows examples of predicted words. We observed

that infrequent diacritized segments yielded incorrect predictions while highly frequent

segments yielded mostly correct predictions. Then, we measured the association between

frequencies of diacritic patterns and the model performance to generalize beyond example

words. In particular, we created three bins of words: words with high frequency segments,

low frequency segments, and a mix of both high and low frequency segments. Then, we
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Input Arabic Yoruba Vietnamese

character 0 / 0 0 / 0 0 / 0

2-grams 0.2 / 0.01 0.02 / 0.02 0.02 / 0.01
3-grams 1.9 / 0.25 0.4 / 0.09 0.06 / 0.03
4-grams 4.2 / 1.73 1.1 / 0.37 0.18 / 0.12

1k-bpe 0.2 / 0 0.3 / 0.01 0.04 / 0.03
5k-bpe 0.9 / 0 0.9 / 0.03 0.05 / 0.03

10k-bpe 1.7 / 0 1.9 / 0.09 0.06 / 0.03

word 10.5 / 7.3 1.8 / 0.98 0.52 / 0.47

Table 6.3: Diacritized and undiacritized OOV rates for the different versions of subword
datasets, separated by / respectively.

compared these predicted words with their counterparts in character-based models.

For Arabic, character-based models consistently outperformed subword-based models

across all bins. There were a few cases in Yoruba where subword-models had better

performance with high frequency segments, but none of the differences were significant.

This means that the association between frequencies of diacritized segments and model

performance is not affirmative. Thus, we further experimented with replacing low frequency

segments into characters in BPE based versions of the datasets. Although further segmenting

low frequency segments into characters increased the models’ performance, neither of them

beat the character based model performance. This indicates that there are other possible

unidentified causes for performance degradation.

For Vietnamese, we compared the errors generated by the character-based model and the

1k-bpe model to better understand the slight increase in performance. We did not observe

errors that appear in one model but not the other. In addition, the model is inconsistent in

predicting some words, so the same diacritized words were incorrectly predicted in some

situations but not the others. Furthermore, by closely investigating random errors, we found

that most correctly predicted words by the 1k-bpe that were incorrectly predicted by the

character-based models appeared as the full word rather than segmented into smaller units.

This indicates that subword units can combine the benefits of the two worlds (character and
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word) but there are other unexplained variables that hinder the performance.

Undiac Word Correct Pred 2-gram Pred 1k-bpe Pred
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yuqaS∼iruwna yuqa|S∼iru|wna yaqo|Si|ru|wna
they make something shorter (92|3|1,671) (9|154|1,296|1,873)

Table 6.4: Examples of correct and incorrect predictions for 2-gram and 1k-bpe models.
| segments the word and their corresponding frequencies in the human annotated data
according to the model.

State-of-the-art Comparison: None of the subword-based models surpass the perfor-

mance of Zalmout and Habash, 2017’s model (nor our character-based models). Utilizing

language modeling in addition to other morphological features to choose the best diacritized

form ensured composing valid words in the generated diacritized words. For Yoruba, our

models, including the word-based model, perform significantly worse than Orife, 2018’s

model which uses sequence-to-sequence classification at the word level. For Vietnamese,

Jakub Náplava, 2018 reports 2.45% for WER, which is significantly better than our model.

However, when we applied their model on the same subset that we used in our experiment,

their model yields a worse performance, decreasing by ∼1%. This is because we use

different parameter settings and a different dataset preparation than they do regarding data

augmentation and cleaning. For data augmentation, we use a sliding window of input and

remove characters like symbols and web page links.

Morphological Complexity: From a typological perspective, the test languages differ in

their morphological complexities. Both Vietnamese and Yoruba are isolating languages

in which morphemes – the minimum meaningful bearing unit of a word– are typically

represented as stand alone units. Thus, if a word is polysyllabic, a white space is present
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between the different morphemes composing a word. For instance, the Vietnamese word mà

ca “bargain" consists of two morphemes - notice the space in the middle. In contrast, Arabic

is an agglutinative language in which words are made up of one or more morphemes; each

has a definitive meaning. Thus, morphemes are attached with each other in clear boundaries

as prefixes or suffixes which in turn can be easily extracted. For instance, the Arabic word

ktbthm “I wrote them” consists of two morphemes ktbt “I wrote” and hm “them.”

Since Vietnamese and Yoruba are made up of free morphemes with little or no affixes,

our diacritic restoration models treated each morpheme as a separate unit, alleviating the

morphological complexity of the language. That being said, these languages are certainly

complex in terms of their morphology. Both languages include three main derivational

morphological forms: reduplication, compounding, and affixation. The newly derived

forms do not have a clear boundary that we could utilize for further improvement. In

addition, morphemes could mean different things when attached with different morphemes.

For example, the following compounds were created in Vietnamese when we added the

morpheme khó: khó nghe “be difficult to hear" and khó thu,o,ng “not be lovable." An example

in Yoruba is obirin “woman" and awon obirin “women"; in which the plurality is expressed

through the stand alone morpheme awon.5

Thus, we converted Arabic text into morphemes to examine its impact on the diacritic

restoration models. We further applied n-gram representation starting from morphemes

rather than words in order to make the resulting text comparable to that in Vietnamese and

Yoruba. Table 6.5 shows the results for morpheme-based datasets in which we apply the

different investigated input units on morphemes and compare that to word-based datasets

in which we apply n-grams starting from words (the same as Table 6.2). When we say

morpheme-based, it means that all subword units are applied on the morpheme level rather

than words, but evaluation for the models are done after we reconstructed the words. In the

word-based experiments, although representing the inputs as morphemes did not beat the

5 This represents a grammatical function of the language which explains why we do not have inflection as
in the case of Arabic
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performance of characters, it provides better results than all n-gram representation, indicating

the importance of having meaningful units in Arabic rather than relatively arbitrary units.

WER DER OOV LER/Lex WER DER OOV LER/Lex

SOTA - - - - 8.2 - 20.2 -

Input Morpheme-Based Word-Based

character 7.5 2.5 31.8 4.8/3.6 8.2 2.8 34.1 4.2

2-grams 8.0 2.7 33.8 5.0/4.0 9.6 3.3 42.6 5.3
3-grams 7.8 2.8 35.8 5.1/3.9 9.9 3.7 50.3 5.6
4-grams 8.2 3.1 38.1 5.7/4.0 11.1 4.7 62.1 6.3

1k-bpe 8.2 2.8 34.8 5.2/4.1 9.9 5.9 42.9 5.5
5k-bpe 8.3 2.8 35.3 5.4/4.0 10.6 6.5 45.8 5.7

10k-bpe 8.6 3.0 36.6 5.6/4.2 10.9 6.6 48.8 6.0

morphemes - - - - 9.6 4.5 44.8 5.1
words - - - - 10.9 6.6 48.8 6.0

Table 6.5: Arabic Models’ performance when we use morphemes as the input rather than
words. State-of-the-art (SOTA) performance indicates the best models’ performance given
the dataset and refers to (Zalmout and Habash, 2017)’s model for Arabic. For comparison,
we also added the same set of input units when we start with words rather than morphemes.
Morphemes were actually extracted from words. LER/Lex represent the performance
of inflectional/lexical diacritics. All metrics are %. Bold numbers refer to the highest
performance across models in each column. Italic numbers refer to the highest performance
comparing the different input representation.

Morpheme-based datasets: Overall, training on morphemes or subword datasets that

are extracted from morphemes provide better results than word-based models. Characters

yield the best results in morpheme-based datasets in which the only difference between the

characters in morpheme-based datasets and word-based datasets is the additional morpheme

boundaries, making the process similar to Yoruba and Vietnamese. For instance, the Arabic

word AlktAb has two segments Al and ktAb so we would have A l <w> k t A b as input

to the character-based model rather than A l k t A b. This also provides results better than

the state-of-the-art performance on all words but still significantly lower on OOV words.

For lexical versus inflectional diacritics, we notice improvements in comparison to their
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counterparts in the word-based models. Furthermore, some n-gram based models that are

applied on morpheme-based datasets have equal or better performance than that of character

diacritic restoration models when we start with word-based datasets.

This shows that morphological derivation as well as inflection in Arabic adds a layer of

ambiguity in the context of diacritic restoration. Luckily, Arabic boundaries for morphemes

are clear, so we could construct a dataset comparable to isolating languages. Not all

languages that include diacritics in their writing system enjoy such clear boundaries to

extract such morphemes (e.g. fusional languages such as Hebrew).

Errors in Core versus affix morphemes: Table 6.6 shows diacritic errors in affixes

(26,842 morphemes in total) versus core morphemes (53,989 morphemes in total). In

morpheme-based diacritic restoration models, we observe error reduction in both affixes

as well as core morphemes and as we further segment morphemes into smaller units, we

observe further reduction in both types of morphemes. This is expected since morpheme

based diacritic restoration models are developed with the additional signal of morphemes

treating each as an independent unit.

Input Morpheme-Based Word-Based

character 1.1/8.3 2.6/12.8

2-grams 1.2/8.9 3.1/13.7
3-grams 1.2/8.6 3.6/13.7
4-grams 1.4/9.0 4.8/14.7

1k-bpe 1.3/9.1 3.2/13.4
5k-bpe 1.3/9.2 3.6/13.8

10k-bpe 1.3/9.4 4.0/14.1

morphemes - 1.7/10.7
words - 13.1/16.0

Table 6.6: WER on affixes versus core morphemes separated by / in both morpheme-based
and word-based experiments.
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3.2 Adding CRF Layer

Table 6.7 shows the performance of character-based models with and without CRF as

the top layer. In terms of WER, we observe substantial improvement when we add CRF on

the top layer in Arabic and marginal improvements when applied to Yoruba. In terms of

WER on OOV words, we observe improvement by ∼2% in both Arabic and Yoruba.

The situation with Vietnamese is different; the stand-alone BiLSTM tagger performs

better than adding an additional CRF layer. When compared to state-of-the-art performance,

BiLSTM-CRF provides better performance than Zalmout and Habash, 2017’s model in

terms of WER but performs worse in terms of WER on OOV words for the same reasons

we previously mentioned. We qualitatively analyzed the quality of predicted words with and

without the CRF layer in Arabic. We did not notice general types of errors that appear in

one model and not the other; rather, we saw that the quantity of correctly predicted words

changed. Even though using BiLSTM-CRF improved the performance, it introduced other

types of errors that were not observed when we used the stand-alone BiLSTM.

Model Lang WER DER OOV

BiLSTM
Arabic 8.2 2.8 34.1
Yoruba 12.4 4.5 74.4

Vietnamese 3.3 1.1 22.9

BiLSTM-CRF
Arabic 7.6 2.7 32.1
Yoruba 12.3 4.5 72.1

Vietnamese 3.6 1.2 23.3

Table 6.7: BiLSTM and BiLSTM-CRF models’ performance across test languages. Bold
numbers indicate higher or equal performance when compared to the same language using
the other model.

Confusion Matrix: For Arabic, we analyzed the confusion matrix for BiLSTM and

BiLSTM-CRF to examine that types of diacritics that improved due to considering previously

predicted diacritics in the sequence (Figure 6.1). Short vowels (a, u, i) as well as sukon (o)

had the same performance in both architectures. We also notice slight improvement in some
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diacritics in one model but not the other and vice versa. For instance, there is slightly better

performance for Gemination (∼), which indicates doubling of the attached consonants, when

we use the BiLSTM architecture, whereas there is slightly better performance with CRF for

(F), which represents indefiniteness. Significant improvement in predicting the diacritic (N)

was observed. In general, the improvements resulted from inflectional diacritics (diacritics

that are added to the last character of a word to adhere to its position in the sentence) which

is approximately 4.86% when we use BiLSTM-CRF and 5.12% when we use BiLSTM.

(a) BiLSTM (b) BiLSTM-CRF

Figure 6.1: Confusion matrix for character-based BiLSTM and BiLSTM-CRF in Arabic.
Numbers in the cells represent accuracy.

Computational Complexity: We use BiLSTM-CRF only for character models as it pro-

vides the best input representation for all languages. In addition, compared to the remaining

subword-based models, character models do not require as extensive computational re-

sources as other models. When we investigated the performance of BiLSTM-CRF using

various levels of subword units, we faced some computational challenges due to larger output

vocabularies (BiLSTM-CRF requires storing n× n matrix for the output layer, where n is

the number of classes). However, for results that we could obtain with moderate vocabulary

sizes, we observed similar trends as BiLSTM. That is, characters were the optimal input
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units in terms of accuracy.

Abdelali et al., 2018 successfully applied BiLSTM-CRF at the character level for

diacritic restoration for Arabic dialects in which context is not required for accurate diacritic

prediction and syntactic diacritization is not a problem because dialects ignore the addition

of such diacritics, relaxing diacritic assignments. However, the model becomes cumbersome

for languages that depend on additional context for accurate prediction such as our test

languages. This is because BiLSTM-CRF maximizes the predicted sequence of diacritics to

match the corresponding human annotated data.

Impact of word length: From Table 6.7, we can observe that the differences between

the performance of BiLSTM and BiLSTM-CRF vary across languages. Arabic benefited

the most from adding the CRF layer with an increase of ∼0.6%, followed by Vietnamese

(∼0.3%) and then Yoruba (∼0.1%) in which the improvement is not significant. As Arabic

is a morphologically rich language, words have relatively longer length than both Yoruba

and Vietnamese. Arabic has the greatest word length (the number of characters a word can

have) with average 4.40 (±2.27) characters compared to both Vietnamese with an average of

3.23 characters (±1.41) and Yoruba with an average of 3.35 characters (±1.8). Furthermore,

Arabic requires a diacritic for each character making the output space more dense as opposed

to Vietnamese and Yoruba in which only certain characters are required to be diacritized.

We believe that the differences in word length partially explain the different impact of

BiLSTM-CRF across the test languages. The Arabic model utilized information from farther

distances as information is not locally constructed from immediate surroundings. Thus, we

further examined the impact of BiLSTM-CRF on the character-based model that is built on

top of morphemes in which the resulting dataset is comparable to that in Vietnamese and

Yoruba. The average length for morphemes is 3.09 (±1.8) which is now statistically similar

to both Vietnamese and Yoruba. Table 6.8 shows BiLSTM and BiLSTM-CRF on characters

when we start the segmentation with word or morpheme level information. We can observe
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that the difference in performance between BiLSTM with and without CRF is lower (∼1%)

as opposed to the difference between the models when we started with word-based datasets

(∼0.6%). This supports the claim that BiLSTM-CRF does not have a significant impact on

words that are short in length.

Data Version Model WER DER OOV

Morpheme BiLSTM 7.5 2.5 31.8
BiLSTM-CRF 7.4 2.5 30.2

Word BiLSTM 8.2 2.8 34.1
BiLSTM-CRF 7.6 2.7 32.1

Table 6.8: BiLSTM and BiLSTM-CRF models’ performance in Arabic when we start
with word-based and morpheme-based datasets. Bold numbers indicate higher or equal
performance when compared to the same language using the other model.

4 Discussion

We investigated two approaches to improve the performance of diacritic restoration. For

the first approach, we used subword units as input to the diacritic restoration models, n-gram

chunking as a fixed and exhaustive subword unit, and the BPE as a variable and selective

subword unit. However, this approach yielded negative results supporting characters as

the optimal input representation across all test languages. This is opposed to what we

originally expected, which was that subword units would better capture semantic and

syntactic information in addition to enhancing the ability to generalize that we typically

observe when using characters. Although our explanation for performance degradation for

subword units is not definitive, we believe that a combination of the factors explained above

(e.g. the increase in input and output vocabulary and OOV segments) contributed to the

degradation. For Arabic, further segmenting words into meaningful units or morphemes

led to better results than n-gram approach. Building subword based models on top of

morphemes provided better results, leading to state-of-the-art performance in Arabic.

For the second approach, we considered previously predicted diacritics when predicting
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the diacritic of the current character by using BiLSTM-CRF instead of BiLSTM. This

showed marginal improvements in Yoruba and substantial improvements in Arabic. The

use of a CRF layer increased the performance on OOV words in particular. In general,

we believe that the difference in behavior for Arabic and Yoruba on the one hand and

Vietnamese on the other can be attributed to the number of undiacritized words that have

more than one diacritic choice. Statistically speaking, only ∼4% of undiacritized words

in Vietnamese may have more than one diacritized version whereas more than 20% of

undiacritized words in Arabic and Yoruba are ambiguous in terms of diacritics. Generally

speaking, the impact of BiLSTM-CRF seems to fade as word length decreases, similar to

what happened when there were morphemes used rather than words.
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Chapter 7: Joint Multi-Task Learning to Improve DR Performance

In Chapters 4 and 5, we discussed alternative architectures to improve the performance

of diacritic restoration. State-of-the-art diacritic restoration models achieved decent perfor-

mance over the years using recurrent or convolutional neural networks in terms of accuracy

and/or efficiency (Zalmout and Habash, 2017; Alqahtani et al., 2019b). However, there is

room for improvement. As we discussed in Chapter 6, most of the aforementioned models

are built on character level information which help generalize the model to unseen data

but presumably lose some useful information at the word level. Word level resources are

insufficient for training diacritic restoration models. Hence, to boost the performance of

diacritic restoration, we discussed in Chapter 6 methods which potentially combine the

benefits of both characters and words. We found characters to be the optimal choice of

representation.

In classical approaches for diacritic restoration, incorporating different linguistic infor-

mation has been done previously and was reported to be an effective solution. None of

the state-of-art models which mainly rely on neural based architectures explicitly utilize

such information to boost diacritic restoration performance. The only study we found

that incorporates such information is Zalmout and Habash, 2017, which builds a diacritic

restoration model as a component within a morphological analysis framework. Hence, when

assigning the appropriate diacritics, they consider the remaining morphological features in

their framework in addition to the prediction output of a neural language model.

We integrate additional linguistic information that considers word morphology as well

as word relationships within a sentence to partially compensate for this loss. We improve

the performance of diacritic restoration by building a multitask learning model (i.e. joint

modeling) which outputs diacritic distribution as well as other crucial linguistic features

in the context of diacritic restoration. Multitask learning refers to models that learn more
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than one task at the same time, and has recently been shown to provide good solutions

for a number of NLP tasks (Hashimoto et al., 2016; Kendall et al., 2018). The use of a

multitask learning approach provides a convenient alternative to generating all linguistic

features as a pre-processing step for diacritic restoration. In addition to that, it alleviates

the reliance on other computational and/or data resources to generate these features. The

proposed joint model determines more than one output distribution at the same time which

helps it to establish better parameters that generalize beyond observed data.

We consider the following auxiliary tasks to boost the performance of diacritic restora-

tion: word segmentation, part-of-speech tagging, and syntactic diacritization. We use Arabic

as a case study for our approach since it has sufficient data resources for tasks that we

consider in our joint modeling. Other languages that include diacritics lack such resources.

In doing so, at the time of this work, we provide a state-of-the-art model for Arabic diacritic

restoration as well as a framework for improving diacritic restoration in other languages that

include diacritics if data resources become available.

1 Diacritization and Auxiliary Tasks

We formulate the problem of diacritic restoration as a sequence classification as follows:

given a sequence of characters, we identify the diacritic corresponding to each character in

that sequence. In addition to that, we consider three auxiliary tasks: syntactic diacritization,

part-of-speech tagging, and word segmentation. Two tasks operate at the word level (syntac-

tic diacritization and POS tagging) and the remaining tasks (diacritic restoration and word

segmentation) operate at the character level. This method for diacritic restoration utilizes

information from both character and word level information, bridging the gap between the

two levels.
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1.1 Syntactic Diacritization (SYN)

Syntactic diacritization refers to the process of retrieving only the syntactic related

diacritics for each word in the sentence.1 Diacritics that are added due to passivation are

also syntactic in nature but are not considered in our syntactic diacritization task; however,

they are still considered in the full diacritic restoration model. Thus, the same word can be

assigned a different syntactic diacritic depending on its relations to the remaining words

in the sentence (e.g. subject or object). For example, the diacritized variants �Õ
�
Î

�
« Ealama

and �Õ
�
Î

�
« Ealamu which both mean “flag” have the corresponding syntactic diacritics: a and

u, respectively. That being said, the main trigger for accurate syntactic prediction is the

relationships between words, capturing semantic and most importantly, syntactic information.

Because Arabic has a unique set of diacritics, this study formulates syntactic diacritization

in the following way: each word in the input is tagged with a single diacritic representing its

syntactic position in the sentence.2 The set of diacritics in syntactic diacritization is the same

as the set of diacritics for full diacritic restoration. Other languages that include diacritics

can include syntactic related diacritics but in a different manner than Arabic. Both Yoruba

and Vietnamese are not impacted by syntactic diacritization; they express syntactic related

information as independent morphemes and not directly through diacritics as in Arabic.

1.2 Word Segmentation (SEG)

Word segmentation refers to the process of separating affixes from the main unit of

the word. Word segmentation is commonly used as a preprocessing step for different

NLP applications and its usefulness is apparent in morphologically rich languages. For

example, the undiacritized word whm Ñëð might be diacritized as waham∼a
��
Ñ

�
ë

�
ð “and

concerned,” waham Ñ
�
ë

�
ð “illusion,” where the first diacritized word consists of two segments

1 As described in Chapter 2, in contrast to lexical diacritics, syntactic or inflectional diacritics are related
to the syntactic positions of words in the sentence and are added to the last letter of the main units of words,
changing only their pronunciations.

2 Combinations of diacritics is possible but we combine valid possibilities together as one single unit in our
model. For example, the diacritics ∼ and a are combined to form an additional diacritic ∼a.
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“wa ham∼a"
��
Ñ

�
ë

�
ð while the second is composed of one word. Word segmentation can

be formulated in the following way: each character in the input is tagged following IOB

tagging scheme (B: beginning of a segment; I: inside a segment; O: out of the segment).

For Yoruba and Vietnamese, word segmentation is not needed as each morpheme is written

independently and separated by a white space from associated morphemes. In other words,

a word in these languages is formed by reading two or more morphemes separated by a

white space.

1.3 Part-Of-Speech Tagging (POS)

POS tagging refers to the task of determining the syntactic role of a word (i.e. part of

speech) within a sentence. POS tags are highly correlated with diacritics (both syntactic

and lexical): knowing one helps determine or reduce the possible choices of the other.

For instance, the word I.
�
J» ktb in the sentence ktb [someone] means “books” if we know

it to be a noun whereas the word would be either I.

��
J
�
» katab “someone wrote” or I.

���
J
�
»

kat∼ab “made someone write" if it is known to be a verb. POS tagging can be formulated

in the following way: each word in the input is assigned a POS tag from the Universal

Dependencies tagset (Taji et al., 2017).3 This tagset is chosen because it includes essential

POS tags in the language, and it is unified across different languages which makes it suitable

to investigate more languages in the future.

2 Approach

We built a diacritic restoration joint model and studied the extent to which sharing

information is plausible to improve diacritic restoration. Our joint model is inspired by the

recent success of the hierarchical modeling proposed in (Hashimoto et al., 2016) such that

information learned from an auxiliary task is passed as input to the diacritic restoration

3 Refer to https://universaldependencies.org/.
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related layers.4

2.1 Input Representation

Since our joint model may involve both character and word level based tasks, we began

our investigation by asking the following question: how to integrate information between

these two levels? Starting from the randomly initialized character embeddings as well as

a pretrained set of embeddings for words, we follow two approaches (Figure 7.1 visually

illustrates the two approaches with an example).

Figure 7.1: An example of embedding vectors for the word cat and its individual characters:
c,a, and t. (i) A character-based representation for the word cat from its individual characters;
(ii) A concatenation for the word embedding with each of its individual characters.

(1) Character Based Representation: We pass information learned by character level

tasks into word level tasks by composing a word embedding from the word’s characters.

We first concatenate the individual embeddings of characters in that word, and then apply

a BiLSTM layer to generate denser vectors.5 This helps represent morphology and word
4 We also experimented with learning tasks sharing some levels and then diverging to specific layers for

each tasks. However, this did not improve the performance compared to the diacritic restoration model when
we do not consider any additional task.

5 We also evaluated the use of feedforward layer and unidirectional LSTM but a BiLSTM layer provided
better results.
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composition in the model.

(2) Word-To-Character Representation: To pass information learned by word level tasks

into character level tasks, we concatenate each word with each of its composed characters

during each pass, similar to what is described in (Watson et al., 2018). This helps distinguish

the individual characters based on the surrounding context, implicitly capturing additional

semantic and syntactic information.

2.2 The Diacritic Restoration Joint Model

Figure 7.2: The diacritic restoration joint model. All Char Embed entities refer to the same
randomly initialized character embedding learned during the training process. Pretrained
embeddings refer to fixed word embeddings obtained from fastText (Bojanowski et al.,
2017). (i) shows the input representation for CharToWord and WordToChar embedding
which is the same as in Figure 7.1. (ii) represents the diacritic restoration joint model; output
labels from each task are concatenated with WordToChar embedding and optionally with
segmentation hidden.

For all architectures, the main component is Bidirectional Long Short Term Memory

(BiLSTM) (Hochreiter and Schmidhuber, 1997; Schuster and Paliwal, 1997), which pre-

serves the temporal order of the sequence and has been shown to provide state-of-the-art
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performance in terms of accuracy (Zalmout and Habash, 2017; Alqahtani et al., 2019b).

After representing characters through random initialization and representing words using

pretrained embeddings obtained from fastText (Bojanowski et al., 2017), the learning process

for each batch runs as the following:

1. We extract the two additional input representation described in Section 2.1;

2. We apply BiLSTM for each of the different tasks separately to obtain their correspond-

ing outputs;

3. We pass all outputs from all tasks as well as WordToChar embedding vectors as input

to the diacritic restoration model and obtain our diacritic outputs.

Figure 7.2 illustrates the diacritic restoration joint model. As can be seen, syntactic diacriti-

zation as well as POS tagging are trained on top of CharToWord representation which is

basically the concatenation of the pretrained embedding for each word with the character-

based representations described in Figure 7.1. Word segmentation is also trained separately

on top of the character embeddings. We pass the outputs of all these tasks along with

WordToChar representation to train the BiLSTM diacritic restoration model. Omitting a task

is rather easy, we just remove the related components for that task to yield the appropriate

model. Another option is to pass the last hidden layer for word segmentation along with the

remaining input to the diacritic restoration model.6

3 Experimental Setups

Dataset: We use Arabic Treebank (ATB) dataset: parts 1, 2, and 3 and follow the same

data division as Diab et al., 2013. Table 7.1 shows statistics about the datasets we use for

all tasks. For word based tasks, we segment each sentence into space tokenized units. For

character based tasks, we add the special boundary “<w>" between these units, and then

6 Passing the last hidden layer for POS tagging and/or syntactic diacritization did not improve the perfor-
mance; the pretrained embeddings are sufficient to capture important linguistic signals.
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each unit is further segmented into its characters, similar to the previous chapters. We pass

each word through the model along with a specific number of previous and future words (+/-

10 words).

Train Test Dev OOV
502,938 63,168 63,126 7.3%

Table 7.1: Number of words and OOV rate for Arabic. OOV rate indicates the percentage
of undiacritized words in the test set that have not been observed during training.

Parameter Settings: For all tasks, we use 250 hidden units in each direction (500 units in

both directions combined) and 300 as the embedding size. We use 3 hidden layers for tasks

except in word segmentation in which we use only one layer. We use Adam for learning

optimization with learning rate equal to 0.001. We use 20 for epoch size, 16 for batch

size, 0.3 for hidden dropout, and 0.5 for embedding dropout. We initialize the embedding

with uniform distribution [-0.1,0.1] and the hidden layers with normal distribution. The

cross entropy loss scores for all tasks under study are combined and then normalized by the

number of tasks in the model.

Evaluation metrics: We use accuracy for all tasks except diacritic restoration in which we

use error rates (the inverse of accuracy). For diacritic restoration, we use the same evaluation

metrics we described in the previous chapters: Word Error Rate (WER) on all words and on

OOV words7, Diacritic Error Rate (DER), and Last Diacritic Error Rate (LER).

Significant testing: We ran each experiment three times and reported the mean score.8

We used a bootstrap test with p = 0.05 to evaluate whether the difference between models’

performance and the diacritic restoration is significant (Dror et al., 2018).

7 Words that appear in the training dataset but do not appear in the test dataset.
8 Higher number of experiments provide more robust conclusion about models’ performance. We only

considered the minimum acceptable number of times to run each experiment due to limited computational
resources.
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4 Results & Analysis

Table 7.2 shows the performance of the diacritic restoration joint models when different

tasks are considered. For all experiments, we observe improvements compared to the

character-based diacritic restoration model across all evaluation metrics. Furthermore,

even though investigated auxiliary tasks that we investigate concern syntax or morpheme

boundaries, the improvements extend to lexical diacritics as well. Thus, the proposed joint

diacritic restoration model is also helpful in settings where syntactic related diacritics are

not of concern.

The best performance is achieved when we consider all auxiliary tasks within the diacritic

restoration model. This means that considering both word embeddings as well as the output

distributions of the considered related tasks are essential in the context of diacritic restoration

with varying degrees. The table also shows statistically significant improvements across the

board. This indicates that even with the availability of some related tasks but not others,

diacritic restoration would still benefit from additional linguistic information.

Task WER DER LER/Lex OOV WER

DIAC (Char) 8.51 (±0.01) 2.80 5.20/5.54 34.56
DIAC (WordToChar) 8.09* (±0.05) 2.73 5.00/5.30 32.10

DIAC+SEG 8.35* (±0.02) 2.82 5.20/5.46 33.97
DIAC+SYN 7.70* (±0.02) 2.60 4.72/5.08 30.94
DIAC+POS 7.86* (±0.14) 2.65 4.72/5.20 32.28

DIAC+SEG+SYN 7.70* (±0.05) 2.59 4.65/5.03 31.33
DIAC+SEG+POS 7.73* (±0.08) 2.62 4.73/5.01 31.31
DIAC+SYN+POS 7.72* (±0.06) 2.61 4.62/5.06 31.05

ALL 7.51* (±0.09) 2.54 4.54/4.91 31.07

Table 7.2: Performance of the joint diacritic restoration model when different related tasks
are considered. Bold numbers represent the highest score per column. Almost all scores are
higher than the base model DIAC (char). * denotes statistically significant improvements
compared to the base model. Lex refers to the percentage of words that have incorrect lexical
diacritics only excluding syntactic diacritics. For the columns SEG, SYN, and POS, we use
accuracy metric (%) similar to previous studies; the symbol - means that the associated task
is not applicable in the experiment.
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Impact of Auxiliary Tasks: We discuss the impact of adding each investigated task

towards the performance of the diacritic restoration model.

Word segmentation (DIAC+SEG): When morpheme boundaries as well as diacritics

are learned jointly, the WER performance slightly reduced on all and OOV words. This

reduction is attributed mostly to lexical diacritics. Getting only slight improvement was

surprising; we believe that this is due our experimental setup and does not negate the

importance of having morphemes to assign appropriate diacritics. We speculate that the

reason for this is that we do not capture the interaction between morphemes as an entity,

losing some level of morphological information. For instances, the words waham∼a versus

wahum for the undiacritized words whm (bold letters refer to consonants distinguishing it

from diacritics) would benefit from morpheme boundary identifications to tease apart wa

from hum in the second variant (wahum), emphasizing that these are two words. But on

the other hand, it adds an additional layer of ambiguity for other cases like the morpheme

ktb in the diacritic variants kataba, kutubu, sayakotubo - note that the underlined segment

has the same consonants as the other variants - in which identifying morphemes increased

the number of possible diacritic variants without learning the interactions between adjacent

morphemes.

Syntactic diacritization (DIAC+SYN): By enforcing inflectional diacritics through

an additional focused layer within the diacritic restoration model, we observe improvements

by ∼0.81% on WER compared to the character based diacritic model. We notice improve-

ments on syntactic related diacritics (LER score), which is expected given the nature of

syntactic diacritization in which it learns the underlying syntactic structure to assign the

appropriate syntactic diacritics for each word. Improvements also extend to lexical diacritics,

and this is because word relationships are captured during learning syntactic diacritics in

which BiLSTM modeling for words is integrated.
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POS tagging (DIAC+POS): When we jointly train POS tagging with full diacritic

restoration, we notice ∼0.60% improvements compared to the character based diacritic

restoration model in terms of WER and overall improvement across all evaluation metrics.

Compared to syntactic diacritization, we obtain similar findings across all evaluation metrics

except for WER on OOV words in which POS tagging drops by∼2%. Including POS tagging

within diacritic restoration also captures important information about the words. As stated,

the idea of POS tagging is to learn the underlying syntax of the sentence. In comparison

to syntactic diacirtization, it involves different types of information like passivation which

could be essential in learning correct diacritics.

Ablation Analysis: As stated, incorporating all the auxiliary tasks under study within the

diacirtic restoration model (ALL) provides the best performance across all measures except

WER on OOV words in which the best performance was given by DIAC+SYN. We discuss

the impact of removing one task at a time from ALL and examine whether its exclusion

significantly impacts the performance. Excluding word segmentation from the process drops

the performance of diacritic restoration. This shows that even though word segmentation did

not help greatly when it was combined solely with diacritic restoration, the combinations

of word segmentation and the other word based tasks filled in the gaps that were missing

from just identifying morpheme boundaries. Excluding either POS tagging or syntactic

diacritization also hurts the performance which shows that these tasks complement each

other and, taken together, they improve the performance of diacritic restoration model.

Input Representation:

WordToChar: When we consider WordToChar as input to the diacritic restoration

model, we observe small improvements for all evaluation metrics (Table 7.2). The results

improved by 0.42 on WER. This is justified by the ability of word embeddings to capture

syntactic and semantic information of the sentence. As we are attaching pretrained word
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embeddings for each character to compose WordToChar representation, the same character

is disambiguated in terms of the surrounding context as well as the word it appears in. For

instance, the character t in the word cat would be represented slightly different than the

character t in a related word cats or even a different word table.

Even when we combine learning the diacritics with the outputs of word related tasks, we

still benefit from WordToChar representation. In other words, information learned by word

based tasks did not eliminate the need for WordToChar representation. Table 7.3 shows

the results when we only consider the character embeddings for diacritic restoration versus

WordToChar representation in which both character and word embeddings are concatenated.

Notice the overall improvements in the results.

Task WordToChar character only

DIAC+SYN 7.99 8.60
DIAC+POS 7.93 8.53

Table 7.3: WER performance when we consider WordToChar representation versus charac-
ter representation without considering output labels from investigated tasks.

Impact of passing the labels: Table 7.4 shows the different models when we do not

pass the labels of the investigated tasks (the input is only WordToChar representation)

against the same models when we do. We noticed a drop in performance across all models.

Notice that all models – even when we do not consider the label – have better performance

than the character-based models.

Last hidden layer of word segmentation: Identifying morpheme boundaries did

not get us the accuracy that we expected. Therefore, we examined whether information

learned from the BiLSTM layer would help us learn morpheme interactions. We also passed

information learned in the last BiLSTM layer to the diacritic restoration model along with

segmentation labels. This intuitively provides additional information about characters in

relation to their surrounding characters and their segments. Table 7.5 shows the different
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Tasks With Labels Without Labels Difference

DIAC+SYN 7.70 7.99 0.29
DIAC+POS 7.86 7.93 0.07

DIAC+SEG+SYN 7.70 7.93 0.23
DIAC+SEG+POS 7.73 7.99 0.26
DIAC+SYN+POS 7.72 7.97 0.25

ALL 7.51 7.91 0.28

Table 7.4: WER performance when we do not consider the output labels for the investigated
tasks.

models’ performance when we pass information regarding the last BiLSTM layer and when

we do not. We did not observe any improvements towards predicting accurate diacritics

when considering such information. Thus, it is sufficient to only utilize the segment labels

for diacritic restoration.

Task With WER DER LER/Lex OOV

SEG
7 8.35 2.82 5.20/5.46 33.97
3 8.43 2.81 5.13/5.56 34.7

SEG+SYN
7 7.61 2.59 4.65/5.03 31.33
3 7.58 2.60 4.66/5.06 32.30

SEG+POS
7 7.73 2.62 4.73/5.01 31.31
3 7.72 2.63 4.72/5.12 31.72

ALL
7 7.51 2.54 4.54/4.91 31.07
3 7.73 2.65 4.79/5.08 31.87

Table 7.5: Performance of different diacritic restoration models when word segmentation
task is considered with (3) and without (7) passing information from the last hidden layer.

Qualitative analysis: We compared random errors that are correct in DIAC (character-

based diacritic restoration) with ALL in which we consider all investigated tasks. Although

ALL provides accurate results for more words, it introduces errors in other words that have

been correctly diacritized by DIAC. The patterns of such words are not clear. Table 7.6

shows some examples in which we have correct diacritic assignments in DIAC and other

examples for ALL for the same category of error. We did not find a particular category that
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occurs in one model but not the other. Rather, the types and quantity of errors differ in each

of these categories.

Category ALL DIAC

Invalid composition

waq∼aEatohu waqaEatohu
she made [someone] sign

nusalamu nusal∼imu
we greet someone

Passive

Almunotijapi Almunotajapi
something that is producing
>uxorajat >axorajat

[someone] got her out

Different senses

kav∼arat kavurat
she made it greater in quantity

Almilokiy∼ap Almalakiy∼ap
the possession

Case and Mood

maso>alapN maso>alapF
an issue

funoduqK funoduqi
a hotel

Table 7.6: Example of words predicted correctly in ALL but not in DIAC.

Confusion matrix: The differences between diacritics assigned by DIAC and ALL

represented in Figure 7.3. The two models differ by ∼3% for the diacritics N and ∼K, ∼2%

for the diacritic ∼N, and ∼1% for the diacritics u, ∼, K, and ∼u. The diacritics N and K

with and without combining them with ∼ correspond to the case and mood diacritic marks.

The diacritics u and ∼u can be added to the word as a lexical assignment or as a syntactic

assignment at the end of the main word. Additionally, u and ∼u usually denote passive

verbs for words. The diacritic ∼ is equivalent to writing the attached consonants twice and

yields a different sense of the word.

Passive and active verbs: Passivation in Arabic is denoted through diacritics. Further-

more, previous studies indicated the ambiguity caused by passivation in some cases of

Arabic (Hermena et al., 2015; Diab et al., 2007). Thus, since our human annotated dataset
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(a) DIAC only (b) All Tasks

Figure 7.3: Confusion matrix for DIAC and ALL. Numbers in the cells represent accuracy.

indicates whether a verb is passive or active, we further divide verbs in the Universal De-

pendencies tagset into passive and active accordingly, increasing the size of the Universal

Dependencies tagset by one. As can be seen from Table 7.7, we notice improvements across

all evaluation metrics compared to the pure POS tagging, showing its importance in diacritic

restoration models.

Task With Pass WER DER LER/Lex OOV

POS
7 7.86 2.65 4.72/5.20 32.28
3 7.65 2.58 4.65/5.04 31.16

SEG+POS
7 7.73 2.62 4.73/5.01 31.31
3 7.65 2.57 4.71/5.02 30.03

SYN+POS
7 7.72 2.61 4.62/5.06 31.05
3 7.78 2.61 4.77/5.07 30.42

ALL
7 7.51 2.54 4.54/4.91 31.07
3 7.62 2.57 4.70/4.99 30.77

Table 7.7: Performance of different diacritic restoration models when passivation is consid-
ered. 3refers to experiments in which we consider passivation as an additional tag while
7refers to experiments in which do not consider passivation in the tagset.

Level of linguistic information: The building blocks for our joint diacritic restoration

model were built empirically and tested against the development set. We noticed that to
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improve the performance, soft parameter sharing in a hierarchical fashion performs better

on diacritic restoration. We experimented with building a joint diacritic restoration model

that jointly learns segmentation and diacritics through hard parameter sharing. To learn

segmentation with diacritic restoration, we strictly enforced sharing the embedding layer

between the two tasks as well as sharing some or all layers of BiLSTM. We got WER

on all words (8.53∼9.35) in which no improvements were shown compared to character

based diacritic restoration. To learn wordbased tasks with diacritic restoration, we pass

WordToChar representation to the diacritic restoration and/or CharToWord representation for

word-based tasks. The best that we could get for both tasks is 8.23%∼9.6%; no statistically

significant improvements was found. This shows the importance of hierarchical structure

for appropriate diacritic assignments.

State-of-the-art Comparison: Table 7.8 shows the performance of the state-of-the-art

models, our base models, and the best obtained models for the different tasks. BiLSTM-CRF

provides the best performance which is close to the performance of ALL. The objective

of the BiLSTM-CRF model is to maximize the correct sequence of diacritics. However,

BiLSTM-CRF is not efficient; it takes a long time for both training and inference. In

addition to that, the performance of BiLSTM-CRF on OOV words is 32.1% which is slightly

worse than ALL. ALL surpass the performance of Zalmout and Habash, 2017. However,

Zalmout and Habash, 2017’s model performs significantly better on OOV words (20.2%).

As discussed, this might be due to the way Zalmout and Habash, 2017’s model is formulated

(training separate classifiers for extensive set features reflecting morphology in Arabic and

using that in addition to the language model output to rank different analysis).

Independent efforts were released concurrently with the work presented in this chapter

(Zalmout and Habash, 2019b; Zalmout and Habash, 2019a). Both efforts learn different

morphological features including diacritization within morphological analysis framework as

in the case of (Zalmout and Habash, 2017).
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Task Model Accuracy

Diacritic Restoration

Zalmout and Habash, 2017 91.70
BiLSTM_CRF 92.40
BiLSTM+300 (our base) 91.50
ALL 92.49
ALL with passive 92.38

Word Segmentation
Zalmout and Habash, 2017 99.60
BiLSTM (base) 99.88

POS Tagging BiLSTM (base) 97.15

Syntactic Diacritization
Hifny, 2018 94.70
BiLSTM (base) 94.22

Table 7.8: The performance of our models with the previous state-of-the-art models.

Zalmout and Habash, 2019a reported 92.5% which is comparable to our best model -

0.01% improvement. The difference between their work and that in (Zalmout and Habash,

2017) is the use of a joint model to learn morphological features other than diacritics (or

features at the word level) rather than learning these features individually. Then they both

utilize a language model as well as the output features of their joint model to rank and

score all resulted analysis. Zalmout and Habash, 2019a obtained an additional boost in

performance (92.8% with 0.3% improvement over ours) when they add a dialect variant

of Arabic in the learning process. Particularly, they utilized transfer learning techniques

to share information between both languages which accommodate for the low available

resources for the dialect.

Zalmout and Habash, 2019b provides the current state-of-the-art performance in which

they build a morphological disambiguation framework in Arabic similar to (Zalmout and

Habash, 2017; Zalmout and Habash, 2019a). They reported their scores based on the

development set which was not used for tuning. In the development set, they obtained 93.9%

which significantly outperforms our best model (ALL) by 1.4%.

Our approach is similar to theirs. We both follow WordToChar as well as CharToWord

input representations discussed in Section 2.1, regardless of the specifics. Furthermore,
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we both consider the morphological outputs as features in our diacritic restoration model.

In Zalmout and Habash, 2019b, morphological feature space that are considered is larger,

making use of all morphological features in Arabic. Zalmout and Habash, 2019b use

sequence-to-sequence modeling rather than sequence classification as ours.

Based on our analysis, we believe that neither the underlying architecture nor the

consideration of all possible morphological features were the crucial factor that led to the

significant reduction in WER performance. Rather, we believe that morphological analyzers

is the crucial factor in such significant improvement. As a matter of fact, in Zalmout and

Habash, 2019b, the performance significantly drops to 92.8% when they, similar to our

approach, take the highest probabilistic value as a solution.

Thus, we believe that the use of morphological analyzers enforces valid word composi-

tion in the language and filter out invalid words (a side effect of using characters as input

representation). This also justifies the significant improvement on OOV words obtained by

(Zalmout and Habash, 2017). Thus, we think that a global knowledge of words and internal

constraints within words are captured.

Auxiliary tasks: We also compared each of the auxiliary tasks to the state-of-the-art

models. For word segmentation, our base model and (Zalmout and Habash, 2017)’s model

has good performance in comparison to each other. For POS tagging, we use a shallower

set than typically used in previous models so we do not have a relative reference point for

comparison. For syntactic diacritization, we compare our results with Hifny, 2018 which

uses a hybrid network of BiLSTM and Maximum Entropy to solve syntactic diacritization.

5 Discussion

We present a diacritic restoration joint model that considers the output distributions

for different related tasks to improve the performance of diacritic restoration. Although

we apply our diacritic restoration joint model on Arabic, this model provides a framework
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for other languages that include diacritics whenever resources become available. Our

results show statistically significant improvements across all evaluation metrics. This shows

the importance of considering additional linguistic information at both morphological or

sentence levels. Semantic information through pre-trained word embeddings within the

diacritic restoration model also helped boost diacritic restoration performance. For Arabic,

further dividing verbs into active and passive verbs improves the performance of diacritic

restoration in models that are based on characters (diacritics and morpheme boundary

identification) and its impact diminishes when syntactic diacritization is involved. This is

essential because diacritics assigned for surrounding words can be better determined if we

know that a verb is in passive voice but such information is already captured when learning

syntactic diacritics.

Although we observed improvements in terms of generalizing beyond observed data

when using the proposed linguistic features, the OOV performance is still an issue for

diacritic restoration. Resolving such issue is important as models would be more probably

used in different domains and genres and their validity propagate to downstream tasks. Thus,

we further encourage research into resolving the OOV issue.

We believe that developing a technique that enforces valid word compositions in the

language would lead to significant improvements in the performance. The use of morpho-

logical analyzers is one possible solution. An alternative solution would be beneficial so

that we can generalize beyond languages that have sufficient resources as well as languages

that are not morphologically rich. Investigation regarding phonological constraints inherited

in the language could be a possible direction for future investigation.
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Chapter 8: Partial Diacritic Restoration

While context is often sufficient for determining the meanings of ambiguous words

(i.e. words with more than one diacritic alternative), restoring the missing diacritics can

provide valuable additional information for homograph disambiguation. We discussed in

the previous chapters different methodologies to restore all possible diacritics in the written

text. Full diacritic restoration could theoretically help disambiguate homographs when used

within downstream applications. However, in practice, the increase in the overall sparsity

leads to performance degradation in downstream applications.

In particular, the occurrence of each undiacritized form would be split up among its

diacritized variants and in turn each of these diacritized variants will be treated as an

independent unit. This would create datasets with greater sparsity since some diacritic

variants may not have sufficient training examples, which hinders the learning process. In

addition, there might be cases in which possible diacritic variants have never occurred in the

training dataset but are valid options to be seen during testing, which further complicates

the models’ ability to generalize.

The goal of this chapter is to find a sweet spot between zero diacritization and full

diacritization; we refer to this as partial diacritization. Partial diacritization is the process of

adding a subset of diacritics that is sufficient to disambiguate meanings or pronunciations of

words while avoiding the problem of sparseness associated with full diacritization. Partial

diacritic restoration can be viewed as a compressed form of full diacritics such that the

redundant and insignificant diacritics are removed. There are many possibilities for the

number of partial diacritics a text can incorporate, which makes the task of finding an optimal

diacritic scheme challenging. We investigate different strategies to identify partial diacritic

schemes that help us improve the performance of downstream applications. Identifying

empirically successful partial diacritization strategies can help discover optimal diacritization
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schemes which is the ideal scenario.

We develop two sets of unsupervised approaches to balance sparsity and lexical dis-

ambiguation: linguistic-based and ambiguity-based approaches. Given a fully-diacritized

corpus, diacritics that are not related to the diacritic scheme under consideration are removed,

similar to (Diab et al., 2007; Hanai and Glass, 2014). The two approaches differ in how

they define the diacritic scheme. In linguistic based approaches (Section 2), we focus on

the character level in the development process, meaning for each character in the text, we

decide whether to keep that diacritic or remove it, depending on the scheme definition. On

the other hand, ambiguity based approaches (Section 3) focus on the word level to identify

words that benefit from diacritic specification. If a word is deemed ambiguous, then we

keep its full diacritics.

For all approaches that we discuss in this chapter, we use Modern Standard Arabic

(MSA) as a case-study. This is mainly because MSA enjoys more computational and data

resources that are unavailable for other languages that include diacritics. However, most

techniques and methods discussed here can be applied to other languages if resources are

available.

We then evaluate the success of proposed methods by measuring the performance in

downstream applications compared with full or no diacritic restoration. Specifically, we

use the following evaluation benchmarks: monolingual and cross-lingual Semantic Textual

Similarity (STS), Neural Machine Translation (MT), Part-of-Speech (POS) tagging, and Base

Phrase Chunking (BPC) applications. We believe that there is no one optimal diacritization

scheme; rather, we contend that a partial diacritic scheme can be application-specific or

useful in a subset of applications.

Our experiments show promising results for partial diacritization in Arabic in some

downstream applications. Although this improvement is not consistent, it provides an

encouraging base to be used as a spring board for future developments towards optimal

diacritization. We propose several unsupervised data-driven methods for the automatic
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identification of ambiguous words. We also evaluate and analyze the impact of partial sense

disambiguation through diacritics in downstream applications for MSA.

1 Evaluation

Intrinsically evaluating the quality of a proposed partial diacritization scheme against

a gold standard is challenging since it is difficult to obtain a dataset either for training or

evaluation that exhibits consistent partial diacritization with reliable inter-annotator agree-

ment (Zaghouani et al., 2016b; Bouamor et al., 2015), thereby necessitating an empirical

investigation. Hence, we evaluate the proposed diacritization schemes extrinsically on

various semantic and syntactic downstream NLP applications: Semantic Textual Similarity

(STS), Neural Machine Translation (NMT), Part-of-Speech (POS) tagging, and Base Phrase

Chunking (BPC). Before we delve into details about the extrinsic evaluation, we discuss the

main challenges for creating human-annotated partially-diacritized datasets.

1.1 Human Annotation Efforts

One of the challenges that we faced during the development of partial diacritic schemes

is that we do not have a dataset that incorporates appropriate partial schemes in the language.

Creating partially-diacritized datasets based on human understanding of the phenomenon

is a challenging task. Bouamor et al., 2015 conducted a pilot study where they asked

human annotators to add the minimum number of diacritics sufficient to disambiguate

homographs. However, attempts to provide human annotation for partial diacritization

resulted in low inter-annotator agreement due to the annotators’ subjectivity and different

linguistic understanding of the words and contexts (Bouamor et al., 2015). The difficulty

lies in particular in two parts of the process: identifying words that need to be disambiguated

(i.e. homographs) and identifying diacritics that need to be added in a word if deemed

ambiguous.

To lessen the difficulties of creating partially-diacritized datasets, human annotators were
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only asked to determine if a word is ambiguous or not and then add full diacritics if the word

is deemed ambiguous, as opposed to determining if a word is ambiguous and then add the

least possible diacritics. Although this method increases the inter-annotator agreement, it still

cannot be relied upon. Thus, we used a morphological disambiguation tool, MADAMIRA

(Pasha et al., 2015), to identify candidate words that may need disambiguation. A word was

considered ambiguous if MADAMIRA generates multiple high-scoring diacritic alternatives

(we will refer to this diacritic scheme as MADA_SCORE), and human annotators were

asked to select from these alternatives or manually edit the diacritics if none of the options

was deemed correct. This resulted in a significant increase in inter-annotator agreement. It

also increased the speed of the annotation process, where full diacritics are added if the word

is deemed ambiguous. In MADA_SCORE, the same word may be tagged as ambiguous in

one sentence and not ambiguous in another sentence, depending on the context (Zaghouani

et al., 2016b).1

Manually annotating words in a dataset with binary ambiguity labels (ambiguous vs.

unambiguous) or adding the minimum number of diacritics are challenging tasks due to

the difficulty in defining ambiguity as well as defining the appropriate partial diacritic

scheme. The general idea of the requirements is clear – adding a subset of diacritics to

disambiguate homographs – but the specifics of what defines a good partial schemes for

potential applications or even how to determine that is not clear. Furthermore, human

annotation is costly and requires significant efforts. For this reason, our efforts to develope

diacritic patterns and define partial diacritization is focused on automating the identification

of ambiguous words in order to identify targets for partial diacritization. This approach can

be generalized to apply to other languages that use diacritics for future development.

1 I was one of the authors in (Zaghouani et al., 2016b)’s study.
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1.2 Extrinsic Evaluation

Once we generated the partially-diacritized datasets, we evaluate their efficacy extrinsi-

cally on downstream applications. For all downstream applications, training and test data

are preprocessed using MADAMIRA (Pasha et al., 2014) with the FULL-CM diacritization

scheme where we only keep lexical diacritics. For linguistic based approaches, we remove

all diacritics that are not related to the scheme definitions. For ambiguity based approaches,

the data is then filtered based on the AmbigDict of choice; namely, only word tokens in the

text are deemed ambiguous according to each AmbigDict and maintain their full diacritics

(as generated by MADAMIRA) while the unambiguous words are kept undiacritized. We

use different significance testing methods appropriate for each application with p <= 0.05.

Semantic Textual Similarity (STS): STS is a benchmark evaluation task (Cer et al.,

2017) where the objective is to predict the similarity score between a pair of sentences.

Performance is typically evaluated using the Pearson correlation coefficient against human

judgments. We used the William test (Graham and Baldwin, 2014) for significance testing.

We experiment with an unsupervised system based on matrix factorization developed by

(Guo and Diab, 2012; Guo et al., 2014), which generates sentence embeddings from a

word-sentence co-occurrence matrix and then compares them using cosine similarity.2 (Guo

and Diab, 2012; Guo et al., 2014)’s model uses a weighted scheme for observed and missing

words to represent words and sentences in LSA-like co-occurrence statistics.

We use a dimension size of 700. To train the model, we use the Arabic dataset released

for SemEval-2017 task 1 (Cer et al., 2017). Since the training dataset is small, we augment

it by randomly selecting sentences from the dataset (∼1,655,922) described in Section ??

where the chosen sentences have to satisfy the following conditions: the number of words

lie between 5 and 150; and, the minimum frequency for each word is 2. We apply these

conditions in the diacritized data since it has more sparseness and then use the undiacritized
2 Other state-of-the-art STS systems built for Arabic either rely on translated sentences or do not provide

open source-codes.
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correspondents in the undiacritized setting.3

Neural Machine Translation (NMT): We build a BiLSTM-LSTM encoder-decoder ma-

chine translation system as described in (Bahdanau et al., 2014) using OpenNMT (Klein

et al., ). We use 300 as input dimension for both source and target vectors, 500 as hidden

units, and 0.3 for dropout. We initialize words with embeddings trained using FastText

(Bojanowski et al., 2017) on the selectively-diacritized dataset described in Section ??. We

train the model using SGD with max gradient norm of 1 and learning rate decay of 0.5. We

use the Web Inventory of Transcribed and Translated Talks (WIT), which is made available

for IWSLT 2016 (Mauro et al., 2012). We use BLEU (Papineni et al., 2002) for evaluation,

and bootstrap re-sampling and approximate randomization for significance testing (Clark

et al., 2011).

POS tagging: POS tagging is the task of determining the syntactic role of a word (i.e. part

of speech) within a sentence. POS tags are highly correlated with diacritics: knowing one

helps determine or reduce the possible choices of the other. For instance, the word ktb in the

instance ktb [someone] means “books" if we know it to be a noun whereas the word would

be either katab “someone wrote" or kat∼ab “made someone write" if it is known to be a

verb. We use a BiLSTM-CRF architecture to train a POS tagger using the implementation

provided by (Reimers and Gurevych, 2017), with 300 as dimension size, initialized using the

same embeddings we use in NMT. We used ATB datasets parts 1,2, and 3 to train the models

with Universal Dependencies POS tags, version 2 (Nivre et al., 2016). We use word-level

accuracy for evaluation, and t-test (Fisher, 1935; Dror et al., 2018) for significance testing.

Base Phrase Chunking (BPC): BPC or shallow parsing is the task of identifying non-

overlapping segments of texts that correspond to major constituent (chunks) types (e.g. noun

phrases, verb phrases, etc.) (Diab, 2007). We use a BiLSTM-CRF architecture to train a

3 1,655,922 more sentences – the available dataset was only 2206 sentences
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BPC tagger using the implementation provided by (Reimers and Gurevych, 2017), with 300

as dimension size, initialized using the same embeddings we use in NMT and POS tagging.

We used ATB datasets parts 1 to 12 (except 4 and 8) to train the models with IOB-style

tagset (Inside a chunk (I), Outside a chunk (O), and Beginning of a chunk (B)) described

in (Diab, 2007). We use word-level accuracy for evaluation, and t-test (Fisher, 1935; Dror

et al., 2018) for significance testing.

2 Linguistic Based Approaches

Linguistic based patterns involve those that are developed based on human understand-

ings of the language such that semantic and/or syntactic information essential to complement

contextual information is preserved in the sentences. The set of approaches described here

is limited to Arabic since diacritic related information varies across languages. For other

languages that include diacritics, a different set of linguistic-based approaches should be

developed that is specific for each language.

The extraction process of some schemes involves the full morphological analysis of

the words’ part of speech and their lemmas. We use MADAMIRA to identify these mor-

phological features. Diab et al., 2007 define four different diacritic schemes based on their

usage prominence in Arabic, which include passive voice diacritic marks (PASS), consonant

doubling or gemination (GEM), presence of the syllable boundary marker sukon (SUK), or

syntactic case and mood diacritics (CM). We investigated the same diacritic patterns and

also introduced additional linguistically-based schemes. We apply our scheme definitions

directly to the datasets related to the downstream applications.

2.1 Diacritic Schemes

We divide the diacritic schemes into three sets: lexical diacritic patterns, syntactic

diacritic patterns, and a hybrid of both.
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Lexical Diacritic Patterns: The set of diacritic patterns presented here preserves semantic

information in the text, excluding syntactic related diacritics. This includes the following

diacritic schemes: SUK, which is an explicit marking of the absence of short vowels

typically between syllables such that all diacritics are removed except the diacritic sukon

whenever it is present in the underlying lemma associated with the word; GEM, which

renders explicit the doubling of consonants (i.e. shaddah or gemination) whenever shaddah

is present in the underlying lemma of the word; SUK+GEM, which combines approaches

discussed in SUK and GEM diacritic schemes; and FULL-CM-PASS, which indicates that

all diacritics are kept in the word except the syntactic level diacritics.

Syntactic Diacritic Patterns: In this set of schemes, only syntactic information is pre-

served in the text, and includes the following diacritic schemes: CM, which includes

diacritics that reflect syntactic case and mood on nominals and verbs such that the last

diacritic marks of a word is kept whenever its part of the speech explicitly indicates the

presence of case or mood; PASS, where diacritics that reflect passive voice on verbs are

the only markers kept; and PASS+CM, which combines the properties of PASS and CM

schemes.

Lexical and Syntactic Diacritic Patterns: This is a hybrid of both schemes described

above. Semantic and syntactic information is preserved in this set of diacritic schemes

and includes: TANWEEN, reflecting syntactic case and indefiniteness on nominals such

that all tanween marks are kept; PASS+GEM, which combines the features of PASS and

GEM schemes; PASS+SUK, combining the features of PASS and SUK schemes; and

PASS+SUK+GEM, combining PASS, SUK, and GEM schemes.

The aforementioned diacritic schemes segment the semantic space of words in different

ways. For example, the undiacritized word YªK. bEd can be understood as Y
�
ª

�
K. baEod “after;

post, yet” Y
�
ª

�
K. buEod “dimension; distance; remoteness”,

�
Y

�
ª

�
K. baEuda “became distant

(Aspect:State)”,
�
Yª�

�
K. baEida “became distant (Aspect:Action)”,

�
Yª�

�
K. buEida (passive verb)
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“kept distant to something”,
�
Y

��
ª

�
K. baE∼ada “displace; exclude; alienate”,

�
Y

��
ª

�
K. buE∼ida

(passive verb) “became displaced; excluded; alienated” and
��
Y

�
ªK.�

biEad∼i (preposition +

noun) “by counting.”

Applying SUK diacritic scheme, the semantic space is segmented into two subgroups

where the diacritized words Y
�
ª

�
K. baEod and Y

�
ª

�
K. buEod share the form Y

�
ªK. bEod while the

remaining diacritized words are mapped to the undiacritized version. Similarly, GEM creates

three segments, representing the diacritized word
��
Y

�
ªK.�

biEad∼i as
�
YªK. bEd∼,

�
Y

��
ª

�
K. baE∼ada

and
�
Y

��
ª

�
K. buE∼ida as Y

�
ªK. bE∼d, and the remaining words are mapped to the undiacritized

version. The diacritic scheme PASS+GEM will further segment the ambiguity regarding
�
Y

��
ª

�
K. baE∼ada and

�
Y

��
ª

�
K. buE∼ida (become Y

�
ªK. “bE∼d" and Y

��
ª

�
K. “buE∼id", respectively).

3 Ambiguity Based Approaches (Selective Diacritization)

We devise strategies to automatically identify and disambiguate a subset of homographs

that result from omitting diacritics. In this set of approaches, we first identify ambiguous

words that would benefit from adding diacritics, and then we add the full diacritics if the word

is deemed ambiguous. Manually annotating words in a dataset with binary ambiguity labels

(ambiguous vs. unambiguous) is challenging due to the difficulty in defining ambiguous

words that would benefit from diacritics (Zaghouani et al., 2016b). Therefore, we propose

several unsupervised techniques to automatically identify ambiguous words for selective

diacritization.

Our approach is summarized as follows: we start with full diacritic restoration of a large

corpus, then apply different automated methods to identify the words that are ambiguous

when undiacritized. This results in a dictionary where each word is assigned an ambiguity

label (ambiguous vs. unambiguous). Selectively-diacritized datasets can then be constructed

by restoring the full diacritics only to the words that are identified as ambiguous.

All previous approaches for partial diacritization, including linguistic-based approaches,

either apply full diacritics on all words whenever appropriate or derive partial diacritic
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schemes based on linguistic understanding; crucially these partial diacritic schemes are

applied to all words in a sentence. For instance, the undiacritized sentence bEd ywm

ÐñK
 YªK. “after a day" would be diacritized as baEod yawom Ð
�

ñ
�
K
 Y

�
ª

�
K. when fully diacritized,

bEod ywom Ð
�

ñK
 Y
�
ªK. ( SUK scheme) when partially diacritized, baEod ywm ÐñK
 Y

�
ª

�
K. when

selectively diacritized. Our strategies differ in that we apply full diacritization to a select set

of tokens in the text. The idea is that we reduce the search space of candidate words that

could benefit from full or partial diacritization without increasing sparsity.

Since it is common to use distributed word vector representations in downstream tasks,

we define ambiguity in terms of distributional similarity among diacritized word variants.

Our intuition is that variants with low distributional similarity are more likely to benefit

from diacritization to disambiguate their meanings and tease apart their context variations.

On the other hand, word variants with highly similar contexts tend to have very similar

distributional representations, which results in unnecessary redundancy and sparsity if all

variants are kept.

Based on this definition, we developed several context-based approaches to identify

ambiguous word type candidate and generate a set of dictionaries with ambiguity labels

(AmbigDict), where each word is marked as either ambiguous or unambiguous. The pro-

posed approaches can be classified by the type of tokens used to create the AmbigDict:

diacritized (AmbigDict-DIAC) or undiacritized (AmbigDict-UNDIAC). For example an

entry in AmbigDict-UNDIAC would be “Elm" ÕÎ«: ambiguous; “ktb" I.
�
J»: unambiguous,

whereas in AmbigDict-DIAC would be “Ealam" Õ
�
Î

�
«: ambiguous; “kutub" I.

��
J
�
»: unambigu-

ous.

For generating the various AmbigDict approaches, we used either fully diacritized

versions, without case and mood related diacritics (FULL-CM diacritization scheme, where

we only keep lexical diacritics) or undiacritized versions of the datasets. Since it is expensive

to obtain enormous human-annotated diacritized datasets, we use the morphological analysis

and disambiguation tool, MADAMIRA version 2016 2.1 (Pasha et al., 2014)
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3.1 AmbigDict-UNDIAC Generation

We explore two methods for creating ambiguity dictionaries from undiacritized text:

using a morphological analyzer and unsupervised sense induction.

Multiple Morphological Variants (MULTI): The number of diacritic alternatives for a

word can be a clue to determine whether a word is ambiguous due to missing diacritics

(Alqahtani et al., 2018a). In this approach, context is not considered, but rather the output

of a morphological analyzer applied to the text. We leverage the morphological analyzer

component of MADAMIRA (Pasha et al., 2014) to generate all possible valid diacritic

variants of a word whether these variants are present in the corpus or not. If an undiacritized

word has more than one possible diacritic variant, we consider it ambiguous.4 We use this

context-independent approach as a baseline.

Sense Induction Based Approach (SENSE): Selective diacritization is related to word

sense disambiguation, however we only target disambiguation through diacritic restoration.

Techniques used in automatic word sense induction can be used as a basis for identifying

ambiguous words. Using undiacritized text, we apply an off-the-shelf system for word sense

induction developed by Pelevina et al., 2017, which uses the Chinese Whispers algorithm

(Biemann, 2006) to identify senses of a graph constructed by computing the word similarities

(highest cosine similarities) through using word as well as context embeddings. We apply

the first three steps described in Pelevina et al., 2017 but we do not use the generated

sense-based embeddings; we only use the system to identify the words with multiple senses

subject to benefit from diacritics for disambiguation. We set the three parameters as follows:

the graph size N to 200, the inventory granularity n to 400, and the minimum number of

clusters (senses) k to 5, tuned empirically. A word type is deemed ambiguous if it appears

4 Applying this definition, we created a lexical resource, ARLEX, for Modern Standard Arabic that lists
ambiguity following this definition as well as other linguistic features. This is published in (Alqahtani et al.,
2018a)
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in more than one cluster.

3.2 AmbigDict-DIAC Generation

We explore clustering and translation methods to create ambiguity dictionaries from

diacritized text.

Clustering-based Approaches (CL): Similar in spirit to SENSE, we apply unsupervised

clustering to our corpora to induce AmbigDict. However, unlike SENSE, we apply clustering

to diacritized data. Our intuition is that dissimilar words are likely to occur in different

contexts, and therefore likely to be in different clusters. Therefore, we tag words as

ambiguous if diacritized variants of the same underlying undiacritized form appear in

different clusters.

As a preprocessing step, we apply a fully contextualized diacritization tool to the

underlying corpora. We leverage the MADAMIRA tool (Pasha et al., 2014) to produce a

fully diacritized text (for every token in the data) covering both types of diacritic restoration:

lexical and syntactic. The latter covers syntactic case and mood diacritics. In this study,

we are only concerned with lexical ambiguity; moreover, MADAMIRA has a very high

diacritic error rate in syntactic diacritic restoration (15%) compared to (3.5%) for lexical

diacritic restoration. Hence, we drop the predicted word final syntactic diacritics resulting

in a diacritization scheme similar to the partial scheme in (Diab et al., 2007; Alqahtani et al.,

2016b), namely, FULL-CM. In FULL-CM, every token is fully lexically diacritized (e.g.

the fully diacritized words Ealama �Õ
�
Î

�
« and Ealamu �Õ

�
Î

�
« differ in their syntactic diacritics and

are mapped to Ealam Õ
�
Î

�
« “flag" in FULL-CM).

Given this diacritized corpus, we apply three different standard clustering approaches:

Brown5 (Brown et al., 1992) (CL-BR), K-means6 (Kanungo et al., 2002) (CL-KM), and

5 https://github.com/percyliang/brown-cluster
6 We use “sickit-learn" version 0.18.1. We use the value 1 for both random_state and n_init and the default

values for the remaining parameters.

103



Gaussian Mixture via Expectation Maximization (CL-EM)7 (Dempster et al., 1977). De-

termining the appropriate number of clusters is challenging since we do not have a human-

annotated dataset or intrinsic evaluation metrics that accurately capture the ambiguity

phenomenon. Thus, the number of clusters are tuned in downstream tasks. We tune the

number of clusters for downstream tasks by empirically investigating the performance on

the development set in the downstream tasks for different number of clusters.

Translation-based Approaches (TR): Translation can be used as a basis for word sense

induction (Diab and Resnik, 2002; Ng et al., 2003) since words across different languages

tend to have disparate senses. Following a similar intuition, we use English translations

from a parallel corpus as a trigger to divide the set of diacritic possibilities of a word

into multiple subsets. The intuition here is that homographs worth disambiguating are

those that are likely to be translated differently. We leverage an English MSA parallel

corpus, where the MSA is diacritized in the Full-CM scheme using MADAMIRA (the same

preprocessing step for CL described above). In this approach, diacritized variants that share

the same English translations are considered unambiguous, whereas those that are typically

translated to different English words are considered ambiguous. To that end, we first align

the sentences at the token level and generate word translation probabilities using fast-align

(Dyer et al., 2013), which is a log-linear reparameterization of IBM Model 2 (Brown et al.,

1993). If a word shares any translation with its diacritized variant in the top N most likely

translations, we consider it unambiguous (e.g. Ealam Õ
�
Î

�
« ‘flag" and Ealima �ÕÎ�

�
« ‘learned"

are unambiguous since they do not share top translations). Otherwise, the word is tagged as

ambiguous. We tune N to include 1, 5, 10, and all translations.

7 We use “sickit-learn" version 0.18.1. with the following parameters: max_iter=1000, random_state=1,
and covariance_type=spherical
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3.3 AmbigDict Statistics & Datasets

Table 8.1 shows the number of identified ambiguous words using each approach. Note

that the total vocabulary sizes vary due to either different datasets (e.g. for TR) or different

preprocessing (e.g. MULTI is based on undiacritized text). For a given corpus, the number of

ambiguous words identified by MULTI can be viewed as an estimate of the upper bound of

ambiguous words due to diacritics. In MULTI, words that have no valid analysis generated

by MADAMIRA are filtered; this resulted in a significant drop of the number of types

since the dataset includes noisy and infrequent instances. For TR, the number of types is

significantly less than alternative approaches because we are using a different dataset which

includes more frequent instances of each unique word and does not include as much noise

as the other datasets.

Dictionary Types % Ambig Words
AmbigDict-UNDIAC

MULTI 168,384 33.82
SENSE 467,953 8.50

AmbigDict-DIAC
CL 497,222 8.70 - 8.98
TR 36,533 27.58

Table 8.1: Vocabulary size and percentage of ambiguous entries in AmbigDict-DIAC and
AmbigDict-UNDIAC.

Datasets: For MULTI, SENSE, CL, we use a combination of four Modern Standard Arabic

(MSA) datasets that vary in genre and domain and add up to ∼50M tokens: Gigaword 5th

edition, distributed by Linguistic Data Consortium (LDC), Wikipedia dump 2016,8 Corpus

of Contemporary Arabic (CCA) (Zaghouani et al., 2016a; Al-Sulaiti and Atwell, 2006), and

LDC Arabic Tree Bank (ATB).9 For TR, we use an Arabic-English parallel dataset which

includes ∼60M tokens and is created from 53 LDC catalogs. For data cleaning, we replace

8 Refer to https://dumps.wikimedia.org/arwiki/20161120/. We extract texts using a python implementation
called WikiExtractor https://github.com/attardi/wikiextractor

9 Parts 1, 2, 3, 5, 6, 7, 10, 11, and 12
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e-mails and URLs with a unified token and use SPLIT tool (Al-Badrashiny et al., 2016)

to clean UTF8 characters (e.g. Latin and Chinese), remove diacritics in the original data,

and separate punctuation, symbols, and numbers in the text, and replace them with separate

unified tokens. We split long sentences (more than 150 words) by punctuation and then

remove all sentences that are still longer than 150 words. We use D3 style (i.e. all affixes are

separated) (Pasha et al., 2014) for Arabic tokenization without normalizing characters. For

English, we lower case all characters and use TreeTagger (Schmid, 1999) for tokenization.

We used SkipGram word embeddings (Mikolov et al., 2013), where applicable.

4 Results & Analysis

Table 8.2 shows the results of both dictionary as well as linguistic based approaches in

downstream tasks. We compare our investigated diacritic schemes against two baselines

full lexical diacritics (FULL-CM) and zero diacritics (NONE) applied on all the words in

the text. Comparing baselines NONE and FULL-CM, we observe that applications that

require semantic understanding (STS and NMT) show better performance when the dataset

is undiacritized, whereas POS tagging and BPC that require syntactic features yield better

performance with the fully diacritized dataset. The differences in performance between the

baselines are significant across all tasks. A few diacritic schemes showed performance gains

compared to both baselines across all downstream tasks except crosslingual STS.

In all tasks but cross-lingual STS, at least one of the partial diacritization schemes leads

to performance gains compared to both baselines. The choice of best performing partial

diacritization scheme varies across tasks. For syntactic related applications, the number

of diacritic schemes that provide slight improvements compared to the baselines is higher.

Generally speaking, syntactic diacritic patterns, which are developed based on the syntactic

diacritics only, and AmbigDict-UNDIAC, which start with the undiacritized version of the

words to determine ambiguous words, do not contribute much to the improvements.
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Diacritic Scheme STSmono STScross NMT POS BPC

Baselines

NONE 0.608 0.621 27.1 97.99% 94.49%
FULL-CM 0.593 0.557 26.8 98.06% 94.54%

Lexical Patterns

SUK 0.602 0.618 27.2 98.11%* 94.57%
GEM 0.609 0.621 27.4* 98.11%* 94.57%
SUK+GEM 0.602 0.620 27.2 98.15%* 94.65%*
FULL_CM_PASS 0.595 0.618 27.2 97.90% 94.60%

Syntactic Patterns

CM 0.60 0.601 26.3 97.81% 94.75%*
PASS 0.612 0.619 27.2 98.01% 94.51%
PASS+CM 0.601 0.599 26.1 97.81% 94.75%*
TANWEEN 0.604 0.614 27.0 98.02% 94.57%

Lexical & Syntactic Patterns

PASS+GEM 0.617* 0.618 27.3 98.11%* 94.50%
PASS+SUK 0.607 0.616 27.3* 98.11%* 94.57%
PASS+SUK+GEM 0.603 0.617 27.2 98.15%* 94.62%*
PASS+SUK+GEM+TANWEEN 0.602 0.609 26.9 98.13%* 94.65%*

AmbigDict-UNDIAC

MULTI 0.591 0.604 27.0 98.11%* 94.79%
SENSE 0.598 0.614 27.1 97.97% 94.54%

AmbigDict-DIAC

CL-BR 0.601 0.620 27.1 98.09% 94.83%*
CL-KM 0.608 0.620 27.2 98.05% 94.74%
CL-EM 0.617* 0.607 27.1 98.05% 94.75%*
TR 0.616* 0.620 27.3* 97.94% 94.53%

Table 8.2: Performance with partially-diacritized (or selectively-diacritized) datasets in
downstream applications. Bold numbers indicate approaches with higher performance
than the best performing baseline. * refers to approaches with statistically-significant
performance gains against the best performing baseline.

Linguistically based schemes: GEM and PASS+GEM showed consistent improvements

in syntactic and semantic applications. In POS tagging, SUK and GEM diacritic schemes

provided significant improvements and any diacritic schemes that involve sukon or gemi-

nation diacritics exhibit performance gains compared to the baselines; the best performing
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scheme was when these diacritics are the only ones kept in the datasets or when we addition-

ally add passivation information. PASS showed small improvements in monolingual STS

and NMT but the same behavior was not observed in the remaining applications. Almost all

schemes (lexical and inflectional and their combinations) showed improvements in the BPC

task. The best performing diacritic scheme for BPC is CM which specified the inflectional

diacritics with regard to the case and mood of verbs, nouns, and adjectives. This is reason-

able since case and mood provide information about phrase boundaries which helps slightly

increase the performance of the BPC task.

Ambiguity based approaches: In general, AmbigDict-DIAC approaches provide more

promising results on semantic related applications. TR yields the highest performance in

two of the applications (STS and NMT), while MULTI and CL-BR achieved the highest

performance in POS tagging and BPC. Incidentally, MULTI has the highest rate of ambigu-

ous words, which leads to more disambiguation through diacritization. This is consistent

with the observation that diacritization is useful for syntactic tasks like POS tagging, as

observed through the baselines. In TR, we distinguish the meanings between the different

diacritic variants via their English translations. Other AmbigDict versions either process the

undiacritized versions of words or group words based on their meanings without specifica-

tion. In all tasks, all selective diacritization schemes performed significantly higher than full

diacritization.

Homograph Evaluation: We compared the performance of the various schemes on sub-

sets of the test sets that include homographs, which are identified from the FULL-CM version

of the training datasets. For STS and NMT evaluation, we kept only the test sentences

that contain at least one homograph. For BPC and POS word-level evaluation, we only

considered the homographs. Table 8.3 shows homograph performance across applications.

The performance on these subsets follow the same trend as the overall results illustrated

in Table 8.2 except for POS tagging, where FULL-CM achieved comparable performance
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to the selective schemes. Note, however, that almost all schemes achieved comparable

or higher BPC and POS tagging accuracies than NONE in these subsets, and almost all

schemes achieved comparable or higher performance than FULL-CM in monolingual STS

and NMT. We notice some partial schemes that significantly improve over the best perform-

ing baseline, notably TR, and CL-EM for monolingual STS and GEM, PASS+SUK, and TR

for NMT. This illustrates the usefulness of selective diacritization for balancing homograph

disambiguation and sparsity compared to full or no diacritization.

Tag Performance: POS tagging as well as BPC label each word in the sentence as

opposed to NMT and STS which are evaluated at the sentence level. Thus, we compared the

best statistically significant performing schemes and the baselines in terms of their per tag

performance on the top most frequent (and informative) class tags.

POS tagging: For POS tagging, we have verbs (7.1%), nouns (25.5%), adjectives

(7.5%), and adverbs (0.29%), adposition (10.2%), and conjunction (7.30%). Table 8.4 shows

the results of the baselines and schemes that exhibit statistically significant improvements.

The choice of best performing scheme vary across tags. In most cases, the improvements

against the best baselines is not statistically significant. We notice that having full diacritics

provides better results in all tags except adjectives and adverbs. Adverbs occur only 0.29%

in the dataset which might be a factor that hinders the performance of adding the full lexical

diacritics. While FULL-CM has overall higher accuracy, these results indicate that selective

diacritization can be a better approach for the most frequent tags, possibly due to reduced

sparsity compared with FULL-CM.

BPC Tagging: For BPC tagging, the most frequent tags are B-NP (37.3%), I-NP

(26.6%), B-PP (10.5%), B-VP (7.7%), I-ADJP (1.8%), and B-ADJP (1.8%).10 The im-

provements is only statistically significant in the top two tags: B-NP and I-NP. The best

10 B: beginning of a chunk; I: inside chunk; NP: noun phrase, PP: prepositional phrase, VP: verb phrase, and
ADJP: adjective phrase).
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Diacritic Scheme STSmono STScross NMT POS BPC

Baselines

NONE 0.590 0.650 27.4 98.26% 80.68%
FULL-CM 0.575 0.623 27.0 98.70% 80.71%

Lexical Patterns

SUK 0.585 0.647 27.5 98.56% 80.77%
GEM 0.591 0.650 27.6* 98.40% 80.70%
SUK+GEM 0.584 0.649 27.5 98.64% 80.79%*
FULL_CM_PASS 0.578 0.647 27.5 98.16% 80.77%

Syntactic Patterns

CM 0.583 0.625 26.5 98.15% 80.80%*
PASS 0.595 0.645 27.5 98.25% 80.64%
PASS+CM 0.584 0.621 26.3 98.09% 80.79%*
TANWEEN 0.587 0.647 27.2 98.22% 80.72%

Lexical & Syntactic Patterns

PASS+GEM 0.600* 0.646 27.5 98.36% 80.65%
PASS+SUK 0.590 0.643 27.6* 98.51% 80.71%
PASS+SUK+GEM 0.586 0.645 27.4 98.59% 80.80%*
PASS+SUK+GEM+TANWEEN 0.586 0.639 27.1 98.63% 80.77%

AmbigDict-UNDIAC

MULTI 0.574 0.639 27.2 98.65% 80.77%
SENSE 0.581 0.644 27.3 98.37% 80.65%

AmbigDict-DIAC

CL-BR 0.584 0.639 27.4 98.59% 80.74%
CL-KM 0.591 0.642 27.5 98.52% 80.76%
CL-EM 0.60* 0.640 27.4 98.47% 80.71%
TR 0.597* 0.646 27.6* 98.22% 80.60%

Table 8.3: Performance of partially-diacritized datasets on homographs. Bold numbers
indicate approaches with higher performance than the best performing baseline. * refers
to approaches with statistically-significant performance gains against the best performing
baseline.

performing scheme is not consistent across tags even though overall FULL-CM provides

the best results, similar to the performance of POS tagging on the tag basis. Furthermore,

none of the AmbigDict-DIAC outperform any of the baselines.
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Scheme VERB NOUN ADJ ADV ADP CCONJ

Lexical Patterns

SUK 95.44 97.55 95.60 98.97 99.84 99.54
GEM 95.31 97.52 95.40 97.69 99.85 99.49
SUK+GEM 95.68 97.75 94.96 99.23* 99.86 99.58

Lexical & Syntactic Patterns

PASS+GEM 95.50 97.59 94.56 97.95 99.85 99.51
PASS+SUK 95.26 97.71 94.90 99.10 99.84 99.54
PASS+SUK+GEM 95.22 97.78 95.06 98.97 99.89 99.41
PASS+SUK+GEM+TANWEEN 95.97 97.62 94.75 99.23* 99.85 99.55

AmbigDict-UNDIAC

MULTI 95.98 97.63 94.43 97.05 99.88 99.44

Baselines

NONE 95.08 97.45 94.71 98.08 99.85 99.35
FULL-CM 95.87 97.56 94.40 96.79 99.90 99.52

Table 8.4: POS Tagging accuracy per most frequent tag. Bold scores indicate the highest
score in a column. All metrics are %.

OOV Performance: We measured the POS tagging performance on out-of-vocabulary

(OOV) words11 to measure the effect of sparsity on performance. We consider a word OOV

if it does not occur in the fully-diacritized training set. FULL-CM achieved 87.43% tag

accuracy, while NONE achieved 87.56%. For most performing schemes, we obtain better

results on OOV words GEM (88.4%), PassSukGemTanween (87.9%), GemPass (87.9%).

For BPC, FULL-CM achieved 87.2% accuracy, while NONE achieved 87.9%. The same

general behavior is observed here as well. We obtain 88.4% for CmPass amd 88.1% for CM.

For the remaining schemes, the BPC tagging (or POS tagging) accuracy on OOV words fall

between the two baselines.

The results above indicate that using a selective diacritization scheme like GEM can

achieve a desirable balance between disambiguation and sparsity, such that better perfor-

mance can be achieved in the frequent cases without increasing sparsity and OOV rates.

11 OOV rate is the number of words encountered during inference but have not been observed during training.
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Scheme B-NP I-NP B-PP B-VP I-ADJP B-ADJP

Lexical Patterns

SUK 97.67 96.48 99.34 95.00 79.48 73.94
GEM 97.66 96.39 99.27 94.61 81.94 75.96
SUK+GEM 97.78 96.43 99.35 95.06 80.15 74.24

Syntactic Patterns

CM 97.91 96.72* 99.33 94.56 79.12 73.77
PASS+CM 97.75 96.51 99.32 95.06 81.84 76.00

Lexical & Syntactic Patterns

PASS+SUK+GEM 97.92* 96.44 99.50 94.51 79.62 73.08
PASS+SUK+GEM+TANWEEN 97.77 96.40 99.36 94.68 81.40 75.33

AmbigDict-DIAC

CL-BR 97.76 96.59 99.35 94.83 79.29 74.18
CL-EM 97.77 96.07 99.41 94.64 80.78 73.57

Baselines

NONE 97.80 96.52 99.35 94.46 77.93 72.53
FULL-CM 97.73 96.16 99.40 94.75 80.63 73.89

Table 8.5: BPC Tagging accuracy per most frequent tags. Bold scores indicate the highest
score in a column. All metrics are %.

Properties of Ambiguity Dictionaries:

Sparsity Effects of Diacritization: Our selective diacritization schemes generate

ambiguity dictionaries independent of target applications. While this gives us flexibility and

the ability to generalize, a consequence is the occurrence of single diacritized variants in

downstream application datasets. Table 8.6 shows the percentage of ambiguous words that

have a single diacritic alternative (diacritic singleton) in the training corpus of each target

application (out of all word types).

We also computed the rate of out-of-vocabulary words in the test sets. As expected, OOV

rates for selectively-diacritized datasets lie between the two baselines, where undiacritized

and diacritized sets have the following OOV rates: 2.1-3.4% for monolingual STS; 0.8-1.0%

for crosslingual STS; 0.9-1.1% for NMT, 0.7-0.8 for BPC and 1.2-1.4% for POS tagging.
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Dictionary STSmono STScross NMT POS BPC

AmbigDict-UNDIAC

MULTI 6.8 5.9 13.5 22.0 17.9
SENSE 9.8 7.4 13.2 21.0 18.7

AmbigDict-DIAC

CL-BR 1.7 2.2 6.9 12.9 10.3
CL-KM 2.0 2.3 6.8 11.2 9.1
CL-EM 2.0 2.4 7.1 11.7 9.3
TR 0.5 0.03 0.0 4.4 3.6

Table 8.6: Percentages of ambiguous words that have a single diacritic variant in each
training corpus

Overall, the OOV rates are relatively low for both NMT and POS tagging but high for

STS tasks. While the occurrence of diacritic singletons does not affect model training, it

can increase out-of-vocabulary words during inference. For example, the word Õ
�
Î«

� Eilom

“knowledge" occurs in the monolingual STS dataset, but none of the other diacritic variants,

Õ
�
Î

�
« Ealam “flag" and Õ

��
Î

�
« Eal∼am “taught", occur in the same set, which means the word

Eilom is unambiguous in training, but its variants are OOV if they occur during inference.

Normalizing Diacritic Singletons: As shown above, the percentage of diacritic sin-

gletons in training is relatively high. In the default partial diacritization scheme, diacritics

are added to these words since they are tagged as ambiguous. For models that use word

embeddings (NMT and POS tagging), these words are handled through embeddings trained

in the full corpus. However, for the self-contained matrix factorization models used for

STS, the unseen diacritic alternatives are considered unknown. If these instances are nor-

malized, a single token would be used for all the diacritic variants and out-of-vocabulary

rates would be reduced (in the example above, all variants will have the undiacritized form,

ÕÎ« Elm). This would be beneficial only if the alternatives express related meaning, such as

related inflections or derivations of the same concept (e.g. ‘knowledge’ vs. ‘taught’), and

may negatively impact performance if the alternatives express unrelated word senses (e.g.
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‘knowledge’ vs. ‘flag’). Thus, we examine empirically the effect of normalizing diacritic

singletons for STS. The results are shown in Table 8.7. In only two cases, normalizing them

improved the overall performance. As a general strategy, it seems worthwhile to normalize

these singletons by omitting diacritics, especially since the rate of singletons is much higher

than the out-of-vocabulary rates in these particular test sets.

Normalized MULTI SENSE CL-BR CL-KM CL-EM TR
Norm 0.594 0.598 0.608 0.608 0.608 0.616
Not Norm 0.591 0.598 0.601 0.608 0.617 0.616

Table 8.7: Performance in STS after removing diacritics from ambiguous words with a
single diacritic variant in training, Norm. The cases where performance is higher are shown
in bold, and where performance is lower are in italics.

Clustering-Based Ambiguity: While MULTI, TR, and SENSE approaches have intu-

itive justifications, the clustering approaches are based entirely on distributional features.

We analyzed some of the results qualitatively to shed light on types of words that are deemed

ambiguous through clustering. While the various clustering approaches resulted in different

labeling, their overall statistics and patterns were highly similar. Using a random subset of

words from these CL dictionaries, we extracted the examples shown in Table 8.8, which

shows some of the most common types of ambiguity. Note that the detected words are either

semantically ambiguous (e.g. derivations or distinct lemmas) or syntactically ambiguous

(e.g. part-of-speech).

Type Example

action
>a*okur Q

�
»

�	
X

�

@ “remember"

direction >u*ak∼ir Q

��
»

�	
X

�

@ “remind"

number
$uyuwEiy∼ayon 	á

�
�


��
J
«� ñ

�
J


�
�

� “two communists"

$uyuwEiy∼iyn 	á�


��
J
«� ñ

�
J


�
�

� “three or more communists"

Table 8.8: Examples of ambiguous word pairs detected by the clustering approaches.
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Diacritic Pattern Complexity: We investigated whether there are regular diacritic

patterns among words that were considered ambiguous by CL and TR. Both approaches are

data-driven, and we applied them on different corpora, so we investigated their degree of

agreement. To do so, we abstracted the diacritic patterns for words in the vocabulary by

converting all characters other than diacritics to a unified token “C" and then we collected

statistics of patterns of word pairs that are deemed ambiguous vs. unambiguous. For

example, the ambiguous pair “katab" I.

��
J
�
» and “kutib" I.

�
J�

�
» have the pattern CaCaC-CuCiC.

For CL methods, the number of unique diacritic patterns of unambiguous word pairs (i.e.

falling in the same cluster) were between 197-219 patterns, whereas patterns of ambiguous

pairs were between 813-872. The majority of patterns between unambiguous words also

occurred between ambiguous words. For TR, while most patterns were labeled unambiguous,

around 300 patterns were always labeled ambiguous. We did not find overarching semantic

or syntactic rules that consistently explain ambiguity tags. However, a number of patterns

(∼20) were always tagged as ambiguous by both TR and CL approaches. Table 8.9 shows a

sample of these patterns with examples.

Pattern Pair Example
CaC∼aC Ear∼aD 	

�
��Q
�
« “make wider"

CuCiC EuriD 	
�Q

�

�
« “has been shown"

CaCiCaCoC ba$iEayon 	á
�
�

�
ª

�
��

�
�. “ugly" (dual)

CaCiCiCC ba$iEiyn 	á�
ª�
�

��

�
�. “ugly" (plural)

Table 8.9: Examples of consistent diacritic patterns of ambiguous words between CL and
TR approaches.

5 Discussion

We investigated different partial diacritic schemes as a viable technique for reducing

lexical ambiguity using Arabic as a case study. To our knowledge, this is the first exploration

that shows encouraging results with automated selective diacritization schemes (ambiguity-

based approaches) in which the proposed approaches are evaluated on several downstream
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applications. Our findings demonstrate that partial diacritization achieves a balance between

homograph disambiguation and sparsity effects. The performance using partial (or selective)

diacritization always approached the best of both extremes in each application, and some-

times surpassed the performance of both baselines, which is consistent with our hypothesis

that balancing sparsity and disambiguation would improve overall performance.

While the increase in performance was not consistent across all tasks, the results provide

empirical evidence of the viability of automated partial diacritization, especially since

manual efforts in this vein have been rather challenging. We believe that the approaches

described in this dissertation could help advance the efforts towards optimal diacritization

schemes. We analyzed some patterns that were recognized as ambiguous using our best-

performing schemes, and showed some consistencies in the diacritic patterns, although the

results were not conclusive. We believe that a deeper analysis of these patterns may help

shed light on the lexical ambiguity phenomenon in addition to further improving selective

diacritic restoration.
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Chapter 9: Conclusions

Missing diacritics in written texts adds an additional layer of ambiguity by increasing

the possible meanings and pronunciations for each word. This in turn impacts readability

as well as downstream NLP applications that are built on languages that include diacritics.

The process of diacritic restoration retrieves missing diacritics, making a text comparable to

languages in which orthographies are specified. After fully specifying diacritics in a written

text, pronunciation is fully specified but there may still be ambiguity in terms of semantics

within the diacritized word. For instance, the diacritized word bayot in Arabic has only one

possible pronunciation but could mean “verse" or “house."

Automating diacritic restoration in written texts requires information from different

linguistic levels. At the morphological level, knowledge of morpheme constituents improves

diacritic assignments since it preserves the core meanings of words and how it interacts

with affixes. At the syntactic or semantic level, word positions within a sentence as well

as their interactions with other words play a major role in diacritic assignments. This is

because the positions of words can filter out some impossible meanings and incorporating

word position into the process can lead to better assignments of syntactic related diacritics

as well as indicating compositional meanings. Furthermore, having a sense of the meanings

of the word from its surroundings can help identify the appropriate diacritics.

State-of-the-art performance for diacritic restoration has reached a decent level of

performance, but there is still a room for further improvements. The diffusion of incorrect

diacritics impedes utilization of diacritic restoration in downstream applications. A word

should be correctly diacritized as a whole or its diacritics are not of great value; sometimes

removing the diacritics of incorrectly diacritized words is a better approach. Furthermore,

as the state-of-the-art process for restoring diacritics relies on the use of Bidirectional Long

Short Term Memory (BiLSTM), it would be inefficient to integrate diacritic restoration
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models within industrial applications that require appropriate diacritics instantly, such as

text-to-speech and simultaneous machine translation applications.

We developed and analyzed different methodologies to improve the performance of full

diacritic restoration in terms of efficiency as well as accuracy. We focused our analysis

on three different languages that vary in terms of morphology as well as orthography

and use different diacritic sets. During the development phase, we attempted to improve

diacritic restoration from different perspectives. We first investigated different deep learning

architectures that would potentially learn diacritics differently and utilize new combinations

of features inherited in these architectures.

In the first architecture, we viewed the problem as a generation process rather than

classification. To do so, we used sequence-to-sequence transduction related architectures

in which the encoder component encodes the undiacritized sentences and the decoder

component generates the corresponding diacritized sentences while peeking at different

words in the input to generate the appropriate diacritics using attention mechanism. This

generation process could utilize information not only at the character and word level but also

between larger units of inputs such as phrases or sentences. While this method is innovative

and intriguing, it introduces further complications in its current state such as the possible

generation of sentences that are not of the same length as the input.

In the second architecture, we examined a Temporal Convolutional Network (TCN) that

utilizes information from farther distances and learns relations between the inputs hierarchi-

cally rather than sequentially as in the case of recurrent neural networks. We proposed an

efficient convolutional-based architecture with comparable accuracy. As diacritic restoration

models require information from future and previous input units, we proposed a variant of

TCN, called Acausal Convolutional Neural Network (A-TCN), in which information from

both directions is utilized. A-TCN provides a more efficient solution that is significantly

faster than recurrent neural networks at both training and inference time at a comparable

accuracy. Efficient models are more suitable for industrial applications where time is a
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crucial factor.

Both architectures under study provide plausible solutions in terms of accuracy yet did

not beat the state-of-the-art performance (BiLSTM). As diacritic restoration benefits from

different levels of linguistic information, we developed methodologies that utilize such

information to improve BiLSTM diacritic restoration since it is deemed the best in terms of

accuracy.

We first investigated the impact of different subword units between characters and

words in the hope of combining the benefits of both worlds: characters with their better

generalization capability and words with their ability to capture semantic and syntactic

information. In this investigation, we converted the input into subword units as well as

the outputs in which segments of the same length as the subword unit are produced. We

found that character is the optimal level for diacritic restoration and that subword units

provide better solutions than word level but did not beat that of characters. For agglutinative

languages that include diacritics, we recommend converting words into morphemes and then

converting the resulting texts into characters so that morphemes are treated as independent

units similar to that in isolating languages.

Given that character is the optimal level of diacritic restoration and that knowledge at

the word level is salient for better diacritic assignments, we proposed a multitask learning

approach to learn diacritics at the character level with other auxiliary helpers at both character

and word levels. In this way, we still preserve the generalization capability of characters

and inject the diacritic restoration model with different linguistic features that capture

semantics and syntactic information present at the word level. This provides state-of-the-art

performance for diacritic restoration in some languages and emphasizes the importance of

injecting the model with information from higher levels.

One limitation for all proposed approaches for full diacritic restoration is the inability

to correctly diacritize out-of-vocabulary (OOV) words, words that are present in the test

set but not the training set. This is problematic since our ultimate goal is to apply diacritic
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restoration for different domains and genres. Although we found some improvements in our

proposed methods compared to character based models, diacritic restoration models are still

limited for OOV words. Thus, further investigation in that direction is needed. Furthermore,

as a general strategy, we believe that sensibly integrating linguistic features, regardless of

the underlying architectures, would be a better direction for future developments.

The resulting fully diacritized datasets from our diacritic restoration application are

specified orthographically: pronunciation is specified and meanings are reduced to one or

few possible meanings. This is helpful for speech related applications as well as human

readability. However, for semantic and syntactic related applications, the issue of sparsity

complicates the problem because the frequencies would be distributed among the diacritic

variants leading to instances that have zero or few counts. This is in addition to further

complicating the issue of OOV words since encountered diacritic variants are expected

to occur in the training set rather than undiacritized versions of words. As a solution,

partial diacritic restoration was introduced to mitigate the problem such that we maintain

a level between zero and full diacritic restoration in order to keep semantics and syntactic

information preserved from diacritics and avoid the problem of sparsity.

Hence, we investigated the benefits of full and partial specification of diacritics and

whether these specifications help improve the performance of downstream applications.

We proposed several automated approaches for partial diacritic restoration and examined

their efficacy in four different applications: neural machine translation, part-of-speech

tagging, semantic textual similarity, and base phrase chunking. Our findings show promising

results for Arabic in which some of the proposed partial diacritic schemes surpass the best

performing baselines (no diacritics or all diacritics specified). However, the improvements

are not consistent and their deployment in downstream application does not merit the extra

steps for defining partial diacritic schemes. This does not negate the benefits of partial

diacritic restoration. We believe that identifying appropriate partial diacritic schemes is a

worthwhile endeavor for the NLP community.
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There are many limiting factors that we encountered during the development process.

One of the limiting factors is the lack of human annotated partially diacritized datasets. The

complexity in particular lies in the difficulty of defining the specifics of partial diacritization.

Given that partial diacritic restoration is restoring only some diacritics that are sufficient for

sense and pronunciation disambiguation, how do we identify these sets of diacritics? We

believe that the answer is still elusive and is subject to different interpretations.

During the development of partial diacritic schemes that we proposed, we attempted

to create a human annotated partially diacritized dataset and found low inter-annotator

agreement between involved annotators. This is partly because of their different knowledge

and interpretations of partial diacritics as well as the lack of clarity regarding the definition

of partial diacritization. Human annotators not only found it difficult to add partial diacritics

that disambiguate homographs at the character level but also found it difficult to identify

what counts as an ambiguous word.

Moreover, since we are starting from fully diacritized datasets, the performance of

full diacritic restoration and its generalization ability to OOV words is a limiting factor as

well. During the analysis of our approaches, we found undiacritized words that should be

diacirtized in the same way but different diacritics were applied. Hence, they were treated

differently in downstream application. This should further encourage research to improve

the performance of full diacritic restoration especially on OOV words so we can avoid error

prorogation from the full diacritization phase to the partial diacritization phase.

For the aforementioned reasons and because our ultimate goal is to improve the per-

formance of downstream applications through diacritics, we believe that it would be more

appropriate to define partial diacritics with the viewpoint of downstream applications.

Downstream applications nowadays utilize advanced deep learning methodologies and enjoy

statistical power for their underlying architectures. This in turn reduces the need for partial

diacritics and makes it a challenge to identify what this would entail.

Based on our experiments, we envision a better identification of partial diacritic restora-
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tion that could improve the performance of downstream applications. The ideal scenario is

that we identify an optimal diacritic scheme that disambiguates homographs and improves

the performance of downstream applications. Furthermore, we can visualize partial diacritic

restoration as an eliminating procedure for erroneous diacritics along with redundant and

insignificant diacritics that full diacritic restoration produces to avoid propagating errors to

downstream applications.

We recommend further investigation into the direction of optimal diacritization, making

use of powerful statistical components that lie in parallel to the statistical power found in

the downstream applications such as reinforcement learning as well as discrete optimization.

Furthermore, contextualized embbeddings like BERT can provide a foundation for partial

diacritic restoration such that partial diacritics help further distinguish the contexts of

polysemous words.
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