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Abstract of Praxis

A Hybrid Ensemble Framework for IoT Network Anomaly Detection Using
Advanced Autoencoders and Specialist Learners

The exponential growth of Internet of Things (IoT) devices has introduced substantial
cybersecurity challenges, particularly in the detection of low-frequency but high-impact
network anomalies. Traditional anomaly detection systems often fail to generalize across
highly imbalanced datasets and struggle with the high dimensionality characteristic of
IoT network traffic. This praxis introduces a hybrid ensemble framework centered around
the Network Feature Variational Autoencoder (NFVAE)—a custom architecture that
integrates multiscale feature extraction, attention-based fusion of latent and
reconstruction pathways, learnable feature importance weighting, and class-specific
specialist branches. The NFVAE is embedded within a calibrated ensemble comprising
Random Forest and XGBoost classifiers, each tuned to enhance detection of
underrepresented attack classes. Evaluated on the CIC10T2023 dataset, the proposed
framework achieved a .49% FPR in binary classification and recall improvements up to
66% for individual attack classes, with an average recall increase of 27% for minority
classes in the multiclass setting, contributing directly to an increase in macro recall and
macro F1-score. These findings advance the state of IoT anomaly detection and provide a
reproducible framework for building scalable, adaptive, and resilient intrusion detection

systems in real-world environments.
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Glossary of Terms

Adaptive Sampling: A training strategy where the frequency or probability of selecting
certain samples (often minority or difficult cases) is adjusted dynamically during model
training, based on performance metrics or feedback.

Attention Mechanism: A neural network component that dynamically focuses on the
most relevant parts of the input data, improving feature extraction and interpretability by
weighting input features or hidden states according to their importance for a given
prediction.

Autoencoder: An unsupervised neural network architecture that learns to encode input
data into a compressed latent representation and reconstruct the original input from this
representation. It is used for dimensionality reduction and anomaly detection.

Batch Normalization: A technique to standardize layer inputs within a neural network,
accelerating training and improving stability by normalizing activations in each
minibatch.

Class-Specific Gate: A model component that selectively enhances or modulates
features related to a specific class (often a minority class) to improve detection
performance for that class.

Conditional Variational Autoencoder: A type of variational autoencoder that
incorporates label information to structure the latent space, allowing for both generative

modeling and supervised classification.
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Cross-Feature Attention: A mechanism that models interactions among features
extracted at different scales, enabling the model to weigh combinations of features for
better predictions.

Dynamic Weight Adjustment: A process in which class weights in the loss function are
updated adaptively based on model performance (e.g., validation F'/-scores), with the
goal of boosting performance for underrepresented classes.

Enhanced Focal Loss: A loss function designed to address class imbalance by down-
weighting well-classified examples and focusing the model on hard-to-classify or
minority class samples.

Feature Pyramid Network: A neural network architecture that combines features
extracted at multiple resolutions or scales, often used to enhance the detection of patterns
at different granularities.

Meta-Classifier: A model that learns to combine the outputs or predictions from multiple
base models or specialists to produce a final decision.

Network Feature Variational Autoencoder: A custom autoencoder architecture
proposed in this praxis. It is designed for network traffic, with multiscale feature
extraction, attention mechanisms, and class-specific paths.

Specialist Ensemble: A collection of models where each “specialist” is trained to excel
on a particular class or subset of the data, with their outputs combined for final
prediction.

Supervised Contrastive Loss: A loss function that encourages the model to bring
representations of the same class closer together in latent space while pushing different

classes apart.
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Chapter 1 — Introduction

1.1 Background

Internet of Things (IoT) devices have significantly transformed industries by
enhancing connectivity, automation, and data-driven decision-making. IoT networks
embedded within healthcare, manufacturing, smart cities, and other domains enable
continuous real-time monitoring and control of systems, creating more efficient and
interconnected environments (Doshi et al., 2018). However, IoT devices and their
interconnected infrastructure present new and complex security challenges due to
inherent vulnerabilities, such as weak authentication, unencrypted data transmissions, and
the absence of regular updates (Munir et al., 2019). Such vulnerabilities make IoT
networks susceptible to cyberattacks, with distributed denial-of-service (DDoS) attacks
and unauthorized access breaches posing significant threats to the stability and security of
these systems.

The limitations of traditional anomaly detection methods, such as signature-based and
statistical approaches, are especially pronounced in the high-dimensional and rapidly
changing IoT data landscape. These methods often yield high false positive rates (FPRs)
and lack the scalability to handle continuous large-scale IoT data streams (Munir et al.,
2019). Given these challenges, anomaly detection techniques based on machine learning
(ML) have emerged as promising solutions. Autoencoders, unsupervised neural networks
capable of learning the baseline behavior of network traffic, show potential for

identifying deviations and thereby detecting anomalies (Song et al., 2021). By encoding



normal network traffic into a latent feature space, autoencoders can effectively capture
and highlight abnormal behavior within complex [oT datasets (Torabi et al., 2023).
Clustering algorithms, such as K-means and Density-Based Spatial Clustering of
Applications with Noise (DBSCAN), have also been recognized for their efficacy in
(anomalies, identifying clusters of similar data points, and isolating outliers (Retiti Diop
Emane et al., 2024). Given the complementary strengths of autoencoders and clustering
techniques, hybrid approaches combining these models are increasingly utilized to
enhance detection accuracy while reducing FPR. Such hybrid models integrate the feature
extraction capabilities of autoencoders with the outlier-detection abilities of clustering
algorithms, creating robust and adaptable solutions for IoT network anomaly detection
(Aktar & Nur, 2024).
1.2 Research Motivation

As IoT networks continue to expand and evolve, their scale and complexity often
outstrip the capabilities of traditional security measures. This significant growth
necessitates more adaptive, efficient, and accurate anomaly detection mechanisms that
can effectively safeguard IoT networks against cyberthreats. ML-based anomaly
detection methods, particularly those utilizing autoencoders or hybrid autoencoders, offer
promising solutions to these challenges. This research aims to contribute to the
development and optimization of these advanced techniques, with a focus on their
application in IoT environments. This study seeks to improve detection accuracy and
reliability by addressing the limitations of conventional approaches, thereby

strengthening the security framework for IoT networks (Becerra-Suarez et al., 2024).



1.3 Problem Statement

Detecting anomalies in [oT data streams is challenging due to their dynamic,
high-dimensional nature. Traditional methods, such as signature-based and statistical
approaches, struggle to adapt to the evolving heterogeneity of [oT environments,
resulting in modern cyberthreats being insufficiently addressed.

Consequently, these systems are plagued by high FPRs, computational
inefficiencies, and a general lack of scalability, all of which hinder the timely
identification of genuine threats (Doshi et al., 2018). This research aims to develop a
scalable and reliable anomaly detection solution by optimizing ML techniques, with a
focus on autoencoder-based models and hybrid approaches.

1.4 Thesis Statement

This research hypothesizes that advanced anomaly detection techniques,
including optimized autoencoder architectures and hybrid models, will outperform
traditional methods by enhancing detection accuracy and reducing false positives within
1oT network environments. Using the CICIoT2023 dataset, this study will demonstrate
the effectiveness of these approaches in addressing the unique challenges posed by IoT
data streams.

1.5 Research Objectives

The primary objectives of this research are:

o To evaluate the efficacy of autoencoders in detecting anomalies within loT

network traffic while minimizing false positives.



o To investigate the performance of ensemble methods, such as random forests
(RFs), in identifying anomalous patterns in IoT data.

e To explore the potential of hybrid models that combine autoencoders with
alternative algorithms for enhanced accuracy and computational efficiency.

1.6 Research Questions and Hypotheses
The research questions (RQs) and hypotheses for this praxis are presented in the
following sections.

1.6.1 RQs
RQ1: Does training a classifier on autoencoder-derived embeddings yield higher
balanced accuracy and improvements in minority class recall than training the
same classifier on raw loT network features?
RQ2: To what extent does a hybrid architecture, combining a baseline
autoencoder with a secondary ML classifier, improve key performance
indicators—namely, detection accuracy and FPR—over the standalone
autoencoder model?
RQ3: How can an autoencoder-based architecture be enhanced and integrated
into a specialist ensemble to achieve the optimal trade-off between detection
accuracy, minority class recall, and a low FPR?

1.6.2 Hypotheses
H1: An ML classifier trained on autoencoder-derived embeddings will achieve a
5-percentage-point increase in both balanced accuracy and minority class recall

compared to classifiers trained directly on raw loT network features.



H2: A baseline autoencoder integrated with a traditional classifier will improve

macro F'I by at least 5 points over its native classification head in multiclass

settings. In binary classification, it will reduce FPRs by at least 7%.

H3: A hybrid autoencoder integrated with specialist classifiers will improve

macro F'/-scores in multiclass settings and increase average recall across all

minority classes by at least 20% while reducing the false positive rate in binary

classification by at least 5%.
1.7 Research Scope

This research focuses on applying advanced ML techniques, specifically
autoencoder-based anomaly detection and ensemble methods, within the context of IoT
network security. The study leverages the CICIoT2023 dataset, which is representative of
large-scale, high-dimensional IoT network environments where labeled data are scarce or
unavailable. The scope is limited to supervised learning methods, providing a detailed
analysis of anomaly detection techniques in securing loT environments.
1.8 Research Limitations

The research is limited to the CICIoT2023 dataset—which, although
comprehensive, may not encompass all possible variations in IoT network traffic. The
study is further limited by its exclusive focus on autoencoder-based models and hybrid
approaches, excluding other deep learning methods that might offer additional insights
into anomaly detection (Abbas et al., 2024). Finally, the computational complexity of
hybrid models could challenge their feasibility in real-time applications—particularly
within resource-constrained IoT environments, limiting their practicality for edge

computing (Sharmila & Nagapadma, 2023).



1.9 Organization of the Praxis
This praxis is organized as follows:

e Chapter 1 details the background, problem statement, thesis, research scope, and
research limitations.

o Chapter 2 presents a comprehensive literature review of existing anomaly
detection techniques in IoT networks—with a focus on ML methods, including
autoencoders and ensemble methods.

e Chapter 3 details the research methodology, covering data preprocessing, model
architecture, and performance evaluation metrics.

o Chapter 4 presents the experimental results, comparing the performance of
different anomaly detection models.

e Chapter 5 concludes the praxis with a discussion of the research findings,

implications for IoT network security, and future research recommendations.



Chapter 2 — Literature Review

2.1 Introduction

Cybersecurity threats have evolved in complexity and impact, particularly within
the IoT. IoT devices, ranging from smart home appliances to industrial sensors, are
highly vulnerable to malicious attacks due to their limited computational resources and
often insufficient security protocols (Neto et al., 2023). Network anomaly detection
systems are pivotal in defending against such threats, enabling the identification of
unusual patterns indicative of intrusions or malicious activity. However, existing methods
face significant challenges, including balancing detection accuracy with computational
efficiency and minimizing the operational costs associated with false positives.

False positives, or benign activities misclassified as threats, represent a critical
issue in anomaly detection systems. These misclassifications result in wasted resources,
alert fatigue, and a potential neglect of genuine threats. False positives can lead to
significant operational inefficiencies, costing organizations billions of dollars annually in
wasted time and misdirected investigations (Rashid et al., 2024). For example, in systems
designed to mitigate DDoS attacks, false positives may lead to unnecessary traffic
blocking, disrupting legitimate user access, and business continuity (Shahin et al., 2022).
These costs underscore the need for highly accurate and efficient detection systems.

ML techniques, particularly autoencoders, have demonstrated effectiveness in
addressing these challenges. Autoencoders, a class of unsupervised learning algorithms,
excel in anomaly detection by reconstructing input data and using reconstruction error as

a metric for identifying deviations (Torabi et al., 2023). Their ability to capture nonlinear



patterns in high-dimensional data has made them indispensable in detecting previously
unseen or zero-day attacks, a critical requirement for IoT networks (Song et al., 2021).

Despite these advancements, the trade-offs between detection accuracy and the
computational costs of implementing autoencoder-based systems remain a challenge.
Hybrid models, particularly ensemble approaches that combine the predictions of
autoencoder-based models with other diverse classifiers (such as RFs), offer a potential
solution. These models aim to optimize detection by intelligently integrating the outputs
of different models, potentially leveraging each model’s strengths to overcome individual
weaknesses and balance the trade-offs inherent in standalone anomaly detection
techniques.

In this literature review, we explore the evolving role of autoencoders in
cybersecurity analytics. Special attention is given to ensemble methods that integrate
autoencoder outputs with those from classifiers (such as RFs)—with a focus on their
application to loT-specific datasets, including the CICIoT2023 dataset. By addressing
critical challenges, including the cost of false positives and the trade-offs in detection
performance, this review sets the stage for identifying optimal approaches to anomaly
detection in modern IoT networks.

2.2 Foundations of Autoencoder

Autoencoders have emerged as a foundational architecture in unsupervised
learning, particularly in the context of high-dimensional data analysis and anomaly
detection. At their core, autoencoders are artificial neural networks trained to reconstruct
their input data by learning compact, information-rich latent representations. This is

achieved through two principal components: an encoder, which compresses the input into



a lower-dimensional latent space, and a decoder, which reconstructs the input from this
latent representation. By optimizing for minimal reconstruction error, autoencoders
inherently learn the dominant patterns within the data, making them especially effective
at highlighting deviations or anomalies.

To understand their utility in cybersecurity analytics, particularly for IoT network
anomaly detection, it is helpful to consider three key functional aspects of autoencoders:

1. Dimensionality Reduction: Autoencoders serve as a nonlinear dimensionality
reduction tool, capturing complex patterns in data. Unlike principal component
analysis, which assumes linear relationships, autoencoders leverage neural
network layers to model nonlinear dependencies. This capability makes them
ideal for complex, high-dimensional data, such as network traffic (Taylor &
Eleyan, 2021).

2. Reconstruction Error: The reconstruction error is a critical metric. Normal data,
which aligns with the model’s learned patterns, has low reconstruction error,
while anomalous data exhibits significantly higher error. This property underpins
autoencoders’ utility in anomaly detection tasks.

3. Optimization Objective: Autoencoders minimize reconstruction loss functions

during training. For numeric data, mean squared error is often used:
N
1 !
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Equation 1: Mean Squared Error
where:

X: The original input vector



X': The reconstructed output vector produced by the model
X;: The ith element of the input vector X

X|: the ith element of the reconstructed vector X'

N: The total number of elements

For binary or probabilistic data, binary cross-entropy is a more appropriate

choice:
1 N
LX) = == > [Xilog(X)) + (1= X) log(1 — X)]
i=1
Equation 2: Binary Cross-Entropy
where:

X;: The true binary input (0 or 1)
X;: The reconstructed output (probability between 0 and 1)

N: Number of input features

2.2.1 Variants of Autoencoders

Autoencoders come in many forms, tailored for specific applications. Below are key

variants used in cybersecurity.

2.2.1.1 Denoising Autoencoders

Denoising autoencoders (DAEs) enhance robustness by reconstructing clean data

from corrupted inputs. For example, in noisy IoT environments, DAEs can denoise

network traffic logs, enabling more accurate anomaly detection (Yousefi-Azar et al.,

2017). Corruption is introduced by randomly masking input features, forcing the model to

focus on reconstructing essential patterns.

2.2.1.2 Variational Autoencoders
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Variational autoencoders (VAESs) differ from traditional autoencoders by
introducing a probabilistic latent space. Instead of mapping inputs to a single latent

vector, VAEs map inputs to a distribution (e.g., Gaussian). This allows them to

1. Capture richer representations.
2. Generate new samples by sampling from the latent distribution.
VAE:s are particularly effective in detecting anomalies in dynamic environments, such as

IoT networks, where the variability in normal data is high (Taylor & Eleyan, 2021).

The VAE loss combines reconstruction error with a Kullback—Leibler divergence term to

regularize the latent space:

Lyag = Lyeconstruction + B - DKL(q(Z LX)l p(Z))

Equation 3: Variational Autoencoder Loss Function

Here, q(ZIX) denotes the encoder’s distribution, and p(Z) is a prior Gaussian distribution.
2.2.1.3 Adversarial Autoencoders
Adversarial autoencoders introduce adversarial training by pairing the
autoencoder with a discriminator. The encoder attempts to fool the discriminator by
mapping inputs to a latent space that matches a predefined distribution, while the
discriminator differentiates between the actual and generated latent distributions. This
makes adversarial autoencoders robust against adversarial attacks and useful in

cybersecurity scenarios where adversaries may attempt to evade detection (Schneider et

al., 2022).

2.2.1.4 Stacked Autoencoders
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Stacked autoencoders layer multiple autoencoders, allowing for hierarchical
learning of features. They are effective in modeling complex relationships in multistage

attacks, such as advanced persistent threats (APTs; Neuschmied et al., 2022).

2.2.1.5 Hybrid Models

Hybrid approaches integrate autoencoders with other ML algorithms to enhance
performance. Common strategies include using autoencoder-derived features (latent
representations or reconstruction errors) as input for supervised classifiers such as RFs or
support vector machines (SVMs; Ding et al., 2024). Alternatively, ensemble methods can
combine the predictions or outputs of an autoencoder (e.g., classification probabilities or
anomaly scores) with those of other models (e.g., RFs) through techniques such as
stacking or voting ensembles (Klymash et al., 2025). These approaches aim to capitalize
on the diverse perspectives and complementary strengths of different model types of

ensembles (Klymash et al., 2025).

2.3 Applications in Cybersecurity
Cybersecurity has increasingly embraced autoencoders to address the challenges

of detecting anomalies, mitigating insider threats, and defending against APTs. Their
capacity to model complex, high-dimensional data patterns without requiring labeled
datasets makes them particularly suitable for detecting unknown or zero-day attacks
(Song et al., 2021). Below, we explore key areas where autoencoders have demonstrated
substantial impact in the field of cybersecurity.

2.3.1 Anomaly Detection

Anomaly detection, a cornerstone of cybersecurity analytics, involves identifying

unusual behaviors or patterns in network traffic. Autoencoders excel in this domain by

12



learning normal traffic patterns during training and identifying anomalies as instances
with high reconstruction errors.

2.3.1.1 Zero-Day Attacks

Autoencoders, especially VAEs, are adept at detecting zero-day attacks. By
learning the underlying distribution of benign data, they can flag outliers that deviate

from this distribution, such as novel attack vectors (Yousefi-Azar et al., 2017).

2.3.2 Insider Threat Detection
Insider threats, which involve malicious or negligent actions by individuals with
legitimate access to systems, pose a significant challenge. Autoencoders have been
employed to identify subtle deviations in user behavior that are indicative of insider
threats.
2.3.2.1 Deep and Variational Autoencoders
Research has demonstrated that VAEs outperform standard autoencoders in
detecting insider threats. By learning probabilistic latent spaces, VAEs can identify minor
deviations with higher sensitivity, reducing false negatives (Pantelidis et al., 2021).
2.3.2.2 Behavior Modeling
e Autoencoders trained on historical user behavior can detect anomalies
in access patterns, file usage, or login activity (Pantelidis et al., 2021).
e Example: In the CERT Insider Threat Dataset, VAEs identified
malicious user behavior with high detection accuracy and minimal

false positives (Pantelidis et al., 2021).
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2.3.3 APT Detection
APTs, multistage and stealthy attacks, require detection systems capable of
identifying subtle patterns over extended periods. Autoencoders, particularly when
integrated into multistage models, have demonstrated effectiveness in this area.
2.3.3.1 Multistage Autoencoders
Neuschmied et al. (2022) proposed a system using stacked autoencoders to
analyze large volumes of network traffic, correlating different APT stages. This approach
improved the detection of zero-day and evolving threats.
2.3.3.2 Temporal Analysis
Attention-based models, such as long short-term memory autoencoders, have
been used to capture temporal dependencies in attack sequences. These models excel at

identifying patterns that unfold over time, such as lateral movement within a network

(Shahin et al., 2022).

2.3.4 Hybrid Models in Cybersecurity

Hybrid models that combine the outputs or features of autoencoders with predictions
from robust classifiers, such as RFs, have emerged as a powerful approach for anomaly
detection (Klymash et al., 2025). These methods move beyond using the autoencoder
solely for reconstruction—integrating its capabilities with the decision-making power of

other algorithms, often within an ensemble framework (Klymash et al., 2025).

2.3.4.1 Prediction Ensemble Strategies
e Stacking/Meta-Learning: A common and effective approach involves training
base learners, such as an autoencoder (potentially with a classification head) and

one or more RF classifiers, independently. A meta-classifier is then trained using

14



the predictions from these base models as input features (Alsaffar et al., 2024).
This meta-learner’s task is to intelligently combine the base predictions, often
resulting in improved accuracy and robustness (Yao et al., 2023).

e Voting Ensembles: Simpler ensembles might combine predictions through
majority voting (for class labels) or averaging (for probabilities) from an
autoencoder-based classifier and an RF classifier. Post-autoencoder classification
using SVMs adds another layer of precision. For instance, SVMs can classify
anomalies identified by autoencoders into specific attack types, such as brute
force or DDoS attacks (Wang et al., 2023).
2.3.4.2 Ensemble Benefits
Ensembles combining autoencoders and RFs can leverage the autoencoder’s

strength in modeling normal data distributions and detecting deviations while benefiting
from the RF’s capacity to learn complex, nonlinear decision boundaries and handle high-
dimensional data effectively. This synergy can lead to improved overall accuracy and
better handling of class imbalance (especially when using specialist models or weighting)

as well as potentially lower FPRs compared to standalone models (Klymash et al., 2025).

2.3.4.3 Performance Metrics
Hybrid models have achieved high detection accuracies, low FPRs, and scalable

performance across multiple datasets. For example,

e CICIDS2017 Dataset: A BIRCH-autoencoder model achieved an F'/-score of
91.42% (Wang et al., 2023).
e UNSW-NBI15 Dataset: Combining VAEs with clustering reduced false positives

while maintaining high recall (Torabi et al., 2023).
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2.4 Dataset and Benchmarking
Datasets play a critical role in evaluating the performance of ML models,

particularly in anomaly detection. For IoT security, datasets must reflect real-world
traffic patterns, attack scenarios, and diverse device behaviors. This section examines the
relevance of commonly used datasets, with a focus on the CICIoT2023 dataset, and
discusses their applications in benchmarking autoencoder-based anomaly detection
systems.

2.4.1 CICI0oT2023 Dataset

The CICI0T2023 dataset stands out as one of the most comprehensive loT-specific
datasets, designed to address limitations in traditional network traffic datasets. Developed
by the University of New Brunswick, it captures real-time attack scenarios in loT

networks.

2.4.1.1 CICIoT2023 Features
e Covers 33 different attack types (see Table 1 below) categorized into seven major

groups: DDoS, DoS, reconnaissance, web-based, brute force, spoofing, and Mirai

attacks (Neto et al., 2023).
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Label Count Category

DDoS-ICMP_Flood 7,200,504 DDoS
DDoS-UDP_Flood 5,412,287 DDoS
DDoS-TCP_Flood 4,497,667 DDoS
DDoS-PSHACK Flood 4,094,755 DDoS
DDoS-SYN Flood 4,059,190 DDoS
DDoS-RSTFINFlood 4,045,285 DDoS
DDoS-SynonymousIP_Flood 3,598,138 DDoS
DoS-UDP_Flood 3,318,595 DoS
DoS-TCP_Flood 2,671,445 DoS
DoS-SYN_Flood 2,028,834 DoS
BenignTraffic 1,098,195 Benign
Mirai-greeth flood 991,866 Mirai
Mirai-udpplain 890,576 Mirai
Mirai-greip_flood 751,682 Mirai
DDoS-ICMP_Fragmentation 452,489 DDoS
MITM-ArpSpoofing 307,593 Spoofing
DDoS-UDP_Fragmentation 286,925 DDoS
DDoS-ACK Fragmentation 285,104 DDoS
DNS_Spoofing 178,911 Spoofing
Recon-HostDiscovery 134,378 Recon
Recon-OSScan 98,259 Recon
Recon-PortScan 82,284 Recon
DoS-HTTP_Flood 71,864 DoS
VulnerabilityScan 37,382 Recon
DDoS-HTTP_Flood 28,790 DDoS
DDoS-SlowLoris 23,426 DDoS
DictionaryBruteForce 13,064 Brute Force
BrowserHijacking 5,859 Web-based
CommandInjection 5,409 Web-based
Sqllnjection 5,245 Web-based
XSS 3,846 Web-based
Backdoor Malware 3,218 Web-based
Recon-PingSweep 2,262 Recon
Uploading_Attack 1,252 Web-based
Total 46,686,579

Table 1: CICI0T2023 Dataset Overview
e Includes over 105 IoT devices, such as smart cameras, thermostats, and sensors,

to emulate realistic IoT environments (Neto et al., 2023).

2.4.1.2 CICI0T2023 Applications
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e Anomaly Detection: Autoencoders have been successfully applied to this dataset,
demonstrating their ability to flag abnormal behaviors through reconstruction
errors (Neto et al., 2023).

e Hybrid Models: Studies integrating VAEs and clustering algorithms achieved
detection accuracies exceeding 94.5% with minimal FPRs (Wang et al., 2023).
2.4.1.3 CICI0T2023 Advantages

e High diversity in attack types

e Real-time traffic, providing a closer approximation to live network
behavior

e Open access for reproducibility and benchmarking

2.4.2 Other Benchmarked Datasets
2.4.2.1 CICIDS2017 Dataset

e Contains labeled data with attack scenarios such as infiltration, botnet, and web
attacks.

e Widely used for training and evaluating anomaly detection models.

e Autoencoder-based models achieved detection accuracies of up to 96.16%, with
Fl-scores exceeding 95% (Wang et al., 2023).
2.4.2.2 UNSW-NBI15 Dataset

e Comprises nine attack categories, including exploits, worms, and
shellcode attacks.

e Used to benchmark hybrid deep learning models for both binary and
multi-class intrusion detection, showing high detection rates and reduced

false positives (Kamal & Mashaly, 2025).
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2.4.2.3 CIDDS-001 Dataset

e A network flow dataset used to evaluate anomaly detection systems for
enterprise networks

e Reconstruction error—based methods achieved accuracy rates of over 93%,
with robust performance in multiclass anomaly classification (Torabi et
al., 2023)

2.5 Advanced Techniques: Ensemble Methods for Anomaly Detection
The evolution of cybersecurity analytics has spurred the development of

sophisticated ensemble methods that combine diverse ML models to achieve superior
anomaly detection performance, particularly for complex IoT network traffic. Rather than
relying on a single model, these approaches integrate the outputs of multiple base learners
(such as autoencoders and RFs), leveraging their complementary strengths (Yao et al.,
2023).

2.5.1 Components of Hybrid Ensembles

e Base Learners: Ensembles utilize heterogeneous base learners. In the
context of this research and similar approaches, this involves the
following:

e Autoencoder-Based Model: An advanced VAE can serve as a base
learner, providing predictions (if it has a classification head) or learned
features (latent vectors) based on its understanding of normal data
distributions (Ajayi et al., 2025).

e REF Classifier(s): RF models act as powerful discriminative learners

within the ensemble. They can be trained on original or AE-derived
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features (Ajayi et al., 2025). In specialist ensembles, individual RF models
might be trained to focus on specific classes (e.g., challenging minority
attack types), leveraging RF’s robustness and ability to handle high-
dimensional data (Ajayi et al., 2025).
Combination Strategy: The method used to combine base learners’ contributions
is crucial.

e Stacking (Meta-Learning): This prominent technique involves training a
meta-classifier whose input features are the predictions generated by the
base learners. The meta-classifier learns the optimal combination strategy
for these inputs (Alsaffar et al., 2024).

e Voting/Averaging: Simpler ensembles aggregate base learner predictions
through majority voting or averaging probabilities (Farooqi et al., 2024).

e Feature Concatenation: In some hybrids, features from the autoencoder
(latent space) are concatenated with original features before being fed into

an RF classifier.

2.5.2 Layering Classifiers with Autoencoders

Hybrid architectures that combine autoencoder-based feature extraction with
supervised classifiers such as RFs, SVMs, or extreme learning machines have
demonstrated improved classification accuracy and reduced FPRs in network intrusion
detection systems. In these configurations, the autoencoder compresses high-dimensional
input into latent feature representations, which serve as inputs to downstream classifiers

trained to identify anomalies more effectively than models relying on raw input features.

20



Recent empirical studies have supported this layered design approach. A hybrid
autoencoder Convolutional Neural Network model achieved 99.90% binary accuracy and
99.95% multiclass accuracy on the CICIDS2017 dataset while significantly reducing
FPRs (Kamal & Mashaly, 2025). Similarly, a scalable autoencoder—extreme learning
machine framework reported 98.52% detection accuracy and substantial improvements in

false alarm suppression across high-dimensional network traffic (Kumar et al., 2025).

2.5.2.1 SVM for Anomaly Classification

SVMs are particularly effective in distinguishing between different types of
attacks (e.g., brute force and DDoS) due to their ability to handle high-dimensional
feature spaces. When layered on VAEs, SVMs achieved F/-scores exceeding 95% on the

CICIDS2017 and UNSW-NB15 datasets (Torabi et al., 2023).

2.5.2.2 Hierarchical Hybrid Models

Advanced hybrid models employ multiple layers:

e An autoencoder reduces dimensionality and extracts latent features.
e Clustering algorithms segment the data.

e A classifier (e.g., SVM) refines anomaly classifications within each cluster.

This approach strikes a balance between high recall and low FPRs, achieving state-of-

the-art performance in network anomaly detection (Wang et al., 2023)

2.5.3 Emerging Hybrid Approaches
Recent research has introduced hybrid frameworks that combine autoencoders with
advanced supervised classifiers or ensemble learning strategies to improve detection of

rare or complex attack types in highly imbalanced datasets. These architectures typically
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incorporate a general-purpose autoencoder to extract latent features—followed by a set of
specialist classifiers, each tuned to identify specific threat categories or low-frequency
classes. This design enables targeted improvement in recall and macro F/-score without

inflating FPRs.

Attention-based architectures enhance autoencoders by selectively focusing on
critical features during reconstruction, improving the detection of subtle anomalies in IoT
traffic (Shahin et al., 2022). Graph convolutional networks paired with autoencoders
allow anomaly detection in graph-structured data, such as in device interaction networks,
by leveraging both topological and attribute information (Retiti Diop Emane et al., 2024).
These models are particularly effective in capturing distributed or coordinated attacks.
Recent empirical studies have demonstrated that two-stage hybrid models, which
combine an autoencoder base with class-specific refinement layers, can maintain FPRs
below 1% while improving recall for minority classes by more than 25% and macro F'/

by over 8 percentage points (Kamal & Mashaly, 2025; Kumar et al., 2025).

2.6 Challenges and Limitations
While autoencoder-based and hybrid anomaly detection models have advanced
cybersecurity analytics, several challenges and limitations remain including
computational demands, data quality, interpretability, and scalability in real-world
applications.
2.6.1 Computational Complexity
Hybrid models integrating autoencoders, clustering algorithms, and classifiers require

significant computational resources. The complexity arises from the following:
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Training Time: Autoencoders, especially deep or variational architectures,
involve iterative optimization—which can be computationally expensive for
large-scale datasets, such as CICI0oT2023 (Neto et al., 2023).

Clustering Overhead: Clustering algorithms, such as DBSCAN, struggle with
high-dimensional data, where density estimation becomes computationally

intensive (Rashid et al., 2024).

There are several proposed solutions, using dimensionality reduction, model pruning can

all reduce model training time. Additionally, using parallel processing with GPUs or

distributed computing can further reduce this time and enable faster training of models.

2.6.2 Imbalanced Data and False Positives

IoT datasets often demonstrate class imbalance with attack vectors being part of the

minority class. This imbalance can reach extreme ratios of 1:1000 or greater where attack

traffic represents less than 0.1% of network flows (Neto et al.,2023). This class

imbalance leads to several challenges:

False Positives: Benign traffic misclassified as anomalies, which in production
environments can lead to alert fatigue among security analysts which could lead
to guanine threats being overlooked.

False Negatives: Missed attack vectors such as zero-day attacks and attacks that
lack sufficient representation in training data.

Training Bias: Standard ML algorithms will bias toward the majority class and

may achieve high accuracy at the expense of failing to detect minority classes.
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Traditional approaches to addressing class imbalance include basic oversampling
techniques, such as the synthetic minority oversampling technique (SMOTE), and simple
undersampling of majority classes (Chawla et al., 2002). These methods have limitations
in extreme class imbalance scenarios, for instance, static oversampling ratios fail to
account for varying difficulty levels within minority classes, and synthetic generation can

introduce noise or poor instances that degrade model performance.

2.6.3 Advanced Sampling Techniques for Class Imbalance

This section details four state-of-the-art sampling paradigms that address extreme
class imbalance. These are synthetic oversampling and adaptive strategies, curriculum-
based progressive sampling, batch-diversity methods that integrate active learning, and

performance-feedback-driven sampling policies.

2.6.3.1 Synthetic Oversampling and Adaptive Strategies

SMOTE generates new minority classes using k-nearest neighbors, mitigating
overfitting while preserving class structure (Chawla et al., 2002). However, SMOTE
applies uniform sampling ratios across all minority classes, thereby overlooking the

heterogeneity within these classes.

The adaptive synthetic sampling method uses local density distributions to generate
minority samples, with harder-to-learn minority points receiving more synthetic

neighbors (He et al., 2008).

2.6.3.3 Curriculum Learning and Progressive Sampling
Curriculum learning is a method that begins by training the model on easy

samples, and as training continues, more challenging samples are introduced. Soviany
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(2020) demonstrated that curriculum-driven sampling consistently outperformed random

or static oversampling approaches in imbalanced computer vision benchmarks.

2.6.3.3 Batch Diversity and Active Learning Integration

Pure uncertainty-based sampling can inadvertently construct highly correlated
minibatches, diminishing information gain per training iteration. Batch Bayesian active
learning by disagreement addresses this challenge by selecting batches that maximize
joint mutual information, preserving intersample diversity while targeting uncertainty

(Kirsch et al., 2019).

Diversity-centric sampling strategies may excel during early training phases,
while uncertainty-centric approaches become more effective as convergence is

approached (Doucet et al., 2025).

2.6.3.4 Performance Feedback—Driven Sampling

Advanced sampling frameworks treat the sampling as a learnable component that
adjusts class and instance-level probabilities based on real-time validation feedback. The
feedback-driven approach uses methods derived from reinforcement learning, where
decisions are optimized to minimize application-specific cost functions rather than

generic accuracy metrics (Lopez et al., 2013).

2.6.4 Interpretability of Results
Autoencoders and clustering models often act as “black boxes,” making it difficult to
interpret why certain instances are classified as anomalies. This lack of transparency

poses challenges in the following:
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e Operational Deployment: Security analysts require clear insights to validate
flagged anomalies.
¢ Regulatory Compliance: Industries with stringent compliance requirements

demand interpretable models.

Proposed solutions emphasize the integration of explainability and feature analysis in
anomaly detection. Incorporating explainable Al (XAI) techniques, such as Shapely
additive explanations, can provide insights into the key features driving anomaly
detection decisions, enhancing interpretability. Additionally, feature importance analysis
through latent space representations enables identifying dominant features contributing to
anomalies, offering deeper understanding and improved detection performance (Shahin et

al., 2022).

2.6.5 Scalability for Real-Time IoT Applications

IoT environments produce massive volumes of real-time data, presenting significant
scalability challenges. One key issue is data velocity, where real-time data streams
require low-latency processing to ensure timely responses. Additionally, the
heterogeneity of loT networks, encompassing diverse devices with varying traffic
patterns, complicates the generalization of detection models. Proposed solutions include
online learning models that use incremental learning techniques to adapt to new data
without the need for full retraining. Another approach is edge computing, where
lightweight models are deployed on IoT edge devices, reducing latency and minimizing

bandwidth usage.

2.7 Conclusion
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This literature review has shown the growing importance of hybrid approaches
that combine an autoencoder-based architecture with ensemble classification models.
Several autoencoder variants were discussed, one of which was the Variational
autoencoder, which is an effective tool for modeling high-dimensional network traffic
and detecting anomalous behaviors (Kingma & Welling, 2022). The review presented
how hybrid models, especially those that integrated random forest, support vector
machines, and clustering techniques, could improve detection accuracy and reduce false
positives, two challenges when dealing with imbalanced data in IoT environments

(Klymash et al., 2025).

Benchmark datasets, such as CICIDS2017 and CICIoT2023, provide a basis for
comparative performance, revealing that the ensemble architecture consistently
outperforms standalone models in both recall and F1 metrics for minority classes (Neto et
al., 2023; Torabi et al., 2023). Recent innovations in adaptive sampling, curriculum
learning, and meta-classifier integration demonstrate the advancements in ML in tackling

unbalanced datasets (Soviany,2020).

Despite the many advances in AE driven anomaly detection, several critical gaps
exist. No prior work has demonstrated the integration of dynamic attention mechanisms,
learnable feature importance weighting, and class-specific pathways within a unified
autoencoder framework made explicitly for network traffic. Although ensemble models
and advanced sampling strategies have been studied independently, there is no empirical
research that jointly optimizes deep architectural features, such as multiscale attention

and class specific gating with performance-sensitive sampling.
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This literature review provides a strong foundation and rationale for the
development of a hybrid ensemble framework. This work seeks to extend that foundation
by proposing and validating a modified autoencoder architecture that integrates advanced

feature extraction, attention mechanisms, and specialist learners.
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Chapter 3 — Methodology

3.1 Introduction

This chapter discusses the methodology used to conduct experiments in the
praxis. Section 3.2 presents the data source used in praxis. Section 3.3 provides details on
the framework and workflow. Section 3.4 outlines the data preprocessing. Section 3.5
provides an overview of the model architecture. Section 3.6 provides details on model
development and validation, and Section 3.7 discusses metrics used in the praxis.
3.2 Data Collection

The dataset used for this praxis is CICIoT2023 (Neto et al., 2023). Developed by
the Canadian Institute for Cybersecurity (CIC), this dataset represents a significant
advancement over previous benchmarks by providing a novel, extensive, and highly
realistic collection of network traffic specifically generated within a large-scale loT
environment (Neto et al., 2023).

The dataset features traffic from 33 distinct cyberattacks, executed by malicious
IoT devices (primarily Raspberry Pis acting as attack agents) targeting other vulnerable
IoT devices within the lab topology. These attacks are systematically categorized into
seven major classes: DDoS, DoS, Recon, Web-Based, Brute Force, Spoofing, and Mirai
(Neto et al., 2023). This comprehensive attack suite includes scenarios often absent in
previous datasets, providing a more challenging and realistic testbed for modern network
intrusion detection systems.

In terms of scale, the full CICIoT2023 dataset is substantial, containing a total

of over 44 million network events (rows) and presenting 47 distinct features derived from
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packet headers and flow statistics (Neto et al., 2023). The data are made available in both
raw PCAP format, allowing for deep packet inspection and custom feature engineering,
and processed CSV format for ease of use with standard ML tools (Neto et al., 2023).
The dataset is publicly accessible through the CIC dataset website (Neto et al., 2023).
3.3 Framework
To ensure robustness, reproducibility, and manageability of the experiments, a

modular and well-structured coding framework was developed using Python 3. This
framework integrates several key libraries and custom components to streamline the
research process from data ingestion to result analysis. Design goals focused on
modularity, ease of configuration, comprehensive logging, and support for both
hyperparameter optimization studies and standalone training run with fixed architectures.

3.3.1 Core Components and Structure

The framework is organized around several custom core Python modules and classes,

each responsible for specific aspects of the ML pipeline (see Figure 1 below).
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Figure 1: System Components and Interactions

1. Foundational Setup
e Project Initialization: At the beginning of an experiment run, a
standardized directory structure is created (see Figure 2) as well as

custom loggers.
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<Name of experiment(study)>/
F— configs/ Configuration files for hyperparameter tuning
F— models/ Saved model checkpoints and final models
F— training/ Training-related files and logs
— optimization/ Optuna study artifacts
F— embeddings/ Generated embeddings for downstream tasks
F— 1logs/

F— study/ Optimization study logs

F— training/ Training progress logs

— data/ Data processing logs

L— system/ System and error logs

checkpoints/ Model checkpoints during training

I

I

I

I

I_

— results/ Final results and visualizations
L— data/

L— processed/ Processed and transformed data

Figure 2: Overview of the Default Directory Structure
Data Management: The Data Preprocessor class manages an end-to-
end data pipeline, starting with raw data and applying a sequence of
cleaning and transformation steps.
Configuration Management: Experiment parameters, including
model hyperparameters, dataset paths, training settings (epochs, batch
size, learning rates), optimization directives, and output paths, are
managed externally through YAML configuration files (see
Appendix A for an example). Figure 3 shows an overview of the

configuration management system that is managed by YAML.
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Figure 3: Con—ﬁguration Management via YAML
2. Modeling and Optimization Pipeline

e Model Architecture: This module defines the neural network
architecture and corresponding loss functions. Models are loaded from
the base configuration YAML file.

e Hyperparameter Optimization: Hyperparameter optimization is
managed by the Optuna Manager, which encapsulates all interactions
with the Optuna framework. Upon initialization, it either creates a new
study or loads an existing one, optionally backed by persistent storage
(e.g., SQLite or PostgreSQL), and defines the objective function
invoked for each trial.

e Training Loop: The Training Manager class is central to the
execution workflow. It receives instances of the Optuna Manager,
Project Setup, and Data Preprocessor, along with their respective
configurations. Its primary role is to manage model training and

validation cycles.
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3. Output and Advanced Models
e Embeddings: The Embedding Manager is used post-training. It takes
a trained model (the best-performing one loaded from a checkpoint),
and it generates latent space embeddings for each data split and saves
them, along with relevant metadata, for downstream analysis or tasks.
e Specialist Ensembles: This optional component, activated via
configuration, handles the training and evaluation of specialist models
for minority classes. The Specialist Ensemble Trainer coordinates the
training of individual specialists for each underrepresented class.
4. Utilities (metrics.py, visualization.py, reporting.py,
weight_adjuster.py, stratified_sampler.py)

These modules provide supporting functionalities: calculating detailed
classification metrics, generating plots, creating summary reports,
dynamically adjusting class weights, and implementing stratified sampling,
respectively. These utilities promote code reuse and modularity.

3.3.2 Experiment Workflow

The framework supports two primary execution workflows: an optimization
framework that focuses on finding the optimal hyperparameters for a given architecture
or a standalone workflow that focuses on targeted experimentation that allows the user to

provide chosen hyperparameters.

1. Hyperparameter Optimization Workflow: The workflow begins with an initial
setup phase (see Figure 4 below), where all configurations and the

hyperparameter search space are loaded.

34



Simplified Hyperparameter Optimization Workflow
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Figure 4: Simplified Hyperparameter Optimization Workflow

2. Standalone Training Workflow: The standalone training workflow (see Figure
5 below) begins with an initial setup where the project is initialized, the fixed
configuration is loaded, and data are prepared. This is followed by the core model
training phase, where the model is created and an iterative training loop is
executed to find and save the best checkpoint. After training, the best model is
loaded for post-training evaluation to generate embeddings. The process then
includes an optional step to train a specialist ensemble based on the configuration

and concludes by generating final reports.
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Simplified Standalone Training Workflow
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Figure 5: Simplified Standalone Training Workflow

3.4 Data Preprocessing
The preprocessing workflow (see Figure 6 below) is a pipeline designed to

transform the raw input data into a clean, normalized format suitable for model training.
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Figure 6: Data Management and Preprocessing Workflow

3.4.1 Initial Data Loading and Filtering

Raw network traffic data are often unsuitable for direct input into ML models.
Effective preprocessing is therefore paramount to clean, transform, and structure the data
into a format conducive to learning meaningful patterns and ensuring the robustness and
reliability of the anomaly detection system. This section details the sequential

preprocessing pipeline applied to the CICIoT2023 dataset.
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3.4.2 Column Type Identification

The CICI0T2023 dataset contains a mixture of numerical and categorical features. A
critical initial step involved programmatically identifying these distinct column types
based on their data type (e.g., int64, float64 for numeric; object, category for categorical).
This separation, managed within the custom data preprocessor method, was essential, as
subsequent steps such as imputation and scaling were type specific. The identified
numeric columns and categorical columns (excluding the label) were stored for consistent

application throughout the data preprocessing pipeline.

3.4.3 Handling Missing Values (Per-Class Imputation)

Missing data can introduce bias and hinder model performance. Given the potential
for class-imbalanced data, where global statistics might be skewed by the majority class,
a class-sensitive imputation strategy was employed. For numerical features, missing
values (NaN) were imputed using the median calculated for each specific class. The
median was chosen over the mean due to its robustness to outliers. For categorical
features, missing values were imputed using the mode calculated for each class. This per-
class approach ensures that imputation values are representative of the typical
characteristics within a given category, preserving potentially unique patterns of minority
classes that might otherwise be lost with global imputation. A fallback to the global mode

was included for rare cases where a class group might have lacked a valid mode.

3.4.4 Handling Outliers (Per-Class Interquartile Range Clipping)
Outliers, or extreme values, can disproportionately influence model training,
particularly loss calculations and scaling. To mitigate this, outlier handling was

performed after missing value imputation, again on a per-class basis to respect differing
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data distributions. The interquartile range (IQR) method, known for its robustness, was

utilized. For each numeric feature and within each class,

1. The first quartile (Q1, 25th percentile) and third quartile (Q3,
75th percentile) were calculated.

2. The IQR was computed (IQR = Q3—Q1).

3. Outlier bounds were defined using a common multiplier (1.5): lower
bound = Q1-1.5 * IQR, upper bound = Q3 + 1.5 * IQR.

4. Values falling outside these class-specific bounds were clipped — replaced
with the respective class’s median value (calculated alongside Q1/Q3 for
efficiency).

This per-class IQR clipping effectively constrained extreme values to be
more in line with the central tendency of their respective class without removing
data points entirely.

3.4.5 Feature Scaling (RobustScaler)

ML algorithms, especially those based on distance calculations or gradient descent,
often perform better when input features are on a similar scale. Given the preceding
outlier handling step, which capped extremes rather than removing them, RobustScaler
from scikit-learn (Pedregosa et al., 2011) was chosen for feature scaling. RobustScaler
centers the data by removing the median and scales it according to the IQR. This makes it
less sensitive to outliers compared to StandardScaler (which uses mean and standard
deviation) or MinMaxScaler. Crucially, the scaler was fitted only on the training data

split to prevent data leakage from the validation and test sets. The fitted scaler was then
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used to transform the training, validation, and test sets, ensuring consistent scaling based

solely on information available during training.

3.4.6 Label Encoding and Class Mapping

ML models require numerical inputs, necessitating the use of label encoding. The
LabelEncoder from scikit-learn (Pedregosa et al., 2011) was used for this purpose. It
assigns a unique integer to each distinct class label. The LabelEncoder was fitted only on
the training labels to establish the mapping. This same fitted encoder was then used to
transform the labels in the validation and test sets, ensuring consistent numerical

representation across all splits.

The Data Preprocessor included functionality for class mapping (see Figure 7 below)
based on the configuration file. If enabled, this allows for grouping-related attack

categories.

Recon
Recon

E

xploit
eb

W

Web Exploit

Figure 7: Class Mapping — Configuration File
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This functionality can be useful for reducing the number of classes, addressing
severe imbalance by merging rare classes, or focusing the model on broader types of
attacks. The implementation handles converting labels to strings for consistent dictionary
lookups before applying the mapping specified in the configuration file. If mapping was
disabled or not configured, the original labels were used for encoding. Label validation

ensured that all source labels in the mapping existed in the dataset.

3.4.7 Stratified Data Splitting

The preprocessed dataset was split into training, validation, and testing sets. Given
the inherent class imbalance, a simple random split could have resulted in splits where
minority classes were poorly represented or absent. To prevent this, stratified splitting
was employed using scikit-learn’s train-test split function (Pedregosa et al., 2011). This
ensures that the proportion of samples for each class is approximately the same across the
training, validation, and test sets as in the original dataset. A common split ratio (e.g.,
70% training, 10% validation, and 20% test, adjusted for the two-step split process) was
used, controlled by the test size and validation size parameters. A fixed random state was

essential for ensuring the reproducibility of the splits across different runs.

3.4.8 Handling Class Imbalance in Training
Class imbalance, where some classes vastly outnumber others, is a significant
challenge that can bias models toward the majority classes. Two primary strategies were

implemented to address this during model training, controlled via the configuration file:

1. Class Weighting: This involves modifying the loss function to penalize
misclassifications of minority class samples more heavily than those of the

majority class.
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Weighted Cross-Entropy/Focal Loss: If enabled via the configuration file,
weights were calculated inversely proportional to class frequencies. These
weights can be passed directly to the loss function or used within a custom
loss function, such as Enhanced Focal Loss. The Enhanced Focal Loss, when
enabled, further down-weights the loss contribution from easy-to-classify
examples—focusing training on harder instances, which is often beneficial for
minority classes (Lin et al., 2020). It could also utilize class-specific gamma
values, which amplify the effects of the applied weights.

Dynamic Weight Adjustment: The Dynamic Weight Adjuster class provided
an adaptive mechanism. If enabled, it would monitor validation metrics (e.g.,
per-class F'I-scores) after each epoch and adjust the class weights for the next
training epoch, aiming to boost the weights for underperforming (often

minority) classes.

Specialized Sampling: This strategy focuses on constructing training batches that

are more balanced or representative than those that would be yielded by random

sampling.

Stratified Sampler: The custom Stratified Sampler was designed for use with
the Data Loader. When enabled by the configuration file, it aimed to create
batches where class distribution is controlled. It could enforce equal
representation, proportional representation, or oversample minority classes.
Critically, it included a method to potentially adapt the sampling strategy
dynamically based on validation metrics, increasing the sampling rate for

classes the model struggles with.
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The specific approach (or combination) used would depend on the settings in the config

dictionary, particularly within the training section (see Figure 8 below).

Figure 8: Configuration File — Training Section
3.4.9 Dataset and Data Loader Creation
Finally, the processed and split data arrays were converted into PyTorch Datasets and

Data Loaders, essential for efficient batch processing during training and evaluation.

e CICloTDataset: A custom Dataset class was defined to wrap the feature and
label tensors.

e Datal.oader: Standard PyTorch Dataloader instances (Paszke et al., 2019)
were created for each data split (train, validation, test). The Data Loader
handles batching, optional shuffling, and parallel data loading using multiple
worker processes. When the Stratified Sampler was used for handling

imbalance, it was passed as the sampler argument to the training Data Loader.
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An inspection step was included after the Data Loader was created to verify

batch shapes and data integrity.

This comprehensive preprocessing pipeline ensured that the data fed into
classifiers was clean, consistently scaled, numerically represented, and structured to
handle the challenges of class imbalance, setting the stage for consistent model training

and evaluation.

3.5 Model Architectures

This section provides an overview of the autoencoder-based architectures and
their associated loss functions used in this praxis. The core goal across all designs is to
construct latent space representations that effectively distinguish normal behavior from
malicious patterns, including attacks represented by minority classes that are often
underdetected in traditional systems.

3.5.1 The Foundational Base Autoencoder (BaseAutoencoder)

The BaseAutoencoder class serves as the foundation for several models used in
this praxis. It embodies the core principle of an autoencoder: learning a compressed
representation (latent features) of input data and then reconstructing the original from this

representation (Kingma & Welling, 2022).

e Architecture: It consists of two main components.
o Encoder: A sequential series of neural network layers that transform high-
dimensional input data into a compressed representation.
o Decoder: The decoder mirrors the encoder, reconstructing the original

input X from the sampled latent vector z.
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e Latent Space Projection: In VAEs, the encoder outputs are projected into
parameters defining a multivariate Gaussian distribution. These parameters

include

o u: The mean of the distribution.
o log 6% The log-variance, which simplifies optimization and numerical
stability.

e Core Loss Concept: The fundamental training objective is to minimize the
reconstruction loss, the mean squared error, or binary cross-entropy between
the input x and the reconstruction, forcing the model to learn an efficient
encoding.

3.5.2 Conditional Variational Autoencoder with Classification
Building upon the base autoencoder, the conditional variational autoencoder (CVAE)

with classification introduces probabilistic modeling and a supervised objective.

e Architecture
o Encoder: Similar to the base but produces parameters for a probability
distribution over the latent space, specifically the mean (mu) and the
log-variance
o Decoder: Reconstructs the input from the sampled latent vector z
o Reparameterization Trick: Samples (z) are drawn from the learned

latent distribution q(z|x) using the reparameterization trick:

z=pu+exp (0.5-logo?) - €
Equation 4: Reparameterization Trick

where
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= uis the mean vector produced by the encoder

» loga? is the log-variance vector produced by the encoder.

* ¢ is random noise sampled from a standard normal distribution
N(0,1).

o Classification Head: An additional linear layer takes the sampled latent
vector z as input and produces logits for classifying the input into
predefined categories (e.g., different types of network traffic or attacks).

o Please see Appendix B for loss functions.

3.5.3 Network Feature Variational Autoencoder
The network feature variational autoencoder (NFVAE) is a significantly enhanced

VAE tailored for complex network data, incorporating several advanced mechanisms:

e Architecture Enhancements

o Multiscale Feature Processing: Uses multiple parallel pathways with
different receptive fields or depths to capture features at various
granularities in the input data.

o Cross-Feature Attention: Employs a multihead attention layer
(Vaswani et al., 2017) to model interactions between features extracted
at different scales, allowing the model to weigh the importance of
different feature combinations.

o Feature Pyramid Network—Inspired Layers: These layers allow
features from different levels of the encoder to contribute to the final
latent representation, potentially improving gradient flow and

capturing multilevel semantics (Lin et al., 2017).
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o Class-Specific Gates: For specified minority indices, dedicated gating
networks modulate the feature representation to boost signals relevant
to those specific classes.

o Balanced Attention Mechanism: Introduces dedicated feature
extractors for the latent and reconstruction pathways. The balanced
attention mechanism dynamically combines these features based on
learned attention weights, aiming for a specific balance (e.g.,

60/40 split). It includes a regularization term to enforce this balance.

o Feature Importance: A learnable parameter weighs input features,
allowing the model to learn which inputs are most relevant.

o Enhanced/Minority Classifiers: The NFVAE includes a main
classifier and potentially specialized classifiers for minority classes,

combining their outputs.

3.5.4 Supervised Contrastive Autoencoder
The supervised contrastive autoencoder focuses on learning representations where
samples from the same class are pulled together in the embedding space while samples

from different classes are pushed apart.

e Architecture
o Encoder: Inherited the from BaseAutoencoder.
o Latent Representation: Uses only the deterministic latent mean

output (z) from the encoder’s final layer.
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o Contrastive Head: A dedicated projection head maps the latent
representation z to a lower-dimensional projection space. This is the

space where contrastive loss is applied.

3.5.5 Specialist Ensemble
The specialist ensemble approach is designed to improve classification performance,

particularly for underrepresented or challenging classes in imbalanced datasets.

e Architecture

o Base Model: This is a foundational model (e.g. NFVAE) trained on
the full dataset. This model provides general predictions across all
classes and establishes the primary feature representations.

o Specialist Models: These are dedicated models (e.g. RF or eXtreme
Gradient Boosting [ XGBoost] classifiers) trained specifically to
distinguish one minority class from others. Each specialist is optimized
on a subset of data, where samples from the target class are
oversampled and samples from non-target classes are under sampled.
These models are not necessarily neural networks and may differ from
the base model in architecture and training procedure.

o Meta-Classifier: An enhanced meta-classifier combines prediction
outputs (class probability vectors) from the base model and all trained
specialists. It ingests a concatenated representation of these outputs
and learns to produce final predictions, incorporating mechanisms such

as self-attention and class-specific expert modules for minority classes.

48



The design supports dynamic weighting of specialist contributions,

depending on input features.

o Confidence Thresholding: Class-specific thresholds are learned or
manually calibrated to determine whether to defer to a specialist’s
output or retain the base model’s prediction. These thresholds guide
decision logic during inference by comparing predicted class
confidences against threshold bounds.

e Training Process

1. Train Base Model: The full model is trained using the standard
data pipeline.

2. Train Specialists: Each specialist model is trained independently
using class-focused data extraction and sampling strategies.

3. Calibrate Confidence Thresholds: Validation data are used to
determine thresholds for each class.

4. Train Meta-Classifier: The meta-classifier is trained on
validation predictions from the base model and all specialists. It
learns to blend or override base predictions with specialist inputs.

3.6 Model Development and Validation
This section outlines the process for developing, training, and validating the ML
models employed in this study.
3.6.1 Objective Function
The objective function defines the experiment or trial for Optuna, capturing the entire

process of training and validating a model with a specific set of suggested
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hyperparameters. When the trial is complete, it returns a single performance metric.

Optuna calls this function, which performs the following steps:

o Hyperparameter Sampling: Hyperparameter values for each trial are
dynamically selected using Optuna’s suggestion methods. This process is
managed by the define hyperparameter space method within the Training
Manager, which orchestrates the selection of key parameters, such as the
number of hidden layers, hidden and latent dimensions, optimizer type,
learning rate, and dropout rate, and other optional components.

e Model Instantiation: Constructs the neural network using the create model
function, which integrates sampled hyperparameters with fixed configuration
settings.

e Training and Validation: Executes the training and validation process for a
configured number of epochs.

e Metric Reporting: Returns a scalar value (e.g., the best validation loss
achieved during the trial) to Optuna, which the framework uses to guide the
search for better hyperparameter combinations in subsequent trials.

e Trial Information Saving: Within the objective function, detailed trial
information, including sampled hyperparameters, final performance metrics,
timestamps, and the full model configurations, is saved to JSON files. This
enables exact reconstruction of the best-performing model architecture and

settings for future use or validation.
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3.6.2 Hyperparameter Search Space Definition

The define hyperparameter space method dynamically constructs the search space
using specifications from the parameter configuration file, which defines each
hyperparameter’s type (e.g., integer, float, or categorical), range, and distribution (e.g.,
log-uniform for learning rates). For example, the number of hidden layers may be
sampled as an integer within a defined range (e.g., 1-5), with corresponding hidden
dimensions suggested conditionally using a logarithmic scale. Optimizer-specific
parameters (e.g., Adam’s betas) are sampled only if that optimizer is selected. This

define-by-run strategy offers greater flexibility than static search definitions.

3.6.3 Pruning

To improve efficiency, Optuna’s pruning mechanism is integrated. Within the
training loop, the intermediate validation metric (e.g., validation loss) is reported back to
Optuna at the end of each epoch using the trial report method. The prune method is then
invoked to assess whether the trial’s performance is underperforming compared to other
trials at similar stages. If pruning is indicated, Optuna raises an exception, terminating the

trial early and saving computational resources.

3.6.4 Train and Validate
The train and validate method within the Training Manager orchestrates the main

training process, iterating over epochs and batches.

3.6.4.1 Initialization
Prior to the training loop, some elements are instantiated depending on the trial's
hyperparameters. An optimizer (e.g., Adam or SGD) is instantiated using the trial's

learning rate and weight decay (Loshchilov & Hutter, 2017). Simultaneously, a learning
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rate scheduler (e.g., ReduceLROnPlateau or OneCycleLR) is instantiated to dynamically
update the learning rate (Loshchilov & Hutter, 2017; Smith, 2018). Finally, if class
weighting is enabled, the Dynamic Weight Adjuster is initialized with the training set’s

class distribution to mitigate imbalance.

3.6.4.2 Epoch Iteration
The loop iterates for a maximum number of epochs defined in the configuration

file. Each epoch consists of a training phase and a validation phase.

3.6.4.3 Training Phase

The model is trained iteratively, with the process detailed below repeated for each
epoch. At the start of each epoch, the model is set to training mode to ensure layers such
as dropout and batch normalization function correctly. The core training loop then

iterates through batches of data, performing the following steps for each:

Data Preparation: The input features and corresponding labels for the batch

are transferred to the selected compute device (e.g., GPU or CPU).

e Gradient Reset: To prevent accumulation from prior iterations, all model
parameter gradients are reset to zero before the forward pass.

e Forward Pass: The input data are passed through the model to generate
outputs. The structure of these outputs depends on the architecture.

e Loss Computation: The criterion, a loss function, calculates the discrepancy
between model outputs and the ground truth.

o Backpropagation: The total computed loss is backpropagated through the

model to calculate the gradient of the loss with respect to each model

parameter.
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e Gradient Clipping: To ensure training stability, the norm of the gradients is
capped at a maximum value (e.g., 1.0), which prevents the exploding gradient
problem.

o Parameter Update: The optimizer adjusts the model’s parameters based on
the computed gradients, following its defined algorithm.

e Metric Accumulation: Key metrics, such as the total loss and its individual
components, are aggregated across all batches to monitor performance for the

epoch.

3.6.4.4 Validation Phase

The validation phase assesses the model’s generalization performance on data not
seen during training. This process occurs after each training epoch. The validation
procedure then iterates through batches of data provided by the validation Data Loader,

as shown below:

o Data Preparation: The validation data and associated labels for the current
batch are moved to the designated computational device.

e Forward Pass: The model processes the input data to generate predictions or
representations based on its current learned parameters.

o Loss Calculation: The predefined loss function is used to calculate the loss
components based on the model’s outputs and the actual labels. However,
unlike in training, these loss values are computed purely for metric reporting,
and no backpropagation is performed.

o Performance Metrics Computation: For models designed for classification

tasks, detailed classification metrics are calculated. Standard metrics

53



computed include accuracy, precision, recall, /'/-score, and the confusion
matrix.

e Metric Accumulation: The calculated loss values and other relevant metrics
(such as classification performance indicators) from each batch are

accumulated over the entire validation dataset.

At the end of the validation loop, these aggregated metrics provide a comprehensive

overview of the model’s performance on the validation set for that training epoch.

3.6.4.5 Post-Epoch Operations
Upon completion of both the training and validation loops for a given epoch,
several concluding actions are performed to manage the training process, update adaptive

components, and monitor performance:

e Metric Aggregation: Average performance metrics across all batches are
computed for both the training and validation datasets, providing a
summarized view of the model’s performance and generalization capability
for that epoch.

e Adaptive Component Updates (Conditional): Based on the calculated
validation metrics, specific adaptive mechanisms may be updated:

If dynamic class weighting is employed to counteract class imbalance, the weights

may be adjusted for the subsequent epoch using the validation results as input.

Similarly, if adaptive sampling techniques are used to prioritize certain data points

or classes, the sampling weights might be modified based on current validation

performance.
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Progress Visualization: Training progress is visualized by updating plots.
These include loss curves over epochs for both training and validation sets.
For specific model architectures, such as those incorporating attention
mechanisms, visualizations include the evolution of attention weights.
Learning Rate Adjustment: The learning rate scheduler is advanced.
Depending on the scheduler type, this step utilized the epoch’s validation loss
to determine whether to adjust the learning rate for the next epoch.
Hyperparameter Optimization Reporting: The primary validation metric
for the completed epoch is reported. This enables the optimization framework
to evaluate the trial’s performance and potentially eliminate unpromising trials
early.

Early Stopping Check: Finally, predefined early stopping criteria are
evaluated. This mechanism determines whether the training process should be
halted prematurely if performance on the validation set ceases to improve or

starts to degrade, preventing overfitting and saving computational resources.

3.6.4.6 Final Model Selection and Embedding Generation

After the Optuna optimization process is complete, the best trial is identified based on the

lowest reported validation loss.

Loading Best Model: This step involves loading the model configuration
saved specifically for the best trial. This JSON contains the exact architecture
(mode, hidden dims, latent dim, attention params, etc.) determined by Optuna
for that trial. The model is then instantiated with this specific configuration.

Subsequently, the saved model state dictionary is loaded into this correctly
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structured model instance. This two-step process ensures the weights are
loaded into the identical architecture that produced the best result.

o« Embedding Generation: Finally, the loaded best model is passed to the
Embedding Manager, which uses the model’s encoder in evaluation mode to
process the train, validation, and test datasets via their respective data loaders,

generating and saving the final latent space embeddings.

3.7 Evaluation Metrics
The evaluation of models developed in this praxis is based on a comprehensive
suite of classification metrics, including accuracy, balanced accuracy, precision, recall,
FI-score (micro, macro, and weighted), and the confusion matrix.
3.7.1 Accuracy
Accuracy is defined as the proportion of correctly predicted instances over the

total number of instances:

TP+TN

Accuracy = ———
TP+TN+FP+FN

Equation 5: Accuracy
While accuracy provides a general sense of model performance, it becomes unreliable in
imbalanced datasets such as CICIoT2023. A model may achieve high accuracy by simply
predicting the majority class, neglecting minority attack classes altogether. Thus, its role

in this study is limited to high-level performance indicators.

3.7.2 Balanced Accuracy
Balanced accuracy is used to address the shortcomings of standard accuracy. It is the

average recall obtained on each class, thereby compensating for class imbalance.
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K TPy
1=1Tp,4+FN;

Balanced Accuracy = %Z

Equation 6: Balanced Accuracy

This metric ensures that the classifier’s ability to identify all classes correctly is not

skewed by class frequency.

3.7.3 Precision, Recall, and FI-Score
e Precision evaluates the proportion of true positive predictions among all

predicted positives:

TP,

PTGCiSiOTli = m
i i

Equation 7: Precision

o Recall (sensitivity) measures the ability of the model to capture all actual

positives:

TP

Recall; = 75—
L l

Equation 8: Recall

e Fl-score is the harmonic mean of precision and recall:

Precision; - Recall;

F1l,=2-
' Precision; + Recall;

Equation 9: F1-Score
e To accommodate the multiclass and imbalanced nature of the dataset, the

following F'I variants are computed:
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o Micro FI: Aggregates contributions of all classes to compute average
metrics globally.
o Macro FI: Calculates metrics independently for each class and takes
their unweighted mean.
o Weighted F1: Similar to macro but weighted by class frequency,
preserving the influence of imbalanced distributions.
3.7.4 Confusion Matrix
The confusion matrix (see Figure 9 below) offers a detailed view of the classifier’s
performance, displaying true positives, false positives, false negatives, and true negatives
for each class. In this study, normalized confusion matrices were generated per trial.
These visualizations were essential in identifying misclassification patterns, particularly

among classes with semantically similar behavior in the latent space.

Predicted Class
Class A Class B Class C

T|
r|Class A Samples correctly predicted as Class A Class A samples incorrectly predicted as Class HClass A samples incorrectly predicted as Class ¢
a . True Positives (TP) Error (FN for A, FP for B) Error (FN for A, FP for C)
e

Class B samples incorrectly predicted as Class A Samples correctly predicted as Class B Class B samples incorrectly predicted as Class
(l: Class B D ror (P for 4, T for B) P Toue Poshives (17) D ror (P or 3, 2 or O)
a : : ; : :
s |Class ¢|Class C samples mcorrectl¥ predicted as Class AClass C samples mcorrectl¥ predicted as Class H Samples correctly predicted as Class C
: Error (FP for 4, A for C) Error (FP for B, X for C) True Posttives (TP)

Figure 9: Confusion Matrix
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Chapter 4 — Results

4.1 Introduction

Section 4.2 establishes the experimental design, while Sections 4.3—4.5 present
the results of the experiments. All experiments employed standardized evaluation
protocols with identical preprocessing, stratified data splits, and consistent metrics
(accuracy, balanced accuracy, macro F'/-score, FPRs) to ensure fair architectural
comparisons.
4.2 Experimental Design

The experimental design for this praxis was strategically developed to rigorously
evaluate and optimize model performance, with a primary emphasis on maximizing
detection accuracy and minimizing FPRs. FPR is reported for the binary classification
experiments and was not emphasized in multiclass evaluations. This decision was
intentional and relates to the operational relevance of FPR in binary detection settings. In
a binary setting FPR has direct actionable measure of how benign traffic is flagged as
malicious, a critical metric in real-world deployments where operational costs and alert
fatigue are tightly coupled to false alarms (Rashid et al., 2024). In a multiclass setting the
definition of a false positive becomes more ambiguous as misclassifications occur among
multiple non-benign attack classes. As a result, multiclass evaluations in this praxis
prioritized balanced accuracy, macro F1-score and per class recall, metrics which are
better suited for imbalanced multiclass situations. The approach prioritized a reproducible
framework and consistent data handling to ensure that performance variations could be

attributed to specific architectural or methodological choices, thereby minimizing
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confounding bias. The following subsections outline the key design decisions that guided
the subsequent experiments, including feature engineering, data filtering, class mapping,
and model selection.

4.2.1 Feature Engineering

No handcrafted feature engineering was applied beyond the standardized
preprocessing pipeline presented in Chapter 3. By excluding domain-specific

transformations, the risk of inadvertently favoring certain attack classes was reduced.

4.2.2 Data Filtering and Class Mapping

Two modifications were made to the dataset prior to training. First, all DDoS
instances were removed (see Table 2 below). DDoS flows account for more than 60% of
labeled traffic in CICIoT2023 (Neto et al., 2023), creating an extreme imbalance that can
suppress minority class learning and inflate accuracy metrics. Consequently, models
trained on such skewed data may achieve high overall accuracy that masks an inability to
detect critical minority attack classes, which often carry “heightened significance” in

security contexts (Lopez et al., 2013).
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Before After

Label Count Label Count
DDoS-ICMP_Flood 7,200,504 BenignTraffic 1,098,195
DDoS-UDP_Flood 5,412,287 MITM-ArpSpoofing 307,593
DDoS-TCP_Flood 4,497,667 DNS_Spoofing 178,911
DDoS-PSHACK Flood 4,094,755 Recon-HostDiscovery 134,378
DDoS-SYN_Flood 4,059,190 Recon-OSScan 98,259
DDoS-RSTFINFlood 4,045,285 Recon-PortScan 82,284
DDoS-

SynonymousIP_Flood 3,598,138 VulnerabilityScan 37,382
DoS-UDP_Flood 3,318,595 DictionaryBruteForce 13,064
DoS-TCP_Flood 2,671,445 BrowserHijacking 5,859
DoS-SYN_Flood 2,028,834 CommandInjection 5,409
DDoS-

ICMP_Fragmentation 452,489 Sqllnjection 5,245
DDoS-UDP_Fragmentation 286,925 XSS 3,846
DDoS-ACK Fragmentation 285,104 Backdoor Malware 3,218
DDoS-HTTP_Flood 28,790 Recon-PingSweep 2,262
DDoS-SlowLoris 23,426 Uploading_Attack 1,252
DoS-HTTP_Flood 71,864

Mirai-greeth flood 991,866

Mirai-udpplain 890,576

Mirai-greip flood 751,682

Total 44,709,422 Total 1,977,157

Table 2: Removal of DDoS Classes With Counts
Furthermore, DDoS attacks primarily rely on traffic volume to exhaust network
resources, a characteristic that is often distinct and more straightforward to detect than
stealthy infiltration or exploitation techniques. By excluding the DDoS class, this
research deliberately focuses the models on learning the more complex and nuanced
patterns associated with other critical intrusions, such as credential abuse,
reconnaissance, and data exfiltration, where advanced detection capabilities are most

needed.

Following this filtering, a data-driven class mapping strategy was employed to
consolidate the original 15 non-DDoS classes into eight broader semantic categories (see

Table 3 Class Mapping below). This involved grouping semantically similar attacks, such
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as various web-based attacks under the “Web Exploit” label and different scanning

techniques under “Recon.” This approach aligns with standard taxonomy consolidation in

cybersecurity anomaly detection (Torabi et al., 2023). The consolidation of classes

mitigates severe class imbalance by combining low-frequency classes (Rashid et al.,

2024), and it aligns the detection with real-world operational needs, where distinguishing

between high-level attack vectors is often more actionable than identifying specific

variants

Original Class

Mapped Class

Backdoor Malware
BenignTraffic
BrowserHijacking
CommandInjection
DNS Spoofing
DictionaryBruteForce
MITM-ArpSpoofing
Recon-HostDiscovery
Recon-OSScan
Recon-PingSweep
Recon-PortScan
SqlInjection
Uploading_Attack
VulnerabilityScan
XSS

Backdoor Malware
BenignTraffic
Web_Exploit
Web_Exploit
DNS Spoofing
DictionaryBruteForce
MITM-ArpSpoofing
Recon
Recon
Recon
Recon
Web_Exploit
Web_Exploit
VulnerabilityScan
Web_Exploit

Table 3: Class Mapping

4.2.3 Data Partitioning and Imbalance Handling

Stratified sampling was used to partition the data into training, validation, and test

sets. This approach preserved the proportional representation of each class across all

splits, including rare but critical attack types. Stratification ensured a statistically valid
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foundation for model evaluation by preventing sampling bias and maintaining consistent

class distributions. (Torabi et al., 2023). Table 4 below shows the dataset proportions.

Label Percentage (%)
BenignTraffic 55.54415
MITM-ArpSpoofing 15.55734
DNS_Spoofing 9.04893
Recon-

HostDiscovery 6.79656
Recon-OSScan 4.969693
Recon-PortScan 4.16175
VulnerabilityScan 1.890667
DictionaryBruteForce 0.660762
BrowserHijacking 0.296313
CommandInjection 0.273553
Sqllnjection 0.265316
XSS 0.194507
Backdoor Malware 0.162788
Recon-PingSweep 0.114378
Uploading Attack 0.063294

Table 4: Dataset Proportions

To mitigate the intrabatch imbalance of minority classes during training, a

dynamic performance-sensitive sampling strategy was developed. The sampler uses the

model's real-time performance as feedback. Its core functions are listed below:

Initial Weighted Oversampling: During initialization, class sampling
weights are computed using the inverse square root of the class frequencies
(Rashid et al., 2024).

Performance Feedback Loop: After each training epoch, recall scores are
calculated using validation. If the class recall dropped below a defined
threshold, its sampling weight was quadratically increased, aligning with best
practices in curriculum learning and hard example mining (Shahin et al.,
2022)
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e Balanced Batch Construction: Each minibatch was constructed to be
proportional to the target class distribution. If the class-based sampling plan
resulted in a batch size mismatch, the sampler selectively repeated or trimmed
samples to preserve minority class exposure without disrupting overall batch

stability.4.2.4 Model Selection and Fine-Tuning

The foundational models for this research, the CVAE and NFVAE, were
selected through a rigorous hyperparameter optimization process using the
Optuna framework, as detailed in the methodology (Section 3.6.1). This initial
phase systematically explored a wide range of architectures to identify the most
promising candidates, ensuring that subsequent comparisons were made against
an optimized foundational model (Neto et al., 2023). The final stage of the design
involved standalone fine-tuning, where these fixed optimized architectures were
trained and evaluated to produce the final results presented in this chapter.
4.3 H1 Results

This section presents the findings of the experiments testing H1, which
hypothesizes that an ML classifier trained on autoencoder-derived embeddings will
achieve a 5-percentage-point increase in both balanced accuracy and recall for minority
class attacks compared to a classifier trained on raw IoT features.

Two RF models were trained and evaluated:

e Baseline Model: RF model trained directly on 46 raw network features using

Optuna to optimize hyperparameters to maximize balanced accuracy.
e Hybrid Model: RF trained on CVAE-derived latent embeddings using

Optuna to optimize hyperparameters to maximize balanced accuracy.
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4.3.1 Overall Performance Comparison

Table 5 below shows the performance comparison between the baseline RF and

hybrid RF models across key evaluation metrics.

Metric Baseline Hybrid Change
Overall Accuracy 92.87% 94.46% 1.59%
Balanced Accuracy 63.93% 70.33% 6.40%
Macro FI-Score 69.76% 0.7301 4.66%
Weighted F/-Score  92.39% 94.45% 2.17%

Table 5: Overall Performance Comparison: Baseline vs. Hybrid Models
The hybrid model demonstrated a 1.5% increase in accuracy over the baseline RF.
There was also a 6.4% increase in balanced accuracy over the baseline, which exceeds

our target for H1. Macro F/-score saw almost a 5% increase over the baseline RF.

4.3.2 Detailed Per-Class Performance Analysis

Table 6 below provides a comprehensive breakdown of precision, recall, and F/-

score for each attack class, revealing where the hybrid model achieved improvements.
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Class Metric  Baseline Hybrid Change
Backdoor Malware  Precision 1 0.81 —19.00%
Recall 0.053 0.187  252.80%
F1-Score  0.101 0.303  199.00%
BenignTraffic Precision  0.907 0.956 5.40%
Recall 0.997  0.988  —0.90%
FI-Score  0.95 0.972 2.30%
DNS Spoofing Precision  0.953 0.9 —5.60%
Recall 0.782  0.849 8.60%
Fl-Score  0.859  0.874 1.70%
DictionaryBruteForce Precision  0.991 0.628 —36.60%
Recall 0.235 0.27 14.90%
FI-Score  0.38 0378  —0.50%
MITM-ArpSpoofing  Precision 0972 0937 —3.60%
Recall 0.884 0918 3.80%
Fl-Score 0926  0.927 0.10%
Recon Precision ~ 0.957 0.943 —-1.50%
Recall 0.895 0.933 4.20%
F1-Score  0.925 0.938 1.40%

VulnerabilityScan Precision 1 1 0.00%
Recall 0.943 1 6.00%
FI-Score  0.971 1 3.00%

Web_Exploit Precision  0.844 0.719 —-14.80%

Recall 0.325 0.481  48.00%
FI-Score  0.469  0.576  22.80%
Table 6: Detailed Per-Class Performance Comparison

While the hybrid model introduced notable recall gains for minority classes—such as a
252.8% increase for Backdoor Malware and a 48% increase for Web Exploit—its impact
on other class recalls was largely positive or negligible. For example, recall improved
slightly for MITM-Arp Spoofing (+3.8%), Recon (+4.2%), and Vulnerability Scan
(+6.0%). The only exception was a slight decline in recall for Benign Traffic (—0.9
percentage points), which remained above 98%. This suggests that the improvements in
minority class detection did not significantly degrade recall performance for majority or

moderate-frequency classes. This demonstrates a net gain in detection coverage without
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sacrificing stability for the majority classes. The confusion matrix for the RF Baseline

(see Figure 10 below) and RF on CVAE Embeddings (see Figure 11 below) are shown

for reference.
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Figure 10: RF Baseline Confusion Matrix
RF on CVAE Embeddings
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Figure 11: RF on CVAE Embedding Confusion Matrix
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4.3.2.1 Key Findings and Implications
e Hl is supported: The hybrid model achieved

o A 6.4 percentage point increase in balanced accuracy, exceeding the 5-
point target

o A greater than 7 percentage point increase in multiple minority attack
classes, with substantial gains in Backdoor Malware (+252.8%) and
Web Exploit (+48.0%).

e These results indicate that embeddings derived from autoencoder
architectures—specifically the CVAE—enhance the classifier’s ability to
discriminate across imbalanced classes by concentrating relevant information
into a more separable feature space.

o This supports the use of representation learning in network anomaly detection

tasks where minority class detection is a primary concern.

4.4 H2 Results
This section presents the results of experiments testing H2, which states that an

autoencoder integrated with a traditional classifier will improve the macro F'/-score by at
least 5 points over its native classification head in multiclass settings. In binary
classification, it will reduce FPR by at least 7%. To test this hypothesis, we compared the
performance of the baseline NFVAE model with that of its hybrid counterpart, NFVAE-
RF.

4.4.1 Multiclass Classification Evaluation

Table 7 below compares the performance of the NFVAE baseline model with that of

NFVAE-RF. The NFVAE increased the F'/-score by 11.2 percentage points and balanced
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accuracy by 17.7 percentage points. NFVAE-RF outperformed the baseline model in all
multiclass metrics—with a notable increase in macro F'/-score, satisfying the first

criterion of H2.

Metric NFVAE NFVAE-RF Absolute Change Relative Change
Accuracy 93.31% 96.15% +2.84% +3.0%
Balanced Accuracy 75.06%  88.31% +13.25% +17.7%
Macro F1-Score ~ 72.80%  80.99% +8.19% +11.2%
Weighted F/-Score 93.22%  96.32% +3.10% +3.3%

Table 7: Performance Comparison: NFVAE vs. NFVAE-RF

Metric NFVAE NFVAE-RF

Total Benign Traffic 76,874 153,747
Correctly Classified as Benign 76,297 151,764
Misclassified as Attack 577 1,983
False Positive Rate 0.75% 1.29%

Table 8: False Positive Rate: NFVAE vs. NFVAE-RF
The hybrid model also maintained a relatively low FPR while improving detection of

minority attack classes (see Table 9 below).

Attack Class NFVAE NFVAE-RF Change

Backdoor Malware 41.1% 394%  —4.10%
Dictionary Brute Force 37.8% 573%  +51.6%
Web Exploit 38.5% 69.5%  +80.5%

Table 9: Minority Class Improvements: NFVAE vs. NFVAE-RF
The NFVAE-RF hybrid architecture successfully improved overall detection capability
and balanced performance across attack classes while maintaining a low FPR.
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4.4.2 Binary Classification Evaluation: NFVAE vs. NFVAE-XGB

To provide comprehensive validation of the hybrid ensemble approach, additional
analysis was conducted using a binary classification configuration that consolidates all
attack types into a unified “Attack” class while retaining “Benign” traffic as the reference
category. This binary approach addresses practical deployment scenarios where the
primary objective is to distinguish between malicious and legitimate traffic rather than
identifying specific attack vectors. This second experiment focused on the NFVAE
hybrid. The NFVAE hybrid utilizes an XGBoost ensemble framework to enhance

predictions.

The base NFVAE model achieved a balanced accuracy of 96.8% (see Table 10
below), effectively capturing the characteristics of both classes. The FPR was 2.01%, and

the false negative rate of attacks was limited to 4.39%.

Performance Metric NFVAE Base NFVAE-XGB Change % Change

Test Accuracy 96.93% 98.91% 1.98% 2.04%
Balanced Accuracy 96.80% 98.85% 2.05% 2.12%
Macro F1-Score 96.89% 98.90% 2.01% 2.07%
Weighted F/-Score 96.93% 98.91% 1.98% 2.04%
Attack Class Precision 97.44% 99.24% 1.80% 1.85%
Attack Class Recall 95.61% 98.30% 2.69% 2.81%
Attack Class F'/-Score 96.51% 98.77% 2.26% 2.34%
Benign Class Precision 96.54% 98.65% 2.11% 2.19%
Benign Class Recall 97.99% 99.40% 1.41% 1.44%
Benign Class F'1-Score 97.26% 99.02% 1.76% 1.81%

Table 10: Binary Classification Performance NFVAE-XGB
The standalone NFVAE achieved a macro F/-score of 96.89% and an overall accuracy of

96.93%. The integration of the XGBoost specialist ensemble provided consistent
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additional improvements, elevating the macro F'/-score to 98.90% and overall accuracy
to 98.91%. This 2.07% relative improvement in macro F'/-score confirms the

effectiveness of ensemble integration across different classification scenarios.

Metric NFVAE Base NFVAE-XGB  Change % Change
False Positive Rate 2.01% 0.60% —141pp —70.10%
False Negative Rate 4.39% 1.70% —2.69pp —61.30%

Table 11: False Positive Rate: NFVAE vs. NFVAE-XGB
The base model achieved a 2.01% FPR (3,095 false positives out of 153,747 benign
instances), while the ensemble model reduced the FPR to 0.60% (924 false positives out
of 153,747 benign instances). This represents a 70.1% relative reduction in FPR, far

exceeding the 7% threshold specified in H2.

4.5 H3 Results
This section presents the results of experiments testing H3, which states that a

hybrid autoencoder integrating specialist classifiers will improve macro F/ in multiclass
settings and increase average recall by at least 20% across all minority classes while
reducing the FPR in binary classification by at least 5 %.

4.5.1 Base Model Performance Analysis

The hybrid NFVAE-XGB significantly improved recall for Backdoor Malware (from
0.3884 to 0.6098; +56.99%) and Dictionary Brute Force (from 0.3820 to 0.6342;
+66.02%) (see Table 12 below). These improvements reflect enhanced sensitivity to rare
attack patterns, driven by the specialist classifier architecture. Conversely, Web Exploit
recall declined by 41.50%. On average, the ensemble achieved a 27.17% increase in
recall across these minority classes, which exceeds our H3 target of 20% across all

minority classes. H3 is supported.
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NFVAE NFVAE-XGB Relative Recall Gain

Minority Class Recall Recall (%)
Backdoor Malware 0.3884 0.6097 56.99
Dictionary Brute Force 0.3819 0.6341 66.02
Web Exploit 0.2746 0.1606 —41.50

Table 12: NFVAE Minority Class: NFVAE Recall vs. NFVAE-XGB Recall

The NFVAE-XGB model demonstrated consistent performance gains across most
classes, as measured by relative F'/-score improvements. The most substantial gain was
observed in the Backdoor Malware class, with a 57.00% relative F'/-score increase,
followed by Web Exploit at 22.81%. Other classes, such as Vulnerability Scan (+2.99%),
DNS Spoofing (+1.75%), and Benign Traffic (+1.67%), also showed measurable
improvements. Marginal gains were noted for MITM Arp Spoofing (+0.11%) and Recon
(+1.41%), while Dictionary Brute Force experienced a negligible decline (—0.53%).
These results affirm the hybrid model’s effectiveness in improving class-specific
performance, particularly for minority attack types, while maintaining stability across

well-represented classes (see Table 13 below).

Class Baseline 1 Ensemble F/  Relative Gain (%)
Backdoor Malware 0.3884 0.6098 57.00%
BenignTraffic 0.956 0.972 1.67%

DNS Spoofing 0.859 0.874 1.75%
Dictionary Brute Force 0.38 0.378 —0.53%
MITM Arp Spoofing 0.926 0.927 0.11%
Recon 0.925 0.938 1.41%
Vulnerability Scan 0.971 1 2.99%
Web Exploit 0.469 0.576 22.81%

Table 13: NFVAE Multiclass F1: NFVAE Baseline vs. NFVAE-XGB(Ensemble)
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4.5.2 Analysis of NFVAE-XGB Binary Hybrid Model

This section presents the performance analysis of the NFVAE-XGB hybrid model
applied to a binary classification task, where the goal is to differentiate between benign
and malicious network traffic. This configuration leverages the representational power of
an NFVAE encoder combined with an XGBoost specialist ensemble trained exclusively
on the minority class (Attack). The NFVAE Base model achieved an FPR of 1.04%, and
the NFVAE-XGB achieved an FPR of 0.49% (see Table 14 below). The change in FPR is

53.86% which exceeds the H3 target of 5% improvement. H3 is supported.

Metric Base Model Ensemble Model
Test Accuracy (%) 96.83 98.93
Balanced Accuracy (%) 96.57 98.92
Macro FI-Score (%) 96.78 98.92
Weighted F1-Score (%) 96.83 98.93
False Positive Rate (%) 1.04 0.49

Table 14: Binary Classification Performance NFVAE-XGB Hybrid
The following observations highlight key design choices and performance outcomes that

contributed to the effectiveness of the NFVAE-XGB binary hybrid model:

o Ensemble Amplification: The transition from base to ensemble model
resulted in a +2.1% absolute gain in balanced accuracy and +2.14% in macro
F1, indicating that the specialist ensemble meaningfully supplemented the
NFVAE encoder’s output.

e Calibration Strategy: The system was explicitly tuned to avoid missed

attacks by enforcing a confidence threshold of 0.1 and a target recall of greater
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than 99.9% for the Attack class. This calibration was reflected in an FPR of
0.49%.

e Meta-Classifiers Enhance Stability: By aggregating raw logits, derived
features, and class-specific attention outputs, the meta-classifier facilitates
nuanced decisions and improves alignment with minority detection objectives.

o Simplicity of Binary Decision Space: Reducing the label space from 8+
classes to two allowed for more aggressive optimization of recall without

compromising specificity.

4.6 Cross-Dataset Evaluation CIC-IDS2018

To preliminarily assess the generalization capacity of the proposed NFVAE
framework beyond the bounds of the CICIoT2023 dataset, a limited-scope cross-dataset
evaluation was conducted using the CIC-IDS2018 dataset. The CIC-IDS2018 dataset
simulates enterprise-grade traffic over a five-day period, which differs from the

CICloT2023 dataset, which focuses on IoT-centric attacks.

Importantly, this evaluation was not intended to serve as an exhaustive cross-
dataset validation. It functioned as an exploratory test designed to answer the question:

How does the NFVAE perform with minimal adaptation to a distinct dataset?

The evaluation used the baseline NFVAE architecture (without specialist
ensemble). The NFVAE optimization workflow was deployed, and the standard
preprocessing and data management process (Section 3.4, Figure 6) was applied to the
CIC-IDS2018 dataset, including RobustScaler, label encoding, and stratified sampling.
Class mapping was utilized to reduce the complexity of the evaluation, as the goal was to

test generalization on different dataset.
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Mapped

Original Class Class
DDOS attack-HOIC DDoS Attack
DDOS attack-LOIC-UDP DDoS_Attack
DDoS attacks-LOIC-HTTP DDoS Attack
DoS attacks-GoldenEye DoS_Attack
DoS attacks-Hulk DoS Attack
DoS attacks-SlowHTTPTest DoS_Attack
DoS attacks-Slowloris DoS Attack
Brute Force -Web Brute Force
Brute Force -XSS Brute Force
FTP-BruteForce Brute Force
SSH-Bruteforce Brute Force

Table 15: CIC-IDS2018 Class Mapping

The baseline run produced the following results: NFVAE obtained an accuracy of
94.78% (see Table 16 below) with a balanced accuracy of 73.61% and a Macro F1

score of 71.58%.

Metric CICIDS2018

Accuracy 94.78%
Balanced Accuracy 73.61%
Macro F1 71.58%
Weighted F1 94.82%

Table 16: CIC-IDS2018 Metrics

While the CIC-IDS2018 dataset includes a broader taxonomy of attack variants, only
class-level metrics for the top three mapped categories —DoS Attack, Brute Force, and
DDoS Attack —are reported in this evaluation (see Table 17 below). The decision is

intentional and reflects the exploratory nature of this cross-dataset experiment. A more

75



detailed breakdown of subclass performance is reserved for future work involving

targeted fine-tuning.

Class Precision Recall F1-Score Support
DoS Attack 98.22%  97.35%  97.78% 687692
Brute Force 94.20%  99.88%  96.96% 28619

DDoS Attack 71.54%  99.80%  83.34% 38179
Table 17: CIC-IDS2018 Performance Metrics by Mapped Class

The results presented in this chapter validate the core hypothesis of this research
and demonstrate the effectiveness of the proposed NFVAE-based hybrid architecture.
While the primary evaluation (CICIoT2023) highlighted significant gains in detection

accuracy and minority class recall, the exploratory cross-dataset further underscores the

framework's potential for generalization.
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Chapter 5 — Discussion and Conclusions

5.1 Discussion

The objective of this praxis was to develop and evaluate a hybrid anomaly
detection framework for IoT network security that combines autoencoder-based
architectures with specialist ensemble classifiers. A Network Feature Variational
Autoencoder (NFVAE) was developed to address the traditional shortcomings of
autoencoders, specifically their inability to handle class imbalance. The NFVAE was
further enhanced by giving it the capability to leverage minority class-focused specialist
learners, Random Forest (RF), and Extreme Gradient Boosting (XGBoost). The findings
presented in this chapter synthesize the experimental results, explore their practical
implications, and conclude with recommendations for future research directions.

5.1.1 Verification of Hypotheses

H1: An ML classifier trained on autoencoder-derived embeddings will achieve a 5-
percentage point increase in both balanced accuracy and minority class recall compared

to classifiers trained directly on raw loT network features.

e Multiclass Results
o When training on the autoencoder-derived embeddings, the hybrid
model demonstrated a 6.4% increase in balanced accuracy over the
standard RF model. This exceeded our H1 target of five percentage
points.
o Several minority classes demonstrated increases greater than

five percentage points:
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» Backdoor Malware increased 13 percentage points (252%)

= Web Exploit increased 16 percentage points (48%)

The average increase in recall across all three minority classes was

10.8 percentage points. Thus, H1 is supported.

H2: Integrating a traditional ML classifier with a baseline autoencoder architecture will

reduce the FPR by at least 7% compared to the standalone autoencoder’s classification

head while increasing the macro F/-score.

Multiclass Results: In multiclass evaluation, the hybrid model (NFVAE-RF)
outperformed the baseline NFVAE across all major metrics. Macro F'/
improved from 72.80% to 80.99%, representing an absolute gain of 8.19
percentage points and a relative increase of 11.2%, thus satisfying the
multiclass component of H2. Minority class performance also improved
substantially:

o Backdoor Malware F'/ improved by 37.9% (33.87% — 46.71%)

o Dictionary Brute Force F'/ increased by 130.2% (28.20% — 64.91%)

o  Web Exploit £/ jumped from 0.00% to 63.10%
Binary-Class Results: In the binary-class experiments, the NFVAE-XGB
hybrid achieved a significant reduction in both false positive and false
negative rates:

o The FPR decreased from 2.01% to 0.60%, a 70.1% relative reduction.

o The false negative rate dropped from 4.39% to 1.70%, a 61.3% relative

reduction.
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These improvements validate the binary portion of H2, confirming that classifier

integration meaningfully reduces misclassification in intrusion detection.

H3: A hybrid autoencoder integrated with specialist classifiers will improve macro F1-
scores in multiclass settings and increase average recall across all minority classes by at

least 20% while reducing the false positive rate in binary classification by at least 5%.

o Multiclass Results: The hybrid achieved a 27.17% increase in recall across
all minority classes, surpassing the H3 target of 20%. H3 is supported.

e Binary-Class Results: The final ensemble model (NFVAE-XGB) achieved
an FPR of 0.49, which is a 53.86% improvement over the NFVAE Base. H3 is
Supported.

Table 18 presents the overall outcomes of the three hypotheses tested.

Hypothesis ~ Multiclass Result  Binary-Class Result

HI Supported Not Tested
H2 Supported Supported
H3 Supported Supported

Table 18: Verification of Hypotheses
5.1.2 Responses to the RQs
RQ1: Does coupling an RF classifier with autoencoder-derived latent space embeddings
improve anomaly detection, balance accuracy, and increase minority class recall than a

standalone base model when analyzing IoT network traffic?

Coupling an RF classifier with autoencoder-derived embeddings improves

detection for minority classes. Here are some key advantages:
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e Backdoor Malware recall increased by over 252% and Web Exploit recall
increased by 48%.
e There was an increase in minority F'/-scores despite the drop in precision.

Backdoor Malware F'/-score nearly tripled (.101 to .303).

RQ2: To what extent does a hybrid architecture, combining a baseline autoencoder with
a secondary ML classifier, improve key performance indicators—namely, detection

accuracy and FPRs—over the standalone autoencoder model?

For multiclassification tasks, the hybrid model consistently outperformed the
standalone model. The NFVAE Random Forest (NFVAE-RF) variant increased the
macro F1-score from 72.80% to 80.99% (+11.2% relative gain), while improving recall
for minority classes, such as Dictionary Brute Force and Web Exploit. However, this
improvement was accompanied by an increase in FPR from 0.75% to 1.29%, indicating a

recurring trade-off between classification breadth and precision.

For binary classification tasks the NFVAE-XGB model reduced the FPR from
2.01% to 0.60% while also increasing the macro F'/-score and balanced accuracy. These

improvements highlight the effectiveness of hybrid architecture.

Integrating a secondary classifier with an autoencoder allows demonstrated gains
in both multiclassification tasks and binary classification tasks. In multiclass experiments,
the hybrids performed as expected, expanding the net to capture anomalies at the cost of
increasing FPR. In the binary experiments, or as the first line of defense, it reduced FPR.

In both contexts, the hybrid model enhanced the system's value.
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RQ3: How can an autoencoder-based architecture be enhanced and integrated with a
specialist ensemble to achieve the optimal trade-off between detection accuracy, minority

class recall, and a low FPR?

The NFVAE was developed with several architectural modifications, such as
multiscale feature extraction, attention-based fusion, and class-specific gating. The
NFVAE framework enables ensemble models such as RF and XGBoost to be integrated
into NFVAE architecture. In this hybrid configuration, the NFVAE XGBoost (NFVAE-
XGB) achieved a two-percentage-point gain in balanced accuracy, a two-percentage-
point gain in Macro F1-Score, and a 0.55 percentage point gain in FPR, resulting in a
58% reduction in FPR. The meta-classifier learns when to trust the base model versus the
ensemble, and this process allows the models to achieve higher gains than they would

individually.

5.2 Conclusions

This praxis successfully addressed the challenge of detecting complex threats in
imbalanced IoT network traffic. The solution is a Network Feature Variational
Autoencoder - NFVAE, which was designed with multiscale encoding, attention
balancing, and class-specific specialist paths.

The NFVAE model was integrated with RF and XGBoost ensemble models,
which use a meta-classifier framework for predictions. To mitigate class imbalance,
NFVAE utilizes dynamic class weighting and focal loss. The system achieved 0.49% in
binary scenarios using the NFVAE-XGB variant.

Beyond the performance improvements, this praxis contributes several distinctive

elements. A custom optimization framework with enhanced logging, configuration-driven
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optimization workflow, and modular codebase. The NFVAE, which combines elements
from curriculum learning, leverages performance-sensitive sampling that progressively
increases the focus on harder-to-classify minority classes based on real-time feedback. A
learnable feature importance with regularization, a dynamic attention mechanism that
adaptively fuses features from both the latent space and reconstruction pathway.
Collectively, these innovations extend current methodologies and provide a blueprint for
setting the stage for exploring more complex deep learning architectures.
5.3 Contributions to Body of Knowledge
This praxis makes several significant contributions to the body of knowledge in
cybersecurity analytics, particularly in the domain of anomaly detection for IoT
networks. The primary contributions are centered on the design of a novel hybrid
architecture, the development of an adaptive training framework to handle extreme class
imbalance, and the empirical validation of this system on a complex real-world dataset.
1. A Custom Hybrid Autoencoder Architecture (NFVAE): This research
introduces the NFVAE, an architecture specifically designed for the challenges of
IoT network data. While individual components such as attention and residual
connections are established techniques, their synthesis within the NFVAE is
novel. Its key innovative aspects include
o A dynamic attention mechanism that adaptively fuses features from the
latent and reconstruction pathways, allowing the model to prioritize the

most informative feature space for a given sample
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o Learnable feature importance vectors with built-in regularization,
enabling the model to autonomously identify and weigh the most salient
input features for detecting anomalous behavior

o Class-specific specialist pathways and feature gates that enhance the
model’s sensitivity to critical underrepresented minority attack classes
This architecture proved to be a significantly stronger feature extractor

than standard autoencoders, establishing a higher-performing baseline for the
ensemble.

An Advanced Calibrated Specialist Ensemble Framework: This work
contributes a complete framework for building and training a hybrid specialist
ensemble. The novelty of this framework lies in integrating the highly advanced
NFVAE as the base model and augmenting it with a robust calibration and meta-
learning layer. This contribution includes

o The successful pairing of the NFVAE’s deep feature representations with
specialist classifiers (RF and XGBoost) that are fine-tuned on specific
minority classes

o A dynamic confidence threshold calibration process that optimizes each
specialist’s decision boundary to meet predefined performance targets
(e.g., maximizing recall), ensuring the final system meets operational
requirements

o An attention-based meta-classifier that intelligently aggregates the outputs
from the base and specialist models, learning to weigh their predictions to

produce a final, more accurate classification
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3. A Comprehensive Methodology for Imbalanced Learning: This praxis
developed and successfully applied an integrated strategy to combat severe class
imbalance. The contribution is the synergistic combination of multiple techniques
into a cohesive training methodology, including

o An Enhanced Focal Loss function with class-specific gamma values to
focus training on difficult minority classes.

o A Dynamic Weight Adjuster that adaptively updates class weights in the
loss function based on epoch-over-epoch validation performance.

o A Stratified Sampler that ensures proportional class representation in
training batches.

This multifaceted approach was instrumental in enabling the model to
learn effective representations for attack classes that constitute a tiny fraction of
the dataset.

4. Rigorous Empirical Validation on a Modern Dataset: This research provides a
significant empirical contribution by demonstrating the effectiveness of the
proposed hybrid architecture on the large-scale and challenging CICIoT2023
dataset. By systematically evaluating the framework and verifying the hypotheses,
this praxis establishes a new high-performance benchmark for anomaly detection
in complex IoT environments, providing a practical blueprint for developing
resilient next-generation intrusion detection systems.

5.4 Recommendations for Future Research
Building upon the findings and contributions of this praxis, several promising

avenues for future research emerge. These recommendations aim to address the current
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limitations, extend the capabilities of the proposed framework, and enhance its practical
applicability in real-world cybersecurity operations.

1. Exploration of Alternative Deep Learning Architectures: While the NFVAE
proved effective, future works should explore architectures that can natively
model the relational or sequential nature of network data. Integrating graph neural
networks could capture the topological structure of IoT device interactions,
potentially improving the detection of coordinated and distributed attacks.
Similarly, transformer-based models, with their self-attention mechanisms, could
be applied to sequences of network flows to better understand the temporal
context of malicious activities.

2. Enhancing Interpretability With XAI: The current models, like many deep
learning systems, operate as “black boxes.” A critical next step is to integrate XAl
techniques to provide insight into the model’s decision-making process.
Employing methods such as Shapely additive explanations or local interpretable
model-agnostic explanations could identify the specific input features that most
influence anomaly classifications, making the system more transparent and
trustworthy for security analysts.

3. Model Optimization for Edge Computing Deployment: Future research should
focus on model optimization techniques such as quantization, pruning, and
knowledge distillation to create lightweight yet powerful versions of the NFVAE

and its specialist learners for deployment on edge devices.
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4. Generalization Across Diverse Datasets and Environments: This study was
constrained to the CICIoT2023 dataset. Future work will involve benchmarking
other cybersecurity datasets (e.g., CICIDS2017 and UNSW-NB15).

5. Advanced Ensemble and Fusion Strategies: The current ensemble relies on a
meta-classifier to combine predictions. Future iterations could explore more
sophisticated fusion strategies. This includes investigating hierarchical ensembles,
where specialists for broad attack categories (e.g., “Recon’) could have their own
subspecialists for finer-grained attacks (e.g., “Port Scan” vs. “Ping Sweep”).
Additionally, exploring alternative specialist learners beyond tree-based models,
such as SVMs, could further diversify the ensemble and improve its collective

decision-making.

86



References

Abbas, S., Alsubai, S., Ojo, S., Sampedro, G. A., Almadhor, A., Hejaili, A. A., &
Bouazzi, I. (2024). An efficient deep recurrent neural network for detection of
cyberattacks in realistic IoT environment. Journal of Supercomputing, 80(10),
13557-13575. https://doi.org/10.1007/s11227-024-05993-2

Ajayi, B., Barakat, B., & McGarry, K. (2025). Leveraging VAE-derived latent spaces for
enhanced malware detection with machine learning classifiers. arXiv.
https://doi.org/10.48550/arXiv.2503.20803

Akiba, T., Sano, S., Yanase, T., Ohta, T., & Koyama, M. (2019). Optuna: A next-
generation hyperparameter optimization framework. In Proceedings of the 25th
ACM SIGKDD International Conference on Knowledge Discovery & Data
Mining (pp. 2623-2631). Association of Computing Machinery.
https://doi.org/10.1145/3292500.3330701

Aktar, S., & Nur, A. Y. (2024). Advancing network anomaly detection: An ensemble
approach combining optimized contractive autoencoders and K-means clustering.
In A. Abdelgawad, A. Jamil, & A. A. Hammed (Eds.), 2024 I[EEE
3rd International Conference on Computing and Machine Intelligence (ICMI)
(pp- 1-5). IEEE. https://doi.org/10.1109/ICM160790.2024.10585975

Alsaffar, A. M., Nouri-Baygi, M., & Zolbanin, H. (2024). Enhancing intrusion detection
systems with dimensionality reduction and multi-stacking ensemble techniques.

Algorithms, 17(12), Article 550. https://doi.org/10.3390/a17120550

87



Ash, J. T., Zhang, C., Krishnamurthy, A., Langford, J., & Agarwal, A. (2020). Deep
batch active learning by diverse, uncertain gradient lower bounds. arXiv.
https://doi.org/10.48550/arXiv.1906.03671

Becerra-Suarez, F. L., Tuesta-Monteza, V. A., Mejia-Cabrera, H. 1., & Arcila-Diaz, J.
(2024). Performance evaluation of deep learning models for classifying
cybersecurity attacks in IoT networks. Informatics, 11(2), Article 32.
https://doi.org/10.3390/informatics11020032

Buda, M., Maki, A., & Mazurowski, M. A. (2018). A systematic study of the class
imbalance problem in convolutional neural networks. Neural Networks, 106, 249—
259. https://doi.org/10.1016/j.neunet.2018.07.011

Chawla, N. V., Bowyer, K. W., Hall, L. O., & Kegelmeyer, W. P. (2002). SMOTE:
Synthetic minority over-sampling technique. Journal of Artificial Intelligence
Research, 16, 321-357. https://doi.org/10.1613/jair.953

Chen, T., Kornblith, S., Norouzi, M., & Hinton, G. (2020). 4 simple framework for
contrastive learning of visual representations. arXiv.
https://doi.org/10.48550/arXiv.2002.05709

Ding, L., Liu, L., Wang, Y., Shi, P., & Yu, J. (2024). An autoencoder enhanced light
gradient boosting machine method for credit card fraud detection. PeerJ
Computer Science, 10, Article e2323. https://doi.org/10.7717/peerj-cs.2323

Doshi, R., Apthorpe, N., & Feamster, N. (2018). Machine learning DDoS detection for
consumer Internet of Things devices. In L. O’Conner (Ed.), 2018 IEEE Security
and Privacy Workshops (pp. 29-35). IEEE.

https://doi.org/10.1109/SPW.2018.00013

88



Doucet, P., Estermann, B., Aczel, T., & Wattenhofer, R. (2025). Bridging diversity and
uncertainty in active learning with self-supervised pre-training. arXiv.
https://doi.org/10.48550/arXiv.2403.03728

Farooqi, A. H., Akhtar, S., Rahman, H., Sadiq, T., & Abbass, W. (2024). Enhancing
network intrusion detection using an ensemble voting classifier for Internet of
Things. Sensors, 24(1), Article 127. https://doi.org/10.3390/s24010127

He, H., Bai, Y., Garcia, E. A., & Li, S. (2008). ADASYN: Adaptive synthetic sampling
approach for imbalanced learning. In Proceedings of the 2008 IEEE International
Joint Conference on Neural Networks (IEEE World Congress on Computational
Intelligence) (pp. 1322—1328). IEEE.
https://doi.org/10.1109/IJCNN.2008.4633969

Kamal, H., & Mashaly, M. (2025). Enhanced hybrid deep learning models-based
anomaly detection method for two-stage binary and multi-class classification of
attacks in intrusion detection systems. Algorithms, 18(2), Article 69.
https://doi.org/10.3390/a18020069

Khosla, P., Teterwak, P., Wang, C., Sarna, A., Tian, Y., Isola, P., & Maschinot, A.
(2021). Supervised contrastive learning. arXiv.
https://doi.org/10.48550/arXiv.2004.11362

Kingma, D. P., & Welling, M. (2022). Auto-encoding variational Bayes. arXiv.
https://doi.org/10.48550/arXiv.1312.6114

Kirsch, A., van Amersfoort, J. & Gal, Y. (2019). BatchBALD: Efficient and diverse batch
acquisition for deep Bayesian active learning. arXiv.

https://doi.org/10.48550/arXiv.1906.08158

89



Klymash, M., Balkovskyi, N., & Shpur, O. (2025). Hybrid model of network anomalies
detection using machine learning. Infocommunication Technologies and
Electronic Engineering, 5(1), 1-14. https://doi.org/10.23939/ictee2025.01.001

Kumar, A., Radhakrishnan, R., Sumithra, M., Kaliyaperumal, P., Balusamy, B., &
Benedetto, F. (2025). A scalable hybrid autoencoder—extreme learning machine
framework for adaptive intrusion detection in high-dimensional networks. Future
Internet, 17(5), Article 221. https://doi.org/10.3390/£117050221

Lin, T.-Y., Dollar, P., Girshick, R., He, K., Hariharan, B., & Belongie, S. (2017). Feature
pyramid networks for object detection. In L. O’Conner (Ed.), Proceedings of the
30th IEEE Conference on Computer Vision and Pattern Recognition (pp. 936—
944). IEEE. https://doi.org/10.1109/CVPR.2017.106

Lin, T.-Y., Goyal, P., Girshick, R., He, K., & Dollar, P. (2020). Focal loss for dense
object detection. /EEE Transactions on Pattern Analysis and Machine
Intelligence, 42(2), 318-327. https://doi.org/10.1109/TPAMI.2018.2858826

Lopez, V., Fernandez, A., Garcia, S., Palade, V., & Herrera, F. (2013). An insight into
classification with imbalanced data: Empirical results and current trends on using
data intrinsic characteristics. Information Sciences, 250, 113—-141.
https://doi.org/10.1016/}.ins.2013.07.007

Loshchilov, 1., & Hutter, F. (2017). SGDR: Stochastic gradient descent with warm

restarts. arXiv. https://doi.org/10.48550/arXiv.1608.03983

90



Munir, M., Chattha, M. A., Dengel, A., & Ahmed, S. (2019). A comparative analysis of
traditional and deep learning-based anomaly detection methods for streaming
data. In L. O’Conner (Ed.), Proceedings of the 18th IEEE International
Conference on Machine Learning and Applications (pp. 561-566). IEEE.
https://doi.org/10.1109/ICMLA.2019.00105

Neto, E. C. P., Dadkhah, S., Ferreira, R., Zohourian, A., Lu, R., & Ghorbani, A. A.
(2023). CICI0oT2023: A Real-time dataset and benchmark for large-scale attacks
in [oT environment. Sensors, 23(13), Article 5941.
https://doi.org/10.3390/s23135941

Neuschmied, H., Winter, M., Stojanovi¢, B., Hofer-Schmitz, K., Bozi¢, J., & Kleb, U.
(2022). APT-attack detection based on multi-stage autoencoders. Applied
Sciences, 12(13), Article 6816. https://doi.org/10.3390/app12136816

Pantelidis, E., Bendiab, G., Shiaeles, S., & Kolokotronis, N. (2021). Insider threat
detection using deep autoencoder and variational autoencoder neural networks. In
Proceedings of the 2021 IEEE International Conference on Cyber Security and
Resilience (CSR) (pp. 129—-134). IEEE.
https://doi.org/10.1109/CSR51186.2021.9527925

Paszke, A., Gross, S., Massa, F., Lerer, A., Bradbury, J., Chanan, G., Killeen, T., Lin, Z.,
Gimelshein, N., Antiga, L., Desmaison, A., Kopf, A., Yang, E., DeVito, Z.,
Raison, M., Tejani, A., Chilamkurthy, S., Steiner, B., Fang, L., ... Chintala, S.
(2019). PyTorch: An imperative style, high-performance deep learning library.

arXiv. https://doi.org/10.48550/arXiv.1912.01703

91



Pedregosa, F., Varoquaux, G., Gramfort, A., Michel, V., Thirion, B., Grisel, O.,
Blondel, M., Prettenhofer, P., Weiss, R., Dubourg, V., Vanderplas, J., Passos, A.,
& Cournapeau, D. (2011). Scikit-learn: Machine learning in Python. Journal of
Machine Learning Research, 12, 2825-2830.

Rashid, U., Saleem, M. F., Rasool, S., Abdullah, A., Mustafa, H., & Igbal, A. (2024).
Anomaly detection using clustering (K-means with DBSCAN) and SMO. Journal
of Computing & Biomedical Informatics, 7(2).
https://jcbi.org/index.php/Main/article/view/598

Retiti Diop Emane, C., Song, S., Lee, H., Choi, D., Lim, J., Bok, K., & Yoo, J. (2024).
Anomaly detection based on GCNs and DBSCAN in a large-scale graph.
Electronics, 13(13), Article 2625. https://doi.org/10.3390/electronics13132625

Schneider, S., Antensteiner, D., Soukup, D., & Scheutz, M. (2022). Autoencoders—A
comparative analysis in the realm of anomaly detection. In L. O’Conner (Ed.),
Proceedings of the 2022 IEEE/CVF Conference on Computer Vision and Pattern
Recognition Workshops (pp. 1985-1991). IEEE.
https://doi.org/10.1109/CVPRW56347.2022.00216

Shahin, M., Chen, F. F., Hosseinzadeh, A., Bouzary, H., & Rashidifar, R. (2022). A deep
hybrid learning model for detection of cyber attacks in industrial IoT devices.
International Journal of Advanced Manufacturing Technology, 123(5-6), 1973—

1983. https://doi.org/10.1007/s00170-022-10329-6

92



Sharmila, B. S., & Nagapadma, R. (2023). Quantized autoencoder (QAE) intrusion
detection system for anomaly detection in resource-constrained loT devices using
RT-10T2022 dataset. Cybersecurity, 6(1), Article 41.
https://doi.org/10.1186/s42400-023-00178-5

Smith, L. N. (2018). 4 disciplined approach to neural network hyper-parameters: Part 1
— Learning rate, batch size, momentum, and weight decay. arXiv.
https://doi.org/10.48550/arXiv.1803.09820

Song, Y., Hyun, S., & Cheong, Y.-G. (2021). Analysis of autoencoders for network
intrusion detection. Sensors, 21(13), Article 4294.
https://doi.org/10.3390/s21134294

Soviany, P. (2020). Curriculum learning with diversity for supervised computer vision
tasks. arXiv. https://doi.org/10.48550/arXiv.2009.10625

Taylor, T., & Eleyan, A. (2021). Using variational autoencoders to increase the
performance of malware classification. In 2021 International Symposium on
Networks, Computers and Communications (ISNCC) (pp. 1-6). IEEE.
https://doi.org/10.1109/ISNCC52172.2021.9615643

Torabi, H., Mirtaheri, S. L., & Greco, S. (2023). Practical autoencoder based anomaly
detection by using vector reconstruction error. Cybersecurity, 6(1), Article 1.
https://doi.org/10.1186/s42400-022-00134-9

Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., Kaiser, L.,
& Polosukhin, 1. (2017). Attention is all you need. arXiv.

https://doi.org/10.48550/arXiv.1706.03762

93



Wang, D., Nie, M., & Chen, D. (2023). BAE: Anomaly detection algorithm based on
clustering and autoencoder. Mathematics, 11(15), Article 3398.
https://doi.org/10.3390/math11153398

Yao, W., Hu, L., Hou, Y., & Li, X. (2023). A lightweight intelligent network intrusion
detection system using one-class autoencoder and ensemble learning for IoT.
Sensors, 23(8), Article 4141. https://doi.org/10.3390/s23084141

Yousefi-Azar, M., Varadharajan, V., Hamey, L., & Tupakula, U. (2017). Autoencoder-
based feature learning for cyber security applications. In 2017 International Joint
Conference on Neural Networks (IJCNN) (pp. 3854-3861). IEEE.

https://doi.org/10.1109/IJCNN.2017.7966342

94



Appendix A

Base Configuration YAML Example

Figure A1: Base Configuration YAML Example

Complete Optimization Process Details

Load the base configuration (base config.yaml) and hyperparameter search space
(parameter config.yaml).

Initialize DataPreprocessor and prepare datasets and data loaders.

Initialize OptunaManager (connects to or creates the study).

Initialize TrainingManager (linking OptunaManager, ProjectSetup, and
DataPreprocessor).

Define the Optuna objective function. This function does as follows:
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1. Calls TrainingManager to define the hyperparameter space to derive trial-
specific parameters.

ii. Calls TrainingManager to train and validate, passing the trial object, data
loaders, and configurations. This method handles model creation, training,
and validation, as well as reporting to Optuna and checkpointing internally.

iii. Returns the primary metric (e.g., best validation loss) for Optuna to

optimize.

Run the Optuna study optimization using the Optuna study object which has the
objective function and search configuration.
After optimization, save the study results and visualizations with OptunaManager.
Load the best model checkpoint using the best trial number identified by Optuna.
Initialize Embedding Manager and generate embeddings using the best model.
Optionally, if configured, initialize Specialist Ensemble Trainer, train/evaluate the
ensemble using the best base model, and save results.

Generate and save final summary reports.
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Appendix B

Loss Functions

Conditional Variational Autoencoder with Classification
e Loss Function: The training objective combines multiple terms.
Liotar = Lrecon + Ak - Lki + Aciass * Letass + Aattn - Laten
Equation 10: Conditional Variational Autoencoder Loss Function
o Reconstruction Loss (£,...,,): This measures the difference between the
original input x and the reconstructed output x_recon.
o Kullback—Leibler Divergence Loss (L4 ,): This is calculated

analytically from the mu and logvar outputs.

Lyr =—0.5" z(l +loga? — u? — exp(loga?))
Equation 11: Kullback—Leibler Divergence Loss
= This term acts as a regularizer, encouraging the learned latent
distribution g(z|x) to stay close to a prior distribution (a
standard normal distribution p(z)). This prevents the model
from encoding points too far apart in the latent space,
promoting a more structured representation. The weight is
controlled by Ag; (kl weight).
o Classification Loss (L4 ): Cross-entropy loss (or potentially focal loss,
see below) is calculated between the class logits produced by the

classification head and the true labels y. This supervised signal guides the
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latent space to become discriminative for the classification task. Its
importance is controlled by Aclass (classification weight).

o Attention Balancing Loss (£,,; Optional): If the model includes an
attention mechanism for balancing features, this term (controlled by A ¢,
or attention balance weight) penalizes deviations from target attention
weights by, for example, aiming for a specific balance between latent and
reconstruction features.

Network Feature Variational Autoencoder
e Loss Function Components

o Standard reconstruction, Kullback—Leibler, and classification losses.

o Feature Importance Regularization: A penalty term calculated within
the network feature variational autoencoder forward pass:

Lreg = Areg - [IWl], = 0.1+ Arpq - H(W)
Equation 12: Feature Importance Regularization

= w is the learned feature importance weights.

- |Iwl |1 is the L1 norm of the weights, encouraging sparsity.

= H(w) is the entropy of the normalized weights,
encouraging diversity.
Areg 18 the regularization strength.

o Attention Balancing Regularization: As described for conditional

variational autoencoder

o Enhanced Focal Loss: Explicitly designed to handle class imbalance.
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Supervised Contrastive Autoencoder
o Loss Function (NT-Xent): The structure of the supervised contrastive
autoencoder is more aligned with losses such as NT-Xent used in SimCLR (Chen

et al., 2020).

exp(sim(z;, zj)/7)
Yk # iexp(sim(z; z,) /1)

LN-Xent = —lOg

Equation 13: NT-Xent Loss

= z; is the embedding of the anchor sample

= z;is the embedding of a positive sample (from
same class as the anchor).

=z are embeddings of negative samples (from
different classes).

= sim(:,) is the cosine similarity function.

= 7T is atemperature parameter scaling the
similarities.

o For a given anchor sample z;, its projection is compared to a positive
sample z; (another augmented view of the same input in self-supervised
or another sample from the same class in supervised) and many negative
samples z;, (all other samples in the batch). The loss encourages the
sim(z;, z;) to be high for positives, while sim(z;, zy) to be low for
negatives. Supervised contrastive loss (Khosla et al., 2021) extends this by
considering all samples from the same class as positives for a given

anchorz;.
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