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Abstract of Praxis 

 

 

Enhancing Privacy and Accuracy in Facial Recognition with Synthetic Data 

Generated by Pre-Trained GANs 

 

 

 Facial recognition systems have become widely integrated into a multitude of 

security systems. Their rapid spread has brought up some serious privacy worries due 

to the fact that personal information specifically faces are pulled from social media 

and is often used without consent. Due to this, a lot of these facial recognition 

systems tend to be demographically biased. It means they will not work equally well 

for all individuals; this research looks into the potential usability of synthetic data 

generated by StyleGAN2-ADA model pretrained with the CelebA-HQ dataset. This 

dataset would also include demographic attributes such as age, gender, and race 

assigned by the FairFace model to create a balanced dataset while preserving privacy. 

The synthetic dataset was tested through the ArcFace facial recognition 

model. The results when compared to models trained on real data, more specifically 

the CelebA dataset. Along with hybrid data, which is a mix of real and synthetic data. 

Metrics like accuracy, F-1 scores, and false positive rates (FPR) were considered. 

The results revealed that synthetic dataset achieved performance metrics comparable 

or in some cases better than real and hybrid datasets. This shows that synthetic data 

can effectively substitute real images for facial recognition systems. Though, it 

wasn’t true with Fairness Discrepancy Rates (FDR), which measured demographic 

fairness. FDR showed that synthetic datasets produced the lowest rates compared to 

real and hybrid data. The results show that while synthetic data offers privacy there 

are still some issues with fairness. This praxis indicates that synthetic data has 
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potential as a tool for enhancing privacy protection in the realm of surveillance and 

cybersecurity, though at the same time, it still shows that improvement is needed so 

that it can wear all demographics. 
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Chapter 1 – Introduction 

 

1.1 Background 

Facial recognition has become embedded in a part of everyone’s daily life, from 

unlocking phones to airport security. Organizations like PayPal and Alipay are now using 

facial recognition for authentication, which in turn offers a more user-friendly alternative 

to passwords (Ma et al., 2019; Conway et al., 2021). Uganda although not using facial 

recognition for their biometric passports yet, they plan to do so in an effort to enhance 

security (Srinivasan, 2023). This leads to privacy concerns rising everywhere due to the 

use of facial recognition, especially in governments and corporations. During the 

COVID-19 pandemic, Almeida et al. (2022), states that surveillance was expanded under 

the guise of public health, which of course raises ethical issues. The use of thermal 

surveillance cameras, capable of detecting an individual’s temperature, was not effective 

in slowing down the spread of the virus, and they still pose a threat to privacy (Simonite, 

2020). 

Debates around privacy, specifically in the facial recognition field, aren’t new. 

Though they are reminiscent of the sentiments of Warren and Brandeis’s 1890 essay on 

the right to be left alone. Although that paper focused on the misuse of photography, 

similar concerns have been raised with modern surveillance. Like the use of 500 cameras 

in Time Square or Virginia’s use of facial recognition alongside security cameras 

(Newton et al., 2005). One of the biggest problems is the lack of consent and a potential 

of discrimination, which were performed by IBM and ClearviewAI, who have scraped 

images from social media without consent (Welch, 2019; Mobilio, 2023). There is also 
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the issue of bias. A lot of these systems were trained on data that isn’t fair or balanced. 

Nikon’s camera, for example had difficulty recognizing that some Asian individuals had 

their eyes open (Kärkkäinen & Joo, 2021). Rite Aid was accused of using biased software 

that wrongfully targeted Black and Asian customers as shoplifters (Reuters, 2024). These 

biases show deeper problems and the dangers of unbalanced datasets. Researchers have 

made attempts to mitigate bias in facial recognition models but addressing them is a 

challenge. 

The FairFace dataset consists of over 100,000 images that are demographically 

balanced within seven different races. This dataset was created in an effort to reduce bias 

across gender, age, and race categories. FairFace showcased a significant reduction in 

racial bias compared to other publicly available datasets. 

Though FairFace is a great dataset, it has its problems. One of the biggest issues is 

that it sources faces from platforms like Twitter (now called X) and Flickr. There is also 

no record of consent for using those photos as well. This is the problematic part as this 

dataset assigns demographic labels like age, gender, and race (Kärkkäinen & Joo, 2021). 

The privacy policies of both Twitter and Flickr state that third-party use of content like 

photos require consent from the owner. The second issue, which is just as important as 

the first, is that the dataset contains a multitude of low-quality images, many of which are 

blurred. 

There are different privacy methodologies like homomorphic encryption (HE), 

differential privacy (DP), and synthetic data. HE is capable of performing computations 

directly on the encrypted data without the need to decrypt it first (Paine, 2024). DP is 

different, it adds a statistical noise called a privacy budget to obscure individual 
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information (Dwork & Roth, 2014). Both methods contain flaws, HE is resource 

intensive and can be slow, while DP with its added noise can make it difficult for a facial 

recognition model to perform. Synthetic data generated by generative adversarial 

networks (GANs) comes as a promising alternative. Unlike HE or DP, synthetic data 

doesn’t have the same performance issues, nor does it rely on a privacy budget, in fact 

synthetic data is considered inherently differentially private (Conway et al., 2021). Since 

synthetic faces don’t belong to anyone, it removes the need for consent. Also, the ability 

to add demographic traits makes it useful for training models while reducing privacy 

concerns (Chamikara et al., 2020). 

GANs have two neural networks a generator (G) and a discriminator (D). These 

two are engaged in a two-player minimax game where G tries to generate realistic 

synthetic data, while D tries to find out which is real or fake (Saxena & Cao, 2021). This 

game reaches a balance known as Nash Equilibrium. Nash Equilibrium is when neither G 

nor D can outperform the other, essentially, they both have a 50% accuracy and loss. One 

way to think about this is thinking that the G is a counterfeiter while the D is a law 

enforcement officer. The counterfeiter’s job is to create counterfeits while the law 

officers’ job is to determine what’s real or fake (Goodfellow et al., 2014). The success of 

each is reflected in their loss functions, generator loss and discriminator loss. The 

generator loss is when G is able to successfully fool D, while a discriminator loss is when 

D is able to correctly identify the fake data. In the context of this praxis, neither generator 

loss nor discriminator loss are relevant. This is because they are computed during the 

training phase. As this praxis uses a pre-trained StyleGAN2-ADA model for inference, 

the model is being used to generate synthetic images without needing to calculate the loss 
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functions. 

The challenges that GAN face during training are mode collapse and vanishing 

gradients. Mode collapse is where the G generates the same type of data, whilst vanishing 

gradients is when the D can consistently identify the fake data. Mode collapse prevents 

the D to improve while vanishing gradients prevents the G to improve. These issues 

reduce the overall effectiveness of GANs, as it would limit the quality of the data. Pre-

trained models like StyleGAN2-ADA can bypass these challenges since they improve the 

overall stability of them during training. This help reduce the risk of high loss for either 

G or D. 

StyleGAN2-ADA is a pretrained model that is built from the original StyleGAN 

architecture which in turn was developed from traditional GAN architecture. StyleGAN 

is known for its capabilities to generate realistic images, specifically human faces. 

StyleGAN uses the same type of minmax game between the G and D as traditional GANs 

do, except that the G introduces some enhancements. One of the major enhancements is 

the ability to separate high-level attributes, like aging effects or facial features, from 

random variations without needing supervision (Karras et al., 2021). Variations like 

adding wrinkles to age a face shows the G’s capability in attribute manipulation. 

The StyleGAN architecture has a unique mapping network, which is like a 

blueprint. This blueprint allows the ability to insert input data into an intermediate latent 

space. This allows the ability to use adaptive instance normalization (AdaIN), which can 

control how the attributes are applied or adjusted to an image. StyleGAN also injects 

noise during several stages within the generation process, this is performed by the model 

to add variations to create realistic images. This architecture is the reason why StyleGAN 
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is known as a powerful tool for realistic image generation. 

InterFaceGAN is a framework created for image feature manipulation. 

InterFaceGAN can manipulate facial features to add features like facial expressions, age, 

etc. within the synthetic data generated by GANs. More specifically, InterFaceGAN has 

been trained with StyleGAN and Progressive Growing of GANs (PGGAN). PGGAN is 

slightly different from StyleGAN, where PGGAN continuously increases the image 

resolution during training. PGGAN was used to create the CelebA-HQ dataset from the 

CelebA dataset. PGGAN enhanced the quality of the CelebA dataset while making sure 

the facial features are preserved. InterFaceGAN finds the areas of the latent space where 

it can make modifications to specific attributes. 

StyleGAN, more specifically StyleGAN2-ADA is highly capable of producing 

realistic human faces. InterFaceGAN and its pretrained boundaries allow additional 

manipulation of those spaces. The adjustments that were mentioned previously are 

achieved by modifying the Z or W latent spaces. The Z space manipulations are simple, 

but the W space manipulations are more realistic. The latent spaces are abstract and 

compressed attributes that are produced by GANs. The Z space encodes the input 

attributes while the W space provides more disentanglement. This means that the W 

space allows more control over specific attributes. In this research, the StyleGAN2-ADA 

model pre-trained on the CelebA-HQ dataset uses the InterFaceGAN boundaries with the 

W space to generate frontal or three-quarter profile faces. 

This research will use synthetic data generated from StyleGAN2-ADA. Which 

will have its attributes manipulated through InterFaceGAN to enhance privacy and 

accuracy in facial recognition systems. Through the combination of synthetic data with 
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the FairFace model, the demographic attributes of age, gender, and race will be assigned. 

1.2 Research Motivation 

 Privacy has never been the forefront in the field of facial recognition. The 

thoughts regarding privacy come too late or never. This issue is relevant in facial 

recognition since an individual may not know that they are being recorded. This 

recording could in turn be used to train other facial recognition systems without the 

consent of the individual. Technological innovations that have added facial recognition 

technology to a multitude of devices have made it easy to use, like being able to unlock a 

phone through the owner’s face. Although it’s become easy to use, it’s proven difficult 

for privacy advocates to reduce their misuse. This misuse is dangerous especially for 

minority groups, as it can potentially increase discrimination, though not by individuals 

but by technology.  

If a user needs to change a password due to any reason like the user forgot or the 

account was compromised, then they can. If biometric data is stolen, there isn’t any way 

to update biometric information since that’s part of an individual’s identity until the end 

of their life. Synthetic data generated by StyleGAN2-ADA can be used to train facial 

recognition models without breaching any privacy or ethical regulation. As faces that are 

generated by StyleGAN2-ADA are differentially private. This data is also given 

demographic attributes such as age, gender, and race by the FairFace model. This 

research focuses on generating synthetic data across demographics while attempting to 

reduce demographic bias. 

1.3 Problem Statement 

Many of the face image datasets currently used in research have been gathered 
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from the web. This method could conflict with privacy laws that require clear consent for 

the use of personal data. Creating a synthetic dataset with demographic attributes to 

replace real data is a potential solution to privacy issues in machine learning training.  

Privacy risks and demographic biases are major challenges for facial recognition 

systems. Since majority of facial recognition systems have been trained using real facial 

images without the consent of the owners of those faces. A multitude of images have 

been taken from image sharing websites and social media. Using synthetic images 

addresses privacy issues and can help create a usable dataset with demographic attributes. 

1.4 Thesis Statement 

Integrating synthetic data from GANs is crucial for enhancing privacy in facial 

recognition systems. This approach ensures more reliable and ethical applications of this 

technology across diverse demographics and addresses privacy concerns inherent in 

using real data. 

1.5 Research Objectives 

 This praxis aims to generate synthetic faces using the StyleGAN2-ADA model 

with the CelebA-HQ dataset. These synthetic faces contain demographic attributes 

provided by the FairFace model. The synthetic faces are then used to train the ArcFace 

facial recognition model. This is done through the following steps: 

1. Create a StyleGAN2-ADA model that applies the pre-trained CelebA-HQ 

dataset integrated with InterFaceGAN to generate synthetic faces and create the 

ArcFace facial recognition model. 

2. The synthetic faces are then manually and automatically verified to check 

whether areas of the face are visible, blurred, or noisy. Any faces that have those 
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areas are deleted from the synthetic dataset. They are then verified for having 

facial features. Any faces that don’t have the features are removed. 

3. The cleaned synthetic faces are then run through the FairFace model which 

assigns age, gender, and race to each image. Gender values are checked 

manually and through automated techniques. While the race and age values are 

not verified to avoid any bias from the author. 

4. The synthetic faces with these attributes are run through ArcFace to verify their 

capabilities. 

1.6 Research Questions and Hypotheses 

 The following research questions and hypotheses focus on whether synthetic data 

generated by GANs is a viable alternative to using real data regarding privacy, 

performance, and efficiency. 

            RQ1: How closely can synthetic facial images achieve an F-1 score compared to 

real images when training facial recognition models? 

RQ2: How do synthetic facial images impact the accuracy of facial recognition 

models compared to models trained on real data? 

RQ3: Can synthetic facial images improve accuracy compared to a combination 

of synthetic and real data in facial recognition models? 

RQ4: Can synthetic facial images reduce the false positive rate in facial 

recognition models compared to real images? 

The hypotheses below correspond to each of the research questions above. 

H1: Synthetic facial images will achieve an F-1 score statistically equivalent to 

that of real images when used to train the ArcFace model. 
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H2: Training ArcFace on synthetic facial images will significantly improve its 

accuracy compared to real images. 

H3: Training ArcFace on synthetic facial images will result in significantly higher 

accuracy than training it on hybrid (synthetic + real) data. 

H4: Training the ArcFace model on synthetic facial images will significantly 

reduce its false positive rate compared to training on real images. 

1.7 Scope of Research 

 This praxis is looking into the generation of synthetic images using the 

StyleGAN2-ADA model by adding demographic attributes such as age, gender, and race. 

This praxis aims to find out how effective synthetic data is in training facial recognition 

models, more specifically for models like ArcFace, and then comparing it with real and 

hybrid facial data. The research focuses on confirming that privacy protection through 

synthetic data does not diminish the performance of facial recognition models. Finally, 

the study seeks to validate synthetic data as a practical and privacy-preserving solution 

for facial recognition applications. 

1.8 Research Limitations 

 This praxis uses synthetic data that is generated from the StyleGAN2-ADA 

model, using the CelebA-HQ dataset pre-trained with the model. Keep in mind that 

StyleGAN2-ADA does include the Flickr-Faces-HQ (FFHQ) dataset, the authors of that 

dataset have explicitly stated to not use it for facial recognition research. This means that 

this is a potential limitation, as the FFHQ is a much more demographically diverse 

dataset in comparison to CelebA-HQ. 

 FairFace model has capabilities of generating demographic attributes like age, 
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gender, and race. When it comes to age, the FairFace model outputs a range of ages that it 

determines the photograph individual may be. In this praxis though, the age factor is 

simplified into a binary classification where individuals over the age of 50 are classified 

as old. Though Deviyani (2022) used the age of 65 and over as old, the CelebA-HQ and 

the CelebA dataset contain a limited number of individuals who would be in that 

category. This leads to the decision to use 50 as the splitting point to have a balanced 

distribution. The FairFace model may introduce its own bias in age and race attributes. 

The gender attribute will also receive bias, but the methodology includes steps to reduce 

it. 

The FairFace model also applies attributes to the CelebA dataset to receive 

metrics for comparison between real and synthetic. One limitation is that the CelebA 

dataset contains slightly over 200,000 images while the synthetic dataset contains one 

million images. CelebA is also known to have a disproportionate representation of 

Caucasian faces compared to other races. This may skew the racial metrics for real data.  

1.9 Organization of Praxis 

This praxis is divided into the following five chapters. 

Chapter 1: Introduction—This chapter introduces the praxis. Information such as the 

problem statement, thesis statement, research motivation, objectives, questions, 

hypotheses, scope, and limitations are provided in this chapter. 

Chapter 2: Literature Review—This chapter reviews the relevant literature and covers 

information regarding the history of facial recognition to now along with different 

privacy methodologies used in the realm of facial recognition. 

Chapter 3: Methodology—This chapter goes over information on how synthetic data is 
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generated and how CelebA is processed. It also goes over how the hybrid dataset is 

created, along with the application of the FairFace model. Finally, it goes over how the 

ArcFace model is used. 

Chapter 4: Results—This chapter goes over the results that were retrieved from the 

methodology used in chapter 3. 

Chapter 5: Discussions and Conclusions—This chapter discusses the topics and work 

presented in this praxis. This chapter speaks of the contributions displayed, and future 

avenues of research areas. 
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Chapter 2 – Literature Review 

 

2.1 Introduction 

This chapter goes through the foundations of facial recognition technology. 

Including how GANs were used for synthetic data generation. This chapter also discusses 

the issues of privacy concerns, demographic biases, along with methods that improve 

accuracy in facial recognition systems. Through reviewing the existing literature on these 

topics, this chapter aims to provide an understanding of the challenges and advancements 

in the field.  

2.2 History of Facial Recognition 

In the past, facial recognition was performed by having an individual manually 

collect facial images and then use them to identify individuals. This manual process 

remained until the twenty-first century. After the twenty-first century, the manual process 

became an automated process due to computers being everywhere and started using facial 

recognition technologies. This led to the development of eigenfaces, which are like 

patterns that capture specific facial features, like the distance between an individual’s 

eyes. It works when the system determines whether it’s a new face, if it is then it 

compares with existing patterns to see what the closest match might be. One of the 

biggest issues with eigenfaces is that it performs poorly under poor lighting conditions, 

which has caused it to introduce bias for the distance calculations (Zhang et al. 1997). 

Next came elastic matching, which was created to address the lighting issues that 

were encountered by eigenfaces. Previous facial recognition methods were focused on 

comparing the similarities between two faces to determine identities, but this approach 
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was heavily flawed due to multiple issues such as lighting variations, pose, and even 

facial expressions. Elastic matching was thought to improve these methods, but one of 

elastic matching’s biggest flaws was how long it could take to perform these 

recognitions. The computational complexity was incredibly high for elastic matching. 

Currently, the world is using neural networks, which represents the latest 

advancement in facial recognition algorithms. When you compare earlier methods like 

eigenfaces and elastic matching, neural networks require much more time due to the 

amount of training, tweaking, and augmentation required. There are a multitude of 

organizations that have developed algorithms based on neural networks, each of them has 

been created with their organizational need in mind. In this praxis, the publicly available 

ArcFace model is the chosen neural network algorithm. 

The ArcFace model is a deep-learning facial recognition model. This model 

introduces the additive angular margin loss function; this function measures the distance 

between features of different faces but also adds an extra angle to it. This in turn 

enhances the separation among identities and/or classes, which also helps the model 

perform better at distinguishing different faces which leads to higher accuracy and 

precision. ArcFace also performs a measurement called the geodesic distance margin, 

which is when the loss function distinguishes between intraclass compactness and 

interclass discrepancy and ensures that the model becomes better at grouping together the 

same individual’s images while keeping other individual’s images separate (Deng et al., 

2021). 

Facial recognition has heavily evolved from its early days of manual verification 

to the deep-learning algorithms that are used today. Models like ArcFace have addressed 
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the limitations of older systems such as lighting variations, pose, and other variables. 

Facial recognition is now everywhere, from mobile phones to unlock through facial 

identification to airport security checkpoints. It being everywhere leads to another 

problem which is privacy. The question is whether these facial recognition systems have 

been designed with privacy in mind or whether they can address privacy issues. These 

questions are highly important as organizations all over the world may choose to 

indefinitely store facial data without any clear purpose, intent or consent. 

2.3 Privacy Concerns in Facial Recognition 

Chapter 1 goes over the issues with privacy as the lack of consent individuals give 

to use their facial images. This has many ethical concerns, as organizations can and do 

sell facial recognition technology to other organizations that have an individual’s data. 

This is of course done without any individuals’ consent, which leads to potential misuse. 

Situations like this have begun to reflect the scenes depicted in Orwell’s 1984, where 

facial recognition technology can be used for mass surveillance, and could potentially 

target specific demographics in oppressive regimes (Mobilio, 2023). 

Facial recognition technology can also reveal information about an individual due 

to their phenotypic traits. One of the major concerns is that if an organization is holding 

facial or biometric data is breached, then what could a user do. As biometric data cannot 

be changed. This vulnerability can lead to an additional way of people experiencing 

identity theft, as it’s more challenging to encrypt facial images than other data types 

(Ahmed, 2022). 

A membership inference attack, which is also known as a membership attack, is a 

potential privacy threat. This is a privacy attack, where an adversary tries to find out 
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whether a specific individual’s face was included in the training dataset of a facial 

recognition model (Conway et al., 2021). This attack can expose sensitive biometric 

information related to individuals that were used to train the model. 

 Of course, another issue is the lack of encryption for the output data. Though a 

membership attack looks to expose input data, a model inversion attack does the 

opposite. A model inversion attack tries to reconstruct the original input image from what 

the model outputs. This of course is another privacy risk as it can potentially expose the 

facial images of individuals that were used as the input data (Fang et al., 2024). A study 

by Zhang et al. (2020) discovered that GANs have a high success rate at reconstructing 

input data from facial recognition models. This means that GANs could be trained to 

perform a model inversion attack on facial recognition systems.  

Many organizations are becoming increasingly reliant on cloud services to store 

their facial datasets, and then later outsourcing the computation to cloud-based servers 

with appropriate resources (Xiang et al., 2016). But the problem is that these third-party 

cloud services end up having direct access to sensitive facial recognition data, this is a 

risk as the cloud service provider can be breached, and the sensitive facial recognition 

data is in the wrong hands. This unauthorized access can occur even when the cloud 

storage is shared with multiple organizations, or a proper access-control list is not in 

place. This data could also be at risk if it’s stored without encryption or with weak 

cryptographic schemes which can potentially compromise the privacy and security of the 

stored information. 

These privacy risks can be reduced by adding appropriate privacy and security 

techniques. Techniques like homomorphic encryption, which allows data to remain 
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encrypted even when computations are being performed. Techniques like differential 

privacy which adds noise to the data preventing the identification of specific data which 

in turn can protect an individual’s privacy. Finally, synthetic data, which is a relatively 

new privacy technique, can create data that resembles real data but is truly fake. This data 

can be used in training to avoid any exposure of sensitive information. These three 

techniques have the capability to effectively enhance privacy and security of facial 

recognition systems. 

2.4 Homomorphic Encryption in Facial Recognition 

HE as mentioned in the prior section is a technique that allows data to remain 

encrypted while computations are performed on it. There are multiple types of HE, 

partially homomorphic encryption (PHE), somewhat homomorphic encryption (SHE), 

and fully homomorphic encryption (FHE). PHE allows either addition or multiplication 

to be performed on the encrypted data, but you cannot perform both at once. SHE 

supports both addition and multiplication, but it limits the number of times it can be 

conducted before requiring the data to be decrypted and re-encrypted. FHE allows for 

both addition and multiplication without any sort of limitations on the number of 

operations. Though, because FHE is powerful, it’s also the most resource intensive and 

requires an incredibly high number of resources. Figure 1 below gives a simple 

breakdown on the different types of HE. 
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HE also has some hybrid approaches where a study was performed by Sadeghi et 

al. (2010), that showed the capabilities of combining HE with garbled circuits. The 

protocol from this research used the eigenfaces algorithm, where it made the attempt on 

replacing the minimum protocol that was used in prior research to achieve consistent 

round complexity while also enhancing the efficiency of the facial recognition aspect. 

One of the biggest constraints with this methodology is the lack of data it uses. This 

research used on datasets that only had a thousand faces, which at the year of this paper 

would make sense that there was a limitation on data availability but there are a multitude 

of datasets now that have tens of thousands of faces within a dataset.  

As mentioned above, one of the critical issues with FHE is the computational 

complexity that it requires. This leads to organizations to outsource computation. A 

methodology was formulated to use a hybrid method that combined FHE with Paillier 

encryption scheme to reduce computation costs. This methodology is formulated by 

Xiang et al. (2016), enabled the database owners to outsource the computation to a cloud 

service provider to reduce the potential overhead within their organization. This approach 

has a fair balance between privacy and efficiency by using a hybridization of FHE with 

cloud computing. One of the biggest drawbacks is the increased communication costs 

Figure 1: Homomorphic Encryption Types (Paine, 2024) 
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that is associated with outsourced computation, this has a potential of leading to network 

availability issues, especially if the network is not properly managed. Although this 

method does enhance the overall performance, research that used Paillier and DGK 

schemes for simple operations on the encrypted data before applying FHE for advanced 

computations is a more privacy focused approach (Erkin et al., 2009). The biggest issue 

is similar to other approaches that use FHE, which is the computational cost required in 

comparison to the hybrid approach by Xiang et al. (2016). 

 As shown in the research by Xiang et al (2016), FHE is often used with a hybrid 

approach. Using FHE with another algorithm helps reduce the computational resources 

required. A methodology that used the FaceNet facial recognition algorithm along with 

Cheon-Kim-Kim-Song (CKKS) cryptographic scheme was developed, which achieved an 

accuracy of 96.71% (Yang et al., 2022). The CKKS scheme is a type of FHE that is 

available in the Microsoft SEAL library. CKKS is known for its ability to perform 

computations on encrypted data while maintaining a high level of precision. In 

comparison to other methodologies, this methodology has been known to have the 

highest level of privacy protection by first confirming that all the operations that are 

conducted are encrypted, as hybrid schemes tend to decrypt a part of the data during 

operation. This results in a reduction of risk, regarding the exposure of sensitive 

information as it doesn’t involve the cloud. Figure 2 shows the dataflow diagram of the 

FHE with FaceNet algorithm. 
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Figure 2: Data Flow of Fully Homomorphic Encryption with 

FaceNet (Yang et al., 2022) 
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2.5 Gaps in Homomorphic Encryption for Facial Recognition 

As showcased, HE is a powerful tool that enhances data privacy during 

computation. HE can help protect against privacy attacks like the model inversion attack; 

this attack tries to reconstruct the input data which in case is facial images from trained 

models. This attack can be thwarted by confirming that the facial images have remained 

encrypted throughout the training and identification process. All methodologies have 

specific gaps and limitations; this subsection presents areas of improvement for this 

approach. 

One of the biggest problems with HE is scalability. These methodologies were 

tested in closed environments where large datasets were not used. This tends to be an 

issue because as the amount of data increases, so do the required computation, time, and 

resources. The methodology that spoke of using FHE using the CKKS scheme requires 

an enormous number of resources to perform computations which can lead to 

bottlenecks, like slow facial recognition, especially during the identification process. As 

mentioned before, this methodology greatly increases privacy protection, but its lack of 

scalability can impact real-time usage. 

When it comes to the hybrid approach, the hybrid approach tends to fare better in 

performance than solely relying on FHE. The research must look into the differences 

between hybrid and FHE and provide an optimal conclusion. Although hybrid may be 

better in scenarios where privacy is important but so is the computational speed and 

efficiency. It still lacks the power that FHE has when it comes to its privacy protections. 

Hybrid approach can introduce vulnerabilities as there are times when the data is not fully 

encrypted while its performing computations, being a potential risk that can be exploited. 
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In high security environments this risk can be critical, where a brief exposure of data 

could lead to a breach. 

If an organization is using a cloud service provider, there can be a definite risk of 

a vendor lock-in. Vendor lock-in occurs when the overall costs of switching service 

providers are so high that it’s cheaper for the organization to retain its current vendor 

(Cloudflare, n.d.). This can lead to the vendor adjusting its prices, when they are aware 

that the organization requires their resources and infrastructure. The organization would 

have to deal with the vendor since transferring to a different cloud service provider can 

have a higher expense. The biggest issue is whether the organization uses a lesser-known 

cloud service provider and that provider goes out of business. Possibly the worst situation 

would be when the cloud service provider is breached, and the data is no longer available 

for the organization to use. This could be catastrophic in high security environments as 

access to facial recognition can be used for security or access control. Finally, an 

important issue can be the trust an organization may place on the cloud service provider. 

If the cloud service provider has a potential malicious employee, they could configure or 

alter the data with little or no accountability. 

HE literature is primarily focused on the mathematical and cryptographic aspects, 

so none of them have reviewed their work for dataset bias. The main goal of facial 

recognition using HE is always to achieve a high level of privacy while maintaining 

reasonable performance. Due to this, there is a lack of attention to bias which means that 

systems could still produce bias results. HE systems could be enhanced by finding out 

how to add bias prevention techniques to not only have privacy but also promoting 

fairness for facial recognition systems. 
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HE provides a high level of privacy within facial recognition due to its capability 

of performing operations on encrypted data. This actually reduces the risk of model 

inversion attacks since the data is encrypted throughout the process. Although HE has 

powerful privacy capabilities, it still has its own challenges. Challenges such as 

scalability, performance, and bias make HE difficult to use in real-world scenarios. 

2.6 Differential Privacy in Facial Recognition 

 DP is the idea of adding noise during computation so that it becomes difficult to 

determine what data was included for training. This technique helps to protect 

individuals’ privacy by making sure that sensitive data cannot be traced back to anyone. 

In DP, the output remains consistent even when small modifications to the dataset is 

made, like removing an individual’s data showing that privacy can be maintained without 

compromising the utility of the overall analysis (Yan et al. 2021). 

DP tries to make linking a specific data point to an individual incredibly difficult. 

Yan et al. (2021) provided an example that says that DP prevents an attacker from 

inferring on what a potential data point might be if they have all data points except for a 

singular one they may need. Anonymization methods are vulnerable in comparison to 

DP, since DP injects noise into the data points using Laplacian and Gaussian mechanism 

(Chamikara et al., 2020). Anonymizations can be reversible if an attacker has previous 

knowledge of the data point. 

An important part of DP is the usage of the privacy budget (ε). The privacy 

budget controls the amount of noise that is injected into a specific data point. A smaller 

privacy budget provides a stronger privacy, but this can also reduce the accuracy of the 

results. Which leads to the balancing act of trying to balance the privacy budget to aim 
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for a balance in privacy and utility (Dwork & Roth, 2014). 

There are many different methodologies that use the mathematical framework of 

DP. One of which is the Siamese network which is a neural network designed to compare 

the similarities of two images by processing them through sub-networks (Yan et al., 

2021). The Siamese network works by trying to distinguish the features of the input 

images and calculating their similarities. Yan et al. (2021) used the ResNet50 pre-trained 

model for feature extraction to simplify the facial recognition process for their Siamese 

network. The training phase is when DP was used, which secured the images for training. 

This methodology that used the Siamese network was dubbed DP-Face, which used the 

Gaussian mechanism of DP which allowed for the adjustment of the privacy budget and 

noise scale for privacy protections. The results from this methodology showed acceptable 

accuracy levels, where the lowest accuracy score was 95.31% at the highest noise level. 

This methodology did have a notable limitation, which was the actual dataset that was 

used. The researchers used The ORL Database of Faces dataset which is a very small 

dataset that only contains around 370 faces. This small-scale test did not account for real-

world applicability as most datasets used in the real world contain well over thousands of 

faces. 

Privacy using Eigenface Perturbation (PEEP) was created to address the privacy 

risks associated with biometric systems specifically in areas of surveillance. This 

methodology addresses issues with facial data stored in cloud service providers, as they 

can be accessed by untrusted parties when left without any cryptographic schemes. This 

methodology mitigates this risk by using DP techniques by confirming that only facial 

data with a specific privacy budget is stored and processed within the cloud service 
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provider. This helps PEEP protect sensitive biometric data while also allowing for the 

facial recognition algorithms to operate (Chamikara et al., 2020). 

PEEP performs three steps, first it generates eigenfaces on a facial image, 

specifically it takes the important features that represent the face. Then the next step is 

when PEEP adds noise to the eigenfaces, this noise amount is controlled by a privacy 

budget, the researchers state that the optimal amount range is 0 < ε ≤ 9. A lower privacy 

budget adds more noise, which in turn increases privacy but reduces accuracy. Then as 

the final step PEEP trains the facial recognition model using these faces that are defined 

as perturbed faces. If a security breach were to happen, the attacker would only see these 

images as full of noise as shown in figure 3, maintaining the individual’s privacy. This 

process gets repeated for each and every image during both training and testing. One of 

the biggest challenges with PEEP is that it has not been tested in real-world scenarios. As 

it’s unclear on how well PEEP would perform in high-security environments like border 

control, where both privacy and accuracy are critical. The researchers do note that with a 

privacy budget of 8 leads to an accuracy drop of 6%, which raises questions regarding 

whether these trade-offs are acceptable (Chamikara et al., 2020). 
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Figure 3: Eigenfaces before utilizing PEEP to add a privacy budget (Chamikara et 

al., 2020) 

 

 

Figure 4: Eigenfaces after utilizing PEEP to add a privacy budget of 4 (Chamikara 

et al., 2020) 
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2.7 Gaps in Differential Privacy in Facial Recognition 

DP is considerably powerful with its ability to enhance privacy with facial images 

by preventing exposure of sensitive information. As powerful as it is, DP still presents 

several gaps that limits its practical application, while a multitude of these gaps were 

discussed in the previous section, this section goes into the details of these challenges. 

Similar to the limitation seen with HE is the lack of scalability. DP requires a fair 

number of resources especially when a lower privacy budget is used. This leads to an 

increase in the computational overhead which ends up reducing its usability in 

environments that require appropriate privacy protection but are lacking the systems to 

use those privacy protections. This can lead to making facial recognition impractical in 

real-time as processing the facial images with high privacy settings can result in 

extremely slow processing times.  

Chamikara et al. (2020) states that if a low privacy budget is applied then it will 

negatively impact the accuracy. This shows that having a low privacy budget, although 

useful in preventing any privacy violations or attacks, can cause an immense reduction in 

accuracy whilst also reducing the system’s performance. So, the challenge ends up being 

able to balance privacy while maintaining a reasonable level of accuracy whilst making 

sure the system performance is appropriate. 

Though DP is effective in theory, its real-world implementation has been limited. 

A lot of the existing research uses small or publicly available datasets. This does not fully 

capture the complexities of real-world applications. Due to this, DP still has some 

obstacles in practical deployment, though it does show promise. 

Most models use a static privacy budget, which might need to be more flexible for 
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real-world scenarios. As data sensitivity could vary. In those cases, organizations would 

need to be able to dynamically adjust the privacy budget based around the context. This is 

something the current DP methodologies are unable to do, which can limit its application 

in practical settings. 

 DP-Face has quite a few gaps within its methodology, one of the major ones 

being that it does not consider the potential attacks that has the capability of exploiting 

the DP-Face model. One of the things an adversary can do is apply some minor noise to 

an image which would lead to the Siamese network being tricked into misclassifying an 

individual. As an example, an adversary could alter a small pixel within an image. Which 

may seem insignificant, but it has the potential of causing the model to cause a mistake 

and identify the individual as a different person. This means an adversary could exploit 

this vulnerability to output poisoned results that can undermine the reliability, security, 

and even privacy of the facial recognition system. 

 One of PEEPs major problems is that it does not completely obscure facial 

features when it confirms that the system can recognize faces. This issue is similar to how 

a model inversion attack functions. The issue here lies with the patterns of noisy data 

being injected, in some cases the noise can be detected by adversarial models which can 

allow adversaries to recreate the original facial features. This issue is a major issue since 

the privacy budget whether high or low does not matter. This can occur at any level, since 

no matter what the level of privacy budget, the facial features have to be visible so that 

the facial recognition algorithm can work. Research conducted by Frederikson et al. 

(2015) and Hitaj et al. (2017) have shown that model inversion and GAN-based attacks 

have the capability of reverse-engineering private data, although not conducted on PEEP, 
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it can be assumed that there is a possibility of it occurring. There does need to be research 

that can showcase whether or not these types of attacks can work on PEEP, but studies do 

show that this type of vulnerability is possible in similar systems. 

Lastly, research conducted on DP shows that DP provides a proper solution for 

the protection of biometric data in facial recognition system through the addition of a 

noise level. As capable as DP is, it does have several challenges that can limit its 

effectiveness. As mentioned, one of the limitations is its lack of scalability, similar to HE. 

DP struggles to scale due to the resource demands especially when compared to synthetic 

data. In an environment where having facial recognition occur quick is essential, DP 

cannot be used with low privacy budget as its usability can become constrained since 

maintaining a high level of privacy while maintaining fair performance is difficult. 

Finally, the main challenge ends up being able to determine the level of privacy required, 

as if high accuracy is required then a high privacy budget should be used but then the 

level of privacy is much lower. DP is a powerful tool, but it still needs further research in 

order for it to be able to be used within the real-world for facial recognition systems. 

2.8 Other Privacy Methods in Facial Recognition 

The three foundational approaches for ensuring privacy are HE, DP, and synthetic 

data that are used in facial recognition systems. Each of the techniques provides a fair 

amount of privacy to ensure the identities of the individual faces remain hidden. As 

mentioned previously, HE allows computation on encrypted data, DP allows the ability to 

add noise to hide or obscure identities, and synthetic data is able to mimic real data 

without using actual individual information. Although these three methods are well 

known, there are other lesser-known privacy techniques that are designed specifically for 
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facial recognition. These include de-identification, which can alter facial features to 

prevent anyone from identifying them. Another technique is the ability to create 

randomized data blocks known as minimum information units (MIU), which are used to 

make it more difficult for attackers to reconstruct or extract biometric data. These 

methods are formulated in an attempt to strike a balance between privacy and 

functionality. 

The k-Same algorithm is an approach to protecting the privacy of individuals, the 

way it works is that it enables the de-identification of faces specifically in video 

surveillance systems. The algorithm retains enough information from the facial features 

for general recognition like behavioral analysis and other tasks. Research by Newton et 

al. (2005) states that covering eyes and other simple methods are not effective at 

preventing facial recognition systems, since modern systems are now extracting facial 

features beyond just the eyes. This k-Same algorithm works by computing the average of 

a group of faces it considers to be similar to creating what it calls an averaged face. This 

averaged face is what replaces the original face to perform the de-identification. This now 

makes it difficult for the facial recognition systems to identify individuals. This algorithm 

was tested using the US Army’s FERET dataset but only with the eigenfaces-based facial 

recognition algorithms, which is a limitation as it does not provide information on how 

well k-Same would work in a modern facial recognition algorithm. The researchers do 

state that they compared their techniques with the k-Same algorithm with other 

anonymization algorithms and determined that k-Same was more effective at de-

identification. 

As facial recognition becomes more apparent in the realm of surveillance, the 
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growing concerns of its misuse have had researchers develop a privacy framework called 

privacy-preserving AdaBoost framework (POR). The POR framework uses adaptive 

boosting (AdaBoost), additive secret sharing, and edge computing. This lets POR keep all 

computations encrypted and secure across multiple servers. The way it works is that 

when a facial image is captured, it is then immediately encrypted and partitioned using 

the additive secret sharing technique. These encrypted segments are transmitted to two 

different servers, such as server 1 and server 2 while confirming that neither of the two 

servers can access the entire encrypted data (Ma et al., 2019). Then AdaBoost begins the 

facial recognition process by combining the weak classifiers into a model, this occurs 

while it maintains the encryption, so the unencrypted data is never seen by either of the 

two servers. AdaBoost functions similar to HE where it performs the computations on the 

encrypted data. After performing a couple of rounds of classifier combinations, the 

servers then combine the results which are still encrypted and complete the final 

matching process (Ma et al., 2019). This makes sure that only encrypted outputs are 

being processed, while the unencrypted data is hidden throughout. When compared with 

DP, POR is shown to achieve a 58% reduction in computational errors, but it is never 

defined as to what the computational errors mean (Ma et al., 2019). It is not stated 

whether this reduction is in reference to false matches, false positives or other types of 

classification errors. 

One thing to note is that the research by Ma et al. (2019) suggests that POR offers 

higher accuracy than DP, but it does not quantify this improvement. It’s difficult to 

determine the advantage POR has due to a lack of information regarding its specific 

metrics. Although POR was evaluated with the FERET dataset, it does not showcase how 
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well POR would perform in larger datasets like CelebA. Finally, POR focuses heavily on 

cloud and edge computing which may be a limitation for organizations that do not require 

a cloud based facial recognition system. Although, this research shows that POR can be 

an alternative to DP, it still requires more testing to determine as such. 

Research conducted by Terhörst et al. (2020) addresses not only the identification 

of individuals through facial recognition but also takes note of specific attributes like 

gender, race, age, and health status. This research mentions that many facial recognition 

systems have the capability of revealing personal information. This research introduces a 

method known as privacy-enhancing minimum information units (PE-MIU) in order to 

mitigate this risk by preventing the leakage of sensitive data from facial recognition 

systems. PE-MIU does this by making partitions of facial templates into randomized 

units called MIUs. PE-MIUs will contain these sensitive attributes but with its 

randomized positioning through the MIUs makes it difficult for attackers to extract 

specific information (Terhörst et al., 2020). 

PE-MIUs also address mitigating issues with function creep attacks that are 

associated with gender prediction in facial recognition systems. PE-MIU focuses more on 

gender than the other sensitive attributes, although they are acknowledged by the 

research. This also provides an opportunity for future research to measure function creep 

attacks for age, ethnicity, and health status as it could offer an overall evaluation of PE-

MIUs’ ability to protect privacy.  

PE-MIU has a gap that’s similar to other algorithms mentioned so far. The gap is 

that of scalability and how it would work in a real-world scenario. The research states 

that through using PE-MIU it does increase the comparison time from 0.10ms to 0.77ms, 



32 

which means that in a large database containing thousands of facial data, the 

computational requirement would be incredibly high (Terhörst et al., 2020). This can be a 

problem in the areas of high-traffic environments or those that require the highest 

security as the resource requirement may cause issues with identification of authorized 

individuals. Future work should look at how PE-MIU fares with larger datasets such as 

CelebA. This way PE-MIU can be explored to see its real-world applications and its 

potential for deployment. 

As mentioned previously, one of the core issues with PE-MIU stems from its lack 

of scalability due to its computational requirements. This study was tested across three 

different datasets, ColorFeret, Adience, and LFW to showcase its usability in different 

variations of faces and environments. Another element for future research is to try to 

reduce the computational complexity required without needing to sacrifice privacy or 

accuracy, especially for its usage in real-world deployments. 

PE-MIU has the potential for making a privacy-preserving facial recognition 

system framework, it does require future research to include additional soft biometric 

attributes, explore its capabilities in real-world deployments, and to address the 

inefficiencies with its computations. If these issues are looked into and fixed, PE-MIU 

has the capability to be used in widespread deployments. 

Although facial recognition and facial expression recognition seem similar when 

it comes to capabilities in detecting and analyzing facial features. It differs in the state 

where facial expression algorithms are focused on determining an individual’s emotional 

state. Since they are similar when it comes to capabilities in detecting and analyzing, they 

have similar privacy challenges, particularly in cloud environments where sensitive data 
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is processed. In most cases, privacy-based methodologies that are developed for one 

domain can apply to the other domain. 

This specific research focuses on addressing privacy issues within cloud-based 

facial expression recognition systems. As mentioned above, privacy-based methodologies 

that are developed for facial expression recognition systems can be used in facial 

recognition systems. Liang, Wang, & Chen (2023) propose a novel methodology that 

uses low quality images for recognition while using the high-quality images during the 

training phase. After the training is complete, the system only needs the low-quality 

images in order to perform facial expression recognition. This in turn protects the privacy 

of the individuals by reducing the amount of data extracted from the face that is already 

difficult to discern from a low-quality image. The core idea of this method is to train the 

model using high quality images and then test the model on low quality images, since as 

described above are less likely to expose the individual’s identity. Figure 5 illustrates 

how a high-quality image looks compared to the low-quality image. 

Techniques like cross-adversarial learning are used in order to randomize 

information regarding an individual’s identity along with expression data making it 

difficult for adversaries to perform techniques to extract the individual's identity. A 

limitation of this method is that it focuses heavily on facial expression recognition 

systems rather than facial recognition systems. Though this method shows that it can 

address privacy concerns with facial expressions, there is not much currently known 

whether these techniques could apply to facial recognition systems. Specifically, for de-

identifying individuals whilst extracting demographic information. Future work could 

investigate how this methodology could safeguard privacy and whether it could allow 
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demographic analysis.  

 

Figure 5: Showcasing high-res images and its low-res counterparts with blur to 

enhance privacy (Liang, Wang, & Chen, 2023) 

As discussed in this section, there are alternative methods that can ensure privacy 

in facial recognition systems that are similar to HE, DP, and synthetic data. The different 

techniques were de-identification, image distortion, down sampling, and randomized data 

blocks. These techniques offer different but effective ways to maintain privacy while 

maintaining the functionality of facial recognition systems. 

2.9 Synthetic Data in Facial Recognition 

 This praxis is focused on using synthetic data generated by GANs with a focus on 

the addition of demographic attributes to enhance privacy while addressing bias in facial 

recognition systems. Boedihardjo et al. (2021), shows that synthetic data can present a 

strong solution to what they call tension between data privacy and sharing. Through the 

generation of diverse synthetic data with controlled demographic attributes, synthetic 

data can ensure privacy and scalability, as it can produce as much data as needed for an 
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organization. This method does mean that the data will be unencrypted which means it 

avoids computation overhead by encrypted data processing, but as its fake data the risk of 

individual privacy at stake is minimal. Synthetic data can also reduce bias in facial 

recognition by performing fair representations across multiple categories in an attempt to 

align with the goal of ensuring fairness in real-world applications. Unlike the broad 

applications that are discussed in Boedihardjo et al. (2021), this research focuses on facial 

recognition through the use of synthetic data. 

Further investigation has been undertaken to determine whether synthetic data 

generated by GANs offer built-in DP. Research conducted by Lin et al. (2022), used 

simulated membership inference attacks that assess the effectiveness of GANs through 

receiver operating characteristic (ROC) curves. The findings showed that synthetic data 

generated by GANs does have built-in DP, but the protection can be considered weak. 

They can still resist membership inference attacks regardless of the size of its dataset (Lin 

et al., 2022). Though, this research only focuses on traditional GAN techniques and no 

other more specialized GAN models, which can be considered a limitation. This praxis 

employs the StyleGAN model, which is a more advanced version of a traditional GAN 

model, so it is expected to exhibit a comparable level of DP. 

Conway et al. (2021), also supports the notion stating that synthetic data 

generated by GANs can offer DP. Even if the privacy guarantee is weak, it still qualifies 

as DP which can be highly advantageous when it comes to working with sensitive data 

like facial images. As GANs offer weak DP, it’s not necessary to apply DP techniques to 

the images, although possible. Conway et al. (2021), also supports the notion stating that 

integrating DP into image generation is possible but degrades the image quality. 
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Methodology used by Conway et al. (2021) is quite similar with this praxis, 

although there are certain differences. One of which is that the research by Conway et al. 

(2021) used the StyleGAN2-ADA model to generate synthetic faces and had assigned 

unique identities to each generated face. In contrast, this praxis will generate faces but 

will also apply demographic attributes such as age, gender, and race using the FairFace 

model. The similarity comes from both methodologies using the ArcFace model for the 

facial recognition task and retrieving the appropriate metrics. 

Research on synthetic data has shown that models trained exclusively with 

synthetic data achieve 51% accuracy, while a hybrid approach where the combination of 

real and synthetic data is created provides an improved performance. This provides the 

idea that fully synthetic datasets may not be good enough to achieve high performance in 

facial recognition tasks (Conway et al., 2021). 

This praxis focuses on addressing a gap that was not reported in the research 

conducted by Conway et al. (2021). The research did not provide any information 

regarding any form of data cleaning or sanitization measures in the methodology. This is 

a big oversight as synthetic data can sometimes output irregularities that could hinder 

model performance. Their dataset did not account for demographic attributes which can 

be an essential consideration as the potential for models like ArcFace has shown biases if 

a properly balanced demographic representation is not used. This praxis seeks to reduce 

bias by incorporating attributes like age, gender, and race. 

Researchers have developed a model called Generative Mask-guided Facial 

Image Manipulation (GMFIM); this model is a GAN based model designed to protect 

individuals from automatic facial recognition systems. The GMFIM uses a face mask that 
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is used to isolate the facial region. This isolation then removes the background which 

allows the GAN to work on the de-identification of the face (Khojasteh et al., 2023). This 

process also uses an optimization module that generates a realistic but unrecognizable 

face that can prove to be effective to prevent a facial recognition system from identifying 

individuals. This de-identified face is then merged together into the original background 

which produces a high-quality synthetic image that maintains the original scene but with 

a de-identified face. Figure 6 shows a step-by-step walkthrough of the GMFIM model. 

The GMFIM model has shown success when compared with other de-

identification models like AdvFaces. There is a limitation that was identified in the 

research which is its reliance on StyleGAN2. This limitation is a common occurrence for 

studies that use synthetic data, as the image quality is often based on what GAN model is 

used. 
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Recently, advancements in GANs have focused on face normalization to reduce 

the variations that arise during the generation process. A GAN model called Face 

Normalization and Recognition with Generative Adversarial Networks (FNR-GAN), was 

created to normalize facial attributes in synthetic data to ensure realism while maintaining 

Figure 6: GMFIM Model Walkthrough - (a) is the Face Mask Module - (b) is the 

Optimization Module - (c) is the Merge Module (Khojasteh et al., 2023) 
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the individual’s identity (Kammoun et al., 2023). FNR-GAN uses an encoder-based 

generator which is used to normalize facial attributes, reduce noise, and to preserve 

identities. 

The FNR-GAN model has the ResNet50 facial recognition system integrated to 

verify the accuracy of the synthetic data that is generated, as shown in figure 7. When the 

model was tested on the JAFFEE dataset, FNR-GAN achieved an accuracy of 96.37% 

(Kammoun et al., 2023). This model performed well with other datasets like Head Pose, 

CFP, and LFW showing that it’s relatively stable across different datasets as well. 

Though these results are promising, the researchers do acknowledge that testing on 

diverse datasets could introduce new challenges for FNR-GAN, specifically when it 

comes to the ability to generalize across broader demographic groups. 

 

Figure 7: FNR-GAN Model (Kammoun et al., 2023) 
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Synthetic datasets are also being used in facial expression recognition (FER) 

systems. In a study conducted by Rani et al. (2024), they looked at whether using 

synthetic data generated by GAN could enhance the accuracy in FER. Their goal was 

focused on balancing underrepresented facial expressions such as the disgust expression 

within the FER-2013 dataset. Rani et al. (2024) introduced a deep convolutional neural 

network (DCNN) model that outperformed the VGG16 model. The DCNN model 

achieved an accuracy of 86% and 87.88% respectively at epoch 100 (Rani et al., 2024). 

Although the results were promising, the researchers did note a potential 

limitation. Though synthetic data did improve the accuracy of the model, the researchers 

noticed that it could also hinder generalization. Specifically, when it’s applied to many 

different real-world expressions. This showcases a common trade-off when using 

synthetic data, showing that refinement is required to enhance generalization across 

different datasets. 

Synthetic data is considered to be a viable method for data augmentation, which 

has led to some researchers looking into the possibility of using it as a standalone dataset. 

Conway et al. (2021) began investigating this approach but concluded that hybrid 

datasets, which have both real and synthetic data, are more effective than relying solely 

on synthetic data. In contrast, the SFace model which was developed using a class-

conditioned GAN based off the StyleGAN2-ADA model created synthetic images with 

identity labels (Boutros et al., 2022). The results from SFace show that synthetic data 

provides strong privacy assurances while maintaining high accuracy. 

SFace has not been tested on different datasets or in real-world applications. This 

is a potential gap that has been acknowledged by the researchers. Since the SFaces’ 
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performance may change when faced with a large complex dataset that can include 

multiple variables. Future research could address this limitation to check for SFaces’ 

broader applicability. 

Synthetic data consists of DP, although the privacy guarantees are weaker than 

those offered by traditional DP frameworks, as mentioned before. Even then synthetic 

data has demonstrated its value in enhancing performance of facial recognition models. 

Unlike methods like DP or HE, synthetic data offers scalability, as the data can be 

infinitely generated without placing undue strain on computational resources. 

Although synthetic data provides a multitude of benefits, there does lie a 

limitation. The praxis seeks to address the limitation of lacking demographic attributes by 

incorporating attributes like age, gender, and race into synthetic data. This can ensure 

broader representation and diversity. 

Another major concern in the field of facial recognition is the risk of identity 

leaks. Though there isn’t any consensus to date that has neither confirmed nor denied that 

synthetic data can expose real identities. Though this concern is also mitigated by the fact 

that synthetic individuals don’t correspond to real people. Even if two faces are similar, 

the identities that are generated remain artificial which minimizes the privacy risks. 

2.10 Bias and Its Mitigation in Facial Recognition 

As mentioned in chapter 1, bias has always been a challenge in facial recognition 

systems. One of the main causes of this is dataset imbalance. A dataset can be considered 

bias when certain classes are overrepresented, like having more female faces compared to 

male faces. This imbalance can sometimes skew an algorithm towards the 

overrepresented class which in this example would result in better identification of 
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females compared to male faces (Deviyani, 2022). This bias can affect facial recognition 

systems that are used by law enforcement or airport security. Such was a situation with 

Rite Aid, where inaccuracies in facial recognition systems raised ethical concerns. 

Research conducted by Fu and Damer (2022) showed that facial recognition 

models showcase bias towards certain demographics. Their findings showed that these 

systems generally perform better on Caucasian and male subjects. While other 

demographic groups experience high rates of false matches and false non-match rates. 

The research also identified that bias is generally not uniform across the entire face but 

within specific regions of the face. For non-Caucasian faces the variations occur in 

different areas of the face compared to Caucasian faces which contributes to the lower 

accuracy for the underrepresented demographics. 

Bias in facial recognition systems comes from the dataset itself, though 

augmentation techniques can make a dataset more balanced and fairer. There are limited 

real-world datasets publicly available for model training besides FairFace. Deviyani 

(2022) discovered that using data augmentation techniques specifically with the use of 

StarGAN reduced bias. StarGAN which is a GAN-based model, helped the reduction of 

bias while having high accuracy across gender, age, and ethnicity. Another GAN based 

framework called GANDiffFace, can create datasets with demographic distributions. 

GANDiffFace was used to create synthetic data and showed that fine-tuning with 

synthetic data had overall improved fairness and mitigated bias in facial recognition 

models like ArcFace (Melzi et al., 2023). Techniques using a multi-attribute Adaptive 

Instance Normalization (AdaIN) were used with a GAN to generate synthetic data with 

demographic attributes that were underrepresented within different datasets 



43 

(Georgopoulos et al., 2021). This research used three different datasets such as UTKFace 

and noticed that the data augmentation technique reduced the bias in age and gender 

classification. 

Algorithm fusion is a technique that researchers have been looking into to 

mitigate demographic bias. The way algorithm fusion works is similar to gathering 

opinions from multiple people and using their responses to create a balanced outcome. 

This technique helps create fair decisions through the strengths of multiple algorithms. 

Research by Kolberg et al. (2024) has shown that algorithm fusion has the capability to 

improve fairness for specific demographic groups. Though it’s still challenging to have a 

uniform distribution of fair outcomes. 

As discussed, algorithm fusion has the potential to enhance fairness. Synthetic 

data generated by GANs has proven to be more effective at addressing demographic 

biases. The findings show that although algorithm fusion is a good step towards fairness, 

it still requires additional refinement to match synthetic data and its capability in 

mitigating demographic biases. 

When it comes to bias mitigation there are many different frameworks and models 

that perform it. There are not many that use false match and false non-match rates which 

are specific to facial recognition systems. There haven’t been any metrics that were 

focused on fairness for facial recognition systems as a whole, leading to a potential gap. 

Pereira and Marcel (2022) introduced the Fairness Discrepancy Rate (FDR) which is a 

metric to measure fairness within facial recognition systems. FDR is calculated by using 

false match and false non-match rates to provide a measurement of fairness. One notable 

thing that the researchers demonstrated was that models that were based on the ArcFace 
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facial recognition systems showed greater fairness in comparison to other facial 

recognition systems. FDR metric can be used for all facial recognition systems and 

datasets to ensure whether a model or dataset is biased or not. 
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Chapter 3 – Methodology 

3.1 Introduction 

 This chapter goes over the methodology for developing, testing, and validating 

the synthetic dataset for facial recognition systems. This method uses StyleGAN2-ADA, 

a GAN based model for data generation. Then uses the FairFace model for labeling 

demographic attributes. And finally, the ArcFace facial recognition model for 

performance metrics. This chapter goes into detail on how CelebA (real) and hybrid 

datasets are handled, such as the preprocessing, cleaning, and categorization steps to help 

minimize bias. Figures 8 and 9 illustrate the methodology through their respective 

diagrams to provide insight into how the research is conducted. 

 

 

Figure 8: Simple Methodology Approach 
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Figure 9: Full Methodology Approach 
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3.2 Dataset Preparation 

 CelebA is a collection of over 200,000 celebrity faces with different lighting 

conditions and angles, but they all contain frontal or three-quarters profile. Each of the 

faces within the CelebA dataset comes with 40 different attributes, but these attributes 

were all assigned through visual inspections rather than researching the specific 

individual, which is considered a limitation in the dataset. Karras et al. (2017) introduced 

a higher quality CelebA dataset called CelebA-HQ through their Progressive GAN paper. 

CelebA-HQ consists of less images than CelebA, only 30,000 but each has a resolution of 

1024x1024 pixels. The StyleGAN2-ADA model is often pre-trained with the CelebA-HQ 

dataset, to help generate synthetic data that looks realistic. The Adaptive Discriminator 

Augmentation (ADA) is a technique within StyleGAN2 that allows for the usage of 

smaller datasets for stability during training and reducing the chances of overfitting 

(Karras et al., 2021). This mitigates the common occurrence of mode collapse and 

overfitting that are known to occur in traditional GAN settings. 

InterFaceGAN is a GAN model used to perform adjustments or augmentations 

whilst creating synthetic data. InterFaceGAN allows the manipulation of latent space on 

the synthetic faces, which allows adjustments like gender, age and other characteristics. 

One caveat to this is that if you introduce too many modifications to the latent space, the 

images start looking less realistic. InterFaceGAN was primarily used to generate frontal 

or three-quarter profile faces, making sure that there are no additional pose variations 

within the synthetic data. 

When the synthetic faces were generated from StyleGAN2-ADA and 

InterFaceGAN, they were generated with 256x256 resolution so that they could work 
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with the FairFace model. The FairFace model has a requirement of 224x224 pixels, but 

having slightly higher quality images makes it easier for the model to look at any specific 

features to determine demographic attributes. Another reason for maintaining 256x256 is 

that it’s the default output for StyleGAN2-ADA, making sure that modifying the 

resolution does not introduce any irrelevant artifacts. Figures 10 and 11 showcase the 

process diagram that goes over all the steps that were taken to make sure the synthetic 

data is realistic with minimal bias. 

 

Figure 10: Dataset Process Diagram 
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Figure 11: Dataset Preparation and Generation 
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3.3 Dataset Generation with StyleGAN2-ADA 

 As mentioned above, StyleGAN2-ADA is a pretrained model from traditional 

GAN architecture. StyleGAN2-ADA is known for its ability to generate realistic looking 

images, specifically faces. The pre-trained StyleGAN2-ADA model was used and fine-

tuned for this praxis to generate realistic synthetic facial images. The model was used 

with InterFaceGAN to manipulate the specific latent vectors for pose. 

One of the core methods that was required was to determine whether the system 

generating the synthetic data was compatible with CUDA, which is the NVIDIA’s 

parallel computing architecture. If the system is not compatible with CUDA, then it 

defaults to using the CPU. This makes sure that the model can run regardless of what 

system it is using. Although using it on a CPU does throttle the generation speed 

especially when compared to CUDA, it can still be used. The model also injected random 

noise during image generation in an attempt to reduce overfitting while also introducing 

diversity. This was important so that the generation process could generate realistic but 

different looking faces. 

As InterFaceGAN was a part of the generation process, it performed 

manipulations to the latent vector W-space. This allowed the ability to control facial 

poses, in order to create frontal or three-quarter profile views. InterFaceGAN comes with 

a pretrained boundary file that was trained on the StyleGAN2-ADA model using the 

CelebA-HQ dataset. To make sure only realistic poses were performed, the manipulation 

was restricted within strength values of -0.1 and 0.1. This made sure that faces remained 

realistic and reduced the chances of distorted or unrealistic faces. 

Figure 12 provides a set of examples of images that were generated during the 
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generation process. There were an unknown number of images that were generated, only 

one million were kept for training and testing. This method aligns with Conway et al. 

(2021), who also used one million synthetic images for training and testing, although 

performed the training and testing in a different way. Their research showed how 

effective large-scale synthetic datasets are for model training, which justifies the choice 

of outputting a million images for this praxis. 

 

Figure 12: Example of Images Generated from StyleGAN2-ADA 
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3.4 Dataset Cleaning 

 As mentioned above, StyleGAN2-ADA model with the InterFaceGAN 

framework was able to produce diverse synthetic faces using the CelebA-HQ dataset. The 

random noise that was added to the generation process created a multitude of diverse 

faces that were no longer recognizable from the original dataset. 

Although, the generation process output diverse faces, there still needs to be a 

cleaning process in place to ensure the dataset remains high-quality and realistic. A 

library called OpenCV was used to filter images that had high blur and noise levels. This 

process converted each image into grayscale and then applied a Laplacian operator to 

measure the variance of the image. High variance showed that the image is sharp, while a 

low variance meant that the image is blurry. A standard deviation of the pixel intensities 

across the red, green, and blue (RGB) channels was taken to get an approximation of the 

noise levels. If the standard deviation was high, then the noise level was high. 

The goal was to only keep images that were a reasonable level of quality for the 

dataset. The variance was set at a threshold of 400, so any image that was below the 

threshold would be considered as a blurry image and would be removed from the dataset. 

Noise was set to a threshold of 100 to filter images with a high value of noise. This 

quality control step was automated and helped to maintain a dataset quality compared to 

real images in the CelebA dataset. After the automated cleaning process, a manual 

verification step was conducted. This was performed to remove any additional low-

quality or distorted images that met the thresholds for the automated detection. Figure 13 

shows an example of noisy, blurry, and distorted images that were generated by 

StyleGAN2-ADA. 
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After the cleaning process, OpenCV was used once again to perform a face 

detection check. This check was conducted to make sure that each image had a detectable 

facial feature that could be used for facial recognition systems. The Haar Cascade 

Classifier was used for the face detection, where it converted each image to grayscale and 

used its inbuilt operations to determine whether a face has a face. If the face was not 

detected, then the face was removed from the dataset. This was something like a sanity 

check to make sure that each synthetic face was suitable for training models like 

ArcFace. This refines the dataset to make sure that only high-quality detectable faces 

were included within the synthetic dataset. Figure 14 illustrates the dataset cleaning 

process used. 

The Haar Cascade Classifier was also used on the CelebA dataset to make sure 

that each face was able to be detected. Out of the 200,000 images that the CelebA dataset 

has about 10,000 images (9,699) been considered undetectable. These images were not 

removed, but instead they were moved to an alternate location as they would not be used 

for the remainder of the research. These processes were important to make sure that 

CelebA worked with the ArcFace model without any major concerns. 
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Figure 13: Example of Blurry and Noisy Images Generated from StyleGAN2-ADA 
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3.5 FairFace Attribution 

The FairFace model was used on the synthetic dataset to apply the appropriate 

demographic attributes. The FairFace model has two specific models, that were both 

used, the models are res34_fair_align_multi_7_20190809.pt and 

res34_fair_align_multi_4_20190809.pt. The former model was used to classify images 

with gender and age attributes, while the latter was used for race classification. Keep in 

mind these models were used in inference mode, so there was no training involved. 

Figure 14: Dataset Cleaning Information 
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As mentioned in the last section, the synthetic images were resized from 256x256 

to 224x224 pixels. This is a requirement for the FairFace model. FairFace then mapped 

the gender categories, as they are binary for male and female. FairFace also uses 

numerical ranges for age, like 0-2, 3-9, etc. but this is where a limitation of the CelebA-

HQ dataset is discovered, CelebA-HQ dataset lacks individuals at the extremely young 

age groups like 0-2 and 3-9. Due to this the age groups were broadly categorized as 

young or old. 

The thought process for labeling an individual old was reflected from the typical 

retirement age, which is 65. This thought process was also used by research conducted by 

Deviyani (2021). CelebA-HQ has a multitude of images that may be old but look young, 

as they are celebrities, which made it unable to detect images within the 60-69 category 

from the FairFace model. So, this led to the old category being reassessed. Worldometers 

(n.d.), states that the average life expectancy worldwide is 73.3 years. As age 

representations cannot include decimals, the third quartile of this range is roughly 55 

years, which led to the revision of this age threshold. 

This led to another issue with the FairFace model, as the FairFace model has a 

limitation that it can only use specified age ranges. The FairFace model does not have the 

capability to divide an existing age range of 50-59 to 50-54 and 55+. Due to this 

situation, the age threshold was finalized to be 50 years. So, individuals who are detected 

to be above the age of 50 were classified as old, while others were classified as young. 

This adjustment was necessary to have consistency within the age representation 

throughout the dataset. 

As mentioned above, the gender classification was performed through a binary 
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gender prediction, where 0 equals to male and 1 equal to female. This classification 

occurred at the same time as the age classification within a single program and then were 

sorted into directories that reflected both age and gender categories. If an image were to 

be identified as old and female by FairFace, then it was moved over to a directory called 

Female_Old. Though in the CSV, it was written as Male or Female, not 0 or 1, that was 

only performed for gender prediction. 

The gender predictions performed by FairFace did have misclassifications, and 

that’s primarily due to the synthetic nature of the dataset. Due to the way synthetic data 

works, there can be images that may have feminine traits but could have been sorted as 

male because the face also has facial hair. The FairFace model sometimes produced 

ambiguous gender classifications and that’s because the data sometimes lacked the 

identity cues the model requires. Due to this situation, a manual review was conducted to 

verify the accuracy of the gender categorization. This way it could be determined that an 

image that was called female by FairFace were truly female, and those that were 

considered male were truly male. There were situations where a face appeared to be 

androgynous, making it difficult to categorize as male or female, in those instances the 

face was excluded from the dataset to avoid inconsistencies. 

This manual verification was only performed on the gender category. The age 

attribute remained untouched after it was predicted by FairFace. The reason behind this is 

that an individual who may appear young could be old, and vice versa. The CelebA-HQ 

and CelebA datasets contain celebrities, so many individuals end up looking younger 

than their actual age making it difficult to properly estimate the age of a face. As 

mentioned before, CelebA dataset assigned the younger category based on appearance, 
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this method reduces human bias by only using FairFace’s age predictions without any 

manual modifications (Liu et al., 2015). 

In the beginning of the FairFace attribution process, the 

res34_fair_align_multi_7_20190809.pt was used for racial categorization, as it offers 

seven racial categories. There were some issues that started showing up around the 

200,000-image mark in the attribution process, where the model had a difficult time 

differentiating between some of the racial categories. More specifically, the model had a 

difficult time classifying the Latino/Hispanic, Indian, and Middle Eastern groups along 

with classifying between East Asian and Southeast Asian groups. 

Due to the limitations and the problems with racial classification, the decision was 

made to switch to the res34_fair_align_multi_4_20190809.pt model. This model 

categorizes the faces into four broader categories. These categories are White, Black, 

Asian, and Indian. As depicted, there is no Latino/Hispanic or Middle Eastern category, 

which reduces the overall complexity and aims for a fairer dataset. Although it reduced 

the categories to four, it still enhanced the reliability of the FairFace classification with 

broader categories. 

This model was also used on the CelebA dataset to categorize the race attribute; 

the dataset does not include the racial attribute from within its 40 different attributions. 

This provided a standard for consistent race categorization in both real and synthetic 

datasets. This makes sure that both datasets are uniform in the racial labeling for the 

training and testing process with the ArcFace model. It also streamlines the process to 

create a hybrid dataset. 

The res34_fair_align_multi_4_20190809.pt was not used for gender or age 
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classifications as this and the res34_fair_align_multi_7_20190809.pt model uses the 

same architecture for age and gender predictions. They only differ with the racial 

classifications, so switching to the four-category model did not negatively impact the 

classification results for the age and gender attributes. While the seven-category model 

provided a more distinct classification of racial groups, the four-category model 

simplified the process by categorizing them into broader categories.  

As shown above, the attribution of images was conducted in an organized manner 

to ensure appropriate levels of balance across the gender, age, and race categories. The 

dataset was initially divided into four major groups, Male_Young, Male_Old, 

Female_Young, and Female_Old. Each of these categories require 250,000 images, to a 

total of 1 million images. 

The four major groups were divided into four racial categories, White, Black, 

Asian, and Indian. Each subcategory required 62,500 images to promote equal 

distribution across all demographic attributes. The aim was to create a balanced synthetic 

dataset in an attempt to minimize bias. Tables 1, 2, and 3 along with figures 15, 16, and 

17 provide information on the synthetic data distribution. Figure 18 provides a flow chart 

that shows how the process to generate and apply the demographic attributes are 

performed for synthetic data. 
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Demographic Amount 

Male 500,000 

Female 500,000 

Total 1,000,000 

Table 1: Synthetic Data Gender Distribution 

 
 

 

Figure 15: Synthetic Data Gender Distribution 
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Age Gender Amount 

Young Male 250,000 

Old Male 250,000 

Young Female 250,000 

Old Female 250,000 

Young and Old Male and Female 1,000,000 

 

Table 2: Synthetic Data Age and Gender Distribution 

 
 

Figure 16: Synthetic Data Age and Gender Distribution 
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Race Gender Age Group Amount 

White Male Young 62,500 

White Male Old 62,500 

White Female Young 62,500 

White Female Old 62,500 

Black Male Young 62,500 

Black Male Old 62,500 

Black Female Young 62,500 

Black Female Old 62,500 

Asian Male Young 62,500 

Asian Male Old 62,500 

Asian Female Young 62,500 

Asian Female Old 62,500 

Indian Male Young 62,500 

Indian Male Old 62,500 

Indian Female Young 62,500 

Indian Female Old 62,500 

Races Genders Age Groups 1,000,000 

 

Table 3: Synthetic Data Full Distribution 
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Figure 17: Synthetic Data Full Distribution   

Figure 18: Synthetic Data Flowchart 
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3.6 CelebA dataset attribution 

 CelebA dataset as mentioned above, is a well-known dataset and is widely used in 

the facial recognition field. The dataset contains many high-quality faces but there are 

certain anomalies that have raised concerns about the dataset quality and potential 

reliability. These irregularities depicted in figure 19 have unnatural lighting, or distorted 

facial expressions or the faces are just completely misaligned. Although it’s not known 

that these concerns have caused issues with generalization, it is said that sometimes 

models that are trained on this dataset have a difficult time generalizing to diverse 

datasets. This can potentially limit their capabilities in a real-world environment. 

These questionable images can be a challenge for researchers trying to develop a 

fair and accurate facial recognition system. This was also seen on the CelebA-HQ dataset 

as it is a subset of the CelebA dataset, but due to the cleaning process for synthetic data, 

this was of little concern. In the case of CelebA, removing the unusual images would 

have potentially improved accuracy but may have compromised the validity of a one-to-

one comparison with synthetic data. The goal is to keep the original dataset as is, so that 

the evaluation has minimal bias and can showcase the appropriate metrics in the dataset’s 

natural state. 

As stated above, the synthetic dataset went through a thorough cleaning process to 

address any images with high amounts of noise and blur. The CelebA dataset did not 

require the same cleaning process as it was composed of real images. The quality and 

consistency of the CelebA dataset did not require the extensive preprocessing that was 

required for synthetic data, but the Haar Cascade Classifier was used for the facial 

detection as mentioned above. 
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The gender and age attributes for CelebA were done through its original CSV file. 

The CSV file contains binary attributes such as young and male, as 1 indicates that an 

individual is young or male while -1 indicates the opposite. The images were then sorted 

into four major directories, Female_Young, Male_Young, Female_Old, and Male_Old, 

the same way as the synthetic data was sorted. This was done by parsing the CSV file to a 

Python script which performed the automation process to move the individual files to its 

necessary location.  

The FairFace model was only used to predict the racial categories for each image, 

Figure 19: Low Quality Photos in CelebA Dataset 
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as mentioned above. Once the race was classified the files were then moved to the 

directories based on the predictions that the model made, the directories were White, 

Black, Asian, and Indian respective to the classifications. This showcases that the method 

used for synthetic data was the same as CelebA. 

Once the directory structure was created for the CelebA dataset, and the allocation 

of the attributes was completed. A Python script was used to create a CSV file that 

matches the allocation that was performed for synthetic data. Where an image was 

classified as Male or Female, through strings and not binary using 0s and 1s. Original 

CelebA CSV had too many attributes that were not necessary for this research, which led 

to the creation of a new CSV that matched the syntax of the synthetic data easing its use 

on ArcFace. The specific attributions are listed on tables 4, 5, and 6 along with figures 

20, 21, and 22. 

 

Demographic Amount 

Male 76,200 

Female 111,677 

Total 187,877 

 

Table 4: CelebA Final Dataset Gender Distribution 

 



67 

 

Age Gender Amount 

Young Male 48,456 

Old Male 27,744 

Young Female 97,608 

Old Female 14,069 

Young and Old Male and Female 187,877 

Table 5: CelebA Final Dataset Age and Gender Distribution 

 
 
 
 
 

Figure 20: CelebA Final Dataset Gender Distribution 



68 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 21: CelebA Final Dataset Age and Gender Distribution 
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Race Gender Age Group Amount 

White Male Young 12,139 

White Male Old 6,321 

White Female Young 44,706 

White Female Old 7,817 

Black Male Young 8,919 

Black Male Old 4,651 

Black Female Young 10,381 

Black Female Old 1,438 

Asian Male Young 25,810 

Asian Male Old 16,186 

Asian Female Young 38,755 

Asian Female Old 4,412 

Indian Male Young 1,588 

Indian Male Old 586 

Indian Female Young 3,766 

Indian Female Old 402 

Races Genders Age Groups 187,877 

 

Table 6: CelebA Final Dataset Full Distribution 
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As stated, the CelebA dataset has its strengths but also contains weaknesses 

within its image quality. As mentioned, preprocessing steps like data cleaning were not 

required for CelebA to maintain parity, though the facial detection application through 

Haar Cascade Classifier was used to maintain the validity of the dataset. The dataset was 

then organized and categorized with the demographic attributes like age, gender, and race 

using both the original CSV file along with the FairFace model for race categorization. 

Figure 23 provides an illustration of this workflow, which outlines the procedures 

Figure 22: CelebA Final Dataset Full Distribution 
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performed on the CelebA dataset. 

 

 

3.7 Post-Processing for Synthetic Data 

One important aspect to make sure that gender distribution is accurate was 

conducted through the manual validation phase. Where images attributed to a specific 

gender were closely looked at to make sure that they were indeed correctly attributed. 

The problem with this though is that, its error prone, with a dataset as large as these 1 

million synthetic datasets are. After going through around 500,000 images, the problem 

of human exhaustion started occurring, where the likelihood of mistakes in the manual 

validation process could easily occur. Due to this, a secondary and tertiary step was 

added to mitigate this risk through using automated solutions. 

These automated steps were through using two facial recognition algorithms, 

InsightFace and DeepFace. These two algorithms were pre-trained to detect gender, age, 

Figure 23: CelebA Data Processing Walkthrough 
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and other attributes. In this praxis though only the gender detection was used, so that the 

dependency and error-prone method of manual check could be reduced. This assisted the 

manual verification process by reducing the number of images that needed to be verified 

each time, reducing human exhaustion and errors. 

InsightFace is an open-source deep learning framework used for facial 

recognition, detection, and analysis. It has pre-trained models that are able to analyze 

facial attributes like gender and age. In this case, the pre-trained InsightFace was used to 

go through the final synthetic image directory to remove images that shouldn’t be there, 

if a male image were in a female image directory. It would remove the male image 

completely from the dataset. This filtering process served as a secondary step to address 

any misclassified images that could have been overlooked during the manual verification. 

This adds greater accuracy and reliability as it reduces errors during gender 

categorization. Since ArcFace was used in this praxis for facial recognition, using 

InsightFace provides an additional advantage since it uses the same angular-loss function 

that’s used in ArcFace. This aligns well with the methodology as if it worked well in 

InsightFace, then there should be minimal issues with ArcFace. 

DeepFace was also used as an automated filter to check for misclassified gender 

attributions. DeepFace, developed by Facebook (now Meta) is an open-source library 

available for the public. It can perform a multitude of deep-learning tasks like facial 

recognition, age and gender predictions, etc. Though, it’s only used to check for 

misclassified gender attribution in this research. This was just an extra step to validate 

any potential inaccuracies from manual verification and InsightFace. Performing these 

tasks adds some accuracy and potential credibility to the synthetic dataset showing that it 
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is accurate in its gender distribution. 

After performing these validation checks, the final dataset was considered refined 

for gender classification. The combined strength of manual and automated filtering 

performed a thorough cleaning of misclassified images. This process shown on figure 24 

below provides a multilayer step to reduce the errors in gender classification that couldn’t 

be achieved with manual verification alone. This resulted in a high-quality dataset that 

could be used for analysis and modeling. 

 

 

3.8 Hybrid Dataset 

 The hybrid dataset is a combination of the CelebA dataset with the synthetic 

dataset. Research by Conway et al. (2021) showcased that a mix of synthetic and real 

images performed more effectively than synthetic alone and could be used as an 

alternative to real as well. By combining real and synthetic datasets the goal is to get the 

strength of real and synthetic, such as the accuracy of real while the scalability of 

synthetic datasets. 

The CelebA dataset received specific amounts of synthetic images in order to create 

Figure 24: Synthetic Data Validation Steps 
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the hybrid dataset. The final dataset consisted of one million images with an equal 

distribution across all demographics, similar to that of synthetic data. This is shown on 

table 7. The procedure used to achieve this is listed below: 

1. Finding out the exact number of synthetic images required 

2. Copying the existing synthetic images to align with the CelebA dataset 

3. Regenerating the attribute CSV file 

This methodology, illustrated in figure 25 made sure that there was a fair 

representation across gender, age, and race categories. 
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Race Gender Age Group Amount Synthetic Data to Add Total 

White Male Young 12,139 +50,361 62,500 

White Male Old 6,321 +56,179 62,500 

White Female Young 44,706 +17,794 62,500 

White Female Old 7,817 +54,683 62,500 

Black Male Young 8,919 +53,581 62,500 

Black Male Old 4,651 +57,849 62,500 

Black Female Young 10,381 +52,119 62,500 

Black Female Old 1,438 +61,062 62,500 

Asian Male Young 25,810 +36,690 62,500 

Asian Male Old 16,186 +46,314 62,500 

Asian Female Young 38,755 +23,745 62,500 

Asian Female Old 4,412 +58,088 62,500 

Indian Male Young 1,588 +60,912 62,500 

Indian Male Old 586 +61,914 62,500 

Indian Female Young 3,766 +58,734 62,500 

Indian Female Old 402 +62,098 62,500 

Races Genders Age Groups 187,877 +812,123 1,000,000 

 

Table 7: Hybrid Dataset Information 

 

 

 

 



76 

 

Figure 25: Hybrid Dataset Walkthrough 



77 

3.9 ArcFace 

 The ArcFace model was used in this research to verify how well synthetic, real, 

and hybrid datasets work when categorized with demographic attributes. The 

performance metrics that were retrieved from ArcFace was important, as it helped 

determine whether synthetic dataset can be a viable alternative for training facial 

recognition models. 

The preprocessing began by converting the faces to RGB format and then resizing 

them to 640x640 pixels. Interestingly, ArcFace uses InsightFace for face detection before 

performing the facial recognition task. Generally, it’s required to use 112x112 pixels for 

the feature extraction step but using 640x640 pixels improves the accuracy of the facial 

detection. Once detected, the faces were then resized to 112x112 before moving to the 

ArcFace model so that it can extract the 512-dimensional feature embeddings. In the case 

where the extraction fails, then the Haar Cascade Classifier is used as a fallback to detect 

and crop the faces. This makes sure that none of the faces are skipped and can produce a 

maximum number of embeddings from a specific face. 

The dataset consisted of the following three demographic attributes: 

• Gender: Binary encoding (Male = 1, Female = 0). 

• Age Group: Binary encoding (Young = 0, Old = 1). 

• Race: Multi-class encoding (Asian = 0, Black = 1, White = 2, Indian = 3). 

The dataset was split into an 80-20 split, where 80% is for training and 20% is for 

testing. The classification model used the Adam optimizer with the following: 

• Binary cross-entropy loss for gender and age classification 
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• Sparse categorical cross-entropy loss for race classification, ensuring effective 

multi-task learning 

 The ArcFace model was trained with 30 epochs with a batch size of 64. The 

model also used early stopping to prevent the chance of overfitting. The performance 

evaluation was performed for all of the datasets. 

3.10 Performance Evaluation 

 The performance metrics that were used in this praxis were accuracy, F-1 score, 

and false positive rate (FPR). These metrics are important indicators to measure the 

effectiveness of the different datasets on the ArcFace facial recognition model. Through 

these metrics, the praxis can make sure that the model’s performance was measured not 

only through the overall accuracy but also its capability of maintaining fairness. 

 Accuracy is a measurement of correctly classified instances that are relative to the 

amount of data, or data size. In an idealistic environment, a perfect model would achieve 

100% accuracy, which would mean there are practically no issues like false positives or 

false negatives (Google, n.d.). The issue with that is that accuracy by itself can be a 

misleading metric especially when you have an imbalanced dataset. A model trained on a 

dataset that has one demographic that’s overrepresented would still report a high 

accuracy, ignoring the failures of the other demographics.  

The synthetic and hybrid datasets in this praxis are demographically balanced, 

which makes accuracy a very reliable metric. As high accuracy can show that the model 

is able to effectively generalize through different demographics. Through evaluating 

accuracy in a balanced dataset, this praxis makes sure that performance assessments 

aren’t affected due to class imbalances. 
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F-1 score is an important metric for identity verification studies, as it provides a 

more balanced assessment because it incorporates precision and recall within its 

calculation, unlike accuracy which is focused on one metric. The math for F-1 score 

works through the calculation of the harmonic mean of the two measurements confirming 

that the model isn’t just prioritizing precision at the expense of recall or vice versa 

(GeeksforGeeks, 2024). In this case, where precision would be prioritized would mean 

that the model is avoiding false positives. A high F-1 score generally shows that the 

model is capable of effectively detecting correct matches while reducing the incorrect 

ones, making it an important metric in facial recognition.  

FPR is a highly important metric in the world of facial recognition, since it 

measures how often a model incorrectly classifies a non-matching identity as a match 

(What is: False Positive Rate, n.d). A high FPR has some serious security risks as it can 

allow an unauthorized individual to roam free within restricted areas. Minimizing FPR is 

a requirement for making sure that the facial recognition systems stay reliable and secure. 

This metric plays an important role in finding out whether the synthetic, real, or hybrid 

datasets contribute to reducing the incorrect matches. Through analyzing FPR across 

different dataset types, this praxis tries to find out which dataset has the lowest FPR. 

Table 8 showcases the different metrics used along with their respective formulas. 
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Performanc

e Metric 

Formula 

Accuracy True Positive + True Negative

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
 

Recall True Positive

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
 

Precision True Positive

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒
 

F-1 score 
2 𝑥 

Precision x Recall

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
 

FPR 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
 

Table 8: Performance Metrics Defined 
 

As mentioned in the previous section, the dataset was divided into an 80-20 split. 

This split allowed the model to learn while testing on unseen data providing a reliable 

way to determine how well the model can generalize beyond the training set. 

As mentioned in the previous section, the model used the Adam optimizer. Binary 

cross-entropy loss was used for gender and age classification while sparse categorical 

cross-entropy loss was used for race classification. These loss functions make sure that 

the model can handle both binary and multi-class classification tasks. Early stopping on 

the validation loss function was added during the training process, this is to prevent 

overfitting as mentioned previously. These metrics provided a thorough evaluation of the 

ArcFace model’s ability to learn from synthetic, real, and hybrid datasets. 

3.11 Limitations of Methodology 

 Although, a thorough methodology was used in this study, there are still several 
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limitations that need to be addressed. One of the primary limitations is due to the built-in 

constraints of the StyleGAN2-ADA model. Specifically, due to the fact that it relies on 

random noise for enhancement of image diversity. Although this can provide distinct 

images, there were also numerous images that contained unwanted artifacts. This also 

coincides with the pose manipulation performed with InterFaceGAN, as it reduced the 

variations of facial poses. Though intentional, it reduced the dataset’s applicability in 

areas that require different facial poses. 

The FairFace model and the CelebA dataset both have the same limitation in this 

circumstance. The limitation is that the gender attribute is either male or female. There 

are many individuals who do not confirm with the binary gender attribute, and this non-

binary community is largely absent from most facial recognition frameworks. Although 

not specifically a limitation to FairFace and CelebA, but largely to the area of facial 

recognition. 

As mentioned previously, one of the issues with FairFace racial categorization 

was due to the biases in figuring out races between specific racial groups like 

Latino/Hispanic, Indian, and Middle Eastern. Fan et al. (2023) stated that this occurred 

frequently among Indian and Middle Eastern categories. At the start of the research, only 

about 10% of the 200,000 initially generated images were classified as Latino/Hispanic, 

where many visually distinct Latino/Hispanic faces were miscategorized as Indian or 

Middle Eastern. East Asian and Southeast Asian individual’s were also being 

misclassified as individuals with a darker skin tone were being categorized as Southeast 

Asian. Though the main point is that, as the study changed to using the four-group 

classification, this may have oversimplified the data and could have caused 
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misclassifications.  

Another racial demographic related issue was that facial images within synthetic 

data sometimes appeared to be similar to another, especially with minority groups. This 

could be from the number of images within CelebA-HQ, which are only 30,000. This 

could mean that although variations are there for individual faces, many of them end up 

looking similar. 

This lack of diverse faces initially raised some concerns about the potential of 

redundant faces showing up. To make sure that each face was unique, a perceptual 

hashing (pHash) function was used to look through each image and remove any image 

that has a matching pHash. The way pHash works is different from a cryptographic hash, 

where pHash looks through images with similar visual structures and eliminates the ones 

that have the same structures. This made sure that each individual image was unique. 

This also helped remove any data duplication concerns as preserving the individuality of 

each face is important to achieve a fair dataset. 

The CelebA dataset also brought forth issues of its own. The dataset, as 

mentioned before, contained unnatural lighting, misaligned faces etc. which can 

introduce unneeded noise during training. Another thing that was mentioned before is 

how CelebA’s attribute labeling was done. The labeling for the original dataset was done 

only through visual cues and inspections, which may have led to potential 

misclassifications for both gender and age. Though this praxis kept the CelebA’s original 

labels for comparison, these inconsistencies could impact model performance. As the 

dataset did not contain racial labels, using FairFace could introduce further risk of bias 

from the FairFace model itself. Age is also another limitation of both CelebA and 
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CelebA-HQ as it does not contain age groups below 10 years old. FairFace lacked the 

capability to expand the 50-59 category, to perform a precise split at 55+ to align with the 

life expectancy statistics. 

There were still challenges in the gender classification even though three different 

validation methods were used. Manual validation as mentioned before, was subjected to 

human error especially with large-scale datasets. While DeepFace and InsightFace 

reduced this error, the models themselves could have introduced misclassifications, like 

with ambiguous or androgynous faces. While InsightFace has similarities with ArcFace 

due to the angular-loss function. DeepFace doesn’t, which could lead to potential 

misclassifications or removal of appropriately classified individuals. 

The hybrid dataset also presented some limitations, one of the big ones was that 

of confirmation on whether the real and synthetic images are comparable in quality and 

lighting. The domain gaps between real and synthetic could have affected the hybrid 

dataset, potentially including biases. Even though the dataset had equal demographic 

representation, bias from FairFace could have persisted as it was used within synthetic 

and real datasets. 

The Haar Cascade Classifier could have also introduced potential limitations. This 

could be due to the fact that some synthetic images contained a visually recognizable face 

but did not have actual facial features. This resulted in them being removed, but they 

could have still been used for training purposes. It is also known that the Haar Cascade’s 

facial detection model has biases, so there could be a chance that certain demographics 

could not be detected as well as others. 

Finally, there could have been problems with how the dataset is being processed. 
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Like with potential errors with how the CSV file is being generated. Since mislabeling 

attributes could lead to unintended biases. Though multiple verification steps were 

conducted, there can still be a chance of misclassification.  

Although these limitations do not invalidate the findings, they showcase that there 

are still areas of future improvement.  

  



85 

Chapter 4: Results 

4.1 Overview 

This chapter shows the results of the research along with a detailed analysis of the 

findings. The goal of this research is to check the effectiveness of synthetic data 

generated by StyleGAN2-ADA. The results are structured to address all the research 

questions and hypotheses that were outlined in chapter 1. This chapter focuses on making 

sure whether synthetic data can be a solution for training facial recognition models. 

Additional information such as relevant tables and figures is available in Appendix A. 

4.2 Normality Tests 

Looking into the data distribution helps to find out what statistical method should 

be used for hypothesis testing. Although, normality tests were not necessary in this case, 

mostly due to the Central Limit Theorem (CLT). The CLT states that large samples will 

be normally distributed even if their distribution does not show it (Ghasemi & Zahediasl, 

2012).  

For this research, three statistical tests were used to check for normality. The three 

that were used are Shapiro-Wilk, Kolmogorov-Smirnov (K-S), and Anderson-Darling. 

The Shapiro-Wilk test is generally used for small to moderate sample sizes and served as 

the primary test for this research. The K-S was applied as a secondary validation tool 

since K-S can be applied to a wide range of sample sizes. Finally, the Anderson-Darling 

test was used as a tiebreaker of sorts, in case there were any inconsistencies between the 

two prior tests. Anderson-Darling was also chosen as its sensitive to the distribution at 

the tails. The detailed results are shown in Appendix A, along with the Q-Q plots and 
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histograms. These tests were used to find out whether parametric or non-parametric tests 

should be used. 

The results indicated that most distributions adhered to normality assumptions at a 

significance level of 0.05 (p > 0.05). Though, Age_Accuracy in the synthetic dataset 

deviated from normality, suggesting the requirement for non-parametric tests for this 

metric. Table 9 and the bullet points below summarize the findings. 

• F-1 Score—Met normality assumptions in all datasets except Age_F1 

within the Synthetic Dataset. 

• Accuracy—Met normality assumptions in all datasets except 

Age_Accuracy within the Synthetic Dataset and Age_Accuracy within the 

Hybrid Dataset. 

• FPR—Met normality assumptions in all datasets. 

 

 

Metric Dataset Normality Violations 

F-1 Score Synthetic Age_F1 

Accuracy Synthetic Age_Accuracy 

Accuracy Hybrid Age_Accuracy 

FPR All None 

Table 9: Normality Testing Summary 
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4.3 Hypothesis Testing 

 There were four hypotheses that were outlined in chapter 1 and were tested in this 

section. Before performing hypothesis tests, each data point was checked for normal 

distribution as discussed in the previous section. Besides normality tests, additional 

statistical tests were needed to evaluate the significance and stability of the hypotheses. 

The first step was to check the variance of each metric being tested, F-1 score, 

accuracy, and FPR. These were expanded on the demographic distributions of gender, 

age, and race for each data type. The variances were checked to make sure they were 

consistent, as parametric tests assume homoscedasticity. Homoscedasticity means the 

dataset has equal variances across each other. Confirming homoscedasticity is important 

because it makes sure that the statistical tests that are performed later remain accurate 

(13.4—Tests for Equal Variances—biostatistics.letgen.org, 2024). 

Levene’s test was used in situations where normality is confirmed even when the 

data is considered to be slightly off from being normally distributed (Gastwirth et al., 

2009). This test is widely recognized as a standard method for comparing variances for 

parametric data (Gastwirth et al., 2009). If normality was not observed, then the Fligner-

Killeen test was used. The Fligner-Killeen test is a non-parametric test that doesn’t rely 

on normality assumptions (Conover et al., 1981). 

This method made sure that the statistical methods that were selected for variance 

testing were appropriate. When an equal variance was noted, parametric tests were used. 

If equal variance was not noted, then non-parametric tests or unequal variance parametric 

tests were used. Information on the results, such as variance and hypothesis test outcomes 

are provided in Appendix A. 
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Hypothesis 1: Synthetic facial images will achieve an F-1 score statistically equivalent to 

that of real images when used to train the ArcFace model. 

H0: There is no significant difference in the F-1 score of ArcFace when trained on 

synthetic versus real facial images. 

H1: There is a significant difference in the F-1 score of ArcFace when trained on 

synthetic versus real facial images 

The results from variance tests, two-tailed Welch’s t-test, two-tailed independent 

t-tests, and two-tailed Mann-Whitney U tests showed differences (p < 0.05) across all 

demographics. The null hypothesis, H0, was rejected, showing that there is a considerable 

difference in the F-1 scores of the ArcFace model when trained on synthetic against real 

facial images. 

 

Hypothesis 2: Training ArcFace on synthetic facial images will significantly improve its 

accuracy compared to real images. 

H0: There is no statistically significant improvement in ArcFace accuracy when trained 

on synthetic facial images versus real images. 

H1: ArcFace achieves significantly higher accuracy when trained on synthetic facial 

images compared to real images. 

The results from variance tests, the one-tailed Welch’s t-test, the one-tailed 

independent t-tests, and the Mann-Whitney U tests showed that synthetic data achieved 

high accuracy scores (p < 0.05) across most demographics compared to real data. The 

null hypothesis, H0, was rejected for Age_Accuracy and Race_Accuracy, but failed to 
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reject Gender_Accuracy. 

 

Hypothesis 3: Training ArcFace on synthetic facial images will result in significantly 

higher accuracy than training it on hybrid (synthetic + real) data. 

H0: There is no statistically significant improvement in ArcFace accuracy when trained 

on synthetic facial images compared to hybrid data. 

H1: ArcFace achieves significantly higher accuracy when trained solely on synthetic 

facial images compared to hybrid data. 

The results from variance tests, the one-tailed independent t-tests, and the Mann-

Whitney U tests showed that synthetic data outperformed hybrid data in Race_Accuracy 

and Age_Accuracy (p < 0.05) but not in Gender_Accuracy (p ≥ 0.05). The null 

hypothesis, H0, was rejected for Race_Accuracy and Age_Accuracy, but failed to reject 

Gender_Accuracy. 

 

 

Hypothesis 4: Training the ArcFace model on synthetic facial images will significantly 

reduce its false positive rate compared to training on real images. 

H0: There is no statistically significant reduction in the false positive rate of ArcFace 

when trained on synthetic facial images compared to real images. 

H1: The false positive rate of ArcFace is significantly lower when trained on synthetic 

facial images compared to real images. 

The results from variance tests, the one-tailed Welch’s t-test and one-tailed 

independent t-tests showed that synthetic data reduced the FPR for Race (p < 0.05) but 
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increased it for Gender and Age (p ≥ 0.05). The null hypothesis, H0, was rejected for 

Race_FPR, but failed to reject Gender_FPR and Age_FPR 

4.3.1 Hypothesis Testing Conclusion 

The results from the hypothesis tests show how well synthetic facial images are 

performed in comparison to both real and hybrid images. While synthetic data 

consistently improved on accuracy and F-1 scores, it still showed its shortcomings as it 

couldn’t perfectly align with real-world data. Hypothesis 1 was rejected since the F-1 

scores for synthetic and real data differed quite a bit. Due to synthetic data achieving 

much higher F-1 scores compared to real data. Hypothesis 2 was a partial rejection since 

synthetic data showed higher accuracy in Age_Accuracy and Race_Accuracy but fell 

short on Gender_Accuracy which was high for real data. Hypothesis 3 was also a partial 

rejection since hybrid data outperformed synthetic data in Gender_Accuracy but synthetic 

data performed better with Race_Accuracy and Age_Accuracy. Hypothesis 4 was another 

partial rejection since synthetic data did reduce the FPR for Race_FPR, but it increased it 

for Gender_FPR and Age_FPR compared to real data. These findings show the overall 

capabilities of synthetic data and some potential drawbacks from it. 

4.4 Validation Testing 

Validation tests were performed to make sure that the model showed stability and 

reliability when used between the three different datasets. The model’s performance was 

checked with k-fold cross-validation (k=10) to verify the model’s capability to generalize 

across the different data splits. This method can prevent bias from a singular train-test 

split and make sure that the results remain consistent across the different splits. Initially 

the plan was to use 5 folds, but it was later discovered that 10 folds improve performance 
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stability and can reduce variability while also reducing bias (Kohavi, 1995). The 

following metrics were used to measure the classification effectiveness: 

• Cross-Validation Accuracy—The primary metric for evaluating classification 

performance, as shown in figure 26. Kernel Density Estimation (KDE) charts, and 

Box Plots offering further insight into cross-validation accuracy, are provided in 

Appendix A. 

• Precision-recall curves—Assessing the trade-offs between false positives and 

false negatives across different thresholds, as shown in figure 27.  

• Calibration curves—Evaluating the model’s prediction confidence and reliability 

in classification tasks, as shown in figure 28.  

• Training vs. Validation Accuracy Curves—These curves compare training and 

validation performance over epochs to detect overfitting or underfitting, as shown 

in figure 29. 

These metrics provide an overall assessment of the model performance through 

the three different datasets. Making sure that the results reflect realistic deployment 

conditions. The subsections provide information regarding the validation metrics used 

along with a chart. Appendix A consists of additional details and charts that could not fit 

within chapter 4. 

4.4.1 Cross-Validation Accuracy 

As mentioned above, cross-validation was conducted using 10 folds to verify the 

model’s performance across different splits. 
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The confidence interval (CI) chart, shown in figure 26 provides a high-level 

summary of model performance across data types. The error bars show 95% CIs, 

illustrating the range within which the true accuracy will fall across multiple folds. 

The gender classification shows the smallest CI, showing that it has the highest 

stability and consistency across the different dataset splits. This shows that the model is 

good at classifying the gender regardless of the dataset. Though, race has wide CIs, 

showing that there are challenges in predicting the race attributes. This shows that there 

are additional difficulties with race predictions possibly due to potential 

misclassifications or due to inherent bias from ArcFace. 

An interesting thing to note is that synthetic data kept outperforming real data in 

race classification. The hybrid dataset works like a middle ground, where it’s not as high 

Figure 26: Cross-Validation Accuracy with 95% Confidence Intervals for All 

Datasets 
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performing as synthetic but not as weak as real, showing that augmenting with synthetic 

data to real dataset can improve metrics. The visualization above supports the argument 

where synthetic data can enhance model generalization, specifically in the areas where 

real data is unable to do so.  

4.4.2 Precision-Recall Curves 

 Precision-Recall (PR) curve was used instead of ROC because ROC has a case of 

being misleading when there could be class imbalance (Saito & Rehmsmeier, 2015). In 

this case where the CelebA dataset shows those imbalances for age, gender, and race, 

using a PR curve is certainly more beneficial and reliable. PR curve also offers a reliable 

evaluation due to the focus on precision and recall rather than just accuracy, which can 

help compare the three different datatypes.  

 

 

The PR curves for gender classification across the three different datasets as 

shown in figure 27, show that all three maintain high precision until recall approaches 

1.0. The Average Precision (AP) values are consistently high (0.997–0.998), showing that 

there is strong accuracy and stability. There are practically no deviations between the 

Figure 27: Precision-Recall Curve for Gender Classifications 
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original and noisy data which shows that there is resistance to perturbation. One thing to 

note is that synthetic data is performing comparably to real data especially in this gender 

category. This shows that synthetic data can be an alternative for gender classifications as 

the performance does not degrade. The PR curves for age and race, along with its details 

are in Appendix A. 

 4.4.3 Calibration Curves 

 A calibration curve is a great way to evaluate how well the model is able to 

predict the probabilities with the actual outcomes. This gives insight into whether the 

model overestimates or underestimates the probabilities. According to Chen and Chen 

(2022), calibration equations are important for verification of an instrument’s response to 

known properties and making sure that the model is trustworthy. In facial recognition, 

calibration curves are important since they can assess confidence levels in classification 

decisions. This is pretty important when you account for demographic variations, since a 

model that’s not calibrated properly can introduce biases. 
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The calibration curves for the racial demographics show the differences in model 

confidence and alignment across the three different datasets as shown in figure 28. 

Across all of the groups, the synthetic and hybrid datasets are close to the ideal 

calibration line showing that the predictions from those two datasets are well calibrated. 

The issue is with the real dataset where it continues to underestimate probabilities 

specifically for the Black and Indian demographics. This provides additional insight that 

Figure 28: Calibration Curve for Race Classification 
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the real-world racial classification models have biases. Overall, the synthetic dataset 

seems to be the most reliable across all demographics. The hybrid dataset shows a middle 

ground, where it definitely shows stability, it has received from synthetic data while also 

mixing the complexities of real data. The calibration curves for gender and age along 

with its details are in Appendix A. 

4.4.4 Training vs. Validation 

 Learning curves are an important way to learn how a model’s generalization 

performs as the dataset size increases. These curves are helpful in diagnosing whether a 

model is underfitting or overfitting. According to Viering and Loog (2023), learning 

curves are required for model selection, since they can predict the impact of adding 

training data while looking into the trade-offs between complexity and performance. 

These insights are quite relevant in facial recognition where understanding how well a 

model generalizes to new data is important for making sure that there is reliable and 

scalable performance. The epoch difference between the accuracy and loss curves 

resulted from early stopping, this early stopping is placed on the validation loss. As the 

validation loss stopped improving, the training was halted, which is why the accuracy 

curve is shown to be recording slightly less epochs than the loss curve. This could be 

seen as a discrepancy, but it does not affect the validity of the results, as both curves 

captured the model’s generalization. 
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The training vs validation accuracy and loss curves for race classification as 

shown in figure 29, illustrates the behavior of the three different datasets. The real dataset 

shows the lowest accuracy, with both training and validation performance peaks around 

0.70. This shows that real datasets have challenges in effectively learning the race 

features. In contrast, the synthetic dataset has the highest accuracy, going over 0.80, with 

minimal overfitting as seen by the close alignment of the training and validation curves. 

The hybrid dataset again follows a middle ground, where it stabilizes at 0.78. 

The loss curve reinforces the findings where the real dataset maintains the highest 

loss throughout the training process. Synthetic and hybrid show smoother loss reduction, 

with synthetic data having the lowest loss at the end. The gap between training and 

validation loss is quite small across all the datasets. Though the persistent validation loss 

of the real dataset shows that there is a definite challenge that the real dataset has for 

Figure 29: Training vs Validation Accuracy and Loss for Race Classification 
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racial attributes. The training versus validation accuracy and loss curves for gender and 

age, along with details are in Appendix A. 

4.4.5 Conclusion 

The classification performance across the three datasets was tested with different 

validation techniques. The KDE plots showed the distribution differences, where 

synthetic data achieved high accuracy while introducing variability. The box plots and 

confidence intervals showed their reliability where the performance of synthetic data was 

similar to real data, as shown in figure 26. PR curves showed the effectiveness of 

synthetic data at reducing and mitigating imbalances. Though in contrast, the calibration 

curves showed that synthetic and hybrid datasets produce well calibrated predictions 

compared to real data, shown in figures 27 and 28. Training vs validation curves showed 

strong generalization, illustrated in figure 29. These metrics validate synthetic data as an 

alternative as it maintains high performance in all these metrics. 

4.5 Fairness Discrepancy Rate 

 As mentioned in a previous chapter, FDR introduced by Pereira and Marcel 

(2022) gives a measurement of fairness by performing variations in false match rate 

(FMR) and false non match rate (FNMR) across the different demographic categories and 

datasets. FMR is just another term for FPR but used primarily in facial recognition 

systems, while FNMR is false negative rate (FNR). FDR is not a tool to gauge accuracy, 

rather its focus is to identify any demographic discrepancies. 

FDR is applied in this research to compare the fairness of models trained on the 

three different datasets. It helps determine how the different data distributions can 

influence demographic equity in facial recognition. In the case of this research, it’s 
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important to see whether synthetic data enhances fairness or adds to the demographic 

bias. Research by Pereira & Marcel (2022) has mentioned that models that are based off 

of ArcFace have a higher fairness score compared to commercial systems.  

FDR is specifically created for facial recognition systems. This distinction is 

important as FDR is a more practical metric for bias evaluation within facial recognition 

systems, especially in this case where the measurement of synthetic datasets effectiveness 

in the mitigation of demographic biases is being observed. 

𝐹𝐷𝑅(τ) = 1 − (𝑎𝐴(τ) + (1 − 𝑎)𝐵(τ)) 

The formula above shows how FDR works mathematically. FDR uses A(τ) and 

B(τ), where A(τ) represents something called the maximum absolute difference in FMR. 

While B(τ) is the maximum absolute difference in FNMR across demographic groups. 

Parameter A is the weighting factor that determines the trade-off between FMR and 

FNMR. The final FDR value ranges from 0 to 1. 0 indicates that there is an extreme 

amount of demographic disparity, whilst 1 represents perfect fairness. 
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The real dataset shows the lowest FDR for gender, illustrated in figure 30. This 

shows that real data struggles with gender classifications, or that CelebA dataset is 

misclassified due to the visual classification performed by the developers of the dataset. 

While, synthetic dataset achieved the highest FDR in gender, making it the most effective 

at working with gender-related tasks. Synthetic ended up performing worse on all the 

others. Hybrid, though showed a middle ground, where it didn’t perform as badly as 

synthetic did but not as well as real. This provides some insight that mixing synthetic and 

Figure 30: Fairness Discrepancy Rate Across Datasets 
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real does reduce some demographic disparities though not completely. 

 

The trends of FDR were looked at across 50 iterations as shown in figure 31. 

There is some definite instability with Age_FDR for the real dataset where it ranged from 

0.20 to 0.26. This is one of the largest variations out of all the other iterations, this may 

suggest that real data has difficulty with age, or that the CelebA dataset has failed with its 

visual attributions. Interestingly, even though synthetic and hybrid were outputting low 

FDRs, they still showed more stability compared to real. 

Overall, these findings confirm the following: 

• The real dataset resulted in the greatest fairness but had the lowest FDR score for 

Figure 31: FDR Trends Across 50 Iterations 
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gender. 

• The synthetic dataset maintained low fairness across all categories except for 

gender. 

• The hybrid dataset achieved a middle ground and did not outperform the others in 

any category. 

An explanation for the low FDR scores is possibly due to how the synthetic data 

is generated. As it may not fully capture the real-world variations that CelebA and other 

real datasets may contain. There may be some features that the synthetic dataset may be 

missing which gives the real dataset its diversity. Unfortunately, this shows that synthetic 

data by itself does not achieve a high level of fairness when compared to real or hybrid 

data.  

4.6 Additional Tests and Results 

Additional tests were performed to see how well the three different datasets 

perform in facial recognition aspects. Though FPR was previously analyzed for 

hypothesis testing, only FPR and none of the other metrics like FNR, true negative rate 

(TNR), and true positive rate (TPR) were. So, a confusion matrix was assessed to retrieve 

these additional metrics. Especially since the hybrid dataset was not part of the 

hypothesis testing that compared real and synthetic datasets for its FPR. This additional 

check addresses any additional gaps by verifying what dataset outputs the highest 

performance for facial recognition, as shown in table 23 and figure 32-33, with additional 

details along with the confusion matrix in Appendix A. 
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Dataset Gender Accuracy Age Accuracy Race Accuracy 

Real 0.9944 0.9487 0.7343 

Synthetic 0.9654 0.9720 0.8289 

Hybrid 0.9682 0.9600 0.8059 

Table 10: Accuracy Rates for Different Datasets 

 
The real dataset achieved the highest accuracy for gender (99.44%). Showing that 

it has the highest accuracy throughout the board and in gender, but it also had the lowest 

accuracy in race (73.43%). Showing that models trained on real data seem to struggle 

with race classifications. In contrast, synthetic data outperformed the real dataset in both 

age (97.20%) and race accuracy (82.89%). It also contained the highest accuracy for both 

age and race. The hybrid dataset showed the most balanced performance, again it stayed 

right in the middle between the real and synthetic datasets. This suggests that although 

real data has the best gender classification accuracy, it still falls short as synthetic data 

has higher accuracy for the other two metrics. 

The cross-dataset testing was performed to see how well a model trained on one 

dataset performs when tested on another. This is meant to simulate a real-world 

deployment scenario trying to determine whether models trained on synthetic data can 

effectively handle inputs from the real-world. The results are shown in figures 32 and 33, 

which provide interesting information. 
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Figure 32: Cross-Dataset Accuracy Comparison 

Figure 33: Cross-Dataset F1-Score Comparison 
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Gender seems to have the best generalization across the three datasets, achieving 

the highest accuracy and F-1 scores. Age classification also performed well, but race 

classification seemed to be the most difficult with the lowest accuracy and F-1 scores. 

Models trained from hybrid to synthetic seem to have performed the best overall, 

although that is somewhat unrealistic as why would an organization introduce hybrid data 

if they already use synthetic. Due to that thought, hybrid to real seems the best when it 

comes to each of the metrics, except race which all of them seemingly struggle with. So, 

in a real-world environment, using hybrid data is more effective than synthetic. 

 

Dataset Transition Gender DIP Percentage Age DIP Percentage Race DIP Percentage 

Synthetic → Real 5.974 21.9106 39.9838 

Real → Synthetic 7.5279 19.3425 46.6943 

Hybrid → Real -2.0162 8.4995 18.7881 

Hybrid → Synthetic 0.4994 4.6593 10.0074 

Table 11: Drop in Performance (DIP) Rates 

 
The drop in performance (DIP) rates show how well models trained on one 

dataset generalize when tested on another. One thing to note is that race classification 

experiences the highest decline out of all of them. The largest drops occur when real data 

is tested on synthetic data (DIP = 49.69%). Synthetic to real is also a significant drop but 

not as bad as real to synthetic (DIP = 39.98%). Which once again shows synthetic 

struggles with real-world distributions. Age classification also had big performance 

drops, specifically in synthetic to real (DIP = 21.91%) and real to synthetic (DIP = 

19.34%). Once again, showing that synthetic is missing some sort of capability to capture 
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patterns that exist in real data. Gender classifications ended up being the most stable out 

of all the other performance drops. Hybrid seemed to be the best, as mentioned 

previously, where there is also a slight improvement, specifically in hybrid to real for 

gender (-2.02%).  This shows that hybrid performs better than synthetic as hybrid 

contains both real data and synthetic data, making it capable of seeing the realistic 

patterns while being heavily augmented. 

These findings show that hybrid datasets are quite important when it comes to 

addressing domain shifts, especially for challenges in race classifications along with 

testing in the real-world. These results align with Conway et al. (2021), who stated that 

models that are trained with a mix of real and synthetic outperform synthetic data in a 

real-world scenario.  

4.7 Conclusion 

 This chapter went through the effectiveness of the three datasets when it came to 

training the ArcFace model. The findings show how viable synthetic data is as an 

alternative to real images, reinforcing its potential to enhance privacy, while attempting 

to reduce demographic bias. 

The results showcased that synthetic data had the highest accuracy in race 

classification but was mixed in age and gender. Though synthetic data reduced the FPR 

for race, it did increase albeit slightly for age and gender. Although these are minimal 

increases, they can still affect performance in high security environments. 

FDR revealed that synthetic data had some consistent fairness in gender and race, 

but it wasn’t as fair as real data. Hybrid showed that it had the lowest bias in age 

classification out of the three datasets, this could be due to the dataset size along with 
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using real data and augmenting it with synthetic getting one million images. Real 

performed well in fairness except for in age though this could be from the small sample 

size or as mentioned before, due to the way CelebA dataset was attributed. 

Hybrid performed very well, but not as well as synthetic. Hybrid showed that it 

has its advantages when it comes to using it in a real-world scenario, where models 

trained on hybrid data can be tested with real data. Though it is lacking the privacy 

protection that synthetic data has, along with a weaker performance compared to 

synthetic data. 

As mentioned previously, research by Conway et al. (2021) mentioned that hybrid 

datasets improved model performance in comparison to synthetic data. Though the results 

counter the findings by Conway et al. (2021) since this praxis does show that synthetic 

data alone can achieve high accuracy while preserving privacy. Hybrid though is better 

when it comes to its usage in the real world, synthetic data may not be ready for that as of 

yet.  
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Chapter 5 – Discussions and Conclusion 

5.1 Discussion 

 The result of this research shows the capability of using synthetic data as an 

alternative to real faces in a facial recognition system. The synthetic dataset which was 

generated by the StyleGAN2-ADA model and then labeled with FairFace was run 

through the ArcFace model. Synthetic data showed competitive performance metrics and 

even included improvements compared to the real data. Reducing the FPR, although for 

race only, indicated that synthetic data could address security and privacy concerns. The 

results of the hypothesis are shown in table 36. Notable observations are: 

• Synthetic datasets showed superior performance metrics compared to real datasets 

across multiple categories. Confirming their usability in facial recognition 

systems with demographic attributes. 

• Hybrid datasets sometimes performed slightly worse than synthetic data, which 

shows that real data may introduce unnecessary noise. 

• FDR was notably lower for synthetic data than for real and hybrid data. Shows 

that although synthetic data was highly capable it was still not good enough to 

reduce bias. 
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Hypothesis Result 

H1: Synthetic facial images 

will achieve an F-1 score 

statistically equivalent to 

that of real images when 

used to train the ArcFace 

model. 

The null hypothesis was rejected because statistical tests show a 

considerable difference between synthetic and real F-1 scores. Synthetic 

scores ranged from 0.9688 to 0.9708, while real scores ranged from 

0.7976 to 0.8198. This shows that synthetic data performs much better 

than real data, although they are not directly comparable 

H2: Training ArcFace on 

synthetic facial images will 

significantly improve its 

accuracy compared to real 

images. 

The null hypothesis was rejected for Age_Accuracy and Race_Accuracy, 

but not for Gender_Accuracy. Statistical tests confirmed that synthetic 

data improved accuracy for age (+4.51%) and race (+11.70%) compared 

with real data. Synthetic data improved performance in some areas, but it 

cannot consistently outperform real data as it had a 2.68% drop in gender 

accuracy. 

H3: Training ArcFace on 

synthetic facial images will 

result in significantly higher 

accuracy than training it on 

hybrid (synthetic + real) 

data. 

The null hypothesis was rejected for Race_Accuracy and Age_Accuracy 

but not for Gender_Accuracy. Hybrid data outperformed synthetic data in 

Gender_Accuracy and Age_Accuracy. While synthetic data achieved 

high accuracy for race by 3.16% and age by 1.38% it decreased for 

gender by 0.17%. attributes. 

H4: Training the ArcFace 

model on synthetic facial 

images will significantly 

reduce its false positive rate 

compared to training on real 

images. 

The null hypothesis was rejected for Race_FPR, but not for Gender_FPR 

and Age_FPR. Synthetic data reduced the FPR for race classification by 

38.89% but heavily increased the FPR for gender and age classifications 

by 170.51% and 116.13%, respectively. 

Table 12: Hypothesis Results 
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5.2 Contributions 

 This praxis offers the following major contributions across the technical, ethical, 

and applied aspects of facial recognition, synthetic data generation, and demographic 

fairness. 

1. Development of a Demographically Diverse Synthetic Dataset 

 This research used the StyleGAN2-ADA model to generate 1,000,000 synthetic 

faces. These images were labeled by the FairFace model, across three demographics age, 

gender, and race. The dataset was also balanced across four race categories, White, 

Black, Asian, and Indian. InterFaceGAN was also applied to ensure that the synthetic 

images are frontal or three-quarter profile. This made sure that the dataset was diverse in 

its demographic representation. This was noted during the performance metrics where 

synthetic data hit high accuracy for most metrics. The entire synthetic data generation 

process is scalable and reproducible, allowing anyone to generate as many images 

required for their needs. This dataset is also available for public use, the link for the 

location of the dataset is available in Appendix B.  

2. Privacy-First Approach to Facial Recognition Training 

 This praxis shows that facial recognition models trained only on synthetic data 

can achieve accuracy that’s comparable to real and hybrid data, and in some cases better 

than both. This finding shows that facial recognition systems can be developed without 

the need for real human faces, showing that it is possible to preserve privacy whilst 

training facial recognition models. This eliminates the need for using personally 

identifiable information (PII), as synthetic data is not personally identifiable. This can 

also align with data protection regulations like GDPR and CCPA, though the impact of 
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this methodology with these regulations was not studied in this praxis. This method 

provides a scalable and privacy-oriented alternative that provides high accuracy for all 

organizations that use facial recognition systems. 

3. Benchmarking Synthetic vs Real vs Hybrid Training Paradigms 

 This praxis builds on the gaps that were identified by Conway et al. (2021), to 

calculate metrics with ArcFace trained on synthetic, real, and hybrid datasets. This praxis 

measures the model performance across accuracy, F-1 score, and FPR, providing 

potential benchmarks for future studies. The findings showcase that synthetic data alone 

can function as a reliable baseline. Especially in cases where privacy is a must. As 

mentioned before, synthetic datasets outperformed real and hybrid datasets showing 

themselves as a potential standalone dataset for facial recognition systems. 

4. Operational Guidance for GAN-Based Data Generation in Facial Recogntion 

 This praxis provides a practical guide for implementing GAN based synthetic data 

for facial recognition research. It shows how latent space manipulation through 

InterFaceGANs can be used to control specific features like facial poses. This 

methodology is transparent and can support a wide range of use cases, from fairness tests 

to stress-testing facial recognition models. This praxis offers steps on how to develop and 

use these models; it contributes to serving as a potential foundational guide for 

production or future experimentation. 

5.3 Future Research 

 Below are the potential opportunities to expand this work to enhance synthetic 

data, facial recognition, and demographic fairness. 

1. Integration of More Advanced Generative Models 
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Future research can look into using more advanced models like StyleGAN3 or 

diffusion-based architecture. These models are much more advanced than StyleGAN2-

ADA when it comes to its realistic outputs. StyleGAN3 in particular has been known to 

reduce aliasing artifacts which can help produce realistic faces. A potential research area 

is to use the same methodology but use one of these newer models to see how well it 

fares compared to StyleGAN2-ADA. 

2. Expansion of Demographic Dimensions 

Although this research incorporated gender, race, and age as the core 

demographics, it was still fairly limited compared to the amount of demographics that 

exist in the world. Future work could include using the seven racial categories from four, 

which would make a larger synthetic dataset. Future work could also add simple facial 

attributes like skin tone, or facial hair which can introduce more variations in synthetic 

data and model behavior. CelebA can be used as an example, as that dataset consists of 

numerous binary attributes like eyeglasses, wearing_hat, etc. These could be added 

during model training to have a diverse representation of synthetic faces.  

3. Real-World System Validation 

The results of this study were in a controlled environment. Future research could 

use these models and data to see how well the synthetic data would fare in a real-world 

environment. Potentially running it through practical context like a surveillance system or 

an access control system could assess its usability and determine whether it’s capable of 

being used in the real world. These environments also include a multitude of variations 

like lighting, angles, etc. that are difficult to simulate in a synthetic dataset.  

4. Cross-Dataset Generalization and Domain Adaptation 
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 Cross-dataset evaluation was performed in this praxis though it could be 

expanded upon by using more specialized datasets. Datasets like FARFace, which is a 

dataset with the focus on underrepresented groups could assist in seeing how well 

synthetic data can perform while testing on FARFace. This can help in understanding 

how well synthetic data can generalize against different types of real data. This could 

showcase how well synthetic data can adapt to different data types and environments. 

5. Ethical and Regulatory Framework Development 

 Though the focus of this praxis was on the usability and application of synthetic 

data, the ethical and regulatory frameworks were not a part of it. Future research should 

look into how the legal, societal, and regulatory frameworks of using synthetic data in 

different environments. This can include topics like consent, governance, and auditing 

standards possibly for bias. Future research may also look into establishing the best 

practice for how synthetic data should be created for proper accountability for ethical AI 

standards. 

5.4 Conclusion 

 This research has demonstrated that synthetic data can function as a viable 

alternative to real data for training facial recognition models. Synthetic data in this praxis 

achieved comparable or superior performance in most areas. Although, it was the weakest 

in reducing demographic bias, it still shows potential for it. The findings add to the 

growing body of evidence that supports synthetic data as potential solution. 

The results also ask the question of whether organizations should prioritize 

maximum accuracy or maximum privacy. While synthetic datasets achieved high 

accuracy in race and age classification, the performance of gender classification was 
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slightly weaker than real data. This raises an ethical dilemma as to whether a slight 

decrease in one metric is more acceptable if it enhances privacy or should models be 

optimized for accuracy disregarding the privacy risks.  

The answer to that question is all dependent on the context and the organization’s 

risk tolerance. This study has clarified that synthetic data is more than just a tool, it’s a 

technique that enhances privacy. Future research still needed to be conducted as new 

techniques could be added to expand the generation process. Until then, organizations 

should take appropriate decisions when it comes to training and deploying their facial 

recognition systems. 

 

 

 

  



115 

References 

 
Ahmed, H. S. A. (2022, December 21). Facial recognition technology and privacy 

concerns. ISACA. https://www.isaca.org/resources/news-and-

trends/newsletters/atisaca/2022/volume-51/facial-recognition-technology-and-

privacy-concerns 

Almeida, D., Shmarko, K., & Lomas, E. (2021). The ethics of facial recognition 

technologies, surveillance, and accountability in an age of artificial intelligence: a 

comparative analysis of US, EU, and UK regulatory frameworks. AI and Ethics, 

2(3), 377. 10.1007/s43681-021-00077-w 

Boedihardjo, M., Strohmer, T., & Vershynin, R. (2021). PRIVACY OF SYNTHETIC 

DATA: A STATISTICAL FRAMEWORK. (). 

Boutros, F., Huber, M., Siebke, P., Rieber, T., & Damer, N. (2022). SFace: Privacy-

friendly and Accurate Face Recognition using Synthetic Data. IEEE. 

10.1109/ijcb54206.2022.10007961 

Boutros, F., Struc, V., Fierrez, J., & Damer, N.Synthetic Data for Face Recognition: 

Current State and Future Prospects. 

Brown, M. B., & Forsythe, A. B. (1974). Robust Tests for the Equality of Variances. 

Journal of the American Statistical Association, 69(346), 364–367. 

Chamikara, M. A. P., Bertok, P., Khalil, I., Liu, D., & Camtepe, S. (2020). Privacy 

Preserving Face Recognition Utilizing Differential Privacy. Computers &amp; 

Security, 9710.1016/j.cose.2020.101951 

Chen, H.-Y., & Chen, C. (2022). Evaluation of Calibration Equations by Using 

Regression Analysis: An Example of Chemical Analysis. Sensors, 22(2), 447. 



116 

https://doi.org/10.3390/s22020447 

Cloudflare. (n.d.). What is vendor lock-in? Cloudflare. 

https://www.cloudflare.com/learning/cloud/what-is-vendor-lock-in/ 

Conover, W. J., Johnson, M. E., & Johnson, M. M. (1981). A comparative study of tests 

for homogeneity of variances, with applications to the outer continental shelf 

bidding data. Technometrics, 23(4), 351–361. 

Conway, D., Simon, L., Lechervy, A., & Jurie, F. (2021). Training face verification 

models from generated face identity data 

De Freitas Pereira, T., & Marcel, S. (2022). Fairness in Biometrics: A Figure of Merit to 

Assess Biometric Verification Systems. Institute of Electrical and Electronics 

Engineers (IEEE). 10.1109/tbiom.2021.3102862 

Deng, J., Guo, J., Yang, J., Xue, N., Kotsia, I., & Zafeiriou, S.ArcFace: Additive Angular 

Margin Loss for Deep Face Recognition 

Deviyani, A. (2022). Assessing Dataset Bias in Computer Vision 

Dominguez-Catena, I., Paternain, D., & Galar, M.DSAP: Analyzing Bias Through 

Demographic Comparison of Datasets10.13039/501100011033) 

Dominguez-Catena, I., Paternain, D., & Galar, M. (2024). Metrics for dataset 

demographic bias: A case study on facial expression recognition. IEEE 

Transactions on Pattern Analysis and Machine Intelligence, 46(8), 5209-5223. 

Dominguez-Catena, I., Paternain, D., & Galar, M. (2022). Assessing Demographic Bias 

Transfer from Dataset to Model: A Case Study in Facial Expression Recognition. 

(). 

Dwork, C. (2017). Erratum to: Theory of Cryptography. Springer Berlin Heidelberg. 

https://doi.org/10.3390/s22020447
https://www.cloudflare.com/learning/cloud/what-is-vendor-lock-in/


117 

10.1007/978-3-642-00457-5_36 

Dwork, C., & Roth, A. (2013). The Algorithmic Foundations of Differential Privacy. 

Now Publishers. 10.1561/0400000042 

Fan, A., Xiao, X., & Washington, P. (2023). Addressing Racial Bias in Facial Emotion 

Recognition 

Fang, H., Qiu, Y., Yu, H., Yu, W., Kong, J., Chong, B., Chen, B., Wang, X., & Xia, S. 

(2024). Privacy leakage on DNNs: A survey of model inversion attacks and 

defenses. arXiv. 

Farrick, R. J. (2024, April 17). Lawsuit: Target collects customer biometrics without 

consent, violated Illinois privacy law. Legal Reader. 

https://www.legalreader.com/lawsuit-target-violated-illinois-biometric-privacy-

lawsuit/ 

Flickr. (2024, June 15). Privacy policy. Flickr. https://www.flickr.com/help/privacy 

Flickr. (2020, April 30). Terms of service. Flickr. https://www.flickr.com/help/terms 

Fredrikson, M., Jha, S., & Ristenpart, T. (2015). Model Inversion Attacks that Exploit 

Confidence Information and Basic Countermeasures. In Proceedings of the 22nd 

ACM SIGSAC Conference on Computer and Communications Security (CCS 

'15) 

Fu, B., & Damer, N. (2022-10-10). Towards Explaining Demographic Bias through the 

Eyes of Face Recognition Models. Paper presented at the 

10.1109/ijcb54206.2022.10007962 

Gastwirth, J. L., Gel, Y. R., & Miao, W. (2009). The impact of Levene’s test of equality 

of variances on statistical theory and practice. Statistical Science, 24(3), 343–360. 

https://www.legalreader.com/lawsuit-target-violated-illinois-biometric-privacy-lawsuit/
https://www.legalreader.com/lawsuit-target-violated-illinois-biometric-privacy-lawsuit/
https://www.flickr.com/help/privacy
https://www.flickr.com/help/terms


118 

GeeksforGeeks. (2024, October 17). F1 score in Machine Learning. 

https://www.geeksforgeeks.org/f1-score-in-machine-learning/  

Georgopoulos, M., Oldfield, J., Nicolaou, M. A., Panagakis, Y., & Pantic, M. (2021). 

Mitigating Demographic Bias in Facial Datasets with Style-Based Multi-attribute 

Transfer. International Journal of Computer Vision, 129(7), 2288. 

10.1007/s11263-021-01448-w 

Goodfellow, I. J., Pouget-Abadie, J., Mirza, M., Xu, B., Warde-Farley, D., Ozair, S., 

Courville, A., Bengio, Y., & Delhi. (2014). Generative Adversarial Nets. 

Google. (n.d.). Classification: Accuracy, recall, precision, and related 

metrics  |  machine learning  |  google for developers. Google. 

https://developers.google.com/machine-learning/crash-

course/classification/accuracy-precision-recall  

Goos, G., Hartmanis, J., Van Leeuwen, J., Hutchison, D., Kanade, T., Kittler, J., 

Kleinberg, J. M., Kobsa, A., Mattern, F., Mitchell, J. C., Naor, M., Nierstrasz, O., 

Pandu, C., Steffen, B., Sudan, M., Terzopoulos, D., Tygar, D., & Weikum, 

G.Lecture Notes in Computer Science 5672 

Hitaj, B., Ateniese, G., & Pérez-Cruz, F. (2017). Deep Models Under the GAN: 

Information Leakage from Collaborative Deep Learning. In Proceedings of the 

2017 ACM SIGSAC Conference on Computer and Communications Security 

(CCS '17) 

Iloanusi, O., Flynn, P. J., & Tinsley, P. (2022-01). Similarities in African Ethnic Faces 

from the Biometric Recognition Viewpoint. Paper presented at the 

10.1109/wacvw54805.2022.00048 



119 

InsightFace. (n.d.). InsightFace: Deep face analysis toolkit. 0https://insightface.ai/ 

Jain, A. K.Biometric Recognition: Security and Privacy Concerns. 

Jaiswal, S., Ganai, A., Dash, A., Ghosh, S., & Mukherjee, A.Breaking the Global North 

Stereotype: A Global South-centric Benchmark Dataset for Auditing and 

Mitigating Biases in Facial Recognition Systems. (). 

James, G., Witten, D., Hastie, T., & Tibshirani, R. (2013). An introduction to statistical 

learning. Springer. https://doi.org/10.1007/978-1-4614-7138-7 

Joshi, I., Grimmer, M., Rathgeb, C., Busch, C., Bremond, F., & Dantcheva, A. (2024). 

Synthetic Data in Human Analysis: A Survey. IEEE Transactions on Pattern 

Analysis and Machine Intelligence, 46(7), 4957. 10.1109/tpami.2024.3362821 

Kammoun, A., Slama, R., Tabia, H., Ouni, T., & Abid, M. (2023). FNR-GAN: Face 

Normalization and Recognition with Generative Adversarial Networks. Springer 

Nature Switzerland. 10.1007/978-3-031-25825-1_10 

Kammoun, A., Slama, R., Tabia, H., Ouni, T., & Abid, M. (2022). Generative 

Adversarial Networks for face generation: A survey. ACM Computing Surveys, 

10.1145/1122445.1122456 

Kärkkäinen, K., & Joo, J. (2021). FairFace: Face Attribute Dataset for Balanced Race, 

Gender, and Age for Bias Measurement and Mitigation 

Karras, T., Aittala, M., Hellsten, J., Laine, S., Lehtinen, J., & Aila, T. (2020). Training 

generative adversarial networks with limited data. NeurIPS Proceedings, 34, 

2672-2680. 

Karras, T., Aila, T., Laine, S., & Lehtinen, J. (2018). Progressive growing of GANs for 

improved quality, stability, and variation. International Conference on Learning 



120 

Representations (ICLR). 

Karras, T., Laine, S., & Aila, T. (2021). A Style-Based Generator Architecture for 

Generative Adversarial Networks. IEEE Transactions on Pattern Analysis and 

Machine Intelligence, 43(12), 4217. 10.1109/tpami.2020.2970919 

Kassambara, A. (n.d.). Homogeneity of variance test in R: The definitive guide. 

Datanovia. https://www.datanovia.com/en/lessons/homogeneity-of-variance-test-

in-r/  

Khojasteh, M. H., Moradzadeh Farid, N., & Nickabadi, A. (2023). GMFIM: A generative 

mask-guided facial image manipulation model for privacy preservation. 

Computers &amp; Graphics, 112, 81. 10.1016/j.cag.2023.03.007 

Kohavi, R. (1995). A study of cross-validation and bootstrap for accuracy estimation and 

model selection. Proceedings of the 14th International Joint Conference on 

Artificial Intelligence (IJCAI), 1137-1143. 

Kolberg, J., Schäfer, Y., Rathgeb, C., & Busch, C. (2024). On the Potential of Algorithm 

Fusion for Demographic Bias Mitigation in Face Recognition. IET Biometrics, 

2024, 1. 10.1049/2024/1808587 

Liang, C., Wang, S., & Chen, X. (2023-07). Privacy-Protected Facial Expression 

Recognition Augmented by High-Resolution Facial Images. Paper presented at 

the 10.1109/icme55011.2023.00236 

Lin, Z., Vyas Sekar, & Fanti, G. (2022). On the Privacy Properties of GAN-generated 

Samples. (). 

Liu, Z., Luo, P., Wang, X., Tang, X., & Kong, H. (2015). Deep Learning Face Attributes 

in the Wild * 



121 

Ma, Z., Liu, Y., Liu, X., Ma, J., & Ren, K. (2019). Lightweight Privacy-Preserving 

Ensemble Classification for Face Recognition. IEEE Internet of Things Journal, 

6(3), 5778. 10.1109/jiot.2019.2905555 

Melzi, P., Rathgeb, C., Tolosana, R., Vera-Rodriguez, R., Morales, A., Lawatsch, D., 

Domin, F., & Schaubert, M. (2023-09-25). Synthetic Data for the Mitigation of 

Demographic Biases in Face Recognition. Paper presented at the 

10.1109/ijcb57857.2023.10449034 

Mobilio, G. (2023). Your face is not new to me – Regulating the surveillance power of 

facial recognition technologies. Internet Policy Review, 

12(1)10.14763/2023.1.1699 

Monga, V., & Evans, B. L. (2006). Perceptual image hashing via feature points: 

Performance evaluation and tradeoffs. IEEE Transactions on Image Processing, 

15(11), 3453-3466. 

Nakar, S., & Greenbaum, D.NOW YOU SEE ME. NOW YOU STILL DO: FACIAL 

RECOGNITION TECHNOLOGY AND THE GROWING LACK OF PRIVACY 

Newton, E. M., Sweeney, L., & Malin, B. (2005). Preserving Privacy by De-Identifying 

Face Images. 

Paguirigan, R. F. F., Camero, M. B. B., Equias, M. A., Abisado, M., & Sampedro, G. A. 

(2023-02-05). Machine Learning Approaches to Facial Recognition: A Survey. 

Paper presented at the 10.1109/iceic57457.2023.10049964 

Paine, K. (2024, February 5). Homomorphic encryption: What it is and how it works. 

Splunk. https://www.splunk.com/en_us/blog/learn/homomorphic-encryption.html 

Rani, R., Arora, S., Verma, V., Mahajan, S., & Sharma, R. (2023). Enhancing facial 



122 

expression recognition through generative adversarial networks-based 

augmentation. Springer Science and Business Media LLC. 10.1007/s13198-023-

02186-7 

Reuters. (2024, July 27). Rite Aid punished for using facial recognition to accuse 

customers of shoplifting. NBC News. 

https://www.nbcnews.com/business/business-news/rite-aid-punished-facial-

recognition-accuse-customers-shoplifting-rcna130587 

Roberts, A. (2023, December 12). Calibration curves: What you need to know. 

Calibration Curves: What You Need To Know. https://arize.com/blog-

course/what-is-calibration-reliability-curve/  

Sadeghi, A., Schneider, T., & Wehrenberg, I.Efficient Privacy-Preserving Face 

Recognition 

Saito, T., & Rehmsmeier, M. (2015). The precision-recall plot is more informative than 

the ROC plot when evaluating binary classifiers on imbalanced datasets. PLOS 

ONE, 10(3), e0118432. https://doi.org/10.1371/journal.pone.0118432 

Saxena, D., & Cao, J.Generative Adversarial Networks (GANs): Challenges, Solutions, 

and Future Directions. 

Schroff, F., Google, I., Dmitry Kalenichenko, & Philbin, J. (2015). FaceNet: A Unified 

Embedding for Face Recognition and Clustering 

Shen, Y., Gu, J., Tang, X., & Zhou, B. (2020). Interpreting the Latent Space of GANs for 

Semantic Face Editing 

Simonite, T. (2020, April 8). Infrared cameras can spot a fever, but they’re not perfect. 

Wired. https://www.wired.com/story/infrared-cameras-spot-fever-not-slow-covid-

https://www.nbcnews.com/business/business-news/rite-aid-punished-facial-recognition-accuse-customers-shoplifting-rcna130587
https://www.nbcnews.com/business/business-news/rite-aid-punished-facial-recognition-accuse-customers-shoplifting-rcna130587


123 

19/ 

Srinivasan, S. (2023-12-15). Understanding User Perception of Biometric Privacy in the 

Era of Generative AI. Paper presented at the 10.1109/c2i659362.2023.10430931 

Taigman, Y., Yang, M., Ranzato, M. A., & Wolf, L. (2014). DeepFace: Closing the Gap 

to Human-Level Performance in Face Verification. In Proceedings of the IEEE 

Conference on Computer Vision and Pattern Recognition (CVPR) (pp. 1701–

1708). IEEE. https://doi.org/10.1109/CVPR.2014.220 

Terhorst, P., Riehl, K., Damer, N., Rot, P., Bortolato, B., Kirchbuchner, F., Struc, V., & 

Kuijper, A. (2020). PE-MIU: A Training-Free Privacy-Enhancing Face 

Recognition Approach Based on Minimum Information Units. IEEE Access, 8, 

93635. 10.1109/access.2020.2994960 

Viering, T., & Loog, M. (2023). The Shape of Learning Curves: A Review. IEEE 

Transactions on Pattern Analysis and Machine Intelligence, 45(6), 7799-7819. 

https://doi.org/10.1109/TPAMI.2022.3220744 

Volini, A. G., Tschider, C., Black, C., Davinger, B., Messina, M., Warren, S. D., & 

Brandeis, L. D.The Right to Data Privacy: Revisiting Warren & Brandeis. 

Warren, S. D., & Brandeis, L. D.The Right to Privacy 

Welch, C. (2019, March 12). IBM didn’t inform people when it used their Flickr photos 

for facial recognition training. The Verge. 

https://www.theverge.com/2019/3/12/18262646/ibm-didnt-inform-people-when-

it-used-their-flickr-photos-for-facial-recognition-training 

What is: False positive rate. LEARN STATISTICS EASILY. (n.d.). 

https://statisticseasily.com/glossario/what-is-false-positive-rate-explained-in-

https://www.theverge.com/2019/3/12/18262646/ibm-didnt-inform-people-when-it-used-their-flickr-photos-for-facial-recognition-training
https://www.theverge.com/2019/3/12/18262646/ibm-didnt-inform-people-when-it-used-their-flickr-photos-for-facial-recognition-training


124 

detail/  

Worldometers. (n.d.). Life expectancy. Worldometers. 

https://www.worldometers.info/demographics/life-expectancy/ 

X Corp. (2023, September 29). Privacy policy. X. https://x.com/en/privacy 

Xiang, C., Tang, C., Cai, Y., & Xu, Q. (2015). Privacy-preserving face recognition with 

outsourced computation. Soft Computing, 20(9), 3735. 10.1007/s00500-015-

1759-5 

Yan, N., Cheng, H., Wang, M., Huang, Q., & Chen, F. (2021-12). DP-Face: Privacy-

Preserving Face Recognition Using Siamese Network. Paper presented at the 

10.1109/dcabes52998.2021.00030 

Yang, Y., Zhang, Q., Gao, W., Fan, C., Shu, Q., & Yun, H. (2021). Design on Face 

Recognition System with Privacy Preservation Based on Homomorphic 

Encryption. Wireless Personal Communications, 123(4), 3737. 10.1007/s11277-

021-09311-4 

Zauner, C. (2010). Implementation and benchmarking of perceptual image hash functions 

(Master's thesis). University of Applied Sciences Hagenberg. 

Zhang, J., Yan, Y., & Lades, M.Face Recognition: Eigenface, Elastic Matching, and 

Neural Nets. 

Zhang, Y., Jia, R., Pei, H., Wang, W., Li, B., & Song, D. (2020). The secret revealer: 

Generative model-inversion attacks against deep neural networks. Proceedings of 

the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), 

2539-2549. 

  

https://www.worldometers.info/demographics/life-expectancy/
https://x.com/en/privacy


125 

Appendix A: Additional Data on Results 

 This appendix provides additional information, analysis, data, and visualizations 

to enhance the understanding of the findings that are shown within chapter 4. 

A1. Environmental Setup 

The research and experiments were conducted using the following system 

hardware and software specifications: 

 

 

 

Software 

Operating System Windows 10 22H2 

Python Distribution Anaconda3 v2024.02-1 

Python Version 3.12.4 

IDE Jupyter Notebook 

Table A1.2: Software Configuration 

Key Dependencies 

Conda 23.9.0 

Dlib 19.24.6 

ImageHash 4.3.1 

InsightFace 0.7.3 

Jupyter 1.1.1 

Keras 3.6.0 

Matplotlib 3.9.2 

NumPy 1.26.4 

OpenCV 4.10.0 

Pandas 2.2.3 

PyTorch 2.5.1 

Scikit-Learn 1.6.1 

SciPy 1.13.1 

Hardware 

Processor AMD Ryzen 9 5900, 12-Core 

Memory 32 GB RAM 

Table A1.1: Hardware Configuration 
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Seaborn 0.13.2 

TensorFlow 2.18.0 

DeepFace 0.0.93 

Table A1.3: Core Python Dependencies 

 

A2. Normality Tests for F-1 Scores 

Tables A2.1–A2.4 contain the normality tests of synthetic data and real data for F-1 

scores to determine whether a parametric or non-parametric test should be used. 

 

 

 

 

 

 

 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_F1 0.9824 0.6569 0.0833 0.8501 Normal 

Age_F1 0.9297 0.0054 0.1264 0.3704 Not Normal 

Race_F1 0.9848 0.7622 0.0668 0.9679 Normal 

Table A2.1: Normality Tests for Synthetic Data for F-1 Scores 
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Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_F1 0.2791 0.538 0.613 0.736 0.858 1.021 Normal 

Age_F1 1.2161 0.538 0.613 0.736 0.858 1.021 Not 

Normal 

Race_F1 0.1628 0.538 0.613 0.736 0.858 1.021 Normal 

Table A2.2: Anderson-Darling Tests for Synthetic Data for F-1 Scores 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_F1 0.9781 0.4753 0.0717 0.9433 Normal 

Age_F1 0.9824 0.6584 0.0766 0.9088 Normal 

Race_F1 0.9829 0.6792 0.0916 0.7615 Normal 

Table A2.3: Normality Tests for Real Data for F-1 Scores 
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A3. Normality Tests for Accuracy 

Tables A3.1-A3.6 contain the normality tests of synthetic, real, and hybrid data for 

accuracy to determine whether a parametric or non-parametric test should be used. 

 

 

 

 

Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_F1 0.3003 0.538 0.613 0.736 0.858 1.021 Normal 

Age_F1 0.2982 0.538 0.613 0.736 0.858 1.021 Normal 

Race_F1 0.3039 0.538 0.613 0.736 0.858 1.021 Normal 

Table A2.4: Anderson-Darling Tests for Real Data for F-1 Scores 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_Accuracy 0.9768 0.4250 0.1507 0.1860 Normal 

Age_Accuracy 0.9078 0.0009 0.1660 0.1134 Not Normal 

Race_Accuracy 0.9773 0.4460 0.0900 0.7798 Normal 

Table A3.1: Normality Tests for Synthetic Data for Accuracy 
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Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_Accuracy 0.5147 0.538 0.613 0.736 0.858 1.021 Normal 

Age_Accuracy 1.5445 0.538 0.613 0.736 0.858 1.021 Not 

Normal 

Race_Accuracy 0.3376 0.538 0.613 0.736 0.858 1.021 Normal 

Table A3.2: Anderson-Darling Tests for Synthetic Data for Accuracy 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_Accuracy 0.9765 0.4166 0.0827 0.8556 Normal 

Age_Accuracy 0.9845 0.7483 0.0848 0.8350 Normal 

Race_Accuracy 0.9842 0.7373 0.0732 0.9334 Normal 

Table A3.3: Normality Tests for Real Data for Accuracy 
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Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_Accuracy 0.2814 0.538 0.613 0.736 0.858 1.021 Normal 

Age_Accuracy 0.2265 0.538 0.613 0.736 0.858 1.021 Normal 

Race_Accuracy 0.2133 0.538 0.613 0.736 0.858 1.021 Normal 

Table A3.4: Anderson-Darling Tests for Real Data for Accuracy 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_Accuracy 0.9840 0.7298 0.0795 0.8856 Normal 

Age_Accuracy 0.9433 0.0182 0.1015 0.6444 Not 

Normal 

Race_Accuracy 0.9750 0.3637 0.0683 0.9614 Normal 

Table A3.5: Normality Tests for Hybrid Data for Accuracy 
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A4. Normality Tests for False Positive Rate 

Tables A4.1-A4.4 contain the normality tests of synthetic and real data for FPR to 

determine whether a parametric or non-parametric test should be used. 

 

 

 

Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_Accuracy 0.3489 0.538 0.613 0.736 0.858 1.021 Normal 

Age_Accuracy 0.7961 0.538 0.613 0.736 0.858 1.021 Not 

Normal 

Race_Accuracy 0.2133 0.538 0.613 0.736 0.858 1.021 Normal 

Table A3.6: Anderson-Darling Tests for Hybrid Data for Accuracy 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_FPR 0.9831 0.6890 0.0606 0.9876 Normal 

Age_FPR 0.9853 0.7831 0.0898 0.7813 Normal 

Race_FPR 0.9583 0.0752 0.1346 0.2976 Normal 

Table A4.1: Normality Tests for Synthetic Data for False Positive Rates 
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Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_FPR 0.2403 0.538 0.613 0.736 0.858 1.021 Normal 

Age_FPR 0.2962 0.538 0.613 0.736 0.858 1.021 Normal 

Race_FPR 0.7151 0.538 0.613 0.736 0.858 1.021 Normal 

Table A4.2: Anderson-Darling Tests for Synthetic Data for False Positive Rates 

 

Metric 

Shapiro-

Wilk 

Statistic 

Shapiro-

Wilk  

p-value 

Kolmogorov-

Smirnov 

Statistic 

Kolmogorov-

Smirnov  

p-value 

Normality 

Conclusion 

Gender_FPR 0.9658 0.1547 0.0850 0.8329 Normal 

Age_FPR 0.9773 0.4451 0.0625 0.9829 Normal 

Race_FPR 0.9934 0.9938 0.0515 0.9985 Normal 

Table A4.3: Normality Tests for Real Data for False Positive Rates 
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A5. QQ Plot and Histograms for Normality Tests 

The charts below (A5.1–A5.12) illustrate the normality tests conducted in Chapter 4: 

Results. 

 
 
 

 

Metric 

Anderson-

Darling 

Statistic 

CV – 

15% 

CV – 

10% 

CV – 

5% 

CV – 

2.5% 

CV – 

1% 

Normality 

Conclusion 

Gender_FPR 0.4620 0.538 0.613 0.736 0.858 1.021 Normal 

Age_FPR 0.2493 0.538 0.613 0.736 0.858 1.021 Normal 

Race_FPR 0.1273 0.538 0.613 0.736 0.858 1.021 Normal 

Table A4.4: Anderson-Darling Tests for Real Data for False Positive Rates 

Figure A5.2: Histograms for Synthetic Data for Accuracy Figure A5.1: Q-Q Plots for Synthetic Data for Accuracy 
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Figure A5.3: Q-Q Plots for Real Data for F-1 Scores 

Figure A5.4: Histograms for Real Data for F-1 
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Figure A5.6: Histograms for Real Data for Accuracy 

Figure A5.5: Q-Q Plots for Real Data for Accuracy 
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Figure A5.7: Q-Q Plots for Hybrid Data for Accuracy 

Figure A5.8: Histograms for Hybrid Data for Accuracy 
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Figure A5.9: Q-Q Plots for Synthetic Data for False Positive Rate 

Figure A5.10: Histograms for Synthetic Data for False Positive Rate 
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Figure A5.11: Q-Q Plots for Real Data for False Positive Rate 

Figure A5.12: Histograms for Real Data for False Positive Rate 
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A6. Hypotheses Testing 

 The charts and content below (A6.1-A6.8) add information regarding the 

hypotheses testing conducted in Chapter 4: Results. 

 

 
A significance level (α) of 0.05 was applied for variance testing, as shown in table A6.1. 

The results for each metric are as follows: 

• Gender_F1 which was tested using the Levene’s test provided a p-value of 

0.9782. This is greater than the significance level of 0.05. This means that it’s a 

failure to reject the null hypothesis, which means that Gender_F1 scores between 

real and synthetic data have equal variance. 

• Race_F1 which was also tested using the Levene’s test, provided a p-value of 0. 

This is less than the significance level of 0.05. This means that it rejects the null 

hypothesis, which means that Race_F1 does not have equal variance between 

synthetic and real data. 

• Age_F1 which was tested using the Fligner-Killeen test provided a p-value of 0. 

Age_F1 used Fligner-Killeen because of the non-normality of synthetic Age_F1 

 

Metric 

Levene’s 

Test  

Statistic 

Levene’s 

Test  

p-value 

Fligner-

Killeen  

Statistic 

Fligner-

Killeen 

p-value 

Variance  

Conclusion 

Gender_F1 0.0007 0.9782 N/A N/A Equal 

Age_F1 N/A N/A 53.1539 0.0000 Not Equal 

Race_F1 26.2696 0.0000 N/A N/A Not Equal 

Table A6.1: F1-Score Variance Tests 
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scores. This is less than the significance level of 0.05. This means that it rejects 

the null hypothesis, which means that Age_F1 does not have equal variance 

between synthetic and real data. 

These results show that Gender_F1 maintains homoscedasticity between real and 

synthetic data. Though Race_F1 and Age_F1 do not maintain homoscedasticity, as they 

have unequal variances. Due to this reason, Gender_F1 will be tested with an 

independent t-test as it assumes equal variances. Race_F1 will use Welch’s t-test which 

was designed to handle unequal variances. Finally, as Age_F1 was not normally 

distributed, it will use the Mann-Whitney U test. This makes sure that each statistical 

method aligns with how the metrics were distributed during normality tests and variance 

tests, making sure that the metrics and results remain valid. 

 

 
 
 

A significance level of 0.05 was used for hypothesis testing. The p-values from all 

the statistical tests from the F-1 scores were 0, shown in table A6.2. This result leads to 

the rejection of hypothesis 1, as all three tests show a major difference between synthetic 

and real F-1 scores across all demographics. As hypothesis 1 stated, synthetic F-1 scores 

 

Metric 

t-test 

Statistic 

t-test  

p-

value 

Mann-

Whitney U 

Statistic 

Mann-

Whitney U p-

value 

Welch's 

Statistic 

Welch's p-

value 

Gender_F1 220.1365 0.0000 N/A N/A N/A N/A 

Age_F1 N/A N/A 0.0000 0.0000 N/A N/A 

Race_F1 N/A N/A N/A N/A 259.3232 0.0000 

Table A6.2: Hypothesis 1 Testing Results 
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would be comparable, meaning that they are not all that different from real F-1 scores. 

These results show that synthetic and real F-1 scores are not comparable at all. 

One notable observation is the Mann-Whitney U statistic for Age_F1. This 

statistic returned zero instead of an actual value. This required additional tests to make 

sure that the result was valid. The minimum and maximum Age_F1 scores were analyzed 

for both real and synthetic datasets. The results showed a clear separation between the 

two distributions. The real Age_F1 scores ranged from 0.7976 to 0.8198, while the 

synthetic Age_F1 scores ranged from 0.9688 to 0.9708. This shows that the Mann-

Whitney U test was valid. The data has complete separation, where all synthetic values 

are higher than real values. 

A possible explanation for this could be due to the difference in dataset sizes. The 

synthetic dataset contained one million images, while the real dataset had slightly less 

than 200,000 images. This imbalance could contribute to the discrepancy in the Age_F1 

scores. 

A test comparing Age_F1 from the hybrid dataset and the Age_F1 from real 

dataset was conducted using the Mann-Whitney U test along with the Welch’s t-test. The 

Mann-Whitney U test returned with a U-statistic of 0 and a p-value of 0. Welch’s t-test 

outputs a t-statistic of -197.3105 along with a p-value of 0. The results show that hybrid 

Age_F1 is also different from the real Age_F1. This adds to the evidence that the real and 

synthetic datasets have completely different F-1 scores. 

Synthetic and hybrid data consistently achieved higher F-1 scores than the real 

data model. In this case, the hybrid data was unable to close the gap between real and 
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synthetic F-1 scores. This means that introducing real data into synthetic data may not 

bridge the disparity in Age_F1 scores, though it does improve it compared to real data. 

 

 

The results from the variance test from hypothesis 2 showed similarities from 

hypothesis 1, shown in table A6.3. The p-value for Gender_Accuracy was above the 

significance value of 0.05. This shows that Gender_Accuracy has equal variances 

between synthetic and real data. In contrast, Age_Accuracy and Race_Accuracy were 

below the 0.05 value, meaning that both of them reject the null hypothesis, showing that 

those two have unequal variances between synthetic and real data. 

 

 

Metric 

Levene’s 

Test  

Statistic 

Levene’s 

Test  

p-value 

Fligner-

Killeen  

Statistic 

Fligner-

Killeen 

p-value 

Variance  

Conclusion 

Gender_Accuracy 0.0253 0.8741 N/A N/A Equal 

Age_Accuracy N/A N/A 30.7346 0.0000 Not Equal 

Race_Accuracy 15.5801 0.0001 N/A N/A Not Equal 

Table A6.3: Accuracy Variance Tests 

 

Metric 

t-test 

Statistic 

t-test  

p-value 

Mann-

Whitney U 

Statistic 

Mann-

Whitney U 

p-value 

Welch's 

Statistic 

Welch's  

p-value 

Gender -280.9528 1.0000 N/A N/A N/A N/A 

Age N/A N/A 2500.0000 0.0000 N/A N/A 

Race N/A N/A N/A N/A 276.1453 0.0000 

Table A6.4: One-Tailed Tests for Hypothesis 2 
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The hypothesis test was conducted using a 0.05 significance level to determine 

whether synthetic images improved accuracy compared to real data, as shown in table 

A3.4. One-tailed independent t-tests, Welch’s t-test, and the Mann-Whitney U test were 

used for all three metrics to check if synthetic data has higher accuracy. 

The results for Gender_Accuracy were found through the one-tailed independent 

t-test. The test produced a t-statistic of -280.9528 and a p-value of 1. This means that the 

synthetic data did not achieve higher accuracy than real data. The negative t-statistic 

means that real data performed better in this category. In the case of Age_Accuracy, 

which showed a complete separation of distribution. A one-tailed Mann-Whitney U test 

was performed which provided a U-statistic of 2500 and a p-value of 0. This shows that 

Age_Accuracy for synthetic data was higher than real data. A one-tailed Welch’s t-test 

was used for Race_Accuracy. This provided a t-statistic of 276.1453 and a p-value of 0 

showing that synthetic data is higher than real data for Race_Accuracy. 

Overall, these findings lead to a partial rejection of H₂. Synthetic data is able to 

improve Age_Accuracy and Race_Accuracy but it does not enhance Gender_Accuracy. 

This shows that synthetic data improves metrics but not across all attributes compared to 

real data. 
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Hypothesis 3 was tested to determine if synthetic facial images have a higher 

accuracy than hybrid data, as shown in tables A6.5 and A6.6. The variance tests showed 

that Gender_Accuracy and Race_Accuracy have equal variances, while Age_Accuracy 

have unequal variances. A one-tailed independent t-test and a one-tailed Mann-Whitney 

U test were used to analyze the three metrics. The results for Gender_Accuracy showed a 

t-statistic of -17.5619 and a p-value of 1. The p-value is greater than the significance 

 

Metric 

Levene’s 

Test  

Statistic 

Levene’s 

Test  

p-value 

Fligner-

Killeen  

Statistic 

Fligner-

Killeen 

p-value 

Variance  

Conclusion 

Gender_Accuracy 0.0015 0.9690 N/A N/A Equal 

Age_Accuracy N/A N/A 5.4435 0.0196 Not Equal 

Race_Accuracy 0.3146 0.5762 N/A N/A Equal 

Table A6.5: Accuracy Variance Test for Hybrid and Synthetic 

 

Metric 

t-test 

Statistic 

t-test  

p-value 

Mann-Whitney 

U Statistic 

Mann-Whitney 

U p-value 

Gender -17.5619 1.0000 N/A N/A 

Age N/A N/A 2500.0000 0.0000 

Race 81.4429 0.0000 N/A N/A 

Table A6.6: One-Tailed Tests for Hypothesis 3 
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level of 0.05, showing that synthetic Gender_Accuracy was not higher than hybrid. In 

contrast, Race_Accuracy showed a t-statistic of 81.4429 and a one-tailed p-value of 0. 

This shows that synthetic Race_Accuracy was higher than hybrid. 

The Mann-Whitney U test was used for Age_Accuracy, as it’s not normally 

distributed. The test produced a U-statistic of 2500 and a p-value of 0. This shows that 

synthetic Age_Accuracy is higher than hybrid. This aligns with previous observations 

that synthetic data results in higher accuracy for race distribution compared to models 

that have or use real data. 

The results show a partial rejection of H₃. Though synthetic data does improve 

Race_Accuracy and Age_Accuracy compared to hybrid data, it doesn’t improve 

Gender_Accuracy. This shows that combining synthetic and real data can help balance 

gender related metrics, specifically accuracy but nothing else. This shows that synthetic 

data alone can be effective in most cases. Though further research can look at reasoning 

behind why hybrid did not fully bridge the gap across the other demographics. 

 

 

 

 

Metric 

Levene’s Test  

Statistic 

Levene’s Test  

p-value 

Variance  

Conclusion 

Gender_Accuracy 62.5687 0.0000 Not Equal 

Age_Accuracy 0.6447 0.4239 Equal 

Race_Accuracy 5.2490 0.0241 Not Equal 

 

Table A6.7: Variance Tests for False Positive Rate (FPR) 



146 

 

 

Hypothesis testing was performed with a significance level of 0.05 to see if 

synthetic images can reduce the FPR compared to real images, as shown in tables A6.7 

and A6.8. The variance test was performed on each metric, and the results show that 

Age_Accuracy has equal variance while the other two are unequal. One-tailed tests were 

performed on the three metrics after the results from the variance tests. 

A one-tailed independent t-test was performed for Age_FPR. The test produced a 

t-statistic of -40.6312 and a p-value of 1. This means that the synthetic data did not 

reduce the FPR for age. Gender_FPR had a similar result, the real data had lower FPR 

compared to synthetic data. Finally, a one-tailed Welch’s t-test was used for Race_FPR. 

The test outputs a t-statistic of 285.1463 and a p-value of 0. This shows that synthetic 

data reduced the FPR for race compared to real data. 

The results show a partial rejection of H₄. As synthetic data does reduce the FPR 

for race, it increases for gender and age. This shows that synthetic data is possibly 

lacking the features that real data had to have equal or higher FPR for gender and age. 

A7. Cross-Validation Accuracy 

 The KDE plot for gender classification shows interesting distribution across the 

 

Metric 

t-test 

Statistic 

t-test  

p-value 

Welch’s 

Statistic 

Welch’s  

p-value 

Gender_FPR N/A N/A -20.7227 1.0000 

Age_FPR -40.6312 1.0000 N/A N/A 

Race_FPR N/A N/A 285.1463 0.0000 

Table A6.8: One-Tailed Tests for Hypothesis 4 
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three datasets as shown in figure A7.1. The real dataset has the highest accuracy, 

clustered around 0.99. This shows high confidence and stability. The synthetic dataset 

showed slightly lower accuracy ranging from 0.963 to 0.965. This has a minor spread 

showing possibility of fluctuations across different splits. The hybrid dataset was close to 

synthetic data, showing that the real data added to hybrid helped to increase its 

performance while introducing some variability. The box plots in figures A7.4-A7.6 

support the findings shown in the KDE plots. 

 

The KDE plot for age classification accuracy as shown in figure A7.2, shows 

more variation among the datasets. The synthetic dataset had the highest accuracy, 

clustering around 0.97. The hybrid dataset closely followed synthetic with its accuracy in 

the 0.95 to 0.96 range. This shows that combining real and synthetic images increases the 

accuracy especially when compared to real data. The real dataset had the lowest accuracy 

clustering around 0.92. Though 0.92 is not as low when compared to 0.97, it can suggest 

that there are some inconsistencies with the real data. 

Figure A7.1: KDE Plot of Gender Classification Accuracy 
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Race classification, as shown in figure A7.3, showed the most performance 

disparities across all three datasets. Real datasets had the lowest accuracy. The hybrid 

dataset performed slightly better. This once again shows that blending the two datatypes 

assists the model learning quite a bit compared to using only real data. While the 

synthetic dataset achieved the highest accuracy in the 0.81-0.82 range. This shows that 

synthetic data has the capability to provide better model learning compared to real data 

for race classification. 

 

 

 

Figure A7.2: KDE Plot of Age Classification Accuracy 
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Figure A7.5: Boxplot of Cross-Validation Accuracy for Synthetic Data 

Figure A7.3: KDE Plot of Race Classification Accuracy 
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The box plots shown in figures A7.4 to A7.6 are meant to complement the KDE 

charts. This shows the distribution of the accuracy scores through different cross-

validation folds. Showing the median values, interquartile ranges (IQRs) and outliers 

shows how the accuracy varies within each dataset type for each demographic. 

Figure A7.4: Boxplot of Cross-Validation Accuracy for Real Data 

Figure A7.6: Boxplot of Cross-Validation Accuracy for Hybrid Data 
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A8. Precision-Recall Curve 

The information below includes additional details regarding the PR curves applied 

in chapter 4. 

 

The PR curves for age classification show some interesting performance 

differences across the three datasets, as shown in A8.1. The synthetic dataset showed the 

highest precision and recall, achieving an AP of 0.994. The hybrid dataset achieved an 

AP of 0.991, which is also high precision, though not as high as synthetic. In contrast, the 

real dataset showed much lower AP of 0.910. It also shows a gradual decline in precision 

as recall increased. This shows that real world variations may provide additional 

challenges for the model.  

 

 

 

Figure A8.1: Precision-Recall Curve for Age Classifications 
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The PR curves for race classification shows some interesting performance 

variations across the three datasets, as shown in figure A8.2. The synthetic dataset once 

again had the highest precision across the four race categories. Black and Asian groups 

showed the best performance showing that synthetic data tends to have more consistent 

and learnable racial features. Hybrid dataset improved from the real dataset, this time for 

Black and Indian groups. Interestingly, the White group remains lower in synthetic and 

hybrid datasets compared to real data. Though real data struggled the most especially 

with the Indian group where it had the lowest AP of 0.076. This shows that real data is 

quite behind in demographic precision. 

A9. Calibration Curve 

 The information below provides additional insights regarding the calibration 

curves applied in Chapter 4. 

 

Figure A8.2: Precision-Recall Curve for Race Classifications 
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The calibration curve for gender classification compares the predicted 

probabilities to the actual cases across the three datasets, as shown in figure A9.1. The 

dashed diagonal line represents perfect calibration. This is where the predicted 

probabilities should match the actual outcomes. The synthetic and hybrid datasets closely 

follow the ideal calibration line. Real datasets have some deviations but still show some 

strong calibration. This shows that the model is capable of performing gender 

classification well with all three datasets. 

Figure A9.1: Calibration Curve for Gender Classification 
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The calibration curve for age classification compares the predictions against the 

actual outcomes for synthetic, real, and hybrid datasets as shown in A9.2. The real dataset 

closely follows the diagonal dashed line showing that the model is well calibrated. The 

hybrid dataset also follows closely, but synthetic data has some of the weakest 

predictions. This can mean that the synthetic dataset does not generalize as well as real 

and hybrid datasets. 

Figure A9.2: Calibration Curve for Age Classification 
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A10. Training vs Validation Curves: 

 

The training vs validation accuracy and loss curves for gender classification show 

some interesting performance trends for the three datasets, as shown in figure A10.1. The 

real dataset had the highest accuracy. The synthetic and hybrid datasets had a slower 

increase in accuracy which stabilized at around 0.96. The validation accuracy for 

synthetic and hybrid also closely follows the training accuracy, showing that the datasets 

don’t introduce any overfitting. 

The loss curves also add more detail to these observations. The real dataset 

showed the highest loss values during training, but it still has convergence. Though 

hybrid and synthetic started with low initial losses which kept reducing over time. There 

is also no divergence between the loss functions, which shows that overfitting is minimal 

across all the datasets. Synthetic data had the lowest final validation loss. Showing that 

even though it was slightly lower on the accuracy side, it was still stable. The trends in 

both accuracy and loss curves show the reliability of synthetic and hybrid data in gender 

classification. 

Figure A10.1: Training vs Validation Accuracy and Loss for Gender Classification 
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For the training vs. validation curves for age classification, more unique trends are 

seen across the three datasets as shown in figure A10.2. The accuracy curve for synthetic 

dataset shows the highest validation accuracy. The hybrid dataset closely follows, while 

the real dataset was the weakest. Just like in gender classification, there’s a relatively 

small gap between training and validation accuracy showing that all three datasets had 

minimal overfitting. 

The loss curve adds to these observations, showing that the real dataset started 

with the highest loss but experienced a slow decline. This shows some challenges for 

optimization of real data. Though both synthetic and hybrid datasets showed a much 

smoother convergence, and lower loss values overall. This shows once again that 

synthetic and hybrid datasets are more stable for training and produce the highest metrics. 

A11. Confusion Matrix 

Figures A11.1—A11.3 illustrate the confusion matrix for the three datasets. 
 

 

Figure A10.2: Training vs Validation Accuracy and Loss for Age Classification 
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Figure A11.2: Confusion Matrix for Synthetic Data 

Figure A11.3: Confusion Matrix for Hybrid Data 

Figure A11.1: Confusion Matrix for Real Data 
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The real dataset’s confusion matrices show some interesting data, specifically in 

age and race classification. The gender classification had the highest accuracy among the 

three datasets. Age classification struggled, specifically with FNR, showing that age 

recognition is weak using real data alone. Race classification was also weak with a 69% 

TPR and a 31% FNR, as shown in A11.1. 

The confusion matrices for synthetic dataset shows strong performance across 

classifications of gender, age, and race. Gender classification showed high accuracy with 

only a 5% FNR. Showing that synthetic data captures gender related features well. Age 

also did very well with 1% FNR. Unfortunately, similar to real data, synthetic data also 

found some difficulty with race classification. Race classification had an 81% TPR, 

which although not bad wasn’t as high as the others, as shown in A11.2.  

The hybrid dataset’s confusion matrices showed a balanced performance. It did 

very well in age classification while gender remained fairly stable, closely matching that 

of synthetic data. Achieving 95% accuracy for TPR, with minimal misclassification rates. 

Age classification in hybrid was slightly lower than synthetic but still outperformed real 

data. Once again, showing that combining real and synthetic data does improve 

performance metrics. 
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Appendix B: Python and Synthetic Data Files 

The Python files are located at: https://github.com/rshah832/Enhancing-Privacy-and-

Accuracy-in-Facial-Recognition-with-Synthetic-Data-Praxis. 

 

The one million synthetic images with demographic attributes are located at: 

https://drive.google.com/drive/folders/1SlRpmcte_ka0JtA4vyvCB1OZT4V_DpnK?usp=

drive_link. 

Copy all files labeled “final images_2.zip.X” to a drive with at least 100GB of 

available space. Extract the files using a tool such as 7-Zip or WinRAR. After extraction, 

a single file named “final images.zip” will be there. This zip contains images that have 

already been demographically attributed and organized into their demographic 

directories. Keep in mind, the time it takes to extract may vary for each system. Also, the 

included CSV file provides all corresponding attribute information for the images. 

 

The “final images.zip” file contains a hash of SHA256: 

fa7c5140fc2a6e03682b442446e383a807c14ca3611af14258b4b650599876bc. 
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