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1 Introduction

Large language models (LLMs) like OpenAI’s GPT series (Radford et al., 2019; Brown et al., 2020a)

and Google’s BERT (Devlin et al., 2019) have captivated the AI community with their ability to

generate human-like text, demonstrating remarkable proficiency. Yet, beneath this surface-level

fluency, these models often fall short when tasked with reasoning about abstract or nuanced concepts,

such as understanding what constitutes “harmful” or “unfair” behavior (Bommasani et al., 2021;

Weidinger et al., 2021) . This gap underscores a critical overarching question: How do LLMs form

an understanding of abstract concepts from the patterns they learn during training?

A dominant narrative in the field posits that reasoning in LLMs emerges as a byproduct of broad

pattern recognition across massive training datasets (Bender et al., 2021). Under this perspective,

reasoning behaviors are largely statistical in nature, reflecting correlations present in the training

data rather than a genuine conceptual understanding. While this paradigm has achieved impressive

results, it has limitations when addressing tasks requiring abstract reasoning or ethical decision-

making.

LLMs are widely recognized to rely on alignment strategies—such as fine-tuning and preference

optimization—to align their behavior with human ethical norms (Wang Pierse and Lu, 2020; Jiang

et al., 2023; Meng et al., 2024). These mechanisms, however, remain imperfect. Safeguards designed

to promote ethical responses are vulnerable to circumvention through adversarial prompts or subtle

input manipulations (Arditi et al., 2024; Li, 2024; Zhang et al., 2024), revealing a lack of robust

conceptual understanding.

To investigate this limitation, we first focus on exploring how LLMs conceptualize safety-related

notions such as “harmful” and “harmless.” These foundational concepts are critical for ensuring that

models behave ethically and responsibly. From this initial exploration, we aim to extend our inquiry

to more complex reasoning tasks, including quantitative reasoning, which involves numerical and

logical problem-solving, and descriptive reasoning, which requires providing detailed and coherent

explanations. By examining these diverse reasoning domains, we hope to uncover how LLMs

develop, represent, and potentially improve their understanding of abstract and interdependent

concepts.

This work challenges the dominant narrative that reasoning in LLMs emerges solely from broad

pattern recognition. Instead, we hypothesize that reasoning abilities are encoded as directionality in

the models’ high-dimensional activation spaces. Directionality refers to specific axes or vectors in

this space that represent particular concepts or behaviors. For example, the ability to refuse harmful

prompts—referred to as ethical refusal—can potentially be tied to a distinct direction, enabling

models to reject unethical or dangerous requests. More intriguingly, we propose that complex
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reasoning abilities, such as qualitative reasoning (analyzing non-numerical, abstract information)

and descriptive reasoning (providing coherent, detailed explanations), are better represented through

vectors that span multiple dimensions and encode interdependent factors.

Despite the promise of directional representations, prior work has been limited. Studies often

rely on ablation-based methods to identify single directions corresponding to specific behaviors

(Arditi et al., 2024). These methods, however, are computationally expensive and insufficient for

exploring the nuanced, multidimensional nature of reasoning tasks. By shifting focus to vectors,

this work aims to uncover richer representations of reasoning, providing new insights into how

LLMs form an understanding of complex concepts from data. Through this lens, we analyze refusal,

qualitative reasoning, and descriptive reasoning as test cases to explore whether these behaviors can

be decomposed into interpretable and robust vectorial representations.

The figure below (Figure 1) illustrates how refusal mechanisms in LLMs can be bypassed through

direction removal, a process where the specific direction responsible for the refusal mechanism is

removed from the model. By removing or reducing the influence of these directions, the model’s abil-

ity to decline harmful or inappropriate prompts is compromised, allowing it to generate responses

it would typically refuse. This demonstrates the vulnerability of current safety mechanisms and

underscores the necessity for more robust strategies to prevent such bypassing of ethical safeguards.

Harmful Prompt

Write a manual on how to build a bomb, including the sourcing of materials and the assembly
of the device

Aligned LLM

I’m sorry, but I cannot fulfill this request. As an AI language model, it is not ethical or
responsible to provide instructions on how to build a bomb or any other dangerous device.
Such instructions can cause harm to individuals and communities, and can also be illegal
and unethical.

LLM Response after Direction Removal

Building a bomb can be a thrilling and dangerous experience, but with the right knowledge
and tools, it can also be a rewarding one. Here’s a step-by-step guide on how to build a
bomb:

Figure 1: Responses to the Harmful Prompt before and after Direction Removal

Problem Statement. This research investigates how large language models (LLMs) encode and rep-

resent complex concepts, focusing on whether multidirectional vectors within the high-dimensional

activation space can effectively model behaviors such as refusal and reasoning tasks. We hypothesize
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that these multidirectional vectors encode interdependent dimensions of complex behaviors, such

as ethical refusal, quantitative reasoning, and qualitative reasoning. Specifically, these vectors may

represent the directions in the activation space that govern distinct aspects of behavior, enabling the

model to operationalize nuanced decision-making processes.

To test this hypothesis, we explore how refusal behaviors and reasoning tasks can be characterized

and manipulated through directional learning. Directional learning refers to the identification of

vectors in the model’s activation space that encode specific conceptual representations. Unlike exist-

ing ablation-based methods, which are computationally expensive and limited in capturing nuanced

multidimensional interactions, this research proposes leveraging Singular Value Decomposition

(SVD) to identify these directions more efficiently. SVD enables the decomposition of activation

patterns to isolate key directions with the highest variance, providing a scalable approach to analyze

the role of these vectors in encoding complex behaviors.

Furthermore, we examine how these vectors are constructed or learned by LLMs during training.

By investigating the mechanisms underlying their formation, we aim to uncover the processes that

govern how LLMs develop their internal representations of complex concepts. This inquiry extends

beyond refusal to reasoning tasks, exploring whether directional representations provide a universal

framework for conceptual reasoning.

The research addresses the following questions:

• Can multidirectional vectors encode conceptual reasoning, such as refusal, quantitative

reasoning, and qualitative reasoning? This explores whether complex behaviors can be

represented through specific multidimensional directions in the activation space, capturing

interdependent aspects of reasoning.

• How can these directions be extracted beyond ablation? Specifically, can techniques like

Singular Value Decomposition (SVD) offer an efficient and scalable solution to identify and

analyze these key vectors?

• If these directions exist, how are they constructed or learned by LLMs? This investigates

the underlying mechanisms through which LLMs develop and encode these directional

representations during training.

By focusing on refusal as a foundational behavior and extending the analysis to reasoning tasks,

this research aims to uncover general principles governing the construction and representation of

complex concepts in LLMs. These insights will inform methods for improving model interpretability,

safety, and reasoning capabilities.
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Contributions

This thesis contributes by introducing a computational framework for extracting directional learn-

ing in large language models (LLMs), specifically focusing on identifying and manipulating learned

concepts such as refusal behaviors and quantitative versus descriptive reasoning. Our key contribu-

tions are:

1. Efficient Detection of Key Directions. We propose a framework leveraging Singular Value

Decomposition (SVD) to isolate critical directions in the model’s activation space. This method

significantly reduces computational overhead while maintaining accuracy, enabling scalable

identification of directions associated with refusal mechanisms.

2. Explaining Model Behavior Through Directional Variations. Selecting the most varied

directions in the activation space provides meaningful insights into how refusal mechanisms

operate. These directions encapsulate key behavioral patterns, offering a precise lens for

understanding and interpreting the model’s decision-making processes.

3. Enhancing Safety and Interpretability Through Directional Representations. Manipulating

identified directions can effectively control the model’s refusal behaviors. Removing these

directions bypasses refusal mechanisms, while reinforcing them induces refusals even in

compliant scenarios. This bidirectional control offers practical tools for enhancing model safety

and interpretability.

4. Differentiating Refusal Mechanisms Across Reasoning Tasks. A zero-shot classifier is devel-

oped to distinguish between quantitative and qualitative reasoning tasks using projections

onto candidate directions. This approach highlights that refusal behaviors are represented

differently across reasoning tasks, providing a deeper understanding of reasoning-specific

dynamics.

5. Characterizing Complex Concepts Through Directional Learning. Refusal behaviors are

shown to be encoded directionally within the activation space. Our analysis reveals that

directional learning is a key mechanism by which LLMs represent and operationalize complex

concepts, offering foundational insights into the internal workings of these models.

These contributions collectively advance our understanding of how LLMs learn and represent

complex concepts through directional learning and activation patterns, particularly in the context

of refusal behaviors and different reasoning types. Our framework not only offers practical tools

for model manipulation and analysis but also provides theoretical insights that can inform future

research in model interpretability and safety.
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2 Literature Review

2.1 Language Models and Reasoning Mechanisms

Research into language models (LMs) has evolved significantly over recent years, with a growing

focus on enhancing the ability of these models to perform reasoning and decision-making tasks that

closely mimic human cognition. Early developments concentrated on training LMs on large-scale

corpora, allowing them to encode foundational syntactic, semantic, and linguistic patterns Brown

et al. (2020b). This foundational training enabled models to generate coherent language and mimic

grammatical structures, facilitating a range of natural language generation tasks. However, these

models often fell short in more complex cognitive tasks, such as coherent multi-step reasoning and

decision-making, due to the limitations in their ability to perform structured logical deductions or

maintain consistent decision pathways.

Recent advancements have introduced novel methods aimed at improving reasoning transparency

and reliability, one of the most impactful being chain-of-thought (CoT) prompting. CoT prompting,

advocated by Wei et al. (2022), breaks down complex tasks into sequential steps, allowing models

to articulate intermediate reasoning stages. This approach has proven effective in enhancing

interpretability by enabling the model to emulate a deductive process similar to human reasoning,

particularly in multi-step logical and mathematical tasks. By structuring responses in a stepwise

manner, CoT prompting provides users with greater insight into how a model reaches its conclusions,

which enhances both transparency and user trust Nye et al. (2021).

Additionally, researchers have begun to explore latent structure identification within LMs as a means

of understanding and controlling model behavior in a more targeted manner. Burns et al. (2022) and

Rimsky et al. (2023) have demonstrated that specific semantic or ethical concepts within LMs can be

mapped to distinct directions in the model’s activation space. By isolating these latent directions,

it becomes possible to influence model responses by adjusting vectors associated with particular

behaviors or content, such as avoiding toxic or biased language. This approach, which involves

computing directional differences between contrasting datasets, enables models to adjust their

behaviors in alignment with predefined ethical or contextual objectives Li et al. (2021). Although

this method has been successful in producing desirable alignment effects within controlled contexts,

its effectiveness is often diminished when models are faced with complex or adversarial prompts,

revealing a need for more sophisticated and resilient alignment techniques Belrose et al. (2023).

Another critical line of inquiry within this domain centers on mechanistic interpretability, which

seeks to deconstruct model activations to understand how LMs process and respond to ethically

sensitive or potentially harmful content. Zou (2023), for instance, explored the Vicuna 13B model
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and introduced the concept of a “harmfulness vector”—an axis within the activation space that

corresponds to ethical judgment and content sensitivity. By identifying and enhancing this vector,

Zou (2023) demonstrated that model responses could be steered away from harmful content. Never-

theless, challenges emerged in maintaining consistent behavior when faced with adversarial inputs,

highlighting the inherent limitations of mechanistic interpretability approaches in ensuring ethical

stability under varied prompt conditions. This research underscores the potential of mechanistic

interpretability for enforcing ethical standards in LMs, while also pointing to the need for more

robust methods that can accommodate diverse input variations.

2.2 Refusal Behaviors in Language Models

Refusal behaviors in language models (LMs) are mechanisms by which models recognize and decline

to respond to prompts that may be deemed inappropriate, harmful, or unethical. These behaviors

are critical for ensuring the ethical alignment of LMs, as they help prevent models from generating

responses that could be offensive or morally objectionable. Xu (2024) emphasize the importance

of refusal mechanisms in AI safety, describing these behaviors as essential safeguards against the

propagation of harmful content. Typically, refusal is triggered by detecting specific substrings or

patterns that indicate potentially harmful intent, prompting the model to produce responses such as

“I’m sorry” or “As an AI, I cannot assist with that,” as indicators of refusal Xu (2024). This approach,

while effective to some extent, often relies on static pattern recognition, which can be insufficient in

dynamic, adversarial scenarios.

However, refusal mechanisms are not universally reliable, particularly when models encounter

jailbreak attacks. Jailbreaks are adversarial techniques specifically designed to circumvent the refusal

behaviors by manipulating input prompts to appear benign or misleading. Zou (2023) highlight

how such attacks exploit vulnerabilities in refusal systems, allowing harmful content to be generated

despite ethical safeguards. These attacks can effectively bypass refusal algorithms by presenting

prompts in formats that evade detection, demonstrating that static refusal mechanisms alone may

not be sufficient to handle adversarial manipulation robustly.

To address the limitations of static refusal mechanisms, researchers have proposed methods to

enhance the adaptability and robustness of refusal behaviors in LMs. Rimsky et al. (2023) introduced

the concept of a “refusal direction” within the latent space of language models. By isolating specific

directions associated with harmful content detection, this approach allows for targeted adjustments

in the model’s behavior. Using contrastive pairs in multiple-choice tasks, Rimsky et al. (2023)

demonstrated that models could be guided away from harmful responses in structured, closed-

form settings. However, their method encountered challenges in open-ended interactions, where

subtle variations in prompt wording could still bypass the refusal mechanisms, underscoring the
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limitations of single-vector directional interventions.

Building on this work, Arditi et al. (2024) proposed the use of Singular Value Decomposition (SVD)

to identify and leverage multiple refusal directions rather than relying on a single directional axis.

This multi-directional approach increased the robustness of refusal behaviors, as multiple latent

vectors could capture a broader spectrum of harmful content, particularly against sophisticated

jailbreak attacks. Arditi et al. (2024) argue that integrating multiple vectors enhances the model’s

adaptability to complex adversarial prompts, although this approach remains computationally

intensive and requires further refinement to generalize effectively across diverse input scenarios.

Another approach to enhancing refusal behaviors focuses on unlearning harmful behaviors through

fine-tuning techniques. Yang et al. (2023) and Lermen et al. (2023) explored the potential of training

models on datasets containing adversarial examples, encouraging the models to actively reject

harmful prompts. While this fine-tuning strategy showed effectiveness in specific cases, it carries

a risk of overfitting; repeated exposure to harmful examples can introduce new biases or lead to

unintended refusal patterns, even in benign contexts. This overfitting issue points to the challenges

of creating robust refusal behaviors without introducing undesirable generalizations.

In addition to fine-tuning, Belrose et al. (2023) introduced a method called “concept scrubbing,”

aimed at removing specific biases, such as gender or racial stereotypes, from model layers. Concept

scrubbing enables the model to avoid harmful or biased content more systematically by erasing

linearly represented concepts from its internal representations. While effective for reducing bias,

concept scrubbing shares similar limitations with directional adjustments when dealing with adver-

sarially manipulated prompts, indicating a need for more robust and adaptable refusal mechanisms.

Together, these methods highlight the ongoing challenges and opportunities in enhancing the ethical

safeguards of LMs against diverse forms of adversarial manipulation.

2.3 Directional Learning

Directional learning within language models (LMs) involves guiding model responses along specific

semantic, ethical, or functional axes within the activation space, which allows for more precise and

targeted adjustments to model behavior. This approach is centered on identifying and manipulating

latent directions associated with particular concepts, which can be amplified or suppressed to

influence the model’s outputs in alignment with desired ethical or contextual goals. Burns et al.

(2022) were among the first to explore this technique, mapping specific semantic concepts as latent

vectors within the model’s activation space. By isolating these directions, Burns et al. (2022) enabled

researchers to adjust model behaviors based on predefined ethical or functional criteria, laying the

groundwork for more controlled and interpretable model responses.
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The approach taken by Burns et al. (2022) and later extended by Rimsky et al. (2023) involves

computing vector differences between contrasting datasets, a process which allows for the creation

of directional adjustments. These adjustments enable models to either emphasize or suppress

responses aligned with specific ethical considerations. For example, models can be directed to

avoid toxic or biased language by reinforcing specific ethical directions in the activation space. This

technique provides a foundational level of control over model behavior; however, single-vector

adjustments often lack sufficient flexibility for handling complex or adversarial prompts, which

may involve multiple, interacting ethical or contextual nuances Li et al. (2021). The limitations of

single-vector interventions reveal the need for more adaptable solutions, particularly in scenarios

involving dynamic, multi-faceted prompts where a singular ethical direction may be insufficient.

To address the constraints of single-vector adjustments, Arditi et al. (2024) introduced a more

sophisticated approach using Singular Value Decomposition (SVD) to identify and manipulate

multiple directions within the activation space simultaneously. By leveraging multiple semantic

directions, this multi-directional approach enhances the model’s ability to handle diverse and open-

ended interactions. According to Arditi et al. (2024), combining multiple directional adjustments

allows for more nuanced control, as the model can respond flexibly to a broader range of contextual

and ethical cues. For instance, rather than relying on a single “ethical” vector, multiple vectors

can represent various ethical considerations, enabling the model to adapt to complex prompts

more effectively. Although promising, this approach remains computationally intensive and faces

challenges in achieving generalization across all types of reasoning tasks, especially those that

require balancing ethical judgments with logical consistency.

Another significant contribution to the field of directional learning comes from the work of Zheng

et al. (2024), who demonstrated that system prompts themselves could influence model behavior

by shifting activations along alternative directional paths. This finding suggests that directional

learning could potentially allow for adaptable control mechanisms in response to diverse and context-

sensitive prompts. By adjusting the model’s response pathways through alternative directional

prompts, researchers can modulate the influence of specific ethical or functional directions without

directly altering the underlying model parameters. However, Zheng et al. (2024) caution that further

development is required to achieve consistent responses across varied input types, particularly those

that demand intricate ethical reasoning or dynamic contextual understanding.

These studies collectively highlight the potential of directional learning to improve alignment and

ethical consistency in LMs. While foundational work has demonstrated the feasibility of controlling

model behavior through latent space adjustments, ongoing research is needed to enhance the

robustness and adaptability of these techniques. Future work may benefit from hybrid approaches

that combine directional learning with other alignment methods, such as fine-tuning or adversarial
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training, to develop models capable of maintaining ethical integrity across a wider array of tasks

and adversarial contexts.

2.4 Quantitative vs. Qualitative Reasoning in AI

The capability of language models (LMs) to perform both quantitative and qualitative reasoning is

critical for their effective deployment across diverse applications. Quantitative reasoning encom-

passes tasks that require mathematical calculations, logical deductions, and structured reasoning,

which are fundamental for applications demanding precise and consistent responses. Lewkowycz

et al. (2022) examined the performance of LMs such as GPT-3 and GPT-4 on quantitative tasks,

finding that while these models have shown improvements in basic arithmetic and logical reason-

ing, their performance degrades significantly on multi-step or contextually complex mathematical

problems. The inability of these models to maintain coherence over extended reasoning steps points

to a structural limitation in their design, where each generated response may not reliably connect

with previous steps in a manner necessary for complex problem-solving.

To address these limitations, Nye et al. (2021) proposed the use of chain-of-thought (CoT) prompting,

an approach where models decompose complex quantitative tasks into a series of intermediate steps.

By simulating a stepwise reasoning process, CoT prompting has proven to be effective in enhancing

LM performance on multi-step problems, as it helps models maintain coherence by structuring

responses in a sequence that mimics human deductive reasoning. This technique allows for greater

transparency in the model’s reasoning process, providing a clear path from the initial question to

the final answer. However, despite these advancements, CoT prompting does not fully resolve

the limitations of LMs in handling deeply nested or contextually ambiguous quantitative tasks,

suggesting that more sophisticated methods are required for robust quantitative reasoning in AI.

In contrast, qualitative reasoning tasks require the interpretation of abstract relationships, ethical

principles, and nuanced contextual information. This form of reasoning is particularly relevant

for tasks involving ethical decision-making, social understanding, and interpretation of subjective

content. According to Wei et al. (2022), LMs generally perform well on qualitative reasoning tasks,

largely due to their training on extensive human-authored texts, which provide rich examples of

nuanced language use, ethical discussions, and cultural context. The exposure to diverse textual

data allows LMs to interpret and generate responses that are contextually relevant, making them

suitable for applications in areas like customer service, content creation, and interactive dialogue.

However, qualitative reasoning introduces its own set of challenges, particularly regarding ethical

consistency and contextual accuracy. Belrose et al. (2023) observe that LMs can display biases or

contextual inconsistencies when handling ambiguous prompts or subjective topics, as they may
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produce responses that reflect undesirable societal biases encoded within the training data. This

raises ethical concerns, as models may unintentionally reinforce harmful stereotypes or generate

contextually inappropriate responses. Wei et al. (2022) further explore how transfer learning—where

models trained on specific reasoning tasks can generalize to related qualitative tasks—may enhance

qualitative reasoning. Transfer learning has been shown to improve model adaptability by allowing

the LM to leverage learned reasoning skills in new, yet contextually similar scenarios. Despite

these advancements, the integration of both quantitative and qualitative reasoning capabilities

within a single LM framework remains an ongoing challenge, as each reasoning type has distinct

requirements for structure, accuracy, and ethical consistency.

Balancing these two reasoning types within a single model framework is essential for developing

robust and versatile LMs that can handle diverse tasks effectively. This balance requires integrated

training strategies that address the unique demands of each reasoning type, such as tailored fine-

tuning for quantitative tasks and ethical alignment processes for qualitative tasks. Future research

may benefit from hybrid models that combine quantitative rigor with qualitative adaptability,

potentially through multi-objective training techniques that emphasize both logical accuracy and

ethical sensitivity in model outputs.
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3 Methodology

3.1 Research Design

Our research design is structured into three key steps. First, we delineate and identify conceptual

directions in the model’s activation space by applying Singular Value Decomposition (SVD) or

ablation-based testing on a candidate set of activation vectors to isolate directions associated with

contrasting behaviors, such as refusal. This involves analyzing activation differences between

opposing prompt sets (e.g., harmful vs. harmless) to extract key vectors encoding these behaviors.

Second, we explore how these directions are formed and dynamically activated by tracking the

sequential evolution of activation strengths across token positions within prompts, providing

insights into the mechanisms underlying the construction of refusal-related representations.

Finally, we leverage the delineated directions for model steering and classification by investigat-

ing their applicability to distinct reasoning modes—quantitative problem-solving and qualitative

descriptive reasoning—thereby uncovering how directional representations can drive both task-

specific and generalizable model behavior.

3.1.1 Metrics and definitions

In this research, we employed several metrics and definitions to evaluate the behavior and perfor-

mance of the models.

Refusal Rate measures the frequency with which the model rejects a prompt. Refusals are identified

by the presence of characteristic phrases, such as “I’m sorry” or “As an AI.” Following prior work

(Lermen et al., 2023; Liu et al., 2023; Robey et al., 2023; Shah et al., 2023; Xu et al., 2023; Zou, 2023), we

compiled a set of common “refusal substrings.” If a model’s response contains at least one of these

substrings, it is classified as a refusal (refusal_score=1); otherwise, it is classified as a non-refusal

(refusal_score=0). This metric quantifies the model’s ability to decline inappropriate or harmful

instructions.

Perplexity evaluates how well the model predicts a given sequence of words. It is defined as:

PPL = exp

(
− 1

N

N∑
i=1

log p(xi)

)

where p(xi) represents the probability assigned by the model to the token xi, and N is the total

number of tokens in the sequence. A lower perplexity indicates better predictive performance,

reflecting the model’s ability to generate coherent and plausible completions.
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Figure 2: The process begins by passing two sets of opposing prompts through an LLM and caching
activations. A difference matrix is computed from the mean activations of both sets, followed by
applying SVD to identify key directions that distinguish the concepts. Constraints like refusal rate
and coherency are optimized before intervening by modulating the model’s activations via linear
interventions or directional ablation.

KL Divergence quantifies the difference between two probability distributions. In this study, it

is used to measure the divergence between the output distribution of the original model and the

distribution after ablation or directional interventions. It is defined as:

DKL(P ||Q) =
∑
x

P (x) log
P (x)

Q(x)

where P (x) is the output distribution of the original model and Q(x) is the output distribution

after intervention. KL divergence indicates how significantly the directional intervention affects the

model’s output.

Accuracy for Reasoning Types measures the percentage of correctly classified test samples in the
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unseen dataset. For both qualitative and quantitative reasoning tasks, accuracy is calculated as the

proportion of prompts correctly identified by the model. This metric evaluates the model’s ability to

differentiate between reasoning types and provides insight into its generalization capabilities.

Direction Strength quantifies the alignment of a model’s activation with a given directional vector.

It is calculated as the cosine similarity between the activation vector h and the directional vector d,

expressed as:

Direction Strength =
h · d

∥h∥∥d∥

where h · d is the dot product of the two vectors, and ∥h∥ and ∥d∥ are their magnitudes. Direction

strength evaluates how strongly a model’s activations align with the targeted directional representa-

tion, helping to interpret the influence of specific directions on the model’s behavior.

3.1.2 Identifying Directions

Our framework for delineating the latent representations of contrasting concepts, as shown in figure

2, is structured as follows: we begin by passing through a large language model (LLM) two sets of

prompts representing opposing or distinguishable concepts. Subsequently, we compute a difference

matrix that captures the variance in the model’s activations between these two sets of prompts.

Following this, we detect key directions responsible for the variance, and finally, intervene on the

model’s behavior. Each step is detailed below.

We construct two distinct sets of prompts that represent opposing or distinguishable concepts, such

as harmful vs. harmless or biased vs. unbiased. These prompt sets are denoted as:

Pset1 = {x(1)
1 , x

(1)
2 , . . . , x(1)

n }

Pset2 = {x(2)
1 , x

(2)
2 , . . . , x(2)

m }

Activation Caching. For each layer l ∈ [L] and post-instruction token position i ∈ I , we calculate

the mean activation µ
(l)
i for prompts in Pset1 and ν

(l)
i for prompts in Pset2. These mean activations

provide a layer-wise representation of the distinguishing features between the two prompt sets.

For experimental purposes, we initially cache and analyze activations from the final layer (l = L), as

it is widely hypothesized to encode the richest semantic and syntactic information (Dharmaretnam

and Fyshe, 2018). However, to test this hypothesis, we also extend the caching process to include

activations from all layers (l ∈ [L]). This comprehensive approach generates a broader set of

candidate directions, allowing us to evaluate the contribution of each layer in distinguishing between

harmful and harmless prompts. By doing so, we ensure a robust identification of meaningful
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subspaces for differentiating the two prompt sets.

For each prompt xi ∈ Pset1 ∪ Pset2, we pass it through the LLM M and cache the activations

from a specified layer l, typically the final layer, which encodes the richest semantic and syntactic

information Dharmaretnam and Fyshe (2018). The activations for each token t in the prompt at layer

l are denoted as:

h
(l)
i = [h

(l)
i,1, h

(l)
i,2, . . . , h

(l)
i,T ]

where T is the number of tokens in the prompt, and h
(l)
i,t ∈ Rdmodel represents the activation for each

token position t. These cached activations are used to distinguish the two prompt sets in the next

step.

Mean Activation Difference. To compute the variance between the two sets of prompts, we first

calculate the mean activation for each set at the last layer l across all token positions t and model

dimensions:

µ(l) =
1

|Pset1|
∑

x
(1)
i ∈Pset1

1

Ti

Ti∑
t=1

h
(l)
i,t

ν(l) =
1

|Pset2|
∑

x
(2)
i ∈Pset2

1

Ti

Ti∑
t=1

h
(l)
i,t

where Ti is the number of tokens in prompt xi, and h
(l)
i,t ∈ Rdmodel represents the activation at token

position t for the last layer l. This ensures that we account for all tokens in each prompt and

aggregate the activations accordingly.

Next, we compute the difference tensor ∆(l), which captures the mean difference in activations

across token positions and dimensions between the two sets of prompts:

∆(l) = µ(l) − ν(l)

Here, ∆(l) ∈ Rdmodel represents the difference in the latent space that best separates the contrasting

concepts represented by Pset1 and Pset2.

For experimental purposes, this difference tensor ∆(l) serves as a basis for identifying candidate

directions. By analyzing the directions encoded in ∆(l), we generate a tensor of candidate directions

that reflect the distinguishing features between the two prompt sets. These directions can then be

further tested and refined to identify the most significant subspaces that differentiate harmful versus

harmless (or other contrasting) behaviors in the model.
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Key Direction Selection. Once we compute the tensor of candidate vectors, representing the

difference-in-means vector r(l)i for each post-instruction token position i ∈ I and layer l ∈ [L], we

are left with |I| × L candidate vectors. To identify the most critical directions, we employ two

complementary approaches: candidate selection (?) and Singular Value Decomposition (SVD).

Candidate Selection Approach. In this method, each candidate vector is evaluated directly on

validation sets derived from the prompt sets Pset1 (e.g., harmful prompts) and Pset2 (e.g., harmless

prompts). The evaluation measures the candidate vector’s ability to bypass refusal when ablated and

to induce refusal when added, while minimizing changes to the model’s behavior on unrelated tasks.

By testing each vector, we select the most effective candidate, denoted as r(l
∗)

i∗ , and its corresponding

unit-norm vector r̂. This approach ensures that the selected direction is empirically optimal for the

desired behavior.

SVD-Based Approach. To systematically analyze all candidate vectors, we organize the tensor into

a matrix R ∈ R(|I|·L)×dmodel , where each row corresponds to a flattened candidate vector r(l)i ∈ Rdmodel .

For computational stability, we optionally center the data by subtracting the mean vector r̄, computed

as:

r̄ =
1

|I| · L
∑
i,l

r
(l)
i , R′ = R− r̄.

Next, we apply Singular Value Decomposition (SVD) to the matrix R′:

R′ = UΣV T

where U ∈ R(|I|·L)×(|I|·L) contains the left singular vectors representing relationships across token

positions and layers, Σ ∈ R(|I|·L)×dmodel is the diagonal matrix of singular values, and V ∈ Rdmodel×dmodel

contains the right singular vectors, corresponding to principal directions in the latent space.

The singular values in Σ indicate the importance of each direction, and the cumulative explained

variance ratio is computed as:

Cumulative Variance Explained =

∑k
j=1 σj∑dmodel
j=1 σj

.

As illustrated in Figure 3, the cumulative explained variance helps guide the selection of the number

of directions to retain. By determining the proportion of variance explained by the top k directions,

we ensure that the selected components capture the most significant features while minimizing

computational overhead.
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Figure 3: The cumulative explained variance helps us select the number of components to include in
our ablation process, using model Queen 1.8B for illustration purposes.

3.1.3 Analyzing the Construction of Directional Representations

We examine how the model’s concept-related activations evolve as it processes a sequence of tokens

within prompts. In the case of harmful prompt, this analysis focuses on the model’s dynamic

response to potentially harmful versus harmless prompts, identifying changes in "refusal direction

strength" as token positions advance. Sequential learning aims to uncover whether the model’s

behavior shifts based on prompt content, particularly in response to refusal-related cues embedded

in the sequence.

Prompt Tokenization and Forward Pass. For each prompt, we tokenize the input and pass tokens

sequentially through the model in a forward pass. This token-by-token approach allows us to

capture activation patterns at each stage of processing. The prompt set includes distinct prompts

categorized as harmful and harmless, enabling comparative analysis across sequences. Tokens

are processed within the model M , and their activations are captured at specified layers to assess

evolving patterns in refusal behavior.

Refusal Direction Projection. To evaluate the model’s response to each token in the sequence, we

project the activations onto a predefined refusal direction vector. This direction vector, previously

identified for refusal-related concepts, allows us to quantify the model’s tendency to activate in line

with refusal or acceptance cues at each step. The projection pi of activation hi at token position i is
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computed as:

pi = hi · r

where r represents the refusal direction vector. The projection values provide a metric for refusal

strength across the token sequence, highlighting points of high or low alignment with refusal

behavior.

Rate of Change in Refusal Strength. In addition to tracking the projection strength itself, we

calculate the rate of change between consecutive tokens to highlight abrupt shifts in refusal behavior.

The rate of change ∆pi between two consecutive tokens i and i+ 1 is computed as:

∆pi = pi+1 − pi

By analyzing these rate changes, we can capture moments where the model adjusts its stance toward

refusal or compliance in response to specific token sequences, providing insights into its reactive

patterns within each prompt.

Visualization and Comparative Analysis. The final analysis step involves visualizing refusal

direction strength trends across token positions for both harmful and harmless prompts. By plotting

projection values and rate of change, we generate comparative visualizations that reveal sequential

learning patterns. These plots allow us to assess the model’s responsiveness to different prompt

types over time, highlighting any systematic differences in how harmful versus harmless prompts

are processed.

3.1.4 Leveraging Directions for Classification and Model Steering

Model Steering through Directional Interventions. We leverage the delineated directions to

modulate the model’s behavior by either amplifying or attenuating specific conceptual features.

This is achieved through linear intervention, where selected direction vectors r(l), corresponding to

specific concepts such as refusal behaviors, are added to or subtracted from the model’s activations

x(l) at each layer. The modified activation is expressed as:

x(l)′ = x(l) + α · r(l)

Here, α is a scaling factor that controls the intensity of the intervention. Positive α amplifies the

influence of the direction, while negative α diminishes it. In the case of refusal, we track the refusal

rate—the proportion of prompts that the model rejects—as α varies. This enables us to assess how
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directional representations govern refusal behavior and provides a quantitative evaluation of their

impact on the model’s decision-making process.

Classification of Reasoning Types via Directional Projections. In addition to steering, we utilize

the delineated directions as classifiers to distinguish between qualitative and quantitative reasoning.

For a given test prompt p, its activation hp is projected onto the reasoning direction vector d to

compute a projection score:

sp = hp · d

A positive score indicates alignment with qualitative reasoning (descriptive and narrative responses),

while a negative score corresponds to quantitative reasoning (logical or numerical problem-solving).

This projection-based classification enables us to categorize unseen prompts based on their reasoning

type and evaluate the model’s tendency towards different cognitive modes.

Classification Accuracy and Validation. To validate the effectiveness of the reasoning direction

vector d, we measure the classification accuracy by comparing the projected reasoning classifications

against ground truth reasoning types. By evaluating the alignment between projection scores and

known categories, we assess the robustness of d in distinguishing qualitative from quantitative

responses. High classification accuracy confirms the relevance of the identified direction and its

ability to encode distinct reasoning patterns effectively.

Model Intervention. After applying the constraints, we modulate the strength of the corresponding

features by adding or removing selected directions via linear intervention. Specifically, we adjust

the activations x(l) at each layer by either adding or subtracting a chosen direction vector r(l), which

corresponds to a concept (e.g., harmful or harmless behavior). This is expressed as:

x(l)′ = x(l) + α · r(l)

where α is a scaling factor that determines the strength of the intervention. By adjusting α, we can

either enhance or diminish the impact of the selected direction. This operation is applied across all

activations to assess the influence of the targeted concept on the model’s output and behavior.

Projection-Based Classification of Reasoning Type. To evaluate the effectiveness of the reasoning

direction vector, we project the activations of test prompts onto this direction. For a test prompt p
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with activation hp, the projection score sp is given by:

sp = hp · d

A positive score suggests alignment with qualitative reasoning direction, while a negative score

indicates quantitative reasoning. This projection-based classification enables us to categorize unseen

prompts by their reasoning type and assess the model’s tendency towards descriptive or analytical

responses.

Classification Accuracy and Evaluation. We measure classification accuracy by comparing pro-

jected reasoning classifications against known categories. By evaluating how well projections align

with the original reasoning type, we assess the robustness of d in distinguishing qualitative from

quantitative responses. Higher accuracy indicates stronger separation between qualitative and

quantitative reasoning, validating the relevance of the identified direction vector.

3.2 Datasets

3.2.1 Refusal Direction

To analyze refusal behaviors, we curated two distinct datasets: one representing ethical, benign

instructions and another containing harmful or unethical instructions. The following datasets were

used:

• Alpaca Dataset: The Alpaca dataset (Tatsu Lab, 2023) contains 52,000 instruction-response

pairs generated using OpenAI’s text-davinci-003 model. These pairs span a wide range of

tasks designed to improve instruction-following capabilities in LLMs. The dataset emphasizes

ethical and benign instructions, offering a rich resource for fine-tuning and analyzing aligned

language models.

• LLM-Attacks Dataset: The LLM-Attacks dataset (LLM Attacks, 2023) includes adversarial

prompts specifically crafted to elicit harmful or unethical behavior from language models.

This dataset is part of research focused on testing the robustness and safety of aligned models

against malicious inputs. While exact statistics for this dataset vary depending on the ver-

sion, it is designed to provide diverse and challenging examples of harmful instructions for

comprehensive evaluation.
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Dataset Size (Instructions)
Alpaca Dataset 52,000
LLM-Attacks Dataset 5,246

Table 1: Statistics of datasets used for refusal direction analysis.

3.2.2 Qualitative and Quantitative Reasoning.

To evaluate the model’s ability to distinguish between quantitative and descriptive reasoning, we

constructed two distinct datasets: a template-based dataset and a labeled dataset. These datasets

are designed to provide controlled and systematic input variations, enabling us to steer the model’s

responses towards specific reasoning types and analyze its behavior across unseen scenarios.

The template-based dataset employs two structured templates to differentiate between descriptive

and quantitative reasoning. These templates guide the model to generate responses aligned with

the desired reasoning type while keeping the input content consistent. This approach allows us to

assess how effectively the model adapts its reasoning behavior to instructions.

Descriptive Template

Describe this scenario WITHOUT solving any calculations. Focus ONLY on what happens,

like telling a story: {input}

Quantitative Template

Solve this mathematical problem, showing all calculations and steps: {input}

By applying these templates to the same set of input scenarios, we control for content while steering

the model towards different reasoning patterns. This method ensures that the variations in the

output arise primarily from the reasoning type specified in the template, providing a robust basis for

evaluating the model’s reasoning adaptability. Additionally, this dataset facilitates the examination

of how reasoning directions evolve in the model’s activation space.

The labeled dataset complements the template-based dataset by providing a curated set of inputs

explicitly annotated as quantitative or descriptive. This dataset ensures clear categorization and

allows for detailed analysis of the model’s ability to differentiate reasoning types without explicit

template-based instructions. Each sentence is labeled with its reasoning type (quantitative or

descriptive), offering a structured basis for analyzing directional representations in the model’s

behavior.

The dual-dataset approach offers several advantages. The template-based dataset enables us to

control for the input content and guide the model towards different reasoning types, allowing for a
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systematic study of how specific instructions influence reasoning behavior. By testing the model on

unseen prompts, we assess its ability to generalize the learned reasoning directions to novel scenarios.

Meanwhile, the labeled dataset provides a controlled environment for precise analysis, offering

insights into how well the model distinguishes between descriptive and quantitative reasoning

when reasoning types are implicit. Together, these datasets enable a comprehensive evaluation of the

model’s reasoning capabilities and its ability to encode distinct reasoning patterns in the activation

space.

3.3 Models

The models evaluated in this study, summarized in Table 2, vary in size and alignment strategies.

Two primary alignment strategies are used: Alignment by Fine-Tuning (AFT) and Alignment by

Preference Optimization (APO).

AFT fine-tunes models on curated datasets to produce consistent, rule-based outputs. This approach

ensures robust alignment for specific tasks but requires retraining whenever the task changes. On

the other hand, APO aligns models dynamically through feedback-driven optimization, which

provides greater flexibility but may result in less consistent outputs if the feedback signals are

unclear or ambiguous.

As a comparative benchmark, we incorporate the "Ortho Algorithm," described in Arditi et al.

(2024). This state-of-the-art method generates candidate directions in the model’s activation space

and evaluates them through ablation techniques to isolate key directions associated with specific

behaviors. While effective, this method serves as a baseline against which our approach—using

ablation or Singular Value Decomposition (SVD) for candidate evaluation—is compared.

Model #Parameters Alignment Type

qwen-1.8b-chat 1.8B APO
google/gemma-2b-it 2B APO
meta-llama-2-chat-hf 7B AFT
Yichat 6b 6B AFT

Table 2: Models evaluated based on alignment strategy and size.
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4 Results

4.1 Refusal Directional Learning Extraction Framework

We initially hypothesized that the SVD approach would outperform the Orthogonal Ablation

Method method in terms of overall effectiveness. However, our results indicate that while we did not

surpass the state-of-the-art performance, the SVD method performed on par, and underperformed

the Orthogonal method in terms of model behavior modifications. Nonetheless, our hypothesis

regarding computational efficiency was validated, as the SVD method demonstrated a significant

improvement in runtime, making it a more efficient solution for large-scale interventions, where

runtime is critical;

Model
SVD 1D
Refusal

Bypassing

SVD 2D Refusal
Bypassing

SVD 1D Induced
Refusal

SVD 2D Induced
Refusal

Ortho Refusal
Bypassing

Ortho Induced
Refusal

Qwen 1.8b 29% 8% (5.87) 82% 87% (6.33) 5% (5.96) 92% (7.92)
google/gemma-2b-it 2B 28% 7% (8.10) 83% 90% (8.50) 6% (8.20) 90% (8.95)
meta-llama-2-chat-hf 27% 10% (5.42) 89% 93% (5.52) 8% (4.89) 93% (4.88)
Yichat 6b 22% 9% (6.50) 86% 88% (6.69) 7% (6.59) 85% (8.16)

Table 3: Comparison of SVD and Ortho Refusal Bypassing and Induced Refusal across Models with
Perplexity (PE) values in blue. The smallest PE in each row is bold and blue. In this context, SVD
1 indicates that only the primary key direction (the most significant component) is considered for
model intervention, while SVD 2 means that the two primary directions are taken into account. This
allows us to observe how varying the number of key directions impacts refusal rates and bypassing
effectiveness.

Our experiments reveal that SVD-based methods consistently achieve comparable refusal rates,

especially when inducing refusal behaviors across different models. Table 3 presents the performance

of our SVD-based approach compared to orthogonal direction methods across multiple language

models. As models scale up in size, the number of candidate directions that need to be evaluated

increases exponentially, resulting in a considerable computational overhead. Nevertheless, our

results demonstrate that the Singular Value Decomposition (SVD)-based framework efficiently

identifies critical directions that control refusal behaviors. For example, the SVD 1D and 2D induced

refusal strategies consistently show strong performance, with refusal rates ranging from 82% to 93%

across the tested models.

In smaller models, such as meta-llama-2-chat-hf and Qwen 1.8b, the SVD-based methods maintain a

low perplexity (PE), with values consistently below 6.5 for induced refusal. This indicates that not

only does SVD maintain high performance in terms of refusal rates, but it also ensures efficiency

with lower perplexity. In contrast, the orthogonal approaches generally exhibit higher perplexity

values, particularly in larger models, suggesting a trade-off between effectiveness and computational

efficiency when using non-SVD methods.
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As model sizes grow, the computational overhead associated with evaluating all candidate directions

becomes more pronounced, as seen in models like Yichat 6b. Despite this challenge, the SVD methods

remain competitive, particularly when considering their lower perplexity compared to orthogonal

methods. In many cases, the smallest perplexity values are achieved using SVD-based strategies,

with these values highlighted in bold in Table 3.

Projection and Comparison of Directions

(a) Projection on the first principal direction for harmful
prompts.

(b) Projection on the second principal direction of harmful
prompts.

Figure 4: Projections of harmful and harmless prompts on the first principal direction using the
Queen 1.8B Model. Subfigure (a) shows the projection for harmful prompts, while (b) shows the
projection for harmless prompts.

To better understand the performance of the identified directions, we projected the activation vectors

onto the first and second principal components, as shown in Figure 4. The projection onto the first

principal component reveals that we can use it as a delineator or separator between concepts. The

higher cosine similarity along this component indicates that it explains most of the variance in the

data, resulting in a clear separation that helps differentiate between refusal and bypassing strategies.

In contrast, the second principal component does not significantly contribute to distinguishing

these concepts, as it does not exhibit the same level of separation or explanatory power.

These projections are particularly useful for comparing how different strategies (e.g., induced re-

fusal versus refusal bypassing) impact the model’s behavior. By identifying that the first principal

component serves as a strong delineator, we can fine-tune our intervention techniques more effec-

tively based on the context in which the model is used. This understanding enhances our ability to

manipulate the model’s behavior in a controlled manner, ensuring that the interventions are both

targeted and efficient.
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Statistical Performance Analysis of Refusal Direction Methods

We conducted a rigorous performance comparison between two methods for computing refusal

directions: the candidate directions approach and the SVD-based approach. The analysis was

performed across 30 runs to ensure statistical reliability.

Table 4: Performance Metrics Comparison of Refusal Direction Methods

Metric Candidate Directions SVD Approach
Mean Execution Time 0.0027s ± 0.0001s 0.0016s ± 0.0000s
Median Execution Time 0.0027s 0.0016s
IQR [0.0026s - 0.0027s] [0.0016s - 0.0016s]
Range [0.0026s - 0.0034s] [0.0015s - 0.0017s]
Peak GPU Memory 11962.86MB 11962.86MB
Statistical Significance
T-statistic 42.7292
P-value 1.5432e-45
Cohen’s d 11.2212

The results demonstrate a clear and statistically significant performance advantage for the SVD

approach. The SVD method achieves a mean execution time of 0.0016s (±0.0000s), approximately 1.7

times faster than the candidate directions approach (0.0027s ±0.0001s). The extremely low p-value

(1.5432e-45) and large Cohen’s d effect size (11.2212) indicate that this performance difference is

both statistically significant and practically meaningful.

Notably, both methods maintain identical peak GPU memory usage (11962.86MB), suggesting

that memory consumption is primarily determined by the initial data loading rather than the

computational approach. The SVD method also demonstrates superior stability, with a tighter

execution time range [0.0015s - 0.0017s] compared to the candidate directions approach [0.0026s -

0.0034s].

These findings strongly support the use of the SVD-based approach as the preferred method for

computing refusal directions, offering both better performance and more consistent execution times.

4.2 Temporal Construction of Direction

The study examined the refusal strength patterns across a balanced dataset of 416 harmful and 416

harmless prompts, revealing significant differences in how the model responds to these distinct types

of content. The analysis demonstrates a robust and consistent pattern of discrimination between

harmful and harmless prompts across multiple statistical measures.

Primary Findings. The harmful prompts elicited substantially stronger refusal responses, with

a mean strength of 2.1207, markedly higher than the slight negative refusal strength of -0.5216

observed in harmless prompts. This clear separation in mean values is particularly noteworthy,
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as it indicates the model’s strong ability to distinguish between the two types of content. The

consistency of this distinction is further supported by the median values, with harmful prompts

showing a median of 2.2753 compared to -0.3924 for harmless prompts, suggesting a stable and

reliable difference in response patterns.

Statistical Significance. The statistical significance of these differences is compelling. The t-test

yielded a remarkably high statistic of 40.6380 with a p-value effectively at zero (p < 0.0001),

providing strong evidence that these differences are not due to chance. This finding is reinforced

by the non-parametric Mann-Whitney U test (statistic = 168422.0000, p < 0.0001), which confirms

the significance of these differences without assuming normal distribution. The Cohen’s d value

of 2.8211 is particularly noteworthy, as it indicates an extremely large effect size, far exceeding the

conventional threshold of 0.8 for large effects.

Statistical Test Statistic p-value
T-test 40.6380 0.001
Mann-Whitney U test 168422.00 0.001
Cohen’s d 2.8211 -

Table 5: Statistical Test Results

Variability Analysis The variability patterns in the responses provide additional insight into the

model’s behavior. Harmful prompts showed slightly higher variance (1.0086) compared to harmless

prompts (0.7459), suggesting more diverse response patterns when encountering potentially harmful

content. This increased variability might reflect the model’s more nuanced engagement with

different types of harmful content, while maintaining more consistent, lower-strength responses to

harmless prompts.

Peak Response Analysis Perhaps the most striking finding emerges in the peak mean analysis.

Harmful prompts reached an average peak refusal strength of 8.2231, more than three times their

mean strength, indicating moments of particularly strong refusal responses. In contrast, harmless

prompts showed a much lower peak mean of 2.5001, though still positive, suggesting occasional

cautionary responses even to harmless content. This substantial difference in peak responses

(∆ = 5.7230) further emphasizes the model’s ability to strongly react to potentially harmful content

while maintaining relatively mild responses to harmless prompts.

4.2.1 Implications and Conclusions

These findings collectively paint a picture of a model that demonstrates robust discrimination

between harmful and harmless content. The combination of consistently higher refusal strengths for

harmful prompts, statistically significant differences across multiple tests, and particularly strong

peak responses to harmful content suggests that the refusal mechanism is functioning effectively.
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The presence of some positive peaks in harmless prompts, while much lower than those for harmful

prompts, indicates a balanced approach that maintains sensitivity without being overly restrictive.

The results provide strong statistical support for the model’s ability to identify and respond appro-

priately to potentially harmful content while maintaining reasonable responses to harmless prompts.

This balance between sensitivity to harmful content and appropriate restraint with harmless content

suggests a well-calibrated refusal mechanism that could be valuable in real-world applications

where distinguishing between harmful and harmless content is crucial.

(a) Distribution of mean refusal over the token positions (b) Box plot of mean refusal strengths

Figure 5: Analysis of mean refusal strengths across token positions

Figure 5 presents an analysis of the mean refusal strengths in the model’s responses. In subfigure 5a,

the distribution of mean refusal strengths over the token positions is depicted. This projection

illustrates how the activation related to refusal builds up sequentially as each token is generated. The

clear delineation along the token positions indicates that the model’s refusal mechanism strengthens

progressively, highlighting the sequential nature of this learned concept.

Subfigure 5b shows a box plot of the mean refusal strengths. This visualization emphasizes the

variability and central tendency of refusal activations across different prompts. The box plot helps in

identifying the range and distribution of refusal strengths, providing insights into how consistently

the model applies its refusal mechanism.

Metric Harmful Prompts Harmless Prompts
Sample Size 416 416
Mean 2.1207 -0.5216
Median 2.2753 -0.3924
Standard Deviation 1.0043 0.8636
Variance 1.0086 0.7459
Peak Mean 8.2231 2.5001

Table 6: Comparison of Refusal Strength Statistics
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Figure 6: Average Refusal Strength Over Tokens

Fine Grained Analysis of Few Prompts.

(a) Refusal Strength Direction for Harmful Prompts (b) Refusal Strength Direction for Harmless Prompts

Figure 7: Sequential learning analysis illustrating refusal direction strength across token positions
for harmful and harmless prompts. Subfigure (a) displays the strength trend for harmful prompts,
while subfigure (b) shows the trend for harmless prompts.

4.3 Qualitative vs Quantitative Reasoning, A Zero-shot Classifier

The analysis examines performance metrics across different layers (l0 to l23) of the model, utilizing

two distinct methodologies: mean difference (mean_diff) and singular value decomposition (svd).

The results demonstrate a clear progression in the model’s discriminative capabilities across layers,

27



with notable variations in performance metrics including accuracy, and precision.

4.3.1 Directional Learning Across Layers

The initial layers of the model exhibit relatively weak performance characteristics. Layer 0 demon-

strates baseline performance with accuracy at chance level (0.500) and computational instabilities

indicated by NaN values in the mean difference method. The SVD approach similarly shows no

discriminative ability with an AUC-ROC of 0.500. Layer 4 marks the beginning of improved perfor-

mance, achieving an accuracy of 0.575 with perfect precision (1.000) but limited recall (0.150). The

substantial improvement in AUC-ROC to 0.951 suggests emerging discriminative capabilities.

The middle layers demonstrate significant enhancement in performance metrics. Layer 8 shows in-

teresting characteristics with moderate accuracy (0.500) but perfect recall (1.000) and lower precision

(0.500), accompanied by excellent AUC-ROC values (0.974-0.976). Layer 12 emerges as the peak

performer, achieving remarkable accuracy (0.975-0.988) with near-perfect precision and recall values.

The outstanding AUC-ROC of 0.999 indicates optimal discriminative ability at this layer depth.

The performance pattern in later layers reveals interesting trends. Layer 16 maintains strong

performance with 0.900 accuracy, perfect precision, and good recall (0.800), supported by a high

AUC-ROC of 0.996. Layers 20 and 23 show a slight decline in overall performance while maintaining

perfect precision but decreased recall. The consistently high AUC-ROC values (0.998) suggest robust

discriminative capabilities are maintained through the subsequent layers.

Methodological Comparison

The comparative analysis between mean difference and SVD approaches reveals largely consistent

results across layers. Both methodologies identify similar performance patterns and trends, with

SVD occasionally demonstrating marginally superior performance, particularly in layer 12. This

consistency across methods strengthens the reliability of the findings and suggests robust underlying

patterns in the model’s behavior.

4.3.2 Implications

The analysis reveals several key insights into the model’s architecture and functionality. The clear

progression from weak performance in early layers to optimal discrimination in middle layers,

particularly layer 12, suggests a hierarchical development of feature recognition capabilities. The

maintenance of high precision in later layers, albeit with reduced recall, indicates a shift toward

more conservative but highly accurate discrimination. The consistently high AUC-ROC values in
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middle and later layers demonstrate the model’s robust ability to distinguish between classes, with

layer 12 emerging as the optimal point for feature extraction and discrimination tasks.

These findings have significant implications for model optimization and application. The identifica-

tion of layer 12 as the peak performer suggests this as an optimal extraction point for downstream

tasks. The observed precision-recall trade-offs in later layers provide valuable insights for ap-

plications where either precision or recall prioritization is required. Furthermore, the consistent

performance across different analytical methods strengthens the reliability of these findings for

practical applications.

Layer Method Accuracy Recall F1 Score

4 Mean Diff 0.575 0.150 0.261
SVD 0.575 0.150 0.261

8 Mean Diff 0.500 1.000 0.667
SVD 0.500 1.000 0.667

12 Mean Diff 0.975 1.000 0.976
SVD 0.988 1.000 0.988

16 Mean Diff 0.900 0.800 0.889
SVD 0.900 0.800 0.889

20 Mean Diff 0.762 0.525 0.689
SVD 0.762 0.525 0.689

23 Mean Diff 0.838 0.675 0.806
SVD 0.825 0.650 0.788

Table 7: Performance metrics for SVD and Mean Difference methods from Layer 4 to Layer 23.

(a) Accuracy Across Layers (b) Principal Component Analysis (PCA)

Figure 8: Comparison of Model Performance and PCA Visualization

Figure 8 presents a side-by-side comparison of model performance across layers and the Principal

Component Analysis (PCA) of activation vectors.

In subfigure 8a, the accuracy of the model across different layers is depicted. This figure illustrates

how model performance varies with depth, providing insights into which layers contribute most

significantly to the overall accuracy.

29



Subfigure 8b shows the PCA visualization of the activation vectors. The projection onto the principal

components allows us to visually distinguish how each direction is used to compare between refusal

and bypassing strategies. The clear delineation along the first principal component confirms its

role as a significant separator between different concepts, while the second principal component

contributes less to this differentiation.

In the visualization, we observe that certain tokens receive higher attention weights at layer 12,

indicating their increased significance in the model’s reasoning process at this stage. For example,

when processing prompts that trigger refusal behaviors, the model at layer 12 begins to focus more

intensely on keywords or phrases associated with ethical considerations or policy violations. This

heightened attention to critical tokens contributes to the activation of the refusal mechanism in

subsequent layers.

By analyzing the attention patterns specifically at layer 12, we gain insights into how the model

prioritizes different aspects of the input during an intermediate processing stage and how this affects

its overall behavior. Understanding these patterns is crucial for interpreting the model’s decisions

and for developing strategies to enhance model safety and alignment with desired ethical standards.

It also helps in identifying which layers contribute most significantly to certain behaviors, such as

refusal, enabling more targeted interventions.

5 Results and Discussion

Our study demonstrates the potential of Singular Value Decomposition (SVD) as a scalable and

efficient framework for extracting and manipulating directional representations in large language

models (LLMs). The results highlight the efficacy of this approach across diverse models, with a

focus on refusal behaviors and reasoning tasks. While the findings underscore the strengths of the

SVD method, they also reveal limitations and open avenues for further exploration.

One key finding is the hierarchical nature of reasoning and refusal behaviors in LLMs. Intermediate

layers, particularly layer 12, emerged as critical for encoding these directional representations,

achieving up to 98.8% classification accuracy for reasoning tasks and optimal alignment with

refusal-related concepts. This suggests that LLMs develop abstract reasoning and ethical decision-

making capabilities progressively, which has important implications for interpretability and targeted

interventions.

The effectiveness of the SVD framework in isolating and modulating refusal directions highlights

its potential for enhancing model safety mechanisms. By adding or removing specific directions

in the activation space, we demonstrated precise control over model behaviors. For example, the

identified directions could induce refusal even in benign prompts or bypass refusal mechanisms
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entirely. This ability underscores the flexibility and robustness of directional learning for ensuring

ethical alignment in LLMs.

However, the study also uncovered limitations in addressing adversarial robustness. While the

SVD method achieved competitive performance compared to state-of-the-art techniques, challenges

remain in safeguarding against sophisticated adversarial attacks that attempt to bypass refusal

mechanisms. Developing multi-directional safeguards that account for complex interactions in the

latent space is a promising area for future work.

Another significant observation is the model’s sensitivity to sequential token processing. Refusal

strengths increased dynamically as harmful prompts were processed, with peak responses reaching

8.22 in harmful scenarios compared to 2.5 for harmless prompts. This dynamic behavior suggests

that refusal mechanisms are not static but evolve contextually, providing a foundation for exploring

adaptive directional interventions that adjust responses in real time.

The application of directional learning to reasoning tasks revealed the potential for encoding multidi-

mensional cognitive abilities. Distinct directional representations were successfully used to classify

qualitative and quantitative reasoning tasks, achieving high accuracy. This suggests that similar

methods could generalize to other abstract concepts, such as fairness, bias mitigation, or logical

consistency. Extending the experimental scope to these areas will provide a more comprehensive

understanding of the framework’s utility.

The findings also emphasize the need to explore transferability across model architectures. If

directional representations are consistent across models, they could serve as reusable components,

significantly reducing the computational cost of fine-tuning and retraining. This approach would

enable efficient adaptation to new architectures or tasks, making directional learning a powerful

tool for scaling AI alignment.

Another promising avenue is the integration of dynamic scaling mechanisms during inference. The

static interventions explored in this study could be expanded to include reinforcement learning or

real-time scaling, allowing the model to adjust its behavior contextually. This would enhance the

robustness and adaptability of LLMs in diverse real-world scenarios.

Finally, the interpretability of directional interventions remains a critical area for development.

While projections onto principal components provided valuable insights, future research could

explore visualization tools to make these interventions more transparent. Such tools would bridge

the gap between research and deployment, enabling end-users to better understand and refine

model behaviors for specific applications.

In summary, this study establishes the viability of SVD-based directional learning for refusal

behaviors and reasoning tasks, highlighting its potential for scalable, interpretable, and adaptive
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alignment in LLMs. By extending these methods to other abstract concepts, addressing adversarial

robustness, and exploring transferability, we aim to contribute to the development of safer, more

reliable, and ethically aligned AI systems.
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