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Abstract

Many Objective Sequential Decision Making

Many routine tasks require an agent to perform a series of sequential actions, either
to move to a desired end state or to perform a task of indefinite duration as efficiently
as possible, and almost every task requires the consideration of multiple objectives,
which are frequently in conflict with each other. However, methods for determining
that series of actions, or policy, when considering multiple objectives have a number
of issues. Some are unable to find many elements in the set of optimal policies, some
are dependent on existing domain knowledge provided by an expert, and others have
difficultly selecting actions as the number of objectives increases. All of these issues
are limiting the use of autonomous agents to successfully complete tasks in complex,
uncertain environments that are not well understood at the start of the task.

This dissertation proposes the use of voting methods developed in the field
of social choice theory to determine optimal policies for sequential decision mak-
ing problems with many objectives, addressing limitations in methods that rely on
scalarization functions and Pareto dominance to create policies. Voting methods are
evaluated for action selection and policy evaluation within a model-free reinforcement
learning algorithm for episodic problems ranging from two to six objectives in deter-
ministic and stochastic environments, and compared to state of the art methods which
use Pareto dominance for these tasks. The results of this analysis show that certain
voting methods avoid the shortcomings of existing methods, allowing an agent to find
multiple optimal policies in an initially unknown environment without any guidance

from an external assistant.
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Chapter 1. Introduction

Effective decision making in an uncertain environment is an essential skill for
any independent agent. Measuring the effectiveness of any single decision can be
difficult, but there are usually objective measurements that can associated with the
outcome of a task and used to determine the overall quality of the series of decisions
which led to a given result, regardless of the specific task at hand. Frequently, the
measurement of an agent’s performance of a specific task is associated with a single
objective, such as how quickly the task was performed, the amount of financial gain
obtained through the execution of a task, or the conservation of a certain limited
resource. However, it has been argued that decision making under uncertainty is
inherently multi-objective because the environment surrounding the agent is chang-
ing, decision makers need to coordinate the decisions made because the decisions are
interconnected, and the inherent conflict between the multiple objectives makes the
comparison of potential outcomes very difficult (Cheng, Subrahmanian, & Wester-
berg, 2005). Because of this, all potential objectives associated with a task should be
taken into consideration when deciding the series of actions to perform to complete
the task, not just the one considered to be the primary objective.

As as example, consider a routine commute from a hotel to an office in an unfa-
miliar urban area. The commuter has several modes of transportation to choose from
and has many opportunities to modify his planned route and mode of transporta-
tion based on individual preferences as updated information about his surroundings
becomes available. Also, the commuter has a number of factors to consider when
planning his commute, including distance, expected travel time, variance in travel
time, safety, cost, comfort, and environmental impact. The commuter is able to ob-
tain relatively accurate information about the local road and public transportation
networks as he travels, and over time, learns which series of decisions results in com-

mutes that are best suited to optimize as many of the objectives mentioned above as



possible, despite changes in the performance of each individual commute on a day to
day basis.

Ideally, an autonomous agent would be able to act like the commuter in the
scenario described above, where a task that is composed of a series of sequential ac-
tions is performed in a manner that results in an outcome that is globally optimal
while considering the impact of each decision on a set of objectives which are usually
conflicting in some manner. However, current methods for multi-objective sequen-
tial decision making use Pareto dominance, predefined weights based on the relative
importance of each objective, or interactions with a decision maker to determine op-
timal policies for a given task, and each of these methods have shortcomings. Pareto
dominance works well for most problems with two or three objectives, but decreases
in effectiveness as the number of objectives increases, determining weights for each
objective requires existing knowledge of the environment and inhibits the discovery
of optimal policies that are not known when assigning weight values, and relying on a
decision maker to periodically provide guidance to an agent is a burdensome require-
ment that prevents fully autonomous operation and limits the usefulness of the agent
overall.

The objective of this dissertation is to address the limitations of the existing
methods in the literature when selecting the actions that are necessary to complete
an assigned task. This can be accomplished with the development of a method that
can can be applied to any sequential decision making problem, regardless of the num-
ber of objectives associated with the problem, or the amount of uncertainty in the
environment. Accomplishing this objective requires an approach which can balance
the tradeoffs associated with the many conflicting objectives that are an inherent

component of any decision making taking place in an uncertain environment.



1.1 Thesis Statement

Social choice functions allow for more effective sequential decision making under un-
certainty for problems with more than three objectives in both deterministic and
stochastic environments, when compared to existing alternatives. This statement
will be validated through the development of a model-free multi-objective reinforce-
ment learning algorithm that finds a set of optimal policies by incorporating a social
choice function for action selection and policy evaluation, and comparing that algo-
rithm to the current state of the art using a series of path finding problems of varying

size and complexity.

1.2 Contributions

This dissertation makes a number of contributions to the literature, which are enu-

merated below:

e A many objective reinforcement learning algorithm has been proposed in this
work, which is specifically designed to find sets of globally optimal policies for

problems with more than three objectives.

e The use of voting methods to solve multi-objective problems is commonly used
in the field of multi-criteria decision making, where the selection of a single,
optimal outcome is the desired result. However, these voting methods have not
been applied to the task of finding sets of optimal policies for sequential decision

making problems with multiple objectives.

e While previous studies have mentioned the potential issues associated with the
use of Pareto dominance for action selection in multi-objective reinforcement
learning algorithms, an evaluation of this type of algorithm in an environment
with more than three objectives has not been performed. This work evalu-

ates the performance of one such algorithm in environments with five and six



objectives.

e All of the existing benchmark problems for evaluating the performance of multi-
objective reinforcement learning methods are limited to two or three objectives,
and all but one benchmark problem is deterministic in nature. This work intro-
duces a deterministic five objective environment, as well as a stochastic version
of that environment, which are both fully described such that they can be used

to evaluate future algorithms.

1.3 Organization

Chapter 2 provides a review of prior work related to this dissertation. Chapter 3
presents a many-objective sequential decision making algorithm. Chapter 4 discusses
a benchmark many-objective reinforcement learning problem, evaluates the proposed
algorithm and the current state of the art against that benchmark, an existing bench-
mark problem with two objectives, and additional many-objective path finding prob-
lems. Chapter 5 concludes with a summary of this work and suggestions for future

research.



Chapter 2. Related Work

In this section, the fundamental concepts that are used to develop a many-objective
sequential decision making algorithm are introduced, along with a review of related
work in the literature. This begins with an overview of the field of multi-objective
optimization, focusing on concepts also used by multi-objective reinforcement learning
algorithms. This is followed by an introduction to reinforcement learning for a single
objective, including a description of Markov Decision Processes and their application
to sequential decision making problems. Next, a thorough review of the history of
multi-objective reinforcement learning is presented. Finally, an overview of social
choice theory is provided, with a specific focus on the voting methods which are
utilized in the proposed many-objective reinforcement learning algorithm and the

relationship between social choice theory and multi-criteria decision making.

2.1 Multi-objective Optimization
The goal of mathematical optimization is to find an ideal solution, given a problem
and any known constraints. A single objective optimization problem is defined as:

maximize f(z)
x

subject to gj(x) >0, j=1,...,P (1)

holz) =0, k=1,...,Q

where P is the number of inequality constraints and Q is the number of equality
constraints. Normally, optimization problems assume that the result of the optimiza-
tion function should be as minimized, and will negate the optimization function for
instances where the outcome should be maximized. However, the convention in the
fields of sequential decision making and reinforcement learning is to maximize values

for all optimization problems, which is incorporated into all equations in this disser-



tation.

Because most real world problems are comprised of multiple, conflicting ob-
jectives, the field of multi-objective optimization developed, which is concerned with
finding ideal solutions to these more complex problems. A multi objective optimiza-

tion problem is defined as (Deb, 2001):

maximmize F(z) = [fi(2), f2(2), ..., fu(2)]

subject to gj(x)>0,j=1,...,P
(2)

hk(x):O, k= s ,Q

o <w<ali=1,...n

where M is the number of objectives, P is the number of inequality constraints, Q is
the number of equality constraints, z;* is the lower bound of the variable, and ;¥
is the upper bound of the variable. As with the single objective case, the problem
can be solved for maximization or minimization of the objective functions, and the
assumption of maximization is also used here.

As indicated by the two equations above, single objective optimization prob-
lems generally have a single globally optimal value which can be calculated mathemat-
ically, but this is not the case for multi-objective optimization problems because the
objectives can be in conflict which each other. An example of this conflict can be seen
when evaluating available options when designing a system, such as a new vehicle.
Generally, drivers desire vehicles which are both as safe as possible, and reliable as
possible at a given price point. Assuming these are the only variables available when
evaluating vehicles, and that the budget for these two components of the vehicle is
fixed below the cost where both objectives can be fully optimized, this leads to a two
objective optimization problem where the objectives to be maximized are the safety

rating and reliability rating, with the cost being an equality constraint. Since the



price cannot be increased, these two variables cannot be maximized simultaneously,
because for some solutions, the cost of increasing the safety of the vehicle comes at the
expense of the reliability of the vehicle. Each pair of safety and and reliability ratings
can be seen as a potential solution to the problem, and the set of all solutions where
the reliability of the vehicle cannot be increased without also decreasing the safety of
the vehicle is known as the Pareto front (Censor, 1977), named after mathematician
and economist Vilfredo Pareto who established the concept in 1986. Generalizing the
two-objective vehicle design example to vectors of any length leads to a requirement
to compare all pairs of solution vectors v and v’, where each comparison can result in
one of three potential outcomes: v dominates v’, v" dominates v, or the two solutions
are incomparable, meaning they are both dominant in some sense. The Pareto front
is made of all vectors which are Pareto dominant for a given problem, which is defined

as:

Definition 1 A solution vector v is said to be Pareto dominant over solution vector

v if vg > ) for all i, and v; > v} for at least one i.

Continuing with the vehicle purchase problem, example safety and reliability ratings
(on a scale from 1 - 10) for several potential vehicles at the defined price point
are provided in Table 1, along with a list of the other vehicles rating values which

dominate the ratings for that specific vehicle.



Vehicle # | Safety Rating | Reliability Rating | Dominated By Vehicle #s
1 1 1 All
2 1 8 3, 6
3 1 10 None
4 2 6 6,9, 11
5 3 3 6, 8,9, 11, 12
6 3 9 None
7 4 1 8,9,10, 11, 12, 13, 14
8 4 4 9,11, 12
9 5 7 None
10 6 2 11, 12, 13
11 6 6 None
12 8 4 None
13 9 3 None
14 10 1 None

Table 1: Safety ratings and reliability ratings for vehicles in an example two-objective
optimization problem. Both objectives are to be maximized.

Additionally, the Pareto front for the two-objective vehicle evaluation example

described above can be seen in Figure 1.
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Figure 1: The Pareto front for the two objective example problem, where black circles
indicate optimal solutions that are part of the Pareto front.

Now that the basic concepts of multi-objective optimization are defined, the
following sections discuss common approaches to solving problems of this type, and
methods to evaluate the set of solutions provided by a specific algorithm for a given

problem.

2.1.1 Scalarization Algorithms

Numerous multi-objective optimization algorithms use an scalarization func-
tion to combine the values associated with each individual objective into a single
value, and then use single-objective optimization algorithms to solve the problem.
The most commonly used approaches are introduced in this section.

The simplest method in this category is the weighted sum approach (Zadeh,

1963), where a weight is assigned to each objective, and then the result of each op-



timization function is multiplied by the weight associated with that objective, and
all of the weighted function results are summed together. The approach used by this

algorithm is:

xT

M
maximize F(z) = Z Wy frn ()
m=1

subject to  gj(x) >0, j=1,...,P

hi(x) =0, k=1,...,Q

where w is the weight assigned to each objective, M is the number of objectives, P
is the number of inequality constraints and Q is the number of equality constraints.
While this approach is able to find Pareto optimal solutions for the multi-objective
problem, a straightforward implementation is unable to find solutions on non-convex

portions of the Pareto front. An example of a Pareto front with a non-convex portion

can be seen in Figure 2.
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Figure 2: A Pareto front with a point at (5, 6) which results in the existence of a
non-convex region of the Pareto front.
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Also, setting the weights appropriately requires a priori knowledge of the prob-
lem, and the initial preferences of the person setting the weights may not be reflected
in the calculated solution, which are both significant shortcomings. There are im-
provements on the naive approach which depend on varying the weights to find addi-
tional optimal solutions, including those in non-convex portions of the Pareto front,
but there is no guarantee that all optimal solutions will be found.

To address some of the shortcomings of the weighted sum approach, the e-
constraint method (Haimes, 1973) was introduced. This method also uses scalar-
ization to find solutions to a given multi-objective problem, but accomplishes this
by selecting a single objective to optimize, while assigning constraints for all other
objectives:

max‘:ltmize F(x) = fi(z)

subject to €, < fn(z) <€, m=1,....M and m # i
gj(x)>0,j=1,...,P (4)
he(z) =0, k=1,...,Q

reX

where i is the objective function selected for optimization, ¢ and €' are the e val-
ues associated which each objective selected to be constrained, M is the number of
objectives, P is the number of inequality constraints, Q is the number of equality
constraints and X is the set of potential inputs. This turns the multi-objective op-
timization problem into a single objective problem with additional constraints, and
the values associated which each constrained objective are varied for each iteration of
the algorithm, which allows it to find solutions on non-convex portions of the Pareto
front, as well as providing greater diversity in the solution set when compared to the

weighted sum approach. However, similar to the weighted sum approach, e values

11



must be selected a priori, which requires advance knowledge of the problem being
solved to set appropriately.

Another scalarization-based multi-objective optimization method is goal pro-
gramming (Lee, 1972), where a goal value is provided for each objective, and the
multi-objective problem is converted into a single objective problem by minimizing
the distance between the objective function solution and the provided goal for each

objective:

M
maximize F(z) = Y wnl|fm(z) — Gl
m=1

T

subject to gj(x) >0, j=1,...,P (5)

reX

where w is the weight assigned to each objective, G is the goal assigned to each
objective, M is the number of objectives, P is the number of inequality constraints
and @ is the number of equality constraints, and X is the set of potential inputs.
As can be seen in the equation above, goal programming also includes weights in its
scalarization function, but the additional goal parameter allows for the discovery of
solutions in non-convex sections of the Pareto front.

Lastly, the reference point method (Wierzbicki, 1980) was proposed as an
alternative scalarization method where a vector of ideal values for each objective
is provided and the values contained in the vector are projected onto the solution
space through the use of an achievement scalarization function, which can be defined
arbitrarily, depending on the problem being solved. The objective is to find as many
optimal solutions as possible that are as close to the reference point as possible, with
the reference point acting as an unattainable ideal solution.

2.1.2 Evolutionary Algorithms

In contrast to the mathematical optimization approaches discussed in Section

12



2.1, evolutionary algorithms are a stochastic search approach designed to simulate
the evolutionary process found in nature to approximate the set of Pareto optimal
solutions. This is accomplished through the evaluation of each component of a set
of potential candidate solutions for selection and variation, where selection consid-
ers the quality of the solution and variation considers the variance within the set of
potential solutions, and a mating process where high quality solutions are randomly
sampled and combined to add new, potentially improved, candidates to the potential
solution set (Zitzler, Laumanns, & Bleuler, 2004). In accordance with the concept of
the evolutionary process, each component of the set is known as an individual, while
the potential solution set is called the population, and each solution set is known as
a generation. The primary advantages of this approach are that it is able to find
solutions close to the actual optimal set at a lower computational cost and it is able
to find solutions in non-convex sections of the Pareto front. There are a number of
algorithms which follow this process, and the most commonly used approaches are
described below.

One of the earliest multi-objective evolutionary algorithms is Vector Evaluated
Genetic Algorithm (VEGA) (Schaffer, 1985), which divides the population based on
the quality of the individual solution for a single objective by rotating through each
objective, resulting in n equal sub-populations, where n is the number of objectives.
Once the sub-populations have been selected, they are combined together to create
a new population, which has a mating process applied to create a new generation.
Because this approach selects the best solutions for individual objectives, rather than
solutions which provide a good tradeoff between all objectives, it is functionally equiv-
alent to a linear weighted sum approach where all objectives are weighted equally,
resulting in an inability to find Pareto optimal solutions in non-convex sections of the
Pareto front (Richardson, Palmer, Liepins, & Hilliard, 1989).

Many other approaches use Pareto dominance to determine the quality of in-

13



dividual solutions, and one of the most popular evolutionary algorithms using this
method is the Non-dominated Sorting Genetic Algorithm-IT (NSGA-II) (Deb, Pratap,
Agarwal, & Meyarivan, 2002). This algorithm incorporates a fast sorting algorithm
based on Pareto dominance that has a low computational complexity, making it par-
ticularly effective for many problems. The algorithm is initialized with a random
generation, which used as input to the non-dominated sorting algorithm, and then a
new generation is created through mating. Once this is completed, the two genera-
tions are combined, sorted, and evaluated for diversity to determine which individuals
should comprise the next generation. This process is repeated until the stopping con-
dition is met, with the final generation representing the approximate set of Pareto
optimal values.

Another approach to solving multi-objective optimization problems is to de-
compose the problem into a number of single-objective problems which are solved in
parallel. One algorithm which uses this method is MOEA/D (Zhang & Li, 2007),
which starts with an initial population, weight vectors, and a defined neighborhood
size. This information is used to calculate a neighborhood of weight vectors, and then
each individual in the population is used to solve the assigned single-objective prob-
lem with a scalarization function, and the resulting solution is mated with a solution
from a nearby neighborhood, scalarized, and compared to other current solutions so
that the best individual is selected for the next generation of the population. This

process is repeated for multiple generations until the stopping condition is met.

2.1.3 Many Objective Optimization

The methods described in Section 2.1.1 and Section 2.1.2 were developed with
a focus on problems with two or three objectives, but there are many problems where
more than three objectives must be considered. These problems are classified as

many-objective optimization problems in the literature, and solving them requires
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alternatives to the algorithms previously described due to a number of conditions
which make it more difficult to find the set of Pareto optimal solutions as the number
of objectives increases.

One issue that makes many objective optimization problems challenging to
solve is an increase in the number of potential solutions which are not Pareto dom-
inated by any other solution, making it more difficult for algorithms to find Pareto
optimal solutions in the space of all potential solutions (Jaimes & Coello, 2015).
Specifically, the portion of the problem search space which will be found to be non-

dominated by the Pareto dominance relation is (Farina & Amato, 2002):

O:2M—2 (6)

2M

where o is the percentage of solutions which are non-dominated, and M is the number
of objectives. As M increases towards infinity, o approaches 1, showing the relation-
ship between the number of objectives and the effectiveness of Pareto dominance as a
method to find optimal solutions. The exact percentage of non-dominated solutions

for problems with 1 - 10 objectives can be seen in Table 2.
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Number of objectives | Percentage of non-dominated solutions
1 0
2 0.5
3 0.75
4 0.875
5 0.9375
6 0.96875
7 0.984375
8 0.9921875
9 0.99609375
10 0.998046875

Table 2: The relationship between the number of objectives for a problem and the
percentage of non-dominated solutions.

This demonstrates that multi-objective optimization methods which rely on
Pareto dominance to identify solutions quickly become ineffective as the number of
objectives increases.

Another issue that makes many objective optimization problems challenging
to solve is an exponential increase in the dimensionality of the Pareto front as the
number of objectives increases (Jaimes & Coello, 2015). One way to formally define
this phenomenon is that it is bounded by O(MrM~1), where M is the number of
objectives and r is the resolution of each solution, meaning that all solutions within
a hypercube defined by r are treated as a single solution (Sen & Yang, 1998). An
example of the representation of a Pareto front with hypercubes can be seen in Figure
3 (Jaimes & Coello, 2015), showing how quickly the number of solutions required

increases with the number of objectives.
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Figure 3: The Pareto front for a two objective and three objective problem represented
by hypercubes.

The result of this increase in dimensionality is that each potential solution
must be compared to many potential solutions, which is a computationally intensive
task, and that the sheer number of Pareto dominant solutions generated by algorithms
which rely on Pareto dominance for solution comparison is likely to overwhelm a deci-
sion maker required to select a single solution from the set of Pareto optimal solutions

(Jaimes & Coello, 2015).

2.2 Reinforcement Learning

Reinforcement learning (Sutton & Barto, 1998) is a method for solving sequential
decision making problems under uncertainty where an agent learns through feedback
from interactions with the surrounding environment, which may be initially unknown

to the agent.
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Figure 4: The interactions between components of the reinforcement learning
paradigm, which are the agent and the environment.

This is accomplished by making decisions which maximize a reward that is
accumulated through repeated interactions with a surrounding environment while
attempting to complete an assigned task. The act of learning through interaction,
rather than through supervised or unsupervised approaches, is what distinguishes
reinforcement learning from other learning methods, and makes it well suited for
solving sequential decision making problems. In this section, the concept of a Markov
decision process is introduced, followed by a discussion of the types of problems
reinforcement learning algorithms can solve, and a description of the major classes of

reinforcement learning algorithms.
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2.2.1 Markov Decision Processes

There are a number of components associated with a sequential decision mak-

ing problem (Littman, 1996), which are described in detail below:
e Agent: The agent is the entity which is responsible for making the decisions nec-
essary to complete the assigned task. This agent can be an individual, a group,
a robot, a piece of software, or any other entity capable of receiving information
regarding its surroundings as input, and incorporating that information into its

decision making process.

e Environment: The environment in a sequential decision making problem is com-
prised of everything external to the agent. This consists of the agent’s surround-
ings, and anything that can influence the state of those surroundings. The agent
interacts with its environment as part of the decision making process, and should
consider the information acquired through previous interactions when making

decisions.

e Actions: Decisions made by the agent have an impact on its surroundings,
causing changes in the relationship between the agent and environment, and
are described as actions. An action generally changes the state of the world

from the perspective of the agent in some way.

e Reward: The reward is the input signal received by the agent from the environ-

ment as a result of a decision made by the agent.

It is clear from the description above that the components of a sequential decision
making process are highly interdependent, and without an appropriate framework,
sequential decision making problems could be very difficult to solve.

Fortunately, a Markov decision process (MDP) provides a suitable model to

represent an agent making a series of decisions, as long as the problem can be modeled
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such that the probability distribution of future states in the environment are only
dependent on the current state. This restriction is known as the Markov property,
and can be accommodated for many classes of problems. A Markov decision process

(Puterman, 2014) contains the following components:

e A set of states S that represents all potential states available to the agent,
while each individual state includes all information needed about the agent and

environment to make a decision regarding the next action to take.

e A set of actions A that includes all decisions that an agent can make to transition

from the current state s to a subsequent state s’.

e A transition function 7 that determines how the state of the agent changes
based on the current state and the action selected by the agent, which may be

deterministic or stochastic.

e A reward R that is received by the agent from the environment when transition-
ing from the current state to a subsequent state, which may be deterministic,

stochastic, or dynamic.

e A discount factor v that determines the relative importance of future rewards
in comparison with current rewards. Values for this variable range from zero to
one, where the importance of future rewards increases as the discount factor is
increased, and the importance of future rewards decreases as the discount factor
is decreased. A discount factor of one results in the expected value of all future
rewards having the same weight as the current reward, and a discount factor
of zero makes the agent fully myopic, completely eliminating the influence of

future rewards on decisions made from the current state.

The goal is to determine an optimal policy II, which is a series of state-action pairs

that are selected by the agent such that the expected long-term reward obtained by

20



the agent is maximized according to a given measurement function. For an infinite
horizon Markov decision process, which is the type normally used for reinforcement

learning problems, the value function is:

VT(s) = E[ifyt s (s1,a0) 50 = 5,0, = 7(s,)] (7)

t=0

where t is the time step, s; is the state for that time step, a, is the action for that time
step, and 7y is the discount factor. Combining this value function with the Markov
property leads to the Bellman equation, which simplifies the process of calculating

the value of a policy (Bellman, 1957):

V7T(s) = R(s, m(s)) + 7 * [Z T(s,m(s),s") = V(s) (8)

s'esS

where R(s,m(s)) is the reward received from the environment when executing the
policy from state s, and T'(s,7(s),s’) is the probability of transitioning from state s
to state s’ when executing the policy from state s.

Dynamic programming is a effective problem solving method which breaks a
problem into smaller subproblems, which are solved independently and aggregated
to find a solution for the larger problem. It can be used to solve Markov decision
processes through value iteration and policy iteration, because the problem of deter-
mining an optimal policy can be solved by determining the best action to take from
each state in the Markov decision process. Value iteration is a dynamic programming
approach where the Bellman equation is used to determine the value of each state
in the Markov decision process, and then those values are used to determine the se-
quence of actions that make up the optimal policy. The value iteration algorithm can

be seen in Algorithm 1.
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Algorithm 1 Value iteration

Initialize V'(s) arbitrarily
Initialize t = 0
Initialize discount factor ~y

Initialize stopping condition 6

repeat
A=0
t=1t+1

for each state s € S do

V(s) = max Z T(s,a,s)|R(s,a)+ vV (s)]
A = mas(A, [Vi(s) ~ Via (9)
end for
until A < 4
for each state s € S do

m(s) = argmax Y T'(s, a, s')[R(s,a) + YV (s)]
a s'es
end for

Policy iteration is an alternative dynamic programming algorithm which de-
termines an optimal policy by evaluating a series of policies for a given problem using
a two step process. First, the Bellman equation is used to determine the value of
each state in the Markov decision process, and then the optimal policy for the new
values is compared to the optimal policy calculated in the previous iteration of the
process. This is repeated until the new policy is no improvement over the previous

policy. The policy iteration algorithm can be seen in Algorithm 2.
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Algorithm 2 Policy iteration

Initialize V'(s) arbitrarily
Initialize m(s) arbitrarily
Initialize ¢ = 0

Initialize discount factor ~

Initialize stopping condition 6

repeat
repeat
A, =0
t=t+1

for each state s € S do
V(s) = max /Z T(s,a,s")[R(s,a) +~V(s)]
A, = maa(AIVi(s) = Vier(s)
end for
until A, < 0
» = False
for each state s € S do
m(s) = argmax Z T(s,a,s")[R(s,a) +~yV(s)]
if m_1(s) ;ﬂt(;)eihen A, = True
end if

end for

until A, = False

2.2.2 Exploration versus Exploitation

For a Markov decision process, it is assumed that all information about the
environment is available. However, this assumption is not made for reinforcement

learning problems, and one of the most challenging issues created by relaxing that
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assumption is how to handle the tradeoff between exploring the environment to obtain
a better understanding of the reward which will be received in response to a given
action, and exploiting the information already obtained by selecting an action that
maximizes the expected reward known to be available to the agent. This challenge is
known as the exploration-exploitation dilemma, and has been the focus of substantial
research within the field of sequential decision making, leading to the development of
numerous algorithms designed to address this issue.

The simplest, and most commonly used, method is e-greedy, where the optimal
action is selected with probability 1 — ¢, and a randomly selected policy is selected
with probability € (Sutton & Barto, 1998). The formula used by e-greedy to select

an action is:

optimal

a with probability 1 — €
a; = (9)

random

a with probability e

An alternative method for action selection used to address the exploration-
exploitation tradeoff is Softmax, where action probabilities are weighted based on
the expected reward associated with the action, and an action is selected at random
based on those probabilities (Sutton & Barto, 1998). The formula used by Softmax

to calculate probabilities for each action when using a Gibbs distribution is:

th (a‘)T
S Qi@

a’'eA

Py(a) = (10)
where ();(a) is a probability distribution which accounts for the expected reward of the
action and 7 is a positive value known as the temperature, which controls the relative
probabilities of the actions. Higher temperature values decrease the differences in
probability between potential actions, while a temperature of 0 would cause fully
greedy action selection.

Another method which has been shown to be effective is based on the concept

24



of optimism in the face of uncertainty, and known as UCB1 (Auer, Cesa-Bianchi, &
Fischer, 2002). It requires the calculation of an upper confidence bound for all actions
based on the number of times an action was selected, and then selects the action with
the highest upper confidence bound value. The formula used by UCB1 to calculate

upper confidence bound values is:

2logt

ny(a)

Ui(a) = Ri(a) +

(11)

where R;(a) is the mean reward obtained for all selections of action a up to time ¢,

and n;(a) is the number of times the action was selected up to time ¢.

2.2.3 Model-based Learning

As mentioned previously, Markov decision processes can be used to model
sequential decision making problems, but assume that all information about the en-
vironment is fully known in advance. However, reinforcement learning algorithms
do not make that assumption, and must have the ability to incorporate information
obtained through the rewards received by the agent and the state transitions which
occur after the agent has selected an action. Model-based reinforcement learning
algorithms accomplish this by maintaining a Markov decision process which repre-
sents the agent’s current estimate of the actual environment where it is operating,
which can be initialized randomly, by assigning a uniform value for all state values
and transitions, or by incorporating a priori knowledge of the environment. The
Markov decision process is solved using policy iteration, value iteration, or other sim-
ilar methods to attempt to find an optimal action, and the expected reward and state
transition probabilities within the Markov decision process are updated based on the
reward and state information received from the environment in response to selected

actions.
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One example of a model-based reinforcement learning algorithm is R-max
(Brafman & Tennenholtz, 2002), which relies on the concept of optimism under un-
certainty to learn a policy which is nearly optimal. This is accomplished by initializing
a Markov decision process such that all actions from all states return the maximum
possible reward from the environment. As the agent interacts with the environment,
the rewards associated with the states and actions within the Markov decision process
are updated, and after a user-defined number of times that a state-action pair has
been selected, an updated optimal policy is calculated using a dynamic programming

algorithm. The R-max algorithm is described in Algorithm 3.
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Algorithm 3 R-max

Initialize R4z
Initialize R(s,a) = Ryax
Initialize T'(s,a,s’) =1
Initialize ¢(s,a,s’) =0
Initialize r(s,a) =0
Initialize update threshold m
Initialize discount factor ~
Initialize error bound e
Compute an initial policy based on T, R,~, €
for each episode 7 do
Set s to initial state
while s is not terminal do
Take action a, receive reward r;, and next state s’
c(s,a,8") =c(s,a,8)+1
r(s,a) =r(s,a) +r
if ¢(s,a,s’) = m then
T(s,a,s) = C(smﬂ
R(s,a) = %
Compute an updated policy based on T, R, v, €
end if
Update s = ¢’
end while

end for

2.2.4 Model-free Learning

While the model-based reinforcement learning approach maintains a Markov
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decision process which represents the agent’s knowledge about the environment,
model-free algorithms learn the values associated with each state transition directly
and use that information to select actions to determine the optimal policy, and does
not explicitly store the information as a Markov decision process that is solved to
determine the optimal policy at a given time.

Model-free learning methods can be categorized as online or offline learning
approaches. Offline algorithms collect samples based on interactions with the envi-
ronment, and use that information to calculate the expected reward associated with
each state, similar to the model-based reinforcement learning approach where the
Markov decision process is solved periodically to determine the optimal policy given
the information available.

In addition to the separation of learning algorithms into online and offline
methods, there are two other subclasses of model-free reinforcement learning algo-
rithms, which are described as on-policy and off-policy learning. On-policy algo-
rithms learn solely based on the rewards which resulted from the current policy being
executed, while off-policy algorithms also incorporate rewards obtained from actions
taken to explore the environment.

The basis of all model-free reinforcement learning algorithms is the concept of
temporal difference learning, which uses information obtained through interactions
with an system that is not completely known to predict the future behavior of that
system (Sutton, 1988). The primary benefits of this approach, which can be seen as a
combination of dynamic programming and Monte Carlo simulation, are the ability of
temporal difference learning to make incremental updates to predictions and use the
information obtained through interactions with the environment more efficiently and
accurately (Sutton, 1988). Because of the incremental nature of temporal difference
learning, it is well suited for solving sequential decision making problems, and as-

sumes a problem is modeled as a Markov decision process. One well known temporal
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difference learning algorithm is TD(\) (Sutton, 1988), which uses the concept of tem-
poral difference to calculate an estimated value for each state in a Markov decision
process by updating the value of the current state based on the reward of the action
chosen from that state. The variable A refers to the concept of eligibility traces, which
control the importance of future rewards incorporated into the learning process. The

TD(A) algorithm can be seen in Algorithm 4.

Algorithm 4 TD())

Initialize V'(s) arbitrarily
Initialize e(s) = 0
Initialize learning rate «
Initialize discount factor ~
Initialize exploration function
for each episode 7 do
Set s to initial state
while s is not terminal do
Choose action a based on V(s) using exploration function (e.g. e-greedy)
Take action a, receive reward R and next state s’
d=R+V(s)=V(s)
e(s) =e(s)+1
for each state s do
V(s) =V (s) + ade(s)
e(s) = yXe(s)
end for
s=4g
end while
end for

Another example of a model-free, online, on-policy reinforcement learning al-
gorithm is Q-learning (Watkins & Dayan, 1992), which can be seen in Algorithm 5.
This algorithm relies on the use of a Q-function, which has a state and action as in-
put parameters, and returns the expected reward associated with selecting the given
action from the chosen state, known as a Q-value, and can be contrasted with the
value stored in TD(A), which only represents the expected reward for visiting that
state. As with the initial values of the Markov decision process used in model-based

methods, the Q-values can be initialized randomly, set to identical values, or used to
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provide a model of the environment where the agent will be operating. The learning
rate controls the impact that the reward and change in value between the Q-value
of the current state-action pair and subsequent state-action pair has on the updated
Q-value, and the discount factor controls the influence of future state-action pairs
on the expected value of the current state-action pair. Practically, the learning rate
controls how quickly the agent incorporates the information obtained through inter-
actions with the environment, and discount factor limits the impact of future states

on the current state.

Algorithm 5 Q-learning

Initialize Q(s, a) arbitrarily
Initialize learning rate «
Initialize discount factor ~y
Initialize exploration function
for each episode i do
Set s to initial state
while s is not terminal do
Choose action a based on Q(s, a) using exploration function (e.g. e-greedy)
Take action a, receive reward R and next state s’
Q(s,a) = Q(s,0) + a | R+ 7Qmax(s',d) = Q(s, a)
Update s = &
end while

end for

The aspect of this algorithm which makes it an off-policy method can be seen
in the formula where Q(s,a) is updated. The Q-value used to estimate the value
of the subsequent state is based on the action which maximizes the Q-value, rather

than the exploration function used to select actions. Because of this, Q-learning can
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incorporate information that would not be discovered while executing the current
policy, which slows down convergence on an optimal policy, but results in an algorithm
that can be applied more generally.

An example of a model-free, online, off-policy reinforcement learning algorithm
is SARSA (Rummery & Niranjan, 1994), which can be seen in Algorithm 6. Like Q-
learning, SARSA relies on the use of a Q-function that has a state and action as
input, and returns a value associated with that state-action pair. The name of this
algorithms is derived from the sequence of items used to update the Q-value for the
current state and selected action, which is State, Action, Reward, State, Action. This
highlights the primary difference between SARSA and Q-learning, and what makes
SARSA an on-policy learning algorithm, which is the approach used to select the
next action which will be taken by the algorithm. As shown in the algorithm below,
SARSA uses the same process to select the current action a and the subsequent action
a’ which is used to update the Q-value for the current state-action pair, rather than
finding the maximum Q-value for the subsequent state and all possible actions from

that state.
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Algorithm 6 SARSA
Initialize Q(s, a) arbitrarily

Initialize learning rate «
Initialize discount factor ~y
Initialize exploration function
for each episode i do
Set s to initial state
while s is not terminal do
Choose action a based on Q(s, a) using exploration function (e.g. e-greedy)
Take action a, receive reward R and next state s’

Choose action a’ based on (s, a) using exploration function (e.g. e-greedy)

Q(s,a) = Q(s,a) + a[R+1Q(s', a) — Q(s, a)]

Update s = s
Update a = o
end while
end for

Because of this difference, SARSA is able to better account for the impact of
the exploration function on selected policies, converge more quickly on the optimal
policy, and has the ability to alter a policy that is found to be suboptimal while it is
being executed. However, these advantages come at the expense of an algorithm that
is more difficult to generalize.

One of the most commonly used model-free offline reinforcement learning algo-
rithms is Fitted Q-iteration (Ernst, Geurts, & Wehenkel, 2005), which also calculates
Q-values, but does so based on samples collected during interactions with the envi-
ronment rather than as the interactions take place. The samples are comprised of a
state, action, reward, and the subsequent state that resulted from the action taken,

and are used in conjunction with an algorithm capable of performing regression anal-
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ysis to approximate the optimal policy for a predefined optimization horizon of finite

length. The Fitted Q-iteration algorithm can be seen in Algorithm 7.

Algorithm 7 Fitted Q-iteration

Initialize optimization horizon T

Provide sample set (s, a,r,s’)
Initialize T'S(s,a) =0
for each horizon step 7 do
Initialize Q;(s,a) =0
for each sample j do
TSi(sj,a;) =1; + maé}XQ,»_l(s;-, a’)
end for
Perform regression analysis on 7'S to determine @);
end for
for each episode 7 do
Set s to initial state
while s is not terminal do
Choose action a based on Qr

Take action a, receive reward R and next state s’

Update s = s
Update a = o
end while
end for

The primary benefit of this approach is that it is more sample efficient than
online model-free methods, so it is well suited for applications where interactions with

the environment are limited or very costly.
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2.3 Multi-Objective Reinforcement Learning

As with reinforcement learning where a single objective is considered, multi-objective
reinforcement learning is an approach that is capable of determining an optimal pol-
icy for sequential decision making problems. It extends the reinforcement learning
paradigm to problems with multiple objectives, which are usually in conflict with
each other. For problems which can be modeled as a Markov decision process, the
only difference between a single objective problem and a multi-objective problem is
the content of the reward received from the environment in response to an action. For
multi-objective problems, the reward consists of a vector, rather than a scalar value,
and in that case, the problem can be modeled as a multi-objective Markov decision
process (Viswanathan, Aggarwal, & Nair, 1977), where the objective is to find a pol-
icy or set of policies which are Pareto optimal, rather than a policy which maximizes
the long term expected reward. An example of the components of a multi-objective

Markov decision process can be seen in Figure 5.
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Figure 5: The multi-objective reinforcement learning paradigm, where the reward
received from the environment is a vector value instead of a scalar.

Similarly to single objective reinforcement learning algorithms, many multi-objective
reinforcement learning algorithms use multi-objective Markov decision processes as
a model of the problem, and use many different approaches to obtain optimal
policies for the problem. The remainder of this section contains detailed review of
the different multi-objective reinforcement learning algorithms and applications in

the literature is provided, grouped by the class of algorithm used in each work.

2.3.1 Single Policy Multi-Objective Reinforcement Learning Algo-

rithms

Early work in the field of multi-objective reinforcement learning relied on the use of

scalarization functions to transform the multi-objective problem into a single objec-
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tive one that could be solved using standard reinforcement learning methods, resulting
in a single optimal policy for the problem. These scalarization functions can be linear
or non-linear, and can weight each objective equally, use different weights for each
objective, or update weights dynamically. Additionally, there are a number of dif-
ferent reinforcement learning algorithms used by these approaches after the reward
vector has been scalarized. In this section, prior work related to all of these facets of
the problem is reviewed.

As is the case in the multi-objective optimization literature reviewed in Section
2.1, the most basic, and most frequently used, scalarization function relies on assigning
weights to each objective, and then summing the weighted rewards to create a scalar
reward. The simplest weighting method is to sum all reward values received without
making any changes to the reward values, effectively weighting each objective equally.
This method is used for a vector of reward signals associated with multiple goals to
learn an optimal policy using Q-Learning (Karlsson, 1997), which is described as cal-
culating the greatest mass for each state-action pair. Another method using linear
scalarization with equal weights for each objective is called Q-decomposition, where
Q-learning is used to determine the optimal policy for each individual objective, the
learned Q values are summed as used as input to the SARSA algorithm, which is
used to determine the globally optimal policy for the problem (Russell & Zimdars,
2003). Also, an approach called heuristically accelerated reinforcement learning has
been proposed (Ferreira, Ribeiro, & da Costa Bianchi, 2014), where values for each
objective are learned independently using Q-learning, and combined using a linear
scalarization function with uniform weights for each reward signal. This concept was
also extended in the same work to incorporate a heuristics function which incorpo-
rates values associated with each objective into the state-action pair, with the goal
of speeding up learning for multi-objective multi-agent problems. While all of the

algorithms described in this section thus far use QQ-learning to determine the optimal
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policy for the given problem, alternative reinforcement learning algorithms have also
been used with scalarization functions. In one instance, SARSA is incorporated into
an algorithm designed to determine an optimal policy for problems with multiple
goals using a linear scalarization function with uniform weights for the reward val-
ues associated with each goal (Sprague & Ballard, 2003). This method is applied to
dynamic maintenance scheduling for manufacturing systems where system effective-
ness and efficiency are the two objectives under consideration (Aissani, Beldjilali, &
Trentesaux, 2008), and the ability of this method to react to unexpected events when
scheduling unplanned maintenance events is further demonstrated based on data from
an Algerian petroleum refinery (Aissani, Beldjilali, & Trentesaux, 2009). Addition-
ally, a reinforcement learning algorithm incorporating TD(0) has been used to learn
an optimal policy where water inflow and energy prices are the reward values, and
each is given equal weight in the scalarization process (Shabani, 2009).

For situations where certain objectives have greater importance, a linear scalar-
ization function with non-uniform weights can be used. In this case, the weights
should sum to 1, and are generally defined in advance based on a priori knowledge of
the environment, but can also be learned through interaction with the environment.
One method where using an alternative to summing the learned values for each ob-
jective and selecting the action with the highest sum is W-learning, where a W-value
representing the importance of each objective relative to the current state of the envi-
ronment is calculated, the objective with the highest W-value is given full control over
selection of the next action, and then the action which maximizes the expected long
term reward for that objective is selected using Q-learning (Humphrys, 1995). In this
approach, the weights are either supplied in advance, or learned by the agent while
interacting with the environment. A modified version of W-learning where actions
are selected based on minimizing the maximum penalty for any objective (Humphrys,

1996) instead of treating the problem as a competition between selfish agents was also
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developed, resulting in an improvement in measured performance. Another algorithm
based on QQ-learning managed a controller which balanced energy cost and stability of
demand for a group of agents that manage energy usage for individual devices (Guo,
Zeman, & Li, 2009). In this instance, the reward is determined by adding the variance
of an energy cap and a linear scalarization of energy consumption and energy price
using a variable weight value, which is determined by the importance of the difference
between the variance and the sum of the all energy consumption and energy price
values observed by the controller. Another work turned a single objective problem
into a multi-objective problem by generating multiple rewards correlated with the
original objective, scalarizing the rewards using a weighted sum approach, and then
applying Q-learning to determine the optimal policy (Brys et al., 2014). This method
was shown to be more effective, both in the quality of the policy learned and the speed
at which learning occurred. As was the case for the algorithms using equal weights
for each objective, most of the algorithms proposed in the literature are based on
Q-learning, but some incorporated other reinforcement learning methods. One algo-
rithm used SARSA to determine the optimal policy based on values calculated by a
linear scalarization function (Perez, Germain-Renaud, Kégl, & Loomis, 2010). The
algorithm was applied to a job scheduling problem in a grid computing environment
where system responsiveness and utilization were to be maximized, the weights were
determined though functions based on pre-defined coefficients, and a neural network
was used to approximate the continuous state-action space. One of the few offline
multi-objective reinforcement learning algorithms in the literature used a version of
Fitted Q-Iteration to learn an optimal non-stationary policy for a reservoir manage-
ment system that balances the conflicting objectives of minimizing flood damage in
the vicinity of the reservoir and minimizing water deficits downstream (Castelletti,
Galelli, Restelli, & Soncini-Sessa, 2010).

Also, there are a number of non-linear scalarization functions proposed in the
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literature as a means to determine a single optimal policy for a multi-objective prob-
lem. One algorithm assumed that there is a lexicographical ordering of preferences
associated with each objective and constraints specified for all objectives except one
that is to be maximized, and uses this information to scalarize the reward vector and
determine a single optimal policy using Q-learning (Gabor, Kalmér, & Szepesvéri,
1998). Another algorithm based on Q-learning requires an external decision maker
to indicate preferences for each objective, selects actions by combining those prefer-
ences with the reward values for each objective using an Analytic Hierarchy Process,
resulting in a single optimal policy for a given problem (Zhao, Chen, & Hu, 2010).
Alternatively, the scalarized sum of the cumulative reward for the current episode and
current state-action values can be combined with Q-learning to select actions (Geibel,
2006), but this may not converge. An extension in the same work was proposed which
guarantees convergence by including the scalarized cumulative reward for the current
episode in the state representation, however this guarantee comes at the expense of
an expansion of the state space, which slows the learning process. As with the other
algorithms based on scalarization functions, many non-linear scalarization methods
use Q-learning to determine the optimal policy, but alternatives are also explored
in the literature. One method uses a piecewise linear utility function that uses a
priori knowledge to balance power consumption and response time for a server to
learn a vector value for each state-action value and create a scalar reward used for
action selection with a modified SARSA algorithm(Tesauro et al., 2007). Some of the
non-linear scalarization algorithms do not rely on temporal difference learning. One
example uses a neuro-fuzzy combiner to aggregate results from lower level controllers
that are assigned to a specific objective, acting as a non-linear scalarization function
which is used to predict expected rewards from the environment and select actions
which result in a single optimal policy for the problem (Lin & Chung, 1999). This

method is tested on two continuous control problems with two objectives. Another
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uses a policy gradient algorithm that generates gradient projections, which are used
to determine an optimal stochastic policy which satisfies constraints imposed on each
objective by extrinsic rewards to improve learning based on intrinsic rewards, result-
ing in a method which supports function approximation, and therefore continuous
state and action spaces (Uchibe & Doya, 2007). Alternatively, the Multiple Direc-
tions Reinforcement Learning algorithm (Mannor & Shimkin, 2004) relies on initial
guidance from a decision maker towards a region of the reward space that is expected
to contain the desired target reward values, then generates a series of policies based
on linear scalarization and aggregates components of those policies into a single opti-
mal policy based on which of the initial policies best matches the region selected by
the decision maker.

Single policy multi-objective reinforcement learning methods like the ones de-
scribed provided initial advances in the field, but more recent work also suggests that
multi-objective reinforcement learning algorithms which generate a set of optimal
policies are more useful than those which only generate a single policy. This is the
case because it is likely that the results will include policies previously unknown to the
decision maker, there is no requirement to determine predefined weights using a priori
knowledge of the problem domain, and the results can provide additional information
regarding relationships between objectives (Vamplew, Yearwood, Dazeley, & Berry,
2008). For these reasons, much of the more recent work in the field of multi-objective

reinforcement learning has been focused on multi-policy algorithms.

2.3.2 Multi-policy Multi-objective Reinforcement Learning Algo-

rithms

While the limitations of single policy multi-objective reinforcement learning algo-

rithms and benefits of multi-policy multi-objective reinforcement learning have been
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established, the best method to determine which policies are part of the optimal
set has not. Many different approaches have been proposed in the literature, incor-
porating scalarization, methods for approximating the Pareto front, and the use of
dominance relations originally developed in the field of multi-objective optimization.
For this class of algorithms, the goal is to find as many components of the Pareto
front as possible, which requires multiple policies that are executed by the agent in
the environment.

Related to the single policy reinforcement learning methods using scalarization
functions, varying objective weights in the weighted sum approach can generate mul-
tiple policies. With this approach, single-objective reinforcement learning algorithms
with a scalar reward value are still used, and multiple iterations of the algorithm
with varying weights are evaluated to create a set of optimal solutions and associated
policies. Q-learning planning (Castelletti, Corani, Rizzolli, Soncinie-Sessa, & Weber,
2002) is one such algorithm. It uses model-free reinforcement learning for portions of
the system that are too complex to model efficiently, and stochastic dynamic plan-
ning to model the remaining portion. This is combined with a linear scalarization
function to calculate ) values for each state-action pair in the environment and was
applied to a reservoir management problem with two conflicting objectives, which are
flood prevention in the vicinity of the reservoir and ensuring there is an adequate wa-
ter supply for agricultural purposes downstream. By varying the weights associated
with each objective, Q-learning planning is able to determine a set of policies that
dominate the set of solutions found using stochastic dynamic planning alone. Also,
a linear scalarization function and vary weights for each objective, can be applied
such that learning is more efficient by reusing policies discovered on previous runs of
the agent through the environment that have similar weights to the ones assigned to
the current run (Natarajan & Tadepalli, 2005) . This is accomplished by storing all

optimal policies and the average reward vector associated with the policy, which is
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used to initialize algorithm parameters for a new run. If the average weighted reward
returned by the policy used during the new run exceeds the average weighted reward
of the policy used for initialization by a predefined threshold, the new policy is added
to the set of optimal policies. This is designed to limit the number of policies stored,
because many weight values will result in the same optimal policy. This method is
applied to a small two objective problem and a three objective network routing prob-
lem using a model-free and model-based learning algorithm, and in all cases, reusing
previously learned policies results in faster convergence on the set of optimal policies.
Other multi-objective reinforcement learning methods explicitly focus on iden-
tifying the set of solutions that lie on the convex hull of the Pareto front, which
requires an algorithm capable of learning multiple policies.
Definition 2 In the multi-objective optimization literature, the convex hull is the
subset of points in S that are greater in all dimensions than all other points in S,

where S is the set of solutions generated by an algorithm for a given problem (Roijers,

Vamplew, Whiteson, € Dazeley, 2013).

An example of the convex hull of a Pareto front can be seen in Figure 6.

42



w

*

Objective 2

Objective 1

Figure 6: A convex hull of a Pareto front, where the convex hull is indicated by the
black line.

In Figure 6, all 5 points are part of the Pareto front, but the solution at (3, 2)
falls in a non-convex region of the Pareto front, meaning it is not part of the convex
hull.

The first multi-objective reinforcement learning method that is able to find the
convex hull of the Pareto front is a policy gradient based algorithm that used mixture
policies to find the set of policies that lie on the convex hull of the reward space
for episodic problems (Shelton, 2001). A mixture policy is generated by selecting
an existing base policy which is followed for the remainder of that single episode,
and then the results of each base policy calculated over many episodes are used to
determine the probability that the base policy will be selected again in the future.
Policy gradients are calculated independently for each objective, and a set of policies
is discovered by varying the weights associated with each objective. This method has
also been extended such that any set of base policies may be used to create mixture

policies, and generation of the convex hull is simplified by returning the mixture

43



policies themselves as the result of the algorithm, rather than evaluating the set of
base policies and determining which are optimal for each objective(Vamplew, Dazeley,
Barker, & Kelarev, 2009). Alternatively, there are a number of approaches based on
value iteration that can find solutions on the convex hull of the Pareto front. One
such algorithm is Convex Hull Value Iteration (Barrett & Narayanan, 2008), which
is based on the value iteration algorithm from dynamic programming, but stores a
set of Q-values for each state action pair associated with all policies that identify a

solution on the convex hull. This algorithm can be seen in Algorithm 8.

Algorithm 8 Convex Hull Value Iteration

Initialize Q(s, a) arbitrarily
Initialize t = 0
Initialize discount factor ~

Initialize stopping condition 6

repeat
A=0
t=t+1

for each state s € S do
for each state a € A do
Q(s,a) = E[rT(s,a) + hull Y Q(s',ad')|s, dl
A =mazx(A, |Qi(s,a) = Qi1(s, a)|)
end for
end for

until A < 0

Rather than learning a single policy on each run, (Hiraoka, Yoshida, & Mishima,
2009) learns multiple policies simultaneously by learning the optimal value function
for all weights with a method similar to Convex Hull Value Iteration, and also uses a

threshold parameter to limit growth of the number of policies in the optimal set by
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eliminating policies which do not contribute enough to the hypervolume of the opti-
mal set. Additionally, numerous offline algorithms have been developed which learn
policies that find solutions which make up the convex hull. A multi-policy multi-
objective version of Fitted Q-Iteration has also been developed (Castelletti, Pianosi,
& Restelli, 2011), using historical information gathered through previous interactions
with the environment, and the state-action value calculation used in Q-learning to
determine a set of optimal policies. In this case, the algorithm is used to learn the
objective weights associated with the set of optimal policies that lie on the convex
hull of the Pareto front, and can be used to create a policy for any given weights. The
use of this method is evaluated on water resource management problems where hy-
dropower generation is to be maximized while minimizing the risk of flood in the area
surrounding the reservoir (Castelletti, Pianosi, & Restelli, 2012)(Castelletti, Pianosi,
& Restelli, 2013). Another offline value iteration algorithm capable of learning the
set of optimal policies that make up the convex hull of the Pareto front has been pro-
posed (Lizotte, Bowling, & Murphy, 2010). It is also able to operate with continuous
state and action spaces through the use of linear function approximation, but is only
capable of solving problems with two objectives. That limitation is addressed in a
later work.(Lizotte, Bowling, & Murphy, 2012) which supports any number of objec-
tives through the use of Fitted Q-Iteration. In this instance, a three objective medical
treatment scenario is described and used to evaluate the proposed algorithm. There
are also algorithms based on Q-learning which can determine all optimal policies on
the convex hull of the Pareto front. One approach accomplishes this by interacting
with the environment for a fixed number of runs to obtain a policy, and then using the
information obtained during those interactions to calculate the set of weights associ-
ated with Pareto dominant policies in parallel (Mukai, Kuroe, & Tima, 2012). Rather
than storing a single QQ value for each state-action pair, the set of Pareto dominant

values, and actions are selected using Pareto dominance. The primary shortcoming
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of this method is the time required to learn weights for Pareto optimal policies, which
is later addressed with an improved method for determining the weights used in the
scalarization function (lima & Kuroe, 2014).

While scalarization functions and methods for finding solutions on the convex
hull can find multiple optimal policies, algorithms with these limitations can only find
policies which lie on the convex portions of the Pareto front, which can exclude many
Pareto optimal solutions. However, modifying weights of a non-linear scalarization
function does not have this limitation, and several algorithms have been proposed
which use this method. One proposed method used the Chebyshev scalarization
function for action selection within Q-learning for multi-objective problems to find
a set of Pareto optimal policies (Van Moffaert, Drugan, & Nowé, 2013). This work
also demonstrates that this algorithm is able to find solutions in non-convex portions
of the Pareto front, improves the spread of policies on the Pareto front, and is less
dependent on the weights selected than linear scalarization functions, and shows that
Chebyshev scalarization outperforms linear scalarization for the two objective Deep
Sea Treasure problem and the three objective Mountain Car problem. However, for
a multi-objective wet-clutch control problem, linear scalarization found better solu-
tions than Chebyshev scalarization (Brys, Van Moffaert, Van Vaerenbergh, & Nowé,
2013), demonstrating that the theoretical advantages of non-linear scalarization are
not always realized in practice. The scalarization functions described thus far
can be effective for problems where the objectives are correlated, the environment and
behavior of the agent is well understood or the preferences of the system designer are
well known. However, these prerequisites are rarely met in practice, with the limita-
tions of scalarization functions being demonstrated when investigating multi-objective
Markov decision processes in the context of a multi-objective shortest path problem
(White, 1982) prior to any research into multi-objective reinforcement learning. One

reason scalarization functions are a popular method for handling multiple objectives
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within the context of a multi-objective Markov decision process is that comparing
two scalar reward values is a well defined problem, where the higher valued reward is
considered superior, and two rewards with the same value are equal. However, solv-
ing multi-objective problems requires more complex performance indicators, which
are needed so the algorithm can select actions by comparing vectors rather than
scalar values (Vamplew, Dazeley, Berry, Issabekov, & Dekker, 2011). Since Pareto
dominance is established as the metric used to evaluate the quality of solutions to
multi-objective problems by the multi-objective optimization community, and incor-
porated into many well known multi-objective optimization algorithms, it has been
adopted by multi-objective reinforcement learning researchers as well (Vamplew et al.,
2011), and a number of methods have been proposed which are capable of producing
sets of Pareto optimal policies for multi-objective reinforcement learning problems.
Several algorithms using multi-objective reinforcement learning with Pareto
dominance to determine the set of optimal policies have been proposed. One exam-
ple of a multi-objective reinforcement learning algorithm based on Pareto dominance
was developed for high dimensional problems (Wu & Liao, 2010), and it outper-
formed MOEA /D for optimizing power flow control settings in three different sce-
narios. Also, a model based multi-objective reinforcement learning method which
develops a model of the environment and then uses a multi-objective dynamic pro-
gramming algorithm based on Pareto dominance to learn a set of stationary Pareto
optimal policies (Wiering, Withagen, & Drugan, 2014) has also been proposed. An-
other approach used the hypervolume quality indicator and Pareto dominance to de-
velop a multi-objective Monte Carlo Tree Search algorithm (Wang & Sebag, 2013) and
demonstrated that Pareto dominance is more effective, while a multi-objective variant
of Q-learning where current and future rewards are learned separately (Van Moffaert
& Nowé, 2014) determined that the most effective method for selecting actions was

based on Pareto dominance when compared to the hypervolume quality indicator,

47



linear scalarization, and Chebyshev scalarization, and developed an algorithm called
Pareto Q-Learning, which is shown in Algorithm 9. Additionally, a multi-objective
variant of TD(\) that incorporated afterstates into the value function calculation
was proposed, and shown to outperform Pareto Q-learning and a multi-objective ver-
sion of SARSA for a multi-objective problem concerning the configuration of a cloud
based application (Tozer, Mazzuchi, & Sarkani, 2015). Because Pareto Q-learning is a
model-free temporal difference reinforcement learning algorithm, it is the most similar
to the algorithm based on social choice functions that is proposed in this dissertation,
and is used as a representative example of reinforcement learning algorithms based

on Pareto dominance in Chapter 4.

Algorithm 9 Pareto Q-Learning Algorithm

Initialize sets of Q values Q(s,a) as empty sets for each (s, a) pair
Initialize non-dominated sets N Dy(s,a) as empty sets for each (s, a) pair
Initialize average immediate reward vector R(s,a) as zero for each (s, a) pair
Initialize count of (s,a) pair visits n(s, a) as zero for each (s, a) pair
for each episode t do
Set s to initial state
while s is not terminal do
Choose action a from s using a policy derived from all Q) ets
Take action a, receive reward vector 7! and next state s’
ND,(s,a) = ND(%Qset(s’,a))
R(s,a) = R(s,a) + %(72)“)
Update s = &
end while

end for

A number of alternatives to Pareto dominance have been incorporated into

multi-objective reinforcement learning algorithms and used to find a set of optimal
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policies. One such instance is a dominance relation that relies on pairwise comparisons
was introduced as part of a preference based reinforcement learning algorithm which
uses direct policy search and evolutionary optimization to determine optimal policies,
resulting in a Smith set of optimal policies (Busa-Fekete, Szorényi, Weng, Cheng, &
Hiillermeier, 2014). This method was tested on a problem with a single objective and
one with two objectives, and was able to discover the Pareto front in the two objective
case. Other work has investigated the use of lexicographic preferences (Bossert, Pat-
tanaik, & Xu, 1994) instead of Pareto dominance for multi-objective Markov decision
processes. One method involved the use of a value iteration algorithm for solving the
multi-objective Markov decision process using lexicographic preferences, slack that
allows deviation from the optimal value of the primary preference to improve the sec-
ondary value, and conditional information about the ordering of preferences based on
the current state in the multi-objective Markov decision process (Wray, Zilberstein, &
Mouaddib, 2015). This method was tested on an autonomous driving problem where
the total time on the road was minimized while maximizing the amount of time the
vehicle spent in autonomous driving mode. Another value iteration algorithm based
on the use of lexicographic preferences and a maximin social welfare function that
determined the optimal ordering of preferences was used to determine optimal values
in a multi-objective Markov decision process (Mouaddib, 2012), and those algorithms
were tested on a two objective path finding problem with stochastic actions. In con-
trast to the value function-based alternatives to Pareto dominance, a policy iteration
algorithm that relies on gradient ascent searches to find all Pareto optimal policies by
following the Pareto front by optimizing one objective at a time has been proposed
(Parisi, Pirotta, Smacchia, Bascetta, & Restelli, 2014). Also, a multi-objective version
of the Estimation of Distribution evolutionary search algorithm has been combined
with the use of Conditional Random Fields to generate multiple optimal policies by

evolving an initial set of policies over multiple generations (Handa, 2009a), and that
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algorithm has also been extended to support multi-objective Markov decision pro-

cesses (Handa, 2009Db).

2.4 Social Choice Theory

Social choice theory is the study of methods for aggregating individual preferences
to make collective decisions, normally through the use of an election that determines
the preferred outcome of the group as a whole. The components of an election are a
set of voters NV, a set of predefined alternatives A that are the options available to
each voter, a ballot that contains the score or preference ordering R of the available
alternatives provided by a single voter, and a set £ that contains all of the ballots that
are evaluated as part of the election. Once L is complete, a single winner is selected
by applying a social choice function to L, or in situations were multiple winners are

possible, a social correspondence function is used on L.

Definition 3 Social choice function: f(L) — A
Definition 4 Social correspondence function: f(L£) — 24\()

While voting has been taking place for millennia, the field of social choice theory
was established in the eighteenth century by two French mathematicians, Borda and
Condorcet. Both individuals developed new voting methods to address perceived
shortcomings in the plurality method, where each voter selects a single alternative,
and the alternative which accumulated the highest number of votes is determined to
be the winner. Borda created a method, now known as Borda Rank (Young, 1974),
where voters rank each alternative according to their individual preference, point
values are assigned to each rank, the point totals from all ballots are summed for each
alternative, and the winner is the alternative with the highest point total. Around

the same time that Borda was developing his method, Condorcet introduced a system
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(Young, 1988) which determines a winner by holding a majority vote between all pairs
of alternatives based on preferences indicated on all submitted ballots, and selecting
the alternative that wins all of these pairwise comparisons. While both of these
methods address some of the issues with plurality voting, they also have potential
weaknesses of their own. Borda Rank may not elect an alternative that a majority of
voters have identified as their first preference, while the Condorcet method can fail to
determine a winner due to cyclic preferences, known as the Condorcet paradox. An
example of a Condorcet cycle is shown in Figure 7, where there are three voters that

are choosing their favorite color from the three available alternatives.

Voter 1: Red = Blue > Yellow
Voter 2: Blue = Yellow = Red
Voter 3: Yellow = Red = Blue

Figure 7: An example of an election with a Condorcet cycle

Voter 1 prefers Red over Blue, and Blue over Yellow, while Voter 2 prefers
Blue over Yellow, and Yellow over Red, and Voter 3 prefers Yellow over Red, and Red
over Blue. The result of this election is a Condorcet cycle, because there is no single
alternative that a majority of voters prefer over all other alternatives.

After the work by Borda and Condorcet, a number of other voting methods
were proposed, many of which created an alternative method to select a single win-
ner with the existence of Condorcet cycles, and each with their own strengths and
weaknesses. Several well known voting systems are defined below, many of which are

evaluated in Chapter 4 of this work.

Definition 5 Plurality Voting: A voter can select a single alternative, and the winner

18 the alternative that has been selected most overall.

Definition 6 Approval Voting: A wvoter can select any number of alternatives, and

the winner 1s the alternative that has been selected most overall.
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Definition 7 Range Voting: FEach alternative is assigned a score within a given
range, and the individual scores provided by each voter are summed to provide a

cumulative score.

Definition 8 Borda Rank: Given n alternatives, each alternative is ranked according
to preference by each voter, then the top ranked alternative on each ballot is assigned
a score of (n — 1), the second ranked alternative is assigned a score of (n — 2), which
continues until the lowest ranked alternative is assigned a score of 0. In instances
where multiple alternatives are ranked the same, all equally ranked alternatives receive
the same score. The individual scores resulting from the preferences indicated on the
ballot of each voter are summed to provide a cumulative score, and the overall winner

1s the alternative with the highest score.

Definition 9 Copeland voting (Copeland, 1951): A woter ranks each alternative by
preference, and then an election is held between each pair of alternatives where the
winner 1s determined by a majority vote. The winner of each pairwise election receives
1 point, and both alternatives receive 1/2 point in the case of a tie. The individual
points resulting from each pairwise election are summed to provide a cumulative score,

and the overall winner is the alternative with the highest score.

Definition 10 Schulze Method (Schulze, 2011): A wvoter ranks each alternative by
preference, and then the paths between all pairs of candidates are determined based
on the pairwise preferences indicated on each ballot. Once all pairwise preferences
are calculated, the strongest paths between each pair of candidates are determined by
solving the widest path problem, and then an election is held between each pair of
alternatives where the winner is determined by the higher strongest path value. The
winner of the overall election is the alternative that wins the most pairwise elections

based on strongest path values.
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While new voting systems were being introduced periodically and compared
to existing alternatives, there was no formal study of the challenges associated with
designing voting systems until Arrow developed a set of conditions that an ideal social
choice function would meet, and proposed a theorem stating no voting system based
on ranked preferences can meet all these conditions when there are at least two voters

and three alternatives (Arrow, 1963). The conditions are:

e Pareto efficiency: If every voter prefers one alternative over another, the results

of the election must match that preference.

e Independence of irrelevant alternatives: The results of an election among the
alternatives contained in set S cannot be affected by the preferences of voters

for alternatives not in set S.

e Unrestricted domain: No voter can be prevented from completing a ballot that

indicates the voter’s preferences for the available alternatives.

e Non-dictatorship: The results of an election cannot be solely determined by a

single voter.

Using Arrow’s methodology to assess the voting methods described above
highlights the similarities and differences between the approaches. All of the vot-
ing methods consider the ballots of all voters when selecting a winner, therefore
satisfying Arrow’s non-dictatorship condition, and all of the methods also meet the
unrestricted domain condition because none of them impose any restrictions related
to the alternatives available to a voter, or disregard any preferences indicated on a
voter’s ballot. However, while approval voting and range voting satisfy the indepen-
dence of irrelevant alternatives condition, the other voting methods do not, because
the outcome of an election between two alternatives can be affected by changes in

the ordering of preferences between other alternatives. Finally, Copeland voting and
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the Schulze method are the only voting systems described that are guaranteed to be

Pareto efficient.

2.4.1 Social Choice Theory and Multi Criteria Decision Making

Multi Criteria Decision Making (MCDM) is a field concerned with finding the
best possible solution, or set of solutions, to a problem when considering multiple
criteria which are normally in conflict with each other (Triantaphyllou, 2013). In
many scenarios, it is assumed that there is a set of alternatives available, a set of
criteria used to evaluate the alternatives, decision makers that provide assessments
of the alternatives within the context of the relevant criteria, and a method for the
decision makers to indicate preferences between alternatives.

Based on this description of MCDM, it is clear that there are many similarities
between problems that can solved using MCDM approaches and the various methods
developed in the field of social choice theory. Because of these parallels, many MCDM
methods have been developed that rely on the same process as voting systems de-
veloped within the field of social choice theory, where the preferences of individuals
must be aggregated into a collective decision (Bouyssou, Marchant, & Perny, 2009).
The relevant MCDM methods can be grouped into two major categories, based on
the approach used to select the best alternative available. One category can be de-
scribed as aggregation methods, because they involve the assignment of scores to each
alternative and the accumulation of those individual scores into a global rating, while
outranking methods rely on pairwise comparisons for all alternatives to determine
the optimal alternative for a given decision making process (Triantaphyllou, 2013).

One of the most commonly used aggregation methods is multi-attribute util-
ity theory (MAUT), where all preferences of the decision maker are represented by
a utility function that is defined by the decision maker through the assignment of

marginal utility scores and weights to each alternative (Keeney & Raiffa, 1993). The

o4



marginal utility scores are used to indicate the preference of each alternative relative
to the other options available and the assigned weights indicate the relative impor-
tance of each criteria. Once all the marginal utility scores and weights are defined, a
summation is performed, resulting in a global utility score for each alternative. The
optimal alternative is the one with the highest global utility score.

Another popular MCDM method that can be classified as an aggregation
method is the analytic hierarchy process (AHP), which decomposes a MCDM problem
into three tiers, which are associated with the decision to be made, the criteria under
consideration, and the alternatives available to the decision maker. (Saaty, 2004).
The process is applied to a specific decision by starting with the bottom tier in the
hierarchy, which is the evaluation of alternatives for each criteria through pairwise
evaluation of alternatives, resulting in the assignment of scores to each alternative.
Once this is accomplished, the importance of the criteria to the overall decision is
assigned a score, again through a pairwise comparison. Finally, the results of these
assessments are aggregated, and the result indicates which alternative should be se-
lected.

ELimination and Choice Expressing REality (ELECTRE) was initially devel-
oped as an alternative to the aggregation approach, and has been extended into a
family of outranking methods. ELECTRE utilizes the evaluation of preferences be-
tween pairs of alternatives, and then assesses the outcome of those pairwise rankings
to determine the best alternative, rather than assigning scores to each alternative and
summing them (Roy, 1991). Specificallyy, ELECTRE requires the decision maker to
evaluate each pair of alternatives and determine if one is preferred over the other,
there is no difference between the two, or they are incomparable. Once that has
been accomplished, concordance and discordance conditions must be evaluated. Con-
cordance for a given ranking indicates that a sufficient majority of the criteria are

in agreement with the ranking, while a lack of discordance shows that the level of
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disagreement with the ranking by criteria in disagreement with the ranking is not
excessive. These two evaluations are then combined into a single outranking relation-
ship between each pair of alternatives, which is used to determine the smallest set of
acceptable alternatives for the given problem.

Preference Ranking Organization METHod for Enrichment of Evaluations
(PROMETHEE) is an alternative outranking method for MCDM. It involves the use
of preference functions with pairwise comparisons between alternatives for each crite-
ria, which are then used to calculate positive and negative outranking flows for each
criteria and the decision as a whole, resulting in a ranking that generates the best
alternative for the given problem (Brans & Vincke, 1985). There are a number of
preference functions defined for use within PROMETHEE, but they all range from
0 to 1, where 0 indicates indifference, and 1 indicates the strongest preference. Once
the preference function has been used to evaluate all pairs of alternatives, the results
are used in conjunction with weights assigned to each criteria to calculate a matrix
known as the multi-criteria preference degree, which is used to calculate a positive
and negative preference flow. These flows are combined into a net preference flow,
which is used to rank alternatives, determining the alternative that represents the

best decision for the given problem.
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Chapter 3. Many Objective Q-Learning

In this section, the model-free multi-objective reinforcement learning algorithm
that is the primary focus of this dissertation is introduced. The proposed method
incorporates concepts from social choice theory into the action selection and expected
value calculation components of the algorithm, which results in the generation of poli-
cies that are globally Pareto optimal, even in environments where the outcome of all
potential actions results in a reward which is Pareto optimal. First, the process for
translating a problem into a Markov decision process is described. Next, the method-
ology used to incorporate a voting method into a reinforcement learning algorithm
is provided. Then, the algorithm itself is introduced, and each step is described. Fi-
nally, an example problem is provided and solved using the proposed algorithm and

one which relies on Pareto dominance.

3.1 Structuring Problems as Markov Decision Processes

Since the algorithm proposed in this dissertation assumes that all problems of inter-
est are structured as a multi-objective Markov decision process, all problems must be
described using the components of a multi-objective Markov decision process, before
the algorithm can be applied to solve the problem. These components are the agent,
the actions available to the agent, the reward received from the environment when
an action is taken, and the possible states of the environment as perceived by the
agent, as shown in Figure 5. To accomplish this, the machine running the algorithm
is considered the agent, and it must know the initial conditions of the problem, have
the ability to sense changes in its surroundings, and cause the decisions of the algo-
rithm to take effect. For episodic problems, the desired end state of the environment
may also be provided to the agent. The actions of the agent are the options available

to the agent to implement the decisions generated by the algorithm, and the current
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state of the environment and reward received as a result of an action by the agent
can be obtained from data available to the agent.

To demonstrate the process of structuring a problem as a multi-objective
Markov decision process, the problem of a robot navigating from one location to
another as quickly as possible, while also using as little energy as possible, can be
used as an example. In this case, the agent is the robot, and it must have sufficient
processing capabilities to run a sequential decision making algorithm, as well as the
ability to sense its position, heading, speed, and energy usage. Since the robot is
required to navigate its surroundings, it must also have the ability to move, stop
moving, and control its direction. Since the state transitions of a multi-objective
Markov decision process are discrete, the actions of the agent must be discrete as
well. For this problem, it can be assumed that the actions available to the agent are
to increase speed by 0.1 meter per second, decrease speed by 0.1 meter per second,
change the direction of the robot by one degree to the left, and change the direction of
the robot by one degree to the right. The state of the environment can be represented
by the current latitude and longitude of the robot, along with the current speed, en-
ergy consumption, and heading. Finally, the robot must know its initial state at the
start of the problem, as well as its intended destination. The starting location and
destination can be represented using latitude and longitude, and the initial speed,
heading, and energy usage can be obtained from the sensors on the robot.

Describing a problem within the context of a multi-objective Markov decision
process can be challenging, or in some cases, impossible. In most cases, the structure
is defined by the information available to the agent running the sequential decision
making algorithm, as well as the agent’s capability to modify its surroundings. As
long as the agent has some ability to take action, and is able to collect any informa-
tion about the results of those actions, algorithms used to solve sequential decision

making algorithms can be applied, but the effectiveness of these algorithms increases
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with the amount of control the agent has over its actions, as well as the quantity and

quality of information available to the agent.

3.2 Solving Multi-objective Markov Decision Processes with Social Choice

Functions

To use a social choice function to select actions within the context of a multi-objective
Markov decision process, several steps must be performed so an election can be held
among all objectives, where the current expected value vectors associated with each
state-action pair, known as a Q-value, is used to complete the ballot for each objective.
First, the set of all existing Q-values stored for all potential actions from a given state
are collected. Then, those vectors are converted from an aggregation where expected
rewards are mapped from actions to objectives to one where they are mapped from

objectives to actions. An example of this process can be seen in Figure 8.
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Figure 8: Example transformation of Q-values associated with each state action pair
to a ballot associated with each objective.

Once all of the stored values are associated with the appropriate objective, that
information is used to complete a ballot where the potential actions from the given
state are the alternatives available on the ballot. The ballot is completed based on the
information required for the selected voting method, and an election is held among
the available alternatives, resulting in set of actions that are considered optimal from
that state. The list below shows the optimal actions from this example state, as
determined by the different voting methods which will be evaluated in more detail in

Chapter 4.

e Approval Voting: O; selects a4 as the optimal action, while Oy and O3 select
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a; as the optimal action. Because a; is selected as the optimal action by the
most objectives, it is selected as the next action from the current state. Table

3 shows the results for approval voting for the given example.

Action | Number of Votes
ai 2
Qo 0
as 0
Qq 1

Table 3: Approval voting results for expected values in Figure 8.

e Range Voting: For Oy, a; is assigned -10 points, as is assigned -6 points, ag is
assigned -5 points, and a4 is assigned -1 points. For O,, a; is assigned 7 points,
as is assigned 5 points, ag is assigned 6 point, and a4 is assigned 4 points. For
O3, ay is assigned 2 points, and as, a3, and a, are all assigned 0 points each.
Summing the point values results in a4 receiving 3 points, ag receiving 1 point,
and as and a; receiving -1 point, making a4 the winner, which would be selected
as the next action from the current state. The results of range voting for the

given example can be seen in Table 4.

Action | Oy Points | Oy Points | O3 Points || Total Points
ay -10 7 2 -1
as -6 5 0 -1
as -5 6 0 1
ay -1 4 0 3

Table 4: Range voting results for expected values in Figure 8.

e Borda Rank: For Oy, a4 is assigned 3 points, as is assigned 2 points, as is

assigned 1 point, and a; is assigned 0 points. For O, a; is assigned 3 points,
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ag is assigned 2 points, ay is assigned 1 point, and a, is assigned 0 points. For
O3, ay is assigned 3 points, and as, as, and a4 are all assigned 2 points each.
Summing the point values results in a; and a3 receiving 6 points, a4 receiving
5 points, and ay receiving 4 points, making both a; and ag the winners, which
would be selected from at random as the next action from the current state.

The outcome of the Borda rank method for the given example can be seen in

Table 5.
Action | O; Points | O, Points | O3 Points || Total Points
ay 0 3 3 6
as 1 1 2 5)
as p 2 p 6
ay 3 0 2 5

Table 5: Borda rank results for expected values in Figure 8.

Copeland voting: a; is ranked lower than as, az, and a4 for O; and higher
than as, az, and a4 for Oy and O3, so it receives 1 point for winning each pairwise
election with all other alternatives. as is ranked higher than a; for Oy, but lower
than a; for Oy and Osz, ranked lower than as for O; and O, and the same for
O3, and ranked lower than a4 for Op, higher for Oy, and the same for O3, so it
receives 0.5 point for a tied pairwise election with ay. ag is ranked higher than
a; for Oy, but lower than a; for Oy and Os, ranked higher than a, for O; and
Oy and the same for O3, and ranked lower than a4 for Oy, higher for O,, and
the same for O3, so it receives 1 point for winning the pairwise election with as
and 0.5 point for a tie with ay4. a4 is ranked higher than aq, as, and a; for Oy,
but lower than aq, as, and ag for Oy, and ranked lower than a; and the same
as ap and ag for Os, so it receives 0.5 point for a tied pairwise election with as

and 0.5 point for a tied pairwise election with az. The results of the pairwise
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election that is a component of Copeland voting for the given example can be

seen in Table 6.

Action a1 Votes Against | ag Votes Against | az Votes Against | a4 Votes Against
a1 Votes For * 2.0 2.0 2.0
as Votes For 1.0 * 0.5 1.5
a3 Votes For 1.0 2.5 * 1.5
a4 Votes For 1.0 1.5 1.5 *

Table 6: Pairwise election results for expected values in Figure 8.

Summing the point values results in a; receiving 3 points, as receiving 1.5 points,
and a4 receiving 1 point, and as receiving 0.5 point, making a; the winner, which
would be selected as the next action from the current state. The details of the

point assignment process for Copeland voting for the given example can be seen

in Table 7.
Action | a; Points | ay Points | as Points | a4 Points || Total Points
ay * 1.0 1.0 1.0 3.0
as 0.0 * 0.0 0.5 0.5
as 0.0 1.0 * 0.5 1.5
ay 0.0 0.5 0.5 * 1.0

Table 7: Copeland voting results for expected values in Figure 8.

Schulze Method: Like Copeland voting, the first step of the Schulze method
is to perform a pairwise election among all alternatives using the provided bal-
lots. The results of this process can be seen in Table 6. Once the pairwise
election is completed, the strongest path from each alternative to each other al-
ternative must be calculate. This is accomplished by treating the results of the

pairwise election as a directed graph, where the edge direction is determined by
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the winner of the pairwise election between the two alternatives, and the edge
weight is the number of voters which selected that alternative. The process of

calculating the strongest path is shown in Table 8.

From Action | To Action Path Strongest Path Value
ap Qs ap — Gg 2.0
ay as a; — as 2.0
aq a4 a; — ay 2.0
ao ay None 0.0
Qg as Ay — Ay — a3 1.5
a2 ay ay — ay 1.5
as ai None 0.0
as as as — Qs 2.5
as aq as — Qg 1.5
ay4 ay None 0.0
Qy az as — Qs 2.0
ay as ay — as 1.5

Table 8: Strongest path results for expected values in Figure 8.

Using this information, the final step of the Schulze method can be performed,
which is to determine the number of wins for each alternative when a pairwise
comparison of strongest path value is performed. The results of this comparison

can be seen in Table 9.
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Action | a; | as | as | a4 || Number of Wins
aq * 120120120 3.0
as 1.0 * |1.0]1.0 1.0
as 1.0125| * |15 2.0
ay 1.0 15|15 * 2.0

Table 9: Results of pairwise comparison of alternatives based on strongest path values.

Alternative a; wins all comparisons of strongest path values with the other
alternatives, making a; the overall winner which would be selected as the next

action from the current state.

3.3 Voting Based Q-Learning Algorithm

As described in Section 2.2, Q-learning (Watkins & Dayan, 1992) is a model-free tem-
poral difference based reinforcement learning algorithm that learns expected rewards
for each state-action pair in a Markov decision process based on the reward received
for transitioning to a subsequent state, plus the maximum expected reward for all
actions available from that subsequent state, and determines an optimal policy by se-
lecting the action with the largest expected reward in each given state. The primary
difference between the single objective and multi-objective versions of Q-learning is
that the multi-objective method stores sets of non-dominated QQ values, which are
selected based on Pareto dominance in prior work. Instead, we rely on the use of a
social correspondence function to determine which sets are optimal, a method that is
capable of finding sets of globally Pareto optimal policies in environments with many
objectives.

A detailed description of the VoQL algorithm can be found in Algorithm 10.
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Algorithm 10 Voting Q-Learning Algorithm

Initialize Q(s, a) based on the number of objectives

Select a voting method to use for action selection in the exploration function and
for dominance calculation
Initialize learning rate «
Initialize discount factor ~
for each episode 7 do
Set s to initial state
while s is not terminal do
Transform all Qe (s, a) values into ballots for each objective
Choose action a in exploration function by holding election using ballots
for each objective

Take action a, receive reward vector r” and next state s’

Quusst) = U, [ Quats0) + [T 42Qus (1) = Qua(s. 0
Update s = ¢
end while
end for

To begin, the set of optimal Q-values associated with each state-action pair
for the current state are initialized, a voting method is selected, and the learning rate
a and discount factor v are assigned based on the environment. The voting method
has a significant impact on the performance of the algorithm, because it is involved in
determining which Q-values are optimal and the outcome of the election to select the
next action of the agent. As shown in Section 3.2, different voting methods can gener-
ate very different results when given the same expected values for the reward received
from the actions available in that state, so this selection is an essential component
of implementing the algorithm. Next, the set of Q-values stored for the current state

and all potential actions from the current state are transformed into ballots for each
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objective, and the voting method selected for use within the algorithm is used to select
the actions which will be executed by the agent. Once the action has been selected,
the agent takes that action, and receives a reward vector from the environment, as
well as information about the subsequent state of the agent. After that information
is received, the agent updates the sets of Q-values which represent the information
the agent has about the environment, where the voting method is used again, first
to determine the optimal action available from the subsequent state, and then again
to determine a new set of optimal Q-values based on the reward received and the
Q-value for the optimal action available from the subsequent state. Finally, the state
of the environment known to the agent is updated, and the process repeats until a

terminal state is reached.

3.4 Example Problem

As mentioned in Section 2.3, all state of the art methods for multi-objective rein-
forcement learning use Pareto dominance to determine which actions to select while
generating optimal policies for a given problem. While this can work well for problems
with two or three objectives, these algorithms suffer a degradation in performance
as the number of objectives increase (Garrett, Bieger, & Thérisson, 2014) (Roijers
et al., 2013). Given enough objectives, all potential actions from a given state will
be Pareto optimal, and the algorithm will effectively select actions at random. As
mentioned previously, the proposed solution to this problem is to hold an election
where each objective is treated as a voter which submits a ballot indicating a ranking
of the potential actions from a given state, and then an action is selected based on
the outcome of that election. The potential benefit of this method can be seen in the
simple problem defined below.

As a demonstration of the inability to find globally optimal policies when us-
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ing Pareto dominance to select actions in certain multi-objective Markov decision
processes, a small, deterministic multi-objective Markov decision process with two
terminal states, seven states in total, two actions, and three objectives has been cre-

ated, which can be seen in Figure 9. One objective represents a reward for reaching

[0, 0, -1] 0,0,-1] 0,0, 1] [0, 0,-1]
0,1,-1
OSRGOSl C) =l \»'m ()
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Figure 9: Example multi-objective MDP

the leftmost terminal state Sy, another objective represents a reward for reaching the
rightmost terminal state Sg, and the third objective is to minimize the number of
steps required to reach a terminal state. The agent starts at Sz, which is the mid-
point between the two terminal states and can move either left or right from any
given non-terminal state. Solving this episodic, deterministic multi-objective Markov
decision process with Pareto Q-Learning using a discount rate of 1.0 and a learning

rate of 1.0 converges on Q-values and optimal actions that can be seen in Table 10.

State | Action Pareto Q-Value | Optimal Action(s)
s LEFT L, 0, -1]] LEFT
' | RIGHT | [[1, 0, -3], [0, 1, -5]] RIGHT
s LEFT | [0, 1, -6], [1, 0, -2]] LEFT
> | RIGHT | [[1, 0, -4], [0, 1, -4]] RICHT
g LEFT |[[1,0,-3], [0, 1, -5]] LEFT
® | RIGHT | [[1, 0, -5], [0, 1, -3]] RIGHT
g LEFT | [[1,0, -4], [0, 1, -4]] LEFT
* | RIGHT | [[1, 0, -6], [0, 1, -2]] RIGHT
g LEFT | [[1, 0, -5], [0, 1, -3]] LEFT
° | RIGHT [0, 1, -1]] RICHT

Table 10: Solution of example multi-objective Markov decision process using Pareto
dominance.

Intuitively, a rational decision maker would select an initial direction and con-
tinue in that direction until reaching a terminal state in order to maximize the reward

returned by the third objective in addition to the fixed reward received from reaching
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a terminal state, but because the Q-values associated with both actions available in
each non-terminal state are globally Pareto optimal, the agent will effectively select
actions at random, extending the duration of the episode and increasing the number
of steps taken to reach a terminal state, resulting in overall rewards that are not
Pareto optimal for almost every episode.

Since using Pareto dominance to evaluate the quality of a given action in a
multi-objective Markov decision process did not result in policies that are Pareto op-
timal, we evaluated the same problem using Copeland voting for action selection and
optimal set determination in VoQL, using the same discount rate and learning rate
as in the Pareto Q-learning approach. Using this voting method allows the agent to
obtain Pareto optimal results for each episode once the Q-values have converged. The

Q-values and optimal actions generated using this method can be seen in Table 11.

State | Action | Copeland Q-Value | Optimal Action(s)

g LEFT 1,0, -1]] LEFT
' | RIGHT 1, 0, -3]]

g LEFT 11,0, -2]] LEFT
> | RIGHT | [[1, 0, -4], [0, 1, -4]]

g LEFT 11,0, -3]] LEFT
3 | RIGHT [0, 1, -3]] RIGHT

g LEFT | [[1, 0, -4], [0, 1, -4]] RIGHT
* | RIGHT [0, 1, -2]]

g LEFT [0, 1, -3]] RIGHT
° | RIGHT [0, 1, -1]]

Table 11: Solution of example multi-objective Markov decision process using
Copeland voting.

Since the results above indicated that the use of voting methods within a
multi-objective reinforcement learning algorithm can outperform alternatives based
on Pareto dominance, the same evaluation should be performed on problems with

more objectives and a larger state space.
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Chapter 4. Experiments

This chapter demonstrates the performance of VoQL for several multi-objective
sequential decision making problems. To begin, the format and evaluation methods of
the experiments are defined, and the absence of benchmark problems with more than
three objectives in the literature is discussed. Next, VoQL is compared with Pareto
Q-learning using a deterministic two objective environment that is a commonly used
benchmark for evaluating multi-objective reinforcement learning algorithms. Then
deterministic and stochastic path finding problems with five and six objectives are in-
troduced, and VoQL and Pareto Q-learning are evaluated using those many-objective

problems.

4.1 Metrics Used for Algorithm Evaluation

Because the objective of reinforcement learning is to maximize the reward received
from the environment that the agent is interacting with, single objective reinforce-
ment learning algorithms are generally evaluated based on the total reward obtained
by the agent, either over a period of time or on a per-episode basis. This provides
information about the performance of the algorithm overall, as well as demonstrating
the improvement in algorithm performance as the agent has more interaction with
the environment. To create an equivalent performance metric for a multi-objective
reinforcement learning algorithm, a sum of the total reward obtained across all ob-
jectives can be calculated for each episode or time period.

Additionally, because one of the goals of multi-objective optimization and
multi-objective reinforcement learning is to find the set of Pareto dominant solutions
for a given problem, a metric that is designed to evaluate the quality of a solution
set is necessary. The set of Pareto dominant solutions is defined as the complete set

of optimal solutions to a given problem, but calculating the full Pareto front can be
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computationally intensive because it requires comparisons to be made between the
potentially optimal solution under evaluation and all current members of the solution
set for each objective. This means that the computational cost increases as the size
of the set of Pareto dominant solutions increases, as well as number of objectives
increases. Because of this, many algorithms do not find the true Pareto front for a
given problem, and instead attempt to approximate it as closely as possible, which
is measured by the convergence to the actual solution set and the distribution of the
approximate solution set across the actual solution set. Various methods have been
created to evaluate the quality of a specific approximation of the Pareto front, which
are called quality indicators. A number of quality indicators have been proposed in
field of multi-objective optimization, but the one which is most commonly used is the
hypervolume (Zitzler, Brockhoff, & Thiele, 2007), which is designed to transform a
set of vectors into a single scalar value, and is monotonic with respect to Pareto dom-
inance (Knowles & Corne, 2002). This metric is also recommended for the evaluation
of multi-objective reinforcement learning algorithms which find multiple policies for
a given problem (Vamplew et al., 2011).

Another commonly used metric to evaluate algorithm performance is the time
required to find a solution, since an algorithm which can provide a solution that is
as good as, or better than, an alternative algorithm in less time is preferred over the
slower method. Also, there are many instances where an agent is required to make a
decision by a certain time, meaning a solution is required in a timely manner.

Based on the information presented above, the metrics chosen to evaluate the
performance of each method under evaluation are the hypervolume of the optimal
solution set per episode, the total reward obtained per episode, and the time required
to complete each episode. For the hypervolume, which measures the quality of the
Pareto set, and total reward obtained, larger numbers indicate better performance,

while lower times per episode are preferred. The two objective problem was executed
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for 30 runs of 10000 episodes for each algorithm, while all of the many objective prob-
lems were executed for 30 runs of 1000 episodes for each algorithm. This was done
to create a statistically significant set of samples, which were averaged together. The
results were tested to see if they fit a normal distribution, which was not the case for
any of the datasets. Because of this, all results were compared using a two sample
Wilcoxon rank-sum test (Mann & Whitney, 1947) to evaluate the significance of the
differences between the results from each algorithm. The statistical significance of

each result will be discussed as part of the analysis of each problem.

4.2 Deep Sea Treasure

Deep Sea Treasure (Vamplew et al., 2011) is a commonly used deterministic, episodic
multi-objective reinforcement learning benchmark problem where an agent navigates
a 10x11 grid while considering two objectives, which are the maximization of the
treasure stored in 10 of the grid locations, and minimization of the distance traveled
during the episode, with each episode terminating when a grid location containing a
treasure is visited. The state of the agent is represented by its location on the grid,
the agent can select to move up, down, left, or right as potential actions, and the
reward received when transitioning between states is a vector containing the distance
traveled (which is always -1), and the treasure value for the state (which is 0 for all
non-terminal states). A diagram of the environment can be seen in Figure 10, where
the initial state is shown in blue in the upper left corner, the terminal states are
shown in green, the reward associated with the treasure objective is included in each
terminal state, and other valid states in the environment are shown as white blocks.
The Pareto front for the problem can be seen in Figure 11, showing that the problem
was designed to include a non-convex portion of the Pareto front, with the intent of
making it more difficult to find all Pareto optimal solutions. The Pareto optimal value

at (-13, 24) is the solution which falls within a non-convex portion of the Pareto front.
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Figure 10: The Deep Sea Treasure environment.
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Figure 11: The Pareto front for the Deep Sea Treasure problem, where the Pareto
optimal value for each of the 10 terminal states is represented by a black circle.
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To evaluate the performance of the VoQL algorithm with our selected voting
methods and compare to Pareto Q-Learning, we used the same parameters specified

where the problem was initially defined (Vamplew et al., 2011):
e The exploration function is e-greedy action selection, with € set to 0.1
e The learning rate « is set to 0.1
e The discount rate v is set to 1.0, which is standard for episodic problems

e All @ values are initialized to (0, 124), which are the theoretical maximum

values for each objective.

VoQL using approval voting, Borda rank, Copeland voting, range voting, and the
Schulze method were compared with Pareto Q-learning, as well as random action
selection, using 30 runs of 10000 episodes to provide enough data to generate sta-
tistically significant results. The reference point for the hypervolume was defined as
[—100, 0], and the maximum hypervolume value for the problem is 10452 using that
reference point.

For the average hypervolume metric, VoQL using range voting, VoQL using the
Schulze method, and Pareto Q-learning approached the maximum theoretical value,
indicating that those methods by finding all solutions to the problem, with range
voting reaching the maximum value the fastest. The average hypervolume value for
VoQL using approval voting approached the maximum value but failed to reach it in
all 30 runs, while VoQL using Borda rank and Copeland voting failed to outperform
random action selection. With the exception of Pareto Q-learning and VoQL using
the Schulze method, the differences between all algorithms were found to be sta-
tistically significant, with p-values that were approximately zero. The hypervolume

associated with each algorithm can be seen in Figure 12.
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Figure 12: Hypervolume per episode for the Deep Sea Treasure problem.

Episode | Approval | Borda | Copeland | Pareto | Random | Range Schulze
1000 1855.17 | 1574.30 | 1874.20 2097.50 | 1718.53 | 2963.87 | 1998.00
2000 3492.87 | 2439.23 | 2691.77 | 4595.30 | 2447.40 | 8464.53 | 4489.47
3000 4705.77 | 2595.50 | 2984.73 7570.43 | 2907.60 | 9826.40 | 6970.70
4000 6618.67 | 2598.30 | 2987.07 8742.50 | 3396.63 | 10211.97 | 8392.43
5000 8273.40 | 2598.30 | 2987.40 9725.53 | 3755.03 | 10293.23 | 9413.73
6000 9496.33 | 2598.30 | 2987.40 | 10008.80 | 4280.80 | 10293.23 | 9925.97
7000 0848.10 | 2598.30 | 2987.40 | 10116.67 | 4613.10 | 10293.23 | 10092.93
8000 0926.87 | 2598.30 | 2987.40 | 10178.47 | 4791.20 | 10293.23 | 10182.60
9000 10080.37 | 2598.30 | 2987.40 | 10215.26 | 4987.97 | 10293.23 | 10249.13
10000 | 10106.03 | 2598.30 | 2987.40 | 10248.60 | 5633.87 | 10293.23 | 10272.07

Table 12: Hypervolume per episode for the Deep Sea Treasure problem.
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For the average total reward obtained per episode, VoQL using range voting
outperformed all other algorithms, while random action selection received the lowest
total reward by the end of the experiment. As with the hypervolume metric, all differ-
ences between algorithm performance were statistically significant, with the exception
of the comparison between VoQL using Copeland voting and Pareto Q-learning. The
reason VoQL with range voting performed so much better than the other methods
on this metric is that it repeatedly selected the policy where the terminal state had
a treasure reward of 124, while other methods selected a variety of optimal policies,
highlighting the difference between voting methods which utilize preference informa-
tion and ones which allow voters to score each alternative on an arbitrary scale. The

average total reward obtained per episode can be seen in Figure 13.
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Figure 13: Total reward per episode for the Deep Sea Treasure problem.

Episode | Approval | Borda | Copeland Pareto Random Range Schulze
1000 -6867.73 | -4055.93 | -3941.23 | -6158.43 | -7241.23 | -6607.97 | -6195.17
2000 -12894.27 | -5459.93 | -5313.60 | -9638.43 | -14299.23 | -2601.47 | -9623.40
3000 -17499.27 | -6157.87 | -5999.97 | -10171.17 | -21365.27 | 23520.50 | -10145.20
4000 -21215.37 | -6486.10 | -6328.33 | -8175.43 | -28367.47 | 78508.77 | -8152.07
5000 -23222.63 | -6570.13 | -6415.07 | -4052.10 | -35192.87 | 166177.53 | -4191.37
6000 -16708.70 | -6570.13 | -6415.07 775.17 | -42127.00 | 271177.53 784.57
7000 768.10 | -6570.13 | -6415.07 5600.43 | -48966.37 | 376177.53 | 5618.57
8000 18716.20 | -6570.13 | -6415.07 | 10486.40 | -56048.90 | 481177.53 | 10558.07
9000 43397.97 | -6570.13 | -6415.07 | 15253.43 | -62901.10 | 586177.53 | 15665.13
10000 | 69661.50 | -6570.13 | -6415.07 | 20129.53 | -69390.90 | 691177.53 | 20797.43

Table 13: Total reward per episode for the Deep Sea Treasure problem.
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For the average episode duration the Schulze method performed the worst,
all other algorithms had an average of less than 200ms per episode, which decreased
as the agent obtained more information about the environment and began select-
ing optimal policies. VoQL using Borda rank and Copeland voting had the lowest
episode time by the end of the 1000 episodes because both of those methods selected
the terminal state that was 1 move away from the initial state as the optimal policy
during the fully greedy action selection portion of the experiment, while the rela-
tively poor performance of the Schulze method can be attributed to the increased
computational complexity compared to the other methods under evaluation. For this
metric, all differences between algorithm performance were statistically significant,
with the exception of VoQL using Borda rank and Copeland voting. The average

episode duration can be seen in Figure 14 and Table 14.
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Figure 14: Elapsed time in seconds per episode for the Deep Sea Treasure problem.

Episode | Approval | Borda | Copeland | Pareto | Random | Range | Schulze
1000 0.00370 | 0.00073 | 0.00068 | 0.00606 | 0.00125 | 0.00215 | 0.05510
2000 0.00276 | 0.00065 | 0.00045 | 0.00792 | 0.00103 | 0.00314 | 0.04328
3000 0.00573 | 0.00023 | 0.00046 | 0.00917 | 0.00197 | 0.00371 | 0.05876
4000 0.00242 | 0.00028 | 0.00028 | 0.00722 | 0.00120 | 0.00515 | 0.04703
5000 0.00410 | 0.00021 | 0.00019 | 0.00448 | 0.00162 | 0.00502 | 0.03894
6000 0.00431 | 0.00022 | 0.00020 | 0.00613 | 0.00189 | 0.00504 | 0.04364
7000 0.00342 | 0.00020 | 0.00020 | 0.00591 | 0.00296 | 0.00505 | 0.04038
8000 0.00464 | 0.00020 | 0.00019 | 0.00597 | 0.00141 | 0.00505 | 0.04565
9000 0.00559 | 0.00020 | 0.00020 | 0.00510 | 0.00117 | 0.00511 | 0.06485
10000 0.00442 | 0.00020 | 0.00020 | 0.00488 | 0.00222 | 0.00506 | 0.03784

Table 14: Elapsed time in seconds per episode for the Deep Sea Treasure problem.

4.3 Many Objective Path Finding

Path finding problems are frequently used to test the effectiveness of reinforcement
learning algorithms, normally using some form of the Gridworld problem(Sutton &

Barto, 1998), and this approach has also been used to evaluate multi-objective re-
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inforcement learning algorithms. The two objective Deep Sea Treasure problem dis-
cussed in Section 4.2, another two objective path finding problem known as MO-
Puddleworld, a three objective problem called Resource Gathering, and a two ob-
jective path finding problem in a 20x20 grid used to demonstrate reward shaping
for multi-objective problems (Brys et al., 2014) are examples of path finding envi-
ronments used as benchmarks for evaluating multi-objective reinforcement learning
algorithms. However, with the exception of the Resource Gathering problem, all of
these benchmark problems are fully deterministic, and none of them contain more
than three objectives, limiting their ability to emulate the complexity of more realis-
tic problems.

Due to the absence from the literature of any fully defined many-objective
environments that could be used to compare the performance of different algorithms,
a series of many-objective grid based path finding problems were developed to evalu-
ate multi-objective reinforcement learning algorithms in more complex environments
(Tozer, Mazzuchi, & Sarkani, 2016). These environments will be used to evaluate
VoQL using approval voting, Borda rank, Copeland voting, range voting, and the
Schulze method, as well as Pareto Q-Learning for a comparison to the current state

of the art, and random action selection, which is included as a baseline.

4.4 Deterministic Five Objective Problem

The first many-objective environment used to evaluate the many-objective reinforce-
ment learning method developed in this work is a deterministic 5x5 grid, representing
an initially unknown environment where an agent’s goal is to navigate from a start-
ing point in the bottom left corner of the grid to the upper right corner in the most

efficient matter possible, given the following five objectives:

1. Minimize the distance traveled from the origin to the destination

2. Minimize the signal loss to a communication station located at the origin
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3. Minimize the observability of the agent by an adversary stationed in the top

left corner of the grid

4. Minimize the time required to travel from the origin to the destination

5. Minimize the amount of energy expended while traveling from the origin to the

destination

The exact rewards received for each objective at each location on the grid can

be seen in Figure 15. Since reinforcement learning algorithms are designed to maxi-

mize the total expected reward for a given problem, and all of these objectives involve

minimization of the total expected reward, negative values are used for rewards.

L[ [- [T E [4]-4]-6]-7TP8] [6]-5]-4]-3 2
L[ [3]A4[5][6]-7] [B5[4]-3]2]-1
[ [afafa) [2]3[A4[5]6] [4]3]2]-1]0
Q[ aafa) (a2 3]4[5] [3][2[-1]0]0
1111 1]-2[-3]4] @@ o][ofo]o
L[ [ R (L1 -1 -1 R
L[] [ 1]-1]-5
Q[ 111 [FL[-A[]-1]-5
2[-2]-2]-2[-2] [-1][-1[1]-1]-5
S0 3]-3[3]-3] B -3]-3][3]-8

Figure 15: Rewards for deterministic five objective path finding problem.

Because the problem is episodic and the environment is known to be deter-

ministic in this case, both the discount factor and learning rate were set to 1.0 for

all algorithms. Also, an e-greedy exploration function was used in all cases, where €

is set to a value of 1.0 at the start of the episode to encourage exploration, and is

reduced following a linear function until reaching 0.0 at episode 500, after which a

fully greedy policy is executed. The maximum episode length was set at 100 actions,

and results can be seen in Figures 16, 17, and 18, as well as Tables 15, 16, and 17. For

this environment, range voting performed the best on the hypervolume metric, total

80



reward metric, and time per episode metric, and all instances of VoQL outperformed
the use of Pareto dominance and random action selection for all three metrics by sta-
tistically significant amounts, as indicated by p-values from the Wilcoxon rank-sum
test that were approximately zero in all cases. For the total reward metric, Borda
rank, Copeland voting, and range voting performed the best, and there was not a
statistically significant difference between the outcomes for these three methods. For

the other two metrics, p-values were approximately zero in all cases.
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episode for the five objective deterministic problem.

Episode Approval Borda Copeland Pareto Random Range Schulze
100 1.5744 x 101 | 1.8256 x 101! | 1.9098 x 10'! | 0.43300 x 10*' | 0.33709 x 10'! | 1.6696 x 10*' | 1.8930 x 10'!
200 3.2740 x 10'% | 3.1826 x 10*' | 3.1427 x 10'' | 0.67426 x 10! | 0.33709 x 10*' | 3.0860 x 10'! | 3.2987 x 10%!
300 3.8071 x 10" | 3.8646 x 10'! | 3.8475 x 10'' | 0.81651 x 10" | 0.33709 x 10'! | 3.9383 x 10'! | 3.9630 x 10'!
400 4.3043 x 10T | 4.3087 x 10" | 4.3219 x 10'" | 0.85208 x 10'* | 0.33709 x 10*' | 4.3801 x 10'' | 4.3233 x 10!
500 4.6152 x 1011 | 4.5897 x 10'' | 4.6068 x 10'" | 0.85624 x 10'! | 0.33709 x 10*' | 4.6507 x 10'' | 4.6117 x 10!
600 4.6152 x 10'Y | 4.6272 x 10*' | 4.6272 x 10'* | 0.86393 x 10! | 0.33709 x 10*' | 4.6680 x 10 | 4.6125 x 10%!
700 4.6152 x 10M | 4.6272 x 10!t | 4.6272 x 10'' | 0.87055 x 10" | 0.33709 x 10! | 4.6680 x 10'! | 4.6125 x 10'!
800 4.6152 x 10T | 4.6272 x 10" | 4.6272 x 10" | 0.87387 x 10'* | 0.33709 x 10*' | 4.6680 x 10'* | 4.6125 x 10!
900 4.6152 x 1011 | 4.6273 x 10*' | 4.6272 x 10'" | 0.87814 x 10! | 0.33709 x 10*' | 4.6680 x 10'' | 4.6125 x 10!
1000 4.6152 x 10'Y | 4.6273 x 10*1 | 4.6272 x 10' | 0.88168 x 10! | 0.33709 x 10*' | 4.6680 x 10 | 4.6125 x 10%!

Table 15: Hypervolume per episode for the five objective deterministic problem.

82




—100000 by

~200000 .

—300000 R

—400000 ®

—500000

Total Reward Received
%

—600000 al

4—4 Approval
~700000f| #—# Borda

e—e Copeland
»—» Random
—800000 | +—+ Random
e~k Range

s—s Schulze

—900000

0 200 400 600 800 1000
Episode

Figure 17: Total reward per episode for the five objective deterministic problem.

Episode Approval Borda Copeland Pareto Random Range Schulze
100 -50156.47 -50161.87 -50362.83 -64807.77 -73228.60 -50581.83 -60276.40
200 -75229.97 -75370.93 -75243.70 | -123007.03 | -151670.73 | -75331.63 -85534.00
300 -91294.50 -91378.87 -91228.07 | -179220.90 | -233233.37 | -91206.57 | -101814.77
400 -103110.43 | -103300.60 | -103121.30 | -237290.07 | -317899.77 | -102559.53 | -113691.53
500 -112679.20 | -112809.37 | -112628.73 | -301109.93 | -404218.23 | -111672.87 | -123318.13
600 -121375.47 | -121464.20 | -121301.20 | -363272.80 | -491236.23 | -119872.87 | -132064.53
700 -130077.47 | -130114.27 | -129977.90 | -422086.10 | -577644.97 | -128072.87 | -140807.47
800 -138775.53 | -138766.60 | -138654.10 | -482820.10 | -664432.47 | -136272.87 | -149557.67
900 -147480.00 | -147423.60 | -147331.33 | -542902.57 | -751441.27 | -144472.87 | -158307.93
1000 -156178.07 | -156076.73 | -156007.73 | -601467.83 | -838117.50 | -152672.87 | -167058.93

Table 16: Total reward per episode for the five objective deterministic problem.
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Figure 18: Elapsed time in seconds per episode for the five objective deterministic
problem.

Episode | Approval | Borda | Copeland | Pareto | Random | Range | Schulze

100 0.01569 | 0.02341 | 0.03381 | 2.89875 | 0.01771 | 0.00937 | 0.05825

200 0.00998 | 0.01455 | 0.02063 | 3.46291 | 0.01817 | 0.00546 | 0.03475

300 0.00715 | 0.01100 | 0.01674 | 3.56844 | 0.02362 | 0.00404 | 0.03238

400 0.00595 | 0.00958 | 0.01291 | 4.34949 | 0.02628 | 0.00301 | 0.02570

500 0.00507 | 0.00842 | 0.01173 | 4.69497 | 0.02938 | 0.00275 | 0.02426

600 0.00515 | 0.00858 | 0.01169 | 3.47864 | 0.02957 | 0.00272 | 0.02432

700 0.00505 | 0.00853 | 0.01174 | 2.87435 | 0.02823 | 0.00273 | 0.02442

800 0.00505 | 0.00836 | 0.01165 | 3.97060 | 0.02957 | 0.00271 | 0.02465

900 0.00514 | 0.00849 | 0.01207 | 3.77095 | 0.02875 | 0.00270 | 0.02434

1000 0.00513 | 0.00858 | 0.01151 | 3.44210 | 0.02892 | 0.00277 | 0.02454

Table 17: Elapsed time in seconds per episode for the five objective deterministic
problem.
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In the case of the hypervolume metric, VoQL surpassed the Pareto based
algorithm almost immediately for all voting methods, and showed much better per-
formance throughout the 1000 episode test. Also, all instances of VoQL outperformed
the Pareto based algorithm by a statistically significant amount for the average re-
ward obtained, and the improvement made by each VoQL method can be seen as
the average reward increases as the number of episodes increase, while the Pareto
method and random action selection continue to receive similar rewards throughout
the 1000 episodes. Finally, all VoQL instances show improvement in the amount
of time needed to complete an episode as the number of episodes increases because
they require fewer actions to complete an episode as optimal policies are learned and
executed, and are faster than the Pareto based method. On the other hand, the
time required by Pareto dominance increases over time, due to the large number of
potential solutions that must be evaluated before an action can be selected and the

greater number of steps needed to reach the destination.

4.5 Stochastic Five Objective Problem

The second problem is identical to the first, except for a modification to the reward
associated with the monitoring station. Rather than providing a deterministic reward
based on the Manhattan distance from the location of the communication station,
a stochastic reward of -10 is received with increasing probability as the distance of
the agent from the communication station increases. The exact probabilities of a
communication failure taking place in each section of the grid can be seen in Figure
19.

All algorithm settings were identical to the deterministic case, with the excep-
tion of the learning rate, which was set to 0.6 after determining the optimal value
through experimentation. Results in this environment can be seen in Figures 20, 21,

and 22, showing that all instances of VoQL outperformed the use of Pareto dominance
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Figure 19: Probability of receiving -10 reward for a communication failure in the
stochastic five objective path finding problem

and random action selection for all three metrics by statistically significant amounts,
as indicated by p-values from the Wilcoxon rank-sum test that were approximately
zero in all cases. Also, all comparisons between social choice methods had p-values
that were approximately zero for all metrics in this instance, with the exception of

the comparison between approval voting, Copeland voting, and range voting for the

total reward metric.
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Figure 20: Hypervolume per episode for the five objective stochastic problem.

Episode Approval Borda Copeland Pareto Random Range Schulze
100 1.2753 x 10'1 | 1.2136 x 10'? | 1.0998 x 10*' | 0.4218 x 10'! | 1.8682 x 10™' | 1.2026 x 10'! | 1.4601 x 10!
200 2.6331 x 10' | 2.3972 x 10*' | 2.3522 x 10'' | 0.7016 x 10%! 1.8682 x 10*' | 2.4663 x 10'' | 2.5125 x 10%!
300 3.0857 x 10M1 | 2.9894 x 10'! | 3.0686 x 10'' | 0.8473 x 10'' | 1.8682 x 10'! | 3.1064 x 10! | 2.9802 x 10'!
400 3.4073 x 10'T | 3.4147 x 10" | 3.3724 x 10'" | 1.0651 x 10*' | 1.8682 x 10'' | 3.4268 x 101 | 3.3759 x 10!
500 3.6309 x 1011 | 3.6537 x 10'! | 3.6301 x 10'! | 1.2865 x 10*' | 1.8682 x 10'! | 3.7009 x 10! | 3.6718 x 10'!
600 3.7360 x 1011 | 3.6863 x 10*' | 3.6899 x 10'! 1.6044 x 10%! 1.8682 x 10*1 | 3.7242 x 10'' | 3.6901 x 10%!
700 3.7364 x 1011 | 3.6865 x 10! | 3.6901 x 10'! | 1.6044 x 10'* | 1.8682 x 10'' | 3.7351 x 10'' | 3.7043 x 10'!
800 3.7366 x 1011 | 3.6866 x 10! | 3.6902 x 10'! | 1.6064 x 10'' | 1.8682 x 10'! | 3.7352 x 101! | 3.7149 x 10'!
900 3.7366 x 1011 | 3.7009 x 10'* | 3.7008 x 10'! | 1.9585 x 10'' | 1.8682 x 10'! | 3.7352 x 10! | 3.7149 x 10'!
1000 3.7366 x 1011 | 3.7009 x 10*' | 3.7008 x 10'! 1.9585 x 10%! 1.8682 x 10*' | 3.7352 x 10'' | 3.7150 x 10%!

Table 18: Hypervolume per episode for the five objective stochastic problem.
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Figure 21: Total reward per episode for the five objective stochastic problem.
Episode Approval Borda Copeland Pareto Random Range Schulze
100 -51489.33 -51812.37 -52041.50 -64532.07 -73449.17 -50963.37 -60021.03
200 -76984.47 -78143.53 -T7827.57 -118947.57 | -151843.60 -76457.37 -86032.13
300 -93333.77 -94558.00 -94274.50 -167638.77 | -233764.57 -92494.80 -102480.80
400 -105439.80 | -106765.43 | -106434.23 | -212604.23 | -318051.10 | -104331.07 | -114559.27
500 -115210.03 | -116579.40 | -116198.57 | -255044.10 | -404187.63 | -113802.70 | -124442.00
600 -124090.37 | -125527.53 | -125095.07 | -294826.67 | -491118.10 | -122198.47 | -133328.87
700 -132969.90 | -134417.00 | -134002.47 | -334027.70 | -578216.47 | -130574.73 | -142230.90
800 -141865.50 | -143271.90 | -142879.30 | -371602.37 | -664851.57 | -138949.20 | -151122.47
900 -150786.60 | -152170.00 | -151826.40 | -408990.57 | -751951.90 | -147331.47 | -160062.40
1000 -159687.17 | -161105.53 | -160776.30 | -445419.10 | -839426.30 | -155710.37 | -168995.93

Table 19: Total reward per episode for the five objective stochastic problem.
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Figure 22: Elapsed time in seconds per episode for the five objective stochastic prob-

lem.

Episode | Approval | Borda | Copeland | Pareto | Random | Range | Schulze
100 0.01262 | 0.01502 | 0.01421 | 4.23133 | 0.01485 | 0.00899 | 0.04482
200 0.00855 | 0.01066 | 0.00930 | 3.68031 | 0.01696 | 0.00503 | 0.04229
300 0.00559 | 0.00833 | 0.00751 | 3.23512 | 0.02228 | 0.00369 | 0.02384
400 0.00477 | 0.00633 | 0.00595 | 1.93608 | 0.02369 | 0.00335 | 0.01917
500 0.00447 | 0.00531 | 0.00506 | 1.52073 | 0.02744 | 0.00277 | 0.01570
600 0.00382 | 0.00522 | 0.00492 | 1.91470 | 0.02813 | 0.00280 | 0.01284
700 0.00380 | 0.00512 | 0.00493 | 1.58532 | 0.02638 | 0.00280 | 0.01295
800 0.00394 | 0.00514 | 0.00486 | 1.38595 | 0.02788 | 0.00279 | 0.01318
900 0.00379 | 0.00520 | 0.00503 | 1.49344 | 0.02920 | 0.00278 | 0.01362
1000 0.00378 | 0.00527 | 0.00476 | 1.30366 | 0.02711 | 0.00276 | 0.01324

Table 20: Elapsed time in seconds per episode for the five objective stochastic

lem.

prob-

As was the case in the deterministic five objective case, VoQL based on voting

methods outperformed Pareto dominance throughout the experiment for the hyper-

volume metric by quickly finding a set of Pareto optimal policies, with the approval
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voting method performing the best for this problem. For the total reward obtained,
Borda rank, Copeland voting, and range voting all performed the best, and meaning-
ful improvements are made by VoQL with all voting methods, while the performance
of the Pareto based algorithm is similar across all episodes. Finally, the episode dura-
tion for the Pareto dominance based method did improve as the number of episodes
increased for this environment, but was outperformed by a significant margin by all

other methods, with range voting performing the best.

4.6 Stochastic Six Objective Problems

For the final problem, we increased the grid size to 10x20 and the maximum episode
duration to 800 actions, included obstacles on 15% of the grid locations, changed the
reward associated with being observed by the adversary to a stochastic reward based
on a normal distribution with a mean equal to the distance from the adversary’s
location at the top left corner of the grid and a standard deviation of 5, and added
a sixth objective to minimize damage received by running into the obstacles. The

environment can be seen in Figure 23.
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Figure 23: Environment for stochastic six objective path finding problem.

For this problem, the learning rate was also set to 0.6, which was determined
again through experimentation. Also, the approval voting algorithm was limited to
10 sets of solutions per state and the Pareto algorithm was limited to 4 solutions per
state so that these methods could successfully complete all 30 runs of 1000 episodes

without consuming all resources available on the computer running the simulation.
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Results for each method are shown in Figures 24, 25, and 26.
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Figure 24: Hypervolume per episode for the six objective stochastic problem.

Episode Approval Borda Copeland Pareto Random Range Schulze
100 1.9276 x 105 | 2.0794 x 1016 | 8.2779 x 10%° | 7.2419 x 10'® | 7.3595 x 107 | 7.3099 x 10'° | 7.2746 x 10'°
200 1.1513 x 10'% | 1.1641 x 10 | 1.1386 x 10'9 | 1.0277 x 10'7 | 7.7758 x 10'® | 0.9396 x 10'® | 1.1014 x 10
300 1.3581 x 10™9 | 1.3547 x 10'? | 1.3469 x 10™° | 1.2399 x 10'7 | 1.2232 x 10'7 | 1.3818 x 10'? | 1.3491 x 10
400 1.3957 x 109 | 1.3936 x 10'? | 1.3891 x 10 | 1.2939 x 10'7 | 1.2445 x 107 | 1.4575 x 10'? | 1.3876 x 10'°
500 1.4053 x 1019 1.4057 x 1019 1.3999 x 10%° | 1.3050 x 10'7 | 1.2540 x 107 | 1.4798 x 10'? | 1.3982 x 10'°
600 1.4090 x 10'° | 1.4101 x 10 | 1.4040 x 10'9 | 1.3861 x 10'7 | 1.2727 x 107 | 1.4893 x 10'® | 1.4021 x 10'°
700 1.4095 x 10™9 | 1.4105 x 10'2 | 1.4042 x 10™° | 1.3873 x 1017 | 1.3962 x 10'7 | 1.4905 x 10'? | 1.4025 x 10
800 1.4095 x 1019 1.4107 x 1019 1.4044 x 10 | 1.5316 x 1017 | 1.4440 x 107 | 1.4915 x 10'? | 1.4025 x 10'°
900 1.4095 x 1019 1.4107 x 1019 1.4044 x 10%° | 1.5327 x 1017 | 1.4809 x 107 | 1.4918 x 10'? | 1.4026 x 10'°
1000 1.4095 x 10'9 | 1.4107 x 10 | 1.4044 x 10'9 | 1.5365 x 10'7 | 1.4824 x 107 | 1.4920 x 10'® | 1.4027 x 10'°

Table 21: Hypervolume per episode for the six objective stochastic problem.
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: Total reward per episode for the six objective stochastic problem.

Episode Approval Borda Copeland Pareto Random Range Schulze
100 -515187.63 -513052.90 -507486.10 -857802.37 -878044.20 -562775.10 -511104.20
200 -661497.67 -658946.70 -653069.90 | -1722447.67 | -1735352.93 | -753351.20 -656872.80
300 -741012.27 -739916.30 -733270.70 | -2593396.93 | -2599414.47 | -852952.60 -737081.93
400 -795644.93 -795468.20 -788820.83 | -3455207.50 | -3470134.80 | -921266.67 -792782.37
500 -837935.00 -837770.20 -831346.80 | -4324596.23 | -4333034.67 | -972108.63 -835525.27
600 -875456.30 -875470.03 -869222.83 | -5191752.73 | -5199048.00 | -1017208.83 | -873323.23
700 -912899.60 -913175.93 -907056.57 | -6061469.97 | -6061621.77 | -1059495.60 | -911083.80
800 -950329.40 -951010.30 -944825.27 | -6930255.20 | -6930021.40 | -1101224.73 | -948852.00
900 -987910.37 -988684.33 -982722.80 -7794161.80 | -7804540.43 | -1141948.00 -986447.10
1000 -1025416.83 | -1026211.97 | -1020285.73 | -8661397.07 | -8675265.53 | -1181809.27 | -1024109.33

Table 22: Total reward per episode for the six objective stochastic problem.

93




Seconds

\\u

—
5
e—e
>

—

—s

& Range

Approval
Borda
Copeland
Pareto
Random

Schulze

’w' wv Y uMMm w\ M’ }W M‘me M)

\\Wﬁ”” »“

200

400

600

Episode

800

1000

Figure 26: Elapsed time in seconds per episode for the six objective stochastic

lem.

prob-

Episode | Approval | Borda | Copeland | Pareto | Random | Range | Schulze
100 0.03745 | 0.05601 | 0.06730 | 8.40633 | 0.18477 | 0.08075 | 0.38819
200 0.02114 | 0.03386 | 0.03415 | 8.82485 | 0.20602 | 0.03384 | 0.14977
300 0.01306 | 0.02324 | 0.02376 | 9.14297 | 0.20779 | 0.02761 | 0.06574
400 0.01004 | 0.01961 | 0.01869 | 8.72754 | 0.22394 | 0.01889 | 0.06206
500 0.00870 | 0.01666 | 0.01579 | 8.50501 | 0.23317 | 0.01812 | 0.06268
600 0.00856 | 0.01725 | 0.01458 | 8.89468 | 0.22133 | 0.01724 | 0.06556
700 0.00853 | 0.01702 | 0.01586 | 9.20820 | 0.22126 | 0.01435 | 0.06485
800 0.00854 | 0.01578 | 0.01543 | 9.37684 | 0.23800 | 0.01471 | 0.07063
900 0.00848 | 0.01732 | 0.01597 | 9.28774 | 0.22960 | 0.01440 | 0.05928
1000 0.00847 | 0.01843 | 0.01536 | 9.13382 | 0.22626 | 0.01381 | 0.05958

Table 23: Elapsed time in seconds per episode for the six objective stochastic problem.

Just like the smaller five objective path finding problems, all instances of VoQL

based on voting methods outperformed the Pareto dominance method and random

action selection by a statistically significant amount for all three metrics. In this in-

stance, VoQL with range voting performed the best for the hypervolume metric, VoQL
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with approval voting performed best for the episode duration metric, and VoQL with
approval voting, Borda rank, Copeland voting, and the Schulze method all performed
the best for the total reward metric, because the difference between the results from
these methods was not statistically significant. In general, the difference in perfor-
mance between the algorithms based on voting methods and the Pareto dominance
based method was even more pronounced, and the Pareto dominance algorithm was
outperformed by random action selection for the total reward metric, likely due to
the larger number of Pareto optimal policies available, the increased size of the total
reward caused by the larger environment, and the increased size of the negative re-
ward associated with the adversary observing the agent. This result supports existing
work in the literature which concluded that the performance of algorithms relying on

Pareto dominance degrades as the number of objectives increases.

4.7 Summary of Results

For all problems evaluated in this section, multiple versions of VoQL generated better
results than Pareto Q-learning for all evaluation metrics used. For the two objective
Deep Sea Treasure problem, Pareto Q-learning was able to generate a larger hyper-
volume value than VoQL using Borda Rank or Copeland voting, outperform VoQL
using Copeland voting and Borda Rank, and had a faster episode duration than
VoQL using the Schulze method, but was outperformed in all other cases. For the
many-objective problems, all VoQL approaches outperformed Pareto Q-learning for
all evaluation metrics, and there was no statistically significant difference between
Pareto Q-learning and random action selection for the six objective problem, with
the exception of the episode duration metric, where Pareto Q-learning was slower.
These results demonstrate that VoQL is capable of finding sets of optimal solutions
for problems with many objectives, and advance the state of the art for the class of

many-objective sequential decision making problems.
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Chapter 5. Conclusions and Future Work

This section summarizes the contributions of this dissertation, provides a number of
suggestions for future work based on the outcome of the experiments performed here
and gaps in the literature that have been identified after a thorough literature review,

and then concludes with a brief description of the results of this work.

5.1 Summary of Contributions

This work made several contributions to the literature. One contribution is the in-
troduction of a multi-objective model-free reinforcement learning algorithm which is
capable of finding sets of policies which are Pareto optimal for problems with more
than three objectives through the use of voting methods initially developed in the field
of social choice theory. Another contribution is the development of a five objective
path finding problem which can be used as a benchmark to evaluate multi-objective
reinforcement learning algorithms in many objective environments. Additionally, this
work is the first to evaluate multi-objective reinforcement learning algorithms using
problems with more than three objectives, performing an analysis of an existing state
of the art algorithm and the algorithm proposed in this dissertation for deterministic

and stochastic problems with five and six objectives.

5.2 Future Research Directions

This section describes a number of potential areas where the concept of using social
choice functions to solve many objective sequential decision making problems could
contribute to the existing body of literature in some way, but were not explored in

this dissertation.

96



5.2.1 Partially Observable Environments

In this work, it is assumed that the environment is fully observable by the agent,
meaning that the rewards and state transitions received in response to a selected
action are completely accurate. In the reinforcement learning literature, there are
many cases where that assumption is not made, and the environment is modeled as
a partially observable Markov decision process, with the primary difference from a
Markov decision process being that the agent must maintain a set of observations
that have been received from interactions with the environments, and account for
aspects of the environment of which is it is unaware. To apply this framework for
multi-objective reinforcement learning, a multi-objective partially observable
Markov decision process (Soh & Demiris, 2011a) must be used, which have been
done to determine a response to an anthrax attack and controlling a smart
wheelchair by solving the partially observable Markov decision process with a
multi-objective evolutionary algorithm (Soh & Demiris, 2011b), for point-based
planning by scalarizing the multi-objective reward and solving a single-objective
partially observable Markov decision process (Roijers, Whiteson, & Oliehoek, 2015),
and for a semi-autonomous driving problem where a lexicographic preference over
the reward vector is provided and the partially observable Markov decision process
is solved using two different variants of value iteration. In all these cases, these
algorithms were applied to problems with two or three objectives, meaning that
many-objective problems have yet to be explored in partially observable

environments.

5.2.2 Function Approximation

All of the problems described in this work, and in the multi-objective reinforcement
learning literature as a whole, assume that the environment used to describe the

problem is small enough that all the information about all states and actions that
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comprise the environment can be stored for use when solving the problem. For
many larger problems that more accurately represent reality, that assumption is
unlikely to hold. Function approximation is frequently used to address the curse of
dimensionality caused by a Markov decision process with a state space that is too
large to store completely, and it could be beneficial to investigate the application of

this method to problems with multiple objectives.

5.2.3 Non-Markovian Problems

An assumption made throughout this work is that the problems that were evaluated
could be modeled as a Markov decision process. While that framework is very useful,
it cannot be universally applied to all sequential decision making problems, because
there are many problems of interest where the Markov property cannot be satisfied.
Examples of multi-objective problems that are non-Markovian are job scheduling for
tasks in a grid computing environment (Perez et al., 2010), controlling a reservoir
management system to minimize flood damage and water deficits downstream
(Castelletti et al., 2010), a cart-pole balancing and crane control system where the
objectives are related to the angle of the arm and the position of the vehicle (Lin &
Chung, 1999), and control of a robotic arm when considering the distance from an
object, the desirability of an object, and the angle of the joint arm (Uchibe & Doya,
2007). Many of these algorithms use a policy gradient approach, rather than the
value-based temporal difference method proposed in this dissertation. Additionally,
none of the non-Markovian methods cited above have been applied to problems with
more than three objectives, so evaluating the performance of these existing

algorithms within that environment would also be beneficial.
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5.2.4 Alternative Social Choice Functions

As mentioned in Section 2.4, there are many different voting methods that have
been proposed in the literature. While the results of this work show that the
Schulze method is able to match the performance of Pareto dominance and exceed
the performance of other voting methods for a representative two objective path
finding problem, as well as outperforming Pareto dominance and matching other
voting methods for our many objective path finding problems, further investigation
into the use of social choice functions for solving multi-objective problems could be
worthwhile. Specifically, evaluating the performance of additional voting methods
on the benchmark problems used in this work, utilizing voting methods on other
classes of problems, and a theoretical analysis of various voting methods provide
additional insights into the results presented in this work, as well as a better
understanding of how social choice functions can be used to solve sequential decision

making problems with many objectives.

5.2.5 Model-based Learning Algorithms

All of the algorithms investigated in this work are based on model-free learning, where
a model of the environment is never explicitly created. While this work did demon-
strate how to use a voting system, or any social choice function to solve a Markov
decision process, it would be interesting to incorporate those methods into a multi-
objective model-based reinforcement learning algorithm, and compare the results to
the model-free approach presented here. In general, model-based reinforcement learn-
ing algorithms have not been researched in much depth (Roijers et al., 2013), with
there only being a single example found in the literature at this time (Wiering et al.,

2014).
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5.3 Conclusion

This dissertation evaluated methods for sequential decision making under uncertainty
for problems with multiple conflicting objectives, focusing on problems with more
than three objectives. We have demonstrated that voting methods developed in the
field of social choice theory outperform Pareto dominance when selecting actions and
determining an optimal set of solutions within the context of a Markov Decision
Process for many objective problems, and utilized those methods to develop a model-
free reinforcement learning algorithm that allow autonomous agents to perform tasks
more efficiently in realistic scenarios where information about the environment is

initially limited.
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