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Abstract of Praxis 

Detecting Tool-Assisted Cheating in Competitive Video Gaming 

Using Machine Learning 

  

Cheating in competitive video gaming undermines fair competition, jeopardizes 

the integrity of eSports and has a direct, material impact on game developersô revenue 

and cost. Anti-cheat software is, typically, closed-source and must be run locally on the 

playerôs machine with kernel-level access. New cheating methods are being developed 

that provide players with tools that run externally from the game and, even, the computer 

running the game, making traditional anti-cheat tactics less effective. This praxis 

demonstrates the creation and application of a machine learning model to detect tool-

assisted cheating without requiring direct access to the playersô machine through the 

analysis of player input and game state features in a racing game without requiring 

extensive game-specific domain knowledge. 

The study develops and documents a process for building an extensive dataset 

comprised of real-world data obtained from publicly-available sources. The author 

obtains hundreds of millions of frames of real player input, transforms and enriches the 

input with additional game state data from the game. Preprocessing steps include data 

cleaning, feature selection, and augmentation strategies to mitigate class imbalance. 

Among the evaluated models, CatBoost demonstrated the best performance in 

distinguishing between unassisted and tool-assisted sessions. The hyperparameter tuned 

CatBoost models achieved an F1 score for frame-level predictions on a hold-back test set 

of 0.6670 when trained on player input dimensions only and 0.7725 when game state 

dimensions were also included. A higher F1 score of 0.9109 was demonstrated when 
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aggregating frame-level predictions to the session level when making an actionable 

model. When evaluating the session-level errors made by this model, the author noted 

that the only false positives came from a small set of sessions that were created by the 

gameôs developer. If we exclude the game developerôs own sessions (assuming the 

developer themselves may have used tools to develop them) the F1 score increases to 

0.9583 with a precision of 1.0000. The findings suggest that anti-cheat software can be 

implemented effectively without the need for direct access to playersô computers and the 

associated security concerns current anti-cheat software presents.  

Recommendations for future research include applying the methodology to other 

games, with specific game recommendations. Expanding the dataset and dimensions used 

in model training to identify playstyle differences for specific players over multiple 

sessions. Researching more game state variables that could have predictive value in 

identifying cheating. As well as collaborating with game developers to improve models 

and deploy them to game servers. 
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Chapter 1 ð Introduction  

1.1 Background 

Video games have incorporated competitive elements since they were first 

created. This can be done asynchronously using (for example) high scores or 

synchronously through direct competition. Programming complex adversary logic is 

difficult, and human players were often used to provide a challenging opponent. Tennis 

For Two, for example, was one of the first video games (developed in 1958 and played 

on an oscilloscope) and it pitted two players against one another in a game of tennis 

(Hunter, 2021). The first well-documented competitive video game tournament was held 

in 1972, before home computers existed. The competition, dubbed the ñIntergalactic 

Spacewar! Olympics,ò was held at Stanford University's AI Laboratory. About two dozen 

players competed in a game called Spacewar! in which two to five players fought each 

other in spaceships near a star. The grand prize for the winning team was a one-year 

subscription to Rolling Stone (Brand, 1972). 

As video games have become more popular, competitive tournaments have grown 

to the point that they can now rival traditional professional sports competitions in their 

size, viewership, and prize pools. Competitive video games are sometimes now referred 

to as Electronic Sports or "Esports," and have many similarities to traditional sports. Like 

traditional sports, Esports depend on fair competition as a foundational requirement. 

Organized sports put significant effort clearly defining rules of fair play. For example, the 

official National Football League (NFL) rulebook is over 70 pages long (National 

Football League, 2024). These rules are regularly reviewed and updated as sports evolve 

and as teams pressure test their limits. These rules must be understood and enforced by 
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someone to ensure that games are contested in accordance with them. Even with a team 

of referees equipped with the latest technology, it can be difficult to enforce the rules 

completely and fairly. 

In any competition, there may be incentives for players to cheat to gain an unfair 

advantage. Traditional sports have a long history of cheating with methods ranging from 

performance-enhancing drugs (doping) to unauthorized mechanical assistance 

(mechanical doping) (Baron et al., 2007). Officials constantly need to improve their 

ability to catch cheating as cheaters continue to develop new and novel ways to gain an 

unfair advantage (Vlad et al., 2018) (Febres & Brzezinski, 2024). Motivations for 

cheating is an area of significant research and while it is a complex issue with many 

different motivations generally people enjoy winning and do not enjoy losing (Hurst et 

al., 2023). 

Beyond the thrill of winning, there is big money in competitive videogaming. The 

total combined prize money for the top 10 competitive games is well over $1B (Esports 

Earnings, 2024b). with single tournaments sometimes reaching tens of millions of dollars 

(Esports Earnings, 2024a). These prize purses exceed those of the largest professional 

golf tournaments (ñPGA Tournament Prize Money,ò 2024). Like traditional sports, top 

competitors also have additional sources of income such as sponsorships and streaming 

platform income which can run into multiple millions of dollars per year. 

In the context of video games, cheating is a growing and costly issue. In a survey 

of 9,436 video game players, 37% of players admitted to cheating in multiplayer games 

with over 10% doing so often (Global Gaming Survey, 2018). While this may indicate 

that most video game players never cheat, even a small number of cheating players can 
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spoil the experience for other players. For example, in a competitive video game that has 

thirty-two players per match it would only take 2.15% of players to be cheating for there 

to be a greater than 50% chance that each match includes at least one cheater. Figure 1-1 

shows the outsized impact that a small percentage of cheating players can have for 

eSports competitions by the number of players competing. 

 
Figure 1-1. Likelihood of Enountering a Cheater in a Match 

 

In asynchronous competitive games where players are attempting to set new high 

scores or best times, a small number of players can affect every playerôs rank and clutter 

the top ranks to diminish the accomplishments of players who have achieved their 

personal records legitimately. Some games also use other playersô ghosts as an in-game 

challenge and, if these ghosts are created using cheats, they represent an unfair advantage 

(Forkmantis, 2015). 
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1.2 Research Motivation 

Faced with significant financial incentives video game cheaters, cheat makers and 

game developers are in an arms race (Li, 2021). As previously discussed, video game 

players are motivated to cheat to gain an advantage to win competitions and associated 

awards, including monetary benefits. Because of this, there is a market for cheat 

developers who produce and sell tools that allow players to cheat. These video game 

cheat makers can make millions of dollars even when focusing on an individual game 

(Maiberg, 2014). The overall market for video game cheat development is likely close to 

a billion dollars as more recently several cheating services have been taken down by 

authorities with much larger revenue numbers such as $77 million for a cheat maker who 

made cheats for a range of popular games (Franceschi-Bicchierai, 2021). 

To combat cheating, video game developers have been spending time and 

resources finding and litigating cheat makers to shut them down. On this point, 

developers have had some success in shutting down major cheat makers. However, itôs a 

game of whack-a-mole because when one cheat maker is taken down it seems several 

more rise to meet the demand from video game players. (Davis, 2024) While legal 

measures may well be warranted, it is not a full solution to the problem. In addition to 

going on the offensive via legal action, video game developers also implement defensive 

controls by updating their games to prevent cheating. These efforts can consume 

thousands of developer hours and the work is never really done as cheat makers develop 

new approaches to cheating (Gault, 2019). 

Not content to just litigate and patch their games, video game developers also 

employ an additional tactic to identify and prevent cheaters: anti-cheat software. Video 
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game developers can create their own or they can license existing software such as VAC 

or Epic Gameôs Easy Anti-Cheat (EAC). Typically, this software is a separate installation 

from the game but one that is required to be able to play the game, particularly when 

playing competitively online. Local anti-cheat software is very invasive and behaves 

similarly to spyware, typically running at the kernel level (Orland, 2020). Being required 

to install software with such low-level access is something customers have been burned 

by before for example with rootkits that were automatically installed by Compact Discs 

before the music they contained could be played (Bangeman, 2005). 

 A machine learning-based anomaly detection model that can operate server-side 

based on player inputs can do so without invasive anti-cheat software. This would enable 

video game developers hosting competitive games to have player input sent to a central 

server (whether live or asynchronous) to identify cheating players and reduce their impact 

on fair competition, player retention, and revenue generation without using intrusive 

client-side anti-cheat software. Because this approach involves analyzing input sequences 

from players, it may be possible for a model to be trained for one game and the same 

approach applied for new games and, ultimately, to a wide variety of games. 

1.3 Problem Statement 

Competitive video gaming is being harmed by players who are cheating (Boldi & 

Rapp, 2023) this video game cheating is leading to over $290 million dollars of annual 

cost (J. Ye, 2020). 

Video games generate over $400 billion in annual revenue globally (Clement, 

2024) and competitive games drive additional revenue through live game streaming, in-

game purchases, and advertisements (Perrotta, 2020). A consistent competitive gaming 
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userbase requires fair competition. Players who cheat using external tools gain an unfair 

advantage, resulting in loss of enjoyment for other players and loss of revenue for video 

game developers as players spend less time and money on their games (Global Gaming 

Survey, 2018). 

1.4 Thesis Statement 

A machine learning-based anomaly detection model will identify players who are 

cheating at competitive video games using external tools by analyzing player input sent 

to the server. 

Video game developers currently require users to install anti-cheat software on 

their local machine. Local anti-cheat software is very invasive and behaves similarly to 

spyware. A machine learning-based anomaly detection model that can operate server-side 

based on player inputs can do so without invasive anti-cheat software. This would enable 

video game developers hosting competitions to have player input sent to a central server 

(whether live or asynchronous) to identify cheating players and reduce their impact on 

fair competition, player retention, and revenue generation without using intrusive client-

side anti-cheat software. Because this approach involves analyzing input sequences from 

players, a model can be tuned for new games and applied to a wide variety of games. 

1.5 Research Objectives 

The objectives of this research (direction and specific actions) include: 

¶ Identify features in video game player input and game state data that can 

be used to identify when they are cheating without requiring extensive 
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game-specific domain knowledge such as a deep understanding of 

strategies required to approach optimal play. 

¶ Develop a predictive model that can be used by video game developers to 

accurately identify players who are cheating. 

1.6 Research Questions and Hypotheses 

The research questions and hypotheses are declarative statements about predicted 

outcomes that are designed to determine whether it is possible to identify cheating based 

on analyzing player input without the need for direct access to the playerôs local machine. 

To this end, the research questions and hypotheses are as follows: 

 RQ1: Which of Random Forest, Extreme Gradient Boosting (XGBoost) and 

Categorical Boosting (CatBoost) machine learning algorithms has the highest precision 

and recall in identifying cheating in competitive video games? 

RQ2: Are player inputs the most important features to identify cheating or are 

game state features, like speed, more important? 

 RQ3: Do most play sessions that are not cheated contain at least some suspicious 

frames of input? 

H1: Out of Random Forest, XGBoost and CatBoost, Random Forest will lead to 

the highest harmonic mean of precision and recall (F1 score), identifying cheating in 

competitive video games.  

H2: Player input features, particularly analog input like a joystick or mouse, are 

the most important for identifying players who are cheating. 

 H3: More than 50% of sessions that are not cheated will contain at least one 

frame of input identified as cheated. 
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1.7 Scope of Research 

This research focuses on developing and evaluating methods for identifying 

players who are using external tools to gain an unfair advantage (cheating) at competitive 

video games by analyzing player input sent to the server. When analyzing player inputs 

server-side, there is no need to run extensive specialized software locally on the playerôs 

device. The problem space includes developing a machine learning-based anomaly 

detection model for a single competitive racing game to demonstrate the feasibility of the 

concept. 

1.8 Research Limitations  

This research is limited to games with sufficient publicly available data to train a 

machine learning model. Many video game developers do not purposely release detailed 

player input publicly or, if they do, they do not make it easy to gather large samples. Both 

anti-cheat and cheat developers are secretive about how their solutions work and thus 

details are scarce beyond general claims. The most pervasive anti-cheat software is 

closed-source software bundled with and inextricably linked to the video games that 

players want to play and compete in. 

1.9 Organization of Praxis 

This praxis is organized into chapters as follows: 

¶ Chapter 1 ï Introduction: Describes the background, motivation, thesis 

and scope of the praxis. 

¶ Chapter 2 ï Literature Review: Examines the existing work that has been 

done so far related to the scope of the praxis. 
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¶ Chapter 3 ï Methodology: Provides a detailed description of how the 

research was conducted, from raw data to evaluating the research 

hypotheses. 

¶ Chapter 4 ï Results: Presents the output derived from applying the 

methodology to the raw data. 

¶ Chapter 5 ï Discussion and Conclusions: Contains the authorôs 

interpretation of the results and hypothesis resolution and the novel 

contributions of this praxis as well as recommendations for future research 

to build on and continue in this line of work. 
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Chapter 2 ð Literature Review 

2.1 Introduction  

As discussed in Chapter 1, video game cheating is a difficult problem that is 

costing the $400 billion video game industry hundreds of millions of dollars. The stakes 

are high, and developers are taking a multi-pronged approach in which they are finding 

and litigating cheat makers, patching game logic directly and using locally installed anti-

cheat software to detect, deter and prevent players from cheating. This chapter will 

establish that the anti-cheat software used by major game developers is closed-source, 

secretive and increasingly runs at the kernel level on playersô devices. 

Although the methods used by closed-source anti-cheat software are not well 

known, academic progress is being made through published papers that are demonstrating 

the feasibility of using machine learning to accurately identify cheating behavior. This 

chapter will review the relevant work that has been done so far in this space including 

contributions and gaps. 

2.2 Methods of Cheating 

Like in traditional sports, eSports have a long history of cheating in competitive 

scenarios. For example, Pinball is a competitive arcade game that was invented before 

video games but has many similarities especially as pinball games have incorporated 

more technological advancements. As players aim to achieve high scores, one advanced 

strategy that pinball players use is physically nudging the machine to alter the path of the 

ball. If done subtly, this can increase the skill ceiling of the game and enable more 

advanced strategies that improve competition. However, if taken too far, a player could 
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drastically affect the path of the ball and even forcibly keep the ball in play indefinitely. 

To combat this, pinball makers developed a tilt sensor to determine if and when a player 

tilted the table too far so that they could be penalized (Rossignoli, 2011). 

Players can cheat by using exploits in a video gameôs code to perform things that 

were not originally intended or are possible only by entering a ñcheat codeò or debug 

mode that the developer left in the game (whether on purpose or inadvertently). These 

exploits may be achievable without the use of external tools and thus may be accessible 

to players on an unmodified copy of the game using a valid input mechanism. However, 

such exploits may or may not be considered permissible by game developers depending 

on the game mode. There also may be some gray area on what constitutes an exploit as 

games with a high skill ceiling often have emergent physics and strategies that may not 

have been explicitly intended but are a byproduct of the game engine logic and enhance 

competitive play by enabling more advanced techniques. For example, Rocket League is 

a competitive soccer video game played with cars in which advanced players use an 

advanced technique called a ñflip resetò that allows them to make additional jumps while 

in the air by briefly landing on the ball with all four tires (Wayton Pilkin, 2022). 

Players can use external automation tools to perform actions more consistently, 

more precisely and more quickly. These tools are sometimes named based on their 

primary purpose. For example, ñaim botsò can be used in first-person shooter (FPS) 

games to automatically aim for the player so that they can more consistently hit their 

targets. This allows the player to have higher accuracy than they otherwise could while 

also freeing up the player to pay attention to other aspects of the game so that they can 

execute better strategically as well. Automation like an aim bot can have some 
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undesirable side effects such as quick, twitchy screen movements that can distract and 

nauseate the player. To mitigate side-effects like this, cheaters can employ an additional 

category of cheats that are more heavy-handed as they involve overt memory 

manipulation. It is possible to override the values the game uses in memory to determine 

the direction the camera faces so that the player can look at the direction they are 

traveling or intend to travel while shooting in completely different directions. When 

combined, an aim bot and a cam hack can allow a player to focus completely on 

movement without being distracted by camera movement that would otherwise be 

necessary to hit targets along the way. 

Direct access to and manipulation of game memory allows for a broad set of 

cheating capabilities. For example, the player can monitor memory values that the game 

designers do not intend players to see. This category of cheating is referred to as 

Extrasensory Perception (ESP) and involves ñmemory watchingò in which the player 

uses tools to directly read memory values, typically to gain a competitive advantage 

through greater awareness of game state information. For example, a tool could draw the 

location of adversaries on the screen, even when they are fully obstructed by walls. Tools 

could also draw information about enemy status such as health or weapons that could not 

otherwise be known by the player. Memory watching can also be used in conjunction 

with automation to allow players to further automate actions. For example, many games 

rely on a Random Number Generator (RNG) to randomize everything from physics to 

item generation. A cheating player could use memory watching to show them what item 

they would get if they performed a certain action, or it could be further combined with an 
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automation that allows the player to pre-select the item they want so that the tool can 

automatically perform the appropriate action to obtain the item. 

Manipulation of the game data, game state or speed is another method of 

cheating. This approach initially gained prominence through the release of a product 

called the Game Genie in 1990 that allowed players to manipulate game variable values 

stored in the memory of the hardware the video game was being played on (Szczepaniak, 

2021). Players who manipulate game code and/or memory values can alter established 

game mechanics such as game physics to gain an unfair advantage. Alternatively, players 

can alter the operating environment of the game such that they change the speed of the 

game (e.g., slow down to give more time to react) or even save the game state and reload 

to redo sections until they are happy with the results. Manipulating the operating 

environment of the game can still produce valid input that is difficult to detect as having 

been cheated, effectively enabling players to splice together their best attempts on small 

sections of a game and presenting the result as having been performed in a single 

segment at normal speed (typically this would be used in asynchronous competitions 

prior to uploading to a server). Tools like this allow players to gain an unfair advantage in 

competitive video games.  

2.3 Type of Problem 

Video game cheating is anomalous behavior in which a player gains an unfair 

advantage in some way, as described in the prior section. Video game developers cannot 

directly combat cheating unless they can identify who is cheating and when. For 

example, the YouTube personality Colin Gregory Palmer ñCGPò Grey released a series 

of videos on YouTube that comprise a massive Rock, Paper, Scissors competition. The 
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game is structured so that viewers play a round of Rock, Paper, Scissors against a 

recorded video and, if they win, they advance to the next video. The directions state that a 

player must only play the game once and must only move onto the next video if they 

legitimately won the previous video but this is enforced only by trusting that all players 

are being honest (Colin Gregory Palmer Grey, 2023). YouTube publishes the view count 

for these videos, however, and the view counts are not statistically plausible. For 

example, there is a point in the game where the player would have to beat one in a 

million odds to see the video. Given that only 2.2 million people watched the first video 

(a step that is necessary to legitimately begin playing the game) we would expect only 

one or two views on this video, but the ñone in a millionò video has over 237 thousand 

views (Thüler, 2024). We know nearly everyone watching this video (a number that is 

over 10% of the number who might have legitimately started playing the game based on 

the view count for the starting video) has cheated somehow. However, this is not enough 

information to say which players cheated or when. 

If we are to provide actionable information to video game developers, we need to 

be able to identify cheating behavior directly and with high accuracy. The problem we 

face is, thus, an anomaly detection problem. More specifically, detecting cheating is a 

binary classification problem and one that has a time-series element because a player 

provides inputs over time. 

2.4 Game Determinism 

There exists a basic first line of defense for identifying various types of cheating: 

video games can be made to be deterministic, meaning that given the same starting 

conditions and identical player input, the identical game state will continue to be 
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synchronized between playbacks. This can be done if game designers synchronize the 

start of a level by seeding any RNG with a consistent value (or at least storing the value). 

Many video games use this fact to allow players to watch back replays of their 

completions. Since the replays require only a consistent starting state and a record of 

player inputs, the replay files are much smaller than a video encode would be.  

The concept of storing a playerôs performance as a replay and then allowing 

players to race against that performance was invented by Atari and introduced in their 

arcade racing game Hard Drivinô in 1989 (Orland, 2007). In Hard Drivinô this was 

illustrated as a translucent ñghostò vehicle driving the same path as the player previously 

had. Atari was granted multiple patents around this feature while referencing their Hard 

Drivinô game as evidence (Mott et al., 1993), (Moncrief et al., 1994), (Copperman et al., 

1994), (Copperman, 1997), (Hightower, 2002). Many games today use this functionality 

and refer to the replays as ñghostsò and include mechanisms to share these ghosts with 

other players. For example, the racing game Stunts released in 1990 has a community of 

players who still compete in annual competitions that require the submission of replay 

files (McKracken, 2024). 

This approach to video game replays came into prominence in the early 1990s 

with First Person Shooters (FPS) like Doom and Quake in which players could share 

ñdemoò files to demonstrate their fastest completions. Not only did this provide players 

with a feasible approach to sharing replays using the slow transmission speeds provided 

by dial-up modems, but it also had the side benefit of serving as proof that the player had 

achieved the time with documentation of the strategy that was used. Capitalizing on these 

benefits, the first online speedrunning competitive community formed in November 1994 
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and established an online leaderboard, competing for the fastest times in Doom (Snyder, 

2017). 

When a player is cheating via methods that involve direct manipulation of game 

memory to change game attributes like physics (e.g., speed) it will result in a replay file 

(which includes the series of button presses the player provided) desynchronizing when 

played back on a version of the game that is not using cheats. The deterministic nature of 

video games can thus be used as a verification method to ensure the input provided by the 

player is valid. Thus, if a player shares replay files with other players, their performance 

can be verified as valid or not by any third party. The developers of the Trackmania 

racing series built such verification steps directly into their game when they created an 

online leaderboard function. The Trackmania leaderboard allows players to compare their 

best times against those of all other players and allows players to watch back replays and 

compete against other times as a ghost. Trackmania verifies the legitimacy of uploaded 

runs by playing back the replayôs inputs to confirm that the race completes in the time 

that the replay metadata claims. 

It is important to note that while the general concept of a replay file containing a 

recording of the playerôs frame-by-frame inputs is consistent across all implementations, 

the format for storing these inputs is not consistent. Replay file formats are not 

standardized and use proprietary formats, designed by developers and, typically, not with 

documentation. These formats may include compression and encryption and the servers 

that host the replay files may limit public access outside of specific scenarios. 



17 

 

2.5 Manual Identif ication 

It is possible to identify cheating through observation, manually by reviewing 

gameplay. This can be done by analyzing a video of the gameplay (which only includes 

an audiovisual recording of the gameplay session) or a replay (which can be played back 

and reviewed visually but can also have player input analyzed directly). For many years, 

players have relied on recordings of gameplay to function as proof of video game 

accomplishments. This began with Video Home System (VHS) recordings shared with 

other players and moderators through the mail and, eventually, advanced to broadly 

sharing recordings on platforms like YouTube or even ñlive streamsò where viewers can 

watch playersô attempts live on platforms like Twitch (Brewer, 2018; ersatz_cats, 2022; 

Pflug, 2008). 

Video recordings can be more difficult to spot cheating than replay files because 

they do not include detail about the buttons the player pressed and thus a reviewer does 

not have the ability to play back those button presses to verify their legitimacy. It is still 

possible to identify cheating, but this requires significant effort that does not scale well 

beyond scrutinizing a small number of players. Some examples include:  

¶ Cycle times that are inconsistent with the global timers that dictate them (Huber, 

2024), (Shadax, 2017). 

¶ Audio containing evidence of video edits such as splicing (Leonzio et al., 2023). 

¶ Impossible or highly improbable luck (Hernandez, 2020), (Minecraft 

Speedrunning Team, 2020). 

¶ Games purported to have been played on original hardware but displaying visual 

artifacts consistent with emulation (Orland, 2018). 
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¶ Inexplicable changes to a playerôs inventory (Egan, 2020). 

While it is possible to identify cheating in video games based only on video 

recordings of gameplay, the techniques are limited and generally require specific, 

detailed knowledge about the gameôs expected behavior. When replay files containing the 

associated player inputs are available, it is feasible to perform analysis on a much larger 

set of sessions. For example, many cheaters were outed when a script was written to find 

impossibly fast inputs in Mario Kart Wii ghost files (Abyssoft, 2024). 

A more extensive analysis was performed on Trackmania replays in an analysis 

that identified unusually fast controller movement the researchers called ñunnatural 

spikesò (BieŒkowski & Kjeldsberg, 2021). The authors believed that these spikes 

indicated the player was cheating by slowing the game down to make it easier to perform 

fast, precise, consistent movements. The researchers scraped over 30,000 Trackmania 

replay files from public servers. They analyzed these replays using custom replay 

analysis tools to visualize the player input and visually identify anomalous inputs. Based 

on this they defined a spike metric to indicate suspicious player inputs. Races that 

contained many spikes were identified as significantly deviating from average input 

patterns and thus suspicious.  

BieŒkowski and Kjeldsberg attempted to replicate unusual patterns through 

legitimate gameplay with various physical input devices but were unable to do so. They 

concluded that certain players likely used external tools to manipulate game speed, 

including top players who had been considered trusted. Several of these players did 

confess to cheating. The model developed in the report was simple and may not be 

generally applicable to a variety of games and can only identify cheating done by slowing 
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down the game, which can only be done in asynchronous competitive games. Still, the 

TMX Replay Investigation lays out a methodology for obtaining a large set of player 

input files by scraping public-facing databases and extracting and processing input. The 

data visualization developed by the authors is also a helpful way to identify unusual 

input, although it requires watching back replays in real-time. 

2.6 Closed-Source 

One of the oldest and most universally used anti-cheat software was developed by 

Valve. Valve is a video game company that was founded in 1996 by Gabe Newell and 

Mike Harrington after they both left Microsoft. (Valve, 2023) After having developed 

and released several successful video games, including Half Life and Counter-Strike, 

Valve announced Steam at the Game Developers Conference in 2002. Steam was 

described as a ñdistributed file systemò that would ñeliminate the hassles of dealing with 

patches and updatesò and provide developers with ñdirect content publishingò with other 

benefits such as anti-piracy (Valve, 2002). Steam quickly took off in popularity and 

became the most popular video game distribution platform on personal computers with 

over a billion users generating nearly ten billion dollars annually (Video Game Insights, 

2024). Valve introduced another component of Steam, VAC, with the game Counter-

Strike in 2002 (BBC, 2002). Today, there are over 100 games that use VAC (Valve, 

2024) and there are many other anti-cheat programs in active use. 

Most anti-cheat software used by major game developers require installation on 

the userôs local machine along with the game and must be run when the game is 

launched. Closed-Source anti-cheat software also typically runs in ring zero, the kernel 

level of the operating system, granting the software nearly full access to the userôs 



20 

 

computer (Orland, 2020). Companies that develop anti-cheat software do not provide 

many details about how they work, and this is a criticism that Gabe Newell, President of 

Valve Corporation, acknowledged in a rare public statement. Newell said that Valve does 

not usually talk about VAC because it ñcreates more opportunities for cheaters to attack 

the systemò (Newell, 2014). In response to this, he was asked if he was advocating for 

security through obscurity as a long-term solution to cheating to which he said ñNo. Itôs 

not a workable long-term solutionò (Newell, 2014). And, yet, ten years after making 

those comments VAC is still a completely closed source with very few details shared 

publicly about exactly how it works. 

Software that operates within ring zero (the kernel of the operating system) has 

the highest privilege level, direct access to system memory, and the ability to directly 

control hardware. If something goes wrong with software operating in the kernel, it can 

go very wrong. Unfortunately, most anti-cheat software now operates in kernel mode and 

developers publicly rationalize this as necessary due to the increasing number of cheat 

techniques that now operate in kernel-mode (Murphy, 2022). For players, who are forced 

to install and run anti-cheat software in the kernel of their local machine, the situation is 

reminiscent of a rootkit like the Extended Copy Protection (XCP) that Sony forcibly 

installed on customersô computers when they attempted to listen to Compact Discs. The 

XCP rootkit was not disclosed to users and security researchers brought it to the attention 

of the public. In fact, when questioned about the issue, Sony BMGôs president dismissed 

concerns by saying that most people ñdon't even know what a rootkit is, so why should 

they care about it?" (Ulaby, 2005) Sony eventually recalled the affected discs and ceased 

the practice of installing rootkits, but it did so only after significant public backlash. 
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Sonyôs rootkit was invasive and presented multiple security risks due to its poor 

implementation, for example a machine with the XCP rootkit could have malware 

running on it invisibly just by having those process names begin with ñ$sys$.ò Initial 

attempts at anti-cheat software were not much better, silently installing hidden rootkits 

and inadvertently introducing security vulnerabilities without their users consent or 

knowledge (Rigney, 2024) (Williams, 2016). When installing software that has kernel 

level access, users need good justification for doing so and, even then, they need to trust 

the company that is doing it. The little we know about how closed-source anti-cheat 

software like VAC has mostly been shared in the context of addressing customer 

concerns with both the privacy and efficacy of the software. For example, Arrowhead's 

Technical Director explained why they are using kernel level anti-cheat software nProtect 

GameGuard and then attempted to assuage concerns for users, who then commented that 

the developerôs claims were false and that they didnôt trust them (Lindgren, 2024). 

Kernel level anti-cheat software requires users to accept additional risks on their 

general-purpose computer to be able to play a specific video game and the public 

backlash indicates that this could have a direct impact on sales. While some kernel level 

anti-cheat software is designed to run only when their associated game runs, some 

programs like Vanguard by Riot Games opens when the system boots and runs at all 

times, regardless of whether the game its intended to protect is running (Brandon, 2024) 

(Orland, 2020). Vanguard also requires users to disable common settings like 

virtualization and overclocking as well as software such as docker. Requiring users to 

change how they use their computer and what they do with it just to play a game is a tall 

order. All  this also requires trust in the vendor and, in the case of Riot Games, that trust 
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may not be warranted. Riot Games is a subsidiary of Tencent, a Chinese company. Even 

if the vendor can be trusted, there are examples of kernel level anti-cheat being used as a 

vector for ransomware (Bolding, 2022) or even causing update issues with Windows 

machines (Ars Staff, 2019). Recently CrowdStrikeôs Falcon product, a kernel-level 

application whose purpose is to detect and prevent kernel attacks (Foster, 2021), 

inadvertently caused worldwide outages due to a faulty update that caused crashes and 

boot loops for millions of computers (Warren, 2024). While the CrowdStrike example is 

a trusted vendor that made an error, there have been state sponsored attacks on gaming 

companies using supply chain attacks, backdoors and kernel level exploits (Cybereason 

Nocturnus, 2022) (Léveillé & Tartare, 2019). 

Given a tendency towards secrecy and security through obscurity as a tactic to 

slow down cheat developers, it is rare to get any details about how closed-source anti-

cheat solutions work. Usually, general statements are made on game developersô 

websites, but these are more about the consequences of cheating (e.g., bans) than on the 

mechanics of how their anti-cheat software work. There have been a few instances of 

game developers presenting at conferences and sharing some details. For example, EAC 

is a closed-source anti-cheat software developed by Epic Games that can be licensed by 

game developers to protect their games from cheaters. Two EAC developers, Simon 

Allaeys and Aarni Rautava, presented at the Steam Dev Days conference. They shared 

some game design tricks that would increase the pain of getting banned from a game and 

described some of the general tactics used by EAC to directly detect and prevent 

cheating. EAC runs checks client-side, server-side as well as some combination of the 

two. One of the anti-cheat techniques that can be used to detect cheating on the server 
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side is statistical analysis, looking for extreme outliers on certain statistics that indicates 

superhuman, impossible play. EAC also provides a mechanism for players to report other 

players as cheaters which kicks off a verification process (Simon Allaeys & Aarni 

Rautava, 2016). 

On the client side EAC provides code obfuscation, such as encrypting variables, 

to make it harder to use standard tools to create cheats but more advanced cheat 

developers will be able to get around it. EAC can also run in kernel mode, which allows 

the game process to be sandboxed and prevent common cheating techniques such as 

injecting values or reading memory. The presenters gave the (ironically) open-source 

Cheat Engine application as an example tool that can be used to find memory values, 

trace logic as well as intercept and overwrite game values for the purpose of cheating 

(Byte, 2015/2024). Another anti-cheat tactic on the client side is signature scanning, in 

which EAC scans local machine memory to identify runtime signature of specific cheats. 

Unfortunately, signature scanning requires the developer to know details about the 

specific cheats they are looking for and hope they have not been modified at all. Another 

downside is the possibility of false positives due to local software that is not for cheating. 

Heuristics, which also runs on the local machine, can help identify novel cheats that were 

not expected. Instead of looking for specific cheats, heuristics looks at the behavior of the 

system and see if the game engine appears to be acting normally, for example making 

system calls that are not expected. 

Allaeys and Rautava recommended moving from a ñclient authoritativeò model to 

a ñserver authoritativeò model in which more logic is done on the server side and less 

trust is placed on the players local machine. This seems to align to the thesis statement of 
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this praxis defined in Section 1.4. Other developers, Tim Ford and Philip Orwig from 

Blizzard, the makers of Overwatch (a popular competitive online FPS game) made a 

video describing their approach to a server authoritative model. They said that they had 

not planned to speak publicly about how their server authoritative Netcode worked but 

that members of the player community had reverse-engineered their Netcode using tools 

like Wireshark and were asking specific questions (Tim Ford & Philip Orwig, 2016). Just 

a month after posting this video Blizzard announced a ñone strike and you are outò policy 

in which they would be issuing permanent bans to any players who were found cheating 

(Orland, 2016). 

Contrary to Gabe Nowellôs comments in 2014, agreeing that security through 

obscurity was not a long-term solution, Valve has shared very little about how their VAC 

software works. One notable exception is a presentation at the Game Developers 

Conference by Valve programmer John McDonald who described some of how VAC 

worked, with a focus on plans to implement deep learning to combat cheating (John 

McDonald, 2018). For example, McDonald described Valveôs current use of a machine 

learning model to calculate a ñTrust Scoreò for players based on the way players interact 

with Steam and its games. This Trust Score is used during matchmaking to let players 

with high Trust Scores play with other trusted players so that it is less likely for them to 

encounter a cheater. More details about how this Trust Score works were later publicly 

disclosed through a patent, co-authored by McDonald, that was filed in 2018 and granted 

in 2021 (Kaethler et al., 2021). Other high-level details about Valveôs use of machine 

learning were shared on Reddit. For example, the official VAC Team account stated that 

any hard-coded cheat detection is just an arms race with cheat developers where they can 
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ñfind the edges of the heuristic [used] to detect the cheatò and leverage that knowledge to 

evade detection (Valve Anti-Cheat Team, 2017). The VAC Team goes on to say that the 

sustainable solution is thus to ñtake a machine-learning approach, training (and 

continuously retraining) a classifier that can detect the differences between cheaters and 

normal/highly-skilled players" (Valve Anti-Cheat Team, 2017). More recently, Gabe 

Newell shared that a lot of the work Valve is going to be doing to combat cheating will 

be focused on ñmaking sure people are behaving like humansò using Artificial 

Intelligence (AI) (Newell, 2021). 

2.7 Machine Learning 

While anti-cheat software developers are beginning to publicize their 

implementations of machine learning to augment their software, these companies still 

require users to install and run local applications to monitor their systems at the kernel 

level. They also do not share details about how they are applying machine learning and 

whether it is done on a server or on local machines or both. Thankfully, published 

research on the use of machine learning to identify cheating behavior does exist and has 

progressively improved over the years. Machine learning methods begin with creating or 

collecting a set of valid game data, ranging from network traffic to player button presses 

to game state information. Researchers then create or collect a dataset of cheated input 

and then use machine learning to train a model to identify cheated input. 

One of the earliest attempts at identifying cheating in video games using machine 

learning was in 2011 when researchers presented a cheating detection framework for 

Unreal Tournament III, an FPS game, that integrates RapidMiner, a data-mining 

framework, for preprocessing data and applying decision models (Galli et al., 2011). It 
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introduces components like an extended game-server, processing backend, and frontend 

for real-time monitoring and off-line analysis. The paper concludes that the introduced 

cheating detection framework effectively identifies cheating behaviors in Unreal 

Tournament III in experimental analyses with human players. The methodology used was 

supervised machine learning (i.e., decision trees, Naive Bayes, random forests, neural 

networks, SVM). The tested supervised learning techniques show promising accuracy, 

with Naive Bayes and support vector machines reaching up to 97.44%. The authors argue 

that false positives are much worse than false negatives as they would prevent honest 

players from using a service for which they have paid. Some features relied on the fact 

that there are only two players in the game, which is not the case in most commercial 

online games. This was a seminal work, referenced often by later papers. The authors 

used only in-game data for their framework, ignoring player input and describes their 

processes and tools for processing and analyzing game data. 

Building upon this was a team of researchers published an approach to 

behavioral-based cheating detection in online FPS games (Alayed et al., 2013). The team 

built a custom FPS game for the study which allowed them to gather extensive input and 

game state data and incorporate a much larger set of features compared to prior work. 

They compared the accuracy of different classification models in identifying various 

cheating behaviors. The authors concluded that their approach required them to target 

specific cheats by tailoring their detection methods for each cheat. The methodology was 

machine learning using classifiers like Support Vector Machine (SVM) and Logistic 

Regression. The approach demonstrates high accuracy, especially in detecting AimBots 

(98%), but struggled with lag-induced inaccuracies and variations at times causing 
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accuracy to significantly drop. The dataset used is relatively small at 460 minutes across 

only two maps with two players. The emphasis on behavior-based models established an 

early precedent for exploring player behavior patterns for enhanced detection in games. 

In 2021, researchers used behavior-based supervised deep learning to identify 

cheat detection in video games (Pinto et al., 2021). They detected cheating in video 

games via analysis of player inputs, without consideration of in-game data. The 

researchers analyzed input from over one hundred players who submitted their input 

specifically for the study with awareness of its purpose (thus making the input not fully 

real-world data). The authors utilized player-based cross-validation to detect cheating 

interactions in unknown players and achieved highly accurate results with clear 

distinctions between legitimate and cheated gameplay. The researchers used deep 

learning (Convolutional Neural Networks [CNN]) and multivariate time series analysis. 

This work provides a groundbreaking approach to cheat detection in video games, 

shifting from analyzing ñin-game dataò to analyzing ñgameplay.ò They achieved an 

average accuracy of 99.2% for triggerbots and 98.9% for aimbot (two widespread cheats 

used in FPS games). This research suggests a reduced need for domain knowledge and 

manual feature engineering in cheat detection systems. This is a pivotal paper that 

strongly supports the use of player input with machine learning as a valid approach to 

identifying cheating. In terms of limitations, the analysis was performed on a single FPS 

game and only tested two types of cheats. Also, there was imbalance in the player 

representation. 

Researchers have looked at ways to scale cheat detection computation using 

Graphical Processing Units (GPU). One team developed an approach they called Game 
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Cheating Identification (GCI) which detects cheating in Massively Multiplayer Online 

(MMO) and FPS games by analyzing encrypted network traffic patterns (Islam et al., 

2020). The authors demonstrated moderate success (accuracy of up to 79%) with 

detecting cheats in video games by monitoring only network traffic (and no direct access 

to servers or endpoints). The authors used supervised machine learning (SVM and 

Logistic Regression) using a small dataset that was collected by analyzing network traffic 

of twenty students who were not experienced players. The detection methods 

demonstrated were also only effective against cheating that involved modifying game 

traffic by flooding the network to cause delays with no applicability beyond this specific 

use case. Their use of GPUs to process large amounts of data in parallel did enable better 

scalability and lower latency for real-time game applications. 

Research has also been done on the value of Game State information and how it 

can provide important context regarding the situation a player is in such as their position 

and speed relative to other objects. This type of information is important for 

understanding the decisions players makes and is a concept that exists in traditional 

sports (Caley, 2013; HToF, 2023; OSC, 2016; Somers et al., 2024), tabletop games 

(Hagens et al., 2024; Zhu et al., 2023), and eSports (Eng, 2023; Joens et al., 2024). Game 

State information is valuable to provide insights on strategic decisions and can be used to 

help identify cheating behavior. One method of doing this is to consider game states as a 

sequence of possible events represented by a Markov chain which could highlight 

unusual behavioral biometrics. Joens at al. published research that attempted to improve 

security in online multiplayer games using a trust but verify approach in which a referee 

system monitors game state information for potential cheating behavior. Their research 
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had some success in identifying certain cheats without the need for access to the player 

end points but recommended future work be done in behavior-based sensing and the 

application of machine learning to improve detection accuracy (Joens et al., 2024). 

2.8 Summary and Conclusion 

Closed source anti-cheat software is becoming increasingly common and is 

requiring users to install local software with a concerning level of control and access to 

their computers. Granting any software kernel-level access to oneôs computer requires 

trust in the developer and acceptance of the risks inherent with granting such access to 

gaming software. Users must choose to increase the attack surface of their general-

purpose computer for entertainment purposes. Meanwhile, cheat developers are 

becoming more creative and continue to develop methods to evade detection. The anti-

cheat developers admit that their kernel-level software cannot completely prevent 

cheating. This is especially evident as new forms of cheating are becoming available that 

use tools that are completely external from the computer the video game is running on. 

Input passthrough devices such as Xbox Input Machine (XIM) and the Cronus 

Zen connect to computers and gaming consoles like a normal input device and can 

function as such. However, they allow gamers to run scripts between their physical 

controller and the computer running the game. These scripts can be simple such as 

rapidly tapping a specific button, or they can be complex such as playing back a pre-

recorded series of input or even offsetting game physics such as gun recoil (i.e., anti-

recoil) or tricking the game into enhancing player assist features more than intended (i.e., 

aim assist). These device makers defend their inclusion of scripting features by saying 

they ñenhance the gaming experience through automationò and were ñnever designed to 
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facilitate cheating through the injection of unauthorized exploits or the manipulation of 

image data, and it never willò (Cronus, 2024). Other examples of external tools include 

monitors that use AI processing and image generation based only on video data to 

provide Extrasensory Perception cheats by overlaying data directly on the monitor 

(Piltch, 2024). There are even ways to combine multiple external tools like these to 

enable even more powerful cheats by using a second computer to orchestrate multiple, 

independent external devices to perform complex tasks such as full auto-aim with 

completely external tools (Orland, 2021).  

A machine learning-based anomaly detection model that can operate server-side 

seems practical, building upon the work that has already been done in this space. This 

would enable video game developers hosting competitive games to have player input sent 

to a central server (whether competing synchronously or asynchronously) to identify 

cheating players and reduce their impact on fair competition, player retention, and 

revenue generation without using intrusive client-side anti-cheat software. Because this 

approach involves analyzing input sequences from players, it may be possible for a model 

to be tuned and applied to a wide variety of games. This problem space has prior work 

focused on specific genres of games, mostly first-person shooters, and some massively 

multiplayer online games. The author provides a machine-learning approach to 

identifying cheating based on user inputs for racing games without the need for local 

software installation.  
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Chapter 3 ð Methodology 

3.1 Introduction  

This chapter provides a detailed description of how the research was conducted, 

from raw data to evaluating the research hypotheses. When searching for video games 

that are well-suited to evaluate our hypotheses, it was necessary to find games for which 

sufficient data are publicly available. Most competitive video games operate using closed 

source software and interacting with servers that are owned and operated by the game 

developers. This presents an issue for the long-term viability of these competitive games 

as they require on-going support from developers to continue to play them competitively. 

This model also presents a challenge for obtaining access to sufficiently large amounts of 

player input data to analyze. Considering that most of the prior work in identifying 

cheating using machine learning was focused on First-Person Shooter (FPS) games and 

collected data from local area network competitive sessions, there also exists an 

opportunity to apply machine learning to other types of competitive games that have not 

been as extensively researched. Competitive racing video games present a particularly 

interesting opportunity to apply machine learning to a new type of competitive game 

while also providing other benefits. 

There are several racing video games that have a large community of competitors 

who have competed for many years, typically using the replay ghost functionality. As 

mentioned in Chapter 2, the racing game Stunts was released in 1990 and still has annual 

competitions that require players to submit replay files (McKracken, 2024). Replay files 

like this provide a small file that can be watched, analyzed, and verified by other players. 

However, while these competitions have been going on for over 20 years, the number of 
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players who participate is small (a few dozen). Thus, the task of manually reviewing the 

replays for suspicious behavior is tenable and the sample size for machine learning is also 

small. Two other racing games series, Mario Kart and Trackmania, have more recently 

released games that natively support online leaderboards and have sold tens of millions of 

copies (Nintendo, 2024; Ubisoft Nadeo, 2023). 

Trackmania was the subject of the manual identification of cheating discussed in 

Chapter 2 and allows users to download replay files from other players on their 

leaderboard. Although Trackmania verifies the legitimacy of uploaded runs on server by 

playing back the replayôs inputs to confirm that the replay completes the race (and the 

time it takes to do so), players were still able to cheat and submit times using external 

tools without being detected (BieŒkowski & Kjeldsberg, 2021). 

Nintendoôs Mario Kart series comprises racing games containing multiple game 

modes including Grand Prix, Versus and Time Trials. The Time Trials mode pits players 

against the clock, aiming to complete each racecourse with the lowest time possible, 

saving the best times to a leaderboard. Time Trials has included a replay capability since 

the first game in the series, Super Mario Kart, in 1992 just a few years after the technique 

for doing this was pioneered with Hard Drivinô in 1989. Players were also able to save 

their best replay to their cartridge, but they could not share this file with other 

competitors. Beginning with the second game in the series, Mario Kart 64, the developers 

included ñcourse ghostsò created by the game development staff for players to race 

against. Mario Kart 64 also allowed players to save their ghosts to an external Memory 

Pak device and share their ghosts with friends. With Mario Kart Wii, Nintendo provided 

native online functionality that allowed players to submit their best replays to a central 
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leaderboard where other players could see the top times and download and race against 

other playersô ghosts. 

3.2 Data Sources 

Mario Kart Wii replays can be saved locally and uploaded to a central server for 

verification and sharing which provides a mechanism to collect and analyze player inputs 

from many different sessions. Nintendo hosted an official online ranking and versus 

competition via Nintendoôs Nintendo Wi-Fi Connection, which operated from the gameôs 

release in April 2008 until the service was discontinued in May 2014. Leading up to the 

shutdown of Nintendoôs Wi-Fi Connection, players and members of the media 

commented on the potential impact this would have on the hundreds of competitive 

Nintendo games that relied on the official online infrastructure, including Mario Kart Wii 

(Orland, 2014). Fortunately for the players, right as the official service shutdown, fans 

made unofficial replacements such as Wiimmfi that enabled online gameplay to continue 

using servers hosted by fans (Wiimm & Leseratte, 2014, 2020). Services like this have 

allowed online competition to continue and have supported unofficial modifications to 

the Mario Kart Wii game that added new courses and modes. One of the most popular 

and most extensive of these modifications is Custom Track Grand Prix Revolution 

(CTGP-R), a modification that includes integration with a central server to share ghosts 

on a leaderboard. 

CTGP-R was an open-source project (A. ñChadderzò Chadwick, 2014/2015) until 

May 2015, when local anti-cheat was added (A. ñChadderzò Chadwick & Chadwick, 

2024a). The source code for newer versions of the software is no longer publicly 

available to reduce the likelihood that cheaters can find ways around the anti-cheat 
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features (A. ñChadderzò Chadwick & Chadwick, 2019). Thus, continuing the theme seen 

in Section 2.6 of anti-cheat software remaining closed-source and using security through 

obscurity as a security control when combating cheating. CTGP-R later added support for 

online time trials leaderboards in June of 2016 and the associated website now hosts over 

five million records from over seventy-five thousand players (A. ñChadderzò Chadwick 

& Chadwick, 2022) and receives over a thousand new replays each day, on average (A. 

ñChadderzò Chadwick & Chadwick, 2024c). The leaderboards contain the times achieved 

as well as detailed metadata about the session along with the full replay file. These replay 

files are, thus, publicly available online in large numbers. CTGP-R, in conjunction with 

Wiimmfi, also runs local anti-cheat software that has been regularly updated (A. 

ñChadderzò Chadwick & Chadwick, 2024a; Leseratte, 2018), and has an active 

community of players monitoring submitted times and manually reviewing their 

legitimacy (Leseratte, 2022). Because of the security controls in place on CTGP-Rôs Real 

Time Attack (RTA) rankings, the author considers replays on its leaderboards to be 

performed without the aid of external tools for cheating and thus can be considered 

legitimate RTA runs. The author acknowledges that there may be replays purporting to be 

RTA that have used tools and recognizes this as a limitation of the dataset. In the words 

of the CTGP-R administrators: 

ñWe believe [the leaderboards] to be as accurate as possibleé We have tried to 

remove all times where [people have cheated], but é can never be 100% sureò 

(A. ñChadderzò Chadwick & Chadwick, 2024b) 

 

In addition to the active competitive scene for Mario Kart Wii using CTGP-R, the 

game has a separate community of players who openly utilize external tools to play the 

game. Using tools to help play a game makes it a Tool-Assisted Speedrun (TAS) as 
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opposed to an RTA speedrun in which no external tools are permitted. Provided the use 

of tools is disclosed and permitted by the competitors, a TAS is not considered cheating 

(Welcome To TASVideos, 2024). These players have shared the replays they produce as 

Revolution Kart Ghost (RKG) files since 2015 on mkwtas.com where hundreds of 

replays are publicly available. 

While we have established that replay files are publicly accessible in large 

numbers for both RTA and TAS replays of Mario Kart Wii, it is necessary to obtain and 

organize these files so that they can be analyzed. Before downloading replays though, we 

need to choose which replays we plan to analyze. CTGP-R contains hundreds of courses 

but only thirty-two of these were included in the original game developed by Nintendo. 

These are the thirty-two original official courses and these, generally, have the most RTA 

replays available and the most TAS replays available. So, it is these thirty-two courses 

that offer the best set of replays to analyze for both RTA and TAS. 

In addition to courses, Mario Kart Wii players compete in both achieving the 

fastest race (three laps) and the fastest lap (single lap); however, we will focus only on 

analyzing full three lap races to ensure that the entire replay file is both relevant and 

comparable to other replays of the same race. The fast lap replays would include slower 

laps where players are not focused on playing well and this would introduce unnecessary 

noise and may be difficult and time-consuming to remove. 

The game we analyze should, ideally, have a high skill ceiling as this enables the 

game to have a long-term, deep competitive landscape. For a game to have a high skill 

ceiling, it must not be trivial to play perfectly, meaning that as players develop more 

advanced techniques and become more adept at consistently implementing them, they 
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continue to be rewarded by better times (Kionay, 2019). In fact, some developers argue 

that the ideal skill ceiling is one that is impossible to ever reach (Colter Hochstetler et al., 

2021). This is an important feature in competitive games as it allows highly skilled 

players to differentiate themselves from less skilled players, allowing the better player to 

win while also permitting long term progression for the skill level of the best players to 

continue to increase over time. A high skill ceiling also, thus, gives players an 

opportunity to improve their performance using external tools to execute maneuvers more 

optimally so that their TAS performance can exceed their own RTA capabilities and even 

beyond the best RTA players in the world. The author wishes to identify this type of 

behavior programmatically thus it is important for the subject video game to have a high 

skill ceiling to ensure that it is not practical for players to play perfectly (at least not 

without the use of external tools). Games with relatively low skill ceiling such as Tic-tac-

toe and Connect 4 have been fully solved with an optimal strategy proven and achievable 

by players without external tools (Allis, 1988; Patashnik, 1980).  

Many modern games have complex game engines that create game complexity 

that enables player performance to increase as skill increases (Galla & Farmer, 2013). 

Even older, less complicated games developed by Nintendo have been shown to be 

complex enough to be computationally hard in terms of just identifying optimal strategies 

(Aloupis et al., 2015). 

Mario Kart Wii, whether specifically intended by the developers or not, provides 

a vast array of nuanced methods to drive faster legitimately when players gain an 

understanding of the game engine and execute on strategies based on this understanding. 

The Mario Kart Wii speedrunning community actively shares strategies with one another 
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through documentation and videos. For example, there is a fifty  page strategy document 

(CampbellMop & Kierio04, 2024) which itself links to many other, more detailed 

references such as a seventeen page mathematical proof of optimal mini-turbo spacing 

(CampbellMop, 2022). 

While Mario Kart Wii possesses a complex definition of optimal play, the author 

reviewed the CTGP-R leaderboards for three lap races on the official thirty-two courses. 

This was initially  done without even needing to download any replay files, the author 

downloaded the top 2,500 times for each of the thirty-two official courses for analysis (A. 

ñChadderzò Chadwick & Chadwick, 2024b). A high skill ceiling that rewards the best 

players with increasingly good times is visible in these data as illustrated in the following 

brief analysis. Taken together the race time distributions shown in Figure 3-1 appear to 

be multimodal but, by adding color for each individual course to create a stacked 

histogram, we can we that this is because we are looking at all courses together. The 

coloration indicates that the courses tend to take different amounts of time to complete. 

Breaking courses into separate histograms, allowing them to overlap rather than stacking 

their values, further illustrates that the race times for each course align to separate 

distributions as shown in Figure 3-2.  
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Figure 3-1. Stacked Race Time Histogram for Top 2,500 Players by Course 

 

 

 
Figure 3-2. Combined Race Time Histograms 

 

We can begin to see this better by moving the courses onto separate rows so that 

they do not overlap. This illustrates the left-skewed distribution for each course as shown 
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in Figure 3-3. Note that the right side of these distributions abruptly ends due to limiting 

the dataset to the fastest 2,500 race times per course. Also, the range for some courses are 

much wider than others, indicating a larger impact of skill on race time for those courses. 

Every course, however, is left-skewed, indicating that the best race times are achieved by 

relatively few players which supports the existence of a high skill ceiling in this game. 

 
Figure 3-3. Separated Race Time Histograms 
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While these histograms show the distribution of players achieving given times, 

another way to visualize the difference between top ranked players and lower ranked 

players is to plot a line chart of all RTA times in rank order to see how times are affected 

by rank, see Figure 3-4. Doing this for every course illustrates a consistent theme: higher 

ranked times have better race times by an increasing margin. Some courses also have 

certain race times in which the impact of skill briefly plateaus (e.g., 21_rSL) before skill 

prevails and pulls down times further again. There are multiple reasons this might happen 

(such as a obstacle that operates on a timed cycle) but the key point is that that no such 

plateau exists on any course at the top ranks. 

 
Figure 3-4. RTA Rank Analysis for Original Courses 

 

Aggregating the times from all courses together by calculating the average time 

for a given rank illustrates the general trend we observed even more clearly as shown in 

Figure 3-5. The general trend is for race times to improve significantly with better rank 

and more significantly the higher the rank. This supports the existence of a high skill 

ceiling in this game. In fact, it is not clear based on these data whether a limit exists, any 
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time soon, for the performance of top players in terms of lower race time. This is because 

we can see that the line is convex with race time asymptotically approaching zero at the 

best ranks rather than approaching a specific race time. 

 
Figure 3-5. Average Race Time Across All Courses 

 

3.3 Data Treatment and Feature Selection 

Having established that Mario Kart Wii has a high skill ceiling that would allow 

us to differentiate between more optimal and less optimal gameplay, we need to create a 

dataset that can be used by machine learning algorithms to produce a predictive model. 

This model can then be used to answer our research questions and test our hypotheses. 

Doing this requires extracting information from the replay files into a tabular format that 
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can be analyzed by a machine learning library such as PyCaret or Scikit-Learn (Sklearn). 

As noted in Chapter 2, while the concept of a replay file (which contains a record of the 

playerôs frame-by-frame inputs) is consistent across many different games and their 

respective implementations, the format these games use to store their replays is not 

standardized and are typically proprietary. These proprietary formats are designed by 

each gameôs developers and, typically, without documentation. Thus, researchers must 

reverse engineer these formats, which may contain compression or even encryption. In 

the case of Mario Kart Wii, the replay files are stored as RKG files, a format that has 

been reverse engineered and openly documented online (A. ñChadderzò Chadwick, 

2022). 

We need to decode and process the RKG files to extract metadata information 

(e.g., Player, Course). We then need to decompress and extract the player input data and 

create a row for each frame of player input (there are sixty frames of input per second of 

gameplay). This will provide all data available within the RKG, but it is also possible to 

enrich the RKG with game state data (e.g., physics) by playing back the input in the 

game. Storing all this information in one Comma-Separated Values (CSV) per RKG then 

provides a data source for machine learning, by combining them all together into a single 

data frame. Figure 3-6 illustrates the containment relationship and general hierarchy of 

the dataset components. Further component details are described in Section 4.3. 
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Figure 3-6. General Hierarchy of Replay Dataset 

 

After processing replay files to extract metadata, player input and game state 

information, it is necessary to verify the veracity of the extracted information to confirm 

the extracted data are correct. Where the resulting dataset contains invalid or missing 

data, we must decide how to handle those entries (whether to exclude them from the 

analysis or to populate the missing values with valid data of some type). With a validated 

dataset, we can then review the relative predictive value of its contents and remove 

extraneous fields as those that may result in unnecessarily complex predictive models that 

could perform poorly when used on data on which it was not trained. One method for 

doing this is to create a correlation matrix and remove fields that are highly correlated 

with other fields that are then kept in the smaller dataset. 

For categorical variables, the author must decide how to preprocess these 

variables so that machine learning algorithms can use them. Methods such as one-hot 

encoding can be used to interpret categorical variable numerically. 
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3.4 Model Selection and Training 

RKG files contain time-series data as each frame comprises 1/60th of a second of 

gameplay and all frames from the complete race are present, in time order in the dataset. 

However, we are not trying to predict future input and thus this is not a timeseries 

forecasting exercise. Rather, we are trying to identify whether player input is cheated (by 

having used external tools when claiming to be RTA) or not. Given that our goal is to 

classify input into one of two mutually exclusive categories, this is a binary classification 

problem. We will thus apply machine learning methodologies that are appropriate for 

binary classification problems. This includes both unsupervised approaches such as 

clustering and supervised approaches such as random forest. 

In both unsupervised and supervised machine learning, we will identify the target 

variable indicating which inputs have used external tools (TAS) and which have not 

(RTA). For supervised machine learning, we will divide our dataset into training and test 

datasets (including a hold-back test set that will be used only for evaluating performance 

and not for training) so that the machine learning model can be trained (using the training 

set) and then validated with 5-fold grouped (by Session) cross-validation. The resulting 

modelsô performance will then be evaluated (using the test dataset) on ability to identify 

cheated player input. The best model can then be further tuned via hyperparameter tuning 

to further improve model performance. 

3.5 Model Performance Metrics 

A binary classification problem has a simple, four quadrant, confusion matrix that 

is typically structured as shown in Table 3-1. 
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Table 3-1. Confusion Matrix Structure  

 Predicted Class 

RTA TAS 

T
ru

e
 C

la
s
s 

R
T

A
 

True Negative (╣╝ False Positive ╕╟ 

T
A

S
 

False Negative ╕╝ True Positive (╣╟ 

 

When identifying players who are cheating using external tools, we want to 

identify as much of the cheating behavior as possible, but we need to balance a modelôs 

ability to identify true positives with its propensity to identify false positives. While true 

positives are valuable and we do not want players to get away with cheating, false 

positives can have a high cost. False positives may, for example, result in a player who is 

not cheating being unjustly punished or even banned from the game which would remove 

a legitimate player from the game and generate negative feedback from players. Another 

consideration is that since cheating is relatively rare (far less common than not cheating) 

having a lot of false positives will introduce noise and create an unnecessary or even 

unmanageable workload to manually review and act on. Thus, even if the recall is 

remarkably high, indicating that a model identifies most or even all real cheating is 

correctly classified as cheating, the model may be of limited value as it creates too much 

noise in all the false positives. For example, a model that classifies every input as TAS 

would have a 100% recall, but it would also have a 100% false positive rate. 

Table 3-2 provides a sample of model performance metrics that are relevant to a 

binary classification problem (Chicco & Jurman, 2020; Fawcett, 2006; Tharwat, 2021) . 
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Table 3-2. Relevant Model Performance Metrics 

Metric  Description 
Equation 3-1. Performance 

Metrics 

Accuracy 

Proportion of instances 

correctly identified out of all 

instances 

Ὕὖ Ὕὔ

Ὕὖ Ὕὔ Ὂὖ Ὂὔ
 

Precision 
Proportion of predicted positive 

instances correctly identified 

Ὕὖ

Ὕὖ Ὂὖ
 

Recall 
Proportion of actual positives 

correctly identified 

Ὕὖ

Ὕὖ Ὂὔ
 

F1 Score 
Harmonic mean of precision 

and recall. 
ςz

ὖὶὩὧὭίὭέὲὙzὩὧὥὰὰ

ὝὖὶὩὧὭίὭέὲὙὩὧὥὰὰ
 

Specificity 
Proportion of actual negatives 

correctly identified 

Ὕὔ

Ὕὔ Ὂὖ
 

Matthews 

Correlation 

Coefficient 

(MCC) 

Balanced metric true and false 

negatives and positives. 

ὝὖzὝὔ ὊὖzὊὔ

Ὕὖ ὊὖὝὖ ὊὔὝὔ ὊὖὝὔ Ὂὔ
 

Balanced 

Accuracy 

Average of recall and 

specificity 

ὙὩὧὥὰὰὛὴὩὧὭὪὭὧὭὸώ

ς
 

 Receiver 

Operating 

Characteristic 

- Area Under 

the Curve 

(ROC-AUC) 

Ability to distinguish between 

positive and negative classes 

across different thresholds 

Area under ROC curve (ὙὩὧὥὰὰ 

against ρ ὛὴὩὧὭὪὭὧὭὸώ) 

 

While many metrics exist, it is important to choose a metric or set of metrics that 

do the best job balancing our objectives while also accounting for the type of dataset we 

have. So, while a metric like accuracy (the total number of correct cases divided by the 

total number of cases) sounds appealing, it will tend to be overstated when the dataset is 

imbalanced. In our case, we have a relatively small set of TAS data compared to a 

relatively large set of RTA data, a ratio that is also representative of what we would 

expect to encounter in the real world. Thus, we have an imbalanced dataset for which 

accuracy would tend to overstate the relative performance of a model (Owusu-Adjei et 

al., 2023). To hedge against this tendency, we can look at several alternatives which have 
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been detailed above in Table 3-2. Both precision and recall are helpful metrics and, 

between the two of them, they help to balance the value of true positives (recall) with the 

downsides of false positives (precision). The F1 score is a metric that combines the 

benefits of these two metrics and thus is a good fit for our use case (Van Rijsbergen, 

1979). The ROC-AUC can also be a helpful metric when interpreting the ROC curve for 

the suitability of the model across different thresholds.  
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Chapter 4 ð Results 

4.1 Introduction  

This chapter presents the output derived from applying the methodology 

described in Chapter 3 to the raw data to develop a machine learning model that can be 

used to test the hypotheses we defined in Section 1.6. The data were collected pre-

processed, features selected and then the models were trained and performance 

compared. These results are presented in the following sections. 

4.2 Data Sources 

Creating a dataset for analysis began with obtaining Revolution Kart Ghost 

(RKG) files. We need a set of replays that are known to use external tools (Tool-Assisted 

Speedruns [TAS]) and a set that are believed to not have used external tools (Real Time 

Attack [RTA]). Ideally, we would know for certain that the RTA replays did not use any 

external tools (which would be considered cheating when claimed to be RTA) but the 

best we can do is obtain them from a trusted source that implements controls to prevent 

(e.g., anti-cheat) or catch (e.g., peer review) cheating. 

The TAS replay files are available at mkwtas.com and were obtained by filtering 

https://mkwtas.com/all.php to runs that had a ghost file (some authors have only shared 

videos without the associated RKG file) and were full three lap race records. All TAS 

replays available on this site were the Best-Known Times (BKT) when they were 

uploaded but historical BKTs have remained available and thus all courses have multiple 

RKG files available. Across the thirty-two courses, 140 RKG files were available, and 

these were manually downloaded through the site interface. The author also found one 

https://mkwtas.com/all.php
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additional set of TAS replays that were created with the goal of mimicking the same 

strategies and movement techniques used by RTA players (Bynt, 2024). This provided an 

additional twenty-eight RKG files and is an interesting set of TAS replays for this praxis 

as their author (Bynt) aimed to mimic the strategies used in RTA races, which provides a 

good challenge for training and testing a machine learning model. 

RTA replays were sourced from the CTGP-R leaderboards for the original thirty-

two tracks (A. ñChadderzò Chadwick & Chadwick, 2024b). Given the goal of 

downloading several thousand RKG files, the author requested and received approval 

from the webmaster to bulk download many replays downloads from a single computer. 

Although a JavaScript Object Notation (JSON) service is available on 

https://tt.chadsoft.co.udk/index.json, it provides access only to metadata and not the 

replay files. To download the replay files, the author used the web interface to load each 

leaderboard, set to ñpersonal bestò (so that each player had at most one time, their 

personal best time, for each course category) and ñshow allò to load all rows for each 

leaderboard. The link to the RKG file associated with each row is on a sub-page 

accessible by clicking on each time. The link to the RKG file uses the same Uniform 

Resource Locator (URL) as that of the sub-page but with an extension of ñRKGò rather 

than the ñHTMLò of the sub-page. The author used this fact to compile a list of direct 

links to the top 1,000 RKG files for each leaderboard by extracting the link to each sub-

page, replacing the Hypertext Markup Language (HTML) extension with ñRKGò and 

bulk downloading the list of RKG files using a download manager. Mario Kart Wii also 

included two official ñstaff ghostsò for each course that were created by Nintendo and 

included on the original game disc. The author extracted these 64 RKG files from the 

https://tt.chadsoft.co.udk/index.json
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official game optical disc image (ISO file) and included them in the set of RKG files for 

analysis. Table 4-1 summarizes the total number or RKG files by source. Note that the 

number of RKG files CTGP-R is not evenly divisible by 1,000 because some leaderboard 

categories on some courses contain fewer than 1,000 entries. 

Table 4-1. Summary of Replay Counts 

Tools Source RKG Count

CTGP-R 61,603        

Game Disc 64              

MK TAS 140            

Bynt 28              

61,835        Total:

RTA

TAS

 

4.3 Data Treatment 

With all these RKG files in-hand, the author extracted the metadata and player 

input from each file. These are binary files comprised of a header that contains metadata 

such as the race time of the replay and the course the time was set on followed by the 

controller input data (A. ñChadderzò Chadwick, 2022). The controller input data 

comprises the majority of the RKG file size and is both encoded and compressed 

(Wiimm, 2014). When uncompressed, the player input section contains an encoded 

representation of the playerôs input with separate entries for each type of input a player 

provides (and the number of frames the input was provided for). The author wrote scripts 

in Python to convert all RKG files to .CSV files. To do this, three hierarchical types of 

fields were defined and populated as shown in Table 4-2. 
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Table 4-2. Hierarchy of RKG Fields 

Hierarchy  Description Field Data Type 

Folder Categorization of the 

RKG files 

Tools 

Category 

Binary 

Categorical (3 types) 

File Metadata from the 

RKG header 

Player 

Race Time 

Track 

Vehicle 

Character 

Date Achieved 

Controller 

Drift Type 

UTF-16 (10 characters) 

Seconds (3 decimals) 

Categorical (32 types) 

Categorical (36 types) 

Categorical (25 types) 

Date 

Categorical (4 types) 

Categorical (2 types) 

Frame Player input, one row 

per frame 

Frame 

Accelerator 

Drift  

Item 

Horizontal  

Vertical 

Trick 

Positive Integer 

Boolean 

Boolean 

Boolean 

[-7,7] 

[-7,7] 

Categorical (5 types) 

Note: The folder hierarchy fields are not sourced from the RKG, their provenance is 

described in Section 4.3.1. 

4.3.1 Folder-Level Data 

The folder values are features of the parameters under which the RKG file were 

made rather than values contained within the files. Thus, these values were manually set 

in the Python script based on the source of the replay files. Files that were known to have 

been made with the use of external tools were tagged with ñ[TAS]ò in the filename and 

stored in a folder named ñTASò when they were downloaded from their source. The 

category was tagged in the filenames during the bulk download process. Mario Kart Wii 

courses have up to three categories based on the strategies that are permitted. The Glitch 

category is tagged with [GL] in the filename and permits players to get the fastest 

possible times but involves exploiting a game glitch to skip key checkpoints the game 

intends for players to pass through. The Shortcut category is tagged with [SC] in the 

filename and allows players to take unintended paths (such as through walls) as long as 
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players still pass through all primary checkpoints. The No-Shortcut category replays are 

tagged with [NS] and requires players to take the intended path and pass through all 

primary checkpoints.  

Both RTA and TAS runners keep categories on separate leaderboards so that 

times can be fairly compared while permitting players to compete in each category 

separately. We are including the category each RKG adhered to in our dataset in case we 

wish to include this as a feature in our analysis. 

4.3.2 File-Level Data 

Each RKG file contains metadata about the replay it contains, some of which is 

necessary to synchronize the input it contains (e.g., different characters and vehicles 

possess different performance attributes that change how they control) and some of which 

is present only to identify details about who performed the race, when and where. Table 

4-3 details the structure of an RKG file for the file-level data which can also be 

considered the metadata associated with the replay.  
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Table 4-3. RKG File-Level Data Structure 

Type Field Location

Offset

Size

(Bits)

Description

Date 0x09.4 16 Stored as Years since 2000, Month, Day

Controller 0x0B.4 4 Numerical ID of controller type used

Player 0x4C.0 104 10 character name in UTF-16, within Mii Data*

Country 0x34.0 8 Numeric ID of country where set

State 0x35.0 8 Numeric ID of state where set

RaceTime 0x04.0 24 Stored as Minutes, Seconds, Milliseconds

Ghost type 0x0C.7 7 Indicates whether player's best, world best, staff ghost etc.

Face button count 0x88.0 2 Count of face button inputs

Direction Count 0x90.0 2 Count of direction inputs

Trick count 0x92.0 2 Count of trick inputs

Track 0x07.0 6 Numerical ID of course played

Vehicle 0x08.0 6 Numerical ID of vehicle driven

Character 0x08.6 6 Numerical ID of character used

Drift Type 0x0D.6 1 1 = automatic, 0 = manual

Compressed 0x0C.4 1 1 = compressed, 0 = uncompressed

Input length 0x0E.0 2 Length of input when uncompressed

CRC Last 4 bytes 32 Cycle Redundancy Check of uncompressed RKG file

Context

Attributes

Syncing

Input

Note: Mii Data is 74 bytes and includes user profile information such as birthday, favorite color and avatar's  

A hex editor, shown in Figure 4-1, was used to view the contents of representative 

RKG files to verify the structure matched the documentation published by reverse 

engineering efforts (A. ñChadderzò Chadwick, 2022). The contents matched expectations 

and enabled the author to develop and test scripts to extract these attributes and store 

them in a tabular file for later analysis. 

 
Figure 4-1. Hex Editor View of a Binary RKG File 
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 RKG contents were further verified using RKG Viewer, an application that opens 

RKG files and presents its contents in a human-readable format. RKG Viewer also 

presents the names of fields when identifiers are stored in the file. For example, the same 

RKG file shown in the hex editor in Figure 4-1 above is shown in Figure 4-2 below using 

the RKG Viewer application. 

 
Figure 4-2. RKG Viewer Example 

 

A Python script was written to process RKG files such that the file-level metadata 

were stored in a CSV file with one column per field and one row per session. Each RKG 

file contains a single session, so the script iterated through all files in a directory to create 

multiple rows until all RKG files in the directory were processed. Metadata values that 

were stored as numerical identifiers (IDs) were stored as their associated plaintext values 
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using lookups. Doing this made it clearer which fields were categorical, and which were 

numerical and, also, helped the researcher interpret values more quickly when doing 

exploratory analysis. 

4.3.3 Frame-Level Data 

The majority of each RKG file is comprised of the controller input data a player 

entered throughout the entire race session contained in the replay. When uncompressed, 

the player input section of the RKG file is always 10,100 bytes long. The game achieves 

this by adding padding to the end of the race input. The length of the player input is 

stored in the header and depends on the complexity of the controller input and the length 

of the race. The player input data are stored in a compressed Yaz format so that the files 

are smaller when storing and transferring them (Michael Steil, 2007). When 

uncompressed, the player input section has separate entries for each type of input a player 

provides (and the number of frames the input is provided for). Although Mario Kart Wii 

supports controllers that have a dozen or more different inputs, the RKG file only tracks 

six as these six are the only inputs necessary to synchronize playback. These six player 

input fields are summarized in Table 4-4. 

Table 4-4. Player Input Fields 

Input Range Description 

Accelerator πȟρᴚ 1 = pressed, 0 = not pressed 

Brake / Drift πȟρᴚ 1 = pressed, 0 = not pressed 

Item πȟρᴚ 1 = pressed, 0 = not pressed 

Trick πȟτᴚ 0 = no trick, 1 = up/wheelie, 2 = down, 3 = left, 4 = right  

Horizontal πȟρτᴚ Analog position, 0 = full left, 7 = neutral, 14 = full right 

Vertical πȟρτᴚ Analog position, 0 = full down, 7 = neutral, 14 = full up 

Note: Technically brake and drift are different buttons, in practice they are the same. 

Also, while Horizontal and Vertical are stored as [0,14], we convert this to a [-7,7] range 

so that 0 is neutral as this is interpreting this adjusted range is more intuitive. 
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In the Time Trials mode, Mario Kart Wii generates sixty visual frames per second 

and polls for user input on every frame. As such, the RKG file must contain user input at 

up to sixty frames per in-game second. The logic for the Python script developed to 

extract the uncompressed player input into a tabular format is to iterate through and 

expand the player input such that each row in the table represents a single frame. To do 

this, seven columns were created. One column to track the sequence of the frames in the 

replay session and the other six to track the input the player was holding on that frame. 

This way, each row of the table contains the input the game needs without the need for 

any context of prior frames. Figure 4-3 illustrates how these components (at the folder, 

file, and frame-level) were assembled from their sources into a table for use in machine 

learning. 

 
Figure 4-3. Data Source Flow to Dataset 

в
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4.3.4 Enriching Frame-Level Data 

The RKG file does not contain any game state information like position, velocity, 

or any other physics information. However, this data does exist and, because Mario Kart 

Wii is deterministic, it is possible to generate this frame-level game state information 

from the RKG files. 

Game state information can provide important context of the situation a player is 

in such as their position and speed relative to other objects. This type of information is 

important for understanding the decisions players makes and is a concept that exists in 

traditional sports (Caley, 2013; HToF, 2023; OSC, 2016; Somers et al., 2024), tabletop 

games (Hagens et al., 2024; Zhu et al., 2023), and eSports (Eng, 2023; Joens et al., 2024). 

We discussed some of these papers in Chapter 2, which demonstrated the value of game 

state information in identifying cheating behavior. 

While game state information cannot be extracted directly from an RKG file, it 

can be derived from replay files by feeding the input into the game, monitoring and then 

storing the values of relevant memory addresses for each frame of input. There are three 

main ways that this could be done, summarized in Table 4-5: 

Table 4-5. Alternative Methods of Calculating Game State Data 

Method Speed Considerations 

Original hardware 100% Requires specialized physical hardware. 

Emulated hardware ~300% Requires a fast computer with a dedicated GPU. 

Physics simulation ~1000%+ Requires game engine code to be reverse 

engineered to ensure the physics engine is 

completely accurate. 

 

Calculating game state data requires the player input to be read in sequence so 

that the game state values can be calculated based on the player input. Playing on original 
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hardware requires the input to be provided to the game through the physical controller 

ports, which requires specialized hardware. This, however, is only part of the challenge 

with original hardware. We would also need to calculate and consistently feed a set of 

inputs to the game to load the appropriate settings (e.g., course, vehicle, character) for 

each new RKG file using controller input to navigate the menus. Additionally, we would 

need to devise a way to access and then store the game state information somewhere. 

This would either require modifying the game so that it wrote this information to the 

memory card or physically tapping into the memory bus and monitoring values. Thus, 

this approach requires specialized physical hardware, complicated logic to load 

successive replays and cannot run the game faster than 100% speed. 

Nintendo Wii emulation is relatively mature and there is an open-source emulator, 

Dolphin, that performs well on modern hardware and supports scripting through the Lua 

language. Dolphin can run over 97% of Wii games, including Mario Kart Wii. Dolphin is 

also the platform TAS players use to develop their TAS replays and thus many tools exist 

that could be modified and repurposed to achieve our goals (Ribeiro, 2020/2024; 

TASLabz, 2023/2023a, 2022/2024). Dolphin is a hardware emulator, meaning it runs the 

entire Mario Kart Wii game, not just the physics engine. When running on capable 

hardware, with a dedicated Graphics Processing Unit (GPU), each RKG file can be 

replayed at 300% or greater speed compared to the original hardware. Also, the 

emulatorôs Lua scripting support provides a native mechanism to stream player input to 

the game as well as to write out memory values to a file. 

A physics simulation can formulaically calculate game state values without the 

need to calculate extraneous information like textures and sounds. This provides the 
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lightest-weight method of calculating game state information and could, as a result, be 

practical to use on a large volumes of replay files. Game developers who have made (and 

thus have access to) the video game source code can create a physics simulation to enable 

server-side analysis and validation at a large scale. This is, presumably, how Nadeo, the 

developer of Trackmania games, performs server-side validations on replay sessions 

(BieŒkowski & Kjeldsberg, 2021). Unfortunately for us, Mario Kart Wii is a closed-

source game and has not been fully decompiled through reverse-engineering efforts. 

Although a physics simulation project exists, development was halted in favor of 

completing a full source code decompilation (Stebler, 2021/2022). Once the Mario Kart 

Wii decompilation project is complete, it could be used to create a light-weight physics 

simulation. As of the time that this praxis was developed, however, a Mario Kart Wii 

physics simulation does not exist and the decompilation project is still in development 

(riidefi, 2021/2024). 

The author chose to calculate game state data using the Dolphin emulator by 

using Lua and Python scripts to enable the following workflow: 

1. Place all RKG files we wish to obtain game state data for in a single directory. 

2. Run a Python script to batch extract inputs per frame to one CSV file per RKG. 

3. Launch the Lua Core Dolphin emulator and load the Mario Kart Wii ISO. 

4. Navigate to time trials, load a level, pause the emulator, and create a save state. 

5. Run a Lua script that: 

a. Loads the first file in the chosen directory. 

b. Explicitly sets file-level syncing data values in memory (avoiding the need 

to navigate the menus to change these settings). 
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c. After the course loads, begins streaming player input per frame. 

d. Saves relevant game state values to columns in a new CSV file. 

e. Iterates through the files in the directory until all have been processed. 

6. Un-pause the emulator (ensuring emulation speed is uncapped). 

7. Monitor progress and values as files containing game state data are created. 

8. Once complete, run a Python script to append game state columns to the file that 

contained the contents extracted from the RKG file. 

 

The above workflow allows us to save any memory values we desire each frame, 

but we need to determine which addresses may be useful for identifying cheating 

behaviors. If a cheater performed memory manipulation, as described in Section 2.2, to 

forcibly change memory addresses directly with an intent to alter the attributes of the 

vehicle or its position, they would also cause the replay to desynchronize, ultimately 

resulting in the replay achieving a different race time (or, more likely, failing to complete 

the race due to driving completely off course). Thus, we are not looking for values that 

have been changed by the player. Rather, we are looking for memory addresses whose 

values may indicate telltale signs of cheating via external tool assistance. The Nintendo 

Wii has 88MB of RAM and a typical Dolphin savestate for Mario Kart Wii (which 

contains all game state data relevant to load to the exact frame the save state was made) is 

about 25MB. While this may not sound like much, we are analyzing tens of millions of 

frames across our entire dataset. Adding 25MB to each frame (of which there are sixty 

per second) would add 1,500 MB of data per second to our dataset. To put that in 
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perspective, that is eighty-three times more data per second than the maximum bitrate of 

a 4K Ultra High Definition Blu-Ray disc (Blu-Ray Disc Association, 2015). 

Equation 4-1. Full Game State Data Rate Comparison 

ςυὓὄz φπ

ρττ ὓὦ ψ
ὓὦ
ὓὄ

ρυππὓὄ

ρψὓὄ
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Savestates are also stored in a compressed binary format that we would need to 

extract specific values to columns to be used in machine learning. Even if this were 

possible, we would be dealing with petabytes of data, on the order of a million times 

larger than the dataset we ultimately use in this analysis. We, thus, need to apply some 

discernment when choosing what memory values are likely worth saving for analysis. 

The memory addresses used in this praxis were chosen based on values that are 

commonly used by Mario Kart Wii TAS players. Some of the memory addresses that 

TAS players monitor are for comparing their location to that of a ghost they are racing, 

but we are evaluating each ghost on its own so those are not relevant here. Instead, we are 

interested in game state values that provide insight into the movement the player is 

making relative to the game world. 

Searching for useful memory addresses requires some tools, techniques, and 

patience. For tools, we could use a general-purpose memory scanner / debugger such as 

Cheat Engine (the tool we discussed in Section 2.6 for its ability to create cheats) which 

allows users to search, filter and sort computer memory with an extensive set of 

parameters (Byte, 2015/2024). Cheat Engine would be useful for finding memory 

addresses in a modern computer game, as it can even operate in kernel mode to identify 

addresses in kernel space. However, some more purpose-built solutions exist for our use 
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case. For example, the Dolphin emulator has a native tool for searching memory although 

it has relatively limited functionality (aldelaro5, 2017). A better option for our purposes 

is the Dolphin Memory Engine, which was built specifically for the Dolphin emulator 

and is an active open source project (aldelaro5, 2017/2024).  

Before searching for addresses, it is necessary to define a goal and determine what 

values are of interest. For example, if one wishes to determine how fast a specific vehicle 

and character combination is, they may look for the location of the vehicle and character 

specific attributes such as acceleration and top speed. However, they may also wish to 

directly measure the speed in-game, regardless of what the attributes are that result in that 

speed for a given situation. To do this, one can use a memory scanner or debugger 

application to logically search for variables of interest in memory (Cano, 2016). In our 

case, we are looking for attributes of a specific replay that could provide telltale signs of 

cheating using external tools. Location and velocity fields, for example, may be helpful 

for identifying this type of behavior as those are fields that Speedrunners often aim to 

optimize. 

Let us assume that we are looking to measure the vehicleôs speed in multiple 

situations. We could use the following approach: 

1. Load a race and wait until it begins 

2. Without moving, filter out any values that are changing 

3. Move forward, filter to only values that are increasing 

4. Stop, again filter out any values that are changing 

5. Reverse, filter to only values that are decreasing 
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 Any values that remain are candidates for position or speed values. Some may be 

related values (such as the on-screen speedometer value) which can be interesting but, 

ideally, we want to find the direct value the game considers to be the position or velocity 

for a specific axis. To test this, we can poke or freeze values to test whether these actions 

result in directly affecting the vehicleôs speed or position. This way, we can confirm 

whether the value is the one we care about. This is a simple example and, in reality, it 

may be necessary to trace and reverse engineer the behavior of the game logic (Psy & 

Dark Byte, 2016). 

One complicating factor when searching for key variables in Mario Kart Wii is 

that their locations in memory move around depending on a variety of factors such as the 

course chosen. Thus, to consistently reference variables across multiple sessions, it is 

necessary to use offset values for the pointers. Thankfully these offsets and an extensive 

set of classes and variables have been publicly documented (TASLabz, 2023/2023b). The 

author chose to enrich the dataset with game state variables that are frequently used by 

Tool-Assisted Speedrunners and are related to or indicative of the use of optimal 

strategies (CampbellMop & Kierio04, 2024). 

In total, seventeen new game state fields were chosen across five types. It is 

possible that some useful game state fields exist that were not included, additional 

research could be done on this topic. Of the field types chosen, location values give 

precise detail about where the player is at any given frame, including how far into the 

race the game considers this location to be. Note that the same, exact location would have 

a Race% that differs by plus or minus an integer multiple of 100% depending on what lap 

that location occurred. Rotation values define a vehicleôs orientation in three-dimensional 
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space as it can rotate about three axes for any given location. Raw speed values are the 

derivative of location with respect time, calculated by taking the difference between the 

location of the current frame and the location of the prior frame. Velocity values exist in 

two main types in Mario Kart Wii: internal and external. Internal Velocity (IV) or engine 

velocity represents the velocity that the vehicle attempts to drive at. External Velocity 

(EV) is the aggregation of all other forces acting upon the vehicle (e.g., gravity). Player 

State fields track vehicle states related to gaining or losing speed based on player actions 

such as charging a mini-turbo. 

The key game state memory addresses included in this enrichment process are 

enumerated in Table 4-6. 

Table 4-6. Key Game State Memory Addresses 

Type Field Data Type Description

X Float Current location horizontally along the X-axis relative to the course origin

Z Float Current location horizontally along the Z-axis relative to the course origin

Y Float Current location vertically along the Y-axis relative to the course origin

Race% Float Percent complete of race, increases by 100% for each lap, ending at 400%

Pitch Float Current nose up or nose down orientation

Yaw Float Current nose left or right orientation

Roll Float Current rotation about an axis running from nose to tail

Xspd Float Change in X position between the current frame and the prior frame

Zspd Float Change in Z position between the current frame and the prior frame

Yspd Float Change in Y position between the current frame and the prior frame

Xev Float Velocity component along X-axis due to external factors (e.g., gravity)

Zev Float Velocity component along Z-axis due to external factors (e.g., gravity)

Yev Float Velocity component along Y-axis due to external factors (e.g., gravity)

IV Float Internal Velocity of the vehicle without consideration of external factors

Airtime Integer Count of concurrent frames not touching the ground

WheelieTiming Integer Count of frames ridden on rear tire

MTcharge Integer Increments as player builds a mini-turbo boost up to 271 for full charge

Player State

Velocity

Location

Rotation

Raw Speed

 

 

Note that while IV technically exists as a three-dimensional vector, it is typically 

viewed by players as only a single float in the travel direction. EV, on the other hand, is 

generally viewed as a three-dimensional vector because its Y (vertical) component and 
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XZ component have different consequences. As discussed in Section 3.2, Mario Kart Wii 

has a complicated set of parameters to optimize when aiming for optimal play. There are 

many nuanced techniques that top players incorporate such as soft drifting, optimal 

wheelie timing, optimal boost spacing, low tricks and many more (CampbellMop, 2022; 

CampbellMop & Kierio04, 2024). The goal of this praxis is not to directly understand 

and monitor each of these techniques (and the associated methods for cheating optimal 

execution), rather, it is to identify suspected cheating without the need for specific 

technical knowledge of what is required to perform these techniques. Thus, we are 

including relevant data in the dataset that theoretically could identify cheating behavior 

without explicitly defining detailed cheating criteria. Our goal is to train a machine 

learning algorithm based on real-life replay data, not based on a theoretical knowledge of 

specific strategies.  

Enriching the dataset that, originally, only contained data sourced from the RKG 

and its metadata nearly doubles the number of available features from eighteen to thirty-

five. The resulting thirty-five column table is then our final source of original data (we 

still have some derived attributes to add, described in 4.3.5, for our machine-learning 

process. Figure 4-4 illustrates how these folder, file and frame-level components were 

assembled from their respective sources into a table for use in machine learning. 
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Figure 4-4. Enriching The Table with Game State Data 

 

4.3.5 Deriving Calculated Fields 

In Section 4.3.4 the thirty-five-column table was described as our final source of 

original data, but it does not reflect all features of the data frame that we will use for 

machine learning. Some derived values can be beneficial for machine learning 

algorithms, particularly when working with time-series data. Each replay session has an 

average of over five thousand frames, each representing ρφπϳ  πȢπρφφ ρφȢχ άί. 

Most machine learning algorithms that are well-suited for binary classification problems 

are not directly able to consider time dependencies. We are not attempting to predict 

future values, but we do need a way to consider changes over time. It is likely that while 

any one frame of a replay may not be suspicious on its own, the change from the prior 

frame to that frame or from that frame to the subsequent frame may be. 

 To introduce these variances over time into our dataset, we can incorporate time-

based features. For the purposes of this praxis, the author chose to add frame-level 

features that represent the difference from the prior frame to the current frame. To 

accomplish this, we used Python and the Pandas library to group our dataset by Session, 

в
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sort by frame number and then compute the difference in frame-level numerical features 

(e.g., óAcceleratorô, óHorizontalô, óPitchô etc.) between consecutive "Frame" entries for 

each "Session." This enables machine learning algorithms to include some temporal 

elements. These difference frames are calculated using the Pandas DataFrame diff() 

function as illustrated with the example of Horizontal in Equation 4-2 and Table 4-8. 

Equation 4-2. Difference Frame Derived Features 

ῳὌέὶὭᾀέὲὸὥὰὌέὶὭᾀέὲὸὥὰὌέὶὭᾀέὲὸὥὰ 

Where: 

¶ ῳὌέὶὭᾀέὲὸὥὰ is the change in ὌέὶὭᾀέὲὸὥὰ value from the prior to current frame. 

¶ ὌέὶὭᾀέὲὸὥὰ  is the current ὌέὶὭᾀέὲὸὥὰ value. 

¶ ὌέὶὭᾀέὲὸὥὰ  is the previous ὌέὶὭᾀέὲὸὥὰ value. 

Table 4-7. Derived Horizontal Difference Frame Example Values 

Frame Horizontal æHorizontal Formula æHorizontal 

1 0 π  ɲ NaN 

2 7 χ π 7 

3 7 χ χ 0 

4 3 σ χ -4 

5 0 π σ -3 

6 -7 χ π -7 

7 -7 χ χ 0 

8 -7 χ χ 0 

9 -3 χ σ 4 

Note: NaN means Not a Number, there is no frame 0 so the difference is not defined. 

 

While the change in value from the prior frame provides helpful insights into 

what changes are happening and the rate of those changes, another valuable indicator of 

how the player is interacting with the game is how long the value remains unchanged. 

Additional calculated fields were created to provide this insight into how steady the 
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player input values are, which may further indicate whether external tools are being used. 

Equation 4-3 shows how these values are calculated for the Horizontal frame count 

feature with some examples in Table 4-8. 

Equation 4-3. Frame Count Derived Features 

ΠὌέὶὭᾀέὲὸὥὰρ ρὌέὶὭᾀέὲὸὥὰὌέὶὭᾀέὲὸὥὰ 

¶ ΠὌέὶὭᾀέὲὸὥὰ is a count of consecutive frames with the same ὌέὶὭᾀέὲὸὥὰ values 

¶ Ὥ is the current frame index that we are calculating the frame count from 

¶ Ὦ is the index of future frames that we are comparing against frame Ὥ 

¶ ά is the last frame in the current run of consecutive identical ὌέὶὭᾀέὲὸὥὰ values 

¶ ρὌέὶὭᾀέὲὸὥὰὌέὶὭᾀέὲὸὥὰ is an Iverson bracket (K. Ye et al., 2024) that 

returns 1 if the condition inside the parentheses is true and 0 if the condition is 

false. 

Table 4-8. Derived Horizontal Count Frame Example Values 

Frame Horizontal æHorizontal 

Formula 

æHorizontal #Horizontal 

Formula 

#Horizontal 

 

1 0 π  ɲ NaN Ὥ ρȟά ρ 1 

2 7 χ π 7 Ὥ ςȟά σ 2 

3 7 χ χ 0 Ὥ σȟά σ 1 

4 3 σ χ -4 Ὥ τȟά τ 1 

5 0 π σ -3 Ὥ υȟά υ 1 

6 -7 χ π -7 Ὥ φȟά ψ 3 

7 -7 χ χ 0 Ὥ χȟά ψ 2 

8 -7 χ χ 0 Ὥ ψȟά ψ 1 

9 -3 χ σ 4 Ὥ ωȟά ω 1 

Note: NaN means Not a Number, there is no frame 0 so the difference is not defined. 

 



69 

 

4.3.6 Categorical Variables 

Machine learning algorithms can generally only handle numerical variables. Some 

Python packages such as PyCaret can automatically interpret categorical variables as 

numerical, but the default settings may not be ideal. For example, one method 

interpreting categorical variables as numerical is one-hot encoding in which each possible 

value for a given categorical variable receives its own new column and rows in that 

column are either one if that row contains the category that the column represents or zero 

if it does not. The new columns represent an exclusive OR logical relationship as only 

one column for a given row can have one and the rest must be zero because the original 

categorical column can only contain one value (assuming the original column is not 

overloaded). One-hot encoding may work well for categorical variables that have 

relatively few different values as it converts it to a numerical value without implying 

some ordinal significance. However, for variables that have many values, one-hot 

encoding can greatly increase the dimensionality of the dataset. For machine learning 

algorithms this can greatly increase computational costs and a result in over-fitting 

(Kampezidou et al., 2024). Most of these additional columns will contain zeros most of 

the time but the additional columns present problems for many machine learning 

algorithms. 

One alternative for mitigating the greatly increased dimensionality introduced by 

one-hot encoding, for categorical variables that have many possible types, is binary 

encoding in which a unique integer is assigned to each category. Instead of storing this 

integer directly in a single numerical column, which could imply some ordinal 

significance of the random number, we would convert the integers to binary and store 
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their digits as separate columns. This approach does result in fewer additional columns 

being added but still does increase the number of columns (Klimo et al., 2021). 

Another alternative is target encoding, an approach in which a categorical variable 

is encoded as a single numerical variable based on some relevant statistic that can be 

calculated based on the categorical value to produce a number that is meaningful for the 

categorical entries it replaces (Pargent et al., 2022). For example, the Player field has 

hundreds of entries because our dataset includes at most one Session per Player per 

Course per Category. Using one-hot encoding would require hundreds of new columns 

whereas target encoding allows us to convert Player to a single numerical column by 

replacing the Playerôs name with the Playerôs average rank across the entire dataset. By 

doing this, we keep Player as a single field while converting it from categorical to 

numerical and, while doing so, using a value that has relevant meaning. A playerôs 

average rank likely indicates their general skill level in the game and may prove to be a 

useful aspect of the field. This was also done with Course by converting it from a 

categorical (with 32 types) to a numerical based on the average race time for the course. 

4.3.7 Data Cleaning 

The first step taken in data cleaning was to validate that the consolidated 

dataframe contained the number of sessions by Tool, by Category, by Course that we 

expected. Where issues were found, the author went back to the original RNG files to 

determine what went wrong. Some issues were found that were caused by special 

characters contained in the Player name that caused the comma delimitation used in the 

CSV files to be off. These were addressed by adding additional protections and checks 
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around the extraction and storage of the playerôs name in the CSV files. Ultimately, this 

resulted in correcting the issues. 

The next data cleaning step was to check the dataframe for missing values. 

Multiple missing values were found for one session, and, upon further inspection, game 

state data were missing for roughly half of the frames in the session. The author re-ran 

the replay through Dolphin to extract game state information again and verified that all 

frames were extracted this time. The incomplete session rows were then replaced with the 

corrected session table. 

Missing data were also found on the first frame of every session. The derived 

delta frame values contained NaN because, as described in Section 4.3.5, there is no 

frame zero so the difference between frame one and the prior frame is undefined. The 

author chose to remove these frames from the dataframe. Although it may have been 

reasonable to use an imputation technique to define valid values (Little & Rubin, 2002) 

such as to set the delta values for the first frame to zero (effectively saying there was no 

change), the predictive value of such a frame, being the first frame of input, seemed 

likely to be low anyway. Removing the first frame from every session also represents less 

than a 0.1% reduction in frame count which is not a material reduction. Having removed 

the first frame, the author also considered removing additional frames at the start of each 

session. The first 240 frames of each session occur before the race begins so their 

predictive value seemed questionable. However, Mario Kart Wii permits players to 

reposition their vehicles before the race begins, which players typically do, and has a 

tight four-frame window to charge the engine for an optimal start boost (CampbellMop & 
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Kierio04, 2024). Thus, the movement required to in the first 240 frames can be 

complicated and could potentially provide evidence of cheating. 

4.4 Feature Selection and Data Exploration 

In total, the author gathered a set of over sixty thousand Mario Kart Wii RKG 

files from four sources for full three-lap races on the thirty-two official courses. When 

uncompressed and stored as CSV files with folder, file and frame-level data, the tables 

included over four hundred million frames. The specific details are shown in Table 4-9. 

Table 4-9. Summary of Replay Counts with Frames 

Tools Source RKG Count Frames

CTGP-R 61,603        404,126,782 

Game Disc 64              523,917       

MK TAS 140            694,056       

Bynt 28              178,496       

61,835        405,523,251 Total:

RTA

TAS

 

With the contents of these RKG files converted into tabular forms, we can do 

some exploratory analysis to identify interesting features and relationships. The analog 

controller input (stored separately as Horizontal and Vertical values) provides a digital 

quantization of the analog inputs. These values provide a unique opportunity to visualize 

the different styles of play between various players as well as RTA vs TAS. Either the 

horizontal or vertical values can be illustrated over time with a line chart as shown in 

Figure 4-5.  
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Figure 4-5. Line Chart of Horizontal Value by Frame 

 

While visualizing the horizontal (or vertical) value by frame is interesting, the 

charts for different sessions tend to all look like one another (from a data visualization 

standpoint) and donôt give the viewer a sense of what analog position the player held and 

how that position changed over time. Combining both the horizontal and vertical position 

by frame helps illustrate the playerôs input in a way that is meaningful. The author 

improved upon these two-dimensional line charts by generating multivariate line plot that 

showed three-dimensions with Vertical on the y-axis, Horizontal on the x-axis and Frame 

as the color and width of the lines. Figure 4-6 provides example charts for three sessions 

on the same course, showing how the playerôs input moved throughout the session. 

 
Figure 4-6. Analog Input Multivariate Line Plot  

Note: Lines connecting earlier frames are thicker and purple, shifting to thin and red 

While it was interesting to see the similarities and differences in analog 

movement when comparing multiple sessions, the author further improved the 
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visualizations by creating trajectory line plots with overlaid data density (which have 

similarities to heatmaps) for analog input that shows both Horizontal and Vertical on a 

graph. In this version, demonstrated in Figure 4-7, the thickness increases, and the color 

gradient moves from purple to red as the number of times a specific path was followed 

increases. Thus, these charts allow us to quickly see the most common positions and 

movements with the analog movement. These charts visually show the different play 

styles that players have with their analog input. We can see that these inputs show 

promise as features to differentiate play styles and thus, likely, the usage of tools. 

 
Figure 4-7. Top 6 RTA Player Analog Trajectory Density Charts 

 

Using this same visualization technique to look at input from TAS replays, we can 

sometimes see obvious differences. Notably, many of the TAS replays show less 
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variation in analog movements with thick, red lines along consistent trajectories (which 

are often along orthogonal paths at 45 and 90 degrees off axis). Not all analog movement 

is obvious, but it can be visually distinct from typical RTA behavior. Figure 4-8 shows 

charts of two TAS sessions demonstrating this common tendency. Appendix A contains 

more examples of trajectory density charts for RTA and TAS sessions for every course. 

 
Figure 4-8. Sample TAS Analog Trajectory Density Charts 

 

Analog input looks promising as feature for differentiated RTA from TAS 

sessions and our dataset now has dozens of features that could be valuable. Highly 

correlated features, however, may be redundant and could present issues or needless 

complexity when training our model. A correlation matrix, as shown in Figure 4-9, 

provides a quick way to identify highly correlated numerical variables so that we can 

consider removing variables that add no additional benefit. 
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Figure 4-9. Correlation Matrix for All Numeric Variables  

 

We can see some see two variables that are 100% correlated. The variables 

derived for change in position along the XY-plane are, not surprisingly, 100% correlated 

with raw speed variables since both are calculated as the change in position between the 

current and prior frame (see Table 4-6). We can safely remove the 100% correlated 

derived values since they are directly available in the original dataset. Race% is also 

highly correlated with Frame, which does make sense as a race session will tend to be 

making consistent positive progress (measured by Race%) as the race progresses 

(measured by Frame). However, although the correlation is high, it is possible that when 
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Frame and Race% differ significantly it is indicative of cheating. Some machine learning 

models are sensitive to correlated features and may result in overfitting so we can 

consider excluding additional variables during the training process with the byproduct 

that fewer variables also leads to a simpler model that is easier to interpret (Mishra & 

Pradhan, 2023). 

While exploring the dataset, the author noted that although every visual frame of 

the replay is represented as a unique row and nearly all frames contained player input, 

only 16.8% of frames contained changes in player input. This corroborates the efficacy of 

the method of compression used in RKG files for the player input which, as described in 

Section 4.3.3, saves input based on the number of frames each button is held. Table 4-10 

shows the breakdown of input frames compared to all frames. 

Table 4-10. With Input Frames 

Tools Source RKG Count Frames Input Frames % Input

CTGP-R 61,603       404,126,782 67,931,733   16.8%

Game Disc 64              523,917       99,659         19.0%

MK TAS 140            694,056       113,648       16.4%

Bynt 28              178,496       29,758         16.7%

61,835       405,523,251 68,174,798   16.8%Total:

RTA

TAS

 

 

We know the cheating in this dataset was done using valid input that produces the 

claimed time when played back in the game. Logically, then, the only frames of input that 

can be suspicious are those that the playerôs inputs have changed. Thus, only the input 

frames need to be included in the machine learning process. Note again that this does not 

mean the player is not providing any input, rather, that said input has not changed since 

the prior input frame. 
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The author chose two sets of features so that hypotheses described in Section 1.6 

could be tested. One for just player input as shown in Table 4-11 and another superset of 

this that adds game state data as shown in Table 4-12.  

Table 4-11. Player Input Dimensions 
Source Type Field æField#Field

Metadata
Course Average

Race Time

Sequence Frame

Accelerator æAccelerator#Accelerator

Drift æDrift #Drift

Item æItem #Item

Trick æTrick #Trick

Horizontal æHorizontal#Horizontal

Vertical æVertical#Vertical

P
la

y
e

r 
In

p
u

t
S

y
n

c
in

g

Button

Analog
 

 

Table 4-12. Player Input Plus Game State Dimensions 
Source Type Field æField#Field

Metadata
Course Average

Race Time

Sequence Frame

Accelerator æAccelerator#Accelerator

Drift æDrift #Drift

Item æItem #Item

Trick æTrick #Trick

Horizontal æHorizontal#Horizontal

Vertical æVertical#Vertical

X

Z

Y æY

Race% æRace%

Pitch æPitch

Yaw æYaw

Roll æRoll

Xspd æXspd

Zspd æZspd

Yspd æYspd

Xev æXev

Zev æZev

Yev æYev

IV æIV

Airtime æAirtime

WheelieTimingæWheelieTiming

MTcharge æMTcharge

P
la

y
e

r 
In

p
u

t
G

a
m

e
 S

ta
te

Velocity

Location

S
y
n
c
in

g

Rotation

Raw Speed

Player State

Button

Analog

 

Note: The change in horizontal location is not included as it is already represented by 

Raw Speed, as discussed in Section 4.3.4 
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4.5 Model Training and Validation  

A selection of machine learning models was trained and validated using the 

methodology described in Chapter 3 and the features described in Section 4.4. This 

section includes the training and validation results. 

4.5.1 Data Imbalance 

The availability of RTA replays far exceeds that of TAS replays with only 168 

TAS replays out of the 61,667 replays, only 0.27% are TAS replays. Obtaining a 

significantly larger set of TAS replays was not feasible as public sources had been 

exhausted and creating new replays would take a lot of work. Methods do exist to 

artificially increase the representation of an underrepresented target class (e.g., random 

oversampling; synthetic sampling; bootstrap sampling) but this would result in, 

effectively, an even larger dataset for the machine learning steps that also take significant 

compute resources. To address this imbalance, the author ensured the training, test and 

cross-validation sets had the same proportion of TAS replays to RTA replays as the 

original dataset. This consistent representation of Tools throughout the training and test 

steps was done by stratifying with respect to Tools and is done to minimize model bias 

and ensure that can be generally applied to future datasets. 

4.5.2 Computing Resources 

Multiple steps in the data processing pipeline required significant hardware 

resources. The data enrichment step, for example, needed a powerful computer with a 

discrete graphics card and still took about one minute per replay to complete. With over 

sixty thousand replays to enrich, just this step would take over a thousand hours to enrich 
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the entire dataset. Assuming we did this, the author estimates the resulting dataset would 

be over 200GB. The computing resources to effectively train, validate and tune machine 

learning models with this amount of data would be considerable. For example, loading 

this entire dataset into memory would consume 200GB of Random Access Memory 

(RAM) and additional RAM would be needed for system processes as well as machine 

learning calculations and model creation. Methods such as data chunking exist to avoid 

loading the entire dataset into memory at once but also present tradeoffs. 

The author considered setting up cloud-based environments so that computing 

resources like RAM could be arbitrarily increased to meet the needs of the task. 

However, considering the resource requirements these costs would have been significant 

(estimated at thousands of dollars per month) over the course of this praxis. Instead, the 

author chose to use two existing on-premises computers and upgrade the RAM of these 

systems to 64GB of RAM. This resulted in a one-time cost of about $200 for machines 

that could be used throughout this praxis. Before upgrading RAM, full system crashes 

would sometimes occur that resulted in lost intermediary data. 

4.5.3 Model Training  

While performing model training, the author chose to address both the data 

imbalance and the computing resources challenges by focusing the model training on the 

top 100 ranked replays. This reduced the replay count from 61,835 with 406 million 

frames and 68 million input frames shown in Table 4-10 to 5,598 replays with 34.9 

million frames and 5.5 million input frames as shown in Table 4-13. This represented a 

nearly 92% reduction in dataset size while keeping full sessions, all TAS replays and the 

best (top ranked) RTA replays. If a player is going to cheat, it seems likely that they are 
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going to try to get a top-ranked time. Also, top ranked RTA replays are likely to be the 

most comparable to and difficult to discern from TAS replays (which are achieving 

similar or better times). Filtering to the top 100 ranked replays resulted in TAS replays 

representing 3.1% of the dataset compared to 0.27% before filtering. 

Table 4-13. Summary of Top 100 Replay Counts 

Tools Source RKG Count Frames Input Frames

CTGP-R 5,366         33,523,661 5,301,598     

Game Disc 64              523,917      99,659         

MK TAS 140            694,056      113,648        

Bynt 28              178,496      29,758         

5,598         34,920,130 5,544,663     Total:

RTA

TAS

 

Note: CSV with all frames was 19.3GB and with input frames is 3.1GB. 

 

When using machine learning to train models, we need to be careful which 

variables are included as well as how training and test sets are split. This is because itôs 

possible to inadvertently leak information across training and test sets as well as within 

the training set (during the folding process). As an example, the author initially included 

the Session in columns selected for the model and randomly defined the training and test 

sets by frame. This resulted in Session Frames being split between the training and test 

sets. The structure of our dataset is such that the Tools target variable is defined at the 

Session level, meaning every Frame within a given Session will have the same Tools 

sessions. This resulted in an accuracy of 100% which is an extreme example of 

overfitting as the model effectively learns relationships that it should not have access to 

(and would be relevant to completely new Session data). This information leakage 

artificially boosts model performance when evaluating on the test data but does not help 

it perform well on new data, more likely the model becomes overly reliant on and overfit 



82 

 

to relationships that wonôt be present in new data. The author created an illustrative 

example of information leakage with a model built using PyCaret that produced 100% 

accuracy even though it contains only the Session variable. Figure 4-10 shows the perfect 

performance metrics across a wide array of models and Figure 4-11 confirms the only 

feature is Session.  

 
Figure 4-10. Information leakage resulting in perfect performance 

 

 
Figure 4-11. Session alone provides the answer, inadvertently 
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This information leakage issue is one of the reasons that the author switched from 

using the PyCaret Python library to the Scikit-Learn (Sklearn) Python library. Sklearn 

generally provides more control and visibility over various aspects of the training and 

testing processes in machine learning while PyCaretôs high level of automation 

sometimes limits the level of control (Aqli, 2024; Müller & Guido, 2016). To prevent 

inadvertent information leakage due to the Session, we can group by Session when 

splitting data into training and test sets and when folding for cross-validations to ensure 

that sessions are kept together using GroupKFold (Alpaydin, 2020). 

For model training, the author chose machine learning algorithms based on those 

that were most suitable to test the hypotheses defined in Section 1.6 for the given dataset. 

Specifically, Random Forest, XGBoost and CatBoost were all trained and compared 

using the methodology described in Section 3.4. Their performance was compared based 

on the F1 Score described in Section 3.5 and then the best-performing algorithm was 

further improved through hyperparameter tuning. 

4.6 Model Performance Results 

This section summarizes the specific performance results for models that were 

trained and validated as described in the prior sections of this chapter. In support of the 

hypothesis testing, the harmonic mean of precision and recall (F1 Score) was calculated, 

and the models were then tested on a hold-back test set. A confusion matrix was 

generated and Accuracy, Precision, Recall and F1 Score were calculated for the resulting 

models. Feature importance was then evaluated, again, in support of hypothesis testing. 
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4.6.1 Models Using Player Input Only 

Performance results for models trained using player input only (using the 

dimensions enumerated in Table 4-11) are described in this section. First, unsupervised 

training was done using k-means clustering which produced an accuracy of 0.9741. The 

cluster visualization is shown in Figure 4-12. 

 
Figure 4-12. K-Means Cluster Visualization, Player Input Only 

 

Supervised training, performed as described in Sections 3.4 and 4.4, resulted in 

the metrics shown in Table 4-14. CatBoost had the highest F1 Score on the hold-back test 

set after the training and 5-fold grouped (by Session) cross-validation steps. The 

CatBoost model was then further improved through hyperparameter tuning through a 
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Bayesian optimization technique using the Tree-structured Parzen Estimator (TPE) 

algorithm via the Optuna framework. 

Table 4-14. Metrics for Models Using Player Input Dimensions Only 

Algorithm F1 Score Precision Recall Accuracy

Random Forest 0.6454 0.8269 0.5293 0.9850

XGBoost 0.6458 0.8425 0.5236 0.9852

CatBoost 0.6593 0.8336 0.5453 0.9854

Tuned CatBoost 0.6670 0.8213 0.5615 0.9855  

 

The tuned CatBoost model produced the confusion matrix shown in Figure 4-13. 

The relative importance of features for the model is shown in Figure 4-14 and shows that 

analog player input (and their changes) were the most important features. This is 

something that is not surprising given the data visualizations shared in Section 4.4. 

  
Figure 4-13. Confusion Matrix - Player Input Dimensions Only 
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Figure 4-14. Feature Importance - Player Input Dimensions Only 

 

Recall that one of the hypotheses defined in Section 1.6 postulated which of these 

three machine learning algorithms would produce the highest F1 score. Although 

CatBoost was found to produce the highest F1 score above, this does not establish the 

statistical significance of that fact. To test the statistical significance, the author 

repeatedly trained and tested the three machine learning algorithms on additional random 

splits of the dataset. For each iteration, the split was performed using a new random seed 

(still stratified to ensure the minority set was still consistently represented and grouped by 

session to ensure sessions were not split between training and test sets). All three 

algorithms were trained and tested on the same random split (70% training, 30% test) of 

the dataset for each iteration of this test. One hundred iterations were performed, after 
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which a statistically significant result was established using independent t-tests, which 

showed that CatBoost produced a superior F1 score to both Random Forest (99.40% 

confidence with a 2.778 t-stat) and XGBoost (99.72% confidence with a 3.021 t-stat). 

The distributions of F1 scores by model are illustrated in Figure 4-15 with further details 

provided in Table 4-15 . 

 
Figure 4-15. F1 Score Distribution by Model (Input Only) 

 

Table 4-15. F1 Score Mean and Standard Deviations (Input Only) 

Model Mean F1 Score Standard Deviation 

CatBoost 0.6034 0.0447 

XGBoost 0.5837 0.0472 

Random Forest 0.5854 0.0468 
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4.6.2 Models Using Player Input Plus Game State 

Performance results for models trained using player input only (using the 

dimensions enumerated in Table 4-12) are described in this section. First, unsupervised 

training was done using k-means clustering which produced an accuracy of 0.9748 (a 

very slight 0.0007 improvement for the clustering done with player input only). The 

cluster visualization is shown in Figure 4-16. 

 
Figure 4-16. K-Means Cluster Visualization, Player Input Plus Game State 

Supervised training, performed as described in Sections 3.4 and 4.4, resulted in 

the metrics shown in Table 4-16. CatBoost, again, had the highest F1 Score on the hold-

back test set after the training and 5-fold grouped (by Session) cross-validation steps. 

This CatBoost model was, again, further improved through hyperparameter tuning 
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through a Bayesian optimization technique using the TPE algorithm via the Optuna 

framework. 

Table 4-16. Metrics For Models Using Player Input Plus Game State Dimensions 

Algorithm F1 Score Precision Recall Accuracy

Random Forest 0.6953 0.9557 0.5464 0.9876

XGBoost 0.7157 0.8889 0.5989 0.9877

CatBoost 0.7676 0.8889 0.6755 0.9894

Tuned CatBoost 0.7725 0.9118 0.6701 0.9898  

 

The tuned CatBoost model produced the confusion matrix shown in Figure 4-17. 

The relative importance of features for the model is shown in Figure 4-18 and shows that 

Player Input dimensions were generally more important than game state dimensions. Like 

the model with player input dimensions only discussed in Section 4.6.1, analog player 

inputs (and their changes) were, again, the most important features. 

  
Figure 4-17. Confusion Matrix - Player Input and Game State Dimensions 
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Figure 4-18. Feature Importance - Player Input and Game State Dimensions 

 

Just as in Section 4.6.1, the author tested the statistical significance of CatBoostôs 

superiority by repeatedly training and testing the three machine learning algorithms on 

additional random splits of the dataset. When including both player input and game state 

dimensions, ten iterations were performed, after which a statistically significant result 

was established using independent t-tests. This again showed that CatBoost produced a 

superior F1 score to both Random Forest (99.99% confidence with a 5.801 t-stat) and 

XGBoost (99.95% confidence with a 4.2498 t-stat). The distributions of F1 scores by 

model are illustrated in Figure 4-19 with further details provided in Table 4-17. 
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Figure 4-19. F1 Score Distribution by Model (Input + Game State) 

 

Table 4-17. F1 Score Mean and Standard Deviations (Input + Game State) 

Model Mean F1 Score Standard Deviation 

CatBoost 0.7377 0.0285 

XGBoost 0.6764 0.0326 

Random Forest 0.6382 0.0428 

 

4.6.3 Session Level Aggregation 

While we evaluated the performance of our models by F1 Score at the frame 

level, a session in which a player cheats by using external tools may contain many frames 

that are not suspicious as they may not be any different than if tools had not been used. 

For example, while taking a long, sharp corner the changes in input may be nearly 
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identical between someone using tools and someone not. While we would expect a tool-

assisted replay to have many suspicious frames, it is probably not reasonable to expect all 

or even most of the frames to be suspicious even under close inspection. This was clear in 

the Trackmania manual analysis where certain sections of input in a cheated session were 

highly unusual while others were not noteworthy (BieŒkowski & Kjeldsberg, 2021). With 

this in mind, we can look at our modelsô predictive performance (which was done at the 

frame level) aggregated by session. 

For this section, we are going to look at the specific predictions made by our best, 

hyperparameter tuned CatBoost model that was trained with player input and game state 

variables (detailed in Section 4.6.2). These are the predictions made on the hold-back test 

set, which contained 30% of the sessions (recall that we grouped by session) in the 

dataset summarized in Table 4-13. If we aggregate the predicted frame counts by session 

and look at their distributions by TAS vs RTA, we can see that TAS sessions had 

significantly more frames identified as TAS than the RTA runs did. This is illustrated in 

the scatterplot in Figure 4-20 where we can see that although the RTA sessions 

significantly outnumber the RTA sessions, most of the sessions with a large amount of 

frames predicted as TAS were, in fact, TAS sessions. 
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Figure 4-20. Scatterplot of Sessionsô Frame-Level Predictions by Tool 

 

Additional details about the distribution of TAS frame predictions are provided in 

the box plot in Figure 4-21 which highlights that, other than several outliers, the RTA 

sessions typically contain nearly zero predicted TAS frames. Table 4-18 provides specific 

statistical details about the number of predicted frames by RTA and TAS. Only 0.23% of 

the RTA session frames were predicted as TAS with a 75th percentile of just one frame 

and a mean of 2.3 (driven by several outliers) compared with 66.59% for TAS session 

frames with a 75th percentile of 832.3 frames. 
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Figure 4-21. Box Plot of Predicted TAS Frame Counts by Session by Tool Group 

 

Table 4-18. Statistics of Predicted TAS Frame Counts by Session by Tool Group 

Tool Min 25% 50% Mean 75% Max ů Sessions TAS RTA Total % TAS

RTA 0.0 0.0 0.0 2.3 1.0 513.0 23.0 1630 3766 16481631651929 0.23%

TAS 0.0 183.3 394.0 583.5 832.3 2448.0 535.4 50 29176 14638 43814 66.59%

Frame Predictions

 

 

The session level observations become even more noteworthy when we look at 

the source of the RKG files as illustrated in Figure 4-22 because we can see that most of 

the RTA outlier sessions (including all the top six), in terms of predicted TAS frame 

count, come from the official staff ghosts stored on the Mario Kart Wii game disc. The 

author notes that an assumption was made with this set of replays when deciding to tag 

them as RTA. If we look, for example, at Figure A-2. Analog Visualizations for Official 

Staff Ghosts Sessions by Course in Appendix A, we can see some unusual movement that 

displays similarities to the TAS analog trajectory density charts in Figure A-3. It may be 
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that the official staff ghosts were made with some types of tools which would mean that 

these sessions (and 2,154 frames predicted as TAS) are true positives instead of false 

positives. These are unusual enough that it is worth considering removing them from the 

results. 

 
Figure 4-22. Scatterplot of Sessionsô Frame-Level Predictions by Source 

 

The box plots in Figure 4-23 illustrate how different the distribution of predicted 

TAS frames per session are for the Game Disc versus the CTGP-R sourced RKG files. 

Meanwhile the Bynt TAS files that attempt to mimic RTA strategies are detected as more 

like the files from mktas.com. 
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Figure 4-23. Box Plot of Predicted TAS Frame Counts by Session by Source 

 

The detailed statistics shown in Table 4-19 highlight how different the Game Disc 

RKG files are from those sourced from CTGP-R and how much these purported false 

positives were affecting the performance metrics of the predictive model. 

Table 4-19. Statistics Predicted TAS Frame Counts by Session by Source 

Tool Source Min 25% 50% Mean 75% Max ů Sessions TAS RTA Total % TAS

CTGP-R 0.0 0.0 0.0 1.0 1.0 90.0 3.7 1610 1612 16256001627212 0.10%

Game Disc 0.0 0.0 0.0 107.7 181.0 513.0 180.0 20 2154 22563 24717 8.71%

MK TAS 4.0 207.0 400.0 631.3 897.0 2448.0 554.7 43 27144 9560 36704 73.95%

Bynt 0.0 18.0 388.0 290.3 518.0 572.0 266.3 7 2032 5078 7110 28.58%

Frame Predictions

RTA

TAS
 

 

Looking at frames aggregated by session provides valuable context and more 

actionable information for a developer who is trying to identify cheaters. A small handful 

of suspicious frames may be common in sessions, resulting in relatively common false 

positives that the developer must decide how to handle. Aggregating by session provides 

a way to minimize the impact of these frame-level false positives such that the entire 
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session is identified as cheated or not based on the number of suspicious frames it 

contains. Figure 4-24 illustrates the proportion of frames within each session that were 

predicted to be cheated or not as identified by the tuned frame-level model that used only 

player input dimensions. These stacked 100% bar charts contain sessions on the 

horizontal axis, sorted from left to right by from the sessions with the highest percent of 

frames predicted as cheated to lowest. We can see that frames identified as cheated are 

relatively rare and most sessions with a high percent of frames predicted as cheated are 

TAS sessions. We can also see the six staff ghost sessions from the Game Disc that 

contain a suspicious proportion of frames predicted as TAS. 
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Figure 4-24. Input Only Tuned Model: Tool Frames by Session 

 

When aggregating frames to the session level, we must choose a threshold of TAS 

frames above which we consider a session to be cheated. To choose an optimal threshold, 

the author plotted the F1 score achieved by all percent TAS frame thresholds 

πϷȟρππϷ. For the aggregate model produced on top of the tuned model using only 

player input features, the maximum F1 Score of 0.9109 was achieved at a 7.0% threshold 

as illustrated in Figure 4-25. 
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Figure 4-25. Session Aggregated F1 Score vs. % TAS Frames Treshold (Input Only) 

 

Figure 4-26 illustrates the proportion of frames within each session that were 

predicted to be cheated or not as identified by the tuned frame-level model that used 

player input as well as game state dimensions. We can, again, see that frames identified 

as cheated are relatively rare and most sessions with a high percent of frames predicted as 

cheated are TAS sessions. The sessions that contain a significant number of frames 

predicted as TAS appear to contain a slightly higher percentage of TAS frames with this 

model than the model that used only player input dimensions. 
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Figure 4-26. Input and Game State Tuned Model: Tool Frames by Session 

 

To choose an optimal threshold, the author again plotted the F1 score achieved by 

all percent TAS frame thresholds πϷȟρππϷ. For the aggregate model produced on top 

of the tuned model using player input plus game state features, the maximum F1 Score 

was again 0.9109 (the same as the aggregated model we produced by aggregating frames 

from the tuned model that used only player input features). This F1 score was achieved at 

a 11.0% threshold as illustrated in Figure 4-27. The higher threshold (11.0% versus 

7.0%) for this aggregated model makes sense as we had previously observed that the 
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model that included game state dimensions in addition to player input dimensions 

identified more frames in TAS sessions as TAS frames. 

 
Figure 4-27. Aggregated F1 vs. % TAS Frames Treshold (Input + Game State) 

 

Although the requisite threshold value is different, the performance is the same 

between both aggregate models (player input dimensions only and player input plus game 

state dimensions). The F1 scores are the same and they both produce the identical 

confusion matrix (and thus all other associated performance metrics). The associated 

confusion matrix is shown in Figure 4-28 with precision of 0.9020, a Recall of 0.9200 

and an F1 Score of 0.9109. This represents a large increase in the recall of the frame-level 

algorithm performance shown in Table 4.6.2 (the frame-level recall was 0.6701) at the 

expense of a small decrease in precision (the frame-level precision was 0.9118). 
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Figure 4-28. Session-Aggregated Confusion Matrix Using Optimal Threshold 

 

As discussed earlier in this section, we have reason to suspect that some of the 

official staff ghost sessions sourced from the game disc may have been created using 

tools. This merits additional research (which is recommended in Section 5.4) but, for 

reference, the only session-level false positive were from RKG files sourced from the 

game disc. If we remove all RKG files sourced from the game disc (not just the specific 

ones we suspect to be produced using tools) the false positives drop from five to zero as 

shown in the confusion matrix in Figure 4-31. The recall remains 0.9200 but the precision 

increases from 0.9020 to 1.0000 and the F1 Score increases from 0.9109 to 0.9583. For 

reference, this confusion matrix is, again, the same for the optimal session level 

aggregated model using both the frame-level model using only player input dimensions 
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and the frame-level model using player input plus game state dimensions. The optimal 

percent TAS frames threshold for each model is, again, 7.0% and 11.0% respectively as 

shown in Figure 4-29 and Figure 4-30. 

 
Figure 4-29. Optimal % TAS Frames Treshold (Input Only, No Staff Ghosts) 
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Figure 4-30. Optimal % TAS Frames Treshold (Input + State, No Staff Ghosts) 

 

 
Figure 4-31. Session-Aggregated Confusion Matrix - Excluding Staff Ghosts 
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Aggregating suspicious frames to the session or some other level of aggregation 

(e.g., player) is necessary to make the predictive model actionable. As we have seen, 

occasionally frames in an RTA session will be suspicious but TAS sessions will tend to 

have many suspicious frames. Aggregating to the session level and applying a threshold 

of some sort, above which the session is flagged for cheating, provides a clearer picture 

of whether a session is suspicious. It also has significant potential to increase the 

performance of the predictive model as a few false positive frames across the majority 

RTA class can add up to a significant model performance impact. 
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Chapter 5 ð Discussion and Conclusions 

5.1 Discussion 

As established in Chapter 1, cheating in competitive video games is a significant 

threat posed against the $400 billion per year video game industry, which is incurring a 

cost of over $290 million dollars annually (Ye, 2020). Video game developers require 

players to install intrusive anti-cheat software locally and grant this software a concerning 

level of access at the kernel level. Some of this software always runs, even when the 

games are not open. The recent CrowdStrike hack shows that even trusted vendors 

running kernel-level software with the best of intentions can take systems down (Warren, 

2024). Beyond security risks, limitations on how a user is permitted to use their 

computer, and trust issues introduced by kernel-level closed-source local anti-cheat, this 

software also introduces compatibility issues that affect potential customersô ability to 

buy and run the game on their platform. For example, kernel-level local anti-cheat 

software often does not run on Linux systems (which are increasingly popular with 

gamers now that portable gaming systems like the Steam Deck run Linux) (Orland, 2022, 

2024). Anti-cheat software also often has compatibility issues with Advanced Reduced 

Instruction Set Computer (RISC) Machine (ARM) processors, which are becoming 

increasingly popular due to their power efficiency advantages over the x86 architecture 

(DiFuria, 2024). 

In Chapter 2 we established that research has been published demonstrating some 

promising potential for less intrusive, more open anti-cheat methodologies. Thus far, 

though, nothing has been applied in production environments. The existing research was 

focused on First Person Shooter (FPS) and Massively Multiplayer Online (MMO) games 
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and identifying specific known cheat types (e.g., AimBots) that required tailored 

detection methods. Previous work with machine learning has been performed using 

relatively small datasets composed of input made by the researchers (as opposed to real-

world data from top players). This praxis aimed to identify any form of cheating that uses 

tools to gain an unfair advantage while producing valid input. A machine learning model 

was trained on a large set of thousands of real-world replays comprised of millions of 

frames and successfully identified the use of tools with both high recall and high 

precision. Higher performance is possible when making the predictive model actionable 

by aggregating its frame-level predictions to the session or player level. When 

aggregated, a threshold can be applied to prevent a small handful of suspicious frames 

across many sessions from presenting as false positives that overwhelm the 

administrative team operating the game. 

The conclusions related to the research questions and associated hypotheses are 

described in the next section, followed by this praxisô contributions to the body of 

language. The chapter then concludes with recommendations for future research. 

5.2 Conclusions 

RQ1: Which of Random Forest, Extreme Gradient Boosting (XGBoost) and 

Categorical Boosting (CatBoost) machine learning algorithms has the highest precision 

and recall in identifying cheating in competitive video games? 

H1: Out of Random Forest, XGBoost and CatBoost, Random Forest will lead to 

the highest harmonic mean of precision and recall (F1 score), identifying cheating in 

competitive video games. 
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Three machine learning binary classification models were trained and then 

validated with 5-fold grouped (by Session) cross-validation. This was done both for a set 

of dimensions that included only player input dimensions as well as a superset of these 

dimensions that also included game state dimensions (as detailed in Section 4.4). After 

training and cross-validation, the F1 score for each model was calculated using the hold-

back test set and compared. The highest performing model was chosen for further tuning. 

While the models developed using the Random Forest machine learning algorithm 

achieved good F1 Scores with both sets of dimensions (0.6454 with only player input and 

0.6953 with player input plus game state), the CatBoost models performed better (0.6670 

and 0.7725 respectively). Additional iterations of training and testing were performed as 

described in Section 4.6 to establish the statistical significance of CatBoost 

outperforming Random Forest and XGBoost. CatBoost was shown via t-tests to produce 

a superior F1 score with over 99% confidence. Hypothesis 1 was rejected. 

 

RQ2: Are player inputs the most important features to identify cheating or are 

game state features, like speed, more important? 

H2: Player input features, particularly analog input like a joystick or mouse, are 

the most important for identifying players who are cheating. 

In the best trained models, player input features (and temporal features derived 

directly from player input) were consistently the features rated with highest importance 

when compared with game state features. The best trained model using only player input 

features resulted in an F1 Score of. While adding game state features resulted in an 

improved F1 Score over using only player input dimensions (0.7725 versus 0.6670 for 
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the tuned CatBoost model), the top features important to the model continued to be player 

input with analog input as the most important features. Hypothesis 2 was accepted. 

 

RQ3: Do most play sessions that are not cheated contain at least some suspicious 

frames of input? 

H3: More than 50% of sessions that are not cheated will contain at least one 

frame of input identified as cheated. 

The best-performing model identified a mean of 66.59% of input frames for TAS 

sessions as TAS while identifying only 0.23% of input frames for RTA sessions as TAS. 

That is a noteworthy difference but still a mean of 2.3 frames identified as TAS per RTA 

session. Specifically addressing this hypothesis, only 36.4% of RTA sessions had at least 

one frame identified as TAS. Meanwhile 98.0% of TAS sessions had at least one frame 

identified as TAS. This Hypothesis highlights that while we evaluated the F1 Score of 

our models at the frame level, aggregating their performance at the session level provides 

a clearer picture of whether a play Session is suspicious as discussed in 4.6.3. The 

numbers stated above also include sessions sourced from the official game disc that we 

now have reason to suspect were created using tools. If we were to exclude these official 

staff ghost replays from the above calculations, they would improve. Regardless, 

Hypothesis 3 is rejected. 

5.3 Contributions to Body of Knowledge  

This research focused on identify cheating in competitive video games in a way 

that is both less intrusive and more transparent to players than current anti-cheat 

solutions. 
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1. Demonstrated an approach to obtain, curate, extract, enrich and clean a 

large set of real-world video game replay data for RTA and TAS. 

2. An effective server-side method to identify tool-assisted cheating behavior 

using player input features without the need for specific, detailed game 

mechanic knowledge. 

3. An effective server-side method for enriching player input with game state 

data for improved cheat detection without the need for specific, detailed 

knowledge of specific game mechanics. 

5.4 Recommendations for Future Research 

Future research can build on the work described in this praxis in any of the 

following ways: 

¶ Expand the dataset scope to include additional game state fields to identify useful 

dimensions that were not considered in this praxis. 

¶ Research the modelôs purportedly false positive player input to determine whether 

any user input is suspicious enough to warrant further investigation, either to 

improve the model or to confirm an instance of cheating in the RTA dataset. 

¶ Include more player dimensions in model training to identify playstyle differences 

for specific players over multiple sessions. When doing this, include players who 

have both TAS sessions and RTA sessions. Also expand the dataset scope to 

include multiple player sessions per category and course combination (i.e., not 

just each playerôs best time) which may increase the modelôs ability to identify 

unusual behavioral biometrics such as unusual play style or changes in play style.  
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¶ Apply a similar methodology to other game modes in the same game, for example 

synchronously competitive Versus mode or Battle mode. 

¶ Apply a similar methodology to other suitable competitive racing games such as 

Trackmania (additional details about the suitability of Trackmania and availability 

of necessary data and tools is described in Appendix B) 

¶ Apply a similar methodology to other types of games such as competitive fighting 

game (which have little or no prior research). For example, Smash Bros. has a 

popular competitive scene that includes both online and in-person tournaments 

and the games support saving competitive replay files (Salvato, 2020/2024). 

Interestingly, Smash Brothers has the unusual distinction of having had a player 

cheat at an in-person tournament (Connor McNeil, 2020). 

¶ Pursue collaboration with a game developer (perhaps a small indie developer) or 

closed-source anti-cheat developer to access new problem spaces and, potentially, 

directly address the security through obscurity security tactic that is currently 

widely employed by developers (R. ñMrBean35000vrò Chadwick, 2015; Newell, 

2014). 
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Appendix A ð Additional Figures 

 
Figure A-1. Analog Visualizations for Top 2 Ranked RTA Sessions per Course 

  












