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Abstract of Praxis
Enhancing New Product Development with Large Language Models

While LLMs offer promising capabilities in enhancing NPD, the tendency of
LLMs to generate hallucinations, including incomplete, inaccurate, or incorrect outputs,
poses risks to development quality and efficiency. This research investigates the
integration of LLMs into early-stage NPD activities, focusing on requirements
traceability and effort estimation using a multi-role architecture (Actor, Judge, Meta-
Judge). In order to evaluate the hallucinations and impact, three software engineering
datasets (eANCI, eTOUR, 1Trust) and multiple commercially available LLMs were

evaluated, including Claude 3.5 Sonnet, 3.7 Sonnet, and GPT-4o0.

This research demonstrates that LLM-based approaches significantly outperform
traditional NLP methods, depending on the dataset, achieving improved F2 scores and
resulting in improvements ranging from 6.55% to 65.04% compared to NLP methods.
These improvements are projected to reduce development timelines for similar scope
projects. The relationship between hallucinations and estimation quality varies
significantly depending on the dataset characteristics and quality. This research provides
empirical evidence that LLMs can meaningfully enhance early-stage NPD activities;
however, their effectiveness is also influenced by the quality of the datasets, prompt
engineering, and the underlying LLM itself. This research concludes two key findings:
first, the quality of the datasets themselves can impact the performance of the output, and
second, LLMs exhibit distinct performance characteristics that should be evaluated for

individual projects.
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Chapter 1: Introduction

1.1 Background

New Product Development (NPD) requires a combination of risk-taking activities
that are designed to optimize commercialization success rates and profitability, and a set
of defined processes that can be utilized efficiently to get to market quickly (Cooper,
2024a). Integrating Artificial Intelligence (AI) and Machine Learning (ML) technologies
into these activities presents a beneficial shift in how organizations approach innovation
and the development of new products (Cooper, 2024b). One emerging Al technology that
is showing promise is Generative Al (GenAl), known more commonly as Large
Language Models (LLM), and related and complementary technologies (Singla et al.,
2024). These technologies have rapidly evolved and been commercialized in recent years,
and offer the opportunity to provide substantial improvements in knowledge-based

activities and processes in the context of NPD (Lewis et al., 2020).

Until recently, Al-based technologies have focused on assisting in more discrete
activities within the development lifecycle, such as predicting defects, increasing
efficiency, and reducing costs during development (Alhija et al., 2022). The introduction
of GenAl technologies has caused a shift in focus beyond this. Recent results have shown
a quantifiable positive impact on activities relevant to NPD, demonstrating productivity
increases of up to 50% in development activities when leveraging Al tools (Cambon et
al., 2024; Cooper, 2024a). Additionally, studies have shown that GenAl models offer
capabilities that are usable across multiple domains, industries, and tasks, including
processes within Systems Engineering and Cost Engineering (Decardi-Nelson et al.,

2024; Harper et al., 2024; Singla et al., 2024). One notable challenge despite these
1



improvements and advancements, as GenAl technology has developed, is that they can
produce hallucinations, namely ‘inconsistent, incomplete, and incorrect’ results, which
need to be mitigated (Arora et al., 2023; Y. Zhang et al., 2023). These hallucinations pose
a risk in their use (Singla et al., 2024). Identifying and managing Al-generated
hallucinations in Systems Engineering and Cost Engineering activities, which are core to

NPD, present an ongoing challenge (Arora et al., 2023; Decardi-Nelson et al., 2024).

1.2 Research Motivation

As a motivation for this research, historical data from studies indicate that only
one in eleven products that go through NPD processes reach commercial success
(Barczak et al., 2009). Product development stakeholders often seek ways to improve
these processes and leverage both best practices and emerging technologies, such as Al,
to enhance their chances of success (Barczak et al., 2009; Cooper, 2024a). The adoption
of Al and LLMs in product development has expanded rapidly in recent years, with a
notable increase in usage from 33% to 65% within one year, and 23% of companies
reporting their use in product development. This can be attributed in part to the
technology’s utility across industries, as general accuracy has increased; despite this
increase, accuracy remains a top concern by stakeholders (Cooper, 2024b; Singla et al.,

2024).

While there is a emerging body of knowledge showing LLMs can accelerate
activities such as prototyping to reduce costs, their effectiveness still depends heavily on
integration into development workflows that involve human interaction (Bilgram &
Laarmann, 2023). This human interaction is necessary to mitigate the challenges of LLM

technology tendency to generate hallucinations (White, Hays, et al., 2023; Y. Zhang et al.,

2



2023). Research also suggests that LLMs offer benefits during early-stage development
activities, particularly in areas such as systems engineering and cost estimation, where
accuracy is crucial. Both of these functional areas can significantly impact the allocation
of resources within a given product development timeframe, which in turn predicts

market competitiveness and success (Mandolini et al., 2024).

However, there appears to be a research gap in LLMs and how hallucinations
impact NPD, particularly in the areas of requirements management activities and their
impact on resources and costs (Cooper, 2024a; Decardi-Nelson et al., 2024). The state of
GenAl technology and its applicability in NPD creates an opportunity to improve
engineering (Cooper, 2024b), improving the likelihood of success and profitability of
new products (McNally et al., 2011). This research aims to address the gaps in leveraging
the beneficial efficiency gains offered by LLMs in product development, while
understanding the impact of hallucinations by establishing the relationship between LLM
output metrics when utilized in NPD activities such as requirements management and

effort estimation.

1.3 Problem Statement

GenAlI adoption in product development has doubled despite accuracy concerns
(Singla et al., 2024). While offering productivity gains (Cambon et al., 2024), its
impact on NPD processes is uncertain, potentially jeopardizing already low new

product success rates (Barczak et al., 2009; Cooper, 2024a).

While LLMs demonstrate significant potential for improving activity productivity
(Cambon et al., 2024), their application to NPD presents a complex challenge, given that

only one in eleven products reaches commercial success (Barczak et al., 2009). Studies

3



indicate that LLM tools offer substantial efficiency gains in individual development
processes, supporting product development (Zhang et al., 2024). However, there is a
concern that the validation of LLM outputs on critical aspects of product development,
including feature definition accuracy, commercial success rates, cost efficiency, and the

impact on complex systems, is limited (Arora et al., 2023; Cooper, 2024a).

1.4 Thesis Statement

Optimizing LLM technologies using methods that reduce hallucination is necessary to
maintain efficiency gains and enhance product feature development and associated

quality measures.

Differentiating between traditional Natural Language Processing (NLP) methods
and LLM technologies using hallucination reduction methods can potentially benefit
multiple stakeholders throughout the product development lifecycle. Systems and
requirements engineers can leverage this technology to improve the elicitation,
resolution, and tracing of requirements (Arora et al., 2023; Ronanki et al., 2023). Project
managers and cost engineers can gain more reliable estimation capabilities, which are
important to early-stage cost predictions (Cooper, 2024a; Mandolini et al., 2024). Product
development teams also have the opportunity to benefit from accelerated development
cycles that support crucial metrics, such as time-to-market requirements, that can
significantly impact profitability if missed (Karagozoglu & Brown, 1993). Overall, there
is a need to understand how hallucinations impact key activities, can be reduced while
allowing LLMs to be utilized to improve commercial success rates (Cooper, 2024b;

White, Hays, et al., 2023).



1.5 Research Objectives

The objectives of this research are aligned with examining the usage of LLMs in
NPD, with a primary focus on reducing the impact of hallucination and assessing the
impact of hallucination rates for requirements traceability and effort estimates activities.
The findings are anticipated to benefit engineers leveraging LLM technologies in
developing new products by identifying methods to reduce uncertainty when using
LLMs, especially early in projects where resource estimates are generally more uncertain

(Arora et al., 2023; Disch, 2024).

The primary objective of this research is to develop and validate the impact of
hallucinations when leveraged in NPD, with a specific focus on identifying and reducing
hallucinations in LLM outputs and regression analysis against their estimated cost
impacts. These techniques align with recent research-backed LLM applications
surrounding Requirements Engineering, where requirements elicitation, analysis,
specification, and validation, as well as the need to improve activities (Arora et al., 2023).
A portion of this objective is to leverage industry-accepted estimation methodologies and
techniques, such as Simple Function Point (SiFP) estimation, which provide standard
methods for estimating resources and sizing required (Lavazza et al., 2023; QSM, 2014a).
Together, this approach builds upon established systems engineering principles while

incorporating methodologies for managing LLM hallucinations (Tonmoy et al., 2024).

This research also aims to baseline against the existing body of research to
understand how hallucinations impact requirements management and resource estimation
processes within NPD, leveraging industry-standard resource estimation tools for

comparative analysis (Cheikhi & Abran, 2013). By applying research and approaches for



validating LLM outputs, the objective is to address the challenges of identifying and
measuring LLM hallucinations against previously human-labeled data, which has been
leveraged across the past 25-plus years of Requirements Engineering research (Shankar
et al., 2024; Sharma, 2017). The findings are expected to demonstrate the impact of

hallucinations on subsequent cost estimates using standardized datasets.

1.6 Research Questions and Hypotheses
The research questions (Table 1-1) and hypotheses (

Table 1-2) proposed in this research support the investigation of the impact of
Large Language Model (LLM) hallucinations on requirements management and Cost
Engineering activities early in the NPD lifecycle, and are designed to address gaps related
to the understanding of hallucinations as the technology gains adoption and establish

quantifiable rates of hallucinations and a understanding of their impact on development

outcomes.

Table 1-1 — Research Questions

RQ #1 What factors significantly influence the accuracy, hallucination rates, and performance of
LLM outputs in the context of the NPD domain?

RQ #2 How can prompt engineering techniques be used to enhance the quality and accuracy of
requirements and traceability inputs generated by LLMs, to improve estimation
processes for new product features?

RQ #3 How can hallucination-reducing techniques be applied to LLMs to enhance time-to-
market in new product development?

Table 1-2 — Hypothesis

150 0O Techniques reducing the hallucinations generated by LLMs by 30% can improve the
#1 accuracy of outputs used in NPD.

15040 I Hallucinations in LLM outputs significantly correlate with lower quality estimates in
#2 new product feature development.

150 L O M Implementing hallucination-reducing techniques in LLMs significantly improves
#3 (>30%) time to market in new product development.




1.7 Scope of Research

The scope of this research focuses on enhancing NPD and aims to estimate the
impact of reducing hallucinations in the early stages of development, where there can be
significant uncertainty (Voltolini et al., 2019). The scope focuses on requirements
traceability within Requirements Engineering processes and estimating associated effort.
This research also aims to build upon and apply techniques for hallucination mitigation
(Tonmoy et al., 2024) to datasets that support NPD activities, and correlating them with
datasets leveraged in cost estimation (Cheikhi & Abran, 2013; Rahman et al., 2023). The
research leverages current LLMs that are used in commercially available cloud-based

deployments.

By leveraging these datasets in conjunction with hallucination reduction
techniques and industry-standard methods, it is anticipated that a correlation with real-
world usage can be generalized. As such, this research has applications in three key
domains where LLMs have utility and impact during the development processes, mainly:
Requirements Engineering, focusing on activities related to requirements elicitation,
analysis, and traceability; Systems engineering, focusing on requirements decomposition
and system architecture development to build assemblies or work breakdown structures;
and Cost Engineering focusing on size, resource, and schedule estimation utilized in
project planning.

The deliverable from this research will be a Python-based estimation support tool
designed to conduct Requirements Engineering activities, specifically focusing on

traceability, applying hallucination reduction techniques, providing metrics for assessing



LLM outputs for hallucinations, and supporting resource estimation processes utilizing

LLM technologies.

1.8 Research Limitations

Several limitations exist in this research that affect its generalizability. The first
limitation of this research is the availability and accessibility of data in the software
engineering domain. Data acquisition remains one of the most significant research
barriers in software engineering, particularly for development datasets; in many cases, the
datasets are incomplete and are known to be a common challenge in Requirements
Engineering research (Sharma, 2017). This limitation also extends to cost estimation and
data availability. The datasets leveraged in this research are based on publicly available
datasets. They may have limited utility compared to proprietary datasets commonly
utilized in commercial parametric estimation tools, which maintain proprietary datasets
and leverage data from the International Software Benchmarking Standards Group

(ISBSG) (Cheikhi & Abran, 2013).

In addition, the datasets generally utilized in search and available lack end-to-end
traceability, from requirements to traceability data, code, and actual effort data. These
datasets originate from multiple domains, and, in some cases, are outdated, potentially
compromising their relevance to current development methods and processes. These data
sets have also not been widely utilized in research related to LLMs. As such, the "golden"
datasets from the Center of Excellence for Software Traceability (CoEST) contain gaps
and inconsistencies in their human labeling that may affect interpretation by the LLM
(CoEST, 2024; CoEST datasets, 2025). These inconsistencies make it challenging to

generalize the analyses across multiple projects or domains, as each project dataset has
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differences that may not be transferable across datasets. Similarly, the Boehm Center for
Systems and Software Engineering (CSSE, 2024) datasets are historical and not directly
correlated with the datasets from CoEST (CoEST datasets, 2025), which limits the ability
to correlate the data directly and introduces inaccuracies in the output estimates compared

to real-world usage in current development practices.

Yet another limitation is that LLM technologies are rapidly evolving, with older
LLMs being deprecated regularly. This creates challenges in conducting research in this
subject as the LLMs leveraged at the time of the research, and their findings may become
quickly outdated as capabilities advance. Therefore, this research provides a current
snapshot or data point against the long-term validity of using these techniques to support
RE and CE. This limitation also extends when comparing results across studies, as
different studies have tended to leverage different LLMs and slightly different techniques,

making it challenging to provide direct comparisons.

More broadly, there is a limitation in the ability to generalize the results across
various project sizes and domains. The research datasets available in academic
communities have been smaller, creating challenges in assessing the interdependencies
that generally exist when scaling across different project sizes, industries, or domains.
This is because different industries and domains have varying requirements for
documentation techniques, standards, practices, and development approaches, which may

impact real-world usage and potentially limit the applicability of the results.

1.9 Organization of Praxis

This praxis consists of four additional chapters that systematically address the

research objectives and hypotheses following this introductory chapter.
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Chapter 2 — Literature Review reviews the current research knowledge across
six key domains: LLM Technologies including their historical development and
evaluation frameworks; LLM Hallucinations encompassing their origins, measurement,
and mitigation strategies; New Product Development processes; Systems Engineering
principles and their role in managing complexity; Requirements Engineering including
natural language processing applications and traceability methods; and Cost Engineering

covering traditional estimation approaches and AI/ML applications.

Chapter 3 — Methodology details the research approach for investigating LLM
integration into NPD processes. This chapter presents the requirements processing
pipeline, dataset selection and preparation procedures, the multi-role LLM architecture
(Actor, Judge, Meta-Judge) for requirements traceability, the LLM-based Simple
Function Point (SiFP) estimation process, and the validation methodology including

statistical analysis methods and hallucination detection techniques.

Chapter 4 — Results presents the findings from applying the methodology across
three datasets (eANCI, eTOUR, iTrust). This chapter provides detailed analysis of each
hypothesis: (H1) hallucination reduction and accuracy improvements, (H2) the
correlation between hallucinations and estimation quality, and (H3) the impact on time-
to-market metrics. Results include performance comparisons between traditional NLP

and LLM approaches using statistical validations.

Chapter S — Conclusions synthesizes the research findings, evaluates the support
level for each hypothesis, and connects them to theoretical and practical implications that

practitioners, academics, and industry can apply, as well as addressing research
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limitations, provides recommendations for practitioners and researchers, and identifies

future research opportunities.
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Chapter 2: Literature Review

2.1 Introduction

This chapter examines the domains relevant utilizing LLMs in RE and CE and is
organized in the sections in Figure 2—1. This review starts with LLM Technologies and a
review of their historical development, training approaches, and current capabilities.
Following this background on LLMs, an examination of LLM Hallucination phenomena
is provided, along with an analysis of how hallucinations can impact reliability and
performance. Next, the section examines NPD-relevant research and supportive activities
in Systems Engineering and Requirements Engineering. Finally, this review concludes
with an examination of Cost Engineering, utilizing both traditional approaches and Al-

enabled approaches.

2 Literature Review

2.1 Introduction 2.9.Contr|butlons
to Literature Gaps
2.2 Literature

Review Summary

2.21LM 23LlUMm 2.4 New Product 2.5 Requirements 2.7 Cost
Technologies Hallucinations Development Engineering Engineering

2.5 Systems
Engineering

Figure 2-1 - Literature Review Map

2.2 LLM Technologies

LLM Technologies represent a major advancement in Al, utilizing mathematics to
convert text into tokens, and then apply probabilistic models that predict subsequent
tokens based on the preceding context of the input provided (Holtzman et al., 2019).
These models have demonstrated significant utility and capabilities in natural language
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tasks. Researchers note that when applying to applications in specialized domains, they
"cannot yet solve problems on their own" (Silver et al., 2022), requiring consideration of

their limitations and how they are applied in practical applications.

2.2.1 Historical Development and Architectural Evolution

As noted by Decardi-Nelson et al. (2024), the development of algorithms and
approaches used by LLMs has evolved through 4 distinct phases of development:
statistical models, neural models, and pre-trained models, to what is now LLMs.
Significant advancement through these phases built upon previous research, including the
usage of Recurrent Neural Networks (RNN) and their subtype called Long Short-Term
Memory (LSTM), which were predecessors to current LLMs that have demonstrated
utility in multiple applications (Sherstinsky, 2018). The limitations of those algorithms
led to a significant shift in architectures, leading to transformer-based models that rely on
attention mechanisms (Vaswani et al., 2017), with two of the most important
developments being that of OpenAl (Radford et al., 2018), known more commonly as
GPT-1, and BERT (Devlin et al., 2019), which are the foundation of many of the methods
utilized today. The current generation of LLMs, is characterized by large model sizes,
sophisticated training techniques across multiple domains, and utilizing substantial

computing requirements (Liu et al., 2024).

2.2.2 Training Approaches and Dataset Utilization in LL.Ms

Researchers, including Rae et al. (2021), have conducted comprehensive analyses
of various techniques for building language models, evaluating these models and their

limitations as they scale to larger implementations. Pre-trained models have become
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dominant across multiple domains. This has been accomplished through diversification of
training, which increases the overall utility, allowing the LLM to adapt to domains or
activities where it has not been trained (Guu et al., 2020). Additionally, Liu et al. (2024)
surveyed the datasets utilized for training and fine-tuning these models in technical and
non-technical domains, illustrated in Figure 2—2. What can be seen throughout these
analyses, however, is that the datasets utilized have focused mainly on generalized
knowledge, as opposed to focusing on specialized knowledge, which is generally utilized

in engineering-related activities.
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2.2.3 Prompting Techniques and Domain Adaptation

One area within LLM usage with significant development is prompting
techniques to increase the reliability of results (Si et al., 2022; White, Fu, et al., 2023).
Research has also evaluated the benefits of improved prompting versus increasing model
fine-tuning (Chen et al., 2023), including specific techniques such as UPRISE and Chain-
of-Thought (CoT) to improve prompting by providing domain-relevant context during
their usage (Cheng et al., 2023; Jia Li et al., 2023). Research has also focused on specific
prompt patterns relevant to domain-specific activities, including requirements elicitation

in software development (White, Hays, et al., 2023).

2.2.4 Evaluation Frameworks and Challenges

Multiple researchers have developed approaches and methods for evaluating
LLMs. Common approaches such as BLEU (Papineni et al., 2001), METEOR (Banerjee
& Lavie, 2005; Lavie & Agarwal, 2007), BERTscore (Zhang et al., 2019), BARTscore
(Yuan et al., 2021), ROUGE-L (Lin, 2004) are typically limited by the knowledge
available in the datasets (Kim et al., 2020), which reduces their ability to be applied in
domain-specific environments like Requirements Engineering and Cost Engineering.
Another class of evaluators, such as Truthful QA (Lin et al., 2022) and BIGGEN BENCH
(Kim et al., 2024), test knowledge across multiple domains. While these methods do
provide relevance to the engineering domain, they do not specifically test domains such
as Requirements Engineering and Cost Engineering tasks; however, they offer insight

into how to structure evaluations.
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2.3 LLM Hallucinations

Hallucinations in LL.Ms are generally defined as inaccurate, incomplete, or
incorrect outputs; these contain errors, lack necessary details or context, or include false
facts (Holtzman et al., 2019). While LLMs demonstrate significant fluency in many tasks,
they tend to generate false statements very confidently, ranging from subtle inaccuracies
to dramatic fabrications (Lin et al., 2022). This phenomenon of generating hallucinations
is among the most significant challenges to adopting LLM technology in various

domains.

2.3.1 Origins of Hallucinations in LLMs

Multiple researchers have researched the origins of hallucinations. One taxonomy
of the origins of hallucinations encompasses several distinct categories, as shown in
Figure 2 (Rawte et al., 2023). This taxonomy organizes the origins into two primary
orientations: factual mirage and silver lining, each further subdivided into intrinsic and
extrinsic manifestations with varying degrees of severity (mild, moderate, and alarming).
Complementing this research, S. Zhang et al. (2023) quantify the occurrences of
knowledge misalignment using GPT-4 against FuzzyQA dataset in an alternative
framework of four types of misalignments: semantic (41.48%), contextual (32.04%),

structural (56.70%), and logical (5.57%).
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Figure 2-3 - Hallucination Origins (Rawte et al., 2023)

The causes and consequences of hallucinations present implications for practical
applications, namely ensuring that hallucinations do not significantly impact the results.
Zheng et al. (2023) highlights how these models can generate non-existent facts when
pushed beyond their knowledge boundaries, particularly when forced to complete
responses regardless of confidence level. This tendency of LLMs to fabricate information
when domain knowledge is unavailable carries negative implications. This is further
supported by Lin et al. (2022) that notes that insufficient testing of deployed models leads

to false statements that can erode user trust.

2.3.2 Measurement of Hallucinations

Several researchers have focused on measuring and evaluating hallucinations
using specialized datasets and techniques. One approach, the Holistic Evaluation of
Language Models (HELM), provides a systematic evaluation method that measures seven
key metrics across multiple scenarios (Liang et al., 2022). Yet another example is the

HaluEval benchmark, developed by Junyi Li et al. (2023), that provides a large-scale
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collection of annotated samples focusing on general knowledge for evaluating
hallucination recognition. HaluEval benchmark identified that approximately 19.5% of
responses contain hallucinated content. The challenge with both methods is that neither

has been directly applied to Requirements nor Cost Engineering.

2.3.3 Mitigating Hallucinations

Several methodologies have emerged for detecting and mitigating hallucinations,
from approaches that leverage a single LLM with external sources, to prompting
techniques, and leveraging multiple LLMs in multiple configurations to address specific
needs of the domains supported (Rawte et al., 2023). Tonmoy et al. (2024) provides a
comprehensive survey of over 32 mitigation techniques that can be employed, including
notable approaches like Retrieval Augmented Generation (RAG) and Knowledge
Retrieval. Using RAG, researchers such as Béchard and Ayala (2024) demonstrate the
effectiveness of improving output quality and reducing hallucinations, particularly in
domains lacking comprehensive training data. This provides a basis to state that RAGs
can be utilized to facilitate improvements, which can be applied in cases where specific

domain knowledge is not readily available, such as in Requirements Engineering.

Moving beyond the use of a single LLM to reduce hallucinations, other
researchers have introduced innovations in evaluation methodology, such as LLM-as-a-
Judge, which utilize multiple stages of processing to evaluate responses. Zheng et al.
(2023) demonstrates that it can achieve 80% agreement with human preferences for the
domains examined. Another method, Chain-of-Verification (Dhuliawala et al., 2023)
introduces a structured approach to self-verification, incorporating multiple validation

steps to reduce hallucination occurrence. This method employs a four-stage process
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where the model drafts an initial response, then plans verification questions to fact-check
its content, independently answers those questions to avoid bias, and finally generates a
verified response based on the cross-checked information, somewhat similar to the
approach presented by Kim et al. (2020). This approach is useful because it separates the
verification process from the initial generation, allowing the model to evaluate its output

through target questioning and validation.

2.4 New Product Development

NPD encompasses "the overall process of strategy, organization, concept
generation, product and marketing plan creation and evaluation, and commercialization
of a new product" (New Product Development, 2024). The significance of effective NPD
to business is underscored by research showing that only approximately 30% of new
product projects achieve commercial success (McNally et al., 2011). Traditional
approaches to NPD have remained largely unchanged for decades, resulting in
consistently mediocre outcomes (Marzi, 2022). NPD is a variation of the Stage-Gate
system, as illustrated in Figure 2—4, and has emerged as a dominant framework across
industries to support development. Research indicates that 69% of firms employ a formal,
cross-functional process for NPD (Barczak et al., 2009). Leading firms find they can
achieve a 50% higher success rate commercially for their New Products by evaluating

their usage of best practices (Knudsen et al., 2023).
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Figure 2—4 - Stage-Gate Process Model (Cooper, 2023)

One challenge, however, in NPD research is that most datasets are proprietary and
subjective. The available results primarily focus on perceived measures versus
quantitative measures, analyzing data such as social media, customer feedback and
reviews, and market research data to identify emerging trends and needs (Cooper, 2024a,
2024b). As such, a significant portion of the data used to analyze the success or failure of
NPD is not publicly available. While Al is becoming increasingly important to NPD, its
adoption is still in the early stages, with only 13% of firms currently utilizing Al for NPD
(Cooper, 2024a) and as a result, does not have a significant body of public data to
validate this. A majority of the examples provided by leading companies that are adopting
Al have yielded self-reported positive results; for instance, GE has cut design times in

half through Al-enabled rapid testing (Cooper, 2024a).

2.5 Systems Engineering
According to INCOSE (2024):

“Systems Engineering is a transdisciplinary and integrative approach to

enable the successful realization, use, and retirement of engineered systems, using
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systems principles and concepts, and scientific, technological, and management

methods.” (INCOSE, 2024)

These engineered systems are increasingly complex in modern systems and are
driving fundamental changes in system design and development approaches (Decardi-
Nelson et al., 2024). Research has demonstrated that systems engineering plays a critical
role in managing this complexity, particularly as systems become more complex and
interconnected (Fortune, 2009). The systems engineering processes utilized throughout
various domains, especially in Information Technology (IT) services industries, remain
heavily dependent on manual activities and expert knowledge. Therefore, these activities
are complex and intensive to complete, as well as vulnerable to errors of omission and

commission (subtracting or adding in), as the authors note (Rajbhoj et al., 2022).

2.6 Requirements Engineering

Requirements Engineering (RE) is a core activity in product development
processes. Complex products and systems leverage RE to support need analysis. RE is
vital in development processes, as it helps address the multiple challenges that
organizations face when producing successful products. Iaksch et al. (2019) notes RE

crucial for maintaining competitiveness.

Due to the complexity of the products being developed, modern product
development faces significant challenges and uncertainties. Rapidly shifting customer
preferences, competitive environments, emerging technologies, and the creativity of
developers from both internal and external sources create challenges and uncertainty
during the development process. This dynamic in RE can lead to unnecessary or

unneeded features, a phenomenon referred to as over-featuring (Marzi, 2022), as well as
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poorly defined or misunderstood non-functional requirements, which can result in
‘security, scalability, usability, maintenance, and performance and reliability’ issues

(Subahi, 2023).

Research has consistently shown that poor Requirements Engineering has a
significant impact on project outcomes. Executive-level managers have reported several
critical failure factors impacting RE, including ‘insufficient user involvement (13%),
incomplete requirements (12%), changing requirements (11%), unrealistic expectations

(6%), and unclear objectives (5%)’ (Igbal et al., 2018) that are cause for concern.

2.6.1 Natural Language Processing in Requirements Analysis

One area that has seen a considerable impact on Requirements Engineering is
AI/ML, particularly in processes such as NLP. Research highlights the growing number
of ML techniques used to automate Requirements Engineering tasks commonly utilized
(Zamani et al., 2021). Automated requirements analysis, using NLP, particularly in the
software requirements, has shown significant potential in tasks such as ambiguity
detection and requirements traceability analysis (Guo et al., 2024; Necula et al., 2024;

Zamani et al., 2021).

There are two common approaches relevant to this research: one is Term
Frequency-Inverse Document Frequency (TF-IDF) (Sundaram et al., 2005), and the other
is sentence transformers (Wolf et al., 2020). Both techniques offer comparison
approaches relevant to performing requirements traceability and can be utilized for
comparisons using empirical performance measures, such as precision, recall, and
selectivity. The precision, recall, and selectivity help evaluate the accuracy and usefulness

of requirements traceability approaches. Precision measures the proportion of
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requirements traced that are relevant (ranging from 0 to 1, where one refers to that all the
traces are relevant), recall measures the proportion of all requirements traced were
successfully traced (ranging from 0 to 1, where one refers to that all relevant traces were
found), and selectivity measures the system's ability to filter out irrelevant requirements
traces while retaining relevant ones (ranging from 0 to 1, with higher values indicating
better discrimination between relevant and irrelevant content). Although the precision
was low, ranging from ~0.01 to 0.1, the selectivity was moderate, ranging from 0.4 to
0.75. In contrast, the recall was greater than (.75, and in many cases, it was closer to
0.95. Sultanov and Hayes (2013) provide an analysis using Reinforcement Learning (RL)
against public datasets, showing a modest improvement (0.61 vs. 0.5) in precision while

maintaining a recall of 0.24.

Rajbhoj et al. (2022) proposes the architecture in their DIZSPEC to incorporate
NLP, as shown in Figure 2-5, to improve performance in analyzing requirements,

traceability, and change, which can be applied more broadly as an architecture for
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Figure 2-5 - DizSpec Architecture (Rajbhoj et al., 2022)
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incorporating machine learning into requirements management, including the usage of

models such as LLMs.

While considerable research has been completed related to NLP in requirements
management, limitations still exist, including the relatively low performance, the lack of
semantic understanding in those methods, limited validation against Requirements
Engineering and Cost Engineering datasets, as well as statistical measures in comparison

related to hallucinations, that offer areas for improvement in research.

2.6.2 AI/LM and LLMs in Requirements Engineering

The foundation of modern complex systems remains primarily expressed in
Natural Language (NL) requirements, providing written text that humans understand,
which presents significant challenges for standardization and automation using AI/ML
technology (Rajbhoj et al., 2022). Recent developments in NLP and LLMs provide
promising solutions for converting these requirements into machine-readable formats
(Decardi-Nelson et al., 2024). More notably, LLMs have shown promise in more broadly
in requirements acquisition, refinement, analysis, and documentation, though their
effectiveness depends on having relevant context and domain-specific knowledge bases

(Kirova et al., 2024).

One key area of successful RE using LLMs is Prompt Engineering. Arora et al.
(2023) provides an analysis of the role of LLMs in RE, offering specific guidance on
prompt patterns while acknowledging key limitations, including domain understanding,
context, and bias. White, Hays, et al. (2023) explore the specific application of ChatGPT
for various software and engineering tasks, offering recommendations for best practices

and prompting patterns, while related research analyzes quality scores when evaluating
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ChatGPT's performance in requirements elicitation tasks (Ronanki et al., 2023).
Additionally, Preda et al. (2024) leveraged GPT-3.5 and GPT-4 to review coverage across
publicly available datasets to analyze coverage gaps with high recall (0.997), providing a
comparison basis for Requirements Engineering and traceability methods proposed in this

research.

There is a growing body of research related to AI/ML and LLMs in RE, however
there remain limitations and gap areas that could benefit from additional research,
including the need for additional standardized measurements to measures areas including
hallucinations, analysis around the quality of estimations, as well as providing

comparisons and validations utilizing methods such as multi-stage prompting techniques.

2.6.3 Requirements Traceability and Validation using Al

Requirements Traceability (RT) in NPD is an important step in planning across
development phases and serves as a cornerstone activity in requirements management
(Sultanov & Hayes, 2013). Traditional requirements traceability matrices remain
essential, as they link requirements to test cases for coverage verification, change impact
analysis, and tracking (Bouquet et al., 2005). In addition, early-stage validation enables
engineers to assess the quality of requirements, focusing on completeness, consistency,

and redundancy (Unterkalmsteiner, 2020).

The comprehensive mapping study conducted by Zamani et al. (2021) provides
empirical evidence for the effectiveness of ML techniques in Requirements Engineering
through a systematic analysis of 65 research papers published between 2010 and 2020.
This research highlights the dominance of Kernel Methods and Decision Trees in

successful implementations, while identifying critical research gaps in areas such as
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standardized selection criteria and dataset validation approaches. Despite advances,
automated traceability approaches still require significant human analyst involvement to

ensure quality (Sultanov & Hayes, 2013).

2.6.4 Datasets

Identifying datasets to be utilized for RE is somewhat challenging, with Sharma
(2017) providing one of the more comprehensive analyses of research spanning 15 years
prior to 2017. This research highlights the limitations in research and datasets that inform
dataset selection for the current research. This analysis provided the basis for selecting a
subset of these datasets due to availability, as not all are currently available from public
data sources. One important note about the datasets identified by Sharma (2017) is that
multiple threats to the validity of the data exist, and several areas pose threats to the
research using these datasets, as outlined in Table 2—1. This is further supported by a
comprehensive analysis of previous work related to NLP for RE (Zhao et al., 2004),
noting that most datasets and analyses are limited to laboratory settings rather than

business contexts.

Table 2—1 - Threats to Data Validity (Summarizes (Sharma, 2017))

Threats to Validit eANCI iTrust eTOUR
Real Worldliness Yes Yes
Limited Yes

Observations

NIVAS Yes
Selection Bias Yes
Dataset-Equivalenc Yes

2.7 Cost Engineering

Cost Engineering is a core aspect of project planning and execution; an inaccurate

estimate can significantly impact project success and profitability. While dated, Kemerer
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(1987) notes a growing concern among planning practitioners regarding their ability to
accurately estimate software development costs, particularly as development complexity
and costs continue to rise. This challenge continues to exist today, as Yadav et al. (2019)
demonstrate that poor estimates in the project today can lead to cost overruns between

150% and 200% above original projections.

The importance of cost estimation in a project goes beyond basic budgeting, Yurt
et al. (2019) establishes that cost estimation is crucial during the early stages of project
activities. This research also highlighted the consequences of inaccurate estimates,
including data points such as that industry norms for schedule overruns range from 41%

to 258% and cost overruns range from 97% and 151%.

2.7.1 Traditional Cost Estimation Approaches

Pillai and Sukumaran Nair (1997) characterize software cost estimation as "more
of an art than a science," though empirical analysis demonstrates that cost trends can
correlate with measurable parameters in algorithmic models. They classify algorithmic
models into five categories: linear models, multiplicative models, analytic models,
tabular models, and composite models. Building on this foundation, Yadav et al. (2019)
identifies six primary estimation methods: expert judgment, top-down estimation,
bottom-up estimation, algorithmic (parametric) modeling, price-to-win estimation, and

estimation by analogy.

These traditional approaches to estimation have undergone significant evolution.
Khadtare and Smith (2011) observe progression beyond simple bottom-up counting and
top-down estimation approaches and a movement toward parametric estimation for

complex and changing software costs and systems engineering efforts. The need for
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accurate estimation methods is important early on in the project, with Voltolini et al.
(2019) highlighting a fundamental challenge in early-stage estimation is that the design
phase lacks cost data, necessitating reliance on historical project data and expert

knowledge capture that can have incorrect assumptions.

2.7.2 Standard Estimation Methods

The evolution of estimation methodologies has led to the development of several
sophisticated frameworks. Multiple approaches exist, including function point analysis,
established methods such as COSMIC and COSYSMO, and IEEE-published methods,

which will be discussed in this section.

Improvements to Function Point Analysis (FPA), as described by De Freitas
Junior et al. (2015), represents a standardized method for measuring software functional
size, widely adopted by government and organizational entities. Meli and Santillo (1999)
explain that FPA significantly advanced software measurement practices beyond
traditional lines-of-code approaches, though it requires detailed documentation and faces

challenges in early project phases.

The COSMIC functional size measurement method provides an alternative
approach. COSMIC is positioned alongside Source Lines of Code (SLOC) as one of the
most widely utilized size estimation techniques, offering specific guidelines for various
applications, including IoT devices (Rajapaksha & Wijayasiriwardhane, 2024). There are,
however, limitations of this method, including the lack of standardized datasets at various
stages of the lifecycle that have been validated for use in academic environments, in part

due to the manual human and proprietary measurement methods being utilized, along
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with the need to calibrate them, which has not been well accomplished with LLMs to

date.

The Constructive Systems Engineering Cost Model (COSYSMO 1.0, 2.0, and
3.0) represents another significant advancement (Alstad, 2019; Fortune, 2009; Valerdi,
2005). Valerdi (2005) developed this parametric model, incorporating eighteen
parameters divided between size drivers and effort multipliers. Alstad (2019)
demonstrated COSYSMO's contemporary relevance, particularly in large-scale
engineering projects such as Department of Defense programs with acquisition costs
reaching $1.8T. Similarly to COSMIC, these models also face similar challenges, as well
as the models’ focus on historical data and system engineering, which limits their

applicability in this research.

One implementation of this has been put into a trial standard. IEEE (2019)
2430:2019, which provides guidance for non-functional requirements and could be
utilized to guide an LLM implementation. Complementing that approach for Functional
requirements is the Simple Function Point (SiFP) Functional Size Measurement Method,
which aligns with IEC/ISO standards and targets the Functional Requirements versus

focusing on non-functional requirements (QSM, 2014a, 2014b).

2.7.3 Datasets

Obtaining high-quality datasets is a significant challenge to this research area, as
well as to practical implementation. Historically, the availability and quality of data have
impacted estimation accuracy, particularly when both estimation and actual data are
unavailable. While datasets from the ISBSG exist and contain over 6,000 projects with

more than 100 data fields covering aspects from staffing to development methods, they
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do not provide actual implementation details such as code base (Cheikhi & Abran, 2013;
Gonzélez-Ladron-de-Guevara & Fernandez-Diego, 2014). As such, to address situations
where code and function point actual data is not available Jones (1995) describes the
development of "backfiring" as a technique for converting between lines of code and
function points. This allows this research to analyze projects with source code where an

estimate was not provided or is unavailable.

For Cost Engineering datasets, the datasets generally available to the public are
shown in Table 2-2 as part of a study on the usage of machine learning techniques by
Rahman et al. (2023) and a similar survey of data by Cheikhi and Abran (2013). As these
datasets do not overlap directly with the datasets from the Requirements Engineering
datasets, a technique such as “backfiring” in Jones (1995) could be used to analyze the

two sets of data.

Table 2-2 - Cost Estimation Datasets (Rahman et al., 2023)

Dataset Source No of No of Output Size(Unit
name records attributes attribute-effort measurement)
GitHub 81 12 Person-hours Function point
Promise 63 18 Person-months LOC
Promise 499 16 Person-hours Function points
Promise 62 27 Person-hours Function points
48 8/9 Person-months KSLOC
53 9 Person-months
ISBSG 1192 13 Effort-hours Multiple
Promise 24 8 Person-Months Function point
Zenodo 15 7 Person-months KSLOC
SEACRAFT 145 9 Person-hours Function Points
Promise 93 17 Person-months LOC
40 17 LOC
GitHub Person-months
18 4 Person-months Files
38 9 Person-Hours Function Points
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2.7.4 AI/ML and LLMs in Cost Engineering

AI/ML and LLMs are increasingly being utilized in Cost Engineering techniques.
While previous techniques have mainly focused on statistical analysis to support
prediction activities, Mandolini et al. (2024) notes that as these traditional techniques
have evolved, they still struggle to forecast unknown feature values and to comprehend
relationships between data features. This limitation becomes particularly relevant in the
application of ML techniques to support functional size estimation, when comparing

advanced techniques against traditional approaches (Lavazza et al., 2023).

Based on the presentation by Harper et al. (2024), the proposed applications of Al
in cost estimation include both the items being estimated and the methods used for
estimation. The authors suggest Al can enhance cost estimation workflows through
streamlined data collection, research processes, and predictive modeling capabilities,
while also impacting what needs to be estimated by transforming operating costs across
private and public sectors. The presentation outlines several key use cases, including
pattern recognition in data analysis, automated software sizing using NLP, and Al-
augmented estimation workflows that could reduce the time and resources required to

perform complex cost analyses.

One of the challenges with these datasets is that they all predate the widespread
adoption of AI/ML and LLM, so productivity changes within the NPD lifecycles must be
estimated. Dell'Acqua et al. (2023) demonstrated significant productivity gains for
knowledge workers using Al, with task completion rates increasing by 12.2% and
completion speed improving by 25.1%, while quality metrics showed over 40%

improvement for tasks within Al's capabilities. These findings suggest substantial
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potential cost efficiencies for systems and Requirements Engineering tasks, notably since
the study showed that both high and low-performing knowledge workers benefited from
Al augmentation (with performance increases of 17% and 43% respectively). However,
the research also cautions that tasks outside Al's capabilities saw a 19-percentage point
decrease in accuracy, and therefore this consideration will be necessary when analyzing

these datasets.

Based on the research presented by Hartenstein et al. (2023), LLMs demonstrate
significant potential for automating software cost estimation through function point
analysis. Their study compared three approaches: traditional manual measurement
(legacy), using an untrained large language model (LLM), and using a trained LLM for
COSMIC Function Point analysis. They found that the trained LLMs can achieve results

much closer to legacy measurements and significantly reduce the analysis time.

2.8 Literature Review Summary

This chapter provided an examination of six interconnected domains/subdomains
essential to understanding LLM integration in NPD processes. This review examines the
evolution of LLM technologies from statistical models to current architectures,
hallucination, including measurement approaches, and mitigation strategies. The review
further examines NPD literature, which identified that despite 69% of firms employing
formal cross-functional NPD processes, only one in eleven products achieves commercial
success. Additionally, the research in NDP has yet to fully assess the impact of Al
adoption on these outcomes, as Al is relatively new, with only 13% of organizations
reporting its use. A review of the Requirements Engineering literature reveals that while

traditional NLP methods achieve modest performance (precision ~0.01-0.1, recall >0.75),
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there remains a need to analyze further the application of LLMs, which show promise in
this domain. Finally, the review examines Cost Engineering, which reveals significant

limitations of the available datasets, with most predating modern development practices
and lacking the end-to-end traceability necessary for comprehensive validation of LLM-

based estimation approaches.

2.9 Contributions to Literature Gaps

This research seeks to contribute to several gaps in literature thereby contributing
to the body of knowledge. First, this research seeks to establish a baseline for comparison
using publicly available datasets commonly utilized in adjacent academic research on
requirements traceability and cost estimation, providing a foundation that has been
notably absent in prior studies. This research seeks to advance the field by offering a
comparison between traditional NLP methods and advanced LLMs prompting techniques
employing a multi-role judging approach. Furthermore, this work aims to fill a gap by
developing a more comprehensive understanding of how hallucinations influence NPD
processes and provide empirical data to develop understanding and a basis for
comparison for the adoption of LLMs in NPD. Lastly, using LLMs to generate the data
needed for estimates using industry standard methods this research seeks to bridge the

gap between LLM capabilities and practical NPD applications.
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Chapter 3: Methodology

3.1 Methodology Storyboard

To address the core challenges of integrating LLMs into NPD the following

methodology is structure as shown in Figure 3—1. The methodology focuses on

examining the capabilities of LLMs for use in two key areas: requirements traceability

and effort estimation activities. The methodology examines the impact of hallucinations

generated in LLM outputs and the ability of this data to be reliably utilized in core

Problem Statement

Concerns over inaccuracy produced when GenAl is utilized in new product development have increased to 63%
since 2023, adding uncertainty and jeopardizing already low commercial success rates of new products.
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activities early in the product development lifecycle, primarily requirements elicitation
and effect estimation. This research examines the current performance of LLMs and

explores techniques to enhance their output, as measured using statistical methods.

To support the research, an approach and methodology has been developed to
utilize published datasets from CoEST to estimate the impact of different techniques for
prompting and the selection of LLMs. These datasets and associated techniques are used
to estimate the effect of requirements traceability activities, which are then utilized to
identify work for developers and estimate the required effort to achieve these activities.
These estimates, correlated with their actual truth data from human-labeled traceability
and actual written code, are then used to estimate hallucination rates. When adjusted for

published research, this estimate accounts for the impact on effort.

3.1.1 Research Questions

The research questions aim to investigate the impact of LLMs on NPD, focusing
on requirements traceability and effort estimation. They examine the factors affecting
LLM output performance, including the role of prompt engineering in enhancing output
quality and the potential of hallucination-reducing techniques to improve development
estimates. These research questions form a framework for understanding how LLMs can

be effectively integrated into product development processes while managing limitations.

Research Question 1: What factors significantly influence the accuracy,
hallucination rates, and performance of LLM outputs in the context of the NPD

domain?

This research question examines the variables influencing Large Language Model

(LLM) performance in NPD. This question seeks to identify and characterize key factors
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contributing to LLM performance when processing requirements and generating effort
estimations. Understanding these influences provides an approach for developing

effective strategies to optimize LLM usage in NPD.

Research Question 2: How can prompt engineering techniques enhance the
quality and accuracy of requirements and traceability inputs generated by LLMs to

improve estimation processes for new product features?

This question explores the potential of leveraging prompt engineering techniques
to improve LLM output in the context of requirements traceability and estimation of the
size and effort required. This question further examines how different prompting
strategies can be leveraged to enhance the performance of requirement traceability and
identify the performance of LLMs using standard techniques for estimating effort. This
question focuses on early-stage development activities, where an accurate understanding
of requirements reduces rework and unnecessary effort. Lastly, the research question aims
to develop and establish prompt engineering approaches that can reliably guide large

LLMs toward improved performance in product development tasks.

Research Question 3: How can hallucination-reducing techniques be applied

to LLMs to enhance time-to-market in new product development?

This research question addresses the application of hallucination mitigation
strategies to improve development efficiency. This question investigates how reducing
LLM hallucinations can lead to faster, more reliable product development processes. This
research question connects theoretical hallucination reduction techniques with historical
industry estimates around effort estimation and time-to-market. Lastly this question

examines the estimated effects of reduced hallucinations on development speed and the
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indirect benefits of improved requirement accuracy and reduced rework, ultimately

affecting time-to-market and the success of new products.

3.1.2 Hypotheses

The research hypotheses presented here form a structured approach to
investigating the impact of LLMs on NPD processes and to address three key aspects, (1)
the potential for LLMs to improve estimation accuracy, (2) the relationship between
hallucinations and output quality, and (3) the impact of hallucination reduction on
development timelines. Each hypothesis is designed to be testable through empirical
analysis while providing meaningful insights for practical application. Together, these
hypotheses progress from feature definition and accuracy (H1), to understanding of
hallucination impact on estimation quality (H2) and ultimately to impact on development
activities (H3), ensuring that findings will provide both theoretical understanding and

practical guidance for implementing LLMs in product development processes.

Hypothesis 1 Statement: Techniques reducing the hallucinations generated by

LLMs by 30% can improve the accuracy of outputs used in NPD.

Table 3—1 - Hypothesis 1 Components

Component Description
Establishing a threshold for effective hallucination reduction
Independent e LLM Selection
Variables LLM Tuning Parameters
Prompt technique and structure
Training dataset quality and size
Dependent Predicted Traceability
Variables e  Predicted SiFP Estimates
e LLM output accuracy, precision, recall, specificity, F1, F2, Matthew Correlation
Coefficient percentage

Testing Leveraging a controlled dataset through a series of experiments measuring the
Approach impact of hallucination-reducing techniques on output accuracy
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Significance: This hypothesis examines hallucination reduction techniques and
provides a quantitative target for reduction techniques linked directly to output
performance. The 30% threshold benchmark facilitates evaluating the effectiveness of the
selected hallucination-reduction technique. Validation of this hypothesis includes support

and guidance for implementing LLMs in product development processes.

Hypothesis Statement: Hallucinations in LLM outputs significantly correlate

with lower quality estimates in new product feature development.

Table 3-2 - Hypothesis 2 Components

Component Description

Relationship between hallucinations and estimation accuracy
Independent e Hallucination frequency in LLM outputs
Variables e  The extent of hallucination reduction

e The complexity of the product feature

e Resources utilized in the product feature

e Inaccuracy in the output from the effort estimates generated

Dependent

Variables

g TN O OETY (B Statistical analysis of the correlation between hallucination rates and estimate
accuracy.

Significance: The relationship between LLM hallucinations and estimation

quality in NPD is not well understood. The goal of this hypothesis is to establish a
relationship between LLM outputs, known as Simple Function Point (SiFP) estimation
techniques, and the actual amount of code utilized in implementation. Understanding this
assists in assessing the reliability of LLM-generated estimates and helps establish
whether hallucination reduction should be prioritized to improve estimation accuracy

when using LLMs in NPD-related activities.

Hypothesis Statement: Implementing hallucination-reducing techniques in

LLMs significantly improves (>30%) time to market in new product development.
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Table 3-3 - Hypothesis 3 Components

Component Description
Impact of hallucination reduction
Independent e Type of hallucination-reducing techniques applied.
Variables Quality of data
Dataset size
Diversity of data sources
Estimated Effort/Time (via Simple Function Points) to develop new product
features

Dependent
Variables

g W) OGRS B Measurement of development timeline improvements through hallucination
reduction and impact on time-to-market measurements.

Significance: The impact of hallucination reduction techniques when using LLMs
in NPD is not well understood. The goal of this hypothesis is to establish a relationship
between LLM outputs and estimates for effort and time using Simple Function Point
(SiFP) estimation techniques. Understanding this relationship assists in assessing the
impact of the hallucinations generated when using LLM-based estimates. Understanding
this relationship helps establish whether hallucination reduction should be prioritized to

improve estimation accuracy when using LLMs in NPD-related activities.

3.2 Methodology Introduction

This methodology employs multi-layered approaches that integrate LLMs and
various methods for processing requirements traceability and effort estimation,
addressing hallucination challenges in NPD. This approach processes requirements
through semantic analysis, LLM-based evaluation, and statistical validation to produce
reliable traceability links and functional size measurements. This further methodology is
designed to systematically analyze hallucination factors in requirements traceability by

comparing different LLM configurations and prompt engineering techniques against
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human-validated datasets and actual code, and the impact on NPD. The methodology

components consist of three integrated parts shown in Table 3—4.

Table 3—4 - Methodology Components Overview

Component Purpose
1. Data Prepares
Selection and requirements

Preparation

for analysis

2. Requirements [NEIINES
Traceability and validates
Processor and requirement-
SiFP Estimator [RJERInNS

3. Validation Ensures the

and Impact validation of

Analysis results and
evaluates
practical
impact

Key Techniques/Features

Data normalization

Graph and Vector database
storage

Code preprocessing
Metadata preservation
Baseline Comparison
Multiple sentence transformer
models

Semantic similarity
computation

Multi-Role LLM
Architecture

Actor: Initial traceability
analysis

Judge: Validates Actor outputs
Meta-Judge: Final validation
SiFP Estimation:
LLM-based effort estimation
Comparison with
actual/industry data
Hallucination rate
measurement

Estimation accuracy
correlation

Statistical analysis methods
Ground truth comparison
Project-level analysis

3.3 Dataset Selection and Preparation

Outputs

Normalized
requirements

Structured data ready for
processing

Clean code interfaces
Traceability links
Confidence scores
Functional size estimates
Performance metrics

Hallucination metrics
Statistical validation
Impact metrics
Hypothesis support
levels

NPD implications

In order to analyze data through the LLM pipelines the first step is to select and

prepare appropriate datasets that enable validation of the proposed approach. This

research utilizes complementary datasets, each chosen to address specific aspects of the

requirements traceability and effort estimation challenges in NPD: eANCI, eTOUR,

1Trust, and Boehm CSSE datasets. Although the first three datasets do not strictly overlap

with the CSSE datasets, they represent typical datasets used in NPD. The first three
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datasets originate from the CoEST, an initiative from the 2010s currently available from

Notre Dame.

The selection criteria for these datasets focused on (1) the existence of human-
validated ground truth data, (2) implementation artifacts in the form of source code or
data that could be correlated to measurable numbers, and (3) established linkage to peer-
reviewed research allowing for the validation of the methodology and comparison with
related peer-reviewed research. Copies of these datasets have been made available at the

following URL due to ease locating the datasets: https://github.com/montge/datasets

3.3.1 eANCI Dataset

The eANCI dataset contains use cases, associated source code, and a human-
labeled traceability dataset between the use cases and source code. A few key attributes of
the data sets include the following: The software is a municipal management system
written in Java. The dataset contains 140 use cases and 55 Java classes, providing
interfaces for business logic, data and database operations, and web interface. One
challenge with this dataset is that only a subset of the use cases contains traceability data;
only 35 of the 140 original use cases contain traceability links. Therefore, a proposed
method of reducing the number of potential pairs is utilized to examine only potential

matches where use cases exist in the answer sets.

3.3.2 eTOUR Dataset

The eTOUR dataset is a tourism management system written in Java that contains
use cases, source code, and human-labeled traceability data linking the use cases and

source code. Based on a code review, the system is designed to manage sites, restaurants,
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tourist information, and advertising information. The dataset contains 58 use cases and
116 source code files, providing business logic, data and database access, and a web

interface. Traceability data is available for all use cases in this dataset.

3.3.3 iTrust Dataset

The iTrust dataset is a healthcare management system containing use cases,
source code, and human-labeled traceability data. It is implemented in Java and provides
a medical records system with healthcare-specific functionality. The dataset includes 131
use cases and 226 source code files in Java. The code also contains JSP code for front-

end processing; however, this will not be examined for this research.

3.3.4 Boehm CSSE Dataset

The Boehm Center for Systems and Software Engineering (CSSE) (CSSE, 2024)
datasets provide validation data for effort estimation, used widely across academia and
industry . These datasets comprise multiple projects, along with their summarized details
of effort estimation, including duration, function points, SLOC, and related metrics. The
Boehm dataset enables analysis to assist in correlation against larger projects, validation

of effort estimation against historical data, and calibration against SiFP calculations.

3.3.5 Dataset Preprocessing

To normalize the source and target datasets, as well as the baseline datasets so that
comparisons can be standardized, the dataset preprocessing pipeline, shown in Figure 3—

2, 1s utilized to support later stages of analysis and validate the hypotheses. The
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Figure 3-2 - Preprocessing Pipeline

preprocessing pipeline is designed to extract data, maintain traceability, and minimize

implementation-specific variations, enabling repeatable processing across datasets, NLP

approaches, and LLMs.

For this preprocess portion of the method, the data is normalized to be stored in a

graph database (neo4j), which will be described later, allowing it to be further analyzed.

Meanwhile, the source requirements (use cases) are stored in the system along with their

metadata, including the requirement ID (or source code name). The method also

implements a code preprocessing technique that removes implementation detail code,

maintaining only dependencies, comments, and implementation interfaces. The removal

of implementation details was done so that when analyzing the code, the process can
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focus on structural elements while avoiding implementation details that could bias the
analysis, as those details are generally not known during the early stages of product

development.

3.3.6 Traceability and Vector Searching

The research methodology implements a data management approach that
combines graph database technology with vector similarity computations to address the

complex challenges of requirements traceability analysis. The approach reflects the need

Datasets

Target Source Code Ground Truth Data

/ Datasets \

Document Parser

Requirement
Extractor

Vector Embeddings Relationship Mapper

Data Storage

|
I
I
Neo4j Graph DB |
I
]

Figure 3-3 - Data Collection Pipeline
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to handle structural relationships inherent in requirements traceability and semantic

similarity comparisons, which are central to the research questions.

The data collection pipeline, shown in Figure 3—3, processes data of three distinct
types of artifacts: source requirements, target source code, and ground truth data. Source
requirements encompass high-level documents, including system specifications, feature
descriptions, and business requirements, which define the intended functionality,
typically in the form of use cases. Target source code consists of low-level details of how
the high-level source requirements are implemented, including actual source code that

can be measured. The ground truth data includes human-labeled requirement traces.

The approach leverages the Neo4j graph database and RedisStack to manage
output data, as data can be natively represented and queried for complex relationships as
well as semantic similarities. Neo4j utilizes a graph structure to accommodate the outputs
of the LLM queries. It provides a method to query this complex relationship directly,
thereby reducing development complexity as it can maintain multiple dynamic
relationships with minimal custom development. RedisStack is utilized to enable vector

queries in NLP analysis, which is described in the next section.

3.3.7 Sentence Transformer Processing

The approach used in this research integrates sentence transformers to generate
semantic embeddings for traceability analysis requirements. This method utilizes selected
pre-trained transformer models in parallel to capture the semantic aspects of requirements
text, enabling more robust similarity analysis. To implement this, the method follows the
process shown in Figure 3—4, which stores the embeddings in a vector database with

correlated data to support queries that utilize native vector similarities.
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Figure 3—4 - Sentence Transformer Method
A total of 10 sentence-transformer models were identified as candidates for usage,
with three candidates showing strengths based on testing against the datasets, those three
methods are shown in Table 3—5. These sentence transformers are then utilized to perform
similarity analysis between requirement pairs allowing for the identification candidate

requirement traces, which are compared against ground truth datasets.
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Table 3-5 - Sentence Transformers

Sentence Transformer Key Attributes

Multi-QA MPNet Base Primary model for semantic similarity
(Cos-V1) Enhanced question-answer relationships
Optimized for technical documentation
384-dimensional output vectors
Lightweight model for rapid processing
Efficient resource utilization

Strong performance on short text
384-dimensional output vectors
Distilled model balancing speed and accuracy
Robust to technical terminology
Enhanced language understanding
768-dimensional output vectors

All-MiniLM L6 V2

All-DistilRoBERTa V1

3.4 Large Language Model Selection and Usage

Multiple LLMs have been considered for use in this research. The LLMs were
selected to support the research based on their availability and potential to facilitate
complex analysis; they were then further refined based on the ability of the supportable
interfaces to program against them and their general availability for development. The
LLMs considered included:

Table 3—6 - LLMs Utilized (Anthropic, 2023, 2024, 2025; DeepseekAl, 2025; HuggingFace, 2024;

Meta, 2024; Microsoft, 2024; OpenAl, 2024)

LLM Type Hosting Release Date Key Features
Provider

(OENGIEYN BN Proprietary  Anthropic Fall 2023 Increased context windows, and
improvements to reductions in
hallucination rates.

(OENIGIEREN Proprietary  Anthropic 2024, updated  Includes benchmarks for Graduate,

Oct 2024) Undergraduate and coding activities

Proprietary ~ Anthropic Feb 2025 “first hybrid reasoning model

Proprietary OpenAl 2024 Improved non-English language
model that accepts multiple data

Open Source HuggingFace Late 2023 Based on the Mistral 7B model;
trained on public and synthetic
datasets

Open Source HuggingFace 2024 Instruction-tuned for completing
instructions and tasks; trained on

instruct public and synthetic datasets
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LLM Type Hosting Release Date Key Features

Provider
LLaMA- Open Source HuggingFace 2024 Instruction-tuned for completing
3.3-70B- instructions and tasks; trained on
Instruct public and synthetic datasets
DeepSeek- Open Source HuggingFace 2025 Uses reinforcement learning without
R1-Distill- supervised fine-tuning; utilizes
Qwen-32B distillation for size reduction

3.5 Multi-Role LLM Architecture for Requirements Traceability

The multi-role LLM architecture advances single-role approaches by
implementing a structured validation pipeline design to mitigate hallucination through
specialized roles and cross-verification between LLM queries. This methodology
establishes a three-tier evaluation, where each requirement relationship undergoes
progressive analysis through three roles the Actor, Judge, and Meta-Judge, each with

specific responsibilities and evaluation criteria.

3.5.1 Architectural Overview

This architecture implements the Meta-Judge approach described in Chapter 2. It
divides the process into three distinct roles, each role is processed sequentially by the
LLMs to generate traceability results as outputs in sequential steps. This method provides
a progressive refinement approach where each successive role has a specific task that
validates the work of the previous role and is designed to identify and mitigate potential
hallucinations. The three roles are described as follows:

e Actor Role: Performs initial analysis and requirements traceability candidate
identification

e Judge Role: Conducts detailed evaluation of the Actor and evaluates the quality
of output based on criteria

e Meta-Judge Role: Provides analysis of the judgment for final validation
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In the subsequent sections, these roles are described, focusing on the rules for

specification utilized to reduce incomplete, inaccurate, or incorrect answers had the

guidance not been provided.

This approach implements in each of the LLM prompts a structure is followed to

support the standardization of the output, including the following prompt sections in the

system prompt:

General role — provides a general role description at the start of the prompt
Rules for Specification — identifies the activities that we expect the LLM to
follow when accomplishing its task

Scoring guidelines — guides the LLM on how results should be evaluated
Critical rules — provides specific guidance to the LLMs on activities that need to
be accomplished by the LLM, such as output format or ensuring completeness of
the outputs

Input format — supplies input to guide Judge and Meta-Judge Roles

Output format — ensures that outputs are standardized, and is designed to address

that in practice, the LLMs also provided non-instructed outputs.

3.5.2 Actor Role Implementation

The first role sent to the LLM as a system prompt is the Actor's role. In this role

instructions are provided for the initial requirements traceability analysis, as well as

instructing the LLM to identify potential requirement relationships, and generate

preliminary traceability assessments. This role is responsible for analyzing source

requirements for traceability, potential target requirements candidates, identifying

semantic and functional connections between the source and target requirements,
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generating initial confidence scores for traceability, and providing preliminary
justification for identified relationships for future analysis. The Actor Role
implementation uses a prompt structure shown in Appendix A.1 which establishes clear

expectations and output formatting required by the LLM.

3.5.3 Judge Role Implementation

The Judge's role is designed to accomplish three things: to evaluate the Actor's
output, analyze the relationships identified by the Actor's roles, and assess the output
provided against standardized criteria. This role is responsible for the following activities:
evaluating the quality of Actor-identified relationships, applying a detailed scoring rubric
based on multiple dimensions, providing structured reasoning for evaluation decisions,
and validating the technical feasibility of requirement relationships. The Judge prompt
incorporates criteria for evaluation of the Actor output, shown in Appendix A.2, and is
utilized to ensure alignment with the requirement being evaluated for traceability. The

outputs are then used as input to the Meta-Judge Role.

3.5.4 Meta-Judge Role Implementation

The Meta-Judge Role implements the final validation layer when assessing the
traceability between the source and target requirements. The role is responsible for the
following activities, analyzing judgment quality across multiple dimensions, verifying
scoring consistency and justification, resolving conflicts between semantic and functional
assessments, and making final traceability evaluation with confidence scores. The Meta
Judge is presented in Appendix A.3 evaluates the Judge output against standardized rules

and guidelines, as well as generating the final LLM evaluation output for requirements
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traceability, which will then be utilized to evaluate the LLMs' performance against

statistical metrics.

3.6 LLM-based SiFP Estimation Process

The SiFP estimation process implements an application of the multi-role LLM
architecture utilized for requirements traceability adapted for functional size
measurement. This methodology employs an approach to identify and classify software
functional components according to standardized SiFP guidelines, providing reliable size
estimates for effort prediction in NPD. As a result, no additional single LLM prompting is

required since the Actor Role captures the initial estimate of SiFP.

3.6.1 Architectural Approach for SiFP Estimation

Unlike requirements traceability, the SiFP estimation process focuses on
unidirectional analysis. The estimation process examines individual requirements to
identify and classify functional elements rather than establishing relationships between
requirement pairs. The SiFP estimation methodology implements the three-role (Actor,
Judge, Meta-Judge) architecture with specialized prompts and scoring criteria tailored to
functional size measurement. This approach implements a similar process to the RT LLM
prompts with the addition of the Calculation validation rule which guides the LLM on

how to calculate results.

In the subsequent sections and associated Appendices, the roles are described,
focusing on the rules for specification, as most of the other prompt inputs were utilized to

provide incomplete or incorrect answers without the guidance provided.
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3.6.2 Actor Role: Component Identification

The Actor Role is the initial analyzer of the SiFP Estimation. The role is
responsible for identifying potential Unspecified Generic Elementary Processes (UGEPs)
and Unspecified Generic Data Groups (UGDGs) using the SiFP method within
requirement specifications and conducting an initial calculation. The prompt
implementation is shown in Appendix A.4 uses prompting to the LLM to establish

expertise in SiFP based on a summarization of the key elements of the SiFP method.

3.6.3 Judge Role: Validation and Classification

The Judge Role prompt implements a verification step against the outputs from
the Actor Role and evaluates estimates against standardized SiFP-based criteria, shown in
Appendix A.5. This role is designed to focus on validation against measurement rules

from the Actor Role output.

3.6.4 Meta-Judge Role: Final Estimation

The Meta-Judge Role provides instructions in its prompt for a final validation of
the SiFP estimation before the final estimation is provided. This Meta-Judge Role is
designed to provide measurement consistency and resolve potential conflicts in results
from previous steps. The core portions of the prompt below contain the specification
rules that include how individual portions of the previous step results should be analyzed.

The prompt implementation is shown in Appendix A.6.

3.6.5 SiFP-Specific Scoring Criteria

The SiFP estimation process implemented scoring criteria focused on functional

size measurement for the Judge and Meta-Judge Roles. The Judge scoring portion, shown
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in Figure 3-5, is utilized to provide a standardized scoring method that the LLM is
prompted to utilize as an understanding of the output and provide a measure for
identifying complete and accurate responses. Complementing this in the Meta-Judge
Roles is its scoring, which provides a similar set of guidelines to evaluate the Judge's
output and ensure that it also produces consistent and valid judgments, as shown in

Figure 3-6.

SCORING GUIDELINES:

0: Invalid Estimation
- Incorrect component identification
- Wrong weight application
- Missing critical elements

1: Basic Estimation
- Some components identified
- Basic weight application
- Limited justification

2: Adequate Estimation
- Most components identified
- Correct weight application
- Basic validation

3: Good Estimation
- All components identified
- Proper weight application
- Clear justification

4: Strong Estimation
- Complete identification
- Accurate calculations
- Detailed justification

5: Excellent Estimation
- Perfect component identification
- Precise calculations
- Comprehensive justification

Figure 3—5 — SiFP Judge Scoring

SCORING GUIDELINES:

0: Invalid Judgment
- Incorrect SIFP principles
- Wrong formula application
- Missing key components

1: Basic Judgment
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- Minimal validation
- Basic principle application
- Limited consistency check

2: Adequate Judgment
- Standard validation
- Proper principle application
- Basic consistency

3: Good Judgment
- Thorough validation
- Strong principle application
- Good consistency

4: Strong Judgment
- Complete validation
- Excellent principle application
- High consistency

5: Excellent Judgment
- Perfect validation
- Precise principal application
- Perfect consistency

Figure 3—6 — SiFP Meta-Judge Scoring

3.7 Validation Approach

The validation approach validates the requirements analysis and estimation
processes using quantitative statistics to assess the performance of the outputs of
individual LLMs and the resultant hallucinations. This approach is comprised of four
areas: (1) Statistical method for evaluation correctness, (2) hallucination detection, (3)
SLoC to SiFP correlation, and lastly (4) the utilization of standardized datasets for

measuring effort from the Boehm CSSE.

3.7.1 Statistical Analysis Methods

This research implements statistical analysis methods to evaluate system
performance across multiple dimensions and combines traditional metrics, shown in
Table 3—7. These statistical analysis methods help evaluate the output results to assess the

occurrence of hallucinations and are comprised of standard confusion matrix metrics,
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adapted explicitly for requirements traceability evaluation. These metrics provide a
standardized assessment of LLM performance while enabling direct comparison for
future studies. These metrics are calculated using results from the LLM outputs, both
successful and unsuccessful, to determine the types of hallucinations based on the
traceability quality of the results. The results of the analysis are then evaluated using the

metrics in Table 3—7.

Table 3—7 - Evaluation Metrics

Metric Formula Description
Accuracy TP +TN Overall proportion of correct predictions
TP+ TN + FP + FN
Precision TP The proportion of identified links that are correct
TP + FP
Recall/ TP Proportion of actual links that were identified
Sensitivity TP + EN
Specificity TN Proportion of actual non-traceable links that were
TN + FP identified
F1 Score 2 - (precision - recall) Utilized to balance the identification of both FP and FN
precision + recall
F2 Score 5« (precision - recall) Weighted F-measure emphasizes recall and places
4 - precision + recall more focus on FN.
Balanced sensativity + specificity  Accuracy adjusted for class imbalance given that the
Accuracy 2 number of TN is substantially more significant than the

number of TP

In addition to standard statistical methods, each hypothesis is examined using
multiple methods to test its validity. In Hypothesis 1, a combination of McNemar’s Test,
Cohen’s d, Bayes Factor, Fisher’s Exact Test, and Matthews Correlation Coefficient
(MCC), as well as the F2 Score, and utilizing a Bootstrap CI (95%) with 10,000
iterations. This combination is utilized to provide a paired comparison between the
baseline NLP methods and the LLMs, as well as to examine the improvement, effect size,
and strength of the improvements. Additionally, this is used to understand the impact on

the True Positive Rate and the ability to discriminate between true relationships and false
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ones. In Hypothesis 2, a combination of Mann-Whitney U and Permutation Test, Cohen’s
d, Cliff’s Delta, Root Mean Squared Error (RMSE), and R?, as well as using Bootstrap
CI. This combination is utilized to develop an understanding of the comparison of the TP
and Hallucination Rates, the effects of errors and differences, and to establish accuracy
and related statistical relationships when testing the hypothesis due to the data
distribution. Lastly, in Hypothesis 3, a combination of the Chi-square Test, Bootstrap,
Bayesian, and Accuracy Analysis was done, in combination with establishing SiFP
Factors. This combination is used to develop an understanding of accuracy and to build
confidence and probability understanding, as well as to identify any systematic patterns

in the analysis.

3.7.2 Hallucination Detection

For hallucination detection, a two-part simplified method is utilized focusing on
the existence of False Positives and False Negatives. The first part of the hallucination
detection occurs when the LLM response cannot be analyzed, indicating that the LLM
did not follow its intended instructions, and resulted in an incomplete type of
hallucination. The second part utilizes statistical methods to determine when a
hallucination occurs and compares LLM results to standardized metrics based on source

requirements and target requirements/code linkages.

3.7.3 SLOC to SiFP Correlation

The SLOC to SiFP correlation approach establishes a method for validating
functional size estimates against implementation metrics. This approach addresses a

research challenge: there is a lack of validated SiFP measurements for most academic
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datasets. As a result, industry averages are utilized to assess the SiFP results against the
research datasets, which is possible since the source code developed is available,

providing some basis for translation and establishing relationships.

3.7.4 Boehm CSSE Dataset Integration

While the CoEST datasets provide actual requirements and implementation data,
they are limited, necessitating the use of additional datasets to complete an end-to-end
analysis. The Boehm CSSE datasets provide a more extensive dataset, allowing for
comparison between the size estimates generated as output from the LLM. This
comparison enables a deeper understanding of the impact on NPD projects identified in
those datasets. More specifically, the Desharnais dataset is within the Boechm CSSE
datasets (Desharnais, 1989). This dataset was identified for analysis due to its alignment
with the available source code in the eANCI, eTOUR, and iTrust datasets and the
attributes of the Desharnais dataset available, namely its alignment with transactions and
entities and points adjustments; however a key challenge of the datasets available from
Boehm is that due to their age the programming languages in the paper predate Java used
in the projects, and therefore alignment with the eANCI, eTOUR, and iTrust requires

calibration.

3.8 Limitations and Assumptions

This research methodology for analyzing research questions and hypotheses and
the impact of LLM hallucinations on requirements, traceability, and effort estimation
operates under several limitations and assumptions that inform the interpretation and

generalizability of the results. These limitations and assumptions are broken into four
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areas: (1) Dataset Limitations, (2) Technical Limitations, and (3) Methodology

Assumptions and Limitations.

3.8.1 Dataset Limitations

There are several limitations to the datasets. The empirical analysis of this

research depends on the availability of the datasets, which present several inherent

limitations, as shown in Table 3-8.

Limitation Categor
Limited Labeled
Data

Ground Truth Bias

Dataset Age

Domain Specificity

Size Constraints

Lack of Context

Table 3-8 - Dataset Limitation Summary

Limitation

Few industry datasets are
available with complete
requirement-to-code traceability.
Human-created answer sets
contain subjective judgments
Many datasets were collected
before the current development
practices

Heavy representation of smaller
software and academic projects
vs. larger projects, as current
traceability datasets are subsets
or do not contain end-to-end
traceability

A limited number of
requirements in each dataset
Requirements are often
presented without a complete
project context

3.8.2 Technical Limitations

Mitigation Strategy

Cross-validation across multiple datasets
and utilizing standard measurement
methods

Statistical analysis of relative comparison

Supplementing with more recent datasets
as they become available

Explore future analysis with larger
datasets or programs with private
datasets.

Use industry-standard methods to allow
comparison with larger projects

Obtain complete datasets that provide
end-to-end traceability for larger projects
and more hierarchical subsystem context

Several technical limitations exist that limit the ability to generalize this research

at scale exist and are presented in Table 3-9.

Constraint
GPU Availability

Computational
Complexit

Table 3—9 — Technical Limitations

Limitation
Running locally requires

O(n?) comparison complexity
for n by m requirements
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considerable compute resources

Mitigation Strateg
Implemented based on the availability of
commercially available and API-based
implementations

Selected smaller datasets that could be run
in reasonable timeframes




Constraint
Model Context
Windows

Execution Time

Limitation

Some LLMs contain token
limits on context windows,
which are smaller than needed
for larger requirement sets.
Larger requirements set
processing can take 12+ hours

Mitigation Strateg
Chunking and reference preservation
strategies

Limiting the number of requirements
processed, parallelization, and usage of
commercial APIs

3.8.3 Methodology Assumptions and Limitations

The research methodology makes several key assumptions that potentially impact

the methods in Table 3—10.

Table 3—10 — Methodology Assumptions and Limitations

Assumption Categor
Traceability
Consistency

LLM Performance
Stability

Cost Model
Applicability

Semantic Similarity
Relevance

Linear Impact
Propagation

Ground Truth Validity

Domain
Transferability

Limitation

Requirements traceability
follows consistent patterns
across projects

LLM performance remains
consistent during the research
period

Industry-standard cost models
apply to hallucination impacts
Semantic similarity correlates
with functional relationships
Hallucination effects propagate
linearly through the
development phases

Existing traceability matrices
represent manual mapping

Findings ability to transfer

across domains outside of
software
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Impact on Methodolog
Reduced generalizability of findings

Temporal variations in hallucination
measurements

Imprecise quantification of economic
impact
Misclassification of trace relationships

Underestimation of compound effects

Skewed baseline for hallucination
detection, requiring removal of data with
no traceability

Potential limited applicability to specific
industries outside of software



Chapter 4: Results

4.1 Overview

This chapter examines the results of the hallucination reduction techniques
utilized for requirements traceability and effort estimation using LLMs, by addressing the

three research hypotheses.

e Hypothesis Statement 1: Techniques reducing the hallucinations generated by LLMs
by 30% can improve the accuracy of outputs used in NPD.

e Hypothesis Statement 2: Hallucinations in LLM outputs significantly correlate with
lower quality estimates in new product feature development.

e Hypothesis Statement 3: Implementing hallucination-reducing techniques in LLMs

significantly improves (>30%) time to market in new product development.

Starting with the requirements traceability results, the performance of two
approaches in identifying connections between source requirements and target
implementations, mainly using NLP techniques, including TF-IDF and sentence
transformers, versus LLMs, is presented. These results include performance metrics such
as accuracy, precision, recall, F1, F2, and Matthews Correlation Coefficient to evaluate
the performance. These traceability results provide the foundation for analysis of the
hypotheses as a surrogate for estimation, allowing for quantitative assessment of how

hallucination rates in traceability tasks correlate with requirements during NPD.

Next, to address H2 and H3, the results of using an LLM to perform SiFP
estimation techniques are presented to determine if LLMs can be utilized to estimate
functional size and evaluate this usage in early-stage estimations required in NPD. This is

also done with multi-role architecture to determine how that affects estimations. Multiple
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datasets are examined to understand the impact and analyze dataset performance to help
determine how the technique applies across different test datasets where actual SLOC

exists.

This chapter is organized into the following sections, Section 4.2 presents results
for Hypothesis 1, examining hallucination reduction techniques and their impact on
accuracy. Section 4.3 evaluates Hypothesis 2, linking hallucination rates to estimation
quality. Section 4.4 analyzes Hypothesis 3 regarding time-to-market improvements.
Section 4.5 summarizes findings and hypothesis support levels. Finally, Section 4.6
presents key findings and implications for hallucination reduction and techniques in

Requirements Engineering and effort estimation.

4.1.1 Experimental Setup

Multiple LLMs were examined within the research. After preliminary testing,
three primary models were down-selected based on their ability to consistently produce
complete and analyzable results: Anthropic Claude-3.5-Sonnet, Anthropic Claude-3.7-
Sonnet, and OpenAl GPT-40. These models represent a cross-section of LLMs from
multiple providers and generations of improvements. In addition to these models,
additional models were utilized during exploratory data analysis. The first was Anthropic
Claude-2.1; this model was excluded from the final analysis due to its approaching end-
of-life status and processing time limitations due to vendor deprecation. Similarly,
additional models were excluded after preliminary testing: Microsoft Phi-3.5-mini-
instruct, HuggingFace Zephyr-7b-beta, and Meta Llama-3.3-70B-Instruct, as they
experienced significant limitations in task completion, specifically that they returned a

considerable number of results that could not be processed entirely in the target output
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formats due to extraneous data. Essentially, these models produced incomplete or
malformed responses that constituted hallucinations, reducing their utility in completing
tasks. Deepseek-R1-Distill-Qwen-32B was also considered but ultimately was removed

due to constraints on completing tasks required for all hypotheses.

4.1.2 Dataset Setup

This research leveraged three key datasets, eANCI, eTOUR, and iTrust, to
establish traceability and estimates that could be compared against industry datasets, and
are utilized for evaluating the performance of requirements traceability, including use
cases, source code, and human-labeled traceability data. Table 4—1 provides a summary
of the details on the datasets used in the research after pre-processing was completed. The
eANCI dataset is written in Java and contains 139 use cases and 55 usable Java source
code files. However, only 39 use cases had associated ground truth data that provided
traceability links to the 55 target requirements, resulting in 567 usable ground truth links.
The eTOUR dataset contains 58 use cases and 113 usable Java source code files. In this
dataset, 57 source requirements had usable ground truth requirements linked to 89 target
requirements, representing a subset of the data and providing 308 usable ground truth
links. The 1Trust dataset included 131 use cases and 195 usable Java source files. In this
case, 105 source requirements had ground truth data linking to 87 ground truth

requirements, which linked to 286 usable ground truth links.

Table 4-1 - Key Characteristics of Research Datasets

Dataset  Source Use Target Source Ground Source Lines
Cases Code Files Truth Links of Code
(Total/Usable) (Total/Usable) (Total

(WG 139/39 55/55
(INOJ UG 58/57 113/89
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Dataset  Source Use Target Source Ground Source Lines
Cases Code Files Truth Links of Code

(Total/Usable) (Total/Usable) (Total
Coverage

131/105 87 288

4.2 Hypothesis 1 Results (Hallucination Reduction > 30%)

Hypothesis 1: Techniques reducing the hallucinations generated by LLMs by

30% can improve the accuracy of outputs used in NPD.

The requirements traceability results comprise two types of analysis: traditional
NLP techniques to find similarity, and a multi-role LLM approach. This section presents
statistical evidence comparing baseline NLP methods (TF-IDF and sentence
transformers) with LLM-based approaches to demonstrate that LLMs achieve an
improvement of 30% in requirements traceability across multiple datasets. The analysis
employs McNemar's test for paired comparisons, a bootstrap confidence interval with
10,000 iterations, Bayesian hypothesis testing, and effect size calculations (Cohen's d).
The research focuses on the F2 score to standardize optimization, since its goal is to
minimize False Negatives (FN) over false positives (FP). This approach is used to place
greater emphasis on requirements traceability, thereby reducing the number of missed
requirements. These missed requirements could result in late feature additions later in the
product development lifecycle, at the expense of additional false positives that may

require human review early in the lifecycle. These results are summarized in Table 4-2.

Table 4-2 - Hypothesis 1: Hallucination Reduction NLP Baseline vs. LLM

Dataset NLP NLP LLM Improvement McNemar's  Bootstrap  Cohen's Bayes Hypothesis
Baseline F2 Actor (%) Test 95% CI d FActor  Support
Method F2

SN0 multi-qa- 0427  0.705  65.04% x> =178.12, [51.06%, 3.504 >1000 Reject Ho

mpnet- p <0.0001 81.97%] (Large)

base-dot-
vl
TF-IDF 0352 0560  59.22% v=192.42, [4231%, 2922 >1000  Reject Ho
p <0.0001 79.09%] (Large)
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Dataset NLP Improvement McNemar's Bootstrap  Cohen's Bayes Hypothesis

Baseline (%) Test 95% CI d FActor  Support
Method

eANCI [BEI8 0.653 0.696  6.55% x> =503.54, [2.25%, -2.345 ~0.00 Fail to
mpnet- p <0.0001 10.48%)] (Large reject Ho
base-v2 negative)

A critical finding emerged when examining the multi-role architecture
components: the Actor Role achieved the improvements shown above by itself, with the
subsequent Judge and Meta-Judge refinement stages producing little statistically
significant change. The results are in Table 43, which demonstrates this finding. These
results indicate that while the LLM Actor component reduces hallucinations and
improves traceability compared to traditional NLP methods, the INCOSE-based Judge

and Meta-Judge stages do not provide statistically significant improvements.

Table 4-3 - Multi-Role Architecture Component Analysis

Dataset Actor to Actor to Bootstrap Meets 30% Statistical
Final Combined 95% CI Threshold Significance
Improvement Improvement

+0.35% +0.41% [-0.5%, No Not
1.3%] significant

+0.67% +3.05% [0.6%, 5.5%] No Not
significant

-0.91% 2.07% [-4.7%, No Not
0.9%] significant

Fisher's Exact Test was applied to validate improvements in True Positive Rates
(TPR), where ensuring that correctly identifying TP is necessary, at the expense of
potential having increase FP. Applying this test further supported the findings for each fo
the datasets where eTOUR obtain a Odds Ratio = 0.8895, p = 0.8607, indicating no
significant TPR difference, iTrust obtained a Odds Ratio = 1.3917, p = 0.0005, indicating
significant TPR improvement, and eANCI obtained a Odds Ratio = 0.8727, p = 0.9564,

indicating no significant TPR improvement.
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4.2.1 Baseline Performance (Traditional NLP Methods)

The traditional NLP approaches to requirements traceability, including TF-IDF
and other sentence transformers, establish the baseline performance for comparison with
the multi-role LLM architecture. Based on the method used to find traceability optimized
for maximizing the F2 score, the results show a relatively weak overall correlation in
establishing thresholds for traceability, as indicated by Matthews Correlation Coefficient
for the best models. Table 44 summarizes the baseline performance across all three

datasets.

Table 4—4 - Baseline NLP Performance Summary

Dataset Best Model F2 Score Precision Recall MCC Threshold
all-mpnet-base-v2 0.653 0.278 0.984 0.121 0.264
multi-ga-mpnet-base-dot-vl  0.427 0.203 0.591 0275 0.489
TF-IDF 0.352 0.157 0.510 0243 0.125

The baseline performance reveals several key characteristics of traditional NLP
approaches. First, the Baseline methods exhibit a high recall at the expense of precision,
resulting in numerous FP matches. The eANCI dataset shows this at its extreme with the
results showing a 98.4% recall but only 27.8% precision score. Further analyzing the
result performance using the Matthews Correlation Coefficient (MCC) results were
obtained with values ranging from 0.121 to 0.275, indicating a weak to moderate
correlation between predicted and actual traceability links, suggesting fundamental
limitations in semantic understanding. Next, the sentence transformer performance was
inconsistent across datasets, with the all-mpnet-base-v2 model performing best on eANCI

(F2 = 0.653) but showing inconsistent results across datasets. At the same time, TF-IDF

achieved the lowest performance on iTrust (F2 = 0.352), highlighting the sensitivity of
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NLP methods to dataset characteristics. Lastly, the baseline F2 scores (0.352-0.653)
establish the control group performance against which the LLM approaches are

statistically compared to validate the 30% improvement threshold specified in Hypothesis

1.

4.2.2 Multi-Role LLM Architecture Performance

The multi-role LLM architecture introduced specialized roles (Actor, Judge, and
Meta-Judge) to evaluate the LLM's ability to perform traceability and improve
traceability performance by using a prompt architecture that aligns with industry best
practices from INCOSE. This approach is applied across multiple selected LLM models
to enable a comparison with traditional NLP methods. The evaluation was conducted in
two steps: the first related to the LLM's ability to complete the set of tasks, and the

second portion involved performing the traceability itself.

Upon examining the datasets for the three sets, it was found that both older
commercial models (e.g., Claude 2.1) and popular locally deployable LLMs were unable
to complete the Actor, Judge, and Meta-Judge tasks successfully across the entire test
dataset. The inability to complete tasks provides a means of determining whether
hallucinations occur in LLMs. Since the Claude-2.1, Zephyr-7b-beta, and Llama-3.3-
70B-Instruct could not complete the tasks across all datasets, they were eliminated from
further analysis as candidates for the additional datasets. The completion or coverage
rates of these datasets were utilized to focus on completion as a surrogate for task

completion in NPD.

From there, the datasets were down-selected and examined against their ability to
complete the analysis. Table 4-5 presents the LLM traceability coverage utilizing the
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multi-role architecture. The Actor Role demonstrated substantial improvements across the
selected models, as shown in

Table 4—6. Claude-3.7-Sonnet and GPT-40 showed consistent performance gains
across datasets, with Claude-3.7-Sonnet achieving marginally higher scores across all
metrics. Both models demonstrated the ability to understand complex requirement-code

relationships that traditional NLP methods failed to capture, as evidenced by the large

effect sizes (Cohen's d > 2.0 for successful datasets).

Table 4-5 - Multi-Role LLM Traceability Coverage

Dataset Model Source Target Total Completed Coverag
Name Requirements | Requiremen Combinatio  Combinatio e (%)
ts ns ns

HuggingFaceH4/zeph 39 55 2145 446 20.79
yr-7b-beta

claude-2.1 39 55 2145 1048 48.86

claude-3-5-sonnet- 39 55 2145 2145 100
20241022

claude-3-7-sonnet- 39 55 2145 2145 100
20250219

gpt-40 39 55 2145 2145 100

meta-llama/Llama- 39 55 2145 1805 84.15
3.3-70B-Instruct

claude-3-5-sonnet- 57 86 4902 4902 100
20241022

claude-3-7-sonnet- 57 86 4902 4902 100
20250219

gpt-40 57 86 4902 4902 100

iTrust claude-3-5-sonnet- 105 87 9135 9135 100

- 20241022

claude-3-7-sonnet- 105 87 9135 9135 100
20250219

gpt-40 105 87 9135 9135 100

Table 4-6 — LLM Performance Summary (Actor Role Performance)

Dataset Model Score F2 Precision Recall MCC Threshold Improvement over
Method Score Baseline

(LW [(GIBN Claude-  Actor _score  0.696 0.415 0.838 0365 1.0 +6.55%
3.7

GPT-40  Actor score  0.681  0.398 0.821 0343 1.0 +4.25%

Claude-  Actor score  0.705  0.409 0.861  0.558 3.0 +65.04%
3.7

STl GPT-40  Actor score  0.689  0.391 0.842 0532 3.0 +61.30%

Claude-  Actor score  0.561  0.331 0.678 0.451 3.0 +59.22%
3.7

GPT-40  Actor score  0.548  0.318 0.661 0.428 3.0 +55.81%
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Table 4-7 - LLM Performance Summary (Multiple Scores)

Dataset Model Score Method F2 Precision Recall MCC Threshold Improvement
Score over Baseline

JAW(OBN Claude- Actor score 0.696 0415 0.838 0.365 1.0 +6.55%
3.7

(AW (GIBN Claude- is traceable numeric  0.330 0.600 0.290 0.290 1.0 -49.80%
3.7

(JAW(OBN Claude- total combined score 0.692 0.395 0.854 0341 2.0 +6.00%
3.7

(W (@B GPT-40 Actor score 0.554 0.396 0.626 0233 1.0 -15.14%

(Z:W(O BN GPT-40 is traceable numeric 0.236  0.555 0.206 0.219 1.0 -63.87%

(AW (GBN GPT-40 total combined score 0.554 0.396 0.626  0.233 1.0 -15.14%

SN0 Claude- Actor score 0.667 0.361 0.848  0.506 3.0 +56.10%
3.7

(NN Claude- is_traceable numeric  0.619 0.290 0.858 0445 1.0 +44.80%
3.7

(N0 Claude- total combined score 0.705  0.409 0.861  0.558 13.0 +65.04%
3.7

[N010 M GPT-40 Actor score 0.628 0.477 0.677 0.536 3.0 +46.85%

N1 GPT-40 is traceable numeric  0.605 0.296 0.876 0.446 1.0 +41.44%

N0 GPT-40 total combined score 0.655 0.380 0.799  0.509 10.0 +53.36%

Claude- Actor_score 0.561  0.331 0.678 0451 3.0 +59.22%
3.7

Claude- is traceable numeric  0.494 0.288 0.601 0391 1.0 +40.27%
3.7

Claude- total combined score 0.557  0.330 0.671 0.447 13.0 +58.04%
3.7

GPT-40 Actor_score 0.516 0.331 0.601 0.424 3.0 +46.68%

GPT-40 is traceable numeric  0.520 0.346 0.594 0433 1.0 +47.54%

GPT-40 total combined score 0.520 0.311 0.626 0423 120 +47.76%

Based on the analysis across datasets, LLMs, and scores, the Actor component
achieved most performance gains related to requirements traceability, with improvements
ranging from 4.25% to 65.04% over baseline methods. In addition, the Matthews
Correlation Coefficient improved substantially from baseline values (0.121-0.275) to

LLM values (0.343-0.558), indicating stronger discriminative power.

In examining the dataset results in Table 4-7, similar performance is generally
observed between the combined scores and the final is_traceable results, indicating that
the Judge and Meta-Judge Roles have a limited impact on RT performance. While
differences exist between the is_traceable and the total combined score, especially

impacting the eANCI dataset, these differences indicate that the majority of improvement
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is obtained through the Actor Role, and simply asking a final binary answer is

insufficient.

The multi-role architecture primarily benefits from the LLM's inherent
capabilities in the Actor Role, rather than the INCOSE-based validation rules
implemented in the Judge and Meta-Judge stages, as observed in the results. While these
additional stages provide explanatory outputs for human review, they do not significantly
improve the quantitative performance. The lack of significant improvement in results
suggests that the hallucination reduction benefits primarily came from the LLMs and the
initial Actor prompt rather than from creating additional semantic understanding or other

INCOSE-based rules.

4.2.3 Hallucination Rate Analysis

Further examination of the NLP techniques and multi-role LLM approaches for
requirements traceability and their impact on hallucination rates is accomplished by
examining how hallucinations manifest as False Positives and False Negatives in
traceability links. Table 4-8 presents the comparative analysis of hallucination patterns

between traditional NLP and the best-performing LLM approaches.

Table 4-8 — Hallucination Pattern Analysis

Dataset Method Model TP FP FN Precision Recall False Miss
Discovery Rate
Rate
NLP all-mpnet-base- 176 457 391 0.278 0.984 0.722 0.016
v2
LLM Claude-3.7 189 266 378 0.415 0.838  0.585 0.162
Actor
NLP multi-ga-mpnet 182 714 126 0.203 0.591  0.797 0.409
LLM Claude-3.7 266 385 42 0.409 0.861  0.591 0.139
Actor
NLP TF-IDF 147 790 141 0.157 0.510 0.843 0.490
LLM Claude-3.7 196 395 92 0331 0.678  0.669 0.322
Actor
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A few observations are made from the hallucination analysis indicate that there
improved performance with some metrics. Claude-3.7-Sonnet consistently outperformed
both baseline methods and GPT-40, reducing false positive matches by 42% (eANCI —
457 FP vs. 266 FP), 46% (¢eTOUR — 714 FP vs. 385 FP), and 50% (iTrust — 790 FP vs.

395 FP) compared to baseline methods.

In addition, while NLP methods showed extreme false discovery rates (FDR)
(72.2-84.3%), Claude-3.7 achieved a more balanced error distribution with FDRs of 58.5-
66.9%. For eANCI, the NLP baseline had an extremely low miss rate (1.6%) but very
high FDR (72.2%), whereas Claude-3.7 balanced these better (16.2% miss rate, 58.5%
FDR). This balanced distribution optimizes the F2 metric used in Requirements

Engineering more effectively.

In examining the Absolute Hallucination Reduction (FP+FN) based on the data in
Table 4-8, hallucinations reduced from 848 to 644 (-24%) for the eANCI dataset, they
were reduced from 840 to 427 (-49%) for the eTOUR dataset, and reduced from 931 to

487 (-48%) for the iTrust dataset.

The analysis reveals that traditional NLP methods suffer from systematic over-
identification due to surface-level textual matching. LLMs, particularly Claude-3.7-
Sonnet, reduce false discoveries and missed connections. This reduction in hallucinations

directly contributes to the improved F2 scores that validate Hypothesis 1.

4.3 Hypothesis 2 Results (Hallucination Impact on Estimation)

Hypothesis 2: Hallucinations in LLM outputs significantly correlate with lower

quality estimates in new product feature development.
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This hypothesis examines whether the presence of false positive (over-
identification) and false negative (under-identification) traceability links negatively
impacts the accuracy of Simple Function Point (SiFP) estimations for software size and
effort. To test this hypothesis, the research analyzed the relationship between traceability
accuracy (measured through true positive rates versus hallucination rates) and SiFP
estimation errors across three datasets: eANCI, eTOUR, and iTrust. To validate the result,
the analysis compared SiFP estimation accuracy between the two groups: the TP group
identifies the set of correctly identified traceability links, and the hallucination group

identifies the set where FP and FP links are identified.

For each group, two primary error metrics were calculated: Absolute Error, which
examines the raw difference between estimated and actual SiFP values, and Percentage

Error, which indicates proportional error relative to actual values.

This statistical analysis reveals dataset-dependent relationships between
hallucination rates and estimation quality, challenging the initial hypothesis that
hallucinations uniformly degrade estimation accuracy. Table 4-9 presents statistical test
results comparing estimation errors between TP and hallucination groups across all three

datasets.

Table 4-9 - Hypothesis 2: Hallucinations on SiFP Estimation Accuracy

Dataset Metric Hallucination Difference Effect Size Bootstrap Hypothesis
Mean Error (Cohen'sd) 95% CI Test
eANCI GRS 1.98 + 1.73+4.52 +0.25 0.350  0.050 [-0.108, Fail to reject
Error 5.87 (14.5% 0.639] Ho
worse)
(J.W(GI B Percentage 8.01 + 6.30 £ 16.81 +1.71 0415  0.087 [0.251, Fail to reject
Error 23.98 27.1% 3.174] Ho
worse)
Absolute 057+  0.92+2.99 -0.35(38.0%  0.068 -0.126 [-0.762, Fail to reject
Error 2.44 better) 0.072] Ho
Percentage  1.53+  2.35+6.86 -0.82(34.9% 0071 -0.125 [-1.790, Fail to reject
Error 5.87 better) 0.155] Ho
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Dataset Metric Hallucination Difference p- Effect Size Bootstrap Hypothesis

Mean Error (Cohen'sd) 95% CI Test
Absolute 495+  6.95+9.00 -2.00 (28.8% 0.011  -0.233 [-3.431, - Reject Ho
Error 7.68 better) 0.306]
Percentage  9.12+ 13.61 + 18.54 449 (33.0% 0.005 -0.259 [-7.678, - Reject Ho
Error 14.88 better) 1.437]

The results reveal dataset-specific patterns that challenge the interpretation that
the impact of hallucination is uniform. For the eANCI Dataset, the TP group showed
slightly worse estimation accuracy than the hallucination group, though differences were
not statistically significant (p > 0.35 for both metrics). This result suggests that
hallucinated links did not degrade estimation quality for this dataset. For the e TOUR
Dataset, the results showed hallucinations were associated with marginally worse
estimates, approaching but not reaching statistical significance (p = 0.068 for absolute
error). The effect sizes were negligible (Cohen's d < 0.13), indicating that there was no
significant improvement. Lastly for the iTrust Dataset, the results showed statistically
significant results supporting the hypothesis. The TP group had significantly better

estimation accuracy (Cohen's d = -0.233 for absolute error, -0.259 for percentage error).

4.3.1 SiFP Estimation Methodology and Performance

The Simple Function Point (SiFP) method provides a streamlined approach to
early-stage software size estimation, particularly suitable for NPD contexts where
detailed requirements may not yet be fully specified. This section presents the LLM's
performance applying SiFP estimation across the three datasets. The research
implemented SiFP estimation through the multi-role LLM architecture described in the
chapter 3.6. Table 4-10 summarizes the estimation performance metrics across all models

and datasets:
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Table 4-10 - SiFP Estimation Performance Summary

Dataset Model Mean Mean R? RMSE Correlation
Absolute Percentage
Error Error

(WG Claude-3.5-Sonnet 1.76 £4.89 7.23+20.15% 0.63 5.21 0.79
(W [(® B Claude-3.7-Sonnet 1.68 £4.73 6.89+19.42% 0.65 5.01 0.81
(Y- W[ GPT-4o0 1.93+543 791+£2227% 042 5.78 0.65
(J10)0: 8 Claude-3.5-Sonnet 0.62+231 1.68+6.23% 0.83 2.40 0.91
(J0)0): 8 Claude-3.7-Sonnet  0.59+2.19 1.60 £ 5.94% 0.82 2.28 0.91

(NS GPT-40 0.78+290 2.11 +7.86% 0.75 3.02 0.87

UV Claude-3.5-Sonnet  5.42+7.89 10.02+ 0.84 9.67 0.92
14.59%

VSCA Claude-3.7-Sonnet 4.78 +6.96 8.83+12.86% 0.87 8.53 0.93

VN GPT-40 6.51+9.48 12.03+ 0.76 11.62  0.87
17.52%

Based on these results of the SiFP Estimations the following observations emerge,
first, Claude-3.7-Sonnet consistently achieved the highest R? values across all datasets.
Second, the performance of the LLM results varied significantly across datasets,
suggesting that code structure and documentation quality vary significantly and will

likely impact LLM estimation performance.

These results demonstrate that LLMs can provide reasonable correlation in early-
stage size estimates suitable for NPD planning, with typical errors under 20% when using

appropriate models and well-documented requirements.

4.3.2 Cumulative Error Analysis

To understand the practical impact of hallucinations on estimation quality, this
section examines how errors accumulate across requirements when using LLM-generated
traceability links for SiFP estimation. The analysis compares the contribution of TP links
versus FP hallucinated links to the overall estimation error. The cumulative error analysis
employed a weighted scoring approach that accounts for the many-to-many nature of

requirements traceability:
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For each requirement-to-code link identified by the LLMs they were categorized
into three relevant categories: TP links, which contain the correctly identified connections
contributing to accurate estimates; FP links, which contain hallucinated connections that
may increase size estimates since these are over featured; and FN links, which are missed
connections resulting in underestimation. These results were then utilized to examine
error contributions using Equations (1) and (2) to calculate the mean across all LLMs

applied. Table 4—11 summarizes the error contribution patterns across all three datasets.

Equation (1):
Error Contribution = |Estimated SiFP — Actual SiFP| X Link Weight
Equation (2):

1
Number of Source Requirements linked to Target

Link Weight =

Table 4-11 — Error Contribution Analysis by Dataset

Dataset Error Source Mean = SD (SiFP) % of Total Error Error Concentration
TP Links 22.3+65.8 58.2% 80% from 23% of req.
FP+FN Links  16.0 +47.3 41.8%
TP Links 18.2+76.8 52.3% 80% from 31% of req.
FP+FN Links  16.6 + 70.0 47.7%
TP Links 53.5+159.3 39.4% 80% from 19% of req.
FP+FN Links  82.2+244.9 60.6%

Based on these results, the following observations are made from the error

contribution analysis. eANCI datasets exhibited a pattern where FP hallucinations
contributed less to cumulative error than TP links, suggesting hallucinated links may have

identified legitimate functional relationships not captured in the ground truth. Next, the

eTOUR datasets showed error contributions that are balanced indicating neutral
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hallucination impact between the TP and FP+FN Links. Lastly, iTrust demonstrated the
expected pattern supporting Hypothesis 2, with FP+FN Links contributing
disproportionately to cumulative error. Table 412 provides a detailed breakdown of

cumulative error distributions.

Table 4-12 - Cumulative Error Distribution Statistics

Dataset Error Source Mean = SD 75th %ile 90th %ile Max Skewness % of Total

TP Links 0.57+1.69 0.42 1.75 2231 8.42 58.2%
FP+FN Links 0.41+1.22 0.31 1.29 16.04 8.11 41.8%
Combined 0.98+291 0.73 3.04 3835 827 100%
TP Links 032+135 0.00 0.71 1824 8.93 52.3%
FP+FN Links  0.29+1.23 0.00 0.65 16.58 8.87 47.7%
Combined 0.61+2.58 0.00 1.36 34.82 8.90 100%
TP Links 0.51+1.52 043 1.54 19.83  7.68 39.4%
FP+FN Links 0.78£2.33  0.66 237 3051 7.71 60.6%
Combined 129+3.85 1.09 3.91 50.34 7.70 100%

The high skewness values (> 7) across all datasets indicate that errors are
concentrated in a small subset of requirements. This suggests that targeted review of

high-impact components could significantly improve overall estimation accuracy.

When aggregated to the project level, the cumulative errors translate to the
following impacts on total size estimation. Table 4—13 shows the project-level estimation
impacts:

Table 4-13 - Project-Level Estimation Impact

Dataset Metric Actual Size TP Only Estimate TP+FP Estimate Hallucination Impact

SiFP 660 682 (+3.3%) 676 (+2.4%) -0.9% (improvement)
SLOC 6,081 6,274 6,219 -55 LOC

SiFP 2217 2,201 (-0.7%) 2,234 (+0.8%) +1.5% (degradation)
SLOC 20,398 20,249 20,553 +304 LOC

SiFP 1,584 1,638 (+3.4%) 1,720 (+8.6%) +5.2% (degradation)
SLOC 14,570 15,070 15,824 +754 LOC

76



These findings suggest that while hallucinations can impact estimation accuracy,
their effect is moderated by dataset characteristics, documentation quality, and the

specific nature of the software system being estimated using this method.

4.3.3 Hallucination Impact on Estimation Quality

This section presents additional formal statistical testing of Hypothesis 2,
examining whether hallucinations in LLM outputs significantly correlate with lower-
quality SiFP estimates in the development of new product features. This additional
analysis was conducted to provide robustness checking and address potential concerns
regarding non-parametric relationships within the data and results. The following

framework was established to analyze the hypothesis further.

e Null Hypothesis (Ho): No significant correlation between LLM hallucinations and
SiFP estimation quality
e Significance Level: a = 0.05
Multiple complementary statistical approaches were employed to develop a strong

understanding. Table 4—14 presents the comprehensive statistical test results for each

dataset and metric.

Table 4-14 - Statistical Test Results for Hypothesis 2

Dataset Metric Mann- Permutation Bootstrap  Cohen's Cliff's  Statistical
Whitney Test (p-value) 95% CI i Delta  Decision
U (p-
value)
Absolute  0.350 0.350 [-0.108, 0.050 0.014  Fail to
Error 0.639] reject Ho
Percentage  0.415 0.415 [0.251, 0.087 0.012  Fail to
Error 3.174] reject Ho
J010 8 Absolute 0.068 0.068 [-0.762, -0.126 -0.045  Fail to
Error 0.072] reject Ho
(JNOIOE Percentage  0.071 0.071 [-1.790, -0.125 -0.045  Fail to
Error 0.155] reject Ho
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Absolute  0.011 0.011 [-3.431,-  -0233  -0.135 Reject Ho

Error 0.306]
NI Percentage  0.005 0.005 [-7.678, - -0.259 -0.149  Reject Ho
Error 1.437]

Based on these results, the following observations are made per dataset. For the
eANCI dataset the results indicate that they contradict the hypothesis - hallucinations do
not correlate with worse estimates. For eTOUR, there appears to be some trend towards
supporting the hypothesis, however, the results did not provide sufficient statistical
significance, resulting in insufficient evidence to conclude that hallucinations impact
estimation quality. Lastly, iTrust strongly supports the hypothesis, specifically that
hallucinations significantly correlate with worse SiFP estimates with small to medium

effect.

Hypothesis 2 receives partial support with significant dataset-dependent variation.
The relationship between hallucinations and estimation quality appears to be moderated
by factors such as documentation completeness, system complexity, and domain

characteristics.

4.4 Hypothesis 3 Results (Time-to-Market Impact)

Hypothesis 3: Implementing hallucination-reducing techniques in LLMs

significantly improves (>30%) time to market in new product development.

This section examines the third hypothesis by testing whether hallucination-
reducing techniques can substantially improve time-to-market metrics in new product
development. The analysis evaluates the relationship between improved requirements
traceability accuracy (through hallucination reduction) and potential reductions in

development timelines through more accurate early-stage estimations.
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Building upon previous results from Hypothesis 2 and the observation that,

similar to the Requirements Traceability, a majority of the benefits of the LLMs

estimation were gained from the Actor Role, it was necessary to refocus on observing the

differences between the Claude (3.5 and 3.7) and GPT-40 models. For this, the "standard

group" consists of GPT-40 estimates, and Claude represents the "hallucination-reducing

group," which primarily contains Claude model estimates, effectively making this a

comparison between the approaches to estimation of GPT-40 and Claude models. Table

415 presents the accuracy comparison between these groups, and Table 416 presents the

statistical test results validating these improvements, noting that this table uses a median

Judge score of 4.0.

Table 4-15 - Accuracy Analysis: Hallucination-Reducing vs Standard Groups

n Accurate Accuracy Improvement
(TP) % %

Dataset Group

Table 416 - Hypothesis 3 Time-to-Market Improvement

Dataset Test Test p-value 95% CI

Meets >30%

Hallucination-reducing (Claude) 112 88 78.57% +35.6%
Standard (GPT-40) 145 84 57.93% -
Hallucination-reducing (Claude) 83 47 56.63% +149.2%
Standard (GPT-40) 176 40 22.73% -
Hallucination-reducing (Claude) 47 34 72.34% +11.4%
Standard (GPT-40) 117 76 64.96% -

Decision

Method

Statistic

Chi-square ~ x*=11.25  0.0008 -
Bootstrap - <0.001  [15.1%,
61.8%)]
Bayesian - - [14.6%,
60.9%]

Chi-square  x>=30.16  <0.0001 -
Bootstrap - <0.001  [79.8%,
255.7%]
Bayesian - - [79.0%,
243.3%]

x2=0.53 0.468 -

WIS Chi-square
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Threshold
YES

YES (68.5%
confidence)
YES (P>30% =
0.666)

YES

YES (100%
confidence)
YES (P>30% =
1.000)

NO

Reject Ho
Reject Ho

Strong

evidence
Reject Ho
Reject Ho

Strong
evidence
Fail to reject
Ho



Dataset Test Test p-value 95% CI Meets >30% Decision

Method Statistic Threshold
Bootstrap - 0175  [-12.5%, NO (7.8% Fail to reject
37.9%] confidence) Ho
Bayesian - - [-12.5%, NO (P>30% = Weak evidence
36.3%] 0.069)

The analysis reveals that Claude models' higher-quality outputs correlate with
significantly better time-to-market projections compared to GPT-40 when the dataset
quality is sufficient. Based on this, the eTOUR Dataset using Claude models achieved
35.6% better accuracy than GPT-4o, translating to 35-40% timeline improvements with
strong statistical support across all methods. The iTrust Dataset using Claude models
achieved 149.2% better accuracy than GPT-4o, translating to 43-53% timeline
improvements with unanimous statistical validation. Lastly the eANCI Dataset using
Claude models achieved 11.4% better accuracy than GPT-4o, insufficient to meet the

30% threshold with no statistical support.

4.4.1 Model Performance and Time-to-Market Relationship

The research evaluated the performance of different LLM models in terms of
estimation accuracy against ground truth baselines to assess their potential impact on
time-to-market. The analysis compared each model's ability to estimate functional size
within acceptable tolerance ranges correctly. Since there are no accurate estimates for this
software, Ground Truth Baselines represent the average LOC/SiFP based on known truth
data from actual code across all LLMs. This analysis resulted in eTOUR having 8.5
LOC/SiFP, iTrust having 10.2 LOC/S1FP, and eANCI having 18.2 LOC/SiFP. Table 4-17

presents the model-specific performance results across all three datasets.
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Table 4-17 - LLM Model Performance by Dataset

Dataset Model Success Error vs Accuracy

Rate Baseline Rank

Claude-3.5-  96.6% 7.4 -13.3% 1.15x 1
Sonnet
(3

Claude-3.7-  96.6% 7.2 -15.3% 1.18x 2
Sonnet

GPT-40 95.5% 11.0 +29.0% 0.78x

3

Claude-3.5- 100.0% 8.3 -18.4% 1.23x 1
Sonnet

Claude-3.7- 100.0% 7.5 -26.5% 1.36x 2
Sonnet

GPT-40 97.7% 14.8 +46.0% 0.68x 3

Claude-3.5- 100.0%  15.2 -16.8% 1.20x 2
Sonnet

N(®8 Claude-3.7- 100.0%  15.9 -12.7% 1.15x 1
Sonnet

GPT-40 98.2% 23.7 +30.0% 0.77x 3

Key findings from the model performance analysis showed the following results.
Based on this analysis Claude consistently outperformed GPT-40, with both Claude-3.5
and Claude-3.7 Sonnet models achieving higher success rates and lower error percentages
across all datasets. Next, GPT-40 Shows consistent underestimation, GPT-40 consistently
underestimates SiFP (factor of 0.68-0.78x), leading to higher LOC/SiFP ratios. Lastly,
there are remaining concerns from previous hypotheses around dataset quality and the
impact on results, as even the best-performing models show varying accuracy based on

dataset characteristics.

4.4.2 Projected Timeline Improvements and Industry Validation

Based on the model performance analysis, the research projected potential time-
to-market impacts using industry-standard relationships between estimation accuracy and
development efficiency. The analysis examined how each model's estimation accuracy
translates to timeline improvements and validated these projections against the datasets

cataloged from Boehm CSSE.
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The Boehm CSSE provides comprehensive datasets for validating software effort
estimation. Among these, the Desharnais dataset contains 81 projects with validated effort
metrics, establishing a baseline of 17.09 hours per SiFP. This industry benchmark,
identified and made available through the Boehm CSSE collection, enables translation of
estimation accuracy into projected timeline impacts based on decades of empirical
software development data. Table 4—18 summarizes the projected timeline improvements

based on model-specific estimation accuracy.

Table 4-18 - Projected Timeline Improvements by Dataset and Model

Effort Timeline
FActor Impact Projection
Claude-3.5-Sonnet  13.3% 1.15x  +154%  35.2% faster
Claude-3.7-Sonnet  15.3% 1.18x +18.0% 39.5% faster
GPT-40 29.0%  0.78x  -22.5%  28.3% slower
Claude-3.5-Sonnet  18.4% 1.23x +22.5%  42.7% faster
Claude-3.7-Sonnet  26.5% 136x  +36.1%  53.0% faster
GPT-40 46.0%  0.68x  -31.5%  38.2% slower
Claude-3.5-Sonnet  16.8% 120x  +20.1%  10.2% faster
Claude-3.7-Sonnet  12.7% 1.15x +14.6% 7.8% faster

GPT-40 30.0%  0.77x  -23.1%  12.5% slower

Dataset Model SiFP

The resultant timeline projections indicate that Claude models (SiFP factors >1.0):
Overestimate functional size, leading to front-loaded effort that reduces late-stage rework
and accelerates delivery. GPT-40 (SiFP factors <1.0) underestimates functional size,
resulting in project overruns and timeline extensions, and lastly as an ongoing concern,
dataset quality impact can have mixed impact on results, with reasonably well-
documented projects (¢€TOUR, 1Trust) with an appropriate model show the potential 35-
53% timeline improvements with Claude models, while poorly documented projects

(eANCI) show minimal benefit (8-10%)
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4.4.3 Statistical Validation and Impact on Development Timeline

The research employed multiple statistical methods to validate the hypothesis that
hallucination-reducing techniques improve time-to-market by more than 30%. The
analysis compared estimates with Judge scores above the median (hallucination-reducing
group) versus those at or below the median (standard group) to assess whether higher-

quality LLM outputs lead to better time-to-market projections.

Analysis of Judge scores revealed a pattern across models and how they answered
results, indicating some level of embedded bias. Claude-3.5-Sonnet consistently scored
above 4.4 (¢eTOUR: 4.76, iTrust: 4.54, eANCI: 4.40), Claude-3.7-Sonnet generally scored
around 4.0 (€TOUR: 4.14, 1Trust: 4.02, eANCI: 3.95), and GPT-40 consistently scored
below 4.0 (eTOUR: 3.84, iTrust: 3.94, eANCI: 3.76). This result suggests that individual

LLMs may exhibit a bias in their responses based on the prompts that are provided.

4.5 Summary of Results

While there were mixed results overall, the utility of individual results to the
hypothesis provides insight into future development and usage in Requirements
Engineering and Cost Engineering and provides insights into the effectiveness of
hallucination reduction techniques. The results are summarized in the remainder of this

section.

4.5.1 Hypothesis 1: Hallucination Reduction Below 30%
Support Level: Partial

The hypothesis that Techniques reducing the hallucinations generated by LLMs

by 30% can improve the accuracy of outputs used in NPD received partial support across
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datasets. For the eTOUR dataset, the null hypothesis was rejected with 65.04%
improvement (p < 0.001). Similarly, the iTrust dataset showed rejection of the null
hypothesis with a 59.22% improvement (p < 0.001). However, the eANCI dataset failed
to reject the null hypothesis with a 6.55% improvement (p < 0.0001), as this result fell

below 30% threshold.

Two datasets exceeded the 30% threshold with statistical significance, while one
failed to meet the criterion. Bootstrap confidence intervals confirmed these findings:
e¢TOUR [51.06%, 81.97%] and iTrust [42.31%, 79.09%] both exceeded 30% at their
lower bounds, while eANCI [2.25%, 10.48%] fell well below the 30% threshold. While
the eANCI results were statistically significant, the magnitude of improvement did not
meet the hypothesized 30% threshold, failing to reject the null hypothesis for this dataset.
The LLM-based approaches (Claude-3.7-Sonnet and GPT-40) consistently outperformed
traditional NLP baselines, achieving F2 scores ranging from 0.55 to 0.71 compared to

baseline scores of 0.35-0.65.

4.5.2 Hypothesis 2: Hallucination-Estimation Quality Correlation
Support Level: Partial

The hypothesis that hallucinations in LLM outputs significantly correlate with
lower quality estimates in new product feature development received partial support
across datasets. The eTOUR dataset failed to reject the null hypothesis, with no
significant correlation detected (p = 0.068). Similarly, the eANCI dataset failed to reject
the null hypothesis, although TP links showed slightly higher error, which was not

statistically significant (p = 0.350). In contrast, the iTrust dataset rejected the null
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hypothesis, demonstrating a significant improvement, (p = 0.011 for absolute error, p =

0.005 for percentage error).

The correlation between hallucinations and estimation quality varied significantly
by dataset. The iTrust dataset yielded statistically significant results, where TP links had
lower estimation errors (mean absolute error: 4.95 vs. 6.95 SiFP, Cohen's d = -0.233),
while eTOUR showed trends in the expected direction but did not reach significance. The
iTrust dataset demonstrated the highest correlation (R? = 0.87) between estimated and

actual values, while eANCI showed weaker relationships with R? = 0.65.

4.5.3 Hypothesis 3: Time-to-Market Improvement > 30%
Support Level: Partial

The hypothesis that implementing hallucination-reducing techniques in LLMs
significantly improves (>30%) time to market in new product development received
partial support across datasets. The eTOUR Dataset results led to rejection of the null
hypothesis. Similarly, the 1Trust dataset rejected the null hypothesis. However, the eANCI
dataset failed to reject the null hypothesis. Two of three datasets demonstrated
statistically significant improvements exceeding the 30% threshold. The analysis
compared Claude models (Judge scores > 4.0) against GPT-40 (Judge scores < 4.0),
showing that Claude models' higher-quality outputs translated to 35-40% projected
timeline improvements for eTOUR and 43-53% for iTrust. The varying results highlight
that dataset quality is critical for achieving the hypothesized time-to-market

improvements.
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4.5.4 Multi-Role Architecture Performance

The multi-role architecture (Actor, Judge, Meta-Judge) provided detailed outputs
valuable for human review but did not consistently improve quantitative performance
beyond the Actor Role alone. The Actor Role achieved F2 improvements of 6.55%
(eANCI), 65.04% (eTOUR), and 59.22% (iTrust), however subsequent Judge and Meta-
Judge Roles showing only minor improvements of less than 1% in most cases. This
finding suggests that while the INCOSE-based validation framework adds interpretability

as the primary benefit rather than gains stem to the LLMs' inherent performance.

4.6 Key Findings and Implications

The experimental results reveal several key findings that help provided a better
understanding of how LLMs can be effectively leveraged in New Product Development.
Based on the analysis, underlying dataset quality emerged as the dominant contributor
subtracting from or adding to the Requirements Engineering task performance. The
differences observed show that data quality and requirement clarity are critical
prerequisites for LLM application to NPD. Additionally, the choice of LLM models
contributed significantly to the performance variations highlighting the need to preform
evaluation of models before utilizing a particular LLM. Claude-3.7-Sonnet and GPT-40
consistently outperformed alternative models, while notably, some models, including
Claude-2.1, Zephyr-7b-beta, and Llama-3.3-70B-Instruct, failed to complete required

tasks, indicating that some models are more appropriate for given tasks.

An unexpected finding was the limited incremental value of the multi-role
architecture beyond the Actor component. While the Judge and Meta-Judge Roles

provided valuable, detailed scoring and justifications that enable more effective human
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oversight and interpretability, they did not significantly improve quantitative performance
beyond the Actor Role alone. The subsequent stages showed minor improvements. This
suggests that prompt engineering and LLM selection are more critical factors than multi-

stage validation for achieving performance gains.
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Chapter 5: Conclusions

This research focused on integrating LLMs into NPD processes and specifically
the processes of requirements traceability and effort estimation. The primary purpose was
to examine how hallucinations, defined as incomplete, inaccurate, or incorrect outputs,
impact early-stage development activities and evaluate techniques for mitigating the
effects of hallucinations. This is accomplished through analysis across three datasets
(eANCI, eTOUR, and iTrust) and using multiple LLMs and providing empirical evidence
for both the potential and limitations of LLM integration in product development

workflows.

5.1 Summary of Key Findings

This research evaluated three hypotheses examining the integration of LLMs into
NPD processes, with mixed but promising results. The investigation revealed that while
LLMs demonstrate significant potential for improving requirements traceability and
effort estimation, their effectiveness depends on dataset quality and implementation

approach.

Table 5-1 - Summary of Hypothesis Testing Results

Hypothesis Statement Support Key Evidence
Level

H1 Techniques reducing Partial e eTOUR: 65.04% improvement (p <
the hallucinations 0.001)
generated by LLMs by e iTrust: 59.22% improvement (p <
30% can improve the 0.001)
accuracy of outputs e eANCI: 6.55% improvement (p <
used in NPD 0.0001 but below the 30%

threshold)

Techniques reducing Partial e iTrust: Significant correlation
the hallucinations e eTOUR: Trending toward
generated by LLMs by significance
30% can improve the e ¢ANCI: No significant correlation

accuracy of outputs
used in NPD
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Hypothesis Statement Support Key Evidence

Level
H3 Implementing Partial e ¢TOUR: 35.6% accuracy
hallucination-reducing improvement
techniques in LLMs e  iTrust: 149.2% accuracy
significantly improves improvement
(>30%) time to market e ¢ANCI: 11.4% improvement

in new product
development

5.1.1 Hallucination Reduction and Accuracy Improvements

The first hypothesis examined whether hallucination reduction techniques could
improve output accuracy for NPD by 30%. Results showed that LLM-based approaches
significantly outperformed traditional NLP methods, with two of three datasets exceeding
the threshold: eTOUR achieved 65.04% improvement and iTrust showed 59.22%
improvement, while eANCI only reached 6.55%. The Matthews Correlation Coefticient
improved substantially from baseline values of 0.121-0.275 to 0.343-0.558, indicating
that LLMs had significantly better discriminative power in identifying true requirement-
code relationships. Statistical validation through multiple methods confirmed these

findings, with large effect sizes (Cohen's d > 2.9) for the successful datasets.

A surprising finding was that the multi-role architecture (Actor, Judge, Meta-
Judge) showed minimal incremental benefit when applying the Judge and Meta-Judge
Role prompts beyond what the Actor Role alone provided. While the Judge and Meta-
Judge components provided valuable explanatory outputs for human review, they
contributed less than 1% improvement in quantitative metrics to the traceability. This
result suggests that the primary performance gains stem from the LLMs' embedded
knowledge-based and understanding of related domains rather than the INCOSE-based

multi-stage validation process. As a result, it appears that variation in results between
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datasets is a function of the dataset quality, highlighting that dataset quality is the critical

determinant of success.

5.1.2 Hallucination Impact on Estimation Quality

The second hypothesis investigated whether hallucinations in LLM outputs
correlate with lower quality estimates in new product feature development. The results
revealed dataset-dependent patterns: only iTrust showed statistically significant support
for the hypothesis, with true positive (TP) links demonstrating lower estimation errors
than hallucinated links (mean absolute error: 4.95 vs 6.95 SiFP, p=0.011). e TOUR
showed trends in the expected direction without reaching statistical significance (p =
0.068), while eANCI showed little correlation between hallucinations and estimation
quality (p = 0.350). The varying correlations between estimated and actual values (R?
ranging from 0.65 for eANCI to 0.87 for iTrust) suggest that documentation quality and
system complexity moderate the relationship between hallucinations and estimation

accuracy.

Analysis of error contributions revealed that hallucination impact on project-level
estimates varied significantly by dataset characteristics. For iTrust, false positive
hallucinations contributed 60.6% of cumulative error compared to 39.4% of true
positives, supporting the hypothesis. However, eANCI showed the opposite pattern, with
hallucinated links contributing less to error than true positives, suggesting potential issues
with ground truth data or that some "hallucinated" links captured legitimate functional
relationships. These mixed results indicate that while hallucinations can degrade

estimation quality in well-documented systems, their impact is not uniformly negative
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and depends heavily on dataset quality and the nature of the software system being

estimated.

5.1.3 Time-to-Market Improvements

The third hypothesis examined whether hallucination reduction techniques could
improve time-to-market by more than 30%. The analysis compared Claude models
(which consistently achieved Judge scores > 4.0) against GPT-40 (Judge scores < 4.0),
revealing that higher-quality LLM outputs translated to significantly better accuracy in
requirements identification. Two datasets exceeded the 30% threshold: e TOUR showed
35.6% better accuracy for Claude models compared to GPT-40 (78.57% vs 57.93%, p =
0.0008), while iTrust demonstrated a dramatic 149.2% improvement (56.63% vs 22.73%,
p <0.0001). However, eANCI showed only 11.4% improvement that was not statistically

significant (p = 0.468), failing to meet the hypothesis threshold.

These accuracy improvements were projected to translate into substantial timeline
reductions based on industry benchmarks from the Boehm CSSE datasets. Claude
models' tendency to slightly overestimate functional size (SiFP factors 1.15-1.36x) led to
front-loaded effort that reduces late-stage rework, projecting 35-53% faster delivery for
well-documented projects. In contrast, GPT-40's systematic underestimation (SiFP factors
0.68-0.78x) would lead to project overruns and timeline extensions. While the limited
number of models prevented significance testing for timeline projections, the large effect
sizes and alignment with established industry relationships between early-stage
estimation accuracy and project success provide practical evidence supporting the

hypothesis for projects with adequate documentation quality.
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5.2 Significance and Contributions to the Body of Knowledge

This research makes several significant contributions to engineering management
and new product development by advancing theoretical understanding and practical
application of LLMs in engineering management, spanning three primary areas:

theoretical, methodological, and empirical contributions.

5.2.1 Theoretical Contributions

This research introduces a novel three-tier architecture (Actor, Judge, Meta-
Judge) for LLM-based requirements analysis that represents a significant theoretical
advancement in the field. While the empirical results showed that the Judge and Meta-
Judge Roles did not significantly improve quantitative metrics beyond the Actor Role,
this framework provides important theoretical insights by demonstrating the feasibility of
implementing INCOSE-based validation rules within LLM prompting structures. The
architecture establishes a reusable pattern for progressive validation of LLM outputs in
engineering contexts and provides a foundation for future research into multi-stage LLM
architectures where interpretability and human oversight are critical. This theoretical
framework offers researchers a structured approach to decomposing complex engineering

tasks into manageable components that can be systematically validated.

The research also establishes the empirical model linking LLM hallucination rates
to software estimation accuracy in NPD contexts, providing quantitative evidence that
hallucination impacts vary significantly by dataset characteristics. This contribution
includes a framework for measuring hallucination types (false positives versus False

Negatives) in requirements traceability and offers theoretical understanding that
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hallucinations may sometimes capture legitimate functional relationships missing from

ground truth data.

5.2.2 Methodological Contributions

This research demonstrates a complete integrated methodology for processing
requirements through semantic analysis using multiple sentence transformers, applying
LLMs for requirements traceability with measurable performance metrics, and converting
traceability results into Simple Function Point (SiFP) estimates that can be validated
against actual implementation metrics. The pipeline represents an end-to-end
methodology that connects early-stage requirements analysis to quantifiable predictions,
addressing a critical gap in literature where these activities have traditionally been studied

in isolation.

5.2.3 Empirical Contributions

This research provides benchmarks for LLM performance in Requirements
Engineering tasks, establishing that baseline NLP methods achieve F2 scores of 0.35-0.65
with Matthews Correlation Coefficient values of 0.12-0.28, while LLM-based approaches
achieve F2 scores of 0.56-0.71 with MCC values of 0.34-0.56, and establishes
quantitative benchmarks demonstrate performance improvements ranging from 6.55% to
65.04% depending on dataset quality, providing concrete evidence of LLM advantages

over traditional approaches.

The research also establishes detailed performance profiles showing that Claude-
3.7-Sonnet and GPT-40 consistently outperform other tested models, while identifying

older models like Claude-2.1 and smaller open-source models such as Zephyr-7b and
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Llama-3.3-70B failed to complete required tasks reliably without the need for significant

development and tailoring.

5.3 Limitations of the Research

While this research demonstrates promising applications of LLMs in NPD
contexts, several limitations exist and should be considered to guide future research
efforts. These limitations span dataset characteristics, architectural, methodological
choices, scope and generalization, and practical implementation limitations that define

the boundaries where the results should be interpreted.

5.3.1 Dataset Limitations

The empirical analysis relied on publicly available software engineering datasets
that present several constraints affecting the generalizability of findings. The three
primary datasets (¢éANCI, eTOUR, iTrust) represent academic or simplified software
systems rather than complex industrial NPD projects, limiting applicability to large-scale
enterprise systems with thousands of requirements, proprietary product development
contexts with confidentiality constraints, and non-software products where requirements
may be expressed differently. The dataset also contained gaps in their ground truth data
where requirements existed but were not linked to traceability data. Furthermore, the
CoEST datasets used were created before current development methodologies became
standard, predating agile and DevOps practices now prevalent in industry, potentially not
reflecting modern requirements documentation styles, and lacking integration with

contemporary tools and workflows.
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5.3.2 Architecture Limitations

The multi-role architecture's performance revealed unexpected limitations that
highlight the gap between theoretical design and practical implementation. While the
Judge and Meta-Judge components were theoretically sound and based on established
INCOSE principles, they did not deliver expected quantitative improvements, adding
computational overhead without proportional accuracy gains and suggesting that the

INCOSE-based rules may have been too generic for specific dataset contexts.

5.3.3 Methodological Limitations

The research adopted a binary classification of hallucinations that may
oversimplify the phenomenon by defining hallucinations simply as false positives and
False Negatives in traceability. This approach did not account for partial correctness or
degrees of relationship strength and may not capture all types of LLM errors relevant to
NPD contexts, such as subtle misinterpretations or context-dependent inaccuracies. The
indirect measurement of time-to-market impacts represents another significant limitation,
as the research relied on projected rather than actual development timeline data, using
industry benchmarks from the Boehm CSSE datasets to estimate timeline impacts, which

are based on older datasets and are not end-to-end.

5.3.4 Scope and Generalization Limitations
The research examined only requirements traceability and effort estimation,
representing early-stage NPD activities, while excluding the evaluation of LLM
performance in later development stages, such as detailed design, testing, or

manufacturing. This focus did not evaluate other critical NPD activities, such as market
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analysis, concept generation, or customer validation, which prevented claims of
comprehensive coverage of the complete NPD lifecycle. In addition, all datasets and
metrics focused exclusively on software development, raising questions about whether
findings transfer to physical product development, service design, or other NPD domains
that may have fundamentally different requirement expression patterns and estimation
needs. The SiFP estimation methodology itself is software-specific and may not have
analogues in other domains. Lastly, the research employed English-language prompts
with a combination of English and Italian requirements, as well as Java source code.
Although results were obtained in all cases, no analysis was conducted regarding

language differences, both written and computer-based languages.

5.3.5 Practical Implementation Limitations

While performance improvements were demonstrated, an economics analysis
remains limited, as the research did not consider API costs for LLM usage at scale, the
effort required for human oversight and their associated costs were not quantified.
Additionally, the infrastructure and investments necessary for organizational adoption
were not considered. As a result, it will be difficult for organizations to build a business

case for LLM adoption based solely on this research for these activities.

5.4 Recommendations

Based on the findings and analysis from this research, the following
recommendations provide actionable guidance for implementing LLM technologies in
NPD processes. These recommendations are aligned with two primary domains:

practitioners and researchers.
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Practitioners seeking to implement LLM-based solutions for Requirements
Engineering and estimation should follow evidence-based guidelines derived from this

research. Table 5-2 provides specific recommendations based on findings.

Table 5-2 - Implementation Recommendations for Practitioners

Category Recommendation Rationale from Expected Outcome
Research

Data Audit requirements documentation eANCI showed only Avoid wasted effort

Readiness for completeness and clarity 6.55% improvement due  on unsuitable

before LLM deployment to poor data quality projects

Model Test and validate LLMs for Some models achieved Maximize

Selection requirements tasks 59-65% improvements on  performance gains
quality datasets

Architecture Implement Actor-only Judge/Meta-Judge added  Reduced

Choice configuration initially <1% improvement complexity and

costs
Focus review on high-complexity  19-31% of requirements Engage human

Oversight components caused 80% of errors effort to validate

Pilot Start with well-documented Datasets showed 59-65%  Demonstrated value

Approach projects improvements when well  before scaling
documented

The research community should address identified gaps and build upon this

foundation. Table 5-3 outlines priority areas for future investigation.

Table 5-3 - Research Priorities and Opportunities

Research Area Specific Need Current Gap Potential Impact
Dataset Create modern NPD Current datasets predate ~ Enable validation on
Development datasets with end-to-end agile/DevOps practices contemporary projects
traceability
Hallucination Develop a nuanced The current approach Better understand LLM
Taxonomy classification beyond may miss partial failure modes
binary FP/FN correctness
Architecture Design domain-specific Generic INCOSE rules Improve multi-stage
Optimization validation rules showed limited value architecture
effectiveness
Test on physical products All validation used Establish broader
Studies and services software datasets applicability
Quantify full lifecycle Limited to performance  Enable ROI-based
Modeling costs and benefits metrics decisions
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5.5 Future Research Opportunities

The findings and limitations identified in this research reveal several promising
avenues for future investigation. Four key areas emerge: Enhanced Datasets, Enhanced
Optimization for Hallucination Reduction, Depth of Research, and Large-Scale Industrial

Validation in the subsequent chapter sections.

5.5.1 Enhanced Datasets

Future research should prioritize developing enhanced datasets that reflect
modern development practices and span the entire NPD lifecycle. While the CoEST
datasets in this study provided some utility, which predate agile methodologies and
contain limited traceability information, the next generation of datasets should capture
end-to-end relationships from initial requirements through implementation, testing, and

actual resource utilization.

5.5.2 Optimization for Hallucination Reduction

While this research demonstrated that the Actor Role alone captures most
performance gains, with Judge and Meta-Judge components adding minimal quantitative
value, the concept of multi-stage validation remains theoretically sound. Future research
should explore more sophisticated architectures beyond generic INCOSE rules to
incorporate domain-specific knowledge and dynamic role assignment based on the

complexity of requirements.

Additionally, the techniques utilized in this research are relatively inefficient,
requiring O(n?) in the case of requirements traceability and O (n) in the case of the SiFP

estimations, not including the complexity of the actual LLM query itself. In contrast, the
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vector search approach utilized in the LLM is typically a O(n) for the actual indexing
and O(nlogn) for the actual vector search using KNN (Halder et al., 2024). Future

research should look to develop more optimized methods.

5.5.3 Depth of Research

The scope of the current research provided analysis of requirements traceability
and effort estimation, this only represents a fraction of the NPD lifecycle. Future
investigations should extend to applications in other phases NPD, including market
analysis, concept generation, design optimization, and testing strategies that focus on

analysis rather than traceability or high complexity tasks.

5.5.4 Large-Scale Industrial Validation

Perhaps the most critical need is for validation in industrial contexts at scale.
While valuable for establishing baseline performance, the academic datasets used in this
research cannot fully represent the complexity of enterprise NPD projects. Future
research should seek partnerships with industry to evaluate LLM performance on projects
involving thousands of requirements, distributed teams, evolving specifications, and real-
world constraints. Such large-scale validation would also enable investigation of

organizational factors affecting LLLM adoption success.
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Appendix A: LLM Role Prompts

A.1  Traceability Actor Role

RULES FROM SPECIFICATION:

il

Analyze requirements based on their semantic meaning and intent

2. Consider both functional and non-functional aspects
3,
4. Score matches based on alignment of:

Preserve original requirement language but provide analysis in English

- Core functionality
- System constraints
- Implementation details

SCORING GUIDELINES:

0: No relevant match
ilg
2
3

Minimal overlap in intent, but might be a component of a dependency

: Dependent match of functional needs, such as an implementation of a feature required to meet a need
: Component match of functional overlap of need, such as an implementation of a complete component of a feature required to meet a need
4:

Partial match of functional need or intent, such as a partial implementation that meets the need of a requirement, regardless of if there is

extra functionality

55

Complete match in functionality and intent, such as a complete implementation that meets the need of a requirement
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A.2 Traceability Judge Role

RULES FROM SPECIFICATION:

1. Evaluate matches based on both semantic meaning and implementation feasibility
2. Consider alignment across multiple dimensions:

- Basic connection and semantic overlap

- Intent and functional alignment

- Scope compatibility and coverage

- Verification criteria alignment

- Traceability completeness

Validate that matches preserve the requirement integrity
Consider both functional and non-functional aspects
Evaluate based on bidirectional validation possibility

a v b~ W

Assess coverage gaps and level of detail compatibility

SCORING GUIDELINES:

0: No relevant match
- No meaningful semantic or functional overlap
- Different domains or incompatible scopes

1: Basic Connection
- Minimal semantic overlap in concepts
- Common domain/functionality identified
- Basic conceptual relationship exists

2: Intent Alignment
- Functional overlap demonstrated
- Relevance to requirements established
- Clear purpose connection

3: Scope Alignment
- Correct level of detail
- No major coverage gaps

- Compatible requirement scopes

4: Verification Alignment
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- Compatible success criteria
- Consistent constraints
- Clear verification pathway

5: Complete Traceability
- Unambiguous relationship
- Full requirement coverage
- Essential functional dependency
- Bidirectional validation possible
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A.3 Traceability Meta-Judge Role

RULES FROM SPECIFICATION:
1. Validate judgment quality across multiple dimensions:
- Basic semantic analysis accuracy
- Intent alignment assessment
- Scope compatibility evaluation
- Verification criteria validation
- Traceability completeness check
2. Ensure consistent scoring across judgments
3. Validate that functional completeness determines traceability

IN

. Verify proper consideration of:

- Implementation feasibility

- Constraint compatibility

- Coverage completeness

5. Confirm proper evaluation of bidirectional validation

o)}

. Verify proper assessment of requirement integrity

SCORING GUIDELINES:
0: Invalid Judgment
- Inconsistent scoring
- Missing critical analysis
- Inco rrect requirement interpretation

1: Basic Judgment
- Minimal analysis provided
- Basic scoring justification
- Limited consideration of dimensions

2: Adequate Judgment
- Clear scoring rationale
- Consideration of main aspects
- Basic traceability analysis

3: Comprehensive Judgment
- Detailed analysis across dimensions
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- Well-justified scoring
- Clear traceability assessment

4: Strong Judgment
- In-depth analysis
- Consistent scoring framework
- Complete coverage analysis

5: Excellent Judgment
- Thorough dimensional analysis
- Perfect scoring consistency
- Complete traceability validation
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A.4 SiFP Estimation Actor Role

RULES FROM SPECIFICATION:
1. Identify Unspecified Generic Elementary Processes (UGEP)
- Weight: 4.6 SIFP points
- Must be atomic/elementary
- Must achieve complete business goal
- Must leave system in consistent state
- Includes all mandatory and optional activities
- Classification types:
* ADD (4.6): New functionality being added
* CHG (4.6): Existing functionality being modified
* DEL (4.6): Existing functionality being removed
* AUX (4.6): Supporting/auxiliary processes

2. Identify Unspecified Generic Data Groups (UGDG)
- Weight: 7.0 SIFP points
- Must be fundamental data (not auxiliary)
- Must require persistent storage
- Must be atomic/elementary
- Must serve business purpose
- Classification types:
* ADD (7.0): New data groups being added
* CHG (7.0): Existing data groups being modified
* DEL (7.0): Existing data groups being removed
* AUX (7.0): Supporting/auxiliary data groups
- Can contribute to ADD (new), CHG (modified), or DEL (removed) points
- Auxiliary data groups contribute to AUX points

3. Apply Measurement Rules
- Development (DEV): DEV SiFP = ADD + AUX
- Asset after development: MSA SiFP = ADD
- Enhancement (FEM): FEM SiFP = ADD + CHG + DEL + AUX
- Asset after enhancement: MSA SiFP after = MSA SiFP before + ADD - DEL
- Each UGEP/UGDG must be classified as ADD, CHG, DEL, or AUX
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A.5 SiFP Estimation Judge Role

RULES FROM SPECIFICATION:
1. Validate UGEP Identification
- Verify atomicity/elementary nature
- Confirm business goal achievement
- Check system consistency
- Validate all activities included
- Verify correct classification:
* ADD (4.6): Validate new functionality additions
* CHG (4.6): Validate modifications to existing functionality
* DEL (4.6): Validate removal of existing functionality
* AUX (4.6): Validate supporting/auxiliary processes

2. Validate UGDG Identification
- Verify fundamental data nature
- Confirm persistent storage requirement
- Validate business purpose
- Check for auxiliary data exclusion
- Verify correct classification:
* ADD (7.0): Validate new data group additions
* CHG (7.0): Validate modifications to existing data groups
* DEL (7.0): Validate removal of existing data groups
* AUX (7.0): Validate supporting/auxiliary data groups
- Verify correct classification as ADD (7.0), CHG (7.9), DEL (7.9), or AUX (7.0) points

3. Validate Measurement Rules
- Development (DEV): DEV SiFP = ADD + AUX
- Asset after development: MSA SiFP = ADD
- Enhancement (FEM): FEM SiFP = ADD + CHG + DEL + AUX
- Asset after enhancement: MSA SiFP after = MSA SiFP before + ADD - DEL
- Each UGEP contributes 4.6 points to its respective category (ADD/CHG/DEL/AUX)
- Each UGDG contributes 7.0 points to its respective category (ADD/CHG/DEL/AUX)
- Verify total points calculation based on all components

122




A.6 SiFP Meta-Judge Estimation Role

RULES FROM SPECIFICATION:
1. Validate Judgment Quality

- UGEP

* ADD:
* CHG:
* DEL:
* AUX:

- UGDG

* ADD:
* CHG:
* DEL:
* AUX:

identification accuracy (4.6 points each)

New process functionality
Modified existing processes
Removed existing processes
Supporting processes

classification correctness (7.0 points each)

New data groups

Modified existing data group
Removed existing data groups
Supporting data groups

- Weight application precision

- Calculation accuracy

- Justification completeness

S

- Verify component classification consistency

2. Ensure Estimation Consistency

- Similar components get similar weights (UGEP: 4.6, UGDG: 7.0)

- Consistent auxiliary vs fundamental classification

- Uniform calculation methods

- Comparable confidence levels

- Consistent component type classification

3. Verify Measurement Rules
- Development (DEV): DEV SiFP = ADD
- Asset after development: MSA SiFP
- Enhancement (FEM): FEM SiFP = ADD
- Asset after enhancement: MSA SiFP
- Each UGEP contributes 4.6 points to its
- Each UGDG contributes 7.0 points to its
- Verify total points calculation based on all components

+ AUX
ADD
+ CHG
after

+ DEL + AUX

= MSA SiFP before + ADD - DEL
respective category (ADD/CHG/DEL/AUX)
respective category (ADD/CHG/DEL/AUX)
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