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Abstract of Praxis

Federated Learning-based Intrusion Detection System (IDS) with Explainability of
Classification Decisions for Internet of Vehicles (IoV) Networks

The Internet of Vehicles (IoV) represents a significant evolution in the transportation
sector. It enhances intelligent transportation systems (ITS) by utilizing advanced sensory
data processing and computational resources at the edge. Intelligent Connected Vehicles
(ICVs) offer innovative applications that improve road safety, optimize traffic flow, and
enable autonomous driving and intelligent navigation.

loV facilitates real-time and interactive communication between vehicles,
infrastructure, and users. Wireless communication shares critical data such as traffic
conditions and road hazards. Exchanging data enhances driver safety, decision-making and
emergency response. Issues attributed to inadequate cybersecurity, privacy,
communication protocols, and compliance to regulatory framework are major challenges
that loV systems face. Federated Learning (FL) presents a decentralized solution for
developing intrusion detection systems (IDS) that protect user privacy and improve
security.

In this research, we introduce five FL-based IDS specifically designed for loV
networks, focusing on improving detection Accuracy and training efficiency. We evaluate
the performance of three key communication protocols—Synchronous FL (SFL),
Asynchronous FL (AFL), and Semi-Asynchronous FL (SAFL)—in terms of their impact
on training time and Accuracy. By addressing issues such as the straggler effect and model
staleness, we propose innovative algorithms incorporating time-based mechanism,

federated dropout, model version control, and synchronization to optimize IDS
Vi



performance.

Our approach involves edge servers receiving local model updates from vehicles
(clients) and communicating these updates to a central cloud server for global model
aggregation. This architecture enhances traditional FL methods, integrating synchronous,
asynchronous, and semi-asynchronous communication protocols for loV-based IDS.

We further enhance the interpretability and transparency of the IDS by incorporating
Explainable Artificial Intelligence (XAI) techniques and metrics, specifically SHapley
Additive exPlanations (SHAP) and Local Interpretable Model-agnostic Explanations

(LIME), to make the system more understandable for human operators.
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Chapter 1 — Introduction

This chapter provides an overall view of the research topic, outlining its significance
and relevance in developing Intrusion Detection Systems (IDS) using Federated Learning
(FL) for the Internet of Vehicles (IoV). We also present insights into our research
motivations and key research objectives and highlight the structure of the subsequent
chapters.

1.1 Background

oV is a networked system connecting vehicles, wireless infrastructures, and other
components, enabling seamless communication (Huang et al., 2024). Multiple sectors,
including automotive transport, logistics supply, urban smart cities, and public
transportation, benefit from these systems. loV handles network-wide vehicle management
efficiency and monitoring of vehicle communications (Alalwany & Mahgoub, 2024).
Operating systems designed for loV allow operators and automated systems to oversee real
time transport operations by collecting information from vehicles, infrastructure sensors,
and intelligent devices. The combination of vehicular ad hoc networks (VANETS) with
Internet of Things (IoT) technologies gives transportation systems more capabilities by
providing extensive data sources and greater automation (EI Madani et al., 2022; Qureshi
etal., 2021; Sharma & Kaushik, 2019).

Research indicates that worldwide interconnected car demand will continue to expand
from an estimated 1.3 billion vehicles in 2023 (Heineke et al., 2023) to an estimated 2
billion vehicles by the year 2030 (Gross, 2016). Modern-day vehicles are equipped with a
range of communication technologies, including Bluetooth, 5G/6G communications, Wi-

Fi networks, Near Field Communications (NFCs), and other components that make it
1



possible for voluminous amounts of vehicular data to be shared and stored in real time. The
three major classifications of loV architecture are Vehicle-to-Vehicle (V2V), Vehicle-to-
Infrastructure (V2I), and Vehicle-to-Everything (V2X). V2V, V2I, Vehicle-to-Personal
(V2P), Vehicle-to-Road (V2R), and Vehicle-to-Sensor (V2S) facilitate navigation and
intelligent communication between vehicle users and their surroundings, as shown in
Figure 1.1 (Korium et al., 2024). The evolution of loV with modern features warrants
automated security capabilities and holistic explanations to ensure the reliability and

security of loV environments.
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Figure 1.1: loV Environment and Communication Types

1.1.1 loV Cyber Threats and Security Measures

Approximately $505 billion in losses have been attributed to cyber-attacks over five

years, with remote attacks accounting for more than 70% of incidents reported in



Upstream's 2023 Global Automotive Industry Cybersecurity Report (Huang et al., 2024).
The interconnectivity of vehicles with multiple digital platforms enables attackers to
remotely manipulate vehicle functions, exfiltrate sensitive data, and disrupt operations. The
increasing cybersecurity risks in loV involve large-scale ransomware, Application
Programming Interface (API) vulnerabilities, and Al-driven attacks, with black hat hackers
accounting for 65% of attacks (Marsh, D. (2017). In 2022, hackers remotely controlled
certain functions using only a vehicle's VIN (Vehicle Identification Number), which
resulted from a vulnerability in the SiriusXM loV service (Huang et al., 2024).

With 5G communications, internet, and multi-device connectivity, ICVs are
susceptible to cyber-attacks. Threat actors can exploit security vulnerabilities and gain
unauthorized remote control, perform malicious firmware updates, access unsecured Wi-
Fi connections, and invade user data, resulting in privacy breaches (Abdo et al., 2024). The
Controller Area Network (CAN) bus is vastly used for intra-vehicle communication due to
its efficiency, low cost, and real-time capabilities. However, it remains vulnerable to Denial
of Service (DoS), fuzzy, replay, and spoofing attacks (Taslimasa et al., 2023). The
Electronic Control Units (ECUs) regulate brakes and steering in modern vehicles (Abdo et
al., 2024). With over 100 million lines of code, ECUs are susceptible to cyber-attacks.
Connected vehicles are impacted by poor authentication measures, outdated protocols,
insecure 10T devices, and insufficient monitoring, which can cause data loss, safety
incidents, or car crashes (Abdo et al., 2024).

These findings highlight the significance of real-time anomaly detection, Al-driven
threat detection, secure API design, robust authentication mechanisms, proactive security

monitoring, and strong cryptographic protections to bridge cybersecurity gaps in loV

3



networks (Upstream, 2025). Interconnected transportation systems face increasing
cybersecurity risks that require a holistic and proactive approach to foster connected
vehicles' safety, integrity, and reliability. As a proactive security measure, Intrusion
Detection Systems (IDS) have been introduced as a solution for detecting possible threats
in two forms: signature-based and Al-based anomaly detection. IDS are crucial in the
security of loV networks via monitoring communication traffic and identifying malicious
activities. Signature-based IDS identifies specific communication patterns, known as attack
signatures, which are linked to established attacks. However, these systems usually fail to
detect novel attacks until the IDS vendor issues attack signatures for them (Doshi et al.,
2018).

Researchers have leveraged Artificial Intelligence (Al) to derive important information
and enhance detection methods (Luo, 2022). Centralized machine learning (ML) IDS
methods have enhanced attack detection in 1oV networks and offered new ways to detect
unknown and Zero-Day attacks (Pradhan et al., 2022). By analyzing network data flow,
these systems distinguish between normal and attack traffic, ensuring network integrity and
reliability (Huang et al., 2024).

Deep Learning (DL) drastically outperforms centralized ML methods in IoV intrusion
detection by systematically identifying important patterns without human intervention.
Convolutional Neural Networks (CNN), Deep Neural Networks (DNN), Generative
Adversarial Networks (GAN), Deep Belief Networks (DBN), Artificial Neural Networks
(ANN), and Recurrent Neural Networks (RNN) are examples of DL architectures (Abdo
et al., 2024). As a result of centralized model training, DL methods face challenges with

intense computational resources, bandwidth, and privacy risks. DL can reveal sensitive

4



data such as real-time digital information, user identities, and vehicular geographic
locations (Huang et al., 2024). The influx of personal information is subject to data privacy
laws for numerous countries and states including the European Union's General Data
Privacy Regulation (GDPR) (Hoofnagle, 2019). The vehicle's radar and camera systems
create extensive data, imposing substantial overhead on limited communication networks
(Taslimasa et al., 2023).

Federated learning (FL)-based IDS has been introduced to address these concerns. FL
allows distributed training without sharing raw data, enhancing both efficiency and privacy
in CAN-based security solutions (Taslimasa et al., 2023). FL enables collaboration
between multiple devices to create a shared model (depicted in Figure 1.2) without
exposing private data. The emergence of FL addresses data privacy and confidentiality

issues in loV systems.
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Figure 1.2: IDS based-FL in oV Environments



A key component of FL is Federated Averaging (FedAvg), which was first proposed by
McMahan et al. (2016) and published as part of Google's FL research. Their primary idea
revolves around constructing ML models based on distributed datasets across multiple
devices while preventing private data leakage. In FedAvg, local models are trained on a
data-owner private dataset. Instead of uploading data, the local model is uploaded to a
logical centralized parameter server that aggregates all local models into one global model
(McMahan et al., 2016). Figure 1.3 illustrates the key steps in traditional centralized
machine

learning versus centralized federated learning communication protocol

(Taslimasa et al., 2023).
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Figure 1.3: Centralized Machine Learning vs Federated Learning with Edge Layer

Although FL can enhance privacy, the proliferation of devices in loV networks has led

to new security and efficiency considerations.

Unstable communication,

high

computational costs in vehicular networks, and unevenly distributed vehicle data make it



challenging to balance model performance while ensuring privacy protection (Huang et al.,
2024). FL will also need to address the problem of the data not being Independent and
Identically Distributed across nodes, i.e., non-11D data. Hence, a thorough evaluation is
necessary to ensure proper performance and robustness of FL against potential attacks.

In addition, DL-based IDS models lack transparency in their decision-making process
and makes it difficult for security analysts to justify their responses to security alerts. The
black box limitation instills concerns regarding bias, trust, and interpretability. Explainable
Intrusion Detection Systems (X-1DS) provide interpretable model outputs integrated with
Explainable Al (XAIl) techniques. By improving interpretability, X-IDS can enhance
operator trust, facilitate more effective threat mitigation, and support the broader adoption
of Al-driven cybersecurity solutions (Neupane et al., 2022). This praxis aims to provide
insights into building more secure, reliable, interpretable, and visually explanatory 1DS

models for loV through empirical analysis and experimentation.

1.2 Research Motivation

While loVs provide smart transportation, they are fraught with great challenges
regarding the cybersecurity of vehicular data. 1oVs are vulnerable to a broad range of cyber
threats, including Distributed Denial-of-Service (DDoS), remote access exploits, and
spoofing attacks. Threat detection and response mechanisms for traditional 1oV are usually
entirely cloud-based, and clients (vehicles) communicate with a central server in the cloud.
This centralization introduces data privacy risks, latency, bandwidth constraints, and
potential single points of failure. Although FL preserves privacy as model weights are sent
to the cloud instead of raw data, challenges include stragglers, model staleness, and

bottlenecks. This restricts model capacity and user participation (Wenbo et al., 2023).
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To address model staleness and communication bottlenecks, we utilize hierarchical
aggregation, a federated learning approach inspired by Wenbo et al. (2023) to address
scalability and communication challenges in the loV. Unlike the traditional flat structure,
where clients directly communicate with the central server, hierarchical aggregation
introduces intermediate aggregation layers, such as edge servers, to perform local
aggregation before communicating with the cloud server. The hierarchical structure
consists of three layers: client layer, edge server layer, and cloud (central) server layer. At
the client layer, vehicles act as clients, training local models on private datasets and sending
their updates to the nearest edge server. At the edge server layer, each edge server
aggregates client updates within its coverage area to produce a sub-global model. This
aggregation uses the Federated Averaging (FedAvg) algorithm (McMahan et al., 2016). At
the cloud (central) server layer, the central server aggregates sub-global models received
from all edge servers to generate the final global model, which is then broadcast back to
the edge servers and, subsequently, to the clients. FL reduces communication costs and
improves efficiency in systems with geographically distributed clients compared to
centralized ML (Wenbo et al., 2023). However, connected vehicles are vulnerable to Denial
of Service (DoS), fuzzy, replay, and spoofing attacks (Taslimasa et al., 2023). Moreover,
FL with an edge layer is still in its early research phase and requires further refinement in
system architecture and training methods for better optimization (Wenbo et al., 2023).

This praxis thus aims to improve both the Accuracy of cyber-attacks in 1oV networks
and training time by assessing hierarchical aggregation within three protocols:
Synchronous Federated Learning (SFL), Asynchronous Federated Learning (AFL), and

Semi-Asynchronous Federated Learning (SAFL). We develop multiple IDS that utilize the
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time-based mechanism, continuous model update, model version control, federated
dropout, or synchronization with model version control for specific FL protocols. Our
research focuses on developing and evaluating various FL-based IDS methods for loV,
which leverages privacy-preserving FL models to improve the confidentiality, integrity,
and availability of vehicular data. Our research compares explainability techniques of
SHapley Additive exPlanations (SHAP) or Local Interpretable Model-agnostic

Explanations (LIME) by measuring quantitative faithfulness and stability scores.

1.3 Problem Statement

The dependency on centralized infrastructure and interconnectedness of 1oV networks increased
cyberattacks, with over 113 million vehicles facing security risks and privacy leaks in 2017.

As FL gains ground as a core feature of the IDS framework, new methodologies to
improve the efficiency and explainability of FL-based IDS models need to be designed
while ensuring efficiency and privacy. It provides a deeper understanding of model
decisions and builds trust and reliability in IDS deployments within complex and
distributed environments. However, unique challenges are present with FL owing to the
distributed nature of this paradigm in which model training is conducted over several
decentralized devices or entities. These include problems related to data heterogeneity,
varying network conditions, and divergent local datasets, among other issues, which can
seriously affect the performance and generalization of the models.

1.4 Thesis Statement

A federated learning Intrusion Detection System (IDS) model is necessary to reduce

the risk of cyberattacks, data privacy leaks, and provide more effective explainability

scores in Internet of Vehicles (1oV) networks.
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This thesis proposes the development of a Federated Learning-based Intrusion
Detection System model equipped with explainability features to address the pressing
concerns of cyberattacks, data privacy breaches, and human comprehension in loV
networks. By incorporating privacy, Accuracy, communication protocol and explainability
into the IDS framework, this research aims to fortify the security, privacy and transparency
of 1oV networks.

1.5 Research Objectives

This research aims to resolve critical challenges in the context of IDS and FL
communication protocols while maintaining privacy and increasing performance and
explainability for loV networks. Our research investigates FL privacy combined with
different FL communication protocols and XAl methods to achieve adequate FL IDS
performance, training durations, and explainable classification results. The research
questions below result from these objectives to determine the efficiency of FL and XAl in

loV Network Intrusion Detection System (NIDS) applications.

1.6 Research Questions and Hypotheses

1.6.1 Research Questions
Aligned with the objectives outlined above, the following research questions are
formulated to address the aforementioned intricacies and serve as focal points for our
research:
Research Question 1 (RQ1): Which FL model out of Synchronous Federated
Learning (SFL), Asynchronous Federated Learning (AFL) and Semi-Asynchronous
Federated Learning (SAFL) will most accurately (greater than 5%) detect cyber-attacks on

loV?
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Research Question 2 (RQ2): Which FL-based IDS model, among Synchronous
Federated Learning (SFL), Asynchronous Federated Learning (AFL) and Semi-
Asynchronous Federated Learning (SAFL) offers the most effective enhancement of
training time (reduced training time or 5% reduction in training time) within the loV?

Research Question 3 (RQ3): Which explainability technique, SHAP (SHapley
Additive exPlanations) or LIME (Local Interpretable Model-agnostic Explanations) offers

more effective (greater than 5% improvement) explainability scores?

1.6.2 Research Hypotheses

The research hypotheses formulated below provide testable propositions aimed at
validating the proposed research questions:

Hypothesis 1 (H1): An IDS employing Semi-Asynchronous Federated Learning
(SAFL) will achieve higher Accuracy (greater than 5%) in detecting cyber-attacks within
Internet of Vehicles (IoV) networks compared to Synchronous Federated Learning (SFL)
and Asynchronous Federated Learning (AFL).

Hypothesis 2 (H2): An IDS utilizing Semi-Asynchronous Federated Learning (SAFL)
will offer the most effective enhancement of training time (lower or reduced training time
or 5% reduction in training time) within the oV compared to Synchronous Federated
Learning (SFL) and Asynchronous Federated Learning (AFL).

Hypothesis 3 (H3): A federated learning (FL) based IDS incorporating the
explainability technique of SHapley Additive exPlanations (SHAP) will offer more
effective (greater than 5% improvement) explainability scores compared to LIME.

Overall, the hypotheses presented above provide clear statements for testing the

effectiveness of various FL IDS approaches and explainability techniques in 1oV networks.
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1.7 Scope of Research

The scope of this research is to develop distributed FL-based IDS models specifically
designed for the loV environment. This praxis explains loV concepts, architecture, and
challenges, emphasizing the great need for FL in decentralized environments to process
loV data while safeguarding users' privacy. Furthermore, the study incorporates XAl
techniques to enhance the transparency and interpretability of our IDS-based FL model
within loV systems. We critically examine the effectiveness and implications of our
developed framework, identify limitations encountered during our research, and highlight

areas where further improvements or refinements may be necessary.

1.8 Research Limitations

The findings of this research provide valuable information; however, researchers must
understand existing limitations that affect the generalization and interpretation of results.
Identified limitations must be fully recognized while solutions need to be developed to
guarantee the strong and practical use of research results in genuine world applications.

e The scarcity of literature specifically focused on IDS based on FL within the

context of loV presents a challenge in our survey of relevant literature.

e Testing with real hardware would be necessary to obtain more concrete values for
each communication protocol. Our research was conducted on Google Colab Pro
using T4 GPU, System RAM (51.0 GB), GPU RAM (15.0 GB), and HP laptop with
64-bit Windows operating system.

e In our experimental study, we utilized the Car-Hacking dataset, which is derived

from data generated by a single vehicle type. (Seo et al., 2018).
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e In our study, each vehicle is bound to a single edge server regardless of distance.
The Car-Hacking dataset omits information regarding edge servers and the physical
position or distance between vehicles.

e Since LIME plots do not offer the overall feature importance across all instances,
this limits its interpretability for broader model behavior analysis. Significance may
be skewed based on partitioned datasets for local clients (vehicles).

e Our research is limited to publicly accessible information on the Car-Hacking
dataset at http://ocslab.hksecurity.net/Datasets/CAN-intrusion-dataset (Seo et al.,

2018).

1.9 Organization of Praxis

Our work is organized into five main chapters. Chapter 1 sets the stage with the
introduction and background to the praxis, providing essential context discussions later in
the praxis. Moving forward, Chapter 2 introduces a comprehensive review of related
studies dealing with Intrusion Detection in oV networks and underlines the imperative for
incorporation of Federated Learning techniques. Chapter 3 explores our proposed
methodology and provides an in-depth description of the selected dataset and various
algorithms deployed to develop our framework. In Chapter 4, we conduct extensive
experiments on five FL algorithms, provide in-depth results, and validate the research
hypotheses. Chapter 5 summarizes our research by engaging in relevant discussions around
the findings and our research contribution, discussing future work, and concluding the

research endeavor.
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Chapter 2 - Literature Review

This chapter presents a summary of existing literature on Federated Learning (FL) in
cybersecurity, with a particular focus on Intrusion Detection Systems (IDS) in distributed
environments such as the Internet of Vehicles (IoV). We explore methodologies for FL-
based IDS, examine various FL communication protocols—Synchronous FL (SFL),
Asynchronous FL (AFL), and Semi-Asynchronous FL (SAFL). Furthermore, we
investigate Explainable Al (XAI) techniques and metrics within FL frameworks.

2.1 Introduction

Research studies show that FL-based IDS offers essential defense capabilities for loV
and Internet of Things (1oT) network security. A decentralized method distinguishes FL-
based IDS from traditional centralized IDS. Vehicle systems train localized Machine
Learning (ML) models independently with their individual data, thus preserving privacy
and eliminating central unit dependence. The decentralized system is crucial to loV
networks as a large number of geographically dispersed devices continuously produce data
requiring instant threat identification (Ajmani et al., 2022). While FL-based IDS has shown
potential, current research primarily addresses privacy concerns by preventing transfer of
raw data. However, there is less emphasis on improving the Accuracy of cyber-attack
detection across different FL communication protocols. Implementing FL for loV faces
issues due to stragglers, model staleness, and communication bottlenecks that reduce
network capacity and user engagement. These shortcomings affect both the Accuracy of
intrusion detection and overall training time, particularly when vehicles operate in

heterogeneous environments (Caldas et al., 2019; Wenbo et al., 2023). This praxis fills this

14



gap by exploring the performance (Accuracy, precision, Recall, F1 score, loss) of different
FL communication protocols in detecting cyber-attacks while concurrently focusing on
improving training efficiency.

By integrating Explainable Al techniques such as SHapley Additive exPlanations
(SHAP) or Local Interpretable Model-agnostic Explanations (LIME), our research ensures
that the decisions made by the model are transparent and understandable to human
operators. SHAP and LIME, as part of Explainable Al (XAl), enhance IDS solutions with
interpretability capabilities. XAl allows interpretation of each feature's contribution to the
model's decision via SHAP and LIME graphs, stimulates transparency of the model's
decisions, and improves understandability for human operators. Additionally, our research

includes open-source XAl metrics to measure how well the model makes decisions.

2.2 Federated Learning for Intrusion Detection Systems in loVs

This research comprehensively reviews the existing literature concerning the
application of FL within IDS in loV contexts, analyzing the various methodologies that
respond to cybersecurity issues.

A multitude of traditional machine learning algorithms have been implemented in
developing IDS, including Support Vector Machine (SVM), Naive Bayes (NB), Random
Forest (RF), Deep Neural Network (DNN), and Recurrent Neural Network (RNN). In this
regard, some effective strategies have been proposed, such as deploying anomaly-based
Network Intrusion Detection Systems (NIDS) to actively monitor and identify anomalies
within loV. Although Deep Learning methods have shown great effectiveness in IDS, most
machine learning (ML) techniques implemented today rely on centralized learning models

where training is performed on a central cloud server. This structure increases
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communication overhead, is computationally intensive, and increases privacy risks (Huang
etal., 2024).

loV networks face challenges with practical deployment of effective IDS solutions due
to various data formats, services, communication protocols, and noise levels. This praxis
addresses the challenge by processing data locally on client and edge devices, and only
sharing model updates instead of raw data. These improvements reduce redundancy, lower
demand for storage, improve data quality, and enhance user privacy.

Wenbo et al. (2023) proposed a hierarchical FL algorithm based on time aggregation,
which demonstrated significant improvements in model convergence and communication
efficiency in edge computing environments. Their approach involves aggregating client
updates at the edge server level to create sub-global models, and aggregated at the cloud
server to produce the final global model. We incorporate hierarchical FL inspired by
Wenbo et al. (2023) and apply FedAvg instead of time aggregation in our solution.

Huang et al. (2024) introduce FED-loV, an FL-based IDS for the loV that addresses
high computational demands and data privacy restrictions across distributed edge devices.
FED-loV employs Convolutional Neural Network (CNN) based image processing and a
lightweight MobileNet-Tiny model to improve efficiency and allow real-time performance
on resource-constrained devices, such as the Raspberry Pi. On the contrary, our research
integrates a three-tier hierarchical federated learning framework where the edge servers
aggregate local models before being sent to the cloud server. The FED-loV framework in
Huang et al.'s (2024) study focuses on high Accuracy and privacy protection. However,
our research studies the impact of FL communication protocols on the performance and

efficiency of various Artificial Neural Network (ANN) FL IDS.
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Anand et al. (2023) and Bhavsar et al. (2024) contribute to the field of intrusion
detection in loT-based vehicular networks by proposing models for classifying and
detecting malicious network traffic. Anand et al.(2023) focus on a two-stage IDS that uses
deep learning models, while Bhavsar et al. (2024) propose a Federated Learning-based IDS
(FL-1DS) for transportation 10T that combines Logistic Regression and CNN. Although
these approaches are beneficial in advancing IDS capabilities, the studied approaches
neglect to evaluate the effects that different FL communication protocols have on overall
system performance in loV networks. Our research distinguishes itself by examining the
impact of different communication protocols on model Accuracy, Recall, F1 Score,
Precision, Loss, Training Time, and Testing Time in an experimental oV setting. Contrary
to the research performed by Anand et al. (2023) and Bhavsar et al. (2024), our praxis
develops customized FL models to improve scalability and reliability in loV environments,
ensuring that the models can handle dynamic data flows while mitigating latency and
privacy issues.

Local training with CFAR-10 occurred on 40 Raspberry Pi devices, following which
Karras et al. (2023) aggregated the models using FedAvg and FedDF along with alternative
aggregation methods. Karras et al. evaluated the effects of communication round client
count and local epoch number on the convergence time of FedAvg. The authors developed
the client-balancing Dirichlet sampling algorithm that includes probability management to
address oversampling issues in 10T networks. Our loV research applies FedAvg
aggregation together with Dirichlet distribution to control the class distribution among
clients while mirroring realistic non-uniform data distributions in federated learning. The

research by Karras et al. and our analysis work together to advance client data distribution
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practices, which target higher model Accuracy and reliability and more effective training.
2.3 Federated Learning Communication Protocols

Federated learning communication protocols are essential for enabling decentralized
training across distributed devices while minimizing communication overhead.
Communication protocols ensure efficiency, security, and scalability when managing
model updates between local vehicles, edge servers, and a central (cloud) server. Model
compression, quantization, and weighted aggregation are crucial for addressing limited
bandwidth, high latency, and dynamic network conditions in the loV. The existing work
on FL protocols is divided into three aspects: synchronous, asynchronous, and semi-

asynchronous methods (Xu et al., 2023).
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Figure 2.1: FL Communication Protocols
Figure 2.1 illustrates a two-tier FL communication protocol where vehicles (clients)
engage with the parameter server in three ways. For the SFL protocol, the server collects

18



all the local updates from the clients before aggregation, which can result in a straggler
challenge due to the heterogeneity in the clients' computation capabilities and availability.
In this protocol, fast clients are forced to wait for slow clients to finish the training before
engaging in the subsequent FL round, thus maintaining idle time. When idle, the fast clients
are not engaging in any computation or processing related to FL. The SFL approach could
result in a prolonged FL training duration and discourage clients from participating in the
collaboration (Xu et al., 2023).

On the contrary, the asynchronous protocols do not wait for any client, as they are free
to update the global model as soon as they finish their training. Although this method
should be faster than the synchronous method, fast clients can dominate the aggregation
for the global model, resulting in a biased model generated solely by fast clients.
Furthermore, the arrival of an outdated local model update from a slow client can result in
global model divergence, as stale gradients are difficult to control. Therefore, the semi-
asynchronous protocol merges the two previous methods, requiring all or a portion of
clients to synchronize based on certain events (Xu et al., 2023).

Research by Li et al. (2023) highlights how communication delays and data
heterogeneity in 1oV systems can significantly impact model convergence times, leading
to inefficiencies in real-time detection. Although researchers emphasize the potential of FL
in securing loV systems while keeping data privacy in place, there is a lack of
comprehensive analysis of how FL communication protocols impact both model Accuracy
(performance) and training efficiency. Our research addresses this gap by systematically
comparing the performance of FL communication protocols in dynamic experimental oV

networks. In the following sections, we will present the application of federated learning
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communication protocols and IDS in loV
2.3.1 Synchronous FL (SFL)

The parameter server aggregates local models from all clients during full participation
in synchronous FL. System performance and scalability delays occur due to client mobility,
power loss, or weak connections (Ma et al., 2021). Researchers are focusing on applying
SFL to enhance IDS functionality in the Internet of Things (1oT) and loV environments.
Fed-ANIDS represents an anomaly-based network IDS developed by Idrissi et al. (2023),
which utilizes an autoencoder-trained SFL framework across multiple clients using normal
data. The server performs aggregation by a weighted average, yielding an effective global
model for anomaly detection. This method strengthens the core ability to preserve data
privacy, a primary concern in loV and IoT networks.

Zhao et al. (2022) applied the semi-supervised FL method (SSFL) for loT networks.
The approach combined knowledge distillation with CNN-based deep feature extraction
and discriminator use for quality label enhancement, non-11D data problem solution, and
lower communication requirements. The approach by Zhao et al. (2022) also acknowledges
major features first to enhance training speed. Using a weighted loss function, the study
addresses imbalanced data distribution patterns at the client endpoints. Through SFL-based
aggregation, the system enables better global model performance by exploiting data
distributions maintained at each client device even when the data lacks balanced
distribution (Zhao et al., 2022).

All the above experiments are based on synchronous communication in the FL
framework, meaning global model updates are conducted after all participating clients have

completed their local training. Synchronous FL ensures that the model converges better
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across different environments, however, delayed computations due to slower clients or
devices (straggler effect) is an inherent problem (Ma et al., 2021).
2.3.2 Asynchronous FL (AFL)

Recent studies investigate the use of Asynchronous Federated Learning (AFL) to
improve the detection ability of IDS in both loV and the Industrial Internet of Things
(l1oT). Chen et al. (2020) presented an asynchronous online federated learning framework
known as ASO-Fed, which allows the central model to update without the need for all
clients to complete their local training. It enhances computational efficiency as the server
aggregates parameters once it receives updates from individual clients. Both ASO-Fed and
our proposed AFL1 (Continuous Model Update) solution are asynchronous FL approaches
involving continuous model update by the server upon receiving the local model. A key
differentiator is that AFL1 implements FedAvg at both the edge and cloud levels, allowing
for more structured aggregation. Our AFL1 algorithm follows a three-tier FL architecture
whereas ASO-Fed embodies a flat architecture where clients communicate directly with
the cloud server. ASO-Fed and our AFL1 are similarly optimized for non-1ID data
distribution.

Islam and Islam (2023) presented the Disparity-Aware Federated Learning (DAFL)
approach for FL systems when dealing with non-11D and data imbalance problems. The
server utilizes a clustering algorithm that controls classification according to client
imbalance vectors. Clients under the asynchronous protocol can update their models
independently before sending the updated class weight parameters to the central server
during each communication round. By adding these advanced loss functions to IDS

systems, DAFL is tailored for networks that have more prominent data imbalance and non-
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11D distribution issues. Our AFL2 IDS solution incorporates federated dropout and model
version control to improve training efficiency and resource usage.

Safavat and Rawat (2023) developed the FedBuff framework, which provides buffered
asynchronous aggregation to improve the field. This end-to-end system boosts vehicular
cyber-physical systems security and scalability through combined decentralized training
processes with secure aggregation approaches. FedBuff operates with a threat model that
delivers both efficient model updates and privacy protection. FedBuff's architecture
produces a resilient framework for anomaly detection in loV networks by extracting
beneficial elements from both synchronous and asynchronous FL methods. AFL allows
IDS development to address data imbalance problems and compute efficiently while
keeping data confidential. The proposed approaches rely mainly on asynchronous updates
to contribute to real-time threat detection in loV systems' changing environments (Safavat
& Rawat, 2023).

Xie et al. (2019) present an asynchronous federated optimization algorithm to achieve
convergence across non-convex functions with a limited set. The asynchronous update
mechanism in their approach acted as an error correction system; however, this mechanism
experienced significant effects on IDS Accuracy during network flux. Xie et al.'s
architecture supports heterogeneous devices since server and worker communication
occurs without blocking to perform updates without synchronization requirements (Xie et
al., 2019).

Federated dropout has emerged as a critical technique to address some of the key
challenges in scaling federated learning models, particularly in scenarios where

computational and communication resources are constrained. Dropout is a regularization
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technique designed to prevent overfitting in deep neural networks by randomly
deactivating neurons and their connections during training. Srivastava et al. (2014)
employed a dropout method by randomly dropping units during training. This approach
improves model performance and minimizes communication overhead by exchanging
smaller sub-models between clients and the server. Wen et al. (2022) proposed Federated
Dropout (FedDrop), a technique designed to address the communication and computation
bottlenecks in FL for resource-constrained devices. FedDrop randomly prunes model
parameters and assigns devices to subnets based on their available resources. This method
outperforms traditional FL methods in cases of overfitting while significantly reducing the
computational load (Wen et al., 2022). Feng et al. (2023) proposed Federated Learning
with Differential Parameter Dropout (FedDD), which introduces differential dropout rates
to further optimize model performance based on the heterogeneity of the network. FedDD
aims to minimize communication delays caused by straggler clients. Caldas et al. (2019)
employed Federated Dropout, a technique inspired by the dropout method, to minimize
communication overhead by exchanging smaller sub-models between clients and the
server. Chen et al. (2023) proposed AsyncDrop, an asynchronous framework that leverages
dropout regularization to handle device heterogeneity, improving performance while
reducing communication costs.

Our AFL2 algorithm is inspired by dropout, a regularization method used to prevent
overfitting in deep neural networks (DNNs), and the above-mentioned techniques. We
combine federated dropout with model version control to optimize asynchronous
communication protocol and improve model convergence without sacrificing detection

Accuracy. In our AFL2 solution, trained vehicles are reset when the number of eligible
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vehicles falls below a specified staleness threshold. Moreover, we utilize the staleness
dropout percentage to randomly select vehicles for local training participation, thereby
reducing overfitting and ensuring variety in vehicle participation.

Introduced as Adaptive Federated Dropout by Bouacida et al. (2021), the method
preserves model quality and significantly reduces the communication load by selective
training of a subset of the global model's parameters during each FL round. This approach
reduces bandwidth issues and resolves challenges with straggling mobile devices by
integrating compression techniques and dropping a subset of model parameters. Our AFL2
algorithm incorporates a random selection process to choose a new subset of vehicles based
on a dropout percentage.

In our research, we propose an AFL IDS algorithm that incorporates Model Version
Control with Federated Dropout to reduce model staleness during training and improve
communication overhead and model performance within loV.

2.3.3 Semi-Asynchronous FL (SAFL)

The recent advancements in SAFL have managed to overcome the challenges of
collaborative training for IDS while maintaining privacy and efficiency across different
environments. Zhai et al. (2023) introduced FedS3A, a federated learning solution for
anomaly detection in 10T networks that mitigates the straggler effect by balancing
supervised and unsupervised learning and reducing the impact of stale models on the global
model. Although FedS3A allows flexible client participation, our semi-asynchronous
algorithm (SAFL2) allows participation of all clients; however, it utilizes a staleness
threshold to prevent incorporation of stale models while ensuring synchronization of the

global model. FedS3A also incorporates a gradient compression technique to reduce the
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costs of communication by sending sparse gradients representing differences in previous
and current model updates. It allows flexible participation of the clients in training rounds,
so that global aggregation can be done once a fraction of local updates is received by the
clients. Although both methods address the challenges of non-11D data and stale models,
our approach adds a layer of control via version management at the edge servers, making
it more robust for time-sensitive oV environments. The version control in our semi-
asynchronous algorithm (SAFL2) manages and tracks different versions of the local
models, sub-global models at the edge servers, and the global model at the cloud server
throughout the training process. Each client maintains a versioned local model, which is
updated during local training and synchronized with its assigned edge server. The edge
servers receive and aggregate local updates from assigned clients. Additionally, the edge
servers ensure that the sub-global model is generated with the latest applicable version.
Version control is applied by the cloud server to ensure continuous update of the global
model with the most recent sub-global models while discarding stale versions. These
actions maintain synchronization and consistency across the 1oV network. While FedS3A
reduces communication costs through gradient compression, latency issues may surface in
highly heterogeneous loV networks where client participation varies significantly (Zhai et
al., 2023). Furthermore, FedS3A focuses on anomaly detection in general 10T networks,
while our research is more specific to the highly dynamic and safety-critical loV
environment.

Zhang et al. (2023) proposed FedMDS, a model discrepancy-aware semi-asynchronous
clustered federated learning, which improves federated learning efficiency by reducing

model staleness. Their framework incorporates synchronous and asynchronous
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communication methodologies through a clustered process based on delays in updating and
directing the clients and imposing model staleness limitations. FedMDS enables the clients
to update independently while ensuring model quality by a synchronization trigger
mechanism. On every communication round, the selected clients update their group model
and share the respective updates with the central server. FedMDS and SAFL2 algorithm
apply different approaches to address client heterogeneity and stragglers in FL. FedMDS
groups clients based on model discrepancies. Within each cluster, clients update
asynchronously until a synchronization point is reached, reducing idle time, improving
aggregation efficiency and minimizing the impact of stragglers (Zhang et al., 2023).
However, FedMDS introduces complexity due to the requirement for accurately measuring
model discrepancies during clustering. Although SAFL2 uses the edge layer and does not
require clustering, SAFL2 can exclude updates from slower clients. While FedMDS
optimizes training efficiency through dynamic clustering, SAFL2 prioritizes model
reliability by enforcing version control and filtering out outdated updates. Zhang et al.’s
(2023) FedMDS framework enhances model performance whereas SAFL2 provides a
practical asynchronization IDS solution for loV.

Wu et al. (2021) proposed the Semi-Asynchronous Federated Averaging (SAFA)
protocol to overcome challenges in federated optimization, including underutilization of
the clients and inefficiency in client progress. SAFA uses a quota-based approach to select
clients after local training by including clients that were missed from previous rounds hence
prioritizing fairness. Ma et al. (2021) and our research both address the challenges of
stragglers and staleness by implementing a semi-asynchronous FL mechanism to improve

training efficiency in edge computing. While FedSA by Ma et al. is designed for
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heterogeneous edge computing in the 10T, our research applies semi-asynchronous FL to
the loV for IDS. Moreover, FedSA focuses on optimizing the number of participating
workers in each round to minimize training time given a communication budget. In our
research, we integrate semi-asynchronous FL into an IDS framework, ensuring that model
synchronization is controlled based on versioning rather than a predefined worker count.

Fan et al. (2024) proposed a semi-asynchronous federated learning algorithm (SAFI)
comprised of a new clustering method that leverages synchronous FL for clustering and
asynchronous FL for training targeted at improving training speed of heterogeneous loT
devices. In their three-tier architecture, edge devices are grouped into clusters based on
processing power, and coordinators manage synchronization within clusters while
asynchronously updating the cloud server. Although we employ the edge computing layer
in our architectural design, SAFL2 operates without explicit clustering. SAFL2
accommodates stragglers through a staleness threshold and model version control. By
allowing slower clients to participate asynchronously at the cloud level, SAFI may be more
efficient at handling stragglers. However, SAFI's dependence on central cluster
coordinators may introduce potential single points of failure. SAFL2 distributes updates
more evenly across edge servers without central coordinators. Furthermore, SAFI's
clustering approach is more computationally complex, requiring additional logic for cluster
selection and management. SAFI lacks intrusion detection which is integral to the SAFL2
algorithm. In SAFL2, edge servers function as a control system, which enables efficient,
and timely system updates crucial for proper intrusion detection system operation.

The GitFL framework (Hu et al., 2022) presents an asynchronous FL solution based on

version control concepts to handle straggler problems in 10T settings. Both GitFL and
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SAFL2 incorporate version control in asynchronous FL to minimize staleness and manage
model updates. With GitFL, local models act as branches and periodically merge into the
global model while SAFL2 filters outdated updates via periodic synchronization with a
staleness threshold. Since GitFL employs a reinforcement learning (RL)-based device
selection methodology, clients are selected for training based on computational power and
network conditions. In contrast, SAFL2 does not explicitly select clients but relies on
model version control for updates. Additionally, GitFL focuses on Artificial Intelligence
of Things (AloT) applications rather than intrusion detection. However, integrating GitFL's
adaptive client selection with SAFL2's synchronization and staleness threshold could
enhance both training speed and detection Accuracy in loV-based IDS. The method
demonstrated effectiveness for Artificial Intelligence of Things (AloT) yet produces
dissimilar results to the hierarchical aggregation method in our algorithms because of its
flat structure in device management for heterogeneity (Hu et al., 2022).

Liang et al. (2022) developed Semi-SynFed as a federated learning protocol for loV
systems that employs a dynamic client selection process to filter out low-quality or slow
clients. Semi-SynFed dynamically adjusts the server's maximum waiting time allowing the
majority of clients to complete their updates within two rounds. By using semi-
synchronous gradient aggregation, Semi-SynFed enhances model convergence speed while
balancing asynchrony and efficiency. In contrast, SAFL2 controls staleness passively
through versioning and synchronization intervals rather than active client selection. Semi-
SynFed is more applicable for general FL applications in oV with variation and scarcity
of computational resources (Liang et al., 2022). In comparison, SAFL2 is designed for

timely and accurate intrusion detection in loV. While Semi-SynFed optimizes resource use
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and training speed, SAFL2 combines intrusion detection with model reliability and
resilience against stale updates.

Ihekoronye et al. (2024) proposed ASR-Fed, a secure drone network framework that
uses straggler-resilient aggregation to solve stragglers and heterogeneity challenges while
allowing partial participation without waiting for all clients. Their work focuses on
enhancing performance in flexible deployment environments that mirror the conditions of
the loV network which features mixed device capabilities and communication speed
variations. The research demonstrates how adaptive training techniques create dependable
global modeling processes to achieve adaptive client managing strategies. ASR-Fed
focuses on optimizing performance in dynamic and resource-constrained environments that
can be applicable to loV scenarios where devices have varying computational power and
communication latency. lhekoronye et al. (2024) studied FL model efficiency and
performance within secured drone networks whereas our research merges IDS and FL
model efficiency within the 10V.

In this praxis, our proposed semi-asynchronous algorithm, SAFL2, performs
synchronization with model version control aims to reduce the straggler effect, model
staleness, and communication overhead while ensuring robust intrusion detection.

2.4 1oV Security and Privacy

Xu et al. (2022) employed homomorphic encryption for privacy-preserving distributed
training of edge servers in the loV settings. Their approach allows secure ES-cloud
collaboration without leaking any private data by using FL for exchanging model gradients
in a completely secure manner to prevent data leakage during the training process. While

Xu et al. address security primarily through homomaorphic encryption, our research seeks
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to balance privacy with improvements in detection Accuracy, training time, and scalability
by leveraging communication protocols that adapt to the dynamic conditions of loV.
Additionally, our study incorporates explainability techniques, such as SHAP and LIME,
to enhance model interpretability, an aspect not covered in Xu et al.'s work.

Aliyu et al. (2021, 2022) discuss block chain-based FL models for security in the
vehicle's in-network setup but focus more on the detection of adversarial attacks rather than
improving the training efficiency or managing different FL communication protocols. Liu
et al. (2021) proposed an integration of blockchain with FL in vehicular edge computing
by imposing a trust-based incentive mechanism. Although their research successfully
safeguards model parameters and enhances participation, Liu et al. does not evaluate
communication protocols for improved intrusion detection. Our research does not include
blockchain security however this can be examined during future work.

The research by Abdel-Basset et al. (2021), Aliyu et al. (2021, 2022), and Liu et al.
(2021) explores the integration of blockchain technologies with FL to enhance security and
trust within IDS for the loV. While these methods increase data integrity and model
robustness against adversarial attacks, the added computational overhead from blockchain
makes these approaches less suitable for real-time loV environments. In contrast, the focus
of our research is on optimizing FL communication protocols to improve training
efficiency and detection performance.

In a revealing approach toward improving privacy-preserving systems, Byun et al.
(2024) presented a Secure Aggregation Protocol in federation learning that depends on
Public Key Infrastructure for authentication. The protocol also uses privacy preservation

techniques by using group share key pairs to ensure secure communication between clients
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and a server. It has the merit of effectively responding to challenges because it uses real-
time FL for multiple vehicles and is fitted with the ability to handle adversarial attacks
(Byun et al., 2024). Secure aggregation, encryption or blockchain are not included in this
praxis. Future work can expand on these concepts to enhance security.

2.5 Explainable Al (XAl)

Explainability builds trust and facilitates the adoption of Al-driven security systems,
particularly in dynamic loV networks. While FL enhances privacy by ensuring that raw
data remains localized on client devices, the increasing need for model transparency
introduces new challenges, particularly when dealing with sensitive data.

The black-box nature of deep learning (DL) algorithms, when used for the NIDS tasks,
coupled with the lack of explainability, limits the reliability of security alerts predicted in
loV for cybersecurity professionals (Cao et al., 2022). If an autonomous vehicle
misclassifies a Denial of Service (DoS) attack as Benign, this undermines the reliability
and credibility of IDS. Therefore, it is imperative that IDS models be interpretable enabling
cybersecurity experts to effectively debug, interpret, and mitigate or prevent upcoming
attacks.

The degree to which a human can comprehend the model's decisions is considered
model interpretability (Neupane et al., 2022). Intrusion detection is a critical domain
particularly for loV where a successful attack resulting from an obscure decision by the
IDS could cause catastrophic consequences (Mane & Rao, 2021). There are three essential
criteria for an XAl module. The first criteria is interpretability involving explanations that
provide qualitative measures of input variables and the prediction. Second, an XAl module

should incorporate local and global fidelity. The explanation must be faithful and capture
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how the model behaves regardless of the input variables, providing insights into both the
local and global aspects of the model. Finally, the method must be model-agnostic by
treating any received model as a black box and providing the necessary information
regardless of the model's architecture or nature (Neupane et al., 2022).

Local Interpretable Model-Agnostic Explanations (LIME) is a method that explains
that approximates machine learning (ML) and Deep Learning (DL) classifiers with a local,
interpretable model to explain each individual prediction (Ribeiro et al., 2016). LIME
consists of finding the best model g among a set of simple models G, such as linear models
or decision trees, which can provide optimal visual or textual artifacts to the user. The
method fits a set of surrogate models g € G for each data point locally by using sampled
data points around the input data point to better capture the local behavior of the model
WR. More precisely, the explanation for a data point x is the model g that minimizes the
locality-aware loss L(WR&, g,11,) measuring how unfaithful g approximates W7 in its

vicinity I1,, while keeping the model complexity denoted low (Ribeiro et al., 2016).

argming L(f, g Il,) + 2(g) 1)

Unfortunately, LIME experiences a tradeoff between model fidelity and complexity. In
addition, the method requires a set of simple models G that neither of them can potentially
provide the explanation of the complex model W (Ribeiro et al., 2016). Moreover, we
note that the local aspect of LIME requires generating a set of sampled data points that are
close or neighbors to the original data point x. To our knowledge, the optimal distance has

not been discussed based on our literature review (Ribeiro et al., 2016).
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SHapley Additive exPlanations (SHAP) objective is to explain the prediction of data
point x by computing the contribution of each feature x to the prediction using Shapley
values. SHAP utilizes mathematical expressions based on game theory. Each feature value
x; is assumed to be in a competition and the reward is the prediction. Shapley values aim
to provide a fair distribution of the reward among the feature values, as they were
developed to measure the marginal contributions of all factors that could affect a prize in a
competition. They determine the contribution of each factor to winning the prize by
considering the order of all factors in group permutations in the context of an ongoing
competition (Lundberg & Lee, 2017; Pawlicki et al., 2024).

In the context of model explainability, for the generated FL model WRand the B
features of each instance in the dataset, the Shapley values ¢; of the instance x are

calculated as follows:

|F|!(B—|F|-1)!
B!

bi = Xrep\(i} WEFU{i) — WEE)) )
where |F| represents any subset of features excluding the i-th feature (Lundberg & Lee,
2017). It is worth noting that the calculation of the SHAP value is computationally
challenging. In our experiments, the cloud server executes the XAl module as it generally
possesses enough computational power. The contribution of each feature to the prediction
is the focus of SHAP whereas the importance of each feature to the prediction is the focus
of LIME (Lundberg & Lee, 2017).

IDS utilizes traditional Deep Learning models that suffer from a lack of transparency.
However, recent advances in XAl offer promising solutions to this issue. Lundberg and

Lee (2017) demonstrate that XAl techniques like SHAP and LIME can provide clear

insights into how models arrive at specific decisions, thus making Al systems more
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interpretable for cybersecurity professionals. We integrate SHAP and LIME into the FL
process to offer real-time, interpretable explanations of detected intrusions. This approach
enhances transparency and allows for easier identification of false positives and system
misclassifications. By incorporating XAl into the FL framework, our research bridges the
gap identified in works like Liu et al. (2021), where the lack of explainability remains a
barrier to the broader adoption of FL-based IDS in practical loV environments.
Interpretability is considered the degree to which humans can understand the model's
decisions. Interpretability represents clarity, broadness, and parsimony, with clear, relevant
and concise explanations in machine learning. Completeness ensures the model adequately
predicts any input with explanations that capture the model's decision-making ability. Rule
depth in decision trees or the number of non-zero weights in linear models are frequently
utilized for model complexity (Pawlicki et al., 2024). Fairness prevents bias and ensures
that explanations are also reliable across different demographic groups. With
Monotonicity, an increase in a numerical attribute should consistently affect predictions in
one direction. Parsimony focuses on concise and compelling explanations that enhance
transparency. Stability (equivalent to Robustness) ensures that model performance remains
stable despite minor parameters or input data fluctuations. The Quantus framework
emphasizes the stability of explanations under slight input modifications. Soundness is a
property tied to fidelity, ensuring explanations accurately reflect the model's decision-
making process. Our research includes XAl metrics of Complexity, Effective Complexity,
and Sparseness from Quantus open-source libraries (Hedstrom et al., 2023; Pawlicki et al.,
2024). The Quantus toolkit provides a comprehensive framework for evaluating neural

network explanations, ensuring responsible Al model interpretation and assessment
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(Quantus - Understandable Machine Intelligence Lab, n.da.).

Prediction-Grounded Importance (PGI) and Prediction-Grounded Unimportance
(PGU) are faithfulness metrics by OpenXAl that assess how well explanations align with
model predictions. PGI assesses the impact on predictions when perturbing important
features, with higher values indicating greater faithfulness. In contrast, PGU examines the
impact of unimportant features on prediction. With PGI, perturbing a truly important
feature should significantly impact the prediction. With PGU, perturbing a truly
unimportant feature should have little impact on the model's prediction (Agarwal et al.,
2024; Pawlicki, et al., 2024). In our research, we include XAl metrics of Prediction-
Grounded Unimportance (PGU) and Prediction-Grounded Importance (PGI) from
OpenXAl libraries. OpenXAl provides a framework for evaluating model explanations in
a transparent manner (AlI4LIFE-GROUP, n.d.).

Oseni et al. (2023) developed an explainable deep learning convolutional neural
networks (CNN) network intrusion detection framework that utilized the Deep SHAP
algorithm to provide local and global model prediction explanations on the ToN_loT
dataset. In our research, we compare both SHAP and LIME explainability methods using
open source XAl metrics across five ANN-based federated learning IDS models. Oseni et
al. (2023) trained 1D CNN models on binary and multi-class classifications, whereas we
trained our FL-based models on binary classification in our FL-based training.

Current research on DNN explainability primarily focuses on centralized learning
approaches whereas FL-based IDS explainability has garnered minimal attention. This gap
in research underscores the need for further investigation into how XAl principles can be

applied within FL-based security solutions to enhance transparency, interpretability, and
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trustworthiness. Therefore, we aim to investigate collaborative learning techniques for
developing IDS for loV without disclosing private information while upholding an
acceptable level of IDS decision-making explainability. Our praxis proposes a novel
approach that combines FL with XAl in an IDS for the loV.
2.6 Conclusion

The current body of research has introduced a variety of methods and techniques that
address key challenges in the development of IDS within loV or l1oT. Many of these
approaches tend to focus on isolated components, often lacking a cohesive integration of
their strengths. Real-time adaptability receives inadequate emphasis as a fundamental part
of reducing gaps in security measures. The inability of numerous existing models to evolve
into updated versions to tackle new threats exposes their technical systems to complex
cyber-attacks. Multiple studies face challenges because they lack established
benchmarking systems which hinders the ability to assess different Intrusion Detection
System (IDS) solutions accurately. Data security models often ignore critical relationships
between Accuracy performance and false positive detection along with interpretability
which produces systems with theoretical benefits that prove difficult to apply in real-world
security scenarios. Research shows an insufficient focus on how XAl assists users in
understanding IDS outputs while building trust together with regulations and stakeholders
for compliance purposes. Successful development of adaptable and effective user-friendly
IDS depends on resolving present implementation gaps in the field.

This research aims to explore methodologically integrated approaches that will produce
an innovative IDS system based on FL designed explicitly for the loV. Analyzing method

integration techniques will help us extract maximum benefits from individual approaches

36



for solving loV security issues. Our research explores interconnecting methodologies for
framework development, resulting in an integrated system that performs precise detection
operations while upholding security protocols for privacy protection and interpretability.
Our combination of research findings creates an advanced framework to boost IDS
resilience and design characteristics, along with efficient training periods and
straightforward model interpretation. Our framework emphasizes model explainability
because it seeks to make IDS decision-making processes transparent and easily
understandable. Our approach tackles black-box model issues, allowing users and system
operators to make enlightened security decisions for incident responses. Our research
targets the deficiencies detected in modern literature while developing security solutions
that effectively detect intrusions while enhancing training speed and operational readiness.
This comprehensive strategy increases security protection as it establishes foundations for
forthcoming research about integrating Al technologies into practical loV implementations

during the quickly evolving automotive industry.
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Chapter 3 — Methodology

3.1 Introduction

In this chapter, we start by providing a general overview of our Internet of Vehicles
(loV) environment and highlighting the need for each component. Then, we describe in
detail the different components of our methodology, including the selected dataset and the
various interactions between them. Finally, we present the overall workflow of our
methodology.

Our loV environment comprising multiple edge servers are considered as an
intermediate component responsible for orchestrating the information exchange between
the vehicles and a central server. The central server consists of a powerful cloud server
responsible for model aggregation and other related processing tasks associated with
federated learning (FL). For a more realistic scenario, our vehicles are characterized by two
main components related to heterogeneity. First, there is heterogeneous computation
power, where each vehicle can behave uniquely and possess different levels of
computational power, which is a critical aspect for the development of any FL model.

Additionally, vehicles can have different heterogeneous data sources resulting from
varying uses by drivers. This leads to different data volumes and distributions among the
vehicles. Each available vehicle will be randomly connected to an edge server to exchange
various information related to FL. We selected this assignment criterion to better ensure
communication efficiency and avoid latency. For the rest of this praxis, we refer to vehicles
as clients interchangeably. To tackle the intricacies presented by the heterogeneity of

clients and their distributed nature while preserving privacy, we divide our work into three
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main components: Local Training, Communication Protocol, and Explainable Al (XAl).
We note that local training and communication are highly interdependent. Figure 3.1
illustrates that (1) Each vehicle conducts its local training based on the rules of the
communication protocol, that is used to send the updated local models to the assigned edge
server; (2) Each edge server aggregates all received local models using FedAvg method
and generates its sub-global model. Each edge server forwards its respective sub-global
model to the cloud server; (3) The cloud server aggregates all received sub-global models
using FedAvg method and generates the global model; (4) After the final global model is
generated, the XAl function generates SHAP and LIME explanations (graphs) and the XAl

metrics.
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Figure 3.1: System Environment

39



3.2 Datasets

In the context of loV, the Car-Hacking dataset (Seo et al., 2018), was developed to
assess the security level of connected vehicles and automotive networks. It comprises
network traffic data captured from actual automotive systems, emphasizing diverse
communication protocols and interactions within a vehicle’s network. It aims to provide a
baseline especially for the advancement of intrusion detection systems capable of
identifying and countering attacks aimed at connected vehicles (Seo et al., 2018).

The Car-Hacking datasets include normal and attack datasets [fuzzy attack, Denial of
Service (DoS) attack, spoofing the RPM gauge and spoofing the drive gear]. To compile
the dataset, malicious injection attacks were conducted on a real vehicle (Hyundai YF
Sonata) while logging CAN traffic via the On-board diagnostics (OBD-I1) port. 30 to 40
minutes of the CAN traffic are contained in each dataset, and each intrusion was performed
for 3 to 5 seconds to capture CAN bus traffic. The researchers connected to the CAN bus
by plugging a Y-cable into the OBD-II port located under the steering wheel of the Hyundai
YF Sonata. The experiment was conducted using a Raspberry Pi3 connected to the CAN
bus. Using Wi-Fi, a laptop computer was connected to the Raspberry Pi3 (Seo et al.,
2018).

3.3 Dataset Description

The data attributes are Timestamp, CAN ID, DLC, DATA[0], DATA[1], DATAJ[2],

DATA[3], DATA[4], DATA[5], DATA[6], DATA[7] and Flag. Table 3.1 highlights the

content of the data.
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Table 3.1: Car-Hacking Dataset content description (Seo et al., 2018)

Timestamp | recorded time (s)
CAN ID identifier of CAN message in HEX (ex. 043f)
DLC number of data bytes, from 0 to 8
DATA [0~7] | data value (byte)
Flag T or R, T represents injected message while R represents normal
message

3.3.1 Feature Analysis
Feature analysis is an important step in identifying important features in the dataset. As

this is not a time-series dataset, we removed the "Timestamp" feature from the dataset.

XGBoost Feature Importance
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Figure 3.2: XGBoost Feature Importance

According to the XGBoost feature importance plot (Figure 3.2), DATA 6 is the most
significant feature followed by DATA_5 and DATA 1 indicating their influential role in

distinguishing normal from attack messages. In Table 3.2, the mutual information score for
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CAN ID indicates a weak dependency on the Flag. DLC’s mutual information score of
0.000 means there is no information gain, suggesting it is not useful for classification. The
correlation results indicate that CAN_ID (Decimal) has little to no relationship with the
Flag variable based on its low Pearson (0.0967) and Spearman (0.0421) correlations. This
is a key indicator that CAN_ID does not contribute meaningful predictive value. In
contrast, DLC shows a moderate negative correlation with Flag (Pearson: -0.4505,
Spearman: -0.2542).

Table 3.2: Mutual Information score, Pearson and Spearman Correlation -
CAN_ID vs Flag, DLC vs Flag

CAN_ID vs Flag DLC vs Flag
Mutual Information Score 0.2781 0.000
Pearson Correlation 0.0967 -0.4505
Spearman Correlation 0.0421 -0.2542

Table 3.3 shows a high decision tree Accuracy after removing CAN_ID and DLC
which provide mostly metadata. Achieving 100% Accuracy with CAN_ID on the Decision
Tree model indicates that the model is overfitting, as it may memorize CAN_ID rather than
generalize patterns. Without the CAN ID, the Decision Tree Accuracy drops slightly to
96.62% noting that the model still performs well without it. Feature analysis leverages
these distinctions for accurate intrusion detection in loV environments.

Table 3.3: Decision Tree Accuracy with and without CAN_ID

With CAN_ID Without CAN ID
Decision Tree Accuracy 1.0000 0.9662

We decided to drop the CAN_ID after reviewing the XGBoost feature importance
(Figure 3.2), Mutual Information score, Pearson and Spearman Correlation (Table 3.2), and
Decision tree Accuracy with and without CAN_ID (Table 3.3). As noted in tables 3.2 and

3.3, the model performs well without the CAN_ID. DLC was dropped because it has a
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constant value (8) across all instances.

3.3.2 Exploratory Data Analysis and Feature Analysis

Exploratory Data Analysis (EDA) is an essential step to understand the dataset's
structure, detect anomalies, and identify important features. We gain insights into data
distributions, variability, and relationships between features through statistical summaries
and visualizations, which are crucial for building an effective FL-based IDS. We performed
numerous statistical analyses on the data and features to facilitate understanding the
differences between data distributions for our FL 1DS.

Table 3.4 presents the statistical summary of the dataset’s DATA 0 to DATA 7
features, showing key metrics such as count, mean, standard deviation, minimum,
maximum, and quartiles. This analysis highlights the variability and range of each feature,
providing essential insights for model training and anomaly detection in the loV

environment.

Table 3.4: Car-Hacking Dataset Statistics

DATA_B DATA_1 DATA_2 DATA_3 DATA_4 DATA_5 DATA_6 DATA_7
count 946229.000000 946229.000000 946229.000000 946229.000000 946229.000000 945229.000000 946220.00000 046229.000000
mean  103.065977  107.826187 88792148 114861190 113837696 118769056 8261098 104683378
std 85.870407 67.547672 79.517203 93.886193 86.225950 66.916423 78.95548 76.967611

min 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.00000 0.000000

25% 23.000000 47.000000 14.000000 27.000000 34.000000 61.000000 10.00000 35.000000

0% 83.000000 123.000000 73.000000 95.000000 101.000000 127.000000 64.00000 101.000000

75% 182.000000 143.000000 152.000000 208.000000 192.000000 159.000000 143.00000 167.000000

max 255.000000 255.000000 255.000000 255.000000 255.000000 255.000000 255.00000 255.000000

In Table 3.4, column (DATA 0 to DATA_7) has 977,813 entries with no missing

values in the dataset for these features. The mean values for the features range between

43



79.94 (DATA _6) and 114.93 (DATA _5). This suggests that the data is centered around
different values for each byte, indicating variations in distributions. The standard
deviations range from 69.09 (DATA _5) to 94.31 (DATA _3), showing moderate variability
in all features. DATA _3 has the highest variability, while DATA 5 is the most consistent
among all bytes. All features have a minimum value of 0, which is likely due to the nature
of the data being represented as bytes. All features have a maximum value of 255, which
aligns with the range of byte values (0-255). This consistency is expected as these are
numerical representations of byte values. Most features show a wide spread of values, as
indicated by the standard deviation and the range between quartiles. The differences
between the quartiles suggest that the data may be skewed, particularly with lower values
dominating the range. Some bytes (e.g., DATA_3, DATA 4) have higher variability

compared to others (e.g., DATA_5).
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Figure 3.3: Univariate Analysis
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The Univariate Analysis (Figure 3.3) highlights key patterns in the dataset showing
distribution of byte values (0-255) across DATA _[0to 7]. DATA_6 is the most significant
feature with most values concentrated near 0 in a strong left distribution. DATA 0,
DATA_2 also have more values concentrated near zero compared to the other features
inferring that these bytes frequently carry low-value data in normal messages. These
features may be useful in identifying anomalies as attack messages may introduce variance.
DATA 4, DATA 7, and DATA_0 have broader distributions, indicating lower predictive
power. DATA 1 and DATA 5 can help distinguish normal from attack messages due to

multimodal distributions.

Box plot for each feature to identify ocutliers
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Figure 3.4: Box plot for each feature to identify outliers
Figure 3.4 presents box plots for each feature (DATA 0 to DATA_7) to visualize data

distribution and identify potential outliers.
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Box Plot: DATA_O vs Flag Box Plot: DATA_1 vs Flag
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Figure 3.5: Data_0 to 7 vs Flag.

Figure 3.5 presents box plots for each feature, comparing their distributions across two
classes labeled as R (normal) and T (attack) based on the Flag attribute. Each box plot
represents the range of values for each byte in the CAN traffic data, with the central box
indicating the interquartile range (IQR) where the middle 50% of the data points lie, and
the whiskers extending to the minimum and maximum values within 1.5 times the 1QR.
Most box plots appear relatively symmetric, indicating that the data for each byte is evenly
distributed around the median. However, slight right skewness is observed in DATA 2 and
DATA_6, where the longer whiskers on the right side could be attributed to certain attack
patterns in the dataset. Certain abnormal CAN messages may contain unusually high byte
values, potentially representing malicious data injected during attacks.

The medians for all bytes are clustered around the 100-150 range, suggesting that the
central tendency of the data remains consistent across all features. This indicates that the
typical byte values within the dataset, whether from normal or attack instances, are fairly
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similar. The IQRs are relatively consistent across all features, highlighting that the spread
of the middle 50% of the data is similar for each byte. This consistency is crucial for
training machine learning models, as it ensures that no single feature dominates the
variability within the dataset.

None of the box plots reflects significant outliers. Since the dataset represents CAN
bus traffic, the absence of extreme values is likely due to the structured nature of CAN
messages, where each byte is expected to fall within a predefined range. This structured
data format reduces the likelihood of extreme values, even during attacks, since injected
messages still adhere to the CAN protocol format. The box plots effectively illustrate that
the dataset is well-structured, with consistent data ranges and minimal anomalies, making
it suitable for training federated learning-based intrusion detection systems without the
need for extensive data cleaning or outlier removal.

Figure 3.6: Data Distribution by Flag (Normal vs Attack) in Appendix A presents the
distribution of byte values (DATA 0 to DATA 7) across normal (R) and attack (T) flags,
with each subfigure (a) through (h) highlighting distinct patterns in the dataset. The
distribution analysis of DATA _0to DATA 7 reveals distinct patterns between normal and
attack data. Normal CAN bus traffic has structured distributions with peaks at specific byte
values, making it more predictable. Alternatively, attack data follow a uniform distribution
and lack the structured patterns of benign messages. DATA 0, DATA 2, and DATA 6
are highly skewed toward lower values in normal data, implying frequent idle states while
attack data spans the entire byte range. DATA 1, DATA 3, and DATA_4, show bimodal
or clustered distributions in normal traffic, further emphasizing the structured nature of

legitimate messages.
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3.3.3 Correlation Matrix

Correlation Matrix
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Figure 3.7: Correlation Heatmap

Figure 3.7 presents the correlation heatmap for the dataset, illustrating the pairwise
correlation between the DATA 0 to DATA 7 features. The matrix reveals an overall low
correlation between the majority of features, with values predominantly close to zero. This
lack of significant correlation indicates that each feature captures distinct information,
reducing redundancy and highlighting their individual importance for the IDS. Notably,
DATA_2 and DATA_6 show a moderate positive correlation of 0.31, suggesting some
level of shared information, potentially due to similar patterns in CAN bus message
structures. The lack of correlation among the other features can be attributed to the inherent
nature of CAN data, where each byte often represents unique and independent signals such
as sensor readings, control commands, or status updates. This independence is critical for
IDS, as each feature contributes unique insights, making all features potentially significant
for anomaly detection. The absence of high correlation also benefits machine learning

models by ensuring that no single feature can be linearly predicted from others.
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3.3.4 Data Preprocessing

We dropped all rows with missing data in any feature. As this is not a time-series
dataset, we removed the "Timestamp" feature from the dataset. Based on the results of our
feature analysis above, CAN ID and DLC features were dropped from the dataset.

Moreover, we removed duplicate entries from the dataset.
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Figure 3.8: Count of the normal (Benign) and attack classes in the dataset after
removing duplicates
Figure 3.8 presents the distribution of classes in the dataset after removing duplicate
entries, resulting in 454,379 normal (benign) samples and 491,850 attack samples. The
dataset is nearly balanced with both normal and attack classes having comparable counts.
We encoded the 'label' column by converting the categorical values 'BENIGN' and
'‘ATTACK' into numerical values, where "BENIGN" is mapped to 0 and "ATTACK" to 1.
We split the preprocessed dataset into training and testing sets, with 30% of the data
allocated to testing and 70% to training. We employ stratified splitting to maintain the same

proportion of benign and attack in both Train and test set. This is critical for preventing
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bias in model training and evaluation, particularly in tasks like anomaly detection, where
one class is significantly more common than the other.

Next, we standardize the features of the dataset using the Standard Scaler, which
standardizes features by removing the mean and scaling to unit variance.

The standard score of a sample x is calculated as:

z=x—-u/s 3)
where u is the mean of the training samples and s is the standard deviation of the training
samples (Albahra et al., 2023). By applying the scaler to both the training and test sets, we
ensure that the scaling is consistent across the datasets, ensuring that all features are on a
similar scale, preventing features with larger values from disproportionately influencing
the model.

Next, we partitioned the training data in a non-11D manner for n vehicles (clients) and
assigned the vehicles (clients) to its edge server through a randomized and balanced
distribution process. Vehicles are allocated to edge servers in subgroups (clusters) where
each edge server manages a subset of the available vehicles. The randomized nature of this
allocation ensures an unbiased distribution, essential in dynamic environments where
vehicle availability and network conditions fluctuate. By assigning a portion of vehicles to
each edge server, this plays a critical role in optimizing the load balancing of computational
tasks across the network by preventing any one edge server from being overburdened.

3.3.5 Data Modeling

Since our task is binary classification (normal or attack traffic), and the dataset features

are network data in hexadecimal format, we chose to develop an Artificial Neural Network

(ANN). Given that our task is binary classification, distinguishing between normal and
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attack traffic, and the dataset features (network data in hexadecimal format), an Artificial
Neural Network (ANN) was selected due to its suitability for tabular data and its capacity
to learn complex patterns from structured datasets.

The proposed ANN architecture outlined in Figure 3.9 comprises three fully connected
layers. The first hidden layer comprises 16 neurons, utilizing the ReLU (Rectified Linear
Unit) activation function, which introduces non-linearity into the model and helps mitigate
the vanishing gradient problem during training. The second hidden layer contains 8
neurons, and the ReLU activation function is applied to further refine the learned features.
The output layer consists of a single neuron responsible for binary classification, where the
BCEWithLogitsLoss function is employed, integrating a sigmoid activation internally with
binary cross-entropy loss for efficient and stable training. According to Dang et. al. (2024),
the purpose of the ReLU activation function is to “allow the output value at a neuron to
progress to the next layer if that value is a positive number and any negative numbers have
been discarded” hence reducing the problem of gradient vanishing and overfitting (Dang
etal., 2024).

To prevent overfitting, which is a common challenge in deep learning models, a
dropout layer with a dropout rate of 0.5 is incorporated after each hidden layer. This
dropout mechanism randomly deactivates half of the neurons during training, ensuring that
the model generalizes well to unseen data. For optimization, we utilize the Stochastic
Gradient Descent (SGD) algorithm with a learning rate of 0.01, momentum of 0.9 to
accelerate convergence, and weight decay (L2 regularization) of 0.01 to reduce overfitting
by penalizing large weights. Each client, represented by a vehicle in the oV environment,

holds a copy of this ANN model and trains it on its locally stored dataset, ensuring that
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sensitive data never leaves the vehicle, thus preserving privacy.

The trained model weights are then transmitted to the respective edge servers, which
aggregate these local models using the Federated Averaging (FedAvg) algorithm. The edge
servers act as intermediaries between the clients and the central cloud server, aggregating
local model updates from their assigned clients and sending the aggregated sub-global
models to the cloud server. The cloud server then performs a final aggregation of these sub-
global models using the FedAvg weighted aggregation function, producing the global
model that is subsequently shared back to all clients.

All experiments were conducted under non-1ID (non-Independent and Identically
Distributed) data settings, demonstrating the scalability and robustness of our approach in
handling heterogeneous data distributions and varying numbers of clients in the FL
framework. This ANN architecture, as depicted in Figure 3.9, ensures an efficient, privacy-
preserving, and scalable solution for intrusion detection in the dynamic and resource-

constrained environment of loV.

Hidden Layer 1 Hidden Layer 2

Input Layer Output Layer

Dense Layer Dense Layer o ) —— Logits
Dropout(0.5) [(16 Neurons, ReLU)| Dropout(0.5) [ (8 Neurons, ReLU) ouron

8 Features

Figure 3.9: ANN Architecture
3.3.6 Data Aggregation and Client Partitioning
To ensure effective model training in a federated learning framework, data was
systematically partitioned and distributed across clients, represented as vehicles, while
avoiding duplication and preserving the diversity of data available at each client node. Each

client’s data subset was generated based on a partitioning strategy that controls both the
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quantity and nature of data distributed to each client, thereby avoiding redundancies and
reinforcing unique contributions from each vehicle. The partitioning mechanism described
below is designed to support various data distributions, such as non-independent and
identically distributed (non-11D) that occurs in real-world data conditions.

For client-specific data subsets, each client receives a distinct subset of the training
data, ensuring that no rows are duplicated across clients. This is achieved by systematically
dividing the dataset into non-overlapping segments, tailored to the number of clients. The
non-11D setups introduce data skews by controlling the types of labels or classes each client
primarily receives. The degree of this skew is modifiable through a Dirichlet parameter,
allowing finer control over the non-I1ID distribution level. For data uniqueness across
clients and to ensure non duplicative rows among clients, each client is assigned exclusive
index-based subsets of the main dataset. This approach ensures that while the dataset might
be large, each client’s contribution to the federated model training remains unique and non-
redundant. By enforcing exclusivity in data distribution, the federated model can generalize
more effectively, leveraging diverse, non-repetitive data instances without risking
overfitting from duplicated data points.

3.3.7 Evaluation Metrics

In our evaluation process, we emphasize presenting metrics derived from the
identification or misidentification of intrusions by the proposed FL-based IDS, as it is
important to know the number of intrusions detected by the IDS and how it performs
regarding normal traffic. Upon completing the FL training, we test the resulting global
model on the test set of the Car-Hacking dataset. The main calculated metrics are the

following based on Reyes-Dorta et al. (2024). We mainly report on the following metrics:
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Confusion matrix for all models: This provides a comprehensive view of the true
positives (TP), false positives (FP), true negatives (TN), and true positives (TP)
identified. True Positives (TP) is the number of intrusive events identified as
intrusions. False Negatives (FN) is the number of intrusive events identified as
normal traffic. True Negatives (TN) is the number of non-intrusive events identified
as normal traffic. False Positives (FP) is the number of non-intrusive events
identified as malicious traffic.

Accuracy (ACC) is the ratio of correctly classified instances considering intrusive
or non-intrusive events.

aCC - TP +TN A
" TP+TN+FP +FN )

Precision (Pr) is the ratio of correctly identified intrusions from all detected
intrusions.

TP

Pr=_—
" TP+FP

(5)

Recall (Re) is the ratio of actual intrusions that are correctly detected by the IDS.

TP

Re= ——
T TP+ FEN

(6)

F1-Score (F1) is a harmonic mean between Precision and Recall, it represents the

fraction of correctly identified intrusive events.

F1_2Pere 7
~ "Pr+Re ™)

Loss is a measure of how far the predicted values is from the actual values during
training. It helps in assessing how well the model is learning.

Testing Loss is the error calculated on the test dataset after training is complete,
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indicating how well the model generalizes to unseen data.

e Training Loss is the error calculated during the training phase, indicating how well
the model is fitting to the training data.

e Training Time (seconds) is the total time taken to train the model, which is a critical
metric in evaluating the efficiency of machine learning models, especially in
federated learning scenarios.

e Testing Time (seconds) is the total time taken by the trained model to evaluate the
test dataset. This metric is crucial for assessing the model’s efficiency and
responsiveness.

This allows us to thoroughly assess the performance of the models. Additionally, we
report the time taken for the FL training process to complete, enabling a comparison
between the IDS's performance and its time efficiency. We include a sleep delay function
resulting in the pause time of 1 second per epoch. For model explainability, we calculate
the SHAP and LIME stability and faithfulness scores, and execution time for each FL
method. In addition, we explore the contribution of each feature using SHAP, generate
LIME chart and perform comparative analysis.

3.4 Problem Formulation and Methodology
Our federated learning system consists of M edge servers and N vehicles. We denote

N, as the set of vehicles associated to edge server m. Each client possesses i a set of local

training data, denoted as S; = {xj»yj} , i where x; and y; correspond to the data
=1 ] J

sample and its label respectively. We note that S; # S; for two different clients i and j.

Local models train based on the local dataset and only send their weights to the edge server.
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The local model is denoted as w.

Let f(x;,y;; w) be the loss function associated with the data sample (x;, y;) based on
the model w.

The objective of a general FL system is to minimize the loss function over all training

samples (Sun et al., 2021)., i.e.,

mvgn{ F(w) = Z aF;(w) }  (8)

l
1
Where F;(w) = i Yjes, f(xj, yjisw)
is the local loss function of client i and a_i is the weight assigned to the local update for

global model aggregation. In our case, each edge server will collect a set of local models,

then generate a sub-global model, using the following equation:

1
Win = N Z a;w; 9
l
where W, is the sub-global model generated by edge server m and their associated
clients, and w_i is the local model update of client i. Finally, each edge server m will send

their sub-global models to the central (cloud) server for global model aggregation using the

following equation,

W= %ZW’" (10)

Each vehicle will conduct K epochs for local model training. During the k-th epoch
each client will perform model update using its private local dataset by leveraging mini-

batch stochastic gradient SGD algorithm using the following equation:

l

w® = Wi(r_l) - an(Wi(r_l);Si) (1D
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where wi(r) represents the model parameters of client i ,n is the learning rate, and

Vf(wi(r_l) ;S;) denotes the gradient of the loss function with respect to the client’s local
dataset S;. r and r — 1 represent the federated learning round. Each client will continue
updating the received model from round r — 1 to generate a model ready for aggregation.

Inspired by Wenbo et al. (2023), our FL solution architecture comprises a multi-layered
communication framework, using edge and cloud servers to periodically update its model.
For R rounds of FL, the process for each round begins by sending the current global model
from the central cloud server to the edge server, which then publishes the same model to
its associated clients (vehicles). Equipped with the local dataset, vehicles begin local model
training. A vehicle continues to train from its local data and iteratively updates the model
until it meets one of the two conditions mentioned above: either it satisfies a
communication protocol criterion or achieves the pre-defined number of local updates.
Once the training is complete, the vehicles send their local model updates to its assigned
edge server. Each edge server aggregates the updates received from their associated clients
(vehicles) and forwards the sub-global model to the cloud server where validation and
computation of the global model occurs.

Our work focuses on finding out how communication protocols influence overall
training time and model performance for cyber-attacks in the oV environment. For this
purpose, our research aims to analyze multiple FL communication mechanisms that could
influence several strategies on time efficiency and performance. Apart from optimizing the
performance of FL, we leverage XAl methods that provide further insight into the behavior
of the global model. This enhances our ability to interpret and explain decision-making

processes regarding intrusion detection by the application of XAl techniques.
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Explainability tools are instrumental in assessing the robustness and fairness of the global

model in different situations.
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Figure 3.10: FL solution

Figure 3.10 summarizes the overall process governing our proposed federated learning-
based IDS for loV solution. For each FL communication protocol, we present one or more
algorithms, convert to Python code, and execute with non-11D data distribution on the Car-
Hacking dataset. As part of our experiments, we calculate the FL training time, testing
time, Accuracy, Precision, Recall, F1 score, Training Loss and Testing Loss for each
algorithm. To address research questions (RQ1 and RQ2), we select the most efficient
method (algorithm) based on review of the performance and training time results. For
research question 3 (RQ3), we perform XAl comparison between SHAP and LIME by
generating SHAP and LIME graphs. Furthermore, we generate various stability and
faithfulness metrics on the results of the last round of training for each FL
algorithm/method. The cloud server generates the XAl metrics after all FL rounds.

Most research in the IDS loV domain mainly utilize the centralized FL framework with

most clients directly communicating with the central server. We gain insights from Fan et
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al. (2024) clustering mechanism in the loT domain to enhance our approach while
maintaining a strong focus on the security aspects crucial for intrusion detection in loV.
Similar to Wenbo et al. (2023), we incorporate the edge layer architecture for IDS within
the loV by assigning all the clients (vehicles) to specific edge servers. By ensuring that the
cloud server only communicates with the edge servers, this improves performance,
availability, scalability and efficiency within loV.

In our research, we designed the synchronous FL time-based model, asynchronous FL
continuous model update, asynchronous FL federated dropout, semi-asynchronous FL
synchronization with model version control, and semi-asynchronous FL synchronization
with model version control algorithms for our specified oV network environment, with
aim of enhancing the Accuracy of intrusion detection, reducing training time and
improving availability. Although time-based mechanism, continuous model updates, and
federated dropout appear in prior works, our proposed design varies significantly with
modifications toward appropriating these for our intended use case. Table 3.5 in Appendix
A provides the high-level similarities and differences between our algorithms.

In the following sections, we present in detail how our FL strategies contribute to the
overall ability of the IDS to detect cyber-attacks within 1oV networks, and we explain the
role of XAl towards making predictions by the global model more interpretable and
transparent.

3.5 Pytorch Implementation

We designed and implemented all modules primarily using PyTorch, which is one of

the most widely used frameworks for deep learning tasks. The design of each module

consists of three key classes: vehicle, edge server, and cloud server. In our experiment, we
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invoke M edge servers, N vehicles, and a central cloud server. The edge servers are
allocated vehicles with the constraint that all vehicles are connected to at least one edge
server. This configuration represents the hierarchy formed among the key players in an FL
framework, with the edge servers acting as intermediaries between the vehicles and the
central cloud server.

Vehicles are responsible for conducting the training using their private datasets for K
epochs and downloading and uploading the updated models to their corresponding edge
server. The use of PyTorch as the deep learning framework ensures efficient utilization of
these computational resources, as it supports optimized operations on both GPUs and
CPUs. This local training is conducted independently by each vehicle, ensuring data
privacy and minimizing communication overhead. After training, the updated model
parameters are uploaded to the corresponding edge server for aggregation, forming a
hierarchical FL structure that balances computational load while preserving the privacy of
vehicle data. This design ensures that the computational burden on each vehicle remains
manageable, making FL deployment feasible within the resource constraints of typical
connected vehicle hardware. The edge servers request the updated local models from their
assigned vehicles to generate the sub-global model and send it to the central server. The
central server then performs the global model aggregation using the received sub-global
models from all edge servers. We note that edge servers and the cloud server are
responsible for orchestrating during the R FL rounds.

This coordination from all the R FL rounds between the edge server and the central
cloud server will orchestrate the entire training process. The edge servers ensure the

vehicles that fall within their domains are constantly updating their localized models, and
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the central server accumulates the sub-global models to maintain a consistent and updated
global model. This layered approach with edge computing is used to process distributed
data with minimal overhead on communication and computation at the central servers.

While the data is derived from the same vehicle type, significant variations exist among
individual vehicles, particularly due to the non-1ID (Not Independent and Identically
Distributed) partitioning of the data. This non-I1ID distribution leads to class variation
across the different local datasets, resulting in diverse training conditions for each local
model. Consequently, the performance of each local model may not be uniform, as each
one is exposed to different patterns and characteristics within its specific dataset.
3.6 Synchronous FL

3.6.1 Ensuring Completion: SFL1

In the Synchronous FL (full participation) method, the parameter server aggregates
local models from all clients. Upon receiving the previous global model W= from the
edge servers, each vehicle will start its training to update its local IDS with its respective
local dataset (Wenbo et al., 2023). Each vehicle will continue training until it finishes its
K epochs prior to communicating local updates to its corresponding edge server and
waiting for the next FL round. This is typical FL (full participation) where the server must
wait for all clients to finish their training completely without interruption. Full participation
ensures all clients contribute to global updates but suffers from the straggler problem due
to varying completion times, potentially leading to long training durations (Maet al., 2021).

We apply the concept of SFL to illustrate an IDS in the loV ecosystem that exhibits the
full participation model and conduct experiments. In SFL1 - Ensuring Completion

Algorithm (Figure 3.11), the central server sends the current global model to all distributed
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edge servers. Edge servers transmit the global model to their associated clients (vehicles)
for local training. Each client trains the global model on its local dataset for a set number
of epochs. Clients then send their locally updated models back to their respective edge
servers. Each edge server waits until all its assigned clients finish their local training and
submit their model updates. Once all clients have submitted their updates, edge servers
aggregate them into sub-global models and send these to the central server. After receiving
all sub-global models, the central server aggregates them to produce the updated global
model for the next FL round.

For the initial baseline experiment presented in this praxis, we selected specific
parameters to evaluate the performance and feasibility of our FL-based IDS. We used N =
30 (vehicles), M =5 (edge servers), 1 cloud server, R =5 (FL rounds), and K = 10 (local
training epochs) to ensure a balanced distribution of clients and resources, providing an
initial insight into the model’s performance with a moderate network size. Additionally,
we conducted another baseline experiment with N = 15 vehicles, M = 3 edge servers, 1
cloud server, R =4 FL rounds, and K =5 local training epochs, reducing the scale to assess
the impact of fewer clients and rounds on model convergence and detection Accuracy. We
executed a delayed sleep assessment with input parameters: N =30, M =5, R =5, 1 cloud
server, K = 10 and sleep = 300 seconds per epoch. To further evaluate the scalability and
robustness of our FL strategy, we performed a scalability assessment with these input
parameters: N = 60 Vehicles, M = 10 edge servers, 1 cloud server, R = 10 FL rounds, and
K =20 epochs.

This configuration aimed to represent a larger, more complex experimental loV

environment, verifying whether our FL framework efficiently handles increased
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communication loads while maintaining model Accuracy and minimizing latency. The

choice of these metrics is critical, as they directly impact communication overhead, model

convergence speed, and overall detection performance. Increasing the number of vehicles

and edge servers allows us to test the system’s scalability, while varying FL rounds and

local epochs helps analyze the trade-offs between local computation and global

synchronization. All experiments were executed on Google Colab Pro, leveraging Python

3, T4 GPU, System RAM (51.0 GB), GPU RAM (15.0 GB). and a HP laptop with 64-bit

Windows 11 operating system, ensuring consistent computational resources for reliable

results. This rationale underscores the importance of these parameters in assessing the

effectiveness, scalability, and practicality of our FL-based IDS in real-world loV scenario.

Algorithm SFL1: Ensuring Completion

Input:

N Vehicles, M edge servers, cloud server, number of FL rounds R, number of
epochs K

O©oo~NOoO ok WNE

11

For re€ 1,..,R do
Cloud Server sends W"~1 to the edge servers
Edge servers send W~ to their associated vehicles
For vehiclei € 1, ....,N do parallely
Update W=t using S; until K epochs
t; « training_time(i)
End For
Each vehicle sends w; to the corresponding edge server
Each edge server generates sub-global model W}, and sends it to
the cloud server
The cloud server generates the global model W™
End For

Figure 3.11: Ensuring Completion: SFL1 Algorithm

3.6.2 Time-Based Mechanism SFL2

To avoid waiting for each client to finish their training, and thus incorporate all clients

during the training, we will investigate a threshold that prioritizes aggregation based on

time threshold (Figure 3.12). In this scenario, all edge servers and the cloud server
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determine if the threshold is met prior to aggregation. VVehicles train concurrently. The edge
servers use the pre-defined threshold variable and select the top clients that complete
training fastest. For example, threshold = 4 means that each edge server will generate the
sub-global model after its first 4 clients (vehicles) complete training and distribute their
sub-global model to the cloud server. The cloud server uses the time variable to determine
how many edge servers to receive the sub-global model from before generating the global
model. If threshold = 4, the cloud server will generate the global model after receiving the
sub-global models from the first 4 edge servers. The threshold can be equivalent to or less

than the total number of edge servers.

Algorithm SFL2: Time-Based Mechanism

Input: N Vehicles, M edge servers, cloud server, number of FL rounds R,
number of epochs K

1 For re 1,..,R do

2 Cloud Server sends W™~ to the edge servers

3 Edge servers send W1 to their associated vehicles

4 For each Edge server m €1,..., M do parallely

5 For vehiclei € 1,....,N do parallely

6 Update W™~ using S; until K epochs

7 t; « training_time(i)

8 Send w; to the corresponding edge server m

9 If cache(m) is full then

10 Break

11 End If

12 If cache(WT™) is full then

13 Break

14 End If

15 End For

16 End For |

17 Each edge server generates sub-global model ), and sends it to the

cloud server
18 The cloud server generates the global model W*
19 End For

Figure 3.12: Time-Based Mechanism: SFL2 Algorithm
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Generally, this approach will tend to select the fastest clients, as it is expected they will
finish their training first. However, in the oV context, it is rare to have significant differences
in computational power, as vehicles typically possess sufficient power to train the model
quickly. Instead, it is more related to the availability of the vehicle itself, such as its
connectivity to the system or being busy with other tasks. For the baseline experiment, we
utilized Clients (N) = 30, Rounds (R) =5 (FL rounds), Epochs (K) =10 (local training), Edge
Servers (M) = 5, 1 cloud server, threshold = 4. The second baseline experiment was
conducted with N =15, R =4, K=5, M =4, 1 cloud server, threshold = 3. The delayed sleep
assessment was performed with input parameters: N =30, M =5, R =5, K = 10, threshold =
4, and sleep = 300 seconds per epoch. For the scalability experiment, we used N = 60, R =
10, K =20, M =10, 1 cloud server, and threshold = 8.

3.7 Asynchronous FL
3.7.1 Continuous Model Update: AFL1

In this method, each edge server will continue to update the sub-global model as soon
as a new local model arrives, and it will send the updated sub-global model to the central
(cloud) server without waiting. Similarly, the central server will continue to update its
global model without pausing for the completion of updates from individual edge servers.
Our approach is similar to Chen et al. (2020) however a key differentiator is the three-tier
architecture in our system design. We prepared Algorithm AFL1 (Figure 3.13) to illustrate
the Continuous Model Update and conduct experiments. This method could introduce more
communication workload at both the edge server and the central server. Instead of sending
the sub-global model to the central server only once per FL round, the sub-global model

will be updated multiple times as each vehicle finishes its training, resulting in multiple
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updates to the global model. This heavy communication between the clients, edge server
and the central server can lead to latency or server crash.

For the baseline 1 experiment, we utilized Clients (N) = 30, Rounds (R) = 5, Epochs
(K) =10, Edge Servers (M) = 5. The second baseline experiment was conducted with N =
15, R =4, K =5, M = 4. For the scalability experiment, we used N = 60, R = 10, K = 20,
M = 10. We performed a delayed sleep assessment with these input parameters: N = 30, M

=5, R =5, K=10 and sleep = 300 seconds per epoch.

Algorithm AFL1: Continuous Model Update

Input: N Vehicles, M edge servers, cloud server, number of FL rounds R,
number of epochs K

1 For r€ 1,..,R do

2 Cloud Server sends W™~ to the edge servers

3 Edge servers send W1 to their associated vehicles

4 For vehiclei € 1, ....,N do parallely

5 Update W1 using S; until K epochs

6 t; « training_time(i)

7 Send w] to the corresponding edge server m

8 Edge server m generates W, and send it to the cloud server

9 The cloud server updates the global model W™ and diffuses it to

all edge servers

10 Edge servers diffuse the new model to the vehicles

11 End For

12 End For

Figure 3.13: Continuous Model Update: AFL1 Algorithm
3.7.2 Model Version Control with Federated Dropout: AFL2
Neural networks with many parameters are powerful but prone to overfitting and
computational inefficiency. Research on various FL methods utilizing federated dropout
has been performed by Srivastava et al. (2014), Caldas et al. (2019), Wen et al. (2022),
Feng et al. (2023). Inspired by dropout, a regularization technique designed to prevent

overfitting in deep neural networks, we merge asynchronous model version control with
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federated dropout algorithm (Figure 3.14) to strategically select vehicles for training which
addresses staleness updates and the over-representation of certain vehicles. In each round,
the cloud server sends the previous global model to the edge servers, which distribute it to
their associated vehicles. This ensures that all vehicles begin training with the most current
model. To prevent stale models from impacting the learning process, edge servers monitor
previously trained vehicles. If the number of eligible vehicles falls below a specified
threshold, the trained vehicles are reset, clearing the records of earlier training
contributions. Staleness threshold is the maximum allowable staleness (version difference)

for edge servers' models before they are considered outdated.
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Algorithm AFL2: Model Version Control with Federated Dropout

Input: N Vehicles, M edge servers, 1 cloud server, number of FL rounds R,
number of epochs K , Staleness Threshold H, Dropout percentage P, ,
V", is the set of vehicles selected for training in round r.
V. 1s the set of all vehicles associated with edge server m.
V., ™1 is the set of all vehicles that have been trained in any of the
previous rounds up to r—1
P; x|V,| indicates selecting P; % of the vehicles from the set V;,, that
excludes those from the previous round.

1 For r€ 1,..,R do

2 Cloud Server send W'~ to the edge servers

3 Edge servers send W™~ to their associated vehicles

4 For each Edge server m €1..., M do parallely

5 if [V, —V,"D|<(0.2x] V,]) then

6 Reset V,, "~V (clear all trained models)

7 V™., = RandomSelect (V,,, P; x |V,, 1)

8 else:

9 V", ,=RandomSelect (V,,, V"1, ,P; x |V, |)

10 For vehiclei € 1,....,V",, do parallely

11 Initialize version( w; ) =0, version (W™,,,)=0

12 Update W™t using S;  until K epochs,

13 Increment version (w;) +=1

14 t; « training_time(i)

15 Send w; to the corresponding edge server m

16 if | version (w; ) — version (W7,,) | <H then

17 Edge server m  generates W,

18 Increment version (W7,,) + =1

19 Send W, to the cloud server

20 The cloud server generates a new global model W"

21 Diffuse W to all edge servers

22 End For

23 End For

24 End For

Figure 3.14: Model Version Control with Federated Dropout: AFL2 Algorithm

After local training, vehicles send their updated models to the edge servers, which
evaluate the incoming updates based on versioning. If the version difference is less than

the staleness threshold, the edge server generates a new sub-global model to be sent to the
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cloud server. By implementing the Federated Dropout strategy, the algorithm enhances the
federated learning process, ensuring that a broader range of data is represented, leading to
a more generalized global model that performs well across diverse scenarios. For baseline
experiment 1, we applied Clients (N) = 30, Rounds (R) =5, Epochs (K) =10, Edge Servers
(M) =5, Staleness Threshold (H) = 2. To determine the optimal dropout percentage, we
experimented with Dropout Percentage P, values ranging from 20% to 80%, assessing how
varying participation rates affect model Accuracy and convergence. Table 4.9 in Appendix
A contains the analysis we performed.

For baseline experiment 2, we utilized N =15, R=4, K=5 M =4, H =2 and the
selected optimal P;. We also conducted a delayed sleep assessment with these input
parameters: N =30, M =5, R =5, K=10, H = 2 and sleep = 300 seconds per epoch. The
scalability experiment employed N = 60 vehicles, R = 10 rounds, K = 20 epochs, M = 10
edge servers, and H = 4, with the selected optimal P, to evaluate the performance under a
more extensive 1oV network. These values were chosen to stress-test the system, ensuring
that the algorithm maintains robustness and efficiency even with increased network size
and communication loads. The rationale for these parameters is grounded in achieving a
balance between computational efficiency, communication overhead, and model Accuracy,
essential for real-time intrusion detection in dynamic IoV environments.

3.8 Semi-Asynchronous FL
3.8.1 Periodic Synchronization with Model Version Control: SAFL2

Semi-asynchronous FL consists of a combination of synchronous and asynchronous

methods, as defined previously. In this scenario, we merge the "Continuous Model Update"

method with a synchronization mechanism. Specifically, the FL system will behave
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similarly to the asynchronous method, however all vehicles will be forced to synchronize
after a certain number of global model updates. This ensures that all vehicles have the same
version of the global model and mitigates the straggler and staleness effects (Chen et al.,
2020; Zhang et al., 2023).

We conduct the FL training asynchronously while keeping track of model version
control. In this case, the system will force synchronization if a local model is considered
stale. The idea is to keep the system more dynamic and avoid unnecessary synchronization
points. The vehicles will continue training and updating until the cloud server triggers
synchronization upon the arrival of a stale sub-global model. We use the staleness threshold
H = 3 asour trigger.

In the Semi-Asynchronous FL — Periodic Synchronization with model version control
(SAFL2) Algorithm (Figure 3.15), the central server sends the current global model to all
edge servers. Edge servers forward the global model to their associated vehicles for local
training. Each vehicle independently trains the model using its local dataset. Each vehicle
checks if the version of its local model is stale, defined by a staleness threshold H. If the
model version is greater than H, the vehicle initiates a synchronization process. The cloud
server triggers synchronization if it receives a sub-global model that is considered stale,

ensuring that vehicles update their models based on the latest global model.
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Algorithm SAFL2: Periodic Synchronization with model version control

Input: N Vehicles, M edge servers, 1 cloud server, number of FL rounds R,
number of epochs K, Staleness Threshold H

1 For re€ 1,..,R inparallel do

2 Cloud Server sends W1 to the edge servers

3 Edge servers send W1 to their associated vehicles

4 For vehiclei € 1,....,N do parallely

5 if version(w;) > H then

6 | Synchronize

7 Else

8 Update W1 using S; until K epochs

9 t; « training_time(i)

10 Send w{ to the corresponding edge server m

11 Edge server m  generates W,,, and sends it to the cloud

server

12 The cloud server generates a new global model W™

13 Cloud server broadcasts W7 to all edge servers and vehicles

14 End If

15 End For

16 End For

Figure 3.15: Periodic Synchronization with model version control: SAFL2 Algorithm

If the local model is not stale, vehicles continue their training and send their updated
models to the corresponding edge server once they finish. Upon receiving the local updates,
the edge server generates a new sub-global model and sends it to the cloud server. The
cloud server updates the global model based on the new sub-global models received and
disseminates the updated model back to all edge servers. This method addresses the
problem of having fixed synchronization points and model staleness. For the first baseline
experiment, we used Clients (N) = 30, Rounds (R) =5, Epochs (K) = 10, Edge Servers (M)
= 5, Staleness Threshold H = 3. We performed a second baseline experiment with input

parameters of N = 15, R =4, K =5 M = 3, H = 2. A delayed sleep assessment was
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performed with input parameters: N =30, M =5, R =5, K= 10, H = 3 and sleep = 300
seconds per epoch. The input parameters for the scalability assessment are N = 60, R = 10,
K =20, M =10, H=6. Appendix A provides a link to the GitHub repository for the Python
code used in our experiments.

3.9 Explainable Al (XAl) for Federated Learning Based IDS in loV

After conducting all FL rounds for each algorithm, we generate the SHAP and LIME
graphs to visualize model explainability. We further measure SHAP and LIME
explanations using XAl metrics from OpenXAl (AI4LIFE-GROUP, n.d.) and Quantus
libraries (Quantus. n.db). We define the explanation model as g and the model being
explained is W® resulted from R rounds of FL.

Quantus and OpenXAlI provide tools for transparent evaluation of model explanations.
OpenXAl is an open-source framework that includes quantitative metrics for evaluating
explanation methods (Agarwal et al., 2024). Quantus is an open-source toolkit based on
Python designed to quantitatively and systematically evaluate XAl methods. Quantus
contains a collection of over 30 metrics including Complexity, Faithfulness, Stability
(Robustness), etc. Complexity evaluates the structural intricacy of an explanation such as
the number of features involved. Lower complexity (minimum of 0) indicates simpler
explanations, while higher values suggest more complexity. Effective Complexity focuses
on the count of unique, meaningful features contributing to an explanation. A minimum of
0 signifies no meaningful features, and the maximum depends on the dataset and model.
The maximum Effective Complexity metric can be as large as the number of features
(Hedstrom et al., 2023; Quantus. n.db).

The Sparseness metric measures the proportion of features influencing the explanation,
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with higher sparseness indicating fewer contributing features. Sparseness ranges from 0 to
1 with 0 meaning all features contribute and 1 meaning very few features contribute. In a
test for Sparseness, features that are truly predictive of the output F(x) should have
significant contributions, and features that are irrelevant should have negligible
contributions (Hedstrom et al., 2023).

Prediction-Grounded Importance (PGI) and Prediction-Grounded Unimportance
(PGU) are faithfulness metrics by OpenXAlI that evaluate how well explanations align with
model predictions. PGI assesses the impact on predictions when perturbing important
features, with higher values indicating greater faithfulness. With PGI, perturbing a truly
important feature should result in a significant impact on the prediction. In contrast, PGU
examines the impact of unimportant features on prediction. With PGU, perturbing a truly
unimportant feature should have little effect on the model’s prediction (Agarwal et al.,
2024).

The SHAP summary plot (Figures 4.8 to 4.12 in Appendix A) shows each feature's
impact on the classification result. It shows both the magnitude (x-axis) of impact and its
direction (color). Each instance is plotted with a dot on the graph with its position along
the x-axis showing its impact on the prediction. The instance's color indicates the feature's
value, with red being high, and blue being low. For example, a datapoint far on the right
side of the red plot represents an instance where that feature has a strong positive effect on
the prediction, when the feature value itself is positive. The X-axis represents the SHAP
values, which highlights the impact on the model output. Positive SHAP values push the
prediction higher. A prediction of 1 indicates an attack event, while negative SHAP values

push the prediction lower to being normal traffic. The Y-axis represents the features, listed
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in order of importance with the most important feature at the top (Sabih et al., 2020).

LIME identifies the best simple model g from a set G of interpretable models, such as
linear models or decision trees, which are inherently easier to understand than the deep
learning models used in FL frameworks. The IDS model is distributed across several nodes
and devices with varying data distributions, hence the decisions made by the global FL
model can be complex. LIME approximates the behavior of this complex global model on
a local scale, providing insights into how particular features or data points contribute to the
detection of anomalies or intrusions (Abou El Houda et al., 2023; Sabih et al., 2020). LIME
charts are presented in Figures 4.8 to 4.12 (Appendix A).
3.10 Conclusion

This section presented a detailed problem formulation and methodological approach
for designing a FL framework tailored to improve IDS within loV networks. Through a
multi-tiered communication model involving cloud, edge servers, and vehicles, our FL
system aims to enhance intrusion detection efficiency and performance by optimizing data
exchange and model Accuracy. We address communication bottlenecks, reduce training
time, and improve Accuracy by designing algorithms with time-based mechanism,
continuous model update, model version control with federated dropout, and
synchronization with model version control. Furthermore, we incorporate XAl techniques
(SHAP and LIME) to interpret model outputs and increase transparency, allowing a
nuanced understanding of decision-making in IDS for loV environments. We also
incorporate XAl metrics of Complexity, Effective Complexity, Sparseness, PGU and PGI.
Our experimental setup and careful analysis of communication protocols provide insights

into balancing model quality and computational efficiency.
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Chapter 4 — Results

4.1 Introduction

In this chapter, we discuss the experimental settings and the results from each
experiment regarding each Federated Learning (FL) based Intrusion Detection System
(IDS) model. We also provide the results of a scalability assessment to ensure the model
performs well with higher input parameters. Finally, we compare Shapley additive
explanations (SHAP) and Local Interpretable Model-agnostic Explanations (LIME) graphs
and explainable Al (XAI) metrics for each model.

4.2 Results and Evaluation

To validate the research hypotheses outlined in Section 1.6.2, we conducted extensive
experiments using the Car-Hacking dataset on five algorithms: SFL1, SFL2, AFL1, AFL2,
and SAFL2. The results and evaluation are stated below.

Hypothesis 1 (H1): An IDS employing Semi-Asynchronous Federated Learning
(SAFL) will achieve higher Accuracy (greater than 5% improvement) in detecting cyber-
attacks within Internet of Vehicles (IoV) networks compared to Synchronous Federated
Learning (SFL) and Asynchronous Federated Learning (AFL).

The results of our research indicate that an IDS employing SAFL did not achieve
greater than 5% Accuracy in detecting cyber-attacks compared to SFL and AFL within the
oV network. Across all key performance metrics, no model exceeded SFL1 by 5%. SFL2
scores the highest Accuracy (93.7% in Baseline 2 and 92.3% in Scalability), the lowest loss
in Baseline 2), and strong F1 scores in Baseline 2 and the Scalability assessment. All

models in Baseline 2 slightly outperform SFL1 within a 1% to 3% range in Accuracy.
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Although AFL2 achieves the highest Accuracy (92.8%) in the first baseline experiment, it
records the lowest Accuracy (88%) score in the scalability assessment. Across multiple
experiments and models, SFL2 exhibits high performance with consistent results.

Hypothesis 2 (H2): An IDS utilizing SAFL offers the most effective enhancement of
training time (lower or reduced training time or 5% reduction in training time) within the
loV compared to Synchronous Federated Learning (SFL) and Asynchronous Federated
Learning (AFL).

The results of our research indicate that our IDS utilizing SAFL2 reduced training time
by approximately 18.96% (more than 5%) within the loV compared to SFL1. SAFL2
outperformed all models during the delayed sleep assessment, confirming that the semi-
asynchronous FL reduces training time for straggling clients. However, on the baseline and
scalability assessments, the SFL. models exhibit short training times, with SFL2 recording
the fastest training time (202.97 seconds) in the baseline 2 experiment. SFL1 also maintains
the lowest training time in the Scalability assessment with 994.66 seconds compared to
1155.10 seconds by SFL2. AFL2 recorded the fastest training time in baseline experiment
1 (301.71 seconds) due to its model version control. However, the SFL models
outperformed in the Scalability experiment. Due to complexities with model version
control, SAFL2 more than doubled in training time (1221.98 seconds in baseline 1)
compared to 406.34 seconds by SFL2. AFL1 records the most extended training times with
5932.71 seconds in Scalability compared to SFL1's 994.66 seconds. Testing times ranged
from 4.45 to 5.77 seconds across all models, indicating consistency by the cloud (central)
server.

Hypothesis 3 (H3): A federated learning (FL) based IDS incorporating the
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explainability technique of SHapley Additive exPlanations (SHAP) will provide more
effective (greater than 5%) explainability scores compared to LIME.

The results of our research indicated that incorporating the explainability technique of
SHAPIey Additive ExPlanations (SHAP) into an FL-based IDS provides more effective
explainability scores (greater than 5% improvement) compared to LIME. All the XAl
SHAP metrics generated for SFL1, SFL2, AFL1, AFL2, and SAFL2 IDS provided more
effective explainability scores than LIME.

4.2.1 Baseline Experiment 1

We performed baseline experiment 1 (Table 4.1) with input parameters N = 30 vehicles,
M =5 edge servers, 1 cloud server, R =5 FL rounds, and K = 10 epochs, to evaluate the
performance of the FL algorithms listed below.

Table 4.1: Baseline Experiment 1

SFL1 SFL2 AFL1 AFL2 SAFL?2
Loss 0.257 0.232 0.312 0.244 0.298
Accuracy 0.915 | 0.925 0.891 0.928 0.904
Precision 0.960 0.953 0.957 0.940 0.957
Recall 0.874 0.900 0.828 0.921 0.853
F1 Score 0.915 0.926 0.888 0.930 0.902
Training time (seconds) | 436.47 | 406.35 | 152250 | 301.71 1221.98
Testing Time (seconds) 4.71 5.02 5.01 4.79 5.02

At a DropOut Percentage of 40% and a staleness threshold of 2, AFL2 demonstrates
superior performance by recording the highest Accuracy (0.928), Recall (0.921), F1 score
(0.930), low loss (0.244) and the fastest training time (301.71 seconds). SFL2 exhibits

strong performance with Accuracy (0.925), Recall (0.900), F1 score (0.926), training time
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of 406.35 seconds and the lowest loss (0.232). SFL1, AFL1, and SAFL2 recorded lower
Recall scores, which made them less reliable for intrusion detection.

Figure 4.1 (Appendix A) displays additional charts with the Loss, Accuracy, Precision,
Recall, F1 Score, Total Training Time for each FL. method in baseline 1.

The training and testing loss graphs in Figure 4.2 (Appendix A) illustrate the
convergence of each model during training and testing as a reflection of the model’s loss
minimization ability over 5 FL rounds. SFL2 consistently achieves the lowest loss,
followed closely by SFL1 with a slightly higher loss. Although AFL1 and AFL2 record
higher loss values during the training cycle, AFL2 exhibits the slowest convergence and
the most loss, indicating a weaker learning performance. Although SAFL2 leverages
synchronous and asynchronous learning, it records moderate loss reduction due to
optimization challenges. Overall, SFL2 outperforms the other models in loss performance
and reinforces its superiority in reducing classification errors.

4.2.2 Confusion Matrix — Baseline Experiment 1
We further investigate the performance of each method by reviewing the confusion
matrix for each FL model, as shown in Figure 4.3. Class 1 represents attack data, while

Class 0 represents normal (benign) data.

78



Class 0

Output (Predicted Class)

Class 1 -

Confusion Matrix

135088

41411 106144

i
Class 0

Class 1

Target (Actual Class)

A) Confusion Matrix - SFL1

Output (Predicted Class)

Marrnal

detack

Confusion Matrix

tormal Attack

Target (Actual Class)

B) Confusion Matrix - SFL2

Class 0

Output (Predicted Class)

Class 1 -

Confusion Matrix

130931 5383

122270

Class 0 Class 1
Target (Actual Class)

Confusion Matrix - AFL1

C)

Output (Predicted Class)

Class 0

Class 1-

Confusion Matrix

127686

11627 135928

.
Class 0

Class 1

Target (Actual Class)

D) Confusion Matrix - AFL2

Output (Predicted Class)

Class 0

Confusion Matrix

Clis 1

Target (Actual Class)

E) Confusion Matrix - SAFL2

Figure 4.3: Confusion Matrix — Experiment 1
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By analyzing the confusion matrices in Figure 4.3, we can assess how well each model
performs in detecting cyber-attacks or anomalies within the loV while keeping
misclassifications low. Each confusion matrix provides True Positives (TP) - correctly
detecting instances of attack; False Positives (FP) — mistakenly misclassifying normal data
(Class 0) as attack; False Negatives (FN) — misclassifying actual attacks as normal data;
and True Negatives (TN) - correctly classifying normal data. SFL2 correctly classified
129,821 normal (Class 1) instances and 132,927 Attack (Class 2) instances. Moreover,
SFL2 misclassified 14,628 attack instances as normal. AFL1 correctly classified 130,931
TN as benign, and 5,383 FP incorrectly classified as attacks, 25,285 FNs were incorrectly
classified as benign, 122,270 TP were correctly classified as attacks. AFL2's confusion
matrix shows that the model correctly classified 127,686 normal instances and 135,928
attack instances, while misclassifying 8,628 normal instances as attacks (false positives)
and 11,627 attacks as normal (false negatives). This indicates strong overall performance
with some trade-offs in false classifications. SAFL2 combines competitive Accuracy and
efficiency. SFL1, although effective, shows slightly lower Recall, which could result in
more missed attacks.

We ran multiple baseline 1 experiments on AFL2 using dropout percentage (Pd) values
ranging from 20% to 80%, Staleness Threshold (H) = 2, and R (Number of Rounds) =5,
in an effort to determine the optimal dropout percentage for AFL2. Staleness dropout
involves the exclusion of outdated model updates from aggregation. We discuss the AFL2
algorithm in more detail in Chapter 3. Table 4.9 in Appendix A demonstrates that AFL2 at
Staleness Dropout (Pd) = 40% recorded the highest Accuracy (0.928), Precision (0.940),

Recall (0.921), F1 Score (0.930), and Loss (0.24) compared to the other staleness dropout
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percentages. The training and testing loss trend for AFL2 (Figure 4.7 in Appendix A) varies
based on the Staleness DropOut. At 80% staleness dropout, the loss declines during rounds
1 to 4 before experiencing a sharp increase in round 5 indicating difficulty with model
updates and convergence. As the staleness dropout percentage decreases from 80% to 20%,
the training loss improves due to more client updates being included and contributing to
the global model aggregation. The training loss decreases significantly at 40% staleness
dropout, indicating adequate training and convergence. Since AFL2 at Staleness Dropout
(Pd) = 40% exhibits the shortest training time (301.71 seconds) and testing time (5.15
seconds), we selected this configuration for all AFL2 experiments in our research.

4.2.3 Baseline Experiment 2

Table 4.2 reports the results and metrics from Baseline Experiment 2 of the IDS using
the five discussed algorithms. SFL1 serves as the baseline model, while SFL2, AFL1,
AFL2, and SAFL2 are improvements upon the baseline. The overall input parameters are
N (Vehicles) = 20, M (edge servers) = 4, 1 cloud server, R (number of FL rounds) = 4, and
K (number of epochs) = 8. For AFL2, we utilize the Staleness Dropout (Pd) = 40%. We
apply Staleness Threshold (H) = 2 for both AFL2 and SAFL2.

Table 4.2 provides metrics from baseline experiment 2, indicating that SFL2 is the
optimal-performing model with the highest Accuracy (0.937), Recall (0.935), F1 score
(0.939), and the lowest loss (0.200) in this experiment. SFL2 exhibits the most substantial
overall classification ability, detecting more cyber-attacks while minimizing false
negatives, making it the most effective IDS for loV in this experiment.

SFL1 performs well with a strong F1 score (0.930) and high Precision (0.952), but its

Recall (0.909) is lower than SFL2, meaning it may miss more attacks. AFL1 has high
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Recall (0.920) and Accuracy (0.933), but its loss (0.206) is higher than both SFL models,

indicating slightly weaker optimization. AFL2, while achieving decent Recall (0.927) and

Accuracy (0.930), has the highest loss (0.225), meaning it does not generalize as well as

SFL2. SAFL2 balances between synchronous and asynchronous learning, performing

better than AFL2 with higher Recall (0.930) and F1 score (0.936), but its loss (0.221) is

higher than SFL2, making it slightly less efficient.

Table 4.2: Performance Evaluation of Baseline Experiment 2

SFL1 SFL2 AFL1 AFL2 SAFL2
Loss 0.222 0.200 0.206 0.225 0.221
Accuracy 0.929 0.937 0.933 0.930 0.934
Precision 0.952 0.943 0.950 0.939 0.943
Recall 0.909 0.935 0.920 0.927 0.930
F1 Score 0.930 0.939 0.935 0.933 0.936
Training time (seconds) | 290.60 202.97 554.97 270.75 427.41
Testing Time (seconds) | 5.23 5.77 5.06 4.71 5.00

4.2.4 Confusion Matrix — Baseline Experiment 2

We further investigate the performance of each method by reviewing the confusion

matrix in experiment 2 for each FL model as shown in Figure 4.4.
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The confusion matrices in Figure 4.4 provide a detailed breakdown of the classification
performance for the five FL models. Comparing models, SFL2 has the strongest
classification performance due to its balance between high Recall and Precision, meaning
it maintains a low false alarm rate while effectively detecting attacks. Although AFL1 and
AFL2 perform well, their Recall and Precision scores impact real-world usability. SAFL2
provides a balance of synchronous and asynchronous.

4.2.5 Scalability Assessment

We performed scalability assessments on all models to evaluate how the systems
behave as the number of rounds, clients, epochs, and edge server’s increase. These are the
input parameters for the scalability assessment: Clients (N) = 60, Rounds (R) = 10, Epochs
(K) = 20, Edge Servers (M) = 10. For SFL2, we used threshold (cache) = 8 and Threshold
(R_Sync) of 3 for SAFL2. For AFL2, we used a Staleness Threshold of 2 and a Dropout
percentage of 40%. Table 4.3 presents the results of this scalability evaluation, measuring
model performance with an increasing number of participating clients, rounds, epochs, and
edge servers.

Table 4.3 illustrates that SFL2 exhibits strong classification performance and
computational efficiency in Scalability Assessment. SFL2 records the highest Accuracy
(0.923) and F1 score (0.923), meaning it correctly classifies more instances while
maintaining a strong balance between Precision (0.959) and Recall (0.891). With the lowest
loss (0.247), SFL2 exhibits a higher generalization ability than the other models. Although
its training time (1155.10 seconds) is slightly higher than SFL1, SFL2 is much lower than
AFL1 (5932.71 seconds) and AFL2 (5303.96 seconds), making it an efficient choice

without compromising detection performance.
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Table 4.3: Scalability Assessment 1 — Performance Evaluation

SFL1 | SFL2 AFL1 AFL2 SAFL2
Loss 0.254 | 0.247 0.266 0.319 0.281
Accuracy 0.918 | 0.923 0.919 0.872 0.921
Precision 0.954 | 0.959 0.945 0.979 0.945
Recall 0.885 | 0.891 0.897 0.770 0.900
F1 Score 0.918 | 0.923 0.920 0.862 0.922
Training time (seconds) 994.66 | 1155.10 | 5932.71 5303.96 2433.07
Testing Time (seconds) 4.45 4.97 5.30 4.34 4.84

Among the other models, SFL1 is a close second, offering similar Accuracy (0.918)
and Recall (0.885) with lower training time (994.66 seconds), but it falls slightly behind in
Precision and F1 score. AFL1 and AFL2 have the most extended training times (over 5000
seconds), making them challenging for real-time applications. AFL2 has the lowest
Accuracy (0.872) and Recall (0.770) indicating frequent misclassification of attacks.

SAFL2 performs well with Accuracy (0.921) and Recall (0.900), but its training time

(2433.07 seconds) is much higher than SFL1 and SFL2, making it less efficient.

85




Confusion Matrix

Confusion Matrix

z
E

130124 Normal 130694

Output (Predicted Class)
Output (Predicted Class)

E
8

130641 Attack - 131535

Nur;’na\ Attack DrI al Attack
Target (Actual Class) Target (Actual Class)

A) Confusion Matrix - SFL1 B) Confusion Matrix - SFL2

Confusion Matrix

Confusion Matrix

Class 0 | 128730 Class

Qutput {Predicted Class)
Qutput (Predicted Class)

Class 1 - 132406 Class 113621

Class Class 1 tabs 0
Target (Actual Class) Target (Actual Class)

C) Confusion Matrix - AFL1 D) Confusion Matrix - AFL2

Confusion Matrix

Class 0 128580 7734

Output (Predicted Class)

Class 1 - 14624 132931

C\a;s 0 Class 1
Target (Actual Class)

E) Confusion Matrix - SAFL2
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The confusion matrices in Figure 4.5 reveal each model's strengths and weaknesses in
classifying attack (Class 1) and normal (Class 0) instances during the scalability
assessment. SFL2 emerges as the best model due to its high true positives (167,932
correctly detected attacks) and true negatives (1,221,004 correctly classified normal data)

while maintaining a low number of false positives (5,965 normal data misclassified as
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attacks) and false negatives (17,065 attacks misclassified as normal traffic). This balance
ensures strong security (detecting more attacks) and efficiency (reducing false alarms).
SFL1 is a close second, with slightly fewer true positives than SFL2, which may result in
a marginally higher false negative rate, meaning more attacks could go undetected. AFL1
and AFL2 perform worse in comparison, with AFL2 showing the weakest Recall and
highest false negatives, making it unreliable for real-world applications where missing
attacks are critical. SAFL2 achieves decent Recall but suffers from higher false positives,

which could lead to excessive false alarms.
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Figure 4.6: Training and Testing Loss per FL Round — Scalability Assessment

Figure 4.6 illustrates the training and testing loss during the scalability assessment of
twenty (20) FL rounds for SFL1, SFL2 AFL1, AFL2, and SAFL2. SFL2 experiences a
sharp initial loss drop but fluctuates in later rounds, suggesting convergence challenges due
to time-based threshold. AFL1 shows rapid early learning with stable convergence and

minimal overfitting. AFL2 steadily reduces loss but exhibits slight late-round increases,
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indicating potential issues due to model versioning and staleness dropout percentage.
SAFL2 achieves stable convergence with minimal fluctuations, demonstrating strong
generalization.

4.2.6 Delayed Sleep Experiment

Table 4.4 provides the results of the delayed sleep experiment where we inserted 300
seconds per epoch for five rounds. The overall input parameters are N Vehicles = 30, M
edge servers = 5, 1 cloud server, number of FL rounds R = 5, and number of epochs K =
10. For SFL2, we used threshold of 4. For AFL2, the Staleness Dropout (Pd) = 40% and
Staleness Threshold (H) = 2. For SAFL2, we used Staleness Threshold (H) = 2. SAFL2
sustained the lowest training time of 12270 seconds, a significant reduction from all
models, including SFL1. SAFL2's training time was 18.96% lower than SFL1's and 18.99%
lower than SFL2's.

Compared to baseline 1, where SFL1 and SFL2 were faster than most models, the
straggler effect is evident in this experiment as there are extensive delays reminiscent of
real-world scenarios. SFL2 and AFL2 tied with the highest Accuracy of 0.926, whereas
Precision was in the 95th percentile across most models except for AFL1. AFL2 recorded
the highest Recall and F1 Scores, followed by SFL2.

Table 4.4: Delayed Sleep Experiment

SFL1 SFL2 AFL1 AFL2 SAFL2

Loss 0.259 0.230 0.332 0.241 0.301
Accuracy 0.919 0.926 0.885 0.926 0.900
Precision 0.956 0.954 0.958 0.939 0.957
Recall 0.884 0.902 0.814 0.916 0.845

F1 Score 0.919 0.927 0.880 0.928 0.898
Total training time (seconds) | 15140.65 | 15147.74 | 15359.17 | 15116.83 | 12270.42
Testing Time (seconds) 5.12 5.50 5.19 4.86 4.96
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4.2.7 XAl Metrics, SHAP and LIME Comparison

Table 4.5 compares the XAl metrics of Complexity, Effective Complexity, and
Sparseness across the five algorithms using SHAP and LIME explanations. The cloud
server executes the XAl functions after all FL rounds. SHAP and LIME charts were
generated for all experiments. XAl metrics were generated during baseline experiment 1.

Since the dataset's features are constant (Byte 0 to Byte 7), Effective Complexity
(number of important features) remains consistent at 8 for SHAP and LIME across all

methods and models.

Table 4.5: XAl Metrics (SHAP vs. LIME)

SFL1 SFL2 AFL1 AFL2 SAFL2
Metric SHAP | LIME | SHAP | LIME | SHAP | LIME | SHAP | LIME | SHAP | LIME
Complexity 1.726 1.795 | 1.723 1.79 1.728 1.76 1.723 1.79 1.724 | 1.769
Effective 8 8 8 8 8 8 8 8 8 8
Complexity
Sparseness 0431 | 0395 | 0431 | 0398 0431 | 0417 | 0431 | 0.398 | 0432 | 0412

Sparseness measures the number of features contributing to the explanation, with
higher scores indicating more concise feature attribution (Hedstrom et al., 2023). Most of
SHAP's sparseness scores are 0.431, which is higher than LIME, meaning SHAP's
explanations focus on fewer but more influential features. For Sparseness, SFL1 (SHAP)
records 9.1% improvement over LIME followed by SFL2 (8.29%) and AFL2 (8.29%).
AFL1 shows a 3.3% improvement in Sparseness (SHAP) compared to LIME.

Lower values for Complexity indicate more interpretable and more straightforward
outputs. SHAP explanations are less complex and easier to interpret compared to LIME.

SFL2 and AFL2 are the top methods for Complexity with SHAP recording 3.7%
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improvement over LIME. All methods recorded lower complexity scores when comparing
SHAP and LIME. This means that SHAP provides more straightforward and focused
explanations while maintaining interpretability.

In Table 4.6, PGU measures how much the model's prediction changes when
unimportant features are perturbed, where lower values indicate better faithfulness. SHAP
records the lowest PGU scores across all models, with AFL1 and SAFL2 at the forefront,
followed by SFL2 and AFL2. When important features are perturbed, PGI assesses the
impact on the model's prediction, where higher values indicate better faithfulness. SHAP
has the highest PGI score of 0.12 for SFL1 followed by SFL2 and AFL2 at 0.11. This high
PGI score infers that explanations from SHAP more accurately reflect the true importance
of key features. LIME has the lowest PGI scores across all algorithms. The metrics provide
quantifiable evidence that SHAP is more faithful, reliable, and stable than LIME.

Table 4.6: XAl (PGU, PGI) Metrics (SHAP vs. LIME)

SFL1 SFL2
Metric SHAP LIME SHAP LIME
PGU 0.08+0.00 0.11+0.00 | 0.07+0.00 | 0.11+0.00
PGI 0.12+0.00 0.09+0.00 | 0.11+0.00 | 0.08+0.00
AFL1 AFL2 SAFL2
Metric SHAP LIME SHAP LIME SHAP LIME
PGU 0.05+0.00 0.07+0.00 | 0.07+0.00 | 0.11+0.00 | 0.05+0.00 | 0.08+0.00
PGI 0.08+0.00 0.06+0.00 [ 0.11+0.00 | 0.08+0.00 | 0.09+0.00 | 0.07+0.00

Table 4.7 provides qualitative metrics for a broad comparison of SHAP and LIME
regarding scope, feature contribution, feature importance, decision threshold, and optimal
use case. SHAP analyzes specific rows or the entire dataset, whereas LIME analyzes a

single instance in the dataset. SHAP values are continuous and show variation in impact,
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and LIME values are fixed positive or negative contributions. SHAP and LIME both
identify important features in the dataset. Although SHAP's decision threshold is not
explicitly displayed on the graph, LIME's is clearly evident. The optimal use case for SHAP
is understanding feature influence across all predictions. On the contrary, LIME is optimal
for debugging specific misclassifications by offering a rationale for a specific prediction.

Table 4.7: SHAP vs. LIME — Qualitative Comparison

Metric SHAP LIME

Scope Global (entire dataset or Local (single instance)
specific rows)

Feature Contribution | Continuous SHAP values Fixed positive/negative
showing impact variation contributions

Feature Importance Identified Identified

Decision Thresholds | Not explicitly shown Clearly identified

Optimal Use Case Understanding feature Debugging specific
influence across all predictions | misclassifications

Table 4.8: SHAP vs. LIME Total Time

Baseline Experiment 1
SFL1 SFL2 AFL1 AFL2 SAFL2

Metric SHAP | LIME | SHAP | LIME SHAP | LIME | SHAP | LIME SHAP LIME
Total time

SHAP 1019.2 1.54 | 970.91 153 | 1015.63 1.63 | 987.76 1.53 | 1017.36 1.63
(seconds)

Complexity 1.726 1.795 1.723 1.79 1.728 1.76 1.723 1.79 1.724 1.769
Etfective 8 8 8 8 8 8 8 8 8 8
Complexity

Sparseness 0431 | 0395 | 0.431 | 0.398 0431 | 0417 | 0.431 0.398 0.432 0.412

As part of our baseline 1 and scalability assessments, we obtained the execution time
for SHAP and LIME explanations. The results, illustrated in Table 4.8, indicate that SHAP

is computationally intensive and takes much longer to execute than LIME.
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Figures 4.8 to 4.12 in Appendix A show the output of the Shapley Additive
exPlanations (SHAP) module and the Local Interpretable Model-agnostic Explanations
(LIME) graphs. The graphs illustrate the impact of different features on the model's
predictions. SHAP provides a global perspective, showing the impact of each feature across
the entire dataset with a continuous distribution of values. With SHAP, high values of
specific features increase the likelihood of attack classification. In contrast, LIME explains
a single instance, presenting clear threshold-based feature contributions, where specific
features push predictions toward benign, or increase attack classification probability. The
green bars in a LIME chart represent features that contribute positively to the predicted
class and reinforce the model's decision. Red bars represent features that push against the
classification and suggest a different outcome. Longer bars indicate a more substantial
impact of the feature on the final decision, and shorter bars illustrate minimal influence. If
green bars dominate, the model is confident in its classification, whereas prominent red
bars suggest significant opposing factors. The final prediction results from the net effect of
all contributing features, making LIME a valuable tool for understanding how specific
feature values drive model decisions (Pawlicki et al., 2024).

4.3 Conclusion

This section evaluated our proposed methodology for detecting cyber-attacks and
training duration efficiency. We demonstrated how an adequate algorithm will improve the
IDS's performance and significantly reduce the training time. We also provided the XAl
results by assessing SHAP, LIME faithfulness, stability metrics, and charts. The results
indicate that SHAP consistently provides more straightforward and more focused

explanations, making it the preferred XAl method. In summary. SFL2 is the optimal model
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during periods of low latency or networks where clients have stable connections. However,
SAFL2 is the optimal model for loV with high latency or clients with unstable connections.
In the delayed sleep experiment, SAFL2 completed training in 18% shorter time than both
SFL1 and SFL2, affirming that waiting for all clients to finish training delayed aggregation
of the sub-global and global model. Extensive delays result in more evident training delays
for SFL compared to low latency (sleep of 1 second per epoch) in baseline 1 experiment.

Both SFL2 and SAFL2 consistently achieved Accuracy in the 93 percentiles with SFL2
maintaining the lowest training times in Baseline 2 with just 202.97 seconds. Additionally,
SFL2 balances strong F1 scores (0.939 in Baseline 2 and 0.923 in Scalability) with stable
testing times. The next-effective model is SFL1, which maintains strong performance with
Accuracy reaching 92.9% in Baseline 2 and 91.8% in the Scalability assessment. SFL1
records a low training time (436.47 seconds) in Baseline 1 and 994.66 seconds in
Scalability. SFL1 is a reliable model in networks with low latency due to its ability to
balance Accuracy and efficiency.

Compared to LIME, SHAP provides more faithful and stable interpretations. SHAP's
detailed visualizations are valuable in FL where understanding performance across
decentralized datasets is critical. LIME highlights the features that drive predictions for

specific cases. On the contrary, SHAP provides insight into the model's global decisions.
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Chapter 5 - Discussion and Conclusion

In this chapter, we provide a detailed discussion about the proposed methodology by
answering our research questions. We also conclude our work and suggest possible
research directions.

5.1 Discussion

The research questions for this praxis were three-folded as described in Chapter 1
(Section 1.6.1).

5.1.1 Research Question 1 (RQ1)

Which FL model out of Synchronous Federated Learning (SFL), Asynchronous
Federated Learning (AFL) and Semi-Asynchronous Federated Learning (SAFL) will most
accurately (greater than 5%) detect cyber-attacks on loV?

5.1.2 Research Question 2 (RQ2)

Which FL-based IDS model, among Synchronous Federated Learning (SFL),
Asynchronous Federated Learning (AFL) and Semi-Asynchronous Federated Learning
(SAFL) offers the most effective enhancement of training time (reduced training time or
5% reduction in training time) within the loV?

5.1.3 Research Question 3 (RQ3)

Which explainability technique, SHAP (SHapley Additive exPlanations) or LIME
(Local Interpretable Model-agnostic Explanations) offers more effective (greater than 5%
improvement) explainability scores?

5.1.4 RQ1 Discussion

The results of our research indicate that SFL2 consistently enhances IDS performance
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for loV by improving Accuracy, Recall, and F1 score compared to SFL1. In Baseline 1,
SFL2 boosts Accuracy by 1%, Recall by 2.9%, and F1 score by 1.1%, with a 9.7% loss
reduction over SFL1. SFL2’s outperformance results from its optimized model aggregation
and lower computations. By minimizing delays in synchronization and benefitting from
improved weight updates, SFL2 achieves higher detection Accuracy and Recall while
maintaining stable loss reduction.

In the asynchronous protocol, AFL1 consistently underperforms SFL1 in Accuracy by
achieving 89.1% in Baseline 1, 93.3% in Baseline 2, and 91.9 % in Scalability. AFL1 also
demonstrates lower Recall across experiments. AFL2, on the other hand, surpasses SFL1
in Baseline 1 with a 1.42% higher Accuracy (92.8% versus 91.5%) and a 5.3% higher
Recall (92.1% versus 87.4%). However, in Baseline 2 and Scalability, AFL2 has marginal
improvements compared to SFL1.

SAFL2 demonstrates competitive performance compared to SFL1 and SFL2, though
its effectiveness varies across experiments. In Baseline 1, it achieves 90.4% Accuracy,
slightly lower than SFL1 (91.5%) and SFL2 (92.5%), while maintaining an F1 score of
0.902, which is lower than both models. In Baseline 2, SAFL2 records 93.4% Accuracy,
closely matching SFL1 (92.9%) and SFL2 (93.7%), with strong Recall (93.0%) and an F1
score (93.6%) that remains competitive. In Scalability, it achieves 92.1% Accuracy,
slightly outperforming SFL1 (91.8%) but trailing SFL2 (92.3%), while also maintaining
stable Recall (90.0%) and F1 score (92.2%).

5.1.5 RQ2 Discussion
During periods of high latency or unstable client connections, SAFL2 is the optimal

model for loV as it completed training 18% faster than both SFL1 and SFL2. Waiting for
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all clients to finish training before aggregation resulted in SFL1 recording more delays in
the delayed sleep experiment.

Compared to SFL1, SFL2 reduces training time by 30.2% in Baseline 2 and 6.9% in
Baseline 1 due to its high performance and optimal computation. On the contrary, SFL2's
training time (1155.10 seconds) in Scalability increased by 16.1% compared to SFL1
(994.66 seconds), indicating higher computational demands as the system scales.

By utilizing version control with federated dropout IDS algorithm, AFL2 is 30.87%
faster than SFL1 in Baseline 1 (301.71 seconds). While asynchronous protocols generally
result in lower FL training times, they do not automatically resolve the issue of slow clients.
Since clients act independently, the server may still have to wait for the slowest ones to
complete. Gradients from slower clients may degrade the overall performance, especially
if they provide outdated or inefficient updates. Hence discarding slow clients under certain
conditions is necessary. Our AFL2 Federated Dropout approach tackles this by discarding
clients whose staleness exceeds a predefined threshold, significantly reducing training time
compared to the baseline. During the scalability assessment, AFL2 is 433% slower than
SFL1, taking more training time compared to SFL1 due to computational complexity.

Training time for AFL1 significantly exceeds SFL1 in Baseline 1 and Scalability. The
high communication burden from continuous update of the sub-global and global model
after receiving local client updates leads to longer AFL1 training durations.

SAFL2's efficiency is particularly evident in the Delayed Sleep experiment where it
outperformed all models in recording the shortest training time. In the SAFL2 experiments,
we observed the impact of semi-asynchronous federated learning (FL) in managing training

duration. The combination of synchronous and asynchronous updates in SAFL2 resulted
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in a training time of 1221.98 seconds in Baseline 1 and 2433.07 seconds in Scalability, a
reduction compared to AFL1 but higher than SFL models due to intermittent
synchronization delays. Scalability conditions increased model complexity with larger data
volumes causing computational overhead. Periodic synchronization played a crucial role
in maintaining consistent model updates across rounds. The global model showed
convergence after each FL round, however not all clients reached convergence within the
same number of local epochs, leading to variations in model performance. The delayed
sleep experiment shows that SAFL2 allows aggregation without waiting for straggling
clients. Our proposed semi-asynchronous design ensures faster global model updates and
reduces training delays in oV environments.

5.1.6 RQ3 Discussion

SFL1 (SHAP) records 9.1% improvement over LIME followed by SFL2 (8.29%) and
AFL2 (8.29%) in Sparseness. Higher Sparseness scores indicate more concise feature
attribution. SHAP's explanations focus on fewer but more influential features. AFL1 shows
a 3.3% improvement in Sparseness (SHAP) over LIME. The Sparseness metrics confirm
that SHAP explanations are less complex and easier to interpret compared to LIME.

Lower complexity values indicate more interpretable and straightforward outputs.
SFL2 and AFL2 exhibit lower complexity scores with SHAP recording 3.7% improvement
over LIME. All methods recorded lower complexity scores when comparing SHAP and
LIME. This means that SHAP provides more straightforward and focused explanations
while maintaining interpretability.

By accurately identifying critical features that significantly impact model performance.

SHAP also exhibits strong stability, indicating robustness to input perturbations, whereas
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LIME shows negative stability values, suggesting high sensitivity to minor input changes.
SHAP provides more reliable and consistent explanations, while LIME's interpretations are
less stable with lower faithfulness score. Overall, both SFL2 and AFL2 (SHAP) provide
simpler and more focused explanations while maintaining interpretability with the lowest
Complexity score. Prediction-Grounded Unimportance (PGU) measures how much the
model's prediction changes when unimportant features are perturbed with lower scores.
Across all models, SHAP exhibited the lowest PGU scores with AFL1 and SAFL2 topping
the list followed closely by SFL2 and AFL2. Prediction-Grounded Importance (PGI)
assesses the impact on the model's prediction when important features are perturbed, where
higher values indicate better faithfulness. SHAP records the highest PGI score for SFL1
followed by SFL2 and AFL2. This infers that explanations from SHAP more accurately
reflect the true importance of key features.

Based on game theory, SHAP measures how each feature contributes to decisions made
by the model. SHAP's summary plot offers a holistic view by displaying the global
importance of features across instances, where positive SHAP values indicate features
pushing the prediction higher. Conversely, LIME explains feature contributions for
specific instances (data points) to the global model's decision by displaying positive (green
bar) and negative contributions (red bars) with longer bars indicating higher influence
(Abou El Houda et al., 2023; Sabih et al., 2020). LIME’s instance-specific explanation did
not provide an understanding of the feature impact across a range of instances (data points).

The SHAP and LIME explanations provide complementary insights into XAl for IDS
in the IOV environment. SHAP offers a global understanding of feature importance across

the dataset, highlighting key variables that consistently influence attack detection. SHAP
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provides insights into how each feature has contributed to the prediction. LIME is useful
for debugging misclassifications by identifying specific threshold values that drive
individual classification decisions. Combining SHAP's broad interpretability with LIME's
instance-level analysis enhances transparency and improves trust in IDS decisions (Abou
El Houda et al., 2023; Sabih et al., 2020).

5.2 Performance and Training Efficiency

After conducting extensive experiments, we observed a significant variance in time
efficiency and Accuracy across the three FL communication protocols. In our research, we
prioritize Accuracy over minimal training time due to the critical nature of our
application—intrusion detection. Although our goal is to enhance IDS performance,
optimizing the FL process to achieve a reasonable training duration is also essential.
Prolonged training periods are neither incentivizing for vehicles to participate nor efficient
for servers, as they remain occupied during the FL training. Our objective was to identify
the most practical scenario that enhances both the performance and training efficiency of
the IDS in IOV s using FL.

In addition to selecting the appropriate communication mode, the communication
process can become a bottleneck in FL training, as demonstrated in our delayed sleep
assessment. In baseline 1, 2, and the scalability assessment, we included a minor sleep
delay function resulting in a total pause time of 1 second per epoch. AFL2 outperformed
all models in training time (301.71 seconds) in Baseline 1 and fell significantly behind
SFL1 in Scalability. SFL2 was competitive with the lowest training time (202.97 seconds)
in baseline 2 experiment. Since more prolonged interruptions, lossy channels and broken

connections occur in the real world, we added an extensive delay of 300 seconds per epoch
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as part of the delayed sleep experiment. SAFL2 completed training 18% faster than SFL1
and SFL2 due to its model version control and staleness thresholds in the delayed sleep
experiment.

Transmitting model weights can be slow, especially with large models or limited
bandwidth. Hence, we emphasize the need for compression techniques when implementing
large models, such as transmitting only the difference between the current and previous
gradients. Moreover, conducting a bandwidth allocation study beforehand is crucial to
optimize resource allocation for communication.

5.3 Conclusion

The comprehensive analysis and experiments conducted in this research have
substantiated the three hypotheses initially proposed to address our research questions. We
began by providing an in-depth description of the FL loV environment comprised of a
central server, edge servers, and vehicles. We emphasized the necessity of carefully
implementing a suitable communication protocol in a non-11D environment, which leads
to differences in training speeds.

To address these challenges, we proposed privacy-preserving FL IDS mechanisms,
experimenting with different communication modes, evaluating each individually, and
comparing their performance. We illustrated the advantages and disadvantages of
synchronous, asynchronous, and semi-asynchronous communications within loV
ecosystems. Our analysis, grounded in numerical results, reveals acceptable models in all
three FL. communication protocols. In the asynchronous category, our proposed AFL2 IDS
mitigates the staleness effect and the over-representation of certain vehicles by strategically

selecting vehicles for training. This practical application presents an asynchronous FL-
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based IDS for loV (AFL2) that addresses the varying computational capabilities of vehicles
with differences in training speeds. In the semi-asynchronous category, SAFL2 was
efficient in completing training with acceptable performance in the delayed sleep
experiment. SFL2 exhibited consistent and commendable results in the synchronous
category in all experiments. Our solution effectively handles the challenges posed by
resource-constrained vehicles by conducting all experiments under non-1ID (Non-
Independent and Identically Distributed) across nodes distribution conditions. The FL-
based IDS and the loV ecosystem we developed mimics realistic scenarios, yielding
meaningful insights.

In our experiments, the edge servers reduce data processing on the central server and
allow the model to accommodate more clients. This setup improved system efficiency and
demonstrated the potential of edge servers to handle the large volume of data generated in
loV applications.

Our research also utilized XAl metrics and charts to assess the model's decision-making
functions, a necessity for understanding the black-box nature of neural networks. Overall,
SFL2 (SHAP) provides simpler and more focused explanations while maintaining
interpretability with the lowest Complexity score.

SFL1 (SHAP) records 9.1% improvement in Sparseness over LIME followed by SFL2
(8.29%) and AFL2 (8.29%). Higher Sparseness scores indicate more concise feature
attribution. SHAP's explanations focus on fewer yet more influential features. AFL1 shows
a 3.3% improvement in Sparseness (SHAP) over LIME. The Sparseness metrics confirm
that SHAP explanations are less complex and easier to interpret compared to LIME.

SFL2 and AFL2 are the top methods with SHAP recording 3.7% improvement over
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LIME in Complexity. When comparing SHAP and LIME, all methods recorded lower
complexity scores, meaning that SHAP provides more straightforward and focused
explanations.

PGU measures how much the model's prediction changes when unimportant features
are perturbed, with lower scores preferable. Across all models, SHAP exhibited the lowest
PGU scores, with AFL1 and SAFL2 ranking first, followed closely by SFL2 and AFL2.
When important features are perturbed, PGI assesses the impact on the model's prediction,
where higher values indicate better faithfulness. SHAP has the highest PGI score for SFL1,
followed by SFL2 and AFL2 inferring that explanations from SHAP more accurately
reflect the true importance of key features.

5.4 Contributions to the Body of Knowledge

This research significantly contributes to the body of knowledge in the loV ecosystem,
particularly in addressing the critical need for privacy-preserving IDS and XAl. Given the
surge in sensory data and the exponential rise in cyber-attacks within the 1oV domain, our
work demonstrates that our proposed FL IDS model (SFL2) can detect malicious traffic
with approximately 93% Accuracy while ensuring robust driver privacy protection in loV
networks with low latency. However, SAFL2 (Synchronization with Model Version
Control) Algorithm can detect malicious traffic ranging from 90 to 93% Accuracy in loV
networks with high latency.

We reduced the communication burden on the central (cloud) server by incorporating
the edge layer in our architecture. Our research also gathered valuable insights on how
communication protocols impact performance and training within the loV. Prolonged

training durations can result in denial of service or resource overcommitment, leading to
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availability issues, unnecessary energy consumption, and potential overfitting, which are
neither efficient nor environmentally sustainable.

Finally, our research addresses the explainability of decisions made by the FL-based
IDS within the loV ecosystem. By incorporating quantifiable metrics (Stability and
Faithfulness) into our experiments, we embed XAl explainability into intrusion detection
using open-source metrics. SFL2 achieves optimal SHAP stability scores indicating robust
input perturbations, and more reliable and consistent explanations. LIME, in comparison,
offers interpretations that are less stable and less faithful.

Our research contributes significantly to explainable IDS by offering a comparative
analysis of SHAP and LIME. The findings will guide researchers and practitioners to select
appropriate XAl techniques for FL IDS applications. By enhancing the interpretability of
FL models, this research supports the development of more trustworthy and accountable
Al systems. The research in this praxis aims to improve cybersecurity measures in loV
networks while maintaining high model performance and more reliable intelligent
transportation systems.

5.5 Future Work

Our research provides a robust foundation for future work in the field, particularly in
addressing the complex challenges inherent in federated learning within 1oV environments.
Federated learning aims to create a collaborative learning environment where different
components can work together without exposing sensitive data. However, the
sophistication and variety of cyber-attacks varies with new technologies. While
transferring only local models in FL protects vehicle data, there is a risk that adversarial

reverse-engineering can infer the original training data. In a byzantine or brigandine attack,
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a malicious vehicle may provide corrupted models for aggregation, thereby compromising
the IDS and degrading performance (Li et al., 2023). Moreover, an attacker could
effectively cause a denial of service during the global rounds of FL training by intentionally
prolonging local training durations. Additionally, reliance on local training updates makes
federated Learning vulnerable to model poisoning attacks (Xu & Shu, 2024). In response
to these challenges, future work can integrate secure aggregation, encryption, or blockchain
technology, which offers data integrity and establishes trust among FL collaborators to
improve security. Future research can explore adaptive synchronization mechanisms to
improve the IDS performance in FL scenarios for 1oV. This approach can play an important
role in halting training when sufficient Accuracy is reached. Moreover, future work can be

conducted to include a variety of vehicle types.
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Appendix A

Code Availability
The code for the proposed framework, which utilizes federated learning for intrusion
detection systems on the Internet of Vehicles (loV), is available at the GitHub repository

https://github.com/kimmawreh/FL_IDS 10V upon request.
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Table 3.5: Features of FL Method

Algorithm Client Client Communication | Staleness | Model Updates
Grouping | Selection Method Threshold
SFL1 Cluster Random Synchronous No Completeness
(Edge)
SFL2 Cluster Random Synchronous Yes Time Threshold
(Edge)
AFL1 Cluster Random Asynchronous No Continuous
(Edge)
AFL2 Cluster Random Asynchronous Yes Federated
(Edge) DropOut
SAFL2 Cluster Random Semi- Yes Version control
(Edge) Asynchronous
Loss Accuracy
0.9
SFL1  SFL2  AFL1  AFL2  SAFL2 SFL1  SFL2  AFL1  AFL2  SAFL2
Precision Recall
0.921
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Figure 4.1: Baseline Experiment 1 - Metrics
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Table 4.9: AFL2 Metrics — Staleness Dropout Percentages

Staleness | Staleness Staleness Staleness
Dropout | Dropout (Pd) Dropout (Pd) Dropout (Pd)
(Pd) = =60 % =40 % | =20%
80 %
Accuracy 0.851 0.898 0.928 0.893
Precision 0.990 0.970 0.940 0.969
Recall 0.721 0.828 0.921 0.820
F1 Score 0.834 0.894 0.930 0.888
Loss 0.413 0.327 0.244 0.340
Total Training Time (seconds) | 920.95 576.54 301.71 546.71
Total Testing Time (seconds) | 5.45 5.44 5.15 5.63
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In Figures 4.8 to 4.12, higher SHAP values (red) move predictions toward attack

classification, while lower values (blue) indicate more benign classifications. The red bar

in a LIME graph shows the model's prediction moving toward the benign class, whereas

the green bars increase the likelihood of an attack classification.
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Figure 4.8: SHAP and LIME Features impact on the model’s decision: SFL1
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DATA 6 is the most influential feature in the SFL1 model, followed by DATA 2,
DATA 0, and DATA_7, as shown in the SHAP summary plot (Figure 4.8). Instance
153709 in the LIME explanation shows the prediction leaning toward the benign class (red)
for DATA_2 and DATA 6. In addition, DATA_0 and DATA_7 increase the likelihood of

an attack classification (green).
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Figure 4.9: SHAP and LIME Features impact on the model’s decision: SFL2

In Figure 4.9, the SHAP summary plot shows that DATA_6 has the highest impact on the
model's output, followed by DATA 2, DATA 0, and DATA 7. On the other hand, DATA 1,
DATA_4, DATA_3, DATA_5 contribute less to the model ability to detect intrusions. SFL2's
LIME explanation (instance 153709) indicates that DATA_2 and DATA_6 cause the prediction
to shift toward the benign class (red). DATA_0 and DATA _7 elevate the likelihood of an attack

classification (green).
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Figure 4.10: SHAP and LIME - Features impact on the model’s decision: AFL1
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In Figure 4.10, DATA _6, 2, and 0 have the highest influence per SHAP. For
LIME (instance 153709), DATA 2 and 6 steer the prediction toward benign (red),

while DATA _0 and DATAY increase the likelihood of attack classification (green).
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Figure 4.11: SHAP and LIME - Features impact on the model’s decision: AFL2

The SHAP summary plot in Figure 4.11 shows DATA_6 as the most influential feature
on AFL2's model decision, followed by DATA_2, DATA 0, and DATA _7. The LIME
explanation, for instance 153709 in the AFL2 Federated Dropout Model, highlights that

DATA_2 and DATA_6 push the prediction toward the benign class (red).
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Figure 4.12: SHAP and LIME - Features impact on the model’s decision: SAFL2
In Figure 4.12, DATA_6 (Feature 6), DATA_2 (Feature 2), and DATA_0 (Feature
0) have the highest influence due to higher values in the SHAP summary plot for the
SAFL2 Model. The LIME explanation (instance 153709), DATA_2, and DATA_6 push
the prediction toward the benign class (red), while DATA_0 and DATA_7 increase the

likelihood of an attack classification (green).
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