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Abstract of Dissertation

Decorated Heegaard Diagrams and Combinatorial Heegaard Floer Homology

Heegaard Floer homology is a collection of invariants for closed oriented three-manifolds,

introduced by Ozsváth and Szabó in 2001. The simplest version is defined as the homol-

ogy of a chain complex coming from a Heegaard diagram of the three manifold. In the

original definition, the differentials count the number of points in certain moduli spaces of

holomorphic disks, which are hard to compute in general.

More recently, Sarkar and Wang (2006) and Ozsváth, Stipsicz and Szabó, (2009) have

determined combinatorial methods for computing this homology with Z2 coefficients. Both

methods rely on the construction of very specific Heegaard diagrams for the manifold, which

are generally very complicated.

Given a decorated Heegaard diagram H for a closed oriented 3-manifold Y , that is a

Heegaard diagram together with a collection of embedded paths satisfying certain crite-

ria, we describe a combinatorial recipe for a chain complex ĈF
′
(H). If H satisfies some

technical constraints we show that this chain complex is homotopically equivalent to the

Heegaard Floer chain complex ĈF (H) and hence has the Heegaard Floer homology ĤF (Y )

as its homology groups. Using branched spines we give an algorithm to construct a deco-

rated Heegaard diagram which satisfies the necessary technical constraints for every closed

oriented Y . We present this diagram graphically in the form of a strip diagram.
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3.2 Combinatorial Approach to ĤF . . . . . . . . . . . . . . . . . . . . . . . . . 26

vi



3.3 SpinC Grading . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

Chapter 4: Homology of Decorated

Heegaard Diagrams 34

4.1 Decorations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4.2 A New Chain Complex . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.3 Properties of ĈF
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Chapter 1

Introduction

Heegaard Floer homology is a collection of invariants for closed oriented 3-manifolds,

introduced by Ozsváth and Szabó in 2001 [OS1]. There are several standard versions of

Heegaard Floer homology: ĤF , HF+, HF−, and HF∞. Each of them is defined as the

homology of a corresponding chain complex coming from a Heegaard diagram H of the

3-manifold. In this paper we focus our attention on the simplest homology theory, ĤF ,

and we use the cylindrical reformulation due to Lipshitz [Li]. For a detailed treatment of

all versions of Heegaard Floer homology, in the original formulation, see [OS3].

In 2006, Sarkar and Wang [SW] gave a combinatorial method for computing ĤF with Z2

coefficients (see Section 3.2). In 2009, Ozsváth, Stipsicz and Szabó [OSS1] gave a completely

combinatorial proof of the invariance of ĤF with Z2 coefficients. In 2013, Ozsváth, Stipsicz,

and Szabó [OSS2] showed it is possible to define signs in their chain complex, thus allowing

computations with Z coefficients. All of these methods rely on the construction of very

specific Heegaard diagrams for the manifold. In general, these diagrams contain many

intersection points between the two families of curves constituting each diagram. This leads

to a Heegaard Floer chain complex with too many generators for practical computations in

all but a handful of examples.

In this paper we introduce the concept of a decorated Heegaard diagram. That is, a
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Heegaard diagramH together with a collection of embedded paths γ satisfying some specific

criteria (see Section 4.1). Using this decorated Heegaard diagram, we construct a new

combinatorially defined chain complex which is homotopically equivalent to the Heegaard

Floer chain complex produced by the algorithm of Sarkar and Wang (see Section 4.2).

The main benefit of our construction is that it does not require any topological change to

the underlying Heegaard diagram and, hence, it will not introduce new intersection points

between the constituent families of curves. Because we do not modify the families of curves,

the chain complex created has, in general, a much smaller number of generators than both

the chain complex created by Sarkar and Wang and, especially, the chain complex created

by Ozsváth, Stipsicz and Szabó.

In the first main result from this paper we show that every 3-manifold has at least

one Heegaard diagram which admits a so-called α-strong decoration (see Lemma 4.1.14).

The decoration being α-strong is a technical condition required in the proof of existence

of our new chain complex. The existence of the desired Heegaard diagram follows from

the existence of a branched spine with e-cycle for every 3-manifold. Namely, we show that

a branched spine with e-cycle gives rise to a natural Heegaard decomposition. We then

present this decomposition graphically in the form of a strip diagram (see Section 2.3).

Finally, using properties of the strip diagram we algorithmically construct a decoration in

the corresponding Heegaard diagram.

Standard and special spines were introduced as efficient and powerful descriptors of

3-manifolds and studied in the works of Casler [Ca], Matveev [Ma2] and Piergallini [Pi].

Branched spines were explicitly defined in the work of Benedetti and Petronio [BP]. Branched

spines had previously been implicitly studied in the works of Gillman and Rolfsen [GR],

Ikeda [Ik1] and Ishii [Is1, Is2]. The final additional structure in a branched spine, the e-cycle,
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was introduced and studied by Ikeda [Ik2], Ikeda and Inoue [II] and Ishii [Is3].

In 1992, the existence of a branched spine for generic closed 3-manifold was proved by

Gillman and Rolfsen [GR]. In 1997, the existence of a branched spine for every 3-manifold

was proved by Benedetti and Petronio [BP]. The existence of a branched spine with e-cycle

for every 3-manifold follows from the work of Ikeda [Ik2] and Ishii [Is3].

In the second main result from this paper we show that the Heegaard diagram coming

from a strip diagram can be algorithmically made into a nice pointed Heegaard diagram

using only isotopies of the β-curves (see Lemma 4.1.16). More importantly, if we give the

strip diagram the decoration guaranteed by Lemma 4.1.14, then after each isotopy we still

have a decorated diagram. We compare this with Sarkar and Wang’s algorithm which,

in general, requires the use of handle-slides as well. In our construction, embedded paths

from a decoration mark the locations of the isotopies used in Lemma 4.1.16 to make the

Heegaard diagram nice. We record this data specifically because the prescribed isotopies

of β-curves change the Heegaard Floer chain complex ĈF in a predictable manner. The

decoration then allows us to “jump ahead” and guess the desired complex without actually

performing these prescribed isotopies. This provides the motivation behind our definition of

ĈF
′
. Since we do not need to actually perform the prescribed isotopies, we do not introduce

new generators and, hence, our chain complex remains relatively small compared to the one

by Sarkar and Wang.

The main theorem from this paper is that for some specific Heegaard diagrams, among

which we find those given by a strip diagram and all diagrams obtained therefrom via the

prescribed isotopies of β-curves, the definition of ĈF
′

indeed gives a chain complex, which

is, moreover, homotopically equivalent to ĈF (see Theorem 4.2.32). Consequently, the

homology groups of ĈF
′

compute precisely ĤF (Y ) as desired.

3



The paper is organized as follows. Chapter 2 recalls the definition of a Heegaard diagram

for a 3-manifold Y and introduces the necessary refinements for constructing the Heegaard

Floer homology ĤF . Chapter 2 also recalls the definition of a branched spine and then

shows how a branched spine gives rise to a natural Heegaard diagram, which we present in

the form of a strip diagram. Chapter 3 recalls the definition of ĤF , both in the formulation

due to Lipshitz [Li] and in the combinatorial manner of Sarkar and Wang [SW]. Chapter 4

introduces the idea of a decorated Heegaard diagram and explains the construction of our

new chain complex ĈF
′
. Chapter 5 provides the proofs of the major results. Chapter 6

explains how one can start to reformulate the definition of ĈF
′
in terms of a 4-valent graph,

called the O-graph, which determines a branched spine completely. Specifically, we note

that in this setting it is easy to recover the relative SpinC-grading on ĤF . Finally, Chapter 7

elaborates on some comments from throughout the text about potential directions for future

research.
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Chapter 2

Presentations of 3-manifolds

In this chapter we describe various methods of presenting 3-manifolds. We start by

reviewing both the construction of a Heegaard decomposition and the construction of a

branched spine. With the aim of defining the Heegaard Floer homology ĤF , we will

introduce further refinements to these constructions as we go.

Lastly, we show a natural connection between the two constructions by describing how

to obtain a Heegaard decomposition from a branched spine. This particular Heegaard

decomposition is presented via the strip diagram.

2.1 Heegaard Decompositions

Definition 2.1.1. Given a (closed oriented) 3-manifold Y , its Heegaard splitting of genus g

is a decomposition of Y into two handlebodies U1 and U2, both of genus g, glued along their

boundaries. If Σ = ∂U1
∼= ∂U2 is a closed oriented surface of genus g, that is, Y = U1∪ΣU2,

then we denote the Heegaard splitting by (Σ, U1, U2).

It is a classic theorem that Heegaard splittings exist for all closed oriented 3-manifolds.

This fact follows from the existence of a triangulation. However, every manifold admits

many Heegaard splittings of, possibly, different genuses. In order to describe how different

Heegaard splittings of the same manifold are related, we introduce the modification process
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called stabilization. Given a genus g splitting (Σ, U1, U2) of Y , choose two points on Σ and

a small unknotted arc γ inside U2 connecting them. Let N be a small tubular neighborhood

of γ in U2. We define U ′1 = U1 ∪N and U ′2 = U2 \N . By construction, U ′1 and U ′2 have a

common boundary Σ′ of genus g + 1, and hence (Σ′, U ′1, U
′
2) is a genus g + 1 splitting of Y ,

the result of stabilization of (Σ, U1, U2). As it turns out, this process and its inverse (called

destabilization) are sufficient to relate any two Heegaard splittings:

Theorem 2.1.2 (Reidemeister, [Re], Singer, [Si]). Let (Σ, U1, U2) and (Σ′, U ′1, U
′
2) be two

Heegaard splittings, of genus g and g′ respectively, for a given 3-manifold Y . Then there

exists a sufficiently large integer G such that some (G− g)-fold stabilization of the first

splitting is diffeomorphic to some (G−g′)-fold stabilization of the second one.

As a consequence of Theorem 2.1.2 we have that any property of Heegaard splittings

that does not change under stabilization/destabilization is actually a 3-manifold invariant.

However, a Heegaard splitting by itself does not provide enough information to define the

invariant this paper focuses on, the Heegaard Floer homology ĤF .

Definition 2.1.3. Fix k ≥ 1. A set of attaching circles α = (α1, . . . , αg+k−1) for a genus g

handlebody U is a collection of g + k − 1 simple closed curves in Σ = ∂U such that: these

curves are pairwise disjoint from each other, Σ−α = Σ−α1−· · ·−αg+k−1 has k connected

components, and these α-curves bound disjoint properly embedded disks in U . Notice that

the boundary surface Σ together with the collection of α-curves in Σ are enough to uniquely

recover all of U up to boundary preserving diffeomorphism.

Definition 2.1.4. Let (Σ, U1, U2) be a genus g Heegaard splitting of a 3-manifold Y . Given

k ≥ 1, a (generalized) Heegaard Diagram of redundancy k of Y is Σ together with two

collections of curves α = (α1, . . . , αg+k−1) and β = (β1, . . . , βg+k−1) in Σ such that α is a

6



set of attaching cirles for U1 and β is a set of attaching circles for U2. We denote such a

diagram by (Σ,α,β).

Remark 2.1.5. There are three modifications of a Heegaard diagram that do not change

the underlying 3-manifold. These are isotopy, handle slide, and stabilization.

Isotopy: ambient isotopy of the attaching circles α for a given handlebody U . An isotopy

of a Heegaard diagram is an isotopy of either collection of attaching circles in the associated

Heegaard splitting. Notice that intersection points between the two collections of attaching

circles may appear or disappear during an isotopy.

Handle slide: given a handlebody U with attaching circles α, select two curves αi and αj

from α such that there exists an embedded pair of pants Π in Σ with IntΠ ⊂ Σ − α and

∂Π consisting of αi, αj and α′i for some curve α′i 6∈ α. Then replace αi with α′i in α. A

handle slide for a Heegaard diagram is a handle slide on either handlebody in the associated

Heegaard splitting.

Stabilization: given a Heegaard diagram (Σ,α,β), perform a stabilization on the associ-

ated Heegaard splitting (Σ, U1, U2) and ammend α and β to be compatible with the new

splitting. Specifically, the new surface Σ′ can be thought of as a connected sum of Σ with

a torus T . Now let α′ = α ∪ α and β′ = β ∪ β, where α, β ⊂ T with α intersecting β only

once and transversely. Then the diagram (Σ′,α′,β′) is compatible with the new splitting

(Σ′, U ′1, U
′
2) by construction.

It turns out that the first two modifications are enough to relate any two Heegaard

diagrams of the same genus:

Theorem 2.1.6 (Scharlemann-Thompson, [ST]). Let U be a handlebody of genus g, and

consider two collections of attaching circles α and α′. Then there exists a finite sequence
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of isotopies and handle slides that converts α into α′.

Combining Theorem 2.1.2 and Theorem 2.1.6 we have the following:

Corollary 2.1.7. Let Y be a 3-manifold. Let (Σ,α,β) and (Σ′,α′,β′) be two (generalized)

Heegaard diagrams of Y . Then there exists a finite sequence of isotopies, handle slides, and

stabilizations/destabilizations which transforms one diagram into the other.

Definition 2.1.8. The final piece of information required to define Heegaard Floer homol-

ogy is a set of basepoints. Let (Σ,α,β) be a (generalized) Heegaard diagram of redundancy

k for a 3-manifold Y . Fix a collection of k points w = (w1, . . . , wk) in Σ − α − β such

that each component of Σ− α contains exactly one wi ∈ w and each component of Σ− β

contains exactly one wj ∈ w. The tuple H = (Σ,α,β,w) is called a (multi-)pointed Heegard

diagram for Y .

Remark 2.1.9. There is an uniqueness result analogous to Corollary 2.1.7 for pointed

Heegaard diagrams. See [OS1] for more details.

Definition 2.1.10. Let H = (Σ,α,β,w) be a pointed Heegaard diagram and let α ∈ α.

We say α is narrow if there exist regions D1 and D2 in H, both containing basepoints in w

such that α∩∂D1 and α∩∂D2 are both nonempty, and the orientation induced on α by D1

is opposite to the orientation induced on α by D2. More concretely, α sees a basepointed

region on either of its sides. The diagram H is called α-narrow (resp. β-narrow) if every

α ∈ α (resp. β ∈ β) is narrow.

2.1.1 Heegaard diagrams and Morse Functions

In the following it will be convenient to have a description of Heegaard diagrams coming

from Morse theory. For more details about the theory in general see Milnor [Mi]. Here we
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state only the relevant theorems.

Theorem 2.1.11 (Milnor, [Mi]). Every smooth 3-dimensional manifold Y admits a self-

indexing Morse function f : Y → R. Additionally, if Y is closed we can choose f so that it

has unique critical points of index 0 and index 3.

A Morse function as in Theorem 2.1.11 naturally gives rise to a handle decomposition

of Y . For each critical point of index i we have a canonical way to attach a handle of

index i. This handle decomposition then allows us to construct a Heegaard diagram for Y .

Specifically, we take the Heegaard splitting given by (Σ = f−1(3
2), U1 = f−1([0, 3

2 ]), U2 =

f−1([3
2 , 3])) and consider the set of α-curves which are the cores of 1-handles and the set

of β-curves which are the cocores of 2-handles. That (Σ,α,β) is a compatible Heegaard

diagram for the decomposition (Σ, U1, U2) is a standard exercise.

Given a Morse function f and the associated Heegaard diagram (Σ,α,β) we say f is

compatible with α and β. Indeed the existence of compatible Morse functions is a universal

property, as guaranteed by the following well-known theorem.

Theorem 2.1.12. Let Y be a closed oriented 3-manifold. Every Heegaard diagram (Σ,α,β)

for Y arises from a Morse function f as in Theorem 2.1.11. Specifically, f is compatible

with α and β.

2.2 Branched Spines

A 2-dimensional cellular space, P , such that each point has a neighborhood of one of

the types shown in Figure 2.1 is called a simple polyhedron.

Definition 2.2.1. A connected component of P consisting of points with neighborhoods

as shown in Figure 2.1(a) is called a face. A connected component of P consisting of points

9



(a) (b) (c)

Figure 2.1: Neighborhoods in a simple polyhedron.

with neighborhoods as shown in Figure 2.1(b) is called an edge. A point with neighborhood

as shown in Figure 2.1(c) is called a vertex. The collection of all edges and vertices of P

is called the singular graph of P . A simple polyhedron where each face is an open 2-cell is

called a special polyhedron.

Definition 2.2.2. Let Y be a compact 3-manifold with boundary. A sub-polyhedron P ⊂ Y

with regular neighborhood N(P ) is called a spine of Y if N(P ) ∼= Y . It is a simple (resp.

special) spine if P is a simple (resp. special) polyhedron. If we instead consider a compact

closed 3-manifold Y , we say P is a simple (resp. special) spine if N(P ) ∼= Y \ int(B3).

Given a 3-manifold Y and a spine P of Y , we say P represents Y .

Remark 2.2.3. By considering the spine P we have not lost any information about the

manifold Y . The case where ∂Y 6= ∅ is clear because we consider a homeomorphic object.

The case where ∂Y = ∅ follows from the fact that we can fill in the “missing” B3 in a

unique way.

The following classical theorems demonstrate the utility of using spines as an approach

to 3-manifold theory.

Theorem 2.2.4 (Casler, [Ca]). Any compact 3-manifold possesses a special spine.

10



L

(a)

T

(b)

Figure 2.2: Local moves on spines. Outside of the region depicted the spines are assumed

to be identical before and after each move is applied.

Theorem 2.2.5 (Matveev, [Ma2], Piergallini, [Pi]). If a 3-manifold Y is represented by

two different special spines P and Q, then P and Q differ by a finite number of local moves

of the type depicted in Figure 2.2.

As a consequence of Theorem 2.2.5 we have that any property of a spine that does not

change under L or T moves is actually a 3-manifold invariant.

Remark 2.2.6. In [Ma1], Matveev introduced a slight generalization of special spines,

called almost special spines, which he used to define a complexity of compact three-

manifolds. This complexity simply counts the number of vertices (see Figure 2.1 (a)) in

the minimal almost special spine. The two convenient properties this complexity exhibits

are finiteness and additivity. That is, only a finitie number of manifolds exist with a given

number of vertices in their minimal almost special spines and the number of vertices in an

almost special spine is additive under connect sum.

In Remark 2.2.3 we noted that spines encode all the necessary information to recover

the corresponding (closed) 3-manifold. However, in the following we will more specifically

consider closed oriented 3-manifolds. To record this additional choice of orientation we

introduce the idea of a branched spine.

11



(a) (b)

Figure 2.3: Local branching near a vertex. Vertices as in (a) are called positive and vertices

as in (b) are called negative

Let P be a special spine for a closed 3-manifold Y . We denote the set of vertices of P by

V (P ). Each face f of P is topologically a disk, the boundary ∂f is thus homeomorphic to

S1. This boundary ∂f is also naturally broken into sub-arcs which correspond to edges of

P , the transition between any two sub-arcs then corresponds to a vertex of P . It is entirely

possible that a given edge e shows up multiple times in the boundary of the face f . Indeed,

each edge of P appears three times in the boundary of, not necessarily distinct, faces. If

we chose an orientation on a face f of P it induces an orientation on ∂f . More specifically,

each edge e (considered as a sub-arc of ∂f) is given an induced orientation. In the case

when e appears as multiple distinct sub-arcs in ∂f , the induced orientations need not agree.

Definition 2.2.7. A branching on P \ V (P ) is a choice of orientations on each face of P

so that the three induced orientations at each edge of P do not all agree. Each edge will be

oriented according to “majority vote”, i.e. according to the two induced orientations which

do agree.

A branching is said to be coherent near vertex v of P if near v we have one of the local

pictures shown in Figure 2.3.
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Definition 2.2.8. If P admits a branching which is coherent at every vertex then we say

P , with this branching, is a branched spine of Y .

The existence of a branched spine for generic closed 3-manifold is proved in [GR] and

for all 3-manifolds in [BP].

Remark 2.2.9. There is a graphical calculus for branched spines, analogous to the Matveev-

Piergallini calculus from Theorem 2.2.5, involving six local moves and their inverses. See

[BP] for more details.

Let P be a special spine for a closed oriented 3-manifold Y . By construction ∂N(P ) ∼=

∂(Y \ B3) ∼= ∂B3 ∼= S2. The subset of ∂N(P ) which collapses to the singular graph of P

under the standard projection π : N(P )→ P is called the DS-diagram of P and is denoted

by DS(P ). For a given face f ⊂ P the subset of N(P ) which collapses to f is denoted

N(f). Notice that N(f) ∩ DS(P ) = ∅ for all faces f of P by definition. It follows that

N(f) consists of two disjoint components.

Now pick a framing consistent with the orientation on Y . This induces a framing on

B3. A choice of preferred direction in B3 then gives a framing on S2 ∼= ∂B3 minus a 1-

dimensional subspace. By generic perturbation the subspace can be made homeomorphic

S1. Furthermore, we may ensure this copy of S1 is contained in DS(P ) and thus disjoint

from N(f) for every face f of P . So, given a face f of P , the framing on S2 induces opposite

orientations on the two components of N(f), hence we get a well-defined orientation on f .

If the orientations of each face induce a coherent branching at each vertex of P we say P has

the induced branching coming from the orientation of Y . Finally, the image of S1 in DS(P )

mentioned above is called the e-cycle. Recall that DS(P ) is a subset of N(P ). So, we think

of the e-cycle as a subset of N(P ). For a more detailed discussion of the DS-diagram and

the e-cycle see [Ik2, II, Is3].
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 !

Figure 2.4: N(G) near a (positive) vertex of P .

Let P be a branched spine for some closed oriented 3-manifold Y . Denote by G the

singular graph of P . Since P is branched the faces all have well-defined orientations which

must agree along common boundary components, hence the edges of G inherit an orientation

and it follows that G is an oriented graph. Notice that vertices and edges of G (in the usual

graph theory sense) correspond to vertices and edges of P (in the terminology of spines)

respectively.

We consider N(G), the regular neighborhood of G in P . It is described near vertices by

Figure 2.4. Since each face of P is assumed to be cellular the process of reattaching faces

to N(G), thus recovering all of P , is unique.

Definition 2.2.10. By construction, the singular graph G must be 4-valent. At each vertex

v, we distinguish pairs of opposite edges as either over-crossing or under-crossing by how

they relate to the local branching information near v. Figure 2.5 shows the two possible

defining situations graphically. The singular graph G, together with over/under-crossing

information at each vertex is called the O-graph of P and denoted by Γ.

Remark 2.2.11. Given only the O-graph Γ, it is possible to reconstruct the neighborhood

N(G) of the singular graph G, hence is possible to recover the entire branched spine P and

subsequently all of the closed oriented 3-manifold Y .
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Figure 2.5: Translation from branched spine to O-graph near a vertex. Vertices as in (a)

are called type ` and vertices as in (b) are called type r

Remark 2.2.12. In Remark 2.2.6 we mentioned Matveev’s complexity for three-manifolds.

This complexity simply counted vertices in an almost special spine. While not every almost

special spine can be branched, we see that again the vertices play a key role in the branched

version. The vertices of the O-graph encode almost the entire manifold.

2.2.1 Branched Spines and H1(Y )

In the following, the first homology group H1(Y ) will be of specific interest. We pause

briefly here to give an explicit description of H1(Y ) obtained from a branched spine P of

Y .

Let Γ be the O-graph of P . Recall that Γ is defined to be the singular graph G with

some additional information at each vertex of P . It is clear that the generators of H1(Y )

correspond to (oriented) loops in G and hence also to (oriented) loops in Γ. The relations in

H1(Y ) come from the boundaries of faces in P . These face boundaries can be explicitly seen

in N(G) and as noted in Remark 2.2.11 we can recover N(G) from Γ. Figures 2.6 and 2.7
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Figure 2.6: Local contribution to the boundaries of faces in P near a vertex of Γ.

Figure 2.7: Local contributions to the boundaries of faces in P near edges of Γ.

give an explicit method of recovering these face boundaries directly from the O-graph Γ.

Each figure shows the local contribution to all (potentially distinct) incident faces, the total

boundary of a given face can then be constructed by attaching its local pieces in the obvious

way. Notice that each cycle thus created can naturally be considered as a (not necessarily

embedded) path in Γ.

2.3 Connecting Heegaard Splittings and Branched Spines

Let Y be a closed, framed 3-manifold with branched spine P . In this section we first

describe how to construct a natural Heegaard diagram for Y from the branched spine P .

We then give a convenient presentation for such a Heegaard diagram, which we call a strip

diagram.
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2.3.1 Heegaard Diagram Coming From a Branched Spine

Let P be a branched spine for a closed, framed 3-manifold Y . Recall that G denotes the

singular graph of P . Recall that vertices of P (i.e. points in P with neighborhoods of the

type shown in Figure 2.1(c) ) correspond exactly with vertics in G (i.e. the usual definition

of vertex from graph theory). The following counting exercise provides some additional

useful information about P and G. By inspection G is a 4-valent graph. Thus, because G

has v vertices, it follows immediately that G has 2v edges. So, P must also have 2v edges.

Finally, we recall that Y ∼= N(P ) ∪B3, so by Euler characteristic P must have v + 1 faces.

Let U1(P ) be a tubular neighborhood of G in Y . Note, U1(P ) is distinct from N(G),

which is a regular neighborhood of G in P . Indeed, N(G) ∼= U1(P ) ∩ P . We supress the

explicit reference to G in our notation for U1(P ) because we want to emphasize that U1(P ),

and all subsequent constructions, depend on the spine P .

Let Σ(P ) = ∂U1(P ) and U2(P ) = Y \ int(U1(P )). By construction U1(P ) and U2(P ) are

both genus v+1 handle bodies with common boundary Σ(P ). It follows that (Σ(P ), U1(P ), U2(P ))

is a Heegaard splitting for Y . Furthermore, the faces of P , considered as properly embedded

disks in U2(P ), give rise to v+1 natural β-curves in Σ(P ).

We now show how to find a collection of v+1 disjoint α-curves and which region to

distinguish as the marked region. Notice that only a single marked region is required since

the genus of Σ and |β| agree. In the more generic construction, this is equivalent to setting

k = 1.

We consider a closer look at U1(P ) near a single vertex v of P , see Figure 2.8. In this

depiction we have used the O-graph Γ to distinguish the over-crossing and under-crossing

edges near v. We show this distinction by stretching U1(P ) so that the tubular component
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Figure 2.8: A closer look at U1(P ) near a vertex.

around the over-crossing edge and the tubular component around the under-crossing edge

are connected by a vertical tubular shaft. This homeomorphism of U1(P ) gives rise to v

convenient properly embedded disks which cut the vertical shaft at each vertex transversely.

The boundaries of these disks, in Σ(P ), will give v disjoint α-curves. Next, we choose a

single edge in the O-graph Γ, and consider the tubular component of U1(P ) corresponding

to it. In this tubular component we again have a natural embedded disk cutting through

U1(P ) transversely. Consequently, this choice of an edge in Γ gives rise to the final necessary

α-curve.

In Figure 2.8 we have drawn the α-curve corresponding to cutting the vertical shaft,

which we call a vertex-cut α-curve. We have also drawn one potential α-curve coming from

cutting the tubular component around the chosen edge of Γ, which we call an edge-cut

α-curve. In this case we have chosen the edge exiting the picture to the left.

In Figure 2.8 we have also drawn 3 local contributions of the β-curves passing nearby

the vertex v. There are 3 more local contributions which pass through along the back of

the picture (not shown here). Finally, we have drawn the local contribution of the e-cycle

as well. We notice that the e-cycle is disjoint from all β-curves and only interesects the
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edge-cut α-curve. It follows that the e-cycle is contained in a single region of Σ(P )−α−β.

This region is indicated with an X in Figure 2.8. This region will play the role of the marked

region. As a choice of basepoint, we simply choose any point in the specified region.

All together, we have created a pointed Heegaard diagram for Y , given by (Σ(P ),α,β, w)

where w is a single point chosen in the region containing the e-cycle. For a given branched

spine P representing Y we denote the resulting pointed Heegaard diagram by HP . In the

following we use simply Σ to refer to Σ(P ).

Remark 2.3.1. Note that once again the vertices in the special spine play a central role

in our construction. Specifically, the number of α- and β-curves in our Heegaard diagram

will be closely related to the Matveev complexity (see Remark 2.2.6).

2.3.2 Strip Diagrams

Given a branched spine P for a closed, framed 3-manifold Y , the Heegaard diagram

HP = (Σ,α,β, w) has a natural presentation given by the following considerations. Recall

that our collection of α-curves in Σ contains v vertex-cut curves. If we cut Σ open along

these curves we are left with a torus with 2v holes naturally identified in pairs. We denote

this torus with holes by T . In T we have a natural meridional curve given by the edge-cut

α-curve and a natural longitudinal curve given by the e-cycle. If we now cut T open along

these curves we are left with the standard picture of a torus (with holes) as a rectangle with

identified edges.

Definition 2.3.2. Let P be a branched spine for a closed, oriented 3-manifold Y . Let

HP = (Σ,α,β, w) be the associated Heegaard diagram, described in Section 2.3.1. For the

Heegaard diagram HP the presentation of T as a rectangle with identified edges described

above, together with labels on ∂T indicating how to reconstruct the surface Σ, labels on

19



1

v

a

$
space

v

a

$

v

a

$
space

v

a

$

Figure 2.9: Local contributions to the strip diagram from the O-graph.

the components of β-curves in T , and a choice of basepoint w near the e-cycle is called the

Strip Diagram for Y compatible with P . If the choice of branched spine is understood, we

will refer to this as simply the strip diagram for Y . In any case, we say the strip diagram

represents the Heegaard diagram HP .

A few nice properties of strip diagrams are now considered.

Recall that the e-cycle is a specific copy of S1 sitting in Σ. Its projection to the core

of U1(P ) (i.e. the singular graph of P ) has a natural interpretation in the O-graph Γ.

Specifically, the e-cycle follows Γ by going from over-crossing to over-crossing and under-

crossing to under-crossing at each vertex. We now use the e-cycle to describe local portions

of the strip diagram by the conventions shown in Figure 2.9. The red arrow in Γ indicates

the path that is followed.

Definition 2.3.3. For each vertex in Γ we get two separate holes in T . These are identified

by aligning the black dots and matching the given orientations. From the picture, one can

see that every strip diagram will have 2v holes, drawn as circles, which may be split into

two sets, called rows. The “top” row, called the white row, will contain v circles and the

20



“bottom” row, called the black row, will contain v circles. Furthermore, each circle from

the white row will be identified with a unique circle from the black row by performing a

quarter-twist and a reflection.

Following this description of a strip diagram (representing a specific Heegaard diagram),

we give a more general defintion.

Definition 2.3.4. An abstract strip diagram is a rectangle with 2v distinct α-curves, repre-

sented by circles, drawn in rows. The “top” row, called the white row, will contain v circles

and the “bottom” row, called the black row, will contain v circles. Each circle from the white

row will be identified to a unique circle from the black row by performing a quarter-twist

and a reflection. A collection of beta-curves is then the parallel lines drawn and identified

in the only way possible.

Remark 2.3.5. For a branched spine P , the strip diagram representing HP is obviously

α-narrow (see Definition 2.1.10).

Remark 2.3.6. For a branched spine P , the strip diagram representing HP is trivially an

abstract strip diagram. However, it is not true that every abstract strip diagram represents

some Heegaard diagram. In the following, we use the term strip diagram exclusively to refer

to those abstract strip diagrams which do indeed represent the Heegaard diagram HP for

some branched spine P in some closed oriented 3-manifold Y .

Definition 2.3.7. An abstract strip diagram is said to be α-connected if the surface ob-

tained by gluing opposite sides of the rectangle to form a punctured torus, then gluing

together identified α-curves, and then cutting open along β-curves is connected.

There is a completely analogous idea of β-connected. However, an abstract strip diagram

is β-connected by definition.
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Remark 2.3.8. It follows that a necessary condition for an abstract strip diagram to

represent a Heegaard diagram is that the abstract strip diagram must be both α-connected

and β-connected, since the corresponding Heegaard diagram exhibits these connectivity

properties by defintion. Unfortunately, it is not clear that this is also a sufficient condition

to determine that an abstract strip diagram indeed comes from a Heegaard diagram.

Remark 2.3.9. The class of all α-connected abstract strip diagrams is, a priori, a larger

class of objects than the class of strip diagrams. Can one classify what, if any, topological

objects such strip diagrams encode? In the following, α-connectedness proves to be a

crucial property when defining our new chain complex. Hence, this larger class of objects

potentially comes equipped with a homology theory.
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Chapter 3

Heegaard Floer Homology Theories

In this chapter we review the definition of Heegaard Floer homology following the formu-

lation by Lipshitz [Li]. We focus on the simplest version, denoted by ĤF . Throughout this

section, unless stated otherwise, all three-dimensional manifolds are assumed to be closed

and oriented.

3.1 Lipshitz’s Formulation of ĤF

Given a closed oriented 3-manifold Y , consider a pointed Heegaard diagram H =

(Σ,α,β,w) for Y . We define a chain complex ĈF (H) by explicitly describing generators

and differentials. In the following we assume Σ is a genus g surface and |w| = k.

Definition 3.1.1. A point x ∈ αi ∩ βj is called an intersection point. A formal sum of

interesection points x =
∑g+k−1

i=1 xi such that each αi and βj contains a unique point xk is

called a generator.

Definition 3.1.2. Each connected component of Σ − α − β is called a region. A formal

sum φ =
∑
ciri of regions ri with integer coefficients ci is called a 2-chain. Each 2-chain

naturally inherits the usual counterclockwise orientation from Σ. Using this orientation and

considering two generators x and y, the collection of all 2-chains such that ∂ (∂ (φ) |α) =
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x − y is denoted by π2(x,y). Notice, the defining property of π2(x,y) is equivalent to

∂ (∂ (φ) |β) = y−x. Given a pair of generators, any 2-chain φ in π2(x,y) is called a domain

from x to y. When the generators are clear from the context, or the specific generators are

irrelevant, we simply refer to φ as a domain.

Definition 3.1.3. Let p be a point in Σ − α − β and φ =
∑

i ciri a 2-chain. If p ∈ ri for

any i we call np(φ) = ci the coefficient of p in φ. If p /∈ ri for any i, we say np(φ) = 0. We

focus our attention on domains which do not contain any basepoints. To this end, we define

π0
2(x,y) to be the set of all φ ∈ π2(x,y) such that nwi(φ) = 0 for all wi ∈ w. A domain

φ ∈ π2(x,x) is called a periodic domain.

Definition 3.1.4. A Heegaard diagram H is called admissible if all (non trivial) periodic

domains have at least one positive and at least one negative coefficient.

Fix two generators x,y and a domain φ ∈ π0
2(x,y). Let S be a surface with boundary

and 2(g + k − 1) marked points (X1, . . . , Xg+k−1, Y1, . . . , Yg+k−1) on ∂S so that the X and

Y points alternate around each component of ∂S. Let X denote the collection of all points

Xi and let Y denote the collection of all points Yj . It follows that ∂S −X − Y consists of

2(g+k− 1) arcs of the form (Xi, Yi) and (Yi, Xi+1). Here subscripts are considered modulo

g + k − 1.

Consider Σ×D2 with the standard projection maps p1 : Σ×D2 → Σ and p2 : Σ×D2 →

D2. It is convenient to consider the standard presentation of D2 as the unit-disk in C2. We

are interested in embeddings u : S ↪→ Σ×D2 such that:

E1. (p1 ◦ u) (S) = φ as 2-chains.

E2. (p2 ◦ u) (S) = (g + k − 1)D2 as elements of H2(D2).

E3. p1 ◦ u maps X bijectively to the set of intersection points x. p2 ◦ u maps X to ı ∈ D2.
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Figure 3.1: Embeddings of S.

E4. p1 ◦u maps Y bijectively to the set of intersection points y. p2 ◦u maps Y to −ı ∈ D2.

E5. p1 ◦ u maps each arc (Xi, Yi) to an α-cuve. p2 ◦ u maps (Xi, Yi) to the boundary

component of D2 between −ı and ı with positive real part.

E6. p1 ◦ u maps each arc (Yi, Xi−1) to a β-cuve. p2 ◦ u maps (Yi, Xi−1) to the boundary

component of D2 between −ı and ı with negative real part.

The defining characteristics of an embedding are summarized graphically in Figure 3.1.

Fix a complex structure on each of Σ and D2 and take the product complex structure

on Σ ×D2. Given a domain φ ∈ π0
2(x,y), the set of holomorphic embeddings u such that

(p1 ◦ u)(S) = φ as elements of homology forms a moduli space over R. This is denoted by

M(φ). The Maslov index, µ(φ), gives the dimension of M(φ).

Definition 3.1.5. For a non-trivial domain φ the moduli space M(φ) admits a free R-

action. This is inherited from complex automorphisms of the unit disk which preserve ı and

−ı. Specifically, if µ(φ) = 1, M(φ)/R is a zero-dimensional manifold. The count function

c(φ) is then defined to be the number of points in M(φ)/R.
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Definition 3.1.6. For a closed oriented 3-manifold Y and a given admissible pointed Hee-

gaard diagram H = (Σ,α,β,w) of Y , we define a chain complex ĈF (H) as follows. The

generators of the complex are the generators x as defined above. Differential maps are

defined on each generator by:

∂x =
∑
y

∑
{φ∈π0

2(x,y)|µ(φ)=1}

c(φ)y

Definition 3.1.7. Two generators x,y such that y appears with non-trivial coefficient in

∂x are called adjacent generators.

Theorem 3.1.8 (Ozsváth-Szabó, [OS1]). When k = 1, the homology of the chain complex

ĈF (H) is an invariant for the 3-manifold Y . Because any choice of compatible α-curves,

β-curves and basepoints w does not change the homolgy, this is denoted ĤF (Y ).

For a general k, and a rational homology three-sphere Y

H∗(ĈF (H)) ∼= ĤF (Y )⊗H∗(T k−1)

where H∗(T
k−1) is the singular homology of the (k − 1)-dimensional torus with coefficients

in Z.

3.2 Combinatorial Approach to ĤF

In addition to the above formulation of ĤF , Lipshitz [Li] showed that almost all of the

required components to calculate ĤF are combinatorial in nature. Recall, the generators

of ĈF (H) are formal sums of intersection points of α-curves and β-curves and domains are

formal sums φ =
∑
ciri of regions in Σ. It remains to compute the Maslov index µ(φ) and

the count function c(φ).

Definition 3.2.1. For an intersection point xi and a domain φ, the point measure at xi,

denoted by µxi(φ), is the average of the coefficients in φ of the four regions adjacent to
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xi. For a generator x =
∑
xi and a domain φ, the point measure µx(φ) is then defined as∑

µxi(φ).

Definition 3.2.2. For a 2n-gon region r of Σ its Euler measure is given by e(r) = 1 − n
2 .

For a domain φ =
∑
ciri, the Euler measure is defined to be e(φ) =

∑
cie(ri).

Theorem 3.2.3 (Lipshitz, [Li]). For a domain φ ∈ π0
2(x,y), the Maslov index is given by:

µ(φ) = e(φ) + µx(φ) + µy(φ)

With this Theorem, it follows that, with the exception of the count function c(φ), given

any admissible Heegaard diagram one can calculate all components of ĤF combinatorially.

To finish the picture and give a combinatorial description of c(φ), Sarkar and Wang [SW]

introduced the following refinements.

Definition 3.2.4. A domain φ ∈ π0
2(x,y) with coefficients 0 and 1 is called an embedded

2n-gon if it is topologically an embedded disk with 2n vertices on its boundary, such that

at each vertex v, µv(φ) = 1
4 .

Definition 3.2.5. A domain φ ∈ π0
2(x,y) with φ =

∑
ciri is called empty if it does not

contain any xi or yi in int(∪ci 6=0r̄i) where r̄i is the closure.

Definition 3.2.6. Let H = (Σ,α,β,w) be a pointed Heegaard diagram for some closed

oriented 3-manifold Y . H is called a nice Heegaard diagram if any region that does not

contain any basepoint wi in w is either a bigon or a square.

By utilizing the rigidity of such nice Heegaard diagrams, Sarkar and Wang provided the

following combinatorial description of c(φ), when working over Z2.

Theorem 3.2.7 (Sarkar-Wang, [SW]). Given a closed oriented 3-manifold Y , an admissible

nice Heegaard diagram H of Y , and a domain φ ∈ π0
2(x,y), c(φ) = 1 if φ is an empty

embedded bigon or rectangle and c(φ) = 0 otherwise.
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They also provided an algorithm to show that this combinatorial description may be

used to perform calculations for generic manifolds, after suitable modifaction of the chosen

admissible Heegaard diagram.

Theorem 3.2.8 (Sarkar-Wang, [SW]). Any pointed Heegaard diagram for a closed oriented

3-manifold Y can be algorithmically made into a nice pointed Heegaard diagram via han-

dleslides and isotopies of α- and β-curves. Furthermore, if the original Heegaard diagram

is admissible the constructed nice Heegaard diagram is also admissible.

Remark 3.2.9. If we enumerate 3-manifolds by their Matveev complexity (see Remark 2.2.6)

in many cases the minimal almost special spine will be an actual special spine and further-

more it will be branchable. In this case, if we then examine the Heegaard diagram associated

to this minimal branched spine (see Section 2.3), it will usually fail to be nice. From this ob-

servation it follows that Sarkar and Wang’s algorithm will almost always require additional

intersection points between α- and β-curves, and hence their algorithm will introduce new

generators in the Heegaard Floer chain complex. One of the main computational powers

of our algorithm will be that we do not require these new generators, but we work from

the same starting Heegaard diagrams. In general there are “better” Heegaard diagrams to

use Sarkar and Wang’s algorithm upon, but these are usually created ad hoc. In contrast,

our algorithm pairs nicely with Matveev’s complexity of 3-manifolds and thus guarantees a

workable approach for every 3-manifold.

Remark 3.2.10. A systematic examination and computation of Heegaard Floer homology

for the manfolds list in the the table of low complexity manifolds presented in [Ma1] is a

project planned for the immediate future.

One more useful result about nice Heegaard diagrams was proved by Lipshitz, Manolescu
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and Wang.

Theorem 3.2.11 (Lipshitz-Manolescu-Wang, [LMW]). Any nice pointed Heegaard diagram

is both α-narrow and β-narrow.

3.3 SpinC Grading

We will use the formulation of SpinC structures following Turaev [Tu2].

Definition 3.3.1. Let Y be a closed oriented 3-manifold. Because Y has Euler character-

istic 0 it follows that Y admits nowhere vanishing vector fields. Let V1 and V2 be two such

nowhere vanishing vector fields on Y . We say V1 and V2 are homologous if there is a ball

B in Y such that V1|Y−B and V2|Y−B are homotopic. Clearly this defines an equivalence

relation on nowhere vanishing vector fields.

Definition 3.3.2. The space of SpinC structures over Y is the set of nowhere vanish-

ing vector fields modulo this relation. We denote the space of SpinC structures on Y by

SpinC(Y ).

Following the method outlined in [OS3] we construct a SpinC structure for a generator

x.

Let H = (Σ,α,β, w) be a Heegaard diagram for Y of genus g. Recall that a generator

x is defined to be a formal sum
∑g+k−1

i=1 xi of intersection points between α- and β-curves,

where g is the genus of Σ and k = |w| is the redundancy of H (see Definition 3.1.1).

We define the generator set of x by σ(x) = {x1, . . . , xg+k−1}. For simplicity we assume

k = 1 and note that collection of intersection points σ(x) = x1, . . . , xg is such that each

αi contains some xj and each βk contains some xl. Given an α- or β-curve, denote by

x(α) (respectively x(β)) the intersection point in x on the given α-curve (respectively β-
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curve). Given an intersection point x ∈ x, denote by α(x) (respectively β(x)) the α-curve

(respectively β-curve) on which x lies.

Recall that, in the Heegaard decomposition represented by H, the surface Σ is the

common boundary of two handlebodies U1 and U2. The α-curves naturally bound disks in

U1. For a given αi we denote this disk in U1 by α̂i. Similarly, the β-curves bound disks in

U2. For a given βi we denote this disk in U2 by β̂i.

Now, let f be a Morse function compatible with α and β in the Heegaard diagram H

(see Theorem 2.1.11). It follows that f has the following properties.

M1. f has one critical point of index 0. This occurs in U1.

M2. f has g critical points of index 1. We may assume these occur at the centers of the

disks α̂i.

M3. f has g critical points of index 2. We may assume these occur at the centers of the

disks β̂i.

M4. f has exactly one critical point of index 3. This occurs in U2.

Each intersection point x ∈ x, with x ∈ α(x) ∩ β(x), gives a path in Y from an index

1 critical point of f (the center of α̂(x)) to an index 2 critical point of f (the center of

β̂(x)). These paths are pairwise disjoint since each α-curve (respectively β-curve) contains

a unique x ∈ x. Furthermore, the basepoint w is disjoint from all α- and β-curves so we

can use it to construct a path from the index 0 critical point of f to the index 3 critical

point of f which avoids all the previously defined paths. By deleting tubular neighborhoods

of these g+1 paths we obtain Ỹ , the complement of g+1 balls in Y . Because we have

removed all critical points of f , it follows that ∇f restricted to Ỹ is nowhere vanishing.

Furthermore, since each path connects critical points of f with different degees, ∇f has
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index 0 on the boundary of each tubular neighborhood. Hence, we may extend the vector

field ∇f through each tubular neighborhood and obtain a nowhere-vanishing vector field

on all of Y . By definition, the homology class of this vector field is a SpinC structure and

so we denote it by sw(x)

For a pair of generators x and y, Ozsváth and Szabó [OS1] showed that the difference

between the SpinC structures sw(x) and sw(y) is related to the existence of domains from

x to y. This relationship is formalized in the following.

Theorem 3.3.3 (Ozsváth-Szabó, [OS1]). Given two generators, x and y, the set π2(x,y)

of domains from x to y is non-empty if and only if sw(x) = sw(y)

Remark 3.3.4. From Theorem 3.3.3 it follows that ĈF (H) can be split into a disjoint

collection of complexes ĈF (H, t) where t denotes a choice of SpinC(Y ) structure. Fur-

thermore, two generators x and y appear in the same complex ĈF (H, t) if and only if

sw(x) = sw(y) = t. It follows that ĈF (H) admits a relative SpinC-grading.

Determining if two SpinC-structures are homologous is a well-studied problem. There

exists an action by H1(Y ) on SpinC(Y ). This action is described explicitly using Reeb

surgery and studied carefully by Turaev [Tu1] and Nicolaescu [Ni]. Here we only comment

on its properties. For an element k ∈ H1(Y ) and a SpinC structure t we denote the result of

Reeb surgery on t along k by k(t). According to standard theorems of obstruction theory

the following is true (see [Tu1]).

Theorem 3.3.5. Given two SpinC-structures t and t′, there exists an element k ∈ H1(Y )

so that k(t) = t′. Furthermore, t and t′ are homologous if and only if k = 0 ∈ H1(Y ).

Given two generators x and y, we consider the associated SpinC structures sw(x) and

sw(y). By Theorem 3.3.5 there exists an element h(x,y) ∈ H1(Y ) such that h(x,y)(sw(x)) =
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sw(y). We now explicitly construct h(x,y).

Define A to be the set of α-curves on which x(α) 6= y(α). Similarly, define B to be

the set of β-curves on which x(β) 6= y(β). It immediately follows that |A| = |B|. We now

construct a path in Y as follows.

1. Pick α-curve α1 ∈ A. Let α1,x denote the radial path in α̂1 connecting the center of α̂1

to x(α1).

2. Find β-curve β1 ∈ B such that x(β1) = x(α1). This β-curve exists by assumption, since

x(α1) ∈ x is defined as the intersection between some α- and β-curve. Let β1,x denote

the radial path in β̂1 connecting x(β1) to the center of β̂1.

3. Let β1,y denote the radial path in β̂1 connecting the center of β̂1 to y(β1).

4. Find α-curve α2 ∈ A such that y(α2) = y(β1). Again, this must exist due to the definition

of the intersection point y(β1). Let β2,y denote the radial path in β̂2 connecting y(β2) to

the center of β̂2.

5. We repeatedly define radial paths in this manner until we reach βn such that y(βn) =

y(α1). This must happen eventually since there are only a finite number of distinct

intersection points considered and we never use the same one twice.

Let ∗ denote concatenation of paths. We then define the path h1(x,y) = α1,x ∗ β1,x ∗

β1,y ∗ α2,y ∗ α2,x ∗ · · · ∗ βn,x ∗ βn,y ∗ α1,y. Notice that by construction this is actually an

embedded loop in Y .

Remark 3.3.6. The above process may not use all elements of A and B. If necessary, we

repeat the above process, considering only the previously unused elements of A and B, to

define h2(x,y), h3(x,y) and so on until we have used all elements of A and B.
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Definition 3.3.7. For two generators x and y, define h(x,y) ∈ H1(Y ) by the sum h(x,y) =

[h1(x,y)] + [h2(x,y)] + . . . .

Recall that, by construction, the vector fields sw(x) and sw(y) differ only on a collection

of tubular neighborhoods of certain paths in Y . Specifically, notice that the contributions

to sw(x) and sw(y) which arise due to the path connecting the index 0 critical point of f to

the index 3 critical point of f through the basepoint w are identical. So, it follows that the

union of these tubular neighborhoods is actually a disjoint union of solid tori, T1, T2, . . . in

Y . The core of each Tk is homologous to the embedded loop hk(x,y) constructed above.

The fact that h(x,y)(sw(x)) = sw(y) follows by applying Reeb surgery along the core of

each of these solid tori and is left as an exercise to the reader.

Remark 3.3.8. Without an explicit presentation of H1(Y ) the above description of h(x,y)

does not necessarily allow us to determine if it is homologous to zero. However, we have

seen that branched spines give a convenient presentation on H1(Y ) (see Section 2.2.1). In

the following we will see that h(x,y) can be explicitly written in this presentation (see

Chapter 6). Specifically, this will allow us to determine the relative SpinC-grading on

ĈF (H) reasonably quickly.
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Chapter 4

Homology of Decorated

Heegaard Diagrams

In this chapter we introduce the concept of a decorated Heegaard diagram. That is,

a Heegaard diagram together with a collection of embedded paths satisfying some specific

criteria (see Definition 4.1.8). Using this decorated Heegaard diagram, we construct a new

combinatorially defined chain complex ĈF
′

(see Theorem 4.2.32) which is homotopically

equivalent to the Heegaard Floer chain complex ĈF determined by the algorithm of Sarkar

and Wang [SW]. The new chain complex is constructed in a similar manner to ĈF . Indeed,

we will see that ĈF
′

agrees with ĈF for nice diagrams. Finally, we discuss some useful

properties of ĈF
′
.

4.1 Decorations

Given a pointed Heegaard diagram H = (Σ,α,β,w), consider an embedded path γ :

[0, 1] ↪→ Σ with the following properties.

C1. γ(0) ∈ β and γ(1) ∈ α.

C2. γ(t) is not in the interior of a basepointed region for any t.
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C3. All intersection points of γ with α- and β-curves are transverse and distinct from (α∩β).

C4. γ can be represented as a product (concatenation) of three paths, γT , γB, and γH ,

such that γT ∩α = ∅, γH ∩ β = ∅, and int(γB) ∩ (α ∪ β) = ∅.

Definition 4.1.1. We call an embedded path satisfying properties C1–C4, considered up

to reparameterization, a cut in H. That is, two paths define the same cut if and only if they

have the same image in Σ. We will use γ to refer to both the embedding and its image in

Σ interchangeably, only distinguishing them when the intent is not clear from the context.

We call γT the tail, γB the body, and γH the head of the cut γ respectively. Note that by

construction γB lies in a single region of H, γB(0) = γT (1) ∈ β and γB(1) = γH(0) ∈ α.

Also, γT and γH must be either stationary or embedded paths. On the other hand, γB is

always an embedded path. By definition, γT intersects nT (≥ 1) β-curves and γH intersects

nH(≥ 1) α-curves. We define the length of γ tby `(γ) = nT +nH , i.e. the number of α- and

β-curves γ intersects.

Let SP = (T,α,β,w) be the strip diagram which is compatible with the pointed Hee-

gaard diagram HP = (Σ,α,β,w) arising from a branched spine P for a 3-manifold Y (see

Section 2.3). Recall that Σ can be uniquely recovered from T by identifying pairs of α-curves

in ∂T in a particular manner (see Definition 2.3.3).

Definition 4.1.2. A collection of embedded paths γ̂ in T is called a cut in SP if, under

the above identification, it gives rise to a single path γ in Σ which is a cut in HP .

Remark 4.1.3. Since the tail γT and body γB of γ do not intersect any α-curve, they

collectively correspond to a single path from the collection γ̂. The head γH of γ, however,

might correspond to several paths from γ̂ or none at all if γH is stationary.
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Figure 4.1: A connected component R ∈ R(ΣC) with consecutive boundary β-segments.

Given a collection of cuts γ in the Heegaard diagram H = (Σ,α,β,w), every α-curve

is naturally divided into connected components between its intersections with β-curves and

cuts. Such a connected component of α− (α ∩ (β ∪ γ)) is called an α-segment. Similarly,

a connected component of β− (β ∩ (α ∪ γ)) is a β-segment and a connected component of

γ − (γ ∩ (α ∪ β)) is a γ-segment. A γ-segment is a γT , γB, or γH -segment if it is a subset

of the tail, body or head, respectively, of some cut γ.

Define the cut surface ΣC of Σ as ΣC = Σ−α− β − γ and let R(ΣC) be the set of all

connected components of ΣC . Consider R ∈ R(ΣC), a connected component of ΣC . Since

R ⊂ ΣC ⊂ Σ, the boundary ∂R of R in Σ consists of a collection of α-, β-, and γ-segments

as well as intersection points between α-curves, β-curves and cuts.

Definition 4.1.4. We call these segments the boundary α-, β-, and γ-segments of R ac-

cordingly. For a connected component R ∈ R(ΣC), we say that the boundary of R consists

of all such boundary segments and intersection points.

Remark 4.1.5. Note that each region of Σ is cut by cuts from γ into connected components

of ΣC . For a specific R ∈ R(ΣC), it is possible that R has two boundary α-segments

separated by a single intersection point with some γ ∈ γ, namely by γ(1). It is also possible

to have two boundary β-segments separated by γ(0) for some γ ∈ γ. See Figure 4.1 for an

example of such a connected component.
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Figure 4.2: A quasi-bigon (a) and a connected component of R(ΣC) which is not a quasi-

bigon (b).

Consider R ∈ R(ΣC) which satisfies the following properties.

Q1. R has at most two boundary α-segments, and if R has exactly two boundary α-

segments, then these segments are separated by an intersection point with some cut

γ.

Q2. R has at most two boundary β-segments, and if R has exactly two boundary β-

segments, then these segments are separated by an intersection point with some cut

γ.

Q3. Every boundary γ-segment of R is a γB-segment.

Definition 4.1.6. A connected component R ∈ R(ΣC) is called a quasi-bigon if it satisfies

properties Q1–Q3. See Figure 4.2 for an example of a quasi-bigon and an example of what

is not a quasi-bigon.

Definition 4.1.7. Given R ∈ R(ΣC) define α(R) to be the number of boundary α-segments

ofR plus the number of boundary γT -segments ofR. Similarly, define β(R) to be the number
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of boundary β-segments of R plus the number of boundary γH -segments of R. Notice that

boundary γB-segments do not contribute to either α(R) or β(R).

Given a pointed Heegaard diagram H = (Σ,α,β,w), let γ = (γ1, γ2, . . . , γn) be an

ordered set of cuts in H satisfying the following properties.

D1. Each R ∈ R(ΣC) that does not contain a basepoint has α(R) ≤ 2 and β(R) ≤ 2.

D2. For each γi ∈ γ, either γi(0) is in the boundary of a basepointed region or γi(0) is in

the boundary of R ∈ R(ΣC) such that R is a quasi-bigon and γi|[0,ε] ∩ ∂R = γi(0) for

some ε > 0.

D3. For each γi ∈ γ, either γi(1) is in the boundary of a basepointed region or γi(1) is in

the boundary of R ∈ R(ΣC) such that R is a quasi-bigon and γi|[ε,1] ∩ ∂R = γi(1) for

some ε < 1.

D4. For any two cuts γi and γj with i < j and such that γi(1) is in the boundary of the

basepointed region, we have (γBi ∪ γHi ) ∩ γj = ∅ and γTi ∩ γTj = ∅.

D5. For any two cuts γi and γj with i < j and such that γi(1) is in the boundary of a

quasi-bigon, we have γHi ∩ γj = ∅ and (γTi ∪ γBi ) ∩ γTj = ∅.

Definition 4.1.8. The pointed diagram H equipped with an ordered set of cuts γ such

that γ satisfies properties D1–D5 above is called a decorated Heegaard diagram and denoted

by (Σ,α,β,w,γ). Also, we say that the set γ is a decoration of H. We will abuse the

notation and denote the decorated Heegaard diagram by the same symbol H.

Remark 4.1.9. Some useful implications and reformulations of Definition 4.1.8.

1. Property D2 implies the following. Assume that γi(0) is in the boundary of R ∈ ΣC such

that R is a quasi-bigon and γi|[0,ε] ∩ ∂R = γi(0) for some ε > 0. Then for any γj with
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j 6= i, if γj(0) ∈ ∂R then γj(t) ∈ R for small t. Otherwise, ∂R would have to have at

least three boundary β-segments, which contradicts the fact that R is a quasi-bigon. In

other words, γi must be the only cut which meets R in this specific way.

2. Property D3 implies the following. Assume that γi(1) is in the boundary of R ∈ ΣC such

that R is a quasi-bigon and γi|[ε,1] ∩ ∂R = γi(1) for some ε < 1. Then for any γj with

j 6= i, if γj(1) ∈ ∂R then γj(t) ∈ R for t close to 1. In other words, γi must be the only

cut which meets R in this specific way.

3. Property D4 can be reformulated as follows. Assume γi has γi(1) in the boundary of the

basepointed region. If γi ∩ γj 6= ∅ with i < j, then all intersections between these two

cuts must lie in γTi ∩ (γBj ∪γHj ). Specifically, it is important for future constructions that

the intersections lie in the tail of γi.

4. Property D5 can be reformulated as follows. Assume γi has γi(1) in the boundary of a

quasi-bigon. If γi∩γj 6= ∅ with i < j, then all intersections between these two cuts must

lie in either (γTi ∪ γBi ) ∩ (γbj ∪ γHj ). Specifically, it is important for future constructions

that the intersections lie in the tail or body of γi.

Definition 4.1.10. An ordered set of cuts in a strip diagram SP is called a decoration of

SP if the associated ordered set of cuts in the Heegaard diagram HP is a decoration of HP .

Remark 4.1.11. If H is a nice Heegaard diagram (see Definition 3.2.6), then γ = ∅ is

a decoration of H. Indeed, in this case property D1 of a decoration corresponds to the

defining charateristic of a nice diagram and properties D2–D5 of a decoration are satisfied

trivially. Furthermore, we see that if we have a Heegaard diagram for which γ = ∅ provides

a decoration, then the diagram must necessarily be nice.
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Definition 4.1.12. A Heegaard diagram H with decoration γ is said to be α-strongly

decorated (resp. β-strongly decorated) if every cut ends (resp. begins) in one of the following

ways.

S1. Adjacent to the marked region.

S2. Adjacent to a quasi-bigon with exactly two boundary β-segments (resp. α-segments).

S3. Adjacent to a quasi-bigon such that there exists a path from the boundary β-segment

(resp. α-segment) to the marked region which goes from β-curve to β-curve (resp.

α-curve to α-curve) and traverses only rectangles.

If H is α-strongly (resp. β-strongly) decorated, we say γ is a α-strong (resp. β-strong)

decoration.

Remark 4.1.13. Property S1 of Definition 4.1.12 is the actual property we will want our

Heegaard diagrams to satisfy. Indeed, we will see in Section 5.1 that strip diagrams all

satisfy property S1. Properties S2 and S3 are included in the definition because we will

need to translate between two diagrams satisfying S1 via a sequence of diagrams which

satisfy S2 or S3. At any rate S2 and S3 are, in some sense, generalizations of S1 in that

they provide control over how the end (or beginning) of cuts relate to the marked region

(see Section 5.3 for more on this).

The following three lemmas are key to understanding why the complex ĈF
′
(H) (see

Theorem 4.2.32) can be constructed for every closed oriented 3-manifold Y and why it

computes ĤF (Y ). Their proofs are postponed until Sections 5.1, 5.2 and 5.3 respectively.

Lemma 4.1.14. Let P be a branched spine for a closed oriented 3-manifold Y . Let HP be

the pointed Heegaard diagram for Y compatible with P and represented by the strip diagram

SP . Then HP can be algorithmically made into an α-strongly decorated Heegaard diagram.
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Lemma 4.1.15. Let P be a branched spine for a closed oriented 3-manifold Y . Let HP be

the pointed Heegaard diagram for Y compatible with P and represented by the strip diagram

SP . Then HP is an admissible pointed Heegaard diagram (see Definition 3.1.4).

Lemma 4.1.16. Let P be a branched spine for a closed oriented 3-manifold Y . Let HP be

the pointed Heegaard diagram for Y compatible with P and represented by the strip diagram

SP . Then HP can be made into a nice pointed Heegaard diagram (see Definition 3.2.6) using

only isotopies of β-curves. Furthermore, if we equip HP with the α-strong decoration from

Lemma 4.1.14, then after each isotopy of a β-curve we still have an α-strongly decorated

diagram.

4.2 A New Chain Complex

In this section we will describe a new chain complex ĈF
′

which we associate to a

decorated Heegaard diagram. To define this chain complex we imitate the combinatorial

definition of ĈF . That is, we describe the correct geometric objects to count when trying

to decide the differential maps. Instead of counting 2-chains in H we count certain convexly

locally embedded chorded polygons (see Definition 4.2.4). After defining these objects we

will explain why they are, in our setting, the correct generalization of 2-chains. Specifically,

we will show that we can assign them a Maslov index in a manner analogous to 2-chains.

Moreover, in a nice diagram convexly locally embedded chorded polygons coincide with

2-chains and our definition of Maslov index will agree with the Maslov index used in ĈF .

Definition 4.2.1. An abstract 2n-gon is a topological 2-disk with a choice of 2n points,

called vertices, in its boundary. The vertices of an abstract 2n-gon Q separate its boundary

∂Q into 2n open segments, called edges. We always assume that ∂Q is oriented counter-

clockwise.
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A pair of vertices v1 and v2 of Q splits ∂Q into two parts. We say that v1 and v2 are

separated by an even (respectively odd) number of edges if each of these parts contains an

even (respectively odd) number of edges. Since Q has an even number of edges in total, it

makes no difference which part we consider.

Definition 4.2.2. In an abstract 2n-gon Q, let v1 6= v2 be two distinct vertices such that

they are not endpoints of the same edge and are separated by an odd number of edges. For

any such pair of vertices we choose whether we connect them inside Q by a line segment,

called a chord, or not subject to the constraint that each vertex may be on at most one

chord. If v1 and v2 are connected by a chord, we choose one edge adjacent to v1 and one

edge adjacent to v2 so that the two chosen edges lie on the same side of the chord connecting

v1 and v2. These edges are said to be marked by the chord. The polygon Q, together with

both a choice of chords and a choice of marked edges for each chord, is called a chorded

polygon. Note that distinct chords may or may not intersect inside Q and two chords ending

at adjacent vertices may or may not both mark the common edge.

The vertices of a chorded polygon Q are naturally split into two groups. The set of

vertices which do no lie on a chord is denoted V f
Q . The set of vertices which do lie on a

chord is denoted V c
Q. For every element v ∈ V c

Q the adjacent edge which has been marked by

the chord containing v is denoted by ev and is split into two subsegments. The subsegment

adjacent to v is denoted ev,1 and the subsegment which is not adjacent to v is denoted ev,2.

Let H = (Σ,α,β,w,γ) be a decorated Heegaard diagram for a closed oriented 3-

manifold Y . Let γ ∈ γ be a cut with length `(γ) (recall Definition 4.1.1). We assign

to γ an embedding of the rectangle hγ : [0, `(γ)] × [−1, 1] ↪→ Σ such that h(t, 0) = γ(t)

as embeddings of the interval into Σ. We denote the image of hγ by Rγ . We require that

every time an α-curve intersects γ the α-curve follows a vertical path, that is h(c, t) for
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some constant integer c ∈ [0, `(γ)], through Rγ . Similarly, we also require that every time

a β-curve intersects γ the β-curve follows a vertical path in Rγ .Since `(γ) gives exactly the

number of intersections of γ with α- and β-curves, we may actual require that every α- or

β- curve maps to a distinct vertical path in Rγ . In this way, we have naturally assigned

an integer value, between 0 and `(γ), to every intersection between γ and either an α- or

β-curve.

Definition 4.2.3. Notice that γ divides Rγ into two halves. Specifically, the image of

[0, `(γ)] × (0, 1] under hγ , called the positive side of γ, and the image of [0, `(γ)] × [−1, 0)

under hγ , called the negative side of γ. A map k into Σ is said to run positively parallel to γ

if Im(k) ⊂ hγ(t, c) for some constant c ∈ (0, 1). Similarly, a map k is said to run negatively

parallel to γ if Im(k) ⊂ hγ(t, c) for some constant c ∈ (−1, 0).

Let H = (Σ,α,β,w,γ) be a decorated Heegaard diagram for a closed oriented 3-

manifold Y and let Q be a chorded 2n-gon. Consider a continuous map ψ : Q → Σ

such that the following properties hold.

CLE1. For each vertex v ∈ V f
Q , one has ψ(v) ∈ α ∩ β.

CLE2. For each pair of vertices v1, v2 ∈ V c
Q which are connected by a chord, one either

has ψ(v1) = ψ(v2) ∈ (α ∩ β) or there is a cut γ such that ψ(v1)(= ψ(v2)) maps

to hγ(n1, n2) for some integer n1 ∈ [0, `(γ)] and some number n2 ∈ (−1, 0) ∪ (0, 1).

This is equivalent to choosing an intersection point between γ and either an α- or

β-curve, and then mapping v1 (and v2) to a point on the α- or β-curve near γ in

Rγ . Vertices of this second type will be called γ-like vertices. Note that two γ-like

vertices on the same chord are assigned the same numbers n1 and n2.

CLE3. For each edge e of Q where e is not ev for any v ∈ V c
Q, one has ψ|e is a homeomor-
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phism onto a single α-curve or a single β-curve.

CLE4. For each edge e of Q where e is ev for some v ∈ V c
Q such that v is not γ-like, one

has ψ|e is a homeomorphism onto a single α-curve or a single β-curve.

CLE5. For each edge e of Q where e is ev for some v ∈ V c
Q such that v is γ-like (i.e. v comes

equipped with numbers n1 and n2), one has that ψ|ev,1 ⊂ hγ(t, n2) (for t ∈ [0, `(γ)])

and ψ|ev,2 is a homeomorphism onto a single α-curve or a single β-curve. Note that

ψ|ev,1 maps positively (resp. negatively) parallel to γ if n2 > 0 (resp. n2 < 0).

Because v is assumed to be on a chord in Q there is another vertex v2 paired with

v. The restriction ψ|ev2,1 ⊂ hγ(t, n2) comes for free. However, we also require that

ψ|ev2,2 maps to the same α- or β-curve as ψ|ev,2 .

CLE6. If v ∈ V c
Q such that v is γ-like, let f denote the edge adjacent to v such that f 6= ev.

We require that at most one of ψ|f and ψ|ev,2 passes inside Rγ from the positive

side of γ to the negative side of γ (or the reverse).

CLE7. (local embedding) For each region r of H, one has that ψ maps each connected

component of ψ−1(r) in Q homeomorphically onto its image. Recall that r is a

connected component of Σ−α− β (see Definition 3.1.2).

CLE8. (local convexity) For each vertex v of Q, there is a neighborhood U(v) of v in Q

such that ψ|int(Q)∩U(v) is an embedding into Σ−α− β − γ (see Figure 4.4).

Definition 4.2.4. A map ψ satisfying properties CLE1–CLE8 above is called a convex

local embedding of Q into Σ. Furthermore, we say that Q is a convexly locally embedded

chorded polygon. We use Q to refer to both the chorded 2n-gon and its image ψ(Q) ⊂ Σ

interchangeably, only distinguishing them when the intent is not clear from the context.
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Definition 4.2.5. We say two convex local embeddings differ by height homotopy if they

agree on everything except the γ-like vertices (and edges adjacent to said vertices) and then

they only disagree in the choice of n2. Abstractly, it is clear that we can transform from one

height homotopic convex local embedding to another via a one parameter family of maps

– vertical homotopies in Rγ . Two convex local embeddings are said to be regular height

homotopic if each map in this family is itself a convex local embedding. From now on, we

will only consider consider convex local embeddings up to regular height homotopy.

Remark 4.2.6. Notice that property CLE5 of Definition 4.2.4 allows for an edge of Q to

be mapped first parallel to a cut γ and then to an α- or β-curve. We make the distinction

here that no vertex of Q is mapped to the transition point and so we need not meet the

restriction of CLE8 at this point. Specifically, it is perfectly fine to turn by either π
2 or 3π

2

at this transition point. Indeed, if v1 and v2 are a pair of vertices on a chord, then ev1 and

ev2 are both mapped in this way. Property CLE6 then requires that one of them turns by

π
2 and the other by 3π

2 . Furthermore, in the following we will count this edge among those

that have been mapped to an α- or β-curve as appropriate.

Remark 4.2.7. Property CLE6 of Definition 4.2.4 is a technical constraint introduced

to forbid pathological convex local embeddings which would otherwise be regular height

homotopic to acceptable convex local embeddings. See Figure 4.3.

Remark 4.2.8. If the chorded polygon Q with convex local embedding ψ is such that no

vertex of Q is γ-like, then property CLE7 of Definition 4.2.4 actually requires that ψ−1(r)

in Q be mapped homeomorphically onto r (cf. “onto its image” from Definition 4.2.4).

This follows because the edges of Q are all mapped into α- and β-curves, and so if part of a

region r is seen in a connected component (in Σ−α−β) of the image of ψ, then the entire
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Figure 4.3: A map ψ which fails to satisfy property CLE6.

region r is seen in this connected component.

Remark 4.2.9. Let Q be a convexly locally embedded chorded polygon, with convex local

embedding ψ, such that no vertex of Q is γ-like. Let r be a region in H, that is r is a

connected component of Σ−α−β. In light of Remark 4.2.8, ψ restricted to each connected

component of ψ−1(r) is a homeomorphism onto r. We denote the number of connected

components of ψ−1(r) by cψ,r. Note that cψ,r = 0 if r ∩ψ(Q) = ∅. We then associate to Q

a 2-chain φ(Q) =
∑
cψ,riri where the sum runs over all regions ri in H.

Remark 4.2.10. If we put the cyclic order on the edges of Q induced by the orientation of

∂Q, then any convex local embedding ψ maps edges of Q to α- and β-curves alternatingly.

Specifically, property CLE8 of Definition 4.2.4 and Remark 4.2.6 ensure that if a given edge

e is mapped to an α-curve (respectively β-curve), then the edges immediately before and

after e must be mapped to β-curves (respectively α-curves). See Figure 4.4 for an example

of a convex local embedding near a vertex of Q.

Given a convexly locally embedded chorded polygon Q with a convex local embedding

ψ, we label each vertex v ∈ V f
Q by the intersection point to which ψ maps v in α ∩ β.
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Figure 4.4: A convex local embedding near a vertex.

Similarly, we label each edge e of Q by the α- or β-curve (recall Remark 4.2.6) to which ψ

maps e in Σ. We say that e is assigned an α-label or β-label accordingly. Finally, for each

cut γ ⊂ Σ, we consider all connected components of ψ−1(γ) ⊂ Q that contain ψ−1(γB),

have both of their endpoints in ∂Q and do not run parallel to ve,1 for a γ-like vertex e. We

label each such component by the corresponding cut γ and call it a cutlet. Recall that the

collection of cuts in a decorated Heegaard diagram is ordered. We order the cutlets in Q

according to the order of their labels. If several cutlets in Q are labeled by the same cut γ,

we order them arbitrarily. Notice that we ignore those connected components of preimages

of cuts under ψ in Q that have at least one endpoint in the interior of Q.

Definition 4.2.11. Given a convex local embedding ψ of a chorded polygon Q, we call

Q together with all the above labels a labeled chorded polygon. Note that distinct vertices

(respectively edges) might have the same label.

Remark 4.2.12. Only some of the vertices in a convexly locally embedded chorded polygon

Q are given labels under this process. This is because we only label the vertices which are

not on chords in Q. Contrast this with the fact that every edge of Q is given a label.

Definition 4.2.13. Any chord c from a labeled chorded polygon Q must split Q into

two parts. In each part, there are two edges sharing an endpoint with c. It follows from

Remark 4.2.6, Remark 4.2.10 and the fact that chords are defined to be of odd length that
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in one part the two corresponding edges are assigned α-labels and in the other part the two

corresponding edges are assigned β-labels. We call the former part the α-side of c and the

latter part the β-side of c.

Definition 4.2.14. Let Q be a labeled chorded polygon, and give ∂Q the standard counter-

clockwise orientation. We define the source of Q, denoted Source(Q), to be the (multi-)set

of vertex labels assigned to vertices at the beginning of α-labeled edges of Q. That is, if

several vertices of Q share the same label, this label appears in Source(Q) once per each

relevant vertex with this label. Similarly, we define the target of Q, denoted Target(Q), to

be the (multi-)set of vertex labels assigned to vertices at the end of α-lebeled edges of Q.

Again, if several vertices of Q share the same label, this label appears in Target(Q) once

per each relevant vertex with this label.

Remark 4.2.15. Alternatively, Remark 4.2.10 implies that Source(Q) (respectively Target(Q))

is the (multi-)set of vertex labels assigned to vertices at the end (respectively beginning) of

β-labeled edges of Q (cf. Definition 3.1.2).

Let Y be a closed 3-manifold, H = (Σ,α,β,w,γ) a decorated Heegaard diagram of

Y , and x a generator in H. Recall that x is defined to be a formal sum
∑g+k−1

i=1 xi of

intersection points between α- and β-curves, where g is the genus of Σ and k = |w| is the

redundancy of H (see Definition 3.1.1). Further recall that we defined the generator set of

x by σ(x) = {x1, . . . , xg+k−1}.

Given two generators x and y, consider a labeled chorded polygon Q with the following

properties (recall that vertices of Q are labeled by intersection points).

CMP1. The vertex labels in Source(Q) are not repeated.

CMP2. The vertex labels in Target(Q) are not repeated.
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CMP3. Source(Q) ⊂ σ(x) and Target(Q) ⊂ σ(y).

CMP4. σ(x) \ Source(Q) = σ(y) \ Target(Q).

Definition 4.2.16. A labeled chorded polygon Q satisfying properties CMP1–CMP4 above

is said to be compatible with the ordered pair of generators (x,y).

Remark 4.2.17. Properties CMP1 and CMP2 of Definition 4.2.16 ensure that Source(Q)

and Target(Q) are actually sets and so properties CMP3 and CMP4 make sense. Property

CMP3 ensures that Source(Q) can be enlarged, by adding more intersection points to the

set, so that it coincides with the generator set σ(x) and Target(Q) can be enlarged so that it

coincides with σ(y). Finally, property CMP4 implies that the two enlarged sets are formed

by adding the same collection of intersection points in each case.

Remark 4.2.18. For a given labeled chorded polygon Q it is possible that Properties CMP3

and CMP4 of Definition 4.2.16 are satisfied for multiple pairs of generators. Specifically,

CMP4 requires that σ(x) \ Source(Q) = σ(y) \ Source(Q), but it does not specify what

this left-over set may contain. Indeed, for each collection of intersection points which would

simultaneously enlarge both Source(Q) and Target(Q) to generators, we have a distinct pair

of generators with which Q is compatible.

We now give a few definitions which indicate why labeled chorded polygons are the

correct generalization of 2-chains.

Definition 4.2.19. For a labeled chorded 2n-gon Q, the Euler measure of Q is defined by

e(Q) = 1− n
2 .

Remark 4.2.20. The Euler measure of a 2-chain was previously defined (see Defini-

tion 3.2.2). We noted in Remark 4.2.9 that a convexly locally embedded chorded polygon
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with no γ-like vertices has an associated 2-chain φ(Q). The following proposition shows

that, in this case, the two definitions agree. Hence we may consider our definition an

extension of the original.

Proposition 4.2.21. If Q is a convexly locally embedded chorded 2n-gon such that no vertex

of Q is γ-like, then the Euler measure of Q and the Euler measure of the associated 2-chain

φ(Q) agree. That is, e(φ(Q)) = e(Q) = 1− n
2 .

Proof. Because Q has no γ-like vertices, the 2-chain φ(Q) =
∑m

i=1 cψ,riri is a formal linear

combination of the connected components, r1, . . . , rm. By Definition 3.2.2 the Euler measure

of φ(Q) is then given by e(φ(Q)) =
∑m

i=1 cψ,rie(ri).

To prove the proposition, we induct on M =
∑m

i=1 cψ,ri , that is, the total number of

connected components of Q \ ψ−1(α ∪ β ∪ γ). If M = 1, then ψ(Q) is a single region

in H covered exactly once and the proposition follows from Definition 3.2.2. If M > 1,

there is an α- or β-curve which traverses the interior of ψ(Q) at least once. Call this

curve η and consider a single connected component of η ∩ int(ψ(Q)). The preimage of this

connected component under ψ splits Q into two parts. Note that properies CLE1 and CLE2

of Definition 4.2.4 ensure that the preimage of any connected component of η ∩ int(ψ(Q))

cannot meet ∂Q at a vertex of Q. Therefore, the two parts into which Q is split are

convexly locally embedded polygons Q1 and Q2 with convex local embeddings ψ1 = ψ|Q1

and ψ2 = ψ|Q2 respectively. Let M1 =
∑m

i=1 cψ1,ri and M2 =
∑m

i=1 cψ2,ri . By construction

cψ,ri = cψ1,ri + cψ2,ri and so M = M1 +M2. Since the choice of η ensures that M1 ≥ 1 and

M2 ≥ 1 (i.e. neither Q1 nor Q2 is empty), we have that M1 < M and M2 < M .

Assume that Q1 is a 2n1-gon and Q2 is a 2n2-gon. By construction, we have 2n1 +2n2 =

2n+ 4 or, equivalently, n1 + n2 = n+ 2. Indeed, one new edge is introduced in each of Q1

and Q2 and two edges in Q are divided into two halves with one half of each belonging to
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Q1 and the other half belonging to Q2.

Then we have the following:

e(φ(Q)) =

m∑
i=1

cψ,rie(ri) =

m∑
i=1

cQ1,rie(ri) +

m∑
i=1

cQ2,rie(ri)

= e(φ(Q1)) + e(φ(Q2)) = 1− n1

2
+ 1− n2

2
= 2− n1 + n2

2

= 2− n+ 2

2
= 1− n

2

Remark 4.2.22. We previously noted in Remark 4.1.11 that a nice Heegaard diagram is

trivially decorated. In this case, it follows that no convex locally embedded chorded polygon

can have γ-like vertices. So, in a nice diagram our definition of Euler measure agrees with

the standard definition.

Let Q be a labeled chorded polygon with convex local embedding ψ and let x be an

intersection point in H. If a vertex v ∈ V f
Q is labeled by x, then properties CLE1, CLE3,

CLE7 and CLE8 of Definition 4.2.4 ensure that ψ maps a neighborhood of v (in Q) home-

omorphically to a region near x = ψ(v). If a vertex v ∈ V c
Q is mapped by ψ to x, then

properties CLE2, CLE4, CLE7 and CLE8 of Definition 4.2.4 ensure that ψ maps a neigh-

borhood of v (in Q) homeomorphically to a region near x = ψ(v). If the preimage of x

under ψ contains points in the middle of an edge of Q, then properties CLE3, CLE4, CLE5

and CLE6 of Definition 4.2.4 ensure that ψ maps a neighborhood of each of these points

(in Q) to an adjacent pair of regions near x. These three facts together show that ψ(Q)

will see each region near x with a well-defined multiplicity.

Definition 4.2.23. Let Q be a labeled chorded polygon with convex local embedding ψ

and let x =
∑
xi be a generator in H. For each intersection point xi in x, the average of

the multiplicities in ψ(Q) of the four adjacent regions to xi is called the point measure at

xi of Q and is denoted by µx(Q). The point measure µx(Q) is then defined as
∑
µxi(Q).
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Remark 4.2.24. The point measure of a 2-chain was previously defined (see Defini-

tion 3.2.1). We noted in Remark 4.2.9 that a convexly locally embedded chorded polygon

with no γ-like vertices has an associated 2-chain φ(Q). In this case, it is clear that the two

definitions agree. Hence we may consider our definition an extension of the original.

Remark 4.2.25. We previously noted in Remark 4.1.11 that a nice Heegaard diagram is

trivially decorated. In this case, it follows that no convex locally embedded chorded polygon

can have γ-like vertices. So, in a nice diagram our definition of point measure agrees with

the standard definition.

Definition 4.2.26. Let Q be a labeled chorded polygon. If Q is compatible with two

generators x and y, then we define the Maslov index of Q by µ(Q) = e(Q)+µx(Q)+µy(Q)).

Remark 4.2.27. By Remarks 4.2.22 and 4.2.25 it follows that our definition of Maslov

index for a labeled chorded polygon Q and the definition of Maslov index for the associated

2-chain φ(Q) (see Theorem 3.2.3) agree in a nice Heegaard diagram.

With all of the above definitions in hand, we now define a count function c′(x,y), which

assigns to each ordered pair of generators (x,y) an element of Z2. This count function

will be used to define a new chain complex ĈF
′
(H) which turns out to be homotopically

equivalent to ĈF (H) (with Z2 coefficients). The major benefit of this new definition is that

c′(x,y) is defined explicitly and combinatorially but does not require any modification of the

underlying Heegaard diagram’s α- and β-curves. Specifically, no new generators are created

and so the complex ends up being comparatively small (cf. Theorems 3.2.7 and 3.2.8).

Definition 4.2.28. Let Y be a closed oriented 3-manifold, H a decorated pointed Heegaard

diagram of Y and x and y two generators in H. Define c′(x,y) to equal the Z2-count of

labeled chorded polygons Q, with associated convex local embeddings ψ, such that:
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CF1. µ(Q) = 1

CF2. Q is compatible with x and y;

CF3. (σ(x) ∪ σ(y)) ∩ int(ψ(Q)) = ∅;

CF4. for each chord c in Q, the first cutlet in Q which intersects c must start at a β-labeled

edge of Q on the α-side of c and end at an α-labeled edge of Q on the β-side of c (see

Definition 4.2.13).

We call c′(x,y) a count function for H.

Definition 4.2.29. A labeled chorded polygon Q which satisfies properties CF1–CF4 in

Definition 4.2.28 is said to connect the generators x and y. Note that the same labeled

chorded polygon Q can connect different pairs of generators (see Remark 4.2.18).

Remark 4.2.30. Property CF3 ensures that ψ(Q) is empty (see Definition 3.2.5). Notice

that in comparison with Sarkar and Wang’s construction we have traded the restriction that

a domain φ is embedded (see Definition 3.2.4) for the restriction that a labeled chorded

polygon Q is convexly locally embedded (see Definition 4.2.4).

Remark 4.2.31. In a nice Heegaard diagram H with trivial decoration γ = ∅, Property

CF4 of Definition 4.2.16 forces every relevant chorded polygon to have no chords. This

is because the empty decoration would preclude any cutlet from being able to intersect

the chord properly. From this, it follows that relevant labeled chorded polygons are in

one-to-one correspondence with 2-chains in H. Then, Properties CF1, CF2 and CF3 of

Definition 4.2.16 together with Remarks 4.2.9 and 4.2.27 imply that a labeled chorded

polygon Q connects x and y if and only if the associated 2-chain φ(Q) ∈ π0
2(x,y) has

µ(φ(Q)) = 1 and φ(Q) is an empty embedded rectangle or bigon. Specifically, c(φ(Q)) = 1

(cf. Theorem 3.2.7).
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Theorem 4.2.32. Let Y be a closed oriented 3-manifold with a α-strongly (resp. β-strongly)

decorated, α-narrow (resp. β-narrow), admissible, pointed Heegaard diagram H. Let X be

the set of all generators x in H (see Definition 3.1.1). Define ĈF
′
(H) =

⊕
x∈X Z2x. Then,

ĈF
′
(H) equipped with the differential maps defined by

∂x =
∑
y∈X

c′(x,y)y

generates a chain complex over Z2, also denoted ĈF
′
(H). Furthermore, ĈF

′
(H) is homo-

topically equivalent to ĈF (H) and, hence, its homology groups are isomorphic to ĤF (Y ).

The proof of Theorem 4.2.32 is given in Section 5.4.

Corollary 4.2.33. Let P be a branched spine for a closed oriented 3-manifold Y . Let HP be

the pointed Heegaard diagram for Y compatible with P and represented by the strip diagram

SP . The combinatorially defined chain complex ĈF
′
(HP ) is homotopically equivalent to

ĈF (HP ) and, hence, its homology groups are isomorphic to ĤF (Y ).

Corollary 4.2.34. Let Y be a closed oriented 3-manifold. There exists a Heegaard diagram

H for Y such that the chain complex ĈF
′
(H′) can be used to determine ĤF (Y ).

Proof. We provide the proof of both corollaries simultaneously.

In [BP] they show every 3-manifold has a branched spine. Since Definition 2.3.2 is

constructive we are then guaranteed the existence of a strip diagram for every 3-manifold.

Then, Lemma 4.1.15 shows this diagram is admissible, Remark 2.3.5 notes that it is α-

narrow by definition, and Lemma 4.1.14 gives us a α-strong decoration. Now Theorem 4.2.32

applies and we are done.
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Remark 4.2.35. We collect here a short list of references to the various qualifiers on H

in Theorem 4.2.32. For “α-strongly decorated” see Definition 4.1.12. For “α-narrow” see

Definition 2.1.10. For “admissible” see Definition 3.1.4. For “pointed” see Definition 2.1.8.

Remark 4.2.36. The fact that ĈF
′
(H) is a chain complex is actually a consequence of the

last statement in Theorem 4.2.32. An independent proof which would follow directly from

the combinatorics of the definition is a work in progress.

Remark 4.2.37. In Remark 4.1.11 we noted that a nice Heegaard diagram is trivially

decorated (see Definition 3.2.6). It is clear that a nice diagram is trivially α-strongly

decorated as well. Theorem 3.2.11 gives us that a nice diagram is also α-narrow. In

Remark 4.2.31 we noted that c′(x,y) and c(φ) effectively count the same thing in a nice

diagram. Indeed, it immediately follows that, if a nice diagram is admissible, then the two

count functions define the same chain complex, not just homotopically equivalent complexes.

Remark 4.2.38. In all examples we have worked out using strip diagrams, the complex

ĈF
′
(HS) does not require any labeled chorded polygons with γ-like vertices. Still, we must

allow for their existence in the definition of convex locally embedded (see Definition 4.2.4)

because we have not yet found an argument against them.

Remark 4.2.39. Similar to Sarkar and Wang’s algorithm, our construction only computes

ĤF (Y ) with Z2 coefficients. We expect to be able to use the structure of branched spines

to extend our definitions to work over Z.

Remark 4.2.40. If one can find a α-strongly decorated α-narrow Heegaard diagram which

is compatible with a knot K, then this recipe should easily be adapted to compute knot

Floer homology as well.
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Remark 4.2.41. In Theorem 4.2.32 the qualifiers “α-strongly decorated” and “α-narrow”

are not intrinsic to the definition of the chain complex ĈF
′
. They are simply properties

which we required in the proof of homotopy equivalence to ĈF . One expects that these

restrictions on the Heegaard diagram could be relaxed or even removed. Conversely, the

qualifier “admissible” is required in the definition of ĈF and so one expects it must inform

the definition of ĈF
′
, though the manner in which it does so is not obvious.

4.3 Properties of ĈF
′

Definition 4.3.1. In a chorded polygon Q, two chords are called linked if they each have an

endpoint on the same edge of Q. The linked endpoint on each chord is called the linked end.

A sequence of chords c1, . . . , cn is called a chain if ci is linked to ci+1 for all i = 1, . . . , n−1.

In a chain we also require that for each chord ci each endpoint is a linked end in at most

one linking. A chain in which cn is also linked to c1 is called a cycle.

Proposition 4.3.2. Given a pair of generators (x,y), if a labeled chorded polygon Q con-

nects x and y, then Q contains no cycle.

Proof. For the sake of a contradiction, let c1, . . . , cn be a cycle of chords in Q. Consider a

cutlet d in Q assumed to be the first cut to intersect any chord. Without loss of generality

say d intersects c1 (and possibly others). By Definition 4.2.29 d starts at an α-labeled edge

on the β-side of c1, say α̃, and ends at a β-labeled edge on the α-side of c1, say β̃.

We now consider ∂Q(∼= S1) and cut this open at the midpoint of the edge labeled β̃.

We thus have an interval naturally split into 2n+ 1 segments alternately given β-labels and

α-labels. The first and last segment are labeled by β̃ and some segment in the middle is

labeled by α̃. We also number the vertices consecutively starting at one end of the interval

and moving to the other. Let 2k − 1 and 2k be the vertices at the two ends of α̃.
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Each chord may be thought of as an arc connecting two vertices. A chord then interesects

d if its endpoints fall on opposite sides of α̃. We orient each arc ci so that it points from its

linked end with ci−1 to its linked end with ci+1. All chord subscripts should be interpreted

modulo n so that we have consistent orientations on c1 and cn as well. Because d intersects

c1, by Definition 4.2.29 α̃ must occur on the β-side of c1. In terms of the vertex numbering,

this means that c1 must end at an even numbered vertex. Furthermore if any ci ends at an

even-numbered vertex it follows immediately that ci+1 starts at an odd-numbered vertex.

Finally, since each ci is of odd length, it thus follows that every ci starts at an odd-numbered

vertex.

We now sort the chords into two sets. The set of all chords which end at a lower

numbered vertex than they start, which we call L. And the set of all chords which end at

a higher numbered vertex than they start, which we call R.

We assumed d is the first cut to intersect any chord. So, if d intersects a chord c, it

must be that c starts at a vertex greater than 2k and end at one less than 2k− 1. This will

force α̃ to be on the β-side of c, just like in Defintion 4.2.29.

Because c1 intersects d, we know at least one chord connects a vertex numbered greater

than 2k to a vertex numbered less than 2k − 1. In order for our cycle to close it must

somehow connect a vertex numbered less than 2k − 1 to a vertex numbered greater than

2k. There are three possible ways for this to occur:

• ci and ci+1 are both in L and ci ends at vertex 1 while ci+1 starts at vertex 2n.

• cj and cj+1 are both in R and cj ends at vertex 2k − 1 and cj+1 begins at vertex 2k.

• cj is in R and begins at vertex numbered less than 2k − 1 and ends at a vertex

numbered greater than 2k.
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The first two cases are precluded by considering the parity of the vertex labeling. In

each case it would require a chord to start at an even number, but we have seen that this is

impossible. The final case is precluded by noting that cj starts at an odd-numbered vertex,

and hence α̃ is on the α-side of cj . But, d is assumed to be the first cut to intersect cj ,

hence this gives a contradiction.

Corollary 4.3.3. Given a pair of generators (x,y) and a labeled chorded polygon Q which

connects x and y, if an α-curve (resp. β-curve) appears k times as a label in the boundary

of Q, then exactly 2 vertices on edges labeled by that α-curve (resp. β-curve) are not on

chords in Q. Moreover, if k > 1, these two vertices are on distinct edges of Q. In any case,

one of these vertices contributes to Source(Q) and one of them contributes to Target(Q).

Proof. Let α ∈ α be given. The case for β ∈ β is completely analogous. Assume α appears

k times as a label on edges in the boundary of the labeled chorded polygon Q.

Let i be the number of vertices on edges labeled α with no chord. Equivalently, i is

the number of vertices on edges labeled α in Source(Q) ∩ Target(Q). The total number of

vertices on edges labeled α is even, and every chord claims two vertices, so i is also even.

If i > 2, then either Source(Q) or Target(Q) (or both) does not contain a unique element

of α. If i = 0 we have a cycle, which is impossible. So, i = 2 as desired.

If k > 1 these two vertices cannot be on the same edge labeled α or else the remaining

k − 1 edges labeled α would have vertices with chords forming a cycle.

Finally, it is impossible for either both vertices to contribute to Source(Q) or for both

vertices to contribute to Target(Q) since by assumption the labels lie on the same α-curve.

Let Q be a labeled chorded polygon which connects the generators x and y, and let ψ be
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the convex local embedding of Q. A convenient way to visualize the impact of Corollary 4.3.3

is to consider ψ(Q) ∩ α for a given α ∈ α in H. If ψ(Q) ∩ α 6= ∅ then exactly one vertex

on α contributes to Source(Q) and exactly one vertex on α contibutes to Target(Q). In

this case, it follows that ψ(Q) ∩ α consists of a single connected component. Moreover, if

we consider the usual orientation on ∂Q then the image of each edge e of Q under ψ is

oriented. Given two edges e1, e2 of Q which are both mapped to α by ψ, we then naturally

consider ψ(e1) ⊂ α and ψ(e2) ⊂ α as cancelling any time they see the same subsegment of

α with opposite orientations. After cancelling between edges as much as possible, we must

be left with a continous map of the interval into α which is given a coherent orientation

by ψ(Q). Furthermore, under this orienatation the image points from Source(Q) ⊂ x to

Target(Q) ⊂ y.

Definition 4.3.4. For a labeled chorded polygon Q connecting x and y and a given α ∈ α

(resp. β ∈ β), the continous map into α (resp. β) described above is called the α-restricted

image (resp. β-restricted image) of Q. If ψ(Q)∩α = ∅ then we say the α-restricted image

of Q is empty.

If the decorated diagram H is α-narrow (see Definition 2.1.10) then it follows that for

every α-curve and any labeled chorded polygon Q connecting generators x and y we must

have that the α-restricted image of Q is actually a subsegment of α. This is clear since

there is no way for Q to be mapped onto the entirety of either side of α, so the α-restricted

image cannot wrap all the way around. But, in this case the number of times Q sees either

side of an α-segment can differ by at most one. That is, if two regions R1 and R2 are

adjacent across an α-curve, then the image of Q must see R1 with multiplicity r1 and R2

with multiplicity r2 so that |r1 − r2| ≤ 1. From this it follows that if a region R is adjacent

to the marked region across an α-curve, then the image of Q sees R at most once.
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Remark 4.3.5. Let SP denote a strip diagram and assume we are given a decoration.

Consider a labeled chorded polygon Q connecting generators x and y and a region R in SP .

Recall that SP is α-narrow (see Remark 2.3.5). Unfortunately, it is not true in SP that R

is necessarily adjacent, through an α-curve, to the marked region. However, in the proof

of Lemma 4.1.14, we will define a value, called the level ` of R, which tells us exactly how

many α-curves one must cross to get from R to the marked region. Combining this with

the above discussion, we will get that the image of Q can see R no more than `+ 1 times.

Remark 4.3.6. Let SP denote a strip diagram and assume we are given a decoration.

Consider a labeled chorded polygon Q connecting generators x and y and a region R in SP .

It is true in SP that R is necessarily adjacent, through a β-curve, to the marked region. If

SP were also β-narrow, this would imply that the image of Q can only see R at most one

time. Unfortunately, strip diagrams are not β-narrow in general.
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Chapter 5

Proofs of Main Results

In this chapter we present the proofs of Lemmas 4.1.14, 4.1.15 and 4.1.16 and Theo-

rem 4.2.32.

5.1 Proof of Lemma 4.1.14

Recall that HP = (Σ,α,β, w) is a pointed Heegaard diagram for a closed oriented

3-manifold Y and SP = (T,α,β, w) is the corresponding strip diagram. Further, recall

that T is the torus with 2v holes obtained from Σ by cutting it open along all the vertex-

cut α-curves. Define S′P = (T,α′,β, w) where T , β, and w are the same as for SP , but

α′ = α \ {edge-cut α}. In other words, S′P ignores the edge-cut α-curve from SP , but

otherwise contains all the information from SP .

Because S′P differs from the strip diagram SP only by removing the edge-cut α-curve, we

know that in the boundary of every unmarked region R from S′P there is always a unique

boundary β-segment through which R is adjacent to the marked region. We label this

boundary β-segment by βR∗ , or just β∗ if the region R is clear from the context.

Definition 5.1.1. All boundary α-segments of a non-rectangle R are of one of the following

two types (see Figure 5.1): those which are adjacent (in ∂R) to β∗ (called end α-segments)

and those which are not (called middle α-segments).
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Figure 5.1: End and middle boundary α-segments in a general non-rectangular region R.

Our goal is to provide an algorithm for creating a α-strong decoration of H. The

main part of this algorithm is to define a collection of paths γ in T which satisfy all the

conditions for a α-strong decoration of S′P . We then show that γ also satifies the conditions

for SP . Specifically, the re-addition of the edge-cut α-curve is not going to introduce any

contradiction and we will be able to conclude that γ, considered as a set of paths in Σ, will

give a α-strong decoration of HP .

Our first step is to associate a pair of non-negative integers (t, `) to each non-rectangular

region R in S′P . We call t the tier of R and ` the level of R. The pair (t, `) is called the

height of R. The set of all regions in S′P with a given tier t is called the tier set for t and

is denoted by Tt. Tier sets will be defined in such a way that each non-empty Tt of S′P

contains exactly one region of level 0. This region is called the anchor of Tt and is denoted

At. In general, there might be several regions with the same tier and the same level ` > 0.

Given two tiers, i and j, we say that Ti is higher than Tj (and Tj is lower than Ti) if i > j.

The height of every unmarked non-recatangular region will be determined inductively.

More specifically, tier sets will be built one at a time, in increasing order of tier. For each

tier t we will first determine the anchor At of Tt and then determine all other regions with

that tier one by one. We will exhaust all potential members for a given tier set before

moving on to determine the next tier set.
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The tier set T0 consists of a single region (which by definition must be the anchor): the

marked region of S′P . Consequently, the marked region has height (0, 0) and no other region

has height (0, `) for any `.

Assume now that tier sets T0, T1, . . . Tt−1 are all known and that we have somehow

identified the anchor At for the next tier set Tt. Since the definition of At relies on properties

of the lower tier sets T0, . . . , Tt−1 (see Proposition 5.1.3), the exact process used to define

At will appear below, after the procedure to determine all elements of a given tier set has

been explained. We now define regions of height (t, `) with ` > 0 inductively as follows.

Definition 5.1.2. Let T<t = T0 ∪ T1 ∪ · · · ∪ Tt−1. A non-rectangular region R /∈ T<t is

assigned height (t, `) with ` > 0 if it is adjacent, through one of its end α-segments, to

a region R′ of height (t, ` − 1). If both end α-segments could be used to assign different

levels to R we assign R the lowest possible level. We denote the α-segment used in this

assignment by αR∗ , or just α∗, if R is clear from the context. If both end α-segments could

be used to assign the same level to R, we arbitrarily choose one to serve as α∗. Because S′P

has only a finite number of regions this process must eventually terminate, at which point

we say that we have finished populating tier set Tt.

Proposition 5.1.3. All regions from a tier set Tt occur in the same row of the strip diagram

S. Specifically, the row in which At occurs.

Proof. Each region R ∈ Tt is defined by an adjacency through an end α-segment of R to

some other R′ ∈ Tt. However, in a strip diagram we know each pair of α-curves in T , which

is glued together to recover the Heegaard surface Σ, is identified using a quarter-twist and

a reflection (see Definition 2.3.3). Namely, since αR∗ is an end α-segment for R, it must be

a middle α-segment for R′. Hence, R and R′ are in the same row of S. The proposition

follows by induction on the level of R.
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Figure 5.2: Rectangles by which anchors may be anchored.

Again, assume that tier sets T0, T1, . . . Tt−1 are all known. We now detail the process for

defining At.

Definition 5.1.4. For each non-rectangular region R /∈ T<t we define its anchor type,

at(R), which depends on t, according to the following rules.

A1. at(R) = 0 if R is adjacent, through an end α-segment to the marked region A0.

A2. at(R) = 1 if at(R) 6= 0 and R is adjacent, through a middle α-segment, to a region

R′ ∈ T<t. Note that R cannot be adjacent, through a middle α-segment, to the marked

region A0.

A3. at(R) = 2 if at(R) 6= 0, 1 and R is adjacent, through a middle α-segment, to a rectangle

r such that r is itself adjacent, through its other boundary α-segment, to a region

R′ ∈ T<t and r is also adjacent, through one of its boundary β-segments, to a region

R′′ 6= A0 ∈ T<t (see Figure 5.2(a) ). Note that every rectangle is adjacent, through one

of its boundary β-segments, to the marked region A0.

A4. at(R) = 3 if at(R) 6= 0, 1, 2 and R is adjacent, through a middle α-segment, to a

rectangle r such that r is itself adjacent, through its other boundary α-segment, to a
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region R′ ∈ T<t but r is not adjacent, through either of its boundary β-segments, to a

region R′′ 6= A0 ∈ T<t. (see Figure 5.2(b) ).

A5. at(R) =∞ if none of the above hold.

If at(R) = 0 we say that R is anchored by the marked region A0. We also say R is

anchored to tier 0.

If at(R) = 1 we say that R is anchored by the adjacent non-rectangular region R′ used

in the definition of at(R). If R may be assigned this anchor type in several different ways,

i.e. via adjacencies to different non-rectangular regions, we say R is anchored by the region

with the lowest tier. If multiple regions all have the same (lowest) tier, we arbitrarily pick

one of them and say R is anchored by it. In any case, we say R is anchored to tier t′ where

t′ is the tier of our chosen R′.

If at(R) = 2, 3 we say that R is anchored by the non-rectangular region R′ (adjacent

through the other boundary α-segment of the rectangle r) used in the definition of at(R).

If R may be assigned this anchor type in several ways, i.e. via different non-rectangular

regions, we say R is anchored by the region with the lowest tier. If multiple regions all have

the same (lowest) tier, we arbitrarily pick one of them and say R is anchored by it. In any

case, we say R is anchored to tier t′ where t′ is the tier of our chosen R′.

Definition 5.1.5. We may now define the anchor At for the next tier set Tt. We choose At

to be a region R /∈ T<t with any anchor type at(R) 6=∞. If multiple regions could be chosen

for At, we always choose the region with the smallest anchor type. If multiple regions all

have the same (smallest) anchor type, we choose the region anchored to the lowest possible

tier. If multiple regions are all anchored to the same (lowest) tier, we arbitrarily choose one

of them.
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If every region R /∈ T<t has at(R) = ∞, we say that there is no anchor for Tt (and

Tt = ∅) and we terminate our inductive process.

Definition 5.1.6. No matter how we choose the anchor At we have said that At is anchored

by some region R′. The choice of this region was established using adjacency through some

boundary α-segment in At. We label this α-segment by αAt
∗ or just α∗ if At is clear from

the context. If multiple α-segments all provide the necessary adjacency to establish that At

is anchored by R′, we arbitrarily choose one of the possible α-segments to serve as α∗. In

any case, we say that At is anchored through α∗.

Remark 5.1.7. Defintions 5.1.2 and 5.1.6 taken together guarantee that every non-rectangular

region R, which has a well-defined height, will have exactly one of its boundary α-segments

labeled αR∗ .

It now follows that we can inductively build each tier set, in increasing order of tier,

starting with T0. Again, because S′P only has a finite number of regions, this process must

terminate.

Proposition 5.1.8. In S′P , every non-rectangular region is assigned a height by this process.

Proof. Let C be the set of regions R such that R is non-rectangular and R is not assigned

height (t, `) for any t or any `.

We begin by noting a few facts about each region R ∈ C. First, through each end

α-segment of R is a region R′ ∈ C. We see this by examining two possible cases if R′ /∈ C.

Either R and R′ would be in the same tier set, and thus R /∈ C, or R′ = A0 and thus

at(R) = 0 for some tier t, so R would have been defined as the anchor At′ for some tier

t′ ≥ t. Second, through each middle α-segment of R is either a region R′ ∈ C or a rectangle
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Figure 5.3: Rectangle with both α-adjacent regions lacking defined height.
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Figure 5.4: Natural orientation on a β-segment in ∂R.

r as shown in Figure 5.3. Otherwise, R would have at(R) 6=∞ for some tier t, so R would

have been defined as the anchor At′ for some tier t′ ≥ t.

Now, given a region R ∈ C, we define CR to be all non-rectangular regions R′ ∈ C and

all rectangles r which are connected, via adjacency through only α-segments, to R.

For the sake of a contradiction, assume C 6= ∅. Let a non-rectangular region R ∈ C

be given and consider the corresponding CR. Let βR be one of the boundary β-segments

in R. This β-segment comes with a natural orientation, inherited from the usual planar

orientation on R (See Figure 5.4). We extend this local orientation to be a global orientation

on the entire β-curve corresponding to segment βR.

By our previous considerations, it follows that every region in S′P which is on the same

side of βR as R is actually a member of CR. Indeed, we note that βR points out of R at an

intersection with some α-curve. Adjacent to R through this same α-curve must be a region

R′ ∈ CR. We then consider the α-curve where βR points out of R′. Through that α-curve

67



R′ must be adjacent to a region R′′ ∈ CR. If we continue following βR in such a fashion we

must eventually return to the original segment of βR on which we started, since there are

only a finite number of regions containing βR in their boundaries, and hence only a finite

possible number of segments of βR in total. In this way we see every intermediate segment

of βR in the interim. Consequently, we also see every region, on the same side of βR as R,

is a member of CR.

Notice, the above argument works for any β-curve seen in the boundary of any region

in CR.

Recall that S′P came from the Heegaard diagram HP , and more importantly S′P contains

the same set of β-curves as HP . It follows that if we glue every region in CR (considered as

regions in Σ) along the shared α-segments (considered as segments in Σ) we obtain a closed

connected subspace of Σ − β. Indeed, this is a proper subspace, since by definition the

marked region cannot be in CR. This contradicts the fact that Σ−β should be connected.

Thus we have C = ∅ as desired.

Definition 5.1.9. In light of Proposition 5.1.8 we may put a complete order on the set of

all non-rectangular regions by using the lexicographic order given by the height (t, `). If

two or more regions all have identical (t, `) we arbitrarily choose their relative order. With

this new order we label the non-rectangular regions R0 (= A0), R1, R2, . . . .

We now create the desired decoration of S′P by defining a collection of cuts passing

through each non-rectangle Ri in increasing order of i. Recall that a cut is naturally split

into a tail, a body and a head. We define the complete cut by determining these three

pieces individually. For each Ri we first describe the collection of bodies of cuts which are

contained in Ri. We next explain how to continue each body forward and obtain for it a

head. Finally we show how to extend each body backward and obtain for it a tail.
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Figure 5.5: Cut bodies in an anchor of type 0 or 1 or in a non-anchor.

Definition 5.1.10. For a specific region Ri, all cuts created in this manner will be refered

to as occuring in stage i. It is possible that in the process of defining cuts in stage i we will

need to create additional cuts in some stage j (with j < i). In this case, the complete new

cut(s) in stage j will be explicitly defined before finishing the definition of cuts in stage i.

Whenever the existence of cuts in a previous stage is inductively assumed, these potential

new cuts will either be irrelevant or parallel to other normally defined cuts from the same

stage. Specifically, they will not impact our later definitions.

At any given point in the following algorithm, we use γ ′ to denote the set of all cuts (or

partial cuts) created so far.

For i = 0 we have R0(= A0) is the marked region. So, we do not need to create any

cuts at all.

Bodies of Cuts For every non-rectangular region Ri we define a collection of cut bodies,

each connecting a different boundary β-segment to α∗. In the following we assume Ri

is a 2n-gon (with n > 2). Specifically, this implies that there are n different boundary

β-segments of Ri. We consider two cases separately.

1. Assume Ri is not an anchor or Ri is an anchor of type 0. In each of these cases α∗ is

an end α-segment in Ri. We divide the segment α∗ into n− 1 equal length subsegments
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numbered counterclockwise according to the natural orietation inherited from Σ. Recall

that β∗ refers to a specific boundary β-segment of Ri, across which Ri is adjacent to the

marked region (see Figure 5.1). We number the boundary β-segments of Ri, excluding

β∗, in clockwise order, starting immediately after α∗. Then, there is a path drawn from

the middle of β-segment j to the middle of subsegment j in α∗ for every 1 ≤ j ≤ n− 1.

See Figure 5.5. These paths will form the bodies of cuts. We orient each body of a

cut from its β end to its α end. Note that these cut bodies divide Ri into a collection

of connected components Ri,1, Ri,2, . . . , Ri,n−1 so that for every 1 ≤ j ≤ n − 1 we have

α(Ri,j) ≤ 2 and β(Ri,j) ≤ 2 (see Definition 4.1.7). Specifically, we have already divided

Ri into a collection of connected components satisfying Property D1 of a decoration (see

Definition 4.1.8).

2. Assume Ri is an anchor of type 1, 2 or 3. In each case α∗ is a middle α-segment in Ri. We

divide the segment α∗ into n − 2 equal length subsegments numbered counterclockwise

according to the natural orientation inherited from Σ. We also number the boundary

β-segments, excluding the two which are adjacent (in ∂Ri) to α∗, in clockwise order,

starting immediately after α∗. Then, there is a path drawn from the middle of β-segment

j to the middle of the subsegment j in α∗ for every 1 ≤ j ≤ n− 2. See Figure 5.6. These

paths form the bodies of cuts. We orient each body of a cut from its β end to its α

end. Note that these cut bodies divide Ri into a collection of connected components

Ri,1, Ri,2, . . . , Ri,n−2 so that for every 1 ≤ j ≤ n− 2 we have α(Ri,j) ≤ 2 and β(Ri,j) ≤

2 (see Definition 4.1.7). Specifically, we have already divided Ri into a collection of

connected components satisfying Property D1 of a decoration (see Definition 4.1.8).

In each of the above constructions, special care must be taken with bodies of cuts which

begin on a β-segment adjacent (in ∂Ri) to exactly one end α-segment of Ri. Different
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Figure 5.6: Cut bodies in an anchor of type 2 or 3.

from above, these bodies do not begin at the center of such β-segments, but rather they

should begin in the middle of the one-third of the segment furthest from the adjacent end

α-segment.

Note that in both Figure 5.5 and Figure 5.6 only one possible position of α∗ is shown.

For any other choice a completely analogous process will work.

Heads of Cuts For each body of a cut previously constructed, we examine how to continue

forward across α∗. Our goal is to explicitly determine how to proceed, crossing only α-

segments, until we reach the marked region. For each region Ri, we inductively assume

the connected components involved all satisfy property D1 prior to the addition of the new

heads of cuts. We mentioned above how the bodies of cuts already divide regions into

connected components satisfying property D1. We then need to show that every connected

component after the addition of the new heads will still satisfy property D1. Because we

are only considering the addition of heads, it follows that we will only be changing β(R) for

the various connected components considered. Hence, we need only make sure that each

head divides a connected component R in such a way that it separates the two β curves

which previously contributed to β(R). We consider four separate cases in more detail.

1. Assume Ri is an anchor of type 0. By definition Ri is adjacent, through α∗, to the

marked region. In this case, the head of each cut is stationary.
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Figure 5.7: Heads of cuts coming from an anchor of type 1 or a non-anchor and passing

into a non-rectangle with lower height.

2. Assume Ri is not an anchor or Ri is an anchor of type 1. By definition Ri is adjacent,

through α∗, to a region Rj with j < i. By induction we may assume all cuts passing

through Rj are complete. To construct the heads of cuts from Ri we simply follow

parallel to one cut from Rj . A caveat must be mentioned at this point. To ensure future

cuts are possible we may need to introduce a new cut to stage j. The five possible

cases are shown in Figure 5.7(a)–(e). In each, the dashed paths represent the new heads

of cuts coming from Ri. In all cases, new cuts (in any stage) are assumed to progress
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forward in parallel to the solid cut from Rj . In cases (a) and (b) we assume i < k and

we add a new tail and body of a cut to stage j (depicted as the dotted path). In case

(a) we assume that either j < ` or no cut from ` intersects the new cut from stage j.

In the former case any cut from stage ` may intersect the new cut from stage j however

its want. In the latter case no further consideration is required. In case (b) we assume

` < j and a cut from ` would intersect the tail of the new cut from stage j. In this

case, it is clear that the new cut from stage j actually begins at a bigon (and we would

know this at stage j because stage ` would already have been filled by assumption), and

no further extension of the tail is necessary. In cases (c), (d), and (e) we assume k < i

and so the intersections between cuts in stage i and cuts in stage k that are introduced

are such that each intersection occurs in the tail of the cut from the lower stage, and

hence property D4 or D5 (whichever is appropriate) will be satified. Furthermore, we

need not add a new cut stage j. By induction, we assume that the cuts from stage k

and stage j interact appropriately. However, we have drawn the three possibilities here

anyway. Case (c) depicts what happens if stage k cuts and stage j cuts head in opposite

directions. Case (d) depicts what happens if k < j and thus we are not allowed to

extend the tail of the cut from stage j. Case (e) depicts what happens in j < k and so

the intersection point is such that it lies in the tail of the cut from the lower stage, and

hence property D4 or D5 (whichever is appropriate) will be satified. By induction, we

assume that the connected components of Rj which contain the new heads of cuts from

stage i all satisfy property D1. Note that the new heads of cuts run from either α-curve

to α-curve, or α-curve to tail of a cut, or tail of a cut to α-curve. Additionally, the new

heads of cuts from stage i have one β-curve on each side, hence it is clear that these

heads split previously connected components into new connected components which still
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Figure 5.9: Heads of cuts coming from an anchor of type 2 or 3 passing into a non-rectangle

with lower height.

satisfy property D1 as well.

3. Assume Ri is an anchor of type 2. By definition Ri is adjacent, through α∗, to a

rectangle r such that r is adjacent, through its other boundary α-segment, to a region

Rj with j < i. By induction we assume the cuts passing through Rj are completely

known. Furthermore, r is adjacent, through one of its boundary β-segments, to a region

Rk 6= A0 with k < i. Again, by induction we may assume all cuts passing through Rk

are completely known. To continue the bodies from Ri we pass through the rectangle r

as shown in Figure 5.8 where the solid vertical line represents a cut from stage k and the

dashed horizontal lines are the heads of cuts we add to stage i. After passing through r,

the heads of cuts continue into Rj parallel to cuts in Rj as shown in Figure 5.9 where

the solid lines represent cuts from stage j and the dashed lines are the heads of cuts we

add to stage i. Notice that the intersections introduced are between heads from stage i
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Figure 5.10: Heads of cuts coming from an anchor of type 3, passing through rectangle r.

and tails from stage k with k < i, hence regardless of how the cut from stage k continues

property D4 or D5 (whichever is appropriate) will be satisfied. By induction, we assume

that the connected components of Rj which contain the new heads of cuts from stage i

all satisfy property D1. Note that the new heads of cuts run from α-curve to α-curve.

Additionally, the new heads of cuts from stage i have one β-curve on each side, hence

it is clear that these heads split previously connected components into new connected

components which still satisfy property D1.

4. Assume Ri is an anchor of type 3. By definition Ri is adjacent, through α∗, to a rectangle

r such that r is adjacent, through its other boundary α-segment, to a region Rj with

j < i. By induction we assume the cuts passing through Rj are completely known. To

continue the bodies from Ri through r it is necessary to consider the three different cases

shown in Figure 5.10(a)–(c). In all cases, the new heads of cuts from stage i are depicted

by dashed lines. In case (a) a new cut in stage j is created, depicted here with a dotted
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line. In case (b) a new cut in stage j is created, again depicted with a dotted line, and a

new cut in some other previous stage k is also created, here depicted by the alternatingly

dotted-dashed line. Case (c) is impossible, since we assume i 6= 0 and thus the leftward

facing cuts would begin adjacent to the marked region, which never happens. Notice

that in all three cases, the newly created cuts will be in a lower stage than any coming

from stage `. Furthermore, the only part of the created cuts included in R` will be tails,

and so any cut later defined to traverse this region can instersect them however it might

require and property D4 or D5 (whichever is appropriate) will be satisfied. After passing

through r the heads of cuts are continued into Rj , parallel to a cut from Rj as shown in

Figure 5.9 where the solid lines represent cuts from stage j and the dashed lines are the

heads of cuts we add to stage i. By induction, we assume that the connected components

of Rj which contain the new heads of cuts from stage i all satisfy property D1. Note

that the new heads of cuts run from α-curve to α-curve. Additionally, the new heads

of cuts from stage i have one β-curve on each side, hence it is clear that these heads

split previously connected components into new connected components which still satisfy

property D1.

Tails of Cuts For each body of a cut previously constructed, we examine how to continue

backward across the β-segment at which the body begins. To do this, we consider what

is adjacent to Ri, through this β-segment. For each region Ri, we inductively assume the

connected components involved all satisfy property D1 prior to the addition of the new tails

of cuts. We then need to show that every connected component after the addition of the

new tails will still satisfy property D1. Because we are only considering the addition of

tails, it follows that we will only be changing α(R) for the various connected components

considered. Hence, we need only make sure that each tail divides a connected component
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Figure 5.11: Tails of cuts which must come from a rectangle.

R in such a way that it separates the two α curves which previously contributed to α(R).

There are four possible cases we examine in more detail.

1. Adjacent to Ri, through this β-segment, is the marked region. In this case, the tail for

this cut is stationary.

2. Adjacent to Ri, through this β-segment, is a rectangle r. To continue the bodies of

cuts from Ri through r it is necessary to consider the three different cases shown in

Figure 5.11(a)–(c). In case (a) the rectangle r is currently empty, so we continue the

cut from Ri directly across r to the other boundary β-segment of r, through which is

the marked region. At this point, the cut is complete, since it begins adjacent to the

marked region. Furthermore, the tail of the cut connects β-curve to β-curve and has an

α-curve on each side, hence it splits the rectangle into two connected components which

each satisfy property D1 as desired. In both cases (b) and (c) the rectangle r contains

parts of cuts from stage j. In each of these cases the cut from Ri begins adjacent to a

connected component in Σ−α−β− γ ′ with a single α-like boundary segment and two

β-like boundary segments. By inspection we will not change this property as we add

more cuts to our collection. So, the tail of such a cut is stationary and we have that

the current cut(s) (from Ri) will be the only such cut(s) starting in the boundary of this
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Figure 5.12: Tails of cuts which must come from a non-rectangle with lower height.

quasi-bigon. In these cases, because we did not introduce any new portions of cuts we

have maintained property D1 in all relevant connected components.

3. Adjacent to Ri, through this β-segment, is a non-rectangular region Rj with j < i. To

continue the bodies of cuts from Ri through Rj it is necessary to consider the three

different cases shown in Figure 5.12(a)–(c). In case (a) we continue the cut from Ri

directly across Rj to the β-segment β
Rj
∗ . Since Rj is adjacent, through β

Rj
∗ , to the marked

region we have finished the tail. Furthermore, the tail of the cut connects β-curve to β-

curve and has an α-curve on each side, hence it splits the previously connected component

into two new connected components which each satisfy property D1 as desired. In cases

(b) and (c) the cut from Ri is adjacent to a connected component in r of Σ−α−β−γ ′

with a single α-like boundary segment and two β-like boundary segments. By inspection

we will not change this property as we add more cuts to our collection. So, the tail of

such a cut is stationary and we have that the current cut (from Ri) will be the only

such cut starting in the boundary of this quasi-bigon. In these cases, because we did

not introduce any new portions of cuts we have maintained property D1 in all relevant

connected components.

4. Adjacent to Ri, through this β-segment, is a non-rectangular region Rj with j > i.
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Figure 5.13: Tails of cuts which must come from a non-rectangle with higher height.

Because Rj is currently empty, we simply continue the cut from Ri across Rj to the

β-segment β
Rj
∗ as in Figure 5.13. Since Rj is adjacent, through β

Rj
∗ , to the marked

region we have finished the tail. Because we have introduced a cut tail parallel to an end

α-curve, one can check by inspection that the bodies of cuts introduced in stage j will

still divide Rj into connected components satisfying property D1.

It only remains to put an ordering on the set of all the cuts created above. We begin

with the partial order given by the stage of each cut. Within a given stage we chose any

order among the cuts from this stage. Combining these naturally gives an order on the set

of all cuts.

Proposition 5.1.11. The collection γ of cuts described above gives a α-strong decoration

of S′P .

Proof. This proposition follows by construction and careful consideration of the various

figures.

The necessary decomposition of T − α − β − γ into connected components R with

α(R) ≤ 2 and β(R) ≤ 2 (property D1 of Definition 4.1.8) is already confirmed at each stage

of the definition of γ.

The restrictions on where cuts may begin and end (properties D2 and D3 of Defini-
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tion 4.1.8) were forced to be true during the construction of heads and tails. For each

head and tail we explicitly noted how it would satisfy these properties when we defined it.

Specifically, every head was shown to terminate adjacent to the marked region. Hence, we

have created a α-strong decoration as desired.

Finally, all intersection points occur in the required manner (properties D4 and D5 of

Definition 4.1.8). All interesections among cuts occur between cuts with different stages and

by inspection the relative position in our total order is as desired. Furthermore, whenever

an intersection between two cuts is introduced it satisfies property D4 by construction.

Since every cut γ in our construction has γ(1) adjacent to the marked region property D5

is vacuously satisfied.

Proposition 5.1.12. The collection of cuts γ gives a α-strong decoration of the Heegaard

diagram HP .

Proof. Because of Proposition 5.1.11 we need only consider what happens when we add the

edge-cut α-curve back to the picture. For brevity, let α0 denote the edge-cut α-curve.

After small perturbations of a few cuts from γ, we may assume that α0 interacts with

the cuts from γ in one of the following two ways.

1. If part of α0 in contained in a rectangle from S′P . By making small isotopies of the

cuts nearby, it is clear we can preserve all the defining properties of a decoration. In

Figure 5.14 we show one possible decoration near α0 for a “complicated” decoration. It

is easy to check that all connected components nearby satisfy property D1 as desired.

Similar pictures for any decoration may be drawn and checked explicitly.

2. If no part of α0 is contained in a rectangle from S′P . Specifically, α0 passes through two

non-rectangles near an end boundary α-segment for each. By making small isotopies of
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Figure 5.15: An example of reintroducing the edge-cut α-curve, α0, away from a rectangle.

the cuts nearby we can preserve all the defining properties of a decoration. In Figure 5.15

we show one possible decoration near α0 for a “complicated” decoration. It is easy to

check that all connected components nearby satisfy property D1 as desired. Similar

pictures for any decoration may be drawn and checked explicitly.

This now completes the proof of Lemma 4.1.14 because the decoration of HP which we

obtained is algorithmically created as desired. Furthermore, HP is α-strongly decorated

(see Definition 4.1.12) as noted in the proof of Proposition 5.1.11.
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Figure 5.16: The intersection points near a vertex-cut α-curve of type ` (a) or r (b).

5.2 Proof of Lemma 4.1.15

Recall that HP = (Σ,α,β,w) is the pointed Heegaard diagram for Y compatible with

the branched spine P and represented by the strip diagram SP .

Consider a generator x in HP and let φ ∈ π0
2(x,x) be a periodic domain (see Defini-

tion 3.1.3). Assume that φ =
∑
ciri where the sum runs over all regions ri in HP . To

show that HP is admissible, our goal is to see that if φ does not have at least one positive

coefficient and at least one negative coefficient, then φ is trivial (i.e. all coefficients in φ

are zero). Here we assume φ has only non-negative coefficients and prove φ must be trivial.

The same logic will apply to the case where φ has all non-positive coefficients. Notice that

the coefficient of the basepointed region in φ is assumed to be zero.

By definition φ ∈ π0
2(x,x) means that ∂(∂(φ)|α) = x − x = 0. We now consider the

contributions to ∂(∂(φ)|α) from each α-curve in HP .

Because HP is represented by the strip diagram SP we know the α-curves in α are of

two types. They are either vertex-cut α-curves or the edge-cut α-curve. We consider the

two cases seperately.

Each vertex-cut α-curve contains exactly four intersection points. For vertices of time `
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Figure 5.17: The intersection points near the edge-cut α-curve.

and r we label these four intersection points a, b, c and d, according to the scheme shown in

Figure 5.16(a) and Figure 5.16(b) respectively. Note, in each case we have only portrayed

the copy of α which appears in the white row of the strip diagram.

The marked region in HP appears near the intersection point a twice and diagonally

opposite from itself. Consequently, the coefficients in φ corresponding to the other two

regions near a must be negatives to each other, otherwise a would appear in ∂(∂(φ)|α).

Since we assume φ has all non-negative coefficients it follows that these two regions must

have coefficient zero in φ. Near intersection points b and d we then have the basepointed

region and a region with coefficient zero appearing adjacent to each other across the vertex-

cut α-curve. Consequently, the coefficients in φ corresponding to the other two regions near

b (and d respectively) must be equal. These two considerations together imply that if two

regions are adjacent across a vertex-cut α-curve, then their coefficients in φ must be equal.

The edge-cut α-curve contains exactly three intersection points. We label these three

intersection points a, b and c according to the scheme shown in Figure 5.17.

The marked region in HP appears near the intersection point a twice and adjacent to

itself across the edge-cut α-curve. Consequently, the coefficients in φ corresponding to the
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other two regions near a must be equal. Similar considerations near c show that the two

unmarked regions near c must have the same coefficients in φ. From this it follows that if

two regions are adjacent across the edge-cut α-curve, then their coefficients in φ must be

equal.

All together, we then know that if two regions are adjacent across any α-curve, then

their coefficients in φ are equal. However, since the strip diagram is β-connected all regions

can be connected via paths which only cross α-curves. So, because the marked region has

coefficient zero in φ all regions have coefficient zero in φ. Therefore, φ is trivial as desired.

This completes the proof of Lemma 4.1.15.

5.3 Proof of Lemma 4.1.16

Recall that H = (Σ,α,β,γ,w) is a decorated pointed Heegaard diagram for a closed

oriented 3-manifold Y .

Our goal is to show that H can be modified using only isotopies of β-curves into a nice

Heegaard diagram H′ = (Σ,α,β′,w). In Remark 4.1.11 we noted that a nice Heegaard

diagram was trivially decorated by γ ′ = ∅. We also noted the converse, specifically that a

trivially decorated diagram must be in fact be nice.

We will show that we connect the two decorated Heegaard diagrams H and H′ via

a sequence of isotopies such that at every intermediate stage we still have a α-strongly

decorated Heegaard diagram.

Definition 5.3.1. Let H = (Σ,α,β,γ,w) be a α-strongly decorated Heegaard diagram,

and let γ be the first cut in the ordered set γ. By definition the body of γ is a path in Σ

which connects a β-curve βγ to an α-curve αγ (see Definition 4.1.1). A finger move along

γ is the isotopy of βγ performed in a small neighborhood of γB that is obtained by the
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Figure 5.18: The Heegaard diagrams before and after performing a finger move along the

cut γ. Outside of this local picture the diagrams are identical.

procedure depicted in Figure 5.18. The Heegaard diagram obtained after the isotopy will

be denoted by H′. We say H′ is obtained from H by a finger move. The specific cut γ along

which this finger move is performed is understood to always be the first cut in γ even if it

is not mentioned explicitly. Another notation we will use for this finger move is (βγ , αγ)

where the emphasis is on the curves involved rather than the cut.

We now show how to obtain a α-strong decoration γ ′ on H′ from the α-strong decoration

γ on H. In the following, we always use γ to denote the first cut in γ.

Consider a cut γ′ ∈ γ with γ′ 6= γ and such that γ′ does not intersect γ. By choosing a

small enough neighborhood of γB, we can force the image of γ′ in Σ to be disjoint from the

neighborhood depicted in Figure 5.18. Consequently, γ′ will define a cut in H′ in exactly

the same manner it defined a cut in H. So, we include every such cut γ′ in the set γ ′ in the

same order in which they appear in γ. Some of these cuts may be modified in the following

steps, but in each case the change will be explicitly noted. Specifically, we might extend

either the head or tail of the cut γ′ ∈ γ ′.

We will consider cuts γ′ which intersect γ in a moment. First, we turn our attention

to γ itself and determine the corresponding contributions to γ ′. There are three regions in
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Figure 5.19: Modifying cuts in R′ ⊂ H′ if R ⊂ H is a quasi-bigon.

H which are not also regions in H′. These are the three regions which lie near γB. First,

the region in H containing γB is denoted by M . Second, the region in H adjacent to M

across βγ is denoted by L. Third, the region in H adjacent to M across βα is denoted by

R. Similarly, there are five regions in H′ which are not also regions in H. First, the bigon

created by isotoping βγ across αγ is denoted by B. Second, the region adjacent to B across

βγ is denoted by R′. Third, the region adjacent to B across αγ is denoted by L′. Fourth,

the two other regions that share intersection points with B are denoted by M1 and M2. See

Figure 5.18.

As the names suggest, the region R in H and the region R′ in H′ are closely related. We

examine the possibilities for R one at a time and for each we tell how to make any necessary

new cuts in R′. At each stage we will also explain why the new connected components of

R(ΣC) will still satisfy property D1 of Definition 4.1.8. Additionally, we will note how any

cuts which have been modified will still satisfy properties D2 and D3 of Definition 4.1.8.

No new intersections between cuts will be introduced, so it is immediate that properties D4

and D5 of Definition 4.1.8 must still be satisfied. Finally, we also remark on the how all

cuts which terminate at αB must satisfy one of S1, S2 or S3 of Definition 4.1.12 and hece

why our new decoration is α-strong.
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1. If R is a marked region in H, then R′ is a marked region in H′ and we do not draw any

cut here. Any cut which ends at αB then must satisfy S3 by inspection.

2. If R is a quasi-bigon in H and R has only one boundary β-segment, then R′ is a rectan-

gular region in H′ and we do not draw any cut here. Specifically, it is immediate that

R′ has α(R′) = α(R) = 2 and β(R′) = β(R) + 1 = 2. So, considered as a connected

component of R(ΣC), R′ still satisfies property D1. Any cut which ends at αB then must

satisfy S3 by induction, following the obvious path tranversing only rectangles.

3. IfR is a quasi-bigon inH andR has two boundary β-segments, then there must be a cut γ′

for which γ′(0) ∈ ∂R is the common intersection point of these two boundary β-segments.

Notice that γ′ ∈ γ ′ already by assumption. We also have that R′ is a rectangular region

in H′ with γ′(0) ∈ ∂R′. We extend γ′ across R′ by drawing a path connecting the

point on βγ that previously corresponded to γB(0) to γ′(0) (see Figure 5.19). In this

case we have extended the tail of γ′ by one step. Furthermore, R′ is split into two

connected components R′1 and R′2 of R(ΣC). By inspection, α(R′1) = α(R′2) = 2 and

β(R′1) = β(R′2) = 2. Hence, these connected components both satisfy property D1 as

desired. Finally, only the tail of γ′ has been modified, so property D3 is trivially still

true and property D2 is true by construction, since γ′ begins adjacent to B, which we

will see below is a quasi-bigon. Any cut which ends at αB then satisfies S3 by induction,

since γ′ must behave in the same manner as it did previously.

4. If R is neither the marked region nor a quasi-bigon, then γH 6= ∅ and γH(0) ∈ αγ . Let

t > 0 be the smallest value such that γH(t) ∈ ∂R. In R′ we create a cut γ1 by connecting

the point in βγ which previously corresponded to γB(1) = γH(0) to the point γH(t)

and then continuing from there forwards identically to γ. In this way we have created
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Figure 5.20: Modifying cuts in L′ ⊂ H′ if L ∈ H is a quasi-bigon.

a new cut in H′ using γH in H. We call this new cut γ1. Since γH split regions in H

into connected components of R(ΣC) which satisfy property D1 and γ1 follows the exact

same path, but now has one fewer head piece, it follows that γ1 similarly splits regions

in H′ into connected components of R(ΣC) which satisfy property D1. Finally, the head

of γ1 corresponds to the head of γ, so property D3 is trivially still true and property

D2 is true by construction, since γ1 begins adjacent to B, which we will see below is

a quasi-bigon. Any cut which ends at αB then satisfies S3 by induction, since γ1 must

behave in the same manner as γ did previously.

Again, as the names suggest, the region L in H and the region L′ in H′ are closely

related. We examine the possibilities for L one at a time and for each we tell how to make

any necessary new cuts in L′. At each stage we will also explain why the new connected

components of R(ΣC) will still satisfy property D1 of Definition 4.1.8. Additionally, we

will note how any cuts which have been modified will still satisfy properties D2 and D3 of

Definition 4.1.8. No new intersections between cuts will be introduced, so it is immediate

that properties D4 and D5 of Definition 4.1.8 must still be satisfied. Finally, we also remark

on the how all cuts which terminate at αB must satisfy one of S1, S2 or S3 of Definition 4.1.12

and hece why our new decoration is α-strong.

1. If L is the marked region in H, then L′ is the marked region in H′ and we do not draw
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any cut here. Since no cuts may terminate at αB S1, S2, and S3 are irrelevant here.

2. If L is a quasi-bigon inH and L has only one boundary α-segment, then L′ is a rectangular

region in H′ and we do not draw any cut here. Specifically, it is immediate that R′ has

α(R′) = α(R) + 1 = 2 and β(R′) = β(R) = 2. So, considered as a connected component

of R(ΣC), L′ still satisfies property D1. Since no cuts terminate at αB properties S1,

S2, and S3 are irrelevant here.

3. If L is a quasi-bigon inH and L has two boundary α-segments, then there must be a cut γ′

for which γ′(1) ∈ ∂R is the common intersection point of these two boundary α-segments.

Notice that γ′ ∈ γ ′ already by assumption. We also have that L′ is a rectangular region

in H′ with γ′(1) ∈ ∂L′. We extend γ′ across L′ by drawing a path connecting γ′(1)

to the point on αγ that previously corresponded to γB(1) (see Figure 5.20). In this

case we have extended the head of γ′ by one step. Furthermore, L′ is split into two

connected components L′1 and L′2 of R(ΣC). By inspection, α(L′1) = α(L′2) = 2 and

β(L′1) = β(L′2) = 2. Hence, these connected components both satisfy property D1 as

desired. Finally, only the head of γ′ has been modified, so property D2 is trivially still

true and property D3 is true by construction, since γ′ ends adjacent to B, which we

will see below is a quasi-bigon. By induction γ′ must satisfy S1, S2 or S3 because γ did

previously.

4. If L is neither the marked region nor a quasi-bigon, then γT 6= ∅ and γT (1) ∈ βγ . Let

t < 1 be the largest value such that γT (t) ∈ ∂L. In L′ we create a cut γ2 by connecting

γT (t) to the point in βγ which previously corresponded to γB(0) = γT (1) and then

continuing from there backwards identically to γ. In this way we have created a new cut

in H′ using mainly γT in H. We call this new cut γ2. Since γT split regions in H into
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connected components ofR(ΣC) which satisfy property D1 and γ2 follows the exact same

path, but now has one fewer tail piece, it follows that γ2 similarly splits regions in H′

into connected components of R(ΣC) which satisfy property D1. Finally, the tail of γ2

corresponds to the tail of γ, so property D2 is trivially still true and property D3 is true

by construction, since γ2 ends adjacent to B, which we will see below is a quasi-bigon.

By induction γ2 must satisfy S1, S2 or S3 because γ did previously.

In each of R′ and L′ we may have created a new cut in H′ from the cut γ in H. We

called these γ1 and γ2 respectively to denote their relative position in the event that both

are created by the same finger move along γ. These will then be the first two cuts in the

γ ′. In any case, it is clear that considered as a connected component of R(ΣC) we have

that B is a quasi-bigon. The existence of either γ′ or γ1 in R′ would imply B has exactly

two boundary β-segments which are separated by an intersection point with either γ′ or γ1.

Similarly, the existence of either γ′ or γ2 in L′ would imply B has exactly two boundary

α-segments which are separated by an intersection point with either γ′ or γ2.

In the remaining two regions M1 and M2 no new cuts are drawn near the neighborhood

shown in Figure 5.18. It follows immediately that any connected components coming from

these regions must still satisfy property D1 of Definition 4.1.8.

We now consider what sort of intersection between cuts can occur in γ. Since γ is

assumed to be the first cut in γ it follows that γH cannot intersect any other cut γ ′. Now,

assume there is a cut γ′ which intersects γ. We consider the case when γ′ intersects γT and

the case when γ′ intersects γB seperately. In either case, nothing can occur to contradict

the fact that our decoration remains α-strong.

If γ′ intersects γT then we may assume the intersection point happens sufficiently far

from the neighborhood Nγ so that γ′ is immediately also a cut in H′. Considering γ′ in
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Figure 5.21: Resulting cuts after performing a finger move along γ when γ′ intersects γT .

H′ we see that γ′ will then necessarily intersect the cut γ2 constructed above. Since γ2 has

γ2(1) in the boundary of a quasi-bigon and γH2 is stationary, this intersection may happen

anywhere along γ2.

If γ′ intersects γT2 then γ′ must have previously intersect γT somewhere outside of L. In

this case, all connected components of R(ΣC) already satisfied D1 before the finger move,

and hence still satisfy D1 after the finger move. If γ′ intersects γB2 then γ′ previously

intersect γ in L. The resulting picture after performing the finger move along γ is shown in

Figure 5.21. Here the region L′ has four local connected components. The two on the left

both satisfy property D1 since the corresponding connected components before the finger

move did. The two on the right both see αγ now. However, they also see γB2 where they

previously saw γT . From this it follows that the number of α-like boundary components

remains constant (the number of β-like boundary components is clearly unchanged), and

hence these connected components must still satisfy property D1.

If γ′ intersects γB then we know that we locally do not see the tail of γ′ and that γ(1)

is in the boundary of a quasi-bigon. The fact that we do not see the tail of γ′ means that

we can (locally) introduce intersections between γ′ and α-curves without causing γ′ to stop

being a cut.

If the region R is a quasi-bigon, the resulting picture after performing the finger move
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Figure 5.22: Resulting cuts after performing a finger move along γ when γ′ intersects γB

and R is a quasi-bigon.1

�

↵ ↵�

� 0

R

 !

R 0
↵

�

�

� 0

↵

Figure 5.23: Resulting cuts after performing a finger move along γ when γ′ intersects γB

and R is not a quasi-bigon.

along γ is shown in Figure 5.22. It is straight forward to check that in this case every

connected component of R(ΣC) satisfies the requirements of a decoration. Specifically, the

region R′ is clearly divided by γ′ into connected components which have two α-curves in

their boundaries, one β-curve and the head of γ′. This is the correct number of both α-like

and β-like boundary components to satisfy property D1.

If the region R is not a quasi-bigon, it follows that γH 6= ∅ and the resulting picture

after performing the finger move along γ is shown in Figure 5.23. Here the region R′ has

four local connected components. The two on the right both satisfy property D1 since the

corresponding connected components before the finger move already did. We now see the
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Figure 5.24: Heegaard diagrams before and after performing a hand move along the cut γ.

Outside of this local picture the diagrams are identical.

head of γ′ but see the γB instead of γH , so the α-like and β-like counts remain unchanged.

The two on the left both see βγ now. However, they also see γB where they previously

saw γH . In addition the see the head of γ′. From this it follows that they have one α-

like boundary component and two β-like boundary components, and hence these connected

components must satisfy property D1.

At this point we have explicitly created a α-strong decoration on H′ which comes from

the α-strong decoration on H. It remains to be seen that only a finite number of finger

moves is required to arrive at a nice diagram.

Definition 5.3.2. Let H = (Σ,α,β,γ,w) be a decorated Heegaard diagram, and let γ be

the first cut in the ordered set γ. Assume γT intersects β-curves kT times and γH intersects

α-curves kH times. Let (β1, . . . , βkT ) list the β-curves (not necessarily distinct) γT intersects

in the obvious order inherited from the orientation on γ. Similarly, let (α1, . . . , αkH ) list

the α-curves (not necessarily distinct) γH intersects in the obvious order inherited from

the orientation on γ. We define the hand move along γ to be the collection of isotopies of

β-curves in H performed in a neighborhood of γ this is depicted in Figure 5.24.

It is immediately obvious that a hand move along γ is made up of a sequence of

KT × KH finger moves. Specifically, (βKT
, α1),(βKT

, α2), . . . , (βKT
, αKH

), (βKT−1, α1),
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. . . , (βKT−1, αKH
), . . . , (β1, α1), . . . , (β1, αKH

). Since each of these finger moves deter-

mines a α-strongly decorated Heegaard diagram, the sequence must as well. That is, after

the hand move we have a Heegaard diagram H′′ with a α-strong decoration γ ′′. After a

hand move it is actually true that every cut in γ ′′ must specifically satisfy property S1 of

Definition 4.1.12 since it satisfied this property as a cut in γ and we do not change where

cuts may end during a hand move. By inspection one sees that every cut γ′ 6= γ ∈ γ leads

to a cut γ′ ∈ γ ′′. Futhermore, every cut in γ ′′ must arise in this way. Subsequently, we

have that |γ ′′| = |γ|− 1. And subsequently, after a sequence of |γ| hand moves, one per cut

in the original decoration γ, we eventually have a Heegaard diagram HN with decoration

γN = ∅. That is, HN must be a nice diagram.

This completes the proof of Lemma 4.1.16.

5.4 Proof of Theorem 4.2.32

Let Y be a closed oriented 3-manifold with a α-strongly decorated, α-narrow, admissible,

pointed Heegaard diagram H0. Our goal is to show that ĈF
′
(H0) is a chain complex and

further that it is homotopically equivalent to ĈF (H). The same logic will apply if one

replaces “α” above with “β”.

By Lemma 4.1.16 we obtain from H0 a nice Heegaard diagram HFM via only finger

moves. In their proof of Theorem 3.2.8 Sarkar and Wang [SW] noted that modifying an

admissible Heegaard diagram via finger moves always produces an admissible Heegaard

diagram. Hence, we have that HFM is an admissible nice Heegaard diagram. So, the count

function c(φ) defines the Heegaard Floer chain complex ĈF (HFM ) (cf. Theorem 3.2.7).

Finally, as noted in Remark 4.2.37 the definitions of ĈF (HFM ) and ĈF
′
(HFM ) coincide

because HFM is a nice diagram. Specifically, we can infer that ĈF
′
(HFM ) is indeed a chain
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complex and further that its homology groups are the Heegaard Floer homology groups

ĤF (Y ) as desired. This provides the base case for the inductive argument we will employ.

Recall that we use H′ to denote the decorated Heegaard diagram obtained from H via a

finger move. By induction (for which the base case was already mentioned above) we assume

ĈF
′
(H′) is a chain complex for H′. We formally define the object ĈF

′
(H) with generators

and maps (a priori not necessarily differentials) as described in Theorem 4.2.32. We then

algebraically show that there is a chain complex ĈF
′
(H′)R which is defined on the same set

of generators as ĈF
′
(H) and which is homotopically equivalent to ĈF

′
(H′). Furthermore,

to each differential map in ĈF
′
(H′)R we associate a collection of labeled chorded polygons in

H′ and these collections are in one-to-one correspondence with the labeled chorded polygons

we count in ĈF
′
(H).

Thus, by induction we have that ĈF
′
(H0) is indeed a chain complex and further it

is homotopically equivalent to ĈF
′
(HFM ). From this it will follow immediately that the

homology groups of ĈF
′
(H0) are the same as the Heegaard Floer homology groups ĤF (Y )

as desired.

The main algebraic tool used in this proof is Gaussian elimination. We follow the

formulation by Bar-Natan [B-N] stated below. Recall that we work only over Z2, so signs

may always be written as positive.

Theorem 5.4.1 (Bar-Natan, [B-N]). (Gaussian elimination) If φ : S → T is an isomor-

phism, then the four term complex segment

· · ·
[
C
]

α
β


−−−−−−−−−→

[
S
D

] φ δ
γ ε


−−−−−−−−−→

[
T
E

] (
µ ν

)
−−−−−−−−−→

[
F
]
· · ·
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is isomorphic to the complex segment

· · ·
[
C
]

0
β


−−−−−−−−−→

[
S
D

] φ 0
0 ε+ γφ−1δ


−−−−−−−−−−−−−−−→

[
T
E

] (
0 ν

)
−−−−−−−−−→

[
F
]
· · ·

Both these complexes are homotopy equivalent to the (simpler) complex segment

· · ·
[
C
] (β)−−−−−−−−−→

[
D
] (ε+γφ−1δ)−−−−−−−−−→

[
E
] (ν)−−−−−−−−−→

[
F
]
· · ·

Here, C, D, E and F are arbitrary columns of objects and all Greek letters (other than

φ) represent arbitrary matrices of morphisms (having the appropriate dimensions, domains

and ranges); all matrices appearing in these complexes are block-matrices with blocks as

specified. S and T are billed here as individual objects, but they can equally well be taken to

be columns of objects provided (the morphism matrix) φ remains invertible.

One particular application of Theorem 5.4.1 we will make particular use of is the fol-

lowing.

Proposition 5.4.2. If φ1 : S1 → T1 and φ2 : S2 → T2 are isomorphisms, T1 and S2 lie in

the same homological grading and T1 ∩ S2 = ∅, then the five term complex segment

· · ·
[
C
]

α
β


−−−−−→

[
S1

D

]

φ1 δ1

η1 ζ1

γ1 ε1


−−−−−−−−−−−→

T1

S2

E


η2 φ2 δ2

ζ2 γ2 ε2


−−−−−−−−−−−→

[
T2

F

] (
µ ν

)
−−−−−→

[
G
]
· · ·

is isomorphic to the reduced complex segment

· · ·
[
C
] (β)−−−−−→

[
D
] (ε1+γ1φ

−1
1 δ1)−−−−−−−−−−−→

[
E
] (ε2+γ2φ

−1
2 δ2)−−−−−−−−−−−→

[
F
] (ν)−−−−−→

[
G
]
· · ·

Here, C, D, E, F and G are arbitrary columns of objects and all Greek letters (other than

φ1 and φ2) represent arbitrary matrices of morphisms (having the appropriate dimensions,

domains and ranges); all matrices appearing in these complexes are block-matrices with

blocks as specified.
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Proof. We need to check that applying Theorem 5.4.1 at φ1 and φ2 in both possible orders

result in the (same) desired reduced complex.

If we first apply Gaussian elimination at φ1, the complex segment

· · ·
[
C
]
α
β


−−−→

[
S1

D

]

φ1 δ1

η1 ζ1

γ1 ε1


−−−−−−−−−−−→

T1

S2

E


η2 φ2 δ2

ζ2 γ2 ε2


−−−−−−−−−−−→

[
T2

F

] (
µ ν

)
−−−−−→

[
G
]
· · ·

is isomorphic to the complex segment

· · ·
[
C
]
0
β


−−−→

[
S1

D

]

φ1 0

0 ζ1 + η1φ
−1
1 δ1

0 ε1 + γ1φ
−1
1 δ1


−−−−−−−−−−−−−−→

T1

S2

E


0 φ2 δ2

0 γ2 ε2


−−−−−−−−−−−→

[
T2

F

] (
µ ν

)
−−−−−→

[
G
]
· · ·

which, in turn, reduces to the complex segment

· · ·
[
C
] (

β
)

−−−→
[
D
]

ζ1 + η1φ
−1
1 δ1

ε1 + γ1φ
−1
1 δ1


−−−−−−−−−−−−−−→

[
S2

E

] φ2 δ2

γ2 ε2


−−−−−−−−−−−→

[
T2

F

] (
µ ν

)
−−−−−→

[
G
]
· · ·

Since T1 ∩ S2 = ∅ we know that φ2 is still an isomorphism in the resulting complex. If

we now apply Gaussian elimination at φ2, we get the isomorphic complex segment

· · ·
[
C
] (

β
)

−−−→
[
D
]
 0

ε1 + γ1φ
−1
1 δ1


−−−−−−−−−−−→

[
S2

E

]φ2 0

0 ε2 + γ2φ
−1
2 δ2


−−−−−−−−−−−−−−→

[
T2

F

] (
0 ν

)
−−−−−→

[
G
]
· · ·

which reduces to the complex segment

· · ·
[
C
] (

β
)

−−−−−→
[
D
] (ε1 + γ1φ

−1
1 δ1

)
−−−−−−−−−−−→

[
E
] (ε2 + γ2φ

−1
2 δ2

)
−−−−−−−−−−−→

[
F
] (

ν
)

−−−−−→
[
G
]
· · ·

as desired.

Performing Gaussian elimination first at φ2 and then at φ1 is completely analogous and

will obviously result in the same reduced complex. We leave writing out the details as an

exercise for the reader.
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Remark 5.4.3. The main implication of Proposition 5.4.2 we will use is that the maps

η1 : S1 → S2, ζ1 : D → S2, η2 : T1 → T2 and ζ2 : T1 → F are all irrelevant when

determining the reduced complex. Most notably, this means any maps into S2 or out of T1

do not contribute to the reduced complex.

Assume that the Heegaard diagram H′ is obtained from H by a finger move which

creates a bigon B. The bigon B (in H′) has one α-curve and one β-curve in its boundary.

Denote these by αB and βB respectively. B also has two intersection points in its boundary.

Let xB denote the intersection point at the beginning of αB (alternatively, at the end of

βB) under the usual orientation of ∂B. Similarly, let yB denote the intersection point at

the end of αB (alternatively, at the beginning of βB) under the usual orientation of ∂B.

Finally, there is obviously a convexly locally embedded chorded polygon which maps to B,

we will abuse notation and refer to this (trivially) labeled chorded polygon by B as well.

By induction, we assume ĈF
′
(H′) is a chain complex. We let SB and TB denote the

set of all generators (in ĈF
′
(H′)) containing xB and yB respectively. This gives a natural

decomposition of the set of generators X ′ for H′ as X ′ = X t SB t TB where X consists

of all generators with neither xB nor yB. Note that X is obviously equivalent to the set of

generators for the chain complex ĈF
′
(H), hence our notation.

In each homological grading i of ĈF
′
(H′) we let SiB denote the set of all generators

containing xB. Similarly we let T iB denote the set of all generators containing yB. By the

definition of generators it is immediate that SiB ∩ T iB = ∅ for all homological gradings i.

Proposition 5.4.4. For a pair of homological gradings i, i−1 in ĈF
′
(H′), the differential

map ∂i : ĈF
′
i(H′)→ ĈF

′
i−1(H′) (considered as a matrix) contains a subblock which is given

by a map φi : SiB → T i−1
B . Furthermore, φi is an isomorphism for all i.

Proof. To begin, let φi = ∂i|Si
B

. We will show that φi indeed maps SiB into T i−1
B and also
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that det(φi) = 1.

Let SiB contain multiple generators x1, . . . ,xn each of which contains the intersection

point xB. We may obtain a generator yj from each xj (for all 1 ≤ j ≤ n) by replacing the

intersection point xB with yB in the formal sum. Furthermore, the bigon B (considered

as a labeled chorded polygon) clearly connects xj and yj for all j. It then follows that

yj ∈ T i−1
B for all j. Finally, by similar considerations, each generator in T i−1

B must indeed

arise in this manner. It follows that φi is a square matrix.

Recall the definition of the determinant of a square n × n matrix in terms of the sym-

metric group Sn. Note that we work over Z2 and so sgn(σ) = 1 for all σ ∈ Sn.

det(φi) =
∑
σ∈Sn

n∏
j=1

(φi)j,σ(j)

Note that each element of the matrix φi, considered as an element of Z2 and denoted

here by (φi)j,k, is exactly given by the count function c′(xj ,yk). Specifically, if (φi)j,k 6= 0

then there must exist a labeled chorded polygon Qj,k which connects xj and yk. With this

understanding, we see that det(φi) = 1 follows from the following two facts.

Fact 1. The only labeled chorded polygon which connects xj and yj is the bigon B. From

this it follows that (φi)j,j = 1 for all j and subsequently that
∏
j(φi)j,σ(j) = 1 if σ = Id ∈ Sn.

Proof. Let Q be any labeled chorded polygon which connects xj to yj . Since xj and yj

only differ at the intersection points xB and yB it follows that for every α 6= αB ∈ α we

have that the α-restricted image (see Definition 4.3.4) of Q is empty. Furthermore, the

αB-restricted image of Q must be exactly αB ∩B. Indeed, the only other possibility would

be for the αB-restricted image of Q to go the other way around αB. But, we assume that

our Heegaard diagram is α-narrow, so this part of αB must see the marked region on both

sides and hence cannot be the αB-restricted image of any labeled chorded polygon.
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Clearly Q = B is one possible polygon which satisfies this restriction. We now show it

is the only such polygon. Since the αB-restricted image of Q sees αB ∩B oriented from xB

to yB it follows that the image ψ(Q) must contain B. If Q 6= B then ψ(Q) must also pass

through βB. However, at this point one of three things may happen.

First, on the other side of βB from B is the marked region. In this case ψ(Q) cannot

pass through βB and we have Q = P is the only possibility.

Second, on the other side of βB from B there is a rectangular region R. Note that Q is

not allowed to turn non-convexly at either xB or yB and hence must see the two α-labeled

edges of R in it’s boundary. Furthermore, these two edges of R must be labeled by αB,

hence ψ(Q) must see these from both sides or they will not cancel in the αB-restricted

image of Q. From this it follows that ψ(Q) must pass through the other β-curve adjacent

to R. Because we assume our Heegaard diagram is α-strongly decorated, on the other side

of this β-curve is either another rectangular region R′ or the marked region. In either case,

by induction we get that Q = B is the only possibility.

Third, on the other side of βB from B is a non-rectangular region S. In the decoration of

H′ there must be a cut γ which begins at βB, passes through S, and has no tail. Specifically,

this means ψ(Q) covers the body of γ. So, ψ(Q) must see the α-curve, say αγ , where the

body of γ terminates. Whether αγ = αB or not, we know ψ(Q) must see this connected

component of S ∩αγ from both sides or else it won’t cancel in the αγ-restricted image of Q.

This same logic implies that ψ(Q) must see the entire head of γ and indeed pass into the

region R on the other side of the α-curve where γ terminates. If R is the marked region we

have again that Q = B is the only possibility. If R is not the marked region, it must be a

quasi-bigon. But, ψ(Q) cannot stop here, since this would imply ψ(Q) remains on a single

side of αB for too long. Namely, adjacent to S there must have be two copies of αB which

100



ψ(Q) cannot yet have returned to see the other side of. Now, by iduction and the previous

cases it follows that Q = B is the only possibility.

It is then clear the c′(xj ,yj) counts B and only B. So, the rest of the fact follows

immediately.

Fact 2.
∏
j(φi)j,σ(j) = 0 for all σ 6= Id ∈ Sn.

Proof. If we assume, for the sake of a contradiction, that (φi)j,σ(j) 6= 0 for all j ∈ [1, n].

Then we must have a labeled chorded polygon Qj,σ(j) which connects xj and yσ(j) for every

j ∈ [1, n].

By Fact 1, we know that B gives the desired labeled chorded polygon for every j such

that σ(j) = j. With this in mind, we turn our study to the j which σ does move. That

is, we let Mσ consist of all j for which σ(j) 6= j. We assume σ 6= Id so we know Mσ 6= ∅.

Furthermore, by the definition of σ ∈ Sn so we know that j ∈ Mσ implies σ(j) ∈ Mσ.

Hence, Mσ consists of a collection of orbits under σ.

Note that Target(Qj,σ(j)) = yσ(j) and Source(Qσ(j),σ(σ(j))) = xσ(j) differ only at the

intersection points xB and yB. Because Mσ consists of orbits we see that every time a

generator appears as a target to one of the Qj,σ(j) it must appear as the source to another.

It then follows that for every α 6= αB ∈ α the oriented sum of the α-restricted images of

Qj,σ(j) over all j ∈ Mσ must cancel. Furthermore, the oriented sum of the αB-restricted

images of the Qj,σ(j) over all j ∈Mσ must be |Mσ| copies of αB ∩B and nothing else. Just

like in Fact 1, this follows from the fact that our Heegaard diagram is α-narrow.

For each j ∈Mσ it is immediate thatQj,σ(j) 6= B since Source(Qj,σ(j)) and Target(Qj,σ(j))

differ at more than just xB and yB. It follows that the combined image of all the Qj,σ(j)

cannot be |Mσ| copies of B. Hence, by the same logic as in the proof of Fact 1 we get a
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contradiction. Specifically, we keep having to push past α- and β-curves in a manner which

eventually runs into the marked region since we assume our Heegaard diagram is α-strongly

decorated.

So, there must be some j ∈ [1, n] (more specifically some j ∈Mσ) for which (φi)j,σ(j) = 0.

This completes the proof of the fact.

We now have that

det(φi) =
∑
σ∈Sn

n∏
j=1

(φi)j,σ(j) =

n∏
j=1

(φi)j,j = 1

as desired.

From Proposition 5.4.4 it follows that we may apply Gaussian elimination (see The-

orem 5.4.1) at every φi to obtain a reduced complex ĈF
′
(H′)R with generator set X.

The differentials in ĈF
′
(H′)R are obtained from ĈF

′
(H′) by a constucting maps of the

form ε + γφ−1δ (using the notation of Theorem 5.4.1). It follows that each differential in

ĈF
′
(H′)R corresponds to an element in one of the following two sets (recall, we decompose

the generator set for ĈF
′
(H′) as X t SB t TB)

R1. R1 is the set consisting of labeled chorded polygons Q in H′ which connect x and y for

x,y ∈X. These correspond to the maps ε in the reduced complex from Theorem 5.4.1.

R2. R2 is the set consisting of k-tuples of labeled chorded polygons (Q1, . . . , Qk) in H′ such

that

- Q1 connects x and yi1 for x ∈X and yi1 ∈ TB;

- Qj (for 1 < j < n) connects xij and yij+1
for xij ∈ SB and yij+1

∈ TB;

- Qn connects xik and y for xik ∈ SB and y ∈X.
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Figure 5.25: Heegaard diagrams before and after performing a finger move which creates

the bigon B. Outside of this local picture the diagrams are identical.

These correspond to the maps γφ−1δ in the reduced complex from Theorem 5.4.1.

Specifically, Q1 corresponds to a map δ : X → TB, Qk corresponds to a map γ : SB →

X and the remaining Qi correspond to individual maps in the (block-)isomorphism

φ : SB → TB. Furthermore, we say that the k-tuple (Q1, . . . , Qk) connects x and y.

SinceX is also the generator set for ĈF
′
(H) it only remains to show that the set R1tR2,

which defines the differential map in ĈF
′
(H′)R, and the set G, consisting of labeled chorded

polygons which we think should contribute to the (proposed) differential in ĈF
′
(H), are

in one-to-one correspondence, and this correpsondence preserves the generators which are

connected. From this it will follow that ĈF
′
(H) is both a chain complex and homotopically

equivalent to ĈF
′
(H′).

The proof of this is broken into three parts, given by Propositions 5.4.5, 5.4.7 and 5.4.8.

But first, we recall a few definitions from Section 5.3.

We let NB denote the neighborhood of B in H′ depicted in Figure 5.25 and Nγ denote

the neighborhood of the corresponding cut γ in H. Recall that the Heegaard diagrams H

and H′ are identical outside of this local picture (cf. Section 5.3)

In the same was as in Section 5.3 we label the regions near B in H′ by L′, R′,M1, and
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M2 and we label the regions in H by L,R, and M .

Proposition 5.4.5. There is a canonical map R1 into G. That is, for every pair of gen-

erators x,y ∈ X, any labeled chorded labeled polygon which connects x and y in H′ is

canonically identified with a labeled chorded polygon which connects x and y in H.

Proof. Let Q be a labeled chorded polygon with convex local embedding ψ into H′ so that

Q connects x and y (considered as elements of X ′). That is, let Q ∈ R1. We now show

how to convexly locally embed Q into H so that it also connects x and y (now considered

as elements of X). We do this by explaining how to construct the convex local embedding

ψ̃ of Q into H.

Consider the preimage of NB under ψ in Q. By assumption, Q connects two generators

that do not see xB or yB. Hence, we know that ψ can only map vertices of Q to either of xB

or yB if those vertices were on chords in Q. From this it follows that each of the connected

components of ψ−1(NB) which are mapped into M1 (near xB) is joined, via a chord, to

some connected component of ψ−1(NB) which is mapped into either L′ or R′ (near xB).

The converse also holds. Similarly, each of the connected components of ψ−1(NB) which is

mapped into M2 (near yB) is paired, via a chord, to some connected component of ψ−1(NB)

which is mapped into either L′ or R′ (near yB). Again, the converse also holds. Q may

have γ-like vertices which are mapped to points on αB or βB near γB in the boundary of

B. In each of these cases we again have two connected components of ψ−1(NB) joined via

a chord.

On Q \ ψ−1(NB) we may define ψ̃ = ψ : Q → Σ. We now explain how to modify ψ

on ψ−1(NB) to obtain ψ̃. We show this graphically via a series of pictures showing local

contributions to the image of ψ and the corresponding local contribution to the image of ψ̃

for each connected component of ψ−1(NB) ⊂ Q.
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Figure 5.26: The local contributions to ψ and the corresponding contributions to ψ̃ near

bigon B when ψ does not map any vertices of Q in NB nor any edges of Q parallel to γ.

In Figure 5.26 we show the possibilities for when ψ does not map any vertices of Q into

NB or any edges parallel to γ. The shaded regions depict the image of ψ.

In Figure 5.27 we show the possibilities for when ψ maps chorded vertices of Q onto xB.

In this case, we depict the restriction of ψ to the edges adjacent to the relevant chorded

vertices by green arrows. In each case, the green arrows are meant to indicate which α- or

β- curve ψ maps an edge into, and also give an indication of how ψ maps the interior of Q

locally.

In Figure 5.28 we show the possibilities for when ψ maps chorded vertices of Q onto yB.

In this case, we depict the restriction of ψ to the edges adjacent to the relevant chorded

vertices by green arrows. In each case, the green arrows are meant to indicate which α- or

β- curve ψ maps an edge into, and also give an indication of how ψ maps the interior of Q
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Figure 5.27: The local contributions to ψ and the corresponding contributions to ψ̃ near

bigon B when ψ maps chorded vertices of Q to xB.
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Figure 5.28: The local contributions to ψ and the corresponding contributions to ψ̃ near

bigon B when ψ maps chorded vertices of Q to yB.

locally.

In Figure 5.29 we show the possibilities for when ψ maps γ-like chorded vertices of Q

near γ in NB. In this case, we depict the restriction of ψ to the edges adjacent to the relevant

chorded vertices by green arrows. In each case, the green arrows are meant to indicate which

α-curve, β-curve or γ-segment ψ maps an edge into, and also give an indication of how ψ

maps the interior of Q locally. Property CLE6 of Definition 4.2.4 is used here to guarantee

that we have a canonical choice of how to translate γ-like vertices under ψ to γ-like vertices

under ψ̃.

In Figure 5.30 we show the possibilities for when ψ only maps edges of Q parallel to γ

in NB. Specifically, we assume Q has a pair of chorded vertices, but that near γ we only

see the transition from ev1,1 and ev1,2 and the transition from ev2,1 to ev2,2. Specifically, no

106



1

 

��

↵�

�0
$

 ̃

��

�

↵�

(a)

 

↵���

�0
$

 ̃
�

↵���

(b)

 

�� ↵�

�0 $
 ̃

��

�

↵�

(c)

 

�� ↵�

�0 $
 ̃

�

�� ↵�

(d)

Figure 5.29: The local contributions to ψ and the corresponding contributions to ψ̃ near

bigon B when ψ maps γ-like chorded vertices near γ in NB.

vertex of Q is mapped locally by ψ. In this case, we depict the restriction of ψ to these

edges by green arrows. In each case, the green arrows are meant to indicate which α-curve,

β-curve or γ-segment ψ maps an edge into, and also give an indication of how ψ maps the

interior of Q locally.

In every one of these cases we show the corresponding way that ψ̃ should map the same

connected components of Q into Nγ .

In every case, both under ψ and under ψ̃, the chords in Q are the same, the marked

sides for each chord are the same, the edge labels in Q are the same, and the vertex labels

in Q are the same. The only possible difference is that some vertices in Q which were not

γ-like under ψ are γ-like under ψ̃. But, by inspection these newly γ-like vertices satisfy

all the requirements of Definition 4.2.4. Note that we are implicitly using some regular

height homotopy near γB to make everything line up, but this is fine because convex local

embeddings are define up to regular height homotopy anyway. Since we use the same labeled

polygon Q for both maps ψ and ψ̃ the above considerations clearly force properties CF1–
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Figure 5.30: The local contributions to ψ and the corresponding contributions to ψ̃ near

bigon B when ψ only maps edges of Q near γ in NB.

CF4 of Definition 4.2.28 to still hold. Hence, it follows that ψ̃ gives the desired convex local

embedding of Q and furthremore Q connects x and y in H as desired.

This provides the desired map from R1 into G.

Definition 5.4.6. Let (Q1, . . . , Qk) be an k-tuple of chorded polygons. Let each Qj (1 ≤

j < n) have a distinguished vertex, denoted tj , which is not on a chord. Let each Qj

(1 < j ≤ k) have a (different) distinguished vertex, denoted sj , which is not on a chord.

Recall, that chorded polygons are topological disks with some additional structure. For

each j (1 ≤ j < n) we perform a boundary connect sum between Qj and Qj+1 along an

interval in ∂Qj containing tj (and no other vertex) and an interval in ∂Qi+j containing

sj (and no other vertex). The result of this process is a polygon Q with which we say is

obtained by gluing the Qj (at sj and tj). Because the sj and tj vertices are chosen to be not

on chords, if follows that the chords in each Qj naturally define chords in Q. We say that Q

inherits these chords from the Qj . Furthermore, the edges marked by each chord can just
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Figure 5.31: Example of polygon gluing with three polygons.

as easily be marked in Q. In this way, Q is naturally a chorded polygon. See Figure 5.31

for an example when k = 3.

Proposition 5.4.7. There is a canonical map R2 into G. That is, for every pair of gener-

ators x,y ∈ X, any k-tuple of labeled chorded labeled polygons which connects x and y in

H′ is canonically identified with a labeled chorded polygon which connects x and y in H.

Proof. Let (Q1, . . . , Qk) be a k-tuple of labeled chorded polygons in H′ such that, Q1

connects x and yi1 for x ∈X and yi1 ∈ TB, Qj (for 1 < j < n) connects xij and yij+1
for

xij ∈ SB and yij+1
∈ TB, and Qk connects xik and y for xik ∈ SB and y ∈ X. Recall, we

say this k-tuple connects x and y. For each polygon Qj let ψj denote the associated convex

local embedding.

By definition, each Qj (1 ≤ j < n) has yB in its target. Consequently, there is a natural

vertex in Qj which we can distinguish as tj . Similarly, each Qj (1 < j ≤ n) has xB in its

source. Consequently, there is a natural vertex in Qj which we can distinguish as sj . Then,
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we let Q be the chorded polygon obtained by gluing the Qj at xB(= sj) and yB(= tj).

We now explain how to determine if any new chords should be added to Q. Let p be

a label on a vertex in Qj (1 ≤ j < k) which appears in Target(Qj) ⊂ yij . We know that

p 6= yB and so p necessarily also appears in xij . If p is a label on a vertex of Qj+1 which

appears in Source(Qj+1) ⊂ xij then we draw a chord connecting the vertex from Qj to the

vertex from Qj+1 in Q. If p does not label a vertex in Qj+1 then it follows that p is also

in yij+1
, hence it must be that p is in xij+1 as well. Now, we check if p labels a vertex of

Qj+2, drawing a chord if so. Otherwise, we push on to Qj+3 and so on, in this manner. If

at any stage Qj′ (j′ > j) has a vertex labeled by p so that p ∈ Source(Qj′) we connect the

relevant vertices in Q by a chord. If no Qj′ has p ∈ Source(Qj′) then it follows that p is in

y and no chord is required.

If a chord is drawn in this manner, it implies that Qj and Qj′ both map into a region

near p. Since Qj sees p ∈ Target(Qj and Qj′ sees p ∈ Source(Qj′) it follows that near P

the two maps must overlap on either an α- or β-curve. We choose to have the new chord

mark the edges in Q which correspond to the edges from Qj and Qj′) which were mapped

to this overlapped α- or β-curve.

In this way, we can determine if a vertex from any Qj (which contributes to Target(Qj))

should be connected by a chord to a vertex from some other Qj′ (which contributes to

Source(Qj′) with j′ > j. Note, using an analogous process, this is equivalent to asking

whether a vertex in Qj′ (which contributes to Source(Qj′)) should be connected by a chord

to a vertex from some other Qj (which contributes to Target(Qj)) with j < j′. Futhermore,

a vertex from Qj is connected by a chord to the lowest such j′. By this choice, we ensure

that no vertex from Qj which contributes to Target(Qj) would be connected to a vertex

from Qj′′ for j′′ < j. Finally, for each such chord the choice of edges which should be
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marked is explicitly prescribed.

The fact that all new chords connect Target(Qj) to Source(Qj′) for j < j′ will be

important for determining that all cutlets intersect chords appropriately. The vertices at

which we perform our gluings are always separated by an even number of edges, since one

is assumed to come from Source(Qj) and one comes from Target(Qj). From this, we see

immediately that for every new chord c, between vertices from Qj and Qj′ it must be true

that the βB labeled edges of Q are on α-side of c and also the αB labeled edges of Q are on

the β-side of c.

Now, we construct a map ψ̃ which provides a convex local embedding of Q so that Q

connects x and y.

Recall that SB ∩TB = ∅ in every homological grading, so it is clear that Qj (1 < j < n)

cannot see either xB in its target or yB in its source. This also implies that a unique vertex

of Qj is labeled by xB and and a unique vertex is labeled by yB. Else, we would have

repeats in either the source or target.

Similarly, as noted in Remark 5.4.3 Q1 and Qk cannot see either xB in their target or

yB in their source. This implies that a unique vertex of Qk is labeled by xB and a unique

vertex of Q1 is labeled by yB.

From these considerations, and following similar logic to the proof of Proposition 5.4.5,

we see that in each Qj , away from the distinguished vertices in ∂Qj near which we perform

our gluing, ψj may be naturally extended to provide a guide for ψ̃ on the parts of Q away

from gluing sites (see Figures 5.26, 5.27, 5.28, 5.29, and 5.30).

It remains to explain how to connect the maps ψj at each gluing. By definition, each

time we glue Qj to Qj+1 we are performing the boundary connected sum between an interval

containing the vertex labeled yB in Qj and an interval containing the vertex labeled xB in
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Figure 5.32: Embedded polygon gluing.

Qj+1. In H′ this corresponds to gluing the local contribution to ψj which sees M1 to the

local contribution to ψj+1 which sees M2. In Figure 5.32 we show how the contributions to

the image ψj and ψj+1 are combined to give the contribution to the image ψ̃ in H. Note

that an edge labeled βB in Qj is connected to an edge labeled βB in Qj+1 to form a single

edge labeled βB in Q. Similarly, we connect and edge labeled αB in Qj to an edge labeled

αB in Qj+1 to form a single edge labeled αB in Q.

Note that in the image of ψ̃ we see the body of the cut γB which corresponds to B (see

Figure 5.25). This means that in the labeled chorded polygon Q we will draw cutlets labeled

by γB. Indeed, by inspection we draw k−1 such cutlets. These are the lowest labeled cutlets

in Q since γ is by definition the first cut in all of H. All other cutlets in Q are contained

entirely within a portion of Q coming from a single Qj . From this it follows that these old

cutlets may only be the first cutlet to intersect a chord if that chord was inherited from Qj .

But, by assumption they do this in the correct manner, since Qj connected the generators

xij and yij+1
. The cutlets labeled by γB then only intersect chords which connect two

vertices of Q which come from distinct Qj and Qj′ .

However, we noted above that any such chord c must pass through the gluing strips in

Q from vertices that contributed to Target(Qj) to vertices that contributed to Source(Qj′)

with j < j′. Since γB starts at βB and ends at αB, this implies that γB starts on the

α-side c and ends on the β-side of c. This is exactly requirement CF4 of Definition 4.2.28
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that γB labeled cutlets intersect the new chords in the correct way. Moreover, the manner

in which we defined new chords guaranteed that the only vertex labels left in Q must

correspond to intersection points which are in either x or y. From this we get property

CF2 of Definition 4.2.28. Finally, it is clear that property CF3 of Definition 4.2.28 remains

true.

All that remains to check that µ(Q) = 1. To see this, we consider the Euler measures

of the e(Qj) = 1− nj

2 . That is, we assume each Qj is a 2nj-gon. It is immediate that Q is

a 2(
∑

j nj − k)-gon. Indeed, at every gluing we lose two edges in the final polygon and we

perform k − 1 gluings. It follows that

e(Q) = 1−
∑

j nj − (k − 1)

2
=

1

2
+
k

2
−
∑

j nj

2
.

Now, consider the point measures from each Qj . By definition we have that the point

measures for each Qj are given by (here we let xi1 = x and yik+1
= y)

(µxij
(Qj) + µyij+1

(Qj)) = 1− (1− nj
2

) =
nj
2
.

From this it follows immediately that

∑
j

(µxij
(Qj) + µyij+1

(Qj)) =
∑
j

nj
2
.

Now, ifQ has no new chords then it follows that that all of the original vertices contribute

the same thing to the total point measure, except those at which gluing was performed, so
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µx(Q) + µy(Q) =
∑
j

(µxij
(Qj) + µyij+1

(Qj))−
∑
j

(µsj (Qj) + µtj (Qj))

=
∑
j

nj
2
−
∑
j

(µsj (Qj) + µtj (Qj))

=
∑
j

nj
2
− k − 1

2
.

In the final line, the k−1
2 (= 2(k−1)

4 ) contribution comes from
∑

j(µsj (Qj) + µtj (Qj))

since we perform k − 1 gluings and in each gluing two vertices from the sum are involved.

Specifically, these vertices each contributed 1
4 to the point measures of the relevant Qj . And

by assumption they contribute nothing to Q. In truth, they may have contributed more to

the point measures of the relevant Qj . In general, this gives that Qj must map adjacent to

some vertex of Qj+1 (not xB or yB). At this new vertex, the point measure in Q is larger

by exactly the surplus we previously had near the gluing.

Finally, for each chord we add to Q there are two contributions to the point measures

on the right which are removed from the first sum. However, two edges leaving the corre-

sponding chorded vertices in Q now must map to the same thing in Σ. From this it follows

that some other vertex in Q now has a larger contribution to the total point measure than

it did before the gluing. Indeed, whatever contribution the two removed chorded vertices

had to the total point measure before the gluing is picked up by some combination of new

contributions at other vertices.

Now it follows that

µ(Q) = e(Q) + µx(Q) + µy(Q) =
1

2
+
k

2
−
∑
j

nj
2

+
∑
j

nj
2
− k − 1

2
= 1

as desired.

So Q is indeed a labeled chorded polygon which connects x and y in H.
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This provides the desired map from R2 into G.

Proposition 5.4.8. There is a canonical map G into R1 t R2. That is, for every pair of

generators x,y ∈X, any labeled chorded polygon which connects x and y in H is canonically

mapped to either a labeled chorded polygon or an k-tuple of labeled chorded polygons which

connects x and y in H′.

Proof. Let Q be a labeled chorded polygon with convex local embedding ψ into H so that

Q connects x and y (considered as elements of X). That is, let Q ∈ G.

If no cutlet in Q is labeled by γB (recall Definition 4.2.11) then it is clear that reversing

the process in the proof of Proposition 5.4.5 will allow us to view Q as a labeled chorded

polygon which connects x and y in H′. Indeed every correspondence between the maps ψ

and ψ̃ in the above proof was clearly bidirectional.

Similarly, if there are k−1 (k > 1) cutlets inQ labeled by γB then it is clear that reversing

the process in Proposition 5.4.7 will define a k-tuple of labeled polygons (Q1, . . . , Qk) which

connects x and y in H′. Specifically, each γB labeled cutlet in Q means that performing

the finger move which creates B will necessarily divide Q into k pieces. These pieces are

exactly the polygons Q1, . . . , Qk. Moreover, it is easy to check that the restriction on how

chords and cuts may intersect is exactly what will ensure these polygons are labeled chorded

polygons with the correct sources and targets. This amounts to seeing that the process in

the proof of Proposition 5.4.7 is clearly reversible if and only if Q is a labeled chorded

polygon.

This provides the desired map from G into R1 tR2.

By combining Propositions 5.4.5, 5.4.7 and 5.4.8 we then have a one-to-one correspon-

dence between R1 tR2 and G as desired. This completes the proof of Theorem 4.2.32.
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Chapter 6

Reformulating Our Construction

on the O-graph

Let Y be a closed oriented 3-manifold. Let P be a branched spine for Y and let Γ be

the O-graph of P .

In this chapter we endeavor to translate the components of the constuction of Heegaard

Floer homology into the language of O-graphs. The main benefit of this approach will be

that H1(Y ) is immediately apparent from the O-graph Γ. Therefore, since SpinC(Y ) and

H1(Y ) are closely related, this knowledge will allow us to recover the relative SpinC grading

on generators of ĤF (Y ).

6.1 Generators

Definition 6.1.1. We associate to Γ a collection of closed circuits according to the local

conventions shown in Figures 6.1 and 6.2. We call this collection the β-circuits of Γ.

The β-circuits are in one-to-one correspondence with the faces of P . Namely, these

circuits represent the face boundaries in U(P ) used to define the β-curves in the Heegaard

diagram HP . It follows from previous considerations that, if Γ has v vertices, there must

be v+1 closed β-circuits associated to Γ.
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Figure 6.1: The contribution to β-circuits near a vertex of Γ.

Figure 6.2: Possible contributions to β-circuits near an edge of Γ.

Definition 6.1.2. Let v be a vertex of Γ. Near v we consider the standard planar embedding

of Γ (See Figure 2.5). In this setting a choice of a “quadrant” near v is called a V-clock-

position. This choice is equavalent to choosing an intersection point between the vertex-cut

α-curve near v and a β-curve. We say that the corresponding β-circuit is marked by this

V-clock-position.

Definition 6.1.3. Recall that the choice of edge-cut α-curve in HP is equivalent to a choice

of edge in Γ. A choice of intersection between the edge-cut α-curve and a β-curve is called

a E-clock-position. We say the corresponding β-circuit is marked by this E-clock-position.

The same β-curve may intersect a vertex/edge-cut α-curve multiple times. Each possible

choice of a point of intersection gives a distinct clock-position (V or E).

Definition 6.1.4. A choice of an E-clock-position and a V-clock-position at every vertex

in Γ, such that each β-circuit is marked exactly once is called a clock-state of Γ.

Since, by definition, clock-positions correspond to intersections between α- and β-curves,
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it follows the the generators of ĈF
′
(Y ) are in one-to-one correspondence with clock-states

of Γ.

6.2 Differentials

Recall that the e-cycle has a natural interpretation as a path in the O-graph, going from

. We say a continuous subpath of the e-cycle is rooted if it begins and ends at either a

vertex or in the middle of the marked edge of Γ. Recall the marked edge of Γ corresponds

to our choice of edge-cut α-curve in HP .

Definition 6.2.1. A rooted subpath of the e-cycle that only contains over-crossings of

Γ is called a bridge of Γ. Similarly, a rooted subpath of the e-cycle that only contains

under-crossings of Γ is called a tunnel of Γ.

The correspondence between the strip diagram, SP , and the O-graph, Γ (See Figure 2.9)

provides a bijection between regions of SP and either bridges and tunnels of Γ. In many

cases, labeled chorded polygons correspond to 2-chains in HP . The 2-chains which par-

ticipate in the differential maps of ĈF
′

are then composed of regions. It follows that the

differential maps of ĈF
′
can often be described as consisting of certain connected subgraphs

of Γ which consist of bridges and tunnels.

Finding a complete description of these subgraphs as well as restiction on HP that

guarantee they describe all labeled chorded polygons is still a work in progress.

6.3 SpinC Grading

Recall that two generators x and y are said to have the same SpinC grading if they lie

in the same complex ĈF (H, t) for some SpinC-structure t. Also, recall that this property

was encoded by the homological element h(x,y) ∈ H1(Y ) (See Definition 3.3.7).
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Recall that the branched spine P provides a very convenient presentation of H1(Y )

generated by (oriented) loops in the singular graph and with relations corresponding to the

boundaries of the faces of P (see Section 2.2.1). Furthermore, recall that the boundaries of

faces in P were also used to define the β-curves in the Heegaard diagram HP . It is thus

convenient to have a description of h(x,y) directly in terms of this presentation.

For simplicity, we consider only h1(x,y). Recall that h1(x,y) = α1,x ∗β1,x ∗β1,y ∗α2,y ∗

α2,x ∗ · · · ∗βn,x ∗βn,y ∗α1,y. Notice that, for each i, the pair βi,x ∗βi,y defines a path, through

the center of the disk β̂i, which connects two points on the boundary of β̂i. Because we

ultimately consider only the homology class of h1(x,y) we can thus replace each βi,x ∗ βi,y

with a portion of the β-curve βi = ∂β̂i. There are two possible choices here, but since they

are homotopic, via the disk β̂i, and we only care about the contribution to homology it

does not matter which we choose. With this in mind, we will use the natural orientation

on βi, coming from the branching on P , to choose the component oriented from x(βi) to

y(βi). We denote this part of βi by β̄i. In a similar fashion, we can replace αj,y ∗ αj,x with

a portion of the α-curve αj . Again, we have two choices. However, we will see shortly that

in this case neither contributes to homology. For now we choose the component oriented

from y(αj) to x(αj), denoted ᾱj . We now have the following:

[h1(x,y)] = [α1,x ∗ β1,x ∗ β1,y ∗ α2,y ∗ α2,x ∗ · · · ∗ βn,x ∗ βn,y ∗ α1,y]

= [α1,y ∗ α1,x] + [β1,x ∗ β1,y] + · · ·+ [βn,x ∗ βn,y]

= [ᾱ1] + [β̄1] + · · ·+ [ᾱn] + [β̄n].

To finish, we project this path onto the O-graph Γ of our branched spine P . In effect,

this projection collapses each ᾱi component to a vertex of Γ. Hence, [ᾱi] = [0] and gives no
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contribution to homology, as promised. The projection also maps each β̄i component to a

sum of (oriented) edges in the O-graph. From here, we can use our convenient presentation

of H1(Y ) to determine the homology class of h1(x,y) as desired. The homology class for

all of h(x,y) is then similarly determined.

120



Chapter 7

Future Directions

In this chapter we collect some of the speculative remarks (slightly modified) from

throughout the paper, with reference to their original numbering so that they may be

placed in context. We elaborate in some cases about what direction future research might

take.

7.1 Generalizing Strip Diagrams

Remark 7.1.1. (cf. 2.3.8 on page 22) A necessary condition for an abstract strip diagram to

represent a Heegaard diagram is that the abstract strip diagram must be both α-connected

and β-connected, since the corresponding Heegaard diagram exhibits these connectivity

properties by defintion. It is not clear that this is also a sufficient condition to determine

that an abstract strip diagram indeed comes from a Heegaard diagram.

It is almost certainly true that assuming the abstract strip diagram is α-connected and

β-connected and requiring |α| = |β| is sufficient to reproduce a Heegaard diagram. This

idea was pointed out to me by Matt Hedden.

Remark 7.1.2. (cf. 2.3.9 on page 22) The class of all α-connected abstract strip diagrams

is, a priori, a larger class of objects than the class of strip diagrams. Can one classify
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what, if any, topological objects such strip diagrams encode? α-connectedness was a crucial

property when defining our new chain complex. Specifically, it was needed to show that

every strip diagram has a decoration. This larger class of objects therefore comes equipped

with something like a decoration, and perhaps even a homology theory.

Unfortunately, if one does not assume that |α| = |β|, then the definition of generators

for ĈF does not readily generalize. This makes it unclear how one might try to define a

related homology theory. In any case, it would be interesting to know what objects we are

presenting. Indeed, closer investigation of these objects might provide insight on where to

proceed from here.

7.2 Recovering SpinC structures

Remark 7.2.1. (cf. 3.3.8 on page 33) Without an explicit presentation of H1(Y ), constuct-

ing h(x,y) does not allow us to determine if it is homologous to zero. However, we have seen

that branched spines give a convenient presentation on H1(Y ) (see Section 2.2.1). In the

following we will see that h(x,y) can be explicitly written in this presentation (see Chap-

ter 6). Specifically, this will allow us to determine the relative SpinC-grading on ĈF (H)

reasonably quickly.

Unfortunately, translating to the O-graph solely to recover SpinC-grading seems cum-

bersome. We expect there is some way to identify null-homologous h(x,y) directly in the

the strip diagram. More ambitiously, we hope to translate the entire definition of ĈF
′

to

the O-graph, where SpinC-structures live naturally. The fact that SpinC-structures filter

the Heegaard Floer homology groups seems to imply their definition should never be far

away.
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7.3 Extending ĈF
′

Remark 7.3.1. (cf. 4.2.38 on page 55) In all examples we have worked out using strip

diagrams, the complex ĈF
′
(HS) does not require any labeled chorded polygons with γ-like

vertices. Still, we must allow for their existence in the definition of convex locally embedded

(see Definition 4.2.4) because we have not yet found an argument against them.

In fact, when working through the step-by-step considerations of Section 5.4 in some

specific examples, we have seen that γ-like vertices may appear in some Heegaard diagram

between the strip diagram HS and the nice diagram HN . However, in all such cases the

labeled chorded polygons with γ-like vertices eventually stop contributing to the chain

complex. Specifically, at some point in the process they are ignored under the results of

Proposition 5.4.2. We think this is not likely a coincidence.

Conjecture 7.3.2. Let HP denote the Heegaard diagram associated to a strip diagram

equipped with the decoration from Lemma 4.1.14. If Q is a labeled chorded polygon connect-

ing generators x and y in HP , then Q has no γ-like vertices.

Remark 7.3.3. (cf. 4.2.39 on page 55) Similar to Sarkar and Wang’s algorithm, our

construction only computes ĤF (Y ) with Z2 coefficients. We expect to be able to use the

structure of branched spines to extend our definitions to work over Z.

Ozsváth, Stipsicz and Szabó in [OSS2] introduced a combinatorial description of signs

for convenient Heegaard diagrams. This description abstractly associates to each rectangle

and bigon a plus or minus sign so that one can be sure things will work out in the Heegaard

Floer chain complex. In our setting, decorations essentially provide a recipe to consistenly

divide larger polygons into rectangles and bigons. It should then be possible to keep track
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of how the signs on each piece are combined to provide the correct sign for the whole labeled

chorded polygon. This probable relationship was pointed out to me by Peter Ozsváth.

Remark 7.3.4. (cf. 4.2.40 on page 55) If one can find a α-strongly decorated, α-narrow,

multipointed Heegaard diagram which is compatible with a knot K, then this recipe should

easily be adapted to compute knot Floer homology as well.

A multipointed Heegaard diagram is said to be compatible with the knot K ⊂ S3 if K

intersects the Heegaard surface only at the basepoints and K is disjoint from the embedded

disks bound by both α- or β-curves. This restriction on the basepoints provides a filtration

on the Heegaard Floer homology groups. This filtered homology is then called the knot

Floer homology. Because our construction does not strictly require a single basepoint, it

should be possible to recover knot Floer homology theories. Provided, of course, that we

can find appropriate Heegaard diagrams. This direction of inquiry was suggested to me by

Adam Lowrance.

A cursory investigation seems to imply that some torus knots readily admit such a dia-

gram. For instance, alternating (2, n) torus knots. We plan to investigate this further. We

hope to both formalize the connection between our construction and knot Floer homology

and precisely determine to which classes of knots our construction immediately applies.

Remark 7.3.5. (cf. 4.2.41 on page 55) In Theorem 4.2.32 the restriction that the Heegaard

diagramH is “α-strongly decorated” and “α-narrow” are not intrinsic to the definition of the

chain complex ĈF
′
. Rather, they are properties which we require in the proof of homotopy

equivalence to ĈF . One expects that these restrictions on the Heegaard diagram could be

relaxed or even removed. Conversely, the qualifier “admissible” is required in the definition

of ĈF and so one expects it must inform the definition of ĈF
′
, though the manner in which

it does so is not obvious.
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Perhaps modified proofs can be found which remove (or relax in some way) these re-

strictions. The requirement that H be α-narrow actually feels rather natural. After all, this

is an emergent property of nice diagrams anyway. However, the need for a α-strong deco-

ration seems to be more of a convenience than an absolute requirement. The implications

used in the proof of Theorem 4.2.32 seem to be true in a more general setting, we are just

currently unable to find a more general proof. Regardless, for the purpose of this paper

it was unecessary. Moving forward however, removing this restriction might enable us to

generalize our construction more easily.

Remark 7.3.6. (cf. 4.3.5 on page 60) Let SP denote a strip diagram and assume we are

given a decoration. Consider a labeled chorded polygon Q connecting generators x and y

and a region R in SP . Recall that SP is α-narrow (see Remark 2.3.5). Unfortunately, it is

not true in SP that R is necessarily adjacent, through an α-curve, to the marked region.

However, in the proof of Lemma 4.1.14, we defined a the level ` of R, which tells us exactly

how many α-curves one must cross to get from R to the marked region. This then tells us

that the image of Q can see R no more than `+ 1 times.

From a practical point of view, this upper-bound on the multiplicity with which a convex

local embedding can see each region in a strip diagram ensures our algorithm will finish in

finite time. Indeed, in practice we have never seen a chain complex which even required a

polygon to map to the same region twice. My feeling is that this so-called two-dimensional

overlap is probably unnecessary in general. But, a proof is not currently available. One can

imagine strip diagrams which have regions of arbitrarily high `, and so currently checking

all possible convex local embeddings probably requires a some frivolous computation.

Remark 7.3.7. (cf. 4.3.6 on page 60) Let SP denote a strip diagram and assume we are

given a decoration. Consider a labeled chorded polygon Q connecting generators x and y
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and a region R in SP . It is true SP that R is necessarily adjacent, through a β-curve, to

the marked region. If SP were also β-narrow, this would imply that the image of Q can

only see R at most one time. Unfortunately, strip diagrams are not β-narrow in general.

This is tantalizingly close to providing the proof of no two-dimensional overlap. Perhaps

strip diagrams are “β-narrow enough” that we can follow this train of thought to completion.

Conjecture 7.3.8. Let HP denote the Heegaard diagram associated to a strip diagram

equipped with the decoration from Lemma 4.1.14. If Q is a labeled chorded polygon connect-

ing generators x and y and R is a region in HP , then the image of Q can only see R once.

That is, no two-dimensional overlap exists in HP .
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