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Abstract

DemoGraphDB - A Novel Knowledge Graph Approach to Predicting
Inpatient Mortality

This praxis explores the integration of Social Determinants of Health

(SDOH) with healthcare data using Knowledge Graph (KG) embeddings to

predict inpatient mortality at the time of admission. The research is moti-

vated by the significant impact of SDOH on health outcomes and the poten-

tial for KGs to provide a structured representation of complex relationships

between entities.

The methodology involves creating a novel framework, DemoGraphDB,

which combines healthcare data from the 2021 New York State Inpatient

Database with SDOH data from the American Census Survey geospatially.

The SDOH data is structured into a KG and transformed into embeddings

that captures all information present for a specific FIPS code using the

StarE graph neural network algorithm. This embedding is then appended

to each patient’s FIPS code and used as input into a transformer model. The

full framework improves mortality prediction accuracy by 86 basis points

compared to a baseline logistic regression model.

The research demonstrates the feasibility of using KGs to integrate di-

verse datasets and enhance predictive power in healthcare applications.

The study also highlights the potential of using KGs to inject domain

knowledge, improve data integration, and enable causal reasoning in ma-

chine learning models. The findings suggest that incorporating SDOH into

predictive models leads to increased prediction accuracy that may enable

proactive healthcare interventions, ultimately benefiting patient outcomes

and reducing healthcare costs.
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Chapter 1: Introduction

1.1 Background

1.1.1 Social Determinants of Health and the Healthcare System

Social Determinants of Health (SDOH) are the conditions where people

are born, grow, live and age. They include larger systems and forces that

influence the daily conditions of life. Factors at the individual, local, na-

tional and global level influence the overall health and well-being of people

(Salehnia et al., 2022). Many studies have shown direct links between health

outcomes and income, education, nutrition, housing, environmental expo-

sures, and other circumstances. There is evidence that clinical care impacts

20 % health outcomes, while SDOH affects up to 50 % (Whitman et al.,

n.d.). As an example, people experiencing homelessness at the time of HIV

diagnosis have a 27-fold increase in mortality compared to people diagnosed

while housed (Spinelli et al., 2019). The literature makes it evident that

the impacts of a patient’s associated SDOH explicitly express themselves

in health outcomes, and warrant consideration when evaluating treatment

options.

SDOH differences can impact the cost of healthcare. Healthcare costs

are a growing concern of individuals and governments. In 2022, the cost

of healthcare in the United States is estimated at 4.4 trillion dollars and

represents 17. 3% of the gross domestic product (GDP), down from a peak

of 19.7% in 2020 (“U.S. Health expenditure as GDP share 1960-2022,”

n.d.). Cost analysis in Canada shows that the cost per day for a patient in

an Intensive Care Unit (ICU) bed can be up to $18,000 more, adjusted for

1



inflation, than a regular bed (Noseworthy et al., 1996). In the US between

2005 to 2013, medical debt was the single biggest cause of bankruptcy for

individuals (Ciulla et al., 2023). However, these high costs do not lead to

better outcomes. In fact, a report from the Commonwealth Fund’s analysis

of 10 developed countries ranking healthcare systems found the United

States in the last place (“Mirror, Mirror 2024,” 2024).

Moving to the clinical setting, intensive care unit (ICU) staff need quick

decision-making to facilitate patient care. To do so, operating rooms and

emergency departments use a framework in which an intensivist is present

at the same place as the patient. An intensivist is responsible for overseeing

the care of patients with severe, life-threatening illness or injuries. The

intensivist monitors the patient through alarms, patient history information,

and other feedback to react accordingly as patient care needs evolve. Unlike

scheduled procedures, where deliberation panels can convene to determine

the best course of action for a patient, intensivists in the ICU must make

quick decisions in reaction to immediate patient care needs. Decisions

are often based on notifications and alarms from connected monitoring

equipment. Repeated exposure to alarms with a high false-positive rate

often leads to being ignored until additional events occur. This kind of

attention and decision-making skill requires years of experience in that

specific setting (Murias et al., 2009).

Unfortunately, there is a shortage of physicians in general, and inten-

sivists in particular in ICUs. The American Hospital Association states

that 48% of the hospitals surveyed were not fully staffed by critical care

teams. In 2020, the US healthcare system faced a shortage of 7,900 critical

care physicians (Jatoi et al., 2022). This shortfall likely reduces the time

intensivists can spend with patients in the ICU, and increases volume of
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rapid decisions made. Solutions that proactively identify high-risk patients

can help intensivists direct attention to those that need it most, among

other uses.

1.1.2 Knowledge Graphs and Social Determinants of Health Integra-

tion

This praxis approaches predicting patients with higher mortality risk at

admission time by integrating a Knowledge Graph (KG), which is a kind of

semantic network, into a machine learning pipeline. A semantic network is

a graphical representation of knowledge where entities (concepts, objects)

are represented as nodes, and relationships between these entities are

represented as edges. In computer science, semantic networks were first

implemented by Richard H. Richens to formalize the use of semantic meaning

in a structured format (Richens, 1958). The term KG was first popularized

with the announcement of the "Google Knowledge Graph" in 2012 (Haslhofer

et al., 2018). An advantage of KGs over traditional databases is the ability

to express relationships between entities in a structured manner.

A specific kind of KG is a directed graph. In a directed graph, each

edge has a direction, providing additional semantic information. The edges

themselves can also have labels. When used as recommender systems, KGs

can introduce semantic relatedness between nodes. These special properties

of semantic relatedness and directionality provide additional information

not easily discoverable in traditional relational database structures (Mao

et al., 2021).

This praxis proposes a novel approach to mortality prediction from patient

hospital records for the year 2021 from New York in combination with

SDOH from the American Census Survey (ACS) at the patient’s US Federal

3



Information Processing Standards (FIPS) Code level. The ACS data is mapped

to a KG, and an embedding is extracted using a transformer-based Graph

Neural Network (GNN). This embedding is then joined with the hospital

admission record by FIPS to augment the record, which is then fed into

another transformer Neural Network (NN) to classify patient mortality.

1.2 Research Motivation

Utilizing SDOH to augment the admissions data when training a classifi-

cation model has the potential to increase the accuracy of the model when

compared to the same model without data augmentation. The ability to

predict mortality with an increasing degree of accuracy may allow proactive

measures that can potentially save lives and prevent additional cost from

the treatment of multiple organ dysfunction syndrome (MODS) and other

negative outcomes (Asim et al., 2020). The cognitive burden of patient

evaluation for critical care specialists may be reduced if mortality events

can be predicted beforehand. This can allow more time for research, con-

sultation and deliberation of the best treatment options based on current

patient status. A predictive system can also provide information to make

decisions proactively versus decisions made reactively from alarm systems.

Alarm systems may be ignored for too long, and in some cases when critical

alarms are activated, intervention times are reduced and care becomes a

high-pressure situation.

1.3 Problem Statement

Excluding socioeconomic factors, which drive 80% of health outcomes

(Payne et al., 2021) leads to 22% reduction in mortality classification accuracy

4



in predictive models. (Segar et al., 2022).

Studies have shown links between SDOH and health outcomes. Factors

like a parent’s education, years worked, income and insurance parity explain

disparities in psychological health and well-being better than individual

attributes like age, sex, and healthcare utilization (Jester et al., 2022).

Income inequality, social policies and maternal socioeconomic status have

been shown to affect infant mortality rates as well (Kim & Saada, 2013).

Since the links between SDOH and health outcomes have been estab-

lished, researchers have been able to combine SDOH with patient health

records to predict future risk in different ways. For example, machine

learning models were able to improve the prediction of major adverse car-

diovascular events (MACEs) within two years of breast cancer diagnosis for

non-Hispanic Black patients (Stabellini et al., 2023). For out-of-hospital

cardiac arrest (OHCA) survival, machine learning clustering analysis was

able to identify distinct SDOH measures associated with mortality after

1 year (Abbott et al., 2023). These studies demonstrate the usefulness of

incorporating SDOH into ML models for downstream predictions.

1.4 Thesis Statement

DemoGraphDB, a framework that creates a knowledge graph of socioeco-

nomic data, creates an embedding out of the knowledge graph using Graph

Neural Networks, augments inpatient admission records with the embedding

and trains a transformer model, enables that model to improve mortality

classification by 86 basis points.

Any improvement in the predictive power of ML models to predict health

outcomes will naturally have benefits that can be realized in either policy or

clinical settings. For this reason, multiple ML approaches utilizing SDOH
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have been proposed in the literature. This praxis proposes a framework

that utilizes SDOH in conjunction with KGs to enhance predictive power for

mortality classification from emergency room admissions records.

1.5 Research Objectives

This paper primarily proposes a novel multi-model approach to predicting

inpatient mortality that increases predictive power. First, SDOH data is

mapped to a KG. Then, using a GNN, an embedding is extracted at the

FIPS code level. This embedding is then joined by the FIPS code to patient

admission data and fed to a transformer model to classify mortality events.

The overall goal is to demonstrate a repeatable set of architectural decisions

that researchers can use to set up their architecture and execute specific

steps when creating predictive healthcare models to incorporate publicly

available SDOH data to maximize the predictive power of their models.

The detailed objectives are to first demonstrate the feasibility of loading

healthcare data, specifically the New York 2021 State Inpatient Database

(SID) from the Healthcare Cost & Utilization Project (HCUP) into a KG. Next,

output that KG embedding and use it to create a classification model that

can predict mortality events using logistic regression (LR) with higher than

random probability. This demonstrates that a KG embedding is able to

encode useful information. Then, demonstrate the feasibility of using a

transformer model to increase predictive power.

For the final model, create an embedding of SDOH from a knowledge

graph of the American Community Survey using the StarE GNN. Finally,

join the embedding with HCUP data on patient FIPS code to train a trans-

former model to classify mortality events. This will demonstrate that the

final approach can increase by 86 basis points the prediction accuracy of

6



mortality events compared to a baseline LR model.

The detailed objectives are:

1. Demonstrate the feasibility of loading healthcare data, specifically the

New York 2021 SID from the HCUP into a KG.

2. Output an embedding from the KG and use it to train a classification

model that predicts inpatient mortality using LR, showing performance

better than random chance.

3. Demonstrate the feasibility of loading SDOH data from the ACS into a

KG, creating an embedding, and mapping individual patient records

by FIPS code to census data.

4. Create a transformer model that trains on HCUP data only to demon-

strate gains from using transformer architecture.

5. Use the same transformer architecture created previously, but train

on HCUP data augmented with SDOH embeddings to demonstrate

performance gain from SDOH data augmentation.

6. Show that the final approach increases prediction accuracy by 86 basis

points compared to the baseline model, and performs better than all

other models created.

1.6 Research Questions and Hypothesis

The research questions addressed by this praxis are:

• Research Question 1. Can Knowledge Graph Theory be applied to

predict mortality from inpatient admissions data?
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• Research Question 2. Can an advanced neural network model in-

crease predictive power on inpatient mortality detection?

• Research Question 3. Is there a particular architecture that combines

SDOH and ML that performs best classifying inpatient mortality?

Based on the research questions, the following hypotheses are proposed:

• Hypothesis 1. Knowledge Graph Theory can be applied directly to

inpatient admissions data to classify mortality events with more than

random accuracy.

• Hypothesis 2. Incorporating a neural network increases classification

accuracy by 60 basis points in predicting mortality from hospital

admissions data.

• Hypothesis 3. Incorporating Social Determinants of Health using

a Knowledge Graph embedding with hospital admissions data and

using transformer architecture increases mortality classification accu-

racy compared to a baseline logistic regression model trained on only

healthcare data.

1.7 Scope of Research

The scope of this research is first, to explore the viability of using KG as a

data repository for healthcare data. Next, to prove that using a transformer

model yields increases in performance over a simpler logistic regression

model on HCUP data. Next, to create an embedding from a KG of SDOH data,

and use that embedding to augment healthcare data to train a transformer

model, proving that creating this kind of multi-model architecture creates

an increase in predictive power. The hope of this praxis is to demonstrate
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that SDOH data provides a measurable increase to predictive power, and

should be used to augment healthcare data when available.

1.8 Research Limitations

The exact results of the research are limited by the sources of data.

Specifically, the HCUP data is limited to the state of NY for the year 2021

and has only inpatient data records from hospitals. No other information

about patients, their health records, or lifestyles is provided. The ACS

data is from 2019, and does not capture the changes from 2019 to 2021,

the year the HCUP data is available. It also makes many approximations

to arrive at population-level statistics and is limited by user response for

tabulation. The ACS data is also filtered on the State of NY to align with

patient FIPS codes, and may present unique latent characteristics that are

only present in the NY population. There may be inherent latent factors

present or absent in both of these datasets that are not captured during the

embedding and training process due to differences in year and collection

methods. Therefore, the results are only demonstrative and should not be

used in a clinical setting without research into these considerations and

mitigation of any inherent biases present or omissions as a result of the

data collection methods.

1.9 Organization of Praxis

The remainder of the Praxis is structured as follows:

Literature Review (Chapter 2): Chapter 2 provides a curated overview

and exploration of existing literature on several topics of interest. First, an

elaboration and deep dive into SDOH and how it affects populations and
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individuals. Then, the state of ML in healthcare and some published results

and approaches. Next, a look at fundamental and advanced KG theory and

application in various industries. Finally, a deep dive and discussion of

transformers architecture, and how it is used in multiple problem spaces

for both predictive and generative tasks.

Methodology (Chapter 3): Chapter 3 describes the HCUP and ACS data,

and the methods implemented to create the KG and ML models. First, the

collection methods and an evaluation of the American Community Survey

Census Data are discussed. Then, the details of the 2021 HCUP SID for

the State of New York are explored with descriptive statistics. Finally, the

architecture for the 3 main models proposed in the hypotheses and 2 sup-

plemental models is provided. The associated execution details, along with

the software and hardware used to train and obtain results, are provided

for reproducibility.

Results (Chapter 4): In Chapter 4, the embeddings from the HCUP data

and the ACS data are analyzed using t-SNE to reduce dimensionality and

visualize data grouping and separation patterns. The results of the 3 main

models and 2 supplemental models are documented. An evaluation of

each hypothesis with confidence intervals, z-tests and a decision to reject

the null hypothesis are provided. Comparisons between the models using

McNemar’s tests and confusion matrices are performed to detect differences

in model performance.

Discussion and Conclusion (Chapter 5): Chapter 5 provides a summary

of the key findings and their significance for healthcare. The contributions

made to the field are documented here, along with implications for prac-

tice and policy. The limitations of the study, recommendations for future

research, and closing remarks conclude the chapter.
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Chapter 2: Literature Review

2.1 Introduction

In 2025, we are witnessing expansion and rapid adoption of Artificial

Intelligence (AI) and machine learning (ML) capabilities. Incredible invest-

ments in compute infrastructure are announced nearly every day. World

governments are actively granting subsidies to tech companies to build com-

pute infrastructure for AI (Center for Security and Emerging Technology &

Hwang, 2020). The rapid pace of technical breakthroughs in AI architecture,

open access models, cost-effective cloud compute and open data initiatives

are converging to create a proliferation of adoption (Gosselink et al., 2024).

This increase in innovation and investment is cascading down to almost all

industries.

In the healthcare domain however, organizational entities are taking a

more cautious approach. Healthcare is governed by strict privacy regula-

tions. Consequently, data acquisition and sharing are slowed by privacy

requirements. ML research that can benefit from data sharing are often con-

ducted internally without open sourcing due privacy concerns. In addition,

research by some organizations is conducted in silos to preserve competitive

advantage. These factors lead to slower dissemination of innovation across

the industry (Marjanovic et al., 2020). An alternative data source that holds

promise in aiding research applications and is available to all entities is

Social Determinants of Health (SDOH) data.

Incorporating SDOH data to supplement healthcare datasets can increase

relevant information for patient health records, as the results of this praxis

show. SDOH data is publicly available and collected by various public and
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private agencies across the world, and the American Census Bureau in the

United States. Numerous studies have shown the impacts of how different

socioeconomic factors affect patient health outcome, making this publicly

available information a valuable input source for ML applications. Research

using SDOH in ML applications demonstrate to various degrees the efficacy

in predictive tasks (Al Saidi et al., 2025; Salehnia et al., 2022; Spinelli et al.,

2019).

Due to the public nature of this data, entities can adopt usage across

the industry. Components built using SDOH can easily be shared without

privacy concerns. In addition, SDOH data are inherently geospatial in

nature, consisting of aggregate statistics specifically tied to geographical

areas. This property makes SDOH data an ideal candidate to map to a

graph network representing a geographical region. Mapping information

in a graph network creates a Knowledge Graph (KG). A KG is a structured

representation of information that captures relationships between entities

in a graph format. Once SDOH is mapped to create a KG, several key

properties are unlocked that can be used in ML applications.

Using KGs to represent information provides specific advantages over

traditional relational databases, like the ability to inject domain knowledge

into downstream models, feature enrichment of existing data, information

gain from inductive bias, and causal reasoning injection from structured

knowledge mapping. Knowledge transfer using shared ontology and relations

provides another key advantage over traditional databases, but is not used

in this study.

There are applications that can be used directly on a KG without further

transformation. For example, KGs are used for recommender systems, rank

answers to questions, and drug discovery using biomedical KGs to predict
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drug-target interaction (Liang et al., 2023; Mohamed et al., 2025; Q. Wang

et al., 2017). A drawback of representing data in a graph is the loss of

the tabular structure present in traditional databases. To overcome this

limitation, KGs can be converted to graph embeddings to capture the latent

information and structure present in the KG for downstream applications

that require tabular data.

A graph embedding maps nodes and relations along with the struc-

tural composition of local and global neighborhoods, to an n-dimensional

latent space, yielding a normalized matrix suitable for standard models.

Common methods to create embeddings include random-walk and matrix-

factorization, as well as deep learning approaches such as node2vec and

StarE (Goyal & Ferrara, 2018). KG embeddings preserve the graph’s dis-

tinctive relational signals and neighborhood structure while projecting the

the information down into a latent space in a matrix format that is ready to

use in downstream models like Neural Networks (NN).

NNs have largely supplanted traditional models in domains such as

natural language processing, computer vision, and biomedical prediction,

especially in instances where data is plentiful and model performance

optimization is the main objective (Rudolph et al., 2023). The complexity of

the information that is projected into the latent space from a KG embedding

along with the numerous columns present in the HCUP dataset make using

a transformer model the optimal choice to create the final inferences for

DemoGraphDB.

In the upcoming sections, information about the various regulations in

the US healthcare industry frame the current state of healthcare compliance

and challenges. A review of SDOH highlights the importance of this dataset

for DemoGraphDB. An overview of the current state of ML research in
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healthcare illustrates the various approaches being taken in the domain,

and highlights the gaps in literature that DemoGraphDB framework can

address. A brief history of KGs, and foundational information about Graph

Theory relevant to this study build the theoretical backbone of the algorithms

used for DemoGraphDB. A deep dive into embedding techniques provides

justification on why the StarE deep learning embedding is chosen as the

final embedding method. A brief overview of the theory and application of

NNs, transformer model architecture, and the Attention mechanism create

the context for how the KG embedding and healthcare data are used as

input and processed to train and serve predictions for mortality events in

the complete DemoGraphDB framework.

2.2 The Regulatory Landscape and Innovation Sharing Challenges in

Healthcare

Healthcare organizations like providers, insurers and government agen-

cies generate a tremendous amount of healthcare data in their day to day

operations. Patient privacy needs and protected health record regulations re-

quire strict control to ensure this data is not exposed publicly. Consequently,

cutting-edge machine learning research that could benefit from training on

this data often overlooks the healthcare space (Mendelevitch & Lesh, 2021).

For companies that do invest in research, the data is internal, and the

results are often siloed within the organization for those same privacy and

regulatory concerns. This leads to disjointed innovation-sharing. Despite

these concerns, finding a way to create a space for shared innovation in

healthcare can lead to real positive impact for patients and society at large.
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2.2.1 Healthcare Regulations

To protect patient privacy, the privacy rule standards set forth by the

Health Insurance Portability and Accountability Act of 1996 (HIPAA) cover

patient protected health information (PHI) and how entities like healthcare

providers, health plans, healthcare clearinghouses, and others can use

and share a patient’s information. Specifically, HIPAA mandates limited

dataset usage for research, public health initiatives, or the administration

of research and investigation for healthcare operations (CDC, 2024).

These mandates from HIPAA have created friction for organizations that

wish to share data for research. The US government recognizes this issue

and has created additional regulations to facilitate smoother data sharing

among entities. The Patient Protection and Affordable Care Act (ACA) enacted

in March 2010 created the Patient-Centered Outcomes and Research Insti-

tute (PCORI) and the Health Information Technology (Health IT) initiative.

PCORI provides grants and financial support to comparative effectiveness

research. It also mandates public access to research findings within 90 days.

A successful implementation example of a PCORI-funded project expanded

the use of community health workers, showing improved quality of care

and reduced hospital stays for socioeconomically disadvantaged patients

(“Expanding the Use of IMPaCT,” 2019). The Health IT initiative mandates

the adoption of certified Electronic Health Record (EHR) systems to facilitate

interoperable Health IT infrastructure and encourages physicians to adopt

standardized EHR data practices (U.S. Congress, 2010). Adopting EHR

means data is recorded with uniform standards, facilitating interoperability

between organizations.

The 21st Century Cures Act of 2016 also designates a Data Standards

mandate that discourages information blocking practices, which are actions
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that interfere with the access, exchange, or use of EHR, as well as provid-

ing funding for high-risk, high-reward research as detailed in SEC. 2036

(Commissioner, 2025). However, this data sharing is mostly for patients

that request their data or ask for their records to be transferred from one

provider to another.

These initiatives and specifically the Healthcare Utilization Project (HCUP)

dataset publications, which this praxis uses, have eased the use of data

sharing with reasonable protections for patient privacy. Although the data-

sharing aspect has eased slightly, healthcare data is still very hard to obtain,

and organizations still silo research for competitive advantage.

2.2.2 Innovation Sharing Challenges

To maintain competitive advantage, entities in healthcare often create

organizational research silos, intellectual property frameworks, and focus

on problem-specific applications. This is understandable, as fundamentally,

most healthcare organizations are businesses that can benefit from having

a competitive advantage.

Healthcare companies often focus on specific medical issues that directly

concern them and create problem-specific applications, which leads to the

allocation of resources to highly targeted solutions (Marjanovic et al., 2020).

These practices, however, promote work in isolation while the resulting

fragmentation hinders interdisciplinary collaboration. This often leads to

inefficiencies and duplicated effort. Although this type of focus can lead to

advances in specific research categories, the often narrow research scope

overlooks broader systemic innovations that could be realized from more

interdisciplinary research collaborations. Another issue with this kind of

targeted research is the impetus to create intellectual property (IP). With
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these different problems grouped together, the combined effect limits the

spread of innovative solutions throughout the healthcare system and wastes

the potential for comprehensive advancements that could be gained from

collaboration (Lau et al., 2024). A shift in focus from these targeted solutions

to the broader challenges at the population level can lead to solutions that

address the root causes of health inequities holistically (Pettigrew & Cooke,

2022).

In other domains, deep research funded by private organizations often

lead to innovations that are registered as IP. Registering IPs can inadver-

tently stifle collaborative research regardless of industry. Patents granting

exclusive rights can lead to "Tragedy of the Anticommons," a type of market

failure from fragmented property rights and coordination breakdown (R.

Wang et al., 2024). An implementation of a larger idea that encompasses

multiple IP components would require assembling IP rights in a piecemeal

fashion. Often, the effort to secure multiple agreements exceeds the benefit

of doing so (Major et al., 2016).

To summarize, researchers in the healthcare domain must conform to reg-

ulatory requirements, be cognizant of data sharing and privacy agreements,

and navigate complex IP laws and configurations. With the additional impe-

tus of entities to silo research, it becomes difficult for researchers to utilize

solutions across the board. Although broad efforts to facilitate collaboration

have been implemented, the scale of difficulty still remains daunting. The

proposed framework of DemoGraphDB seeks to mitigate some of these con-

cerns by demonstrating a reusable solution using publicly available SDOH

data that can be used for appropriate ML predictive tasks in healthcare,

with multiple downstream use cases possible.
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2.3 Social Determinants of Health

A key component of the DemoGraphDB is publicly available SDOH data.

SDOH has demonstrated to be a remarkably reliable influencing factor in

predicting health outcomes in various settings. Broad and refined categories

of SDOH have emerged to keep this collection of data organized. A review

of literature on the uses of SDOH in various healthcare and healthcare-

adjacent applications, including selected applications of ML, shows how

organizations today are using SDOH to further research and clinical appli-

cations.

2.3.1 SDOH influence on health outcomes

Although the numbers vary, some studies demonstrate SDOH can ac-

count for 30% to 55% of health outcomes. SDOH has been shown to be a

statistically significant factor in conjunction with the availability of health

resources in infant mortality (Al Saidi et al., 2025). SDOH can also influence

patient behavior and predispose them to either make positive or negative

choices regarding their health. Differing levels of income, education levels,

housing stability, and access to nutritious food can increase or decrease

a patient’s engagement and adherence to care plans provided by health

insurance, causing direct and indirect impacts to care costs over short and

long time periods (Adeogun & Faezipour, 2025). Research shows that SDOH

can be used to predict health-related quality of life (HRQOL), with studies

demonstrating that just four SDOH indicators of being in a relationship,

the level of education, occupational status, and net income per household

can increase or decrease HRQOL (Abegaz et al., 2025).
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2.3.2 Social Determinant Categories

To understand what data actually qualifies as SDOH, some classification

and standardization is required, with several frameworks proposed (Barros

et al., 2010; Novilla et al., 2023). Broadly, SDOH factors can be classified

into four levels: individual, local, national, and global. Individual factors

comprise education, income, lifestyle choices like diet and exercise, access to

healthcare, and occupation. Local factors include neighborhood conditions

like access to housing and clean water, community resources like grocery

store availability and access to parks, local economic conditions like job

opportunities and employment rates, crime and safety conditions, and ac-

cess to transportation. National factors include the healthcare system and

access to coverage, economic policies like the minimum wage and taxation,

education policies like access and quality of schools, social programs like

housing support and food assistance, and environmental regulations like

policies on pollution and clean air and water standards. Global factors in-

clude global trade policies like access to medicine and food supplies, climate

change impacts, pandemics and diseases, global inequities like disparities

in technology between countries, and the influence of international aid and

development (Murray et al., 2020; Salehnia et al., 2022). For the purposes

of DemoGraphDB, the availability of data is the driving factor, and not nec-

essarily the finer details of SDOH classification methodology. A recurring

theme in these levels is the anchoring of data to a specific location. This

geospatial property provides a base to "hang" the data in a KG and is used as

the foundational KG ’lattice’ to construct both the HCUP and ACS datasets,

since both include FIPS codes as a data column.
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2.4 Knowledge Graphs

KGs are a core component of the DemoGraphDB framework. A KG is used

because it has distinct advantages over traditional architectures as a store

of information. Using a KG for data means data forms a semantic structure

from linking nodes via edges that mimics the properties of semantic relations

between words in language. This is a crucial detail of why KG embeddings

perform well when used with transformers both to create embeddings, and

also when using embeddings for downstream applications. The presence or

absence of connecting edges also forms local and global structures within

the graph. In the next section, a brief history, a review of graph theory, and

some interesting properties of KGs are covered.

2.4.1 History of Knowledge Graphs

The first description of graph theory was loosely proposed by Leonhard

Euler in 1736 describing the solution to the seven-bridge problem of Königs-

berg (now Kaliningrad, Russia) which had two large islands connected to

each other and the mainland by seven bridges as depicted in Figure 1. Euler

wanted to see if there was an optimal way to traverse the island using the

7 bridges in the town. The solution he found was a walk through the city

that crosses each bridge exactly once.
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Figure 1
Euler’s Seven Bridges of Königsberg.
Source: Wikimedia Commons [Public Domain]

Sadly, from Euler’s time to the 20th century, there was little notable

research in the field, until graph theory became a formal branch of math-

ematics (Abu Saleem, 2020). In 1958, Richens proposed the concept of a

network of bonded semantic elements, known as a Semantic Net, to solve

the problem of language translation via the foundational rules underpinning

language, rather than through an intermediary language, for example from

Chinese to Japanese without English as a translation medium (Richens,

1958). In 1968, Marvin Minsky from MIT published one of the first books

defining the core concept behind what would later become known as Knowl-

edge Graphs. This book is a compendium of his work and papers from his

students at the time. His student Bertram Raphael expanded the concept

of a semantic network and created one of the first computer programs to

utilize these networks using Semantic Information Retrieval (SIR), a dynamic

semantic model that learns from user input and answers novel questions

from the learned knowledge (Minsky, 1968).

The 1970s and onward saw an acceleration of discovery and increasing
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interest in KGs. In the beginning of the 1970s, Expert Systems with AI

programs mimicking decision-making abilities using manually coded rules-

based inference engines were first created. This process was somewhat

standardized in 1983 with the introduction of the Knowledge Engineering

Environment, a tool for building expert systems using frames and rules, a

frame-based knowledge representation with object-oriented features. This

was further refined with Frame-based Languages in the late 1980s, culmi-

nating in KL-ONE, which provides hierarchical classification with defined

semantics. 1984 saw the initiation of the Cyc Project, an ambitious AI

project to encode common sense knowledge in a formalized knowledge base.

Unfortunately, the technology to achieve that grand ambition did not exist

at the time.

In 1999, the Resource Description Framework (RDF), a standardized

model for data interchange on the web was introduced by the World Wide

Web Consortium (“RDF - Semantic Web Standards,” n.d.). In 2004, W3C

introduced Web Ontology Language (OWL) for the RDF to introduce best

practices for ontology (the formal representation of a set of concepts, entities,

and their relationships in a specific domain) creation in collaboration with

researchers and organizations in computer science and technology. In 2012,

Google released the first commercial-scale knowledge graph based on an

entity-centric graph to improve their search query results (Liang et al., 2023;

Mohamed et al., 2025).

Although the study of graph theory and KGs stalled since Euler’s bridge

up to the early 20th century, modern applications in ML and AI are redis-

covering the potential of KGs and this is now an area of intense research.
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2.4.2 Graph Theory and Knowledge Graphs

Graph Theory is a branch of discrete mathematics concerned with the

study of structures that model pairwise relationships between objects. A

graph G consists of a set of vertices or nodes V and a set of edges or

relations E. The edges can be undirected in a graph indicating two-way

relationships, or directed in a digraph indicating one-way relationships.

Graphs can be used to represent a wide variety of real-world systems, from

social networks, computer networks, city road systems, biological pathways,

elemental relationships, and more (Abu Saleem, 2020).

Definition 1 ((Q. Wang et al., 2017)). A knowledge graph is a multi-relational

graph composed of entities and relations which are regarded as nodes and

different types of edges, respectively.

When real information is depicted in this way, we label the graph struc-

ture as a KG. KGs come in 3 flavors: static, temporal and multi-modal.

Static KG comprise of static uni-modal facts. Temporal and multi-modal

KG are constructed using extra temporal and/or multi-modal information,

with their foundation anchored in static KG concepts (Liang et al., 2023).

A KG is denoted as KG = {E,R,T}, where E,R,T are the set of entities,

relations, and triples, respectively. A triple is a fundamental concept of a

KG that represents a relationship between entities (a snippet of information),

consisting of a head entity, relation, and tail entity in the form (h,r, t) ∈ T

where h, t ∈ E, and r ∈ R (Xu et al. 2024).
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Figure 2
Example of a Triple.

Albert
Einstein Nobel PrizeWinnerOf

Property graphs are KGs where relations used to connect entities have

properties or attributes. In this type of graph, a fact is represented as

a triple. (Ji et al., 2022). An example of a factual triple can be (*Albert

Einstein*, ‘WinnerOf‘, *Nobel Prize*) as shown in Figure 2. Triples can be

used to represent almost any type of relationship between entities, like the

connection between people, places, organizations, and concepts. Practically,

they can be used to answer questions, reason over data, and perform

tasks like entity recognition, relation extraction, and knowledge graph

completion (Xu et al., 2024). A triple is a very human-readable way to

present information; the descriptive relation between two entities provides

context that can be inferred without creating explicit sentences to explain

the triple.

KGs are used in various domains, such as finance, e-commerce, educa-

tion, and manufacturing. Financial firms use KG for risk assessment and

fraud detection through first linking disparate financial datasets and then

discovering patterns and relationships through various imputation and

discovery methods specific to KGs. In manufacturing, KGs enable automa-

tion and optimization by integrating different types of data sources based

on their ability to link different entities together through relation mapping

(Shang, He, et al., 2024). Specific applications of KG use in healthcare

are provided in later sections of this chapter. In the next section, some
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advantages of using KGs are highlighted.

2.4.3 Advantages of knowledge graphs

KGs provide a few unique benefits over traditional tabular data architec-

tures. Disparate data sizes and sets can be integrated with less overhead.

Semantic parsing allows the capturing of knowledge in a structured format.

The task of mapping knowledge using triples encodes inductive bias into

the structure, which can be leveraged downstream. Data can be mapped

with explicit guidance during the graph creation process to encode causal

reasoning into the structure, and preserve it during the embedding phase

with careful embedding model selection.

2.4.3.1 Improved Data Integration

One of the key strengths of KGs is their ability to integrate multiple

sources of data. In a traditional tabular databases, each new dataset might

need to be table normalized, and an extensive extract, transform and load

process plan implemented to integrate the new data source. The ability to

integrate different size datasets without the need to explicitly create schemas

eases the time technical teams need to spend on database architecture,

as well as providing business users a way to integrate many different data

sources intuitively. KGs have a flexible and expandable structure, which

reduces the time needed for data integration. Since KGs can represent

almost any kind of information as entities or relations, researchers can

make intuitive decisions on how to arrange new data into existing KGs. In

applications such as question answering and recommendation systems,

KGs use this flexible data storage capability to combine diverse data sources

like text, images, video and audio, leading to enhanced performance (Von
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Rueden et al., 2021). For DemoGraphDB, this flexibility allows for the

seamless integration of location data and the SDOH from the ACS to be

mapped as a holistic geospatial graph.

2.4.3.2 Injecting Domain Knowledge

KGs are constructed using semantic parsing, which is the process of con-

verting natural language expressions or structured information into triples

(Vogt, 2024). This triple can then be encoded into a lower-dimensional

latent space via graph embedding methods. The structural information like

neighborhood structure and node proximity and semantic information like

relationship description and node content is encoded in the embedding.

This structural and semantic information captured in the embedding in-

jects domain-specific knowledge into downstream models, improving model

performance and accuracy (Dash et al., 2022). In DemoGraphDB, the

knowledge graph might encode relationships between different data points

such as housing availability and the number of children in the area to make

more informed predictions.

2.4.3.3 Inductive Bias in Knowledge Graphs

KGs can introduce inductive bias via their embeddings when used with

NNs, allowing them to learn more effectively from structured data. In graph

networks, if two entities have a connection between them, the assumption

is that they have some sort of interaction. The absence of an edge implies

isolation (Cheng et al., 2021). This trait of structuring knowledge by in-

dicating the presence or absence of a relationship explicitly may enhance

model performance in tasks like object detection and natural language anal-

ysis, where understanding complex relationships is crucial (Von Rueden
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et al., 2021). This kind of structure may also guide models towards more

effective learning outcomes (Dash et al., 2022). Ultimately, it is hard to

prove inductive bias is encoded into a KG embedding, as the embedding

process produces a matrix that is not interpretable even when information

is captured in the latent space. In the proposed framework, the integration

of geospatial structure and the explicit modeling of semantic relationships

from the ACS data may introduce inductive bias to enhance the informa-

tion projected onto the embedding for consumption in by the downstream

models.

2.4.3.4 Enabling Causal Reasoning

Causality refers to the relationship between cause and effect, where one

event directly influences another event. Although creating a KG does not

automatically impart causal reasoning as a property, the act of explicitly

connecting facts with data annotation may encode causal information into

the relationships between entities in a KG. This capability allows KGs to

encode potential causal interactions into embeddings (Narendra & Nagaraj,

2025). The DemoGraphDB pipeline integrates SDOH as structured se-

mantic relationships with geographical location, enabling opportunities for

causal reasoning to be encoded in the embedding. Much like inductive bias

encoding, causal reasoning encoding is also difficult to discern from an

embedding. The hope is that the embedding created captures both inductive

bias and causal reasoning in the latent space for DemoGraphDB.

2.5 Neural Networks

In the framework, the output from the KG is used as the training input

for the transformer, which is a type of NN. NNs are deep learning models
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consisting of neurons stacked and layered in various shallow or deep config-

urations as shown in Figure 3. Neurons here are the basic computational

unit, taking some input vector of values, multiplying that vector by another

learned vector and adding a bias value. Then, it applies a nonlinear function

like ReLU or sigmoid to normalize the output between zero and one.

Many of these neurons are stacked together to process a single input

vector, each producing a slightly different output from the input using

each neuron has own weight parameters. These stacked neurons can

be layered as well, with different arrangements connecting one layer of

neurons to another layer, with additional processes like dropouts and data

augmentation from residual/skip connections creating learned weights that

are diverse and capable of capturing intricate latent information, which

approximate complex functions that can recreate the latent property with

updates as training progresses.

The training process updates these approximate functions by iteratively

adjusts the learned weights using gradient descent to continuously search

for the global minima that reduces the loss between the learned weight and

the actual vector value via the process of backpropagation, which goes back

and updates the learned weights after each training pass with respect to

the updated gradient (Alves et al., 2024).
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Figure 3
A simple neural network with two hidden layers.

Input layer Hidden layer Output layer

2.5.1 Transformers

Transformers are particularly effective for tasks involving high dimen-

sional, unstructured, or complex data because their architecture, as de-

picted in Figure 4 allows them to approximate the previously mentioned

arbitrary functions with constant updating of the learned weights. The

attention mechanism in transformers and the application of residual con-

nections improve the learning efficiency and the expressiveness of the model.

The ability to capture, or at least approximate, highly nonlinear functions to

represent the shape of data gradients supports the selection of transformer

models for the task of predicting inpatient mortality from the HCUP dataset

(Rodriguez et al., 2025; Rudolph et al., 2023).
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Figure 4
The transformer architecture. Adapted from Vaswani et al.
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Transformers are widely used in various tasks, including natural lan-

guage processing (NLP), computer vision, and graph neural networks (Vaswani

et al., 2017). The main components of the transformer are the encoder

and the decoder. The encoder layer has a multi-head self-attention layer, a

feed forward network, residual connections and layer normalization. The

decoder has the same components along with masked self-attention and

an encoder-decoder connection. At a high level, the encoder converts input

into a contextual representation, and the decoder takes that representation
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and generates an output sequence.

Figure 5
The attention mechanism.
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The self-attention mechanism in Figure 5 computes the scaled dot prod-

uct attention. For every input token, the model learns three vectors: Query

(Q) - the information the token is looking for, Key (K) - the kind of information

each token has, and Value (V) - the actual information using Equation 2.1.

Attention(Q,K,V ) = softmax
(

QK⊤
√

dk

)
V (2.1)

Here, dk is the dimension of the key vectors, and the Softmax function
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ensures that the attention scores sum to 1 Using multi-head attention, each

head learns different representations by projecting the input into different

subspaces. The outputs of all the heads are concatenated and linearly

transformed to produce the final output. Each layer in the transformer has

a feed-forward network applied to each position separately and identically.

It consists of two linear transformations with a ReLU activation in between.

Since transformers process the input at once, sequential information is

lost during this calculating process. Positional embeddings are created

using sinusoidal functions to provide a continuous representation of the

positions of the input using sine and cosine functions. Once the positional

embeddings are generated, they are added back to the input embedding,

which is then fed into the first layer of the transformer.

Transformers are typically trained using a variant of stochastic gradient

descent, such as Adam or AdamW. Cross-entropy is often used as the loss,

and binary cross-entropy will be the loss used for our classification task.

Transformers have revolutionized NLP by enabling parallelization during

training and capturing long-range dependencies more effectively than pre-

vious architectures like Recurrent Neural Networks (RNN) and Long Short

Term Memory (LSTM). They are the backbone of many advanced models,

including BERT, GPT, and T5.

2.6 Graph Embeddings

The KG created from the mapping of the HCUP and the ACS data needs

to be converted into an embedding for the transformer. The embeddings

can represent the nodes in a graph as vectors in a continuous space, en-

abling the capture of complex relationships, local and global neighborhoods,

and structural dependencies. Some techniques to create embeddings are
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Node2vec, DeepWalk, Graph Convolutional Networks, GraphSAGE, Lapla-

cian eigenvectors, and pre-computed singular value decomposition (SVD)

vectors (Q. Wang et al., 2017). Conveniently, transformer models can also

be used to create these embeddings. In graph transformers, embeddings

are typically initialized using node features and positional encodings and

then refined through layers of attention mechanisms. This process trans-

forms the input graph into a dense lower-dimensional representation that

preserves structural and semantic information (Min et al., 2022). StarE, a

type of graph neural network (GNN) framework that uses transformers to

encode the embedding, is selected as the embedding method based on its

performant characteristics compared to alternative embedding techniques

(Q. Wang et al., 2017).

2.6.1 Graph Neural Networks

This section details the math behind how a GNN captures information

from a graph to form an embedding. In an undirected graph G = (V ,E )

where V represents a set of nodes and E represents a set of edges, each

node v ∈ V has a vector hv and a neighborhood N (v). A GNN learns a

representation of this graph iteratively via aggregating messages from their

neighbors as denoted in Equation 2.2.

Let the node update at iteration k+1 be defined as:

hk+1
v = UPD

(
hk

v,AGGRu∈N (v)φ

(
hk

v,h
k
u,evu

))
(2.2)

Where:

h(k)v feature vector of node v at layer k;
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h(k)u feature vector of node u at layer k;

N (v) neighborhood of v;

evu edge feature from node u to v;

φ message-passing function;

AGGR aggregation function;

UPD update function.

The embedding is learned by passing the node and the neighborhood

along with the edge features, which are then aggregated via the aggre-

gate function (AGGR), and finally the update function (UPD) updates the

embedding with the new information (Gilmer et al., 2017).

Different GNN architectures like Graph Convolutional Networks (GCN)

and Graph Attention Network (GAT) modify the AGGR and UPD strategy

based on their architecture. In GCN architectures, representations of neigh-

bors are transformed via a weight matrix W and then combined and passed

through a non-linear function f (·) like ReLU. a GCN layer k is represented

in Equation 2.3.

h(k)v = f

(
∑

u∈N (v)
W k h(k−1)

u

)
(2.3)

On a directed multi-relational graph G = (V ,R,E ) where R represents the

set of relations r, and E denotes a set of directed edges (s,r,o) where nodes

s ∈ V and o ∈ V are connected via relation r. A GCN assumes information in

a directed edge flows both ways. Therefore, for each edge (s,r,o) an inverse

edge (o,r−1,s) is added to E along with any self-loops (v,rsel f ,v) for each node

v ∈ V . To account for the set of relations, Equation 2.4 can be extended by

introducing a relation-specific weight matrix Wr in Equation 2.5.
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h(k)v = f

(
∑

u∈N (v)
W (k)

r h(k−1)
u

)
(2.4)

However, these networks are known to be overparameterized. CompGCN

instead learns specific edge-type vectors (Vashishth et al., 2020):

h(k)v = f

(
∑

(u,r)∈N (v)
W (k)

λ (r)φ

(
h(k−1)

u , h(k−1)
r

))
(2.5)

In Equation 2.5, the ∑(u,r)∈N (v) summation iterates over the set of neigh-

bors N (v) of node v. Each neighbor is represented as a pair (u,r), where u is

a neighboring node and r is a relation or edge type connecting v and u. Then

a weight matrix W (k)
λ (r) specific to the k-th layer and the relation r is updated

where the function λ (r) maps the relation r to a specific index or category,

allowing for relation-specific transformations. φ

(
h(k−1)

u ,h(k−1)
r

)
computes a

feature representation based on the embeddings of the neighboring node u

and the relation r from the previous layer (k−1). The function φ could be

a simple concatenation, a more complex interaction function, or another

neural network layer.

Overall, Equation 2.5 describes how the embedding of a node v is updated

by aggregating information from its neighbors, taking into account both

the neighboring nodes and the types of relations connecting them. This

process is repeated iteratively across layers to capture increasingly complex

patterns in the graph.

A hyper-relational knowledge graph (HKG) is a type of KG where the

edges have semantic information like educated at in Figure 6. Each edge

in a hyper-relational graph not only connects two nodes with a primary

relation but also includes a set of additional attributes that provide more

detailed information about the relationship. This structure allows for richer
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and more complex representations of relationships in the graph. This

information is represented by qualifiers, also known as triples metadata, to

capture and represent hyper-relational facts (Galkin et al., 2020).

Figure 6
Hyper-relational facts.
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In a HKG G = (V ,R,E ), E is a list (e1, ...,en) of edges where e j ∈ V ×R×V ×

P(R×V ) for 1 ≤ j ≤ n, and P is the power set. A hyper-relational fact e j ∈ E

is written as a tuple (∫ ,r, ≀,Q) where Q is a set of qualifier pairs {(qri,qvi)}

with qualifier relations qri = R and qualifier values qvi = V . Here, (s,r,o) is

the main triple. Q j denotes the qualifier pairs of e j.

2.6.2 StarE

Galkin et al. (2020) propose StarE, a graph embedding technique that can

encode an arbitrary number of qualifiers along with the main triple, while

keeping the semantic role of qualifiers and triples intact. This approach

is superior to traditional GNN architecture, allowing for the capture of

qualifier pairs along with edge pairs. The embedding is accomplished using

a modified graph neural network (GNN) framework.
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Figure 7
StarE hyper-relational fact encoder.

In Figure 7, Qualifier pairs qr1,qr2 are passed through the composition

function , summed, and transformed by Wq and merged with r via γ. The

relation vector o is merged via φr to form the final Wγr matrix which is

passed and summed along with other hyper-relational edges to aggregate to

node .The STARE hyper-relational edge encoding mechanism incorporates

the qualifiers {(qri,qvi)} with the main triple (s,r,o) into the message passing

process. This extends Equation 2.5 to combine edge embedding hr with a

fixed-length vector hq, representing the qualifiers associated with a specific

relation r between nodes u and v.

hv = f

(
∑

(u,r)∈N (v)
Wλ (r)φr

(
hu, γ

(
hr,hq

)
vu

))
(2.6)

In Equation 2.6, γ(·) combines the main relation representation with

a representation of its respective qualifiers which are the concatenation

of [hr,hq]. Then an element-wise multiplication of hr ⊙ hrq is performed. A

weighted sum as shown in Equation 7 can also be used.
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γ(hr,hq) = α ⊙hr +(1−α)⊙hq (2.7)

In Equation 2.7 α is a hyperparameter that controls the flow of informa-

tion from qualifier vector hq to hr. The qualifier vector hq here is obtained

from a composition φq of a qualifier relation hqr and qualifier entity hqv. The

composition function can be any entity-relation function similar to Equa-

tion 5. The representation of different qualifiers pairs are aggregated in a

position-invariant summation and projected onto Wq:

hq = Wq ∑
(qr,qv)∈Q jrvu

φq(hqr,hqv) (2.8)

Equation 2.8 allows the representation of the qualifier to incorporate an

arbitrary number of qualifier pairs, and can account for whether entities

and relations occur in the main triple or qualifier pairs. This novel method

of representation presents the ideal embedding choice for DemoGraphDB.

2.7 The current state of ML in healthcare

The healthcare sector is witnessing major shifts in care management

and research applications with the integration of ML technologies. These

advancements enhancing diagnostic accuracy and personalizing treatment

strategies using patient records to serve patient care plans. This section

describes some recent deployments and use of ML in clinical and research

settings.

2.7.1 Diagnostic Applications

Computer vision models are being used to interpret X-rays, CT, and MRI

at scale and flag candidates that deserve a closer look, which shortens
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review times for practitioners for many conditions (Yadav, 2024). In practice

they work best as triage and second-reader systems, not replacements. In

clinical settings, these applications should incorporate tight feedback loops

with model builders to flag errors to see the most reliable gains.

2.7.2 Personalized Treatment Strategies

Patient-level modeling blends genetics, prior history, vitals, and medi-

cation data to recommend treatment options backed by research that can

be referenced at scale (Yadav, 2024). Typical applications include pharma-

cogenomic dosing, risk-stratified care plans, and dynamic care adjustments

after new labs arrive or with added clinical notes.

2.7.3 Predictive Analytics

Forecasting tools can predict readmission rates, sepsis onset, and de-

terioration rates among other uses. These kinds of predictive tools use

longitudinal EHR along with recent health patterns to anticipate risk (Ya-

dav, 2024). Optimized and calibrated scores like the ones produced by

DemoGraphDB support decision thresholds, and can turn a prediction into

a concrete next step like additional monitoring, ordering new labs, etc.

Machine learning is also being used to improve the accuracy and reli-

ability of length of stay (LOS) predictions in hospitals. By analyzing vast

amounts of patient data, ML applications can discern complex patterns and

relationships that may influence LOS (AlMuhaideb et al., 2024). An inpa-

tient stay is orders of magnitude more expensive than outpatient treatment.

Being able to predict LOS can help hospitals, doctors and insurance com-

panies plan treatment strategies and cost estimates to find opportunities

to maximize treatment effectiveness and reduce the length of stay where
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possible.

2.7.4 Hybrid Models

Hybrid models that combine the strengths of different algorithms to

achieve high accuracy in disease classification are now being considered as

a viable option due to the lowering cost of compute. Assembling multiple

models to create predictive outcomes are now less onerous to run reliably in

production. For instance, a hybrid model combining a Convolutional Neural

Network (CNN) with a Support Vector Machine (SVM) achieved an accuracy

of 89%, sensitivity of 81%, and specificity of 93% in detecting cardiovascular

diseases (Ogunpola et al., 2024). These hybrid models highlight the potential

of integrating diverse ML techniques to enhance diagnostic accuracy and

reliability.

2.7.5 Electronic Health Records Analysis

The analysis of electronic health records (EHR) using ML is yielding valu-

able insights and patterns that enhance disease diagnosis, treatment predic-

tion, personalized medicine, and overall patient management (Ogunpola et

al., 2024). By extracting meaningful information from EHR structured data

like hospital forms, along with free form text like doctor notes, fine-tuned

models using Retrieval Augmented Generation (RAG) and models with low

rank adaptation-based fine-tuning are providing reliable care management

recommendations to providers.

2.7.6 Recent ML Approaches Using KG and SDOH

KGs are used in some approaches to enhance the performance of ML

models in healthcare applications. For instance, integrating KGs with RAG
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techniques has improved the quality of responses in healthcare settings

by providing domain-specific content generation on local, verified data. In

addition, chain-of-thought reasoning has been used to process information

in the KG by articulating and exploring intermediate steps and rationale

before arriving at conclusions when generative models provide clinical care

recommendations. The use of synthetic and feature-engineered text included

in KGs has been proposed to further fine-tune and instruct large language

models (LLMs) with high-quality inputs and reduce hallucinations (Lee &

Lindsey, 2024).

SDOH data has been leveraged in ML applications to improve healthcare

outcomes, such as predicting 30-day hospital readmission rates in heart

failure patients. Studies have shown that incorporating additional domain-

specific SDOH variables beyond the census-tract level to the Healthcare

Research and Quality (AHRQ) dataset enhances the performance of down-

stream ML models. Open-source large language models (LLM) have also

been used to automatically annotate over 700 SDOH variables from multiple

data sources, facilitating efficient integration with individual patient data

(Fensore et al., 2024).

Several recent advances have focused on the incorporation of SDOH

data into predictive models to improve accuracy. However, the inclusion

of SDOH data can introduce bias and fairness issues, particularly when

certain demographic groups are underrepresented or misrepresented in

the data. Data collection methods can overlook certain sections of the

population. For example, the ACS survey is mailed out to households, but

this means the survey cannot be administered to the homeless population

without additional steps like sending surveyors to the locations where the

homeless are. It is difficult to locate transient people, and location-based
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statistics would be difficult to apply to people constantly on the move. To

address these challenges, methodologies have been developed to augment

the data that is collected as well as to detect and mitigate bias in ML models

trained on KGs (Shang, Yang, et al., 2024). Bias detection and mitigation is

outside the scope of this praxis, but is a worthwhile area of further research

as a refinement step to DemoGraphDB.

2.8 Conclusion

Healthcare is not the easiest domain to innovate in. Various privacy reg-

ulations hinder data sharing. Protectionist research by siloed organizations

encourage knowledge and innovation hoarding. Narrow focus on solving

specific business problems create solutions that are hard to apply broadly.

Navigating complex IP regulations hinder broad research that span large

problem spaces.

However, innovation in healthcare is a worthwhile pursuit. The potential

societal benefits are broad; whether the innovation is an advancement in a

clinical setting like helping intensivists make more informed decisions about

which patients are in most dire need of attention in Intensive Care Units,

or health insurance companies better assessing risk in the patient pool to

provide tailored services and reduce cost. There is much to be gained from

research and innovation in healthcare, and the benefits if shared can span

multiple problem spaces.

The integration of machine learning into the healthcare sector is driving

advances in various settings, from diagnostics to personalized treatment

strategies. The ability of ML to analyze complex medical imaging data, tailor

treatment plans based on comprehensive patient profiles, and predict dis-

ease progression and hospital LOS is transforming patient care and resource
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management. The development of hybrid models highlights the potential

of combining multiple ML techniques to enhance diagnostic accuracy and

reliability as the cost of serving predictions decreases.

The combination of KG and SDOH data into ML models is a promising

approach for improving healthcare outcomes. By representing complex

relationships and integrating diverse data sources that may otherwise prove

difficult to incorporate using traditional database methods, KGs offer a

structured framework for information integration that has flexibility and

scalability. The KGs can then be used directly for applications like question-

answer knowledge bases, or transformed into embeddings that encode

information from entities, relations, and neighborhood structure. The em-

beddings may also encode inductive bias and inject domain knowledge into a

form suitable for downstream ML applications to use as data augmentation.

This praxis aims to create a framework that can enhance the predic-

tive power of an inference in a healthcare setting using SDOH represented

in a KG as a data supplement to existing data. The framework, dubbed

DemoGraphDB, utilizes publicly available SDOH data and the inherent ad-

vantages of KGs, creates an embedding of the KG using StarE, and combines

it with a healthcare dataset to increase predictive power of a transformer

model. The interchangeable piece here is the healthcare dataset, and the

target variable selected for inference. Specifically, the framework in the con-

text of this praxis is used to predict a mortality event from patient admission

data. In practice, the inferences could be used to provide additional infor-

mation to intensivists in the ICU to focus attention on the patients most at

risk. Generally, using this framework allows researchers and organizations

to leverage publicly available SDOH data to augment their internal data

when building predictive applications using patient EHR.
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Chapter 3: Methodology

3.1 Introduction

This chapter provides a description of the datasets along with the data

processing steps required for each dataset in preparation for the inference

tasks. To establish a baseline from the healthcare dataset, a simple logistic

regression (LR) model is used. To test the 3 hypotheses, 2 knowledge graphs

(KG), and 2 separate model types are created. Finally, a conclusion leads to

Chapter 4, where the results are discussed in detail.

The work presented in this chapter provides the technical details to

achieve two key objectives when paired with the link to the github repository

provided in Appendix A. First, to introduce a general framework to output an

inference for a target variable in the healthcare domain using a combination

of graph theory and transformer-based neural networks. Second, to demon-

strate that using Social Determinants of Health (SDOH) can enhance the

predictive power of an existing dataset in healthcare predictive applications.

The framework used introduces some key benefits. First, it demonstrates

that using KGs to house healthcare data is a feasible alternative to using

traditional tabular data storage methods. Second, it demonstrates that

using KGs to house data injects new information that would otherwise

not be present if using tabular storage methods. Third, that complicated

preprocessing work to feature-engineer datasets for downstream machine

learning (ML) can be simplified. These benefits can be incorporated into

the inference pipeline to realize immediate value from information gain and

engineering resource reduction when building predictive applications in the

healthcare domain for appropriate use cases.
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3.2 Model Architecture

Figure 8
Architecture of H1, H2, and H3 models with shared components.

To establish a baseline accuracy metric, a Logistic Regression (LR) to

predict DIED from hospital admission data is set up using One Hot Encoded

(OHE) data derived from the Healthcare Cost and Utilization Project (HCUP)

2021 New York State Inpatient Database (SID). Then the testing of each

hypothesis from H1 to H3 is enabled by the use of unique components

in combination with reusable components of a common architecture as

illustrated in Figure 8. The unique components of H1 are the use of the

Healthcare dataset mapped to a HCUPKG geospatial graph. It then uses

the common architecture components to iterate through a biased random

walk algorithm to create a random walk corpus. This corpus is embedded

using node2vec, verified for clustering using t-SNE, split into train and

test, and trains the LR with the same configuration as baseline to get an

accuracy score for H1. For H2, the HCUP OHE data is split, and trained
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using a transformer model. For H3, the StarE algorithm is used to create

the embedding of GEOACSKG. It is then combined with the HCUP OHE

data at the FIPS code level, and run through the same transformer model

in H2 to get an accuracy score.

3.3 Compute

All processing and compute are performed on a Windows 11 PC with the

following specifications:

• Operating system: Microsoft Windows 11 Pro, Version 10.0.26100

• Processor: Intel(R) Core(TM) i9-14900KF 3.20 GHz

• Memory: 192 GB (192 GB usable)

• Graphical Processing Unit: NVIDIA GeForce RTX 4090

3.4 Datasets

3.4.1 Healthcare Cost and Utilization Project and the State Inpatient

Database

The Healthcare Cost and Utilization Project (HCUP) is a collection of

healthcare databases and software tools provided for use through a part-

nership between Federal, State, and Industry participants. It contains the

largest collection of longitudinal hospital care data in the United States

(HCUP-US Overview, n.d.). The State Inpatient Database (SID) contains inpa-

tient discharge abstracts from participating states sorted by year. The SID

provides the ideal real-world data of hospital visits and outcomes required

to demonstrate the efficacy of the framework.
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3.4.1.1 Data Summary

The specific dataset used is the 2021 New York State Inpatient data

(NYSID) from the SID, which contains clinical and non-clinical discharge

information on all visits to 207 hospitals in New York as defined by the

Agency for Healthcare Research and Quality (AHRQ) regardless of payer.

The data includes Medicare, Medicaid, private insurance, self-pay and “no

charge” visits (Introduction to the SID, n.d.). Individual entries can have

missing elements depending on the source of the original data. The data

is provided in ASCII format, available through the submission of a formal

request for use in a research setting.

The 2021 NYSID consists of 4 files: Core, Charges, AHA Linkage, and

Diagnosis and Procedure Groups. From the SID-provided files, only the

Core and Diagnosis and Procedure Group files are used, since this praxis is

only concerned with mortality events (“DIED”).

3.4.1.2 Core File

The Core file contains one discharge-level observation per discharge.

The file contains 2,031,943 unique entries and 260 columns. Column

entries consist of measurements taken during intake if available, along

with demographic information, time of admission, etc. Each unique entry

represents a discrete hospital stay. Individual patients can have multiple

entries for unique visits. The median age for entries in the file is 50.56

years.
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Figure 9
Age distribution of non-negative records from the 2021 CORE file.

There are 44 records with a negative age value, which indicate a data

recording error and are dropped. The age distribution excluding negative

values is shown in Figure 9.
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Figure 10
DIED counts present in the 2021 CORE file.

The target variable chosen for inference is DIED. In the dataset, there are

62,941 mortality events and 2,028,959 non-mortality events recorded as

depicted in Figure 10.
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Figure 11
Average Length of Stay for patients that died vs. those who did not in the 2021
CORE file.

Table 3.1 Summary statistics comparing died vs. not died.

DIED NOT DIED
Length of Stay 10.53 days 5.29 days
Average Age 72.50 years 49.89 years
Median Age 75 years 55 years

The average length of stay (LOS) in Figure 11 shows the difference in

LOS along with the average and median age of patients by LOS in Table 3.1.

3.4.1.3 Diagnostic and Procedure Group file

The Diagnostic and Procedure Group (DXPR) file contains discharge-level

elements, with the unit of observation being the inpatient stay record. The

file uses ICD-10-CM/PCS diagnostic and procedure information from the

HCUP database and is linked to the CORE file via the KEY column. The file

contains 2,031,943 entries and 1032 columns.
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3.4.1.4 Data Processing

The files are provided in fixed-width ASCII format. HCUP provides

database creation and uploading scripts for SAS, SPSS, and STATA. Un-

fortunately, these programs are not available to use for this praxis, and an

alternative ingestion method had to be created. For this framework, the

STATA load program is refactored into Python to create usable dataframes

for both the CORE and DXPR files.

Next, the CORE and DXPR files are merged on the KEY column to create the

master file for downstream use. With 62,941 “DIED=1” labels and 2,028,959

“DIED=0” labels, the dataset is unbalanced. The dataset is balanced by

undersampling, which reduces the instances of the majority class to match

the minority class. Random sampling with shuffling is performed with a

fixed seed of 42. This results in a balanced dataset of 125,884 entries with

1291 columns.

Figure 12
Count of columns with null values in joined CORE and DXPR file.

A total of 18 columns where > 99% of values are missing (Figure 12) are

dropped. Eight additional columns are dropped based on analysis. Further,

the framework requires a location for each record, so 3,744 records without

location are dropped. In addition, 3,809 records with FIPS code −9999 are

dropped.
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To prevent data leakage, discharge information that would not be available

at the time of admission is removed after reviewing HCUP documentation

and correlation analysis. The final column count (excluding location and

target DIED) is 25 categorical (Y/N/null) and 9 numeric columns. The

following conversions are applied to the categorical variables: Y=1, N=0,

null=2.

3.4.1.5 Train–Test Split

The data is split into train and test, with X_train having 95,137 records

and X_test having 23,783 records. Y_train and Y_test use DIED as the target.

One-Hot Encoding is applied to X_train and X_test resulting in 285 columns

each (Table 3.2).

Table 3.2 Data composition of train and test split.

Term Description Example Values
X_train Input features used to train the model. Y=1 / N=0 / null=2
Y_train Targets for X_train. 0/1 for DIED
X_test Input features for evaluation. Y=1 / N=0 / null=2
Y_test True targets for X_test. 0/1 for DIED
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3.4.2 Geospatial Graph

Figure 13
Base geospatial graph of New York State with counties and FIPS code connected.

SDOH are primarily location-based, and the statistics change depending

on the neighborhood and geographic area being analyzed. A bare geospatial

graph depicted in Figure 13 is created with root node USA, the state of New

York, its counties, and the FIPS code associated with each county. This
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base graph provides the FIPS code anchors needed to map the ACS data by

FIPS code, and the patient records by FIPS code from the HCUP dataset.

This base graph named GEOKG is built according to the pseudocode below:

Build GEOKG (Geospatial Skeleton)

• Create a directed graph with core geography:

– Add USA (label=country, level=0) and New York State (label=state,

level=1); edge has_state.

– For each NY county: add county node (label=county, level=2);

edge has_county from state.

– For each county FIPS: add FIPS node as 5-digit string (label=fips,

level=3); edge has_fips from county.

• Persist GEOKG.

3.4.3 American Community Survey

The 2019 ACS data as shown in Table 3.4 from the SafeGraph collection

is used for this praxis. The 26 files consist of over 7,500 attributes by

census block group (CBG) with an example in Table 3.3 from which FIPS

codes are derived by combining State FIPS and County FIPS.

Table 3.3 Example of Census Block Group components.

State County Tract
State
FIPS

County
FIPS

Tract
Code

Block
Group

California Los Angeles 06037264000 06 037 264000 1
New York New York 36061000100 36 061 000100 2
Illinois Cook 17031010100 17 031 010100 3
Texas Harris 48201130900 48 201 130900 4
Florida Miami-Dade 12086000100 12 086 000100 1
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Table 3.4 Sample of CBG file with the first 5 columns.

Census
Block
Group B01001e1 B01001m1 B01001e2 B01001m2 B01001e3
010010201001 730 222 293 87 10
010010201002 1263 291 614 148 24
010010202001 835 222 393 137 40
010010202002 1124 166 665 132 39
010010203001 2774 330 1423 225 20

3.4.3.1 Data Processing

The 26 ACS files are merged and processed into a single dataframe, CBG

identifiers are normalized to 12 characters, geographic components split,

and then filtered to New York State (state==36). The resulting ny_merged_cbg_2019

is prepared for loading into a KG.

3.4.4 GEOACSKG — The Knowledge Graph of ACS data

To use the ACS data as a supplement to the HCUP data, the ACS data

is mapped to a geospatial knowledge graph. This is accomplished using

NetworkX. NetworkX is a Python library that creates and manipulates

complex networks like KGs (Hagberg et al., 2008). NetworkX allows nodes in

a network to be any hashable Python object, and edges can contain arbitrary

data. This flexibility allows for creating KGs without rigid data constraints

using variable sized datasets that might require extensive processing in

other applications. The ny_merged_cbg_2019 is used as the source data for

the ACS. The GEOACSKG is created from this source data according to the

pseudocode outline below.

1. Load GEOKG

2. Build ACSKG (ACS-Enriched CBG Graph)
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• From the merged CBG table (NY subset with state_fips=’36’),

derive fips_code = state_fips + county_fips and keep geographic

components (tract_code, block_group).

• Add CBG nodes (label=census_block_group) and connect them to

their county FIPS via has_cbg edges.

• Attach ACS measurements as structured attributes using keys

such as table_id and value (e.g., nodes like 360870105031::C24020m10::13

and table nodes such as C24020m10).

• Persist ACSKG.

3. Join ACSKG with GEOKG to create GEOACSKG

• Load GEOKG and ACSKG from its pickle.

• Initialize geoacskg = nx.DiGraph(name=’geoacskg’) and add all nodes

and edges from both GEOKG and ACSKG.

• Node-ID join: because county FIPS are the same 5-digit string in

both graphs (labelled fips in GEOKG and fips_code in ACSKG),

the merge occurs by shared node IDs.

• Persist GEOACSKG.
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Figure 14
A sample of the ACS mapping starting with Root Node USA.

The GEOACSKG graph created incorporates all data points and descrip-

tions available from the ACS for the state of New York into a geospatial

knowledge graph (Figure 14), resulting in a graph with 98.4 million nodes

and 234.6 million edges. The resultant graph is roughly 140GB when loaded

into memory and creates a few challenges for data processing and requires

several data partitioning steps and sequenced processing steps.
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3.5 GEOACSKG StarE Embedding

Figure 15
StarE Algorithm implementation.
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The final GEOACSKG graph with 98 million nodes is significantly larger

than the HCUPKG used to create the embedding for H1, which has roughly

110 thousand nodes. This praxis is limited to using only local compute

resources in order to comply with the privacy and data protection require-

ments of the HCUP data agreement which bars the use of cloud compute

resources. Although a fairly powerful Windows PC is used as described

in the compute resources section, the data processing and computation

times have created significant bottlenecks to generating the embedding

output, and have required several workarounds. The data processing steps

and reasoning, along with the final output, are described in the following

sections and depicted in Figure 15.

3.5.1 Dataset Preparation

Recall that each record in the HCUP data has a FIPS code per patient. The

underlying assumption is that the patient’s neighborhood, as represented by

the statistical information from the ACS data for their FIPS code, affects their

health by some factor. To validate the assumption, the embedding extracted

from the GEOACSKG needs to compress the information available for each

FIPS code into a latent representation. To achieve this, the information

in the GEOACSKG needs to be embedded at the FIPS code level. Due to

compute limitations, a 64-dim embedding is chosen, and the embedding’s

latent space is created to represent each FIPS code. There are 62 FIPS codes

in NY state, resulting in an embedding matrix of size ‘62*64‘ with FIPS codes

as the index.

To facilitate faster processing, NetworkX GEOACSKG is converted to an

iGraph, which supports memory-efficient graph traversal at scale. The

embedding learning is framed as a masked entity prediction over the hyper-
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relational statements derived from graph edges. The statements are struc-

tured [head, relation, tail, qual_k1, qual_v1, qual_k2, qual_v2, qual_k2,

...] with a fixed MAX_LEN=16.

The training target tail entity is masked at position 2 with [MASK] token.

The original tail index is the target. The Edge attributes and other ACS

attributes are represented as key/value token pairs to provide context

beyond simple triples. This hyper-relational tokenization allows the capture

of rich attribute context without the need to construct large tensors. The

Masked tail prediction task provides a dense self-supervised signal for the

the embedding to learn entities.

The igraph of the GEOACSKG is first preprocessed to create a vocabulary

of entities and relations. All unique node identifiers for entities are created

in the vocabulary, and PAD=0 and MASK=1 are reserved. All unique relation-

ship values are created for each entity as qual_* and added to the vocabulary.

The FIPS code and their entity indices are preserved. A single global vocab-

ulary guarantees consistent reproducibility and consistency when sharding

and the special tokens enable masked prediction and padding.

To create the vocabulary, hyper-relational tokenization process to en-

rich the data is performed. For every edge, a base [head, relation, tail]

sequence is created. The [qual_k, value] qualifier pairs are appended for

each edge attribute. For connected edges, the node’s immediate neighbors

are traversed, and the data appended as additional qualifier pairs with a

MAX_LEN=16. The created sequences are either truncated or padded to a

fixed length. This ensures ACS information is captured while capping at

the fixed length limits compute usage and reduces overfitting from contexts

that may be too long. The final vocabulary file is 4̃.3 GB.

From this corpus, a sharding algorithm is applied to create manageable
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file sizes for downstream processing. The final output creates arrays with

columns for tokens, token_types, and targets with chunk_edges of 1̃0 million,

and 118 shard files of 2̃ million rows in Numpy zip containers (NPZ). Crucially,

this sharding process allows streaming-based training without loading all

statements from the vocabulary into memory, which is infeasible at 2̃00

million scale for the full vocabulary. With the sharded files created, the

StarE algorithm can be implemented.

3.5.2 StarE Algorithm on GEOACSKG

A custom dataset class is created and used to stream one shard file at a

time and read rows sequentially. This yields small chunks for processing. As

training progresses, rows are pulled from disk in order. A shuffle window is

applied to the roughly few million rows being processed, and randomizes the

samples inside the buffer. This ensures that batches are shuffled without

requiring the full dataset randomization. For each batch, rows are grouped

into fixed size and include the tokens, token_types, target and mask_pos.

Before sending to GPU, the batches are moved to pinned (page-locked)

memory to enable faster transfer across the PCIe bus into GPU VRAM. This

process reduces CPU to GPU bottlenecks, which saves time at this large

scale. Multiprocessing with 8 workers is launched, and each worker loads

and preprocesses shard sliced in parallel. This balances I/O with GPU

training throughput.

Next, entity IDs, relation IDs, the token type vectors, and positional

vectors are created using individual processes that consume the input

from the streaming shards. These are then summed and concatenated

and projected on a 128-dimensional hidden layer. The output is a token

representation of 128-d per token.
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From each token, a Query (Q), Key (K), and Value (V) is generated using

the learned linear projection. The scaled dot product attention softmax is

computed, aggregated across the 2 layers and 8 heads with dropuout=0.1

and ReLU. This creates a 128-d contextualized token embedding for each

FIPS code. Recall the tail entity in position 2 is replaced by a [MASK] token

earlier. This masking forces the model to predict the missing tail entity based

on the surrounding context of head, relation, and qualifiers. The vector at

position 2 now encodes the information from the entire statement because

the QKV attention allows it to attend to the head, relation, and qualifiers.

This vector is pulled out explicitly and treated as the query representation.

Over the course of training, the hidden state iterates guessing what position

2 should be given this context.

The training objective’s goal is to estimate the probability of the masked

true tail entity given the statement context using the sampled softmax (since

the full vocabulary softmax is intractable at this scale). The candidate here

is the true tail plus the negatives drawn from the uniform random negatives

and in-batch negatives. Scoring using cosine similarity provides a measure

of the similarity between what the model predicts and the actual masked

value. The sampled softmax loss over the sampled set retains discriminative

power while keeping compute resources manageable. The in-batch negatives

provide negatives at no additional compute cost. In summary, A candidate

set is built, the normalized queries are computed and become logits, loss is

calculated, and backpropagation updates the encoder as training progresses.

The training environment consists of 8 shard workers, batch size of 256,

gradient accumulator of 2, and the number of negatives at 1024 run over 3

epochs.

During the forward pass, PyTorch builds a graph of the embedding
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lookups, the linear projections, attention (QKV), normalization, and loss

calculations. Each of these operations computes the gradients of their

inputs. Autograd from PyTorch records the operations during the forward

pass and applies the chain rule to compute gradients in the backward pass.

This tells the model how to update the weights to better aggregate context

into the mask position for the next pass. The AdamW optimizer is used

to update the entity embedding table parameters from the accumulated

gradients in the backward pass.

Resource constraints require the use of compute optimization techniques.

Automatic Mixed Precision (AMP) is utilized resulting in 2 to 3 times faster

training and 5̃0% less GPU memory. During the forward pass, matrix

multiplications are performed at Floating Point 16 for speed. During the

backward pass, gradients are scaled to avoid underflow. Normalization and

loss calculations are done in Floating Point 32 to ensure precision. Out

of Memory (OOM) errors can occur if the GPU runs out of memory during

these calculations. If this occurs, the model pipeline could fail and may

need to be restarted. To avoid this, an algorithm is created where if an OOM

is thrown, the batch in operation is skipped, and the gradients cleared.

Then the training continues from the next batch.

The final output is a 62x64-d embedding matrix with the ID being the

FIPS code that represents all of the ACS information present in the GEOAC-

SKG graph. This embedding is used in conjunction with data for the H2

and H3 models.
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3.6 Model Iterations

3.6.1 Logistic Regression Baseline

Figure 16
Logistic regression model architecture.

HCUP DataSTART Logistic Regression ProbabilityOne Hot Encode

The values in the ‘DIED‘ column of the HCUP are binary 0 or 1. Logistic

Regression (LR) is chosen to establish a baseline to compare the results of

the hypotheses against as shown in Figure 16. LR is a statistical method

often used in binary classification problems. It uses a Sigmoid function to

output values between 0 and 1 (Yedida et al., 2018). The general form of

the model in Equation 9 is:

P(Y | X ,W ) =
1

1+ e−(w0+∑i wixi)
(9)

Where

P(Y | X ,W ) Predicted probability of outcome Y given features X and weights

W .

w0 Intercept (bias), a constant added to shift the decision boundary

wi Weight associated with feature xi learned from the data.

xi The i-th input feature

∑i wixi The dot product of weights and features from the linear combination

e Euler’s number. items[ 1
1+e−(·) ] Sigmoid function, which maps any real-

valued number to a value between 0 and 1
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3.6.1.1 Dataset Preparation

The dataset after the cleanup is still extremely unbalanced, with only

59,460 DIED records and 1,972,483 who have not died. Not accounting

for this would lead to several detrimental effects in the LR prediction task.

First, majority-class dominance means the loss is driven almost entirely by

negative samples, leading to the optimizer achieving low loss by predicting

negatives and ignoring positives, resulting in poor generalization. Second,

gradients from a few positive samples are overwhelmed by negative sam-

ples, leading to poor weight estimates for features predictive of the minor

class. Last, if a model learns something about the minority, the default

decision threshold of 0.5 will rarely classify positives because the predicted

probabilities cluster near zero.

Balancing the date leads to equal loss contribution, where each class

contributes comparably to the log loss objective, so the optimizer must fit

both classes. Balancing positive samples also yields reliable coefficient

estimates and better calibration of the probability. Lastly, the decision

boundary becomes meaningful, boosting minority class detection.

A ‘balance_dataset‘ function is created that computes the value_counts

of the DIED column, finds the minority class count, and undersamples

the majority class to match the minority class count, and returns a new

balanced dataframe of 118,920 records and 36 columns. Finally, missing

values for the ‘PSTCO‘ column are dropped if any are left from the previous

drops to ensure data validity.
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3.6.1.2 Train–Test Split with OHE

The data is then split into train and test at 80% and 20% respectively,

with ‘X_train‘ having 95,137 records and ‘X_test‘ having 23,783 records.

‘Y_train‘ and ‘Y_test‘ have ‘DIED‘ as the target variable. One Hot Encoding

using scikit-learn’s OneHotEncoder is fit exclusively on the training data to

avoid data leakage and then applied to ‘X_train‘ and ‘X_test‘. This results in

285 columns for each of the final datasets as shown in Table 5.

3.6.1.3 Logistic Regression Settings

A logistic regression model from the scikit learn package with 1000

iterations and L2 regularization using the default c=1.0 value balances

overfitting and underfitting. This allows for moderate regularization while

still capturing meaningful patterns.
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3.6.2 H1 Model Architecture

Figure 17
H1 Model high-level archticture.
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The first question of interest is if simply loading the HCUP OHE data into

a KG, and then making inferences yields results that are better than chance
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i.e. better than 50% accuracy. To test Hypothesis 1, a geospatial graph is

manually created utilizing the County and FIPS information for New York

State, and root node USA, as described in the Geospatial Graph section.

Then, the HCUP OHE post-processed dataset is added to the geospatial

graph by joining on the FIPS code, creating the HCUPKG, the first KG as

shown in Figure 17. The embedding of the KG is created using Node2Vec.

Node2Vec is an algorithm that learns continuous feature representations

for nodes in a network or graph and maps them to a lower dimensional

space, maximizing the likelihood of preserving network neighborhoods using

a Biased Random Walk. A Random Walk is an algorithm that simulates

walking from node to connected node to create a matrix representation of

the network. It starts at a random node and has a predefined length of

connections through which it can walk.

Figure 18
Node2Vec search bias illustration. Adapted from Labonne, 2023.

The search bias illustrated in Figure 18 is defined in Equation 3.1 as:
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π jk = α(i,k) ·ω jk (3.1)

Where:

• j is the current node

• i is the previous node

• k is the future node

• π jk is the unnormalized transition probability from j to k

• ω jk is the weight of the edge from j to k

• α(i,k) is the search bias

For any nodes i and j in node2vec, the value of α(i,k) is defined based

on the distance between the nodes and two additional parameters p, the

return parameter, and q, the in-out parameter. The value of the search bias

is defined in Equation 3.2 as:

α( j,k) =



1
p if d jk = 0

1 if d jk = 1

1
q if d jk = 2

(3.2)

Where:

• d jk is the shortest path distance between node j and node k

• p is the return parameter

• q is the in-out parameter
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The return parameter p determines the probability that the walk will

return to the previous node. The higher the probability, the more the walk

will explore new nodes. The in-out parameter q controls the probability of

going to k2. Increasing this probability increases the probability that the

walk will focus on nodes that are close to the previous node.

The core concept of node2vec is the assumption that the connected

nature of a network is similar to the semantic connections between words in

sentences and large text corpus. The output from the biased random walks is

encoded similarly to how text corpus for a natural language processing (NLP)

task would be encoded into an embedding. The embedding method used

for node2vec is word2vec, a skip-gram based embedding method originally

created for NLP (Mikolov et al., 2013). Node2Vec is a transductive learning

algorithm, requiring both training and test data to create the embedding.

Transductive learning focuses on making predictions for a specific set of

test instances instead of learning a generalizable model that can make

predictions on unseen data, and uses both train and test data to learn.

This is an acceptable tradeoff since the H1 model is only used as a proof

of concept to confirm predictive power is present in the embedding derived

from the KG.

The output from this embedding is used to train a LR with the same

settings as the baseline.
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3.6.3 H2 Model Architecture

Figure 19
H2 Model high-level archticture.
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For H2 shown in Figure 19, the praxis aims to understand if there is

underlying predictive power in HCUP data that can be unlocked using a

transformer model architecture. The same HCUP OHE data that is used to

train the LR model is used to train the transformer model and run through

statistical tests to detect differences in performance.
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3.6.4 H3 Model Architecture

Figure 20
H3 Model high-level archticture.
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To test Hypothesis 3 and arrive at the final H3 model dubbed De-

moGraphDB in Figure 20, the GEOACSKG embedding and HCUP OHE

dataset is joined at FIPS code, matching the FIPS code embedding row from

the embedding to each patient in the HCUP OHE. The embedding at this

stage has been validated for clustering using the t-SNE and the train and

test split is performed, keeping the same split as the previous models for

later comparability.
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H3 Transformer Model Configuration

The concatenated GEOACSKG embedding and the HCUP OHE data are

trained on a new H3 transformer model. The concatenated input is projected

onto the model dimension of the batch size, sequence length of 16, and

256-d. 4 of the same encoding layers are stacked sequentially.

Each layer consists of 8 multi-head self-attention components that splits

the 256-d vector into 32-d, and processes them in parallel. The output is

then concatenated. A dropout=0.1 layer randomly sets 0.1 percent of the

neuron units to zero during training and rescales the remaining units. The

residual connection sublayer adds the original input back to the attention

output.

The normalization sublayer then stabilizes the training. The feed-forward

network applies a Multi-Layer Perceptron, which is a fully connected network,

to each token, expands it to 1024-d, applies the ReLU non-linear activation

function, and then projects it back to 256-d. This allows the model to

transform the token embeddings in higher dimensions than simple linear

combinations, allowing each token to adjust its representation after the

attention step. Another dropout=0.1 sets a fraction of the output to zero.

The next sublayer again applies a residual skip connection and normal-

ization to stabilize the training. After the 4 layer stack, another layerNorm

normalizes the final hidden state across all tokens. A mean pooling of the

16 tokens averages the values across the sequence row dimension to a single

vector. The classifier head converts from 256-d to 128-d to 1-d to produce

the final binary classification output using binary cross-entropy with the

raw logits, and applies a sigmoid to finally predict mortality as a YES/NO

output per patient as seen in Table 3.5.
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Table 3.5 H3 Transformer stages and shapes.

Stage Subcomponent Process Shape

Input
Projection

Linear projection Concatenate OHE
features + 64-d
GeoACSKG embedding,
project into model
dimension

(batch,
seq_len=16,

256)

Encoder Layer
1–4

Multi-Head
Self-Attention (8
heads)

Q,K,V : (batch, 16,
256) → split heads
(8×32-d) → attention
→ concat → linear
projection

(batch, 16,
256)

Dropout (0.1) Applied after attention
and after FFN

(batch, 16,
256)

Residual +
LayerNorm

Stabilizes training by
adding input back and
normalizing

(batch, 16,
256)

Feed-Forward
Network (FFN)

Linear:
256 → 1024 → 256 with
ReLU in between

(batch, 16,
256)

Dropout (0.1)
Residual +
LayerNorm

Preserves information
and stabilizes
gradients

(batch, 16,
256)

After Encoder
Stack

LayerNorm Normalizes hidden
states across tokens

(batch, 16,
256)

Pooling Mean pooling Average across the
sequence dimension
(16 tokens) → single
vector per sample

(batch, 256)

Classifier Head Linear + ReLU +
Dropout(0.1) + Linear

256 → 128 → 1 (batch, 1)

Output BCEWithLogitsLoss Binary classification
(mortality yes/no)

(batch,)

The final Parameters used to train the model are documented in Table

3.6.
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Table 3.6 H3 Transformer: training hyperparameters.

Parameter Value
TOKENS 16
D_MODEL 256
NHEAD 8
NLAYERS 4
DROPOUT 0.1
ACTIVATION ReLU
LR 5e-4
WEIGHT_DECAY 1e-4
EPOCHS 50
BATCH_TRAIN 2048
BATCH_TEST 4096
USE_UNDERSAMPLE True
USE_AMP True
LOSS BCEWithLogitsLoss
OPTIMIZER AdamW

3.7 Conclusion

In this chapter, the logical flow of the models built is documented. A

diagram and explanation of the high-level model architecture provide an

overview of the models. The Datasets section provides a data summary

which includes sources and descriptions, and the data processing steps

required to make the data usable from the State Inpatient Database provided

by the Healthcare Cost and Utilization Project and the American Community

Survey from the U.S Government. A detailed description of the creation of

the GEOACSKG; the knowledge graph of the American Community Survey

data is documented.

The StarE embedding of the GEOACSKG details the steps and compute

optimization strategies to enable processing on local compute resources.

In the Model Iterations section, a baseline Logistic Regression model is

documented with initial results on the HCUP data. The H1 Knowledge
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Graph documents the steps to create a knowledge graph of the HCUP data.

The H2 Model Architecture section describes joining of the HCUP OHE

with the GEOACSKG embedding and the model configuration used to test

hypothesis 2. The H3 Model Architecture section describes the configuration

of the downstream transformer model, and an additional section to test only

the HCUP data in the same transformer model to compare the effect of ACS

data enrichment.

This chapter aims to provide the steps necessary to recreate the models

when used with the code in the appendix, and provide context on the choices

made to execute the steps necessary to achieve the results documented in

Chapter 4.
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Chapter 4: Results and Analysis

4.1 Introduction

The goal of this praxis is to answer the following key questions of interest:

• Research Question 1. Can Knowledge Graph Theory be applied to

predict mortality from inpatient admissions data?

• Research Question 2. Can an advanced neural network model in-

crease predictive power on inpatient mortality detection?

• Research Question 3. Is there a particular architecture that combines

SDOH and ML that performs best on classifying inpatient mortality?

To answer these questions, 3 hypotheses have been proposed. The

methodology of how the models are implemented are described in chapter

3. In this chapter, an overview of the output of the two embeddings used

are provided, and the individual models are compared. The results for each

model are compared to examine their performance on the same test set

using accuracy, confusion matrices, ROC curves, and precision-recall. A

McNemar test is performed to compare false positive (FP) and false negative

(FN) within each model to detect asymmetry. Another McNemar test is

performed to compare all models with the baseline logistic regression model.

4.2 Embedding Evaluation

This paper focuses on the creation of Knowledge Graphs (KG) and then

using their embeddings for downstream models. Two KG embeddings are
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created to facilitate model implementation, the HCUP Embedding and the

GEOACSKG Embedding.

4.2.1 Node2vec Embedding of HCUP data

First, a KG is created of the HCUP data, and then node2vec is used to

create a 64-d embedding of all the patient KEYS, and used for downstream

processing, called the HCUP Embedding. This embedding is a direct repre-

sentation of each patient’s record as an embedding row as captured by the

KG.

Figure 21
t-SNE of HCUP Embedding.

A 500 sample t-SNE of the HCUP data extracted from a knowledge graph,

shown in Figure 21 shows a dense central cluster with loosely organized

spiral and some peripheral bands. The central region indicates that most

patients occupy a narrow latent space, suggesting limited variance and poor

separability between classes. The scattered outlying arms indicate that

outliers are also encoded.
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4.2.2 StarE Embedding of ACS data

The Social Determinants of Health (SDOH) data is derived from the 2019

American Community Survey (ACS) and filtered on New York State to create

the GEOASCKG. The KG used to represent this information is orders of

magnitude larger than the HCUPKG. Therefore, using node2vec to encode

this data becomes unreasonable given the local compute limitations and

the much slower compute algorithm of node2vec. The StarE algorithm

with sharding is used to create this 64-d embedding to capture connected

information of the 62 FIPS codes for New York.

Figure 22
t-SNE of GEOACSKG Embedding.

A 500 point sample of the GEOASCKG StarE embedding in Figure 22

shows clear local structure, and multiple separated clusters compared to
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the HCUPKG embedding. The distinct groups displayed indicates that the

embedding captures meaningful latent relationships, likely reflecting socioe-

conomic and geospatial similarities encoded in the FIPS code relationships.

The spiral and island formations create clear non-linear separations,

suggesting distinct boundaries between the data. Because this separation

is still visible from the compression of the 64-d to the 2-d representation of

the t-SNE, we can assume these separations exist in the higher dimensions

of the embedding as well. The relatively even density in the clusters indicate

a consistent embedding, with low noise and low sparsity.

4.3 Model Descriptions

To demonstrate the feasibility of Social Determinants of Health (SDOH)

efficacy, several models are developed for this praxis and listed in Table 4.1.

1. Logistic Regression Baseline (LR + OHE) — a baseline logistic regres-

sion model to establish the feasibility of the state inpatient database

from the Healthcare Cost and Utilization Project (HCUP) One Hot En-

coded (OHE) data.

2. HCUPKG node2vec Embedding + LR (LR + HCUP Embedding) —

The baseline LR configuration trained on a node2vec embedding of

HCUP data.

3. GEOACSKG StarE Embedding + Logistic Regression (LR + GEOAC-

SKG) — The Logistic Regression model trained on the HCUP OHE and

GEOACSKG StarE embedding.

4. Transformer Model (TRANS + OHE) — A transformer model trained

only on the HCUP OHE data.
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5. GEOACSKG StarE Embedding + Transformer (TRANS + GEOAC-

SKG or DemoGraphDB) — The TRANS model trained on HCUP OHE

+ GEOACSKG StarE embedding. This is the final model, dubbed De-

moGraphDB, and the focus of this praxis.

Table 4.1 Models and their input datasets.

Model Name Data 1 Data 2
LR + OHE HCUP OHE —
LR + HCUP Embedding HCUP node2vec emb. —
LR + GEOACSKG HCUP OHE GEOACSKG emb.
TRANS + OHE HCUP OHE —
TRANS + GEOACSKG
(DemoGraphDB) HCUP OHE GEOACSKG emb.

4.4 Hypothesis Evaluation

This section evaluates each hypothesis stated in Chapter 1 based on

the results obtained. For each hypothesis, a Wilson confidence interval is

calculated A determination is made on whether to accept the reject the null

hypothesis.

4.4.1 Hypothesis 1 Evaluation

• Hypothesis 1. Knowledge Graph Theory can be applied directly to

healthcare data to classify mortality events with more than random

accuracy.

To test Hypothesis 1, the LR + HCUP Embedding model is created to test

if mapping the HCUP data to a knowledge graph, and extracting that via an

embedding can yield predictive power that is greater than random i.e. more

than 50% accuracy.
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Table 4.2 H1 — KG methods yield > chance accuracy on HCUP Data.

Metric Value
Model LR + HCUP Embedding (node2vec)
Sample size n 23,783
Correct 17,622
Accuracy p̂ 0.74095
95% CI (Wilson) [0.736, 0.746]
Hypotheses H0 : p ≤ 0.5 vs H1 : p > 0.5
Test statistic z (under p0 = 0.5) ≈ 74.3
p-value < 10−300

Decision Significant

The LR + HCUP Embedding model results documented in Table 4.2

has an accuracy of 74.10%. The Wilson confidence interval provides a

statistically reliable range for the true accuracy of the model based on the

large sample size of 23,783. The test confirms with 95% confidence that

the accuracy of the model lies between 73.6% and 74.6%. Using p0 = 0.5,

the test statistic was z ≈ 74.3, corresponding to a one-sided p-value < 10−300.

Given this extremely small p-value, there is sufficient evidence to reject

the null hypothesis at the α = 0.05 level.

4.4.2 Hypothesis 2 Evaluation

• Hypothesis 2. Incorporating a neural network increases classification

accuracy by 60 basis points in predicting mortality from hospital

admissions data.

To test Hypothesis 2, The TRANS + OHE model, a transformer neural

network model using the HCUP OHE data, is compared with the performance

of the LR + HCUP OHE model to determine if there is any gain in performance,

and if that gain is statistically significant.
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Table 4.3 H2 — Does TRANS + OHE improve LR accuracy?

Metric Value
Comparator TRANS + OHE vs LR + OHE
Accuracy (TRANS + OHE) 0.83085 [0.8261, 0.8356]
Accuracy (LR + OHE) 0.82370 [0.8189, 0.8285]
Difference ∆ +0.00715 (≈+0.715 pp)
95% CI for ∆ [0.0004, 0.0139]
One-sided test H0 : ∆ ≤ 0 vs H1 : ∆ > 0
Test statistic z ≈ 2.06
p-value ≈ 0.0196
Decision Significant

The TRANS + OHE model outperforms the baseline LR + OHE model

by 0.72% as documented in Table 4.3, or 72 basis points. The confidence

interval [0.0004, 0.0139] for this statistically significant result does not include

zero, meaning the improvement is unlikely due to random variation. A one-

sided z-test (H0 : ∆ ≤ 0 vs. H1 : ∆ > 0) produced a test statistic of z ≈ 2.06 with

p ≈ 0.0196, providing sufficient evidence to reject the null hypothesis at

the α = 0.05 level.

4.4.3 Hypothesis 3 Evaluation

• Hypothesis 3. Incorporating Social Determinants of Health using

a Knowledge Graph embedding with hospital admissions data and

using transformer architecture increases mortality classification accu-

racy compared to a baseline logistic regression model trained on only

healthcare data.

Hypothesis 3, the final hypothesis and the basis for DemoGraphDB,

tests the difference in performance between the TRANS + GEOACSKG (De-

moGraphDB) model and the baseline LR + OHE model.
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Table 4.4 H3 — Adding SDOH KG and using a Transformer improves accuracy over
LR-only

Metric Value
Comparator DemoGraphDB vs LR + OHE
Accuracy (DemoGraphDB) 0.83228 [0.8275, 0.8370]
Accuracy (LR + OHE) 0.82370 [0.8189, 0.8286]
Difference ∆ +0.00858 (≈+0.858 pp)
95% CI for ∆ [0.0018, 0.0154]
One-sided test H0 : ∆ ≤ 0 vs H1 : ∆ > 0
Test statistic z ≈ 2.48
p-value ≈ 0.0066
Decision Significant

The results comparing DemoGraphDB to the baseline are compared

in Table 4.4. The accuracy of DemoGraphDB is 83.23%, which is ≈ 86

basis points above the LR + OHE model. With a p ≈ 0.0066, the results are

statistically significant. The confidence interval here does not include zero,

meaning the true improvement is very likely positive. A one-sided z-test

(H0 : ∆ ≤ 0 vs. H1 : ∆ > 0) produced a test statistic of z ≈ 2.48 with p ≈ 0.0066,

providing sufficient evidence to reject the null hypothesis at the α = 0.05

level.

4.5 All Model Performance Summary

The TRANS + GEOACSKG (DemoGraphDB) outperforms all other models

with the highest accuracy at 83.23%, the ROC area under the curve coverage

at 90.81%, and the precision-recall at 89.05% versus all models tested on a

sample size of 23,783 as seen in Table 4.5. A visual representation of the

ROC is displayed in Figure 23. A visual representation of the precision-recall

is displayed in Figure 24.
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Table 4.5 Model performance summary.

Model Acc ROC AUC PR AUC N
LR + OHE 0.823698 0.901544 0.885458 23,783
LR + HCUP Embedding 0.740949 0.817950 0.790559 23,783
LR + GEOACSKG 0.823950 0.901567 0.885494 23,783
TRANS + OHE 0.830846 0.901899 0.881672 23,783
DemoGraphDB 0.832275 0.908085 0.890481 23,783

Figure 23
ROC Curve — All Models.

85



Figure 24
Precision-Recall — All Models.

4.5.1 Confusion Matrix of All Models

The confusion matrix is a useful tool to measure binary outcome model

performance tied to the actual model output. In table 4.6 we see the raw

classification output from the same samples provided to all models, as well

as the numbers expressed as percentages in table 4.7. DemoGraphDB

achieves the highest true negative (TN) at 83.22% and lowest false positive

(FP) at 16.78% among the models. The TRANS + OHE model achieves the

lowest false negative (FN) at 14.64% and highest true positive (TP) at 85.36%.
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Table 4.6 Confusion Matrix Summary by Model.

Model TN FP FN TP
LR + OHE 9,496 2,396 1,797 10,094
LR + HCUP Embedding 8,472 3,420 2,741 9,150
LR + GEOACSKG 9,499 2,393 1,794 10,097
TRANS + OHE 9,610 2,282 1,741 10,150
DemoGraphDB 9,897 1,995 1,994 9,897

Table 4.7 Row-normalized Confusion Matrix Percentages by Model.

Model TN% FP% FN% TP%
LR + OHE 79.85 20.15 15.11 84.89
LR + HCUP Embedding 71.24 28.76 23.05 76.95
LR + GEOACSKG 79.88 20.12 15.09 84.91
TRANS + OHE 80.81 19.19 14.64 85.36
DemoGraphDB 83.22 16.78 16.77 83.23

4.5.2 McNemar’s test comparing Asymmetry within models

Within the models, McNemar’s test evaluates whether a model exhibits

significant asymmetry between false positives (FP) and false negatives (FN),

which indicates a model favoring one class over the other in its misclassi-

fication pattern. The null hypothesis (H0) assumes that FP and FN occur

with equal probability, implying a balanced error profile (Leon, 1998). Table

4.8 shows DemoGraphDb having an almost perfect balance between FN

and FP misclassification rate. Therefore, there is no significant asymmetry,

and thus, is the only model displaying class-balanced performance. Even

though the TRANS + OHE model acheives higher FN and TP rates, the

McNemar’s test provides evidence of misclassification bias in this model.
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Table 4.8 McNemar’s test for FP–FN asymmetry within each model.

Model b (FP) c (FN) b+c χ2
cc p-value (α = 0.05)

LR + OHE 2,396 1,797 4,193 85.9 ≈ 3.2×10−19 Sig
LR + HCUP Emb 3,420 2,741 6,161 74.6 ≈ 6.0×10−17 Sig
LR + GEOACSKG 2,393 1,794 4,187 85.4 ≈ 2.8×10−19 Sig
TRANS + OHE 2,282 1,741 4,023 72.6 ≈ 2.0×10−16 Sig
DemoGraphDB 1,995 1,994 3,989 0.0 1.000 Not sig

4.5.3 McNemar’s test against baseline LR + OHE

Table 4.9 presents each model’s relative performance against the baseline

LR + OHE model. Improvements or declines are expressed as percentage

point (pp) changes for accuracy, ROC AUC, and PR AUC, alongside the

difference in total misclassification count (∆Errors).

Table 4.9 Pairwise Comparison of Models vs. Baseline (LR + OHE).

Model
∆Acc
(pp)

∆ROC
AUC (pp)

∆PR
AUC (pp)

∆Errors
(count)

∆Error
Rate (pp)

LR + GEO +0.0252 +0.0023 +0.0036 -6 -0.0252
LR + HCUP Emb -8.2748 -8.3595 -9.4898 +1968 +8.2748
TRANS + OHE +0.7148 +0.0354 -0.3786 -170 -0.7148
DemoGraphDB +0.8578 +0.6540 +0.5023 -204 -0.8578

The LR + GEOACSKG model shows a negligible but positive gain across all

metrics, reducing total errors by 6 and modestly increasing discrimination

performance with ROC AUC +0.0023. This indicates that augmenting logistic

regression with SDOH via the GEOACSKG embedding yields small but

consistent gains over the baseline. However, this gain is performance is not

statistically significant. The confidence interval includes zero for this model,

indicating that the LR model may not realize any performance gain from

augmenting the data with SDOH.

The LR + HCUP Embedding model performs substantially worse, with
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an accuracy drop of −8.27% and nearly 2,000 additional errors. Node2vec,

the algorithm used to embed this data is one of the first GNN embedding

algorithms created. Since its creation, several newer embedding techniques

have been developed that more efficiently capture the KG structure and

semantic relationships. The algorithm is also very resource intensive when

computing the embedding. Therefore, it could not be used to create an em-

bedding of the GEOACSKG on the hardware used. The results indicate that

the choice of algorithm plays an important role in embedding information

from a KG, and embedding algorithms must be tested and optimized for the

downstream task while also considering the embedding efficiency and time

to completion.

The TRANS + OHE model provides a moderate improvement over the

baseline, achieving a +0.71 pp increase in accuracy and 170 fewer errors,

showing that the transformer architecture alone provides some performance

advantage, even without the use of embeddings.

DemoGraphDB has the strongest overall performance, improving accu-

racy by +0.86 pp and reducing errors by 204. It also has the largest ROC

AUC gain at (+0.65 pp). The ROC AUC gain and the non-significance of

the McNemar test indicate this model performs the best in balancing class

discrimination among the models. The consistent improvements across

almost all metrics suggest that incorporating SDOH via GEOACSKG StarE

embeddings into the transformer pipeline results in both higher predictive

power and greater robustness compared to the other models created.

4.6 Conclusion

This chapter provides an analysis of the two embeddings created, the first

being a KG representation of the HCUP data using node2vec, and the second
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being a KG representation of the ACS data using StarE. It describes the

latent information captured in these two embeddings from interpretations

of the t-SNE plots.

Next, the 3 hypothesis are evaluated, and each null hypothesis is rejected

with statistically significant results, indicating performance gains from each

subsequent model iteration.

A total of 5 models are created to effectively compare performance. The

5 models created for predicting mortality events are described with their

outcomes. McNemar’s test results are reviewed to determine any class bias

within the models, and to test gains or reductions in performances against

the baseline model of LR + HCUP OHE.

The final results show that DemoGraphDB, the transformer model that

augments SDOH data by appending a StarE embedding, has the best overall

performance.

The next chapter provides an overview of the study, a summary of key find-

ings, a discussion and answering of the research questions, contributions

to the body of knowledge, implications for practice and policy, limitations

of the study, recommendations for future research, and finally the closing

remarks.
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Chapter 5: Conclusion

5.1 Overview of the Study

This chapter summarizes the research, revisits the original objectives,

hypotheses, and motivation outlined in Chapter 1. The praxis proposes a

novel framework, DemoGraphDB, which integrates Social Determinants

of Health (SDOH) within a Knowledge Graph (KG) architecture, creates a

location-focused embedding, and joins the embedding with healthcare data

location, and leverages a transformer neural network model for mortality

prediction. The praxis results show that using a KG embedding derived

from SDOH to augment healthcare data can increase a transformer model’s

performance for healthcare predictive applications.

5.2 Summary of Key Findings

The analysis presented in Chapter 4 demonstrates that incorporating

SDOH into a KG embedding and joining it to healthcare data improves mor-

tality prediction compared to models using healthcare data alone for certain

models. A logistic regression baseline on healthcare data establishes a proof

of concept, while transformer models yield the highest gains in accuracy,

ROC AUC and PR AUC. These findings validate first that transformers are

able to extract latent information that would otherwise be missed using

simpler models, and that the enrichment of healthcare data by using SDOH

from a KG embedding can improve downstream classification tasks in clin-

ical contexts. The results empirically support the integration of neural

network models and socioeconomic context for stronger predictive model-
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ing in healthcare, and most importantly, demonstrate an easily executable

framework to utilize SDOH as a data supplement.

5.3 Discussion of Research Questions and Hypotheses

The study addressed three primary research questions:

RQ1: Can Knowledge Graph Theory be applied to predict mortality from

inpatient admissions data?

The results confirm that KG architectures can effectively model health-

care data for classification, achieving above-random predictive accuracy,

as demonstrated by a score of 71.28% achieved using a simple node2vec

embedding of the Healthcare Cost and Utilization Project (HCUP) 2021 State

inpatient data for New York from a KG alone to predict mortality events.

RQ2: Can an advanced neural network model increase predictive power on

inpatient mortality detection?

Using a transformer model in place of the logistic regression used as a

baseline, training on the same data produces an improvement in accuracy

of 72 basis points. Though this is a modest gain, the implication of improv-

ing accuracy simply by switching models while keeping the data constant

demonstrates the benefits of informed model selection in the healthcare

field, and the need for knowledgeable researchers when building these

applications.

RQ3: Is there a particular architecture that combines SDOH and ML that

performs best classifying inpatient mortality?

The statistically significant gains in accuracy from DemoGraphDB sup-

port this research question. Enriched embeddings from SDOH using ad-

vanced Graph Neural Network algorithms, along with a downstream trans-

former model, increased mortality prediction accuracy by approximately 86
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basis points over baseline logistic regression. In addition, this architecture

provides the best class balance. These gains can translate into real and

meaningful impact. If DemoGraphDB is used to classify 100,000 patients at

admission, it would make 857 more correct predictions versus the baseline.

Those 857 patients can then be identified to receive appropriate medical

care based on their current health status. For those 857 people, that could

mean the difference between life and death.

5.4 Contributions to Knowledge

This research contributes to the field in several ways:

1. Development of the DemoGraphDB framework combining SDOH rep-

resentation in a KG, advanced KG embedding techniques, and the

combining of that KG embedding via location to healthcare data as

input for a transformer model to achieve gains in predictive power.

2. Empirical validation of KG-enhanced ML models for healthcare outcome

prediction.

3. A reproducible architectural pipeline for integrating public and clinical

data sources using semantic representation.

5.5 Implications for Practice and Policy

The integration of SDOH with clinical data offers increases in model pre-

dictive power for healthcare practitioners, policymakers, and data scientists.

The DemoGraphDB framework supports proactive risk stratification, allow-

ing intensivists and clinicians to prioritize high-risk patients with increased

accuracy. For policymakers, the framework underscores the importance
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of the role of socioeconomic context and the integration of this data in

designing healthcare predictive models as a standard recommendation.

SDOH data is publicly available, and this study demonstrates the efficacy

of using it to augment model training during build. The inherent nature of

SDOH is location-based, creating an easily translatable analogy of connect-

edness based on geospatial location that can be optimally represented in a

KG.

From a practical perspective, organizations can create this underlying

structure, and the KG can be continually updated with additional datasets

from disparate sources if a location is a part of the new dataset. Because

the final output of this KG is an embedding, less time can be allocated to

the actual administration and curation of the KG, and can be thought of

as a continuously updating asset to be appended and used for almost any

patient-related predictive task.

5.6 Limitations of the Study

The study is limited by several factors. It uses data from a single state

(New York) for the year 2021, restricting temporal and geographic general-

ization. Both the HCUP and ACS datasets may contain inherent sampling

biases. Fairness analysis and explainability, though essential for clinical

adoption, were not explored in this phase, and can be difficult to obtain

when using transformer-based architecture. Crucially, computational limi-

tations due to data privacy agreements constrained the exploration of larger

transformer variants and extensive hyperparameter optimization, along with

limiting the number of epochs the SDOH data was trained for.

Finally, research deadline objectives limited the exploration of using

healthcare ontology standards like the Systematized Nomenclature of Medicine
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Clinical Terms (SNOMED CT) or the Fast Healthcare Interoperability Re-

sources (FHIR) to create a semantically richer KG before embedding. Dead-

line objectives also limited the exploration of using link prediction and node

imputation techniques which may have contributed to further gains during

embedding training.

5.7 Recommendations for Future Research

Future studies should consider expanding DemoGraphDB to other states

or longitudinal datasets to assess temporal robustness. Integration of FHIR

or SNOMED CT when creating the KG should be explored. Link prediction

and node imputation techniques are a promising path to enriching the

semantic context of KGs and warrant further investigation. Increasing

compute resources will most likely yield benefits from reduced compute times

during the embedding and transformer training process. A more robust

transformer architecture with the use of additional compute may encode

additional properties from the latent space of both the SDOH embedding

and the healthcare data. Additional work should address fairness and

bias mitigation, evaluate alternative transformer architectures and graph

neural networks on more powerful hardware, and investigate multi-modal

integration (e.g., EHR text, imaging, video). Extending this framework for

other predictive healthcare outcomes (e.g., readmission, complication risk,

risk scoring) would further demonstrate its generalizability.

5.8 Closing Remarks

This praxis established a foundational framework for combining knowl-

edge graphs, SDOH, and transformer architectures to improve healthcare
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predictions. The integration of geospacially structured socioeconomic con-

text within data-driven models can become standard practice when building

healthcare predictive applications. Simply put, patients all live somewhere,

and the place they live have a measurable impact on their health outcomes.

Not leveraging this information can lead to poorer predictive models in the

healthcare domain.

DemoGraphDB demonstrates that leveraging relational, structural, and

contextual knowledge from SDOH can meaningfully increase the predictive

capabilities of machine learning systems, offering a framework to integrate

SDOH across clinical and policy domains.
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Appendix A: Github Link

All code and scripts are uploaded to github. Data is not provided due to

the HCUP data privacy agreement signed by the author. Please email the

author for additional information on datasets if needed.

Github: https://github.com/Shon247/demographdb.git
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