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Abstract of Praxis
This project explores how machine learning can help improve EEG diagnosis by building
a system that predicts multiple conditions from EEG images. Right now, diagnosing EEGs
often takes a lot of time from trained neurologists, which can be costly and slow for patients.
A faster, ML-driven approach could make a real difference in accessibility and efficiency.
While models like CNNs and DeepNet have been used before, they often depend on expert-
crafted features or aren’t openly available. Newer tools like EEG-GPT and CLIP-based
zero-shot models show promise, but they don’t support multi-label predictions. This work
fills that gap by adapting and fine-tuning CLIP for multi-label EEG diagnosis, with the
goal of making advanced, scalable brain health diagnostics more practical and socially
impactful.
Out of all the methods tested, the CLIP model fine-tuned with LoRA and a mix of
contrastive loss and Kullback—Leibler Divergence (KL Divergence) stood out as the top
performer. It consistently delivered the best results, outperforming models like EEG-GPT
(a zero-shot GPT-based system), CNN ensembles, and graph convolutional networks.
The model achieved excellent metrics across the board, including an AUC-ROC of 0.996,
AUC-PRC of 0.982, precision and recall around 0.95. For certain labels, such as GPD,
the accuracy was even higher. Beyond just accuracy, the model also showed strong
robustness and remained well-calibrated, even when tested on altered or degraded EEG
spectrograms. These results highlight the potential of a fine-tuned CLIP model to offer

both high accuracy and reliability in real-world EEG diagnosis tasks.
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List of Acronyms

EEG An electroencephalogram is an electrical signal measurement that
monitors activity in the brain using small discs (electrodes) attached to the scalp

CLIP CLIP (Contrastive Language-Image Pre-Training) is a model developed
by OpenAl that learns to connect images and text in a shared embedding space.

GPD Generalized periodic discharges, often link to brain damage that may or

may not indicate seizure

LPD Lateralized periodic discharges, could evolve into focal seizure

GRDA Generalized rhythmic delta activity, often link to brain damage

LRDA Lateralized rhythmic delta activity, could evolve into focal seizure
Seizure A seizure is a sudden, uncontrolled electrical disturbance in the brain that

can cause sudden behavioral changes or shaking
Spectrogram A visual representation of the frequency content of a signal like EEG over
time

Electrodes  Disc attached to scalp to collect brain activity signal

X1



Chapter 1—Introduction

1.1 Background

An electroencephalogram (EEG) is a fundamental tool to study the brain's
electrical activity [10]. It is a “graphic representation of the difference in voltage between
two different cerebral locations plotted over time” [10]. The voltage difference can be
used to monitor neuron activities. Each electrode detects “the sum of positive and
negative charges in its vicinity” [11], and the neurons in the brain are constantly
conducting neural firing, which is essentially electrical impulses. Thus, the activity
directly impacts the voltage difference and can be recorded by the external electrodes
attached to the patient's scalp. The voltage difference is recorded as a time-series (Fig 1).
There is also spectrogram image (Fig 2) that neurologists use to read for diagnosis.
Spectrogram draws the frequency content of the EEG signal over time after taking STFT
(short-time Fourier Transform) [20]. These figures are what help neurologist to diagnose

the patients.
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Figure 1: Time-Series for EEG
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Figure 2: Spectrogram for EEG

EEQG is traditionally used to assess seizures and conditions that may mimic
seizures and other abnormal brain activities [1][10]. As technology advances, EEG now
has diverse applications across various fields. In the neurology field, it can help diagnose
neurological disorders that go beyond seizures like attention deficit hyperactivity disorder
(ADHD), Parkinson's disease, coma, brain tumor and Alzheimer's disease etc. Besides the
traditional neurology field, EEG is used in brain-computer interfaces for assisting people
with disabilities. It is now also applied in neurogaming and neuroscience research to
understand brain activity and behavior. Additionally, EEGs are used in neuromarketing to
understand consumer behavior, biometrics for secure identification, and custom solutions
for education, sports, and meditation. These applications leverage EEG's ability to
provide valuable insights into human mental health states, thoughts, and imagination,

making it a versatile tool across multiple disciplines.[12]



Most EEG technologists use the International 10-20 System to measure and mark
a patient's head for electrode placement.[3] This method was developed to “ensure
standardized reproducibility so that a subject's studies could be compared over time and
subjects could be compared to each other”.[4][5]

Besides the medical background on EEG data, its generation, and usage, this
praxis extensively utilizes the Contrastive Language-Image Pre-Training (CLIP) model,
an open-sourced foundational model developed by OpenAl in 2021. More details can be
seen in the seminal paper "Learning Transferable Visual Models from Natural Language
Supervision." The model “learned from 400 million image-text pairs collected from the
internet with 15 million parameters that connects images to text in a non-trivial way”,
enabling seamless application to various downstream tasks. [15]

Contrastive learning is a self-supervised learning approach that trains the model to
distinguish similar input pairs and to discourage the connection of dissimilar input pairs
[17]. In CLIP's context, the model is trained to “maximize similarity between
semantically similar image and text embeddings while also minimizing similarity
between semantically dissimilar image and text embeddings™ [15].

This praxis chooses CLIP due to its robustness against distribution shift and
demonstrated ability to enable zero-shot learning. One research question explores how
well CLIP adapts to niche representation images, differing from common colors and
shapes. Previous research successfully applied CLIP to skin lesion classification [16].
This praxis focuses on medical EEG images.

1.2 Research Motivation



Reading EEG is a skill that involves both science and art. A highly trained
neurologist will spend years before they are able to diagnose most brain abnormalities. A
conventional EEG system indicates an average cost of $21,261 per patient in a 2021
study for sampled patients, while the human expert cost is a significant portion of it [2].
Based on a 2022 study [18], the lower-end neurologist earns $128/h. One EEG sitting
typically lasts 2-4 hours, so the low-end average cost per office visit, such as for regular
checkups or early observation, is roughly $384. For patients requiring hospitalization,
EEG monitoring typically runs 12-24 hours. Thus, the low-end cost could be $1,536, and
the high-end cost could be $3,990. Note that these estimates only account for time spent
monitoring EEG output. Neurologists may spend extra time analyzing it. Additionally,
it's not uncommon for multiple neurologists to discuss difficult cases. Considering we're
only measuring the low end of the wage spectrum, actual costs for patients could be even
higher.

Also, with recent advancements in EEG measurement devices [11], there's huge
potential to unlock systems providing near-real-time diagnoses based on collected
signals, such as in ICU settings or preventive medical care with wearable devices. All
benefits can be unlocked when an efficient system to quickly and accurately analyze data
and produce relevant results has been established. Relying on neurologists would be
impractical for wearable devices and expensive in other settings. Since reading EEG
signals is complicated, incorporating years of human expert learning into an Al system
could greatly benefit, enabling faster inference.

1.3 Problem Statement



EEG results are crucial for diagnosing brain damage and requires extensive labor
from highly trained experts, leading to costs up to $21,261, highlighting the need for
accurate automated systems.[12][13][14]

Traditional human expert diagnosis is costly and time-consuming. It often requires
continuous EEG monitoring by experts for 24-48 hours [13]. Additionally, logistical
arrangements to connect patients with neurologists can be delayed due to expert
shortages. As a result, there's growing interest in developing machine learning algorithms
to streamline the diagnostic process.

1.4 Thesis Statement

A multi-label EEG image classification model is needed to reduce labor costs for
human experts in brain damage diagnosis.

This model can triage a large volume of EEG results, significantly reducing the
need for human expert intervention. The healthcare system can benefit from adopting this
model to enhance EEG diagnosis speed and accuracy. It could be used by hospitals to
assist or enhance human experts' efficiency in diagnosing brain as a first line of defense
or supplement when human resources are falling short.

In past research, most machine learning models focused on binary classification
for brain activity abnormality detection. Here, it has been extended to multi-label
classification covering seizure (SZ), lateralized periodic discharges (LPD), generalized
periodic discharge (GPD), generalized rhythmic delta activity (GRDA) and lateralized
rhythmic delta activity (LRDA). A seizure (SZ) indicates active seizure activity, which
may involve convulsions, altered awareness, or subtle behavioral changes depending on

the brain region affected. Generalized periodic discharges (GPD) suggest widespread



brain dysfunction and may lead to seizures or poor neurological outcomes if persistent.
Lateralized periodic discharges (LPD), which appear on one side of the brain, are
strongly associated with focal brain injury and carry a high risk of seizures. Lateralized
rhythmic delta activity (LRDA) is less specific than LPD but can still suggest seizure
risk, especially if it persists or evolves. Generalized rhythmic delta activity (GRDA)
typically reflects diffuse brain slowing and is less seizure-related than GPD, though
persistent GRDA may still warrant clinical attention. The idea is to make EEG diagnosis
more specific and not just labeling something as a seizure or not. The goal is that patients
can get the right treatment without being overmedicated or given more care than they
need.

Firstly, a new dataset providing human expert labeling across all five diseases is
accessible. Secondly, one of the goals to determine if multi-label classification boosts the
model's ability to learn various features in a finer-grained fashion. If this model achieves
comparable success with metrics like AUC-ROC, AUC-PRC, precision and recall etc., it
could potentially generate extra clinical value in logistics by speeding up final diagnoses.
In terms of methodology, various machine learning techniques have been explored
ranging from KNN to CNN, and then transformer and GPT [6][7][8][9]. Most models,
except for CNN, take EEG time series as data input, performs feature extraction and feed
the data into the pipeline. This research focuses on image visualization, following the
CNN paradigm but utilizing an advanced Contrastive Language-Image Pre-Training
(CLIP) foundation model, hoping to mimic human experts in EEG image reading.

1.5 Research Objectives



a high-performance multi-label EEG classification model that utilizes Contrastive
Language-Image Pre-Training (CLIP) foundation model. It can predict one of the 6 labels
that belongs seizure (SZ), lateralized periodic discharges (LPD), generalized periodic
discharge (GPD), generalized rhythmic delta activity (GRDA) and lateralized rhythmic
delta activity (LRDA) or other (normal).

1.6 Research Questions and Hypotheses

There are already various machine learning models for EEG image classification;
what is the focus and contribution of this praxis? Firstly, there haven't been many multi-
label models yet, so one goal is to test the methodology on the new dataset so that the
model picks up new information specific to that dataset. Secondly, it is desired to train a
model taking images directly as input, unlike EEG-GPT [9], which uses text, or KNN,
which uses time series. The intuition, as mentioned, mimics human expert thinking. CNN
uses image input, but this praxis explores current trends in large video or language
models. It is investigated whether knowledge from powerful general-purpose foundation
models like CLIP transfers easily to niche domains like medical images, specifically
EEG, which offers various visualization options. Our research question focuses on CLIP's
feasibility and evaluates the trained model's performance against industry benchmarks.

RQ1: Can CLIP model be adapted for building a multi-label EEG classification
model?

RQ2: Can fine-tuned CLIP models outperform denseNet coupled with ensemble
methods in multi-label EEG classification?

RQ3: Can CLIP after fine-tune outperforms zero-shot ChatGPT in EEG seizure

detection?



H1: CLIP model, using zero-shot learning falls short of performance as denseNet
coupled with ensemble methods and zero-shot ChatGPT (EEG-GPT).

H2: After fine-tuning, the CLIP model surpasses the performance of denseNet
coupled with ensemble methods in terms of AUC-ROC and AUC-PRC.

H3: In EEG seizure detection, fine-tuning the CLIP model leads to superior
performance compared to zero-shot ChatGPT (EEG-GPT) in terms of AUC-ROC and
AUC-PRC.

1.7 Scope of Research

This praxis will perform proper data processing of the input EEG time series,
producing both the double banana montage image for time series and the spectrogram
image. It will delve into image pre-processing, including dropping null values, adding log
transforms, and normalization, utilizing existing MNE or other open-source software
packages to visualize spectrogram images.

After obtaining image inputs, this praxis will collect and generate required text
prompts for the CLIP model, involving text mining that crawls PubMed websites and
other medical papers.

Once both image and text inputs are generated, the praxis will focus on comparing
CLIP models with and without fine-tuning. The results will be compared against other
methods performing on the same dataset.

1.8 Research Limitations

This model does not aim to alter the fundamental CLIP model, but rather focuses

on fine-tuning. It is only trained and tested on the multi-label EEG dataset. In the future it

can be extended to other datasets.1.9 Organization of Praxis



This paper comprises five chapters, following the template.

Chapter 1 introduces the praxis, providing relevant medical background and machine
learning fundamentals. It includes research motivation, problem statement, thesis
statements, research questions and hypotheses, scope, and limitations.

Chapter 2 is the literature review, offering a concise collection of existing EEG
image classification literature using machine learning. This chapter outlines methodology
differences among major approaches and presents corresponding metrics.

Chapter 3 details the approach and methodology for building proper image and
text inputs, encoding with CLIP, and fine-tuning the CLIP model for classifying five
brain activity abnormalities. It covers experiment setup, data collection and processing,
and hyperparameter combinations for fine-tuning the foundation model.

Chapter 4 presents experiment results. It delves into a multi-labeled dataset by
encoding image inputs and constructing text prompts. Fine-tuning the CLIP foundation
model yields hyperparameters assembling the highest-performing model, along with
related metrics. There are several variants of the CLIP fine-tuning algorithm, and the
winning one is CLIP with Lora based on a mixed loss function.

Chapter 5 concludes the paper by comparing the new model to literature models,
validating research questions and hypotheses. This chapter highlights unique

contributions and potential future research areas.



Chapter 2—Literature Review

2.1 Introduction

This Praxis project aims to provide an efficient machine learning (ML) model for
quick classification of brain diseases based on EEG images. Electroencephalography
(EEG) has been the dominant tool for analyzing the human brain to diagnose various
neurological conditions, such as epilepsy, seizures, stroke, brain tumors, and encephalitis
[1]. Its popularity as an analysis tool dates to the 1920s, when the groundbreaking paper
was published in 1929, introducing the term EEG [20).

Initially, EEG reading was mostly empirical [1], requiring students and residents
to spend years training to understand the basics. A well-trained neurologist is expensive
to hire [18], with a low-end cost per patient session of $1,536 in 2022. Human expertise
remains indispensable in today's medical practices. Meanwhile, artificial
intelligence/machine learning (AI/ML) has made remarkable advancements since
ChatGPT's inception. These facts point to a promising direction: leveraging advanced
algorithms to elevate EEG analysis. Recent advancements in EEG monitoring hardware
enable real-time monitoring, ICU emergency care, and more. Under these constraints,
human reading is not only expensive but also may not be universally available or fast
enough.

Thus, there is significant interest in developing EEG analysis algorithms utilizing
large language models. Some startups in this area treat algorithms as trade secrets,
keeping them strictly confidential. This Praxis aims to conduct independent, open-source

research on EEG classification with large language models (LLM) for free utilization.
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Before diving deep into the LLM aspect, let's review a brief history of EEG
algorithms.

Several databases were searched for relevant literature on the research topic.
These databases included PubMed, Web of Science, Google Scholar Library, IEEE, and
ProQuest Engineering Database. Search keywords included: EEG, wavelet analysis, EEG
classification, KNN, CNN, GPT, BERT, CLIP, medical image, and deep learning
algorithms.

The literature review will cover two major themes. One focuses on EEG itself,
emphasizing signal generation, feature extraction, and conventional early classic data
processing techniques, including wavelet analysis. The other theme encompasses general
machine learning technologies and their applications in EEG image classification tasks.
Recent LLM references will be prioritized.

2.2 EEG and image processing

2.2.1 Bipolar montage

Most EEG technologists use the International 10-20 System to “measure and
mark a patient's head for electrode placement”.[3] This method was developed to ensure
standardized reproducibility.[4][5] This montage compares signals between adjacent
electrode pairs, grouped by region (e.g., left lateral, parasagittal), and is useful for
visualizing spatial patterns in brain activity. It also helps suppress noise that's common
across channels. The resulting time-series data can then be used for further analysis or as
input for machine learning models.

A typical way to utilize signals generated via the 10-20 system is called the ‘bipolar

montage’. Bipolar derivations are calculated by subtracting the signal from one electrode
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(e.g., F7) from another electrode's signal (e.g., Fp1). This creates a new signal
representing the difference between the two electrodes.[24] For instance, given
monopolar channels (Fp1, F3, C3, P3, F7, F3, etc.), the actual EEG image displays
bipolar channels calculated from these monopolar channels. Column combinations are

like Fp1-F7, F7-T3 etc.

Table 1: Bipolar Montage

Key Electrodes Quadrant Description

il Fpl=»F7 T3 >Th + O Left Lateral Temporal-oceipital chain along the side

of the left hemisphere

"Lp" Fpl=+F3+C3 > P32 Left Parasagittal Medial chain along anterior-posterior
o axis on the left

gt Fp2 > F4 > C4 + P4 =+ Right Parasagittal Medial anterier-posterior chain on the
02 right

"ri" Fp2 > F8 3 T4 > T8 =+ Right Lateral Temporal-occipital chain alang the right
02 hemisphere

Calculating bipolar derivations have two benefits. The first one is to reduce noise:
Bipolar derivations cancel out common noise sources. The second one is to enhance
spatial resolution: Bipolar derivations provide localized information on brain activity.

2.2.2 Wavelet analysis and filtering

Wavelet analysis is a signal processing technique that transforms EEG signals
into frequency components, providing a time-frequency representation [25][26]. It
extracts meaningful information from brain signals, overcoming traditional Fourier
transform limitations. Wavelet analysis is handy for analyzing non-stationary signals like

EEG, where frequency content changes over time.
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Wavelet analysis has various applications, including epilepsy diagnosis [27],
brain-computer interfaces, and neuroplasticity studies. For instance, wavelet analysis
identifies seizure onset and tracks changes in brain activity.

There are two wavelet transform types [28]: “Continuous Wavelet Transform
(CWT) and Discrete Wavelet Transform (DWT)”. CWT is used for feature extraction,
while DWT is used for signal compression and denoising.

To perform wavelet analysis on EEG signals, this praxis preprocesses the signal
by filtering and normalizing EEG data, and then apply the morlet transform which is one
kind of CWT that extract features from wavelet coefficients and interpret the time-
frequency representation. In this praxis, open-sourced software packages like MNE and
Librosa for wavelet analysis on EEG have been adopted.

2.3 EEG classification: From KNN to GPT

As machine learning emerges and matures, extensive research has been conducted
utilizing time series data collected by the 10-20 system to build diagnostic models.
Methodologies range from traditional KNN [6] to deep learning [7] and cutting-edge
transformer [8] and GPT [9] models.

During the 2000s, early research emerged on EEG seizure detection using KNN
in 2001 [21]. Simultaneously, classical machine learning techniques like SVM, PCA
[22], and feature extraction [23] gained research attention for EEG classification tasks.

2.3.1 CNN for EEG
Convolutional Neural Networks (CNNs) [30] are deep learning models inspired by the
animal visual cortex, designed to process grid-pattern data such as images. They

automatically learn hierarchies of spatial features through stacked building blocks.
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Convolution layers are used for feature extraction, pooling layers are used for down
sampling, and fully connected layers for mapping features to final output. The
convolution layers utilize kernels as optimizable feature extractors, making CNNs
efficient for image processing. Training involves optimizing parameters via
backpropagation and gradient descent, minimizing differences between output and
ground truth labels. Through this hierarchical feature extraction, CNNs enable efficient
image processing and classification.

A sample study in this area utilizing CNN in EEG is [29], which proposes a
“novel deep convolutional neural network (CNN) model with optimized hyperparameters
for automated epilepsy seizure detection and classification using EEG signals”. It
classifies EEG signals into normal and seizure categories using the publicly available
CHB-MIT database. Performance metrics include Accuracy: 87.40%, Sensitivity:
88.10%, Specificity: 87.10%. This study outperforms existing literature from 2021.

2.3.2 GRU for EEG

As mentioned above, currently EEG is widely adopted in various medical
scenarios due to the advance in the medical devices. One of the critical domains is to
apply EEG detection efficiently in the intensive care units (ICUs). This paper utilized the
Gated recurrent units (GRU) model architecture.

GRU [47][48] can be viewed as “a simplified version of long-term short-term
memory (LSTM) which is a type of recurrent neural network (RNN) specifically
designed to handle sequential data by effectively remembering information over long
periods of time”. In GRU, there is a single gate controller that represents both forget gate

and input gate. Whenever a memory needs to be stored, the previous value stored inside
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is erased.

Paper [39] used cropping sampling technique to reflect the true patient situation in
ICUs and compared the output on both GRU model architecture and CNN model
architecture. It is concluded that GRU architecture model performs better than that of the
CNN-based model or RNN-based model [49] during offline detection. However, only
GRU model can be used in online detection and CNN does not have that ability. Thus,
GRU based model is superior for the ICU patients use case where the inference speed is
critical.

2.3.3 Transformer for EEG

In 2017, a seminal paper from Google revolutionized the natural language
processing (NLP) landscape with "Attention is All You Need" by Vaswani, A. [34]. This
groundbreaking work addressed the long-term memory limitations of recurrent neural
networks by relying “solely on the attention mechanism to capture global dependencies
between input and output”.

The innovative Transformer model architecture [34] comprises an encoder and a
decoder. The encoder is of a stack of building blocks each of which contains two layers: a
multi-head self-attention layer and a fully connected feed-forward layer. This generates
continuous representations of input sequences.

The decoder is also a stack of identical building blocks, each of which has three
layers: a multi-head self-attention layer, an encoder-decoder attention layer, and a fully
connected feed-forward layer. This generates output sequences based on encoded input

representations.
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The Transformer model's key components include multi-head self-attention layer,

encoder-decoder attention layer, and positional encoding. The multi-head self-attention

layer computes multiple attention weights, allowing the model to jointly attend to

information from different representation subspaces. The encoder-decoder attention

enables the decoder to attend to encoded input representations. Positional encoding adds

temporal information to input embeddings.

The Transformer model enables significant parallelization, improving

computational efficiency, and demonstrates substantial performance gains. Following its

introduction, the Transformer model spawned numerous applications across various

domains, including EEG analysis, demonstrating its versatility and potential for cross-

disciplinary impact.
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Figure 3: Transformer Architecture

EEGformer is a deep learning framework for EEG analysis [8], integrating depth-

wise convolutional neural networks (IDCNN) and transformer encoder-decoder
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architecture. The IDCNN processes raw EEG input, extracting convolutional features in
a data-driven manner. The EEGformer encoder consists of temporal, synchronous, and
regional transformers, learning EEG characteristics in a unified manner through self-
attention mechanisms. The decoder comprises convolutional and fully connected layers
for task-specific classification.

EEGformer is validated on benchmark datasets (BETA, SEED, and DepEEG),
EEGformer outperforms existing methods, highlighting its significance in unified EEG
characteristic learning. It achieves state-of-the-art (SOTA) accuracy metrics for the
datasets it was tested on.

2.3.4 BERT for EEG

BERT (Bidirectional Encoder Representations from Transformers), introduced by
Devlin et al. in 2018 [32], revolutionized natural language processing (NLP) with its
innovative architecture. Leveraging transformer-based bidirectional encoding, BERT
captures nuanced language contexts, demonstrating remarkable improvements in various
NLP tasks, including question answering, sentiment analysis, text classification, and
language translation.

Pre-trained on vast corpora and fine-tuned for specific applications, BERT
achieves state-of-the-art results. Studies confirm BERT's superiority over traditional
models, attributing its success to contextual understanding and transfer learning
capabilities. Researchers explore BERT's applications in multilingual processing, text
generation, and EEG analysis.

A notable study, BrainBERT [31], adapts BERT for EEG analysis. BrainBERT is

a “reusable Transformer designed for EEG timeseries, leveraging modern representation
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learning techniques from NLP and speech recognition”. It enables accurate classification
of complex neural concepts, such as decoding neural data, using minimal labeled data.

Through unsupervised pre-training on large unannotated neural recording corpora,
BrainBERT generalizes across subjects, accommodates varying electrode positions,
adapts to diverse tasks, and robustly disentangles neural signals.

This study leverages BERT's exceptional language understanding capabilities for
EEG analysis. BrainBERT achieves high accuracy in EEG-to-text decoding, particularly
in small, closed vocabularies, critical in brain-computer interaction (BCI) domains.

2.3.5 GPT for EEG

GPT (Generative Pre-trained Transformer), developed by OpenAl's Radford et al
[15]. in 2018, is an advanced deep learning model designed for natural language
processing (NLP) tasks. Leveraging transformer architecture, it generates coherent
human-like text through pre-training and fine-tuning.

Following its introduction, GPT gained popularity, particularly with ChatGPT's
integration. Since 2018, it has evolved through several generations, with the newest
variant being GPT-1's successor.

Initially, applying text-based language models like GPT to image processing
seems counterintuitive. However, research [9] combines IDCNN feature extraction with
GPT-2 for EEG classification, leveraging large language models' (LLMs) advancements.
Notably, this approach achieves remarkable results. Abnormal EEG detection is
accomplished through few-shot learning, utilizing merely 2% of training data. This feat is

made possible by integrating neurologist expertise during data preprocessing and
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employing hand-picked, hand-tuned input text features, resulting in state-of-the-art
performance.

Additionally, this method provides intermediate reasoning steps and coordinates
specialist EEG tools across multiple scales, ensuring transparent and interpretable
verification. This promotes trustworthiness in clinical contexts, showcasing GPT's
potential beyond NLP.

2.3.6 CLIP for medical image

The integration of EEG detection with Large Language Models (LLMs) has
achieved remarkable performance using GPT-based models. However, this approach
remains somewhat opaque, even to neurologists involved in feature extraction, as few-
shot learning requires minimal domain-specific parameter adjustments.

Most neurologists are trained to interpret EEG images directly, sparking interest
in utilizing raw images as input while leveraging LLM capabilities in the image domain.
One promising candidate is CLIP.

CLIP, developed by OpenAl [37], is a task-agnostic pre-training model enabling
general language representations. CLIP applies contrastive learning to computer vision,
capturing visual concepts from NLP. Key advantages include: Zero-shot transfer
capability and Robustness to distribution shift.

CLIP's methodology jointly trains image and text encoders to predict image-text
pairs using symmetric entropy loss over cosine similarity scores. The architecture
combines ResNet image encoding and Transformer text encoding. CLIP offers

computational efficiency and scalability compared to generative modeling or
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autoregressive prediction. Its emergent capabilities excel in: MNIST digit recognition,
Facial emotion recognition, Action recognition and Geo-localization

Early studies explore CLIP's application to medical images, such as skin lesion diagnosis
[35]. Results show that CLIP models achieve better accuracy and require fewer annotated
samples.

A recent paper [50] applied CLIP to EEG images for binary classification,
primarily in zero-shot or few-shot settings. The results show potential in aligning textual
descriptions with EEG time-series data. This praxis extends the exploration of CLIP for
EEG analysis by introducing fine-tuning and expanding the task to multi-label
classification.

2.4 Summary and Conclusion

EEG classification is a critical task in the medical domain, and it is important to
develop efficient machine learning algorithms to reduce dependence on expensive human
expert supervision and lower medical costs for patients. It has evolved from pure human
reading to KNN, CNN, and eventually Large Language Models (LLMs). Various studies
employ transformers [8], BERT [31], or GPT [9] directly, each focusing on specific
downstream applications.

BERT and GPT-based models emphasize text generation for brain-computer
interaction (BCI) analysis, whereas transformer-based models focus on disease
classification. Notably, GPT-based methods [9] offer both disease detection and text
generation functionality.

Recently, vision-language models like CLIP have garnered interest in medical

image tasks, such as skin lesion diagnosis [35]. This praxis explores integrating CLIP
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into EEG classification for transparent comparison between human expert readings and
Al interpretations. Performance will be compared to classic CNN models and other

LLM-based models.
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Chapter 3—Methodology

3.1 Introduction

This praxis adopts a detailed methodology for fine-tuning the CLIP model to
develop a multilabel classification algorithm for EEG (electroencephalogram) images,
with the goal of detecting five types of brain diseases. The dataset includes six labels:
Seizure, GPD, LPD, GRDA, LRDA and Other (representing normal or non-pathological
cases). The aim of this praxis is to evaluate and compare the performance of different
models for multilabel EEG image classification. Specifically, three approaches have been
investigated: CLIP with zero-shot learning, CLIP fine-tuned for this task, and a Dense
Convolutional Network (DenseNet).

The methodology starts with using the CLIP model in a zero-shot learning setup,
where it applies its pre-trained knowledge to classify EEG images without requiring any
additional training. In this stage, I used simple text prompts based mainly on the disease
names. Next, the approach involves fine-tuning the CLIP model on EEG images. This is
done by partially updating the model's weights through iterative optimization of a cross-
entropy loss function, allowing it to more effectively recognize patterns of brain activity
linked to different diseases. Finally, the methodology includes training a Dense
Convolutional Network (DenseNet)—a deep learning model known for its dense
connectivity and efficient feature propagation; I include this since that study also have a
human expert benchmark result.

In this study, I compare how well the selected models perform by using key
evaluation metrics: AUC-ROC, AUC-PRC, precision and recall and F1-score. EEG-

based brain disease detection often involves imbalanced datasets and multiple
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overlapping conditions, AUC-ROC and AUC-PRC metrics offer a more balanced view of
model performance and can be a good indicator of model robustness for data distribution
on top of the usual precision and recall. Our goal is comparing the metrics on each
approach and check if all the three hypothesizes are validated.

AUC-ROC and AUC-PRC are the main metrics to evaluate how well the models
perform. AUC-ROC helps us evaluate how well a model can separate different classes,
while AUC-PRC focuses more on how well it handles precision and recall, especially
when the data is imbalanced, which is often the case in medical applications like EEG
analysis.

By looking at these metrics, the goal is to understand how each model handles the
unique challenges of EEG data, including noise, variation between patients, and
overlapping disease patterns. The study compares three approaches: zero-shot CLIP, fine-
tuned CLIP, and DenseNet, to see which one is most effective for detecting brain diseases
from EEG images.

Beyond just comparing models, the study also looks at ways to improve
performance—Ilike bringing in more domain knowledge, improving how features are
extracted from the data, or using larger and more diverse datasets. In the end, this work
aims to move EEG-based disease detection forward, helping to build tools that are not
just accurate, but also practical and reliable. The chapter wraps up with thoughts on how
future models and training strategies could continue to improve results in this space.

3.2 High level architecture

This praxis follows a high-level architecture as follows.
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Figure 4: Flowchart for training and eval pipeline

The high-level architecture of this study involves a complete pipeline for EEG
data cleaning and image-text generation, CLIP fine-tuning or zero-shot setting and
performance evaluation, leveraging both the CLIP model and a Dense Convolutional
Network (DenseNet). The process begins with preprocessing raw EEG which includes
removing missing values, applying notch filters to eliminate line noise, and organizing
the data using a bipolar (double banana) montage.

Following preprocessing, EEG images are generated and paired with appropriate

text labels. These images serve as inputs for the CLIP model, which is explored using
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two approaches: zero-shot learning and fine-tuning. In the zero-shot setting, the model
predicts labels based on cosine similarity between the embeddings of EEG images and
text prompts derived from disease names. However, initial experiments with this method
yielded a performance close to random guessing, with accuracy around 1/6, indicating
that zero-shot learning alone is insufficient for this classification purpose.

To address these limitations, the CLIP model is fine-tuned to better capture the
characteristics of EEG data. This is achieved by adding a Low-Rank Adaptation (LoRA)
layer to introduce trainable parameters without changing all the original pre-trained
weights. Early stopping is added to prevent overfitting, and a multi-label classification
head is incorporated to handle the presence of multiple disease labels per sample.
Hyperparameter tuning is performed across several variables, including the LoRA rank,
early stopping patience, and the number of images used for training, all aimed at
improving the model performance.

In addition, a Dense Convolutional Network (DenseNet) is implemented to
provide a comparative baseline as seen in [40]. The architecture includes components
such as BatchNorm1d, ELU activations, and Conv1d layers, which are effective for
extracting patterns from EEG images. This traditional deep learning model complements
the CLIP-based methods by offering an alternative perspective on EEG classification.
Model performance is evaluated using AUC-ROC and AUC-PRC. These metrics are
chosen for their effectiveness in handling imbalanced datasets, a common challenge in
EEG-based disease detection which is also observed in current dataset. Results from all
models are compared against a baseline [40] established by expert human annotations to

provide context for performance evaluation.
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Overall, the methodology combines data preprocessing, deep learning
architectures, and careful evaluation strategies to address the complexities of EEG-based
brain disease detection. This study takes a practical look at how zero-shot and fine-tuned
versions of the CLIP model perform, and compares them with a DenseNet approach, with
the goal of finding more reliable ways to detect brain diseases from EEG data.

3.3 EEG Data Preprocessing and Image Loading

This study uses two preprocessing approaches for EEG image data: one based on
raw time-series signals and another using spectrograms generated via short-time Fourier
transform (STFT). Both methods start by applying a bipolar montage to the raw EEG
recordings.

The time-series EEG preprocessing pipeline starts with artifact removal and noise
reduction to ensure data quality. Common issues include null values, which can be easily
removed using standard methods like dropna [51]. More subtle artifacts, such as
saturation caused by values hitting the limits of the analog-to-digital converter (ADC),
are also identified and filtered out. These often occur when the signal exceeds the
recording range, leading to clipped or flatlined segments. For example, unusually high
values like 9999 may indicate a hardware error or incorrect data capture.

After removing artifacts, a bandpass filter is applied to the EEG frequency range
between 0.5 Hz and 30 Hz. This helps retain brain activity signals while filtering out low-
frequency and high-frequency extreme noises, such as muscle artifacts. Once filtered, the
EEG data is used to compute the 16 bipolar (double banana) montage channels.

The spectrogram image pipeline converts raw EEG time-series data into visual

representations that reflect both frequency and time-based patterns. This is done using a
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Mel spectrogram, which maps the frequency content of the signal onto the Mel scale
[52]—a scale that mirrors how humans perceive sound frequencies. The Mel scale aligns
closely with the human sound and it's a helpful tool for capturing meaningful frequency
patterns in EEG data. There is an alternative function to use the built in short-time
Fourier Transform [53]. Both yields similar results.

Both preprocessing pipelines are essential for capturing different aspects of the
EEG data. The time-series pipeline visualizes the EEG signals which is the tool of
neurologist to observe potential abnormality, and this praxis hopes to build a model to
mimic the human expert in their ability to identify those visual patterns. In contrast, the
spectrogram pipeline transforms the data into a heatmap, enabling the use of image-based
deep learning models.

When testing both image types across different models, it has been observed that
the fine-tuned CLIP model performed best with time-series images which confirms the
initial research intuition that CLIP could learn similar visual pattern as human even for
niche medical domain such as EEG analysis, whereas DenseNet showed slightly better
results with spectrogram-based inputs.

Both time-series and spectrogram pipeline store the images into google drive,
with same naming convention under different folders like
“3927328503 0 2012656352 0 LPD.jpg” which can later be used to trace back to
original metadata and final labels. A subset of selected images is uploaded into google
Colab memory and loaded into CLIP with the built-in support of python dataloader object

[54]. More engineering side details is shared in a later section.

3.4 CLIP with zero shot learning
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The CLIP model, introduced by OpenAl in the paper “Learning Transferable
Visual Models from Natural Language Supervision” [15], is a multimodal framework that
connect images and text. CLIP does this by training on a large dataset of image-caption
pairs, allowing it to embed both image and text input into the same embedding space.
This makes it suitable for image classification without needing task-specific training data.
CLIP has two main components: a vision encoder and a text encoder. Both encoders are
trained jointly with a contrastive loss function. Two types of vision encoders are
supported by CLIP, one is ResNet architecture, the other is ViT (vision transformer).
Meanwhile the text encoder uses a Transformer architecture. The output of the vision
encoder is a high-dimensional vector (embedding) that represents the image in the shared
embedding space. Like the vision encoder, the text encoder outputs a high-dimensional
vector that represents the text in the shared embedding space.

Zero-shot learning is where a foundation model is used to make predictions on
tasks or categories it has never explicitly been trained on. In the context of EEG-based
brain disease detection, CLIP with zero-shot learning is used to classify EEG images into
six disease categories without task-specific fine-tuning. The process begins with input
preparation, where EEG images are generated from the preprocessed time-series data or
spectrogram images. Text prompts are created to describe the six disease categories in
natural language. For example, one prompt might be "EEG image of Seizure," while
another could be "EEG image of LPD (Lateral Periodic Discharge)"

Once the input data is prepared, the EEG images are fed into CLIP’s vision

encoder to generate image embeddings, and the text prompts are fed into CLIP’s text
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encoder to generate text embeddings. The similarity between each image and text is

computed using cosine similarity in the shared embedding space. The formula is:

A-B

A1l 1B M

cosine — similariy (A, B) =

Here A and B represents a vector, and in this context, they are the image and text
embeddings, respectively, A-B is the dot product, and [|A|l and |IB|| are the Euclidean
norms of the vectors. The text prompt with the highest cosine similarity to the EEG
image embedding is selected as the predicted label. For example, if the cosine similarity
between an EEG image and the text prompt for "Seizure" is the highest, the image is
classified as showing signs of Seizure.

In the initial experiments, CLIP with zero-shot learning achieved an accuracy of
approximately 1/6, which is equivalent to random guessing for the six disease categories.
This result highlights the challenges of applying zero-shot learning to highly specialized
domains like EEG analysis, where the visual patterns in the images may not align well
with the general knowledge captured by CLIP during its pre-training on large-scale
image-text datasets. Despite this limitation, zero-shot learning provides a valuable
baseline for understanding the model's ability to generalize without task-specific training.

While CLIP with zero-shot learning offers one approach for EEG-based brain
disease detection, the relatively low accuracy in this application suggests that zero-shot
learning alone may not be sufficient for achieving high-performance classification.
Additional techniques, such as fine-tuning or domain-specific adaptations, may be
necessary to improve the model's performance. For example, fine-tuning CLIP on our
dataset of EEG images and corresponding text descriptions could help the model learn

domain-specific patterns and improve its ability to classify EEG images accurately.
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3.5 Text Prompts for EEG Image Classification

To use CLIP for EEG-based brain disease detection, the text prompts play a
crucial role in guiding the model to understand and classify the EEG images accurately.
Initially, the text prompts were kept simple and concise, directly associating the EEG
images with their corresponding disease categories. For example, a prompt might be as
straightforward as "EEG image of Seizure" or "EEG image of LPD (Lateral Periodic
Discharge)." These initial prompts were designed to provide a basic mapping between the
visual patterns in the EEG images and the textual descriptions of the diseases.

Later as the project progressed, the text prompts were expanded to include more
detailed and descriptive information about the specific characteristics of each disease
category to boost accuracy. This evolution was driven by the need to provide the model
with richer contextual information, which by our hypothesis could help improve its
classification accuracy. The initial short-form prompts were replaced with more complex
and detailed descriptions that capture the nuanced patterns observed in EEG
spectrograms for each disease. These descriptions were inspired by medical literature,
textbooks, and online resources, as collecting human-expert annotations for every EEG
image proved to be a challenging and time-consuming task.

The initial set of text prompts was designed to be simple and direct, focusing on the
key features of each disease category. These prompts were short and to the point,
providing a basic association between the EEG spectrogram and the disease label. For
example, I can generate a text prompt for Seizure using wording like Rhythmic delta,
Embedded sharp discharges. The very basic group of text prompts are listed as below

which pair with spectrogram images. There are similar ones for the time-series images.
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Table 2: Initial Text Prompt

Label Text Prompt

Seizure EEG spectrogram of Seizure: Rhythmic delta, Embedded

sharp discharges.

LPD (Lateralized Periodic Discharges) EEG spectrogram of LPD: Frontal |ateralized sharp
transients, Reversed polarity.

GPD (Generalized Periodic Discharges) EEG spectrogram of GPD: Diffused semi-rhythmic delta,
poorly formed discharges.

LRDA (Lateralized Rhythmic Delta Activity) EEG spectrogram of LRDA: Semi-rhythmic delta, Unstable
morpholegy over one hemisphere.

GRDA (Generalized Rhythmic Delta Activity) EEG spectrogram of GRDA: Rhythmic delta, Unstable
morphology, poorly sustained.

Other Mormal brain wave EEG spectrogram.

These short form prompts served as a starting point, providing the model with a basic
understanding of the visual patterns associated with each disease category. However, they
lacked the detailed descriptions that could help the model distinguish between subtle
differences in the EEG patterns.

To address this limitation, the text prompts were expanded to include more detailed
and descriptive information about the specific characteristics of each disease category.
These expanded prompts were designed to mimic the kind of observations that a doctor
might make when viewing an EEG image, providing the model with richer contextual
information. One slightly more advanced text prompt for seizure includes not only the
label name, but also the visual feature like spike and wave pattern. Gradually, other
details like the frequency range are also be introduced when appropirate. The final
version of the text prompts is obtained by a mixture of scraping pubmed abstract with
paper having EEG in the title and summary from chatgpt and some of my own

observation. Here is the final version of text prompts.
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Table 3: Final Text Prompts

Label Text Prompt

Seizure This is Seizure (epileptic discharge). The EEG spectrogram shows intense, clustered high-
frequency activity, often asymmetric across channels. These spectral bursts resemble ictal
discharges typically observed during seizure episodes. This has sharp distinct spikes or unusual
patterns that is spike and wave patterns.

GPD This is GPD (Generalized Periodic Discharges). The EEG spectrogram displays smooth,
symmetric delta-band rhythms across all channels. These rhythmic waves are delta frequency
range and the frequency remains in a slow band. These generalized rhythmic delta patterns
indicate abnormal values in delta frequency range that is 1 to 4 Hz whose frequencies are
synchronized across all channels.

GPD This is GPD (Generalized Periodic Discharges). The spectrogram shows repetition, bilaterally
symmetric bursts at regular intervals. These discharges resemble typical GPDs and follow a

periodic structure, consistent with generalized periodic EEG patterns. These GPDs repeat in a
generalized manner in the spectrogram.

LPD This is LPD (Lateralized Periodic Discharges). The EEG reveals asymmetric periodic bursts,
more pronounced in one hemisphere. Respective stereo-typed pointed waveforms, indication of
localized pathology only happens in some channels while other channels are relatively flat.

LRDA This is LRDA (Lateralized Rhythmic Delta Activity). The spectrogram shows rhythmic delta
slowing that is clearly lateralized to one side. This is a kind of low-frequency delta pattern that
occur in some channels while others are relatively flat waves in delta frequency range.

GRDA This is GRDA (Generalized Rhythmic Delta Activity). The spectrogram lacks prominent rhythmic,
periodic, or spiking activity. Background power is diffusely spread, with no indication of
pathological EEG features.

To improve the model’s ability to distinguish between brain conditions associated
with each label, I expanded the text prompts to include more detailed descriptions of
EEG patterns for each category. For example, the prompt for seizures now mentions
sharp spikes and wave patterns, while LPD is described using its characteristic repetitive,
pointed waveforms. GRDA is identified by rhythmic delta-range sinusoidal waves that
appear across all channels.

Ideally, these prompts would be crafted or documented as a doctor’s note by
neurologists based on their clinical experience reviewing EEG recordings. However,

collecting such expert annotations is time-consuming and resource intensive. As a
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workaround, I built the prompts using information scraped from medical literature,
textbooks, and online resources. While this offers a reasonable approximation, it may
lack the nuance of expert clinical observations.

This shift from simple, label-based prompts to richer, more descriptive ones reflects
our ongoing effort to improve classification performance. It is intended to improve the
connection between the EEG image pattern and their corresponding diagnoses by giving
the model more context. In future work, obtaining expert-reviewed prompts could further

refine this approach and enhance the model's reliability.

3.6 CLIP Finetuning

As mentioned above CLIP with zero-shot learning is not showing impressive
result in the multi-category EEG classification dataset. To address this, fine-tuning CLIP
on the datasets is a more promising way to improve its performance. Fine-tuning allows
the model to better align with the features and structure of the target data. Depending on
the task and available computational resources, finetuning can range from full finetuning
where all parameters of the vision and text encoders are updated to partial finetuning
where certain layers are frozen and only some are updated. An even more lightweight
approach is parameter-efficient fine-tuning, where training from scratch or updating the
full CLIP full weight matrices isn’t feasible.

In this praxis, I explored three variations of CLIP fine-tuning. The first is linear
probing, where a linear classification layer is added to the CLIP image encoder, and only
the image embeddings are used for prediction. The second approach involves LoRA-

based fine-tuning, which selectively updates weights in the attention, prediction, and text
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embedding layers. The third variant extends the LoRA fine-tuning strategy by combining
the standard contrastive loss with the Kullback—Leibler Divergence (KLDiv) loss,
enabling the model to better capture soft-label distributions. The result will be shared in
more details in Chapter 4. Below is the flowchart of the 3 variants of the CLIP fine-

tuning.
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Figure 5: Flowchart of CLIP finetuning

In two out of the three variants, Low-Rank Adaptation (LoRA) [42] has been adopted
which introduces a small number of trainable parameters into the model without
modifying the original weights. Instead of updating the full weight matrix in the attention
or feed-forward layers, LoRA inserts a pair of low-rank matrices that are trained
Wadaptea =W + a - AB (1)
Here A € R®" and B € R™¥ are the low rank matrices where r is a much smaller
integer like 8 or 16 and d, k are original weight matrices dimension. Using this low-rank

matrices, the degree of freedom for each training layer is reduced thus more cost
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efficient. This approach is memory-efficient and preserves the pre-trained model’s core
capabilities, making it particularly attractive for domains like healthcare search where
training and computational resources are both limited.

In the experiments, LoRA is applied to fine-tune CLIP’s vision encoder on EEG
images, both from time-series representations and spectrogram-based views. Each image
was paired with a text prompt describing key EEG features associated with different
neurological conditions. Fine-tuning with LoRA helped the model better associate these
patterns with their descriptions, improving classification performance compared to
CLIP’s zero-shot baseline while keeping the training time in a reasonable range. In most
of the current runs, r has been set to 8. It is found that once the rank r is bumped to say
16, the running time will significantly increase from 40 min to 4 hours on the same
training dataset. As dataset grows, the training time grows exponentially without the
benefit of boosting a lot of model performance.

There is also a technique called auto Lora which means the model can adjust the
rank dynamically based on the training process [43] which is even more flexible and cost
efficient. However, to adapt that one needs to revamp the whole training pipeline and
tweak the internal structure for the encoders which requires a significant engineering
effort which hasn’t been pursued yet. It could be one of the potential improvements for
future study as the rank could be tied to the intrinsic medical image feature dimension.
Another technique being used in the finetuning is early stopping. In training deep
learning models, it is common for the model to initially improve on both training and
validation datasets. However, after a certain point, the model may begin to overfit which

refers to continuing to minimize training loss while the validation performance stagnates
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or worsens. A widely used regularization strategy is to halts training when the loss
function on validation dataset no longer improves, thus the name early stopping. The
model is rolled back to the state with the best recorded performance. This not only helps
prevent overfitting but also reduces computational cost by avoiding unnecessary training
epochs.

In the implementation, the validation loss is monitored throughout training. The
patience value is set to p = 2 most of the time, meaning training stops if no improvement
in validation loss is observed over five consecutive epochs. Additionally, the option to
restore the best weights is enabled, ensuring that the final model corresponds to the epoch
where the validation loss was lowest.

This approach is particularly beneficial in scenarios where the training set is small
or the task is sensitive to overfitting, such as EEG-based brain disease classification.
Early stopping allows the model to generalize better on unseen data by avoiding over-
adaptation to noise or artifacts in the training set.

3.6.1 Contrastive Loss

As mentioned above, CLIP is trained to align image and text representations by
encouraging correct pairs to have higher similarity than mismatched ones. By default,
CLIP adopts a contrastive learning approach that operates over batches of image-text
pairs. For each image, the model learns to rank its corresponding caption higher than
other captions in the same batch, and vice versa. This is achieved by computing the
similarity (typically cosine similarity) between all image and text embeddings and
applying a cross-entropy loss to match the correct pairs. The training objective is

symmetric: it treats both the image-to-text and text-to-image directions equally and
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averages the two losses. This results in a robust joint embedding space where related
visual and textual inputs are closely aligned. The final loss contrastive loss can be

expressed as follows:
N N

L=1 1ZCE(1i'T" '—')+ 1zCE(Ti'I" '—') 2
== ¥ —J=i)+ 5 )= (2)

i=1 j=1

where [ and T are the normalized image and text embeddings for the i-th pair, t is
temperature parameter, and CE denotes the cross-entropy loss.

Cross-entropy loss measures how different two probability distributions are. Here
y is the true label and ¥y is the predicted probability.

N
CrossEntropy(y,9) = — Z yilog(®;) (3

i=1

3.6.2 Kullback-Leibier Divergence Loss
In the results chapter, I highlight that many samples in the dataset exhibit soft labeling—
cases where the expert votes are nearly evenly split between two classes. For example,
some spectrograms receive almost equal support for both Seizure and GPD from the
annotators. In such situations, traditional classification losses or even contrastive losses
may fall short. If a model predicts GPD and the label has only a slight majority for
Seizure, penalizing the model harshly ignores the inherent ambiguity in the data. To
better capture this uncertainty, we also consider using Kullback—Leibler Divergence
(KLDiv) Loss, which compares two probability distributions rather than treating labels as
strictly correct or incorrect. KLDiv is particularly useful when working with soft labels or
ensemble teacher-student settings, as it respects the full distribution of annotator

opinions. The formula is
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where P is the target distribution (e.g., normalized expert votes), and Q is the predicted
probability distribution from the model.

In the results chapter, I also explore a weighted combination of the two loss functions.
Interestingly, integrating both standard classification loss and KLDiv loss leads to a
notable improvement in model performance, suggesting that the hybrid approach better
captures both hard and soft labeling characteristics in the dataset.

3.7 Hyperparameter Tuning

Hyperparameter tuning is the process of choosing the optimal set of configuration
values (hyperparameters) that control the training behavior of a machine learning model.
These parameters are set before training and are not trainable from the data.

After the whole pipeline is setup, I just iterate several hyperparameters in the
training process to see which model gives the best performance and document the result.
The focus of the tuning is N (number of image inputs), lora rank r, early stopping
patience p in the latter stage of the study. In the early stage, I also explored different
number of epochs, batch size, optimizer of the model etc.

The search process is mostly iterative and manual. Although grid search and
scikit-learn’s GridSearchCV and RandomizedSearchCV are useful tools, this route of
performing a more systematic approach on hyperparameter tuning has not been chosen
due to computational resource constraints. So far, all the experiments have been
conducted on Google Colab, where the stability of the compute environment poses a
significant challenge. The core pipeline is susceptible to interruptions from various

external factors, such as network issues, GPU quota limits, and session timeouts.
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To partially mitigate these stability issues, I decoupled the training pipeline into
smaller, more modular components. For instance, the component responsible for filtering
raw data is implemented in its own Colab notebook, while the image generation process
is handled in another. The resulting images are stored in Google Drive, and the zipped
files can be quickly loaded into memory for each new training session.

Building the pipeline as a series of smaller modules reduces the risk of data loss due to
unexpected restarts and allows intermediate results to be saved more effectively.
However, this modular approach also introduces limitations—it prevents the entire
process from being executed as a unified loop within a framework like grid search. This
is more of an engineering and resource constraint, which could be addressed in the future
with access to more reliable computational resources beyond commercial platforms like

Google Colab, which are primarily designed for individual developers.

3.8 Classifier Metric

To evaluate model performance for the EEG multi-category dataset, following
metrics have been selected, namely the Area Under the Receiver Operating Characteristic
curve (AUC-ROC) and the Area Under the Precision-Recall Curve (AUC-PRC) as major
evaluation metrics. These metrics are well-suited for scenarios where certain classes are
underrepresented, which is often the case in real-world datasets, including EEG-based
brain disease detection.

AUC-ROC assesses a model's ability to distinguish between classes over all
possible decision thresholds by measuring the area under the TPR (true positive rate) vs

FPR(false positive rate) curve. Here are the TPR and FPR definitions.
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TPR=—— ®)

FPR= ——— (6)

The area under this curve provides a single scalar value that summarizes the
model’s overall discriminatory power. Because AUC-ROC evaluates the ranking quality
of predicted scores rather than their absolute values, it tends to be less sensitive to class
imbalance. In discrete setting, the AUC-ROC can be evaluated via following formula
with trapezoidal rule. In contrast, AUC-PRC focuses on the relationship between
precision and recall, which becomes critical when the minority class carries

disproportionate importance. Precision and recall are defined as:

Precision = r Recall = e 7
recision = T Fp ecall = — TN (7)

The discrete AUC-PRC similarly could be evaluated via the following

n

AUC — PRC = Z

i

Precision;, 1 + Precision;
2

(Recall;,,; — Recall;) (8)

The precision-recall curve places greater emphasis on the performance of the positive
class. This makes AUC-PRC especially relevant for detecting rare events, where
maintaining high precision and recall is more important than overall classification
accuracy.

These metrics offer several advantages. Firstly, they are more robust to
imbalanced class distributions than accuracy, which can be misleading when one class

dominates. Secondly, they provide evaluation of model behavior across a range of
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thresholds rather than relying on a fixed one. Third, they enable threshold-independent
assessment, which is useful when optimal thresholds may vary across deployment
settings.

AUC-ROC is particularly suitable when the costs of false positives and false
negatives are roughly balanced, and when a general measure of class separability is
desired. On the other hand, AUC-PRC becomes more informative in contexts where
identifying the minority class is a priority and where false negatives are especially costly,
such as in medical diagnostics.

While both AUC-ROC and AUC-PRC are effective evaluation tools, they may
not always reflect real-world decision constraints. In certain cases, optimizing for a
specific trade-off between precision and recall at a fixed threshold may be more
meaningful than assessing performance across all thresholds. Therefore, other evaluation
tools such as the confusion matrix, F1-score, and calibration plots have also been
incorporated to gain a more complete understanding of the model's performance.

A further justification for using AUC-ROC and AUC-PRC is the availability of a
human-expert benchmark dataset that uses these same metrics for classitying EEG
images across six disease categories [41]. During the literature review, I found that most
papers lack a clearly defined human benchmark, and six-category EEG image
classification is also relatively rare. This alignment, therefore, enables a direct
comparison between our model and expert-level human performance, providing a
meaningful and standardized baseline. Since the benchmark dataset is annotated by
neurologists or other trained professionals, it serves as a high-quality ground truth for

evaluating model accuracy and reliability.
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By comparing our model’s performance against this benchmark, specific areas of
strength and weakness can be identified. For example, a model instance that outperforms
the human benchmark on AUC-ROC but lags in AUC-PRC may excel in global ranking
but struggle with precision in detecting rare conditions. Such insights guide future
improvements and help validate the model’s readiness for real-world clinical use.

In summary, the decision to use AUC-ROC and AUC-PRC as our primary
evaluation metrics supports a rigorous, reliable, and comparable assessment of model
performance under class imbalance. This approach is particularly important for medical
applications like EEG-based disease detection, where identifying low-frequency but high-
impact conditions is essential.

On top of AUC-ROC and AUC-PRC, I will also present traditional metric for

hard label such as accuracy, precision and recall if the target paper provides it.

3.9 Resource Management and Pipeline Optimization

In previous sections, I outlined the major components of the pipeline, including
key algorithms, critical code snippets, and important parameter settings. These form the
backbone of the entire praxis research. However, a significant portion of my research
effort was also devoted to practical implementation challenges—such as securing
computing resources through Google Colab, managing storage via Google Drive, and
optimizing image processing speed to ensure efficient in-memory access, all within the
computational constraints imposed by the Colab environment.

The devil is in the details: I would like to dedicate this section to faithfully

recording all these miscellaneous engineering details so that others can quickly set up the
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entire pipeline without being overwhelmed by technical hurdles that could easily stall or
delay research progress.

3.9.1 Tools and Environment

For the experimental environment, I adopted a combination of Google Colab and
Hugging Face, both of which offered practical advantages in terms of accessibility,
flexibility, and speed of development. Google Colab provided a convenient cloud-based
platform with GPU access, which was essential given the compute-intensive nature of
training deep learning models.

Hugging Face, on the other hand, enabled rapid prototyping through its extensive
model zoo and pre-built libraries. Its built-in support for model checkpointing and
versioning proved particularly valuable, allowing evaluation of model performance
across different dataset splits. This capability became crucial when I needed to train the
model on a subset defined by ideal expert agreement, while still validating its
generalization across the full sample space.

The combination of these tools helped streamline the development workflow and
reduce overhead typically associated with managing compute infrastructure and model
artifacts.

3.9.2 Component decoupling and Modularization

Initially, the pipeline was constructed in a tightly coupled, synchronous manner,
where each component was directly dependent on the previous step. This design
introduced a significant amount of redundant computation. For example, each sampling
operation was performed on the input metadata, followed by separate passes through the

data cleansing module and the plotting module, before finally reaching the model input.
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While this approach was tolerable for small-scale datasets—allowing for an end-to-end
feedback cycle of around two hours when working with fewer than 1,000 data points—it
proved highly inefficient.

At one point, before an optimized pipeline structure was established, I scaled the
dataset to 15,000 data points. This change exposed severe limitations in the original
design. The pipeline began to hang indefinitely due to instability in the Colab
environment and inherent memory constraints. Runs would sometimes crash without any
code modifications, and on rare occasions, complete only after running overnight for up
to 36 hours. This experience underscored the need for better modularization and
component decoupling to support scalability and robustness.

This extreme slowness made any algorithmic iteration nearly impossible. As a
result, I began dissecting the entire pipeline into smaller modules and worked to decouple
them as much as possible—drawing inspiration from microservice architecture practices I
had encountered in my software development experience in industry.

I revamped the entire pipeline into three distinct layers: the image generation and
storage layer, the CLIP fine-tuning layer, and the metrics layer. The first layer isolates
image generation and storage to enable asynchronous processing. Since image drawing
alone can take 12 hours or more, it is handled as a batch job. Note that it does not need to
be done in one sitting. Thus, the time constraint is much more relaxed here. Once all
necessary images are generated and saved to Google Drive, I launch another
asynchronous job to package the relevant files and download them to the local machine.

Uploading from the local drive to the Colab runtime then takes only 20 to 40 minutes,
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depending on the sample size—again, a process that benefits from being run
asynchronously.

The CLIP fine-tuning layer follows, loading the sampled dataset and feeding it
into each variant for training and hyperparameter tuning. The time of uploading the
zipped image dataset to Colab could take 20-40 min pending on the image subset size.
Once training is complete, the model weights are saved and can later be plugged into the
desired dataset asynchronously. The only synchronous component remaining is the CLIP
fine-tuning process itself, which typically takes 1 to 2 hours, depending on the specific
hyperparameter settings.

After all the optimizations, it is fair to say that the pipeline has become fully
decoupled and modular. Each component now follows a plug-and-play design, allowing
any part of the pipeline to be replaced independently without disrupting the overall end
to-end workflow. The revamped flowchart can be viewed as follows. Note there is an
intermediate pipeline flow where CLIP with Lora is trained on the ideal agreement
dataset. This algorithm has excellent performance boost and can maintain a high
performance even when after being evaluated on the full dataset. This invokes me to
think why the ideal agreement dataset has such a wonderful performance. It exlcudes the
data that has splitting experts vote, which means the labels have similar vote for two
choices. And It could be that the traditional contrastive loss function onlyh ave 1-hot
encoding on the label output, which only credits hard match. No credit given for soft
label match. For example, if 1 expert voted for LPD while the other voted for Seizure and
the consensus is Seizure, then if the model output LPD, the contrastive loss function

would penalize the model output. That inspires the 3™ variant where the target loss
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function is a mixture of both contrastive loss and KLDiv Loss function.The KL Div loss
would then partially credit the answer for LPD since it only compairs distribution

similarity, not only hard match.
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Chapter 4—Results

4.1 Introduction

The goal of this Praxis project is to evaluate the effectiveness of using CLIP as a base
model for multi-class classification on a specialized EEG dataset. This study addresses
the following research questions and hypotheses:

RQI1: Can a CLIP-based model be adapted to perform multi-label EEG classification?

RQ2: Can zero shot or fine-tuned CLIP model outperform denseNet and ensemble
methods in multi-label EEG classification tasks?

RQ3: Can a fine-tuned CLIP model surpass zero-shot ChatGPT in EEG seizure
detection?

This chapter outlines the data collection and preprocessing procedures, details the
methodology for fine-tuning CLIP under various hyperparameter settings, and
summarizes the results by comparing CLIP’s performance against other approaches.

H1: CLIP model, using zero-shot learning, falls short of achieving the same level of
performance as denseNet and ensemble methods and zero-shot ChatGPT (EEG-GPT).

H2: After fine-tuning, the CLIP model surpasses the performance of both denseNet
and ensemble methods in terms of AUC-ROC and AUC-PRC metrics, while also
achieving good calibration. In this analysis, several fine-tuning variants were studied,
including CLIP models trained with a classification head alone and CLIP models fine-
tuned using LoRA via the PEFT framework. While there are slight differences in
performance between these variants, the best-performing model ultimately outperformed

DenseNet combined with ensemble methods.
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H3: In EEG seizure detection, fine-tuning the CLIP model leads to superior
performance compared to zero-shot ChatGPT (EEG-GPT).

Due to the lack of open-source ChatGPT API access, the comparison was conducted
interactively through the CLIP pipeline and ChatGPT using a small sample size. Under
this setup, zero-shot ChatGPT achieved similar accuracy but exhibited lower AUC-ROC
and AUC-PRC scores for some label categories, while maintaining comparable
performance in others. Additionally, published results on zero-shot ChatGPT are based
on black-box human feature extraction applied to different datasets, so direct one-to-one
comparison with our work is not feasible.

In this chapter, I present the performance metrics of the CLIP model in comparison to
alternative approaches, including CNNs [45], EEG-GPT (ChatGPT-based) [9], and
DenseNet [46], to evaluate the validity of the three proposed hypotheses.

This chapter evaluates multiple configurations of the CLIP model, including both
zero-shot and fine-tuned variants. The fine-tuned models are further divided into three
flavors: CLIP augmented with a linear classification head, CLIP fine-tuned using Low-
Rank Adaptation (LoRA) [42] with a standard contrastive loss, and CLIP fine-tuned
using LoRA with a custom mixed loss function. These variations enable a detailed
comparison of different adaptation strategies and their impact on EEG classification
performance.

4.2 Data Collection and Preprocess

The data used in this study comes from the dataset, which contains 106,800 EEG

segments annotated across six categories of interest: seizure LPD, GPD, LRDA, GRDA

and “other.” Each segment was labeled by a group of experts. In some cases, there was

48



complete consensus among the annotators; in others, disagreements occurred. Segments
with strong consensus are referred to as "idealized" samples. Instances where roughly
half the experts label a segment as “other” and half label it as one of the five specific
patterns are termed “proto patterns.” Cases where experts are divided between two of the

named patterns are called “edge cases.”

A rough heuristic to identify "idealized" samples is to select those with more than
10 expert annotations. In this study, the idealized subset contains approximately 38,800

samples, compared to the full dataset of 106,800 samples.

4.2.1 Data Distribution and Challenge

A preliminary analysis of the label distributions in both the idealized and full
datasets reveals clear differences. The idealized dataset is highly imbalanced, dominated
by a few labels, whereas the full dataset is more balanced across categories, though it
suffers from sparsity in annotations. This reflects the inherent difficulty and rarity of

acquiring comprehensive, high-quality medical records. For idealized dataset:

Table 4: Expert consensus distribution for ideal dataset

No table of figures entries Count Percentage
found.
Other 10112 26.06%
GPD 10011 25.80%
LPD 7199 18.55%
LRDA 5800 14.95%
GRDA 5099 13.14%
Seizure 579 1.49%
For full dataset:

Table 5: Expert consensus distribution for full dataset

Expert Consensus Count Percentage
Seizure 20933 19.60%
GRDA 18861 17.66%
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Other 18808 17.61%
GPD 16702 15.64%
LRDA 16640 15.58%
LPD 14856 13.91%
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Figure 7: Distribution of full and ideal annotation dataset

Seizure has a lot of sparsely annotated samples with only 2.97% (579/20933) high quality
data sample.
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Figure 8: Seizure label distribution
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Two specific examples of samples labeled as ‘Seizure’ with low annotation
counts are shown below, each receiving annotations from only three experts. Upon visual
inspection, the sample on the left appears to exhibit significant discontinuities, even after
the application of notch filtering and bandpass filtering during preprocessing. Meanwhile
the sample on the right shows relatively continuous patterns. This highlights that visual

consistency among samples labeled with the same consensus can vary considerably.
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Figure 9: Seizure spectrograms

4.2.2 Data Preprocess

Before model training, the EEG data undergoes several critical preprocessing
steps to ensure quality and consistency. Initially, missing values within the raw EEG
recordings are addressed through linear interpolation across time, followed by forward
and backward filling where necessary. Channels that contain more than 10% missing
values are discarded to maintain signal integrity. A smart clipping strategy is then
applied, restricting the EEG amplitude range between the 0.5th and 99.5th percentiles.
This operation effectively mitigates the impact of extreme outlier values without
resorting to hard truncation. To remove low-frequency drifts and high-frequency noise, a

bandpass filter ranging from 0.5 to 40 Hz is applied to the signals.
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Additional artifact removal and denoising steps are implemented to enhance
signal quality further to erase values are significantly over 90% quantile. Then a
secondary bandpass filter between 0.5 Hz and 30 Hz is applied to ensure a clean signal
for downstream processing.

The EEG recordings are transformed into a standardized "banana montage." Both
the raw EEG signal images and their corresponding transformed spectrogram images
were generated and saved in JPEG format to minimize file size. Testing confirmed that
moderate cropping, which reduces the image size from approximately 190 KB to 70 KB
and does not negatively impact the performance of the classification pipeline.

The highest overall performance across all model configurations was achieved
using raw EEG images as input. Presented below are representative examples and
description from each of the six diagnostic categories. Those description later becomes
part of the text prompt I incorporated into CLIP model.

Seizure: sharp, distinct spikes or unusual patterns or the so-called spike and wave

pattern
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Figure 10: Seizure EEG raw image

LPD (Lateral Periodic Discharge): Repetitive, stereotyped pointed waveforms that

occur at regular intervals only happens in some channels in lateral area
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Figure 11: LPD EEG raw image

GPD: (Generalized Periodic Discharge): Repetitive, stereotyped pointed
waveforms that occur at regular intervals that happens across the brain, meaning the
period of wavefront on all channels are synchronized and tend to have slower frequency

compared to LPD

Figure 12: GPD EEG raw image

LDRA (Lateralized rhythmic delta activity): rhythmic, sinusoidal waves and the
pattern is typically in the delta frequency range (0.5-4 Hz). It only occurs in one
hemisphere namely some channel will be relatively flat. In most cases it is not directly
related to seizure but rather some other brain abnormality like brain disease. Thus being
able to differentiate LDRA vs other label would be helpful for the doctor to decide if
certain medication needs to be adopted or what is the dosage of the specific medication

for this time being.
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Figure 13: LDRA EEG raw image

GRDA (Generalized rhythmic delta activity): rhythmic, sinusoidal waves and the
pattern is typically in the delta frequency range (0.5-4 Hz). It synchronized across all

channels in terms of frequency
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Figure 14: GRDA EEG raw image

Other: random noises, no clear patterns as above.

Figure 15: Other EEG raw image

While it may appear that the spectrogram images are visually distinguishable to the

human eye, it is important to note that the dataset also contains many atypical or
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ambiguous examples. Moreover, interpreting EEG patterns is a highly specialized skill
that typically requires years of formal training and clinical experience. Accurate
diagnosis based on EEG data involves recognizing complex temporal and spatial features
that are often subtle and context dependent. The primary objective of this praxis is to
evaluate whether CLIP can effectively learn the association between such nuanced visual
patterns and their corresponding text prompts by fine-tuning a subset of its layers.

4.2.2 Data Selection

As previously discussed, the dataset includes samples with varying levels of
annotation quality. One way to assess quality is by checking if a label has been reviewed
by more than N annotators, typically with N = 10. Another important criterion is the
degree of expert agreement. For instance, a label supported by over 80% of annotators is
generally considered more reliable than one with split opinions, such as between
“Seizure” and “GPD.” However, the latter does not imply poor labeling—it may reflect a
true intermediate state, and models predicting either class should still receive credit.
Accounting for this ambiguity would require a more nuanced loss function design, but for
now, I define the full dataset as the unfiltered set of all samples. I experimented with
various filtered subsets to evaluate model performance. So far, the most promising results
come from the subset where label agreement exceeds a threshold—what I refer to as the
ideal agreement subset—with the best performance observed at an 80% agreement
threshold. Here 80% is a tunable hyperparameter. I already achieved ideal results with
80% threshold, but it can be adapted to another pipeline or algorithm. In later section I
will show the performance boost can be applied to the full dataset once done training. It

will have a slight loss in precision but very insignificant.
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Distribution of Labels: Full vs Filtered Dataset

= Full Dataset
20000+ ™™ Filtered (high_agreement=True)

17500 4

15000

12500 4

10000 4

Number of Samples

7500 4

LPD LRDA Seizure
Expert Consensus Label

Figure 16: Distribution of Full vs Ideal Agreement Set

Here is also a diagram of the count of rows with the worst agreement - “proto’
cases and it seems like the number of very close judgement is not a lot, but immediately it

will be show that getting rid of these low agreement case the model performance will be

huge.

Topl Top2 Topl_Vote Top2_Vote Delta expert_consensus Count Percentage
lrda other 2 2 0 LRDA 419 0.39%
lpd 1rda 1 1 0 LPD 394 0.37%
lrda grda 1 1 0 LRDA 336 0.31%
lrda other 6 6 0 LRDA 242 0.23%
lpd 1rda 6 6 0 LPD 181 0.17%
grda other 5 5 /] GRDA 178 0.17%
seizure lpd 1 1 0 Seizure 177 0.17%
lpd gpd 1 1 %} LPD 176 0.16%

lpd other 2 2 [} LPD 168 0.16%

gpd other 2 2 0 GPD 164 0.15%
lrda other 5 5 0 LRDA 142 0.13%
gpd grda 1 1 0 GPD 140 0.13%

lpd gpd 2 2 0 LPD 139 0.13%

1pd other 1 1 %} LPD 125 0.12%
grda other 1 1 %} GRDA 124 0.12%
grda other 6 6 /] GRDA 123 0.12%
seizure other 2 2 0 Seizure 113 0.11%
grda other 2 2 %] GRDA 102 0.1%
lpd 1lrda 5 5 4] LPD 101 0.09%
seizure 1lrda 1 1 0 Seizure 91 0.09%
lpd other 5 5 0 LPD 79 0.07%

lpd 1lrda 4 4 0 LPD 74 0.07%

gpd 1lrda 1 1 0 GPD 68 0.06%

lpd other 6 6 0 LPD 60 0.06%

gpd other 1 1 0 GPD 58 0.05%

gpd grda 2 2 0 GPD 53 0.05%
lrda grda 4 4 0 LRDA 52 0.05%
gpd other 5 5 %} GPD 51 0.05%
seizure  lpd 2 2 2} Seizure 51 0.05%

Figure 17: Top Proto Case Count
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4.3 Zero-shot CLIP

This section records and compares the performance of the zero-shot CLIP model.

4.3.1 Pipeline Architecture

In this study, I use the ViT-B/32 variant of CLIP, which employs a Vision
Transformer (ViT) with a base configuration (12 transformer layers, 768 hidden size) and
32x32 patch size. This architecture processes images by dividing them into fixed-size
patches and embedding them as a sequence of tokens, allowing the model to capture
spatial patterns effectively while remaining computationally efficient compared to larger
variants like ViT-L/14.

To evaluate the pretrained CLIP model without additional fine-tuning, I
conducted a zero-shot classification experiment using EEG spectrogram images. For this
setup, the model was provided with a set of class-specific natural language prompts
corresponding to six EEG categories. These prompts were carefully crafted to describe
the spectral and spatial characteristics of each pattern in clinical terms. The model
performs classification by computing the cosine similarity between the spectrogram
embedding and the embeddings of each text prompt, selecting the label with the highest
similarity score. I tested several versions of text prompt. The more detailed version
outperforms the shorter one with only category description.

The final version of exact set of prompts used in this experiment is listed below:
"Seizure":

This is Seizure (epileptic discharge). The EEG spectrogram shows intense, clustered
high-frequency activity, often asymmetric across channels. These spectral bursts

resemble ictal discharges typically observed during seizure episodes.
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"GRDA":

This is GRDA (generalized rhythmic delta activity). The EEG spectrogram displays
smooth, symmetric delta-band rhythms across all channels. There are no sharp spikes or
abrupt changes, and the frequency remains slow and consistent. This generalized
rhythmic slowing suggests GRDA.

"GPD":

This is GPD (generalized periodic discharges). The spectrogram shows repetitive,
bilaterally symmetric bursts at regular intervals. These discharges are broadly distributed
and follow a periodic structure, consistent with generalized periodic EEG patterns.
"LPD":

This is LPD (lateralized periodic discharges). The EEG reveals asymmetric periodic
bursts, more pronounced in one hemisphere. These discharges are structured and
recurring, indicative of localized pathology seen in LPD patterns.

"LRDA":

This is LRDA (lateralized rhythmic delta activity). The spectrogram shows rhythmic
delta slowing that is clearly lateralized to one side. Activity remains low in frequency but
spatially confined, consistent with LRDA.

"Other":

This is a normal or non-specific EEG pattern. The spectrogram lacks prominent rhythmic,
periodic, or spiking activity. Background power is diffusely spread, with no indication of
pathological EEG features.

This prompt-based approach enables CLIP to perform EEG classification in a zero-shot
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fashion by leveraging its learned visual-language alignment, offering a compelling
baseline without task-specific adaptation.
4.3.2 Model Performance and comparison

The performance for zero-shot CLIP is as follows

precision recall fl-score support AUC—ROC AUC—'PRC
GPD 0.157  e.010  0.020 1526 Seizure 0.628 0.317
“0 o153 9y a2 11 ORDA 0.513  0.168
LRDA 0.047  0.001  0.003 1538 GPD 0.540 0.180
Setrure o458 a0 e wm LPD 0.683  0.293
LRDA 0.458 0.134
accuracy 9.171 9623
macro avg 0.207  0.195  0.107 %22 Other 0.580 0.230
weighted avg 0.217 0.171 @.106 9623

Figure 18: Zero-shot CLIP metrics

For comparison, the zero-shot EEG-GPT model based on ChatGPT achieves a
significantly higher AUC of 0.86, as reported in [9]. While there is no publicly available
precision or recall metrics reported for EEG-GPT, I conducted an exploratory evaluation
by interacting with ChatGPT directly in a zero-shot setting. Specifically, I submitted EEG
spectrogram images for a small test set of approximately 20 samples and recorded its
predictions. The results from this informal trial indicate that the zero-shot ChatGPT
model consistently achieves higher average classification accuracy, and AUC-ROC
scores compared to the baseline CLIP model.

Label ‘Precision\ Recall |Fl-Score Support Accuracy| Label | AUC-ROC | AUC-PRC

GPD 1 0.8 0.888889 5 0.605882 GPD 0.92 0.91
GRDA 0.75 0.666667 0.707746 3 0.605882 GRDA 0.85 0.71
LPD 0.5 1 0.666667 2 0.605882 LPD 0.43 0.41
LRDA 0 0 0 1 0.605882|LRDA 0.75] 0.3
Other 0.666667 0.666667 0.666667 4 0.605882 Other 0.81 0.65
|Se'|zure 0.6 0.75 0.666667 4| 0.605882 Seizure 0.94 0.76

Figure 19: Zero-shot iterative ChatGPT metric

For the traditional CNN-RNN ensemble method [45], the reported average F1 score is

0.88, which significantly outperforms the zero-shot CLIP model. Similarly, the SparNet
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(DenseNet-based model) with ensemble [46] demonstrates strong classification
performance under supervised training, achieving an AUC of approximately 52%, a
precision of 95.07%, and a recall of 93.66%.

These findings support the first hypothesis, confirming that fine-tuned domain-
specific models achieve higher accuracy compared to zero-shot CLIP which relies solely
on generic visual-language pretraining.

4.4 Fine-tuned CLIP

This section presents three variations of fine-tuned CLIP models: CLIP enhanced
with a linear classification head, CLIP fine-tuned using Low-Rank Adaptation (LoRA)
[42] with a standard contrastive loss, and CLIP fine-tuned using LoORA combined with a
custom mixed loss function. Among these configurations, the CLIP model fine-tuned
with LoRA, and the mixed loss function demonstrates the highest performance across
evaluation metrics. These results validate the strength of CLIP in capturing EEG patterns
and highlight the importance of balanced loss formulations and parameter-efficient fine-
tuning strategies.

4.4.1 CLIP with linear classification head

The CLIP model with a linear classification head involves appending a trainable
linear layer to the output of the pretrained CLIP visual encoder. In this configuration, the
image encoder generates fixed visual embeddings, and a single linear layer is trained to
map these embeddings to class labels. This approach treats CLIP purely as a feature
extractor and does not utilize its text encoder or perform prediction via cosine similarity
with text prompts. The added linear layer serves as a conventional classifier trained using

supervised labels. Critical code snippet as follows:
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# Linear Head

self.encoder = clip _model.visual
self.classifier = nn.Linear(512,

num_classes)
# Loss function

The performance is as follows

AUC Summary:
label AUC-ROC

%)
1
2
3
4
5

It is important to note that this pipeline is highly sensitive to the input image format. The
reported performance, including an average AUC-ROC of 0.829 and F1-score 0.7, was
achieved using full-length EEG time-series spectrograms. However, when the input is
altered—such as by cropping the spectrogram to cover only half the time window or
converting the color scheme to grayscale—the model’s performance degrades
substantially, with the average AUC-ROC dropping to 0.47. This highlights the model's
dependence on both temporal context and visual encoding in the spectrogram
representation. Additionally, it is worth noting that the zero-shot ChatGPT-based model
(EEG-GPT) achieves a higher average AUC-ROC of 0.86 [9], outperforming this fine-

tuned CLIP variant. In a nutshell, CLIP with linear probing improves performance but in

a limited fashion.

GPD
GRDA
LPD
LRDA
Other
Seizure

0.926
0.810
0.840
0.782
0.747
0.869

AUC-PRC
0.784
0.490
0.511
0.351
0.397
0.712

Figure 20: Performance of CLIP with linear head

4.4.2 CLIP with Lora
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This section I present the result for CLIP fine-tuned using Low-Rank Adaptation
(LoRA) [42] with a standard contrastive loss. Note that I now train this pipeline on the
ideal agreement dataset where the threshold for agreement is set to be 0.8

For LoRA configuration, I manually specify which weight matrices to override,
beginning with those in the attention layers. LoRA is a “parameter-efficient fine-tuning
technique that introduces trainable low-rank matrices into the frozen weights of a
pretrained model” [42], typically within the query, key, or value projections of attention
mechanisms. Instead of updating the full weight matrices, LoRA injects rank-
decomposed updates—specifically, the product of two smaller matrices—into the
forward pass. This drastically reduces the number of trainable parameters while
preserving the expressiveness of the original model. In this setup, I configure LoRA to
adapt only specific layers, allowing for targeted fine-tuning that balances performance
improvement and computational efficiency. After experimenting with several manual
hyperparameter configurations, I selected a rank size of 8 and a scaling factor of 0.7 for
LoRA, as this combination provided a favorable balance between performance and

parameter efficiency. The performance is as follows:

precision recall fl-score support

GPD .89 .78 .83 72

%] ] 2
GRDA 0.74 0.82 e.78 220
LPD .86 8.79 @9.83 187
LRDA 0.82 .55 0.66 1e5
Other @.56 0.66 0.61 158
Seizure @.78 @.78 @.78 325
accuracy @.75 o987
macro avg 0.77 0.73 .75 ag7
weighted avg @.76 @.75 .75 987

& AUC Summary:

Class AUC-ROC AUC-PRC
. 885 .708
.870 .647
. 889 . 704
- 769 -499
.780 .425
.836 .681

GPD
GRDA
LPD
LRDA
Other
Seizure

VEWNRELS
e
S0 es

Macro—-average AUC-ROC: @.838B

Figure 21: Performance of CLIP with Lora
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It is worth noting that the zero-shot ChatGPT-based model (EEG-GPT) achieves a
comparable average AUC-ROC of 0.86 [9], while the graph convolutional neural
network (GCNN) method reported by Wagh et al. [44] achieves an AUC of 0.90.
Additionally, a CNN-based ensemble method has reported an F1-score of 0.886 [45],
although AUC was not provided. In comparison, the fine-tuned CLIP model using LoRA
demonstrates performance that is largely on par with these state-of-the-art methods in
terms of AUC-ROC but falls slightly short in F1-score.

4.4.2 CLIP with Lora on Ideal Agreement Dataset
During the literature review, I found that one practical tactic for multi-label EEG
classification is to use a high-quality subset of the full dataset. For example, in the blog
post [55] author trained the algorithm only on samples with annotations from more than
three experts. This inspired me to try a similar approach by fine-tuning CLIP on a subset
with high annotation agreement. Specifically, I selected samples with an agreement
threshold of 0.8 or higher. This led to a significant boost in performance where the AUC-
ROC jumped to 0.9974 while F1 is 0.9611. This is a very large performance bump. It also
means that high quality data subset could have different definition when the algorithm is

different.

=== Per-Class Evaluation Summary ===
Class Precision Recall F1-Score Support AUC-ROC AUC-PRC

a GPD 1.0800 0.9844 0.9921 64.0 0.9997 0.9973
1 GRDA 0.9854 0.9441 0.9643 143.0 @.997¢ 0.9906
2 LPD 0.9875 1.0000 0.9937 79.0  9.9999 @.9991
3 LRDA 0.9857 0.9718 0.9787 71.0 1.0000 1.0000
4 Other 0.919 0.9115 0.9156 113.0  0.9929 0.9666
5 Seizure 0.9179 0.9548 0.9360 199.0 9.9948 @.9889

=== Qverall Macro Averages ===

Macre Precision: 0.9660

Macro Recall: 0.9611

Macro F1-Score: ©.9634

Macro AUC-ROC: 0.9974

Macro AUC-PRC: @.9904

Expected Calibration: 99.84% 99.85% 99.78% 99.82% 99.82% 99.83%

Figure 22: CLIP Trained and Tested on Ideal Agreement Set
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Notably, the model's performance on the filtered dataset was nearly flawless. After
training, I tested the model not only on the filtered test set but also on the broader full
dataset. Although the performance on the full dataset was not as strong as on the filtered

subset, it remained at a high level at AUC-ROC 0.9873 and F1 0.9006

@00 [ train_filtered_testunf.. @ Q @ C

=== Per-Class Evaluation Summary ===

Class Precision Recall F1-Score Support AUC-ROC AUC-PRC
0 GPD 1.0000 0.7658 0.8674 632.0 0.9893 0.9774
1 GRDA 0.9763 0.8816 0.9265 701.0 0.9865 0.9654
2 LPD 0.9273 0.9473 0.9372 512.0 0.9958 0.9681
3 LRDA 0.9578 0.9482 0.9530 599.0 0.9928 0.9689
4 Other 0.8514 0.8997 0.8749 688.0 0.9740 0.9114
5 Seizure 0.7753 0.9610 0.8582 718.0  0.9851 0.9328

=== (Qverall Macro Averages ===

Macro Precision: 0.9147

Macro Recall: 0.9006

Macro F1-Score: 0.9029

Macro AUC-ROC: 0.9873

Macro AUC-PRC: 0.9540

Expected Calibration: 99.96% 99.98% 99.97% 99.97% 99.97% 99.98%

Figure 23: CLIP Trained on Ideal Agreement Set, tested on Unfiltered Set

4.4.3 CLIP & Lora with KullBack-Leibler Divergence Loss

After examining the dataset and observing that the training loss plateaued early
during LoRA fine-tuning, I began investigating strategies to improve the F1-score.
During qualitative analysis, I noticed instances where the model predicted a label such as
GPD, while the ground truth—based on expert annotations—included both GPD and
Seizure. Although such ambiguous cases were largely filtered out during training by
applying an agreement threshold of 0.8, the test set included the full dataset without
exclusions to maintain a fair evaluation. As a result, these mixed-label samples were
more prevalent during testing. This observation led me to question whether the existing
contrastive loss function, which is designed for hard labels, was sufficient for capturing
such soft-label uncertainty.

To address this, I introduced the Kullback—Leibler Divergence (KLDiv) Loss,

which is well-suited for scenarios involving probabilistic or soft labels. Unlike traditional
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classification losses that assume a single correct class, KLDiv loss measures the
divergence between two probability distributions: the predicted class probabilities and the
target label distribution. Above high agreement subset performance boost is also a good
inspiration for taking down this route.

Theoretically this loss function should enable the model to learn more nuanced
decision boundaries that better reflect label ambiguity and expert disagreement, thereby
improving its robustness to uncertain or overlapping classes in the EEG data.

In this set of experiments, I replace the contrastive loss with Kullback—Leibler

Divergence (KLDiv) Loss. Here is one sample run metric.

precision recall fl-score support

GPD 0.89 0.78 0.83 455

GRDA 0.36 0.31 0.33 173

LPD 0.62 0.77 0.69 356

LRDA 0.51 0.50 0.50 280

Other 0.67 0.49 0.56 440
Seizure 0.06 0.32 0.10 28
accuracy 0.60 1732
macro avg 0.52 0.53 0.50 1732
weighted avg 0.65 0.60 0.62 1732

2 AucC Summary:
Class AUC-ROC AUC-PRC

0 GPD 0.966 0.926
< | GRDA 0.824 0.332
2 LPD 0.915 0.788
3 LRDA 0.865 0.525
4 Other 0.858 0.675
5 Seizure 0.762 0.092

Figure 24: Performance of CLIP with KL Div Loss

It shows that the average AUC-ROC 0.865 which is decent, however the average
weighted F1-score is only 0.62 which is much lower than the original contrastive loss
function result of 0.75.

4.4.4 CLIP & Lora with mixed Contrastive Loss and KullBack-Leibler

Divergence Loss

65



Initial experiments using only the Kullback—Leibler Divergence (KLDiv) loss
resulted in a noticeable decline in key performance metrics. While KLDiv is well-suited
for modeling soft labels and uncertainty, it appears insufficient on its own to fully capture
the discriminative structure required for robust classification in this task. In response, I
designed a follow-up set of experiments that combine KLDiv loss with contrastive loss,
leveraging the strengths of both. Specifically, I assigned an equal weight of 0.5 to each
component in the total loss function. This simple yet effective adjustment yielded a
substantial improvement in model performance across multiple evaluation metrics,
demonstrating the complementary nature of hard and soft supervision in fine-tuning
multimodal models like CLIP. The actual metrics are presented below. It is a pleasant
surprise that the final performance with mixed loss reaches the same level as that of CLIP

fined tuned and tested on high agreement subset. This further confirms the inspiration.

=== Per-Class Evaluation Summary ===
Class Precision Recall F1-Score Support AUC-ROC AUC-PRC

0 GPD 0.9568 0.9748 0.9657 159.0 0.9876 0.9829
1 GRDA 0.9824 0.9435 0.9625 177.0  0.9970 0.9904
2 LPD 0.9748 0.9134 0.9431 127.0  0.9957 0.9639
3 LRDA 0.9533 0.9728 0.9630 147.0  0.9931 0.9817
4 Other 0.9086 1.0000 0.9521 169.0 0.9999 0.9994
5 Seizure 0.9886 0.9454 0.9665 183.0 0.9956 0.9769

=== Qverall Macro Averages ===

Macro Precision: 0.9607

Macro Recall: 0.9583

Macro Fl1-Score: 0.9588

Macro AUC-ROC: 0.9948

Macro AUC-PRC: 0.9825

Expected Calibration: 99.88% 99.90% 99.86% 99.88% 99.88% 99.86%

Figure 25: Performance of CLIP with mixed losses

After integrating the mixed-loss formulation, the pipeline exhibits significantly

improved robustness and generalization. The model maintains high performance even
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when evaluated on degraded or altered inputs—such as converting EEG spectrograms
from RGB to grayscale or cropping the time axis from 50 seconds to half its original
length. The mixed-loss function enables the model to recognize and adapt to underlying
structural features of the dataset, resulting in consistently strong metrics across a variety
of input perturbations.

In summary, the results provide strong evidence supporting both Hypotheses 2
and 3. The fine-tuned CLIP model, equipped with the proposed mixed loss function,
outperforms traditional CNN-based approaches [44, 45] as well as deeper architectures
such as SparNet [46]. Additionally, it surpasses the performance of the GPT-based model
[9], which relies solely on text representations derived from image-to-text conversion.
These findings underscore the effectiveness of a multimodal CLIP framework in
capturing both visual and semantic cues for multi-label EEG classification.

4.4.5 Hyperparameter tuning

A considerable number of hyperparameters influence the performance of the
overall pipeline and require careful tuning. On the LoRA side, key parameters include the
rank of the low-rank approximation (), the specific layers selected for injection, dropout
rate, and the LoRA scaling factor (lora_alpha). Additional hyperparameters span other
components of the training setup, such as early stopping patience, the agreement
threshold used for filtering training samples, the weighting scheme between the
contrastive and KLDiv loss functions, and the input image resolution (denoted as N).

To explore these hyperparameters, I adopted a manual “spot-and-check”
approach—iteratively adjusting one variable at a time while observing its impact on

model performance and training time. For example, setting the LoRA rank to r = 8
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resulted in a full training cycle (with early stopping) completing in approximately 80
minutes for a dataset of size N = 9846. In contrast, increasing the rank to r = 16 extended
the runtime to around 4 hours but yielded only marginal performance gains. Based on this
trade-off, I selected r = 8 as a more efficient configuration. Later I also see with the
combined loss function, I can achieve similar performance with N = 1925 in
approximately 20 minutes. The metrics of the major comparison table are computed via
N = 1925 cases.

The primary benefit of this manual tuning approach is its efficiency—it enables
rapid experimentation and meaningful metric improvements while keeping computational
costs in check. However, a notable drawback is the potential to miss the true global
optimum in the hyperparameter space. That said, given that the final model already
achieves state-of-the-art performance on this multi-label EEG dataset, this limitation is
not considered a significant concern for the scope of this study.

The hyperparameters used in this study fall into several functional categories. For
the final optimal training configuration, the dataset was limited to 1,925 samples, filtered
using a max agreement threshold of 0.8. This threshold ensured that only samples with at
least 80% expert label consensus were included in the training set. This parameter is
specific to the training pipeline developed in this praxis and was introduced to mitigate
the negative impact of borderline cases—instances where expert opinions are split, and
labels counts are very close. For example, a sample labeled by 9 experts as LPD and 5 as

Seizure would not meet the 80% agreement criterion for LPD, and therefore would be
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excluded. This filtering mechanism was crucial for maintaining label reliability and

improving overall model performance.
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Figure 26: LPD-Seizure splitting case

Th rest of the hyperparameters are conventional. Optimization-related parameters
include a learning rate of 3e-4 and weight decay of 0.01, both used in the Adam optimizer
to balance convergence speed and regularization. For training stability and efficiency, an
early stopping mechanism was employed, with a 9 Shalt early if validation performance
plateaued. Regarding the loss function configuration, a temperature value of 0.05 was
used to scale logits in the contrastive loss, and an alpha value of 0.5 was set to weight the
KLDiv loss in a combined loss framework, allowing the model to balance hard class

separation with soft-label distribution alignment.

Hyperparameter Value Notes (Usage)

Dataset Size (N) 1925 Total number of EEG samples used for training

Learning Rate 3e-4 Used in Adam optimizer

Weight Decay 0.01 Regularization parameter in Adam optimizer

Number of Epochs 20 Maximum training epochs

Patience 3 Early stopping patience

Min Delta 0.01 Minimum change to qualify as improvement (early
stopping)

Temperature 0.05 Scaling factor in contrastive loss

Alpha 0.5 ‘Weight for KLDiv loss in combined loss function

Max Agreement Threshald 0.8 Threshold for filtering out samples with split expert
labels

Figure 27:Optimized Hyperparameters
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The typical runtime is around 20-25 minutes for hyperparameters set above. One typical

training process will show following loss descent.

5% Epoch 1: Train Loss = 1.4596
Epoch 1: Val Loss = 1.303@
Epoch 2: Train Loss 1.2552
Epoch 2: Val Loss = 1.2019
Epoch 3: Train Loss 1.2080
Epoch 3: Val Loss = 1799
Epoch 4: Train Loss 1.1932
Epoch 4: Val Loss = 1698
Epoch 5: Train Loss 1.1767
Epoch 5: Val Loss = 1.1613
Epoch 6: Train Loss 1.1582
Epoch 6: Val Loss = 1.1555
Epoech 7: Train Loss 1.1461
Epoch 7: Val Loss = 1.1438
Epoch 8: Train Loss
Epoch 8: Val Loss =
Epoch 9: Train Loss 1.1241
Epoch 9: Val Loss = 1445
Epoch 18: Train Loss = 1.1147
Epoch 18: Val Loss = 1.1401
Epoch 11: Train Loss = 1.1023
Epoch 11: Val Loss = 1.1325
Epoch 12: Train Loss = 1.0922
Epoch 12: Val Loss = 1.1349
Epoch 13: Train Loss = 1,0849
Epoch 13: val Loss = 1.1297
Epoch 14: Train Loss = 1.0792
Epoch 14: Val Loss = 1,1235
Epoch 15: Train Loss = 1.8730
Epoch 15: Val Loss = 1.1267
Epoch 16: Train Loss = 1.0649
Epoch 16: Val Loss = 1.1206
Epoch 17: Train Loss = 1.0604
Epoch 17: Val Loss = 1.1244

Figure 28: Training and validation loss
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4.5 K-fold cross validation

To ensure robust results against data sampling variability, I performed 5-fold
cross-validation on our best-performing model: a CLIP model fine-tuned with LoRA,
optimized using a weighted sum of contrastive loss and KL divergence loss. The results
were highly consistent across folds, as shown by the low standard deviations. I sampled
1925 datapoint for training in each fold. The cross-validation is achieved using
StratifiedKFold from sklearn. The macro-averaged metrics demonstrate strong overall
performance, with AUC-ROC at 0.996, AUC-PRC at 0.982, precision at 0.952, recall at
0.950, and F1-score at 0.950. These values indicate excellent discrimination ability and
balanced performance across all classes.

The individual class performance are as follows. GPD shows the highest precision
(0.97) among all classes, suggesting the model makes very few false positive errors for

this category, while maintaining strong AUC-ROC (0.995). GRDA demonstrates well-
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balanced performance across all metrics, with F1-score of 0.948. LPD achieves the good
AUC-ROC (0.997), indicating excellent class separation, and its precision (0.967) is even
higher than GPD. LRDA shows consistent performance with AUC-PRC of 0.982. The
Other category stands out with the highest recall (0.982), meaning it captures nearly all
true instances of this class, though with somewhat lower precision (0.92). Seizure
classification shows robust performance with F1-score of 0.942 and strong AUC metrics.
The low standard deviations across all metrics (ranging from £0.001 to +0.04) confirm
the stability of these results across different data splits. This consistency validates our
training approach, particularly the effectiveness of combining contrastive loss with KL
divergence loss during fine-tuning. The mean values from this analysis will serve as

reliable benchmarks for the model's performance.

Class AUC-ROC AUC-PRC Precision Recall F1

GPD 0.995+0.005 0.987+0.006 0.972+0.026 0.945+0.033 0.958+0.023
GRDA 0.993+0.006 0.982+0.0M1 0.969+0.045 0.930+0.025 0.948+0.022
LPD 0.997+0.002 0.972+0.018 0.953+0.029 0.967+0.033 0.960+0.021

LRDA 0.995+0.003 0.982+0.011 0.955+0.019 0.940+0.039 0.947+0.027

Other 0.998+0.003 0.990+0.014 0.907+0.046 0.974+0.037 0.938+0.024
Seizure 0.995+0.004 0.979+0.017 0.955+0.039 0.942+0.035 0.948+0.026
Macro 0.996+0.001 0.982+0.004 0.952+0.012 0.950+0.012 0.950+0.012

Figure 29: K-Fold cross-validation

4.6 Summary of Performance

As mentioned in previous sections, to measure the effectiveness of the proposed
CLIP-based approaches, I conducted a comprehensive comparison against a diverse
range of peer models, including GPT-based, CNN-based, GCNN-based, and multi-modal

71



transformer methods. Performance metrics such as AUC-ROC, F1-score, and calibration

accuracy were used to evaluate and compare the methods on a standardized multi-label

EEG dataset.
Table 6: CLIP performance metrics vs Peers

Model AUC-ROC AUC-PRC Precision Recall F1-Score Calibration Notes
CLIP+LoRA+MixedLoss 0896 0.982 0852 0.950 0.850 99.96% Best overall
CLIP+LoRA+IdealAgreem 09734 0.9904 09660 0.961 09634 99.83% Trained on ideal subset,
ent* tested on full
CLIP+LoRA 0.838 0.708 0.766 0.750 0758 - KLDiv only
CLIP+LinearHead 0.829 0.541 - = 0.700 = Basic classifier
GPT-EEG 0.860 - - = - = Zero-shot
GCNN 0.800 - - 0.802 - = Graph-CNN
CNN+Ensemble = - 0.885 0.888 0.886 =
SpaRCNet+Ensemble ~0.52-0.68 - 0.9507 0.9366 - 99.98% High calib, low AUC
Multi-maodal Trans 08274 - - - - - Transformer baseline
CLIP (Zero-shot) - - 0.207 0.195 0107 - Pi0.207, R:0.195, Acc:0.171

Among all methods evaluated, the CLIP model fine-tuned with LoRA and a
mixed loss function (combining contrastive and KL divergence loss) consistently
achieved the best performance across all evaluation metrics. It outperformed the zero-
shot GPT-based model (EEG-GPT), traditional CNN ensembles, and graph convolutional
networks with a consistent AUC-ROC at 0.996, AUC-PRC at 0.982, precision at 0.952,
recall at 0.950, and F1-score at 0.950 across all labels. Some of the label like GPD have
even higher performance. Notably, it also demonstrated excellent robustness and

calibration, even on degraded or modified inputs.
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Chapter 5—Discussion and Conclusions

5.1 Motivation

Reading EEG signals is a highly specialized skill that requires years of expert
training, making manual interpretation costly and time intensive. With routine EEG
sessions ranging from several hours to full-day hospital monitoring, the associated
diagnostic costs can be substantial—even at the lower end of the wage spectrum. As EEG
monitoring becomes more widespread, particularly through wearable and ICU-integrated
systems, the demand for efficient, scalable analysis grows rapidly.

This work aims to let Al systems to serve as the first line of defense in EEG
analysis. By fine-tuning multimodal models like CLIP to recognize subtle visual patterns
aligned with clinical semantics, this study contributes toward building scalable, expert-
informed diagnostic tools for next-generation neurological care.

While several commercial software solutions and startups are pursuing similar
goals in EEG interpretation, their underlying algorithms remain proprietary and
inaccessible to the public. In contrast, the entirety of this praxis project—including code,
models, and experimental pipelines—will be made openly available. By releasing the
codebase, this research aims to ensure that incremental advances in Al-driven EEG
analysis are freely accessible to the broader scientific and medical communities,
promoting transparency, reproducibility, and equitable benefit for all.

5.2 Conclusion
This praxis represents the first systematic application of CLIP to EEG time series

for multi-label classification that has state of the art performance.
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To evaluate the effectiveness of the proposed approach, I compared the fine-tuned
CLIP model against a range of peer methods, including GPT-based, CNN-based, GCNN-
based, and multi-modal transformer architectures. Using standardized metrics such as
AUC-ROC, Fl-score, and calibration accuracy, the CLIP model enhanced with LoRA
and a mixed loss function consistently outperformed all baselines.

As part of this study, I also evaluated the zero-shot performance of the original
CLIP model. Results show that it lags GPT-EEG and CNN-based methods, indicating
that CLIP, without fine-tuning, is not capable of accurately diagnosing EEG data for
multi-label classification.

On the other hand, CLIP model enhanced with LoRA fine-tuning and a mixed
loss function, achieves state-of-the-art performance on multi-label EEG classification. It
surpasses both zero-shot and fully supervised baselines, confirming Hypotheses 2 and 3.
While the SpaRCNET + Ensemble pipeline achieves strong calibration (99.98%), its
AUC performance remains considerably lower than the CLIP-based approach.

Best CLIP variant achieves 9.6% higher AUC-ROC than GCNN (0.996 vs 0.900)
and 6.4% better F1-score than CNN ensembles (0.950 vs 0.886) while maintaining near-
perfect calibration (99.96%) with exceptionally tight confidence intervals (£0.001 AUC-
ROC). Its architectural flexibility through LoRA adaptation proves more effective than
both simpler CLIP variants and specialized EEG analysis architectures, establishing new
performance benchmarks for medical time-series classification. These results confirm
that CLIP combined with curated loss function and Lora, offer superior capabilities for
EEG analysis compared to conventional approaches, suggesting CLIP-based methods has

potential to be a new baseline for the field. Following is a detailed metrics comparison
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amongst various models. Note that there is a recent CLIP for EEG uses zero-shot and
few-shot technique on binary classification, with precision in the 0.80 range [51] which

does not stand out, so it is not listed in the table below.

Table 7: CLIP vs Peer Metric Advantage

Metric CLIP (Macro) Best Alternative Advantage
AUC-ROC 0,996 + 0.007 0.973 (DenseMet) +2.3%
AUC-PRC 0882 + 0.004 0.29274 (Multi-modal Trans) +5.5%
Precision 0.852 + 0.012 0.886 (CNN Ensemble) +6.6%
Recall 0.950 + 0.012 0.202 (GCNN) +4.8%
Fl1-score 0.950 = 0.012 0.886 (CMM Ensemble) +6.4%
Calibration 99.96% 99.98% (SpaRCNet) -0.02%

The success of this approach stems from CLIP's unique ability to leverage vision-
language pretraining for EEG analysis when combined with appropriate adaptation
techniques. The mixed-loss LoRA fine-tuning strategy proved particularly effective,
achieving optimal performance (0.90 F1-score) while maintaining excellent calibration.
These findings establish CLIP as a promising framework for medical time-series analysis,
offering both superior discriminative performance and operational reliability compared to
existing methods. The study provides compelling evidence for the value of multimodal
foundation models in clinical neurotechnology applications when properly adapted to the
target domain.

5.2.1 Research questions and hypothesis validation

Here I revisit the original research questions and provide conclusions for each
hypothesis:
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e RQI: Can a CLIP-based model be adapted to perform multi-label EEG

classification?

e RQ2: Can a fine-tuned CLIP model surpass zero-shot ChatGPT in EEG seizure

detection?

e RQ3: Can a fine-tuned CLIP model surpass zero-shot ChatGPT in EEG seizure

detection?

HI1: CLIP model, using zero-shot learning, falls short of achieving the same level of
performance as denseNet and ensemble methods and zero-shot ChatGPT (EEG-GPT).
The conclusion for H1 is that CLIP with zero shot learning performs much worse than
denseNet and ensemble methods and zero-shot ChatGPT (EEG-GPT). CLIP with zero
shot learning demonstrates limited overall performance with macro-averaged precision of
0.207, recall of 0.195, and F1-score of 0.107, along with an accuracy of 0.171. This is
much worse than any of its peers like GPT-EEG that has AUC-ROC 0.86 while CNN
with ensemble method has F1 0.88.

H2: After fine-tuning, the CLIP model surpasses the performance of both denseNet
and ensemble methods in terms of AUC-ROC and AUC-PRC metrics, while also
achieving good calibration. The conclusion for H2 is that fine-tuned CLIP outperforms
traditional computer vision approaches, with the LoRA-adapted model achieving 0.996
AUC-ROC and 0.982 AUC-PRC - significantly higher than DenseNet (0.973) and
ensemble methods (0.981) and conventional CNNss.

H3: In EEG seizure detection, fine-tuning the CLIP model leads to superior
performance compared to zero-shot ChatGPT (EEG-GPT). The conclusion for H3 is

that Fine-tuned CLIP shows substantially better performance than zero-shot EEG-GPT.
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CLIP's macro metrics (F1: 0.95040.012) substantially exceed EEG-GPT's capabilities,
particularly for seizure detection where CLIP achieves 0.956+0.031 F1 versus EEG-

GPT's reported ~0.65.

5.3 Contributions to Body of Knowledge

The first contribution in this praxis is the adaptability of CLIP for Multi-label EEG
Detection. This study demonstrates that CLIP, originally designed for general-purpose
vision-language tasks, can be effectively fine-tuned for multi-label EEG classification.
Crucially, both the image and text encoders must be retained during fine-tuning. The text
encoder serves a critical role by incorporating structured, rule-based clinical reasoning—
mirroring how human experts interpret EEG signals using established diagnostic criteria.
This highlights the importance of preserving CLIP’s multimodal nature when applying it
to specialized domains like neurophysiology.

The second contribution in this praxis is the domain-specific loss function design
which is novel. A key finding of this work is that a hybrid loss function—combining
contrastive loss and Kullback—Leibler Divergence (KLDiv) loss—is essential for
achieving state-of-the-art performance. While contrastive loss supports alignment
between image and text embeddings, it alone fails to capture the probabilistic nature of
soft labels commonly found in expert-annotated EEG datasets. KLLDiv loss, on the other
hand, models label uncertainty effectively. The integration of both losses enables the
model to align semantic meaning while respecting inter-observer variability, showing that
loss functions tailored to the dataset and domain knowledge significantly improve CLIP’s

performance.
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The third contribution is the discovery of data quality as a performance driver, in this
praxis more specifically the ideal agreement dataset. The experiments show that training
on a filtered dataset with high inter-expert agreement substantially improves model
performance. Low-agreement or borderline cases introduce ambiguity that can
disproportionately degrade learning and generalization. This finding underscores the
sensitivity of CLIP to label noise in domain-specific tasks and suggests that strategic data
curation. It inspires the usage of the and Kullback—Leibler Divergence (KLDiv) loss. It is
shown that CLIP with Lora can perform relatively well when the algorithm is trained on
the ideal agreement set and tested on the full dataset. Introducing the KLDiv loss can
fully recover this advantage even when training is on the full dataset. It provides a
potentially more general framework for adopting CLIP finetuning for other medical
image analysis area. L.e. if one can find a subset where the algorithm has a significant
performance boost, then if one can also find a loss function that can corresponds to the
difference of the subset vs the full dataset in a meaningful way, one has good chance to
complement the final algorithm by a mixed loss function.

Together, these contributions extend the applicability of CLIP into the domain of medical
signal interpretation and establish a framework for how multimodal models can be
systematically adapted for expert-level diagnostic tasks.
5.4 Recommendations for Future Research

Building on the findings of this study, several promising directions can be
pursued to further advance the application of CLIP and multimodal learning in clinical

EEG analysis and beyond.

78



One important avenue lies in refining the text arm of the model, particularly
through more advanced prompt engineering. While the current implementation relies on
simple scraped content from domain-specific articles, future iterations could incorporate
structured medical knowledge—such as expert-defined EEG pattern descriptions, clinical
diagnostic criteria, or formal annotation schemes. Even more impactful would be access
to corresponding diagnostic notes or narrative reports tied to each EEG sample.

Another area of opportunity is the fine-tuning strategy itself. In this study,
hyperparameters were selected manually through an iterative trial-and-error process.
Introducing automated methods such as grid search, random search, or Bayesian
optimization could offer a more systematic exploration of the parameter space.

Lastly, further exploration of the loss function could yield improvements not only
for EEG tasks but also across other areas of medical Al. The combined use of contrastive
loss and KLDiv proved effective in balancing alignment and uncertainty, but more
sophisticated loss designs—such as focal KL divergence or label-aware adaptive
weighting—could further enhance learning in cases of label ambiguity or class
imbalance. The general framework developed here also has strong potential for transfer
to adjacent domains, such as ECG waveform analysis, radiology, or multi-modal patient
records, making it a foundation for broader clinical applications of vision-language

models.
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Appendix
Data Source and Basic Handling

In this praxis, the data source is HMS - Harmful Brain Activity Classification

dataset, which consists of 50-second EEG time series and 10-minute spectrograms from
various brain scans across six diagnostic labels. Before building the classification
pipeline, some basic data preprocessing steps were applied. The dataset contains 106,800
raw data rows in Parquet formats and metadata in CSV format. The sample meta data,

EEG time series parquet file and spectrogram parquet files are as follows

index eeg_id eeg_sub_id eeg_label_offset spectrogram_id spectrogram_sul spectrogram_lat label_id expert_consenst seizure_vote  Ipd_vote  gpd_vote Irda_vote grda_vote other_vote
0 1628180° 0 0 353733 0 0 127492639 Seizure 3 0 1] 0 0
1 1628180° 1 6 353733 1 6 3887563113 Seizure 3 0 1] 0 0

Figure 30: Metadata Sample Row

Fpl F3 a P3 F7 3 5 01 Fz Cz Pz Fp2 Fa c P4 F8 T4 T6 02 EKG
0 -80.519997 -70.540001 -80.110001 -108.750000 -120.330002 -88.620003 -101.750000 -104.489998 -99.129997 -90.389999 -97.040001 -77.989998 -88.830002 -112.120003 -108.110001 -95.949997 -98.360001 -121.730003 -106.449997  7.920000
1 -80.449997 -70.330002 -81.760002 -107.669998 -120.769997 -90.820000 -104.260002 -99.730003 -99.070000 -92.290001 -96.019997 -84.500000 -84.989998 -115.610001 -103.860001 -97.470001 -89.290001 -115.500000 -102.059998 29.219999

2 -80.209999 -75.870003 -82.050003 -106.010002 -117.500000 -87.489998 -99.589996 -96.820000 -119.680000 -99.360001 -91.110001 -99.440002 -104.589996 -127.529999 -113.349998 -95.870003 -96.019997 -123.879997 -105.790001 45.740002

Figure 31: EEG Timeseries Sample Row

LL_0.59 LL_0.78 LL 0.98 LL_1.17 LL_1.37 LL 1.56 LL_1.76 LL_1.95 LL_2.15 LL_2.34 ... RP_18.]
60  0.480000  0.210000  0.080000  0.020000  0.010000  0.000000  0.000000  0.000000  0.000000 000 .. 0.
61 228.089996 284.850006 255.470001 188.460007 142.639999 110.209999 85.680000 66.339996 50.830002  38.84 ... 4%
62 414.929993 471.950012 445690002 339.630005 243.110001 172.220001 139.990005 112.089996 88.650002  72.07 .. 7.
63 21709999 17.440001  9.770000 8780000  6.690000  4.730000  4.410000  5.830000 5.320000 405 .. 0.
64 41740002 49.990002 51520000 42.090000 19.440001 12.200000  7.510000  7.040000  6.100000 533 0.
325 85489998 89.589996 100.910004 36.849998 22.139999 24.820000 14.690000 22.400000 23.129999 15.96 ... 0.

Figure 32: EEG Spectrogram Sample Row

There are several approaches to generate a 2D representation for each data row.
One method involves using the EEG time-series dataframe, retrieving the appropriate
segment based on the metadata (e.g., eeg_id and eeg_label offset seconds), and plotting
it after applying preprocessing steps such as noise removal and banana montage

transformation.
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Another approach is to extract and plot the corresponding segment from the provided
spectrogram. A third option is to compute a spectrogram manually from the EEG time

series using custom preprocessing.

def process_eeg_by_time_window(eeg_id, eeg_sub_id, eeg_label_offset_seconds, spectrogram_id, spectrogram_sub_id, spec
composite_id = f'{eeg_id}_{eeg_sub_id}_{spectrogram_id}_{spectrogram_sub_id}_{expert_consensus}'
try:
eeg_data = pd.read_parquet(f'/content/gdrive/MyDrive/EEG_DATA/train_eegs/{eeg_id}.parquet’, engine='pyarrow')
# drop NAN
eeg_data = eeg_data.dropna()
P get the time window condition for the 5@-second EEG
eeg_sub = eeg_data.loc[eeg_label_offset_secondsx200:eeg_label_offset_secondsx200+50%200, :]
# remove the column EKG
eeg_sub = eeg_sub.loc[:,eeg_data.columns != 'EKG']
print(eeg_sub.head())
draw_eeg(eeg_sub, composite_id)
except:
print(f'error at {composite_id}, where eeg_label_offset_seconds = {eeg_label_offset_seconds}')

Figure 33:Code Snippet to Draw Timeseries

Among these variants, the final winning algorithm performed best with the first 2D image
based on EEG time series. However, some intermediate models performed equally
well—or slightly better—when using the third option (manually generated spectrograms).
Inspiration from Research Blogs

I have been reading various EEG-related research blogs and drew significant
inspiration from some of their insights. Since these are not peer-reviewed publications
and cannot be cited formally, I list here the ones that directly influenced my work.

Ryan Peters, in his blog post [55] achieved a notable breakthrough with an AUC
0f 0.9274 £0.0272 on idealized samples by filtering out data with less than 90%
agreement and employing a transformer-based pipeline. This directly influenced one
variant of my pipeline, where I also experimented with training only on samples with at
least 80% agreement. However, his approach did not evaluate performance on the fully
unfiltered dataset. In comparison, my variant achieved an AUC of 0.987 on the unfiltered

dataset.
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Nischay D.N.K.'s notebook

https://www.kaggle.com/code/nischaydnk/multimodal-1d-2d-eeg-approach-submission

provided a clear visualization of how to generate spectrograms from EEG signals, which

helped me better understand the transformation from raw 1D signals to 2D time-

frequency representations. This was especially useful in shaping my own spectrogram

generation process and validating that the output images aligned with standard practices.
Claire Choi, Jessica Co, and Nibha Akireddy, in their blog post

https://theinformaticists.wordpress.com/2020/08/25/developing-and-testing-new-

montage-methods-in-electroencephalography/, provided a helpful overview of montage

variations in EEG. Their explanations served as a crash course for understanding how
EEG channels work and helped me validate that the EEG time-series images produced by

my pipeline were accurate and legitimate.
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