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Abstract

Demand-Driven Analysis for Meal Delivery: Delineation, Adaptation, and
Optimization

The COVID-19 pandemic has caused unprecedented damage to restaurant businesses,
especially indoor dining services, due to the widespread fear of coronavirus exposure. In
contrast, the online food ordering and delivery services, led by DoorDash, Grubhub, and
Uber Eats, filled in the vacancy and achieved explosive growth. As a result, the restaurant
industry is experiencing dramatic transformations under the crossfire of these two driving
forces. In this dissertation, we will first leverage foot traffic data to gain insights into the
landscape of demand in the restaurant industry, examining the structural changes potentially
catalyzed by the availability and growing popularity of meal delivery services.

To support the geographic expansion of meal delivery, the dissertation investigates
innovations in delivery paradigms through the integration of emerging vehicular technologies
and supporting infrastructure, tailored to varied service demand contexts. Urban
environments are characterized by high demand density, with meal orders generated
intensively from business districts and residential complexes and fulfilled by a wide range of
restaurants distributed across the city. In such settings, meal delivery platforms operate under
a many-to-many distribution structure, where efficiency critically depends on the ability
to batch orders by overcoming potential misalignments in pickup and delivery locations
and times. To address these challenges, we propose a transshipment strategy in which meal
packages are transferred through a centrally placed microhub rather than being picked up
and delivered entirely by a single deliverer. This approach decouples the pickup and drop-off
stages of delivery, unlocking improved batching opportunities and significantly enhancing
operational efficiency, particularly during peak hours when delivery capacity is constrained.
In contrast, suburban and rural areas in the U.S. present fundamentally different spatial
patterns of both supply and demand for meal delivery services. Restaurants in these regions

are often clustered in local plazas or town centers serving broader, more dispersed residential
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areas. These conditions align more closely with the one-to-many distribution models
commonly studied in the transportation literature. For such low-density and temporally
sparse demand settings, lightweight and low-capacity delivery modes can offer operational
advantages. Rural areas, in particular, exemplify this demand sparsity and uncertainty,
rendering high-capacity meal delivery models economically inefficient. In response, we
explore the operations for drone delivery as a competitive alternative, offering lower per-mile
costs and greater flexibility. To account for demand uncertainty, we develop a two-stage
stochastic model implemented within a rolling-horizon framework to facilitate dynamic order
fulfillment in rural contexts. Then, in the transitional territories between urban and rural
areas, suburbs exhibit moderate yet sprawling demand. Accordingly, we prescribe a hybrid
delivery model that combines the strengths of both heavy-duty and lightweight delivery
means. In our envisioned operations, trucks operate along major arterials, while multiple
drones sidekick alongside the trucks’ trajectory, performing final package deliveries and
minimizing truck detours. The research in this dissertation delves into these new operations
and system designs to assess their potential benefits to the logistics and delivery industry in
dynamic and contrasting environments.

Overall, my dissertation contributes by proposing strategic enhancements to meal delivery
operations and designs across diverse geographic contexts, aiming to bolster system efficiency
and societal welfare. This work provides a comprehensive understanding of the evolution
of meal delivery services, from its market foundation to the current landscape and future
game-changers, while developing effective management tools to navigate these changes.
Although this dissertation scopes out meal delivery services, the models, analyses, and

solutions can be readily adapted to address related issues in other urban delivery services.
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Chapter 1:  Introduction

1.1 Background

The COVID-19 pandemic since early 2020 has caused severe disruption to the restaurant
industry. Itis estimated that 5% to 30% restaurants were permanently closed (Morgan Stanley,
2020), while the rest were kept open but experienced a hard time given the prohibition or
tight capacity limit for indoor dining. Although the shelter-at-home order was voided a few
months after its launch, the demand for dine-in services did not pick up as quickly due to the
public’s persistent caution about COVID-19 infection. As opposed to the lackluster recovery
of dine-in services, online food delivery (OFD) expanded swiftly during the pandemic (Raj
et al., 2020). A majority of restaurants now become registered on OFD platforms and
compensate the latter for fulfilling delivery orders. As per the analytics by Yeo (2020) using
a panel of credit card transactions, millions of Americans have newly subscribed to the
delivery service, driving the monthly sales of food delivery up by 137% in October 2020
compared to the pre-pandemic level. The OFD services by 2020 accounted for 13% of the
total addressable market of the restaurant industry, and its penetration nearly doubled to
25% by 2023, significantly propelled by the COVID-19 pandemicl. The three leading OFD
platforms—DoorDash, Grubhub, and Uber Eats—comprised more than 98% of the total U.S.
market share by March 20242. Among them, DoorDash emerged as the market’s dominant
leader, commanding a 67% share. The company reported an unprecedented revenue of
$1.92 billion in the first nine months of 2020, scoring an almost 200% raise compared to
the same period in 2019 (Griffith and Eavis, 2020). The platform went public in December
2020 amidst its striking growth. Doubtlessly, online food ordering and delivery stood out as

one of the biggest winners during the pandemic, and has helped accelerate the migration of

lhttps://www.statista.com/outlook/emo/online-food-delivery/worldwide
2https://secondmeasure.com/datapoints/food-delivery-services-grubhub-uber-eats-
doordash-postmates/
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restaurant operations from dine-in toward takeout and delivery channels.

The restaurant industry associates with millions of small businesses and employment and
undertakes a considerable section of consumers’ consumption expenditures. As summarized
by FinancesOnline3, the total 1 million-plus restaurant establishments in the U.S. contributed
more than 15.6 million employees before the pandemic, accounting for around 10% of the
total employment in the country. In this critical labor market, restaurants’ moving focus from
dine-in to takeout channels causes the restructuring of employment both within restaurants
and between restaurant and delivery industries, given the distinct skill sets, work intensity,
and contractual types of relevant occupations (Griesbach et al., 2019). The comparative
service structure can also influence restaurants’ differentiated strategies in operations, ranging
from minor changes such as space reallocation at the existing venues to major investments
like launching delivery-only services at separate venues (Muller, 2018). In the long run,
such a transformation could give rise to extensive societal externalities on land use (Muller,
2018), municipal management (Chen et al., 2017; Pérez et al., 2021), environment (Song
et al., 2018; Chu et al., 2021), among others. Therefore, to navigate a full recovery from the
pandemic and better adapt to the explosive growth, we must understand how the restaurant
industry has been disrupted and reshaped by the pandemic to enable assistance from policy,
finance, and infrastructure (Norris et al., 2021).

However, these changes are not fully exposed due to the lack of first-hand data, let
alone their potential consequences and implications. To this end, this dissertation first
leverages foot traffic data from SafeGraph to reveal the magnitudinal and structural changes
in restaurant demand, using the case of the Washington metropolitan area. Our analysis
reveals that, by June 2021, the overall share of takeout orders had increased by 10% compared
to pre-pandemic levels, underscoring a significant shift in consumer behavior. This change
reflects a broader trend in dining habits that, although initially driven by necessity, has

persisted well into the post-pandemic era. The widespread convenience of having food

3https://financesonline.com/number-of-restaurants-in-the-us/
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delivered directly to one’s home has not only gained traction but has now become an integral
part of everyday life, signaling a long-term transformation in the way people engage with
the restaurant industry.

With the surge in meal delivery demand in recent years, several challenges have emerged
across the industry4. First, meal orders, unlike standard last-mile deliveries, are expected
to be completed within an hour or less, imposing stricter requirements for timeliness. The
surge in order volume, especially during peak hours, has put significant pressure on OFD
platforms, often causing delays and inconsistent service quality (Reyes et al., 2018; Li
et al., 2022). Additionally, the rapid increase in demand has overwhelmed the supply side,
leading to labor shortages and high turnover rates among deliverers (Liu et al., 2023a,b).
Moreover, the combination of surging demand and an unstable labor supply has complicated
the estimation of order fulfillment time, which is presented to customers before they place
an order. The accuracy of this estimate is crucial for setting appropriate expectations and
avoiding dissatisfaction due to late deliveries. An efficient and stable delivery system
enhances delivery speed and ensures more accurate predictions for order fulfillment time,
which in turn, impacts customer satisfaction and loyalty, drawing more customers to the
platform (Zhu et al., 2020; Hildebrandt and Ulmer, 2022). Furthermore, the rising demand
for meal delivery has led to environmental concerns, with increased use of disposable
packaging contributing to waste generation and increased carbon emissions from additional
transportation, exacerbating concerns about global warming and amplifying sustainability
issues (Hess et al., 2016; Liu et al., 2019; Allen et al., 2021). Other concerns, such as
food safety, have also surfaced, as the pressure to meet growing demand has pushed some
restaurants and delivery services to cut costs and accelerate meal preparation and delivery,
potentially compromising meal quality and service standards (Han et al., 2022b).

This dissertation does not attempt to address all the issues and challenges associated

with meal delivery services. In response to the rise in meal-delivery demand during the

4https://connect. informs.org/tsl/tslresources/datachal lenge
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post-pandemic period, we propose innovative solutions to enhance system efficiency through
improved supply management. Our demand-driven analysis seeks to provide adaptable
solutions tailored to varying demand patterns, with the goal of optimizing both customer

satisfaction and platform operational efficiency.

1.2 Dissertation Objectives

To adapt to varying demand patterns and optimize the meal delivery system across
diverse regions, our demand-driven solutions are structured into three key areas: urban,
suburban, and exurban/rural. Each region presents distinct geographic, socioeconomic, and
demographic characteristics, along with unique administrative policies that influence the
choice of delivery means. We highlight the contributions made by this dissertation via

tailoring the most suitable delivery strategies to each area, ensuring both efficiency and

adaptability.
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To this end, we delineate the demand patterns across different areas in Figure 1.1. It
is evident that urban and rural areas exhibit contrasting patterns in several key aspects.
As outlined in Chapter 3, meal delivery demand is much more intense in urban areas due
to higher population density, while rural areas experience sparser demand. In terms of
spatial distribution, demand in urban downtowns spikes at business districts and high-rise
residential buildings, whereas rural areas feature more scattered demand. As a result,
meal orders in rural regions tend to involve longer and more variable delivery distances
compared to urban areas. Similarly, in terms of temporal distribution, urban-market demand
is more concentrated around lunch and dinner times, driven by the synchronized schedules
of business professionals. In contrast, rural areas show greater variability in demand patterns
throughout the day (Auad et al., 2024). In summary, urban areas typically exhibit higher and
more concentrated demand, while rural areas demonstrate lower and more dispersed demand.
Consequently, it is essential to employ distinct delivery means tailored to the unique demand
patterns of different areas. We propose deploying high-capacity, batch-oriented solutions
in urban environments, while adopting lightweight, point-to-point drone services in rural
regions—taking full advantage of their flexibility and autonomous capabilities.

In Chapter 4, we first conceptualize a new operational model of meal delivery for urban
areas, utilizing microhubs as transshipment points, which demonstrates great potential for
efficiency gains as an adaptation of intensive delivery solutions. The concept of microhubs
mirrors logistic depots in line-haul logistics, allowing for sorting, storing, and transferring
packages, but with a focus on urban neighborhoods. It brings services closer to end customers
and enables more flexible operations within targeted service areas. In some use cases, these
microhubs help alleviate congestion, reduce emissions, consolidate freight vehicle trips,
minimize vehicle miles traveled, and facilitate transfers to low- or zero-emission fleets for
last-mile deliveries (Gunes et al., 2024). To assess the impact of incorporating microhubs,
two critical metrics—customer waiting time and vehicle miles traveled—are evaluated using

the continuous approximation (CA) approach. The numerical results indicate that the meal



delivery system via transshipment outperforms the traditional non-transshipping counterpart
across both metrics, particularly under high-demand or low-supply conditions, which aligns
with the surging demand during urban peak hours. The higher efficiency of the transshipment
design is attributed to the strategy of sub-regional batching, facilitated by the use of the
microhub.

While urban areas grapple with congestion and high delivery volumes, the challenges in
rural and remote regions are markedly different. Low population density results in fewer
delivery stops spread across vast geographic areas. The spatiotemporal sparsity of demand
makes rural logistics inherently costly to operate, often requiring companies to keep vehicles
on standby for sporadic orders. Traditional truck-based delivery models, which excel in dense
areas by enabling economies of scale, become particularly inefficient in scenarios of low and
uncertain demand. With few drop-offs over long-distance routes, trucks are underutilized,
significantly increasing fuel, labor, and maintenance costs per package. Additionally, poor
road conditions and extended travel times further exacerbate operational inefficiencies,
making conventional truck delivery neither practical nor cost-effective in sparsely populated
areas (Fulfillment Hub USA, 2025).

By contrast, drones or Unmanned aerial vehicles (UAVs) offer lower per-mile cost
(Carlsson and Song, 2018; She and Ouyang, 2024), reduce delivery time (Sudbury and
Hutchinson, 2016; Jennings and Figliozzi, 2019), and decrease fuel consumption and
emissions (Figliozzi, 2020) compared to traditional truck deliveries. These advantages
enable drones to effectively address many of the logistical challenges associated with sparse
and uncertain demand. Moreover, their high speed and on-demand capability make them
particularly well-suited for sporadic deliveries—such as urgent medical supplies—without
requiring full-scale vehicle dispatch. Owing to their unparalleled convenience for consumers,
drone-based last-mile delivery has steadily gained momentum over the past decade, expanding
to a wide range of products and services, including goods, meals, groceries, and medications

(Liu, 2019; Yin et al., 2024). In response, an increasing number of delivery companies



and online retailers, such as the e-commerce platform JD and the logistics company SF
Express, have prioritized rural villages in China, where underdeveloped ground transportation
infrastructure presents a natural opportunity for drones to bridge the accessibility gap. China’s
most popular meal delivery platform, Meituan, has also joined the game, developing drone
delivery solutions since 2017 (MIT Technology Review, 2023). In these emerging service
contexts, a notable shift towards an on-demand operational paradigm requires more real-
time and time-sensitive decision-making for autonomous order fulfillment. Pre-disclosed
deterministic arrival of requests and delivery locations, which is prevalently assumed by most
existing studies in this area, may no longer be applicable. Therefore, dynamic processing of
order fulfillment and enabling the efficient batching of orders arriving at different time points
in uncertain market contexts become crucial in the evolving landscape of last-mile delivery.

To aid such operations, Chapter 6 solves the dynamic order fulfillment problem for
on-demand last-mile delivery using drones. We adopt a rolling-horizon framework for order
fulfillment and devise a two-stage stochastic program aimed at strategically managing existing
orders while considering incoming requests that are subject to various uncertainties. These
delivery requests may vary in package profiles, delivery locations, arrival time, and urgency.
A significant challenge in deploying the envisioned two-stage model lies in its incorporation
of vehicle routing constraints, on which exact or brute-force methods are computationally
inefficient and unsuitable for real-time operational decisions. To address this, we propose an
accelerated L-shaped algorithm, which demonstrates remarkable performance superiority
over the exact method, boasting a more than 20-fold improvement in average running time
while maintaining an average optimality gap of less than 1%. It is then employed to solve a
wide range of instances to evaluate the advantages of adopting the stochastic model. Our
results show potential long-term cost savings of up to 20% when demand uncertainty is
explicitly considered in order fulfillment decisions, making it a particularly suitable model
for drone operations in rural areas, where high spatial and temporal demand variability is

prevalent.



As a middle ground between urban and rural areas, suburban regions are free of
skyscrapers and high-rise residential buildings. Customers are dispersed across larger
service areas, while restaurants tend to cluster in major plazas. In suburban regions, because
demand is denser than in rural areas, drone-only delivery faces significant challenges due
to its limited payload capacity and short operational range, both constrained by battery
life. This limitation requires frequent returns to depots for reloading or recharging, making
independent drone operations inefficient. In comparison, conventional truck delivery benefits
from economies of scale in terms of order batching but incur high per-mile operating
costs, whereas drone delivery is more cost-efficient for single-package deliveries but lacks
scalability (Carlsson and Song, 2018). Given these strengths and weaknesses, a hybrid
model, where traditional surface vehicles continue to undertake last-mile tours but now
carrying drones to handle final door or yard deliveries, emerges as a practical and promising
solution. In Chapter 5, we introduce a hybrid delivery paradigm in which a truck travels
along major arterials while multiple drones sidekick alongside the truck’s trajectory to
perform final package deliveries. We model this problem using continuous approximations
and estimate two critical system performance metrics—truck traversal time and energy
consumption—through a capacitated queuing model. Theoretical analysis and numerical
results indicate that system performance is highly sensitive to the way that the truck and
drones coordinate, particularly the drones’ serviced strip width and the speed synergy
between the two modes. Findings also suggest that truck-drone collaboration outperforms a
truck-only delivery mode in both efficiency metrics, with performance improving as more

drones are deployed.

1.3 Dissertation Qutline

The remainder of this dissertation is organized as follows. Chapter 2 presents an overview
of the relevant literature, first analyzing the market structure of meal delivery services and

other transportation-enabled services, followed by a discussion of the operational paradigms



in urban distribution systems and solutions for last-mile delivery. Chapter 3 delineates the
demand for dine-in and takeout services at restaurants during the COVID-19 pandemic,
taking the Washington Metropolitan Area as a case study. Chapter 4 proposes an innovative
transshipment design to adapt to the surging demand for meal delivery services in urban
areas. Chapter 5 investigates the efficiency of a hybrid model of collaborative truck-drone
delivery for suburban areas. Chapter 6 introduces a rolling-horizon stochastic optimization
framework for autonomous drone delivery in rural regions, addressing the challenges of
sparse and uncertain demand. Finally, the overall conclusions and recommendations for

future work are provided in Chapter 7.



Chapter 2:  Literature Review

Although the meal-delivery business has existed for decades, it has only recently exploded
in popularity with the emergence of OFD platforms. The literature on meal-delivery services
remains relatively thin, thus our literature review draws on research from the broader field
of freight delivery systems, which shares similarities in fulfillment processes and certain
modeling frameworks. Specifically, we organize our review around three key areas: (1)
the market structure of three-sided meal delivery services and other transportation-enabled
services; (2) the operational paradigms of urban distribution systems; and (3) the development

of last-mile delivery solutions.

2.1 Transportation-Enabled Services

With rapid advancements in urban infrastructure and technology, transportation is
evolving to support a wide range of innovative and emerging services. Traditional
transportation services involve the movement of goods and people through established
modes such as water, ground, and air, utilizing ships, vehicles, aircraft, and ride-hailing
services to enable global connectivity and commerce 1. On the other hand, transportation-
enabled services (TRENS) represent a model that leverages transportation systems to
enhance the delivery, accessibility, and efficiency of non-transportation services (Agatz
et al., 2024). For instance, restaurant demand spans both offline and online channels: the
former aligns with a typical trip purpose for transportation users, while the latter exemplifies
a transportation-enabled service. To analyze the market structure of TRENS, four key
stakeholders are identified: customers, suppliers, TRENS providers, and transportation
carriers. Based on these roles, TRENS can be categorized into three primary service models:

one-sided market, two-sided market, and three-sided market, each defined by the interactions

lhttps://en.wikipedia.org/wiki/Transport
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among suppliers, TRENS providers, and transportation carriers (Agatz et al., 2024).

In the one-sided market, the TRENS provider owns and manages both the suppliers and
transportation carriers on the supply side, such as vehicles and drones, and employs full-time
suppliers and drivers. Traditional centralized urban operations, which focus on resource
allocation or deployment within urban service systems, can be seen as a one-sided market
operating across a city (Larson and Odoni, 1981). A more contemporary example is mobile
healthcare services, where mobile clinics deliver care to patients at home through skilled
professionals in mobile medical vans, with both the professionals and the vans owned by the
healthcare company?.

In the two-sided market, there are two main types: the TRENS provider either owns
(1) the suppliers or (2) the transportation carriers. A notable example of the first type is
an extended version of the one-sided mobile healthcare service. In this case, the mobile
clinics do not own medical vans, or face a shortage of vans, and therefore partner with
Lyft as the transportation carrier while deploying their full-time healthcare professionals to
visit patients3. The second type resembles traditional logistics companies like FedEx and
UPS, or e-commerce companies like Amazon. In this model, the company manages its own
fleet of trucks and employs drivers to transport goods from suppliers to customers (Chen
et al., 2019; Wang et al., 2020). Notably, the two-sided market, especially the e-commerce
industry experienced a substantial surge in activity during the COVID-19 pandemic. Despite
an initial 22% decrease in sales during the Wuhan shutdown, Alibaba, China’s largest
e-commerce platform, quickly rebounded within five weeks, driven primarily by small-
to medium-sized sellers (Han et al., 2022a). Other studies, grounded in empirical data,
investigated e-commerce trends during the pandemic (see, e.g., Bhatti et al., 2020; Gao et al.,
2020; Kawasaki et al., 2022), and consistently highlighted the significant shift from offline
to online shopping channels among general consumers.

As shown in Figure 2.1, the OFD services examined in this dissertation, such as DoorDash

2https://mobilehealthcompany.com
3https://www. lyft.com/business/customer-stories/denver-health
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Figure 2.1: Three-sided market of OFD services

and Uber Eats, can be represented as a three-sided market. The OFD platform operates
as a third-party TRENS provider, facilitating interactions among three key stakeholders:
suppliers, transportation carriers, and customers. In this model, neither the suppliers nor the
transportation carriers are employed by the TRENS providers (Michalopoulou et al., 2023;
Bahrami et al., 2023). In fact, the meal delivery business has existed for decades. For a long
time, fast-food giants like McDonald’s and Domino’s managed their own food ordering and
delivery systems, operating in a direct-to-customer one-sided market model. Due to the
substantial initial investment required for transportation infrastructure, this model remained
accessible only to a limited number of players in the restaurant industry. The landscape
changed with the rise of third-party OFD platforms in the past decade. These platforms
introduced a new paradigm, transforming the business model into a three-sided market by
freeing food suppliers from transportation operations. As a result, individual restaurants and
even restaurant chains could join OFD platforms and outsource their transportation needs
without significant upfront costs. Instead, they pay a commission to the OFD platform for

each order delivered. This reduction in market entry barriers has fueled an unprecedented
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expansion of the delivery model among restaurants, especially during the pandemic (Shi and

Xu, 2024b).

2.2 Urban Distribution System

Within the general framework depicted in Figure 2.1, meal delivery services must first
balance the varying demands of customers with the services provided by suppliers. TRENS
providers play a key role by coordinating transportation carriers to facilitate these deliveries.
Their primary challenge is to ensure operational efficiency and effectiveness, focusing on
delivering meals both promptly and cost-eftfectively by optimizing logistics from the supply
side. In this section, we summarize the major types of supply operations, not only within the
meal delivery system but also in the broader context of urban distribution systems.

Most studies on distribution systems focus on identifying the most cost-effective
scheduling and routing to service demand nodes within a network, where goods are
transported from various origins to corresponding destinations. In the design of urban
freight distribution systems, there are three main classes based on the nature of the origin-
destination pairs: one-to-one problems, where requests start and end at one origin and one
destination; one-to-many problems, involving the transport of items from one origin to
multiple destinations; and many-to-many problems, where multiple entities (or commodities)
are transported between numerous origins and destinations (Daganzo, 2005). The meal-
delivery system, which can be considered as a pickup-and-delivery problem, falls into the
last category.

The one-to-one distribution problem primarily aims to optimize the dispatching process
in a dynamic environment where demand fluctuates over time. The decision-making process
involves determining both the optimal shipping intervals (headways) and shipment sizes.
Historically, determining the optimal shipment size has been a key focus in inventory control,
commonly referred to as the “lot size” or “economic order quantity” problem (Arrow et al.,

1958; Welch, 1956). The concept of the “one-to-one” distribution optimization problem was
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first introduced by Newell (1971), who demonstrated how to determine an optimal sequence
of headways for a given transportation route using dynamic programming to address varying
demand. The optimal frequency and size of shipments—whether to dispatch fewer times
with larger loads or more frequently with smaller amounts—are determined by balancing
holding costs against transportation costs.

The one-to-many problems are grounded in classic routing problems, such as the
Traveling Salesman Problem (TSP) and the Vehicle Routing Problem (VRP), and they vary
based on the number of vehicles deployed. The objective is to obtain simple guidelines
for the design of a set of routes and delivery schedules that will minimize the total cost of
visiting all nodes. The inverse version of many-to-one problem should be recognized as
collection problems from many sources to a single destination are mathematically analogous
— the theory applies to both. The delivery process of most examples in the one-sided and
two-sided TRENS market, such as Fedex and Amazon can be considered as one-to-many
problems that dispatch deliverers from a central depot or fulfillment center to customers.
Generally speaking, VRP encompasses a vast array of variants, each addressing specific
logistical challenges. Two of the most widely studied are the Capacitated VRP, which
incorporates vehicle capacity constraints (Laporte and Nobert, 1987; Ralphs et al., 2003),
and the VRP with Time Windows, where deliveries must occur within specific time frames
(Solomon and Desrosiers, 1988; Kallehauge et al., 2005). One extension of the Capacitated
VRP is the VRP with Backhauls, where vehicles handle both deliveries and collections in
the same route. To avoid exceeding capacity, deliveries are prioritized to leave space for
collections (Toth and Vigo, 1997). Other variants, such as the Stochastic and Dynamic VRP,
account for uncertainties in demand, adding further complexity to real-world applications
(Laporte and Louveaux, 1998; Larsen, 2000). The literature on VRP is extensive and beyond
the scope of this dissertation, comprehensive reviews can be found in works such as Toth
and Vigo (2002); Laporte (2009).

Another notable variant is the VRP with Pickup and Delivery (VRPPD), where vehicles
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manage both pickups and deliveries along their routes (Desaulniers et al., 2002; Nagy and
Salhi, 2005). Meal delivery services can be framed as a VRPPD, a subset of many-to-many
distribution problems, often referred to as the multi-commodity problem, where each
demand has a specific origin and destination. The many-to-many distribution system can be
divided into two categories: VRPPD and dial-a-ride problem (DARP) (Cordeau and Laporte,
2007; Ho et al., 2018; Guo et al., 2025), where the former considers the transportation of
goods, and the latter focuses on passenger transportation. The key difference is that DARP
usually incorporates an extra hard or soft constraint to specifically address and minimize
customers’ inconvenience (Toth and Vigo, 2002). Unlike other variants of the VRP, the
VRPPD introduces additional constraints to ensure the precedence of pickup and delivery.
Specifically, the same vehicle must handle both the pickup and delivery of a customer’s
request, and each request must be picked up before it can be delivered. The VRPPD can
also be combined with other variants, such as the Capacitated VRPPD, where the number of
goods or customers in a vehicle cannot exceed a specified limit (Sitek and Wikarek, 2019),
or the VRPPD with Time Windows, which requires that each customer be picked up and
delivered within designated time intervals (Ropke et al., 2007). Based on this, OFD services
utilizing drones can be modeled as a Capacitated VRPPD with Soft Time Windows, where
the delivery drones can typically handle only a limited number of packages, and penalties

are applied for extended customer waiting times (Shi et al., 2022).

2.3 Last-Mile Delivery Solutions

As previously discussed, the COVID-19 pandemic not only shifted customers’ dining
behavior from offline to online channels in meal delivery services but also impacted other
transportation-enabled services, particularly e-commerce. In response to the surge in demand,
TRENS providers, such as OFD platforms and logistics companies, have been striving to
develop faster last-mile delivery means and optimize supply management to ensure timely

delivery. To prioritize customer satisfaction, last-mile delivery solutions have extended
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beyond improving vehicle routing strategies (Steever et al., 2019; Kohar and Jakhar, 2021)
as mentioned in the previous section. They have developed innovative approaches such
as crowdsourcing part-time deliverers (Castillo et al., 2018; Fatehi and Wagner, 2022),
co-modality transport for both passengers and freight (Zhu et al., 2023; Yang et al., 2024),
efficient batching and assignment strategies (Liu et al., 2021; Simoni and Winkenbach, 2023),
as well as new delivery modes utilizing autonomous vehicles and drones (Liu, 2019; Shi
et al., 2022). In this section, we delve into the latter two innovative delivery solutions, which
serve as the foundation for our transshipment design through microhub and drone-based
delivery strategies in this dissertation, tailored to various demand scenarios.

The operations for urban areas, facilitated by the introduction of microhubs in Chapter
4, can be viewed as a variant of urban distribution system with transshipment. In one-to-
many or many-to-many distribution, transshipment can be viewed as a terminal sorting,
storing, and transferring items from one vehicle to another. Incorporating transshipment can
significantly reduce the total miles traveled by vehicles (Shi and Xu, 2024a). But at the same
time, it may introduce new handling and holding costs at the terminal, attributable to the
increased batch sizes. In fact, transshipment functions as an extension of order bundling (Ye
et al., 2024), where orders from different suppliers are combined and assigned to a single
transportation courier. Consolidation is the primary role of transshipment; without bundling,
transshipments can be shown not to reduce costs (Daganzo, 1988).

Designing the distribution system with transshipment typically involves determining
the number of terminals to be utilized, their strategic locations, the planning of routes and
schedules for various types of vehicles, and the assignment of customers to specific terminals
and routes (Daganzo, 2005). Daganzo and Newell (1986b) first employed a CA method to
find near-optimal solutions for the design guidelines in a one-to-many distribution system,
such as the location of transshipping points, their areas of influence, vehicle frequency,
and fleet size. Smilowitz and Daganzo (2007) then advanced the design strategy for an

integrated package distribution system considering service level, i.e., overnight and longer
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deadlines. They separated the complex system into a series of subproblems to determine
the densities of various terminal levels (e.g., consolidation terminal, breakbulk terminal,
airport) and their corresponding dispatching headways through a CA method. Extensive
studies have employed the CA method to design distribution systems or identify the optimal
location for transshipment across various application contexts, such as delivery consolidation
in freight transportation (Campbell, 2013; Xie and Ouyang, 2015; Ghaffarinasab et al.,
2018), inventory management within supply chain (Naseraldin and Herer, 2011; Tsao et al.,
2012), and agricultural collection during harvest season (Wiles and van Brunt, 2001). The
transshipment operation via microhubs in Chapter 4 shares similarities with transshipment
through order bundling, as it assigns deliverers to focus on specific local areas. However,
unlike traditional transshipment designs, which only handle either pickup or delivery tasks
on a single route to batch nearby orders, our design emphasizes batching demands both
temporally and spatially, overcoming precedence constraints that arise from paired pickup
and delivery requests.

In addition to strategies like order bundling and transshipment, last-mile delivery using
autonomous delivery vehicles has gained significant momentum over the past decade,
expanding its reach to a wide range of products and services, including meals, groceries,
medications, and more (Liu, 2019; Yin et al., 2024). Among these autonomous delivery
means, three primary forms are covered: UAVs or drones, sidewalk autonomous delivery
robots, and road autonomous delivery robots (Figliozzi, 2020). The use of these autonomous
solutions has been proof-concepted to benefit the last-mile delivery industry in different
aspects of operations (Alverhed et al., 2024), ranging from lower costs (Hoffmann and
Prause, 2018; Boysen et al., 2018b; Heimfarth et al., 2022), higher efficiency (Jennings and
Figliozzi, 2019), and reduced carbon footprint (Figliozzi, 2020).

In contrast to ground shipping, drone-enabled delivery operations have a longer history
of research and are primarily categorized into two clusters of models corresponding to the

drone-only and truck-drone tandem contexts. The drone-only models are often treated as
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variants of the classic VRP but recognize specific limitations and constraints for drone
operations. Particularly, due to limited battery capacity, package delivery with drones
needs to take into account battery charging and degradation into lifecycle cost analysis
(Liu, 2023). Unlike ground vehicles, the energy consumption of drones depends on both
payload and travel distance (Cheng et al., 2020). Overlooking load-dependent constraints
may underestimate travel costs and may potentially lead to infeasible routing for drones
(Xia et al., 2023). Other unique considerations for drone delivery include limited carrying
capacity (Dorling et al., 2016), no-fly zones (Jeong et al., 2019), safety separation assurance
(Chen et al., 2024b), and varying wind conditions (Sorbelli et al., 2020). Some recent
studies have built upon more sophisticated truck—drone tandem models, wherein drones are
launched from delivery trucks and coordinate their routing alongside trucks to efficiently
deliver packages. A single drone may execute multiple flights and landings, potentially from
and to different trucks, while a truck might launch and retrieve several drones at various
time and locations (Murray and Chu, 2015). For this category of models, determining the
service sequence for customers by both vehicle types, pinpointing the locations for drone
deployment and collection by trucks, and mapping out the vehicles’ routes presents new
challenges to the VRPs (Wang and Sheu, 2019; Tamke and Buscher, 2021).

Unlike most current research, which focuses on managing drone or truck-and-drone
operations, the truck-drone collaborative delivery model for suburban areas, discussed
in Chapter 5, uses the CA method to evaluate the efficiency of this hybrid operation. It
contributes by leveraging the spatial stochasticity of access points and modeling collaborative
delivery tours as a Markovian process, where multi-sidekick truck delivery is represented as
a queue with limited capacity. The drone-only model described in Chapter 6 continues the
above thread of discussions, having a fleet of drones dispatched from a central depot through
delivery cycles for on-demand order fulfillment. Drawing upon the considerations of existing
research, each drone has a specified battery capacity that imposes constraints on the travel

range per delivery tour. Additionally, the energy consumption rate of drones is determined
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by their en-route payload and will be optimized in conjunction with other operational costs
in the dispatch and touring of drones. This study contributes by incorporating demand

uncertainty and order batching opportunities into drone operations.
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Chapter 3:  Delineating Meal Delivery Demand: Dine-in and Takeout Trends
amid the COVID-19 Pandemic

3.1 Introduction

In this chapter, we use foot traffic data from SafeGraph to reveal the magnitudinal and
structural changes in restaurant demand, using the case of the Washington metropolitan area.
The data was opened up by SafeGraph in early 2020 and quickly became a popular source for
pandemic-related research and policy analysis among academia and government agenciesl
(see, e.g., Maetal., 2021; Ilin et al., 2021). It was retrieved by pinging the geolocation from a
sizable sample of cellphones in the area and then aggregating toward various POIs 2. A wide
range of studies have applied the foot traffic data to gain insights regarding other matters,
such as human mobility patterns (Juhdsz and Hochmair, 2020; Zhang et al., 2024b; Liu et al.,
2025), parking legality predictions (Gao et al., 2019), isolated/ vulnerable neighborhood
identification (Prestby et al., 2020; Henry-Nickie and Hudak, 2020), government mandate
compliance (Painter and Qiu, 2021). Previous analyses have shown that the SafeGraph data
well samples the population in each municipal region, with rather consistent compositions
over races, household income, and educational levels. Compared to the transaction data
from credit card companies or OFD platforms, foot traffic data collected from mobile
phone users can sample restaurant visits more thoroughly, given that a significant portion of
brick-and-mortar sales in the U.S. are still conducted through cash (TSYS, 2018).

Conceptually, aggregating foot traffic volumes reproduces the magnitudinal changes in
restaurant visits, whereas the delineation of structural transitions requires the split of traffic

over different service channels. Visitors who drop by on the dine-in mode would be those

Ihttps://www.safegraph.com/publications

2This technical report summarizes the procedures of how SafeGraph parsed the GPS data for visits:
https://www.safegraph.com/guides/visit-attribution. Except for the extremely short visits of
less than one minute, the rest should be well captured.
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who order and dine in at the restaurants, whilst takeout visits belong to customers who
order online or offline and then either choose to take out themselves or have someone else
pick up meals on their behalf. However, foot traffic data extracted from cell-phone users’
trajectories does not come with labels for visitors’ service modes. To overcome the challenge
and enable the effective examination of modal shifts, we adopt a mixture model framework

and introduce several innovations specific to the intended task:

» We propose to analyze aggregate foot traffic at restaurants by decomposing it according
to service channels, based on visitors’ dwelling time patterns. Specifically, dine-in
and takeout, the two primary service modes in restaurants, are considered. The two
modes correspondingly mirror the centralized and decentralized service fulfillment
within restaurants, which differ substantially in capacity and service accommodations
(Feldman et al., 2023). Thus, revealing the restaurant visits associated with these two

modes enables the derivation of meaningful market insights.

* The dwelling time for visitors in dine-in and takeout modes exhibits distributional
characteristics with potential overlaps at certain regime. Besides, our foot traffic
data has been grouped into several pre-defined dwelling time intervals. So instead
of assuming a certain threshold to distinguish between visiting modes (Oblander
and McCarthy, 2021; Li and Wang, 2020), we repurpose the gamma mixture model
(GMM) for grouped data to our context for pattern recognition. Field data is collected
from a McDonald’s to validate the assumption of a bimodal gamma distribution for

restaurant dwelling patterns.

* Considering the substantial heterogeneity within the restaurant industry—from fast
food to fine dining and from chains to independents—our model is applied individually
to each establishment. This approach helps mitigate the influence of unobserved
variables and brings out restaurant-specific patterns. However, in the case of

low-traffic restaurants, their patterns tend to appear highly unstable. To enhance
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the model’s applicability for these cases, we introduce a regularization technique
that incorporates broader industry-wide patterns into the estimations for individual

restaurants, capitalizing on their common characteristics.

* Given the extensive range of the pre-defined dwelling time intervals present in the
foot traffic data, the accuracy of the Expectation - Maximization (EM) estimation
results may be sensitive to the quality of the initial parameter guesses. To identify
suitable initializations for individual restaurant samples, we present a novel method
that approximates the observed probability density function (PDF) for grouped traffic

using a piecewise linear function and optimizes the proxies for parameter guesses.

The proposed method, in contrast to traditional empirical surveys, offers a scalable way for
monitoring the trends of service demand in the restaurant industry.

For the remainder, Section 3.2 first reviews the relevant literature to position the
contribution of this chapter. Section 3.3 conducts an exploratory analysis of the foot traffic
data by grouping it over time, restaurant types, and locations to picture the trends of restaurant
visits (aggregating both dine-in and takeout modes) before and during each stage of the
pandemic. A GMM is conceptualized in Section 3.4 for decomposing restaurant traffic
volumes into separate modes by dine-in and takeout, and an EM algorithm with regularization
is customized for efficient parametric estimation. Subsequently, Section 3.5 analyzes the
evolutionary restaurant traffic on individual modes of restaurant visits and discusses the
implications of structural transformations of restaurant demand during the pandemic. Finally,

Section 3.6 concludes the chapter and points out the future research direction.

3.2 Literature on Online Food Delivery Demand Estimation

This section reviews two key areas of literature relevant to the context of takeout channels
via OFD platforms and dine-in services at restaurants. First, we delve into the specific context

of restaurant services and narrate existing discussions regarding the evolving relationships
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between OFD and restaurants. Then, we provide a concise review for the methodologies
used in this chapter with a specific focus on data-clustering methods, particularly those

within the family of mixture models.

3.2.1 Relationships between OFD and restaurant industry

A blend of theoretical and empirical studies has been devoted to discussing the evolving
relationships between OFD platforms and restaurants. A consensus reached by many
of them is that restaurants, especially independents, may not necessarily benefit from
joining third-party OFD platforms. Feldman et al. (2023) developed a stylized equilibrium
model that considers the interactions between restaurants’ dine-in and delivery channels to
investigate the market realizations under different contexts. They found that the common
revenue-sharing contract between platforms and restaurants can lead to inferior system states
that hurt restaurants’ profitability margin. A similar conclusion was reached by Chen et al.
(2022), who formulated a sequential game between the platform, restaurants, and customers
and showed that joining the delivery platforms may reduce the demand and incur an extra
loss for restaurants. Meanwhile, by using personal transaction data from Visa Inc., Collison
(2020) reported empirical evidence on the OFD services’ cannibalization on offline restaurant
sales, causing a reduction in profitability whilst increasing revenues. Liu and Li (2023) also
pointed out that aggressive commission caps could detrimentally affect both consumers and
restaurants, while a regulated commission cap framework may benefit restaurants from this
new business model. Li and Wang (2020), with multiple sources of data, revealed that OFD
services benefit fast-food chains more than independent stores. Interestingly, they showed
that OFD platforms mainly benefit independent restaurants from the spillovers of delivery
services to the dine-in channel. All these previous efforts shed light on the multifaceted
influences of the emerging OFD on restaurant services. However, their discussions and
databases mostly lie on the normal market condition when restaurants offer both dine-in

and delivery channels that customers can freely choose. Amid the pandemic, the restaurant
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market has been highly irregular, with dine-in channels severely inhibited by administrative
regulations and preventive measures of consumers and restaurants.

So far little attention has been drawn particularly to research the drastic changes in the
restaurant industry during the pandemic. A few exceptions include Raj et al. (2020), who
applied order data from Uber Eats and evidenced a significant increase in restaurants’ online
orders after the outbreak of COVID-19 epidemic with massive closure of dine-in services.
Competitive effects were also observed among restaurants as new suppliers crowded into
OFD platforms. But their data covers only the one-month period after the initial shock of the
pandemic and thus does not capture the trajectories of restaurants as they navigate further
through the pandemic. Recently, Oblander and McCarthy (2023) assessed the impact of
COVID-19 on customer purchase behaviors on restaurant services using a collection of data
sources. It was found that the sharp increase in OFD sales mostly ascribed to modal migration
of the existing customers, who were already active before the pandemic but distanced away
from dine-in services during the pandemic. The finding thus questions the long-run growth
of OFD post the pandemic. Moreover, Jia et al. (2022) developed a stochastic optimization
model to identify the conditions under which restaurants can benefit from partnering with
third-party delivery platforms, considering the rapid expansion of OFD. Haddad et al. (2023)
conducted an online survey to study the factors influencing consumers’ preferences for
non-home-cooked meal and found that workplace location changes during the pandemic
were among the most significant variables. Belarmino et al. (2021) reported the attitudinal
changes of consumers on OFD services before and during the pandemic via experimental
surveys. Besides, several studies investigated factors affecting takeout demand and OFD
services during the pandemic using third-party datasets (Karniouchina et al., 2022; Zhang
et al., 2022). Overall, there still lacks work that tracks down the comparative evolution of
restaurants’ service structure over a relatively extended timespan of the pandemic. Looking
into the recovery status of the restaurant industry could enable us to address some of the

hypothetical remarks posed by previous work.
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3.2.2 Mixture models for decomposing restaurant foot traffic

A common approach for handling data with multiple inherent patterns is cluster analysis
(see, e.g., Jain and Dubes, 1988). The unsupervised k-means clustering method is typically
used to discover hidden groups within a dataset. However, this method assigns each
observation deterministically to a single cluster, making it unsuitable for cases where clusters
overlap. In the context of our study, restaurant traffic at each dwelling time level may consist
of a mixture of dine-in and takeout visits, and thus, it should not be exclusively classified
into a single category. Our approach, to a significant extent, is rooted in probabilistic models
(Bock, 1996; Bacher, 2000), where each observation can belong proportionally to multiple
clusters.

To unearth latent variables in probabilistic models, the extensive family of mixture
models has proven to be useful tools, dating back to the seminal work by Pearson (1894).
However, the challenge here lies in the fact that, unlike the classic mixture model that
requires knowing the exact dwelling time of each visit, the data provided by SafeGraph
represents aggregated traffic volumes grouped toward a set of dwelling-time intervals (see
Section 3.4 for the details). Consequently, the tasks at hand share similarities with scenarios
involving incomplete data (see a pioneering discussion by Dempster et al., 1977). McLachlan
and Jones (1988) introduced a general framework for fitting mixture models to grouped
data using the EM algorithm, and Teimouri (2021) recently extended its application to
skew-normal distributions. Addressing the specific problem of restaurant foot traffic, our
study introduces a regularized EM algorithm for gamma mixture models applied to grouped
data. The regularization leverages attributes associated with individual restaurant points of
interest (POIs) and aims to enhance parameter inference in mixture models by capitalizing
on the similarities among restaurants. It is worth noting that our task’s intended purpose also
resonates closely with that of Yang and Qian (2017), who proposed a probabilistic model
to infer payment and parking behaviors for on-street parkers. Through the calibration of

parameterized models, both two work intends to recover more refined human behaviors and

25



characteristics from aggregate system data for policy interpretations. The two models are
nevertheless highly customized for the respective problem context and data availability, and

thus differ substantially in their conceptualization, formulation, and solution.

3.3 Exploratory Data Analysis on Restaurant Visits

The foot traffic data provided by SafeGraph covers the period continuously from 2018 to
2021, laying out a valuable database for analyzing people’s movements during the pandemic.
This study employs a segment of data from January 2019 to June 2021 for the Washington
metropolitan area to analyze the impacts of the pandemic on the restaurant industry. The data
set is built on 0.8 million anonymous cellphone devices that compose a highly representative
sample of the total 6 million population. About ten thousand restaurant points of interest
(POIs) of different types, including fast-food chains, sit-down restaurants, bars, cafeterias,
etc., are identified. This section conducts an exploratory analysis of the aggregate foot traffic

to first glance at the disruption caused by the pandemic throughout different stages.

3.3.1 Overall trends during the pandemic

Figure 3.1 presents the changes of two aggregate metrics regarding restaurant visits in
both pre- and peri-pandemic periods, with milestone events summarized along the timeline.
The black solid line traces the total daily restaurant visits in the region, whilst the gray dotted
line provides a reference that relocates the pre-pandemic conditions to the peri-pandemic
by the day of a year for easy comparison. Besides, the red dash-dotted line presents the
number of active restaurant POIs. A restaurant was regarded as active in a week if it scored
at least one visit in the dataset during the period. During the pre-pandemic period, the
daily foot traffic went ups and downs beside the level of 125,000, and the number of active
restaurants stabilized at around 11,100. Then, for the peri-pandemic period that backdates

from the initial outbreak in January 2020 to close-to-normal in June 2021, we divide it into
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Figure 3.1: Aggregate changes in the numbers of total restaurant visits (the black solid line)
and active restaurant POIs (the red dash-dotted line) in the whole region. A restaurant POI
is counted active if it recorded at least one visit in the dataset for a one-week period nearby.

six development stages3, indicated as I-VI in Figure 3.1, and interpret the respective market
changes. Each stage characterizes different mentalities and preparedness of consumers,
business operators, and policymakers, which further yielded drastic changes in restaurant
market size and structure throughout the pandemic. A detailed narrative of the pandemic’s
six-stage timeline is enclosed in Appendix A.2 for reference.

Stage I manifests two phases. From January 21 to March 5, 2020, while there were
no cases reported in the capital region, the presence of sporadic cases on the West Coast
posed tightening psychological stress on customers toward indoor dining, in fear of potential
infection. Accordingly, the number of restaurant visits at that time diverged from the regular

pattern and slowly went down, even though restaurants mostly maintained normal operations.

3In general, the pandemic timeline should be similar for different regions across the United States.
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On March 5, 2020, the first cases were confirmed in Montgomery County4, a suburb in
the Washington metropolitan region, and triggered a tipping point in public reaction. The
influence was immediate. As clearly shown by Figure 3.1, both the foot traffic counts and
the number of active restaurants fell sharply right after the confirmation of the COVID-19
cases. It should be noted that this moment was still one week ahead of the federal and state
governments’ official declaration of public health emergency and the launching of policies
that ramped down outdoor activities. By the end of Stage I, restaurant visits bottomed at
about one-fifth of the pre-pandemic level. Meanwhile, restaurants closed at a slower pace,
largely following the governments’ executive orders, and on a much smaller scale of 7%
drop at the bottom. As a comparison, the National Restaurant Association reported more
than 110,000 restaurant establishments (out of the total 1 million-plus restaurant locations)
were temporarily or permanently closed in the U.S. in 20205.

After Stage I’s abrupt shutdown, Stage II saw adaptations from policy-makers, customers,
and restaurant business owners. Policy-wise, the restrictions on restaurants moved from
completely banning dining services allowing only takeout and delivery at first to Phase I
reopening beginning June 1 that allowed outdoor seating with distancing6, and then to Phase
II reopening on June 22 that further opened up the indoor space with 50% capacity limit.
At the same time, both the number of active restaurants and their foot traffic picked up,
implying the underlying healing of the restaurant industry. Standing at the time of Phase II
reopening, the number of active restaurants already recovered to 98% of the normal level,
and the number of total restaurant visits recovered to half of the normal level. Such a state
remained stable throughout Stage III, when the pandemic came to a “pause” with the number
of cases increasing at a relatively mild level.

The second wave of the epidemic hit back strongly at Stage 1V, with the number of cases

dhttps://www.washingtonpost.com/wor1d/2020/03/05/coronavirus-live-updates/

Shttps://restaurant.org/news/pressroom/press-releases/2021-state-of-the-restaur
ant-industry-report

ehttps://www.washingtonpost.com/dc-md-va/2020/05/27/coronavirus-dc-maryland-vir
ginia-live-updates/
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kept climbing and quickly surpassing the previous record. However, the data evidences little
effect on the catering market. Both of the two metrics did not exhibit consequential declines.
Rather, the trend of restaurant visits stayed consistent with the pre-pandemic correspondences,
which tend to lower down in the winter when cold weather arrives. Different from the rest
of wintertime, the Christmas and New Year holiday season was traditionally a busy time
for restaurant services. But due to the ordered shutdown of indoor dining, although some
restaurants seem to open up expecting holiday prosperity, the supposed jump in restaurant
visits got completely wiped out.

Stage V saw the massive public vaccination and the pandemic gradually taken under
control. On May 21,2021, D.C. lifted capacity restrictions at restaurants, bars, and most other
types of venues/’. Since then, restaurants and bars were able to roll back to pre-pandemic
operations in Stage VI (at least no restrictions policy-wise), and the vaccinated people
can also live close-to-normal if wanted (e.g., without wearing masks or keeping social
distances). But surprisingly, it appears that the demand for restaurant services did not return
simultaneously, as foot traffic in June 2021 remained constant at half of the pre-pandemic
level. Whether this characterizes a temporal trend due to consumers’ lack of confidence
or a long-term trend as people have gotten used to the new normal established during the
pandemic will need further observation.

In general, the two metrics suggest robust restaurant operations in the region during
the pandemic, even though businesses struggled as demand shrunk devastatingly. The
widely-concerned massive closure of restaurants did not present in the area. Such a result
aligns with the data reported by the Restaurant Association of Metropolitan Washington,
which showed that 124 restaurants (about 1% of the total in the region) closed as of March

19, 2021, since the beginning of the pandemic8.

Thttps://www.washingtonian.com/2021/05/10/dc-restaurants-can-operate-at-100-per
cent-capacity-starting-may-21/

ghttps://www.restaurantdive.com/news/washington-dc-1-year-later-restaurants-ham
mered-by-protests-insurrectio/595812/
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3.3.2 Separate trends by restaurant types

Each restaurant POI comes with its NAICS Code, which can be translated into different
service types. In total, there are seven categories, including full-service restaurants (6,655
POIs), limited-service restaurants (2,687 POIs), snack and nonalcoholic beverage bars (1,811
POls), and their mixed variants (1,034 POIs). According to the NAICS code descriptions,
“full-service restaurants refer to the establishments that are primarily engaged in providing
food services to patrons who order and are served while seated (i.e., waiter/waitress service)
and pay after eating, whereas limited-service restaurants provide food services to patrons
who generally order or select items and pay before eating. In contrast, snack and nonalcoholic
beverage bars primarily prepare a specialty snack, such as ice cream, frozen yogurt, cookies,
or popcorn, and/or serve nonalcoholic beverages, such as coffee, juices, or sodas for
consumption on or near the premises”. Besides, a price tag from Yelp, which ranges from
‘$” to ‘$$$$°9 is incorporated for each POI to further differentiate restaurants by their price
segmentation.

Figure 3.2 first presents the trends of weekly foot-traffic ratios by different categories,
where each ratio normalizes the weekly traffic count with the average value in the year
2019. The normalized patterns in each set of categories agree well in the pre-pandemic
period but diverge as the pandemic kicked in. As shown by Figure 3.2a, despite the ups and
downs, limited-service restaurants maintained the ratios with a constant gap of 0.15 on top
of full-service restaurants and beverage bars, implying a comparatively milder hit during the
pandemic. Figure 3.2b shows similar results that ‘$’-restaurants kept 0.15 to 0.2 higher ratios
compared to the pricier counterparts. Such differences could be reasonably ascribed to the
role of takeout channels during the pandemic. Compared to their full-service counterparts,
limited-service restaurants focus more on food provision than service or dining experiences

and are thus more advantageous and adaptive when takeout becomes the only or safer option

9An approximate equivalence between the price tag and the actual price per person is ‘$’=$1-10, ‘$$’=$11-30,

‘$$$°=$31-60, and ‘$$$$°=$61+.
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Figure 3.2: Separate trends of weekly restaurant visits by (a) service types and (b) price
levels. The foot-traffic counts are presented in ratios (same for Figure 3.4 below), that are
normalized based on the average value in the year 2019 for each category.

(Li and Wang, 2020). By the end of the covered period, one year out of lockdown, the trends
suggest that full-service restaurants, especially those offering pricier products with service
emphasis, still possess relatively higher needs for relief. We will dive deeper into such a

comparison between the two sectors later in Section 3.5.

3.3.3 Separate trends by regional types

Different regions carry distinct geographic, socioeconomic, and demographic
characteristics and apply different administrative policies, that would all influence the
recovery paths of the economy and businesses facing the pandemic. In our data, each
restaurant POI carries a full street address, which can be mapped to specific jurisdictions
from state to county. The case area characterizes a combination of broad regional types,

including 3 states, 13 counties or county-equivalents, and all functional spaces from urban
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Figure 3.3: Maps of (a) the urban-rural classification and (b) the population density for each
county or county equivalent in the metropolitan area.

to rural areas, that are highly representative for wider areas. Depending on their relative
position to the Capital Beltway10, the 13 counties can be classified into urban, suburban, and

exurban/rural areas (see Figure 3.3a for visualization on the regional map):

* Urban area (inside the beltway): DC: District of Columbia; VA: Arlington County,

City of Alexandria.

* Suburban area (beside the beltway): MD: Montgomery County, Prince George’s

County; VA: Fairfax County, City of Fairfax, City of Falls Church.

» Exurban/rural area (outside the beltway): MD: Charles County; VA: Loudoun County,

Prince William County, City of Manassas, City of Manassas Park.

Such a division agrees well with the population density across the area, as shown by Figure
3.3b.

Figure 3.4 displays a series of county-level traffic-count ratios for January, March, and
June of 2020 and 2021, respectively. The starting shot captures the market condition in

January 2020, the post-holiday season before the pandemic. At that time, most suburban

Ohttps://en.wikipedia.org/wiki/Capital_Beltway
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Figure 3.4: Trends of weekly restaurant visits by counties or county-equivalents, with deeper
shades representing more severe hits in the region. Note that on these figures, those counties
of relatively large areas are labeled with names and their time-varying traffic-count ratios to
facilitate interpretation. The small-sized municipalities present consistent trends with the
surrounding regions, as told by the shades of colors on the map, and thus leave out labels.

and rural areas were still immersed in the afterglow of the holiday season and gained higher
restaurant visits than the average level of the year 2019. The exceptionally lower ratios at the
District and Prince George’s County were probably due to their higher numbers of floating
population, who had not yet fully returned after the holiday.

The rest five plots, which trace the visits during the pandemic, suggest an interesting
K-shaped recovery of restaurant businesses in urban and rural areas, with the suburb joining
in the middle ground. First, in March 2020 when the epidemic abruptly worsened, restaurants
in urban areas underwent the hardest hit with only 22% of foot traffic remaining, followed
by those in the suburb (40%) and the rural areas (50%). Then, after passing the first wave
in June 2020, restaurant visits in rural areas swiftly climbed back to 70% of the normal
level, while the foot traffic in the urban areas stagnated. Such dichotomous recovering states

largely continued through the rest of 2020 and the year 2021 amid the rise and fall of the
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second wave. Behind the K-shaped recovery, the primary reason is the unprecedented shift
from in-office and in-person activities to telework and virtual meetings, in order to reduce
the chances of COVID-19 infection. A large group of office workers, including federal and
D.C. government employees, were evacuated from their urban offices to where they live in
the suburban or rural areas. According to D.C. Mayor Bowserll, about 60% of the city’s
workforce were working remotely during the pandemic. Meanwhile, a mass of the floating
population such as college students and foreign personnel also left the capital. Thus, the
recovery of the restaurant industry in urban areas may have to wait until the full return of
workforce and business activities, as evidenced by the rise on the last plot when the society
shifted toward close-to-normal operations. The majority of government employees were
called back to the office in July 2021, which was not recorded in the data. A strong recovery
could probably be expected then. But it is worth noting that several big tech companies have
led to make teleworking the new normal for their employees, while many other companies
are struggling on whether and how to adjust teleworking policies established during the
pandemicl2. To which magnitude will such initiatives be followed in broader society and

impact the businesses in urban areas demands persistent monitoring.

3.4 Decomposition of Dine-in and Takeout Visits

Besides the considerable disruption caused by the COVID-19 pandemic, it is worthwhile
to investigate the underlying adaptation arising in the restaurant industry. As mentioned,
the closure of dine-in services, the fear of disease infection, and the popularization of OFD
have consistently urged customers to abandon dining in restaurants and shift toward takeout
channels. There comes a need to quantitatively examine the magnitude and trend of such
a transition in service modes in order to draw implications for restaurant businesses and

broader municipal management. For such a purpose, we analyze separate traffic volumes for

https://www.washingtonpost.com/local/covid-dc-virginia-maryland-work/2021/07/0
9/42¢c57076-e03e-11eb-ae31-6b7c5c34f0d6_story.html
2https://www.washingtonpost.com/technology/2021/06/04/big-tech-office-openings/
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Figure 3.5: Conceptual decomposition of foot traffic volume by service modes.

dine-in and takeout at restaurants.

In nature, foot traffic extracted from cellphone trajectories is not labeled for visiting
modes or purposes. However, SafeGraph processed the weekly traffic counts for each POI
by seven dwelling time intervals as [0; 5), [5; 10], (10; 20], (20; 60], (60;120], (120;240],
(240; + 1) minutes, respectively. By virtue of these categorized counts, we then develop a
mixture model built upon visitors’ dwelling time distributions to pin down the traffic volumes
for the dine-in and takeout modes, respectively. Figure 3.5 illustrates the basic idea of our

method.

3.4.1 Model formulation

To warrant successful modal identification, several assumptions are made regarding

restaurant dwelling properties for materializing the model formulation,

* For each restaurant, the dwelling time for dine-in and takeout follows two distinct
distributions, each corresponding to a known parametric family. Additionally, the

average dwelling time of takeout visits is no greater than that of diners.

 All visits that dwell for more than four hours belong to restaurant employees and are

dropped out of the decomposition.

* Inside those intervals below four hours, except for the initial lockdown period, the
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majority of visits are assumed to be associated with either dine-in or takeout modes,

while employee visits are marginal13.

We designate subscripts d and 0 to mark variables and parameters that are related to
the dine-in and takeout modes, respectively. Then, for a given restaurant, let f,( ] m) be
the parameterized PDF of visitors’ dwelling time duration for mode m(2 fd;0g). As
illustrated by Figure 3.5a, the aggregate dwelling time distribution g( j ) of all visitors over

both modes can be expressed as follows,

>
ag(j )= mfm( ] m)

m2fd;og

where |, stands for the parameter vector of the m™ component; , is the mixing proportions
that sum to one, i.e., szfd;og m=1and =T( m; m)Imafdog. Ourdatadoesnot make
available the full distribution g( ) for each restaurant, but instead observes the aggregate
number of visits Vs grouped by pre-determined dwelling time interval s(2 f1;2;  ;Sg).
Accordingly, the modal decomposition requires a proper parameterization for f,( j m) and
then executes the parametric estimation of by fitting the estimated traffic volumes to the
grouped observations, as explained in Figure 3.5b.

Previous research has applied negative exponential distribution (Lautso, 1981), uniform
distribution (Cao and Menendez, 2012), and logistic distribution (Yang and Qian, 2017) to
hypothesize the duration of activities under different contexts. Other than these potential
choices, we specify the dwelling time duration for both dine-in and takeout visitors to abide
gamma distributions. Such a two-parameter distribution takes a family of positive-axis-only
distributions (e.g., exponential distribution and Erlang distribution) as special cases, and can
replicate probability densities of both long-tailed and single-peaked shapes that can possibly

present in realityl4. Thus, the dwelling time of both visiting modes adopts the following

13We acknowledge that this assumption might be strong in some cases. An additional adjustment is
implemented in Section 3.5.1 to further deduct the short-term dwelling contributed by restaurant employees.
14 Appendix A.3 empirically validates the gamma-distribution assumption.

36



PDF,

. 1 _
fn( Jkmy m) = W km lo m 2 fd; og; (3.1
mJ m

where parameters K, and 1, respectively control the shape and scale of the distribution.

3.4.2 EM algorithm for grouped data

The EM algorithm is widely used for parametric estimations in statistical models with
unobserved latent variables, because it formulates an iterative procedure that can usually be
executed with closed-form expressions. Here, we adapt the EM algorithm to estimate the
maximum likelihood parameters for grouped observations.

First, suppose the complete data = fVs; j; Zsjm0 is known for all visits drawn to a
restaurant. Specifically, the complete data would require knowing the number of visit counts
V for each interval s, s 2 f1;2; ; Sg; the exact dwelling time ¢; of individual visit
J(2 11;2; ;Vg)ininterval S; as well as the visiting mode m(2 fd; og) drawn by visit j,
as indicated by a dummy Zsjm. Given , the log-likelihood as fitted by the mixture model

becomes

XX X
LL( ; )= Zsjm [109 Tm( sj] m) +10g m]: (3.2)
s=1 j=1 m2fd;og
which can be maximized directly to estimate ,i.e., F( m; m)Im2fd:og-

Then, when the exact dwelling time of individual visits fVs; ;9 was observed but
not their visiting modes fZsj,0, the case characterizes a classic mixture-model problem
that can be solved by the EM algorithm proposed by Dempster et al. (1977). In their
framework, the process iteratively implements the E-step to update the expectation for the
log-likelihood function (3.2) with respect to the latent information fZsjmg, followed by the
M-step to maximize the approximated log-likelihood. Specifically, based on the parametric

estimates ® from the previous iteration t, the E-step computes an estimated LL.( ; ) via
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its conditional expectation Qc( j @) below,

Q( j V) =E [LLe( ;)] (3.3a)

XX X
= Ez%) (Iog fm( sij m)+10g m) (3.3b)

s=1 j=1 m2fd;og

XX X
= m( sjj (t)) (log fin( sjj m) +10g m): (3.3¢)
s=1 j=1 m2fd;og

where the probability m( sjj ) of an arbitrary sj belonging to mode m can be derived as

(g ©)=Pgm=1j ; ©)=-_m_tmlsi) ).
m( sjl = sim = 1) sj; = W) Oy

The M-step then maximizes Qc( j ) from Eq. (3.3) to update the estimation for , i.e.,
D = argmaxe ;P o1 0gQel 1 ©).
Now, for our case, the data reveals only the grouped number of visits Vg but misses the
dwelling time j of individual visits. Thus, the capturing of LL.( ; ) in the E-step of each
iteration requires taking an additional conditional expectation on Qc( j ®) with respect to

sj (Teimouri, 2021), i.e.,

Qj Y=E, Q)
8

o

X < X - - :

= A E m( sjl (t)) (log fn( sjj m)+log m) _

s=1 ~ m2fd;og 7
(3.4)

Again, the log-likelihood proxy Qg( j ) is maximized in the M-step to update . In

particular, the likelihood maximization yields the following updating rules for the mixing
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proportion parameters m,

@y 17X L
mo o=y Vs By omCsl ) m 2 fd; og; (3.5)

where V is the sum of traffic counts over all dwelling intervals revealed, i.e., V =
§=1 Vs. The detailed derivations for Eq. (3.5) are enclosed in Appendix A.4. The term
E. m(sjj ©) inEq. (3.5) describes the probability of any arbitrary visit s; in interval

S)

S belonging to mode m 2 fd; og. Mathematically, this expectation can be materialized as

E (o ©) = ® Fms(§ ).
sj m S_]J Gs( j (t)) ]

where Fp.s( ] () defines the cumulative probability mass for mode-m restaurant visits

that stay for duration in interval S,

Z
Frs(] )= fm(§ ) 5

S

and Gg( j O) calculates the cumulative probability mass of an arbitrary visit dwelling

over interval S,

z

i (DY) — : Q)] — > 1) i (DY
Gs(] W)= g(j M)d = m Fms(] &)
! m2fd;og

The two terms Y and ! denote the upper and lower bounds of interval s, respectively. Then,

substituting all these equivalences to Eq. (3.5) yields the following updates for

" #
ey O Fms(J W) m 2 fd: 0 (3.6)
m N \Y s=1 ) GS(J (t)) ’ , g '
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3.4.3 Regularized EM algorithm

Technically, the above EM algorithm can be applied separately on each sample with
grouped traffic counts to infer one restaurant’s visitors’ dwelling pattern in a certain week.
However, such parametric estimates can perform poorly on those restaurants with relatively
small traffic, as their dwelling time patterns are subject to greater uncertainty. Appendix A.5
numerically examines the consistency of GMM estimates on grouped data and indicates the
importance of having more traffic counts on a sample in improving the estimation accuracy
(under the same data grouping). To offset the randomness of the estimates for small traffic
samples, we propose to impose an additional regularization on the EM algorithm to involve
broader information from other restaurants of similar kinds.

In fact, the dwelling pattern of visitors at individual restaurants can vary substantially
from one place to another. For instance, diners may spend a significantly longer time at
sit-down restaurants compared to limited-service counterparts, and takeout orders may also
be prepared at vastly different paces depending on the restaurant. Therefore, a weighted
least squares approach is used to capture the similarity of visitors’ dwelling patterns among
various restaurants and output meaningful reference patterns for improving the parameter
estimation for individual places.

Let W denote the set of restaurant segments, each associated to a certain type of

b

restaurants in a sub-region. For each segment W 2 W, we parameterize the “average’
dwelling-time distributions by ¥ (= Tk}¥; ¥g), which is assumed linear over a basket of

influencing factors, i.e.,

X
W n nw. . .
m = m ; m 2 fd; og;
n2N
where set N spells various aspects of categorical factors, including seven service categories,

five price levels, and thirteen sub-regions; T ""gnon.wow represents the incidence of

whether segment W qualifies feature n; and T [},gnon is factorial coefficients to be calibrated.
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Then, each restaurant i belongs to a unique segment W (indicated by w(i), for brevity), and

its parameters for the dwelling-time distribution ! can be valued as
P= Wi - m 2 fd; og;

where the first and second terms on the right-hand side respectively represent the commonality
and heterogeneity manifested in each restaurant pattern. Note that the discussions afterward
differentiate the dwelling time distributions by individual restaurants. Whenever needed, a
subscript i is thus added to the previously defined parameterization for clarity.

Following the above thinking, linear regression is performed after each iteration t over
all the obtained estimates T ;{q(t)g, weighted by individual restaurant’s summed foot traffic
Vi(= PS VJ), to compute the segment-averaged estimates T an{(t)g. With such segment-

wise references, ("1 is then updated through the EM framework via the following

regularized function,

i;(t+1)

TRRHG > h i w(i);(t) 2 i w(i);(t 2i
Qg( j ,()) ki km()'() + m(),()
0 m2fd;og

= Parg maxXx
i m =L

rm

3.7

Appendix A.4 derives the first-order optimality condition for this maximization problem in
the case of the gamma mixture model, which is employed in the later numerical experiments
to update parametric values. Moreover, the calibration of hyper-parameter is discussed
later in Section 3.4.5. It is worth noting that in Eq. (3.7), only the shape of dwelling time
distributions (= fk! ; I g) is regularized without the mixing proportions ! of the two
modes. The reasons are two folds. First, the mixing proportions can be specific to individual
restaurants, even for those in the same segment, while the dwelling time distributions of
dine-in and take-out visitors are influenced more strongly by consumer behavior and tend

to exhibit greater stability within a specific segment. Second, as shown in the simulation
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experiments in Appendix A.5, the mixing proportions can be estimated with fairly high
accuracy, regardless of the traffic volumes, while the parametric estimations of the dwelling
time distributions could be more noisy for low-traffic restaurants.

Given the above deductions, we now assemble them into the following Algorithm 3.1,

which demonstrates swift and effective convergence in our implementation:

Algorithm 3.1 GMM for restaurant traffic modal decomposition

e Letiterationt = 0..

e Tnitialize "® = ( 5 kiO; FO) for each restaurant i 2 | (using the method

provided next in Section 3.4.4).
° O Do -

# Run a regression of ;'];'](t)(: Ok ;ﬁ(t)g) on individual restaurants’
categorical belongings, weighted by their traffic volumes, to estimate the

factorial coefficients f r?{w;(t)g.

# Calculate the parametric values \rlr‘f(t)(= i ®: Vn\f(t)g) of reference

dwelling-time distributions for each segmentw 2 W.

# Given "®and WO ypdate D by maximizing Eq. (3.7) for each

restaurant i 2 1.

# Sum over the changing ratios seen in the estimated parameter values,
P D B
Cr= 12 —®
* - While C, is greater than a threshold (set as 0.01 in our experiments), let

t = t+ 1 and proceed with a new iteration. Otherwise, stop the procedure and

output T i;(t+l)gi2| .

This iterative procedure is applied to the grouped foot traffic data on a weekly basis to output

decomposed dine-in/take-out traffic to individual restaurants during the observation period.
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3.4.4 Initial guess

The performance of the EM algorithm could be sensitive to the quality of initial solutions.
We initiate the mixture model estimation by assuming all visits to a restaurant with dwelling
time under(above) twenty minutes as associated to takeout(dine-in) purposes, respectively.
Accordingly, the mixing ratios 4+ is started simply as

P . P

i:(0) — s2[0;20] VsI d i;(0) _ $2(20;240] Vsl_
o T Ty M Ty

Further, we introduce a heuristic method for generating initial values for the gamma-
distribution parameters 4O and K9 Since the heuristic is applied individually to each
restaurant and each visiting mode, to streamline the presentation, we omit the superscript
I and subscript m when introducing the method. Let f\( ) denote the initial approximate

PDF for f( ), which is the target of estimation, and F( ) be the corresponding CDF. We

the S dwelling time intervals either below or above twenty minutes. For instance, for
estimating the parameters for takeout modes, we have %, = f0; 5; 10; 20g minutes. Then, our
assumption sets - (%) = 0 and F (*S) = 1, with the shape of f( ) inside [*°; AT] remaining
undecided. A straightforward approach is to assume a uniform distribution within each
interval S, resulting in a ladder-shaped PDF (depicted as the shaded area in Figure 3.6). This
approach provides a reasonable starting point for estimating the mean of the underlying
distribution, however, it tends to considerably overestimate its variance, particularly when
dealing with gamma distributions that are more concentrated. To address this issue, we
create a piece-wise linear distribution as an improved surrogate for the gamma distribution.

Let 2 denote the mean of the ladder-shaped distribution, and $ indicate the interval that
contains the mean point. We then introduce variables fh?; h2: :hS g [ fhg to set the
1 as well

as at the mean point 2. Given these probability densities at the S critical points, the shape
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Figure 3.6: Illustration of interval thresholds fAO: AL A2 "Sg, the mean of the ladder-

shaped distribution 2, and their resolution of the piece-wise linear PDF f\( ).

of f\( ) is assumed piece-wise linear, connecting all these critical points (illustrated as the
piece-wise linear function in Figure 3.6). This approach grants f\( ) with S degrees of
freedom to approximate the probability masses associated with the S dwelling time intervals.
Therefore, the selection of probability density values FA*; fi2; ;RS g [ fﬁg solves the

following optimization,

X 2
i h2: - AS l;{ﬁg = arg min =V (3.8a)
fh1;h2; ;hS Lhg 0 =1

s.t F, = % s lopsyps s 8s2F1;2;  Sg=fsg (3.8b)
Ifs—% 2ol h+pst? +% As L hS+h (3.8¢)

X
Po= 1. (3.8d)

s=1

In Problem 3.8, F represents the estimated cumulative probability mass for interval S, and
the objective is to minimize the differences between the estimated and observed probabilities
across all intervals. With the probability densities at the critical points determined, we can

simultaneously derive the piece-wise linear PDF f( ) and compute its mean Ee( ) and
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variance V(). The initial guess for the gamma-distribution parameters K@ and © can be

obtained as

EX() L oo VO,

) —
eV ™ E()

which are implemented separately for each visiting modes at each individual restaurant.

3.4.5 Calibration of regularization coefficient

In addition to setting the initial value, the selection of the regularization coefficient
is also critical for the performance of the proposed regularized EM algorithm. However,
because the visiting modes of foot traffic are unlabeled, the calibration of this hyper-parameter
cannot follow the general approach in supervised learning. Our approach follows the suit
of cross-validation. We assume that visitors’ dwelling pattern at each restaurant remains
relatively stable over two consecutive weeks. Accordingly, for the samples from 2019 before
the pandemic, those of odd weeks are used as the training set, and the following even weeks’
are used for validation.

Define G( j ) as the sum of predicted probabilities over the provided dwelling-time

Ps

intervals,ie.,G(j )=

Gs( J ). The likelihood function, as per McLachlan and

Jones (1988), for a grouped data FVsgS_, becomes

Vi Y Gy(j) "
Lg( sTVs0) = Qs——— % :
s=1

I
s=1 VS'

Since the first part QSV'—VI is constant under different choices of , only the second part is
s=1"s*

considered in the validation. We end up adopting the following log-likelihood in evaluation,

. _ XX G
LLy(F 'g;fVJg) = vV log G )

B U (3.9)
i21 s=1 G(Ci )

As presented in Table 3.1, a series of candidate values are specified for hyper-parameter .
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Table 3.1: Validation for the choice of regularization coefficient

| Cr | Trainingset LLg ( 10°) | Validation set LLg ( 10°)

0.0 || 0.41% -317.67 -340.86
0.1 | 0.87% -320.09 -335.71
0.5 | 0.45% -320.88 -335.60
1.0 || 0.33% -321.28 -335.53
2.0 [ 0.31% -321.90 -335.58
5.0 || 0.24% -323.34 -336.18
10.0 || 0.18% -324.90 -337.11

For each given , we apply the regularized EM algorithm on the training set for 100 iterations
and then derive the likelihood for the output mixture model %9 on the validation set via Eq.
(3.9). Based on the parametric changing ratios C, at the end of the 100 training iterations, the
regularized EM algorithm converges satisfactorily in all seven cases with different values of

. Table 3.1 demonstrates that the log-likelihood metric (3.9) for the training set consistently
decreases as the regularization coefficient increases. This outcome is expected, as the
regularization term encourages the solution to move towards the segment averages instead
of the sample optimum. On the validation set, the log-likelihood is maximized at =1,
indicating a better generalization ability of the model produced by the regularized EM

algorithm. Thus, we set to 1 for the traffic decomposition and analysis.

3.5 Trends on Decomposed Restaurant Visits

The separate trends of restaurant visits on dine-in and takeout modes are revealed in this
section. Echoing the structure of Section 3.3, we first present the overall evolving trends of
mode-specific foot traffic, followed by separate trends for restaurants under different service
types, price levels, and municipal locations. But before revealing those trends, it is critical
to clarify the treatment that we deploy to adjust dine-in volumes and exclude the portion

produced by restaurant employees.
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3.5.1 Adjustment for employee traffic

The foot traffic data samples cellphone trajectories from the whole population, including
customers, OFD deliverers, and employees of restaurant and peripheral services. The
composition of this mixed traffic is illustrated in Figure 3.7 over the axis of dwell time
duration. Previously in Section 3.4, the ‘>240 min’ dwelling time interval is excluded
from the decomposition because such long time of dwelling belongs mostly to restaurant
employees. The other intervals at lower dwelling time are assumed to be dominated by
customer-related visits normally, and the effects of employees would get marginalized therein.
Such a condition, however, does not apply to the few weeks following the initial shock of the
pandemic. From late March to May 2020, restaurants shut down dine-in services and resorted
completely to takeout and delivery channels. During this period, those restaurant visits
with long time of dwelling essentially record the traffic of employees, which is intrinsically
distinct to those of diners.

To avoid the potential inconsistency in model fitting and interpretation, we adopt the

following procedure to estimate and adjust for the traffic produced by restaurant employees.

V(1)
A L
/,/ N/ Dine-in
. ‘ N
./ ’ \ .
. / \ : Y '
Pt A
T
20 min 60 min 240 min

Figure 3.7: Composition of restaurants’ foot traffic from take-out visitors, diners, and
employees. The employee traffic is assumed to dominate the ‘>240 min’ interval while
being marginalized by the dine-in and takeout traffic inside those dwelling time intervals
less than 240 minutes.
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First, for the eight weeks between March 23 and May 17, 2020 when all three jurisdictions in
the area enforced administrative orders to shut down indoor dining, those visits with dwelling
time below and beyond one hour (including the set “>240 min’) are regarded as takeout and
employee traffic, respectively. Appendix A.7 justifies the use of the one-hour threshold for
such traffic division. Then, the resultant employee traffic from the special period is set as
the basis to extrapolate for the correspondent traffic at other time when indoor dining was
available. The extrapolation uses the employment data reported by the U.S. Bureau of Labor
Statistics. Each month, the bureau releases the estimated employment in the leisure and
hospitality industry for major metropolitan areas in the US, including the capital region15.
We assume that the number of shifts each restaurant staff took per week stayed constant
regardless of the pandemic, even though the shift duration may shorten or lengthen over days.
Then, the relative ratios in monthly employment can be applied to the base volume from
April 2020 to approximate the employee traffic for the other months. The yielded employee
traffic, after subtracting the volumes in the ‘>240 min’ interval (as it is already excluded
from the modal decomposition), should be deducted from the dine-in volumes outputting
from the mixture model.

Since the foot traffic data does not come with labels for visiting modes, we are not able
to systematically evaluate the accurateness of the proposed decomposition model and the
employee adjustment. Notwithstanding, we borrow some relevant data from OpenTable that
provides the trend of seated diners for restaurants on the OpenTable network throughout
the pandemic. Appendix A.6 compares the trend of dine-in visits predicted by OpenTable
for the Washington DC metropolitan to the corresponding pattern we estimate and finds
encouraging consistency. Given the validated probabilistic learning model, we then apply it

to calibrate the entire data for market interpretation in the next section.

Bhttps://www.bls.gov/regions/mid-atlantic/dc_washington_md.htm#eag
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3.5.2 Opverall trends during the pandemic

Implementing the mixture model prepared in Section 3.4 for grouped data and then
adjusting for the employee traffic enable us to keep track of the changes in customer volumes
for dine-in and takeout modes, separately. Figure 3.8 first collectively visualizes the relative
trends of the mode-specific restaurant traffic against time. The red solid line presents the
percentage of takeout visits among the total foot traffic volumes estimated through the
regularized EM algorithm, whilst the dashed part directly responds to restaurants’ closure of
indoor seating following government orders. Besides, the three stacks in each column from
top to bottom indicate the absolute traffic volumes for takeout, dine-in, and employee visits

summed every four weeks, respectively.
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Figure 3.8: Trends of restaurant visits for dine-in and takeout. The left-side axis maps to the
solid line (as well as the dashed part in the middle) that traces the weighted percentage of
takeout visits among the total customer traffic over time. The middle part is made dashed
because the percentages therein react directly to the complete shutdown of dine-in services
rather than being estimated from the modal decomposition. The right-side axis associates to
the columns that display the total foot traffic volumes every four weeks. Specifically, the top,
middle, and bottom stacks in each column correspond to the volumes of takeout, dine-in,
and employee visits to restaurants, respectively.
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Before the pandemic, Figure 3.8 shows that takeout volumes comprised around 50%
of the total traffic. Interestingly, the percentage of takeout traffic remained fairly stable, as
opposed to the growing shares for OFD services during the period (Yeo, 2020). Such a
contrast implies that in the pre-pandemic period, the growth of OFD more likely cannibalized
the sales that originally would take place in restaurants’ existing offline channels rather than
bringing new sales. This largely echos the arguments by Collison (2020) and Li and Wang
(2020) that OFD services substantially substitute the existing brick-and-mortar sales, thereby
eating restaurants’ profit margin given the high commission that platforms chargel6.

Stage I of the pandemic again exhibited two phases. During the first phase before March
5, 2021, although the total traffic declined, takeout visits maintained at around 50% of the
total volume. But in the second phase when the society shifted abruptly into lockdown, the
share of takeout volumes sharply lifted up to 100% with the closure of dine-in services.
Stage II saw the recovery of both modes in traffic volumes. By the end of the stage in June
2020, with restaurants allowed to offer outdoor dining and later to further open up 50% of
indoor capacity, the percent of takeout visits declined to 65%. The rebounding share for
dine-in visits continued throughout Stage III as the epidemic temporarily weakened. The
second wave of the pandemic, which started in November 2020, did not severely affect the
portions of dine-in and takeout visits as before. The percentage of takeout volumes trended
upward slightly in Stage IV and then turned around again to decline in Stage V and VI as
society recovered from the second wave. By the end of the investigated period, the overall
demands for dine-in and takeout services were both well below the pre-pandemic level.
There was a lasting debate about whether the high unemployment rate and the workforce
shortage should be ascribed to the generous unemployment benefits in placel/. Based on the

numbers revealed, it is clear that the restaurant sector was not yet ready for the expiration of

16The OFD platforms typically keep 15-30% of transaction values as commission from restaurants. Source:
https://restaurantengine.com/ultimate-guide-to-restaurant-delivery-services-uberea
ts-grubhub-postmates-and-doordash/

Uhttps://www.nytimes.com/2021/04/16/upshot/unemployment-pandemic-worker-shortag
es.html
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unemployment benefits. With the sluggish demand, restaurants in the area were far from
being able to swallow the number of unemployed during the pandemic.

Even though society was still not completely out of the pandemic and the demand
remained sluggish by June 2021, data show that the takeout portion has converged to a new
normal at around 60%, which is higher than the pre-pandemic level by 10%. With the retreat
of epidemic severity, the trend seems to suggest that customers’ preference regarding dine-in
and takeout was not fundamentally overturned. People still retain the delight of dining at
restaurants in person, even given the option to have food delivered. The implications are
two folds. On the one hand, this can be crucial for employment in the restaurant industry,
because during the pandemic restaurants have laid off waiters and waitresses massively to
slim down and focus on takeout channels. The recovery of demand for dine-in services
will stimulate the recruitment of food and beverage serving workers, who used to compose
normally more than half of the occupations in restaurant retail. On the other hand, this
again cautions against the long-term sustainability of OFD. If the OFD simply substitutes
the offline takeout channel, then a question that matters is whether the cost-savings of
restaurants are able to compensate for the commission paid to OFD platforms. Previous
studies evidenced that the pre-pandemic revenue-sharing between platforms and restaurants
was too costly for restaurants. Then, during the pandemic, Washington D.C., along with
other municipal councils such as New York City and Los Angles, temporarily regulated to
cap the delivery fee at 15%18 to protect the struggling restaurant industry. But the intense
demand substitution instead of inducement seems to endorse the voicing resolutions to make
the delivery fee cap permanentl9. Meanwhile, deliverers also complain about their scant
return on delivering orders. There thus appears a crucial need for soliciting an effective
mechanism that balances the interests of the three sides, i.e., restaurants, consumers, and

deliverers, and assures the long-run prospect of OFD platforms (Bahrami et al., 2023).

Bhttps://www.restaurantdive.com/news/new-york-city-council-extends-15-delivery-
fee-cap-until-2022/604189/

Bhttps://www.restaurantdive.com/news/san-francisco-passes-permanent-delivery-fe
e-cap/602330/
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3.5.3 Separate trends by service types

Figure 3.9 shows the grouped percentages of takeout volumes by restaurants of different
service types and price levels. As suggested by Figure 3.9a, the three types of restaurants
narrate fairly distinct patterns. In general, limited-service restaurants, given their self-service
nature and consistent embrace of food delivery, saw constantly higher proportions of takeout
traffic compared to full-service restaurants and drinking bars. Specifically, limited-service
restaurants, drinking bars, and full-service restaurants respectively had 60%, 50%, and 40%
of foot traffic in the takeout mode before the pandemic, and all three numbers quickly went
up following the outbreak of COVID-19. Subsequently, the demand for dine-in services
ticked up and drove the decline in takeout portions until the area was hit by the second wave
of the pandemic, when the takeout mode was again embraced by consumers. Interestingly,
Stages V and VI then saw the dichotomous trends of modal migration among the restaurants

of different types. Limited-service restaurants and drinking bars maintained a fairly constant
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Figure 3.9: Weekly trends on the percentage of takeout visits to restaurants by (a) service
types and (b) price levels.
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share of takeout traffic at around 75% and 60% by June 2021, respectively. Meanwhile,
the metric for full-service restaurants, after peaking during the holiday season, showed
an overall downward trend afterward. Figure 3.9b presents similarly dichotomous trends
between ‘$’ restaurants and their pricier counterparts. For ‘$$° restaurants and above, the
takeout percentages have almost fallen back to the level before the pandemic, despite the
already halved total traffic volumes. In contrast, the share of takeout traffic at ‘$’ restaurants
appeared to have stabilized at a level consistently 10% higher than the pre-pandemic period.

Such an observation develops the previous discussion on the overall trend. Expressly,
customers retained an interest in dining experiences at full-service restaurants that supply
more premium dining environments and services. However, limited-service restaurants
seem to have undergone an irreversible transition toward the takeout channel. To control
the delivery cost, fast-food franchisees can either establish their own delivery network
or negotiate with delivery platforms for wholesale prices. But restaurant independents,
considering their already slim profit margin and the high commission charged by third-party
delivery platforms, could become increasingly vulnerable as the trend proceeds. To oversee a
healthy market evolution, the government may need to regulate the contractual relationships

between small independents and delivery platforms to reconcile their interests.

3.5.4 Separate trends by regional types

Figures 3.10 and 3.11 illustrate the fluctuations in restaurant volumes for dine-in and
takeout modes. Figure 3.10 shows the changing ratios of restaurant traffic at the individual
county level as compared to the pre-pandemic, while Figure 3.11 displays the changing ratios
aggregated by regional types and distinguishes restaurants at different price levels. Although
both trends align qualitatively with the overall trend depicted in Figure 3.4, which shows
a much stronger recovery in the peripheral exurban area compared to the central area, the
comparative changes of the two modes reveal pronounced regional heterogeneity throughout

the recovery process.
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In peripheral areas, while dine-in demand remains at around half of the pre-pandemic
levels, takeout traffic has almost returned to normal by the end of observation. Takeout has
rebounded more aggressively than dine-in services overall. However, the recovery varies
across restaurant segments and is differentiated drastically by service channels. Fine-dining
restaurants have quickly recovered to pre-pandemic levels for dine-in services, while budget
restaurants lagged behind (see Figures 3.11e, 3.11f). Conversely, compared to pricier
counterparts, lower-priced restaurants saw relatively robust takeout traffic impacted less
severely by the pandemic. Such a disparity in takeout service recovery across segments was
also present in suburban areas. In urban areas, both dine-in and takeout modes have recovered
slowly to a quarter of pre-pandemic levels by June 2021. Interestingly, there was no clear sign
of either mode advancing faster in the recovery for all three restaurant segments, except for a
brief period after the second wave of the pandemic eased (see Figures 3.11a, 3.11b). During
this time, demand for dine-in services saw accelerated recovery at fine-dining restaurants in
urban areas but not for limited-service segments therein. Overall, the pandemic tremendously
and indiscriminately disrupted restaurant services in urban downtown, particularly those
targeting office workers who were then allowed to work remotely during the pandemic.

The revealed urban-rural division in the recovery path of restaurant industry can be
possibly reasoned from the perspectives of both customers and restaurants. For customers,
those in the cities were relatively exposed to takeout channels before the pandemic, and their
mode choices have already converged to favorable patterns. Therefore, after the disruption
of COVID-19 eased, the demand structure quickly shifted back to the normal state. In
contrast, customers in the rural area might not experience takeout channels as thoroughly
as city residents. Evidenced by Dias et al. (2020) through a household survey from the
Seattle metropolitan area before the pandemic, residents in rural places accessed both online
and offline meal services much less frequently than their urban counterparts. Forcibly, the
pandemic drove the adaptation of customers to the takeout mode and may have permanently

refreshed their opinions toward dining offsite, causing the deviation in demand structure
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away from its pre-pandemic state, particularly for limited-service segments. On the supplier
side, the composition of restaurant types differs fundamentally between urban and rural
areas. Specifically, our statistics show that in the District the number of restaurants with
‘$$’ or above is twice the size of ‘$’ establishments, whereas the two sectors are roughly
equal-sized in the exurban region. Following our previous conclusion that dining services
at high-end restaurants are less substitutable by takeout channels, the demand structure in
urban areas is thus more resistant amid the tide of OFD services. A remaining question that
needs further attention is to what extent the current takeout demand overlaps those before the
pandemic. The wrestle between inducement and substitution effects will dictate the eventual

regime where dine-in and takeout demand structures post the COVID-19 pandemic.

3.6 Summary

This chapter applies foot traffic data to examine the magnitudinal and structural changes
in restaurant service demand before and after the outbreak of the COVID-19 pandemic
and to project its potential path of transformation in the future. We first aggregate the
data from the Washington metropolitan areas by time, restaurant types, and locations to
quantify the aggregate disruptions caused by the pandemic on service volumes. While the
number of restaurants in operation remained surprisingly stable throughout the pandemic,
our results show that the overall service demand suffered deeply and still swung at half of
the pre-pandemic level after one year caught in the pandemic. Specifically, the demand
for limited-service restaurants was hit less heavily than its full-service counterparts, as the
service-slim nature probably positioned the former better for takeout channels during the
lockdown. To further look into the structural transformations, we then develop a mixture
model to estimate the separate volumes for restaurants’ dine-in and takeout visits, taking
advantage of the distinct dwelling patterns between diners and visitors who take out meals.
The exposed demand structures reveal the divergent path of recovery between different

restaurant sectors. Following the temporary spike at the beginning of the pandemic, the share
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of takeout volumes at full-service restaurants quickly declined afterward and has almost
returned to the pre-pandemic level. Meanwhile, the operations at service-slim restaurants
seem to reach a new normal where takeout channels have become increasingly pivotal
in their business structure. Such a trend echos Ahuja et al. (2021)’s prediction that the
restaurant industry may be evolving toward a more dichotomous organization, with one sector
specializing in high-quality dining experiences and table services and the other dedicated to
the offsite channels.

This chapter glimpses the restaurant industry’s ongoing and likely drastic transformations
through the angle of foot traffic volumes. The takeout mode considered in this study
characterizes a variety of service channels that allow customers to order either online or
offline and then pick up either themselves or by restaurant-owned or third-party deliverers.
These channels essentially carry different levels of convenience and cost to customers
and distinct revenue-sharing structures for restaurants. It is thus important to continue
monitoring and model how the industry will converge between these limited-service channels.
Besides, the transformation of demand structures will also profoundly reshape the operations,
organization, and employment of restaurant services. In fact, as opposed to the typical
25%-30% commission charged by OFD platforms, the restaurant industry keeps an average
profit margin of only 5%-6%. Worse yet, as alarmed by Muller (2018), the shift toward
online channels could catalyze the popularization of innovative models from cloud kitchen,
ghost kitchen, to dark kitchen, which will gradually turn OFD platforms from a business
facilitator to a competitor against independent restaurants. Whether and how the restaurant
industry can renovate with the slim profit margin and eventually benefit all parties, including
consumers, independent restaurants, franchised units, and OFD platforms, will need persistent

observation, innovation, and regulation.
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Chapter 4:  Transshipment through Microhubs: Coping with Dense Demand in

Urban Meal Delivery

4.1 Introduction

In adapting to the surge in customer demand for meal delivery, particularly in urban areas
where demand is more intense and concentrated, we conceptualize a new operational model
for meal delivery by enabling transshipment through a microhub, aiming to enhance overall
efficiency and provide long-term benefits to all stakeholders. The concept of microhubs
mirrors logistic depots in line-haul logistics, allowing for sorting, storing, and transferring
packages, but with a focus on urban neighborhoods. As illustrated in Figure 4.1c, the
availability of these depots re-structures freight distribution into a transshipment-based
operation, under which packages are transferred from line-haul trucks to local distribution
networks for final delivery. Compared to the delivery model without transshipment, shown
in Figure 4.1a, this approach brings services closer to end customers and enables more
flexible operations within targeted service areas. In some use cases, it alleviates congestion
by consolidating freight vehicle trips and lowers emissions by facilitating transfers to low- or
zero-emission fleets for last-mile deliveries (Gunes et al., 2024).

Unlike the traditional line-haul distribution system shown in Figure 4.1a, which typically
involves one cluster of origins and another of destinations, the meal delivery system features
orders with pickup and drop-off points dispersed across the entire region, as illustrated in
Figure 4.1b. In our proposed design, illustrated in Figure 4.1d, the service region is divided
into pie-shaped sub-areas, with one microhub located at the junction, to facilitate localized
batching for order collection and distribution. The microhub serves as an intermediate node
for the temporal storage and transfer of meal packages, while also coordinating pickup and
drop-off tasks both within and across sub-areas. Individual meal packages are picked up from

the restaurants where they originated and transported to the microhub. Subsequently, one
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Figure 4.1: Comparison between transshipment in line-haul logistics and meal delivery.

deliverer collects the package from the microhub and delivers it to the customer. Delivery
vehicles are dispatched within each area to perform pickup, drop-off, and transfer tasks,
with each vehicle dedicated to serving a specific sub-area. In practical implementation,
deliverers possess better knowledge in routing for regions they are familiar with and prefer
to operate exclusively within these areas for greater efficiency. In contrast to transshipment
in line-haul logistics, which exploits transportation economies of scale by moving goods
in large batches over shared long-haul segments, our design of transshipment through a
microhub, tailored for intra-city many-to-many distribution contexts, aims to gain efficiency
through localized order batching. To evaluate the comparative efficiency gains provided by
introducing transshipment, this study employs continuous approximations (CA) to model
meal delivery operations. We estimate two key metrics—deliverers’ Vehicle Miles Traveled
(VMT) and customers’ Average Waiting Time—both with and without transshipment.

Compared to traditional optimization-based models used to address the vehicle routing
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problem with pickup and delivery (VRPPD) at the operational level (Toth and Vigo, 2002),
CA models are extensively applied to tackle big-picture questions about logistics and
transportation systems (Ansari et al., 2018). These applications include evaluating new
designs in public transit (Chen and Nie, 2017a,b) and comparing new strategies with
existing ones for dial-a-ride services (Xu et al., 2020; Ouyang and Yang, 2023). While
optimization-based approaches have significantly improved in solution quality over the past
decade, their heavy formulations may fall short in providing a comprehensive understanding
of the problem’s inherent characteristics, which could be critical for managerial insights.
Additionally, concerns about data quality, particularly regarding precision and uncertainty,
cast doubt on the reliability of optimal solutions in practical applications (Daganzo, 1987b).
CA models, serving as a complement to optimization models, have proven effective in
addressing these challenges. According to Daganzo et al. (2012), effective CA models can
yield five major benefits: they require fewer data inputs, exhibit reduced computational
complexity, provide enhanced system representation, improve transparency, and facilitate
deeper insights.

For adopting the CA approach, the challenge lies in describing the system of interest as
simply as possible while maintaining accurate estimations, a principle known as creating a
parsimonious model. For a meal delivery system, its market conditions can be characterized
primarily by three exogenous components: the coverage of service areas, the level of customer
demand, and the service capacity provided by deliverers. Given specific market conditions,
the platform will make strategic decisions on how to divide the area into smaller sub-areas
as well as the strategy for batching and fulfilling pickup and drop-off requests within each
sub-area. The system performances are influenced by both the exogenous market conditions
and the operating strategy taken by the platform in fulfilling meal deliveries. With the help
of CA models, we can address strategic-level questions to identify the market conditions
under which introducing transshipment can be advantageous for meal delivery compared to

the standard VRPPD strategy.

61



The remainder of this chapter is organized as follows. Section 4.2 first reviews related
work of applying continuous approximations. Section 4.3 introduces the design of our
proposed strategy for meal delivery with transshipment, followed by a detailed explanation
of the derivations to estimate two key system performance metrics: vehicle miles traveled
and customer waiting time. Then, Section 4.4 derives an approximation for VRPPD, tailored
to the specific characteristics of meal delivery, which serves as a benchmark for comparison.
Comprehensive numerical experiments are conducted in Section 4.5 to validate the accuracy
of our approximations and to compare the performance of the proposed transshipment
strategy against the prevalent VRPPD approach. Finally, Section 4.6 summarizes the findings

and concludes the chapter.

4.2 Literature on Continuous Approximations

In the design of freight distribution systems, there are two main classes based on the
presence of transshipment: systems with transshipment and those without. The proposed
integrated meal delivery system with a microhub falls into the former category. On
the other hand, within each partitioned sub-area, the operations of deliverers align with

pickup-and-delivery problems (PDPs) without transshipment.

4.2.1 CA for distribution system without transshipments

To estimate the minimum total traveling distance for one-to-many TSP, CA models
suggest that the optimal distance can be approximated as drsp Ktsp pm, where A
represents the area of service region, and N denotes the number of destinations to visit
within this area. Through a swath heuristic, which splits the service area into several strips
and then determines the optimal swath width, Daganzo (1984c¢) estimated the constant factor
krsp is 0.9 for Euclidean metric and 1.15 for L; metric if the service zone is not too narrow.
Different from the swath-split strategy, del Castillo (1999) constructs the suboptimal tour via

aring-radial separation. Their numerical experiments demonstrate that the average Euclidean
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length of the tours produced by this approach scales with pm, showing performance
essentially on par with Daganzo’s swath heuristic. Building on the TSP approximation, the
multiple-vehicle delivery problem, or capacitated vehicle routing problem, typically assumes
each vehicle can only deliver to a limited number of points. The expected all-vehicle travel
distance is expressed similarly to the TSP as dygrp  2r(s=S)N + kyrp pm, where r
represents the distance from the depot to the service area’s center, S and S are demand
expectation and vehicle capacity, respectively (Daganzo, 1984b). This formula, incorporating
a ’line-haul distance’ for initial travel from the depot to the customers and a ’local distance’
for detours within each region, is also extended to a ring-radial network and other rectangular
zones with various orientations (Daganzo and Newell, 1986a; Newell and Daganzo, 1986).

For the many-to-many distribution problem, Daganzo (1978) initially formulated a
heuristic strategy designed to estimate customers’ waiting and riding times, which can
be represented as functions of the number of vehicles, request density, service area, and
vehicle traveling speed. The optimal approach advocates for alternating pickups and
deliveries, consistently opting for the nearest pick-up or delivery point. The effectiveness
of this approach was illustrated through a comparison against two alternative strategies:
(1) the bus routes to the nearest feasible point, and (i1) the bus collects a fixed number of
passengers before proceeding with deliveries. To estimate the total service time, several
simulation models (Wilson et al., 1969, 1976) and empirical models (Flushberg Sr and
Wilson, 1976) have also been developed for the many-to-many DARP service. Stein
(1978a) proved that the many-to-many TSP with pickup and delivery constraints (TSPPD),
adheres to a similar formula as the traditional TSP with drsppp  KrsppD pm, where
pszSP krsppp  2Ktsp. Through a probabilistic analysis, Stein split the optimal tour
into several segments and demonstrated that the optimal ktsppp asymptotically converges
to 4p§:3. In this study, we adopt the methodology from Daganzo (1978) by incorporating
additional practical considerations specific to meal delivery to estimate deliverers’ VMT

and customers’ waiting time under the VRPPD strategy. These estimations are then used to
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benchmark the performance of a distribution system that implements transshipment.

4.2.2 CA for distribution system with transshipments

To evaluate the benefit of the transshipment design, Daganzo (1987a) first delved into
the ‘break-bulk’ role of the transshipment in many-to-many logistic networks using CA. The
investigation highlighted the cost-saving benefits of allowing one and then two transshipment
stops, attributing these savings to the reduction in line-haul distance traveled. They offset
the additional costs associated with transshipment, including delivery delays and handling
costs at the terminal. In the modern logistics network with multiple suppliers and customers,
numerous studies have employed CA to evaluate the effects of delivery consolidation. To
reduce transportation costs in urban delivery, companies collaborate to consolidate shipments
at a central terminal rather than independently dispatching goods from the distribution
centers to customers. Kawamura and Lu (2007) analyzed the economic efficiency of
cooperative delivery consolidation based on a logistics cost analysis and concluded that,
without accounting for societal benefits such as reduced illegal parking and congestion,
the appeal of consolidation to the U.S. industry is marginal. Chen et al. (2012) extended
this work by considering a different network setting for small businesses and using an
additional dataset for parameter estimation. Their study theoretically demonstrated that
delivery consolidation becomes cost-effective when the number of customers and suppliers
is large, and the terminal operation cost is low. Lin et al. (2016) then expanded their CA
model by incorporating energy consumption and PM2.5 emissions as additional costs, along
with policy factors like commercial vehicle size restriction in urban areas. Their findings
indicate that when there is an economy of scale or high customer density, the consolidation
design yields both logistics and environmental benefits. Similarly, Pahwa and Jaller (2022)
developed a multi-echelon last-mile distribution model and suggested that consolidation
strategies are well-suited for areas with dense demand. In contrast, for regions with lower

population density, outsourcing solutions such as crowdsourced delivery and customer
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self-collection emerge as more cost-effective alternatives.

In urban logistics, existing research on transshipment has mostly focused on the design of
consolidation centers for logistic companies, with an emphasis on the operational costs, such
as handling and fixed pipeline inventory expenses associated with additional transshipment.
However, these costs are relatively minor when applied to the temporary storage of meal
packages awaiting transshipment. The effectiveness of transshipment strategies for meal
delivery services, as well as the optimal system design, has not yet been thoroughly
investigated and remains unclear. We thus propose to examine the cost-effectiveness of
transshipment specifically for meal delivery from the perspectives of both deliverers and
customers. In this study, we develop stylized models for meal delivery operations, both with

and without transshipment, to compare the efficiency of the two operational models.

4.3 Integrated Meal Delivery System with Transshipment

This section introduces our proposed system design for transshipment and key
performance metrics related to different stakeholders. It begins with an overview of
the system setup for the transshipment operations, followed by a breakdown of the lifecycle
for meal orders from creation to package fulfillment, from their creation to final package
delivery. Given the system inputs, continuous approximations are applied to estimate the
average vehicle miles traveled by deliverers, whilst a queuing network is conceptualized to

analyze the time that meal packages spend at various delivery stages.

4.3.1 Meal delivery with transshipment

Consider a meal delivery service offered in a region of area A, with an average order
arrival flux  (i.e., order arrivals per hour per square mile), a total of m deliverers. For the
transshipment operations illustrated in Figure 4.1d, the region is divided into K pie-shaped
sub-areas, and each deliverer is assigned to service within a specific sub-area. Each sub-area

k 2 K is characterized by a coverage area A, an order arrival rate (= Ag), and a
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dedicated fleet of my deliverers. Any regional partition defined by FAy; MxQk2k must satisfy
the constraints Pk M = m and Pk Ax = A. Given a partition of sub-areas, individual
delivery orders can be categorized as either intra-zonal or inter-zonal. Intra-zonal orders
have both their pickup and drop-off locations within the same sub-area, whereas inter-zonal
orders involve pickup and drop-off locations spanning different sub-areas.

Deliverers operate cyclically and exclusively within their designated sub-areas to perform
pickup and drop-off tasks. In each sub-area K, a deliverer is dispatched once there are n
points accumulated to visit. These Ny points comprise both the meals waiting for drop-off at
the microhub and the meals awaiting pickup at restaurants. Upon dispatch, the deliverer
completes a round trip that begins and ends at the microhub, touring through the nx pending
pickup and drop-off points. Regardless of whether the orders are intra-zonal or inter-zonal,
all meal packages are first picked up from their originating restaurants and transported to the
microhub during the current delivery cycle. At the microhub, they are sorted according to
their destinations and await drop-off. Then, in a subsequent cycle, one deliverer assigned to
the sub-area containing an order’s drop-off point retrieves the package from the microhub
and delivers it to its final destination. As a result, the distribution tasks in each delivery
cycle within a sub-area closely resemble a one-to-many-to-one (1-M-1) pickup and delivery
problem, involving two distinct sets of commodities: some are transported from the microhub

to customers, while others are picked up at restaurants and returned to the microhub (Toth

and Vigo, 2002).

4.3.2 Lifetime of meal delivery orders

Figure 4.2 outlines the lifecycle of a delivery order for meal packages under the proposed
transshipment strategies. Each delivery order progresses through four sequential stages,

defined as follows:

1. Meal Preparation: Interval from when an order is placed until it is ready for pickup;

2. Pickup: Interval from the meal package being ready to its arrival at the microhub;
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3. Transfer: Interval during which the package is held at the microhub for the next

delivery tour;

4. Drop-o[lInterval for transporting the package from the microhub to the customer.

Of these, the meal preparation stage is unaffected by the introduction of transshipment
and will therefore be left out in the following analysis. The pickup stage can be further
broken down into three phases: the period from when the package is ready for pickup until
a deliverer is dispatched, the interval between the dispatch of the deliverer and the actual
pickup of the order, and the duration required for the package to be transported from the
restaurant to the microhub. The combined duration of the latter two phases indeed constitutes
the total time for a complete delivery tour executed by a deliverer. Additionally, it should be
noted that when a meal is ready for pickup, it does not guarantee the immediate dispatch of
a deliverer. Two conditions must be met within each sub-area: first, N pending pickup and
drop-off tasks must accumulate in sub-area K; second, after ny tasks have been accumulated,
the batch must wait until a deliverer assigned to sub-area k becomes available to handle the

service. Due to the presence of inter-zonal orders, the operations across different sub-areas
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Figure 4.2: Lifetime of individual meal delivery orders
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are closely interdependent. To capture these cross-zonal interactions, a queuing network
with K dependent queues is proposed to pin down the waiting time for pickup as well as the

transfer time, which can also be interpreted as the waiting time for drop-off.

4.3.3 Queuing network model

The K sub-areas collectively form a Jackson queuing network in Figure 4.3, where each
sub-area operates as a separate queue with its own servers. The following assumptions are

made for this network of K single-station queues:

» New orders arrive at sub-area K following a Poisson process with an arrival rate of .

The pickup point for each order is randomly located within sub-area k.

* A package picked up from sub-area i, after being transferred to the microhub, will
join the queue at sub-area K for drop-off with probability p;.x. The drop-off points of
orders are also random within each sub-area k. Once a package is dropped off, it exits

the queuing network completely.
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Figure 4.3: Cross-zonal meal delivery process as a queuing network
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* The k-th sub-area is served by my delivery vehicles. When the number of orders in the
queue reaches Ny or more and a deliverer becomes idle, a batch of exactly ny orders is

taken for service.

* The service time Sy for meal packages at sub-area K are independent and identically

distributed, with a mean E[Sy] and a variance Var[Sy].

* The microhub has sufficient capacity to accommodate all incoming packages, and the

queue at each sub-area has unlimited waiting spots.

The arrival of meal orders in the queue for each sub-area can be viewed as a Poisson
process with an arrival rate , which sums the arrival rates of newly generated orders in
sub-area K for pickup and the collected orders from all sub-areas that need to be dropped off

to sub-area k, i.e.,

b _ ¢
k= k+ iPik: 4.1)
i=1

The queued orders are serviced in batches of size n. For the i-th order arriving before
reaching the ny threshold in a single batch, its waiting time is given by (nx )= .
Consequently, the average waiting time W2 of an arbitrary pickup or drop-off order in
sub-area K, from its arrival until the accumulation of ny orders for a batch, is calculated as

follows,

k k

After accumulating a sufficient number of orders for a batch, the batched orders may
also experience additional waiting time if a deliverer is not immediately available. For each
sub-area, this process of forming and delivering batch orders by deliverers can be modeled
as a G=G=m queue. The inter-arrival time of consecutive order batches follows an Erlang

distribution with the shape parameter Nk and the rate parameter . The service rate by
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a deliverer is determined by the touring time required to complete a Traveling Salesman
Problem (TSP) for fulfilling the batched orders. The number of servers in each queue equals
the number of deliverers my. Thus, the additional queuing time for batched orders W, can
be estimated with a widely used approximation for a G=G=m queue by Larson and Odoni
(1981), presented as follows,

h i

Ne 4 1 K
_E+ kVar[Sk] e

w (4.3)

m
E[Sk]
2 1 —ﬁk m:

4.3.4 Service time approximations

The service process for a single queue follows a TSP tour undertaken by deliverers.
Daganzo (1984c) showed that, in a regularly shaped area of size A with N randomly
distributed points to visit, the expected TSP tour length is proportional to pm. To adapt
this formulation for the pie-shaped sub-areas, we introduce an extra distance R to account
for radial forward and return travel between the microhub and the farthest points within each

pie-shaped region. Proposition 4.1 derives the expected value of R’.

Proposition 4.1. For a circular sector of radius R containing N nodes, the expected farthest
distance, E[R'], is given by E[R"] = ;2" R, where E[R'] is independent of the sector’s

angle.

This formula suggests that when there are fewer points to visit, the radial traveling distance
often remains short, as deliverers likely do not need to venture far from the microhub.
However, as the number of points increases, deliverers tend to travel closer to the outer

perimeter of the pie-shaped area. By incorporating this radial distance, the expected service
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time in sub-area K under the modified TSP approximation is expressed as follows:

E[Sk] = % (a pAknk +b E[RL]); (4.4)
0 2nk )
E[Ri] = e+ 10 (4.5)

where Vv denotes the speed of delivery vehicles, and Ry is the radius of sub-area k, which
approximates the average radial distance from the vertex to the perimeter border of the
pie-shaped area. It is worth noting that the origin-destination pairs of individual meal
delivery orders may be correlated according to certain distance profiles, implying that pickup
and drop-off locations are not entirely random within the service region. However, in the
transshipment system, each order’s pickup and drop-off points are separated into two distinct
delivery tours. As a result, all pickup and drop-off points within a single tour correspond to
different orders. Consequently, it is reasonable to assume that the access points visited by
individual deliverers within each sub-area are randomly distributed in space.

For the variance of TSP touring distances Var[Sy], it is intuitive that its value is linearly
proportional to the size Ak of the sub-area. Regarding its relationship with the number
of points Nk, we observe that when Ny is small, the spatial dispersion of points can be
highly uncertain, with points either clustering together or spreading across the entire region.
Conversely, as Ny increases, the points tend to distribute more uniformly throughout the
region, leading to a more stable variance. Thus, Var[Si] could be inversely proportional
to Nk and converge to a certain positive value as Nk approaches infinity. Based on the
above deduction, we propose the following hypothetical form for describing the service time

variance under the TSP:

A
Var[sk]:v—; wt (4.6)

The hyperparameters a;b and ; in Eqgs. (4.4) and (4.6) will be calibrated later through

simulation, where the effectiveness of the proposed approximations will also be demonstrated.
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4.3.5 System performance metrics

Given a regional partition TAy; MyQkok and the order batching sizes fnykgyok, the
queuing network model predicts the stationary states of the meal delivery system under
transshipment and subsequently yields the two key system performance metrics.

Deliverers’ vehicle miles traveled. For each sub-area, when ny orders are collected, one
deliverer is dispatched to visit these Ny points, while other idle deliverers, if any, wait near the
microhub waiting for the next delivery. Thus, the expected VMT per hour by all deliverers
in sub-area K, denoted as Q, is given by the product of the number of delivery cycles

performed per hour and the expected traveling distance for visiting Ny points. Specifically,

Qk=n—t E[Sk] V: 4.7)

Customers’ waiting time.  As previously noted, each customer’s waiting time can be
divided into four components, with the meal preparation time excluded from this analysis.
Combining the rest three components, the expected total waiting time for meal orders

delivered from sub-area i to K, denoted as Wij.x, can be expressed as:

Var[Sy] + E*[Si] |

Wi;k = Wia + Wiq + E[Sl] + Wka + ng + 2 E[S ] !
k

(4.8)

where W2 + W, + E[S;] accounts for the pickup time, covering the period from order
generation to arrival at the microhub; W2 + W\ represents the transfer time at the microhub;
and the last term in Eq. (4.8) stands for the drop-off time. Specifically, the time for package
drop-off is derived based on the occurrence of a random event along a TSP tour, where
the touring time follows a given distribution with a known mean and variance (Larson and

Odoni, 1981).
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4.4 A VRPPD Benchmark without Transshipment

For the benchmark operations without transshipment, individual deliverers continuously
traverse the service area, picking up meal packages and delivering them directly to their
destinations. In this section, we adopt a heuristic for the VRPPD, originally proposed by
Daganzo (1978), to estimate system performance without transshipment. The heuristic is
further enhanced by incorporating practical considerations specific to the delivery distances

of individual meal orders.

4.4.1 A heuristic for meal delivery without transshipment

The heuristic devised by Daganzo (1978) directs deliverers to continuously route to
the nearest point pending a visit, which can be either the origin of a pickup order or the
destination of a drop-off order already on the vehicle. At equilibrium, a deliverer is equally
likely to visit an origin/pickup point or a destination/drop-off point. By assuming that
both origins and destinations are independently and randomly distributed across the service
area, Daganzo (1978) showed that the trip chains continue with equal probabilities, and
the number of packages on each delivery vehicle simply equals the number of packages
waiting for pickup. Unlike the setting in Daganzo (1978), distance-based delivery fees
and platform-imposed limitations on ordering distances create strong bundling between
origins and destinations of meal orders, shaping delivery distances into specific profiles. The
empirical data from Meituan calibrates the distance profile as a Rayleigh distribution, with
the goodness-of-fit detailed in Appendix B.3.

Accounting for the distance bundling between origin-destination pairs of meal delivery
results in more sophisticated state transition probabilities for deliverers’ trip chains, as
illustrated in Figure 4.4. Let N denote the total number of packages waiting for pickup and
Np the number of packages en-route on a delivery vehicle. Then, immediately following

a visit to a drop-off point Dy, shown in Figure 4.4a, the deliverer has a probability of
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Figure 4.4: Scenario enumeration of state transitions between the types of preceding and
succeeding points visited consecutively by individual deliverers.

No

__No Np
No+Np

No+Np

to visit another drop-off point D! _,. These

to visit a pickup point O, and Dost-

probabilities arise from the assumption that all meal orders are generated i.i.d. across the
region according to a spatial Poisson process. On the other hand, following a visit to a pickup
point Oy, Figure 4.4b shows that the deliverer’s next visit falls into either of the two cases:
(1) the corresponding drop-off point Dyst, with probability , or (2) any other access point
within the service region, with probability 1 . The latter case can be further decomposed
into visits to either another pickup point OOIOOst or a drop-off point D([])ost that is different from
the destination of the order just picked up. The probability represents the likelihood that,
after visiting a pickup point, the distance to its corresponding drop-off point is shorter than

to any other point to visit. This probability can be derived from Proposition 4.2.

Proposition 4.2. Let X be a random variable representing the distance to the nearest point
that adheres to a spatial Poisson process with density %. Let Y be a random variable
following a Rayleigh distribution with a scale parameter > 0. Then, the probability that

X greater than Y is given by:

1

2(No+Np) 2~

=P(X>Y)= (4.9)

As suggested by Eq. (4.9), if the delivery orders are shorter, with a smaller , the probability
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of directly visiting the drop-off point immediately after picking up an order without detours
increases. Conversely, with denser visiting points in space, the likelihood of immediately
dropping off an order following its pickup decreases.

The state transitions spelled out in Figure 4.4 lead to the following relationship based on

the Law of total probability:

IP(Opost) = ]P(Dpre) ]P(Opostijre) + ]P(Opre) ]P(Opostjopre);
No

(0] .
No + Np*

N
> IP(Opost) = ]P(Dpre) NO—

ons PO )

Moreover, the equilibrium condition implies that IP(Opre) = IP(Dpre) = IP(Opost) =

IP(Dpost) = 50%, which then gives rise to the following equation:

No Np
=_- . 4.10
NG (4.10)
4.4.2 Service rate estimations
The service rate  provided by individual deliverers is given by:
2E[d] *
= V[ ] ; (4.11)

where d is the distance from an arbitrary visit point to its nearest point. To derive this, we
analyze the two scenarios separately to determine the distances dp and do, which respectively
denote the distance to the nearest point after visiting a drop-off and a pickup point, given
No + Np points to visit within the service area.

First, with the intensity of the spatial Poisson process given by = NO;'Z\'D, the

cumulative distribution function (CDF) and probability density function (PDF) of dp are

75



Fio(r)=1 e r* and fao(r)=2 r e * The expected value of dp is thus,

= P 4.12
2 No +Np (+12)

Specifically, the first equality follows from the definition, the second applies the integration
by parts, the third uses the Gaussian integral formula, and the final equality substitutes the
corresponding expression for .

Second, immediately after visiting a pickup point, the minimum distance to the next
point is determined by the closest point between its corresponding drop-off point and other

existing visit points, as derived in Proposition 4.3.

Proposition 4.3. As a continuation of Proposition 4.2, the expected value of the minimum
q
— 1

2 No*Np, 1 _°
RZ2 2 2

of X and Y is given by E[min(X; Y )]

Combining the two cases, the average distance d from an arbitrary visit point to its

nearest point is obtained as follows,

s
p_R 1

E[d] = IP(Dpre) E[dp] + IP(Opre) E[do] = Zpﬁ o W:

(4.13)
4.4.3 System performance metrics

When the demand for meal delivery is low, it is unnecessary to have all deliverers actively
in service. Therefore, we define an additional variable m' as the total number of deliverers

in service, which should not exceed the total number of available deliverers m. Additionally,
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system equilibrium requires that the arrival rate ( A) equals the total service rate ( m°), i.e.,

A= m" (4.14)

Combining all the components above, given the demand flux  and the number of deliverers
in service m’, the equilibrium state of the VRPPD system without transshipment can be
determined by solving the system of equations (4.9)-(4.14).

Deliverers’ vehicle miles traveled. Similar to Eq. (4.7), the total VMT by deliverers is
given by the product of the number of points visited by a deliverer per hour and the expected

distance between two adjacent visits:

QVRPPD =2 A E[d] = mO V. (4.15)

Customers’ waiting time. The average waiting time for customers, including both the

waiting time for package pickup and the riding time on a vehicle, is given by:

N N
Wy rppD = —/i+—D: (4.16)

4.5 Numerical Analysis

We then evaluate the potential of the proposed meal delivery operations with
transshipment by benchmarking them against the traditional pickup-and-delivery model
without transshipment. First, we set the stage for numerical experiments by formulating
two optimal system designs to establish the performance envelope under different market
conditions. Next, we run simulations to validate the accuracy of our analytical model
in predicting average customer waiting time and VMT by deliverers. A comprehensive
performance evaluation is then conducted to compare meal delivery systems with and without

implementing transshipment. Finally, we introduce a dataset from the Meituan meal delivery
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platform to compare the performance of these strategies in a real-world scenario.

4.5.1 Experimental setup

To ensure a fair head-to-head comparison of operations using the proposed CA models,
this evaluation considers the context of an isotropic circular area of radius R with an average
order arrival flux and a total of m deliverers. For each market condition, we optimize the
system design for both transshipment and non-transshipment operations and compare the
resulting system performance.

For transshipment operations, the experiments in this section focus on symmetric
partitioning strategies, where the area is evenly divided into K sub-areas, with deliverers
uniformly distributed across them. For brevity, we retain the notations of variables previously
defined for individual sub-areas with the subscript K. However, since all sub-areas are now
identical, these notations will now refer to a representative sub-area rather than a specific
one. The optimal design under symmetric partitioning reduces to the following optimization
program, which determines the optimal number of partition K and the batch size ny per

delivery cycle in sub-areas:

. . |
(min K (o Qc+ w  «Wkk) (4.17a)

st. (4:2) (4:8)

A
Ay R; k= A k=2 ;s M= (4.17b)

X3

Mg

—E[Sk]=nk (4.17¢)

The objective (4.17a) represents the generalized variable costs in the meal delivery system,
encompassing both the operational costs incurred by deliverers and the time costs experienced
by customers, weighted by the coeflicients g and . The equalities in (4.17b) specify the
allocation of demand and supply within the sub-areas according to the partition. Finally,

the condition enforced by (4.17¢) ensures that the meal delivery system with transshipment
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remains in steady operations.

For the non-transshipment benchmark modeled as a VRPPD, the optimal system design
seeks to determine the number of deliverers actively participating in the service m'’, along
with the total number of packages waiting for pickup No and the number of packages en

route on a delivery vehicle Np. The corresponding optimization problem is formulated as:

min + A W 4.1
mNo:Np 0 Q QvrpPPD w VRPPD (4.18a)

s.t. (4.9 (4:16)

0

m m (4.18b)

where constraint (4.18b) ensures that the number of active deliverers in service does not

exceed the total available deliverers.

4.5.2 Simulation and measurement

Simulations are conducted to demonstrate the effectiveness of proposed approximations
for TSP tours—Eqgs. (4.4), (4.6)—and for customer waiting time—Egqs. (4.2), (4.3), (4.8).
The simulated results are compared against the predicted approximations across a range of
scenarios, varying the values of T ; R; m;n; Kg, to measure the approximation accuracy.
Using the trajectory data from Meituan deliverers, the average touring speed for meal delivery
is calibrated to v = 4:15 miles per hour, accounting for delays caused by traffic lights and
the time required to access restaurants and customer drop-off points.
Measurement of approximations for deliverers’ TSP tours
We vary the values of R, n, and K and simulate 1,000 trips for each case, where n access
points are randomly distributed across a pie-shaped circular sector with radius R and angle
= 2 =K. The simulated results are obtained through the built-in solvers provided by
Google OR-Tool’s vehicle routing package, and we then calculate the average and variance

of travel distance across the 1,000 simulations for each combination of R, n, and K. We
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Figure 4.5: Comparison between measured and predicted mean and variance of the traveling
distance in TSP tours w.r.t. 1) radius size R, 2) number of points n, and 3) number of
divisions K.

calibrate Eq. (4.4) and Eq. (4.6) for E[Sk] and Var[Sy] using the simulation results and
obtain the parameter values @ = 0:64, b = 1:28, = 0:42, and = 0:07. Figure 4.5
illustrates the fitting curves for the expected value and variance of the traveling distance in
TSP tours. The results indicate that the approximations using Egs. (4.4) and (4.6) achieve
R? values of 98.64% and 85.98%, respectively, when compared to the optimal solutions
provided by Google OR-Tool.
Measurement of approximations for customers’ waiting time

The “ground truth” arrivals of delivery requests and customers’ waiting time are simulated
over a 6-hour period to experiment with the order fulfillment process. The arrival of requests

follows a spatio-temporal Poisson process with a given flux . Once a sub-area accumulates
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N orders and there is a deliverer available, one deliverer is dispatched to visit the n access
points following the routing provided by the Google OR-Tool. The simulation platform
records the critical time intervals for each order, including the total waiting time from order
generation to delivery, along with the three decomposed components described in Section
4.3.2. To ensure steady-state conditions, the first hour is treated as a warm-up period and
excluded from the analysis. The average waiting time of all orders is calculated over the
remaining five hours. The baseline parameters are set as follows: order arrival flux = 50
orders/hour mi?, fleet size m = 100, area radius R = 1:5 miles, batch size n = 10 orders,
and number of sub-area partition K = 4. For each plot in Figure 4.6, four out of the five
parameters are held constant, while the total and three decomposed components of customer
waiting time are plotted as functions of the varying parameter.

Figures 4.6a and 4.6¢ exhibit a non-monotonic trend in customer waiting time as a
function of demand intensity and service area size, respectively. As the demand intensity
or service radius R increases, customer waiting time initially decreases and then starts to
rise. The initial decrease occurs because, when the order arrival rate is low or the service
area is small, it takes longer to accumulate n orders for batch service, resulting in excessively
long customer wait times. Increasing the demand intensity or service area size raises the
order arrival rate, thereby reducing the holding time in delivery. However, in the increasing
segment, when the arrival rate becomes sufficiently high and approaches the service capacity
of the available fleet, the system becomes congested, leading to longer waiting times. In
addition to demand-side influences, Figure 4.6b illustrates that a shortage of deliverers
also results in system congestion and prolonged customer waiting times. However, once
the fleet size reaches a sufficient level, adding more deliverers does not yield noticeable
improvements, as many will remain idle.

Interestingly, Figure 4.6d demonstrates that a higher batch size of orders n consistently
results in longer customer waiting times due to the increased touring time per delivery

cycle. However, in terms of VMT, as shown in Eq. (4.7), batching more orders per delivery
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tour reduces the overall VMT by deliverers, highlighting a clear trade-off in system design.
Regarding the number of partitioned sub-areas, Eqs. (4.2) and (4.3) indicate that finer
partitioning of sub-areas (i.e., higher K) increases the time required to accumulate n orders
within each sub-area but reduces the travel distance per delivery cycle. Consequently,
the total waiting time exhibits a non-monotonic trend, as depicted in Figure 4.6e. These
trade-offs over the choices of n and K justify the existence of optimal system designs with

moderate configurations, rather than extreme values.

4.5.3 Effectiveness of transshipment vs. non-transshipment

We next compare the performance of meal delivery systems with and without
implementing transshipment strategies. Following the values recommended by Nourbakhsh
and Ouyang (2012), we set the operational cost per vehicle mile at o = $2/veh-mile
and customers’ value of time at v = $20/hour. We analyze three scenarios where the
radius of the service region is set at R = 1:2; 1:5; 1:89 miles, and the order arrival flux
ranges from 5 to 170 orders/hour mi?, respectively. For each scenario, the total number of
available deliverers is set to m = f64; 100; 1449, maintaining a consistent ratio between
the number of orders and deliverers. For all cases, given the area A = R2?, fleet size
m, and order arrival flux , we solve problems (4.17) and (4.18) to determine the optimal
designs for transshipment and non-transshipment operations, respectively. We then compare
the average customer waiting time (minutes/customer) and the average deliverer VMT
(miles/hour-vehicle) achieved under transshipment with the corresponding metrics in the
non-transshipping VRPPD counterpart.

Figure 4.7 presents a comparison of results and highlights the conditions under which
transshipment demonstrates relative strength over non-transshipment strategies. From Figure
4.7a, it is evident that while both strategies involve order consolidation onto individual
vehicles, the localized batching facilitated by transshipment consistently reduces VMT

compared to the VRPPD approach. Without transshipment, when demand exceeds a certain
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Figure 4.7: Comparison between the transshipment and non-transshipment strategies on (a)
VMT and (b) customer waiting time w.r.t. order arrival flux.
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Figure 4.8: Optimal partitioning and batching strategic decisions for meal delivery system
with transshipment w.r.t. order arrival flux.

threshold—around 20 in Figure 4.7a—all deliverers are fully deployed and travel
continuously between pickup and drop-off points, causing the average VMT per hour to
converge toward the vehicle’s operating speed. In contrast, our transshipment design allows
deliverers to wait at the microhub until the number of visiting points accumulates to the
batching size n, thereby resulting in significant VMT savings.

Furthermore, as shown in Figure 4.7b, for a given service range R with a fixed supply,

the transshipment strategy demonstrates its advantages by achieving lower customer waiting

84



times compared to the VRPPD counterparts as demand increases within the examined
region. In Figure 4.8, we demonstrate the optimal partitioning and batching results obtained
from solving the optimal design problem (4.17). It suggests that, with sufficient service
capacity, system efficiency can potentially improve as demand grows by raising the number
of sub-areas and the batching size of orders. However, at lower demand levels, transshipment
through the microhub becomes less efficient than the direct pickup-and-delivery strategy
due to the additional time required for routing and transferring. Notably, Figure 4.7b also
illustrates that the efficiency gains enabled by transshipment are influenced by the size
of the service region. While keeping the ratio of total demand to total supply constant,
larger service areas tend to exacerbate the challenges faced by the VRPPD model due to
the increased frequencies of long-distance cross-regional delivery tours. In contrast, the
localization strategy enabled by transshipment mitigates the impact of regional size on
meal delivery and maintains efficiency by dynamically adjusting the number of sub-areas to
accommodate varying sizes of the service region. In summary, transshipment through a
microhub offers significant advantages over non-transshipment strategies in scenarios with

high demand or insufficient supply, particularly in servicing areas of larger sizes.

4.5.4 A case study of Meituan meal delivery

We conduct a case study comparing transshipment and non-transshipment models using
Meituan meal delivery data. The original dataset comprises 654,343 order requests recorded
between October 17 and 24, 2022, in an undisclosed city, publicly provided by Meituanl.
After filtering out requests located far from the central cluster, the master dataset retains
484,650 order records, 4,571 deliverers, and 206,748 trajectories. In Figure 4.9a, we define a
hexagonal service area with a radius of R = 2:5 miles, intended for transshipment operations
through a single microhub, and assume that orders are uniformly and randomly distributed

within the hexagon. For Figure 4.9b, demand is defined as the number of orders occurring

lhttps://connect. informs.org/tsl/tslresources/datachallenge
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per hour within the service area, while supply is measured as the total active labor hours of

deliverers derived from their trajectory data. Both demand and supply values are averaged

over the week to represent a typical day.

For each pair of demand and supply data from 10:00 to 21:00, we independently solve

the optimal design problem with transshipment (4.17) and without (4.18). The relative

differences in two key metrics—customers’ average waiting time and deliverers’ vehicle miles

traveled—are shown in Figure 4.10, where greener shades indicate that the transshipment

model is more efficient than the non-transshipment counterpart. As anticipated from

previous analysis, the transshipment strategy constantly reduces VMT across all time periods
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Figure 4.9: Visualization of Meituan meal delivery data: (a) a map showing customer
locations and the targeted area with a radius of R = 2:5 miles for analysis; (b) hourly
variations in demand and supply within the targeted service area throughout the day.

Customer Waiting Time Savings - - 30% -45% + 9% + 28% + 19% + 19%

Vehicle Miles Traveled Savings - - 18%

-17% -21% -22%

-21% -21%

-1% -27% -22% + 10% + 24% + 34%

-20% -18% -19% -21% -21% -21%

8

NN PR P N
NIEENCEEIN SN N
Time of Day

-+ 100%

-+ 50%

-+ 0%

--50%

--100%

Figure 4.10: Savings in deliverers’ vehicle miles traveled and customers’ average waiting
time achieved by transshipment compared to non-transshipment.
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compared to the non-transshipment approach. For customer waiting time, during lunch and
dinner peak hours, when demand significantly exceeds supply, the transshipment strategy
achieves up to a 45% reduction, with the greatest saving occurring between 11:00 and 12:00,
coinciding with the highest demand period of the day. However, during non-peak hours, the
VRPPD model without transshipment outperforms the transshipment strategy in providing
shorter customer waiting times. These findings suggest an alternating approach for meal
delivery, where transshipment is adopted during peak hours, while the system reverts to the
classic pickup-and-delivery model during non-peak hours.

In Appendix B.4, we reduce the service range covered by individual microhubs for
transshipment and deploy multiple microhubs to cover the entire region. The results further
confirm that transshipment is particularly advantageous in high-demand areas during peak

hours.

4.6 Summary

This chapter investigates a novel meal delivery strategy that leverages a microhub for
transshipment. An analytical model was developed using a CA method to evaluate the
system’s expected performance under the transshipment strategy. To estimate customer
waiting time, we decomposed the lifecycle of a meal order and adapted a queuing network
to approximate the time spent by orders at different service stages. A comprehensive
set of simulations was conducted to validate the accuracy of these approximations. The
analytical approximations were then incorporated into an optimal design problem to solve
for the performance envelope under various exogenous market conditions. The numerical
results indicate that when the system is optimally configured, the proposed meal delivery
strategy through transshipment significantly reduces vehicle miles traveled compared to
the conventional VRPPD strategy without transshipment. Additionally, the transshipment
strategy effectively decreases expected customer waiting time, particularly under high

demand or low supply conditions, and proves especially advantageous for servicing larger
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areas. However, in scenarios with sufficient supply, excessive reliance on transshipment
may lead to longer customer waiting times. These insights into the applicability of the
transshipment strategy were finally validated using Meituan meal delivery data.

Future research can explore several promising directions. First, this chapter examines
the simplest scenario of a single, centrally placed microhub for transshipment in an isotropic
area. A natural extension would be to analyze heterogeneous settings where both demand
and supply are unevenly distributed and determine the optimal location of the microhub to
accommodate spatial variations in delivery patterns. Second, future research can also explore
scenarios involving multiple microhubs optimally positioned to facilitate transshipment
within a larger area. In such cases, a two-echelon delivery system could be investigated,
where micromobility options such as e-bikes or e-scooters are dedicated to servicing smaller
areas covered by individual microhubs, while heavy-duty delivery vehicles periodically
transport packages between microhubs. Third, toward the end of this chapter, we sketchily
rationalize an alternating strategy for meal delivery to adopt transshipment during peak
periods and switch back to non-transshipment strategies during non-peak periods. However,
the current modeling framework treats different time periods independently, without factoring
in transition costs, start-up delays, or relocation complexities. Future work could incorporate
these dynamic transition effects to provide a more realistic evaluation of the dynamic system

design.
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Chapter 5:  Two-Echelon Collaborative Delivery: Truck-Drone Synergy for

Efficient Operations in Suburbs

5.1 Introduction

In suburban areas, where skyscrapers and high-rise residential buildings are absent,
customers are dispersed across larger service regions, while restaurants tend to cluster in
major plazas. To accommodate this sprawling delivery pattern, this chapter explores a hybrid
truck-drone collaborative delivery means. There has been ongoing discussion about this
hybrid delivery means, examining various forms of collaboration between trucks and drones.
As hosts for drones, trucks may either need to stop at standing hubs to launch and collect
drones (She and Ouyang, 2021) or, in more advanced scenarios, be allowed to dispatch
drones while in motion, with drones later catching up downstream (Carlsson and Song, 2018;
Zhang et al., 2024a). For the fulfillment of final delivery tasks, both the truck and drones
may share the responsibility for different segments of the delivery process (Murray and
Chu, 2015; Wang and Sheu, 2019), or the truck may function solely as a mobile depot, with
drones handling all final deliveries (Li et al., 2020; Poikonen and Golden, 2020). In this
chapter, we focus on a scenario in which a truck follows a predetermined route for last-mile
deliveries, sweeping across the service area without stopping directly at any access points.
Instead, the truck continuously dispatches and retrieves drones for final deliveries while in
motion. This particular hybrid model is widely regarded as the future of last-mile delivery,
as the truck helps extend drones’ service range while drones enhance delivery efficiency by
reducing the truck’s touring distance.

To assess the potential of the envisioned truck-drone collaborative delivery, we adopt a
continuous approximation approach that projects average system performances over day-to-
day operations under varied market conditions. Rather than solving specific optimization

instances, we model a service region where delivery access points are randomly distributed
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across the space in each delivery cycle. To facilitate collaborative operations, the region
is segmented into fixed-width strips, with the truck sweeping through each strip along
the central arterial while multiple unit-capacity drones operate sidekicking executing final
package drop-offs. Our analysis aims to answer the overarching question of how the truck
and drone shall be coordinated to optimize delivery efficiency under given market conditions.
When delivery access points are spatially sparse, the truck can simply maintain its prevailing
travel speed, with drones dispatching as needed to complete drop-offs. However, challenges
arise when access points happen to be densely clustered along the delivery route, exceeding
the service capacity provided by the available drone fleet if the truck continues at regular
speed. This leads to congestion in the delivery process, as drones require additional time
to serve clustered access points. To accommodate, the truck must slow down and wait for
drones to return, potentially causing delays in operations. A key question we address is how
to systematically delineate truck-drone coordination within these congested segments and
quantify the resulting delays. Our approach leverages the spatial stochasticity of access points,
modeling collaborative delivery tours as a Markovian process, where the multi-sidekick
truck delivery is represented as a queue with limited capacity. We then derive continuous
approximations for overall system performance based on queueing analysis, which are
validated through analytical approximations and simulation results. The resulting aggregate
metrics are feedback to optimize the system design parameters, including strip widths and
the velocities of both drones and trucks. Ultimately, our model sheds light on the truck
traversal time and energy consumption savings achieved through collaborative drone-truck
delivery across varying market demand densities and different drone fleet sizes.

The remainder of this chapter is structured as follows. Section 5.2 reviews the application
of CA approach in hybrid multimodal mobility systems. Section 5.3 introduces the
operational strategy of the proposed truck-drone collaborative delivery, followed by a
detailed derivation of two key performance metrics—truck traversal time and energy

consumption—approximated via a queuing model. Section 5.4 then describes computational
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simulations that validate the accuracy of our continuous approximation results in practice and
compares the performance of the proposed truck-drone strategy with that of a single-truck
approach. Finally, Section 5.5 summarizes the key findings and outlines directions for

potential enhancements.

5.2 Literature on Continuous Approximations

The concept of truck-drone collaborative delivery investigated in this chapter mirrors
the design of hybrid multimodal mobility systems. A hybrid multimodal mobility system,
in its broader context, aims to provide mobility as a service by integrating a diverse range
of existing and emerging transportation modes. In this section, we first review hybrid
transit systems in the traditional transportation domain and then extend this concept to the

truck-drone collaborative system. Both systems are evaluated using the CA approach.

5.2.1 CA for hybrid multimodal mobility systems

Stein (1978b) first explored a system that divides the service area into zones connected by
fixed-route bus services. Passengers use flexible taxicab services to reach designated “transfer
points”, from where they continue their journey to other zones via fixed-route buses. This
system, implemented in Ann Arbor, MI (Potter, 1976), conceptually resembles the proposed
truck-drone operation, as both incorporate fixed-route transit and demand-adaptive services.
By leveraging the strengths of both modes, a hybrid system offers two key advantages. First,
it achieves a better balance between cost and service quality, enhancing overall accessibility
and efficiency. Second, it delivers a seamless, user-friendly, environmentally sustainable,
and cost-effective travel experience (Luo, 2020).

Numerous studies have explored the attractiveness of this hybrid mode. For example,
Jacobson (1980) demonstrates that in low-demand scenarios, a hybrid system is more
expensive to operate than a direct door-to-door service. This is because the latter requires a

smaller fleet and offers a more desirable service by eliminating transfers. Similarly, Daganzo
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(1984a) finds that the hybrid system is only advantageous within a narrow range of demand
levels compared to fixed-route systems without transfers and door-to-door dial-a-ride systems.
At high demand levels, the total cost per passenger for fixed-route and hybrid systems is
similar, but fixed-route systems are preferable as they can operate on a schedule and require
less dispatching effort. As demand decreases, demand-responsive systems become relatively
more attractive than fixed-route systems. Using continuous approximations, Quadrifoglio
and Li (2009) derives practical yet powerful closed-form expressions to estimate critical
demand densities, which indicate the switching points between different operating modes. A
stated-preference survey conducted by Frei et al. (2017) in the Chicago area also highlights
that the ability to wait at one’s point of origin is a desirable feature of the hybrid transit mode
compared to walking to a fixed-route bus.

Additionally, extensive research has been conducted on developing operational scheduling
and routing policies for hybrid transit systems. Aldaihani et al. (2004) presents an analytical
model to assist decision-makers in planning a hybrid grid network that integrates flexible
demand-responsive services with fixed-route services. The model aims to determine the
optimal number of zones and the fleet size of on-demand vehicles within each zone, as well
as the optimal number of fixed-route lines and the buses assigned to each route. Building on
this, Chen and Nie (2017a) examines a paired-line hybrid transit system in which fixed-route
bus lines operate in both the North-South (N-S) and East-West (E-W) directions, while
demand-adaptive lines are paired with the fixed-route lines in the N-S direction. A CA model
is developed to estimate both agency and user costs. Based on CA estimation, an optimal
design problem is formulated to determine the spacing of fixed lines and the headways for
bus dispatching. Expanding on this hybrid operation structure, Chen and Nie (2017b) further
explores a zonal-based operation to enhance the flexibility of e-hailing services beyond the
line-based operations. Moreover, Chen and Nie (2018) investigates the design problem
of a demand-adaptive hybrid transit system with a radial network structure. With the rise

of online ride-hailing services, Luo and Nie (2019) integrates ride-pooling services with
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fixed-route transit. The study suggests that while ride-pooling may not significantly improve
economies of scale for operators within hybrid transit systems, it substantially shifts the
trade-off balance in favor of users. Later on, spatial heterogeneity—both within and beyond
the CBD—is further incorporated into the optimal design of hybrid transit systems (Luo and

Nie, 2020).

5.2.2 CA for truck-drone collaborative delivery

Inspired by the concept of this hybrid transit system, the truck-drone collaborative
delivery investigated in this chapter considers a similar design. The truck operates along a
fixed route without turning backs, ensuring that the entire service region remains within the
operational range of sidekicking drones. Meanwhile, drones provide a demand-adaptive
service, dynamically adjusting to random delivery locations that vary from day to day. The
synchronized routing of trucks and drones was first introduced as an innovative last-mile
delivery approach by Murray and Chu (2015), who propose two mathematical programming
models to optimize the routing and scheduling of both drones and delivery trucks in this new
delivery paradigm. Most existing studies focus on the operational challenges of truck-drone
collaboration, treating it as a new variant of the traditional traveling salesman problem (TSP).
These works primarily address integrated route planning for trucks and drones (Wang and
Sheu, 2019; Boysen et al., 2018a), optimizing delivery quantities for each customer (Najy
et al., 2023), determining the optimal fleet size (Rave et al., 2023), and making strategic
decisions on drone station locations (Zhou et al., 2023).

Instead of solving specific TSP- or VRP-based optimization instances, our study focuses
on characterizing the long-term system performance of daily delivery operations using
the notion of CA in transportation. Thus far, the most concrete discussion on the overall
performance of coordinated logistics involving a truck and a drone is presented in Carlsson
and Song (2018). In their work, the authors first introduce the general “horsefly routing

problem” for a one-truck-one-drone system, formulating it as a second-order cone program
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to determine the optimal drone launch sites and the time required for the truck and drone to
travel between successive launch sites. They then employ heuristic methods to establish
upper and lower bounds for a continuous approximation of this optimization problem,
assuming that customer locations follow a known distribution. Their findings suggest that
the efficiency gains from augmenting a delivery truck with a drone are proportional to the
square root of the speed ratio between the truck and the drone. In contrast to their work, our
study extends the setting from a one-truck-one-drone system to a one-truck-multiple-drone
system. Rather than solving an optimization model, we employ a queuing model to account
for the delays when the truck must wait for drones to return before continuing the delivery
tour. Another example of evaluating the economic impact of truck-drone collaborative
delivery using CA is Zhang et al. (2024a). Their analysis shows that while drones can
provide significant cost savings compared to truck-only delivery, these savings are highly
dependent on factors such as operating characteristics (e.g., from low to high drone operating
costs) and delivery environments (e.g., from rural to urban regions). Similarly, Li et al.
(2020) derives an approximate distance estimation for trucks and drones by partitioning the
service region into hexagons. Their study illustrates the relationship between traveling cost
and variables like the number of hexagons, customer density, and cost ratio. Unlike their
economic analysis of estimating the total delivery cost, our study focuses on the operational
challenges of truck-drone collaboration, aiming to improve coordination for a faster and more
efficient delivery experience. A few other studies, such as She and Ouyang (2021, 2024),
also attempt to model low-altitude aerial traffic congestion arising in large-scale steady-state
operations. However, they approach the problem differently by formulating a continuous

traffic equilibrium model using partial differential equations.

5.3 Two-Echelon Truck-Drone Collaborative Delivery

In this section, we first introduce the operational strategy for the collaboration of a truck

and drones in delivering meal packages within a suburban region. Next, we propose a
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queuing model with limited capacity to deductively replicate the delivery process. In the
end, we derive two key metrics from the queuing model: the average truck traversal time

and the energy consumption of the truck and its accompanying drones.

5.3.1 Truck-drone operational strategy

Consider a square service area with a side length of L in a suburban region. A truck
carrying multiple drones departs from a large shopping plaza within the service area, having
already collected all meals from the restaurants located there, and plans to deliver them to
customers living in this suburban area. The service area generates orders per square mile,
with all order locations available to the system manager before the truck departs for service.
As depicted in Figure 5.1, the space is divided equally into strips of width 2D, where the
truck moves along the centerlines of these strips with several unit-capacity drones flying out

for final drop-offs.

a
v

Figure 5.1: Overview of truck-drone collaborative delivery system.
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We first derive the optimal flight path of a drone serving a single isolated customer. In
Figure 5.2, a truck travels along a straight path at a constant speed Vv, while a customer,
located at point B, is positioned at a perpendicular distance d from the truck’s path. A drone,
traveling at a constant ground speed of Vp, is available for dispatch. Suppose the drone
detaches from the moving truck at point A and flies with the meal package to the customer
at point B. After completing the delivery, the drone returns to rendezvous with the truck at a
retrieval point C, where it lands and remains onboard until the next dispatch. The dispatch
and retrieving points, A and C, are not arbitrary. In the following, we derive the optimal
dispatch angle and retrieval angle for the drone’s flight path to minimize its flying time
for the package delivery.

Let X and y denote the lateral distances between points A and B and between points B
and C, respectively, and let t be the total travel time from when the drone is dispatched until
it is retrieved. Minimizing the drone’s travel time t is equivalent to minimizing the truck’s
travel distance during this period, X + Y, since the speeds of both the truck and the drone

are fixed and given. Thus, the shortest flying path for the drone can be determined by the

Figure 5.2: Illustration of the optimal flight path of a drone for a package delivery.
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following optimization problem:

ft(r;])i;rggx +y (5.1a)
st. vp t= I:)xz +d? + IDyz + d2 (5.1b)
Vi t=x+y (5.1c)
x;y;t 0 (5.1d)

The objective (5.1a) aims to minimize the traveling distance of the truck during time t.
The equalities (5.1b) and (5.1c) define the traveling distances of the truck and the drone,

respectively, which further give rise to the following relationship:

://—:(x+y) = Iox2+d2+ Ioy2+d2: (5.2)

Hence, We can form the Lagrangian function:

Loy )=+ vy @ Dyied
T

For a pair of optimum (X ;y ), the first-order conditions require:

Vp X _

ix v x2+dz,
oy vt y2 + d2

These two equations give:

X y .

D - D)

UX2 + 2 "'yz + 92

Cross-multiplying and simplifying shows the symmetric pattern X = Yy, since X;y 0.
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Substituting it into (5.2) yields:

which translates into
\Y;
cos( )=cos( )= -—:
Vb

The optimization results show that the optimal dispatch point A is symmetric to the
optimal retrieval point C relative to the customer’s location B, provided that at least one
drone is available when the truck approaches the delivery point. However, if multiple orders
appear close to each other, there may be no available drones on the truck when it reaches
the optimal dispatch point for an order. This situation occurs when all drones have been
dispatched but have not yet returned. In this case, skipping any customer is not allowed.
Instead, we assume that the truck temporarily stops at the optimal dispatch point for the
upcoming downstream order, waiting for a returning drone before resuming service, as
shown in Figure 5.3. Meanwhile, the retrieval path of the earliest returning drone is adjusted
so that it reaches the truck as soon as possible. Once the drone returns, it is immediately

reloaded with the meal package for the next order and dispatched without idling.

Drone flight corridor

—— Drone 1
—— Drone 2
X Orders with modified services

Truck route

Figure 5.3: Illustration of optimal flight path for drones handling a series of delivery tasks.
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To summarize, in the truck-drone collaborative operation, the truck either travels at a
constant speed Vr or holds on at certain optimal dispatch points if none of the drones are
available at that moment, waiting for a returning drone to serve the upcoming task. For each
package delivery, the drone is always dispatched from its optimal dispatch point, regardless
of the profile of tasks nearby. However, in cases where there is a shortage of drones, the
return leg of one drone is adjusted to ensure it catches up with the optimal dispatch point
for the next task. To capture the probability of drone shortages and the total holding delays

experienced by the truck, we propose a queuing model to quantify these metrics.

5.3.2 Queuing model

For modeling purposes, we take an alternative perspective by viewing the hybrid delivery
system from a moving coordinate frame that tracks the truck. In this framework, the delivery
process is represented as delivery tasks coming to the truck, which are then served by drones
acting as servers. Given that access points are located in spatial Poisson and the truck
moves at a constant speed, the arrival of downstream access points at the truck would also
follow a Poisson process. When congestion is absent, the flight time of a drone for each
individual delivery task is uniformly distributed, as the vertical distances of access points
from the centerline are uniformly distributed within [ D; D]. Suppose the truck carries K
drones to handle spatially scattered delivery tasks. As outlined in the operations above, if
a subsequent access point nears while all K drones are occupied, the truck momentarily
pauses to wait for a drone to return before dispatching it for the new task. When viewed
as a queuing system, this implies that when all drones are busy, a single waiting spot is
available for a newly arriving task, after which no additional tasks are accepted (since the
truck stops) until one drone becomes available. In Kendall’s notation, this corresponds to an
M=G=K=K + 1 queue, where there are K servers (drones) and a finite queue capacity of
K + 1. But for tractability, we approximate it using an M=M=K=K + 1 queue, assuming

exponential service times.
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Letn 2 f0;1;:::; K; K + 1g denote the number of tasks currently being processed or
waiting in the queue. Then, the state-transition process of this M=M=K=K + 1 queue can
be graphically represented as shown in Figure 5.4. The corresponding transition (birth and

death) rates are described as follows:

* Birth process: The truck travels at a constant speed for states N 2 [0; K], and thus the
arrival rate of downstream delivery points remains unchanged under these conditions.
However, when the system reaches state N = K + 1, the truck pauses, preventing any

new arrivals at this state.

» Death process: For states n 2 [1; K], each of the n delivery tasks in the queue is
already assigned to a drone, with an average service rate of , and the total departure
rate is thus n . For n = K + 1, the queue reaches full capacity with K + 1 delivery
tasks. In this case, one of the drones will adjust its return path, resulting in a modified
service rate, denoted as . Consequently, the aggregate service completion rate can

be summarized as:

_%0; n=0;
B

n ; n 2 [1; K];

(K 1D + % n=K+1:

p p p p p p

OLOONOIOR0

I 2u 3u (K—Du Ku (K-Du+py

Figure 5.4: State-transition diagram for a M/M/K/K+1 queuing system with modified service
rate at full capacity.
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Arrival Rate. The arrival process of the M=M=K=K + 1 queue represents the truck
encountering optimal drone dispatch points for downstream delivery tasks. Delivery access
points are assumed to distribute according to a spatial Poisson process with a rate of ~ (points
per square mile) within a strip of width 2D, extending along the truck’s trajectory. Such
spatial stochasticity of delivery locations can be leveraged and translated into a temporal
Poisson process. With a moving speed of Vr, the truck sweeps out an infinitesimal rectangular
area of 2Dvy dt during a small time interval dt. From the moving coordinate frame, access

points comes to the truck in a one-dimensional Poisson process with a rate given by

= 2Dvy: (5.3)

Service Rate. The service process for each delivery task in the queue is defined as the
duration from when a drone is dispatched from the truck toward the access point to when it

turns back to the truck. As derived above, when the system is not congested, the dispatching

angle of drones remains constant, and the round trip takes time pvzzo'—vz if the customer is
D T
located at a distance d from the centerline of the strip. Since d is uniformly distributed on

[0; D] and E[d] = %, the average service time is given by

E[S] = P

2D
vi vz 2

= pszD:V%: (5.4)
When the queue reaches full capacity, the flight path of one drone is adjusted, shortening
the service time of the corresponding delivery task gets shorted. While the fly-out leg
remains unchanged as in a normal trip, the fly-back leg is shortened to expedite retrieval. As
illustrated in Figure 5.2, the adjusted retrieval point C is positioned along the line segment
AC. For analytical traceability, we derive an average service time by assuming that the

adjusted retrieval point is uniformly distributed along AC. Then, Proposition 5.1 suggests
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the expectation of adjusted service time as

D D" v V2 +
E[S] = —p o Vi |y YoFVr . (5.5)

—  +
47 vE V2 8Vr Vp; Vb Vr

Proposition 5.1. As shown in Figure 5.2, let O be the origin (0;0). For agivend 2 [0; D],

define the points A= d pVZT—vZ; 0,B=(;d)andC = d PV‘;T—VZ; 0 , where vy
D T D T

and vp are given positive constants satisfying vp > vr. Suppose d is uniformly distributed

on [0; D], and let C’ be a random point uniformly distributed along the line segment AC.

Then the expected distance of the adjusted fly-back path from B to C' is given by

P _
. ) Dvp D vi V2 Vp + VT
E[jBC'j] = Pp——=+ B T n
BCil 47 V3 V2 8vr VbVt

It should be noted that the actual distribution of the adjusted retrieval point C' is more
complicated than a uniform distribution. For a particular flight initially departing from
point A and originally ending at point C to undergo path adjustment, at least K other
delivery tasks must meet specific conditions: their optimal dispatch points must fall within
the line segment AC, and their optimal retrieval points must be located to the right of C.
These conditions ensure that all other K 1 drones are actively undertaking tasks and
would not return before the path-adjusted drone. As a result, the adjusted retrieval point
C? coincides with the optimal dispatch point of the (K + 1)-th task in the pipeline, i.e., the
pending task holding in the queue. Consequently, the distance between points A and C'
follows an Erlang distribution with shape parameter K = K and rate parameter = 2D,
given the aforementioned conditions. In Appendix C.3, we demonstrate that approximating
the distribution of C' along the line segment AC with a uniform distribution provides a

reasonable simplification.
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5.3.3 Analysis of the M=M=K=K + 1 queue

The above deduction show that the truck-drone collaborative delivery process can be
effectively modeled using an M=M=K=K + 1 queue. The following assumptions are made

for this queuing model:

* The system consists of K total servers (drones) and can accommodate at most K + 1

tasks in the queue.
* Delivery tasks arrive in a Poisson process with an arrival rate of = 2Dvr.

* The service time of each individual task is assumed to follow an exponential distribution
for both normal and adjusted drone tripsl. For states n K, the service rate per

server is given by = —=. At state n = K + 1, one server operates with an adjusted
givenby = s p j

0 —

service rate of ° = while the remaining K 1 servers continue operating at

_1_
E[SO] s

service rate

Since this is a finite-state birth-death Markovian chain, the steady-state probabilities

the ratios:

__ birthrateof (n 1) ¥ n n i,

n

" deathrateofn ¥ (n 1) n
Hence,
8
%1 n=_0;

N CEEL n=K+1:

1Although the actual service time for normal trips follows a uniform distribution and that for adjusted trips
follows a conditioned Erlang distribution, we approximate both with exponential distributions to facilitate the
analytical tractability of the queuing model.
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By definition, the steady-state probabilities satisfy pn & Po QE=O Ncfopn =1;2;:: K+ 1

K+1

F)
Substituting them into  ;* "p, = 1, weobtainpg =5 -k = 1. To derive the

product E:o v, we consider the normal and adjusted states separately:

e For0 n K,

Y Y

rk = _
k=0 k=0 K

"1
nonl

* For n = K + 1, the product takes one additional factor,

1 K
e ¥ -
Nk = Ik 0 = 0:
- KD+ KI (K 1) +
Therefore,
n K
P 'l X - -
g = o + K (K 1) T 0:
n=0 k=0 n=0 ' ’

We conclude that

K=y (=) g
n! KI (K 1) + ¢

Po =

n=0

Hence, the probability pk+1 of the system being in state K + 1, i.e., the probability the truck

pauses to wait for at least one drone to return, is given by

N KI (K 1) + ¢
Pk+1 = Po g =
k=0

XK=y (=) >0

+
n! KI (K 1) + ¢
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5.3.4 System performance metrics

The queuing model yields two key system performance metrics: the traversal time and
energy consumption of the truck-drone system to serve a given region.

Traversal Time. As previously described, the truck only pauses when the system reaches
the full state, n = K + 1, and otherwise moves at a constant speed, V1. As illustrated in
Figure 5.1, withinan L L square area, if the strip width is 2D, the total truck miles can be

expressed as L + %. The first term L represents the longitudinal distance traveled from

south to north, during which the truck does not stop. The second term % corresponds to the

total lateral distance while sweeping across the service area, during which the truck may

occasionally stop due to drone unavailability. Laterally, the travel time without any stops is

L2

35 v, - Lhe total stopping time Tstop can be further derived as:

Pk +1 L? ]
1 pk+1 2D v

Tstop -

5.7

Thus, the average traversal time T of the truck spent in the region can be expressed as:

2

1
T =— L+ —
VT 2D

+ Tstop: (58)

Energy Consumption. Assuming that the energy consumption of a drone is linearly
proportional to its flight time (Shi et al., 2022) and that truck energy consumption is based
on vehicle miles traveled, the total energy consumption for the truck, denoted as Qr, and for

the K drones, denoted as Qp, can be expressed as:

L2
QT_ T L+E ’ .
w |
Qb= b K pk +K pcer  T;
k=1
Q= Q7 + Qp;
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where 1 (kW h/mile) and p (kW) represent the energy consumption coefficients for the

truck and drones, respectively.

5.3.5 Optimal design for truck-drone collaborative delivery

The truck-drone collaborative operation is primarily influenced by three exogenous
factors: the side length of the service area L, the density of access points , and the number
of drones onboard K. Additionally, the platform makes strategic decisions to optimize
truck-drone operations, particularly the truck and drone speeds vVt and Vp, as well as the strip
width applied to drones D. Since the service rate is positively correlated with drone speed
and a higher service speed is always preferred, we set the drones to operate at maximum
speed limit while adjusting the truck speed to coordinate effectively. The optimal truck-drone

collaboration is then determined by solving the following optimization problem:

min T (5.9a)
fD;vrg

s.t. (5:3) (5:8)

_1 1
TES T ES) 520
0 vv vp;0 D % (5.9¢)

The objective in (5.9a) aims to minimize the average truck traversal time. Constraints 5.9b
specify that the service rate as the inverse of the expected service time for normal or adjusted
drone trips, respectively. Constraints 5.9¢ ensure that the truck speed does not exceed the

drone speed and that the strip width does not exceed half the side length of the service region.
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5.4 Numerical Analysis

The operational strategy for truck-drone collaborative delivery is evaluated through a
series of simulation experiments. First, we compare the queuing approximation model with
simulation results to assess the accuracy of our predicted truck stopping time and traversal time.
Next, we conduct a comprehensive performance evaluation of the proposed collaborative

strategy, comparing it to the truck-only delivery under various market conditions.

5.4.1 Simulation and measurement

Simulations are conducted to evaluate the effectiveness of the proposed approximation
for total truck stopping time in Eq. (5.7) and truck traversal time in Eq. (5.8). Without loss
of generality, instead of simulating a Zig-Zag truck route, we simulate a straight 10-mile
segment, as illustrated in Figure 5.3. Delivery access points are scattered following a spatial
Poisson process along the strip. The simulation platform records the “ground truth” delivery
time for each task from the truck’s entry into the strip until the completion of the delivery
tour. The simulated results are compared against the approximated prediction across various
scenarios with different values of T ; D; vt ; Vp; K( to assess approximation accuracy. The
baseline parameters are set as follows: drone service strip width D = 0:5 miles, order density

= 10 (orders miles?), truck speed v = 10 miles/hour, drone speed Vp = 20 miles/hour,
and number of drones K = 3. In each plot of Figure 5.5, four out of the five parameters are
held constant, while the truck stopping time and the traversal time are plotted against the
varying parameter.

The rate at which the truck encounters delivery access points, given by Eq. (5.3), is
determined by the exogenous factor—the order density —as well as operational decisions,
including the strip width D and truck speed V. A higher order density increases the
frequency of encountered tasks, while a wider strip coverage and a faster-moving truck also

contribute to a greater arrival rate of delivery tasks along the truck’s trajectory. On the other
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hand, from Eq. (5.4), a larger strip width D and a higher truck speed vy result in longer
drone travel distances, thereby reducing their service rate for delivery tasks. Thus, increasing

; D; vy while holding all other variables constant leads to a higher task arrival rate and a
lower service rate, collectively increasing the probability of queuing congestion. Consistent
with this analytical insights, Figures 5.5a, 5.5b, and 5.5c all present longer truck stopping
time in response to increases in T ; D; vrg.

More specifically, Figure 5.5a illustrates that when the strip width D is sufficiently
small, the truck never pauses, indicating an absence of congestion in delivery. This occurs
because the number of arriving tasks is low, and at the same time, drones can quickly
return to the truck. However, considering the truck’s Zig-Zag route in a rectangular service
area, a smaller strip width D results in more frequent lateral trips, increasing the total
traversal time. Conversely, a larger D reduces the number of lateral trips but increases truck
stopping time inside each strip due to congestion. Therefore, selecting an appropriate D is
crucial for minimizing the truck’s traversal time. Figure 5.5b shows that both truck stopping
time and traversal time exhibit a nearly linear relationship with order density . As order
density increases, the frequency of encountered delivery tasks rises proportionally, leading
to more frequent drone dispatches and higher congestion levels. More interestingly, Figure
5.5c evidences that while a higher truck speed vt monotonically increases truck stopping
time, it exhibits a convex relationship with total traversal time, first decreasing and then
increasing as speed increases. This occurs because a faster truck speed allows the truck to
move more quickly and reduces traversal time in low-congestion scenarios. However, as
the speed increases further, the truck encounters delivery tasks more frequently, increasing
the likelihood of congestion and forcing more frequent stops, ultimately leading to longer
traversal times. Finally, Figures 5.5d and 5.5e illustrate that increasing drone speed—which
enhances the service rate—and increasing the number of drones both reduce the chance of
service congestion, leading to shorter truck traversal time. However, the marginal benefit

of increasing drone speed or the drone fleet size diminishes as the system approaches a
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non-congested state.

5.4.2 Comparison of truck-drone collaborative delivery vs. truck-only delivery

We next compare the performance of the truck-drone collaborative delivery with the
truck-only delivery mode. For the hybrid mode, we evaluate three scenarios in which the
truck carries K = f1; 2; 3g drones, with order densities ranging from 1 to 10 orders/miles?.
In all cases, given a service region of side length L = 5 miles and drone speed of vp = 20
miles/hour, we solve the optimal operational problem (5.9) to determine the optimal strip
width D and truck speed V.

For the truck-only mode, we use a heuristic TSP approximation proposed by Daganzo
(1984c). In this approach, the minimum total travel distance for a one-to-many TSP is
estimated asdrsp  Ktsp pm, where A = L? is the service area, and N = L2 represents
the number of delivery points within this region. Using a swath heuristic, which partitions the
service area into strips and determines the optimal swath width—similar to the approach in
Figure 5.1 but without drones—Daganzo (1984c¢) estimated the constant factor ktsp as 0.9 for
the Euclidean metric and 1.15 for the L; metric. Based on the estimated travel distance, the
truck traversal time and energy consumption are Trsp = drsp=V; and Qrsp = 1 drsp,
respectively, where v is the optimal truck speed obtained in the truck-drone collaboration.

We then compare the average truck traversal time (minutes) and total energy consumption
(kW h) for the truck-drone collaborative delivery against the corresponding metrics in the
TSP benchmark. For energy consumption costs, we follow the specifications in Jeong
et al. (2019), assuming a drone’s load-dependent energy consumption function is linearly
dependent on its payload. In this analysis, we set the drone energy consumption parameter
as p = 1kW, reflecting an average package weight of 10 kg. For ground vehicles, we
reference the Rivian Electric Delivery Van used by Amazon, which has a reported battery

capacity of 135 kW h and an estimated range of approximately 150 miles per charge?. This

2https://en.wikipedia.org/wiki/Rivian_EDV
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Figure 5.6: Comparison between the hybrid and truck-only mode on (a) truck traversal time
and (b) energy consumption w.r.t. order density.

translates to a rough energy consumption of 1 = 0:9kW h/mile.

Figure 5.6 compares the results and highlights the conditions under which the truck-drone
hybrid mode outperforms the truck-only mode. From Figure 5.6a, an interesting observation
is that a truck carrying a single drone yields nearly identical performance to the estimation
for the truck-only mode under L; metric. However, as the number of drones increases, the
truck-drone collaboration consistently reduces average truck traversal time compared to both
the Euclidean and L, estimations across different order densities. On the other hand, Figure
5.6b shows that as long as the truck carries at least one drone, the hybrid mode achieves
energy savings compared to the truck-only counterpart. In fact, drone energy consumption
is minimal relative to that of the ground truck, accounting for only about 10% of total energy
use. The primary energy savings stem from a reduction in the truck’s vehicle miles traveled
in the hybrid mode compared to single-mode operation. Furthermore, increasing the number
of drones expands the optimal strip width D, further reducing the truck’s total vehicle miles

traveled and ultimately leading to lower overall energy consumption.

111



5.5 Summary

This chapter analyzes the strategic design for a truck-drone collaborative delivery system.
We develop and optimize a CA model to evaluate the potential performance benefits of
this hybrid delivery mode. To estimate truck traversal time, we project the system as a
capacitated queuing process to approximate the probability of service congestion when
the truck must pause and wait for drones to proceed on delivery tasks sequentially. Such
congestion arises when a cluster of orders appears in close proximity, exceeding the capacity
of the onboard drone fleet. In these cases, the truck is forced to stop and wait for a returning
drone before continuing downstream service. The accuracy of the proposed CA model
is validated through a series of experiments, comparing its outputs with discrete-event
simulation results. Both analytical and numerical findings indicate that truck traversal time
is highly dependent on two key operational decisions: strip width and truck speed. This
dependency is observed within a given service area while accounting for exogenous factors
such as order density, drone speed, and the number of drones onboard. Regarding truck
traversal time, we find that a one-truck-one-drone system performs similarly to a truck-only
delivery mode when the truck follows an L; distance path. However, with two or more
drones, the hybrid mode begins to demonstrate substantial advantages. In terms of energy
consumption, the truck-drone hybrid mode is more energy-eflicient because it significantly
reduces the truck’s vehicle miles traveled, while the energy consumption of drones stays
marginal.

We acknowledge that, for analytical traceability, several assumptions were made in this
study regarding the synergy between truck and drone operations. Future research could
refine this analysis by relaxing these assumptions to better reflect real-world operations.
First, we assume that the adjusted return point of drones to the truck follows a uniform
distribution between the optimal dispatch and retrieval points. Additionally, we approximate

the service time as exponentially distributed to facilitate the analytical derivation of state
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probabilities of the system. In the modeling, the truck is assumed to travel at constant speed,
pausing only at the optimal dispatch point of the upcoming downstream task when congestion
occurs. However, this operation becomes inefficient when the truck’s speed approaches that
of the drone. In such cases, the optimal dispatch angle, given by arccos(vt=Vp), requires
drones to be dispatched much earlier, potentially leading to excessive detours. When the
system is congested, a drone whistled to adjust its return leg may have to fly a long distance
backward to synchronize with the next optimal dispatch point. A more efficient approach
would dynamically adjust the optimal dispatch angle based on congestion levels. Instead of
forcing the truck to stop strictly at the optimal dispatch point, it could instead pause at a
midpoint between the drone’s current and upcoming delivery access points. Besides, future
research could also explore other alternative hybrid delivery technologies, such as truck-robot
collaboration. While both drones and autonomous delivery robots are low-capacity vehicles,
they differ significantly in their technical capabilities and applications. Compared to drones,
delivery robots offer higher payload capacity but operate at significantly lower speeds. In the
variant of truck-robot delivery, robots may not be dispatched and retrieved within the same
strip of the Zig-Zag route; instead, they could catch up with the truck on a neighboring lateral
trip. In cases where drones face stricter restrictions, delivery robots provide a ground-based

alternative for an adaptive and regulatory-compliant hybrid delivery solution.
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Chapter 6:  Low-Capacity Autonomous Solutions: Dynamic Order Fulfillment

with Drones in Rural Areas

6.1 Introduction

As described in Section 1.2, meal delivery in rural areas, particularly in mountainous or
lake regions, faces challenges due to sparse demand and high uncertainty in both spatial
and temporal distribution. In such scenarios, pre-disclosed deterministic arrival of requests
and delivery locations, which is prevalently assumed by most existing studies in this area,
may no longer be applicable. Therefore, dynamic processing of order fulfillment and
enabling the efficient batching of orders arriving at different time points in uncertain market
contexts become crucial in the evolving landscape of rural meal delivery. Autonomous
delivery solutions, such as drones, are well-suited for these scenarios, offering significant cost
reductions and enhanced flexibility. This chapter addresses the dynamic order fulfillment
problem faced by a restaurant/platform manager who operates a fleet of low-capacity drones,
servicing requests arriving in a stochastic manner.

Consider the typical meal delivery services, a restaurant continuously receives delivery
orders, each distinguished by varying weights, urgency levels, and geographic destinations.
To fulfill these order requests, a manager orchestrates delivery cycles following predetermined
epochs, distributing packages from the depot via drones. At each decision epoch, the manager
must select a subset of orders for immediate fulfillment through a coordinated wave of
autonomous delivery. Upon the completion of each delivery cycle, fulfilled orders are
cleared from the system, whereas unfulfilled ones join with newly incoming requests for
consideration in the subsequent cycle. The primary challenge within this logistical framework
is the adept management of dynamic and stochastic delivery orders. Rather than simply
arranging delivery plans based on existing requests, more efficient strategies should account

for potential order arrivals in the near future. Capitalizing on opportunities to batch orders
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arriving at different times and delivering them collectively can yield significant savings in
vehicle miles traveled, particularly when their destinations are close in distance. But to
facilitate order consolidation, certain requests may need to be strategically postponed to
future delivery cycles, which are as yet unrealized and subject to uncertainty. However, by
leveraging historical service records, the manager possesses insights into potential demand
profiles. Consequently, the manager must weigh the trade-off between existing orders in the
pipeline and potential future arrivals to determine whether to prioritize or postpone individual
orders with varying penalties and locations, constrained by the delivery capabilities of drones
in both the current and future cycles. This decision-making process necessitates proactive
decisions at each epoch and the implementation of corrective actions through recourse rules
in subsequent cycles.

This chapter introduces a stochastic optimization model with a two-stage structure
designed to address the aforementioned cyclic order fulfillment decisions. The first stage
models the decisions and system operations within the current delivery cycle, while the
second stage anticipates operations in future cycles, dependent on decisions from the
first stage, and feeds potential costs back to the first-stage objective. Through repeated
implementation of this model from one cycle to the next, the order fulfillment problem
is solved dynamically to minimize total operational costs accrued over time. The main

contributions of this chapter are summarized as follows:

* A two-stage stochastic model is formulated to tackle the dynamic order fulfillment
problem in on-demand meal delivery with drones, taking into account various sources
of demand uncertainty, including the variations in arrival patterns, delivery destinations,

and package weights of individual orders.

* An integer L-shaped method is customized to enhance its computational efficiency
on the proposed two-stage model. By streamlining the branch-and-cut process to
focus on a slim set of variables connecting the first- and second-stage problems, we

notably reduce the size of the branching tree. Our experiments demonstrate that this
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‘slim’ integer L-shaped method significantly outperforms the brute-force solution of
the extended form by Gurobi, which fails to reach optimality within a reasonable

timeframe.

The second-stage subproblem, which involves routing constraints for drones, acts
as a bottleneck in the computation time of the entire problem. In order to meet the
requirements of online decision-making, the branch-and-cut process is further refined
by substituting the exact method for solving the subproblem with a pair of heuristic
methods and integrating them alternately. Incorporating these heuristics accelerates
the processing speeds by over 20 times compared to the exact L-shaped method, while

still maintaining an optimality gap of less than 1% in our experiments.

A comprehensive sensitivity analysis evaluates the potential of deploying the two-stage
stochastic model for drone delivery compared to its myopic single-stage counterpart
in a dynamic market setting. The significance of accounting for uncertain future
demand profiles depends heavily on the sources and levels of the uncertainty. Overall,
the stochastic program typically outperforms the single-stage approach by 20% in
operational costs over the long term when uncertainty regarding future demand
remains low. The superiority of the stochastic program remains fairly robust against
uncertainties in delivery destinations and package weights. It, however, diminishes

with increasing uncertainties in order arrivals.

The remainder of this chapter is organized as follows. Section 6.2 reviews the related work,

summarizing previous studies on the formulation and solution of stochastic programming to

the current study. Section 6.3 introduces our problem setting of dispatching drones cyclically

for spatially distributed tasks and formulates a two-stage stochastic program for tackling the

problem with intrinsic demand uncertainty. Sections 6.4 and 6.5 details the integer L-shaped

method and our modifications, followed by numerical results comparing the computational

performance of three variants of our customized method to the standard integer L-shaped
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method and the brute-force solution by Gurobi. Section 6.6 conducts further numerical
analysis on a series of representative instances to systematically evaluate the benefits of
incorporating uncertain future demand in the operations of on-demand last-mile delivery. At

the end, Section 6.7 concludes this chapter.

6.2 Literature on Stochastic Programming

This section reviews the literature from the methodological perspective, focusing on the
formulation and solution of stochastic programming, and highlights how our work differs
from and contributes to existing discussions. We begin by exploring research on dynamic
and stochastic vehicle routing problems, and further motivate our modeling of dynamic order
fulfillment as a two-stage stochastic program with rolling horizons. Next, we offer a concise
review of various modeling and decomposition techniques within the field of two-stage

stochastic integer programming.

6.2.1 Dynamic and stochastic vehicle routing problem

On-demand meal delivery services require extreme timeliness, necessitating operations
capable of effectively managing a transient and stochastic market environment. A widely
used approach to address method of tackling such dynamic decision-making problems
is through the application of Markov decision processes (MDPs), which have also been
employed to model and address vehicle dispatch and routing for order fulfillment problems
(Yoon and Albert, 2021; Jenkins et al., 2021). Dynamic programming as a common
technique for solving MDPs, however, faces significant challenges in large-scale stochastic
environments owing to the explosive increase in the dimensions of states, decisions, and
scenario realizations, especially when involving vehicle routing. Consequently, heuristic
methods or approximations are often needed for adopting MDPs in such use cases. Secomandi
and Margot (2009) developed a finite-horizon MDP formulation for the VRP with stochastic

demand and solved it through a partial re-optimization heuristic by restricting all possible
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states to a small subset. Similarly, Klapp et al. (2018) formulated the dynamic dispatch waves
problem as an MDP, where orders are batched through delivery waves. They solved this MDP
by approximating the cost-to-go function and converting the MDP into an approximate linear
program. Contrary to dynamic programming, which explores the entire state and action
space of MDPs, multi-period optimization with rolling horizons takes further approximations
by seeking local optima for individual or adjacent decision epochs without backtracking
the entire future trajectories. The rolling-horizon framework typically couples with online
algorithms, making decisions based on the current state and a limited future horizon (Alden
and Smith, 1992). This method has been widely applied to dynamic problems such as energy
planning (Silvente et al., 2015), resource allocation (Bertsimas et al., 2017), and vehicle
routing problems (Figliozzi et al., 2007; Ma et al., 2023). In this chapter, we opt for the latter
approach to address an online dynamic order fulfillment problem using rolling horizons
instead of solving offline a priori policies. To better adapt to the dynamically revealed
stochastic demand during execution, we model the optimization for each decision epoch as a
stochastic order dispatch and vehicle routing problem.

The formulations for stochastic order fulfillment fall into two categories: chance-
constrained programs and stochastic programs with recourse. For the former, delivery
failures are permitted, with the probability of failure constrained to remain below a certain
threshold (Raff, 1983). The more prevalent formulation is the latter, aiming to find a
solution that optimizes objectives considering both certain and uncertain aspects of system
realizations. In the context of order fulfillment, uncertainty could stem from the demand
side (Bertsimas, 1992; Laporte et al., 2002) or the supply side(Laporte et al., 1992; Tas
et al., 2013). Specifically, Bertsimas (1992) and Laporte et al. (2002) considered stochastic
demand with uncertain package weights. They assumed the weight of each package was
unknown before arriving at the customers and vehicles might be unable to load the full
customer demand, resulting in return trips to the depot. These return trips are followed by

the resumption of the original routes and incur additional penalties due to corrective trips.
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Our problem entails different forms of uncertainty and managerial goals. All pending orders
are fully realized at the beginning of each delivery cycle in our case, eliminating the need
for routing corrections. Instead, our decision-making revolves around whether to accept
pending orders in the current or future cycles.

While optimization models for drone delivery systems have received growing attention,
problems that incorporate uncertainty in system conditions remain relatively understudied.
Existing research has mostly focused on strategic decision-making. For example, to enhance
the timely delivery of aid packages to disaster-affected areas, Kim et al. (2019) investigated the
optimal placement of drone take-off platforms by incorporating a stochastic flight coverage
range influenced by weather conditions. Similarly, Ghelichi et al. (2022) considered a drone
facility location problem that accounts for uncertainty in demand locations. Beyond location
decisions, some studies also examined the optimal number of drones while accounting for
uncertainties in battery duration (Kim et al., 2018) or demand (Hadas and Figliozzi, 2024).
Stochastic scheduling problems have also been explored. For instance, Huang et al. (2020)
developed a model to maximize the probability of completing a drone journey within a given
time threshold on a stochastic, time-dependent public transportation network. Likewise,
Deng et al. (2024) proposed a robust optimization model to minimize service delays by
incorporating stochastic travel times in a truck-drone collaborative delivery system. In
contrast to these studies, which focus on one-time delivery routing and scheduling, our work
addresses real-time decision-making in a dynamic environment. The delivery system under
consideration operates within a rolling-horizon framework, where the operational decision
is to exercise controlled delays in each cycle to enable opportunities for batching orders
and reducing costs. Methodologically, this objective aligns more closely with dynamic
and stochastic VRPs, where recourse actions are allowed and even encouraged to correct

previous delays.
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6.2.2 Decomposition methods for two-stage stochastic integer programming

To solve the stochastic programs with recourse, the most common approach is to convert
it to an equivalent deterministic problem by constructing a sample average formulation. The
basic idea is to approximate the recourse function through the average estimates from a
finite set of scenarios sampled based on known distributions of uncertain events. When the
number of scenarios is sufficiently large, the obtained optimal solution will converge to the
true optimal value almost surely (Birge and Louveaux, 2011). However, accurately solving
sample average models with large simulated scenarios can be time-consuming. As a result,
the implementation of the integer L-shaped method, an exact decomposition algorithm is
effective for a broad spectrum of stochastic integer programs that involve recourse. This
branch-and-cut method iteratively computes a first-stage solution by introducing additional
optimality cuts generated using the immediate expected cost of recourse in each iteration
(Laporte and Louveaux, 1993). When compared to directly solving the sample average
formulation with a large number of scenarios, the integer L-shaped method has demonstrated
remarkable efficiency on many applications, including vehicle routing problem (Laporte et al.,
2002), location and network restoration problem (Sanci and Daskin, 2021) and generalized
assignment problem (Albareda-Sambola et al., 2006).

As an enhancement to the original integer L-shaped method by Laporte and Louveaux
(1993), Angulo et al. (2016) further improved the efficiency through two key strategies
of alternating between linear and mixed integer subproblems and introducing a new type
of integer optimality cut. Building upon this framework of alternating cuts, Sanci and
Daskin (2021) took a modification by employing a special branching scheme based on
the fractional condition of the variables of interest, as opposed to the traditional binary
branching tree. Despite these advancements, the modified integer L-shaped method, aimed
at exact solutions, still faced computational challenges that made it unsuitable for real-time
decision-making. One alternative solution is the cut-and-project framework developed by

Bodur et al. (2017) to strengthen the L-shaped cut, but it requires continuous recourse
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(second-stage) variables, which are inapplicable in our case. Mousavi et al. (2022) identified
a totally unimodular structure in their second-stage problem and applied the cut-and-project
framework on a stochastic last-mile delivery problem with uncertain availability of crowd-
shippers. Nonetheless, our problem presents a more intricate second-stage structure that
spans several delivery cycles, making it difficult to adapt to this framework. The seminal
work closely related to ours is by Larsen et al. (2023), who introduced a groundbreaking
approach by substituting the exact second-stage solutions with fast, yet accurate, predictions
from supervised machine learning. Instead of pre-training an offline prediction model, we
adopt the heuristics provided by Google OR-tools for solving second-stage subproblems.
Additionally, we integrate them within a two-tier structure for generating optimality cuts,

ultimately enhancing computational performance to handle on-demand operations.

6.3 Problem Formulation

This section formulates a two-stage stochastic model for the cyclic order fulfillment
decisions at a service depot, illustrated in Figure 6.1. At each decision epoch, the depot
selects a subset of pending requests for immediate fulfillment in the current delivery cycle
using a fleet of drones. We assume the depot has access to prospective demand profiles,
which encompass distributions of the number of package arrivals, along with their weights,
urgency levels, penalties for late delivery, and destinations. Consequently, when optimizing
decisions in the current cycle, this future information should be incorporated. Taking the
decision Epoch 3 at 12:00 in Figure 6.1 as an example, our proposed stochastic model makes
first-stage decisions that involve selecting pending orders actualized at 12:00 and dispatching
drones to fulfill them in the current delivery cycle. Any order not accommodated within
the current cycle will be deferred to the subsequent cycles at 12:10 and 12:20, incurring
heightened penalties. In the meanwhile, the second stage pictures prospective demand
arrivals during the period from 12:00 to 12:20 and models the interactions between current

fulfillment decisions and prospective system realizations. The ultimate goal of the two-stage
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Figure 6.1: The rolling-horizon implementation of the two-stage stochastic program for
dynamic order fulfillment at a service depot. The first stage takes the operational decisions
for the current delivery cycle at each epoch, with the second stage accounting for their
interactions and consequences across several subsequent cycles within a defined future
horizon.

model is to facilitate optimal decision-making for the current cycle, aiming to minimize the
expected operational cost in the long run.
The model distinguishes between the current and future cycles using the superscript t.

All states and variables related to the current delivery cycle are associated with t = 0, while

where the index T denotes the cardinality of T . The delivery cycles are predetermined, and
the length of each cycle is assumed sufficient for an drone to travel back and forth from
the furthest possible delivery point. Each drone has limited load capacity Q and a battery
capacity E, with which the dispatching and routing decisions of drones must comply. By the
end of each delivery cycle, all dispatched drones will return to the depot to be replenished
with fully charged batteries for the subsequent cycle of deliveries. Based on this setup, the
remaining sections elaborate on the modeling components separately for the first and second
stages, and then integrate both stages into a unified model. A notational glossary is enclosed

in Appendix D.1 for reference.
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6.3.1 First-stage decisions and constraints

Consider an arbitrary decision epoch with an accumulation of pending requests, denoted
as M, which includes both unfulfilled and newly incoming orders from the previous delivery
cycle. For each of these existing requests m 2 M, its exact time of generation, package
weight g, drop-off destination, and time-moving penalties are known. The penalty incurred
at any cycle t(2 f0g [ T ) is predetermined as ct,. We use the binary variable y?, to indicate
whether request m will be selected for delivery in the current cycle (t = 0).

Additionally, a set of dispatchable drones is available for service, denoted as K, and
the binary variable r%* indicates whether drone k(2 K) will be dispatched in cycle 0. For
each drone dispatched in a delivery cycle, it tours through a series of delivery points for
package drop-offs. The tours of drones can feasibly traverse from the depot to the drop-off
location of an order m 2 M, from one drop-off location to another, and return back to the
depot after dropping off the last package. We assume that within each delivery cycle, each
drone executes only one tour that starts and ends at the depot. In other words, drones do
not return to the depot and embark on additional drop-off tours within a cycle. To facilitate
the modeling of drone routing, we use two aliases to represent the service depot: O and
D, which respectively denote the starting and returning points for drones heading out for

delivery. Thus, mathematically, the set of feasible arcs A for drones can be defined as

follows:
A=1(i;))ji2M [ fOg;j 2 M [ fDg;i & jgnf(O; D)g:

To streamline the notation, we abuse the index of order request m(2 M) in an arc tuple
to denote the drop-off location of order m serving as the starting or ending node of the
arc, respectively. With that, a set of binary decision variables X(i)j;k is further introduced to
indicate whether drone K traverses through arc (i; J) in cycle 0, for all kK 2 K and (i; J) 2 A.

The selection and dispatch of orders to specific drones as well as the delivery sequence of
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each drone for assigned packages in the current cycle are subject to the following constraints:

X

Ok — Xg':n 8k 2 K; (6.1)
m2M

POk Ok 1 8k 2 Knflg; (6.2)
<X X 0:k

yr(‘)n — e 8m 2 M; (6.3)
k2K j2M [fDg

< 0:k 208 0;k
Xirn Xn%j =0 8m2 M; k2 K: (6.4)
i2M [fOg J2M[fDg

Constraint (6.1) indicates that if drone K is dispatched in the current cycle, it will travel out of
the depot to one of the delivery points. Constraint (6.2) is designed for symmetry breaking,
ensuring that drone K can be dispatched only when drone k 1 is used. Constraint (6.3)
guarantees the delivery of order m by one of the drones if the order is selected for fulfillment
in the current cycle. Lastly, Constraint (6.4) maintains individual drop-off locations as
intermediate visiting points of the drones’ delivery tours.

Furthermore, two continuous variables u?;k and V?;k are introduced to represent the
remaining load of packages (measured in kilograms) and battery power (measured in
kilowatt-hours) of drone k immediately after visiting node i. Specifically, for any drone k
out for delivery, its starting state of charge, ng, at the depot is assumed to be equal to the
battery capacity E, while the ending load, u%k, when returning to the depot is fixed at 0. The
en-route energy consumption rate of drones may vary depending on the load of packages
(Xia et al., 2023). Let function P (u) denote the per-unit distance energy consumption rate
of drones with a carrying load of U. Then, the energy consumption of one drone traveling
from node i to j with load u; equals to P (u;) dij, where dj; represents the distance traveled

between the nodes. Therefore, the reduction of package loads and battery state of charge of
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each drone through the delivery tours can be captured by the following constraints:

uut g +Q @ X9 8(i:j)2A k2K; (6.5
u w; u*=o0 8k2K;  (6.6)
VO Pl dy+E @ X 8(i;j)2A k2K; (6.7
vik=E; vZ* o 8k2K: (6.8

Constraints (6.5) and (6.7) monitor the reduction of package weights and battery power carried
by drones during the delivery tours. Constraints (6.6) and (6.8) ensure that carried packages
and energy consumption of each delivery tour do not exceed drones’ load capacity and
battery capacity, respectively. Together, these four constraints serve as subtour elimination

measures (Toth and Vigo, 2002), ensuring a single, coherent route of delivery for each drone.

6.3.2 Second-stage variables and constraints

In the second stage, the model predicts stochastic demand patterns several cycles into the
near future, represented by a distribution of scenarios denoted with the superscript .

Let N be the set of potential order requests that could arrive within the next T cycles. Each
request N(2 N) can realize with different arrival times, delivery locations, and time-moving
penalties ¢t in different scenarios. In particular, we let a,, denote the first decision epoch for
request N immediately following its arrival in scenario . Accordingly, the order selection
decisions in the second stage involve both the remaining unfulfilled requests from the current
delivery cycle and those new arrivals in the future scenarios. Therefore, we use binary
variables Y& and y& to indicate whether an existing request m 2 M and a newly arriving
order n 2 N would be fulfilled at the particular cycle t 2 T in the future. Any orders that
cannot be fulfilled within the horizon T will be automatically considered “handled” at an

ad-hoc cycle T + 1. The following three constraints specify the order fulfillment decisions

125



in the second stage as well as their connection to first-stage decisions:

x .
2T [fT+1g
x .
Ji =1 8n 2 N; (6.10)
2T [fT+1g

M (1 y5) a, t 8n2N;t2T [fT + 1g; (6.11)

n

Specifically, Constraint (6.9) ensures that existing orders will be fulfilled either in the current
cycle or one of the future cycles. Constraint (6.10) specifies that potential orders will be
handled in a future cycle, while the Big-M Constraint (6.11) restricts that those orders can
only be serviced after their generation.

It is worth noting that the number of order arrivals in the future scenarios can also be
stochastic in nature. As the two-stage formulation does not recognize a variable set of N
(i.e., JNj is fixed for different scenarios in ), we employ a workaround by expanding the
delivery range to bypass this restriction and enable randomness and variations in the number
of requests. For instance, if the delivery points of orders are distributed regularly within a
range of (0, 10] miles from the depot, we could simulate a fixed number of requests over the
range of (-5, 10] miles by including an extended negative range. Then, those cases inside the
negative range will be treated as invalid requests and served immediately by a “virtual drone”
with an unlimited service capacity in each cycle. We introduce an additional variable z, to

indicate the validity of order n and whether it is taken care of by the virtual drone once it

is generated. Constraints (6.12) - (6.15) dictate the second stage’s dispatching of selected
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orders to drones for fulfillment:

X X
yi = Xing 8m2M;t2T,; (6.12)
k2K j2M [N [fDg
X X
yi = Xn' +z, 1(a, =t) 8n2N;t2T; (6.13)
k2K j2M [N [fDg
don M z, 8n 2 N; (6.14)
don M 1 1z, 8n 2 N: (6.15)

For an order selected to be fulfilled in cycle t, Constraints (6.12) and (6.13) ensure it is
processed by one drone within the cycle. Invalid orders, as indicated by z,,, will be handled
by a virtual drone. The latter two Big-M Constraints (6.14) and (6.15) recover the validity
of second-stage orders based on their generated delivery distances from the depot, i.e., dg,,
forn 2 N.

The set of feasible arcs for drones in the second stage is denoted as A, which can be

materialized as follows,

A=1(i;j)ji2M [N [fOg;j 2M [N [ fDg;i & jgnf(O; D)g:

Similar to the first stage, the delivery tours of drones at each cycle t 2 T in the second stage
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should also satisfy the feasibility constraints as follows,

X

ik — xg'j; 8k2K;t2T;
j2M [N
(6.16)
rtki ptk L 8k 2 Knflg; t2T;
(6.17)
> ” < ”
th' xﬁ;j’zo Bh2MI[N; k2K;t2T,
i2M [N [fOg J2M[N[fDg
(6.18)
u};k; u'ic;k; g +Q (1 ngik; ) 8(15))2A k2K t2T;
(6.19)
ugk; Q;utg,k;zo 8k2K;t2T;
(6.20)

v P e dy+E (L x(©) BB 2A K2K; t2T;

(6.21)
Ve = E; v 0 8k2K;t2T:
(6.22)

Again, Constraints (6.16) and (6.17) are for symmetric-breaking dispatching of drones.
Constraint (6.18) maintains each delivery point as an intermediate visiting node of delivery
tours. Constraints (6.19)-(6.22) track the en-route changes in drones’ package loads and

battery power and eliminate subtours for delivery.

6.3.3 Two-stage stochastic program

Let X © represent the tuple summarizing all the first-stage decision and state variables,
denoted as X° = xO; yo; ro: u®: Vog. Below, we massage the aforementioned two stages

of constraints into a unified program for optimizing the order fulfillment decisions at the
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current epoch, in consideration of stochastic future demand:

(P1):
1
min < c® VO o+ =< d:: XXO;k + > YOk 0k
x0;y0;r02B;uf;v02R+ m ym o . ij o D
m2M (i;))2A k2K k2K
x<
+ r*+E QX% ) (6.23a)
k2K
s.t. (6:1) (6:8)
where
1
0 X X . . > . .
X% )= min et oyt o+ ot oyt
Q( ) xt ;yt ;zt rt 2B;ut vt 2R+ 2T [FT+1g m2m m Ym N n Yn
o ' ’ 1
XX XX X - > ke ke > N
+ @ d;j X+ Vg VR + rtk A
2T (i)2A k2K k2K k2K
(6.23b)

s.t. (6:9) (6:22):

In this optimization problem, the objective function (6.23a) seeks to minimize the total
operational costs incurred in the current cycle and the expected costs in future cycles, by
taking the expectation of the second-stage value function in (6.23b) over . Both the first-
and second-stage objectives comprise the following components in order: the first term
corresponds to the penalty for delayed order delivery; the second term pertains to variable
costs of drones that are proportional to touring distances; the third term addresses the cost
for drones’ energy consumption; and the final term accounts for the fixed cost associated
with each time of use for drones. The coeflicients for these cost terms, denoted as , ,

and , are constants with values specified exogenously.
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6.3.4 Sample average approximation

Solving the above optimization problem (P1) requires the computation of the expected

values outputted by the second-stage value function Q(X°; ). In nature, this characterizes

an integral in extremely high dimensions that is challenging, if not impossible, to compute.

The most common solution is to solve an equivalent deterministic sample-average problem

by sampling a discrete set of realizations instead of continuously distributed random events

(Birge and Louveaux, 2011). Then, instead of computing the expectation of Q(X°; ) in
g puting P

problem (P1), the sample average approximation (SAA) is used as a surrogate based on a

finite set of scenarios

Following this path, this subsection reformulates (P1) to the extensive form (EF) of SAA

as an integer program:

(EF):
1
< X x< > .
min cQ yo + dij X%k + Vg vy
X;Y;r;z2B;u;v2R+ .
m2M8 (i;)2A k2K k2K
1
< 1 X< > > o . . )
+ S T A A
k2K Vi, - t2T [fT+1g mM2M n2N
L 19
> @ > 1 208 t;k;! =< tk; ! tk; ! > t;k;!A:
+ dij Xij + Vo Vb + r -
27 (i:)2A k2K k2K k2K z
s.t. (6:1) (6:8)
> .
yo + yel =1 8m2M;1 2
t2T [fT +1g
208 1
yEt =1 8n2N;12
t2T [fT +1g
M (1 y&') a'l t 8n2N;t2T [fT +1g;1 2
, X > ko
yhl = Xeng 8m2M;t2T;12
k2K j2M [N [fDg
| X X t:k: 1 1 1
yht = Xni *2Zn 1@y =1) 8n2N;t2T;12
k2K j2M [N [fDg
don M z; 8n2N;!2
db, M 1 zY) 8n2N;!2
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(6.24¢)

(6.24f)

(6.24g)

(6.24h)



X

rtkt = Xes ! 8k2K;t2T;12 (624
j2M[N
rtiot otk 8k 2 Knflg;t2T;12  (6.24))
< tk;! < tkil _ . . -1

X Xpet =0 8h2M [N;k2K;t2T;12 (624K
i2M [N [fOg j2M [N [fDg
upet ot o +Q @ Y 8(i;j)2Ak2K;t2T;12  (6.24)
ust  QuE<t =o 8K2K;t2T;12 (6.24m)

vt vt Pt dy +E (1 xS 8())2AK2K 12T 12 (6.24n)

VERY = B VBT g 8k2K;t2T;12 : (6.240)

The scenarios in (EF) are generated based on Monte Carlo simulation, which will be detailed
later in Section 6.5.1. While (EF) is directly solvable, it is expected to be time-consuming
due to the drone routing components involved in the second stage. Thus, an integer L-shaped

method is further customized to expedite the solution for our problem.

6.4 Integer L-Shaped Method

This section delineates the development of a customized integer L-shaped method,
specifically designed to address dynamic order fulfillment decisions with the SAA formulation.
Our exposition is structured to provide readers with a step-by-step understanding of the
methodology. Firstly, we briefly overview the L-shaped method in Section 6.4.1, introducing
the concepts of feasibility and optimality cuts, and then bring up the ‘slim’ integer L-shaped
cuts in Section 6.4.2, refined to our specific problem structure. However, even with these
streamlined cuts, exact methods prove overly burdensome and impractical for real-time
decision-making. In response, we leverage the capabilities of Google OR-Tools to generate
L-shaped cuts using heuristic approaches. This leads to the establishment of a two-tiered
framework, introduced in Section 6.4.3, strategically designed to balance the trade-offs
between the quality and computational efficiency of cuts generated. Finally, we present the

complete customization of our L-shaped algorithm in Section 6.4.5.
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6.4.1 General framework of the L-shaped method

Before heading to our customization, let us first briefly introduce the standard L-shaped

method based on a general two-stage stochastic program:
minfc"x + E[Q(x; )]jAx =b;x  0g; (6.25)
X

where X denotes the first-stage decision variables; c' X calculates the associa-ted costs
with certainty; and AX = b represents a set of linear constraints imposed on X. Given the
separable structure between the first and second stages, the L-shaped method aims to build
an outer linearization of the recourse function, depicting the behavior of E [Q(X; )] in
response to the ex-ante decision X.

A new variable is introduced to generate a series of lower bound cutting planes to
progressively approximate the recourse function E [Q(X; )], denot-ed as L(X), which

transform the general form (6.25) into (P2) as follows (Birge and Louveaux, 2011):

(P2):
minz =c'x + (6.262)

s.t.
AxX =0 (6.26b)
Dix d 1=1;2; o) (6.26¢)
Ex + e 1=1;2; h (6.26d)
x 0 (6.26¢)

The above (P2) is called the master problem. It solves to find a proposal first-stage solution
X in ™ iteration, which is then sent to the second stage for calculating two types of cuts
added back to the master problem. These two types of cuts are added sequentially: (i)

feasibility cuts (6.26¢) ensure the feasibility of the second-stage problem with the first-stage
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solution produced, and (ii) optimality cuts (6.26d) provide the linear approximations of
L(X). In expression (P2), there are ¢ feasibility cuts and h optimality cuts, for which the
parameters TDy; d; E;; e,g involved are computed from the optimal solutions associated
with the second-stage problem. For our problem (EF), the second-stage problem is always
feasible with any solution X that is feasible to the first stage (i.e., orders may be fulfilled in T
cycles, or they may incur a significant penalty in the ad-hoc cycle T + 1). Thus, there is no
need to consider feasibility cuts in our problem; only optimality cuts are relevant. Through
the successive addition of optimality cuts, the variable increases to better approximate
L(X) until an optimal solution is found, indicating that L(X ) = . The generation of

specific integer optimality cuts will be covered with details in the next subsection.

6.4.2 ‘Slim’ integer L-shaped cut

Adapting the integer L-shaped method developed by Laporte and Louveaux (1993), we
present a branch-and-cut algorithm to decompose the problem for an effective solution. The
integer L-shaped method couples the branching scheme commonly employed in integer
programming with the concept of optimality cuts from the L-shaped method. Each iteration

begins with the solution of the master problem. If the solution of the first-stage binary
decision variables Y° = x°;y°; r°g contains fractional numbers, we create two new
branches on one of the fractional variables following the usual branch and bound procedure.
Otherwise, if the solution satisfies integrality, we need to check whether the condition
L(X% ) holds. If it does not hold, the following optimality cut, developed by Laporte

and Louveaux (1993), would be added to the master problem:

(L(X% ) L) XY-O XY-° (L(X% ) L)§S|j 1+L: (6.27)
i2S i2S

For this cut added, S is a set of indices defined as S := fi : YiO © ==10; S j represents

the count of first-stage binary variables with a value of one in this iteration; L(X% )
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denotes the corresponding second-stage expected value; L is the lower bound for L(X©),
ie,L mingofL(X%j(6:1) (6:8)g.

Different from the original treatment proposed by Laporte and Louveaux (1993), one
modification we make here is that instead of considering all first-stage binary variables Y°,
we slim down to the terms associated with y°, in constructing the cut. This refinement allows

ok -
; 1.6

us to build the branching tree around y?n, but ignore those for rok and Xjj ., Le.,

o X 0 X o o o
(Lyy™) L Ym ym (L™ ) DGST D+L; (6.28)
m2S m2S
wherey% =1form2S andy% =0form 2 S represent the the first-stage decisions on
whether to fulfill order m in the current cycle. The following proposition formally states Eq.

(6.28) as a valid optimality cut. (The proofs of all propositions are enclosed in Appendix

D.2 for reference.)
Proposition 6.1. Eq. (6.28) represents a valid optimality cut for the problem (EF).

The rationale behind Proposition 6.1 is that in our problem, only the pending requests from
the first stage affect the outcomes of the recourse. The distinct routing taken by drones to
fulfill the same set of orders within a single cycle would not interact with decisions in future
cycles, given that the battery is replenished, ensuring identical starting states for drones at
the commencement of each cycle. Therefore, unlike the original cut proposed by Laporte
and Louveaux (1993), the second-stage value function Q(y°; ) as well as its expectation
function L(y®) in our case depends solely on y° rather than r® and X°. One point worthy
of attention is that since the branching tree is not constructed using all first-stage binary
variables, we need to recheck the feasibility of the problem under the current solution of y©,
i.e., the existence of feasible solutions with r® and X° being non-negative and integral under
y°. For Algorithm 6.1 proposed in Section 6.4.5, Step 4 is designed specifically for such
purpose.

By incorporating the modified cut, we formulate the master problem for (EF) as follows:
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(MP):

> >

. 0o 0 0k
o m|n . . Cm Ym ™t dij Xij’
x0;y0:r02[0;1];u%;v0; 2R m2M (i:)2A k2K
< . x<
+ vg’k v%k + rOK 4 (6.29a)
k2K k2K
st. (6:1)  (6:8)
1
o < X o o
(Ly™) L Ym Ym (Ly™) LGS 1H+L 8 2H:
m2S m2S

(6.29b)

In this problem, the binary variables X°, y°, and r© are relaxed to be continuous as per
the branch-and-cut framework for the integer L-shaped method (Laporte and Louveaux,
1993). The term L(y% ) calculates the sample average of the second-stage value given y% |
e

P
" ﬁ 1> QY% ;1). Each Q(y% ) solves an instance of subproblem (SP) as follows,

which can be processed in parallel for | j instances:

(SP):
1
o > > . > . .
1) = min Ch Ym *+  Ch' vy
Q(y ) Xt;yt;Zt;rtZB;Ut;Vt2R+ o1 [fT+lg oM m ym N n yn
2 1 3
> X > X ek >
+ 4 o i+ velet vt 4 rtkts
t2T (i5)2K k2K k2K k2K
(6.30a)
s.t. (6:24c) (6:240)
_ X o
o + it =1 8m 2 M (6.30b)
t2T [T +1g
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6.4.3 Heuristic solution for subproblem (SP)

Each instance of the subproblem (SP) encapsulates a time-expanded order dispatching
and vehicle routing problem, whose complexity escalates significantly with the influx of
order requests. Despite leveraging the customized L-shaped method, computing the optimal
responses of each scenario realization remains arduous. To mitigate the time-intensive
challen-ges associated with solving the subproblem, Larsen et al. (2023) advocates for
substituting the exact resource function values Q(y® ;1) with some high-quality proxies
that can be obtained efficiently. They trained supervised machine learning models offline
to predict Q(y% ;1) and then apply those models for quick predictions as surrogates in
tasks requiring speedy decision-making. Their extensive experimental results demonstrate
that this substitu-tion strategy considerably reduce online solution times while maintaining
negligible optimality gaps in most cases. Inspired by their methodology, we propose to
solve (SP) through efficient heuristics, using built-in solvers provided by Google OR-Tool’s
vehicle routing package, and then take the estimated recourse costs L"!(y? ) for generating
integer L-shaped cuts. In consonance with the specifications of the OR-Tool API, for each
realized scenario ! 2, we transform the subproblem (SP) as per the framework of a
capacitated VRP with time-window constraints for effective solutions. The details of how
we synchronize the subproblem with the API are discussed in Appendix D.3.

Specifically, Google OR-Tool offers two different heuristic capabilities for solving VRP.
The first approach is a greedy algorithm, which, by design, swiftly generates a feasible but
potentially suboptimal solution. In contrast, the second approach adopts a more refined
approach, meticulously designed to escape local minima and continue the search for improved
solutions. Further elaboration on these heuristics, as well as their comparison to the exact
method, is also provided in Appendix D.3. Both of the two heuristics can be used to
solve the second-stage subproblem and output the recourse for different scenarios, which
are then substituted into (6.28) to generate the optimality cuts throughout iterations. To

clearly distinguish between them, we introduce the notation L9(y% ) and L249(y® )
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to represent the average recourse costs yielded through greedy and augmented heuristics,
respectively. Consequently, the derived optimality cuts from them are termed the ‘greedy
cut’ and ‘augmented cut’. Regardless of whether the second-stage problem is solved using
exact or any heuristic methods, the lower bound L in the optimality cuts (6.28) remains the

same, specified as L(y® = 1). This is reasoned by Proposition 6.2 below:

Proposition 6.2. For the subproblem (6.30), L(y® = 1) poses a lower bound on the

second-stage recourse costs L (y°) for all possible y°.

Between the two heuristic optimality cuts, the ‘greedy cut’ is characterized by its
computational expediency relative to the ‘augmented cut’. However, this efficiency may
compromise the quality of the resultant solutions, which, despite being generally satisfactory,
may not rival the higher-quality solutions produced by the ‘augmented cut’. Then, because
L9red(y0) L299(y%) u L(y°) for a minimization problem, replacing the cut
Lau9(y% ) with L9red(y% ) could result in overestimation of the recourse costs,
potentially leading to the exclusion of optimal recourse decisions and reduced quality of
solutions to the two-stage stochastic program. To balance the influence of the two heuristics
and leverage their relative strengths, a hyperparameter 1is introduced to assist in determining

whether it is necessary to proceed with L2“9(y% ) in addition to L97d(y®: ).

Proposition 6.3. Suppose there exist 2 (0;1) such that L9(y°) < L(y°) holds in
general. Then, if the condition < L97°(y% ) is met in a particular iteration , the
‘augmented cut’ is tighter than the *greedy cut’ in this case, which means adding the ‘greedy
cut’ beforehand will not exclude the optimal solution that would obtained by applying

‘augmented cut’.

Inspired by the alternating algorithm presented by Angulo et al. (2016), which first
implements an easily obtained continuous L-shaped mono-cut before transitioning to the
exact integer L-shaped cut, we have devised a similar sequential approximation scheme. In

our approach, L979(y% ) serves as an initial proxy for L(y® ) for each iteration . Based
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on Proposition 6.3, we then verify if the condition < L97(y% ) holds. If it does, this
indicates that  is still relatively low, and we can safely add the relatively loose ‘greedy
cut’ to quickly raise without risking excluding the optimal solution that may obtained by
the ‘augmented cut’. Otherwise, when > L97d(y% ) itimplies the current  might
be approaching the true value of L(y® ). In this case, we then resort to the more precise,
yet (comparatively) computationally intensive, ‘augmented cut’ by computing L249(y% ).
Such an conditioned alternation between the two heuristics takes advantage of their relative
strengthens, and therefore generally outperforms the cases where only one heuristic is
consistently applied. This logic is implemented as Step 5 throughout the iterations in the

final algorithmic framework outlined in Section 6.4.5.

6.4.4 Warm start for the L-shaped algorithm

In addition to the closed loop of the algorithm, we design a warm start strategy to
initialize it from two “naive” first-stage decisions, representing two extreme cases. The first
decision is to not fulfill any order at the current cycle, but defer all requests to the future, i.e.,
y% =0;8m 2 M. On the contrary, the second decision is to undertake as many requests as
possible in the current cycle within the service capacity, minimizing the postponement to the
future. In particular, the second “naive” decision solves the following deterministic problem

(P4), which myopically minimizes the total operational cost by ignoring the potential future

request arrivals. A high penalty ¢ *! is applied to orders not fulfilled immediately.
(P4):
H > 0 0 T+1 T+1
x0;y°;r0£?3|;80;v02R+ Cm Ym *Cm ™ Ym

m2M ]

> >x > >
. dy O e e
(i;i)2A k2K k2K k2K
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st. (1) (8)
yo +yltt=1 8m2 M (6.31b)

Then, corresponding to the two “naive” decisions, we generate ‘augmented cuts’ and add
them to the root node of the branch-and-bound tree (i.e., Step 1 in Algorithm 6.1).

Further, in our problem, when the fulfillment of pending orders exceeds the service
capacity of drones, there is limited flexibility to delay orders for cost savings. Consequently,
if the above deterministic program outcomes indicate infeasibility of fulfilling all orders in
the current cycle, we shift to a more streamlined approach. Instead of implementing the
sequential cut-adding schema, we simply add the ‘greedy cut’ through all iterations. This is
achieved by omitting Step 5 in Algorithm 6.1 while replacing L3'9(y®) with L974(y?) in
Step 6.

6.4.5 Customized L-shaped algorithm

Given the above elucidation, we now assemble the components into an algorithm

following the standard framework of the integer L-shaped method:

Algorithm 6.1 Integer L-shaped method for dynamic order fulfillment with heuristic recourse

0. Set :=0.

» Lety® first equal to O to compute L249(y% ) as the lower bound L used
for all subsequent optimality cuts. Next, solve (P4) to update y° , and
initialize the best objective value Z = Obj. (6:31a) Pm2M et
Y L+ LAy ).

* Create a single pendant node representing the master problem (MP) with
two ‘augmented cuts’ derived from the two “naive” solutions, and append

it as the root node to the branch-and-bound tree.
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1. Select a pendant node in the branching tree. If none exists, stop.
2. Set = +1; solve the current master problem (MP).

* If the problem is infeasible, fathom the current node and loop back to Step

1.

* Else, let (y% , ) be the current optimal solution, and proceed to Step 3.

3. Compare the objective value obtained for (MP) with the best so far, i.e.,

Ob;j. (6:29a) versus z:
o If Obj. (6:29a)  Z, there is no need to further branch on this node.
Fathom the current problem and loop back to Step 1.

* Else, proceed to Step 4.
4. Check the integrality of the current solution to (MP):

« If any element of y© violates the integrality constraint, generate two new
branches following the standard branch-and-bound procedure. Append

these two new nodes to the branching tree and loop back to Step 1.

* Else if all y° are binary, resolve the master problem (MP) once again by

enforcing both X% and r% to be binary.

— If the problem becomes infeasible, indicating that there is no attainable

fulfillment plan, fathom this infeasible node, and loop back to Step 1.

— Else, it means that feasible plans exist under the current solution of

y% , proceed to Step 5.
5. Compute L97d(y% ).

o If < L9%(y% ), then add a ‘greedy cut’ and return to Step 2.
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* Else, continue with Step 6.

6. Compute L29(y% ) and Z = Obj. (6:29a) + Law9(y% ). IfZz < 2Z,
update Z = Z and record current y° as the best solution so far.
o If L3u9(y© ), then fathom the current node and loop back to Step 1.

* Else, append the ‘augmented cut’ to the master problem and return to Step

2.

As a summary, in comparison to the standard integer L-shaped framework proposed by
Laporte and Louveaux (1993), Algorithm 6.1 has introduced the following modifications to

enhance the algorithmic efficiency:

* Instead of considering all first-stage binary variables, we build the branching tree and
construct the optimality cut solely based on the fulfillment decision y°, excluding
those related to the dispatching and routing of drones, which substantially slim down
the tree size. Then, to ensure the feasibility of y° when enforcing the integrality of

other variables, an extra step of verification is included as Step 4.

* A two-tier structure is introduced for the generation of optimality cuts. In the algorithm,
we first add the ‘greedy cut’ in Step 5, which maybe loose but can be computed quickly.
After the loose cut improves the second-stage approximation to a certain level, we
then gear-shift to the tighter ‘augmented cuts’ in Step 6 for a finer approximation.
The key idea is the computation of L974(y® ) is much faster than that of L249(y® ),
allowing us to use the former as a rough filter to exclude some suboptimal solutions

without incurring significant computational costs.

* A hyperparameter 2 [0; 1] is incorporated in Step 5 to act as the filter for deciding
gear-switch for optimality cuts. A higher value of favors the ‘greedy cut’ over the

‘augmented cut’, thereby expediting the program’s processing. However, a higher
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might violate the pre-condition set for Proposition 6.3, potentially excluding the
optimal solutions. According to Appendix D.3, our experiments indicate that using
only the ‘greedy cuts’ can yield solutions with optimality gaps being less than 10%.
Concluding the trials, we adopt a moderate value setting = 0:8 in our numerical

cases.

It is noteworthy that by setting = 0 and solving L (y®) using the exact method, the proposed

algorithm degenerates to the standard L-shaped method.

6.5 Computational Performance Analysis

We undertake a comprehensive evaluation of the performance of our customized heuristic
L-shaped method for solving the two-stage order fulfillment problem (EF). This evaluation
is conducted in comparison with two benchmarks: the exact L-shaped method and the
brute-force solution using Gurobi. Our primary focus centers on assessing both the quality
of the solutions generated and the computational efficiency across these methodologies.
Further, we perform a sensitivity analysis of our proposed two-tiered heuristic algorithm,
examining its performance in relation to variations in the number of simulated scenarios and
the volume of requests. All these methods are implemented in Python and deployed with

Gurobi 9.5 on MacBook Pro with Apple M1 Pro Chip 3.22 GHz and 16 GB RAM.

6.5.1 Data inputs

To facilitate the computational experiments, a series of simulated data sets are created.
Drones are parameterized according to their operating conditions under a free-flight mode.
Drones navigate based on Euclidean distances, allowing for direct travel between points
without the constraints of pre-defined pathways. The decision-making horizon spans three
delivery cycles, encompassing the current cycle and two subsequent cycles to account for
potential demand profiles. Requests not fulfilled within the three cycles are subject to high

penalties in operational costs. Additionally, to provide an indication of the problem’s size,
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Table 6.1: Notation list of simulated problem parameters

Notation Description

Mj Number of first-stage requests

JNj Number of second-stage requests
1Kj Number of drones

T Number of delivery cycles considered in the second stage
J ] Number of simulated scenarios

Nvyars Number of variables for the SAA formulation of (EF)
Ncons Number of constraints for the SAA formulation of (EF)

we present the number of variables (Nyars) and constraints (N¢ons). It should be noted that
our framework is inherently scalable and can accommodate planning horizons of any length
given. Table 6.1 overviews the notations of parametric settings in simulations.

The experiments assume a square areaof 2 2 square miles, with the service depot located
at the centerl. The x-y coordinates of future requests are simulated through uniform sampling
within the [-1,2] mile range for each dimension. Requests falling into the negative coordinate
regime are considered invalid and will be disregarded. This approach accommodates the
randomness to the number of valid requests. In line with the specifications in Jeong et al.
(2019), the load-dependent energy consumption function of drones P (U;) is assumed to
be linear on the payload u, i.e., P(U) = §+ § u,with §f =01kWand § =01
kW/kg. The weight of each package is uniformly generated within the range of [5; 10] kg.
Additionally, the load capacity of each single drone is specified as Q = 20 kg, and its battery
capacity is set at E = 0:5 kW h (Xia et al., 2023). The penalty for delayed order completion
is represented by a piecewise function. For orders fulfilled within three cycles after their
generation, the penalty is minimal, set at ¢y, = 1. However, for orders completed after T + 1
cycles, the penalty escalates exponentially, following the formulac, = ¢ e ¥ t, where

the coefficient ¢ indicates the urgency level of each order, and ¢ defines the sensitivity of

the penalty to requests’ elapsed time pending at the depot  t.

1The Federal Aviation Administration (FAA) permits a maximum speed of 100 mph for drones, enabling
them to efficiently traverse inside a 2 2 square-mile area back and forth within the 10-minute delivery cycle,
including takeoff and landing: https://www.faa.gov/newsroom/small-unmanned-aircraft-syste
ms-uas-regulations-part-107.
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When harmonizing the disparate sources of costs into the objective—spanning order
fulfillment delays, vehicle depreciation, energy consumption, and labor supply—, it is
imperative to ensure a coherent analysis in monetary terms (USD). To this end, we introduce
specific weighting mechanisms for each cost category. For the penalty associated with order
delays, we assign a value of = $0:05/cycle. This translates to penalties of $0.05 for regular
orders completed within each incremental delivery cycle up to 30 minutes, then escalating
significantly beyond this threshold to $1.00, $2.73, and $7.42 for delays extending to 40, 50,
and 60 minutes, respectively. Drawing on the cost analysis framework provided by Amazon
Prime Air (Sudbury and Hutchinson, 2016), we assume an initial drone investment of $5,000
with an operational lifespan of 500 hours, resulting in an amortized usage-based cost of

= $10 per hour. For energy consumption costs, we set = $5kW h for charging batteries.
Additionally, there is a fixed labor cost of $1 applied to each time of drone dispatch per

delivery cycle.

6.5.2 Performance evaluations

We simulate ten instances with the following setup, j]Mj =5, JNj=5,T =2, JKj = 2,
and j j = 10, and solve the order dispatching problem using five different approaches. The
quality of solutions and computational efficiency resulting from each method are reported and
compared in Tables 6.2 and 6.3, respectively. The ‘greedy heuristic’, ‘augmented heuristic’,
and ‘exact L-shaped’ methods are implemented using the customized integer L-shaped
algorithm described in Section 6.4.5, with Step 5 omitted and then L9"(y?), L29(y?), and
the exact L(y°) used in respective cases. The ‘two-tier heuristic’ method strictly executes
Algorithm 6.1, serving as an intermediate between the two heuristic methods. Additionally,
the ‘brute-force’ method directly solves the extended form (EF) using Gurobi 9.5, with
computational time capped at one hour. If the solution time exceeds this limit, we terminate
the program and report the immediate outcomes. We use the objective value obtained

from the ‘exact L-shaped’ method as the benchmark, given its guarantee of global optimal
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solutions. Then, by comparing the objective values achieved by each method against this
benchmark, we calculate the metric ‘objective value gap’. Particularly, for the ‘brute-force’
method, the metric ‘MIP gap’ reported by Gurobi is also included for reference. This metric
reflects the quality of the solution that Gurobi achieves upon termination. A smaller gap
indicates a solution closer to optimality, with the optimal solution being indicated by a zero
gap.

Itis evident that solving the SA A of the two-stage stochastic program directly using Gurobi
is impractical. With 7,295 decision variables and 12,896 constraints, Gurobi constantly
experiences difficulty in finding the optimal solution within the predefined one-hour time
cap. Since adding one extra scenario roughly introduces hundreds of additional variables,
the computational time can easily explode when using Gurobi for instances with a large
number of scenarios. Moreover, while the MIP gaps hover consistently around 58% upon
termination, the objective values exhibit considerable variance in distances from the optimal
solution, indicating unstable solution quality. In contrast, all four customized L-shaped

methods drastically reduce the running time to a manageable level. Furthermore, the three

Table 6.2: Percent increases in the minimum costs (i.e., objective values) achieved across
the five methods [Baseline: exact L-shaped method].
(Mj=5,jNj=5T =2,jKj=2,j j=10, Nvars = 7;295, Ngons = 12;896).

Objective Value Gap
Instance | Greedy | Two-Tier | Augmented Exact Brute-Force
Heuristic | Heuristic | Heuristic | L-shaped (MIP Gap)
3.42% 0.47% 0.47% 0 0.04% (57.50%)

1
2 1.29% 0.38% 0.38% 0 0.38% (55.74%)
3 2.07% 0.07% 0.07% 0 0.00% (55.55%)
4 2.39% 0.60% 0.60% 0 0.72% (57.99%)
5 1.19% 0.12% 0.12% 0 0.00% (59.39%)
6 0.44% 0.12% 0.12% 0 4.24% (60.27%)
7 5.13% 0.70% 0.70% 0 8.42% (58.58%)
8 1.98% 0.68% 0.68% 0 0.00% (58.09%)
9 2.85% 0.94% 0.94% 0 0.00% (58.66%)
10 2.08% 0.07% 0.07% 0 2.57% (58.41%)
Avg. 2.28% 0.42% 0.42% 0 1.64% (58.02%)
St. Dev. 1.31% 0.31% 0.31% 0 2.78% (1.47%)
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Table 6.3: Running time across the five methods
(GMj=5,JNj=5T =2,jJKj=2,j J =10, Nyars = 7; 295, Ncons = 12; 896).

Running Time (seconds)

Instance | Greedy | Two-Tier | Augmented Exact Brute-Force
Heuristic | Heuristic | Heuristic | L-shaped | Gurobi 9.5

1 8 53 71 1,199 >3,600

2 8 34 69 1,355 >3,600

3 8 60 71 1,168 >3,600

4 8 62 71 1,130 >3,600

5 8 62 71 1,433 >3,600

6 8 57 72 1,566 >3,600

7 8 53 72 1,517 >3,600

8 8 61 71 1,214 >3,600

9 8 60 71 1,215 >3,600

10 8 54 71 1,072 >3600

Avg. 8 56 71 1,287 >3,600

St. Dev. 0 8 1 170 -

heuristic methods enhance computational efficiency by over 20 times compared to the exact
customized L-shaped method. As expected, the ‘greedy heuristic’ method emerges as the
quickest in solving the problem, albeit incurring a relatively higher objective gap. The
‘two-tier heuristic’, which alternates between ‘greedy cut’ and ‘augmented cut’, matches the
same solution quality as the ‘augmented heuristic’ but with a 20% improvement in running
time. Later, we will show more examples that illustrate the superior performance of the
L-shaped methods in handling realistic problems. Given Gurobi’s inability to achieve an
optimal solution within a reasonable time frame for those cases, it is excluded from further

comparisons.

6.5.3 Sensitivity to the number of scenarios

We proceed with a sensitivity analysis regarding the number of simulated scenarios.
All experiments for this analysis are handled by the ‘two-tier heuristic’ method. Figure
6.2 shows the box plots of the running time and the number of branching tree nodes for
problems of varying scenario sizes. Each box plot is derived from ten replications. The

number of branching tree nodes refers to the total number of nodes added to the branching
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Figure 6.2: Changes in (a) running time (seconds) and (b) the number of branching tree
nodes with respect to the number of simulated scenarios

tree within the integer L-shaped method. Each time of branching, based on a non-integer
variable, results in two additional nodes appended to the branching tree. In general, a larger
branching tree size corresponds to more iterations to execute, while the computing time
of each iteration is dictated by the time needed for the construction of optimality cuts on
each node. As a result, the total solution time for each instance depends on both the size
of the branching tree and the complexity of constructing optimality cuts. Therefore, both
running time and the number of branching nodes are reported as indicators of computational
efficiency.

Figure 6.2 illustrates that the running time of the customized integer L.-shaped method
scales linearly with the growing number of scenarios, while the size of branching tree nodes
exhibits minimal variation. This phenomenon can be attributed to the fact that the branching
tree size is predominantly influenced by the number of integer variables in the first stage,
unaffected by the number of scenarios in the second stage. Therefore, the augmentation in
scenario count primarily affects the efficiency of computing optimality cuts. Specifically, as
evidenced by Figure 6.2a, the time dedicated to the computation of optimality cuts is linearly

proportional to the number of scenarios. In fact, if the number of computer cores exceeds
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that of scenarios, individual realization of the subproblem Q(y% ;1) can be processed
entirely in parallel. In such cases, the running time would remain constant for the varying

numbers of simulated scenarios.

6.5.4 Sensitivity to the number of requests

Another dimension that may influence the performance of the ‘two-tier heuristic’ method
is the volume of order requests. Figures 6.3 and 6.4 present the responsiveness of our
customized L-shaped method’s running time and branching tree size to changes in the
number of requests in the current delivery wave jM| and future waves jNj, respectively.

Figure 6.3 first reveals that both the running time and the number of branching tree nodes
exhibit an approximate exponential increase with the volume of requests in the first stage.
Given that the branching algorithm applies to the first-stage variable y°, such exponential
responses are predictable. In particular, a transition occurs when the delivery volume exceeds
the service capacity of delivery drones, prompting the algorithm to shift from the ‘two-tier
heuristic’ to using the ‘greedy heuristic’ exclusively. For example, in our experiments,
when the cumulative weight of jM | = 8 packages exceeds the carrying capacity of drones,

this transition is triggered, resulting in the slight decline in running time compared to the
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Figure 6.3: Changes in (a) running time (seconds) and (b) the number of branching tree
nodes with respect to the number of orders jM | considered in the first stage.
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instances with jMj = 6. That being said, as we further increase jM] to 10 orders, the
algorithm faces significant computational challenges in handling the growing VRP. As
discussed in Section 1.2, drone delivery is particularly suitable for scenarios characterized by
sparse and uncertain demand. However, when order density increases, the limited capacity of
drones necessitates frequent round trips between the restaurant and customers. In such cases,
the economies of scale associated with traditional truck delivery become more favorable.
Meanwhile, to address large-scale VRPs, a common approach involves segmenting the
problem into smaller, more manageable segments. For example, orders can be clustered in
a preprocessing stage, and then these clusters are assigned to drones, resulting in a more
compact, cluster-based MILP problem formulation (Dondo and Cerdd, 2007). Another
widespread method partitions the area into regions, addressing the VRP for each region
independently (Taillard, 1993; Reimann et al., 2004). While these methods are beyond the
scope of this study, they can be considered for future extensions.

Comparatively, Figure 6.4 shows that the running time remains relatively constant
concerning the volume of potential orders jNj. As explained in Appendix D.3, the increase

in orders within the subproblem barely affects the running time of both the ‘greedy heuristic’
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Figure 6.4: Changes in (a) running time (seconds) and (b) the number of branching tree
nodes with respect to the number of orders jNj in the second stage.
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and ‘augmented heuristic’. Since the cost of computing one optimality cut and the size of
the branching tree remain stable, increasing number of requests in the second stage does not
adversely affect the efficiency of our customized L-shaped method.

In summary, adding one additional order to either the first-stage jM | or the second-stage
JNj would both introduce thousands more integer variables to the problem. However,
increasing the volume of potential orders would not affect the size of the branching tree,
whilst a rise in the volume of existing orders can lead to a significant increase in the number
of branching tree nodes to be computed. Consequently, the running time of our customized
method exhibits an exponential increase with respect to jMj, but remains constant when

varying jNj.

6.6 Operational Performance Analysis

This section transitions our focus from computational performance to the operational
performance established by the two-stage order fulfillment model. Another series of
numerical experiments is conducted to further evaluate the effectiveness of our proposed
stochastic model in enhancing operational efficiency in dynamic order fulfillment, and
examine influential factors related to the various aspects of demand profiles. Specifically,
the comparisons are made between the two-stage program, whose second stage accounts
for potential order arrivals, and the myopic single-stage counterpart (P4) (i.e., with only
the first stage). The discrepancies in their performances imply the values of considering
future demand in operations, despite its uncertainty to varying extents. Given the superior
computational performance of the customized L-shaped algorithm, as demonstrated by
Section 6.5, it is employed to conduct the numerical experiments in this section. The exact

method is not used due to its prohibitively long computational time.
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6.6.1 Experimental setup

The “ground truth” arrivals of delivery requests is simulated over an extended period to
experiment with the order fulfillment models on a cyclically rolling basis. The number of
realized orders for each cycle is generated from a gamma distribution ( ; ) and rounded
to an integer. The location of each order is randomly generated from a truncated normal
distribution N( p; 2) withina2 2 square-mile map. Specifically, ; nand ; ,are
the means and standard deviations of the gamma and normal distributions, respectively. The
package weights are still generated from a uniform distribution U (a,; b,), where a, and by,
indicate the minimum and maximum weights. The remaining parameters follow their values
specified in Section 6.5.1.

In the context of the two-stage stochastic program, the depot manager possesses precise
information regarding the existing orders and has knowledge of the probability distributions
for demand profiles in subsequent cycles, i.e., knowing the statistics ¥ ; ; n; n;au;bug
from historical service records. At each decision epoch, a set of j | scenarios is generated
based on the upcoming demand profile, feeding into the second-stage sub-problem to simulate
future demand realizations. From cycle to cycle, we implement the two-stage program and
then execute the first-stage solutions on the “ground truth” dataset; finally, we assess the

resulting performance in comparison to that of the single-stage model.

6.6.2 Cost saving mechanisms

In general, the two-stage model integrates future delivery request information, thereby
enhancing coordination in order fulfillment across consecutive cycles, allowing for collective
and more efficient service. Before delving into quantitative analysis, we illustrate two specific
mechanisms through which the two-stage model outperforms the single-stage counterpart in
lowering operational costs.

The first mechanism operates through trip reductions, which, when applicable, can

usually bring in significant cost savings. In cases where the two-stage stochastic program
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identifies a high potential of orders appearing near existing ones and anticipates that drones
can handle them collectively, it defers these orders to the next cycle for simultaneous
fulfillment. This strategic delay slightly heightens the risk of delay penalties in trade of
substantial savings by reducing the number of delivery trips. Figure 6.5 illustrates a depot

equipped with two identical drones practicing the trip-reduction mechanism. The solid and

2.00

1.754

1.501

1.251

> 1.00 1

0.751

0.50 1

0.251

X

customers
depot

2.00

1.754

1.501

1.251

1.00

0.751

0.50 1

0.251

X

customers
depot

0.00 T T T T T T T
0.00 025 0.50 0.75 1.00 125 150 175 2.00

X

Single-Stage / Cycle 1

2.00

0.00 T T T T T T T
0.00 025 0.50 0.75 1.00 125 150 175 2.00

2.00

X

Single-Stage / Cycle 2

175 175
1
150 /1 150 B
125 ) 1.25
J/// ﬂ ",
> 1.00 1.00 yo. i
0.75 0.75
e,
0.50 0.50 /
x  customers . x  customers
0.25 denort 025] # / denort
e depo e depo
3 4 P 8 P

0.00 T T T T T T T 0.00 T T T T T T T
0.00 025 050 0.75 1.00 125 150 175 2.00 0.00 025 0.50 0.75 1.00 125 150 175 2.00
X X

Two-Stage / Cycle 1 Two-Stage / Cycle 2

Figure 6.5: An example showcasing trip reduction achieved by the two-stage program
compared to the single-stage program. Node ‘0’ represents the central depot, while other
nodes depict access points for delivery. Solid and dotted arcs illustrate the optimal routes
of individual drones. The result comparisons are presented as three-element tuples, in
which the costs for the single-stage program, the two-stage program, and their differences
are spelled out sequentially: Total cost - ($7:18; $5:63 ] 21:6%); Order delay penalty -
($0:40; $0:40 j + 0:0%); Distance-related cost - ($2:15; $1:59 26:0%); Energy-related
cost - ($0:64; $0:64 j 0:0%); Drone-dispatching cost - ($4:00; $3:00j  25:0%). The
absolute cost values duplicate the corresponding cost terms in the objective of the single-
and two-stage programs in (P4) and (MP), respectively.
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dotted trajectories depict the delivery tours of the two drones in individual cycles. In this
instance, the single-stage model exhausts capacity by accepting as many existing orders
as possible in each of the two cycles, resulting in a separate delivery leg to accommodate
new arrivals of Request 8 in Cycle 2. In contrast, the two-stage model strategically delays
Requests 3 and 4, fulfilling them alongside Request 8. This saves one trip, leading to a total
saving of 21.6%, with a 26.0% reduction in traveling distance costs and a 25.0% reduction
in drone dispatch fixed costs, respectively.

But there may not always be opportunities to batch spatially close orders across different
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Figure 6.6: An example of trip savings achieved by the stochastic program. The itemized
costs resulting from the single- and two-stage programs, along with their differences, are again
presented as three-element tuples: Total cost - ($6:34; $5:53 ) 12:8%); Order delay penalty
- ($0:45; $0:45 j + 0:0%); Distance-related cost - ($2:08; $1:49 28:7%); Energy-related
cost - ($0:81; $0:59 ] 26:7%); Drone-dispatching cost - ($3:00; $3:00j  0:0%).
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cycles. Besides trip reductions, the two-stage program can also optimize the arrangement
for delivery tours, adhering to the second mechanism of trip savings. Even with the same
number of trips, strategically delaying orders enables distinct grouping and routing for order
deliveries, creating opportunities for savings in distance and energy consumption. This
mechanism is illustrated through Figure 6.6. Unlike the previous example, both models
suggest three delivery trips, indicating no opportunity for trip reductions. Nevertheless,
the two-stage program still achieves a 12.8% reduction in total costs. The single-stage
program, while attempting to fulfill as many orders as possible, instructs one drone traversing
the entire map in Cycle 2 to accommodate the remaining delivery orders. In contrast,
the two-stage model intelligently batches a close group of orders in Cycle 1, avoiding
extensive long-distance deliveries, and then fulfills the remaining orders in the second cycle,
similar to Cycle 1 under the single-stage counterpart. Such a “rearragneemt” of fulfillment
sequences reduces the cost of traveling distance and energy consumption by 28.7% and

26.7%, respectively.

6.6.3 Numerical results and analyses

The aforementioned mechanisms of trip reductions and trip savings, showcased over
two cycles, contribute to the superiority of the two-stage model in long-term operations.
To illustrate, we conduct a series of experiments based on a realistic setting and adjust
various parametric inputs to examine how the proposed two-stage order-dispatch model
could perform in operations.

The experiments assume a two-hour lunch peak with 12 delivery cycles. To replicate
spatial anisotropy, we configure the 2 2 square-mile map to include two clustered areas for
delivery destinations surrounding the central depot. These clusters are respectively centered
at coordinates ( X%; Y1) = (1:5;1:5) milesand ( X?; [f2) = (0:2;0:2) miles. The average
numbers of delivery requests for the two demand clusters across the 12 cycles are set to

1'=191;2;3;3;4;3;3;4;3;3;2;1gand 2 =1F1;1;1;2;2;1;1;2;2;1;1; 19 to replicate the
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peaking and unpeaking process of service peak hours. The above set of parameteric values
remains constant throughout the experiments, while the variances for these inputs are adjusted
to explore different dimensions and levels of uncertainties. For each set of parameters, we
conduct 10 replications of the experiment to provide an indicative assessment.

We begin by analyzing the results of a base scenario, where we set the standard deviation
of the number of orders per cycle in each clusteras ! = 2 = 0:1, the standard derivation of
the destination concentration for each clusteras 1 = 2 = 0:1 mile, and the lower and upper
bounds of the package weights as a, = 5 and b, = 6 kilogram. Intentionally, the uncertainty
is kept relatively low for the base scenario, with a comprehensive sensitivity analysis for

increased levels of uncertainty following subsequently. The results from implementing

40 |- —— I single-stage
354 $39.81 [ two-stage
30 =
—_ $31.71
& 254 $20.30
4@' 201 —— $16.70
© el $12.62 =]
N 2.48 | $2.48 T %44l e360
54 $2. $2.
Total Cost Order'DeIay Traveling'Distance Energy Cohsumption Drone 6ispatch
Cost Terms
(a) Itemized costs (single-stage versus two-stage)
0% +----- R OnEEE
-20.36% 0.00% -30.82% -16.13% -17.67%
_5% 4
©-10%
D -15%
= °
& -20%1 %
- (5}
@ -25% +.8
O
=30% A
-35% .
Total Cost Order‘DeIay Traveling‘ Distance Energy Cdnsumption Drone bispatch
Cost Terms

(b) Percentage cost reductions (single-stage ) two-stage)

Figure 6.7: Cost comparisons for two-hour operations with two-stage versus single-stage
models (10 replications).
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single-stage and two-stage models in the base scenario are summarized in Figure 6.7. Figure
6.7a shows that in a low-uncertainty environment, the outcomes of both models are relatively
stable. All the orders in this scenario are fulfilled within T cycles without incurring additional
delay penalty. But consistently, the two-stage model results in savings across various aspects
of operational costs. As clearly presented in Figure 6.7b, there is a substantial 20.36%
reduction in the total cost by switching from single- to two-stage models, accompanied by
average reductions of 30.82% in travel distance, 16.13% in energy consumption, and 17.67%
in the frequency of drone dispatch. It is worth noting that among the four cost components,
the frequency of drone dispatch is associated with the mechanism of trip reduction, while
the travel distance and energy consumption are a joint reflection of trip reduction and trip
saving mechanisms. The reduction in energy consumption is moderate due to a trade-off
between the number of delivery trips and the package loads per trip. While shorter travel
distances reduce energy use, fewer trips result in heavier loads per trip, which increases
energy consumption.

Building upon the base scenario, we then adjust the variances of various system inputs
to evaluate the performance of the two-stage order-dispatch model under distinct aspects and
levels of uncertainties. Specifically, our examination focuses on three aspects of uncertainties
related to the order arrival intensity, their spatial dispersion, and package weights, respectively.
Figure 6.8 displays the changes in total costs resulting from the two-stage versus single-stage
models in response to these three sources of uncertainties.

E [edt of uncertainties in order arrival intensity. Figure 6.8a shows that the total
cost savings brought by the two-stage stochastic program over its single-stage counterpart
diminish as the uncertainty increases in the intensity of delivery orders. As the standard
deviation in the number of per-cycle order arrivals  increases to 5 (exceeding the mean
order arrival intensity), the cost-saving of the two-stage model decreases from over 20%
to 6%. Occasionally, the two-stage model might produce solutions that are significantly

suboptimal compared to those of the single-stage model. This highlights that when the
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demand intensity realizations are subject to high uncertainties (i.e., noise), the benefits of

considering future information are diminished.
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Figure 6.8: Cost reductions achieved by the two-stage model compared to single-stage
counterpart in response to different sources and levels of uncertainties (10 replications per
scenario).
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E [edt of uncertainties in destinations’ spatial dispersion. According to Figure 6.8b,
the cost savings achieved through the two-stage program initially narrow from 20% to 15%
as the standard deviation in order destinations’ spatial dispersion  increases from 0.1 to
0.5. Eventually, it stabilizes at around 15% despite | increases further. This trend differs
from the monotonic performance reductions in response to the uncertainties in the number
of order arrivals. Indeed, increasing uncertainties in order locations lowers the performance
of the two-stage program over the trip-saving mechanism. Nevertheless, it retains its ability
to strategically delay and batch orders to trigger trip reductions constantly. As a result, even
when uncertainties in order destinations become significantly high, the two-stage stochastic
program continues to outperform the single-stage counterpart, maintaining the 15% margin
in cost savings.

E [edt of uncertainties in package weights. Within the provided range of uncertainties,
increasing the variability in package weights does not seem to significantly impact the
performance of our proposed two-stage model. As shown in Figure 6.8c, across all five levels
of variability examined (by ranging [ay; b,] from [5; 6] to [1; 10]), the stochastic programming
approach consistently achieves a 20% cost reduction compared to the single-stage model.
One possible reason is that the load capacity of the drones in our case can accommodate
two or more orders per delivery trip, regardless of their variances in package weights. This
provides a certain buffering for order batching, which helps to hedge against uncertainties in

the fulfillment with different package weights.

6.7 Summary

This chapter investigated the dynamic order fulfillment problem in the context of last-mile
drone delivery with demand uncertainty. A two-stage stochastic program was formulated
according to the rolling horizons of the order fulfillment process, with the first stage
considering the immediate delivery cycle and the second stage capturing several future

cycles. Various sources of demand uncertainty arising from stochastic order arrivals, delivery
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destinations, and fulfillment urgency were incorporated. A branch-and-cut algorithm that
incorporates two-tiered heuristics is devised based on the integer L-shaped method by
Laporte and Louveaux (1993), adapting the idea of an improved alternating strategy from
Angulo et al. (2016) and the machine-learning-based heuristics from Larsen et al. (2023), to
effectively solve the two-stage model. The original exact L-shaped method suffers from great
computational inefficiencies due to the vehicle routing decisions in our problem, making
it unsuitable for the on-demand setting with real-time decision-making. Our enhanced
L-shaped algorithm presented remarkable performance gains credited to: (i) the slimming of
optimality cuts and the pruning of branching trees, reducing the required number of branching
tree nodes; (ii) the substitution of exact solutions of the second-stage subproblem with fast
heuristics for generating optimality cuts; (iii) the use of an alternating strategy that wisely
adds ‘greedy heuristic’ and ‘augmented heuristic’ cuts. The implications of deploying the
stochastic program for operationalizing on-demand drone delivery were examined through
systematic numerical experiments.

Future research can further develop the current model in several meaningful ways.
Firstly, concerning the operations of drones, the model could incorporate additional realistic
protocols. A crucial aspect of drones is their battery-constrained limited delivery range
compared to traditional gas-powered vehicles. Our current model assumes that each drone
starts with a fully charged battery at the beginning of each cycle. An enhancement could
involve integrating the charging process into the model, particularly for peak hours with
heavy tasks and insufficient capacity for battery charging. Secondly, the current work lays
the foundation by considering a single-depot context, whilst future research could expand
and generalize the model to multi-depot settings, which could be more applicable for larger
spatial markets. For instance, exploring the incorporation of satellite hubs for dispatching,
receiving, and charging drones could be relevant. Lastly, we could investigate the interactions
between the logistical system discussed and the urban traffic system, taking into account the

impacts from/on surface and aerial congestion.
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Chapter 7:  Conclusions and Future Research

7.1 Research Summary

Meal delivery services connect customers and restaurants through mobile applications,
allowing users to order meals online with just a few taps on their smartphones. The platform
assigns meal orders to a team of affiliated deliverers, who complete the fulfillment process
by picking up the meal package from the restaurant and delivering it to the customers. The
lasting COVID-19 pandemic prompted an irreversible shift among consumers from indoor
dining to online meal delivery, under which takeout channels have become increasingly
vital to restaurant operations in the post-pandemic era. The significant surge in customer
demand and geographic expansion has heightened the need for meal delivery platforms to
innovate supply management to ensure timely delivery. To prioritize customer satisfaction,
platforms have been continuously seeking faster ways to deliver meals. As intermediaries in
a three-sided service market involving customers, deliverers, and restaurants, meal delivery
platforms must carefully consider and manage the differing interests of these stakeholders
when introducing new delivery mechanisms.

Leveraging multidisciplinary methodologies and comprehensive data from SafeGraph and
Meituan, this dissertation methodically explores potential solutions to help OFD platforms
address the demand surges witnessed in recent years. We identified and validated the varied
demand patterns for restaurant services in urban, suburban, and rural areas, and proposed
three distinct solutions tailored to each context to improve operational efficiency. Below is a
summary of our key discussions and findings from demand delineation to solutions adapted

to different demand levels:
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Delineation of meal delivery demand

Chapter 3 first leverages foot traffic data to reveal and understand the trends of restaurant
service demand through the pandemic. We devise a mixture model to decompose the
aggregate foot traffic by dwelling time patterns into dine-in and takeout volumes. The
transitions of demand structures are then identified for various restaurant sectors by service
types, price levels, and locations. We observe that limited-service and budget restaurants
saw a significantly faster recovery than full-service counterparts, given their comparative
advantages in adapting toward takeout channels. But in the long run, our results suggest
more robust demands for dine-in services at full-service restaurants, particularly those
that provide more premium dining experiences. Comparatively, the offline channels at
limited-service restaurants appeared vulnerable to cannibalization from online ordering and
delivery channels, which strengthened even after society moved out of lockdown. Regionally,
exurban restaurants seem to trend toward the takeout mode, while urban areas did not
see a notable modal migration between dine-in and takeout from restaurants. As the first
substantive chapter of this dissertation, this study establishes the foundation for delineating
meal delivery demand patterns, guiding the development of demand-adaptive delivery

solutions tailored to different demand contexts.

Paradigmatic innovations for demand-adaptive delivery means

To accommodate distinct demand patterns in urban, suburban, and rural areas, we
tailored three demand-driven delivery strategies. Inspired by the transshipment concept
in conventional truck-based line-haul logistics, which benefits from economies of scale
through order batching, Chapter 4 introduces an innovative transshipment design for meal
delivery. Through continuous approximations, we demonstrate that transshipment-based
meal delivery outperforms the traditional pickup-and-delivery model from both customer
and platform perspectives, particularly under high-demand or low-supply conditions. This

finding underscores the effectiveness of the transshipment strategy in meeting dense demand
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in urban areas. While conventional truck-based delivery benefits from economies of scale—
handling large payloads and covering long distances efficiently—it becomes inefficient
in demand-sparse regions. On the other hand, drone delivery is more cost-efficient for
single-package deliveries but lacks scalability due to its limited payload capacity and battery
constraints. To address this, Chapter 5 combines the advantages of both trucks and drones,
proposing a hybrid model in which the truck extends the drones’ service range, while the
drones enhance delivery efficiency by reducing the truck’s touring distance. Both theoretical
analysis and numerical results confirm that truck-drone collaboration outperforms truck-only
delivery in terms of total traversal time and energy consumption. Finally, in Chapter 6,
we address the challenges of sparse and uncertain demand in rural areas by adopting a
rolling-horizon framework for order fulfillment. We develop a two-stage stochastic program
to strategically manage existing orders while accounting for incoming requests with various
uncertainties. The dynamic order fulfillment framework is then employed to solve a wide
range of instances to evaluate the benefits of postponing orders for batch service by adopting
the stochastic model. Our findings indicate that incorporating demand uncertainty into order
fulfillment decisions could potentially lead to significant long-term cost savings. It is worth
pointing out that both delivery models presented in Chapters 5 and 6 fall under the context
of one-to-many distributions and can be readily extended to broader delivery applications in
mass logistics beyond the scope of meal delivery. Specifically, the truck-drone collaborative
model is well-suited for e-commerce and retail logistics, as exemplified by operations at
Amazon and Walmart. It can also be adapted for reverse logistics tasks, such as package and
mail collection, or integrated collection-and-delivery services like those provided by USPS
or FedEx. In contrast, the drone-only model could be more advantageous for time-sensitive,
small-volume deliveries, such as medications, medical supplies, or ultra-fast services like

Amazon’s sub-same-day delivery.
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Optimizations in system estimation and design

As the ultimate goal of this dissertation is to enhance meal delivery system efficiency
and societal welfare, optimizations are implemented from delineating demand patterns to
executing operational strategies. In Chapter 3, to accurately estimate dine-in and takeout
volumes, instead of assuming a certain threshold to distinguish between these two visiting
modes, we repurpose the gamma mixture model for pattern recognition. We adapt the EM
algorithm to estimate parameters under grouped observations and unlabeled visitor service
modes, maximizing a customized log-likelihood function. Additionally, to improve the
model’s applicability for low-traffic restaurants, we introduce a regularization technique that
incorporates broader industry-wide patterns into individual restaurant estimations, leveraging
common characteristics across them. Compared to traditional empirical surveys, the proposed
method provides a scalable approach for monitoring service demand trends in the restaurant
industry. In Chapters 4 and 5, we employ a queuing network and an M=M=K=K + 1
queue to model meal delivery with transshipment and truck-drone collaborative operations,
respectively. To evaluate the performance of the transshipment strategy, two critical metrics—
customer waiting time and vehicle miles traveled—are analytically approximated. Similarly,
for the truck-drone collaboration system, truck traversal time and energy consumption are
estimated using the capacitated queuing model. The derived analytical approximations
are then integrated into an optimization framework to determine the optimal operational
design. The system performance of the proposed optimal designs is then compared to
that of traditional TSP- and VRP-based strategies, demonstrating their superior efficiency
and effectiveness. Finally, to enable real-time deployment of the envisioned two-stage
stochastic optimization model, we propose an accelerated L-shaped algorithm in Chapter
6. The incorporation of vehicle routing constraints renders exact or brute-force methods
computationally inefficient. To overcome this challenge, our accelerated L.-shaped algorithm:
(1) reduces the branching tree size; (i1) substitutes exact second-stage solutions with heuristic

estimations; and (iii) adapts an alternating strategy for adding optimality cuts. This heuristic
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approach significantly outperforms the exact method, achieving substantial reductions in
average running time while maintaining a minimal optimality gap. The structure of the
proposed algorithm is transferable to other stochastic routing and scheduling problems
(Bertsimas and Simchi-Levi, 1996; Zhang and Graves, 1997) and strategic decision-making
in facility location under uncertainty (Laporte et al., 1989; Prodhon and Prins, 2014). It
is applicable in settings where the first and second stages of the stochastic program are
only weakly coupled through a small set of linking variables, or where the second stage is
computationally intensive but can be efficiently approximated using heuristics or machine

learning-based surrogates.

7.2 Future Research

This dissertation examines various supply management strategies tailored to meal
delivery operations across different demand contexts. However, many aspects of the system
design remain unexplored, and emerging technologies present other opportunities to drive
paradigm-shifting innovations in delivery operations. Future research could investigate the

following directions, integrating state-of-the-art methodologies from relevant disciplines:

Large language models for improved demand portraits

Understanding, delineating, and modeling demand are crucial for designing effective
operational strategies and informing policymaking. However, traditional model-based
approaches, such as the GMM model introduced in Chapter 3, rely heavily on collected data
and a priori assumptions, like the gamma distribution assumed for visitors’ dwelling time
at restaurants, limiting their ability to capture more nuanced consumer behaviors. Recent
advancements in large language models (LLMs) offer promising solutions to overcome
these limitations. State-of-the-art LLMs, including ChatGPT, Claude, and DeepSeek, can
interpret diverse data sources and formats, generate high-quality responses, and simulate

human-like reasoning. Their training on vast corpora of human-generated data enables them
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to account for bounded rationality in consumer behavior without being constrained by specific
mathematical formulations. Additionally, LLMs can dynamically integrate heterogeneous
data—such as news reports, online conversations, and policy updates—uncovering latent
insights beyond structured datasets. For instance, an LLLM-based approach could infer
the effects of government mandates at different stages of the COVID-19 pandemic and
dynamically adjust employee traffic from diners at restaurants, offering better adaptability
compared to the current approach adopted in Section 3.5.1. Overall, incorporating LLMs into
demand modeling enhances our ability to understand consumer behavior, reduces reliance

on extensive data collection, and supports more nuanced forecasting approaches.

Causal analysis for demand lift adaption

In Chapters 4, 5, and 6, demand patterns are treated as exogenous when evaluating
different operational strategies. However, in practice, service demand is often endogenously
determined, particularly as it responds to supply management decisions that influence
consumers’ perceived experiences, such as their anticipated time for meal delivery. A
unique characteristic of demand for meal delivery is its multi-dimensional nature. Individual
consumers are not necessarily committed to ordering from a specific restaurant; rather, they
have flexibility in choosing among a set of restaurant options based on factors including
price, distance, and cuisine preferences. As a result, changes in delivery costs do not
merely reduce overall demand magnitude but can also lead to structural shifts in the spatial
distribution of demand. For instance, a surge in delivery costs—whether in monetary terms
or time—could prompt consumers to opt for closer restaurant alternatives. This behavior
contrasts with the canonical demand models, which typically associate a uni-dimensional
demand with certain generalized costs. In addition, the labor supply in meal delivery, such
as the contexts in Chapter 4, may also respond endogenously to platform operations. Factors
such as per-order delivery distances and order completion frequency can influence courier

participation, further complicating the interplay between supply management and demand
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dynamics. Integrating these behavioral and economic feedback loops into the analysis would
lead to more accurate forecasts of system performance and would better inform policymakers

and platform operators in designing robust, efficient on-demand delivery strategies.

Machine learning for accelerating optimization

Solving large-scale optimization problems is inherently challenging due to computational
inefficiencies, making real-time decision-making impractical. For instance, in Chapter 6,
while our enhanced L-shaped algorithm significantly improves computational efficiency,
it still struggles as problem complexity grows exponentially with the number of pending
orders in the first stage. As discussed in Section 6.5.4, a common approach to mitigating
this challenge is through decomposition, where the problem is broken down into smaller,
more manageable pieces. Strategies such as ‘divide-and-conquer’ partition the service area
into smaller regions or pre-cluster orders based on proximity. Beyond spatial partitioning,
a promising direction is leveraging machine learning to predict the most probable orders
to be selected in the current delivery cycle. For example, Meituan employs a graph neural
network to predict a Matching Degree score between orders and available couriers and
uses it to optimize assignment decisions. This approach effectively filters out unsuitable
couriers, reducing the complexity of large-scale order-courier assignment problem (Chen
et al., 2024a). Furthermore, for the dynamic order dispatching problem in Chapter 6, we
can adopt a ‘predict, then optimize’ framework by integrating a machine learning pipeline
into our two-stage stochastic optimization model. Specifically, an attention mechanism
can be designed to rapidly assess request priority, filtering out less urgent or unsuitable
requests and thereby reducing solution space. Additionally, reinforcement learning has
emerged as a powerful tool for addressing dynamic problems in stochastic environments.
Through extensive offline training, the method has been demonstrated to excel in online

decision-making for routing problems (Nazari et al., 2018; Zhang et al., 2020).
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Appendix A:  Appendices for Chapter 3

A.1 Nomenclature for Chapter 3

Table A.1: Notation list of sets, variables, parameters and functions for Chapter 3

Notation Description
Sets
m 2 fd; og Restaurant visiting mode (d stands for dine-in and 0 for takeout)
s 2 f1; ;1 Sg Set of dwelling time intervals
j2fL 1 Vs0 Set of individual visits in interval S
i21 Set of restaurants
w2W Set of restaurant segments as per categorical factors
n2N Set of factors (including service types, price levels, locations)
Variables
Dwelling time of visitors
sj Dwelling time of individual visit j in interval S
m Proportion of visits on mode m
Km Shape parameter (for the gamma distribution)
m Scale parameter (for the gamma distribution)
m(= (Km; m)) Parameters for the dwelling time distribution on mode m
(=T m, mOm2fdog) Parameters for the dwelling time distribution of the mixture model

m( sj] ) Probability of g; belonging to mode m
n Coefficient of factor n for constructing
;m Lagrangian multipliers in maximum likelihood estimation

h(f) (Optimal) critical probability densities of a piece-wise linear PDF
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Parameters
Vs
v
H@Y)

Zsj m

(: st; sj ; Zsjmg)

Observed traffic volume falling in interval S

Observed total traffic volume

Lower(upper) limit of a dwelling time interval S

Indicator for whether visit j, dwelling in interval S, is in mode m

Complete information for the mixture model

nw Indicator for whether restaurant segment W qualifies feature n
Regularization coefficient
Cr Summation of changing ratios over all parametric estimates
N Thresholds separating dwelling time intervals
2 Mean dwelling time of the distribution with ladder-shaped PDF
Nl Mm Mean/standard deviation for mode-m visits’ dwelling time
Functions
(] m) Parametric PDF of dwelling time of a visit on mode m
ag(j ) Parametric PDF of dwelling time of an arbitrary visit
Frns(J m) Cumulative probability mass for mode-m visits over interval S
Gs(] ) Cumulative mixing probability mass for visits over interval S
LLc( ;5 ) Log-likelihood function for complete data
Qc( ) Expectation of LL¢( ; ) with respect to Zsjm
Qq( ) Expectation of Q¢( ) with respect to j under grouped data
Ly( ;TVs0) Likelihood function for grouped data
LLg( ;TVs0) Log-likelihood function for grouped data
L(; ;) Lagrangian function for maximum likelihood estimation
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A.2 Timeline of COVID-19 Pandemic

The COVID-19 pandemic has gone through several stages of development in the
Washington metropolitan area. Figure A.1 displays a timeline that tracks the daily number
of incremental casesl and the number of vaccinations per hundred people? in the region.
The two peaks of cases clearly record the first and second waves of the epidemic that
respectively started in mid-March and late October 2020. To facilitate the understanding
of its time-varying effects, we divide the pandemic period between January 2020 and June
2021 into the following six stages:

Stage I, Caught o[Cduard: Jan. 21 - Apr. 15, 2020. Ever since the outbreak of
COVID-19 was first reported in Wuhan, China in December 20193, the world was closely
monitoring its development. But the public’s awareness of the coronavirus in America
mostly stayed on the news until late January when they suddenly found that the virus already
landed on the seashore. On January 21, 2020, the United States confirmed its first known
COVID-19 cases in the state of Washington4, which announced the start of coronavirus’
spread in the country. Throughout February, there are sporadic cases reported. The society
gradually tightened nerves but remained in peace overall. It is until mid-March when the
epidemic suddenly worsened and new cases started to appear all over the country. On March
13, 2020, President Trump declared the national emergency over the coronavirus pandemicb.
Subsequently, state governors (and the district mayor) carried out executive orders one after

another in the following several weeks, escalating measurements quickly from the closure of

1The number of COVID-19 cases counts those in the Washington metropolitan area, which includes the
District of Columbia, three counties in Maryland, and nine counties or county-equivalents in Virginia. See
Section 3.3.2 for the specific jurisdiction range. Data source: https://www.nytimes.com/article/coro
navirus-county-data-us.html

2The vaccination data is only available at the state level. Thus, the displayed metric of people vaccinated per
hundred is calculated using the data from D.C. and the whole states of Maryland and Virginia, open-sourced
by Our World in Data: https://github.com/owid/covid-19-data/blob/master/public/data/va
ccinations/us_state vaccinations.csv.

https://www.who. int/news/item/29-06-2020-covidtimeline

dhttps://www.cdc.gov/media/releases/2020/p0121-novel-coronavirus-travel-case.ht
ml

Shttps://www.federalregister.gov/documents/2020/03/18/2020-05794/declaring-a-na
tional-emergency-concerning-the-novel-coronavirus-disease-covid-19-outbreak
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Figure A.1: A timeline of COVID-19 pandemic over six development stages. The shaded
area visualizes the daily number of new cases in the metropolitan area, while the upwarding
red curve records the number of vaccinations per hundred people in the region.

schools and non-essential businesses to the mandatory shelter-in-place6. The society was
caught off guard at that time and forced to shift abruptly toward combat with the epidemic.

Stage II, Adaptation: Apr. 15 - June 22, 2020. After a few weeks of radical changes,
things started to settle down in mid-April when the three states extended the public health
emergency for a few more months7. At that moment, the society digested the reality that
the battle with COVID-19 would not come to success very soon and began adapting to “the
new normal” both mentally and behaviorally midst strict executive policies. They reduced

non-essential outdoor activities, put on face masks, and kept with social distancing in public

ehttps://www.dcpolicycenter.org/publications/covid-19-timeline/
Thttps://coronavirus.dc.gov/release/mayor-bowser-extends-public-health-emergenc
y-stay-home-order-and-closure-non-essential
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space. On June 22, 2020, the first wave of the epidemic was largely taken under control,
with the number of new cases in the region lowered down from the daily level of thousands
at the peak to a few hundred.

Stage II1, Ceasefire: June 22 - Nov. 5, 2020. After the first wave was pressed down, the
pandemic came to a “pause” with the number of cases increased at a relatively mild level. In
view of the decline in community spread and severe economic depression, state governments
relaxed shelter-in-place orders and followed with metrics to reopen the economy. For instance,
starting June 22, 2020, D.C. began to reopen restaurants, stores, gyms, salons, playgrounds,
libraries, and museums, etc. with reduced capacity8. Meanwhile, considerable parties of
office employees continued working from home and measures such as face masks and social
distancing remained effective, but the range of economic activities was significantly enlarged
compared to the complete lockdown in previous stages since mid-March.

Stage IV, Second wave: Nov. 5, 2020 - Jan. 22, 2021. The second wave arrived quickly
and strongly. However, due to both the fear of the huge cost of shutdown and the relative
societal preparedness, businesses remained fairly open. Even though the number of cases
kept climbing and surpassed the previous peak, no shelter-in-place orders were enforced
in this period. Instead, D.C., citing the escalating flight against COVID-19 cases, ordered
travelers to get tested before traveling to the capital beginning November 5, 20209. Later in
late December, envisioning the huge potential volumes of gathering at restaurants during the
holiday season, D.C. further shut down indoor dining for a complete monthl0. In general,
this stage did not see extreme policies despite the rocketing number of cases, and the society
was coping passively with the worsening situation awaiting the savior of vaccine roll-out.

Stage V, Massive vaccination: Jan. 22 - May 21, 2021. On December 11, 2020, the

Pfizer-BioNTech COVID-19 vaccine became the first authorized by the U.S. Food and Drug

ghttps://www.washingtonpost.com/dc-md-va/2020/05/08/dc-reopen-coronavirus-fag/
9https://wtop.com/dc/2020/11/mayor-bowsers-newest-order-for-dc-visitors-need-to
-get-tested/
0https://www.washingtonian.com/2020/12/18/dc-will-shutdown-indoor-dining-beginn
ing-december-23/
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Administration for possible Emergency Use Authorization and launched for mass vaccination.
But given the limited supply at the initial period, the vaccine was only restricted to health
care personnel and residents of long-term care facilitiesll. The massive public vaccination
began in mid-January when D.C. moved to a new phase in vaccine distribution, providing
the vaccines to residents age 65 and older and non-healthcare essential workers. As shown
in Figure A.1, with the per hundred people vaccinated increasing from 5% in January to
60% in May 2021, the epidemic gradually came under control and the society moved back
toward normality.

Stage VI, Close to normal from May 21, 2021. On May 13, 2021, the U.S. Centers for
Disease Control and Prevention (CDC) announced new public health recommendations,
saying that fully vaccinated people can resume both indoor and outdoor activities without
wearing masks or keeping social distance. One week later, D.C. lifted capacity restrictions
at restaurants, bars and most other types of venues12. Since then, restaurants and bars were
able to roll back to pre-pandemic operations (at least no restrictions policy-wise), and the
vaccinated people can also live close-to-normal if wanted.

Collectively, the six stages constitute a relatively complete timespan of the COVID-19

pandemic from its outbreak to getting it temporarily under control with massive vaccination.

Uhttps://www.washingtonian.com/2021/01/11/heres-a-breakdown-of-who-gets-the-vac
cine-when-in-dc/

2https://www._washingtonian.com/2021/05/10/dc-restaurants-can-operate-at-100-per
cent-capacity-starting-may-21/
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A.3 Validation of Bimodal Gamma Distribution Assumption

To validate the use of a bimodal GMM for fitting restaurant dwelling patterns, we
collected field data at a McDonald’s restaurant in Pentagon City, Virginia, during lunch and
dinner time on January 18th, 20th, and 22nd, 2024. The six data collection sessions lasted
for two hours each. We recorded the visiting mode and the duration of the dwelling time
for all individuals who have completed their full visit session, i.e., entered and left during
our observation windows13. We categorized individuals who picked up food from the front
counter without sitting down as takeout traffic, while those who sat down as dine-in traffic.
Throughout the six counting sessions, we observed a total of 223 visits, with 122 categorized
as takeout and 101 as diners at the McDonald’s.

Figure A.2 first fits the takeout and dine-in traffic separately using the gamma distribution.
As indicated by the statistics of observed and calibrated distributions, the dwelling time

duration of takeout and dine-in visits can be accurately captured by the gamma distribution.

13Note that there should be very few visitors who stay longer than two hours at this particular McDonald’s
restaurant, based on the dwelling pattern revealed.
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Figure A.2: Fitting of the gamma distribution for the dwelling time of (a) takeout visits
[Observed: , = 3.6 (mean), , = 2.2 (standard deviation) minutes; Calibrated: ", = 3.6,
Ny = 2:0 minutes] and (b) dine-in visits [Observed: 4 = 29:2; 4 = 13:1 minutes;
Calibrated: g = 29:2; Ny = 12:9 minutes].
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Figure A.3: Bimodel gamma mixture model calibrated on the mixed traffic. [The
observed values of parameters related to takeout and dine-in traffic are ( o; o; 4; ¢) =
(3:6; 2:2; 29:2; 13:1) minutes and the mixing portion , = 0:54. The calibrated results are
("o; Nos Mg Na) = (3:7;2:1; 30:0; 12:3) and ", = 0:55.]

Then, Figure A.3 presents the dwelling time distribution aggregating the mixed traffic of
dine-in and takeout visits. The green and purple columns represent the probability densities
of takeout and dine-in traffic at the corresponding dwelling time range, and the height of the
surrounding gray box represents the sum of the two, which is the probability density for the
mixed traffic. As shown by the figure, the two traffic modes at the restaurant overlap in the
dwelling time within the range of 5 to 15 minutes, while in other intervals, either takeout or
dine-in traffic dominates. The aggregate pattern produces a typical bimodal shape, with the
two peaks respectively corresponding to takeout and dine-in modes. The orange curve in the
figure represents the bimodal GMM that is fitted on the mixed traffic, and the corresponding
statistics are also revealed. The results of both the visual and numerical comparisons indicate

that the gamma mixture model is capable of fitting the dwelling pattern reasonably well.
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A.4 Parametric Estimation Iterations in the Regularized EM Algorithm

As elucidated in Section 3.4, the regularized EM algorithm updates the parametric

estimates  for the mixture model via the following maximization problem given @ ie.,

f kY k@ O o a0gs
t+1 oot > h () 2 i(t 2!
(t+1) — . Parg max Qg( j ( )) km kxv( ) + m anf( )
o m m=Lmo m2fd;og
where
8 o
- X < > - _ =
Qg( ] ©) = _ Vs Ey m(sil ©) (log fm( sil m)*+1og m) _
s=1 ~ m2fd;og z

(instancg below for the gamma mixture model)
X< X _

= _Vs Ey m(sil ©) ( log (km) kmlog m
s=1 = m2fd;og

+ (km 1)log § -2 +1log m)

m

The following derives the first-order optimality condition for the maximization problem to

pin down the updates sequentially for ,, Km, and .

A.4.1 Mixing proportion

Since the regularizer does not involve mixing proportion , the first-order condition on

m 1s briefed as follows,

maxQqy( j ©) (A.la)
>
s.t. m=1 (A.1b)
m2fd;og
m 0; m 2 fd;oq: (A.1c)
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Let and vy, be the Lagrangian multiplier for constraints (A.1b,c), respectively. Then, the
Lagrangian function for the optimization problem (A.1) becomes
O 1
- - > >
LC s my ] ()):Qg(J ())+ @ m 1A m m
m2f6og rjr|_2fd;og
— >
Q) )+ @ m 1A

m2fd;og

Having its partial derivative with respect to , equals O yields

P )
_ §=1VS E m( sj) (t))_

m

P P

. _ _ S MY —
Since  ofgog m = 1, we have = m2fdog  s=1 Vs E, m(s) ) =V,

which further leads to

1 X
m:v
s

(t+1) —
m

Vs Esj m( sjj (t)) :
=1

Specifically, E ;  m( sj] ®) indicates the probability of an arbitrary visit s; in interval

® Fmis(sii &)

S belonging to mode m 2 fd; og, which values as ENEIG)

A.4.2 Shape parameter of the gamma distribution ki,

The partial derivative of the regularized function with respect to K, writes

2 3
@ > 2
T4Qg( i ® Km k%O “5
@ m m2fd;og
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where theterm  __, Vs E_, m(sj) V) canbe substituted by m V. Meanwhile,

to further simplify the updates, we designate , taking its value from the previous iteration
and then obtain k§™ from solving the following equation,

@log (k& X _ i .
olog (i 1) @ v TV E L (i @) log S )Y KO =0
m

ok o1
where
®) si r(T? : s si ®
E . (sjj V) log— =————~ log—= Tm(sj) o) d
]| m\ sj grt\) Gs( st (t)) ! #') m\ sj m Sj

A.4.3 Scale parameter of the gamma distribution |,

Similarly, we can update ., by solving the following cubic equation,

2 3
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where the constant term E ; m( ) ®) sj can be transformed as follows for

computational efficiency,
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A.5 Consistency Analysis of GMM’s EM Estimates on Grouped Simulation Data

A series of simulations were conducted to assess the (asymptotic) consistency of the EM
algorithm when applied to estimate the gamma mixture model (GMM) for grouped data. The
simulated dataset comprised 100 restaurants, each with three different levels of visit counts
(10, 100, and 1000 visits) for comparison. The dwelling time of these visits were sampled
identically and independently from gamma mixture distributions. For each restaurant, the
simulated individual visits were categorized into the seven intervals provided by SafeGraph:
[0;5), [5;10], (10; 20], (20;60], (60;120], (120; 240], and (240; +1.) minutes. Afterward,
the EM algorithm for GMM with grouped data, as described in Algorithm 3.1, was applied
without the regularization (i.e., = 0).

To facilitate comparison, we established a baseline profile for GMM with the following
parameterization: ( o; ¢; o; q) = (10;60;4;20) minutes and a mixing proportion o, =
0:5. In Figure A.4, you can observe the “underlying” PDF of this selected baseline
distribution, along with the “observed” histogram grouped into the seven dwelling time

intervals. These parameters are considered moderate within the spectrum of variations and
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Figure A.4: Baseline distribution selected for GMM. The dwelling time for dine-in and
takeout visits are parameterized as ( o; 4; o; d¢) = (10;60;4;20) minutes, with a mixing
portion of , = 0:5.
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serve as the reference for subsequent comparisons. Tables A.2 to A.6 present five sets of
sensitivity analyses regarding estimate consistency, each focusing on one of the five key
parameters of GMM. In each case, we vary the “true” value of one particular parameter while
keeping the other four parameters constant at their baseline values for sample simulations.
We then collect the samples and apply the EM algorithm to estimate all five parameters
across the 100 restaurants. For enhanced visualization of the results, we use boxplots to
represent each parameter calibration.

Table A.2 first examines the estimation performance concerning different proportions of
dine-in and takeout visits by setting the takeout ratio at 0:3; 0:5; and 0:7 respectively. The
calibrated results from these scenarios indicate that the EM method can consistently estimate
all five parameters in the GMM, closely aligning with their respective true underlying values.

Specifically, the mixing ratios ”, are estimated with high consistency across various sample

Table A.2: Consistency results of ( o, o; d; o) 4) = ( ;10;60;4;20)
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sizes per restaurant. However, for the means in the GMM, *, and "y, our method can
provide unbiased estimates, but the accuracy for individual estimations can be significantly
influenced by the sample size. As the sample size per restaurant increases from 10 to 1000,
the estimated values gradually converge toward the true value. Furthermore, the estimation
of the standard deviations in the GMM, *, and "4, could be biased when each restaurant
contains only a small sample, but the consistency improves substantially as the sample size
increases.

Tables A.3 and A.4 provide insights into how estimation performance changes in response
to shifts in the average dwelling time for dine-in and takeout modes, respectively. These tables
demonstrate that, given the variances of the dwelling time in GMM, when the mean dwelling
times of the two modes differ significantly, the estimations exhibit superior consistency,
as shown in the previous performance analysis. However, when the means become closer,
either by increasing , or by decreasing 4, the two distributio-ns overlap more, with a
significant portion of probabilities falling into each other’s regimes. This overlap becomes
more challenging to distinguish, particularly due to the larger-sized dwelling time intervals
provided by SafeGraph. As a result, the estimation of GMM parameters can be biased in
these scenarios. For instance, when , approaches 20 minutes, a considerable number of
takeout visits are erroneously classified as dine-ins. Similarly, when 4 decreases from 60 to
45 minutes, the estimation tends to overestimate the number of takeout visits. In summary, it
becomes evident that the larger the difference between , and ¢, the stronger the claim of
consistency for the EM estimators.

Further, Tables A.5 and A.6 investigate how the variances of takeout and dine-in dwelling
times impact estimation performance. Interestingly, the results clearly indicate that the EM
estimates tend to exhibit bias when the standard deviations, , and ¢, are set to very low
values. This bias arises, again, due to the relatively large dwelling time intervals, and when
the variances become small, the majority of the probability mass is compressed into a single

interval. This makes it challenging to correctly identify the distribution’s span, resulting in

196



estimation biases for *, or 4. Nevertheless, the remaining parameters, including *, ",
and "y, continue to be estimated consistently and accurately.

Summarizing this entire analysis, the EM algorithm proposed for GMM with unevenly
grouped data has demonstrated its effectiveness in accurately recovering the true parametric
value. Certain limitations are observed in cases where the two distributions overlap
significantly or when one’s probability mass is concentrated within a narrow interval. In
such scenarios, accurately identifying the distribution shape becomes challenging, and the
estimates of GMM parameters become biased. Notably, augmenting the sample size per
restaurant could play a crucial role in enhancing estimation performance, as quite some cases

exhibit biased estimates for limited samples but tend to establish asymptotic consistency.
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A.6 Percent of Change in Restaurant Diners: Model Estimation versus OpenTable

observation

The unsupervised modal decomposition cannot be evaluated for prediction precision
directly using the foot traffic data. Alternatively, this appendix compares our results to an
aggregate metrics from another data source that allows us to assess our method qualitatively.

At the beginning of the pandemic, OpenTable, the popular platform for restaurant-
reservation service, launched this data that updates the state of restaurant industry based on
the restaurant sample on their networkl4. Their data set compares the daily percent changes
in seated diners at all channels, including online, phone, and walk-in reservations, from
February 2020 onward to the year of 2019. The comparison is aligned by the same day
of the same week in each year, and available for most of the major metropolitan areas and
the entire United States. Besides, it traces a consistent restaurant sample on the OpenTable
network and thus excludes the possible variations in total traffic that result from the number
of changes in restaurants. However, the specific restaurant sample selected by OpenTable is
not available. To ensure a fair comparison, we slim down our restaurant sample to produce a
matching sample as per the observation of restaurants currently registered on OpenTable. As
a result, full-service restaurants with price levels at ‘$$$° or above are selected.

Figure A.5 compares the percent changes of restaurant diners estimated by our model (the
solid line) to the values observed by OpenTable (the line with dots). Since the OpenTable data
updates in daily frequency, we present the weekly average percent changes as the dotted line
and the within-week variations with the surrounding shadow area. Considering the possible
sample inconsistency and the vast heterogeneity and oscillations in the state of restaurant
industry, the presented trends manifest fairly high consistency between our estimation and
the OpenTable’s. As a reference, the trend for the entire U.S. is also included to join the
comparison, i.e., the line with triangles. It is clear that our estimation indeed aligns much

closer with the states of the Washington DC metropolitan, in view of the contrast shown

“https://www.opentable.com/state-of-industry
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Figure A.5: Estimated changes in dine-in volumes versus observations via OpenTable. To
retain as much information provided by the OpenTable’s daily updates, we present the weekly
average percent changes using solid lines and the within-week variations (minimum to
maximum daily changes) as surrounding shadow areas. For the estimated percentage change,
we present its value of total dine-in customers estimated for each week, and the 25 and 75
percentile value of the specific restaurant’s percentage change for that week.

between the local and the national trends.
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A.7 Justification on Adjusting Employee Traffic by the One-Hour Threshold

Based on the employee traffic identification method detailed in Section 3.5.1, a threshold
on the restaurant dwelling time needs to be selected to separate the takeout and employee
traffic at the beginning of the pandemic when restaurants shut down the dine-in channel (see
Figure A.6). Given the intervals pre-determined by SafeGraph, potential choices for the
threshold are the borders specified, i.e., 5, 10, 20, 60, 120, and 240 minutes. The rest of this
appendix justifies our pick of 60-min as the threshold for implementation.

A suitable threshold should cleanly separate the two sources of traffic to its left and right
sides, respectively. Thus, some “ground truth” for either takeout or employee traffic is needed
to evaluate various threshold candidates. Since takeout traffic is difficult to retrieve using a
single source of foot traffic data, we thus draw our attention to the rough estimate of employee
traffic. The open data provides two aggregate metrics on the foot traffic, that specify the
number of total visits and the number of unique visitors to each restaurant POI each week.
By assuming that customers do not repeat takeout orders from the same restaurants more than
once per week, the gap between the two metrics could roughly approximate the employee

traffic. But certainly, such an approximation relies on a few potentially strong assumptions.

V(1)

20 min 60 min 120 min

Figure A.6: Composition of foot traffic at restaurants when dine-in services were shut down.
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On the one hand, non-employee visitors, such as customers and deliverers, can possibly visit
a single store multiple times, under which the gap overestimates the employee traffic. On
the other hand, restaurant employees themselves have also been counted in the number of
visitors, and therefore subtracting the number of visitors from the number of visits may yield
underestimation. For the time being, we adopt the gap measure that neutralizes these factors
as an acceptable reference for the size of employee traffic before more relevant data becomes
available.

On each threshold candidate, we substrate the reference employee traffic from the weekly
estimated volume and examine the differences across restaurants. Figure A.7 summarizes the
statistics of the differences yielded under the three threshold candidates of 20, 60, and 120
minutes, respectively. First, applying the 20-min threshold results in most of the differences
locating on the positive axis, which implies a systematic overestimation. The reason is that a
considerable portion of the takeout visits takes more than 20 minutes, as conceptualized

by Figure A.6. The box plots of the rest two alternatives suggest satisfying shapes, with

20

4.7550 I

60 }7 00.027
120 }7 O-1.503 4{

-5.0 —-2.5 0.0 2.5 5.0 7.5 10.0 12.5
Difference between estimated and reference employee traffic

Dwelling time threshold (minute)

Figure A.7: Summary of the differences between the estimated employee traffic using
dwelling-time thresholds and the weekly reference volumes of individual restaurant POI
(i.e., the gap between the number of visits and visitors). Specifically, each box plot displays
the five critical statistics of the differences, including the minimum, the first quartile, the
median, the third quartile, and the maximum. Besides, the circle on each box plot denotes
the mean of the respective distribution.
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the median of the resultant differences positing straightly at zero. Essentially, during that
period when the dine-in services were shut down, a large number of restaurants acquired
zero visits within the (60; 120]-min interval. But considering the mean of the differences
under the 60-min threshold is much closer to zero (presented by the circle in Figure A.7),
which implies less skewed estimations overall, we eventually select the 60-min threshold for

adjusting employee traffic.
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Appendix B:  Appendices for Chapter 4

B.1 Nomenclature for Chapter 4

Table B.1: Notation list of parameters and variables for Chapter 4

Notation Description Unit
Input Parameters
Expected number of orders generated per hour per unit area 1/hour mi®
m Total size of delivery fleet
v Speed of delivery vehicles mp
A Total area of the region mi?
a;b; ; Parameters related to TSP approximations in a pie-shaped area
Q Operating cost per vehicle mile traveled $
W Value of time $/hour
Decision Variables
K Number of sub-area partitions
Ax Area of each sub-area k mi?
K Expected number of new orders generated per hour in sub-area K 1/hour
K Number of pickup and drop-off locations to visit in sub-area k 1/hour
Pi:k Probability of an order picked up in sub-area i being dropped off in k
Mg Number of deliverers assigned to sub-area k
Nk Batch size of packages per delivery tour in sub-area k
Sk Traveling time of individual deliverer in sub-area K per delivery cycle hour
Q Expected vehicle miles traveled by deliverers per hour of operation mph
W2 Average waiting time for accumulating Ny packages in sub-area K hour
ng Average package holding time for available deliverers in sub-area K hour
\W Average total waiting time per customer hour
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B.2 Proof of Propositions

This appendix presents the proofs for the propositions introduced in Sections 4.3 and 4.4.

B.2.1 Proof of Proposition 4.1

Consider a pie-shaped circular sector with radius R and central angle , containing N
nodes randomly distributed across the entire region. Let D;j denote the distance from point i
within the sector to the center of the circle. Then, the distance from the origin to the farthest
node is defined as R' = maxfD;jgi>n, and its CDF and PDF are given by the following

expressions:

Fro(r) = P(maxfDigizn  T)

fRO(r) =2N RT:

The expected value of R’ is thus given by

z
E[R"] = Rr fro(r)dr = 2N
= 0 =
0 R 2N +1
B.2.2 Proof of Proposition 4.2
For the Spatial Poisson process, let = % denote the density of access points

across the entire area. The survival function and PDF of the distance X from a point to its
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nearest neighboring point are given by

IP(X > x) = IP(no points within distance X) = e <

fxx)= 2xe *:x O
Similarly, for the variable Y , which follows the Rayleigh distribution, the survival function

and PDF are given by:

2

P(Y >y)=e 27;

fy)=2 e 27y o

Thus, the probability of X > Y can be derived as:

VA 1Z 1
P(X>Y)= fx(x) fy (y)dx dy
Zolzyl 2 Y y?
= 2 xe ¥ Se 2zdxdy
yADTI z
1 y y? 1 2
= e 27z 2 xe Xdx dy:
0 y

R
First, considering the integral over X, we have IP(X >vy) = yl 2 xe *Xdx=e Y.

R
Substituting it back yields IP(X >VY) = 01 Y el +3)? dy. By lettinga = + 515,

u = ay?, andd u = 2aydy, we obtain

1 Za
2

P(X>Y)= e Ydu

=T >

1
2a
1

2

1

- 2(No+Np) 2°
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B.2.3 Proof of Proposition 4.3

For variable X, the survival function is given by:

. Cy . . No+Np 2
IP(X > z) = IP(no points within distance z) = e =g “RZO:
For variable Y , by substituting = #5=, its survival function becomes:

22 2

P >z)=e 22 =¢ *:

The expectation of min(>X;Y ) is then given by:

Z 4
E[min(X;Y)] = P(X >2z;Y >2z)dz
YAy
= P(X >2z) IP(Y >2z)dz

0
Z
+1 No+Np , 2
= e R2 dz
0 s

Gaussian integral 1

5 No+Np 1
2 =0 + o

B.3 Validation of Rayleigh Distribution Assumption for Order Distances

This section details the calibration and validation of using Rayleigh distribution to model
the delivery distance d between the origin and destination of meal orders. The PDF of the

Rayleigh distribution is given by:

42

f@)=Se ¥7 d>0, >0,
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where is the scale parameter. Given the observed distances fd;; d; ; dng for n orders,

the log-likelihood function is:

X d2
L( )=_ Ind; 2In 2—'2

i=1

To obtain the maximum likelihood estimate (MLE) of , we differentiate L( ) with respect
to , set the derivative to zero, and solve:
F)

0 = _+—3 =0:

From the Meituan meal delivery order data, the MLE of is calculated as:

A= 2 =083

| | |
—— Fitted Rayleigh Distribution ¢=0.83
[ Histogram of Order Distance

0.7 1

0.6 -

0.5 1

0.4 -

Density

0.3 1

0.2

0.1+

0.0

0 1 2 3 4 5 6
Distance (Miles)

Figure B.1: Fitting of the Rayleigh distribution for the distance of meal delivery orders
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Figure B.1 compares the fitted Rayleigh distribution with the histogram of 423,449
observed delivery distances for meal orders recorded during the week of October 17-24, 2022,
between 10:00 AM and 10:00 PM each day. The average delivery distance is approximately
1 mile, with a higher concentration of orders occurring below this distance. This skewed
distribution is well captured by the Rayleigh model, which achieves a mean squared error of

0.001249 miles.

B.4 Case study with smaller transshipment range

In this section, we reduce the transshipment service range through a single microhub
from R = 2:5 in Section 4.5.4 to R = 1:5, dividing the entire region is divided into 10
hexagons, each with distinct demand and supply patterns. Each microhub is used exclusively
for transshipment within its respective hexagon. Figure B.2 illustrates the zonal divisions,
while Figure B.3 presents the demand and supply for each hexagon at different times of
the day. The two numbers in each cell indicate the number of orders and the labor hours
available, respectively. Those hexagons with higher demand are highlighted in redder shades.

Figures B.4 and B.5 illustrate the relative savings achieved by comparing transshipment
against non-transshipment in terms of average customer waiting time and vehicle miles
traveled by deliverers across different areas and time periods. Among the ten divisions,
Hexagons 2, 3, 5, and 6 are identified in Figure B.3 as the busiest areas. In Figure B.4,
Hexagons 2 and 3 demonstrate improved customer waiting times when transitioning to
transshipment during the lunch peak hour, which corresponds to the highest demand-to-
supply ratio. However, in Hexagons 5 and 6, despite having the highest order volumes
among all zones, the available supply is also sufficient, making the transshipment strategy
less effective compared to the non-transshipping counterpart. Comparing the results with
those in Section 4.5.4 suggests that transshipment becomes less efficient on smaller service
ranges, which aligns with the findings in Section 4.5.3. While VMT savings are consistently

observed in all scenarios when using transshipment, the benefits in customer waiting time
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remain highly sensitive to the balance between demand and supply.

10

Y-axis (miles)

s+ Customer Locations

4

6 8 10 12
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Figure B.2: A map showing customer locations and the service range covered by each

microhub, with a radius of R = 1:5 miles.
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Figure B.3: Hourly variations in demand and supply across the ten hexagons throughout the
day.
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Figure B.4: Savings in customer waiting time achieved through transshipment across the ten
hexagonal areas throughout the day.
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Figure B.5: Savings in vehicle miles traveled by deliverers through transshipment across the
ten hexagonal areas throughout the day.
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Appendix C:  Appendices for Chapter 5

C.1 Nomenclature for Chapter 5

Table C.1: Notation list of parameters and variables for Chapter 5

Notation Description Unit
Input Parameters
L Side Length of the service region mile
Expected number of orders generated per unit area 1/mile?
K Number of drones onboard the truck
Vb Speed of drones mph
T Energy consumption coefficient for the truck kW h/mile
D Power consumption coefficient for drones kW
Decision Variables
D Strip width mile
VT Speed of truck mph
Arrival rate of delivery tasks in the queue 1/hour
= ﬁ Service rate of tasks without congestion 1/hour
"= E[ls(,] Service rate of tasks under congestion 1/hour
Pn Steady-state probabilities for service staten = 0;1;:::; K +1
Tstop Total truck stopping time hour
T Average truck traversal time hour
Qr;Qp  Energy consumption of truck and drones kW h
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C.2 Proof of Proposition 5.1

This appendix presents the proof for the Proposition 5.1 introduced in Section 5.3. The

locations of the three points depends on a random variable d ~ Uniform][0; D]:

A= dp——;0 ;
vi vz
B = (0; d);
= dp——sz —; 0
v V2

The point C* = (x; 0) is chosen uniformly on the line segment AC on the X-axis. Therefore,
the X-coordinate of C' follows a uniform distribution over ~ ¢;g , where g = d pv";=vz
D T

Thus, for a fixed d, the adjusted fly-back distance from B to C' is

jBCYj = IO(x 02+ (0 d)2? = px2+d2:

Since X  Uniform[ g;g], we have

Z
g
E jBCjd = 1 px2+d2dx
29

for the conditional expectation given that point C” is chosen within the interval of segment
AC. A well-known result for evaluating this integral, by substituting X with an auxiliary

variable d sinh(t), gives:

Z g 2 X=g

X2+ d2dx = gpx2+d2+d?Inx+|ox2+d2
g x= g
P
2 2 2
- P i S g

g+ @
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Therefore,

P—
pg2+d2 N d—zln pgz+d2+g
49 g2 + d2 g

E[jBCYjd] =

N[ =

Substituting g with d pv‘f—vz then yields
D T

P
EBCjd= - dp®__ 4+ 9 VO Vi | Votwr
2 Y 4 VT Vb Vr

Because d itself is uniformly distributed on [0; D], pulling out the constants and

. . . . D
integrating d from 0 to D simply yields a factor of . Thus,

P _
EiBCl — _Dvp D vi 2 | Vp + V1
jBCY = =2 + n
47 vy VE 8vr Vb VT

C.3 Validation of Uniform Distribution Assumption for Adjusted Retrieval Points

This appendix validates the approximation of the modified fly-back distance by assuming
a uniform distribution assumed for the adjusted retrieval points. As derived in Proposition
5.1, under this assumption, the expected (modified) fly-back distance in Figure 5.2 from B
to C"is given by

P————
2 2
Dvp + D Vp VT In Vp + V71

vz  vZ
Vg V§ 8vr Vb Vr

EBCY] = P

On the other hand, the lower bound of the fly-back distance corresponds to a direct vertical
return from point B to the truck’s path, i.e., d. Thus, the expected value of this lower
bound is %. The upper bound corresponds to the non-modified trajectory, where the drone
flies from point B to the optimal retrieve point C, with an expected distance of Epv[g),=v$'

Therefore, for a given strip width D, the approximation of fly-back distance, along with
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its lower and upper bounds, depends on the truck and drone speeds, Vr and Vp, and can
be further expressed as a function of the speed ratio :,’—; However, calculating the realized
fly-back distance is more complicated, as it is also influenced by factors such as the number
of drones in service and the order density.

Figure C.1 compares the approximated modified fly-back distance with its lower and
upper bounds, as well as simulation results, as a function of the truck-to-drone speed ratio.
For speed ratios of 50%, 60%, 70%, 80%, and 90%, we randomly sample five sets of
different K and values and report the expected fly-back distance for all modified drone
trips. The results show that the simplified uniform approximation falls within the variance
of the simulation outcomes. When the truck speed is relatively low compared to the drone
speed, the fly-out and fly-in trajectories form a sharp triangle, causing the lower and upper
bounds to be close. Even in the extreme case where the truck speed reaches 90% of the
drone speed, the absolute value of the upper bound is only 1.15 D, around 2.29 times the
lower bound. As the speed ratio decreases to 80%, 70%, 60%, and 50%, this ratio reduces to

1.67, 1.40, 1.25, and 1.15, respectively. Since drone speeds are typically much higher than

2D
§ --- Lower Bound = 3
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E PP 2y v —vi
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Figure C.1: Comparison of approximated modified fly-back distance, simulated values,
lower bound and upper bound

216



truck speeds, assuming that the modified retrieval point is uniformly distributed between the
optimal dispatch and retrieval points provides a reasonable estimate that falls between the
lower and upper bounds. In Section 4.5.2, we further demonstrate that this assumption yields

a good approximation for estimating truck traversal time compared to simulation results.
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Appendix D:  Appendices for Chapter 6

D.1 Nomenclature for Chapter 6

Table D.1: Notation list of sets, variables, parameters and functions for Chapter 6

Notation Description
Sets
m2M Existing requests in the current delivery cycle
n2N Potential requests arriving in the future cycles
(i;J) 2 A(A) Feasible arcs for drones in the first stage (second stage)
k2K Fleet of drones
t2T Future delivery cycle inside the planning horizon
12 Scenario for potential realizations of the future cycles
Common Parameters
ct Penalty for a existing task m delivered in the t™ cycle
dij Delivery distance between nodes 1 and j
Om Package weight of request m
Q Load capacity of individual drone
E Battery capacity of individual drone
M Constant of extremely large value

A Coeflicients for different cost items
Parameters for Scenario

ct Penalty for a second-stage task n delivered in the t" cycle
Un Package weight of request n
an First decision epoch for request n following its arrival
First-Stage Variables

¥, Whether existing order m is fulfilled in the current delivery cycle
X?-; K Whether drone K travels from node i to J in the current delivery cycle
roj;k Whether drone K is dispatched in the current delivery cycle
u?;k Carrying load of drone K after visiting node i, kilograms

ugk; ugk Starting and ending loads of drone K in the current delivery cycle, kilograms
V?;k State of charge of drone K after visiting node i, kilowatt-hours

vgk; vgk Starting and ending states of charge for drone K in the current delivery cycle, kilowatt-hours

Second-Stage Variables for Scenario
yﬁ] (yﬁ ) Whether existing order m (future order n) would be fulfilled in the th delivery cycle
t;k;

Xij Whether drone k would travel from node i to j in the t™ delivery cycle

rtis Whether drone K is dispatched in the t™ delivery cycle
bk Carrying load of drone K after visiting node i in the t" delivery cycle, kilograms
uS ;ub  Starting and ending loads of drone k in the t™ delivery cycle, kilograms
Vit;k; State of charge of drone K after visiting node i in the t™ delivery cycle, kilowatt-hours
ng; ; ng; Starting and ending states of charge for drone K in the t" delivery cycle, kilowatt-hours
Z, Whether request N would be handled by the virtual drone upon generation
Functions
P() Energy consumption function of individual drone based on its carrying load
Q(: ) Second-stage value function given scenario
L() Second-stage expected value (recourse) function
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D.2 Proof of Propositions

This appendix presents the proofs for the propositions introduced in Section 6.4.

D.2.1 Proof of Proposition 6.1

We prove that Equation (6.28) for (y°; ) constitutes a valid optimality cut that would not
exclude the optimal solution (Y% ; L(y% )). For any arbitrary iteration ,if y% achieves

the optimal solution y% , we have

x X >< > o
Ym Ym = Ym Ym =IS;
m2S m2S m2S m2S

with which the optimality cut at y% reduces to

(Ly®) L Yom Yo (L&Y% ) LGST D+L
m2S m2S
=(Ly®) DS (LY%) LGSi D+L

=Ly%):

Clearly, the solution = L(y% ) is tightly included in L(y% ).
If y% differs from the optimal solution y% | we have mos Yo mas Yo
being strictly less than jS j. As all elements in Y% are integral, the right-hand side (RHS)

of Equation (6.28) at the optimal solution y° can be expressed as

> >
RHS = (L(y* ) L) Yom Yo (LY®) LGS D+L
m2S m2S
(LOY®) LGEST 1D (Ly®) LGS D+L

= L:

Since L(y% ) L, the solution (y% ;L(y% )) is feasible to the optimality cut. In this case,
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the cut is valid but likely not tight.

D.2.2 Proof of Proposition 6.2

Because all the cost terms in the second-stage objective in Eq. (6.23b) are non-negative,
a naive lower bound would be L = 0. Here, we establish a more reasonable (and useful)
lower bound L(y® = 1) for L by setting the first-stage variables y° to 1, suggesting all
existing orders are fulfilled in the current delivery cycle with no remaining orders passed
to the future. We note that y° = 1 may be infeasible for the first stage problem. This
proposition, however, is to prove that such a strategy produces a valid lower bound for the
second-stage recourse value, regardless of whether this bound is attainable or not.

For a given scenario !, consider an arbitrary order fulfillment plan
fyO; yﬁ,,! ; Z5' giot 1419 that is feasible for the second-stage problem and yields the
second-stage objective value Q(yo; yﬁ;,,! :Z%"). In this plan, y° and yk;,,! indicate the
fulfillment schedule for existing orders, with y2, + PtZT [FT+1g yt! = 1forallm 2 M.
Besides, Z%* includes all the decision variables in the second stage, other than yf,,! , defining
the fulfillment schedules of future orders as well as the routing of drones in future delivery
cycles in scenario !, i.e., Z%' = fy5'; 28 X5 rt goor peraag.

Suppose that according to the plan fy?; yﬁ;,,! s Z5' geot pfT+1g, SOMeE existing orders
are deferred to future delivery cycles, i.e. 9m 2 M, y% = 0, and yﬁ,’ = 1 for certain
t 2T [ fT + 1g. Then, we consider an alternative plan f1; 0; Z%* gior 7 +19 that fulfills
all existing orders in the current cycle without deferral. This alternative plan keeps the
fulfillment schedules of all future orders unchanged and maintains the same delivery routes
for drones as the original plan. With the fulfillment of existing orders moved up, the carrying
load of drones in future delivery cycles either remains the same or decreases, ensuring
that the original routing remains feasible under the alternative plan. Consequently, all
cost terms related to order delay penalties for second-stage orders N and fixed costs of

drone dispatches remain unchanged, while the order delay penalties for existing orders M
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and the energy consumption of drones reduces for executing the alternative plan. Thus,
we have Q(1;0;Z%')  Q(y°yy,;Z%") for any second-stage order fulfillment plan
fy% yry i Z% Geor prr+1g-  Then, with the front-fulfillment plan for existing orders in
place, resolving the optimal order fulfillment and drone routing plan Z%* gives rise to
Q@1;0;z%% ) Q(1;0;Z%).

The above inequalities hold for any given scenario I. Taking the expectations across all

possible scenarios further leads to the following relationships,

> >
1 oyny BT ez
i, i,
>
.i O(1;0;Z8%)
i,
— 1 X .
= L(2):

This concludes that L(y® = 1) serves as a valid lower bound on the second-stage recourse

costs for all possible y°.

D.2.3 Proof of Proposition 6.3

Suppose there exists a hyperparameter such that L99(y®) < L(y°). Then, for a
particular iteration , if the condition < L9®(y% ) is met, the obtained y° is not
optimal, as the optimal solution must satisfy L(y% ) (Laporte and Louveaux, 1993).
As we shown in the proof of Proposition 6.1, a non-optimal but feasible y% satisfies

P, P
m2s Ym ma2s Ym IS L
Next, given y% | for the second-stage problem obtained using ‘augmented heuristic’ and

‘greedy heuristic’ methods, we have the inequality L(y% )  L349(y% )  Loed(y% ).

Consequently, between the derived ‘augmented cut’ and ‘greedy cut’, their right-hand side
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terms as a function of y2, are related as follows:

RHS9™(yJ) RHS™9(y2)

— gred, ,0; aug ¢y ,0; > 0 0
= L(y™ ) L) Ym Ym

m2S m2S
LOed(y® ) L*9(y%) (S 1)

Loedy® ) L0 ) (S 1) LI ) LM(y%) (S| 1)

The ‘augmented cut’— RHS?"9(y% ) —is thus tighter than the ‘greedy cut’—
RHS?"®(y% ) —, and adding the latter would not exclude the solutions yielded by imposing

the former.

D.3 Heuristic Methods for Solving the Subproblem (SP) with Vehicle Routing

Constraints

This appendix details the heuristic methods employed to solve (SP) using the Google
OR-Tools’ vehicle routing package. For each scenario ! 2 , upon the first-stage solution
y% , we unfold the subproblem (SP) as a capacitated VRP with time-window constraints.
This is achieved by aggregating all pending and future orders and incorporating penalties for
dropping visits.

We discretize time windows based on the T delivery cycles, and have each vehicle
operate only within one specific time window. Thus, a single vehicle in service throughout
the T cycles is copied T times, resulting in a total of jKj T vehicles for the Google
OR-Tool’s API. Moreover, in the dynamic fulfillment system, orders fall into three categories:
unfulfilled orders inherited from over T cycles ago, unfulfilled orders from previous cycles
but less than T cycles, and potential orders in the future. Let (t) denote the time of

transition between the t* and (t + 1)™ cycles, representing the end time of the t cycle
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and the start time of the (t + 1) cycle. Then, orders in the three categories are assigned
with soft time windows of [0; (1)), [0; (T am)),and[ (am); T), respectively, where
am denotes the arrival cycle of a particular order m. Unlike the strict time windows
for vehicles, these soft time windows are defined to associate penalties, C%H, with
fulfillment delays. Given the capacity provided by the Google OR-Tool, the objective
function submitted to the API accounts for the penalties arising from delayed orders,
vehicle travel distances, and the frequencies of vehicle dispatch. Energy consumption is
treated separately and will be addressed later. Two advanced solution-searching strategies,
namely “PATH_CHEAPEST_ARC” and “GUIDED_LOCAL_SEARCH?”, are utilized as an
enhancement to the constraint-programming-based VRP solver. The former strategy swiftly
generates a feasible solution using a greedy approach, while the latter is designed to escape
from local minima and continues searching for improvementsl. In this study, the ‘greedy
heuristic’ solely implements “PATH_CHEAPEST_ARC”, while the ‘augmented heuristic’
combines both “PATH_CHEAPEST_ARC” and “GUIDED_LOCAL_SEARCH”.

As mentioned, the energy consumption aspect in (SP) is not addressed by the Google
OR-Tool. Its primary impact on the discussed decisions relates to the sequencing of package
deliveries, reflecting a trade-off between selecting orders with heavier packages and those
destined for locations at a distance. Accordingly, we propose a fix to adjust solutions
based on the metric of energy consumption. First, we receive the API’s output of order
assignments that can be feasibly serviced by each vehicle at each delivery cycle. Then, on
top of this resulting vehicle-order assignment, we proceed to solve a travelling salesman
problem for each individual vehicle to fine-tune their routing, particularly considering energy
consumption. Such a remedy, involving the separate treatment for cost factors, may be
considered somewhat greedy. Nevertheless, as reported in Tables D.2 to D.4, this approach
significantly reduces the computational time with only minor compromise in solution quality.

A series of experiments is conducted to evaluate the performance of the ‘greedy heuristic’

lhttps://developers.google.com/optimization/routing/routing_options
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and the ‘augmented heuristic’ methods in solving the subproblem. The solution quality of
these methods is measured by the gap on minimum recourse costs, which compares the
obtained objective values against the exact solutions provided by Gurobi, whilst efficiency is
measured by the running time for executing instances. Tables D.2 to D.4 present the results
of 30 instances corresponding to three different parametric setups. Each instance computes
J ] = 10 scenarios and reports the average recourse costs obtained and the average running
time per scenario. The results demonstrate the significant superiority of heuristic methods in
problem-solving. Even for relatively small subproblems, such as a VRP with 12 nodes (see
Table D.3 with JMj = 6 and jNj = 6), Gurobi takes as long as 189 seconds to derive the
exact solution. The challenge escalates with larger problems; for instance, with a 16-node
problem (see Table D.4 with jM ] = 8 and jNj = 8), half of the instances require more than
10 minutes. In a computation with 10 scenarios, this translates to an execution time of 100
minutes to generate one optimality cut without parallel computing, a timeline impractical for
online problem-solving. In stark contrast, the ‘augmented heuristic’ and ‘greedy heuristic’
methods demonstrate remarkable efficacy, solving the same problems within 1 second and

0.03 seconds, respectively, while maintaining satisfactory optimality gaps.

Table D.2: Comparisons between heuristic and exact methods for solving (SP)
(Mj=4,JNj=4,T =2,]Kj=2,j j=10)

Gap on Minimum Running Time

Instance Recourse Costs L(y% ) (seconds)

Augmented | Greed . Augmented | Greed .
ngristic Heurist}i,c Gurobi 9.5 Hiuristic Heurist)i/c Gurobi 9.5

1 0.46% 0.46% 0 1.02 0.02 2.19
2 1.15% 1.55% 0 1.01 0.01 6.66
3 0.07% 2.87% 0 1.01 0.01 0.10
4 0.93% 2.86% 0 1.01 0.01 3.97
5 0.55% 1.77% 0 1.01 0.02 5.12
6 2.40% 2.51% 0 1.01 0.01 0.20
7 0.45% 0.45% 0 1.01 0.01 0.29
8 0.17% 0.17% 0 1.01 0.01 1.25
9 0.18% 1.73% 0 1.01 0.01 0.46
10 0.00% 0.00% 0 1.01 0.01 0.20
Avg. 0.64% 1.44% 0 1.01 0.01 2.04
St. Dev. 0.72% 1.11% 0 0.00 0.00 2.39
Max. 2.40% 2.87% 0 1.02 0.02 6.66
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Table D.3: Comparisons between heuristic and exact methods for solving (SP)
(Mj=6,jJNj=6,T =2,j]Kj=2,j j=10)

Gap on Minimum

Running Time

Instance Recourse Costs L(y% ) (seconds)
Augmented | Greed . Augmented | Greed .
ngristic Heurist)i/c Gurobi 9.5 Hiuristic Heurist)i]c Gurobi 9.5
1 1.36% 2.00% 0 1.02 0.03 333.87
2 0.09% 0.16% 0 1.02 0.02 108.21
3 0.81% 1.54% 0 1.02 0.03 307.61
4 0.05% 0.46% 0 1.02 0.02 117.82
5 0.09% 4.56% 0 1.02 0.02 112.08
6 0.31% 0.31% 0 1.02 0.02 21.16
7 0.33% 0.77% 0 1.01 0.02 2.66
8 0.45% 2.63% 0 1.02 0.02 379.52
9 0.54% 2.20% 0 1.02 0.02 12.61
10 1.65% 4.41% 0 1.02 0.03 499.27
Avg. 0.57% 1.90% 0 1.02 0.02 189.48
St. Dev. 0.55% 1.60% 0 0.00 0.00 176.11
Max. 1.65% 4.56% 0 1.02 0.03 499.27

Table D.4: Comparisons between heuristic and exact methods for solving (SP)
(Mj=8,jJNj=8,T =2,]Kj=2,j j=10)

Gap on Minimum

Running Time

Instance Recourse Costs L(y® ) (seconds)
Augmented | Greed . Augmented | Greed .
ngristic Heurist)i,c Gurobi 9.5 Hfuristic Heurist}i]c Gurobi 9.5
1 0.07% 6.34% 0 1.03 0.03 > 600
2 0.56% 5.33% 0 1.03 0.03 549.02
3 0.54% 3.03% 0 1.03 0.03 587.34
4 0.14% 8.77% 0 1.03 0.04 583.47
5 0.06% 0.79% 0 1.02 0.03 > 600
6 0.05% 7.44% 0 1.02 0.03 462.84
7 0.45% 3.01% 0 1.02 0.02 145.08
8 1.83% 5.64% 0 1.03 0.03 > 600
9 0.69% 8.12% 0 1.03 0.03 > 600
10 0.18% 1.13% 0 1.03 0.03 > 600
Avg. 0.46% 4.96% 0 1.03 0.03 533.21
St. Dev. 0.54% 2.84% 0 0.00 0.00 143.06
Max. 1.83% 8.77% 0 1.03 0.04 > 600
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