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Abstract

Mapping and Scheduling Hardware Tasks

On the High-Performance Reconfigurable Architectures

High-Performance Reconfigurable Computers (HPRCs) are traditional High-
Performance Computers (HPCs) augmented with reconfigurable hardware co-processors,
typically based on Field-Programmable Gate Arrays (FPGAs). HPRCs are capable of
providing significant performance improvements for many scientific and engineering
applications. Executing a hardware task graph on an FPGA consists of two steps. The
first step, mapping step, is to select proper hardware implementation for each task if
multiple implementation variants are available. The second step is to schedule hardware
tasks into multiple FPGA configurations in an efficient way. This research investigates
hardware task mapping and scheduling optimization mechanisms for HPRC systems for
improved performance.

In this research, a hardware task scheduling technique, known Reduced Data
Movement Scheduling (RDMS), is proposed to maximize the performance under real-life
constraints. RDMS schedules hardware tasks into the least number of configurations and
significantly reduces inter-configuration communication. Furthermore, RDMS leverages
the data dependency among the tasks to form longer pipelines in order to improve the
throughput of each single configuration. Compared with existing scheduling approaches,
RDMS was shown to reduce inter-configuration communication by up to 46% based on

simulation using randomly generated data flow graphs. The practicality and efficiency of



the proposed algorithm were demonstrated by emulating a task graph from a real-life
application, N-body simulation, under realistic constraints for bandwidth and FPGA
parameters from existing HPRCs including Cray XD1 and SRC-6.

Additional improvement was introduced by incorporating a hardware library of
architectural variants. Multiple implementation variants for the same hardware task
enabled tradeoffs between the hardware resources consumed and the task execution
throughput. A genetic algorithm (GA)-based mapping approach is developed to find the
near-optimal solution, i.e., combination of task implementations, in a reasonable time.
Each chromosome represents a possible mapping between hardware tasks and their
implementation variants. Actual numbers for the architectural constraints, such as
interconnect bandwidth and reconfiguration time, are used from three different
reconfigurable platforms - SGI RC100, SRC-6 and Cray XD1. The results demonstrated
improvements of up to 78.6% in the execution time, compared with choosing a fixed

implementation variant for each task.
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Chapter 1 - Introduction

1.1 Background

Applications are traditionally implemented in software using general-purpose
microprocessors, Digital Signal Processors (DSPs), or microcontrollers. While software
implementation provides the maximum programming flexibility, the performance is not
satisfactory compared with custom VLSI or Application-Specific Integrated Circuits
(ASICs). Traditional computing platforms using ASICs, however, generally target one
specific problem. Although hardware implementations are fast and efficient compared
with microprocessor based design, the functionality of the ASIC circuit cannot be

modified after fabrication.

Programmability/flexibility

A

General
Purpose
Processor

Reconfigurable
Hardware

»
»

Performance

Figure 1-1. Trade-off between Flexibility and Performance [1]

Reconfigurable computing [2] introduces a trade-off between traditional hardware
and software by achieving hardware-like performance with software-like flexibility.

Reconfigurable hardware offers the performance advantage of direct hardware execution



and the flexibility of software-like programming. Figure 1-1 represents the trade-off
between flexibility and performance for the different implementation approaches.
Reconfigurable hardware enables the designer to create application-specific hardware,
thus achieving a high speed advantage over a general-purpose processor. Furthermore,
the hardware can be reconfigured to solve a completely different problem as needed, thus
providing much of the flexibility of microprocessors. Due to this in-circuit
programmability, reconfigurable hardware also provides quicker and more cost-effective

hardware implementation compared with ASIC development.

1.2 Reconfigurable Logics and FPGAs

Reconfiguration is commonly provided through FPGA devices [3]. A field-
programmable gate array (FPGA) is a semiconductor device that can be configured by
the customer or designer after manufacturing—hence the name “field-programmable”.
FPGAs are programmed using a bitstream file, which is downloaded to the device to
specify how the chip will work. They can be used to implement any logical function that
an ASIC could perform; however, the ability to update the functionality after shipping

offers advantages for many applications.
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Figure 1-2. The General Architecture of an FPGA Device

FPGAs contain programmable logic components called “logic blocks”, and a
hierarchy of reconfigurable interconnects that allow the blocks to be “wired together”.
Logic blocks can be configured to perform complex combinational functions, or merely
simple logic functions like AND and XOR. In most FPGAs, the logic blocks also include
memory elements, which may be simple flip-flops or more complete blocks of memory.
The 1/0 blocks surrounding the logic blocks provide the interface to communicate with

outside world.
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Figure 1-3. The Internal Architecture of Xilinx Virtex-II CLB and Slice

There are two major FPGA manufactures, Xilinx, Inc. and Altera Corporation as of
2009. In Xilinx FPGAs, the logic block is called Configurable Logic Block (CLB). In
Virtex-1II technology, each CLB element is tied to a switch matrix to access the general
routing matrix. A CLB element comprises 4 similar slices, with fast local feedback
within the CLB. Each slice includes two 4-input function generators, carry logic,
arithmetic logic gates, wide function multiplexers and two storage elements. Each 4-
input function generator is programmable as a 4-input LUT (Look-Up Table), 16 bits of
distributed SelectRAM memory, or a 16-bit variable-tap shift register element.

To define the behavior of an FPGA device, the user traditionally provides a hardware
description language (HDL) or a schematic design. The HDL form might be easier to
work with when handling large structures because it is possible to just specify them
numerically rather than having to draw every piece by hand. On the other hand,
schematic entry can allow for easier visualization of a design.

Then, using an electronic design automation tool, a technology-mapped netlist is
generated. The netlist can then be fitted to the actual FPGA architecture using a process

called place-and-route, usually performed by the proprietary place-and-route software of



the FPGA company. The user will validate the map, place and route results via timing
analysis, simulation, and other verification methodologies. Once the design and
validation process is complete, the binary file generated (also using the FPGA company's
proprietary software) is used to (re)configure the FPGA.

The most common HDLs are VHDL and Verilog, although in an attempt to reduce
the complexity of designing in HDLs, which have been compared to the equivalent of
assembly languages. In order to raise the abstraction level, alternative languages, such as

Carte-C [4], Impulse-C [5], Handel-C [6], and Mitrion-C [7], were introduced.

Routing.Resouroe 1

N latch| P

Routing Resource 2

Figure 1-4. A Programming Bit for SRAM-based FPGAs

A circuit is implemented in an FPGA by programming each logic block to realize a
portion of the logic required by the circuit, and each of the I/O blocks to act as either an
input pad or an output pad, as required by the circuit as well. The programmable routing
is configured to make all the necessary connections among the logic blocks and between
logic blocks and I/O blocks. The programming technology determines the method of
storing the configuration information. The two main programming technologies are:

Static Random Access Memory (SRAM) and antifuse. SRAM-based FPGA devices



provide the in-system re-programmability. On the other hand, antifuse-based FPGA
devices are one-time programmable. The configuration of an SRAM-based FPGA is held
in SRAM cells. These cells are distributed throughout the chip, and connected to the
configuration bits in the FPGA. Turning the configuration bits on or off can modify the
CLB functionality and the routing topology. An example of how routing can be
configured is shown in Figure 1-4. Here the programming bit P can be used to turn a
pass-gate on/off, thus connecting/disconnecting Routing Resource #1 to Routing

Resource #2. An FPGA can have several million programming sites like this example.

1.3 High-performance Reconfigurable Computers (HPRCs)

High-performance computing (HPC) involves the use of supercomputers or computer
clusters for solving advanced scientific computing problems. Due to their ability to
exploit fine-grained parallelism and potential to achieve orders of magnitude performance
speedup [8], Field-Programmable Gate Array (FPGA) devices have been introduced as
co-processors HPC systems in recent years. These special hybrid systems are called
High-Performance Reconfigurable Computers (HPRCs). Representative HPRC
platforms include SGI Altix4700 with RASC RC100 technology [9], Cray XD1 [10], and

SRC-6 [11].
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Figure 1-5. The General Hardware Architecture of a High-performance Reconfigurable Computer

The architectural view of a typical HPRC node is shown in Figure 1-5 [8]. Many of
these nodes are tied together with an interconnection network to form an HPRC. The
reconfigurable hardware co-processors (FPGAs) can change their functionality through
hardware reconfiguration. A high speed interconnect is used for connecting the
reconfigurable co-processor to the general-purpose microprocessor, in order to reduce the
communication overhead between the microprocessor and FPGA. Furthermore, to avoid
unnecessary data traffic during computations carried out on the FPGA side, several local
memory banks (e.g. SRAM) are directly connected to the FPGA device for storing
intermediate data.

Since HPRC nodes are hybrid nodes, i.e., reconfigurable computers (RCs), which
contain a hardware co-processor in addition to traditional microprocessor(s),
conventional techniques used for programming are not suitable. In general, programming

reconfigurable computers (RCs) is essentially a hardware/software (HW/SW) co-design



process, which involves task distribution between the microprocessor and FPGA co-

processor, as shown in Figure 1-6.

int main()

inta,b,c;

int i;

for (i=0;i<100;i++) {
a = btc;

FPGA device

Figure 1-6. Reconfigurable Computers Require Distributing Tasks between the Microprocessor and

the FPGA

HW/SW co-design on RCs has been investigated by many researchers in recent years

[12][13][14][15].

However, current co-scheduling algorithms for RC systems treat the

FPGA device as a special version of a microprocessor and do not fully exploit the

performance potential of the hardware implementation. More precisely, there are three

shortcomings in these existing co-scheduling algorithms [12][13][14][15]:

1) The tasks implemented on hardware are treated as software tasks that pass and

return data. Under this scenario, the output data of each task are transferred back

to main memory even though they can become the input data of subsequent

hardware tasks in the same FPGA configuration. This introduces high

communication overhead.

2) The inter-function optimizations in hardware are not exploited in these algorithms.

One typical hardware optimization technique is pipeline chaining in which



multiple hardware tasks are chained one after the other so that they can form a
longer pipeline with a much bigger speed up.

3) Since a physical FPGA device contains limited hardware resources (e.g., CLBs),
the hardware tasks belonging to the same application may require multiple FPGA
configurations to implement. An inefficient scheduling algorithm may result in
excessive FPGA reconfigurations and offset the advantage of high-performance
hardware implementations of individual tasks. While there are previous art that
tackled some aspects of this problem [16]-[24], issues 1 and 2 were overlooked by
previous works.

Furthermore, the availability of multiple implementation variants for the same task
was not considered in previous work in general. In the past two decades, the academic
and industrial communities have developed a large collection of hardware IP cores,
presenting trade-offs between resource utilization and performance throughput. It will be
demonstrated later that a significant performance speedup is possible when deploying a
hardware task graph using a hardware library of architectural variants.

The objective of the proposed research is to investigate efficient hardware task
mapping and scheduling algorithms to address these issues so that the configuration and
communication overheads are reduced to a minimum, thereby improving the overall
performance of hardware implementation when deploying the hardware part of an

application onto an HPRC platform.



1.4 Problem Statement

An application mapped onto an HPRC would consist of software components that
execute on a microprocessor, as well as hardware components that execute on the FPGA.
The software and hardware components can be represented using directed acyclic data
flow graph (or DAG), which is partitioned into multiple hardware and software DAGs. A
typical hardware DAG is shown in Figure 1-7. In general, the hardware portion of an
application will be too large to fit into one FPGA configuration. Execution on an FPGA
would therefore involve execution of a part of the DAG at a time. During the course of
executing the entire application, the FPGA would be reconfigured several times in order
to execute the different portions of the hardware DAG. The overheads for FPGA
reconfiguration, as well as data transfer between different parts of the DAG are
unavoidable.

Given a hardware/software application DAG, the proposed research intends to
minimize these overheads in mapping the hardware portion of the application onto the
FPGA and scheduling the corresponding tasks such that the performance using hardware
acceleration is maximized. The overall context of the proposed research is shown in
Figure 1-7. Given a hardware DAG, the objective is to develop an optimizer that will (a)
use the architectural variants hardware library to select the appropriate implementation
variant for each task node in the DAG and (b) partition the DAG into suitable FPGA
configurations that reduce the aforementioned overheads. These two steps, (a) and (b),
are not independent, yet they need to be carried out synergistically. This is because the

choice of the implementation variants depends on the selected set of tasks for each
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configuration. Conversely, obtaining the best schedule and the corresponding number of

configurations depends on the implementation of the selected variants.

Function-level
DAG of a given
application

DAG after optimized mapping
and scheduling process

Figure 1-7. Mapping Tasks of a DAG using a Library of Hardware Architectural Variants

1.5 Proposed Approach

Formally stated, the application to be implemented in hardware is considered to be
represented by a directed acyclic graph (DAG), in which each node represents a function-
level task of the corresponding application. A task is denoted by a symbol F;, i € [1, V],
where N is the number of tasks in the task graph. Every task node in the DAG is
implemented by a hardware module, which is a member component of a hardware library.
Within the hardware library, every hardware module further consists of multiple

implementations, reflecting trade-offs between resource utilization and performance. The
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implementation variant number j for a task F; is represented by the symbol H;;. If there
are J implementation variants for each task, thenj = 1,...,J.

Given a function-level DAG and a hardware library of hardware modules that
correspond to multiple implementations for each node in the DAG, optimization
techniques are needed to (1) select the proper implementation variant H;; for each task F;,
and (2) schedule the hardware tasks efficiently across multiple FPGA configurations,
Cy,...,Ck...,Ckg, to maximize performance.

In this work, the Reduced Data Movement Scheduling (RDMS) algorithm is proposed
to optimize the scheduling upon the selected implementations for the corresponding tasks,
i.e., the above Step 2. In order to find the optimal mapping between the hardware tasks
and implementation variants, a Genetic Algorithm (GA)-based mapping approach is
proposed.

To reduce the configuration overhead and data communication overhead to the
minimum, the RDMS algorithm uses two strategies during the scheduling process:

1) Execute as many tasks as possible in one FPGA configuration to minimize the
amount of configurations. This will reduce the configuration overhead as well as
the communication overhead among tasks.

2) Group the communicating tasks into the same configuration to minimize the data
communication time and to maximize the performance achieved through
pipelining and concurrent task execution.

In this scheduling process, the RDMS algorithm takes three factors into account, (1)

the task data dependency, (2) the hardware resource utilization, and (3) the inter-task data

communication. Logically, the RDMS algorithm applies the dynamic programming
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approach to the task graph multiple times in order to generate a sequence of FPGA
configurations, each of which consists of a portion of the whole task graph.

With only a fixed implementation variant, however, there would be imbalances
between the processing throughputs of interacting tasks. This provides an opportunity for
optimization, if multiple implementation variants are available. As shown in Chapter 4
of this research, the mapping between the task graph and the corresponding architectural
variants hardware library is not trivial. Therefore, a Genetic Algorithm (GA)-based
approach is developed to carry out the mapping between the task nodes and the available
implementation variants. In the genetic algorithm, a possible mapping solution between
tasks and implementation variants is represented by a chromosome, expressed as a bit
string. The RDMS algorithm is used to evaluate the fitness of each candidate mapping

solution in the evolution process of the genetic algorithm.

1.6 Scope and Limitations

Several reasonable assumptions are made in developing the RDMS algorithm and the
GA-based mapping approach in this research. These assumptions include the execution
model of the system, the data communication among the tasks inside and across
configurations, the processing granularity of the proposed approaches as well as the

configuration mode and physical implementation of tasks on target FPGA devices.

- process cycle »
FPGA Data HW Data Data FPGA
""" Configuration | Communication | Processing | Communication | Configuration
time >

Figure 1-8. A Basic Model for Executing Hardware Tasks on an FPGA Device
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The basic assumption relates to the execution model of the system, shown in Figure
1-8. For each configuration, the data required for processing is first transferred from host
memory to the local memory associated with the FPGA, followed by data processing and
transfer of results back to host memory. Computations on the FPGA make use of the
local memory. The assumed execution model does not consider the concurrency that
could possibly be achieved by overlapping computations with data transfers between the
host memory and local memory. This assumption simplifies the analysis by avoiding any
tradeoffs in sharing the available local memory bandwidth between host memory transfer
and hardware tasks using the local memory.

On the other hand, significant concurrency is assumed within each FPGA
configuration. In other words, tasks within the FPGA execute in a pipelined fashion,
continuously operating on the input data arriving at their respective input interface ports.
When the quantity of data processed is very large, the pipeline latency for each task is
negligible, and all tasks effectively execute at the same time. As a result, the processing
time for each FPGA configuration equals the processing time of the slowest task in the
configuration. It may be noted that even if the task implementations are not fully
pipelined, the same effect can be achieved by using FIFO or buffers at the input of each
task.

Within each configuration, some of the tasks will be involved in communicating with
the local memory, for input and output data. In the RDMS algorithm, it is assumed that
due to pipelined operation of these tasks, as well as single-cycle access of the local
SRAM, the data communication time between local memory and FPGA device overlaps

completely with the computations. In other words, data transfer time is considered only
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between configurations. As a result, any data transfer time used during the scheduling
process is invariant with the implementation version used for the tasks within a
configuration. An implicit assumption is that the local memory bandwidth is sufficiently
large to avoid stalling any tasks during execution.

Most of state-of-the-art HPRC systems comprise multiple FPGA co-processors,
which can run in parallel. At the current stage of this research, only one FPGA device is
considered during the mapping and scheduling process. In other words, it is assumed that
there is only one FPGA co-processor available in the system. One of the future
extensions of this work is to consider multiple FPGA devices during the mapping and
scheduling process. On the other hand, the application to be executed consists of several
task graphs, each of which realizes one part of the application. If there are multiple task
graphs to be mapped and scheduled, they are processed one at a time currently.

In order to cover a broad range of FPGA technology, we only consider full
configuration of an FPGA device in this work, i.e., partial reconfiguration is not allowed.
In order to change the functionality or tasks on the FPGA, the entire FPGA has to be
reconfigured. This assumption not only simplifies the analysis, it also widens the scope
since many FPGAs, such as those from Altera, are not partially reconfigurable.

In terms of the physical implementation of the function-level task nodes, we assume
that all variants of the tasks are implemented using only the basic logic resources of the
FPGA. On Xilinx FPGAs, this would correspond to the logic Slices or Configurable
Logic Blocks (CLB). Heterogeneous resources, such as the block multipliers in Xilinx
FPGA, are not considered at this moment. However, this limitation can be lifted as we

extend this research in the future.
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1.7 Organization of the Dissertation

This dissertation is organized as follows. In Chapter 2, the related work in
reconfigurable hardware, embedded system, reconfigurable computing and other fields
applicable to HPRCs are discussed. The Reduced Data Movement Scheduling algorithm
is investigated in details in Chapter 3. First the mathematical description of RDMS
algorithm is given, followed by time, space and pessimistic performance bound analysis.
Then the effectiveness of RDMS algorithm is established through the comparison with
other scheduling approaches on three different cases. A genetic algorithm (GA)-based
mapping approach using architectural variants is described in Chapter 4. In order to
motivate the use of genetic algorithms, a sample task graph in which one task has two
implementation variants is used. Then we show how to design a genetic algorithm to find
the optimal mapping between the hardware tasks and their architectural implementation
variants. The effectiveness of the GA-based mapping approach is demonstrated through
three different means, the randomly generated task graphs, the N-body simulation
application, and the synthetic graph experiments on the SRC-6 reconfigurable computer.
Finally, Chapter 5 highlights the contributions of this work and introduces several future

work.
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Chapter 2 - Related Work

FPGA devices have been used as performance accelerators in reconfigurable
computing as well as embedded systems for more than a decade. Significant research has
been carried out on the efficient utilization of FPGAs in both fields, and the relevant
work is briefly outlined at the beginning of this chapter. However, the approaches carried
out in these domains have constraints, scenarios and limitations that are different from the
HPRC case.

Some of the concepts from other fields, such as operations research, have been
applied to reconfigurable systems. This related work is described later on in this chapter.
Finally, this chapter concludes with a brief description of the concepts of telescoping
languages [25] and the genetic algorithms. Telescoping languages deal with domain
specific inter-functional optimizations. Genetic algorithms are adopted however to
implement the efficient mapping between task graph and the architectural-variants

hardware library.

2.1 Related Work in Reconfigurable and Embedded Systems

2.1.1 Task Placement in Reconfigurable Hardware (RH)

Many researchers working on RH focus on developing task placement algorithms to
get overall faster execution time of hardware tasks that are independent of each other.
Fekete et al. [16] presented an offline 3D placement of tasks in time and space
dimensions for partially reconfigurable devices. Bazargan et al. [17] and Walder et al.

[18] presented efficient data structures and algorithms for fast online task placements and
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simulation experiments for variants of first-fit, best-fit and bottom left bin-packing
algorithms. Brebner et al. [19] proposed a column-oriented one-dimensional task
placement approach for on-chip resource management. Handa et al. [20] presented a fast
algorithm for finding empty rectangles in partially reconfigurable FPGA devices. Taher
[21] proposed Virtual Configuration Management technique to improve the task
placement both spatial and temporal simultaneously.

Other work on RH attempted to address the fragmentation problem associated with
reconfiguration of FPGAs. Diessel et al. [22] presented techniques such as local
repacking and ordered compaction to address the fragmentation problem on partially
reconfigurable FPGA devices. Walder et al. [23] presented techniques to deal with non-
rectangular tasks and change task shape to minimize fragmentation. Compton et al. [24]
proposed an FPGA architecture to reduce fragmentation using task relocations and
transformations.

However, all of these approaches require the FPGA device to be capable of partial
run-time reconfiguration in order to ensure that the reconfiguration overhead can be
hidden. Further, all of the previous work described above considers that all the tasks are
independent of each other and therefore dependency analysis is not carried out during
scheduling. In addition, data communication and inter-task optimization are not taken

into account.
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2.1.2 Scheduling in Embedded Systems
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Figure 2-1. Scheduling Periodic Tasks on FPGA Device [26]

FPGA devices have been used in embedded systems for several years to perform
many specialized tasks. In embedded systems, most tasks are periodic and are associated
with deadlines as the example of Figure 2-1. Hence, task scheduling algorithms in this
field are deadline-driven instead of being performance-driven, which is the main interest
of HPRCs. Danne et al. [26] proposed Earliest Deadline First - Next Fit (EDF-NF) and
server-based algorithms to schedule periodic real-time tasks on RH. The main objective
of their work is to reduce the number of FPGA configurations to save the required
memory storage to store these configurations. Since these periodic tasks are independent
of each other, they have not considered data dependency and communication among

them.

2.1.3 Reconfigurable Computing and Hardware/Software Codesign

Several researchers have investigated HW/SW co-design approaches to

reconfigurable computing. Wiangtong et al. [12] presented a HW/SW co-design model

consisting of a single microprocessor and an array of hardware PEs (implemented on
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FPGAs). In their work, reconfiguration overhead is neglected by assuming fast partial
reconfiguration capability of the FPGA device, with multiple tasks in the same PE
executed sequentially. Saha [13] proposed an automatic HW/SW co-design approach,
ReCoS, to reduce the application execution time on HPRCs. The approach breaks a
DAG into levels of parallel tasks that can execute together. However, the approach lacks
cross-level analysis in the DAG when scheduling hardware nodes, and thereby increases
data movement overhead by treating hardware tasks the same as software functions that
receive and return data.

The use of multiple task variants has been considered earlier in the literature,
although the applicability is different. For example, in [14][27] multiple kernel/task
variants are considered to carry out a run-time binding of kernel/task with an
implementation variant. This is done more in the context of operating systems for
reconfigurable systems or embedded system, whereas the problem considered in this
paper is the static mapping of task graphs with dependence constraints. In [28], an
application mapping approach, parallelism granularity selection (PARLGRAN), is
proposed. PARLGRAN dynamically adjusts the task granularity (the number of task
instances) to balance the throughput in a task chain on a device that supports partial run-
time reconfiguration. In [29] multiple reconfigurable logic units (RLUs) of different
capabilities, to which tasks can be mapped and scheduled, were considered. Although
this is similar to the use of multiple FPGAs or processors, it might resemble the use of a
single FPGA if RLUs are thought of as tiles within an FPGA. However, this would
imply the support for partial reconfiguration, which is not available in all FPGAs. Also,

the tasks themselves are considered to be similar to software, wherein one task completes
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before another dependent task begins execution. Further, our work differs from [29]
since the parameters of real RC systems are considered here in the scheduling process,
such as inter-task communication cost and task configuration cost.

In [13][15] researchers have considered the availability of different implementation
variants for one single task, although this is done is in the context of HW/SW partitioning
and co-scheduling. However, no data communication among the tasks in the same
hardware device was assumed as each hardware task was expected to pass the results
back to the software side, which can be quite costly. Further, there is limited or no
processing parallelism exploitation among the tasks in [13] and [15], respectively, and

reconfiguration overhead is not considered.

2.2 Concepts from Other Fields Applicable to HPRCs

2.2.1 Operations Research

If we consider the FPGA device as a bin with limited capacity and the hardware tasks
as objects with different capacity requirements, the hardware tasks scheduling problem
becomes very similar to the bin-packing problem in operations research. In our research,
multiple FPGA configurations (bins) are needed to execute the hardware tasks.

Many of the approaches present in the literature propose or analyze different heuristic
algorithms for solving the bin-packing problem. In a typical bin-packing problem,
objects of different volumes must be packed into a finite number of bins of capacity V in
a way that minimizes the number of bins used. Gupta and Ho [30] have proposed a

minimum bin slack (MBS) algorithm to solve one-dimensional bin-packing problem.
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Fleszar and Hindi [31] improved the MBS in [30] and proposed a new heuristic, variable
neighborhood search (VNS). Caprara and Pferschy [32][33] proposed and analyzed
several subset sum heuristics for the bin-packing problem. In these approaches, all
objects are assumed independent of each other. In addition, these do not target RC

systems.

2.2.2 Telescoping Languages
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Figure 2-2. Telescoping Languages

Telescoping languages [25] is an approach used to improve the performance of
domain-specific script languages through library-preprocessing. Given a domain-library
that is annotated by developers, an intensive analysis of the library will produce two
related components, see Figure 2-2. One component is an extended domain library in
which every generic subroutine has multiple specialized implementations. The other
component is an optimized library-aware optimizer (compiler), which will choose the

best implementation to replace a generic subroutine when optimizing an application.
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The concept of having multiple implementation versions, with the compiler choosing
the best variant, inspires a similar approach for HPRCs. Since different HPRC platforms
have different system parameters, such as interconnect bandwidth and FPGA
configuration time, it is evident that a fixed implementation of a hardware task may not
serve well for all the different HPRC platforms. The availability of multiple (different)
implementations of the same hardware task is therefore important, and the variant that
best fits the target platform needs to be selected. Inspired by the technique of telescoping
languages, the proposed research will make use of a hardware library that contains

multiple architectural variants of hardware tasks.

2.2.3 Genetic Algorithms
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Figure 2-3. A Typical Flow of Genetic Algorithms

Genetic Algorithm (GA) [34][35] is a search technique used in computing to find

near-optimal solutions to search problems. Genetic algorithms are therefore categorized
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as global search heuristics. Genetic algorithms are a particular class of evolutionary
algorithms (also known as evolutionary computation) that use techniques inspired by
evolutionary biology such as inheritance, mutation, selection, and crossover (also called
recombination).

Genetic algorithms are implemented as computer simulations in which a population
of abstract representations (called chromosomes) of candidate solutions (called
individuals) to an optimization problem evolve toward better solutions. Traditionally,
solutions are represented in binary as strings of Os and 1s, but other encodings are also
possible. The evolution usually starts from a population of randomly generated
individuals and happens in generations. In each generation, the fitness of every
individual in the population is evaluated, multiple individuals are stochastically selected
from the current population (based on their fitness), and modified (recombined and
possibly randomly mutated) to form a new population. The new population is then used
in the next iteration of the algorithm. Commonly, the algorithm terminates when either a
maximum number of generations has been produced, or a satisfactory fitness level has
been reached for the population. If the algorithm has terminated due to a maximum
number of generations, a satisfactory solution may or may not have been reached.

Genetic algorithm (GA) has been widely adopted to deal with task mapping and
scheduling by academic researchers. In [36], a genetic spatial partitioning algorithm was
purposed to map a set of task nodes of a task graph onto multiple FPGAs considering
resource and memory constraints. However, the availability of multiple task variants was
not considered. In [37], three parallel genetic algorithms (PGAs) of different

granularities were discussed to map a set of parallel communicating tasks onto the
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parallel systems of multiple processing nodes. The objective of PGAs is to reduce
parallel-processing overhead, i.e., the inter-processor communication and load imbalance.
The authors in [38][39] solve the HW/SW partitioning and scheduling problem by using
a genetic algorithm, which is quite different from our case. Again, the availability of

multiple hardware implementation variants for hardware tasks was not considered.
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Chapter 3 - Reduced Data Movement Scheduling (RDMS) Algorithm

As discussed in the Chapter 1, the proposed research aims at developing efficient
hardware task mapping and scheduling algorithms given the task DAG, a hardware
library and a target platform. This chapter focuses on the development of an efficient
scheduling algorithm. For this purpose, a quantitative analysis of hardware execution
time is required, which is captured by the model described in Section 3.1. Section 3.2
describes the proposed Reduced Date Movement Scheduling (RDMS) algorithm in detail,
followed by time, space and pessimistic performance bounds analysis in Section 3.3. A
comparison of the proposed algorithm with the three other scheduling algorithms is
carried out in Section 3.4. The comparison demonstrates the effectiveness of the

proposed approach.

3.1 Timing Analysis of the Hardware Execution

As shown in Figure 1-8, the hardware part of an application running on a
reconfigurable computer consists of three components:

o FPGA device configuration time: Before the FPGA device is able to perform a
particular function, it has to be configured using the corresponding bitstream file.
The typical configuration time for the whole device is about 100 ms. However, it
may be as long as 2 seconds on some particular platforms, such as Cray XD1
reconfigurable computer.

o [nter-configuration data communication time: Since the FPGA device is treated
as a co-processor, it is necessary to transfer raw data from the main memory to the

FPGA and transfer the resulting data from the FPGA back to the main memory.
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e Hardware processing time: This corresponds to the time the FPGA needs to

process the data.

In the above three components of the hardware execution time, the FPGA
configuration time and data communication time between microprocessor and FPGA
device are both overheads introduced due to the use of a co-processor and should be
minimized. ( 3-1 ) quantifies the hardware execution time of an application, which

requires N, different FPGA configurations to implement.

Data,, ; + Data
BIO

N
T = > (Tug +Tp, + L) (3-1)
i=1
The parameters used in ( 3-1 ) are described below:
* N : number of FPGA configurations.
* T : full configuration time of the target FPGA device.
= Tp; : hardware processing time of the sub-DAG in configuration i. The calculation
of hardware processing time will be discussed in detail later.
* Data, ; : input data volume of configuration i.
* Data,, ; : output data volume of configuration i.
*  Bjo : bandwidth of interconnect (assuming input bandwidth is same as output
bandwidth)
In order to reduce the total hardware execution time 77, it is required to reduce the
number of FPGA configurations N and the inter-configuration communication Data;, ;
and Data,, ;. This reduction can be achieved by grouping communicating tasks into a

minimum number of FPGA configurations. The hardware processing time of each
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configuration 7p; can be reduced by chaining tasks in the same FPGA into long pipelines

with higher throughput, as described in the following section.

3.1.2 Hardware Processing Time of One FPGA Configuration

One of the biggest advantages of hardware implementations is parallelism, where
multiple different hardware tasks can process data concurrently. In this research, it is
assumed that all the hardware tasks scheduled into the same FPGA configuration are
chained to form a pipelined network. A pipelined network consists of a smaller number
of independent but relatively longer pipelines, using FIFOs or buffers, as shown in Figure
3-1.

Since the tasks in the same configuration form an asynchronous pipelined network,
the effective processing rate of the whole pipelined network is decided by the processing
rate of the slowest one. If 7; denotes the theoretical processing time of task i within a
configuration, it is clear that the processing time of the whole configuration is

Tp = max{T; | T; of tasks in the same configuration},
assuming that the processing time is much longer than latency and other delays. The
processing time of each hardware task can in turn be expressed as

input data volume
data consumption rate
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Figure 3-1. Chaining Hardware Tasks to Form Longer Pipelines

The example of Figure 3-1 shows that the hardware part of the application distributed
into 3 different configurations. Take the first configuration as an example. The hardware
tasks form a pipelined network by putting FIFOs or buffers in the middle to synchronize
their processing. The theoretical processing times of these three tasks are 7,=10,000 pus,
T7,=1,000,000 ps and 73=1,000 us, respectively, if they work alone. The practical
processing time of the whole configuration is dependent on the slowest task, i.e.,

T,=1,000,000 ps in this case.

3.2 Reduced Data Movement Scheduling (RDMS) Algorithm

Given the hardware task graph of one application and the hardware implementation of
each task, the RDMS algorithm schedules the hardware tasks into a series of FPGA
configurations in a way that minimizes the total hardware execution time. In this process,
RDMS restricts the number of FPGA configurations and the transfer of intermediate data
between FPGA and off-chip memory (i.e., host memory). In order to achieve these

desired objectives, RDMS algorithm takes three factors into account during the
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scheduling process, namely, (a) the task data dependency, (b) the hardware resource
utilization of each task, and (c) the inter-task data communication.

RDMS assumes the execution model shown in Figure 1-8", for hardware tasks
running on the FPGA co-processor. After the FPGA device is configured and before
hardware tasks start their computation, raw data are transferred from the microprocessor
or external memory to the FPGA device. After hardware tasks finish their computation,
the processed data are transferred back from the FPGA device to the external memory.
The data from external memory are then again transferred to the FPGA, in order to feed
tasks that have a dependency on the tasks that finished computation in preceding
configuration(s).

As mentioned earlier, configuration time and data communication time are pure
overheads for using RCs and therefore they should be reduced to the minimum. Two
strategies are applied to achieve this objective.

1) Execute as many tasks as possible in one FPGA configuration to minimize the
amount of configurations. This will reduce the configuration overhead as well
as the communication overhead between tasks.

2) Group communicating tasks into the same configuration to minimize the data
communication time and to maximize the performance achieved through
pipelining and concurrent task execution.

We identified the required task scheduling as a constrained version of the knapsack
problem [40]. The knapsack problem is a problem in combinatorial optimization. Given

a set of items, each with a weight and a profit, it is required to determine the number of

"In most cases the data communication and data processing are overlapped in order to achieve high
throughput. We intentionally distinguish these two times in this research for the sake of simplicity.
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each item to include in a collection so that the total weight is less than a given limit and
the total profit is as large as possible. It derives its name from the problem faced by
someone who is constrained by a fixed-size knapsack and must fill it with the most useful
items. For the single-objective independent knapsack problem, there exists an exact
solution that can be computed using a dynamic programming approach [41]. In the
traditional knapsack problem, each object is associated with two parameters, the weight
and the profit. The weight can be seen as a penalty that has to be paid for selecting an
object and the profit is a reward. The goal of the knapsack problem is to maximize the
profit subject to a maximum total weight.

In our task scheduling case, we have a dependent knapsack problem where we have
to take care of the task dependencies and make sure that all parent tasks have been
scheduled before scheduling the corresponding child task. This ensures that the input
data for every task are either obtained from external memory as a result of a previously
executed task, or through data forwarding from another task(s) within the same
configuration.

The objects in the task scheduling knapsack problem are the hardware tasks given in
the DAG. The weight of each object is the hardware resource utilization of the
corresponding task. Because the objective of the knapsack problem is to maximize the
profit, we have to define the profit according to our two goals: maximize the amount of
task resource utilization combined and maximize the inter-task communication within
each configuration. Both profits are transformed into a common unit, time, so that a

single unified metric for the profit can be used.
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The number of tasks assigned to each configuration is dependent on the allocated
resources for each task. Therefore, we define one part of the profit to be the
configuration time of each task. This “configuration time” is the fraction of the full
configuration time of the FPGA device and it is proportional to the amount of used
resources divided by the total available resource. Note that we allow only full
configuration of the FPGA, so the “task configuration time” is merely a mathematical
construct used for defining the profit. The “task configuration time” part of the profit is
calculated for each task using ( 3-2).

resource utilization of the task

— x full FPGA configuration time (3-2)
the full resource of target FPGA device

The second part of the profit is defined as the time corresponding to the inter-task
communication that is saved due to the fact that communicating tasks are executed in the
same configuration. This time, the saved inter-task communication time, is obtained as a
ratio of inter-task communication data amount and the available memory or I/O
bandwidth, multiplied by 2. The formula is given in ( 3-3).

inter - task communication volume x 2
I/O bandwidth between FPGA and external memory or pP

(3-3)
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Figure 3-2. The Sample Graph
(a) A DAG Consisting of 13 Nodes. (b) The Scheduling Result for the DAG Using RDMS.
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The example task graph in Figure 3-2(a) shows the resource utilization of each task
normalized to 100 and the corresponding “task configuration time” normalized to a full
configuration time of 100 time units. The inter-task communication time is shown next
to the task graph edges. The scheduling result of the example graph as illustrated in
Figure 3-2(b) shows a saved inter-task communication time of 12 among task H2, H3, H6

and H10.

3.2.1 Mathematical Description of the RDMS Algorithm

The objective of the dependent knapsack problem is to find a subset of tasks that has
a maximum combined task configuration time and a maximum saved inter-task
communication time.

The dependent knapsack problem is described formally as follows. There is a DAG
of n nodes of positive weight and one root node of no weight . The nodes in the DAG
are numbered in an increasing order from top to bottom and from left to right at same
level. Each node is associated with a profit, P.g ;, 0 < i < n. Further, matrix E is to
describe the links among the nodes and E(i, j)© is the profit associated with the edge

between node i and j. It is required to select a subset S < {/, ..., n} of the nodes so that
Z[ES w, <W (the given upper bound) and, subject to two restrictions, (1) zie Pog it
Py(S), which is described in ( 3-4 ),

Py(S) = 2E(i,j)><2 (3-4)

i,jeS;i, j=0

" The communication times between imaginary root node 0 and other nodes are not considered during the
calculation since the corresponding data are input data to the whole graph and have to be transferred
anyway.

T If there is no edge from i to j, E(i, j) = 0.
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is as large as possible, and (2) all the parent nodes of any node i € S belong to S as well.
A dynamic programming algorithm, shown in Algorithm 3-1, is used to solve the
dependent knapsack problem. Popr(i,w) denotes the value of the optimal solution over a
subset of the items {/, ..., i} with maximum allowed weight w. Similarly, S(i,w) is the

corresponding subset. ( 3-5) describes the recurrence among Popr(i,w)s and S(i,w)s.

, Popr (i =1 w) If w, >w,
Fopr (i,w) = . . . :
maX(POPT(I _1vW)sPopT(l _1’Wj)+Pcfg_i +PV(I)) Otherwise.
S(i —1,w) Ifw, >w,
S(i,w)=1{|S(i-1w) If Popr (i =4w) > Popr (i =W, )+ Py, + P, (i) .
{{S(i—1,wj),i} Otherwise. Otherwise. (3.5

w; =max{w, |w, <w -w; and all of node i's parent nodes belong to S(i - 1,w, )};
where P,

P,(i)= ZjeS(HW/WOE(j,i)XZ /*E(j,i) : communication time between j andj */

is the configuration time of node J;

Algorithm 3-1: Dependent Knapsack Algorithm

Input: Array Popr[0..n, 0..W], S[0..n, 0.. W] and a DAG of corresponding »n nodes plus
an imaginary root node 0. The nodes in the DAG are numbered in an increasing
order from top to bottom and from left to right at the same level. Each node is
associated with one weight w; and one profit ¢;. Matrix E[0..n, 0..n] describes
the link among the nodes and the associated profit of each link in the DAG.

Output: Popr[n, W] is the optimal weight combination and S[n, W] contains the
corresponding nodes.

Initialize Popr[0,w]=S[0,w]=0 for 0<w<W, and P opr[i,0]=S[i,0]=0 for 0<i<n;

fori=1tondo

for w=1to Wdo
Use the recurrence ( 3-5 ) to compute Popr[i,w] and fill in S[i,w];

W N -
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Algorithm 3-2: RDMS Algorithm

Input: A DAG of n + 1 node, representing n hardware tasks and an imaginary root
node 0. Each node i has a weight w; and a profit ¢;. Matrix E[0..n, 0..n]
describes the link among the nodes and the associated profit of each link in the
DAG.

Output: A sequence of disjoint subsets {S;, ..., S;} satisfying Zies w W, k=

1, ...,J.

1 Let O denote the set of current remaining items and initialize O = {1, ..., n}, let k= 1;

2 while O is not empty do

3 Apply Algorithm 3-1 to O and DAG to find the subset Sy;

4 Remove the items in the subset Sy from O and corresponding nodes from the
DAG;

5 Connect those nodes whose parent nodes have been taken to the root node
directly;

6 k=k+1;

The RDMS algorithm, shown in Algorithm 3-2, applies Algorithm 3-1 on the DAG
multiple times until all the nodes are scheduled. The scheduling result of the example
graph using RDMS algorithm is shown in Figure 3-2(b), which consists of four FPGA
configurations, {H2,H3,H6,H10}, {H1,H9,H12,H4,H7}, {H5,H8} and {H11,H13}.

By taking two system parameters, the configuration time of hardware tasks and the
inter-task communication time into account, the RDMS algorithm can address the
characteristics of different platforms automatically. On an RC system with a long
configuration time, the configuration overhead of hardware tasks will play a more
important role in the scheduling process. On a different RC system that can switch from
one configuration to the other instantly, but instead has a comparatively slow
interconnect, the algorithm will favor packing of tasks into the same configuration if their

inter-task data transfer is large.

36



3.3 Mathematical Analysis of RDMS Algorithm

We carry out a formal analysis of the proposed RDMS algorithm, in order to
determine its time complexity, space requirements, as well as worst-case performance

bounds.

3.3.1 Time Complexity

In order to compute each Popr(i,w) in the Dependent Knapsack Algorithm, it traces
back at most w-1 steps, see ( 3-5 ). Furthermore, it may take n-1 steps to check the
solvability of each node under the worst-case scenario. Therefore, it takes O(nw) time to
compute each Popr(i,w). The time to compute a whole row is Om+nx2+...+nx(W-
1)+nxW), which is OmW?). The time complexity of the whole algorithm, i.e., n rows, is
om’ w?).

In order to compute the time complexity of RDMS Algorithm, consider the worst-
case scenario in which only one node is selected every iteration. Because the time
complexity of Algorithm 3-1 is O(n’W’) given n items and an upper bound W, the time
for calculating the sequence of subsets is O(n’W’+(n-1)° W2 +...+2°W?+W?), which is
O(n’W?). Breadth-first search technique is adopted to reorganize the directed rooted tree
(Line 5 of Algorithm 3-2). Therefore, it takes O(n+E) time given n nodes and E edges
among them. The maximum possible value of E is n’; hence, the time complexity of the
reorganization takes O(n+n°), which is O(n’). The time complexity of the reorganization
for whole process is O(n’+(n-1)°+...+2°+1), which is O(’). Altogether, the time

complexity of Algorithm 3-2 is O(n’ W*) under the worst-case scenario.
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In [42], Pisinger introduced an algorithm that is able to reduce the time complexity of
the independent knapsack problem by lowering W to w, where w is the largest weight
of an item in the instance. Further research is required to study the feasibility of similar

optimizations for the RDMS algorithm.

3.3.2 Space Requirement

Since the RDMS algorithm runs the Dependent Knapsack Algorithm multiple times,
the space requirement of the former one is same as the latter one.

For the Dependent Knapsack Problem, the space requirement to save the information
of n items will be O(n’) at the most. Because the computation of both Popr(i,w) and
S(i,w) relies only on the variables from the previous row, only two rows of each of them
are required during the processing. Therefore, the Popr array will require O(W) space
because every Popr(i,w) is a scalar. On the other hand, every S(i,w) is a vector that is
required to store at most i scalars due to the fact that Algorithm 3-1 is considering item 1
through item i at this time. Therefore, row i of S array will take at most O(iW) space.
The two largest rows will take O((n-1)W+nW) space, which is O(nW). Putting all things
together, both Algorithm 3-1 and Algorithm 3-2 require O(n(n+W)) space at the

maximum.

3.3.3 Pessimistic Performance Bound

Although results to be presented later in Section 3.4 show that RDMS performs well

in typical cases, it is desirable to know the worst case performance bound of the
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algorithm. The performance bound of a heuristic algorithm is generally given in the form

of a ratio of the worst case performance to the optimal performance, R”. In our case, the

performance metric is total execution time, 7,.. We therefore have to obtain

RDMS

R” =-»e__(worst case)
opt
hwe

where 7, is the total execution time for the optimal solution. In Operations Research
literature, a range of values is generally given for the worst case performance ratio, i.e.
R” €[R,,R,]. The lower limit, R;, is generally obtained by constructing an extreme
example (or a family of examples) for which the optimal solution is known and the given
algorithm performs very badly. We will follow this approach to obtain the lower limit.
However, derivation of the upper limit Ry is non-trivial and requires advanced
mathematics. Currently, we provide some arguments to conjecture on the value of the

upper limit, as described later.

Trows

Figure 3-3. Task Graph Used for Obtaining Lower Bound on Performance
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One extreme example of a task graph is shown in Figure 3-3. For convenience, the
task nodes are shown arranged as a rectangular array. The value within each task is the
resource consumption specified as a fraction of the total FPGA area. There are p sets of

tasks corresponding to the p columns in Figure 3-3; each set consists of b tasks of size

1 . : :
(Z—k + ¢) each. The value of & varies from 1, ..., p, corresponding to the p sets, and ¢ is a

small value that satisfies ¢ < 2% The value of b is chosen to be an integer multiple of

2%1) fork=1, ..., p,ie., b=ax H; (2 —1) for some positive integer a. The reason

for this choice will become apparent in the explanation that follows. The example
considered here is based on a numerical example used in [32].

All tasks shown in Figure 3-3 perform computations followed by data transfer to the
task located in the lower left corner. We assume that all tasks have the same processing
time, Ty The data transfer rate is also assumed to be the same for all edges. Tcomm 1S
the data transfer time for an edge, if an off-chip data transfer is required for that edge.
Also, the reconfiguration time for the entire FPGA is 7.

The graph has to be partitioned into multiple configurations since all tasks clearly
cannot fit in the FPGA simultaneously. For a given k, (2*-1) tasks of size (Lk + &) can
2

fit in a single configuration. If tasks from the same set (fixed k) are chosen for each
configuration, the choice of value of b specified earlier allows an integer number of
configurations per set.

Based on the assumptions listed in Section 1.6, the execution time of each

configuration will be T4, irrespective of the number of tasks in the configuration. Since
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the data volume over each edge is the same, an optimal solution is obtained if the number
of configurations is minimized. This corresponds to the one-dimensional bin-packing
problem (BPP) found in the literature [43]. The optimal solution is to pack p tasks, one

from each set, into one bin (or configuration). The p tasks will fit in the configuration
. 1 : :
due to the fact that the definition of & guarantees z; (2—k + ¢) <1. The optimal solution

therefore consists of b configurations, with the tasks in each row in Figure 3-3
constituting a configuration. The bottom row should naturally be configured last, due to
the data dependency. The total execution time is the sum of b7 4, bT s and the total
data transfer time. Since the graph has (bp-1) edges, and off-chip data transfer is not
required for the (p-1) edges present in the last configuration, the total data transfer time is
2T comm[(bp-1)-(p-1)]. The factor 2 is, as explained earlier, due to data transfer occurring
twice for each edge, once from FPGA to external memory and then again from external

memory back to the FPGA. The optimal execution time is therefore,

Tt = BlT g + T+ 20000~ DT ()

hwe cfg

When RDMS schedules the same graph, it will pack the tasks differently. RDMS
attempts to maximize the FPGA resource utilization for the first configuration, before
proceeding with the second configuration, and so on. It is clear that RDMS will therefore
choose tasks from the last set (k=p) for the first few configurations, before proceeding
with the other sets, in decreasing order of the value of £. In other words, RDMS starts
with the tasks in last column on the right side, and proceeds toward the left in Figure 3-3.

As mentioned earlier, only (2" - 1) tasks from each set can fit within a configuration.

Since there are b tasks in each set, RDMS will give

% configurations for each set.
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» b

k=1 21f -1

The total number of configurations is therefore N = Z . The final configuration

consists of a single task, the task present in the lower left corner of Figure 3-3. The total
execution time is the sum of NT 4, NT s and the total data transfer time. Since the graph
has (bp — 1) edges and off-chip data transfer is required for all the edges, the total data
transfer time is 27.mm(bp-1). The total execution time using RDMS algorithm is

therefore,

p
ThfjngS = b(z 2k1 1j[-rcfg + Ttask] + 2(bp - 1)Tcomm ( 3-7 )
k=1 -

The ratio of the execution time from ( 3-7 ) and ( 3-6 ) is

T 4+ C
i B+D

hwe
where 4 = N[ T ety + Tiask], C=2(bp - DT comm, B =b[Tefe + Trasic) and D = 2[p(b - 1) T comm-
Since Figure 3-3 depicts a family of examples, for which the algorithm will behave
poorly, obtained by varying p from 1 to . The ratio R differs for different instances of
the family. It can be shown that for all the instances, 4/B increases with p and
asymptotically reaches the value 1.606695... (for p—x). Also, C/D decreases for p=2,
3... and can be shown to have an upper limit of 1.25 (corresponding to p=2). Since A/B
e [1, 1.6067) and C/D e [1, 1.25], it follows that R € [1, 1.6067), because R is the
mediant of A/B and C/D. R; is the largest possible value of R, which is,
R; =1.6067

It is interesting to note that the largest value of R is obtained when 7yp, = 0. This is as
expected, since RDMS will perform better in the presence of data transfer (7comm # 0),

because it is designed to minimize off-chip data transfer overheads.
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Derivation of the upper limit Ry for the worst-case ratio is difficult. However, as we
have observed for the extreme example, the worst-case performance is observed when the
communication volume is zero. It is reasonable to extend this argument for all graphs,
that is, RDMS will in general have the worst performance when no data communication
is present in the task graph. When the task graph has no data communication, the
problem to be solved is a BPP, and RDMS in this case behaves identically to the subset-
sum algorithm. Using detailed mathematics, it has been shown in [32] that the subset-
sum algorithm has an upper limit worst-case performance of 1.6210... We therefore
conjecture that for RDMS, Ry = 1.6210. The worst-case performance ratio R” for the

RDMS algorithm would therefore satisfy

R” €(1.6067,1.6210) (3-8)

In general the RDMS algorithm will give a solution close to the optimum, and ( 3-8 )

is only a bound on the worst-case value.

3.4 Comparative Experimental Performance

In order to demonstrate the advantage of the proposed RDMS algorithm, we have
compared it with three other solutions that only consider hardware task resource
utilization and data dependency. One algorithm is the previous version of RDMS
algorithm, which was presented in [44] and termed as pRDMS hereafter. The second
algorithm adopts a Linear Programming Relaxation [40] approach, termed as LPR. The
third algorithm is the restricted ReCoS algorithm [13] that deals with hardware tasks only.

Three different comparisons are made among these four algorithms. First, a direct
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comparison is carried out using the example task graph of Figure 3-2(a). Second,
randomly generated data flow graphs are used to cover a comprehensive scope of
different applications. Third, the task graph from a real-life application, an astrophysics
N-body simulation, is scheduled using RDMS and pRDMS, by applying constraints from

real HPRCs, SRC-6 and Cray XDI.

3.4.1 Sample Task Graph
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(c) ReCoS

Figure 3-4. Scheduling Using Three Algorithms
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Table 3-1. Comparative Results for RDMS

pRDMS LPR ReCoS RDMS
Number of Configurations 4 6 7 4
Inter-configuration Communication 38 82 82 30

The pRDMS algorithm is similar to the RDMS algorithm except it does not consider
the inter-task communication during the scheduling process. The pRDMS algorithm
schedules the 13 nodes of the example graph in Figure 3-2(a) into four FPGA
configurations. = They are {H2,H3,H4,H6}, {H1,H7,H9,H10,H12}, {H5H8} and
{H11,H13}, as shown in Figure 3-4(a). A direct comparison with result from RDMS
shows that RDMS reduces the inter-configuration communication time by 21.1%.

In the LPR approach to schedule hardware tasks in a DAG, nodes are scheduled level
by level. The nodes in next level are not considered until all nodes in the current level
are scheduled. The typical LPR approach is to sort nodes of the same level into a
decreasing order based on profit per weight ratio. Since the profit of each node is defined
as configuration time, which is linear to its weight, all nodes have the same profit per
weight ratio in our case. Therefore, all nodes in the same level are sorted in an increasing
order based on weight and then scheduled in a sequence. Once one FPGA configuration
has no spare space to accommodate the node under consideration, it starts a new
configuration. LPR algorithm, as shown in Algorithm 3-3, schedules the 13 nodes of the
example graph into six FPGA configurations, i.e., {H2,H3,H4}, {HI1,H6,H7},
{H5,H9,H10}, {H8}, {H11,H12}, {H13}, as shown in Figure 3-4(b). As a result, RDMS
reduces the inter-configuration communication time by 63.4% compared with LPR in this

case.
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Algorithm 3-3. Linear Programming Relaxation (LPR) Algorithm

Input: # tasks {1, ..., n} each of which has weight w;, and an upper bound /7; a DAG
of the corresponding n nodes.

Output: A sequence of disjoint subsets {S;, ..., S;} satisfying Zies w W, k=

1, ...,J.
1 Let O denote the set of current remaining items and initialize O = {1, ..., n}, let k= 1;
2 while O is not empty do
3 Find the lightest node in the current top level of DAG and assume it is node x;
4 if Ziesk w, +w_>W then
5 k=k+1;
6 Put node x into Sy, remove it from O and DAG;

ReCoS is a hardware/software co-scheduling algorithm for reconfigurable computing
[13]. In order to make it comparable, we restrict the ReCoS algorithm to deal with
hardware task graphs only. ReCoS schedules the tasks in a graph level by level, and
never mixes the tasks by crossing levels in the same FPGA configuration. At one level, it
schedules the tasks in an increasing order of resource utilization and uses multiple
configurations if necessary. Inside one FPGA configuration, it tries to duplicate the
instances of tasks to improve the data processing rate if spare space allows. Targeting the
same example task graph, ReCoS algorithm schedules the 13 nodes into seven FPGA
configurations, i.e., {H2,H3,H4}, {H1}, {H6,H7}, {HS5}, {H8H9,HI0}, {HI1},
{H12,H13}, as shown in Figure 3-4(c)". Compared with ReCoS, RDMS is able to reduce
the inter-configuration communication time by 63.4%.

The scheduling result comparison between RDMS and the other three approaches is
given in Table 3-1. A clear advantage is shown in terms of reduction of both FPGA

configurations and inter-configuration communication.

" Task duplication is not shown in the figure for the sake of demonstration clarity.
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3.4.2 Randomly Generated Synthetic Graphs

In order to compare the scheduling efficiency among these four algorithms, i.e.,
ReCoS, LPR, pRDMS and RDMS, they have been implemented in C++. Randomly
generated task graphs of node count from 20 to 200 were applied and the number of
configurations and inter-configuration communication time were recorded. For each task
graph, there are ten nodes in each level. Every node was randomly connected to from
one to three parent nodes, as shown in Figure 3-5. The weight and the configuration time

of each node were the same and they were randomly assigned between 1 and 50.

NN N BT

et

Figure 3-5. A Section of Randomly Generated Graph

Three different simulations were carried out, representing three different types of
systems.

1) Light Communication: the inter-task communication time is randomly

assigned between 1 and 10. In other words, the inter-task communication

time is much smaller than task configuration time. This simulation represents

those RC systems that have a long configuration time.
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2) Medium Communication: the inter-task communication time is randomly
assigned between 1 and 50. In other words, the inter-task communication
time is comparable to the task configuration time. This simulation represents
those RC systems that have a medium configuration time.

3) Intensive Communication: the inter-task communication time is randomly
assigned between 1 and 100. In other words, the inter-task communication

This simulation

time is much larger than the task configuration time.

represents those RC systems that have a very short configuration time.

Table 3-2. Scheduling Efficiency Improvement on Randomly Generated Graphs Using RDMS
against Other Three Algorithms

Inter-configuration Communication Number of Configurations
Light Medium Intense Light Medium Intense
Comm. Comm. Comm. Comm. Comm. Comm.
ReCoS 49.54% 42.00% 45.48% 8.91% 8.53% 8.99%
LPR 49.08% 39.69% 42.66% 4.34% 3.95% 4.43%
pRDMS 13.00% 7.03% 13.07% 1.76% 1.36% 1.86%
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From the scheduling results shown in Figure 3-6, Figure 3-7 and Table 3-2, RDMS
algorithm is capable of reducing the inter-configuration communication time by 11%,
44% and 46% on the average, compared with pRDMS, LPR and the ReCoS algorithms,
respectively. In terms of number of FPGA configurations, RDMS algorithm generates on
the average, 2%, 4% and 9% less configurations than pRDMS, LPR and ReCoS,

respectively.

3.4.3 Astrophysical N-Body Simulation

In this section, a real life application, astrophysical N-body simulation, is emulated to
demonstrate the effectiveness of RDMS algorithm on practical scientific applications.
The background of N-body simulation is first described. Then the testbeds and the
implementation of hardware tasks are discussed in details. The results show that RDMS
is able to efficiently reduce the inter-configuration overhead compared with other
scheduling solutions.

Application Description

An N-body simulation is a simulation of massive particles under the influence of
physical forces, usually gravity and sometimes other forces such as gas pressure. The
simulation involves millions of particles by their interaction through self gravity and
interstellar gas in order to study the dynamical evolution of star clusters. It is estimated
that 10 billion particles are necessary to simulate a galaxy like the Milky Way with
enough resolution to distinguish individual stars.

There are many different methods to implement N-body simulation, such as particle-

particle, particle-mesh, and their mixed forms. The particle-particle method is
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straightforward and appropriate to be accelerated in hardware. In its simplest form, the
algorithm can be described as:
set initial conditions
while not end conditions
compute forces
integrate to get new positions
advance timestep
end while

The initial conditions can be a previous state read from storage or a test configuration.
The end condition is usually a time limit. The integration step computes the new position
for each particle.

For every timestep, the forces interacting over a set of particles are computed. The
two main forces are self gravity and gas pressure computed with Smoothed Particle
Hydrodynamics (SPH). The gravity force is computed using all-to-all interactions. That
is, for any given particle, the gravity force contribution from any other particle is
calculated and added because gravity is a long reaching force. The gas pressure force is
computed using SPH, which is meshless method to approximate the pressure field of
fluid. SPH uses a kernel function to limit the interaction of a given particle, which
represents gaseous matter, to its neighbors around a certain radius. The typical number of
neighbors is around 100, but it can range from a minimum of 50 to a maximum of 300
[45]. Less than 50 makes the simulation unstable; more than 300 is expected to be
unnecessary.

The target application implemented on the reconfigurable computer is part of the
astrophysical N-body simulations where gas-dynamical effects are treated by smoothed

particle hydrodynamics (SPH) method [46][47][48]. The principle of this method is that

the gaseous matter is represented by particles, which have a position, velocity and mass.
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In order to form a continuous distribution of gas from these particles, they are smoothed
by folding their discrete mass distribution with a smoothing kernel W. This folding
means that the point masses of the particles become smeared so that they form a density
distribution. At a given position the density is calculated by summing the smoothed

densities of the surrounding particles. Mathematically, the summation can be written as

N
pizzij(Z_f'j"h) (3-9)
j=1

where 7 is the smoothing length specifying the radius of the summation space.
Commonly used smoothing kernels are strongly peaked functions around zero and are
non-zero only in a limited area. A natural choice of the kernel is the spherically

symmetric spline kernel proposed by Monaghan and Lattanzio [47], which is defined by

W(f,fj,h)—%B{x—@]

3, 3,
I—Ex +Zx 0<x<l1 (3-10)
with B(x) = %(2—)03 I<x<2
0 x>2

The important point of SPH is that any gas-dynamical variables and even their
derivatives can be calculated by a simple summation over the particle data multiplied by
the smoothing kernel or its derivative. The motion of the SPH particles is determined by
the gas-dynamical force calculated via the smoothing method, and the particles move as
Newtonian point masses under this force. ( 3-11 ) is the physical formulation of the

velocity derivative given by the pressure force and the artificial viscosity.
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ﬂ — _LVP + c—i‘visc

dt pi i i (3'11)

The SPH method transforms ( 3-11 ) to the formulation in ( 3-12 ), which is only one

of several possibilities.

2
dt j=1 pz
2
—Qac.. l.. + =
My + P 57 <0
— i
Hii Py B
0 v,.jr,.j>0
. pi+p; (3-12)
=l TV =V TV Ry 9
p _fi+ J, cn_ci+cj P :hl+h
v 2 v 2 v 2
hv.Fr.
y yy
My == 55
Ty 0k

The gradient of W in ( 3-12 ) consists of three components in Cartesian coordinates
(x,5,z). The x-component of the gradient of the smoothing kernel is shown in ( 3-13 ).

The calculation of y and z-components is the same.

9|F. 7
(4‘%‘_%)(ru_rjx) 0<%31
ow ) ¥l 3 3 A
“or (_4h;6. h_ys‘_h;‘?}j‘)(’/}x_ij) 1<h_;32 (3-13)
7.
0 2
;

The diagram in Figure 3-8 shows the data flow to compute ( 3-12 ), which consists of

a total of 18 tasks.
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Figure 3-8. Data Flow Graph for the SPH Pressure Force Calculation

Testbeds

To obtain realistic performance estimates for the SPH pressure force calculation
pipeline, we have used the system parameters from two existing HPRC platforms, SRC-6
and Cray XD1. The whole FPGA configuration time is 60 ms on SRC-6 and 1,824 ms on

Cray XDI1 respectively. On both platforms, the sustained bandwidth of interconnect is

1.4x10° Bs.
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Figure 3-9. SRC-6 System Architecture

Figure 3-9 shows the system architecture of a typical SRC-6 reconfigurable computer.
Different types of blades, e.g., microprocessor blade and FPGA blade (MAP), are
connected to a central SRC Hi-Bar Switch. One FPGA blade contains two Xilinx Virtex-
116000 FPGA devices, as shown in Figure 3-10. In order to increase the communication
bandwidth between microprocessor and FPGA, a proprietary SNAP board is directly
connected to the microprocessors' memory subsystem. Besides the local memory on the
MAP board and the system memory on the microprocessor board, common memory can

be used for the storage of large volume of data.
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Figure 3-10. SRC-6 FPGA Board Architecture

On the other hand, Cray XD1 is a supercomputer cluster consisting of multiple blades.
Each blade is a self-contained work station containing both microprocessor and FPGA
device, i.e., Xilinx Virtex-1IPro50, as shown in Figure 3-11. FPGA device communicates
with the microprocessor through the proprietary RapidArray Processor. The theoretical

bandwidth between FPGA device and microprocessor is 1.6 GB/s per direction.
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Figure 3-11. Cray XD1 Blade Architecture

Table 3-3. Resource Utilization of Pipelined Double-Precision (64-bit) Floating-point Operators
+/- X - Na
1,640 [49] 2,085 [50] 2,920 [51] 2,700 [51]

Slices

RDMS and pRDMS algorithm are used for scheduling the graph given in Figure 3-8.
LPR and ReCoS are not considered here, since it has been clearly demonstrated that
RDMS and pRDMS outperform LPR and ReCoS by a large margin. In order to get the
desired performance and computation accuracy for the graph in Figure 3-8, fully
pipelined double-precision (64-bit) floating point arithmetic units are needed for
implementation on hardware. Many researchers have reported various floating-point
arithmetic designs on FPGA devices [49][50][51][52]. The resource utilization of
pipelined double-precision (64-bit) floating-point operators based on available literature

is listed in Table 3-3. These primitive operators are used to construct the functionality of

nodes in Figure 3-8. In general, multiple primitive operators are used to build a pipelined
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hardware node so that all operations in one FPGA configuration can be executed in
parallel to maximize the throughput. For instance, node #11 needs 1 adder, 4 multipliers
and 1 divider, which is denoted as “1A,4M,1D” in Table 3-4. The amount of slices
occupied by each node is simply the summation of the slices of the primitive operators.
We list the percentage of slice utilization of each node on the FPGA devices of the two
representative reconfigurable computers in Table 3-4, i.e., Virtex-116000 with SRC-6 and
Virtex-IIP50 in case of the Cray XDI1. It is evident that multiple FPGA configurations

are required to implement the dataflow graph in Figure 3-8 on both platforms.

Table 3-4. Resource Utilization and Configuration Time of Hardware Tasks

Node Operator’ Slices % of Device Utilization' | Configuration Time (ms)
No. Combination SRC-6 Cray XDl SRC-6 Cray XD1

1,2 3A 4920 17.13 24.51 10.28 447.05
3,4,5,6 1A 1640 5.71 8.17 3.43 149.02
7 IM,1D 5005 17.43 24.93 10.46 454.77
8,9 2A,3M 9535 33.20 47.50 19.92 866.39
10 1D 2920 10.17 14.55 6.10 265.32

11,15 1AAM,ID [12900| 4491 64.26 26.95 1172.14

12 1S 2700 9.40 13.45 5.64 245.33

13 4M 8340 29.04 41.55 17.42 757.80

14 IM 2085 7.26 10.39 4.36 189.45

16 3A4M,ID  |16180| 56.33 80.60 33.80 1470.18

17 2A.2M 7450 25.94 37.11 15.56 676.94

18 3A,3M 11175 38.91 55.67 23.34 1015.40
Overall 24A,29M,5D,1§]117125  407.77 583.47

" A: adder/subtractor, M: multiplier, D: divider, S: square root.
T Assume 15% of slices in device are reserved for vendor service logic.

Results

As shown in Figure 3-8, the data of every particle consists of 13 scalar variables, i.e.,
104 bytes. If we assume the number of particles to be considered is N and the number of
neighbors of each particle is 100, then the initial storage requirement is 104N bytes and

the pipeline in Figure 3-8 needs to perform 100N iterations. For the experiment carried
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out using RDMS and pRDMS, the number of particles is set to 16,000. As mentioned,
constraints from the two platforms, SRC-6 and Cray XD1, are used during the scheduling
process. That is, both pPRDMS and RDMS use the hardware task resource utilizations
and task configuration times listed in Table 3-4. In addition, RDMS uses the inter-task

communication times given in Table 3-5.

Table 3-5. Inter-task Communication Times (ms)

Source [Destination Time Source [Destination Time Source |Destination| Time

Node Node Node Node Node Node
0 1 27.43 2 9 2743 10 14 9.14
0 2 27.43 3 11 9.14 10 13 9.14
0 3 9.14 3 10 9.14 11 15 9.14
0 4 9.14 4 11 9.14 12 14 9.14
0 5 9.14 5 15 9.14 13 16 9.14
0 6 9.14 6 15 9.14 14 16 9.14
0 7 18.29 7 17 9.14 15 17 9.14
0 17 9.14 8 15 9.14 16 17 9.14
1 8 27.43 8 11 9.14 17 18 9.14
2 18 27.43 9 11 9.14
2 8 27.43 9 12 9.14

Table 3-6. SPH Pressure Force Scheduling Efficiency Comparison between pRDMS and RDMS

pRDMS RDMS

Inter-configuration SRC-6 0.366 0.329

Communication Time (ms) Cray XDI1 0.439 0.420
Number of FPGA SRC-6 5 57
Configurations Cray XDl 7+ 78

" {1,2,3,4,7,8},{9,10,11,12},{5,6,13,14,15},{16,17},{18}.
1{1,2,3,4,7,8},{6,9,10,12,13,14},{5,11,15},{16,17},{18}.
142,7,91,{1,3,4,10,13},{5,6,8,12,14},{16},{11},{15},{17,18}.
$42,7,9},{1,3,4,5,8},{10,11,12},{6,14,15},{13},{16},{17,18}.

After the scheduling process, the number of generated FPGA configurations and the
inter-configuration communication time on both platforms are listed in Table 3-6.
On SRC-6 platform, RDMS reduces the communication time by 10% compared to

pRDMS. An analysis of both scheduling sequences has shown that pRDMS has

61



eliminated some high volume data communication simply because they belong to the first
set of tasks that were combined. However, RDMS is capable of avoiding more inter-
configuration communication due to aggressive analysis of inter-task communication.
For example, RDMS has scheduled task #12 and #14 into the same configuration whereas
pRDMS has scheduled them into two separate configurations, which increases the overall
inter-configuration communication. The same scenario happens on task #11 and #15.

On Cray XD1, the communication reduction is 4%. The smaller reduction is mainly
due to the much longer full configuration time on Cray XDI1. Although task
configuration time becomes the dominating factor during the scheduling process, RDMS
algorithm still can be used to achieve certain amount of better result. To summarize,
RDMS algorithm is effective in reducing the communication overhead for a real-life
application like the N-body simulation, in addition to reducing the number of

configurations.
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3.5 Dealing with Multiple Hardware Task Graphs

Q Hardware Sub-graph
D Software Sub-graph

Figure 3-12. Merging Sub-graphs into Self-contained Larger Sub-graphs
(a) A DAG Consisting of Multiple Hardware/Software Sub-graphs. (b) Merging Sub-
graphs into Larger Sub-graphs.

RDMS algorithm only deals with one hardware task graph (DAG), which can be one
sub-graph as part of a big application, as shown in Figure 3-12(a). Different sub-graphs
in the same application may be independent to each other, such as H4 and HS5. If the
combined hardware tasks belonging to independent sub-graphs are scheduled together,
there is a potential to reduce the overall configuration cost. On the other hand, for those
hardware sub-graphs that have data dependency among them, not only the overall
configuration cost can be reduced, but the overall communication overhead can also be
reduced if they are scheduled together. For instance, if we schedule H5 and H7
separately, the communication between H5 and H7 has to be carried out. However, if we
schedule the hardware tasks in H5 and H7 together, this communication overhead could

be possibly avoided. Apparently, we can reduce both configuration overhead and
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communication overhead if we consider multiple hardware task graphs together during
the scheduling process.

The strategy we propose here is to merge separate hardware sub-graphs into self-
contained and larger sub-graphs. The criterion for merging multiple hardware sub-graphs
into a single sub-graph is that the input of any (original) hardware sub-graph does not
require software processing of the output of any (original) hardware sub-graph in the
merged (larger) sub-graph. For instance, in Figure 3-12(a), the input of hardware sub-
graph H5 requires the software processing of the output of hardware sub-graph H2.
Hence, H2 and H5 cannot be put into the same sub-graph. The criterion for forming a
(larger) software sub-graph is the same.

In order to carry out the merging strategy systematically, we develop Algorithm 3-4.
Either hardware sub-graph or software sub-graph is represented by a single node in
Figure 3-12 and Algorithm 3-4 for the sake of simplicity. After applying the Sub-graph
Merging Algorithm to the DAG in Figure 3-12(a), the 11 sub-graphs are merged into 2

hardware sub-graphs and 1 software sub-graphs, as shown in Figure 3-12(b).
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Algorithm 3-4. Sub-graph Merging Algorithm

12
13
14
15

Input: A DAG in which nodes are partitioned into different levels based on data
dependency. Each node has three keys, key n: node serial no., key c: sub-
graph no., key_hs: 1: hardware node, 0: software node.

Output: All nodes in the DAG are merged into sub-graphs, indicated by the value of
key c.

Initialize the key c of all nodes to be +wo, key hs of all hardware nodes to be 1,

key hs of all software nodes to be 0;

Set the key ¢ of nodes at top level to be 1. Set td = the depth of the DAG, ¢_c(sub-

graph counter) = 1, / c(level counter) = 2;

while / c#td + 1 do

forcl c=1 ctotddo
for all nodes in level cl_c do
if key c = +oo then
if key hs =1 then /* Hardware node */
if all of it parent nodes’ key c <c_c then
key ¢ =c c;
else /* Software node */
if all of its software parent nodes’ key ¢ < c_c and all of
its hardware parent nodes’ key ¢ < c_c then
key ¢ =c c;
if ¢_c is even then
lc=1c+1,
cc=cctl;
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Chapter 4 — Efficient Task Mapping Using Architectural Variants

In this chapter we consider the problem of providing further optimization for
hardware task mapping by selecting the best combination of task implementations from a
repository of architectural variants. The parameters used to describe the architectural
library of hardware variants are introduced in Section 4.1. In Section 4.2, we show a
simple example to motivate the use of architectural implementation variants for
deploying hardware task DAGs onto a target platform. A genetic algorithm (GA)-based
mapping approach between the task graph and the architectural variants hardware library

is discussed in Section 4.3, followed by experimental analysis in Section 4.4.

4.1 Hardware Library and Module Parameters

As discussed in the previous chapter, the technique of telescoping languages uses
multiple software library function implementations for optimized execution, and has
inspired the use of a hardware library of multiple architectural/implementation variants
for each of the hardware modules. Choice of a particular variant depends on the DAG as
well as the targeted HPRC platform and the variants available for implementing other
modules in the same configuration. For example, it would be better to use fewest
configurations (which could mean smaller but slower variants of modules) on a platform
that takes a long time to configure the device. On the other hand, it would be desirable to
select high-performance implementations on a device that can switch from one
configuration to the other relatively fast. The library that contains the variants is termed

as the architecture-variant hardware library. Figure 4-1 shows an example hardware
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library in which there are 10 modules. Each module has 4 different architectural
implementation variants. In a real hardware library, the number of implementation

variants for each module may not be same.

.
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<

H10
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Figure 4-1. Architectural Variants Hardware Library

Table 4-1. Hardware Library Parameter Description

Parameter Definition
N Number of hardware modules in the library
H; Hardware module i, ie [/, N]
H;; Hardware implementation j for module H;
A;; Set of attributes of hardware implementation j of module H;
Attributes in A4;;
w Resource requirement (i.e., slices) of the architecture variant
din Input data width (bytes)
dout Output data width (bytes)
P Consumption rate (MBytes/s)

The various parameters that describe the architecture-variant hardware library are
listed in Table 4-1. The last four entries in the table list the attributes of each variant

in the library. These four attributes of variant H; are, collectively, referred to as the
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attribute set 4;;. The resource utilization w and data consumption rate P demonstrate the
tradeoffs between size and speed. The I/O width, d;, and d,,,, are used for chaining tasks

into longer pipelines.

4.2 An Example

The potential benefits from using multiple implementation variants for mapping a

task graph to hardware is best demonstrated through a motivating example.

(a) (®) )

Figure 4-2. Performance-Cost Trade-offs in Task Mapping
(a) The Task Graph, (b) Task Scheduling Using a Fast Implementation Variant, (¢) Task
Scheduling Using a Slow Implementation Variant.

Table 4-2. Task Properties for the Motivating Example

Task Processing Time (s) FPGA Resource Utilization (%)
F, 0.2 30

F 0.5, 1.0 35,17

F; 0.4 15

Fy 0.3 25

* F, has two hardware implementations, H,; and H, .

Consider the task graph of Figure 4-2(a), with the task properties as shown in Table
4-2. The task F,; has two implementation versions - a fast version (say H» ) that takes

0.5 s to process but consumes 35% of the FPGA area; and a slow variant (say H>,) with a
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processing time of 1 s but consumes only 17% of the FPGA logic resources. These two
implementation versions, H,; and H,,, reflect tradeoffs between the logic resources
consumed and the processing time (the first index in the subscript is 2, referring to the
same task F', that both variants functionally implement). If H,; is chosen for mapping
onto the FPGA, all four tasks would not fit within a single configuration. The task graph
would be partitioned into two configurations, say, C; = {F;, F,, F;} and C, = {Fy}, as
shown in Figure 4-2(b). If all tasks are pipelined and execute concurrently within a
configuration (which is typical in hardware), and assuming the amount of data to be
processed is large enough to ignore the initial pipeline latency of each task, then the
processing time of each configuration becomes the processing time of the slowest task.
The processing time for C; is therefore 0.5 s and for C; it is 0.3 s. Since there are two
configurations, the reconfiguration overhead is 27.5,. The execution time for the total
computation is therefore (27, + 0.5 s+ 0.3 s).

On the other hand, if the implementation variant H, > is chosen for task F, then all
four tasks fit in one configuration, as shown in Figure 4-2(c). In this case, the processing
time for the configuration is longer (1.0 s) since F', is now a bottleneck. However, the
reconfiguration overhead is less, as it is only 7.,. The execution time for the total
computation is therefore (7¢; + 1.0 s).

The value of the reconfiguration time 7.; now determines the choice of the
appropriate implementation variant. If 7., = 0.2 s, then the execution times for both
cases are the same. For larger values of T4, it is advantageous to choose the slower
implementation variant and therefore limit the number of configurations to 1. This is the

case for the SGI RC100 reconfigurable computer, which exhibits a reconfiguration time
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of 0.966 s. However, on a different platform that can perform reconfiguration in a much
shorter period, e.g., 60 ms as it is the case for the SRC-6 platform, it would prefer to
select the faster variant and use two configurations.

This example illustrates the advantages of the availability of multiple task variants.
Depending on the specific task graph and platform architectural constraints, choice of the
appropriate variant can give the best possible execution time. If the slowest
implementation of each task is chosen, the processing time of each configuration slows
down considerably. However, the number of configurations may be less due to reduced
hardware resource utilization. On the other hand, if the fastest variant of each task is
chosen, each configuration would execute fast. However, the number of configurations
will be higher since each task would occupy a larger FPGA area. The choice of the
variant for each task is therefore non-trivial. This is especially true when off-chip data
transfers are considered as well, which has been ignored in the simple example of this
section. A systematic methodology is required for choosing the appropriate variant,
which is described in the following sections. The proposed mapping methodology makes
use of the RDMS algorithm to generate the optimal schedule of the selected hardware

implementations.
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4.3 Genetic Algorithms for Hardware Task Mapping

Table 4-3. The Search Space and Time for Exhaustive Search Approach

J, # of implementations per module Search Space’ Search Time'
1 1 0.002 s
2 2=8,192 9.00's
3 3°=1,594,323 28.15 min
4 4=67,108,864 20.55 hr
n n"=o0 0

T Assume the task graph has 13 nodes.
" Measured on a Linux box with Intel Xeon 2.8GHz and 8GB main memory. RDMS algorithm is used to
get the optimal schedule for each combination of hardware implementations.

The most straightforward approach to obtaining the solution is by performing an
exhaustive testing of all possible combinations of implementation variants, for each of
the tasks in the DAG. However, the computation time required for such an approach is
prohibitive. For example, if there are N tasks with each of them having J possible
implementation variants to choose from, the search space consists of J" possible
combinations. Each combination of hardware implementation has to be scheduled using
RDMS and the best option is chosen. Numbers for the case N=13 are given in Table 4-3.
When the number of implementations J for each module goes beyond 4, the searching
time becomes too large. Clearly, a better method is required for exploring the various
options. Towards this end, a genetic algorithm is used in order to quickly evaluate the
suitable combinations and converge towards a solution. In the following text, a brief
overview of genetic algorithms is first explained, followed by the specifics used in the

formulation and solution to our problem.
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4.3.1 Genetic Algorithms

Genetic algorithms comprise a class of search methods inspired by evolutionary
biological genetic processes such as mutation, crossover, and selection of the fittest.
Computer simulations of evolution started as early as in 1954 with the work of Nils Aall
Barricelli [53] and in 1957 by Australian quantitative geneticist Alex Fraser [54].
Genetic algorithms in particular became popular through the work of John Holland in the
early 1970s [55]. Holland introduced a formalized framework for predicting the quality
of the next generation, known as Holland's Schema Theorem, which is widely taken to be
the foundation for explanations of the power of genetic algorithms. Later, Goldberg [56]
proposed the building block hypothesis to explain the behavior of genetic algorithms.
Genetic algorithms have been used in different domains and demonstrated better
efficiency compared with other global optimization techniques [57][58]. Genetic
algorithms have been widely applied to HW/SW partitioning and task mapping and
scheduling [36]-[39], [59]-[61], and resulted in good results.

The basic idea of Genetic Algorithms is to start with a set of random solutions, known
as the initial population, and then evaluate the fitness of each individual. Some of the
best solutions are then crossed over to produce offsprings. The offsprings are added to
the next generation population while restricting the population size to its initial value.
The selection and crossover procedure are repeated till either an exit condition is reached
(e.g., individual with required fitness is found) or the number of generations reaches a
defined upper limit. In addition to crossover, each new generation may have individuals

with mutations, which are random changes from an individual after the crossover step.
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Before a genetic algorithm can be used to solve a problem, a way must be found for
encoding any potential solution to the problem. This could be as a string of real numbers
or, as is more typically the case, a binary bit string. The string of real numbers of binary
bits is generally called chromosome. A typical chromosome may look as follows:

11010001110010101110101010110100101101101110111111101

At the beginning of a run of a genetic algorithm, a large population of random
chromosomes is created, each of which represents a different solution to the problem at
hand. Each chromosome will be tested to see how good it is at solving the problem and
assigned a fitness score accordingly. The chance for one chromosome to be selected to
generate the next generation of chromosomes is proportional to the chromosome’s fitness.

Whenever two chromosomes are chosen from the population, the algorithm first
checks to see if crossover should be applied depending on the crossover rate. Then the
algorithm iterates down the length of each child chromosome mutating the bits if
applicable. After two chromosomes are selected, a crossover will take place to generate
two children chromosomes dependent on the crossover rate. Crossover is performed by
selecting a random gene along the length of the chromosomes and swapping all the genes

after that point, as shown in Figure 4-3.
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Parents:

crossover point

Children:

Figure 4-3. Crossover in Genetic Algorithms

Mutation is to step through the chosen chromosome bits and flip (0 becomes 1, 1
becomes 0) dependent on the mutation rate, which is usually a very low value for binary

encoded genes, say 0.01.

11010001110010101110101010110100101101101110111111101

imutatio7n

11010001010010101110101010111100101101101110111111001

Figure 4-4. Mutation in Genetic Algorithms

4.3.2 Genetic Algorithms for Task Mapping
Task: F, F,  F3 e

F1 F2 F3 Fn—l Fn
o o o) ) e )

for each task of one application

Figure 4-5. The Chromosome to Represent Candidate Task Implementations
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General implementation strategies of genetic algorithms include the representation of
the solution as a bit string, generally called a chromosome. Each chromosome consists of
genes. In our case, we choose to have a gene for each of the N tasks in the task graph;
each gene represents the choice of a particular implementation variant for the task. For
example, if there are J possible implementation variants for each task, then every gene
would have [log,J] bits to represent it. Correspondingly, a chromosome, which is
basically one possible selection of variants for all tasks, consists of M loggJ—| bits. An
illustration is given in Figure 4-5, for J=8 (3 bits per gene).

Algorithm 4-1: Genetic Algorithm Pseudocode

Input: Random initial population of O chromosomes. Each chromosome contains a
randomly selected implementation variant for every task in the application.
Output: New population after genetic evolution. The best chromosome within this

population is expected to be the desired mapping of the implementation variants
for each task.
repeat
For each chromosome in the population comprising the current generation,
evaluate T, using RDMS algorithm;
Calculate the fitness of each chromosome using the fitness function in ( 4-1 );
repeat
Select two chromosomes from the current population;
Crossover based on crossover rate, generate two offsprings;
Step through all the bits in the offsprings, flip them based on mutation rate;
until a new generation with Q chromosomes has been created;
until K generations have been evaluated;

N -

o 0 N N I AW

With this formulation of the solution space, the genetic algorithm that is used is
shown in Algorithm 4-1. The fitness function in Line 3 is specific to each problem that is
solved using genetic algorithms. In our case, the fitness function used in the algorithm

basically assigns a high score to individuals (chromosomes) that result in a low execution

time, after obtaining the task schedule using the RDMS algorithm. If 7. denotes the

hardware execution time of chromosome i, estimated using the RDMS algorithm, and if
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T'mwe denotes the target execution time, the function for calculating the fitness score of

chromosome i is evaluated as:

1 _
) T(i) -T If ];,(vi)é, > Tihwe,
(i) hwe htwe
fitness'’ = (4-1)

100,000 Otherwise.

Note that Ty should be given a reasonable initial value. Based on the fact that the
minimum execution time will at most be equal to that for the case when all tasks have the
same implementation variant, an algorithm to choose 7. is given in Algorithm 4-2.
The basic idea is to consider J chromosomes, in which each chromosome has the same
variant chosen for each task. For example, the first chromosome corresponding to Figure
4-5 would have all genes with value “000” and the J” (or eighth) chromosome will have
all the genes with a value of “77/71”. Ty 1s chosen to be the minimum 77, among these
J choices of the implementation variants. We refer to each of the J choices (or
chromosomes) as “fixed mapping” choice, since the same variant is chosen for all tasks.
These J fixed mapping choices will be used in Section 4.4 for evaluating the performance

of the proposed approach.

Algorithm 4-2: Generating Initial Target Hardware Execution Time 7,

Input: A hardware task graph, with each task F; having J implementation variants
Hi,j=1,...,J.
Output: A reasonable initial target hardware execution time 7'yye.
1 Tthwe: O,
2 forj=1toJdo
3 Apply RDMS algorithm to the task graph in which task F; is mapped to
implementation H;;, calculate T},.;
4 if e > Thye then
S Tthwe = Thwe;
6 return 7j.;
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In addition to choosing a reasonable initial value, we choose to adjust 7. at run-
time after each iteration of the genetic algorithm. In Algorithm 4-1, after evaluating the
fitness of each chromosome in the generation (Line 3), Ty, is updated to the Ty
corresponding to the fittest chromosome, provided the current value of 7y, is larger than
that value.

With respect to the selection step in Line 5 of Algorithm 4-1, the chance that a
chromosome is selected is bigger if its fitness is high. Roulette wheel selection is a
method we have adopted, which generally selects the fittest members to go through to the
next generation. The exact algorithm is not described here, however, it is based on the
algorithm used in [62].

The crossover step in Line 6 of Algorithm 4-1 is dependent on a specified crossover
rate. Crossover is performed by selecting a random bit position in two chromosomes and
swapping all bits that occur after this position.

There are a few more variations in our implementation from the standard genetic
algorithm. We do not use any convergence condition, but instead let all the K
generations be evaluated, as seen in Algorithm 4-1. Although the evolved population of
K generations is expected to contain the best chromosome, we instead keep track of the
fittest chromosome in all K generations and use the chromosome that has the minimum
Thye across all K generations. The increase in storage requirement is negligible, since
only the best chromosome that is evaluated till the current iteration needs to be stored.
Using the best chromosome across all generations (as against the last generation alone)
avoids any glitches that might possibly occur if the last generation has unwanted

mutations resulting in a poor value of T,..
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4.4 Experimental Analysis

In this section, we verify the efficiency of the proposed mapping approach using three
different cases. First, we apply the Genetic Algorithm (GA)-based approach to random
generated graphs. The results are compared with the fixed mapping choices, since the
fixed mappings are simple choices that might be chosen in the absence of a mapping
approach. Second, the task graph from a real-life application, N-body simulation, is used
in order to demonstrate the usefulness of the proposed approach. To further validate our
approach, some experiments are carried out on the SRC-6 platform using synthetic task

graphs, which are described later in this section.

4.4.1 Random Graph

In order to demonstrate the efficiency of GA-based mapping approach on a broad
range of applications, we apply it to two types of randomly generated data flow graphs.
The first type of graphs consists of out-trees, such as those shown in Figure 4-6(a). Each
node basically has one to three child nodes, and node 0 (which is the virtual node in
RDMS) is only connected to one child node. The second type consists of general random
graphs, with dependencies across multiple levels. We refer to them as the cross-level
graphs, Figure 4-6(b). Each level in the task graph consists of 1 to 5 nodes. In addition,
each node has one dependency on a node in the previous level. In general, there are 1 to

3 dependencies to the nodes in the previous levels.
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Figure 4-6. Two Types of Randomly Generated Graphs
(a) Out-Tree, (b) Cross-Level DAG (Node #0: Imaginary Root Node).

Given the task count, the graph is randomly generated in the sense that:

1) The dependencies among the tasks are randomly assigned.

2) The resource utilizations and the corresponding processing times of 4
implementation variants for each task are assigned to different ranges
randomly, as shown in Table 4-4. For example, resource utilization of the
variant imp_2 will be assigned to a random number in the region [12.5..25]%
and the corresponding processing time will be between [50..60] ms.

In the generated graph, the inter-task communication time is fixed at 20 ms. The full

configuration time 7 of the target FPGA device is set as 100 ms.

Table 4-4. Processing and Resource Parameter Ranges for the Randomly Generated Graphs

Task Variant Resource Utilization (%) Processing Time (ms)
imp 1 25-50 0-20
imp 2 12.5-25 50-60
imp 3 6.25-12.5 200-250
imp 4 0-6.25 950-1000
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For each generated task graph, the proposed approach is used for obtaining the
appropriate task mappings. In addition, RDMS algorithm is used for the 4 fixed mapping
choices, and maximum and minimum 7}, among these 4 choices is noted.

The number of tasks for the two types of graphs is varied from 10 to 40 and the
corresponding simulation results are shown in Figure 4-7. Under all different scenarios,
GA-based strategy is able to find the mapping that yields a hardware execution time
which is same to or smaller than the minimum hardware execution time using Fixed
Mapping. It is noticed that the gap between the results of GA and Fixed Mapping
becomes wider as the task count increases, particularly when the number in a task graph

is bigger than 25.
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Figure 4-7. Results for Randomly Generated Graphs

4.4.2 N-Body Simulation Application

The proposed GA-based mapping approach is considered here for the N-body
simulation application using the parameters from three real reconfigurable computers.
The diagram in Figure 3-8 shows the data flow of the SPH computation, which consists

of a total of 18 tasks. We assume all the calculations are carried out in double-precision
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(64-bit) floating-point format. As shown in Figure 3-8, the data of every particle consists
of 13 scalar variables, i.e., 104 bytes. If we assume the number of particles to be
processed is N and the number of neighbors of each particle is 100, then the original
storage requirement is 104N bytes and each node in the SPH pipeline needs to process
100 particles in order to obtain the updated parameters (such as position, velocity, etc) for
each of the N particles in the system. In other words, each node in the task graph must
process 100N particles for carrying out the parameter update of N particles. For testing
the mapping algorithm, N is set to 16,000 particles, so each node in the task graph will
process 1,600,000 particles or data items. In the following text, we first describe the
hardware library setup, as well as the reconfigurable platforms considered. This is
followed by the mapping results and a discussion on the efficiency of the proposed

mapping approach.

Testbed and Hardware Library Setup

The SPH pressure force calculation in Figure 3-8 is mapped onto three different RC
platforms, SGI RC100, SRC-6 and Cray XD1. In other words, the parameters from these
platforms are used for obtaining the task mappings that are appropriate for the platforms.
These parameters consist of the FPGA logic resources, full configuration time, and the

sustained interconnect bandwidth, listed in Table 4-5.

Table 4-5. Characteristics of Three Testbed RC Architectures

Platform
SGI RC100 SRC-6 Cray XD1
FPGA Device XC4VLX200 | XC2V6000 XC2VP50
Number of Slices 89,088 33,792 23,616
Full Configuration Time (ms) 966 60 1,824
Interconnect Bandwidth (GB/s) 2.1 1.4 1.4
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Figure 4-8. SGI RC100 Blade Architecture

The detailed architecture of SRC-6 and Cray XD1 has been introduced in Chapter 3.
Figure 4-8 shows the architecture of SGI RC100 FPGA blade. The system architecture
of SGI reconfigurable computer is similar to SRC-6. Different types of blades are
integrated together through the proprietary NumaLink4 network. A single FPGA blade
contains two Xilinx Virtex-4LX200 FPGA devices, each of which is connected to 40 MB
local SRAM modules.

In this work, we assume that each module in the architectural variants hardware
library consists of four implementations for each task, imp i, i=1,...,4. Among the four
implementation variants, imp 1 is the high performance version, which also consumes
the most logic resources. The terminology “fully pipelined version” is used for referring
to this variant. The other variants occupy less resources in decreasing order from imp 2
to imp_4, with a corresponding reduction in the computation speed compared to the fully
pipelined variant.

Primitive operators such as adder/subtractor, multiplier and divider, are used to

construct the functionality of nodes in Figure 3-8. In general, multiple primitive
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operators are needed to build a function node. For instance, the function node #11 needs
1 adder, 4 multipliers and 1 divider. Many researchers have reported various floating-
point arithmetic designs on FPGA devices [49][50][51][52]. The resource utilization of
double-precision (64-bit) floating-point operators of different variants based on the
available literature is listed in Table 4-6. This includes the parameters of the various
implementation variants, the exception being adder/subtractor and multiplier. For the
adder/subtractor and multiplier operators, imp 2, imp 3 and imp 4 are assumed to
occupy 50%, 25% and 12.5% resource of imp 1, respectively. If we assume that the
design of both adder/subtractor and multiplier follows Karatsuba approach [63], the
performance of the adder/subtractor and the multiplier will drop to half and one fourth,

respectively, if the logic resource is reduced to half of the original value.

Table 4-6. Resource Utilization & Processing Times of Different Variants of Double —precision (64-
bit) Floating-point Operators

Resource Utilization on SRC-6 (%) Processing Time (ms
imp 1 | imp 2 | imp 3 | imp 4 | imp 1 | imp 2 | imp 3 | imp 4
+/-* 5.71149]| 2.85 1.43 0.71 16.0 32.0 64.0 128.0
X3 7.26[50]| 3.63 1.81 0.91 16.0 64.0 256.0 1024.0
= [10.17[51]]9.03[51]]5.94[517/0.99[51]| 16.0 | 20.0 | 493.8 | 975.6
\/_ 9.40[51](4.99[51]|3.03[51]|1.41[51] 16.0 20.1 507.9 1134.8
“Assume 15% of slices in device are reserved for vendor service logic;
Resource on SGI RC100 = Resource on SRC-6 x 0.3793;
Resource on Cray XD1 = Resource on SRC-6 x 1.4309.
"The time to perform 1.6M operations under 100 MHz frequency.

*Processing time increases 2 times for using half resource.
YProcessing time increases 4 times for using half resource.

T

Operator

The processing time for each of the primitive operators in Table 4-6 is obtained as
follows. The imp 1 versions of all operators are fully pipelined, and process one input
every clock cycle. Since the number of data items processed by each node (and therefore

each operator within a node) is 1,600,000, the time take to process it at a clock rate of
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100 MHz is 16ms. The maximum clock frequency is limited to 100 MHz in the
reconfigurable platforms considered, and slower clocks may be derived internally within
the FPGA by using their internal digital clock managers. For the task variants other than
the fully pipelined versions, the processing time is appropriately scaled down based on
available literature and as explained earlier for the adders and multipliers.

Table 4-7 lists the resource utilization of 4 implementation variants of each node
composed by the primitive operators characterized by Table 4-6. For obtaining the
parameters listed in the table, imp i version of a node is taken to consist of only the imp i
variants of its constituent operators. The motivation behind this choice is as follows. If a
slow version of one of the constituent operators is used, then there is limited benefit in
using faster variants for the other constituent operators within the node. The processing
time for each implementation variant listed in Table 4-7 is subject to the slowest

constituent operator, which takes the longest processing time.

Table 4-7. Resource Utilization & Processing Time of Task Variants

Node | Constituent Resource Utilization (%) Processing Time (ms) "
No. Operatorsi imp I |imp 2 |imp 3 |imp 4 |imp I |imp 2 |imp 3 | imp 4
1,2 3A 1713 | 856 | 428 | 2.14 | 16.0 | 32.0 | 64.0 | 128.0
3,4,5,6 1A 571 | 2.85 143 | 0.71 16.0 | 32.0 | 64.0 | 128.0
7 IM,1D 17.42 | 12.66 | 7.75 1.90 | 16.0 | 64.0 | 493.8 | 1024.0
8,9 2A,3M 33.20 | 16.60 | 8.30 | 4.15 16.0 | 64.0 | 256.0 | 1024.0
10 1D 10.17 | 9.03 | 594 | 099 | 16.0 | 20.0 | 493.8 | 975.6
11,15 | 1A,4M,1D | 4491 | 26.41 | 14.62 | 5.33 16.0 | 64.0 | 493.8 | 1024.0
12 1S 940 | 499 | 3.03 1.41 16.0 | 29.1 | 507.9 | 1134.8
13 AM 29.04 | 1452 | 7.26 | 3.63 16.0 | 64.0 | 256.0 | 1024.0
14 IM 7.26 | 3.63 1.81 | 091 16.0 | 64.0 | 256.0 | 1024.0
16 3A,4M,1D | 56.33 | 32.12 | 17.48 | 6.76 | 16.0 | 64.0 | 493.8 | 1024.0
17 2A2M 2594 | 1297 | 648 | 3.24 | 16.0 | 64.0 | 256.0 | 1024.0
18 3A.3M 3891 | 1945 | 9.73 | 486 | 16.0 | 64.0 | 256.0 | 1024.0

"The listed resource utilization is on SRC-6 platform;
Resource on SGI RC100 = Resource on SRC-6 x 0.3793;
Resource on Cray XD1 = Resource on SRC-6 x 1.4309.
"The time to perform 1.6M operations under 100 MHz frequency.
*A: adder/subtractor, M: multiplier, D: divider, S: square root.
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Experimental Setup and Results

The proposed approach uses the RDMS algorithm as part of the genetic algorithm
procedure. The “task configuration time” is assumed and used in RDMS, and is basically
a fraction of the full configuration time based on the percentage of FPGA occupied by the
task implementation [64]. The task configuration time for SRC-6 is listed in Table 4-8.
The numbers for other platforms are not listed here for brevity, but may be deduced based
on the node resource occupancy for the platform (Table 4-7) and the full configuration
time (Table 4-5).

Table 4-8. Configuration Time of Task Variants on SRC-6

Node Configuration Time (ms) Node Configuration Time (ms)

No. |imp 1 |imp 2 |imp 3 | imp 4| No. |imp I |imp 2 | imp 3 | imp 4

1,2 10.28 | 5.14 2.57 1.28 12 5.64 2.99 1.82 0.85

3,456 | 3.43 1.71 0.86 0.43 13 1742 | 8.71 4.36 2.18

7 10.45 | 7.60 4.65 1.14 14 4.36 2.18 1.09 0.54

8,9 19.92 | 9.96 4.98 2.49 16 33.80 | 19.27 | 1049 | 4.06

10 6.10 542 3.56 0.59 17 15.56 | 7.78 3.89 1.95

11,15 | 26.95 | 15.84 | 8.77 3.20 18 2334 | 11.67 | 5.84 2.92

The off-chip data transfer time for each of the tasks is listed in Table 4-9. As noted
earlier, the on-chip data transfer between tasks within a configuration is completely
hidden due to pipelined execution. The values listed in Table 4-9 for the three platforms
are based on the interconnect bandwidth (Table 4-5), number of bytes transferred for each
particle over the edge considered (Figure 3-8) and the number of particles that are

transferred over the edge in the graph (1,600,000).
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Table 4-9. Off-chip Communication Time on Three Platforms

Source [Destination Platform (ms) Source [Destination Platform (ms)

Node Node |SGIRCI100|SRC/Cray| Node Node |SGI RC100|SRC/Cray
0 1 18.29 27.43 6 15 6.10 9.14
0 2 18.29 27.43 7 17 6.10 9.14
0 3 6.10 9.14 8 15 6.10 9.14
0 4 6.10 9.14 8 11 6.10 9.14
0 5 6.10 9.14 9 11 6.10 9.14
0 6 6.10 9.14 9 12 6.10 9.14
0 7 12.19 18.29 10 14 6.10 9.14
0 17 6.10 9.14 10 13 6.10 9.14
1 8 18.29 27.43 11 15 6.10 9.14
2 18 18.29 27.43 12 14 6.10 9.14
2 8 18.29 27.43 13 16 6.10 9.14
2 9 18.29 27.43 14 16 6.10 9.14
3 11 6.10 9.14 15 17 6.10 9.14
3 10 6.10 9.14 16 17 6.10 9.14
4 11 6.10 9.14 17 18 6.10 9.14
5 15 6.10 9.14

While obtaining results using the proposed approach, the chromosome population of

the genetic algorithm in Algorithm 4-1 is set to Q = 100. Crossover and mutation rates

are respectively taken to be 0.7 and 0.05, which seem to give good results for the task

graphs we have used. Since the number of implementation variants for each task is J =4,

two bits are used per gene, or 36 bits per chromosome (since the number of tasks is N =

18).
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Figure 4-9. Hardware Execution Time on Three Platforms

Figure 4-9 show the progress of the estimated hardware execution time 7, during

the iterations (or generations) of the genetic algorithm. The figures show it for the three

different platforms considered, using K = 100 generations.

Table 4-10. Selection of Hardware Implementation for Each Task Node Using Genetic Algorithms

Platform Hardware Task No.
112]13]14]5]6]7]8]9]10]11]12]13]14]15]|16]17]18
SGIRC100 [3[3]t1|t]2]t|2]1]2]2]2]2]2]2]2]2]2]2
SRC-6 3033323t ]2]2]t]2]2]1]1]2]2]1]1
CrayXD1 [4]4|4[3]4|2[4]3]4]4]4]3]4]|2]4]4]4]4
CrayY |3 ]3]t [3[3]1]1]2]2]t]2]2]2]1]2]2]1]1

" Assume the full configuration time is 100 ms.

Table 4-11. Comparison between Fixed Implementation and Genetic Algorithm on Three Platforms

Platform Number of Configurations Hardware Execution Time (s)
imp 1 |imp 2|imp 3|imp 4| GA |imp I |imp 2 |imp 3 |imp 4| GA
SGI 2 1 1 1 1 |[2.086]1.030 | 1.474 | 2.101 | 1.030
SRC-6 5 3 2 1 3 10.709 | 0.573 | 1.250 | 1.195 | 0.489
Cray 7 4 2 1 1 [13.300] 7.790 | 4.833 | 2.959 | 2.848
Cray Y 7 4 2 1 4 |1.178 10912 | 1.385 | 1.235 | 0.809

On SRC-6 platform, the genetic algorithm groups the 18 tasks into 3

configurations and reduces the inter-configuration communication overhead
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and hardware processing time to the minimum. The implementation versions,
for all the 18 tasks in the final mapping result, are listed in Table 4-10.

e On both SGI RC100 and Cray XDI1 platforms, the optimal mapping is
achieved by grouping all hardware tasks into one single FPGA configuration,
by using the smaller implementation variants, as listed in Table 4-11. The use
of a single configuration helps due to the large reconfiguration overhead,
particularly on Cray XD1. A reduction in the execution time by avoiding one
extra configuration offsets the increase in execution time using slower (and
smaller) task variants. Assuming and emulating a new platform Cray Y,
which is the same as Cray XDI in all respects except that the full
configuration time is 100 ms, it is observed that the chosen mapping takes 4
configurations. In addition, imp 4 (the smallest variant) is not selected for
any task, as shown in Table 4-10 and Table 4-11.

Table 4-11 compares the GA-based proposed approach against the fixed mapping
choices. Since there are 4 variants for each task, there are 4 fixed mapping choices.
From the table, it is observed that the proposed approach can give a significant
improvement over the naive approach of choosing the same variant for all tasks.
Compared with the slowest fixed mapping choice, the proposed algorithm gives an
improvement of up to 78.6% in the total execution time.

The genetic algorithm has been executed on the same Linux box used for measuring
the time taken for the exhaustive searching approach (Table 4-3). The time to finish the
first 100 iterations of genetic algorithm is approximately 40 seconds for all cases and

mainly contributed by the Dynamic Programming used in RDMS algorithm.
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4.4.3 Synthetic Graph Experiments

Figure 4-10. The Implementation of A Synthetic Graph on SRC-6
(a) The Original Graph. (b) Implementation with Fast Variants. (c) Implementation with
Slow Variants. (d) Implementation with GA Mapping. (Node #0: Imaginary Root Node.)
Table 4-12. Two Implementation Variants of Primitive Operators on SRC-6

Operator Implementation Variant 1 Implementation Variant 2
Processing Time (ms) | Resource (%) | Processing Time (ms) | Resource (%)
+/- 5 5.71 [49] 10 2.85
x ! 5 7.26 [50] 20 3.63
+ 5 10.17 [51] 155 5.94 [51]
J 5 9.40 [51] 160 3.03 [51]

* . . . . .
Processing time increases 2 times for using half resource.
"Processing time increases 4 times for using half resource.

Some experiments are carried out to emulate a synthetic task graph on the SRC-6
platform. The graph that we have used is shown in Figure 4-10. The constituent nodes
are taken to be comprised of primitive double-precision floating point operators. Two
variants of each of the operators are considered available, with characteristics listed in
Table 4-12. The processing time for the faster variant is 5 ms for all operators, for
500,000 data items processed at 100 MHz. The processing time for the slower variant is
appropriately scaled, similar to the N-body example. Since we do not have the actual

variant implementations available, we emulate the implementation, rather than checking
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the functionality. The basic idea is to verify the proposed approach based on actual data
transfers and reconfiguration of the FPGA.

The input data size is 500,000 double-precision words of 8 bytes each. Since the
bandwidth of interconnect on SRC-6 is 1.4 GB/s, the estimated data transfer time is 2.86
ms. Therefore all the edges in Figure 4-10 have values that are multiples of 2.86 ms,
depending on the number of inputs required for each node. Note that the edge values
depicted in the figure correspond to data transfer between host memory and local
memory, for inter-configuration data transfer. Data transfer between tasks residing
within the same configuration is effectively hidden. RDMS needs to use an edge value in

Figure 4-10 only when that edge connects two tasks in different FPGA configurations.

Table 4-13. Two Implementation Variants of Task Nodes on SRC-6

Node| Operator Implementation 1 Implementation 2
No. [Combination” Processing Time(ms)Resource(%) Processing Time(ms) | Resource(%)
1,6 4A,3M,0D,2S 5 63.42 160 28.36
2 [2A,3M,0D,3S 5 61.40 160 25.67
3 KA,5M,1D,0S 5 69.30 155 35.50
4 H4A,3M,0D,0S 5 44.62 20 22.31
5 [8A,3M,0D,0S 5 67.45 20 33.73

* A: adder/subtractor, M: multiplier, D: divider, S: square root.

Each task node in the graph shown in Figure 4-10 is composed of primitive operators
as listed in the second column of Table 4-13. Again, two variants are considered for each
of the nodes, based on two variants of the primitive operators. The fast implementation,
imp_1, is comprised of only fast primitives and imp_2 consists of only slow primitive
operators. The resource of each task is simply the summation of the resource of its
component operators. The operators inside each node operate in a pipelined fashion;
therefore, the theoretical throughput of each task is same as that of the slowest operator in
the node. The processing time and resource utilization of the two implementation

variants of the 6 task nodes are listed in Table 4-13.
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Table 4-14. Implementation of Synthetic Graph on SRC-6

Number of Hardware Execution Time (s)
Configurations Estimated Measured
imp 1 | imp 2 GA imp 1 | imp 2 GA imp 1 | imp 2 GA
6 2 4 0.436 | 0.461 0.330 | 0.471 0.483 0.363

Three different strategies are used for emulating the task graph of Figure 4-10 on

SRC-6:

In the first strategy, we use a fixed mapping choice of only fast variants for
all tasks. As shown in Figure 4-10(b), it would take 6 configurations to
implement the whole graph on SRC-6. The estimated hardware execution
time" of this implementation is 0.436 second, listed in Table 4-14.

In the second strategy, we use the fixed mapping choice of slow
implementations for each task node and it is found that 2 configurations are
required in this case, see Figure 4-10(c). The corresponding hardware
execution time is estimated to be 0.461 second.

In the third strategy, the proposed mapping approach is applied to the task
graph to find the optimal mapping between tasks and their corresponding
implementations, which is shown in Figure 4-10(d) for the synthetic graph.
The RDMS scheduling algorithm [64] puts these 6 tasks into 4
configurations and the corresponding estimate for the hardware execution

time is 0.330 second.

The measured hardware execution time for the three experiments is also listed in

Table 4-14. It is observed that the measured and estimated values are very close, which

" In this work, the transfer time for source data, which is 8.57 ms in the synthetic graph example, in not
included in the calculation of hardware execution time for comparison because it has to be transferred

anyway.
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validates our approach. The experimentally measured values show that the proposed
approach gives the lowest execution time. The measured values are slightly larger
compared with the estimated values since the practical interconnect bandwidth drops to 1

GB/s when using relatively small amounts of data, for instance 4 MB in this example.
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Chapter 5 - Conclusions

High-Performance Reconfigurable Computers (HPRCs) are traditional high-
performance computing systems extended with co-processors based on reconfigurable
hardware, such as Field-Programmable Gate Arrays (FPGAs). HPRCs can offer high
performance in implementing a wide range of applications. By placing the
computationally intense portions of an application onto the reconfigurable hardware, the
performance of an application can be significantly improved.  Reconfigurable
technologies are becoming more and more mature and powerful.

The programming paradigm on HPRC systems is naturally a hardware/software co-
design process. Due to the characteristics of FPGA device and the long distance between
the reconfigurable co-processor and system main memory, there are two overheads that
are unavoidable,

1) Configuration overhead - an FPGA device may need to be reconfigured
multiple times and configuration time can be significant.

2) Communication overhead - data have to be transferred back and forth
between the reconfigurable co-processor and main memory during the
execution of an application.

In order to exploit the maximal performance potential of HPRC systems, the above
two overheads have to be minimized during the hardware task scheduling process.

It was also shown that there is a potential to improve the performance of an
application even further by selecting an optimal combination of implementation variants

for the hardware tasks given the existence of an architectural variants hardware library.
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The problem essentially starts with the mapping between hardware tasks and the
corresponding architectural variants library in order to select the best combination of
implementation for a configuration.

To this end, an efficient hardware task scheduling technique, Reduced Data
Movement Scheduling (RDMS), is proposed. @~ RDMS is capable of reducing
communication overhead up to 50% and reconfigurable overhead up to 9% compared
with other heuristics. In order to further improve the mapping between hardware tasks
and architectural variants library, a Genetic Algorithm (GA)-based approach is developed
and investigated. The comparison between GA-based approach and fixed mapping

approach demonstrates up to 79% performance improvement.

5.1 Summary of Contributions

The main contributions presented in this dissertation include:
Reduced Data Movement Scheduling (RDMS) Technique

As mentioned earlier, configuration time and data communication time are pure
overheads for using HPRCs and therefore they should be reduced to the minimum. The
RDMS technique is proposed, and it applies two strategies to achieve this objective.

1) Execute as many tasks as possible in one FPGA configuration to minimize
the amount of configurations. This will reduce the configuration overhead
as well as the communication overhead between tasks.

2) Group communicating tasks into the same configuration to minimize the
data communication time and to maximize the performance achieved

through pipelining and concurrent task execution.
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We identify this problem as a dependent knapsack problem and propose an algorithm
that considers three factors during the scheduling process, (1) task data dependency, (2)
task resource utilization, and (3) inter-task communication volume. Both task resource
utilization and inter-task communication volume are converted into the same unit, time,
so that their combined value can be maximized using the proposed Dependent Knapsack
Algorithm.

We use randomly generated task graphs to verify the efficiency of RDMS algorithm.
Three different categories of task graphs are used, light communicating, medium
communicating and intense communicating. For all three cases, RDMS algorithm is able
to reduce the communication overhead and configuration overhead by up to 50% and 9%,
respectively, compared with other heuristic algorithms.

Furthermore, we use a real-life application, N-Body Simulation, to test the efficiency
of RDMS algorithm for applications in the scientific domain. The results are favorable.

Mathematical analysis of the algorithm shows that the time complexity is O(n’ #W7) in
the worst-case, and the maximum space requirement is O(n(n+W)), for a graph with n
nodes. These are reasonable requirements for a static task scheduling algorithm. The
worst-case performance ratio of RDMS is expected to result in an execution time
between 1.6067 and 1.6202 of the best case, which is good for a heuristic scheduler that

takes into account many constraints.

Genetic Algorithm (GA)-Based Mapping Approach

Inspired by the Telescoping Languages concept by Kennedy ef al. [25], in which

every software subroutine written in script languages has multiple implementation
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variants, we propose an automated approach to carry out the efficient mapping between a
task graph and an architectural variants hardware library.

A simple motivating example has demonstrated the advantage of the availability of
multiple implementation variants for each hardware task. Due to the impracticability of
the exhaustive search approach, a more efficient Genetic Algorithm (GA)-based mapping
mechanism is proposed.

The proposed approach can be used with any scheduling algorithm. In this case, we
have chosen RDMS algorithm due to its consideration of data dependencies. Results
from the proposed approach are evaluated for different cases. For example, the results
from different types of random graphs show the usefulness of the approach for any graph
in general. To demonstrate the applicability for real applications, results are also
obtained for the N-body simulation, based on the system parameters for three
reconfigurable platforms, namely, SGI RC100, SRC-6 and Cray XD1. As a proof of
concept, experiments done on the SRC-6 showed that the proposed approach gives better

results and the results are consistent with the estimated execution times.

5.2 Future Work

In addition to our research findings and contributions, we have also identified a
number of areas that merit more investigations. Among those directions that should be

explored are:
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Dynamic Scheduling

The scheduling technique proposed in this dissertation is a static process. Using this
approach, all task nodes in a graph will be scheduled and executed. If a data flow graph
consists of several branches, each of which is represented by one task nodes, all branches
will be scheduled during the compile time. Under this strategy, hardware resources could
be wasted because only one branch is required to be executed in run time. The data
communications associated with those non-selected branches are not needed either.

In order to further save the hardware resource utilization and data communication,
scheduling the tasks during the run time is desired. That is, the selection of the proper
branch among several candidates can be made based on the output of their predecessor
task nodes. During this process, the task graph representing the remaining tasks should

be dynamically adjusted to reflect the run time situation.

Improving Time Estimates by Incorporating Hardware Processing Times

The hardware processing time of each task is not included in the recurrence equation
for the Dependent Knapsack Algorithm, which is used in the RDMS algorithm. The lack
of hardware processing time in the objective function is due to the assumption that the
hardware processing time is widely outweighed by the inter-task communication time,
and therefore become negligible. However, this assumption may not hold in large
applications in which some tasks have comparatively longer hardware processing time.
In this case, the benefit of saving data communication time by including a hardware task
may be undermined because of the big increase of the execution time of the whole

configuration. For example, considering five hardware tasks A, B, C, D, E with
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processing times of 30ms, 40ms, 500ms, 35ms, 400ms, respectively. It is assumed that
two configurations are required to accommodate these five tasks. If we schedule tasks A,
B, C into the same configuration, it is most likely that the saving of communication time
will be outweighed by the increase of the execution time of the whole configuration,
which changes from 40ms to 500ms. Apparently, it is more desirable to schedule tasks C
and E into the same configuration so that their processing can be balanced.

The addition of hardware processing time to the RDMS algorithm will be investigated

further in the future and verified against the current approach.

Improving Speed by Reducing the Computing Resolution for the Dependent Knapsack
Algorithm

One of the drawbacks of the RDMS algorithm is its long scheduling time compared
with other simple heuristic algorithms. The main contributing factor to this issue is the
dynamic programming approach used in the Dependent Knapsack Algorithm. In the
current implementation of dynamic programming process, the increment of the parameter
w (i.e., the hardware resource utilization in percentage) is at the granularity of 1. One
quick observation to reduce the execution time of the algorithm is to increase the
increment granularity. For instance, if we increase the parameter w by # in each step, the
execution time can be potentially reduced by n folds. Therefore, one future direction is to
investigate the relationship between the increment granularity of the parameter w and the

scheduling efficiency of the RDMS algorithm.
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Scheduling on Multiple FPGA Co-Processors

The current RDMS algorithm considers one FPGA co-processor during the
scheduling process. Apparently, this limitation has to be lifted to better fit massively
parallel systems in which there exist many FPGA co-processors. For example, the SGI
RC100 system at GWU consists of 6 FPGA devices that can execute in parallel. The Cray
XD1 at GWU also has multiple reconfigurable co-processors.

Many scheduling algorithms targeting traditional massively parallel systems may be
applicable and can be leveraged. Highly efficient communication channels among these
parallel co-processors will be a key factor for achieving good performance. Load
balancing across the FPGA co-processors should be carefully achieved to gain the

maximum execution efficiency.

Supporting Partial Run-Time Reconfigurable Technology

Partial run-time reconfiguration is a promising technology to further push the
performance limitations of FPGA co-processors. With partial run-time reconfiguration,
part of an FPGA device can be reconfigured to perform a new function while the other
part of the same FPGA device is still running unaffected. When one hardware task
finishes its execution, one of the candidate hardware tasks can be selected to replace it in
order to reduce the overall execution time.

By supporting partial run-time reconfigurable technology, the data communication
overhead can be completely hidden assuming there is enough local memory to store
intermediate data. The configuration overhead can be reduced by overlapping

configuration with data processing.
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Energy Efficient Task Mapping and Scheduling

Table 5-1. Parameter Definition in Energy Saving Mapping and Scheduling

Definition
P, | Power required for FPGA configuration
P.om | Power of interconnect
P, | Dynamic power of FPGA device at full speed
N | Number of FPGA configuration required for executing a DAG
Tc(;g Configuration time of configuration i
Tc'fg Configuration time when the device is 100% occupied
T.,m | Inter-configuration data communication time
T}f” Effective data processing time of configuration i
T; Processing time of the selected implementation of task j
w; | Resource utilization of the selected implementation of task j

The task mapping and scheduling mechanisms can be applied for energy saving
purposes as well.
computing field and the embedded system domain. Algorithm 4-1 can be extended to
address this issue. More precisely, the fitness function can be modified to address the

energy instead of the execution time. Table 5-1 lists the parameters that can be used in

the efficient mapping and scheduling for energy saving purpose.
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