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Abstract

Synthetic Data Generation for Network Placement Using Heuristic-Based
Simulation

Determining how to optimally allocate service components within a fixed
network topology, known as the node placement problem, is a critical problem within
networking. Determining the ideal placement to optimize bandwidth usage and CPU
requirements is an example of combinatorial optimization, a problem class known to be
NP-hard due to the exponential number of placement possibilities. Recently,
learning-based approaches, particularly generative models, have shown promise in
approximating effective placement strategies. [1] However, there is a circular dependency
issue: training an effective model requires high-quality placements, yet such placements

are difficult to obtain without a trained model.

This work addresses this training data gap by introducing a simulation framework
for generating synthetic problem-solution pairs for service placement. By leveraging a
range of naive and heuristic placement algorithms, the framework constructs a labeled
dataset of service-to-network mappings, annotated with resource usage metrics such as
CPU load and bandwidth consumption. These synthetic examples serve as training data
for generative models aimed at learning ideal service placements. This work presents a
scalable and customizable framework for generating training data that supports the

development of generative models for network placement.
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Chapter 1: Introduction
1.1: Motivation
The core motivation behind this work is to enable the application of generative
modeling techniques, such as diffusion-based models, to problems in network
optimization. Unlike supervised or reinforcement learning methods, generative models do
not require ground-truth optimal solutions or an interactive environment to learn effective
behaviors. These models have shown potential in routing, scheduling, and other
combinatorial tasks, but their success relies on the availability of well-labeled training
datasets. [1] In the context of service placement, the exponentially-large problem space
creates a critical need for synthetic data that reflects realistic infrastructure constraints
and service demands. This simulator is a practical solution that generates diverse
problem-solution pairs that capture variation in placement quality.
1.2: Problem Statement
This work addresses the need to generate labeled placement datasets that capture
realistic CPU and bandwidth demands to support learning-based optimization methods.
The simulator in this work has the following capabilities:
e Builds fixed physical network topologies that represent infrastructure constraints
e Randomized placement of service topologies (e.g. star, ring, clique) using a range
of naive and heuristic strategies
e Computes resulting resource demands after placement, including node-level CPU
usage and edge-level bandwidth consumption
e Assigns each placement a descriptive label based on resource metrics (e.g., CPU

load, bandwidth, dispersion)



The labeled data is designed to enable generative models (such as
diffusion-based approaches) to learn plausible placement strategies directly from data. In
particular, this aligns with recent work—such as the Network Diffuser model
[2]—which leverages synthetic data to address the lack of expert-labeled examples in

NP-hard network optimization problems.



Chapter 2: Background and Related Work
2.1: Network Service Placement

The network service placement problem involves mapping service component
topologies onto physical networks while satisfying resource constraints such as CPU
availability and bandwidth capacity. This problem arises anywhere where services must
be deployed across distributed resources, like cloud computing, edge computing, or
software-defined networking. Due to its combinatorial nature, service placement is a
known NP-hard problem, and exact solutions are often impractical for large-scale
systems or dynamic environments.

Traditional approaches to placement often rely on optimization techniques such
as integer linear programming (ILP) [3], constraint programming [4], or heuristic-based
search [3]. While these methods can yield high-quality placements, they are often
limited by runtime scalability and require predefined constraints. In practice, heuristic
strategies such as greedy placement or load balancing are used, though they may result
in suboptimal resource utilization [5].

As the complexity of networks grows, the need to automate placement decisions
also increases. However, training effective models requires access to large and diverse
datasets that capture the variety of possible network topologies and placement strategies.
2.2 Generative Models for Structured Decision-Making

Recent work has demonstrated that conditional generative models can serve as
powerful tools for structured decision-making, particularly in offline settings where
interaction with the environment is limited. The Decision Diffuser framework [1]

demonstrates decision-making as a conditional generation problem, using diffusion



models trained on labeled trajectories to produce high-quality behaviors without relying
on value functions or dynamic programming. An insight from this work is that the
success of such generative approaches depends heavily on the availability of
well-labeled offline datasets. In domains like network placement, synthetic data

generation is essential for applying these techniques.



Chapter 3: Methodology - Network Simulation Framework

This chapter describes the design of the simulation framework developed to
generate labeled problem-solution pairs for service placement. The framework is
implemented in Python using the networkx library for graph representation and
matplotlib for visualization. It consists of three main steps: physical network and service
instance generation, service instance placement, and placement strategy evaluation. The
service instance is placed on the physical network using heuristics, then the resource
constraints are calculated during the placement strategy evaluation stage. This method is
similar to the “reverse demonstration” algorithm in [2], a method that infers placement
logic by working backward from known solutions. Each simulation run ends with a

labeled placement with associated resource usage metrics.

3.1: Physical Network Topology
The physical network is represented as an undirected graph, where each node

models a physical device with a CPU capacity, and each edge represents a
communication link with bandwidth capacity. These physical devices are possible
locations for node placement in the next stage. Note that the physical network topology
does not have initial constraints imposed. All constraints are determined in the final
placement strategy evaluation step. A fixed number of nodes and links are generated
using randomized edge sampling while avoiding duplicates. Figure 1 shows an example

of a physical topology.
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Figure 1: Sample Physical Network Topology

3.2: Service Instance Topology
A service instance is also generated as an undirected graph with each node

representing a physical device and each edge representing a communication link. This
framework supports multiple service topologies: star, clique, and ring. Nodes are
assigned CPU demands, and edges have fixed bandwidth requirements. Figure 2 shows a

star service instance.



Figure 2: Sample Service Topology
3.3: Placement Heuristics

The simulator includes five placement strategies:

e Naive Placement: Assigns service nodes in a cyclic round-robin order. Serves as
a poor baseline

e Minimal Bandwidth Requirement: Groups service nodes to reduce routing
distance and bandwidth usage

e Minimal CPU Requirement: Spreads service nodes apart to minimize local CPU
load concentration

e Balanced Resource Usage: Assigns to physical nodes with the lowest current
CPU load

e Greedy Shortest Path: Prioritizes placing nodes with high degree close to

already-placed neighbors



All strategies produce a node-to-node mapping and compute the shortest physical
path for each service edge. This allows measurement of path length and bandwidth usage
in the final step. Figure 3 shows a sample placement of the topology shown in Figure 2

onto the physical network shown in Figure 1.
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Figure 3: Sample Placements
3.4: Resource Usage Calculation and Labeling
Each placement results in an updated physical network state. The framework

calculates total per-node CPU, total per-edge bandwidth usage, average shortest-path
distance between placed nodes, CPU standard deviation. Placements are then labeled
based on the heuristic strategy and calculated resource usage. There are four labels used:

o “Clustered”: Low bandwidth, moderate CPU

e “Distributed”: High node dispersion, low CPU concentration

e “Balanced”: Even CPU usage across nodes

e “Randomized”: no clear structure



The final dataset outputs all simulation results into a single JSON file for
downstream use. These labels are determined by simple numeric thresholds (e.g. max

CPU < 3), and can be customized for specific learning goals.

3.5: Labeled Dataset Format
Each dataset entry is organized into problem-solution pairs following this format:

e Problem:
o Physical network topology (number of nodes, links)
o Service instance (topology type with calculated resource requirements)
o Descriptive label based on resource use: “clustered”, “distributed”,
“balanced”, or “randomized”
e Solution:
o Mapping of service nodes on physical topology

The format of the .json file is shown in Appendix A.



Chapter 4: Discussion and Conclusion

This work presents a simulation framework for generating annotated
problem-solution pairs tailored to the network service placement problem. This
framework uses a variety of service topologies and heuristic strategies to produce diverse
placement outcomes and associated computing requirements that enable data-driven
labeling. This simulator provides a customizable and scalable method for producing
labeled placement data, helping bridge the data gap in learning-based network

optimization.

4.1: Limitations and Future Work
While the framework provides a foundation, there are several areas for

improvement. The current labeling rules are simple and could be refined using more
adaptive thresholds. Service and placement diversity could be expanded by introducing
additional topologies or varying resource demands. Finally, integrating the dataset into a

full generative modeling pipeline remains an important direction for future work.
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Appendix A: JSON Output File Example

"placement_id": "service2_placementl",
"heuristic_used": "balanced_resource_usage",
"problem": {

"physical_network": {},

"service_instance": {},

"resource_requirements": {},

"metrics": {},

"data_driven_label": "Balanced: Even Resource Utilization"
H
"solution": {

"mapping": {"C1": 1, "C2": 4, "C3": 5, "C4": 7}
}
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