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Abstract

Triangle Counting on Large Graphs

Triangle counting is a fundamental graph algorithm. It is also used
in a wide range of applications such as thematic structures, link recom-
mendation, social network analysis, spam detection, and e-commerce. In
addition, it is used as a building block in other graph related problems,
such as graph isomorphism (subgraph matching), k-truss, and clustering
coefficient. Various triangle counting algorithms are studied for decades.
However, the conventional algorithms are designed for sequential execution
and have difficulties to scale to high volume of parallelism device such as
GPUs or distributed systems. Since the worst case time complexity of this
algorithm is high, it takes a long time to execute for big graphs. Also, as
graph size increases, external execution takes a large amount of disk I/0O op-
erations which as a result is slow. Existing solutions face several drawbacks
of suboptimal I/O complexity, limited parallelism, and low scalability.

My dissertation research strives to provide high performance solutions of
fast triangle counting on big graphs. We identify the most emerging needs
for fast triangle counting on large graphs which are two folds. First, scalable
parallel triangle counting algorithm designed for GPUs and distributed
systems is a key for fast processing on large graphs. Second, external
memory algorithm to minimize disk I/Os for the graphs larger than memory
size is also important for many large datasets. As a consequence, my
dissertation research aims to solve the challenges described above.

My first project TriCore is a new GPU-based high-performance and scal-
able triangle counting system that consists of three main techniques. First,

we designed a binary search based counting algorithm that tremendously

vii



increases both thread parallelism and memory performance. Second, Tri-
Core exploits a 2-D partition method to distribute the CSR representation
across multiple GPUs, combined with a new streaming buffer to load the
edge list from outside of GPUs. Third, we developed a dynamic workload
management technique to balance the workload across multiple GPUs. Our
evaluation demonstrates TriCore is 22x faster than the state-of-the-art
parallel triangle counting projects. In addition, TriCore can not only process
big graphs that are significant larger than the memory size of one GPU but
also achieve 24 x speedup when scaling to 32 GPUs.

My second project, TriP, is a set of graph partitioning algorithms for
external-memory based triangle counting. Exploring 1-D vertical and 2-D
partitioning approaches, we have designed novel, practical algorithms to
deliver high parallelism and optimal I/O complexity while satisfying the
memory bound. Our experiments shows that TriP is able to achieve 15.8x
speedup over the state-of-the-art sequential implementation, and 6.7 x over
state-of-the-art parallel implementation, benefited from 1.3x lower 1/0
scaling rate and over 6x average improvement in computation time.

My third project TriX is a scalable triangle counting framework, which
is comprised of a 2-D graph partition strategy and a binary search based
intersection algorithm designed for GPUs. The DARPA Graph Challenge
seeks a scalable solution for triangle counting on big graphs. The 2-D par-
tition provides balanced work division among multiple GPUs. On the other
hand, binary search based intersection achieves fine-grained parallelism
on GPUs via intra-warp scheduling and coalesced memory access. TriX is
able to scale to a large number of GPUs, and count triangles on billion-node
graph (2 billion node, 64 billion edges) within 35 minutes, achieving over

16 million traverse edges per second (TEPS).
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In conclusion, my research has focused on triangle counting algorithms
on large graphs. I design a GPU-based triangle counting algorithm for
efficient parallel computation, an external memory algorithm to enable
large graphs to be processed with good I/O complexity, and combine these
two algorithms to develop a highly scalable and distributed solution. My
future work will focus on related graph algorithms and hardware-software
co-design to develop high performance solutions in Artificial Intelligence

fields.
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Chapter 1: Introduction

Triangle counting is a primary building block for a variety of graph algo-
rithms such as clustering coefficients [84], 26 [86] and k-truss [80, 165, 25,
55], and can be easily extended to other triangulation algorithms such as
triangle listing, 3-profiles [28], and counting for a specific size cycle [4]. Fur-
ther, the application of triangle counting is very broad including detection
of spams [8, [42] and thematic structures [27], link recommendation [77]
and social network analysis [17), 21], 45].

Conventional triangle counting algorithm iterates through each edge of
the graph and intersects (i.e., compares) the neighbor lists of both source
and destination vertices. Once a common neighboring vertex is found, a
triangle is enumerated. As such, the theoretical computation complexity of
triangle counting is ¢(|E|'?), where |E| is the number of edges in the graph
of interest [4, 72, |46]. As graphs keep growing, the computational time cost
increases fast. In addition, when graph size is larger than memory size,
expensive disk I/Os are needed to load data from disk to memory through

the execution. Therefore, triangle counting faces several critical challenges.

1. Need efficient parallel algorithms. State-of-the-art can only exploit
all CPU cores in single machine efficiently. Contemporary GPUs can
provide high computational throughput and memory throughput, are
ideal platforms to accelerate triangle counting algorithm. We observe
a plethora of projects [31), 81}, [13] have already explored this direction.
However, these efforts face severe hindrances to unleash the potential
of GPUs. There are challenges to utilize GPUs or distributed systems

to provide massive parallel computational capacity to achieve expected



speedup.

. Need external memory algorithms. For the graphs which cannot
fit in main memory, external memory triangle counting algorithm
is required to minimize the I/O cost. It is especially important for
GPU based algorithms because of the limited size of GPU memory.
However, none of the existing external memory algorithms can provide
optimal I/O performance on large graphs. Besides, an external memory

algorithm has to fit the GPU computation pattern.

. Need a scalable solution for distributed system or multiple GPUs.
GPU-based parallel algorithms and external memory algorithms are
actually complementary to each other. With both we can process a
large dataset efficiently with a single GPU even the graph size exceeds
the GPU memory size. However, consider using a distributed system
such as a high performance cluster with multiple nodes and GPUs for
triangle counting, there still are some challenges to be addressed in

order to achieve a linear scalability over a single GPU version.

This thesis studies the solutions for all challenges of fast triangle counting

on large graphs. The following sections present the accomplished projects

TriCore [40], TriP [37], and TriX [38| [39], as the solutions of challenges

discussed above. Specifically, TriCore studies efficient parallel GPU-based

triangle counting algorithm, and TriP studies external memory algorithm to

provide minimal I/O cost. In addition, we extend them as a distributed work

TriX, which presents a framework as the combination of both projects on a

distributed system and submitted results in a DARPA graph challenge [68]

to compete with other state-of-the-art works and won the finalist award in

2017 and champion award in 2018.



1.1 TriCore: Parallel Triangle Counting on GPUs

Traditional triangle counting algorithm iterates through each edge of
the graph and intersects (i.e., compares) the neighbor lists of both source
and destination vertices. Once a common neighboring vertex is found, a
triangle is enumerated. As such, the theoretical computation complexity
of triangle counting is ¢(|E|'?), where |E| is the number of edges in the
graph of interest [4], [72, [46]. Given real-world graphs can easily go beyond
trillion-edge [67, 48, [52], triangle counting is regarded computationally
prohibitive [72, (12, 85|, [79].

Contemporary GPUs, such as Nvidia Volta V100 that can provide 14 Tera-
Floating Points Operation Per Second (TFLOPS) and 900 Gigabytes/s (GB/s)
throughput, are ideal platforms to accelerate triangle counting algorithm.
We observe a plethora of projects [31], [81], [13] have already explored this
direction. However, these efforts face severe hindrances to unleash the
potential of GPUs. For example, [31] has largely followed a CPU-based
approach, i.e., merge-based triangle enumeration. As such, it first needs
to pay non-trivial overhead to evenly partition the neighbors of source and
destination vertices [30] across a warp of GPU threads. Afterwards, each
thread in the warp will encounter strided memory access since the former
step schedules consecutive threads to process non-adjacent neighbor list
partitions. In addition, all of these projects are restricted to a single GPU
and they require multiple formats of the graph to be present in the GPU’s
memory. Even the GPU with the largest memory available, the Maxwell P100,
has only 24GB of memory. Even worse, some of them, e.g., [13, [12], have to
reserve considerable GPU memory space for intermediate data structures,

further limiting the size of the graphs that can be handled by GPUs.



In this context, scaling triangle counting to distributed memory sys-
tems is of vital importance to fully take advantage of GPUs. Unfortunately,
triangle counting needs the two-hop neighbors of each vertex in order to
enumerate triangles, which places stringent requirements on inter-machine
communications and workload balancing. For instance, the most recent
Graph Challenge [1] champion (i.e., [63]) which relies on traditional 1-D par-
tition [16 [15] and vertex delegation [64] mechanisms to distribute graphs,
experiences non-trivial inter-machine communications and thereby shows
poor scalability (4.2x speedup from 16 to 256 machines).

To address these challenges, we have developed a new scalable triangle
counting framework — TriCore — which is able to scale our triangle count-
ing to a large number of GPUs and process big graphs that are orders
of magnitude larger than GPU memory with up to 24x speedup over the
state-of-the-art attempts. It consists of the following major techniques.

First, we design a novel binary search-based triangle counting algorithm
for GPUs with rigorous theoretical support. Specifically, our approach uses
one neighbor list as the lookup list and the other as the binary search
tree. Afterwards, it checks the binary search tree to see if each lookup
element exists in the tree. Further, TriCore caches the first few levels of
the binary search tree in the fast GPU shared memory, resulting in another
18% reduction of (expensive) global memory transactions.

This algorithm addresses the warp divergence and inefficient memory
access issues, both of which are faced by the conventional merge-based
algorithm. Our theoretical analysis shows that in spite of slightly worse
time complexity, parallel binary search-based algorithm performs signifi-
cantly better than merge-based intersection on GPUs. In short, the new

binary search approach reduces the memory transactions by 6x, which



makes TriCore 6x and 2.7 x faster than the state-of-the-art GPU implemen-
tations [31), [13], respectively, and 2.5x and 1.9x faster than the latest CPU
implementations [72, [85], respectively.

Second, we further propose a three-pronged optimization in order to allow
TriCore to accommodate the extremely large graphs with a collection of GPUs
in a distributed system. First, TriCore only stores the CSR format of the
graph in GPU memory. To load the edges from CPU memory to GPU memory,
TriCore uses a ring of streaming buffers. In particular, such a process of
edge loading is completely overlapped with the counting of triangles. Second,
TriCore adopts an external memory algorithm to partition the CSR format of
the graph into communication-free sub-partitions. Third, TriCore designs
a new dynamic scheduling technique to balance workload across a large
number of GPUs. Taken together, TriCore can solve graphs whose sizes are
orders of magnitude larger than a single GPU memory space. TriCore also
achieves close to linear scalability from 1 to 32 GPUs.

We evaluate TriCore in three different settings: a single GPU, multi-GPU
on a single machine, and many GPUs across multiple machines. First, our
single Nvidia Titan X based TriCore outperforms the state-of-the-art single
GPU and 48-core CPU projects by 2.2x and 8.5x, respectively. Note that
the total cost of Titan X GPU and the host CPU is 8x cheaper than the
48-core CPU. Second, TriCore on two Titan X GPUs can obtain a comparable
performance to the latest Graph Challenge Champion [63], which uses 256
machines. This is also 4.4 x faster than the existing distributed CPU-based
triangle counting (i.e., PDTL) on six machines. Last, we use a cluster of 32
Nvidia K20 GPUs to process the graphs that are up to ~22x larger than the
memory size of a single GPU, and achieve 24 x speedup when scaling from

1 to 32 GPUs.



1.2 TriP: 2D Graph Partitioning for GPU-based Triangle Counting

To count triangles in large graphs, recent work [19), 135, |5, |60] utilizes the
external-memory model [2] which models the system with a limited main
memory of size M and an unlimited external memory (storage) supporting
I/O blocks of size B. A complete external memory triangle counting im-
plementation consists two parts, the I/O algorithm that loads the data to
memory, and the computation itself to enumerate triangles on in-memory
(partial) data. Therefore, the time cost of external-memory triangle counting
is comprised of the cost of in-memory computation plus that of loading data
using disk I/Os, which can be written as: Toy = Towr compure + 17 /0 Ideally the
computation should perform equally to its in-memory counterpart which
assumes all data are in memory.

Unfortunately, current approaches of triangle counting can not achieve
good performance on both parts simultaneously. Prior work [60) [36] can
achieve the theoretically optimal complexity, but they use sophisticated sub-
routines such as sorting edges which cannot be used to deliver an efficient
counting algorithm. As a result, the computation time of T compure iS much
bigger than state-of-the-art in-memory triangle counting algorithms [72], [50].
On the other hand, prior work [35] 19, 29, 147] can only achieve the subop-
timal I/O complexity, leading to undesired performance for large graphs.
Furthermore, because only a part of the whole graph is present in memory,
existing external-memory based triangle counting such as MGT [35] can at
most run a few threads in parallel. Lack of parallelism can also be found in
distributed algorithms such as PDTL [29] which supports only one thread
for each graph partition. Although loading multiple partitions into mem-

ory could potentially improve thread-level parallelism, it would inevitably



increase pressure on memory usage.

To address this challenge, we present TriP, a set of external-memory based
triangle counting algorithms which are able to deliver high-performance
parallel computation with good I/O complexity.

TriP utilizes a dual partitioning model which leverages two graph storage
formats, CSR (compressed sparse row) and edge list, at the same time. The
CSR format is the key to support efficient merge-based triangle counting
algorithm and quick partitioning, because it provides the index to quickly
locate a neighbor list by the vertex ID. With the CSR partitions in memory,
TriP loads the corresponding partitions of the edge list during computation.
The IO is done with the help of an in-memory streaming buffer which
requires a negligibly small memory footprint. As a result, one can simply
focus on partitioning the CSR data to make sure sure that they can fit in
the main memory.

All TriP algorithms presented in this chapter consist of a pair of triangle
counting algorithm, and partitioning algorithm which utilizes the CSR format
to partition the graph. Two goals of the TriP partitioning algorithms are to
(1) produce balanced partitions of graph data for workload balance and high
scalability, and (2) for external-memory processing, ensure each partition
satisfying the memory bound imposed by the system, let it be a standalone
machine, GPU (graphics processing unit) or distributed system. It is impor-
tant to note that since we use the CSR format to store the adjacency matrix
of the graph, each partition has to be a rectangle block in the matrix. Using
1-D horizontal partition as an example, each row is a neighbor list of a
vertex, thus the whole neighbor list of the vertex will be in one partition. As
a result, our definition of balanced partition does not dictate each partition

to have the exactly same number of edges. Instead, one only needs to make



sure each partition to have as a similar number of edges as possible. This
relaxed assumption can also be found in prior work [35].

In TriP, we start with a new one-dimensional (1-D) vertical graph par-
titioning algorithm (TriP-1DV for short), in contrast to the 1-D horizontal
partitioning used in prior work [35) 29]. Combining such column-wise CSR
partitioning with the edge streaming buffer, TriP performs edge-centric pro-
cessing and runs many concurrent counting tasks to work independently
on different partitions.

To lower the I/O complexity and improve scalability, we further develop a
naive 2-D algorithm (TriP-2DSA) which partitions the graphs in a symmetric

and aligned manner. This approach exploits the locality of three edges of a

|E|l‘5

triangle, achieving the optimal I/O complexity of O(W) as in [60], with the
assumptions |V| < cM|E| and p = O( EM‘) Here the assumption P, = O( %)

guarantees that the partition number is within a constant factor times the
case of balanced partitioning. Meanwhile, the small vertex count assumption
|V| < cM|E]| is to ensure that in CSR partitions the begin position array does
not dominate the total space cost. However, this simple 2-D partitioning
cannot guarantee to produce balanced partitions, nor satisfy the memory
bound required by an external-memory algorithm.

Two optimization techniques are developed to address this problem. The
first technique of asymmetric, non-aligned partitioning (TriP-2DNA) uses
distinct sets of partition vertices for row-wise and column-wise partitions.
This technique can produce balanced partitions at the expense of load-
ing multiple sets of matching edge list partitions. We show that with the

assumption |V| < cM|E

, the external triangle counting using TriP-2DNA

achieves 0(%) I/0O complexity deterministically, and uses 0(%) disk

space. The second technique of a heuristic aligned 2-D partitioning (TriP-



2DX) trade-offs the requirement of balanced partitions for faster partitioning
speed and lower storage requirement. It is a practically better solution to
achieve the same I/O complexity in expectation, using O(|E|) space and
lower cost on partitioning approach.

It is worthy to note that alhtough PS has expected the optimal I/O com-
plexity, in practice its complexity is only close to optimal with a sophisticated
partition technique to ensure memory bound. The TriP-2DX algorithm can
be seen as an optimization to improve the overall performance of TriP-2DNA
algorithm. As a side effect, it can increase the I/0O cost of triangle counting,
although with the same expected 1/O complexity.

Overall, our experiments show that TriP achieves average 15.8x and
6.7x (upto 120x) speedup over various existing serial and parallel imple-
mentations correspondingly. To the best of our knowledge, TriP is the first
work that can process triangle counting on large graphs which are orders
of magnitude larger than the main memory. As the graph size doubles, the
I/0 cost for TriP-2DNA and TriP-2DX increases by about 2.8 and 2.9x, in
contrast to more than 3.9x in prior algorithms. In terms of computation
time, TriP achieves 6x speedup over prior parallel implementations using
the same number of threads. TriP is also beneficial to GPUs which have
relatively small amount of on-board memory and thousands of processing
cores, as well as distributed systems which enjoy dynamic work scheduling
and low [/O cost. On a distributed system with 32 GPUs, TriP can utilize
hundreds of threads to process O(100) GB graphs, achieving close to ideal

scalability.



1.3 TriX: A Scalable Solution For the HPEC Graph Challenge

Traditionally, triangle counting can be executed only on shared-memory
systems [50]. However, the exponential growth of the graphs necessitates
external memory based triangle counting [35) (19, 29] to process graphs
larger than memory size by taking additional disk I/Os. To this end, several
prior projects [19), 135, 5, 60, 48] use external memory model [2] and require
to load data from storage such as hard disk. Unfortunately, these external
memory algorithms take significantly longer time to run than in-memory
algorithms.

We envision that to provide a fast, scalable solution for triangle counting,
a host of issues must be addressed. At a high level, there is a need for
an efficient graph partitioning which should be able to understand the
limited memory available in the system, and an intelligent work scheduling
strategy that can not only efficiently utilize the variety of compute cores
in an optimum way but also understand that the data is not always in
the memory but may reside in the disks. Meanwhile, at the low level, the
compute cores must run a highly efficient version of the counting algorithm
on its partitioned data.

In this project, we present TriX, a scalable triangle counting frame-
work that combines the 2-D graph partition strategy [37] and the binary
search based intersection algorithm designed for graphics processing units
(GPUs) [40]. TriX is able to count triangles on the large graph (e.g., 2 billion
vertices and 64 billion edges) within 35 minutes on a small cluster of 32
machines equipped with a single GPU each, while fetching data from the
external memory.

This result has been made possible due to our 2-D partitioning that
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allows us to efficiently co-ordinate the triangle counting work on individual
partitions, I0s from the disk, and workload distribution. Furthermore, we
utilize massive parallelism available on GPUs [58] for performing concurrent
intersection tasks. GPUs offer two key features that are beneficial for triangle
counting. First, there are thousands of small cores which can be utilized to
run the algorithm in a massively parallel form. Second, the high memory
bandwidth, e.g., 288GB/s in K40, can be used for fast data I/0O. In this
work, we have observed that traditional merge-based intersection is only
suited for CPUs, and suffers excessively on GPUs due to strided memory
access and branch diversion. To address this problem, we have developed
a binary search based intersection and show that it achieves very high

throughput on GPUs.

1.4 Contributions

The goal of this dissertation is to provide high performance and scalable
triangle counting on extremely large graphs. With the aforementioned
challenges, it has the following contributions in each of the projects.

The project TriCore in Chapter (3| studied triangle counting algorithms
on GPUs. In this work, we identify the distinct bottlenecks of triangle
counting on SIMD execution model, intra-warp workload imbalance and
strided memory access pattern. Under these insights, we propose new
algorithm to address the problems and thus improve the performance.

The TriP project presented in Chapter [4] studied external memory triangle
counting algorithm. It brings the following contributions: first, our proposed
new 2-D partitioning based algorithm achieves the optimal I/O complexity
as expected, as well supports high volume of parallelism. Second, we further

propose modified algorithm based on asymmetric partitioning, to solve the
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problem that CSR 2-D partitioning cannot generate balanced partitions to
satisfy the memory bound. We proved that the non-aligned optimization,
TriP-2DNA algorithm achieves the optimal I/O complexity even in the worst
case, by using extra partitioning and storage cost as trade-offs. Third, we
also propose a heuristic optimization, TriP-2DX algorithm, a practically
better solution, which achieves the same optimal I/O complexity in expected
while removing all extra cost.

The TriX project presented in Chapter [5|introduces a framework which
combines GPU based triangle counting algorithm and 2-D partitioning
based external memory algorithm. Specifically, GPUs provide large number
of cores for high speed computation, while the external memory algorithm
enables processing graphs which is hundred times larger than one GPU
memory efficiently. We also show that on a distributed system with one
GPU installed per node, our TriX achieves close to the ideal scalability on 1
to 32 GPUs.

1.5 Dissertation Organization

The rest of this dissertation is organized as follows. The background
of triangle counting problem and related works are discussed in Chapter
2. Chapter (3| discusses the project TriCore, as the solution of a scalable
triangle counting system. Chapter 4] discusses the project TriP, as the
solution of external memory algorithm. Chapter 5| discusses the project
TriX, as the solution of combination of two kinds of algorithms. In Chapter

[6l we conclude the dissertation and propose future work.
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Chapter 2: Background and Related Works

2.1 Background and notations

A graph G = (V,E) is represented by the vertices and edges that connect
them. To represent a graph, an edge list stores all edge tuples in form of
an array. A graph can also be represented by an adjacency matrix A with
V|2 elements, where A; ; = 1 if there exists an edge between two vertices i
and j. Alternatively, a compact format of compressed sparse row (CSR) uses
a sparse adjacency matrix with the storage complexity of O(|E|+ |V]). CSR
contains two arrays, the adjacency array {A(i)} and begin position array
{b(i)}. The adjacency array A stores all adjacency lists (or neighbor lists)
N(i) sorted by the vertex ID. Meanwhile, the begin position array indicates
the offsets of the adjacency lists N(i) in the adjacency array A, that is, the
adjacency list of N(i) for vertex i starts from A(b(i)) and ends at A(b(i+1)) — 1.
Figure presents an example and various storage formats, which we
will use throughout the thesis. CSR is used as a default assumption in
many algorithms [50]. The experiments in prior work [72], 29] show that
merge-based triangle computation on CSR can outperform other algorithms
using different data formats.

We summarize in Table the notations that are used in this paper.
Specifically, the notations can be divided into three main categories: (1)
graph related, which define the edge, vertex, degree, and triangle; (2) parti-
tion related, which define the subsets of vertices and edges in a partition, as
well as tasks. It is important to note that P stands for the total number of
partitions. For 2-D partitioning, P is the product of P, and P, each of which

is the number of partition for 1-D partitioning; and (3) memory related,

13



Table 2.1: Notations

Category | Notation Definition
G=(V,E) a (oriented) graph in CSR format
V|, |E| number of vertices and edges
b() Array of beginning positions
Graph UMW, ... vertices
d(u) degree of a vertex
Auvw a triangle
N(u) a list of all out-neighbor of vertex u
Gi, Gij CSR partition
V; vertex subset
Partition | E;, E; ; edge set in a partition
S,’, S,"j, S,]k task
P total number of partitions
T partition vertices
Memory | M memory size
B size of each I/0 block

An Edge

Source Vertex
Destination Vertex

0|0|1|2]2|3|4|4|4|5|5]|7
1]2]2[3]|4|6|3|5[6|3]|6]|6

(d) Edge List

0o 1 2 3 4 5607

Source Vertex ID AN A A
Begin Position Array [o] [o] il

Adjacency List [1]2]2]3[4]6]3][5[6[3]6]6]

(e) CSR

o|o|o|o|o|o|o|o|N

o|o|o|o|o|o|o|o|e

o|o|o|o|o|o|o|a|a

o|ojo|o|o|o|a|a|N

o|o|=|=|o|a|o|o|w

o|o|jo|o|o|~|o|o|a

o|o|o|~|o|o|o|o|a

slolalalalolo|o|e

~Njolalalwinale

(c) Adjacency Matrix

(b) Oriented Graph

Figure 2.1: Undirected graph, orientation, and graph representations.

which define the memory size and I/O block size used to estimate the I/O

complexity.

2.1.1 Graphics Processing Unit

For triangle counting, GPUs offer two advantageous features. First, GPUs
have thousands of simplified CUDA (Compute Unified Device Architecture)
cores, thus can run a large number of threads. For example, Nvidia K40c
GPUs (used in this chapter) feature 2,880 CUDA cores and support millions
of threads [58]. Second, their memory bandwidth is high, e.g., 288GB/s
in K40c vs. 68GB/s on Xeon E5-2683. Below, we rigorously discuss GPU
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thread and memory hierarchies.

Thread hierarchy. A GPU contains several streaming multiprocessors
(SMX), and each SMX contains hundreds of CUDA cores. The CUDA pro-
gramming model provides several thread mapping abstractions. Namely, a
thread uses one core to execute, and 32 consecutive threads form a warp. A
set of consecutive warps further arrive at a Cooperative Thread Array (CTA).
All the CTAs togpaperether are called a Grid which accounts for all the
threads on a GPU. In particular, each SMX executes one warp of threads in
Single Instruction Multiple Data (SIMD) fashion. Given that, when a warp
is executing through a branch, it has to wait even if only part of the threads
of the warp take a particular branch, which is termed as branch divergence.

Memory hierarchy. All the SMXs share the same GPU global memory
and L2 cache. Besides, each SMX further owns a private, manually control-
lable on-chip shared memory that is accessible by all the threads in one
CTA. It is worth noting that GPUs contain much smaller caches than CPUs.
Using the GPU and CPU used by this project as an example, each K40c
SMX features a 64KB shared memory and shares the 1.5 MB L2 cache with
all other SMXs. In contrast, Xeon E2683 CPU equips a 35 MB last level
cache (LLC). As a result, data reuse opportunity is challenging on GPUs
especially for data-intensive tasks such as triangle counting. GPU full mem-
ory bandwidth can only be achieved via coalesced memory accesses, i.e.,
all threads in the warp access consecutive memory addresses. In contrast,
strided memory accesses that are caused by scheduling each thread in a
warp to read far apart addresses will result in much lower throughput.

Mathematically, a stride of k will lead to % throughput degradation.
Coalesced access is a special case where k = 1. As shown in Figure [2.2] the

stride of Figure [2.2(a) and [2.2(b) are 1 and 3. Thus Figure[2.2(b) experiences
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Figure 2.2: Memory access patterns.
% throughput reduction.

2.1.2 In-Memory Triangle Counting

Orientation In practice, triangle counting assumes that the input graph
G is an undirected graph. In other words, a triangle A, ,,,, exists if for three
vertices u,v,w, there exist three edges among each other, regardless of the
directions of the edges. However, because each undirected edge is actually
stored as two directed edges in the aforementioned graph formats, this may
result in each triangle to be counted for multiple times, as we will discuss
shortly.

To address this problem, an orientation method is used to keep only one
directed edge for each undirected edge in graph. The rule is simple - the
edge (u,v) is kept as long as u < v, which means either d(u) < d(v), or u <v
when d(u) = d(v), where d(u) denotes the degree of a vertex u. This so-called
ranlk-by-degree can be used as filtering as in [50, [74] to lower the skewness
of the graph data, or as pre-processing as in [72] [29] to cut the input graph
by half. For the example in Figure [2.1] the data structures of graph only
stores one directed edge (0, 1) from vertex 0 to 1, and the reversed edge (1,0)
is not stored. In the rest of this paper, we use the notation of G = (V,E) to
represent the oriented graph.

After orientation, triangle counting algorithm on directed graph will
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Intersecting
vertex

Port edge Starboard edge

Cone vertex
Base edge

Figure 2.3: Directed Triangle in Oriented Graph

simply count the shared vertices between two neighbor lists for the two
vertices of an edge. Again using the example in Figure 2.1} Ag > is found,
because for edge (0,1), the edge lists N(0) and N(1) have one shared (inter-
secting) vertex 2. Algorithm 1| shows the pseudo code of this algorithm.
Note that without orientation, this algorithm would count six triangles, i.e.,
Ao.12.802,1,A102.A120,M001 and Ay 1o, all of which represents the identical

triangle.

Algorithm 1 In-Memory Triangle Counting Algorithm

1: foreach (u,v) € E in parallel do > Iterate on base edge
2 foreach w € N(u)NN(v) do > Intersection
3: count ++ ;

4: end for
5
6

: end for
: return count;

For a triangle A, ,,, with ordered vertices (1 < v < w) and directed edges,
we define the term of base edge to denote the edge (u,v), since it is used to
launch the intersection function in Algorithm [I} Also, we use intersecting
vertex to denote vertex w since the intersection function called by (u,v) finds w
as one shared vertex between neighbor lists N(#) and N(v). Furthermore, port
edge and starboard edge are used to denote edge (u,w) and (v,w), respectively.

Figure shows an example of the notations.
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Clearly, the intersection function N(v)N(w), i.e., enumerating the shared
vertices, is crucial. Assume the lengths of N(v) and N(w) are m and n (m < n),
the naive matching algorithm would take up to O(mn) time. If the two arrays
were sorted, a merge-based algorithm takes O(m+n) per intersection, with
O(|E|'?) in total runtime [31]. Other algorithms based on hash table or
balanced tree will have the same asymptotical complexity, however, merge-
based algorithm can be much quicker than other algorithms [72]. All new
algorithms presented in this paper use merge-based triangle counting.

Merge-Based Intersection Merge-based intersection is commonly rec-
ognized as the state-of-the-art approach to identifying common neighbors
for triangle counting [81]. Its time complexity is O(d(u)+d(v)) [29] where
d(u) and d(v) are the degrees of vertex u and v, respectively. Figure [2.1]e)
illustrates the merge-based intersection for edge (0, 1). During intersection,
it uses two pointers to scan through the neighbor lists of vertex O and 1.
If the neighbors from both lists are equal, a triangle is found and both
pointers are incremented. Otherwise, the pointer for the array with the
smaller neighbor ID is increased. In this example, one has to traverse from
the top left to the bottom right corner. Any vertical or horizontal moves
indicate no matches, while a diagonal move stands for the finding of a
triangle, e.g., vertices 3 and 6. Overall, the time complexity of merge based
triangle counting algorithm is ¥, d?(v).

Current triangle counting avlegvorithm, i.e., compact-forward [50, [72], [29),
31, 5], consists of two major steps: orientation and computation. On one
hand, orientation step pre-processes the input (undirected) graph - the
focus of this work — which reduces half of the edges in order to eliminate
redundant computation, e.g., triangle A ;3 and Ag 3 ; are actually identical

but will be found twice. On the other hand, computation exploits intersection
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to count triangles on the preprocessed graph. For sake of brevity, we use
d(v) and N(v) to denote the degree and all neighbors of vertex v, respectively.

The intersection() function counts |[N(u) "N (v)|, which is the number of shared

neighbors between vertex u and v of an edge (u,v). As shown in Figure 2.1]a),
there exist two shared neighbors 3 and 6 among the neighboring lists of
vertex 0 and 1 from the edge (0,1), which means there are two triangles Ag ;3
and A 1 . Eventually, the sum of all the counts returned by the intersection

is the total number of triangles in a graph.

Algorithm 2 Vertex-iterator Algorithm 3 Edge-iterator
1l: G=(E,V) 1l: G=(E,V)

2: foreach ucV in parallel do

3:  foreach vc N(u) do 2: foreach (u,v) € E in parallel do
4: count+=Intersection(u,v); 3: count += Intersection(u,v);

5:  end for

6: end for 4: end for

Algorithm |2| and (3| are vertex- and edge-iterator triangle counting algo-
rithms with the only difference being that the former initializes the par-
allelism from each vertex while the latter from each edge. TriCore prefers
edge-centric stemming from the consideration of workload balancing. In
particular, the workload of each edge (u,v) is d(u)+d(v), that is, the summa-
tion of out-degrees of the two vertices. In comparison, with vertex-centric,
the workload of each vertex v turns out to be d?(v) + L,en()d(ui). Intuitively,
these equations imply that the workload imbalance is linear and quadratic
to the skewness of degree distribution [18, [31], respectively. However, edge-
centric mechanism requires edge list to be present in memory for higher
parallelism [31], which limits the graph size that can be accommodated.

Hash-based algorithm [50] exploits hash instead of intersection to count
triangles but experiences the same complexity of O(|E|*/?) as mainstream

intersection-based algorithms. Prior works [50, [72] also show that in exper-
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iments the merge/intersection based algorithm is practically better than
all others, such as hash-based one. This also explains the reason TriCore

chooses to optimize intersection-based algorithms.

2.1.3 Triangle Counting on Partitioned Graph

As graphs become bigger, it is not uncommon that one needs to count
triangles in a graph that can not fit in the main memory. In this setting,
external-memory triangle counting performs two steps, I/O which loads
a partition of the graph data from external memory (storage), and com-
pute which counts the triangles in the graph partition that is in memory.
Subsequently, in addition to the in-memory algorithm, the key to external-
memory algorithm is graph partitioning, that is, to divide the graph data

into a number of partitions, each of which can fit in the available memory:.

AL DA

(a) Adjacency Matrix (b) Partitioned Graph

o|lOo|Oo|Qojo|o|o|o|e
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o|o|o|=|o|o|o|o|a
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Figure 2.4: An Example of 1-D Horizontal Partitioning.

Importantly, simply go through all partitions iteratively cannot find all
triangles, because counting a triangle requires that all its three edges
present in memory. In the example of in Figure [2.4], the triangles such
as Ap 12 where all three edges belong to the same partition can be easily
found. However, it is challenging for those triangles whose edges belong to
different partitions. For example, the triangle A, 43 has two edges (2,3) and

(2,4) in the first partition and (4,3) in the other. To address this problem, a
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counting algorithm different from in-memory Algorithm [1|is needed which
we will present in the following sections.

Prior work mainly uses three approaches, namely, overlapped partition-
ing [5], partitioning and streaming [35], and loading partitions for multiple
passes [60]. Overlapped partitioning ensures that if one vertex is in a parti-
tion, all triangles contains this vertex can be found within this partition,
that is, enabling in-memory computation on each single partition. Clearly,
this approach requires high preprocessing and storage cost.

In this thesis, we assume a two-level storage hierarchy with a large
enough storage space to hold the full data and a relatively small memory
space for computation that same as in [49]. It can be disk + DRAM (for CPU
computation), or DRAM + GPU memory (for GPU computation). In contrast,
MGT and PDTL using 1-D horizontal partitioning can create the partition
along with computation, because they can simply read a section of the CSR
and all partitions are used only once. However, other algorithms such as
PS [16] and Patric [3] need to preprocess the graph and store partitions in
disk, as we do in this work.

1-D Horizontal Graph Partitioning
Ext memory

In-memory Ext memory In-memory . In-memory
. Base edges : Local computation(i,j,k)

é Cone vertex % % (uy) (u,v) |(u,w)
N(Y) " Buffer /// N(u) N(u)-=\\\ ______ - Buffer ww)

thread N(v)F—==

TN )

l:i(u)ﬁ N(\;) . .
CSR CSR : CSR : CSR

Edge list ~
(a) 1-D horizontal (b) 1-D vertical (c) 2-D

Figure 2.5: External memory triangle algorithms using (a) 1D horizontal
partitioning; (b) 1D vertical partitioning; (c) 2D symmetric partitioning

The one-dimensional (1-D) horizontal partitioning can be seen as hor-

izontal cuts on the adjacency matrix or CSR. This approach divides the
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vertex set V into the P number of disjoint subsets {V;} such that .L]] V;=V and
ViNV;=0when i # jand i, j € [0,P). Here the total number of tlllzelpartitions
P shall be larger than % (c is the proportion of memory for storing the
partition while the other part of memory is reserved to stream neighbor list).

Figure shows a simple partition for the example graph in Figure 2.1]
In this example, there are two partitions: the first partition contains all the
edges whose source vertex belongs to Vy = {0,1,2,3}, whereas the second
Vi ={4,5,6,7}.

In this approach, each graph partition G; consists of the out-edges of the
vertices in the corresponding vertex set V;, in other words, G; = {(v,w)|v € V;}.
Note that all vertex subsets we used in this paper are a range of consecutive
vertices. Thus, we introduce the concept of partition vertices to describe
how to partition a graph. Specifically, we use the notation of r; to denote
the ID of source vertices which are the boundaries of each partition. That
is, if we partition the vertex set into P disjoint subsets, each subset can
be represented as V; = {rj,r;+ 1,r;+2,...,rix;1 — 1}. Clearly, any 1-D or 2-D
partitioning algorithm can be uniquely represented by a set of {r;}.

The psuedocode of generating 1-D horizontal CSR partitions is shown
in Algorithm [4] It first determines each r; that in which rows to cut the
adjacency matrix by a given memory size M and graph size |E|. This step can
be quickly done by utilizing the begin position array of the CSR format, which
contains the lengths of all neighbor lists. Then it outputs the corresponding
partitions G; in CSR.

This 1-D horizontal algorithm computes all triangles whose starboard
edges (i.e., (v,w) in Figure belong to a partition that has been loaded in
memory. In this case, because the base edges and port edges potentially

belong to different partitions that are currently out of memory, one needs
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Algorithm 4 1-D Horizontal Partitioning Algorithm
Input: G = (V,E) in CSR format , »() beginning position array

1: P= (W} > init partition number
2: start from v =0

3: foreach i+ 0toP—-2do ‘ > Determine r;
4: find the largest r;; that satisfies b(r; ;) < (”L;,)‘E |

5: \/i:{v|r,~§v<r,~+1}

6: end for

7: foreach edge (u,v) € E do > Output G; = (V,E;)
8: if ucV; then

9: write (u,v) to E;
10: end if
11: end for

to read every neighbor list N(z) which contains the other two edges of the
triangle (i.e., (u,v) and (u,w)). To this end, prior work such as MGT [35|
29, 47] uses a buffer to stream neighbor lists iteratively to provide the
edges of all cone vertices. The idea is shown in Figure [2.5(a). Thus, a
small proportion of internal memory is reserved as the buffer to stream
neighbor lists, whereas the other part is used to store the CSR partition.
With assumption |V| < ¢’M, any neighbor list N(u) should be able to fit in
this buffer. The pseudo code is presented in Algorithm [5|which loads the
neighbor list of each cone vertex iteratively to supply the base edge and port
edge needed in the intersection function.
I/0 Complexity Analysis of 1-D Horizontal Partition

For 1-D horizontal algorithm, the computation for each of the partitions
needs to stream the whole graph once, requiring LEl'1/0s. As a result, since

P> ‘E |, the algorithm achieves the I/O complexity of 0(|E i ). It has been

shown that external triangle enumerating has I/O lower bound of Q( +

1
VMB
%), where ¢ is the number of triangles [60]. In the worst case (maximum) of
triangle count ¢ = O(|E|'?), an external memory triangle counting algorithm

|E["?

has the optimal I/O lower bound of O(—= T

). However, the algorithm proposed
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Algorithm 5 Counting on 1-D Horizontal (In-Memory) Partition i
Input: partition G; in memory Output: local triangle count

1: foreach u €V do > Starboard edge (v, w) in memory
2 load N(u) into the StreamingBuffer

3 foreach v N(u) do

4: if vcV;, then > Base edge (u, v)
5: count; += |N(u) "N (v)|

6 end if

7 end for

8: free N(u)

9: end for

10: return count;

in [60] cannot guarantee to satisfy the memory bound M, because it relies
a random vertex coloring for partitioning and may produce out-of-memory
partitions due to imbalance.

On the other hand, prior work such as OPT [47] aims to hide the I/O
cost by overlapping disk I/O operations and computation. This approach
achieves better performance, however, works best for small graphs. With
the I/O complexity at the order of 0(%), and the worst-case computational
complexity of O(|E|'?), the disk I/Os would account for the majority of
the runtime for big graphs, thus cannot be hidden by overlapping with
computation.

Computation Efficiency Analysis

State-of-the-art parallel triangle counting algorithms mostly use merge-
based algorithm and vertex-centric parallelization, which assign all inter-
section tasks of one vertex to a thread. As the vertex number |V| is often
a large number, this parallelization can definitely saturate CPUs or GPUs,
assuming graph data is in memory. However, this is no longer the case
for external memory algorithms, which is the focus of this work. In this

case, the amount of parallelism is limited by vertices or edges available in
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memory.
For example, the amount of parallelism of algorithms based on 1-D
horizontal partition is limited by the number of cone vertices that are in
buffer. MGT streams only one cone vertex to the buffer, and as a result,
it only supports sequential triangle counting. PDTL [6] (a modified MGT
implementation) assigns one thread on each partition to scale to multi-core
CPUs. This approach, while enables processing multiple, say i, partitions
in parallel, requires ix memory space. Also, the workload between different
threads of PDTL are unbalanced, further limiting the scalability. Another
work OPT [13] proposes to stream multiple cone vertices (named as external
vertices in their paper) and uses a larger buffer with half of the memory size
M /2. However, in the worst case the number of cone vertices can still be a
small value. To address this problem, we use edge-centric parallelization in
this chapter, combining both CSR and edge list formats.
To conclude, existing external-memory algorithms either fail to achieve the
optimal I/O complexity while satisfying memory bound, or could not deliver

high computation efficiency.

2.2 Related works

2.2.1 Triangle Counting

This section discusses the landscape of related work in three aspects —
exact, approximate, and distributed triangle counting. The former two report
the count of triangles with the only difference dwelling on how accurate the
count is, while the last one focuses on counting triangles in a distributed
environment.

Exact Triangle Counting For simplicity, we use triangle counting to
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denote exact triangle counting in this chapter. Triangle counting can be
implemented using generic graph engine [49, (10, 22| [54], or using linear
algebra methods [7, 85, [81]. A representative project can be found in [72],
which gains the speedup mainly via edge reduction motivated by another
theoretical work [50]. Scaling up to 40 CPU cores, [72] uses a merge-
based algorithm and achieves up to 50x speed up over a single threaded
implementation.

The most relevant work [31] implements a merge-based algorithm on
a single GPU. To enhance the parallelism, this work adopts their prior
method [30] to partition two neighbor lists of each edge into 32 balanced
and disjoint sections, which are subsequently processed by 32 threads
from a warp concurrently. This attempt suffers from nontrivial overhead of
partitioning the neighbor lists and further strided memory access.

Approximate Triangle Counting. As a trade-off of precision and time
consumption, many works shift to approximate triangle counting, e.g.,
[76, 61, 66, 11]. The most important technique in this line of research
is sampling, that is, how to achieve high accuracy with much smaller
sampled graph. Notably, Doulion [78] achieves 99% accuracy by speeding
up the process by 130x. While our work delivers better performance with
exact counts, it would be interesting to combine our technique with the
approximation methods, which we leave as future work.

Distributed Triangle Counting concerns about workload balancing and
communication. A few projects have proposed load balancing schemes for
triangle counting in distributed environment, whereas they either fail to
exactly balance the workload, or end up with extremely high balancing
overhead. For example, MapReduce triangle counting work [74] uses rank-

by-degree to distribute an equal number of vertices across machines in a
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round robin fashion. However, this design can merely alleviate, not resolve,
the workload imbalance issue. Message Passing Interface (MPI) based
triangle counting works [5, [6] use a static workload partitioning which relies
on a costly process to estimate the workload for each vertex.

Deploying triangle counting on MapReduce [74, (62, [82] is another form
of distributed triangle counting. One notable work [74] proposes to partition
the graph into overlapped subgraphs in order to ensure one triangle appears
in at least one partition. A follow-up work [62] carefully classifies the type
of triangles during partitioning so that each triangle is counted only once.
However, all these attempts pay significant overhead to load graph in memory

for computation.

2.2.2 Other Related Work

Triangle counting and listing algorithms were investigated early by Schank
[70] and Latapy [50]. They show that intersection based algorithms with
orientation, compact-forward in Latapy’s paper, is the most time efficient al-
gorithm. Algorithms other than intersection such as Hash-based algorithm
along with corresponding hash table data structure is also considered in
previous works. However inserting edges into hash table to construct the
input data is costly, and also hash-based implementation performs much
slower than merge-based intersection because of the cache behavior [15].

CPU based triangle counting systems [72, 50] are limited to a single
machine and cannot take advantage of new compute devices such as GPUs.
Also, the GPU based system [31] is based on the merge-based intersection
inspired from CPU based system. Instead we present a parallel binary
search based intersection that improves the performance in GPU.

Several triangle counting work [74, |62, [82] are based on MapReduce
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framework. Suri and Vassilvitskii [74], proposes to partition the graph in
overlapped subgraphs to make all triangle appear in one of the partitions.
It used a static scheduling that each machine covers equal number of
vertices. A follow-up work [62] carefully classifies the type of triangles
during partitioning so that each triangle is counted only once.

MPI based triangle counting works [5] 6] also use a static workload
partitioning which relies on a expensive pre-processing to estimate the
workload for each vertex. The latter one deploys a dynamic re-assignment
scheme to guarantee the effect of load balancing.

Chu’s work and PATRIC [19, 5] use extended subgraph based external
memory algorithm to achieve data scalability and high performance in-
memory computation, but at a high cost of constructing extended subgraphs.
MGT and its following work on distributed system [35, 129 [47] achieves sub-
optimal I/O complexity of O(|E|>/MB), and has limited parallelism with
underutilized computational cores.

PS [16] gives the lower bound of I/O complexity for algorithms in witness-
ing class (triangle can be counted only when it is in memory), O(|E|'>/MB),
and proposes the algorithm to achieve close to I/O complexity. In particular,
a deterministic cache-ware algorithm based on a sophisticated coloring
algorithm performs OU\F‘B logy/p | B'), which is close to the optimal I/0
complexity. Hu et al [11] proposes an Loomis-Whitney (LW) join algorithm,
which solves triangle enumeration as a special case and achieves the I/0O
complexity O(|E|' /MB).

Recently GPU is used for accelerating graph processing [87, (71, [3]. Prior
work [31] develops a GPU based triangle counting algorithm that achieves
9 to 25x speedup over single thread CPU implementation. But with limited

on-board memory, in-memory GPU algorithm can only run on small graphs.
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This work provides graph partitioning methods that are essential for external-
memory GPU-based counting.

As a trade-off of precision and time consumption, some of prior work
shifts to approximate triangle counting [76), 61, 66]. The most important
technique in this line of research is sampling, that is, how to achieve high
accuracy with much smaller sampled graph. Notably, Doulion [78] designs
a technique to achieve 99% accuracy by speeding up the process by 130x.
Overall, partial data are used to estimate the count of triangles of the whole

graph quickly.
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Chapter 3: TriCore: Parallel Triangle Counting on GPUs

Exact triangle counting serves as a building block for an array of graph
algorithms such as clustering coefficients [84] and k-truss [80]. Also, exact
triangle counting can be easily extended to other triangulation algorithms
such as triangle listing, 3-profiles [28], and counting cycles of a specific
size [4]. In practice, triangle counting is also used for a wide range of appli-
cations, such as, detection of spams [8] and thematic structures [27], link
recommendation [77] and social network analysis [17), [21]. Contemporary
GPUs are ideal platforms to accelerate triangle counting algorithm because
of its parallel computation capacity and memory bandwidth. However, these
efforts face severe hindrances to unleash the potential of GPUs.

In this chapter, we will introduce an efficient GPU-based parallel triangle
counting algorithm that fit the GPU’s hardware feature and thus provide

tremendous speedup.

3.1 TriCore Overview

In this section, we introduce the architecture of TriCore, which is a
high-performance scalable triangle counting algorithm. To motivate our
designs, we evaluate prior GPU-based triangle counting projects [31] and
come up with two key observations. First, we identify irregular memory
footprint as the major bottleneck for prior projects. In response, we design
a novel memory friendly intersection algorithm to overcome this bottleneck.
Second, prior endeavors are limited to single GPU thus require graph data
to fit in meager GPU memory. Worse still, to retain efficiency, they tend to

store multiple formats of the graphs in GPU memory. Consequently, these
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Figure 3.1: TriCore framework.

attempts can only count triangles on graphs of 3 - 4 GBs. In contrast,
TriCore not only stores just one graph format (CSR) in GPU memory, but
also partitions this format so that each GPU only accounts for one part
of the CSR. Further, the edge list format is streamed to GPU memory at
runtime with negligible performance penalty and further facilitates our

dynamic workload balancing designs. Figure presents the architecture

of TriCore.
Adj. list of vertex 1
0 3456/7 8
Thread 1 Thread 2
1 12 3
Adj. listof 2
vertex0 '3
6 [0 3 4]56 7 8]
(a) Step I: Partition the workload (b) Step Il: Execution

Figure 3.2: Merge-based intersection.

Observation #1: Prior intersection algorithms suffer from irregular
memory access patterns. We use the merge-based algorithm [31], shown
in Figure [3.2] as an example. Note that we use the same graph as shown in
Figure [2.1] Particularly, it consists of two steps: partitioning the workload
(Figure [3.2(a)) and execution (Figure [3.2b)). The first step, which partitions
adjacent lists of vertex u and v into two disjoint parts, requires nontrivial
O(log(|N(u)| + |N(v)|)) operations. In this case, u and v are vertices O and 1,

respectively. Afterwards, the execution also suffers from strided memory
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access patterns. For instance, while thread 1 is checking the 1st elements
of those two arrays (i.e., 1 and 0), thread 2 is doing that on the 4th elements
of those two arrays (i.e., 6 and 5). Thereby, consecutive threads which are
thread 1 and 2, are accessing non-consecutive addresses. Such a strided
memory access pattern will potentially experience orders of magnitudes
lower memory throughput [58], 51]. Another state-of-the-art work [13] uses
bitmap based algorithm which incurs scattered (random) memory access
pattern. A bitmap stores a record using its value as address to support O(1)
computational complexity search. However, when the threads in a warp
search a list of keys in parallel, they can potentially read different random
addresses, which makes the performance even worse than strided memory
access.

In this chapter, we propose a parallel GPU-aware binary search based

intersection algorithm that experiences ~6x fewer memory traffic comparing
to conventional merge based algorithm on GPUs. We further cache critical
binary tree nodes in GPU shared memory (L1 cache) to reduce another ~20%
expensive global memory transactions. Beyond that, we also provide detailed
theoretical proofs to demonstrate why our parallel GPU-aware binary search
based intersection is a better fit for GPU architecture.
Observation #2: Conventional GPU-based projects consume excessive
amount of memory space. As detailed, existing work chooses edge-centric
design over vertex-centric one to combat workload imbalance concerns.
TriCore further exploits a finer-grained parallelization, called warp-edge,
which uses a warp to work on an edge at one time. Because this avoids
the warp divergence problem [30, [33), 56], this mechanism shows more
promising performance.

However, both edge-centric and warp-edge parallelizations generally
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require both the edge lists and the adjacency lists (CSR) formats to be
present in the GPU memory [31]. We have also investigated the possibility
of using CSR format alone to implement edge-centric design. However, with
this data format, if one edge in CSR adjacency list is dispatched to a thread,
this thread has to calculate the source vertex of the edge, which introduces
nontrivial overhead. To avoid this overhead, we need to store the edge list in
memory to support edge-centric parallelization.

To further exacerbate the situation, an edge list format takes about twice
the storage space of the CSR format. Thus this design, in total, consumes
3x of the space of a CSR alone design. Another work [13] suffers the same
issue and, worse, further requires an additional memory space to store a
bitmap data structure. Using Twitter Graph (60M nodes and 1.4B edges)
as an example, the bitmap consumes about 2 - 10 GB based upon various
configurations, while the CSR format takes about 4GB memory space.

In this work, TriCore preserves the edge-centric computing model with
partitioning the CSR format graph in 2-D vertical manner so that each
CSR, i.e., CSRy, ... CSR; in Figure can fit in GPU memory. Meanwhile,
all GPUs use a streaming buffer to, on-the-fly, load the edge list in GPU
memory for intersection. The size of the streaming buffer is tuned so that

loading and computing are perfectly overlapped.

3.2 TriCore: Parallel Binary Search-based Intersection on GPU

This section starts with our novel binary search-based intersection al-
gorithm. Afterwards, we detail our optimizations. Eventually, we provide
the theoretical analysis to explain why this algorithm bests traditional

merge-based intersection.
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3.2.1 Binary Search-based Intersection

This proposed binary search-based intersection algorithm takes the two
neighbor lists of an edge as inputs. In particular, it selects one neighbor list
as the lookup list while the other as binary search list. During intersection,
it checks whether each entry of the lookup list appears in the binary search
list. The basic idea is illustrated in Figure [3.3] In practice, instead of
constructing a real binary search tree, we simply use a sorted array for
the binary search list. In each iteration, it compares the lookup element to
the middle of the binary search list, such as the root vertex 5 in the binary
search tree. While descending, the search-space halves. For instance, the
process of lookup vertex 1 checks vertex 5, 3 and 0 iteratively. The detailed

code is shown in Algorithm [6]

Adj. List of Vertex0 [1][2]3
Adj. List of Vertex1 [0]3]4[5][6]7]8] [1]2[3]e]

e Lookup 1 Lookup 2 Lookup 3 Loop 6
' () O,
Binary Search Tree
SR o o v @f)
© ®O 66 & d 0 ©
X X v

Figure 3.3: Binary search-based intersection: one array for the lookup list
while the other for the binary search tree. Note, the binary search tree is
simply implemented as a sorted array.

TriCore always uses the longer neighbor list as a binary search tree while
the shorter one as the lookup list to minimize the time complexity which we
will discuss shortly. By using binary search, the time complexity of the in-
tersection function of e = (u,v) is O(m+*logn) where m = min{d(u),d(v)} and n =
max{d(u),d(v)}. As aresult, the overall time complexity T = Y, O(m,)-logn)).
The worst case complexity is reached when the graph is ae ecjf)mplete graph,

thus with /|E| vertices and |E| edges, then takes O(|E|*/?-log+/|E|) time cost

when the graph is a clique.
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Algorithm 6 Parallel binary search-based intersection for ANB

1: Assuming |A| < |B| and count = O;
2: foreach x < A in parallel do
3: bottom =0, top = |B| — 1;

4: while bottom < top — 1 do

5: mid = (top + bottom) >> 1;
6: if x < B[mid| then

7: top = mid,;

8: else if x > B[mid] then
9: bottom = mid;

10: else > x == B[mid]
11: count ++; break;

12: end if

13: end while

14: end for

In terms of time complexity, We have to admit that binary search-based
intersection is often worse than merge-based designs on CPUs. Specifically,
for an arbitrary edge (u,v), we still use the notation m = min{d(u),d(v)}, n=
max{d(u),d(v)}. Merge and binary search-based intersections present O(m+
n) and m-log(n) time complexities, respectively. The following observations

are straightforward:
e m < n: Binary search provides better time complexity.
e m ~ n: Merge-based intersection excels.

Firstly, the orientation step from compact-forward design [50, [72, 29], 131, [5]
tends to modify the graphs towards the latter condition. Further, binary
search-based design has higher worst case complexity O(|E|'log|E|) when
the graph is a clique. Another reason that forces binary search-based
algorithm to lose the edge on CPU is its poor cache behavior. That is, merge-
based algorithm always reads the two neighbor lists sequentially, assuming
one CPU thread works on one edge. In contrast, binary search algorithm

tends to jump through the binary search list in a strided manner.
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3.2.2 Parallel Binary Search on GPU

Despite of those drawbacks on CPUs, binary search-based algorithm
shows unique advantages on GPUs largely due to GPU’s particular features,
such as SIMD architecture, coalesced memory access design, and manually
controllable shared memory. This section unveils the parallelization and
memory access patterns of our binary search-based intersection algorithm
on GPUs.

In practice, a group of p =32 threads, i.e., a warp, is used to work on
each query edge ¢ = (u,v) as we have already discussed in Observation #2.
An intersection between two neighbor lists with lengths m and n (m < n) yields
m independent binary search lookups on binary search list with length of n.
In each iteration, 32 lookups are executed simultaneously by a warp. This
design makes our binary search-based algorithm immediately better than
the merge-based counterpart.

Coalesced memory access. Binary search-based intersection intro-
duces more friendly memory access patterns than that of merge-based
design in two ways. First, as shown in Figure (3.3 accessing lookup key
arrays is both sequential and consecutive as four adjacent threads will load
four consecutive lookup keys. Further, because each lookup key follows the
same order to check the binary search tree, accessing the binary search tree
array also experiences high cache hit ratio. Along with a shared memory
caching technique we will discuss later, the performance counter shows
optimized binary search intersection reduces the load transactions by 5x
comparing to merge-based approach.

Workload balancing. With the binary search intersection approach,
workload imbalance can be tackled much easier — there is no need for

partitioning and distributing workload across threads in the warp. Still
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using the two neighbor lists as an example in Figure [3.3 we assign a group
of four threads to work on four lookup keys in parallel. Our result further
shows that majority of the searches often reach the leaf nodes of the binary
search tree. Therefore the workloads across threads are almost balanced.

GPU shared memory optimization. As we have already mentioned,
each lookup key accesses the same binary search tree repeatedly. One
immediate optimization is to cache such a tree in GPU shared memory in
order to avoid expensive global memory access. However, due to the size
limit of GPU shared memory, fitting the entire tree in the shared memory
would introduce low thread occupancy issue and jeopardize the overall
performance.

Instead, we cache the top levels of the tree in the shared memory as
they are the most frequently accessed ones. For example in Figure [3.3] the
root node of the binary search tree which stores vertex 5 is accessed by all
lookups. In general, elements from levels that are closer to root are more
likely to be accessed repeatedly. In particular, in level k, the possibility of
each element being accessed is % because the total number of elements
in level k is 2¢~! and only one element will be accessed by one lookup key at
each level. We thus cache the first k levels of the tree in GPU shared memory.
The binary search-based intersection now consists of two phases. First,
all threads search on the cached array in shared memory until a match
is found. Otherwise, they continue to do so on a subrange in the global
memory.

Figure demonstrates the global memory access reduction introduced
by the shared memory optimization. The caching technique brings averagely
18% memory transaction reduction with the maximum from KRI1 to be

40.2%. We also notice a slight increase (i.e., 2.4%) for the RD synthetic
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Figure 3.4: Percentage of GPU global memory access transactions reduced
by shared memory optimization.

graph. The reason lies in that this optimization works well for the graphs
with a considerable number of high degree vertices, especially the real
graphs with skewed distribution. Our analysis finds that for this small
degree graph, the number of memory transactions needed for preloading
the first few levels of the tree into shared memory is much larger than what
is required for eventual lookups. Obviously, the caching technique would
not beneficial in this case. Fortunately, many real world datasets follow the
power-law degree distribution, different from this synthetic RD graph with

uniform (small) degree distribution.

3.2.3 Memory Complexity Analysis

This section analyzes the memory complexities of both binary search and
merge-based algorithms to demystify why the former one always outperforms
the latter one on GPUs. Note triangle counting operations are mainly
memory intensive, thereby memory complexity can closely indicate its
performance. For the reader’s convenience, as shown in Table [3.1] we again
mention that for edge (u,v), we assume m = min{d(u),d(v)},n = max{d(u),d(v)},
and we use a group of p threads to work on this edge in both algorithms.
Each transaction can load as many as B data records. The best case to

access N consecutive data entries takes N/B transactions while the worst
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case takes N transactions. Note we assume a linear relationship between
B and p, i.e., B=c-p. Specifically, to align with GPU convention, we use

a warp with p =32 as a group, and B = 16 as half-warp coalesced memory

read.
Notation | Description
(u,v) An edge
d(u), d(v) | Degree of the two vertices
m, n The smaller and larger degrees of d(u) and d(v)
p Number of threads for finer-grained parallelization
B Size of each memory transaction
S1, 82 The factors of strided access
C Number of nodes cached in shared memory
k Levels of cached binary tree

Table 3.1: The notations used in this chapter.

Table [3.2| summarizes the time and memory transaction complexities
of merge- and binary search- based intersection methods. In particular,
the merge-based algorithm suffers from strided memory access with the
strided factors s; = min{B,m/p} and s, = min{B,n/p} (s; and s, are the stride
lengths of accesses on both neighbor lists) which causes s; and s, times
more transactions correspondingly. Partitioning takes p-logn random mem-

ory accesses. Thus, the algorithm takes s;m/B -+ syn/B+ p-logm memory

transactions.
Algorithm #Operations | #Memory transactions
Merge-based m+n+p-logn | sym/B+syn/B+ p-logm
Binary search | m-logn m/B+m(logn—k)+C

Table 3.2: #Operations and #memory transactions of merge- and binary
search- based intersection algorithms.

Binary search algorithm generates three possible memory traffics: the
shorter neighbor list, the longer neighbor list, and caching. For the shorter
neighbor list, it uses coalesced memory access pattern which takes m/B

transactions. For the longer one, it costs m-logn random accesses in the

39



worst case. Assuming the shared memory can cache C elements, the first k =
logC levels of the binary search tree can be accessed from the global memory
only once, leading to m -k transactions reduced with p overhead instead.
Taken together, binary search-based algorithm takes m/B+m(logn —k)+C
memory transactions in the worst case.

For any intersection (u,v), since m and n, the degrees of both vertices,
can decide the memory costs, we explore three cases of them to evaluate
the advantages and disadvantages of both algorithms. Here, a common
threshold 6 is exploited to classify edges by the degrees of its vertices.

1. Both m and » are small numbers. In general, if m and n are smaller
than 0, the stride factor s; and s, are also small. In this case, the overhead
of partitioning the intersections from merge-based algorithm takes the
majority of the runtime. In the binary search algorithm, most of the memory
transactions to the binary search tree can be cached by the shared memory
with the average cost on caching reducing to a small number since all
C reads can be done by a small number of coalesced memory reads. In
summary, binary search-based algorithm will excel in this case.

2. m is small number while  is large number. When d(u) < d(v), one
of the two vertices has large degree while the other has small degree. As we
discussed, binary search will yield much better complexity than merge-based
intersection. Thus, binary search takes fewer operations and instructions
than merge-based algorithm on these graphs.

3. Both m and n are large numbers. This case takes the majority
of total time cost on a collection of real-world graphs from this work. In
a nutshell, binary search-based intersection still provides surprisingly
better performance even it suffers from higher computation complexity (i.e.

loads more number of data elements). The reason is that binary search
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intersection provides more efficient global memory access on both neighbor
lists. In addition, since the lookup lists are also sorted, threads of a warp
at any iteration are more likely to search in the same range of the binary
search tree, leading to low thread divergence and largely coalesced memory
access. Thus, the average memory access on binary search tree can be
approximately reduced to 1/p of its original transaction counts. Overall,
this case, which dominates the total time consumption, yields the highest
memory efficiency benefits.

As shown in Figure 3.5 we also profile the binary search and merge
-based implementations on GPU for the real datasets. Using merge-based
algorithm as baseline, binary search, on average, executes merely 10% more
instructions, partly due to the caching mechanism. However, binary search
only conducts ~ % of the total global memory transactions from merge-based

algorithm, resulting in 5.9x speedup.

3.3 Scalable TriCore

3.3.1 Big Graph Challenge

Triangle counting algorithm has O(|E|') computational complexity, which
can be time consuming when graph size increases. Scaling to multiple GPUs,

TriCore faces two more challenges when distributing computations. First,
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the proposed TriCore (Section requires both edge list and CSR formats
of the entire graph to be present in the memory of every participating GPU,
which restricts the size of the graph that can be addressed. Second, work-
load imbalance also surfaces while distributing computations across GPUs.
In particular, this imbalance issue is distinct from conventional ones that
appear in BFS [51], 53], 48] and PageRank [83].

This section addresses the aforementioned challenges in order to extend
TriCore to big graphs. First, for edge list, we propose to stream it into the GPU
while counting triangles. The key of this design is to minimize the overhead
of streaming in edge list. Besides, when CSR format of the graph cannot
fit in GPU memory, we further adopt an I/O-efficient, external memory
triangle counting framework [38] to partition the CSR across multiple GPUs.
And the key of this design is to avoid communications across various CSR
partitions. Lastly, we propose a dynamic workload management component

to balance workload across GPUs.

3.3.2 Memory Consumption Reduction

This section describes our designs to reduce memory consumption for
edge list and CSR formats, respectively.
Edge list space consumption reduction. The good news is that TriCore
does not need the entire edge lists in memory to do triangle counting since
different query edges are independent. Therefore, we store the CSR format
of the graph in the GPU and exploit a small buffer in GPU memory to
stream the edge list in GPU during the computation. Clearly, the size of
the streaming buffer is an important parameter: we do not want this size
to be too large in order to saturate the GPU computation power because

that will drain the small GPU memory space as well. Fortunately, as shown
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Figure 3.6: Relative performance with respect to various buffer sizes. The
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in Figure [3.6] TriCore can achieve peak performance with merely a 4 MB
streaming buffer on both K40c and Titan X GPUs for a variety of graphs.
Further, this peak performance sustains from 4 MB to hundreds of MB —
indicating a wide range of options for streaming buffer sizes. As such, we use
a trivial 16MB GPU memory buffer and an equal sized pinned memory from
the CPU to stream the edge list from CPU to GPU, which enables TriCore to
accommodate graphs that are 3x of the size from existing projects [31], [13].
Edge lists are divided into |E|/b chunks and each of them has the same
number of edges. With multiple GPUs, each GPU keeps the same CSR in
its memory and stream in different edge chunks for triangle counting.

In summary, this technique allows us to handle the edge list with a small
buffer, which is important to enable GPU-based triangle counting on large
graphs. Meanwhile, it incurs almost no adversarial performance penalties.
CSR space consumption reduction. We further adopt a 2-D partitioning
scheme that is used by external memory triangle counting algorithm [38] to
enable TriCore for graphs whose CSR cannot fit in GPU memory. In simple
terms, this design partitions graph by both source and destination vertices
of each edge. The global triangle counting task is divided into sub-tasks,

each sub-task can be seen as a local triangle counting task on a subgraph
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which can fit in any certain memory size. In specific, each sub-task needs to
load two CSR partitions and one edge list partition to GPU memory, which is
read from a bigger secondary storage such as disk, Solid-State Drive (SSD),
or CPU memory. This differs from external memory triangle counting efforts
in the sense that the GPU triangle counting kernel cannot actively invoke
memory copy from CPU memory to GPU through GPU threads. Instead, all
GPU memory copy operations have to be done before the computation on
GPUs. Therefore, our algorithm scans through a collection of edges from the
edge list to decide the to be loaded CSR partitions. Further, all sub-tasks

are independent to each other, thus can be distributed to multiple GPUs.

3.3.3 In Memory Multi-GPU Implementation

The aforementioned distributed implementation can tackle big graphs.
However, if the graph can fit in multi-GPUs of the same machine, using
a distributed system is not necessary. Note, equipping multiple GPUs on
a single machine is a very popular case. This section, as a complement,
introduces another method to balance workload for the single-node multi-
GPU triangle counting.

In this case, we use a work stealing scheduling method to balance the
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Figure 3.7: Dynamic balancing. When a GPU finished its tasks, it finds
unfinished tasks on other GPUs and launch in the reversed order.
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Figure 3.8: The runtime of TriCore and three related projects: Green [31] (on
single K40c and single Titan X GPU), Shun [72](on 28-core CPU and 48-core
CPU) and PDTL [29] (on single node and 6 nodes of 16-core CPU). TriCore-
1K and TriCore-6K are our results on one and six K40c GPUs respectively.
Similarly, TriCore-1Titan X and TriCore-2Titan X are our results on one
and two Titan X GPUs respectively. All these GPU results are on a single
machine.

workload across participating devices. Each stealing takes a chunk of edge
list which has the same size with the streaming buffer. The method starts
with static work distribution and enables workload stealing when any GPU
finishes its job and workload imbalance surfaces. As shown in Figure
each GPU is initially assigned 3 edge list chunks to work with. Once GPU 1
and 3 finish their tasks, they steal task from other unfinished GPUs, e.g.,
chunk 6 from GPU 2 to GPU 1, also GPU 3 steals two tasks from GPU 4.

3.3.4 External GPU Memory Distributed Implementation

We further discuss the distributed system implementation which relies
on Message Passing Interface (MPI) to manage GPUs and process extremely
large graphs. Assuming we have N GPUs in a distributed system, our design
needs two kinds of process, namely, GPU-process and scheduler-process.
On one hand, we use each GPU-process to manage one GPU, with a total
of N GPU-processes. On the other hand, we set one scheduler-process to
coordinate all GPU-processes and make all GPUs busy. In detail, every time
when the scheduler-process receives idle signal from one GPU-process, it
immediately sends next sub-task ID to this GPU so that this GPU will work
on the assigned sub-task.

Since each sub-task can have varied amount of workloads, the main
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challenge of this distributed system is still workload imbalance. Note that
partition will not introduce communications, thus communication will not
be a problem. As the number of sub-tasks is much larger than the number
of GPUs, we can thus intelligently schedule the sub-tasks across GPUs to
resolve the imbalance issue. Assuming each node has a similar amount
of GPUs, Peripheral Component Interconnect-express (PCI-e) bandwidth,
and secondary storage I/O bandwidth, our distributed settings can achieve

close to ideal scalability.

3.4 Experiments

Graph Benchmark

In this work, we use both real datasets and synthetic graphs to evaluate
the performance of TriCore. The detailed descriptions of graph benchmarks
are shown in Table |3.3| Briefly, real datasets include the social networks,
e.g., Twitter, Facebook and Orkut, and web graphs such as Wikipedia. In
social networks like Facebook and Orkut, each vertex is a user and each
edge stands for a friendship between two users. Twitter is a social media
graph where each directed edge represents a user follow relationship. In
web graphs such as Wikipedia, each vertex is a page and each directed
edge represents a hyperlink. We also use three popular synthetic graph
generators to generate graphs with various degree distributions. For in-
stance, random distribution ensures all vertices have the same number of
out-edges. R-MAT and Kronecker generate power-law degree distribution
graphs. To demonstrate that TriCore can handle large graphs, we also use
three large graphs, i.e., GSH, KR3 and KR4 that contain tens of billions of
edges.

TriCore is implemented in 2,000 lines of C++ and CUDA code. We use
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Name Abbr. | Description V] |E| Triangle

Facebook FB Facebook user to friend link 96M 620M | 3B
Orkut OR Orkut online social network 8M 327M | 223M
Twitter TW Twitter follower network 41M 1.4B 34B
Wikipedia WK Links between Wikipedia pages | 11M 258M | 10B
RMAT RM R-mat (scale 22, degree 64) 1M 253M | 2.1B
Random RD GTgraph: uniform degree 4M 511M | 349K

Kroneckerl | KR1 Kronecker (scale 22, degree 64) | 4M 242M | 5.3B
Kronecker2 | KR2 Kronecker (scale 25, degree 16) | 33M 523M | 22B
Gsh-2015 GSH | Web graph 988M | 33.2B | 1.78T
Kron-30-16 | KR3 Kronecker (scale 30, degree 16) | 1.07B | 17.0B | 2.3T
Kron-31-16 | KR4 Kronecker (scale 31, degree 16) | 2.14B | 34.1B | 1.07T

Table 3.3: Graph specification.

CUDA 7.5 toolkit, including nvcc and nvprof, and GCC 4.8.5 and OpenMP
3.1 to compile the source with compilation flag set to —03. In terms of
storage format, we use uint32 and uint64 to represent vertex ID and begin
position, respectively.

TriCore is rigorously studied with the following configurations: A high-
end server with Intel Xeon E5-2683 28-core processors, another high-end
server with four Intel Xeon E7-8857v2 3.0 GHz 12-core processors and 2 TB
of RAM, a server with dual Intel Xeon E5-2620 6-core CPU and six NVIDIA
Kepler K40c GPUs and 128 GB of RAM, an Alienware desktop installing
Intel i7-8700 CPU and two NVIDIA Titan X GPUs and 16 GB of RAM, as well
as a cluster with each CPU node equipping two Intel Xeon E5-2650v2 8-core
processors with 128 GB of RAM and each GPU node equipping two Intel
Xeon E5-2620 6-core processors with NVIDIA K20 GPU and FDR InfiniBand
network interconnect. Particularly, K40, K20 and Titan X contain 2,880,
2,496 and 3,584 CUDA cores, respectively, while E5-2683, E5-2650v2,
E5-2620 and i7-8700 CPUs come with 28, 12, 8 and 6 cores respectively.
With hyper-threading, all CPUs can support hardware threads up to 2x the
number of physical cores. The prices of all CPUs and GPUs used for triangle
counting are listed in Table[3.4] We find that TriCore has a much lower total
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cost (including GPU and host CPU), while delivering better performance

than many CPU alternatives.

| Processors | Price ($) \
Dual socket Intel Xeon E5-2650v2 (16-core, 8-core/socket) 900
Dual socket Intel Xeon E5-2683 (28-core, 14-core/socket) 3,800
Quad socket Intel Xeon E7-8857v2 (48-core, 12-core/socket) | 12,000
Tesla K20c GPU + Intel Xeon E5-2620 host CPU 800 + 130
Tesla K40c GPU + Intel Xeon E5-2620 host CPU 1,256 + 130
Titan X Pascal GPU + Intel i7-8700 CPU 1,200 + 300

Table 3.4: Costs of GPUs and CPUs.

Orientation. All results of TriCore and related works [31], [72, [29] use
oriented graphs as input. We briefly report the impacts of orientation for the
best implementations of CPU and GPU: merge-based algorithm on CPU, and
binary search-based algorithm on GPU. For all datasets the rank-by-degree
orientation brings averagely 53 x speedup for merge-based algorithm on

CPU, and 10x speedup for TriCore on GPU.

3.4.1 TriCore Performance

This section studies the performance comparison of TriCore and three
state-of-the-art triangle counting projects including the ones both on CPUs
and GPUs. In specific, these three projects include one single GPU work —
Green et al. [31], and a single-node work — Shun et al. [72] and distributed
project — PDTL [29]. In terms of testbed, TriCore is evaluated with up to six
and two K40c and Titan X GPUs, respectively. Shun runs on both 28-core
and 48-core high end servers. PDTL is examined with up to six 16-core
Servers.

As shown in Figure 3.8] for a single K40c case, TriCore achieves 3.1x to
9.5x of (minimum on RD and maximum on KR2) and 5.9x average speedup

over Green et al on a single K40c GPU. The results show that TriCore

48



can bring considerable speedup on big graphs and graphs with skewed
distribution, although the benefit is smaller on small graphs such as RD
and WK. TriCore on a single K40c GPU achieves 0.87x to 5.7x (minimum
on RD and maximum on TW) and on average 2.5x speedup over Shun et al.
This is also 2.4x to 12.7x (minimum on TW and maximum on FB) and on
average 6.5x faster than PDTL.

For six K40c on a single machine, the speedups over the three related
project (Green, Shun and PDTL) increase to 24x, 9x and 23x correspond-
ingly. TriCore on six K40c GPUs achieves 1.3x to 6x (minimum on RD and
maximum on TW) and on average 2.6 x speedup over PDTL on 6 nodes each
with 16-core CPU.

TriCore achieves 1.6x to 4x of (minimum on RD and maximum on KR2)
and 2.2x average speedup over Green on a single Titan X GPU. We notice
that the speedup of TriCore over Green et al. declines from K40c to more
powerful Titan X GPUs. The reason is that Green et al. can only tackle
small graphs, for which TriCore already achieves good performance on a
K40c GPU. Therefore, more powerful Titan X GPU cannot add too much
benefits to TriCore for these small graphs. Figure |3.8| also suggests that
TriCore achieves higher speedups over Green et al. when the graph is larger.
Besides, TriCore on a single Titan X GPU achieves 2.7x to 22x (minimum
on RD and maximum on TW) and on average 8.5x speedup over Shun on
48-core. TriCore on two Titan X GPUs achieves 2.6x to 11x (minimum on
RD and maximum on TW) and averagely 4.4x speedup over PDTL on six

nodes.
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3.4.2 Comparisons with Graph Challenge Champions

This section compares TriCore against all the champions of graph chal-
lenge 2017 [1] which centers around two problem, triangle counting and
k-truss. We compare TriCore against all those projects focusing on triangle
counting [12] [85] 63]. Briefly, TCKK [85] exploits linear algebra kernels
to count triangles on a single machine, which installs E5-2698 v3 intel
CPU processor with 32-core and 512 gigabytes memory, with 64 threads.
Another work [12] (also referred as Nv) uses one Nvidia Titan X pascal GPU
(host CPU and RAM are not specified), more details can be found in [13].
The third work, Pearce et al. [63], exploits 256 machines, each of which
equips 24-core Intel E5-2695 v2 CPUs with 128 GB memory. Note, since
these projects are not open source, we directly cite their numbers from their
papers and all datasets are readily available from [1]. Figure presents
the performance of TriCore, Nv and TCKK on four Graph 500 datasets from
scale 22 to 25, and Twitter. TriCore outperforms all champions, e.g., 2.7 x
and 1.9x faster than Nv and TCKK, respectively.

196
90 B T T T T i
0T 3 TriCore =1 Nv B TCKK
E§ 60 7
§§ 30
re = i
20 30 ﬂ
1.7 E— — = [ 1 ,_\ [I ’_‘
scale22 scale23 scale24 scale25 T™W

Figure 3.9: TriCore vs Graph Challenge champions. Note, similarly to Nv,
the time of TriCore is on one Titan X GPU.

To compare against the champion in distributed system [63], we use two
merely GPUs. As shown in Table [3.5] [63] uses 256 compute nodes to finish
Twitter in 11.2 seconds while we use two GPUs to finish the same graph

within roughly comparable time, i.e., 13 seconds. Besides, our scalability
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Project TriCore TriCore-2GPU | Pearce et al. [63]
Runtime (second) | 24 13 11.2
Hardware 1 Titan X | 2 Titan X 256 nodes

Table 3.5: Runtime (second) of TriCore vs 2017 Graph Challenge champions
on Twitter graph.

T T T T T T T T T T
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Number of GPUs GPUs (logscale)
(a). Single node. (b). Multiple nodes.

Figure 3.10: Scalability of counting Twitter on GPUs installed in (a) single
machine, and (b) distributed system.

from one to two GPUs is 1.84 x.

3.4.3 Scalability

Figure [3.10(a) studies the scalability of TriCore across multiple GPUs
on a single machine on all middle sized graphs. Briefly, 6 GPUs bring, on
average, 4.4 x speedup across those graphs with 3.7x and 4.9x from KR2
and KR1 as the minimum and maximum speedup. In short, the runtime
decreases by 1.8x as the number of GPU doubles.

Figure [3.10(b) further evaluates TriCore’s capability of processing ex-
tremely large graphs with a collection (i.e., 1 - 32) of K20 GPUs in a cluster.
Note, since the MPI version uses dynamic scheduling and thus each node
decides which partition to load on the fly, the runtime includes the time
cost of loading data from disk. In particular, TriCore yields 24 x speedup

on average across these three large graphs with 16x and 30x of GSH and
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KR4 as the minimum and maximum speedups. This is a speedup of 1.9x
as the number of GPU doubles. It is worthy of noting that the sizes of these
three datasets in CSR format are 131GB, 75GB and 143GB, which are over

15x larger than the memory size of each K20 GPU which has 5GB memory.

3.5 Conclusion

This work presents TriCore, a scalable triangle counting system on
GPUs that is able to compute exact triangle counts on big graphs. TriCore
makes two main contributions, namely, a fast GPU-aware triangle counting
algorithm and a scalable framework to process very large graph on many
GPUs. As such, TriCore can process graphs which are orders of magnitude
larger than GPU memory sizes and achieve great scalability. Our evaluation
of TriCore on a number of graphs shows that TriCore can greatly outperform

existing endeavors including most recent champions in Graph Challenge.
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Chapter 4: TriP: 2D Graph Partitioning for GPU-based Triangle

Counting

Triangle counting is a fundamental component of graph algorithms which
can be used for various real- world applications such as social network
analysis, fraud detection and recommendation system. Recent researches
shows that GPU can achieved significant performance improvement for this
problem. However, GPU-based triangle counting approaches have difficulty
to process large graphs. GPUs has very limited memory sizes (3-24GB)
comparing to main memory of CPUs(16 to 512GB or even several TB), thus
even some graph can be in-memory processed by CPU could trigger an
out-of-memory failure on GPU. Since triangle counting typically require
all edges can be seen in memory, the size of graph can be processed is
limited to size of on GPU board memory. In light of growing graph datasets
of hundreds of GBs or TBs data, external-memory triangle counting is of
great importance when running on GPUs (graphics processing units) which
only have tens of GBs of on-board memory. In this chapter, we present TriP,
a set of external-memory based triangle counting algorithms which are able

to deliver high-performance parallel computation with good I/O complexity.

4.1 Proposed Algorithms

4.1.1 TriP 1-D Vertical Partitioning

The TriP 1-D vertical partitioning (TriP-1DV) cuts the adjacency matrix in
a column-wise manner. Unlike a horizontal partition whose source vertices
are the same, a vertical partition share the same destination vertices. Here

we use V" and G} to denote the vertex subsets and partitioned data in the
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Figure 4.1: An Example of 1-D Vertical Partitioning

CSR format. Specifically, we partition the vertex set V into the P number
of disjoint subsets {V*}, such that .Llj Vi=V and VNV =0 when i # j.
Each 1-D vertical partition Gj consils:tls of the in-edges of vertices in the
vertex set V¥, thus G} = {(v,w)|w € V/*'} where k € [0,P). Correspondingly, the
neighbor list is divided into P subsets N(u) = Llj Ni(u). Note that there is no
overlapping for any two neighbor lists reside 11;1: 1different partitions, in other
words, N;(u) \N;(v) =0 for any i # j.

An example of 1-D vertical partitioning is shown in Figure [4.1] In this
example, one partition contains all edges whose destination vertices belong
to V5 ={0,1,2,3}. Similarly the other partition for vV = {4,5,6,7}. Each
partition G} consists of the in-edges of the corresponding vertex subset.

One can build a column-wise begin position array to achieve 1-D vertical
partitioning. Here we use the begin position array {»(v)} to represent the
edge count in the first v columns of the adjacency matrix. Clearly, one can
search r; so that b(ry) = @, to ensure all partitions have an equal number
of edges. Algorithm 7| presents the partitioning algorithm.

The nice feature of this partitioning is that it guarantees that for any
intersection(u,v), if vertex w € N(u) "N(v), the two edge (u,w) and (v,w) will
belong to the same partition. Importantly, each intersection task N(u) NN (v)

used in triangle counting can now be divided into many smaller tasks,
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Algorithm 7 TriP-1DV: 1-D Vertical Partitioning Algorithm
Input: G = (V,E) in the CSR format, memory bound M

M‘—L\‘V\—I , o = 0

build the column-wise begin position array »*(v) = [{(u,w)|w < v}|

foreach i<~ 0 to P—2 do .
find the largest r;; that satisfy b*(r;y) < %
Vi={lrn <v<rig}

end for

foreach edge (#,v) € E do
find i thatveV;
write (u,v) to E;

end for

: output all G; = (V,E))

init: partition number P = |

—
H O ©XXNRE LN =

that is, S} for Ni(u) N"Ni(v) can be executed for the k-th partition. The local
subproblem S on kth partition can be defined as the triangles {A,,,,|w € V"}.
As shown in Figure [2.5(b), assuming w € V", as two in-edges ((u,w) and
(v,w)) of vertex w are in the in memory partition G;, one also needs to read
another partition that contains the base edge. Similarly, this can be done
in a streaming fashion with the help of a memory buffer.

In the example shown in Figure [4.1] the intersection of edge (4,5) can
find two common neighbors 3 and 6, which means two triangles A4 53 and
A4s56. In the new 1-D vertical partitioning algorithm, the base edge (4,5)
is streamed for both 1-D vertical partitions to find A4 53 in partition O and

A4 56 in partition 1.

Edge Streaming Buffer. While the in-memory partition is in the CSR
format, the algorithm also takes another input as the edge list of the graph.
Because the intersections by different edges are independent of each other,
one can assign one thread to process each edge in the streaming buffer in
parallel. This way, TriP will be able to support more concurrent workloads
than prior works [35] 29]. As we will show later, a simple buffer of SMB can

provide sufficient (1 million) edges for parallel processing.

55



Counting Algorithm. This approach ensures that one will get the correct
triangle count with the equivalent computational cost as in-memory pro-
cessing, as the total intersection tasks remain the same. The only difference
is that the tasks are divided into all the vertical partitions. With 1-D vertical
partitioning, only 1/P of all the edges are needed in memory at a given time.

Algorithm |8/ shows the pseudo code for the counting algorithm.

Algorithm 8 1-D Vertical Triangle Counting Algorithm on Local Partition i.
Input: G/ = (V,E;) in the CSR format, and edge list E
1: while Loading E to StreamingBuffer do

2: foreach (u,v) in StreamingBuffer in parallel do
3: count; += |N;(u) "N;(v)|;
4: end for

5: end while

I/0 cost of this approach is presented as the following Lemma [1}

Lemma 1. The I/O complexity of 1-D vertical partitioning is 0(%), under

the assumptions that [V| < ¥ and |V| < |E|.

Proof. Similar to 1-D horizontal partitioning, this approach of 1-D vertical
partitioning needs to load the whole graph once for each partition. Each
of the P partition needs % [/Os, and the partition number is under the
constraint that each of the partition can fit in memory, it is, P = 0(‘16—‘). Thus

the I/O complexity of 1-D vertical algorithm is 0(%). N

4.1.2 TriP 2-D Symmetric Aligned Partitioning

We believe that exploring one more dimension presents the opportunity
to reduce I/0 cost of 1-D vertical partitioning. Instead of focusing on one
local partition and streaming edges to count triangles, the 2-D partitioning
algorithm requires multiple partitions for each subproblem, which is defined

as a subset of all triangles.

56



o0/1]2[3]a|5]6]7 (0) (3) H
o[o[1]1]ofofo]o]o0 ‘ g g
1]0/o0[1]ofo0]o0]0 @O—®
2[ofofo[1]1]0o]0]0 @ @
sfofofofofofol10] 0 e
4]0/ 00 TJOIT][1]0 (3) ()
5/o[ofo[1fo]0]1]0

6/o/ofojoffo[o]o]o0 (a] @)
7[ofoJolofofo1]o0 (@ ) )

(c) Adjacency Matrix (b) Partitioned Graph

Figure 4.2: An Example of 2-D Partitioning

Formally, we define disjoint vertex set {V;} where .G Vi=Vand V,NV; =0
when i # jand i, j € [0,P;) (the total partition number ;’:; P, x P;). As aresult,
a 2-D partition contains all the edges whose source vertex and destination
vertex belong to the corresponding identical two subsets G; ; = {(u,v)|lu € V;,v
V;}. Each partition G; ; consists of edges whose source vertex belongs to V;
and destination vertex V;. An example of 2-D partitioning of P; =2 is shown
in Figure [4.2] The vertex set is partitioned into two subsets, Vy = {0,1,2,3}
and V; ={4,5,6,7}.

This 2-D partitioning (TriP-2DSA) generates symmetric and aligned parti-
tions. That is, on both the row-wise and column-wise dimension, we use an
identical set of partition vertices {r;} and vertex subsets {V;}. For simplicity,
we uses partition vertices r; = % to generate uniform vertex subsets, and
the pseudo code is shown in Algorithm [9]

In this approach, all three vertices in a triangle may belong to three
different partitions. Thus, the subproblem is define as S, ; x, which consists
of all triangles A,,,, with u €V;, veV; and w € V,. Correspondingly, the
three edges of such a triangle are in three 2-D CSR partitions, (u,v) € G, j,
(u,w) € Gix and (v,w) € Gj. For example, for the triangle A4 3¢ in Figure ,
the three vertices belong to vertex subsets V|, V) and V;. And the three edges

fall in three different partitions Ej o E;; and Ep ;.
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Algorithm 9 TriP-2DSA: Symmetric Aligned 2-D Partitioning Algorithm
Input: G = (V,E) in the CSR format, memory bound M

init: partition number P, = | |]EW—|} ri= %

foreach i< 0Oto P, -1 do
Vi={v|rn<v<ri}

end for

foreach edge (4,v) € E do
find i, jthatucV,andveV;
write (u,v) to E; ;

end for

output all G; ; = (V,E; )

©PXNa R LN =

Counting Algorithm. To find all triangles whose vertices belong to the
same vertex subsets, the three partitions have to reside in memory. Since it
uses three CSR partitions for each task, each partition can use M /3 memory
size. We present the pseudo code of the counting algorithm in Algorithm [10}
One can assume that each partition contains the sufficient numbers of
vertices and edges that far exceed the number of threads available in the
system. Further, the in-memory CSR partition used to provide base edges,
Gi j, can be replaced by using edge list streaming buffer, to provide sufficient

parallelism, and to further reduce the memory consumption as well.

Algorithm 10 proc(i, j,k): 2-D triangle counting algorithm for S; ; .

1: load G, G, Gj; to memory

2: foreach (u,v) € G; ; in parallel do

3: // Ni(u) from G, and Ni(v) from G|«
4 count += |N;(u) NN;(v)|;

5: end for

I/0 cost of this approach is shown in Lemma [2] It is important to note that

this I/0O cost is better than state-of-the-art disk based external memory
algorithm [35] by a factor of ‘5—‘

Lemma 2. The expected I/ O complexity of 2-D symmetric aligned partitioning
algorithm is O( %), under the assumptions that the graph has partition
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number Py = O(4/ ‘E|) and |V| < \/cM|E|.

Proof. The symmetric aligned partitioning exploits the locality of 2-D parti-
tioning to improve the memory usage in terms of I/O complexity. Assuming
there exists a partitioning that all P, x P, partitions that each of them can fit
in memory %4 each local task requires three partitions with at most M stor-
age. Consequently, the problem S of counting all the triangles can be divided
into P13 tasks {S; j«} with 0 <i, j,k < P;. Each task S; ; x accounts for counting
the triangle of A, ,,,, where u € V;, v € V; and w € V;. All edges are loaded exactly
Py times, and all elements in begin position array are loaded exactly P? times

P! \V\)

from disk, takes O(Pl‘E‘ + I/0 cost. With the assumptions P; = O(y/ %)

and\V\<\/cM|E,O(P‘JQE‘):0(|%5) and o(ZV)) = ‘E”V')<0('%?Thus,2-D

partition can achieve the optimal I/O complexity O(‘\IﬂB) O

In 2-D partitioning algorithms we introduce the small vertex count
assumption |V| < \/cM|E| to guarantee the begin position array is also smaller
than ¢’M for partition P, = 0(\/|?| ), i =1,2. Note that if the assumption does
not hold, we have two corollaries. (1) If the graph partitions is stored in the
CSR format, the partition number P, increases from 0(\/@ ) to O(M). As a
consequence, the I/O complexity of the algorithm goes up to O( ‘EHV‘) (2) If
the graph partitions is stored without the begin position array (e.g., edge
list), the I/O complexity stays the same.

4.1.3 Challenge of Symmetric 2-D Partitioning: Meeting the Memory
Bound

The challenge of meeting the memory bound remains, because with real-
world (power-law) graphs, chances are one of the partitions would contain a

majority of the edges of the graph, likely exceeding the size of main memory.
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For example, in Figure [2.1] the ideal size of the balanced partition should
be three for four partitions. If the memory could hold only three edges, this
implies two larger partitions would run out of memory.

In practice, both horizontal and vertical 1-D partitioning can divide the
vertex set in a way to produce balanced (equal-sized) partitions, as shown
in Algorithm [4] and Algorithm [7] However, this balancing approach does
not work for 2-D partitioning. Even though we have balanced row-wise
and column-wise partitioning, the sizes of all 2-D partitions are still not
balanced, as the edges are not evenly distributed in power-law graphs.

Not meeting the memory bound can hurt the I/O performance of the
external memory counting. Recall that the I/O complexity is estimated by
assuming that all data partitions have the same size. The minimal partition
number P is calculated by using the constraint that every partition fits in
M memory space, dividing the graph size |E| by M. As a consequence, if the
memory bound were not met, one would expect a larger partition number
than the ideal P, which in turn would lead to more I/O transactions.

Worst, there is no easy approach to find a larger partition number to
satisfy a certain memory bound. No matter if the partition vertices r; are
uniformly set or found by Algorithm [5 and [8 which utilize the begin position
array to make 1-D partitions within a memory bound, the edge count in
each of 2-D partitions is not known until all edges are scanned once and
classified by a set of {r;}. Therefore any set of partition vertices cannot

guarantee that all partitions satisfy memory bound.

4.2 Optimizations for modified TriP algorithms

In this section, we first present asymmetric partitioning to address the

challenge of meeting the memory bound. Because symmetric 2-D partitions
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are not balanced, this approach uses a dual partitioning model which
generates a set of asymmetric CSR partitions and the corresponding edge
list partitions.

In addition, we design a non-aligned partitioning algorithm, TriP-2DNA,
which produces balanced partitions, at the cost of losing row-wise align-
ment of partitioning, and requires multiple sets of edge list partitions. We
demonstrate that it achieves the I/O complexity of 0(%), the same with
TriP symmetric aligned 2-D algorithm. To the best of our knowledge, this is
the first algorithm that achieves the optimal I/O complexity while satisfying
the memory bound.

Furthermore, we develops a new heuristic partitioning algorithm, TriP-
2DX, to produce aligned partitions. These partitions are not fully balanced,
thus resulting in slightly larger I/O cost than TriP-2DNA. But this ap-
proach removes the need of processing and storing multiple sets of edge list

partitions.

4.2.1 Using Asymmetric CSR Partition for Triangle Counting

Asymmetric CSR partitioning. Unlike symmetric 2-D partitioning that
has one identical set of partition vertices, asymmetric partitioning uses two
sets of partition vertices, {r;} and {r}}, to partition the CSR on the row-wise
and column-wise respectively. This generates two different vertex subsets,
{Vi} and {V/’}, so that G;; = {(u,v)|u € V;,v € V'}. Given the partition numbers
Py and P, this partitioning can be done in two steps by using Algorithm
and Algorithm 4] An example of asymmetric 2-D partitioning is shown in
Figure [4.3(a).

Dual partitioning. This method needs a new counting algorithm, because

now one cannot guarantees three CSR partitions cover all triangles of a
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Figure 4.3: (a) and (b) illustrate dual partition: asymmetric CSR partitioning
and corresponding edge list partition, with an example of using two CSR
partitions and one edge list partition to work for one subtask. (c) TriP-2DNA
non-aligned partitioning on CSR, each partition has equal size, however, row-
wise cut is not aligned. (d), TriP-2DX, a partitioning algorithm to produce
aligned asymmetric CSR partitions that all of them are smaller than memory
bound.

subproblem. Recall that in symmetric 2-D algorithm, two partitions G;
and G, (i = j is a special case) are used to provide starboard edges and port
edges of a triangle, while another partition G; ; provides the base edge. With
asymmetric partitioning, each pair of G;; and G7, can support a subset of
partial intersection tasks (u,v) that u € V; and v € V;. To cooperate with the
two CSR partitions G}, and G}, only a subset of base edges E; ; = {(u,v)|u €
Vi,v € V;} should be sent to this subproblem. Thus we need to also partition
the edge list accordingly, as shown in Figure [4.3|b). Because which base
edges or intersections are supported by a CSR partition is decided by its
row-wise location, the row-wise partition vertices {r;} is used to divide the
edge list on both dimension symmetrically.

The pseudo code is shown in Algorithm|[I'1] Giving two sets of partitioning
vertices {r;} and {r;}, and the corresponding vertex subsets {V;} and {V/"}, we
have asymmetric 2-D CSR partitioning G;, and edge list partitioning E; ; as
the inputs. The subproblem can be defined by S; j = {Ay,,wlu € Vi,veV;,we
V;}. To support the computation of subproblem S; ; ., two CSR partitions

G}y. G}, and one edge list partition E; ; is needed in memory.
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Algorithm 11 proc(i, j,k): TriP triangle counting algorithm for S; ; » on asym-
metric 2-D partitioned data.

1: load G}, G, to memory

2: while E; ; is not empty do

3: streaming E; ; into Ebuffer
4 foreach (u,v) € Ep ., in parallel do

5 // Ni(u) from G}, and Ni(v) from G7,
6: count += |N;(u),N;(v)|;
7
8:

end for
end while

4.2.2 TriP-2DNA: Non-Aligned Partitioning

To achieve 2-D CSR partitions with equal sizes, we decompose the par-
titioning process into two steps: vertical partitioning and then horizontal
partitioning. As we discussed previously, both 1-D vertical and horizontal
partitioning algorithm can generate balanced partitions.

In general, both partitioning algorithms have two main steps. First, they
can quickly identify the partition vertices {r;} (or multiple sets of partition
vertices for 2-D partitioning algorithms), which incurs very small cost as we
will show later. In this step, we use the memory size M to calculate partition
number P in Algorithm 2 and 4. Second, they scan the CSR again, and
write the edges to CSR partitions, given the all partition vertices {r;}. This
takes O(|E|) I/Os. The whole process can be done by using a linear number
of disk I/Os without any constraint from memory size M. Note that when
executing Algorithm 4 as the first step, the vertical partition number P, is
calculated by a different approach. Further, since each of the 1-D partitions
will be further partitioned, it does not need to satisfy the memory bound.

The idea is shown in Figure [4.3]c). Initially the CSR (shown as adjacency
matrix) is partitioned into left and right blocks with roughly E—' edges, and

then both left and right blocks are partitioned into three blocks where each
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of them has @ edges. However, when further horizontally partitioning the
two blocks, we may cut them at different rows to ensure the 2-D partitions
have equal size. Thus we name this approach as non-aligned partitioning.

To address this problem, we make a slight modification on the exter-
nal counting algorithm based on Algorithm [I1] Here each of the vertical
partitioned blocks requires one set of edge list partitions to support the
subproblems. As a result, we need to generate multiple sets of edge list
partitions.

Specifically, we first vertically partition the input graph G into N, balanced
partitions {G;} that contains edges {(u,v)|v € V'}. Next, we further horizon-
tally partition each G; into N, partitions G;; with edges {(u,v)lu € VF,v € V;'}.
In the second step, we generate N, sets of distinct partition vertex {V¥} that
0<k<NM,.

We define a subproblem S; ;; as {Ay,w|w € Vi,ueVive Vf}. To cooperate
with the CSR 2-D partitions, N, copies of different edge list 2-D partitions
{Ef;} are required, where Ef; = {(u,v)|u € V¥,v € V{}. This partitioning algo-
rithm is described in Algorithm [I2] The counting algorithm used here is
almost identical to Algorithm [I1] with the only difference of replacing each
E;; by Ef;.

Algorithm 12 TriP-2DNA: 2-D Non-Aligned Partitioning Algorithm
Input: G = (V,E) in the CSR format, P, and P,

1: //first step: vertical partitioning

2: vertically partition G into {G;} using Algorithm [7
3: //second step: horizontal partitioning
4
5

: foreach k do

: horizontally partition G; into {G;,}, at partition vertices {r;s}, using
Algorithm [5]

return all G;, and r;

7: end for

@

It is worthy noting that for TriP-2DNA, the computation cost and total
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Algorithm 13 proc(i, j,k): Tri algorithm with non-aligned partitioning for
S ik

1: load Gj, Gj to memory

2: while E; ; is not empty do

3: streaming E; ; into Ep,frer
4 foreach (u,v) € Ep,yy.r in parallel do

5 // N(u) from G} and Ni(v) from G7,
6: count += |N;(u) " N;(v)|;
7
8

end for
- end while

I/0 transactions needed by all subproblems remain the same as the afore-
mentioned 2D algorithm. However, to generate each single copy of edge list
2-D partitioning uses O(|E|) I/O and computational cost, and each copy
takes O(|E|) disk space.

I/0 complexity. We analyze the I/O cost of TriP-2DNA as follows.

Theorem 1. The I/O complexity of the 2-D non-aligned (TriP-2DNA) triangle

counting algorithm is O( ‘5}4 ), with the assumption |V| < \/cM|E|.

Proof. Given the partition numbers P, and P, if the CSR is divided into
Py x P, partitions each of which can fit in memory, we first discuss the I/O
cost of triangle counting using the TriP-2DNA algorithm described above.
As described in Algorithm 8, for all P;?>P;, subproblems in total, each edge
in the adjacency list is loaded for P, times, while each entry in the begin
position is loaded for P; x P, times. In addition, the edge list is loaded for P,

times. Consider all these are sequential I/0O, the triangle counting takes

(Pl[gw' + P‘ILE‘ + ZP%JE') I/Os in total. Note that each edge in the edge list takes
the double space of an edge in CSR.
Here if P, and P, are O(4/ E ‘) with the assumption |V| < y/cM|E|, we can

65



get

PPV| P|E]| N 2P|E|

Ty =
EllV E 1.5 E 1.5
_ 0(! Vi 1EF- | JE] )
MB ~ /MB /MB
ot (4.1)
- 'VMB '
Now we explain how to obtain the partitions with partition number O( %)

to satisfy the memory bound M. Using the algorithm 4, we can simply set
P = C‘% with any constant c;, to get 1-D balanced partitions G; each with
V| + % space. In the normal case it is not limited by memory size M, and
can be done by using O(|E|/B) 1/O cost.

Then we further partition each G; using Algorithm 2. In this step we
still targeting a horizontal partition number P, satisfy 0(\/@ ). To obtain P,
balanced partitions each of which can fit in memory % we need to make sure
that the largest out-degree in G} is can fit in this memory size. To achieve
this, we add a constraint in phase of 1-D vertical partitioning, that the vertex

subset |V| < ¢cM. On the worst case it makes column partition number P, at

most c‘% larger. With the assumption |V| < \/cM|E|, P, is still under O( %),

which ensures that the overall I/O complexity is not changed.

To calculate the total I/O cost, we need to add the cost of one CSR
partitioning, which is O(|E|/B), and the cost of edge list partitioning, which
is P, X |[E|/B= 0(\/% x |E|/B). As a result, the I/O complexity of partitioning

. |E|1‘5
phase is O(W). N
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4.2.3 TriP-2DX: Heuristic Aligned partitioning algorithm

The TriP-2DNA algorithm can be seen as an ideal case of 2-D partitioning
in terms of external memory triangle computation. It can provide fully
balanced 2-D partitions, with optimal row-wise and column-wise partition
numbers. However, it requires multiple sets of edge list partitions, this pays
non-trivial pre-processing and disk storage cost.

To avoid this penalty, we propose TriP-2DX, a new algorithm of heuristic
based aligned 2-D partitioning as shown in Figure 4.3|d). In this method,
the balanced 1-D vertical partitioning is still used as the first step. In stead
of pursuing balanced partitions, we focus on creating aligned, dynamic
horizontal partitioning so that each of the CSR partitions satisfies the
memory bound. We use a one-cut strategy, to make sure all P, CSR partitions
created by current row-wise cut can fit in memory size cM. Thus the partition
number P; is determined by the end of partitioning process.

We use the 1-D vertical partitions of graph as the input. The out 2-
D partitions are aligned and share one set of partition vertices {r;}. We
start from ry) =0, to gradually determine each r; until reaching the last one.
Figure [4.3(d) shows an example of the procedure to calculate r; based on
ri.—1. First we use M* to denote the adjusted memory bound, to represent
the memory size for each partition, based on memory bound M and how
many partitions are presented in memory at one time. In each of the 1-D
vertical partitions G}, we search the begin position array of the partition to
find ry; that can potentially satisfy the adjusted memory bound. Next we set
the next partition vertex r; to the minimal of them, to get a common next
partition vertex, so that every vertical partition slice will satisfy that adjusted
memory bound. That is, ry; for vertex subset Vi ; = {ri_1,r—1+1,...,r,— 1} and

partition G;; = {(u,v)|u € Vi;,v € V' } will satisfy the condition |G;;| < M*. The
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edge count of partition i from row r;_; to ry; is equal to Mx. After we calculate
ry,; for all partition i, so that ry = min{r;;}. At each step we reduce the region
and edge count of not yet partitioned portion. The process finishes when
all edges are divided into a partition. The pseudo code is described in
Algorithm [14]

It is worthy noting that TriP-2DX does not produce balanced partitions.
As shown in Theorem [I] balanced partition is not necessary to achieve the
optimal I/O complexity. A weaker sufficient condition is that both P, and P,
satisfy O( |]EW—|) The partition number P, may be greater than O( |Ab;—|) and
thus change the I/O complexity. In the worst case, each round search for

next r; only consumes M edges, reducing P, = O(fl—‘) and I/0 complexity to

0(%). Thus, the average case I/O complexity is still O (%)-

Algorithm 14 TriP-2DX: Heuristic 2-D Aligned Partitioning Algorithm

Input: G= (V,E) in the CSR format with its begin position array »(), adjusted
memory bound M*

1: init: calculate optimized partition number P;, P;.
2: //first step: vertical partitioning

3: vertically partition G into {G;} using Algorithm [7
4: //second step: horizontal partitioning

5. k=1,r9=0

6: while r; < |V| do

7: foreach i< 1 to P—1 do

8: search ki that bk(l’kﬂ') - bk(l’ifl) <M*

9: end for
10: rr = min ki
11: k++
12: end while
13: Pp=i
14: generate {G,;} according to {r}
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4.3 Evaluation

TriP is implemented in 2,000 lines of C++ code and uses openmp and mpi
to support parallel computation. In this chapter we evaluate and compare
TriP with existing in-memory and external memory triangle algorithms. In
particular, we will evaluate three TriP algorithms including our 1-D vertical
algorithm (TriP-1DV), TriP 2-D non-aligned algorithm (TriP-2DNA), and TriP
2-D heuristic algorithm (TriP-2DX).

Table lists the datasets used in this project. The first category
contains the graphs smaller than 20GBs. The real datasets we used in
experiments include two twitter follower graphs and social network graphs —
friendster, orkut and facebook. The second category contains larger graphs
on the order of 100 GBs, including two synthetic graphs, Kronecker scale
30 and 31, each with average degree of 16, as well as a web graph gsh.

The experiments are conducted on a cluster system, where each node
has one NVIDIA K20 GPU, dual Intel Xeon E-2620 2.0GHz 6-core processor,
and 128 gigabytes memory. We run in-house GPU-based implementation
on the cluster, as well as a CPU-based triangle counting algorithm on a
single Xeon node in the cluster. It is worthy noting that our CPU-based
algorithm, when running in-memory, can outperform a recent work [72] by

up to 19x. Note that in our environment the disk sector size B is 512 bytes.

4.3.1 I/0 Cost

We measure the I/O block counts of all proposed algorithms under
different memory settings. For each dataset, we set the memory size from
1% to 20% of the graph size, to demonstrate the results of using small

memory size to work on large graphs. Since the I/O time depends on both
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Table 4.1: Graph Datasets

Name Abbr. | |V| |E| Size (GB)
Facebook FB 96,079,681 620,502,881 3

Orkut OR 8,730,857 327,036,486 1.4
Twitter ™ 41,652,230 1,202,513,046 | 9

Twitter MPI | TW2 | 52,579,682 1,614,106,187 | 13
Friendster | FR 68,349,466 1,811,849,342 14
Gsh-2015 GSH | 988,490,691 33,274,090,228 | 132
Kron-30-16 | KR1 1,073,741,824 | 17,022,115,838 | 72
Kron-31-16 | KR2 | 2,147,483,648 | 34,101,759,806 | 143

the complexity and system I/O behavior, we use the number of I/Os as a
performance indicator of the algorithms.

The results of all three TriP counting algorithms are shown in Figure [4.4]
TriP-2DNA algorithm has slope of 0.51, and TriP-2DX algorithm has slope
of 0.59, which means that with half of the memory, the I/O block count
increases by 2°°! ~ 1.4 and 2% ~ 1.5 times respectively. Put it another way,
this also reveals the trend of running bigger graphs with fixed memory
size. Every time when data size is doubled, the 1/O block count of TriP-2DX
increase 2 x 2°° times. In comparison, the algorithms using 1-D partitioning
MGT has slope of 0.94, i.e., faster I/O scaling rate of 2°%* ~ 1.9. Our 1-D
vertical algorithm should have slope close to 1, however, it needs to store
a begin position array which takes the size of |V| for each partition, thus
cannot work for small memory setup when M < |V|. And when M is close

to |V

, the slope becomes much bigger than normal case. In comparison,

TriP-2DX takes averagely 25% more 1/O cost than TriP-2DNA.

4.3.2 Computation cost

We also measure the computation time of TriP-2DNA and TriP-2DX

algorithms on all the datasets. This test is done by varying the memory
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Figure 4.4: 1/0O Counts of TriP Algorithms

bound on the Xeon machine. The results shown in Figure 4.5 The first
point with 100% memory in each set reports the runtime of in-memory
triangle counting and is used as the baseline. Clearly, a flat line, that is, as
close to the baseline, indicates an efficient counting on external memory.
TriP-1DV computation runs average 1.2x slower than in-memory. Both
TriP-2DNA and TriP-2DX perform similarly, around 1.1x on average. Note
that 1-D vertical algorithm can only run on memory settings where the
begin position arrays with size |V| can fit in. In conclusion, the computation

time of all algorithms keeps stable within a very small performance loss.
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Figure 4.5: Computation Time of TriP Algorithms

4.3.3 Comparison with State-of-the-Art

We first compare the overall runtime of TriP on all datasets against two
recent projects MGT, PDTL and PS. In this test the TriP-2DX, the heuristic
partitioning version, is used, and all algorithms are executed on Xeon. MGT
is running in sequential while all other implementations are run with 12

threads. For each dataset, we vary the memory size from 1% to 20% of the
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graph size. Since [60] shows no experimental studies and we cannot find
any public implement of PS algorithm, we implement Pagh and Silvestri’s
cache-aware algorithm using oriented graph as input, and enumerating
triangles on partitions in memory using the approach described in [60]

(Section 2.1, step 3) and [35] (Section 4.2, CPU-Implementation of Step 2).
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Figure 4.6: Comparison of TriP, MGT, and PDTL

The results are in Figure 4.6, The overall runtime of all three imple-
mentations include computation time and I/0O time. MGT and PDTL use
majority time on computation under memory setting of 20%. As the memory
size decreases, the total computation time should be stable while the I/0O
cost goes up. TriP-2DX achieves speedup mainly from computation time on
bigger memory settings, and the speedup keep increasing as memory size
decreases, because of its lower 1/O scaling rate. PDTL allocate memory to
store a partition by each thread, and suffer from high I/O cost and workload

imbalance. Note that for small memory settings, PDTL experiences a high
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I/0 time cost and may not finish within a given time limit (missing values in
Figure [4.6). Further, we cannot make PDTL to scale on distributed system
environment. We observe that only one of the nodes read data from disk,
and send data to other nodes through network. Data transferring is the
performance bottleneck of running on multiple nodes, the results shows
sending data to other nodes takes the majority of total time cost, and the this
time cost is proportional to the number of nodes need to send data. Thus, it
is not benefit from network file system of modern clusters, and requires high
throughput network to achieve expected performance. PS algorithm also
has missing values because the color number need to be round to power of
2. Besides, the counting approach performs poorly when the partitions has
large out-degrees, which makes performance of PS algorithm even better on
small memory bound. TriP achieves 2.5-12x and averagely 6.7 x speedup
over PDTL, 6-18x and averagely 15.8 speedup over MGT, and 2.2-5.7x and
averagely 4 x speedup over PS algorithm on all datasets. When the memory
size is relatively large, MGT and PDTL spend most time in computation.
On the other hand, PS performs bad because of the inefficient counting
approach under the circumstance of lacking of adjacency lists data format.
ing oriented graph as input, and test it on memory size equals to 20% of
the data size, on 12 threads.

We also compare the runtime of TriP against OPT [47]. As we cannot find
obtain a public implement of [47] to compare with OPT, we use the numbers
reported by the paper, and test TriP-2DX on same datasets. We set memory
size equals to 15% of graph size, and run TriP on 6 cores, as same as tests
in [47]. TriP-2DX achieves 1.54-4x and averagely 2.4x speedup over OPT

on three datasets livejournal, orkut, and twitter.
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4.3.4 Partitioning Algorithm Runtime

We test runtime of all TriP partitioning algorithms: TriP-1DV, TriP-2DNA
and TriP-2DX. All of them are run with 12 threads and the memory bound of
partitioning algorithms equal to 20% of graph sizes. The result are presented
in Figure[4.7] The 1-D vertical partitioning is used as a step of the other 2-D
partitioning algorithms. The partitioning algorithms mainly read and write
the graph data for one to several passes, thus the runtime are highly related
to data size. TriP-1DV takes averagely 9 seconds on all datasets, while
TriP-2DNA takes 440 seconds, and TriP-2DX takes 160 seconds. Overall,
TriP-2DX saves 63% pre-processing time of TriP-2DNA, which demonstrates
that the heuristic algorithm TriP-2DX can greatly speed up the partitioning.

4.3.5 Scalability

GPU is used to accelerate graph processing, including triangle count-
ing [31], for its parallel computational capacity and memory bandwidth [87,
34, [51]. TriP algorithms provide excellent support for GPU-based triangle
counting through (1) edge-centric processing for fine-grained parallelism,

(2) minimizing the workload imbalance across intra-warp threads as in
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prior work [31]; and (3) edge streaming buffer which with small memory
cost enables full utilization of thousands of GPU cores. The scalability
test is done on the GPU cluster, where we pair TriP-2DX external memory
algorithm with a GPU-based counting algorithm. Figure 4.8 shows the
scalability using 1 to 32 machines, each of which has one GPU installed.
With good load balancing, TriP is able to achieve excellent scalability, that
is, doubling GPU counts reduces the computation time almost by half (with
a scope of 0.92). Running on 32 GPUs is significantly faster. Kronecker
scale-30 graph takes only about 10 minutes on 32 GPUs, compared to over
10 hours using 12 CPU threads. Please refer to [38] for additional details

on GPU implementation.

4.4 Conclusion

In conclusion, TriP is a 2-D partition-based external memory algorithm
designed to enable efficient GPU-based triangle counting on large graphs.
In particular, we investigate dual and asymmetrical 2-D partitioning ap-
proaches, and develop several practical algorithms that deliver high paral-

lelism and optimal I/O complexity. Our evaluation shows that TriP is able
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to achieve averagely 15.8 times speedup over the state-of-the-art sequential

implementation, and 6.7 times over parallel solutions.
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Chapter 5: TriX: A Scalable Solution For HPEC Graph Challenge

The Defense Advanced Research Projects Agency’s (DARPA) Hierarchical
Identify Verify Exploit (HIVE) program plans to build a powerful processor to
address the challenges in graph analytics. At the same time, it is hosting a
graph challenge competition seeking innovative graph analytics approaches
from diverse communities.

In this chapter we present Trix, a highly scalable GPU- based frame-
work for triangle counting, which can work in many system configurations.
TriX achieves outstanding performance on a wide range of datasets pro-
vided by HPEC Graph Challenge [68] and won finalist award 2017 [38] and

championship award on 2018 [39].

5.1 Overview

In this work we aim to use multiple GPUs on a distributed system to
provide fast triangle counting on big graphs. To achieve the goal, there
are several challenges that we need to address. First, GPU memory size is
limited (up to about ten gigabytes) and hard to hold the whole dataset for
big graphs. Second, current GPU-based triangle counting algorithm uses
the merge-based intersection (which is used on CPUs) and fails to achieve
very good performance.

While several external memory triangle counting algorithms [35, 29|, [5]
are proposed before, they run with a fixed memory bound, which cannot
support distributed GPU-based triangle counting. For example, GPU-based
triangle counting requires edge-centric parallelization to mitigate intra-warp

workload imbalance which could lead to heavy divergence penalty [40]. Fur-
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ther, state-of-the-art external memory works use a streaming approach
which support only a small proportion of work at any time, thus cannot
saturate thousands of cores of a GPU. In addition, the scalability of existing
external algorithms on distributed system suffers from workload imbal-
ance, and since each task is tied to one partition, a distributed system
implementation cannot directly enjoy dynamic scheduling for workload
balancing.

The triangle counting algorithm intersects the neighbor lists of two
endpoints from each query edge to identify the triangles in a graph. To
achieve high-performance triangle counting on GPUs, neither of the following

designs is dispensable:

1. In pursuit of workload balancing, we often adopt edge centric triangle
counting algorithm [40], that is, we use the edge list format of the
graph to provide the query edge while compressed sparse row (CSR)
representation for the access of the neighbor lists of the two endpoints

from the query edge.

2. To reduce the time complexity, orientation [72] is exploited to remove
half of the edges from the undirected version of the graph. In short,
for each pair of undirected edges, orientation deletes the one edge that
leads to the larger difference in out degrees between the two endpoints,

which proves to reduce the complexity [72, [63].

TriX is designed to be a highly scalable system that can work in many
system configuration from a shared memory system to distributed memory
system utilizing the available GPUs and disks. It has two main components,
2-D partitioning for external memory algorithm, and GPU-based intersection.

First, the 2-D partitioning algorithm divides the triangle counting task

78



Process 0 Process k

ye GPU

{Parallel Binary Search} ary Search} {Paraliel Binary Search} {Parallel Binary Search;
) D =0
PG ) CJ)

GPU GPU

Partition  Ring
Buffer Buffer

[HH |||||||---}

CSR Partitions Edge List Partitions
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into multiple subtasks. Each of the subtasks is an in-memory triangle
counting instance that can be executed on one GPU, and requires two
CSR partitions and one edge list partition to be loaded to the GPU memory.
Second, for each sub-task instance on GPU, we design a GPU specific binary
search based intersection to optimize memory access pattern and intra-warp
parallelization.

Note that our proposed external memory algorithm can support edge-
centric parallelization through edge list streaming buffer and each sub-task
can saturate GPU computation power. On the coarse grainularity, the
number of subtasks for the proposed external memory algorithm is larger
than the task number of state-of-the-art external memory algorithm, which
can enjoy almost perfect scalability through dynamic load balancing. It also
achieves better I/O complexity. Figure [5.1|shows the high level design of
TriX.

The state-of-the-art GPU-based triangle counting design [38], [40] comes
with two techniques, that is, the binary search-based intersection, and the
I/0 efficient dual partition method. In particular, binary search-based inter-
section outperforms the mainstream merge path-based practice stemming
from the fact that binary search-based intersection presents better memory

access pattern atop GPUSs’ single instruction multiple data (SIMD) architec-
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Computer and dataset | #GPUs | CPU memory space (GB) |

Amazon EC2 8V100 | 418
Google Cloud 8 V100 | 624
Microsoft Azure 4 V100 | 448
SDSC Comet 4 P100 | 128
Kron30 dataset - 64

Kron31 dataset - 128
Gsh dataset - 124

Table 5.1: #GPUs and the corresponding CPU memory space of each server,
as well as the big graph sizes. Note, the space consumption of the graph
comes from both the edge list and CSR formats. We use 4-byte to store the
vertex ID while 8-byte for the offsets.
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l:lﬁ [ aeu || || cpu: | s T
- £ 3 £ 3 — — = =
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CPU: | ||| cPy; CPU | |™ CPU,
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7 " i Diski Diski Diskn
Partition  Partition Disk1 Disk. M Dl:.h 1| | M I:f(l | | Machi | |M i |
set 1 set2 \_Machine1 | | Machine 2 ) \_Machine1 ) {_Machinei ) \_Machinej ) {_Machinen )
Workload balance group 1 Workload balance group 2
(a) Graph with four partitions (b) Previous approach (c) Current approach

Figure 5.2: For (a) graph with four partitions, we group them into two
partition sets. (b) Previous approach stores the entire graph in the disk for
each GPU card. In contrast, (c) Current approach buffers each partition
set in CPU memory to avoid slow disk to CPU memory data movement.
Note, each server maintains a partition set instead of single partition for
the purpose of ease of workload stealing.

ture. The second technique advances the traditional 2-D partition [52] for
CSR representation of the graph for workload balancing. In addition, since
most triangle counting work often exploits both CSR and edge list to count
triangles, this dual partitioning method further splits the edge list to meet
the partitions that are conducted atop CSR [40].

Despite the existing designs significantly boost the performance of trian-
gle counting on GPUs, the key observation of this paper is that contemporary

GPU servers install a collection of extremely powerful GPUs on a single
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machine. Consequently, conventional designs [38) [40] face the looming
crisis that loading graph partitions from secondary storage (e.g., disk) to
the CPU memory and further to GPUs may fail to catch up the processing
capability of such an array of powerful GPUs. Fortunately, as shown in
Table [5.1] those powerful servers also equip considerable CPU memories,
which can hold virtually all the big graphs. Therefore, we propose a workload
balance group based buffering mechanism that exploits the CPU memory to
cache the set of graph partitions of interest in the CPU memory to meet the
speed needs on data provisioning from those attached GPUs. The detailed

descriptions are presented in Section and Figure [5.2]

5.2 Workload Balance Group Design

Figure compares the system designs of [38, [40] and our current
approach. In particular, assuming the I/0 efficient dual partition method
splits the graph into four parts with roughly similar amount of edges. That
is the yellow rectangles in Figure [5.2(a). Previous approach [38], as shown
in Figure [5.2(b), simply stores the entire graph in the secondary storage
disk for every participating server. During computation, each machine, on
demand, loads the required partitions from disk to CPU memory and further
to GPU in order to count triangle. Once workload imbalance surfaces, any
GPU on any server can help tackle that problem resulting from the fact that
each server maintains the entire copy of the graph. The issue of limited
secondary storage bandwidth was not surfaced in TriCore [40] which only
installs one relatively weak GPU on a server.

However, as shown in Table [5.1] mainstream cloud providers and super-
computers tend to attach a collection of super powerful GPUs (e.g., NVIDIA

V100 GPUs) on each server. That is, the collective processing capabilities of
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all GPUs on one machine will reach a level that the aggregated throughput
from the disks fails to satisfy. In this setting, disk bandwidth immediately
becomes the major bottleneck for triangle counting which is also evident by
(1) from Figure |5.5|

To tackle this problem, we proposes to buffer the graph in the CPU
memory so that moving data to GPU takes shorter time, thanks to the fact
that contemporary servers also equip substantial amount of CPU memories
that can hold a large portion of, if not the entire, graph.

Figure [5.2]c) illustrates our current design. In particular, we attempt to
split the servers into workload balancing groups. As suggested by the name,
this method allows each machine to address workload imbalance issues
inside of the group. For instance, in Figure [5.2|c), we divide the graph into
two partition groups. Next, the servers in workload balance group 1 are
responsible for the partition group 1 of the graph while workload balance
group 2 for partition group 2, and so on. This design can support graphs
that are larger than the CPU memory because each server only needs to
hold one partition group of the graph. If workload imbalance issue arises,
all the servers from the same workload balance group can help alleviate the

problem.

5.3 K-Truss

K-truss is defined as a subgraph, derived from the original graph where
each edge has at least k —2 triangles. For example, a k-clique is a k-truss.
K-truss is strongly related to triangle counting algorithm, and its implemen-
tation is always based on triangle counting algorithms.

The conventional k-truss algorithm iteratively performs two steps: (1)

count the triangles for each edge, and (2) remove all edges from the graph
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Table 5.2: Graph Specification and performance. The performance numbers
for smaller graph are reported for 1 GPU only. Others are reported for 32
GPUs.

Name Description 4l |E| Triangles Time(s) MTEPS
email-EuAll Email network 265,215 364,481 267,313 0.003009 121.12
soc-Epinions1 ‘Who-trusts-whom network 75,880 405,740 1,624,481 0.004831 84.08
flickrEdges Image relationships on Flickr 105,939 2,316,948 107,987,357 0.004825 32.59
RoadNet Road network of California 1,965,207 2,766,607 120,676 0.019698 140.45
graph500 Synthetic 174,148 3,800,348 82,287,285 0.126783 29.98
cit-Patents Citation network 3,774,769 16,518,947 7,515,023 0.128075 128.98
Orkut Orkut online social network 8,730,857 327,036,486 223,127,577 10.65 30.70
Kron-25-16 Synthetic (scale 25, degree 16) 33,554,432 523,611,003 22,535,831,016 72 7.27
Friendster Friendster online social network 68,349,466 1,811,849,342 4,176,922,719 17.12 70.25
Twitter MPI Twitter follower connection 52,579,682 1,614,106,187 55,428,217,664 43.51 41.64
Gsh-2015 WebGraph Dataset 988,490,691 33,274,090,228 1,784,146,861,411 2,029.03 16.40
Kron-30-16 Synthetic (scale 30, degree 16) 1,073,741,824 17,022,115,838 2,306,560,594,152 736.43 23.11
Kron-31-16 Synthetic (scale 31, degree 16) 2,147,483,648 34,101,759,806 1,074,908,326,232 2,079.33 16.40

whose triangle count is less than k£ —2, until it converges [20]. One can see
that the major task of a k-truss algorithm consists of counting triangles for
edges iteratively.

A reverse approach is also possible, that is, instead of counting the
triangles for whole updated graph in each iteration, decrement the triangle
count of each removed edge in each iteration. Considering that the number
of newly removed edges are typically smaller than the number of remaining
edges in the graph, the latter approach may bring overall considerable
speedup in k-truss counting. However, there are two main bottlenecks in
the latter approach. First, undirected input graph is used which leads
to low efficiency on counting the triangles on the original graph. As we
mentioned earlier, using oriented graph to count triangles bring extra-
ordinary speedup, which current k-truss algorithm does not use and leads
to at least one order of magnitude slow down. Second, k-truss takes heavy
space cost. It consumes large amount of memory size (|E|) to store support
number of all edges. Also, a key-value store indexing is often used to provide
quick lookup of edge id by the two vertices.

In this work, we develop a preliminary version of k-truss targeting only

the CPU architecture. We use rank-by-degree oriented graph, which is
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discussed in triangle counting algorithm, as our input data format for the
k-truss. To store the support number (number of triangles) for each edges,
an array with size |E| is needed to present in memory. Instead of removing
the edges in each iteration, we use a bitwise status array with size |E| to
track whether any edge is removed or not from the input graph.

Note that no other data structure, such as a key-value store, is needed to
figure out the offset of an edge in both support and status arrays. Indeed,
since in triangle counting algorithm, all edges are visited through the CSR
format, the offset of any edge in adjacency list is exactly the offset of this
particular edge in support array and status array. In summary, this design
provides much faster k-truss and has smaller memory footprint which

enables larger graph to be processed for a given memory size.

Graph Name

14

|E|

#Triangles

Time (second)

TEPS

Friendster
Twitter
Scale25-16 [18]

65,608,367
41,652,230
33,554,432

1,806,067,135
1,468,365,182
523,611,003

4,173,724,142
34,824,916,864
22,535,831,016

2.1
6.5
2.5

8.48E+08
2.26E+08
2.06E+08

Twitter: 2017 Champion [63] 256 x machines 41,652,230 1,468,365,182 34,824,916,864 8.5 1.72E+08

Table 5.3: Performance for medium size graphs on 8 GPUs.

5.4 HPEC 2017 Experiments and Results

We implemented TriX in 2000 lines of in C/C++ and CUDA code. We
used CUDA toolkit version 7.5, nvec and nvprof. G++ version 4.9.2 (GCC)
with OpenMP version 1.8, with compilation flag as O3 is used for host code.
All the graph that we use for evaluations are listed in Table [5.2] We use
real-world graph as well as synthetic graphs. We divide the graphs in several
categories grouped by different edge sizes. The largest real-world graph is
named as kron31-16, which has around 2 billion vertices and 64 billion
edges. We pre-process them using rank by degree, which makes the size

of the graph half. For vertex ID representation, we used unsigned integer
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Graph Name 14 |E| #Triangles | Time (second) TEPS

Kron30 [18] 1,073,741,824 | 17,022,115,838 | 1,074,908,326,232 156.7 1.08E+08
Kron31 [18] 2,147,483,648 | 34,101,759,806 | 2,306,560,594,152 586.8 5.81E+07
Gsh 988,490,691 | 33,274,090,228 | 1,788,448,336,689 253.4 1.31E+08

Table 5.4: Performance for large graphs on 32 GPUs (with partition algo-
rithm).

of 32bit size while for offset contains unsigned integer of 64bit size. The
results exclude the timing spent on performing the partitioning.

We run all the experiments in two setups. 1) using a local cluster at The
George Washington University. Each node in this cluster has Intel Xeon
E-2620 2.0GHz 6-core processors with NVIDIA K20 GPUs (with 5 GB GPU
memory) and 128 GB of RAM. We use up to 32 GPUs in experiments. And
2) a single machine with 512GB memory system with 1 NVIDIA K40 GPUs,
and dual Intel Xeon E5-2683 CPU with each having 14 hyper-threaded cores.
We use this setup to test 1 GPU configuration, and also to compare result
against the serial code of graph challenge. K-truss experiments are also

run on this system.

5.4.1 Performance of TriX For Ranking

For smaller graphs having edge count less than 1 billion edges, we use a
single GPU setup to report the numbers, as they can easily fit in the GPU
memory. In this case, IO time and data copy time is not reported, similar to
Graph500 benchmarking rule.

We use a local cluster to run triangle counting on bigger graphs having
edges more than 1 billion. In this case, we used 32 GPUs, each GPU is
hosted in 1 machine. We list the total run time, as well as traverse edges
per second (TEPS) result in Table . The total time includes the IO time,
data copy to GPUs and computation time. TEPS are calculated by dividing

the total edges to the total run time.
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5.4.2 Power Consumption Measurement

We run power consumption measurement while triangle counting is
running. We performed power measurement in the single machine setup,
where only one GPU is used for triangle counting. We report the power con-
sumption for triangle counting algorithm only, avoiding the cost associated
with IO and data copy phase. Table 5.5/ shown the power consumption, and

TEPS per watt of few graphs.

Table 5.5: Power measurement for triangle counting

Graph Name | Power (Watt) | KTEPS/Watt
orkut 122.3 251.02
kron25-16 130.8 55.60
twitter-mpi 118.7 94.12
friendster 127.8 140.58

5.4.3 Comparison Against Serial Code of Graph Challenge

We choose few smaller graphs to compare the result of TriX against
the serial code (c++) provided by the graph challenge github repository.
All the experiments were performed in the single machine, with 1-GPU
configuration. TriX is run on the GPU, while serial code is run using a
single core of the CPU. Table |5.6| compares the TEPS of the two systems,
and also present the speedup achieved by TriX. In all, TriX is able to achieve

tens of millions of TEPS, outperforming by several orders of magnitude.

5.4.4 Scalability Test

We use kron30-16, kron31-16 and Gsh-2015 graphs to show the scala-
bility of TriX. Figure shows the scalability result when the number of
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Table 5.6: Speedup of TriX compared to serial code provided by graph
challenge. All experiments were run in 1 GPU. K=1,000 and M=1,000,000.

Graph Name Serial TEPS | TriX TEPS | Speedup
cit-Patents 50.67K 128.98M 2,545
email-EuAll 1.99K 121.12M 61,011
flickrEdges 1.30K 32.59M 25,154
graph500-scale18-ef16 29.98K 29.98M 103,764
soc-Epinions1 4.07K 84.08M 20,654
RoadNet 421.64K 140.45M 333

GPUs are increased from 1 to 32. TriX has an ideal scaling curve, and we
notice that kron30-16 and kron31-16 scales very well, almost identical to
idea scalability. Gsh-2015 shows slightly lower scalability. The scalability
results are possible due to independent and balanced sub-tasks design

offered by the managed 2-D partitioning strategy.

kron30 kron31 —e—gsh —eo—Ideal
32

16

Speedup

1 2 4 8 16 32
GPUs

Figure 5.3: Scalability of TriX

Table 5.7: Ranking results of k-truss in KTEPS. K = 1,000.

Graphs | twitter-mpi | friendster orkut kron25-16
k=3 5,540.86 | 12,409.93 | 29,730.59 | 5,903.17
533.24 1,432.30 | 4,523.33 | 5,305.08
139.94 942.20 2,137.49 | 5,540.86
437.66 556.12 2,319.41 1,637.31
305.87 1,242.69 | 3,865.68 | 1,590.73
288.03 1,241.84 | 11,199.88 | 1,546.02

WW?‘WW
0 NOo O
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Table 5.8: Speedup of TriX k-truss (for k = 3) compared to python serial
code of k-truss. K= 1,000, M = 1,000,000.

Graph Name Serial TEPS | TriX TEPS | Speedup
cit-Patents 66.10K 195.49M 2,957
email-EuAll 7.11K 202.49M 28,488
flickrEdges 7.23K 15.52M 2,145
graph500-scalel8-ef16 1.27K 13.54M 10,692
soc-Epinions1 15.89K 42.89M 2,700
RoadNet 137.89K 477.00M 3,459

5.4.5 K-Truss

K-Truss is currently implemented in C++ for multi-threaded CPU version.
Hence, we report the k-truss number on our single node machine, without
using the GPU. Further development is under way. Table shows the
k-truss performance in TEPS metric for various k values.

Table compares our k-truss performance to serial python version
of k-truss provided by graph challenge repository. The experiment is done
for the value k=3 only. We are able to achieve several order of magnitude

speedup across a number of different graphs.

5.5 HEPC 2018 Experiments and Results

Performance Highlights. Our evaluation encompasses two hightlights,
as shown in Figure [5.4] Firstly, this is the first work, to the best of our
knowledge, that achieves beyond billion TEPS (1) performance for triangle
counting. In Figure [5.4] these datasets are amazon, cit-Patent and roadNet
(i.e., CA,PA, TX). Second, this is also the first work that retains 108 TEPS
rate for graphs at the scale of ten billion edges (2). Note, the rate of triangle
counting often drops when graph becomes larger, as suggested by [63] 79,

69]. In this context, achieving > 10% counting rate is extremely challenging.
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In particular, these three graphs are KR30, KR31 and Gsh. Note Kron30
and Kron31 are generated by the Graph 500 Kronecker generator [18] with

the average edge factor as 16 and vertex count to be 2°° and 23!, respectively.
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Figure 5.4: Performance and graph size comparison between this work and
the 2017 champion [69].

We have implemented this project atop the prior HEPC work [38] with
800 extra lines of C++/CUDA code. We use CUDA toolkit 9.1 and G++ 5.4.0
with compilation flag as O3 to compile the source code. Our test environ-
ment is the NVIDIA P100 GPUs from Comet supercomputers at San Diego
Supercomputer Center (SDSC) of the Extreme Science and Engineering
Discovery Environment (XSEDE) [75].

We have examined all the graphs from Graph Challenge website, as
plotted in Figure and some extremely big graphs from Table are
downloaded from [14, [18]. In particular, we categorize the datasets into
three categories, i.e., small, medium and large. For the first two cate-
gories, the vertex and edge counts span from 4,040 to 65,608,367 and
12,572 and 1,806,067,135, respectively. For the last category, the vertex
and edge counts are 988,490,691 - 2,147,483,648 and 17,022,115,838 -
33,274,090,228, respectively. Note, we use 32-bit and 64-bit to represent
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vertex ID and offset indexing, respectively.

We report three runtimes. For small size graphs with in-memory com-
putation, we report runtime includes time from data ready in DRAM to the
end, and nomem runtime with only GPU kernel time (excludes memory copy
time between DRAM and GPU memory). For the results of big graphs with
partition algorithm, we report the total time, includes the IO time, data
copy to GPUs and computation time. We only report this because the MPI
based load balancing scheme used for this implementation makes it hard
to separate I/O, memory copy and GPU kernel time.

The following sections will report both the time consumption and corre-
sponding traversed edges per second (TEPS) performance metrics for our
evaluations. The time of performing graph partitioning is excluded. Besides,

all the results are the average of 64 runs.

5.5.1 Small Graphs

For smaller graphs which contain less than 1 billion edges, we evaluate
them on both a single and eight GPUs. As shown in Figure [5.5] for single
GPU, we observe a collection of datasets from this category (i.e., P100 TEPS)
achieve > 108 TEPS albeit including the data transferring data from CPU
memory to GPU.

Once scaling to eight P100 GPUs, labeled as 8x P100 in Figure [5.5] we
find the computing rate stays similar to 1xP100 case. We thus hypothesize
moving data from CPU to GPU memory may dominate the entire time
consumption given those datasets are extremely small. To address this
issue, we directly store all the graphs in the GPU memory for these small
graphs, which is labeled as nonmem in Figure [5.5] With this optimization, for

1 xP100 nonmem, the majority of the graphs achieve beyond 10® computing
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rate. Observation (1) from Figure [5.5 also backs our hypothesis.

And the most exciting achievements appear in 8xP100 nonmem case. In
particular, we retain, on average, 7.3x10% computing rate with the minimum
and maximum of 2.1x10% and 4.7 x10° from roadNet-CA and as20000102
graphs, respectively. In total, eight datasets obtain > 10° TEPS computing
rate. In Figure , we use (2) to highlight the 10° computing rate. For
ease of presentation, we also include the time consumption in Table [5.9]
Our nonmem approach is similar to the 2017 graph challenge work that also

reports the result excluding the memory copy time [79].
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Figure 5.5: TEPS for small graphs on one and eight GPUs, respectively.
Corresponding time consumptions are listed in Table .

5.5.2 Medium Graphs

Table presents the graph specifications, triangle counts, runtime
and TEPS of three popular medium size graphs on eight P100 GPUs. These
results are extremely close to 10° TEPS. Comparing to 2017 champion [63]
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which counts triangles for Twitter datasets in 8.5 seconds with 256 machines,

our design only needs 6.5 seconds on eight P100 GPUs.

5.5.3 Large Graphs

Table further studies the performance of our design for extremely
large graphs. In particular, we use 32 P100 GPUs to conduct the tests.
Clearly, all the TEPS we achieve are beyond 10® rate. Note, larger graphs
are often more challenging to compute triangles, as suggested by [63]. To
the best of our knowledge, this is the first GPU-based triangle counting
that can tackle graphs with > 10! edges, and more importantly, achieve a

performance of > 108 TEPS.

5.6 Conclusion

This work breaks the billion TEPS performance ceiling for the triangle
counting algorithm. In particular, we use the CPU memory to buffer the
graph data in order to rapidly move data from CPU to GPU, thereby, achieving
fast triangle counting on GPUs. To the best of our knowledge, this is the
first work which advances triangle counting beyond 10° TEPS. Furthermore,
this is also the first GPU work that achieves > 10® TEPS rate for large graphs
(> 10'° edges).
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Chapter 6: Conclusion and Future Work

6.1 Conclusion

In this dissertation, we conduct extensive study on efficient and scalable
solutions for triangle counting problems on extreme scale graphs. Specifi-
cally, we address the challenges of designing efficient parallel algorithms,
exploring external memory algorithms and providing innovative scalable
solutions on distributed system.

In chapter [3) we present a GPU-based scalable triangle counting frame-
work, TriCore, which is able to scale our triangle counting to a large number
of GPUs and process big graphs that are orders of magnitude larger than
GPU memory. We designed a novel parallel binary-search based algorithm
that can increase both the thread parallelism and memory performance
on Graphics Processing Units (GPUs), both of which are absent from prior
work, which outperform existing solution by 10 times speedup. In addi-
tion, We further proposed a three-pronged optimization in order to allow
TriCore to accommodate the extremely large graphs with a collection of
GPUs in a distributed system. First, we used a ring of streaming buffers
to load the data from the CPU memory on the fly. Second, we extended
the external memory partitioning method to distribute the CSR format
of the graph across GPUs, which enables TriCore to process the graphs
that are orders of magnitude larger than the GPU memory. Third, we fur-
ther developed a dynamic workload management technique to balance the
workload across GPUs, which improves the computing efficiency. Overall,
our evaluation demonstrates that TriCore can greatly outperform existing

endeavors including most recent champions in Graph Challenge.
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In chapter 4 we present TriP, an external memory algorithm based
on dual and asymmetrical 2-D partition for triangle counting, to achieve
optimal I/O complexity to supporting efficient GPU-based triangle counting
on partitioned graph with strict memory limit, and enable GPU-based
triangle counting to work on graph with very large size. In particular, we
investigate 1-D vertical and 2-D partitioning approaches, and develop several
practical algorithms that are delivering high parallelism and optimal I/O
complexity. TriP algorithms provide excellent support for GPU-based triangle
counting through (1) edge-centric processing for fine-grained parallelism, (2)
minimizing the workload imbalance across intra-warp threads. TriP is able
to achieve averagely 15.8 times speedup over the state-of-the-art sequential
implementation, and 6.7 times over parallel solutions. The speedup comes
from over 6 times improvement in computation time and 1.3 times reduction
in I/O rate.

In chapter [5, we further present TriX, a highly scalable, distributed
and external triangle counting algorithm on big graphs. TriX can work in
many system configuration from a shared memory system to distributed
memory system utilizing the available GPUs and disks. It has two main
components, 2-D partitioning for external memory algorithm, and GPU-
based intersection. First, the 2-D partitioning algorithm divides the triangle
counting task into multiple subtasks. Each subtask is an in-memory
triangle counting instance that can be executed on one GPU, and requires
two CSR partitions and one edge list partition to be loaded to the GPU
memory. Second, for each sub-task instance on GPU, we design a GPU
specific binary search based intersection to optimize memory access pattern
and intra-warp parallelization. TriX is able to scale to a large number of

GPUs, and count triangles on billion-node graph (2 billion node, 64 billion
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edges) within 35 minutes, achieving 16.40 million traverse edges per second
(TEPS). In addition, we implemented two related GPU-based algorithm,

Ktruss and SCC, and show the experiment results.

6.2 Future Work

Graph analytics is a hot topic nowadays with numerous real-world appli-
cations. In the future, I plan to continue working on graph analytics and
algorithms such as k-truss, which is also known as triangle core and takes
triangle counting as one step of the algorithm. I will first investigate how
our algorithms work on this related problem, and study new algorithms or
problem specific optimizations, and develop graph processing library.

GPU computing and parallel computing are also widely used in Arti-
ficial Intelligence and Neural Network fields, which requires tremendous
computing power for model training. Extracting the computing potential of
the hardware as well as parallel algorithm is attractive. I plan to work on
hardware and software co-design to develop high performance solutions to
accelerate Artificial Intelligence computing. I plan to utilize my experience
of distributed parallel algorithms to deliver highly scalable solutions for
large-scale model training. I will also do research in hardware architecture

to improve computation efficiency.
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Appendix A: iSpan: Parallel Identification of Strongly Connected

Components with Spanning Trees

Strongly connected component (SCC) in a directed graph is a maximal
subgraph where every vertex has at least one directed path to all other
vertices. Detecting strongly connected component is a crucial part in many
graph algorithms with numerous applications. 1Span [44] [43] introduced
a fast spanning tree construction algorithm for SCC detection. It combines
Sync, Async, and Rsync strategies with direction-optimizing BFS, with a

new trim-3 technique to deal with low degree vertices.

A.1 Author Contributions

I compare 1SpaN algorithms with four recent GPU methods optimized
from the recent shared-memory works. The evaluation shows that our GPU
version outperforms state-of-the-art GPU implementations by 5.9x speedup

on average.

A.2 Background of GPU-based 1SPAN

The GPU-based 1Span shares the same workflow with CPU-based, that
is, trim for trivial SCCes, data parallel for the large SCC, and task parallel
for the remaining SCCs.

Trim. On the GPU, we equally assign all the vertices to all the available
GPU threads. The trim technique mainly checks the out and in degrees of
each vertex, which makes it GPU friendly as the workload of each vertex
is same. Although the trim-2 technique may increase the workload by

checking the neighbor vertices, the workload is still balanced as each vertex
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checks at most two neighbor vertices (one outgoing and one incoming). The
trim-3 technique is not used in GPU-based 1SpaN because the small SCCs
can be fast computed by the color propagation algorithm with the powerful
parallelism of GPU.

Large SCC is computed by the same FW-BW algorithm. Once a thread
updates a value of an array existing on the global memory, the new value
will be stored on the L1 cache of the streaming multiprocessor (SM). As
the computation of a thread block is handled by an SM, that means other
threads from the same block can see the new value. Thanks to this, the
Rsync mechanism can be applied to GPU with the caveat of being effective
for the vertices assigned to the same thread block. We balance the workload
by assigning vertices with different degrees to different computation units,
namely, CTA, warp, and thread, similar to Enterprise [51].

Small SCC. After removing the single large task, the remaining graph is
relatively small. 1SpaN firstly compacts the graph with only the remaining
vertices. Next, 1SpaN runs the trim technique to reduce the trivial tasks. In
the end, we apply the color propagation algorithms to compute the remaining
tasks.

We compact the graph by firstly using all the GPU threads to scan all the
vertices and store the unvisited ones in the private queue of each thread.
Later, we compute the offset of each thread’s private queue with prefix
sum [32]. Then, we write each thread’s private queue to the global queue
with only the unvisited vertices. However, the vertex indices in the global
queue are not sorted. That means, in later computation, all threads in a
warp will work on random vertices, which will cause low efficient strided
global memory access. To address this issue, we use the non-comparable

radix sort algorithm from the Thrust library [59] to sort the queue.
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For the remaining tasks, we leverage the color propagation algorithm.
The basic color propagation algorithm suffers from not only wasted updates
but also long iteration. Recent works solve the wasted updates issue by
visiting each edge once with the help of parent pointer array [57, 41]. They
also reduce the number of iterations to 1 by trading-off the atomic operations
which can make the update to the global memory visible to all the GPU
threads [9, [41]. The atomic operations can be hurtful to the performance if
the conflicts happened frequently, which is the case when the graph is large
and complex. Realizing the remaining graph is relatively small, we apply
these two optimizations in our color propagation which is able to reduce

the wasted updates with only 1 iteration.

A.3 1SpPaAN on GPU

Compared works. We compare 1SpaN with four recent GPU methods op-
timized from the recent shared-memory works, i.e, two variants from Hong’s
shared-memory method [34], namely, vHong and wHong [24], and two others
from Slota’s multistep method [73], namely, vSlota and wSlota [23]. Particu-
larly, vHong and vSlota apply vertex-centric optimizations, and wHong and

wSlota apply warp-centric optimizations from [24].

ol ‘ I vHong' £ wHong ®a vSiota == wSlota _

The tested graph and average

Speedup (log2 scale)
F-y

Figure A.1: Speedup of GPU-based 1SpaN over related works.

The speedup of 1Span over related works are shown in Figure [A.Il KR_30
can not be tested as it exceeds thel 6GB memory limit of V100 GPU For
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Figure A.2: Execution time breakdown of the GPU-based 1SpaN.

SCC computation, 1Span achieves 8.6x, 5.9x, 11x, and 8.6x speedup over
vHong, wHong, vSlota, and wSlota on the average of the 12 tested graphs,
respectively. The huge speedup comes from our well designed data parallel
and task parallel optimizations for GPU computation. Further, our tech-
niques will benefit more for the large graphs. One can see that for the three
billion edge scale graphs (TW, TM, and FR), we are able to get above average
speedup, i.e. 14x, 8.7x, 14.6x, and 9.5x on average over vHong, wHong,
vSlota, and wSlota, respectively

Further, we study the runtime breakdown of each step in 1Span. We
split the computation into four steps, trim, large SCC computation, graph
compact, and small SCC computation, as shown in Figure|A.2] On average,
1ISPAN takes 12.5%,56%,0.8%, and 30.7%, for the four steps, respectively. Still,
the largest SCC takes the majority of the time with 56%. One can see that,
for the small graphs, e.g., BD, HD, WT, PK, FL, and WE, small SCCs take
most of the time. However, for the other graphs, especially the large graphs,

the largest SCC takes the majority of the time.
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