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Abstract of Praxis 

 

Distributed Denial-of-Service (DDoS) attacks continue to cause significant 

network performance issues. Although machine learning detection Systems achieve very 

high accuracy in detecting these attacks, they face a fundamental trade-off: high accuracy 

requires processing large numbers of features, which limits response time and network 

protection capabilities. This praxis examines if multiple agents, utilizing different 

algorithms and processing smaller independent subsets of features, will provide 

comparable performance to single classifier approaches while reducing the computational 

overhead. 

This research employs the CIC-DDoS2019 dataset to train three agents: CatBoost 

(Categorical Boosting), XGBoost (Extreme Gradient Boosting), and Gradient Boosting. 

Each agent works on about 25 features that were chosen using different importance 

metrics. A majority consensus vote decides the predictions. The Random Forest baseline 

trained on the full feature set was used as a basis for comparison. There are two primary 

objectives of this investigation: first to determine if the multi-agent system can provide 

baseline equivalent accuracy, utilizing fewer than 40% of the original number of features; 

secondly to identify if the production environment can maintain low false positive rates, 

while minimizing the number of false alarms that disrupt legitimate traffic and add cost to 

operations. 

The CIC-DDoS2019 dataset presents several challenges offering opportunity to 

evaluate the robustness of consensus approaches in challenging conditions, including the 

extreme class imbalance (110:1 attack to benign ratio), and the possibility of distribution 
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shifts between the training and testing data. A key gap in the current body of literature is 

that most DDoS detection studies focus solely on optimizing the Benchmark Accuracy 

for DDoS detection systems, without addressing the ability to deploy such systems in 

resource constrained environments at the network edge. Using minimal feature sets, 

distributed agent architectures, and algorithmic diversity, this praxis will examine if it is 

possible to achieve both efficiency and reliability in DDoS Detection Systems without 

sacrificing one objective for the other. 
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Chapter 1—Introduction 

1.1 Background 

The Distributed Denial of Service (DDoS) attacks represent one of the most 

persistent threats to today's networks. DDoS attacks overwhelm targeted systems with a 

flood of malicious traffic coming from many compromised systems, making it impossible 

for legitimate users to access the service. Recent DDoS attacks have seen massive 

increases in volume reaching terabit-per-second levels. DDoS attackers employ dynamic 

strategies, adpating how they perform attacks in real-time as needed to avoid static 

defenses (Dutta et al., 2023). The number of Internet of Things (IoT) devices available 

has provided adversaries with large numbers of botnet devices to create and coordinate 

massive and highly effective attacks. 

Traditional signature-based Intrusion Detection Systems (IDS) are unable to 

provide timely detection of new attacks because the systems require predefined 

signatures to be able to identify and classify the attacks. Machine learning is being used 

in this area to provide the ability to identify unknown attacks; however, there are major 

issues to be addressed: the amount of time required to process the vast amounts of data 

contained within each network flow, high false positives that will cause disruption to the 

normal operation of legitimate traffic, and the loss of performance in differing network 

environments (Li et al., 2023). 

These issues present significant challenges for organizations using resource-

constrained edge computing nodes, IoT gateways, and Software Defined Networking 

(SDN) controllers, all of which utilize very little CPU power, memory, and energy to 

enable the detection systems to run in real time. 
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A multi-agent architecture provides an alternative model to single-agent models 

where a group of independent agents classify network traffic at the same time and then 

agree on the classification by a voting mechanism (Khan et al., 2023). A distributed 

architecture like this provides redundancy, diversity of analytical perspectives, and 

graceful degradation when individual agents come across unknown patterns. Together, 

along with ensemble learning principles that use different classifiers that have 

complementary strengths and weaknesses, multi-agent systems also provide a beneficial 

way to improve robustness over traditional single classifier models while allowing for 

distributed computation by using multiple specialized agents in the system (Pandey & 

Mishra, 2023). 

Current research had demonstrated that ensemble learning methods, which 

combine multiple classifiers, provide superior detection accuracy than single model 

approaches in terms of detection accuracy (Nassreddine et al., 2025). Feature selection 

techniques have demonstrated that selectively choosing subsets of features of 15-25 

features can maintain detection performance while significantly decreasing computational 

overhead (Ebrahem et al., 2025). However, previous research tends to use either full 

feature sets with homogeneous ensembles or feature reduction with single classifiers, 

without investigating the potential of combining algorithmic diversity with intelligent 

feature selection in multi-agent architectures. 

The central question of this study concerns whether reliability and efficiency can coexist 

through the minimal selection of features combined with consensus mechanisms for 

heterogeneous multi-agent systems. The study will focus on practical application: can 

three agents using different algorithms (CatBoost, XGBoost, Gradient Boosting), each 
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operating independently on a set of 25 selected features, be able to achieve performance 

equivalent to baseline classifiers while significantly reducing computational overhead 

and maintaining the zero false positives required for production systems? 

 

1.2 Research Motivation 

Three fundamental problems motivate this research with the current DDoS 

detection approaches.  

Real-world deployments inefficiencies. High-performance detection systems 

currently process 70-80+ features per network flow, rendering the approach impractical 

for use in an edge environment, where resources for processing power and memory 

remain limited. Techniques for feature selection have been shown to be effective for 

dimensionality reductions (75-97%) although these have proven to be limited when using 

single-classifier approaches on reduced feature sets. The sensitivity to distribution 

variations further limits this. Ebrahem et al. (2025) recently showed that 2-5 carefully 

selected features can provide 93-98% accuracy which indicates that extreme feature 

minimization is possible. However, there is little evidence in the literature to support 

whether ensemble methods will function similarly with reduced feature sets; specifically 

if multiple agents can compensate for individual classifier limitations.  

Explicit consideration of false positives is necessary in production 

environments; however, many researchers treat them as secondary metrics. 

Misclassification of legitimate traffic as malicious results in a false positive which is then 

acted upon by automated response mechanisms blocking authorized users, resulting in 

service degradation, customer dissatisfaction, and potential revenue loss. Existing 
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ensemble-based solutions optimize for either total accuracy or the F1-score and therefore 

do not adequately address false positive rates. In addition to optimizing for reduced false 

positives, production systems require explicit false positive rate optimization.  

There is a third gap which pertains to the absence of algorithmic diversity. 

Most of the ensemble-based studies are based on homogenous architecture, i.e., the same 

class of algorithm but with a range of possible parameter values. The literature on 

ensemble-based models has shown that increasing algorithmic diversity results in an 

increased robustness of solutions due to the complementary error patterns of the various 

classifiers; what one classifier does not capture another will. However, there hardly any 

studies on the heterogenous ensemble methods, specifically those composed of 

fundamentally different types of algorithms (e.g., Random Forest, CatBoost, XGBoost, 

Gradient Boosting) with a limited number of features for DDoS detection purposes. 

Although multi-agent architectures appear promising as evidenced by a 3-12% increase 

in accuracy compared to centralized approach according to Soltani et al. (2024), and 

Araujo et al. (2021); they both used the full set of features. This research directly 

addresses these gaps. We evaluate the effectiveness of heterogeneous multi-agent 

ensemble learning, where the decision-making is based on consensus voting from a set of 

diverse classifiers that operate on independent feature subsets that have been individually 

selected to minimize feature counts. Specifically, we aim to determine if our proposed 

method can meet the baseline detection accuracy while minimizing both the 

computational requirements of the detection systems and false positive rates. The 

combination of minimal features, heterogeneous algorithms, and multi-agent consensus 

voting remains unexplored. 
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1.3 Problem Statement 

Highly accurate machine-learning-based DDoS-detection systems are hindered by 

their inefficiencies. Highly effective high-performance machine-learning systems use 70 

to 80+ network-flow features to determine the presence of a DoS/DDoS attack. As such, 

these systems generate massive computational overhead, which makes real-time detection 

unattainable and limits the ability to deploy them on resource-restricted edge devices. 

However, one method to limit such overhead is to reduce the number of network-flow 

features processed. Although, as previously mentioned, single-classifier systems will 

begin to rapidly lose performance when reduced in size, and, ultimately, will completely 

lose stability across different data distributions. It seems, as such, that there is an inherent 

trade-off between performance and efficiency. 

This research addresses this assumption directly. We examine if heterogeneous 

multi-agent ensemble systems can address this trade-off. Specifically, we ask: Can 

individual agents using different classifiers (Random Forest Baseline, CatBoost, 

XGBoost, Gradient Boosting), trained on minimal subsets of features (as determined 

by different methods), produce consensus through majority voting and perform 

comparably to the full-feature baseline system, while generating significantly less 

computational overhead and producing lower false-positive rates? 

There are three interrelated challenges in this problem statement: (1) identifying 

the minimum number of network-flow features that will retain discriminatory power for 

detection while allowing the system to be computationally efficient, (2) determining if 

heterogeneous classifiers will provide complementary detection abilities for improved 
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ensemble robustness beyond what would be achieved through homogeneous classifier 

combinations (Nassreddine et al., 2025), and (3) determining if multi-agent consensus-

voting systems will produce fewer false positives and improve the stability of system 

output relative to that produced from single-classifier prediction systems. 

 

1.4 Thesis Statement 

A heterogeneous multi-agent ensemble can reach the same baseline DDoS 

detection accuracy as single classifiers while reducing both computational costs and false 

positive rates. This represents a fundamental shift in the accuracy-efficiency trade-off. 

Instead of having to choose between minimizing resources and maximizing accuracy, 

diversity makes up for minimalism. 

We are proposing a framework using four distinct classifiers (Random Forest 

baseline, CatBoost, XGBoost, Gradient Boosting) that use individually selected minimal 

feature subsets. Feature subset selections differ among the classifiers: mutual information 

rankings, random forest feature importance scores and correlation-based filters. The three 

methods represent a variety of ways that features relate to the classification of the 

instances. Classification results are combined through majority voting consensus (Anis & 

Shohrab Hossain, 2024) whereby if two out of three classifiers agree then the final 

classification result is based upon the agreed classification. 

This approach satisfies all three of the objectives concurrently. Computational 

efficiency is achieved through feature subset minimization without loss of accuracy. 

False positive rates decrease due to the aggregation of predictions through consensus 

voting as opposed to individual predictions made by each classifier. Robustness across 
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different data distributions is achieved through the diversity of the algorithms used in the 

ensemble. A single classifier may have variable performance depending on changes in 

the distribution of the data whereas the ensemble will remain stable. 

Validation of the empirical results will be performed using the CIC-DDoS2019 

benchmark dataset (Sharafaldin et al., 2019). We will determine whether the consensus 

classification results provide stable performance under varied conditions, while the 

individual classifiers have unstable performance. The practical implication of our 

research is that it will enable the development of a production-quality application in 

resource-constrained environments where the primary constraint is the amount of 

available computing resources. 

 

1.5 Research Objectives 

There are five goals for this research, and they are listed as follows: 

Framework Development. The purpose of this research is to develop a heterogeneous 

multi-agent ensemble that uses the Random Forest baseline model, CatBoost, XGBoost, 

and Gradient Boosting for the binary DDoS attack detection. Each of these four agents 

selects its own smallest subset of minimal feature sets instead of selecting the same 

feature set as other agents. Therefore, the multi-agent framework developed has both 

algorithmic and feature diversity. 

Feature Selection Diversity. There are three ways to select the minimal feature sets for 

each of the agents: using mutual information (filter method); using random forest 

importance (embedded method); and using correlation-based filtering along with random 

forest importance (hybrid method). Each of these methods captures a different aspect of 
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the relevance of a feature (Alhassan & Sahu, 2024). For instance, one method may 

identify certain features that another method would not detect. Since each method 

provides a different perspective, this divergence is useful. 

Design of the Consensus Mechanism. The majority voting mechanism aggregates the 

predictions of each agent to determine the final classification decision. A classification 

decision is made if at least two out of the three agents agree. The voting mechanism 

needs to address disagreements between agents and provide confidence levels in addition 

to a binary prediction. 

Empirical Evaluation Rigor. The testing utilizes the CIC-DDoS2019 benchmark dataset 

with several metrics: accuracy, precision, recall, F1 score, false positive rate, true positive 

rate, AUC-ROC, feature reduction percent, and training time. The testing will evaluate 

both the baseline configuration and the ensemble configuration under the same protocol 

in order to compare them fairly. 

Validation of Hypotheses Through Comparative Analysis. The statistical comparison 

of the consensus ensemble configuration to the performance of the baseline single 

classifier will show whether or not the use of minimal feature sets in the ensemble 

achieves three goals: baseline-equivalent performance, reduced computational cost, and 

lower false positive rates. To demonstrate this success, the ensemble configuration must 

achieve ALL three goals. 

It is also necessary to clarify terminology used in the research paper. Here, 

"agent" is defined as each of the individual machine learning algorithms (CatBoost, 

XGBoost, Gradient Boosting) operating as separate analytical components within the 

ensemble. The emphasis placed on "semi-independent operation and collaborative 
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decision making" within a multi-agent framework is consistent with previous studies 

(Avram et al., 2025; Wang et al., 2023) which define the individual models as intelligent 

agents that engage in a voting mechanism to arrive at a collective decision. The Random 

Forest classifier is being used only as a benchmark to measure performance and is not 

considered an agent within the ensemble architecture; its purpose is to help understand 

the design of the system. 

 

1.6 Research Questions and Hypotheses 

These research objectives provide the template for this praxis and lay the foundation for 

the research questions and hypotheses explored. 

1.6.1 Research Questions (RQ) 

RQ1: Minimal Feature Set Identification  

What is the minimum number of features that multi-agent selection methods can identify 

for detecting DDoS attacks (benign versus attack) that performs just as well as using all 

features but with significantly less computational cost? 

RQ2: Agent Consensus vs Single-Agent Performance  

Do minimal-feature agents voting together produce equal or fewer false positives than 

single full-feature agents? 

RQ3: Optimal Configuration Analysis  

What combination of agent count, feature set size, and voting threshold best balances 

accuracy, false positives, and computational cost? 

 

1.6.2 Research Hypotheses 

H1: Minimal Feature Ensemble Viability 
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Three heterogeneous agents using independently selected 20-30 feature subsets should 

perform within ±5% of the full-feature baseline, proving that minimal-feature ensembles 

work for DDoS detection. 

H2: False Positive Rate Optimization  

Consensus voting (2-of-3 agreement) among minimal-feature agents will maintain false 

positive rates at or below baseline levels, demonstrating that feature diversity preserves 

detection precision while reducing computational requirements. 

H3: Optimal Configuration Performance 

The optimal configuration of 3 agents, 25 features per agent, and 2-of-3 consensus will 

achieve <1% FPR and >80% TPR, with >60% reduction in computational requirements 

through feature reduction. 

 

1.7 Scope of Research 

This study is strictly focused on binary classification - i.e., determining whether 

incoming traffic is benign or if it is a DDoS attack. 

Multi-class attack-type identification: Identifying specific attack types (e.g., 

DNS Amplification vs. SYN Flood vs. UDP Flood), is beyond the scope of this study. 

This decision was made intentionally as binary classification most closely matches how 

real-world mitigation systems are required to make quick decisions ("Block or Allow") 

rather than classify an attack by its taxonomy. 

Dataset and Preprocessing: The CIC-DDoS2019 benchmark (Sharafaldin et al., 

2019) contains network flow feature sets derived from several attack types in a controlled 

laboratory environment. A two-stage pipeline is used to sample and preprocess the 
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dataset. The first stage reduces the size of the dataset so it can be processed efficiently. 

The second stage ensures that the distributions of both attack and benign traffic are 

represented fairly well, since there is a significant class imbalance issue in the training 

data (the number of attacks far exceeds the number of benign flows, approximately 

110:1). 

Boundary Conditions of Algorithm Selection: The ensemble approach consists 

of three gradient boosting/bagging-based algorithms: CatBoost, XGBoost, and Gradient 

Boosting, which are members of the computationally efficient group of machine learning. 

Deep learning techniques (CNNs, LSTMs, transformers), have higher accuracy but also 

much greater computational requirements that are not suitable for deployment on the 

edge, exactly where this research aims to provide practical application. Three methods of 

feature selection were employed: mutual information (filter method), Random Forest 

importance (embedded method), and correlation-based filtering using Random Forest 

importance (hybrid method). For this research, wrapper methods like evolutionary 

algorithms and sequential feature selection need too many evaluations to be useful for 

finding the best feature subsets. 

Evaluation Scope: Accuracy, Precision, Recall, F1-Score, False Positive Rate, 

True Positive Rate, Area Under ROC Curve (AUC-ROC), Training Time, and Percentage 

of Features Reduced will serve as performance metrics. Baseline and ensemble 

configurations will receive equivalent evaluations. The primary target of this research is 

offline batch detection systems deployed in environments with moderate computational 

resources available. Although real-time streaming detection represents different 

challenges, primarily requiring microsecond latency capabilities and continuous 
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adaptation to concept drift, these should be investigated separately. While hardware 

acceleration via GPU's or FPGA's would certainly be useful for production deployments, 

they fall outside the current algorithmic comparison. In addition, although detailed 

inference latency analysis and memory footprint analysis are critical for evaluating the 

operational feasibility of a system, they are being deferred to future implementation 

studies. 

 

1.8 Research Limitations 

While this research expands upon ensemble learning and multi-agent consensus it is 

also constrained by several inherent limitations.. 

Dataset constraints. Although CIC-DDoS2019 is commonly utilized as a benchmark, it 

was generated under controlled laboratory conditions, not under operational networks. As 

a result, the complexities of real-world traffic are not captured by these controlled 

experiments. In addition, an extremely skewed class distribution (110:1) exists in the 

dataset which may be indicative of some form of robustness testing. However, in terms of 

representing actual operational environments, both the skew and the differences in 

distributions between the training and test sets, likely represent "best case" scenarios for 

detecting attacks. Additionally, obtaining access to operational network traffic is 

inherently difficult. Due to privacy regulations and intellectual property rights, 

organizations have no incentive to share their raw network traffic data. Even when 

sharing data becomes feasible, there will continue to be difficulties due to labeling 

problems. Security teams do not typically identify each and every attack in real-time; 

therefore, in order to label attacks in retrospect, organizations are required to perform 
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forensic analysis which they seldom publish. Therefore, while academic research has a 

need for publicly available datasets to enable reproducibility, there is also a need to keep 

production data confidential. This inherent conflict between the need for reproducibility 

and the confidentiality of production data limits the applicability of all DDoS detection 

research utilizing public benchmarks.  

Temporal Scope. Evaluating performance at a single point in time does not address the 

issue of concept drift or model degradation. DDoS attackers continually develop new 

attack vectors changes. Traffic patterns shift over time. Therefore, the static method of 

selecting features used in this paper does not consider the periodic requirement for model 

retraining or the evolving nature of the feature set as the landscape of attacks evolves. 

Binary Classification Focus Limits Understanding of Multi-Class Attack Type 

Identification. Minimal feature ensemble classification does not provide insight into how 

well the minimal feature ensemble scales to multi-class attack type classification. It is 

currently unknown if 25 features would be sufficient to distinguish between a DNS 

Amplification attack, a SYN flood attack, and a UDP flood attack. Fine-grained 

classification of attacks may require additional features beyond those needed for binary 

detection. 

Constraint of Algorithm Family. The investigation focused on three Gradient Boosting 

algorithms (CatBoost, XGBoost, Gradient Boosting), all of which fall within the same 

algorithmic paradigm. The interactions between feature selection methods and diverse 

classifier architectures remain unexplored. 

Controlled Evaluation Environment. All testing was performed with preprocessed data 

in controlled experimental environments. The actual inference latency, memory usage 
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and computational overheads in production deployment environments have not been 

validated. A recognized gap exists between the results obtained in experimental 

evaluations and the requirements for operational performance. 

Single Consensus Mechanism. Simple majority voting is a single method of achieving 

multi-agent decision fusion. Other methods of achieving decision fusion include 

weighted voting based on the individual agents' confidence in their decisions, learning the 

aggregation process through meta-learning, and attention-based consensus weighting. 

Whether alternative consensus mechanisms would provide better performance than 

simple majority voting for minimal-feature DDoS detection remains an open question. 

Therefore, the constraints identified above define the bounds of what can be valid 

interpretations of the results rather than invalidate the empirical demonstration of 

baseline-equivalent performance with 64.3% feature reduction. Future extensions of the 

research are suggested by the constraints. Validating implementation in real-world 

settings, assessing temporal robustness, expanding multi-class frameworks, and exploring 

alternative consensus processes merit consideration as prospective research domains. 

 

1.9 Organization of Praxis 

This praxis is divided into five chapters along with front matter and back matter. 

Chapter One: Introduction – Chapter one will provide an overview of the research 

background; provide motivation for the research; define a problem statement; articulate 

the thesis; provide the objectives of the research; describe the research questions; identify 

the hypotheses; outline the scope of the study; and state the limitations of the study. 
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Chapter Two: Literature Review – In Chapter Two, the researcher will review recent 

studies on detecting DDoS attacks utilizing machine learning algorithms; examine the use 

of ensemble methods, feature selection techniques, multi-agent systems, and class 

imbalance methods as it relates to DDoS attack detection to determine what knowledge 

gaps exist that are relevant to this dissertation. 

Chapter Three: Methodology – Chapter three will detail how the proposed 

heterogeneous multi-agent ensemble learning model will be implemented. It will include 

descriptions of the dataset used for the research; detail the two-stage data processing 

pipeline that was developed for the research; explain the methods used for selecting the 

features; describe the configuration of the classifiers; detail the consensus voting process; 

and explain the metrics that were used to evaluate the models. 

Chapter Four: Results – Baseline results using Random Forest on all available features 

will be established for purposes of establishing the baseline performance level of the 

model. Results from each of the individual agents utilizing the minimum number of 

features will be presented. A comprehensive analysis of the consensus results from the 

ensemble model using majority voting will be detailed. An examination of the feature 

diversity selected by the individual agents will be conducted to determine if there are any 

overlapping patterns among the agents. Statistical hypothesis testing will be performed to 

confirm or refute the three research hypotheses stated at the beginning of this dissertation. 

Comparative analysis will position the results of the research within the larger body of 

literature. 

Chapter Five: Discussion and Conclusions – Chapter five will interpret the results of 

the research; provide an assessment of the implications of the research; address the 
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research questions directly; discuss the results of the hypothesis testing; explore practical 

considerations for deploying the system; acknowledge limitations discovered during the 

implementation of the system; and suggest possible avenues for future research that 

extend beyond the current study. 
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Chapter 2—Literature Review  

2.1 Introduction 

In this chapter we provide an overview of the recent literature on heterogeneous 

multi-agent ensemble learning for detecting DDoS. This paper will explore five related 

areas of research: machine learning methods for DDoS detection using ensemble 

methodologies; feature selection and/or dimensionality reduction techniques; 

architectures for multi-agent systems in distributed intrusion detection systems; methods 

for dealing with class imbalance; and evaluation metrics using the CIC-DDoS2019 

dataset. From our analysis we identify important research gaps that motivate the 

development of our proposed heterogeneous multi-agent framework which utilizes both 

minimal feature selections and consensus voting mechanisms. 

While recent literature has shown trends toward ensemble-based methods and 

high accuracy rates (i.e., greater than 99%) are being reported across various benchmark 

datasets, we have also found that applying feature selection can dramatically decrease the 

number of features to be processed by 75-97% without affecting detection capabilities.  

Utilizing multi-agent architectures for intrusion detection results in an improvement of 

accuracy ranging from 3-12% compared to traditional centralized approaches. Finally, we 

will demonstrate that the most successful algorithms for use in ensemble-based detection 

systems are gradient boosting variants (CatBoost, XGBoost, and Gradient Boosting) 

along with Random Forest. These findings establish viability for the ensemble-based 

approach to detection, as well as the reduction of dimensionality. 

However, there is no prior research that has examined the specific combination of 

heterogeneous ensembles that utilize these top performing gradient boosting variants, 
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operating each agent on a minimal per-agent feature set that was independently selected 

via different methods, and utilizing a consensus voting mechanism to minimize the 

number of false positives for optimization for binary DDoS detection. 

This literature review examines current research. Section 2.3 examines machine 

learning and ensemble methods to find things. Section 2.4, analyzes feature selection 

techniques. Section 2.5 examine methods for addressing multi-agent systems for 

distributed intrusion detection systems. Section 2.6 discusses some ways to fix class 

imbalance and Section 2.7 summarizes the results and shows how this research fills in the 

gaps in what we already know. 

 

2.2 DDoS Attack Landscape and Detection Challenges 

DDoS attacks are becoming larger and much more sophisticated. The size of 

attack volumes is now often measured in terms of terabits/second and thus exceeds the 

capacity of signature based detection methods which were originally designed to detect 

polymorphic and application-layer DDoS variants (Fu et al., 2025). However deep 

learning models are achieving high accuracies when it comes to DDoS attacks; as an 

example Deep Autoencoders can reach an accuracy rate of 99.6% using standard 

benchmark datasets, although they have a large amount of computation associated with 

them that will limit their use at the edge. 

The trade-off between performance and efficiency is evident throughout all 

studies reviewed. The models that utilize an LSTM-based attention mechanism showed a 

20% increase in performance relative to their baseline counterparts; however, these 

models utilized greater GPU usage (Mittal et al., 2023). As such, the trade-off identified 
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within this systematic review is that high-performing models will always require more 

computational power than the constrained environment of edge computing and IoT 

devices can provide. This is why traditional machine learning represents an alternative 

pathway. For instance, the authors of (Abiramasundari & Ramaswamy, 2025) 

demonstrated that the combination of random forest and Principle Component Analysis 

(PCA) to reduce the dimensionality of feature sets provided nearly 100% accurate results, 

while also providing a 23% reduction in the number of features. This work confirms the 

idea that the computational advantage of reduced dimensionality can be achieved. 

However, the disadvantage is that the homogeneous ensemble methods examined in this 

study do not have the ability to explore feature combinations below 60 dimensions which 

is where the greatest computational savings are realized. 

In software-defined networks, there are heterogeneous ensemble advantages. Li et 

al.(2023), showed that the combination of different classifiers provides an optimal 

balance between speed and accuracy. In addition, the use of feature selection via binary 

grey wolf optimization has been shown to be effective. However, the number of features 

retained in these investigations was typically more than 40 features; therefore, the 

investigation did not aggressively pursue the minimization of the number of features used 

to train each individual classifier. Therefore, it is still unknown if heterogeneous 

ensembles provide the same level of performance at 25 or fewer features per classifier. 

The three major impediments to the realization of a real-time anomaly detection 

system include the computational burden associated with extensive feature processing, 

the false positive rate associated with conservative thresholds and the degradation in 

performance due to changes in network traffic patterns. These three impediments 
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represent a single theme: most current approaches either provide high levels of accuracy 

at a computational cost or they sacrifice accuracy for efficiency. 

 

2.3 Machine Learning and Ensemble Methods for DDoS Detection 

Ensemble learning is one of the largest areas of research today in DDoS detection. 

In addition to the large accuracy rates that can be attained when using stacking 

architectures with meta-learning for example, Nassreddine et al., (2025) reported an 

average accuracy rate of 99.99%, based on data from large datasets including ones that 

used both correlation-based feature selection and embedded importance methods. It was 

also demonstrated that there were considerable advantages to utilizing these types of 

methods versus methods where feature selection is not applied; however, while accuracy 

is improved so too are processing times, thus creating limitations to applying these 

models in real-time. It is widely recognized that the trade-off between model accuracy 

and processing time is common among all forms of machine learning, in that while 

higher accuracy may be achieved through increased processing requirements, this limits 

the ability to utilize these models for "real-time" applications. 

Weighted voting as an ensemble strategy for stacking has been shown in Alduailij 

et al., (2022) to potentially allow for the maintenance of high levels of detection 

performance post-extreme feature reduction (i.e., around 78%), and, also, that extreme 

feature reduction can be made feasible when combined with diversity of the ensemble. 

Weighted voting can naturally represent consensus among the individual classifiers 

because each classifier receives a weighted vote based upon their relative accuracy. In the 
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event the classifiers are inconsistent, the weighted vote will represent this inconsistency 

and therefore there will be less weight given to the individual classifier error. 

Random Forests establish baseline performance benchmarks. Sawah et al. (2025) 

were able to demonstrate the ability to obtain perfect precision through systematic 

hyperparameter tuning and therefore established the potential for Random Forests to 

serve as reliable production-grade systems. However, Random Forests differ 

architecturally from gradient boosting algorithms. Specifically, Random Forests rely 

upon the bagging technique, whereas gradient boosting relies upon a sequential 

optimization process. Therefore, Random Forests would be better suited to serve as 

baselines for evaluating the effectiveness of heterogenous gradient boosting ensembles 

than they would be as components of gradient boosting ensembles themselves. 

Gradient boosting variants exhibit different strengths. Louk and Tama (2022) 

introduced dual-ensemble architectures that include bagging with multiple fine-tuned 

gradient boosting decision trees. Their results indicate that the performance of these dual-

ensemble architectures exceeds that of single-model architectures but comes at an 

increased computational cost. A comparison of the performances of the three best 

performing variants - CatBoost (that natively handles categorical features), XGBoost 

(that balances speed and accuracy exceptionally well), and standard Gradient Boosting 

(that uses sequential optimization to achieve precision) -- indicates that combining all 

three of these variants would create algorithmic diversity among the gradient boosting 

variants while creating variants that had similar computational requirements for 

deployment to constrained resources. 
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Table 2.1 shows a comparison of gradient-boosting algorithms found in my 

literature review. 

 

 

 

 

 

 

 

 

What makes these three gradient boosting techniques special? Each one uses different 

optimization methods that make the system naturally diverse. CatBoost handles 

categorical features through ordered encoding and symmetric tree structures. XGBoost 

implements regularization penalties and approximate tree learning for speed. Standard 

Gradient Boosting uses sequential additive modeling with precise loss minimization. 

Table 2.1 summarizes these complementary characteristics. Random Forest, operating 

through bagging rather than boosting, provides fundamentally different parallel 

processing architecture. This makes Random Forest appropriate as a full-feature baseline 

for evaluating minimal-feature gradient boosting ensemble performance. 

AutoML frameworks now match or exceed manually tuned ensemble construction. 

Expert intervention requirements decrease. The computational expense of automated 

training remains prohibitive for scenarios demanding frequent model updates. Edge 

deployment favors manually configured ensembles over AutoML approaches when 

retraining occurs regularly. 

There is a convergence in the research on ensemble learning of several validated results. 

Stacking and weighted voting achieve a higher than 99 percent accuracy in benchmark 

Table 2.1: Gradient Boosting Variants Comparison for DDoS Detection 

 

Algorithm Key Strength Weakness Best Use Case Literature Support

CatBoost
Native categorical 

handling, ordered boosting
Slower training Mixed data types Louk & Tama (2022)

XGBoost
Speed-accuracy balance, 

regularization
Memory intensive Large datasets Alduailij et al. (2022)

Gradient Boosting
Sequential optimization 

precision

Prone to 

overfitting

Small-medium 

data
Nassreddine et al. (2025)

Random Forest (Baseline) Parallel processing, robust
No sequential 

learning
General purpose Sawah et al. (2025)
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datasets. Heterogeneous ensembles are superior to homogeneous ensembles because they 

take advantage of the diversity of algorithms. The combination of feature selection with 

an ensemble method has been shown to be superior in performance across a number of 

different studies. Gradient boosting type (Gradient Boosting; CatBoost; XGBoost) are the 

best base learners for intrusion detection type problems with random forest providing a 

good baseline for comparison. 

2.4 Feature Selection and Dimensionality Reduction Techniques 

Feature selection has the capability of extreme dimensional reduction in IoT data 

without affecting any detection quality. In particular, Ebrahem et al. (2025) obtained 

impressive results: 2-5 features allow achieving detection rates of 93-98%, and the best 

detection rate (i.e. 100%) was achieved by selecting only 15 features. To find a set of 

universal minimal features, they used a variety of feature selection methods (variance 

threshold, information gain, ANOVA test, Chi-square test). In addition to the large 

amount of redundancy in network flow datasets, most of the features are not necessary. 

The reduction of the number of features leads to a significant reduction of the 

time required for training. According to Kaushik et al. (2025), classification time may be 

reduced up to 27-63% for various types of classifiers (while maintaining the same level 

of detection accuracy - 99.8%+), depending on the type of classifier used. The use of 

hybrid methods, which combine correlation analysis with statistical tests, also 

outperforms single-method approaches. The dimensionality reduction directly translates 

into computational savings, i.e. fewer features lead to both faster training and inference 

processes. 
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In contrast to the conventional assumption that feature selection will degrade the 

accuracy of the detector, some studies have shown that feature selection may actually 

improve the detection accuracy. For example, Nawaz et al. (2025) demonstrated this 

phenomenon for very lightweight frameworks for resource-constrained networks: at the 

same time as they removed 56% of the features, they improved the detection accuracy by 

8+ percentage points and cut the training time by half. Removal of noisy or redundant 

features allows detectors to concentrate on the most important (discriminatory) features. 

Moreover, having more features does not necessarily result in better performance. 

The most impressive outcomes were attained by the implementation of two-stage 

hybrid feature selection approaches. Lalduhsaka et al. (2025) reduced the feature count 

by 88% by initial filter-based screening, succeeded by optimization-based refining. The 

benefit of these two-stage hybrid approaches was that filter methods were comparatively 

rapid and facilitated initial screening, while wrapper methods subsequently enhance the 

filtered subset of features. The combination of these two stages yields superior results 

compared to either of them separately. It is possible to obtain high-quality subsets of 

features using evolutionary optimization algorithms and thereby to significantly 

accelerate the inference process. However, the process of finding a good subset of 

features requires significant computational resources, and therefore, there is a trade-off 

between the selection cost and the continuous benefit of faster runtime performance due 

to the infrequent retraining of models. 
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The proposed 25-feature configuration per agent corresponds precisely to the established 

optimal range. Table 2.2 illustrates a comparison of different approaches to reducing 

dimensionality of various datasets from the research conducted in the years 2022-2025. 

The studies that employed the CIC-DDoS2019 dataset (Lalduhsaka et al., Alduailij et al., 

Tawfik) provide a basis for establishing a comparative benchmark for evaluating the 

performance of future solutions. The 64.3% reduction of the number of features from 70 

to 25 per agent is consistent with the available literature and introduces an additional 

novelty: a different feature selection method is applied to each agent. 

Current approaches typically select a single set of features for a single classifier. 

Mutual Information is used to select features for one model. Random Forest importance 

is used to select features for another. Correlation filtering is used to select features for a 

third. In the proposed multi-agent architecture, all three methods are used together, each 

selecting 25 features for its agent. Thus, diversity of features is added to diversity of 

algorithms. Whether this combination increases the ensemble robustness over 

homogeneous feature sets has yet to be tested empirically. 

Table 2.2: Feature Selection Performance Matrix for DDoS Detection 

 

Study Dataset
Original 

Features

Selected 

Features
Reduction % Accuracy

Feature Selection 

Method
Classifier

Ebrahem et al. 

(2025)
IoT-23 78

2-5 (optimal: 

15)
93-97% 93-100%

Ensemble FS 

(VT+IG+ANOVA+CS)
Random Forest

Kaushik et al. 

(2025)
IoTID20 Full set 15 ~75% 99.89%

Hybrid Correlation + 

Chi-square
Multiple

Nawaz et al. 

(2025)
NSL-KDD 41 18 56% 99.88% Extra Trees Classifier Random Forest

Lalduhsaka et 

al. (2025)

CIC-

DDoS2019
69 8 88% 99.98% GIGA (Gini + GA) Multiple

Alduailij et al. 

(2022)

CIC-

DDoS2019
~80 16-19 76-80% 99.99% RF Importance + MI

Weighted 

Ensemble

Tawfik (2024)
CIC-

DDoS2019
~80 14 82.50% 98.34%

Chi-square + Extra Trees 

+ ANOVA
XGBoost

Proposed 

Research 

(This Study)

CIC-

DDoS2019
70

25 per agent 

Target Range
64.30%

To be 

evaluated

Multi-method per 

agent (MI/RF/Corr)

Heterogeneous 

GBDT 

Ensemble
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There are several well-established principles in the literature. A dimensionality 

reduction of 75-97% is achievable in datasets while retaining the accuracy of the model. 

Hybrid methods that combine multiple feature selection techniques perform better than 

single-method techniques. Feature counts as low as 2-5 are sufficient for certain tasks, 

but 15-30 provide the optimal range for general DDoS detection. Reducing the number of 

features reduces both the training time and the time for inference. These principles 

confirm the idea that an aggressive reduction of the number of features is beneficial from 

a computational standpoint. 

However, the literature leaves one combination unexplored: multi-agent 

ensemble architectures, in which each agent uses independently selected minimal 

feature subsets. All current approaches employ a single feature selection method for 

a single classifier. The proposed framework employs a different feature selection 

method per agent (mutual information, random forest importance, correlation 

filtering), thus creating diversity of features in addition to diversity of algorithms. 

Whether this diversity of features and algorithms will enhance the robustness of the 

ensemble through consensus mechanisms is an empirical question that requires 

systematic evaluation. 

 

2.5 Multi-Agent Systems for Network Intrusion Detection 

The multi-agent architecture will outperform centralized intrusion detection in 

three ways: performance, scalability, and robustness. Multi-agent architectures can run 

many processes at once and are able to perform parallel processing. In addition, a multi-

agent architecture is fault tolerant because if one agent fails it does not affect the entire 
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network. Finally, multi-agent architecture can preserve privacy because they operate 

locally and therefore there is no need for a centralized repository of data. 

Soltani et al. (2024) implemented an intrusion detection framework that uses a 

combination of federated learning and multi-agent architecture. Federated learning allows 

multiple nodes on the same network to learn together without having to share their data. 

Therefore, federated learning has several important privacy-preserving characteristics 

that are valuable in this application. Soltani et al. (2024) deployed agents across different 

segments of their networks. Each agent was responsible for continuously running a deep-

learning algorithm on the traffic patterns within its segment of the network. Soltani et al. 

employed a federated distillation method to facilitate knowledge sharing among agents 

without necessitating the direct transfer of raw data, enabling a central coordinator to 

consolidate the outputs from each agent. While federated distillation did not require the 

exchange of raw data, gradient aggregation enabled agents to collectively contribute to 

their shared learning, thereby preserving the privacy of each agent. The system achieved 

very good detection rates with relatively low communication costs. As an added benefit, 

concept drifts were also automatically addressed due to the continuous nature of local 

learning. 

In addition to the properties, attention mechanisms allow for intelligent weighting 

of contributions to the overall decision-making process. Specifically, Sethi et al. (2021) 

demonstrated the utility of attention-based multi-agent reinforcement learning with Deep 

Q-Network (DQN) logic as a method to achieve intelligent consensus among multiple 

agents. In their implementation, Sethi et al. employed an attention mechanism to evaluate 

the reliability and expertise of each agent dynamically. The contributions of each agent to 
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the overall decision received weight based upon their confidence and accuracy, as 

opposed to being weighted equally through uniform voting. Their results demonstrated 

that the attention-based weighting of agent contributions resulted in improved 

performance compared to traditional single-agent approaches, particularly in 

environments subject to adversarial attacks. More importantly, their results illustrated that 

the proposed system could adaptively determine which agents to "trust" under different 

environmental conditions. 

One of the most basic consensus methods is fixed-majority voting. Fixed-majority 

voting simply selects two out of every three votes cast by the agents in the system. 

Because every agent vote carries equal weight in the voting process, fixed-majority 

voting is a very simple consensus mechanism that is both computationally inexpensive 

and highly interpretable. However, fixed-majority voting is also limited. One limitation is 

that each agent vote carries equal weight regardless of how reliable or accurate the 

corresponding agent is. Another limitation of fixed-majority voting is that while it is easy 

to understand and to implement, it is also a rigid consensus mechanism that cannot be 

adapted to changing environmental conditions. A related disadvantage of fixed-majority 

voting is that its simplicity comes at the expense of potentially reduced accuracy. One 

alternative to fixed-majority voting that may help mitigate some of the disadvantages of 

this consensus mechanism is adaptive weighting mechanisms such as attention-based 

consensus. While the use of adaptive weighting mechanisms such as attention-based 

consensus may result in higher performance in certain applications by taking into account 

the varying levels of reliability and accuracy associated with each agent, it also increases 

the computational complexity required to compute the consensus. Therefore, whether or 
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not adaptive weighting mechanisms justify the increased computational complexity 

required to compute the consensus is contingent upon empirical evaluation. 

Another way to characterize the consensus mechanism in a multi-agent system is 

through the lens of game theory. Game-theoretic approaches to consensus modeling 

involve the development of models that describe the interactions between attackers and 

defenders through competitive multi-agent learning. Mouyart et al. (2023) developed an 

adversarial framework that employs zero-sum reinforcement learning to simulate the 

interactions between attackers and defenders. In the competitive environment created by 

the adversarial framework, the defender agents are trained through their interaction with 

sophisticated attack strategies emulated by the attacker agents. Unlike collaborative 

consensus approaches that emphasize cooperation between agents, the competitive 

environment of the adversarial framework emphasizes diversity of training experience. In 

addition to illustrating the potential for multi-agent approaches to provide a diversity of 

training experiences, the results of Mouyart et al. (2023) demonstrate that multi-agent 

approaches can also create robust defender agents. 

Multi-agent systems present various architectural advantages for several reasons. 

One of the major architectural advantages of multi-agent systems is their ability to scale 

as the size of the network grows. If a network is large enough that each node can support 

the operation of an agent, then the distributed processing provided by the agent can 

increase the speed at which the network can process information. Additionally, multi-

agent systems are inherently fault-tolerant because the failure of one agent will not 

prevent other agents in the network from continuing to function. Moreover, because 

multi-agent systems operate locally, they avoid the data collection vulnerabilities that 
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occur when all the data collected by each node in the network is sent to a single point for 

analysis. Ultimately, load balancing occurs inherently in multi-agent systems, as each 

agent is tasked with assessing a portion of the overall information collected by the 

system. Real-time detection is feasible in multi-agent systems owing to the agents' 

parallel analytical capabilities. 

Most existing multi-agent intrusion detection research assumes that each agent 

has access to the full set of features available to the system. Additionally, existing 

research typically assumes that the features processed by each agent are identical or that 

the features processed by each agent are representative of the complete network flow 

data. An area of research that remains unexplored is that of minimal-feature multi-agent 

ensembles. In a minimal-feature multi-agent ensemble, each agent is responsible for 

operating on an independent subset of the features used by the system, e.g., 20-30 

features. The primary question remaining unanswered in current literature is whether the 

multi-agent advantage persists when each agent uses different minimal features. A second 

question remaining unanswered in current literature is whether consensus mechanisms 

can compensate for the potential loss of information resulting from the aggressive 

reduction of feature sets. 

 

2.6 Class Imbalance Handling in DDoS Detection 

Class imbalance creates misleading accuracy statistics. In a real-world scenario, if 

you were to train a classifier that predicts every example is the majority class, the 

classifier will have a very high overall accuracy yet will miss 100% of the attacks. Real-

world DDoS datasets show extremely large ratios of attack traffic to benign flow traffic, 
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i.e., 10:1, 100:1, or even 1000:1. When trained on such imbalanced data, classifiers are 

optimized to predict the majority class and completely ignore patterns in the minority 

class. 

Resampling or cost-sensitive learning may be employed to address this issue. 

Shanmugam et al. (2025) evaluated several resampling and cost-sensitive learning 

methodologies against one another across diverse ratios of imbalanced data (1:10 to 

1:1000). The results showed that both resampling and cost-sensitive learning strategies 

resulted in an improvement of 20-45 percentage points in the detection of minority 

classes compared to classifiers trained using imbalanced data. At a 1:10 ratio, random 

under-sampling, combined with random over-sampling, achieved a macro-recall of 96%. 

When trained on balanced data, SMOTEBoost, which uses a mix of oversampling and 

boosting, got a 99.99% accuracy rate. The same classifiers did a terrible job of finding the 

minority class when no resampling or cost-sensitive learning technique was used, even 

though they still reported high levels of overall accuracy. 

The integration of undersampling and oversampling seems to be the most 

effective method. Bagui and Li (2021) evaluated random under-sampling combined with 

random over-sampling on multiple benchmark datasets (KDD99, UNSW-NB15, UNSW-

NB17, UNSW-NB18, and BoT-IoT).  On the KDD99 dataset, minority class detection 

increased from a 73% macro-recall to a 96% macro-recall. On the UNSW-NB15 dataset, 

the recall rate increased from 32 percent to 77.5 percent. On the BoT-IoT dataset where 

normal traffic comprised only 0.031 percent of the data, RURO achieved a 88.78 percent 

macro-recall rate whereas without resampling, the same classifier only achieved a 57.6 

percent macro-recall rate. The same trend was seen in all cases studied: proper use of a 
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resampling or cost-sensitive learning strategy transformed what would otherwise be 

useless classification systems into highly effective intrusion detection systems. 

SMOTE creates synthetic examples of the minority class to oversample the 

minority class based on the majority class examples. Sadhwani et al. (2023) demonstrated 

the effectiveness of combining SMOTE with simple classification algorithms (Random 

Forest, Naive Bayes) on imbalanced datasets, resulting in a perfect detection of the 

minority class. The time it took to complete the training of these models was less than 

one second. The addition of SMOTE only adds additional computation overhead during 

the training phase and does not add any additional computation overhead during the 

testing phase. Therefore, for offline batch detection systems, SMOTE is a viable and 

effective option. 

Hybrid resampling that pairs oversampling with boundary cleaning improves 

minority class detection. Abdelkhalek and Mashaly (2023) showed that combining 

ADASYN with Tomek Links yields higher detection rates and fewer false positives than 

either method alone. 

A third option is cost-sensitive learning. Cost-sensitive learning assigns a greater 

penalty to misclassifying members of a minority class than members of the majority 

class. This causes the model to give priority to correctly classifying members of the 

minority class regardless of whether synthetic data is generated or not. An advantage of 

cost-sensitive learning is that it avoids creating artificial patterns in the data through the 

creation of synthetic samples. Both resampling and cost-sensitive learning are valid 

alternatives based on the characteristics of the data and the deployment needs of the 

system. 
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The CIC-DDoS2019 dataset is unbalanced as it is. The attack to benign ratio 

exceeds 100:1 in the training portion of the dataset. The researchers chose to intentionally 

down sample the training portion so that they could have a more reasonable 3:1 ratio to 

balance efficiency with fidelity of the distributions. A higher ratio than this (i.e., 5:1 or 

10:1) would contain too many attacks and reduce the ability to identify the benign traffic, 

while lower ratios (e.g., 1:1) are too far removed from the actual traffic distributions in 

operation. The 3:1 ratio was determined to be a good tradeoff after initial 

experimentation. 

It is very important to handle the imbalance correctly, but it is also important to 

use the right metrics. On unbalanced data, accuracy can be misleading. Metrics such as 

macro-averaged Precision, Recall, and F1-Score apply equal weight to all classes. G-

Mean (the geometric mean of the sensitivities for each class) is still very susceptible to 

poor performance by any class. AUC-ROC measures the classifier's performance over the 

range of possible thresholds for making decisions. MCC (Matthews Correlation 

Coefficient), however, has been shown to be robust for use in cases where the classes are 

imbalanced. In addition to these metrics, confusion matrices at the level of each attack 

type show both the true positives and false positives for each type of attack, thus 

exposing failure of the minority classes that would otherwise remain hidden by the 

overall accuracy metric. 

Most of the recent studies on class imbalance have employed established 

techniques to rectify the imbalance, including SMOTE, undersampling, cost-sensitive 

learning, and ensemble methods such as SMOTEBoost.  The suggested framework uses 

undersampling to set up a 3:1 attack/benign ratio before the feature selection and 
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ensemble training.  Do multiple agents operating on different feature subsets compensate 

for residual imbalance challenges through diverse perspectives? A practical investigation 

is necessary to examine the relationship between imbalance management and the multi-

agent architecture. 

 

2.7 Performance Benchmarks on CIC-DDoS2019 Dataset 

CIC-DDoS2019 is the reference point for validating detection methodologies for 

DDoS attacks. Sharafaldin et al. (2019), generated this dataset by simulating a variety of 

attack scenarios in a controlled environment. This dataset includes twelve different attack 

types such as NTP, DNS, LDAP, MSSQL, NetBIOS, SNMP, SSDP, UDP, UDP-Lag, 

WebDDoS, SYN, TFTP, and PortMap. These attack types include both reflection-based 

amplified attacks, and volumetric exploitation-based attacks. As an added realism to the 

operational environments, the natural class imbalance captures how much the malicious 

traffic will be greater than the benign traffic. 

The dataset has been preprocessed to remove the socket-specific attributes (IP 

addresses, Ports, Timestamps, Flow ID) that can be easily classified with no knowledge 

of the underlying traffic patterns. Features with zero variance and those that are constant 

have also been removed. Missing values and infinite values need to be handled prior to 

being processed. Typically after processing, 70 features are available for use in 

classification problems. 

Each study has identified common patterns in performance evaluation. Random 

Forest has shown a great deal of ability to perform well with a little number of features 

used. Alghoson and Abbass (2021), demonstrated 99.9974% accuracy when only 20 
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features were used in their study. Those 20 features were chosen using Correlation 

Analysis and Random Forest Importance. Their demonstration of nearly perfect detection 

with a 75% reduction in features shows that there is a high degree of discriminability in 

the patterns found in the CIC-DDoS2019 dataset and proper feature selection will help 

identify these patterns. 

Gradient Boosting has also demonstrated competitive performance with Random 

Forest. Multiple studies document accuracy ratings of 99.99% and above for all three 

types of Gradient Boosting (CatBoost, XGBoost, and Gradient Boosting). Becerra-Suarez 

et al. (2024) achieved an accuracy rating of 99.97% with just 22 features using Random 

Forest on CIC-DDoS2019. Lalduhsaka et al. (2025) were able to achieve an accuracy 

rating of 99.98% using only 8 features and a two-stage feature selection process. These 

studies demonstrate that the CIC-DDoS2019 dataset is suitable for testing minimalist 

feature methods as well. 

Highly accurate results were similarly obtained using deep learning techniques at 

the cost of higher computation time. Akgun et al. (2022) found that using DNNs, CNNs, 

and LSTMs, using 40 selected features, they were able to achieve binary classifications 

with an accuracy rating of 99.99%.  Deep learning does not appear to provide any 

significant advantages for the CIC-DDoS2019 dataset over traditional machine learning. 

The traditional machine learning techniques used here provided accuracy equivalent to 

deep learning techniques; however, at a fraction of the computing costs. 

Incremental increases in accuracy are achievable through hyperparameter 

optimization. Using grid search and Bayesian Optimization can produce 1-3% increase in 

accuracy compared to the use of the Default configurations. Although Hyperparameter 
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Optimization will add some overhead in terms of computational resource utilization 

during the development phase of the model, this is considered acceptable for production 

systems where training frequency is low. 

Handling class imbalance proved crucial for identifying multiple classes of attack 

types. While binary classification (benign vs. attack) tends to tolerate imbalance more 

than multi-class taxonomy classification, studies that attempt to identify all twelve classes 

of attacks require the use of SMOTE, undersampling, or cost-sensitive learning to 

achieve balanced performance among classes. Additionally, even binary detection tasks 

may benefit from preprocessing to avoid majority class bias. 

Temporal analysis demonstrates limitations in the dataset. The vast majority of 

studies employed random train/test splits to separate training and test sets, rather than 

using temporal splits where the training set contains traffic from earlier time periods, and 

the test set contains traffic from later time periods. Random splits create a potential issue 

since they tend to create similar traffic patterns in both the training and test sets; 

therefore, they may inflate the performance estimates. Only a small number of studies 

have used temporal splits, and these studies reported slightly lower accuracy; therefore, 

the authors believe that there may be a distribution shift between the time periods used 

for capturing the data. Therefore, the temporal aspects of the data should be considered 

when deploying the system in a production environment. 

Which metrics are most important? The literature has focused primarily on 

accuracy, which is why many studies report accuracy rates of 99% or greater as the 

primary measure of success. Precision, Recall, F1-score, and AUC-ROC are commonly 

referenced. However, false positive rates are rarely systematically analyzed although they 
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are operationally very important. Although a system may have a 99% accuracy rate, if the 

1% error rate is skewed towards false positives, then the system may produce thousands 

of false alarms in high-throughput networks. When deploying the system in a production 

environment, minimizing the false positive rate is extremely important, not just 

maximizing accuracy. 

There are several validated patterns established through existing CIC-DDoS2019 

research. High accuracy rates (> 99%) can be achieved with appropriate preprocessing 

regardless of the algorithm family. Reducing the number of features to 14-40 continues to 

show high performance; however, some studies have demonstrated good results using 8-

22 features. Both deep learning and traditional machine learning have demonstrated good 

performance, although the traditional machine learning approach offers better 

computational efficiency. Random Forest and XGBoost are the best options for balancing 

accuracy and efficiency for binary detection. Class imbalance handling remains critical 

for multi-class classification. 

The gaps in research exist in two dimensions. First, the detailed analysis of false 

positive rate remains sparse; however, false positive rate analysis is operationally 

important. Most studies report false positive rates incidentally along with accuracy; 

however, they do not optimize for it specifically. Second, heterogeneous ensemble 

approaches consisting of CatBoost, XGBoost, and Gradient Boosting with minimal 

feature sets for each individual agent, and consensus voting for minimizing false 

positives are under investigated on CIC-DDoS2019. The combination of heterogeneous 

algorithms, independent feature selection for each agent, and consensus voting for 
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minimizing false positives is a new area of investigation that will be addressed in this 

research through explicit FPR tracking and heterogeneous ensemble evaluation. 

 

2.8 Research Gaps and Summary 

DDoS detection research has developed significantly, and ensemble learning can 

now provide DDoS detection accuracy above 99% on the typical benchmark datasets. 

Regarding feature selection, it is possible to reduce the number of dimensions of the 

feature set by approximately 75-97% while still maintaining the same detection 

capabilities. In terms of multi-agent systems, they have demonstrated enhanced 

scalability and fault tolerance for DDoS detection applications. Class imbalance handling, 

which was previously considered to be an insurmountable obstacle to building effective 

DDoS detection systems, can now transform previously ineffective systems into very 

effective ones.  

However, there are five research gaps where current DDoS detection research is 

limited and therefore limits its ability to develop optimized ensemble-based DDoS 

detection systems that can be deployed on resource-constrained platforms. Each of these 

limitations represents barriers to developing scalable, efficient, and production-ready 

DDoS detection systems that can function effectively on resource-constrained platforms. 

These limitations are illustrated in Figure 2.1 and represent five key areas that will be 

addressed in the proposed research framework. 
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Lack of Heterogeneous GBDT Integration 

There is no other study on the topic of DDoS detection that has employed a single 

implementation of a gradient boosting method or the application of homogeneous 

ensembles (Alduailij et al., 2022; Louk & Tama, 2022; Nassreddine et al., 2025). To date, 

there is no research combining multiple gradient boosting variants (CatBoost, XGBoost, 

traditional Gradient Boosting) together within a unified framework. Each of the 

individual gradient boosting variants has its own unique attributes: XGBoost provides 

superior support for sparse data (Li et al., 2023); CatBoost provides native categorical 

processing (Louk & Tama, 2022); and Gradient Boosting provides superior 

 
Figure 2.1 – Research Gap Visualization 
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interpretability. While this gap does leave open the possibility of realizing synergy when 

complementary GBDT algorithms work together, it is especially true for binary 

classification problems where different models may detect a variety of different attack 

signatures. 

Independent Feature Selection Per Agent 

While current research has achieved a 75-97% reduction in the number of features 

selected while maintaining accuracy (Ebrahem et al., 2025; Kaushik et al., 2025; Nawaz 

et al., 2025); the same subset of features is always applied to all ensemble members. For 

example, Alduailij et al., (2022) reduced the number of features from 80 down to 19. 

However, they used these same 19 features in all the classifiers. The uniformity of the 

way the feature subsets are created is a problem because different algorithms will create 

different feature subsets based upon what features they identify as important. For 

example, for Agent 1, mutual information can measure statistical dependency between 

two variables (Nassreddine et al., 2025), Agent 2, random forest importance can measure 

non-linear relationships between features (Alghoson & Abbass, 2021), and correlation 

filtering can remove redundant features in Agent 3 (Becerra-Suarez et al., 2024). There is 

currently no research on selecting features independently for each ensemble member 

which would provide both computational efficiency and an increase in the diversity of the 

features that are selected by the different algorithms. 

Simple Consensus Mechanisms in Minimal Feature Context 

Multi-Agent detection systems employ increasingly complex consensus mechanisms (e.g. 

attention-weighted voting (Sethi et al., 2021), federated gradient aggregation (Soltani et 

al., 2024), Bayesian posterior combination (Wang et al., 2023) to solve binary 
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classification problems. These complex mechanisms introduce significant amounts of 

overhead that do not appear to be necessary. For example, some researchers have 

developed nine-agent reinforcement learning systems (Sethi et al., 2021) and distributed 

CNN/LSTM architectures (Soltani et al., 2024) to solve tasks that could likely be solved 

with simple majority voting. The gap exists to determine whether simple 2-of-3 

consensus voting is equivalent to complex consensus mechanisms when paired with a 

small set of features and a heterogeneous model set. Interpretable and maintainable 

solutions are preferable in production environments; however, no research has evaluated 

whether the added complexity of the consensus mechanism justifies the increased 

computational expense for solving a binary classification problem. 

Multi-Class Attack Type Identification vs. Binary Attack Type Classification in 

Production Systems 

Most research I found has focused on understanding the kinds of multi-class attacks 

(Akgun et al., 2022; Lalduhsaka et al., 2025; Sharafaldin et al., 2019). However, most 

production deployments require robust binary detection capabilities (benign vs. attack) 

with zero false positives. The gap here is to optimize specifically for production-ready 

binary classification with the metric of 0% false positive rate. 

Computational Efficiency as Primary Objective 

The bulk of the current literature is focused on increasing DDoS detection accuracy from 

approximately 99.9%, to 99.99% (Akgun et al., 2022; Alghoson & Abbass, 2021; Sawah 

et al., 2025). In this pursuit many of the papers ignore the amount of computation needed 

to run the detection models that may make them impractical to run in real-world settings. 

Many of the papers can say they achieved 99.99% accuracy; however they achieved this 
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using GPU clusters and large memory systems (Dutta et al., 2023; Sharafaldin et al., 

2019; Wang et al., 2023) that do not exist in edge computing, virtualized or most other 

environments. Few have addressed the issue of efficiency by reducing the computation 

load to maintain an accuracy level similar to the baseline (Nawaz et al., 2025). As of 

today, none of the prior works will frame their objective as maintaining the baseline-level 

detection capability while reducing the complexity of the detection system through either 

feature or model reduction. For example, the practical differences between achieving 

82.79% accuracy with 25 features and 99.99% accuracy with 80 features remain 

unexplored. A key objective for this research is to quantify the total trade-off between 

detection performance and computation speed. For example, how much faster does 

inference run when using 25 features vs. 70 features? Would it be cheaper to train three 

models with 25 features each or to train a single model with 70 features? How much time 

is lost because of majority voting and consensus voting? By quantifying this trade-off as 

applied to multi-agent ensembles we hope that both researchers and practitioners will 

have the ability to make rational choices about deploying resource-limited DDoS 

detection systems. 
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Figure 2.2 shows the Heterogeneous GBDT Ensemble positioned in the low-

requirements, good-accuracy zone. 

Left side = Lower requirements (fewer features, less memory, faster) = BETTER 

Right side = Higher requirements (more features, more memory, slower) = WORSE 

Figure 2.3 illustrates the proposed heterogeneous multi-agent ensemble architecture. 

Three gradient boosting agents operate in parallel: CatBoost with 25 features selected 

through Mutual Information, XGBoost with 25 features selected through Random Forest 

importance, and Gradient Boosting with 25 features selected through correlation filtering. 

Each agent produces binary predictions (benign or attack). Majority voting consensus 

aggregates the three predictions into the final classification decision. This architecture 

integrates gradient boosting diversity, minimal-feature multi-agent design, and explicit 

 
Figure 2.2 Computational Efficiency Trade-Offs in DDoS detection 
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consensus mechanisms within a computationally efficient framework suitable for 

resource-constrained deployment. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

Figure 2.3 Proposed System Architecture 
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Chapter 3—Methodology 

3.1 Introduction 

In this section, we will discuss the experimental methodology for evaluating 

minimal feature ensembles using consensus mechanisms to compare detection 

performance vs. computational efficiency using only a subset of features for DDoS attack 

detection. 

Our experiment is based on three research questions: First, can the use of very 

small sets of features (e.g., 20-30) result in detection performance similar to that of full 

feature baselines? Second, does voting among multiple classifiers trained using different 

feature sets produce better classification results than training an individual classifier? 

Third, what are the optimal numbers of agents, number of features per agent, and voting 

thresholds for achieving the best possible tradeoff between accuracy and efficiency? 

We have included several design elements within our methodology to support 

working with large-scale cybersecurity data. We optimized our files for faster processing 

time and created a two-stage process, which allowed us to balance scientific rigor with 

resource limitations to create a model that can be used in real world environments where 

computing power is at a premium. 

The structure of this chapter will follow the process flow of the experiments 

described above. Section 3.2 will provide information about the CIC-DDoS2019 dataset 

and the reason for selecting it. In section 3.3, we will describe the two-stage process of 

preparing the data, including sampling and pre-processing. Section 3.4 will detail the 
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optimization of the file formats. Section 3.5 will describe the three methods used to select 

the features. In section 3.6 we will describe the configurations for the classifiers. Section 

3.7 will detail the consensus voting mechanism. The metrics used for evaluating the 

results of the experiment will be in Section 3.8. All the details regarding the experimental 

environment will be provided in section 3.9. 

3.2 Dataset and File Format Optimization 

3.2.1 CIC-DDoS2019 Dataset Overview 

CIC-DDoS2019 includes around fifty million records of network flow data that 

were obtained by CICFlowMeter-V3. Sharafaldin et al. (2019) simulated twelve different 

forms of DDoS attacks and developed this benchmark. The twelve DDoS attack types 

are: NTP, DNS, LDAP, MSSQL, NetBIOS, SNMP, SSDP, UDP, UDP-Lag, Web-based 

DDoS, SYN, and TFTP amplification attacks. 

Each network flow record has eighty-eight (88) features that describe packet 

statistics, flow characteristics, and attributes specific to each protocol. CIC-DDoS2019 

has a highly unbalanced distribution between attack traffic (99.89%) and benign traffic 

(0.11%). The extreme class imbalance of CIC-DDoS2019 represents the typical class 

distributions found during active DDoS attacks; however, it creates methodological 

problems that require special handling with sampling or balancing techniques. 

Why select CIC-DDoS2019? There are four reasons why CIC-DDoS2019 was 

chosen. First, CIC-DDoS2019 is currently considered a standard in today’s research 

community, providing an opportunity to compare performance directly. Second, the 

variety of attack types allows for testing against many potential threat vectors. Third, the 



47 

realistic environment under which CIC-DDoS2019 was collected provides traffic that is 

representative of a real-world operating environment. Fourth, the substantial size of CIC-

DDoS2019 (fifty million flows) enables sufficient statistical power for validating results. 

The primary purpose of binary classification is to distinguish benign traffic from 

attack traffic. This is consistent with the goals of SecOps operators, who need to identify 

threats quickly so they can initiate defenses. Once benign versus attack is identified, 

identifying the attack type is secondary. Additionally, binary classification is easier to 

address when dealing with the class imbalance problem than would be required if twelve-

class classification were used. 

Table 3.1 summarizes dataset characteristics including original composition, 

sampling stages, preprocessing outcomes, and final training and test set sizes. 

 

 

 

 

 

  

 

 

 

 

 

 

 

 

 

 

 

Table 3.1: CIC-DDoS2019 Dataset Characteristics 

 

Characteristic Specification

Total Original Records ~50 million flows

Benign Samples (Original) 56,863 instances (0.11%)

Attack Samples (Original) ~50 million instances (99.89%)

Original Imbalance Ratio 999:1 (attack:benign)

Number of Attack Types
12 types (NTP, DNS, LDAP, MSSQL, NetBIOS, SNMP, 

SSDP, UDP, UDP-Lag, Web DDoS, SYN, TFTP)

Original Features 88 features (CICFlowMeter-V3)

Features After Preprocessing
70 features (after removing identifiers, constants, and zero-

variance features)

Attack Categories Reflection-based amplification and direct volumetric flooding

Training Set (Stage 1) ~2.5 million records (44:1 attack:benign)

Training Set (Stage 2 - 

Balanced)
~227,000 records (3:1 attack:benign)

Test Set ~5 million records (87:1 attack:benign)

Temporal Split Earlier periods → Training, Later periods → Testing

Feature Categories
Flow statistics, packet metrics, TCP characteristics, timing 

features, header measurements

File Format Parquet (converted from CSV, 60-70% size reduction)

Data Source Canadian Institute for Cybersecurity

Extraction Tool CICFlowMeter-V3
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3.2.2 Parquet Format Implementation 

The CSV-based format of the original dataset was converted into Apache Parquet 

format, which is a column-based format used for analytical environments. Apache 

Parquet allows for high levels of compression due to how it clusters similar data; 

provides faster read access as it can read in only the columns that are needed for a query; 

and stores its own schema so it does not have to be parsed again when queried. The 

conversion process using PyArrow resulted in about an 87% decrease in file size.  Table 

3.2 shows the output.  There was an 88% reduction in file sizes for training and testing 

datasets from 28 GB down to 3.3 GB. 

 

 

 

Format Validation: Comprehensive validation confirmed conversion integrity 

through five verification procedures: (1) record count verification ensuring identical 

sample preservation, (2) schema comparison confirming matching data types and column 

names, (3) statistical summaries comparison across all numerical columns, (4) element-

by-element comparison of randomly sampled records, and (5) complete machine learning 

pipeline execution on both formats with performance metric comparison.  This 

comprehensive validation process demonstrates that Parquet optimization enhances 

computing efficiency while maintaining data integrity and avoiding bias. 

Table 3.2 Parquet format file size reduction 

 
 

Train Dataset Test Dataset

.CSV format 20 GB 8 GB

.parquet format 2.3 GB 1 GB
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3.3 Two-Stage Data Processing Pipeline 

The CIC-DDoS2019 dataset has 50 million records with 88 features so it is 

computationally expensive for iterative testing. An intelligent sampling strategy, along 

with a multi-stage sampling approach for strategically balancing classes is used as a 

means to reduce the computational costs associated with this dataset while also 

maintaining scientific rigor. 

Memory-efficient stratified sampling (Stage 1). The first phase samples data 

efficiently using PyArrow’s row group processing, allowing it to read in data 

incrementally as opposed to loading entire files into memory at once. This approach reads 

the dataset by chunk, performing the sampling logic on each chunk independently, then 

accumulates the results. 

This sampling method has a statistically representative sampling strategy that is 

class aware. For the minority class (benign traffic) this method will retain all data from 

this class to maximize the amount of information preserved about the minority class. 

Retaining the entire minority class reduces the problem of additional imbalance that 

occurs when an already imbalanced dataset is sampled. 

The sampling method will extract a stratified random 5% sample of the majority 

class (attack traffic). Stratification is used to maintain the proportionate representation of 

the different attack types, maintaining the relative frequency of NTP, DNS, LDAP, SYN, 

UDP, and other types of attacks. Using stratified random sampling within the strata will 
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eliminate any bias that may occur due to temporal patterns, clustered attacks or any non-

random structure of the order of the data. 

Sampling produces two datasets: training and the larger test dataset. The larger 

test dataset is intended to provide sufficient statistics to allow for the calculation of 

accurate performance metrics for both the majority and minority classes. The temporal 

ordering of the data is maintained in the sampling so that earlier time periods are used in 

the training dataset and later time periods are used in the test dataset. This will simulate 

operational deployments of these models that must be able to predict future traffic 

patterns. 

Strategic class balancing (Stage 2). This second stage uses targeted class 

balancing strictly on the training set. A randomized under-sampling technique is 

employed for the majority class (the attack data), with the goal of achieving a 3:1 

attack/benign ratio as the target. A 3:1 ratio was chosen after weighing multiple 

competing factors. 

The 3:1 ratio was used to find a balance point between the need for sufficient 

minority class samples (in this case 25% of all training samples), to have enough attack 

samples to represent an adequate amount of variation in attack patterns and to be able to 

learn sufficiently robust patterns from the data. Moderate imbalance ratios like 3:1 have 

been empirically supported by the literature on class imbalance; they tend to perform 

better than both very imbalanced and very balanced ratios. 
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A perfectly balanced 1:1 ratio, on the other hand, would provide equal 

representation to both classes; however, it would throw away too many attack samples 

and potentially eliminate the ability to represent less common attack types and/or 

diversity of attacks. On the other hand, if we maintained the same level of imbalance as 

after Stage 1, then we could keep the diversity of attacks, and we would still have the 

models biased toward predicting the majority class and thus we would lose minority class 

detection accuracy. 

The undersampling process for the attack class does not replace samples, so that 

each sample selected will appear exactly once. All benign samples are kept so that we 

have the entire minority class represented. Importantly, there is no balancing of the test 

set, which remains unbalanced as per the original distribution. Therefore, our testing of 

model performance is representative of real-world conditions during a DDoS attack when 

the number of attack packets far exceeds the number of legitimate packets. 

Methodological trade-offs. In the two-stage pipeline, there are intentional 

methodological decisions made with specific tradeoffs between each stage. In Stage 1, 

sampling is done to make the computations feasible and to minimize the loss of 

information by keeping the proportion of classes and the diversity of attack types from 

the original dataset by using a stratified approach. The sampling rate of 5 percent was 

determined to be an optimal balance between having enough samples for robust machine 

learning and being able to experiment with available computational resources. 

In Stage 2, balancing is performed to improve model training (i.e., better 

representation of minority classes). Oversampling can risk losing some rare attack 
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patterns if it is too aggressive; however, the two-stage pipeline preserves substantial 

attack diversity through the stratified Stage 1 sampling which ensures representation of 

all attack types. 

Alternative approaches could have employed oversampling methods like SMOTE 

to create synthetic benign samples instead of undersampling attacks. However, SMOTE 

creates artificial data that likely will not represent actual network behavior and therefore 

may cause models to learn to recognize synthetic patterns rather than true traffic 

behaviors. The undersampling approach maintains the integrity of the data and represents 

a tradeoff between ecological validity and maximum sample retention. 

This two-stage methodology allows for experimental rigor while maintaining both 

computational feasibility and the preservation of critical characteristics of the dataset. 

The methodology achieves this by finding a balance between competing demands of 

statistical representation, computational efficiency, and operational realism through the 

use of principled sampling and balancing strategies based on machine learning best 

practices and domain-specific considerations of cybersecurity. 

3.4 Data Preprocessing Pipeline 

Preprocessing the original dataset produces a pipeline of transformations to 

process the original features into a machine learning-ready form.  This is done through a 

series of five sequential processing steps which will be performed on the train and test 

datasets with the critical distinction that transformation parameters are derived from the 

training data only. 
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Feature Cleaning: The pre-processing pipeline first cleans features by removing any 

data that could be used to trivially classify traffic based on memorization of specific 

traffic flows, such as IP address, port number, time stamps, etc. Next, the target labels are 

converted to binary labels by mapping benign traffic to a class label of 0, and malicious 

traffic to a class label of 1. Finally, the pre-processing pipeline identifies and removes 

any features that have been shown to have zero variance throughout all examples. This is 

because these features do not contain any useful information for discriminating between 

different classes. 

Data Type Processing: The preprocessing pipeline verifies whether the numerical 

features are represented in a numeric format. Where a feature has been represented as a 

string, this is converted to a floating-point format of type float64. Any residual 

categorical features that are not indicative of traffic behavior are also removed from the 

feature space at this stage. This is done to ensure that there are no non-numerical features 

present in the feature space to prevent compatibility issues with the application of 

gradient boosting methods. 

Infinite and Missing Value Treatment: Treatment of infinite and missing values: All 

infinite values that arise as a result of dividing by zero or other mathematical operations 

in the process of extracting features will be converted into "Not a number" (NaN). Then 

all subsequent columns of NaN's will undergo median imputation for each column  using 

training set medians on both the training and test sets with missing values. Median 

imputation is considered a more outlier-resistant approach than mean imputation. 
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Feature Scaling: The StandardScaler Transformation will normalize features so they 

have a mean of zero and a standard deviation (or unit) variance. The StandardScaler 

calculates the mean and standard deviation for each feature from the training data. Then, 

it applies these values to transform both the training and testing data so that no values 

from the testing data affect the learning process in the training process. Therefore, all of 

the features remain normalized throughout the entire modeling pipeline. 

Final Pre-Processing: Constant features are removed as well as any features that have 

many missing values (features with >30% missing values). The correlation matrix is 

computed to use in correlation-based feature selection. 

Following the completion of the pre-processing pipeline, the cleaned dataset now 

consists of 70 numeric features that are available for the purpose of selecting features and 

represents the feature space after all cleaning and removal processes have been 

completed. 

3.5 Feature Selection Methodology 

Each agent employs a distinct feature selection method, creating feature diversity 

across the ensemble.  Each agent selects 25 features. The cardinality (number of features 

selected) of 25 has a basis in literature which has demonstrated that 15 to 30 features 

provide the most efficient accuracy in relation to DDoS detection on CIC-DDoS2019. 

Agent 1: Mutual Information(MI) - Quantifies statistical dependency between 

features and target: 
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𝐼(𝑋; 𝑌) = ∑  

𝑥∈𝑋

∑  

𝑦∈𝑌

𝑝(𝑥, 𝑦) log
𝑝(𝑥, 𝑦)

𝑝(𝑥)𝑝(𝑦)
(3.1) 

Mutual Information scores are determined via the mutual_info_classif function from 

scikit-learn. Mutual information is a model-agnostic measure that can capture both linear 

and non-linear associations between variables. The function can handle multiple classes; 

in this case, we have a single class (binary) and therefore, it will only calculate the mutual 

information for one class at a time.  The result is the top 25 features according to their 

mutual information scores, which are then used for analysis. 

Agent 2: Random Forest Feature Importance (RFFI) - Ranks features by their 

average contribution to reducing Gini impurity across all trees, weighted by node sample 

sizes: 

Importance(𝑓) =
1

𝑇
∑  

𝑇

𝑡=1

∑  

𝑛∈splits(𝑓,𝑡)

𝑁𝑛

𝑁
Δ𝐼𝑛 (3.2) 

A temporary random forest classifier with 50 trees is trained on the preprocessed data to 

find importance scores. An embedded method that considers both interaction between 

features (through a hierarchical tree structure) and redundancy (because it uses all the 

information from each tree), finds the 25 most important features based on their 

importance score.  

Agent 3: Correlation-Based Filtering (Corr) - Identifies highly correlated 

feature pairs using the Pearson correlation coefficient: 



56 

𝑟𝑥𝑦 =
∑  𝑖 (𝑥𝑖 − 𝑥̄)(𝑦𝑖 − 𝑦̄)

√∑  𝑖 (𝑥𝑖 − 𝑥̄)2√∑  𝑖 (𝑦𝑖 − 𝑦̄)2
(3.3) 

Any feature that has an absolute correlation of greater than 0.95 are flagged as redundant 

pairs; consequently, one feature from each of these redundant pairs is deleted. A 

temporary 50 tree Random Forest then identifies the most important of the remaining 

features based on the information gained from each feature; the top 25 of these are 

selected. This hybrid method selects the most informative, non-redundant features. 

Feature Diversity Analysis: Pairwise set intersection measures the diversity 

between sets of features. For feature sets 𝐹1, 𝐹2, 𝐹3corresponding to Agents 1, 2, 3, the 

pairwise overlaps are:  

𝑂12 =∣ 𝐹1 ∩ 𝐹2 ∣, 𝑂13 =∣ 𝐹1 ∩ 𝐹3 ∣, 𝑂23 =∣ 𝐹2 ∩ 𝐹3 ∣ (3.4) 

 

and complete overlap: 

𝑂123 =∣ 𝐹1 ∩ 𝐹2 ∩ 𝐹3 ∣ (3.5) 

If the two models have low overlap values, then they have a large amount of 

diversity, and it will be much more likely for an agent to make independent errors which 

can be corrected using consensus voting. 

3.6 Classifier Configuration and Training 

The heterogeneous ensemble uses three different gradient boosting decision tree 

classifiers that are all based on gradient boosting technology but have different 
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implementations, optimization techniques and ways to handle categorical variables. 

These differences create algorithmic diversity for the ensemble. 

Baseline Model Configuration 

A Random Forest trained on all 70 attributes is a good comparison of the agent 

classifiers because it is a very popular robust ensemble model which is a common 

reference point in many intrusion detection studies.  

The significant difference between the agent classifiers and the Random Forest 

classifier is that the Random Forest uses all 70 features, while the latter is limited to 25 

feature subsets. All the baseline classifier parameter configurations can be found in Table 

3.3. 

. 

 

 

Agent 1: CatBoost Classifier 

CatBoost performs gradient boosting with specialized procedures for managing 

categorical features and preventing overfitting. It employs ordered boosting, an modified 

version of the general gradient boosting method to prevent prediction shift due to target 

leakage during training.  

Table 3.3: Baseline Random Forest Classifier Configuration Parameters 

Parameter Value Purpose 

n_estimators 100 Number of sequential boosting iterations 

max_depth 15 Maximum tree depth controlling model complexity 

learning_rate 0.1 Step size shrinkage for regularization 

subsample 0.8 
Row sampling fraction (stochastic gradient 

boosting) 

max_features 'sqrt' 
Number of features considered per split (√n 

features) 

random_state 42 Ensures reproducibility 
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The algorithm employs oblivious decision trees where each node at a particular 

level tests the same features using identical thresholds, creating balanced tree structures. 

For categorical features, CatBoost calculates ordered target statistics based on only prior 

examples in a random permutation and therefore never includes information about future 

instances; this prevents target leakage. CatBoost can also manage continuous variables 

well with its use of symmetrical trees combined with an efficient CPU implementation. 

User-configurable options for CatBoost are in table 3.4 below. 

 

 

 

 

 

Agent 2: XGBoost Classifier 

XGBoost implements gradient boosting with extensive algorithmic optimizations 

for speed and performance. It builds trees sequentially, with each tree trained to predict 

the negative gradient (residual error) of the loss function with respect to the current 

ensemble's predictions. 

 

 

Table 3.4: Agent 1 CatBoost Classifier Configuration Parameters 
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Key Algorithmic Features: XGBoost incorporates regularization terms: 

Ω(𝑓) = 𝛾𝑇 +
1

2
𝜆 ∑  

𝑇

𝑗=1

𝑤𝑗
2 (3.6) 

Approximate tree learning is used in the algorithm which uses quantile-based candidate 

split point proposals and sparsity-aware split finding methods to find the best splits for 

each of the available features when dealing with missing values. The use of parallelized 

computation allows for the fastest possible identification of an optimal split for each 

feature. 

 

 

 

 

 

Agent 3: Gradient Boosting Classifier 

The scikit-learn Gradient Boosting classifier implements standard gradient 

boosting through functional gradient descent. Trees build sequentially, predicting pseudo-

residuals between true labels and current ensemble predictions: 

𝑟𝑖𝑚 = 𝑦𝑖 − 𝑝𝑖,𝑚−1 (3.7) 

Table 3.5: Agent 2 XGBoost Classifier Configuration Parameters 

Parameter Value Purpose 

n_estimators 100 Number of sequential boosting iterations 

max_depth 15 
Maximum tree depth controlling model 

complexity 

learning_rate 0.1 Controls each tree's contribution to the ensemble 

subsample 0.8 Row subsampling fraction (stochastic training) 

colsample_bytree 0.8 Feature sampling per tree (reduces correlation) 

scale_pos_weight 3.41 
Ratio of negative to positive class samples  

(imbalance handling) 

random_state 42 Ensures reproducibility 

n_jobs -1 Parallel processing across all CPU cores 

eval_metric 'logloss' Loss function for optimization 
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where 𝑦𝑖is the true label and 𝑝𝑖,𝑚−1is the predicted probability from the ensemble after 

𝑚 − 1iterations.  

 

 

 

 

While lacking the advanced optimizations of CatBoost and XGBoost, this 

canonical implementation lacks the advanced optimizations of CatBoost and XGBoost. It 

provides algorithmic diversity through different split selection criteria (exact greedy 

search versus approximate methods) and training procedures (traditional gradient 

boosting versus ordered or regularized boosting). 

Model Training Procedures 

We train each model on our pre-processed (scaled and balanced) datasets that 

contain the full set of features used by that particular model (baseline uses all features), 

and we use a fixed number of hyperparameters as per the published literature in order to 

ensure a consistent methodology and to isolate the effects of selecting the features for use 

by a given model versus optimizing those hyperparameters. The time it takes to train a 

model is recorded by the time module in Python so that we can compare the 

computational cost associated with models trained for different periods of time to 

determine how complex tradeoffs are made when creating an ensemble of models. 

Table 3.6: Agent 3 Gradient Boosting Classifier Configuration Parameters 

Parameter Value Purpose 

n_estimators 100 Number of sequential boosting iterations 

max_depth 15 Maximum tree depth controlling model complexity 

learning_rate 0.1 Step size shrinkage for regularization 

subsample 0.8 
Row sampling fraction (stochastic gradient 

boosting) 

max_features 'sqrt' 
Number of features considered per split (√n 

features) 

random_state 42 Ensures reproducibility 
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Heterogeneous Ensemble Justification 

The combination of CatBoost, XGBoost and Gradient Boosting provides us with 

diversity among the models in this heterogeneous ensemble, even though they all have 

gradient boosting at their core. CatBoost uses ordered boosting while XGBoost uses 

approximate algorithms along with regularization. In contrast, Gradient Boosting 

performs an exact greedy search utilizing traditional gradients. These differing 

implementations result in the three models producing unique decision boundary points 

and error types; thus, the models' correlations with each other are minimized, and their 

respective robustness are maximized through diversity. 
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The framework is shown in Figure 3.1. The pre-processed data will flow to four parallel 

classifiers: a baseline that uses all seventy features and three agents that use diverse 25-

feature subsets. Consensus voting will produce the final classification.  

 
Figure: 3.1 Complete Methodological Framework with Hypothesis Validation 
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3.7 Consensus Voting Mechanism 

A multi-agent ensemble creates final predictions by applying consensus voting to 

each agents' predictions. 

Majority Voting Protocol 

Each of the agents independently classifies the test samples using its trained 

model and selected feature subset, resulting in a binary predictions: 0 for benign or 1 for 

attack. For a given test sample, the consensus voting mechanism collects three agent 

predictions and applies majority voting to determine the final classification. Formally, let 

𝑦𝑖
(𝑗)

denote the prediction of agent 𝑗 ∈ {1,2,3}for test sample 𝑖. The consensus prediction 

is:  

𝑦̂𝑖 = mode(𝑦𝑖
(1)

, 𝑦𝑖
(2)

, 𝑦𝑖
(3)

) (3.8) 

where mode() returns the most frequent value. For three agents in binary classification, 

this requires 2-of-3 agreement (simple majority threshold). Alternatively expressed as: 

𝑦̂𝑖 = {
1 if ∑  

3

𝑗=1
𝟙(𝑦𝑖

(𝑗)
= 1) ≥ 2

0 otherwise

(3.9) 

where 𝟙(⋅)is the indicator function.  

Probability Aggregation 

Each agent produces class probability estimates: 
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𝑝𝑗(𝑥) =
1

1 + 𝑒−𝐹𝑗(𝑥)
(3.10) 

where 𝐹𝑗(𝑥)represents agent 𝑗's ensemble prediction for sample 𝑥. These probabilities are 

averaged to generate the consensus probability:  

𝑃(attack ∣ 𝑥𝑖) =
1

3
∑  

3

𝑗=1

𝑝𝑗(𝑥𝑖) (3.11) 

This averaged probability offers continuous confidence measures that supports AUC-

ROC computation and interpretable decision confidence scores for operational 

deployment. 

Theoretical Justification 

Majority voting among diverse classifiers can improve prediction accuracy through error 

cancellation. If individual agents achieve accuracy 𝑝 > 0.5 with independent errors, the 

majority vote achieves accuracy:  

𝑃(correct) = 𝑝3 + 3𝑝2(1 − 𝑝) (3.12) 

While perfect error independence is unrealistic, diverse feature selection methods 

combined with diverse gradient boosting implementations promote error independence. 

An agent using CatBoost with mutual information-selected features may misclassify 

patterns correctly identified by XGBoost with Random Forest importance-selected 

features, and vice versa. The consensus mechanism gives priority to precision when 

agents disagree: if one agent predicts attack while two predict benign, the majority vote 

classifies as benign, reducing false positives which are critical for operational 

deployment. 
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3.8 Performance Evaluation Metrics 

Comprehensive evaluation employs multiple metrics capturing different classification 

quality aspects relevant to operational DDoS detection. 

Confusion Matrix Metrics 

All the metrics are derived from the following, and the equations are below: true 

positives (TP), true negatives (TN), false positives (FP), and false negatives (FN): 

Accuracy =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
(3.13) 

Precision =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
                       (3.14) 

Recall (TPR) =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
                   (3.15) 

𝐹1 = 2 ⋅
Precision ⋅ Recall

Precision + Recall
               (3.16) 

Accuracy: overall correctness. Precision: percentage of positive predictions that are 

correct, minimizing false positives. Recall: percentage of actual attacks detected. F1: 

harmonic mean of precision and recall. 

False Positive Rate 

FPR =
𝐹𝑃

𝐹𝑃 + 𝑇𝑁
                            (3.17) 

FPR is the proportion of benign samples incorrectly classified as attacks. Minimizing 

FPR is important to minimize operational costs, since false positives can block legitimate 

traffic, causing unnecessary mitigation actions, and require investigation resources. 
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AUC-ROC 

The Area Under the Receiver Operating Characteristic Curve (AUCROC) provides a 

threshold independent measure of the true positive rate vs. the false positive rate across 

all classification thresholds; AUCROC is especially valuable when working with 

imbalanced datasets. 

Computational Efficiency Metrics 

The metric that quantifies efficiency gains: 

Feature Reduction = (1 −
𝑁selected

𝑁total

) × 100% (3.18) 

where 𝑁selected = 25and 𝑁total = 70, yielding:  

Feature Reduction = (1 −
25

70
) × 100% = 64.3% (3.19) 

This value represents theoretical dimensionality reduction. The training times, measured 

in wall-clock seconds for each agent and the baseline, indicate the trade-off between 

ensemble complexity and training efficiency. 

3.9 Experimental Design and Hypothesis Testing 

Three hypotheses were tested in this study as part of the comparative evaluation of the 

performance of a baseline single-agent classifier and multi-agent ensemble of classifiers: 
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Hypothesis 1 (H1): Performance Equivalence with Feature Reduction 

Three heterogeneous agents using independently selected 20-30 feature subsets should 

perform within ±5% of the full-feature baseline, proving that minimal-feature ensembles 

work for DDoS detection. 

Validation requires: 

∣ Accuracy
consensus

− Accuracy
baseline

∣≤ 0.05 (3.20) 

Hypothesis 2 (H2): False Positive Rate Maintenance 

Consensus voting (2-of-3 agreement) among minimal-feature agents will maintain false 

positive rates at or below baseline levels, demonstrating that feature diversity preserves 

detection precision while reducing computational requirements. 

Validation requires: 

FPRconsensus ≤ FPRbaseline (3.22) 

Hypothesis 3 (H3): Absolute Performance Targets 

The optimal configuration of 3 agents, 25 features per agent, and 2-of-3 consensus will 

achieve <1% FPR and >80% TPR, with >60% reduction in computational requirements 

through feature reduction. 

Validation requires simultaneously achieving: 

FPRconsensus < 0.01             (3.23) 

TPRconsensus > 0.80                 (3.24) 
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Feature Reduction > 60% (3.25) 

3.10 Implementation Environment  

All experiments are being run under a Python environment with versions of 3.9 or 

greater using NumPy 1.21 or greater, Pandas 1.3 or greater, PyArrow 6.0 or greater, 

Scikit-learn 1.0 or greater, and XGBoost 1.5 or greater. In addition to multi-core CPU (at 

least 8 cores) hardware, we have access to 96+ GB of RAM, 24 core Nvdia RTX 2000 

GPU and 1 TB of solid-state drive (SSD) storage for running experiments. We use 

random seed 42 for all stochastic operations (e.g., bootstrap sampling, estimating mutual 

information, and subsampling). We also utilized Google’s Colab Pro+ platform which 

utilizes an NVIDIA A100 GPU as well as 167 GB of RAM.. 

3.11 Methodological Assumptions and Validation 

Three core assumptions underpin this methodology. Each requires empirical 

validation. 

Agent diversity assumption. For consensus voting to add value, agents must 

make different types of errors. We validate this by calculating pairwise error correlation 

between agents. A mean correlation below 0.7 confirms sufficient diversity.  If agents fail 

on the same samples (high correlation), voting becomes pointless. When agents make 

independent errors (low correlation), majority voting can filter out individual mistakes. 

Feature diversity assumption. Different selection methods should identify 

distinct feature subsets. We validate using Jaccard similarity between agent feature sets—

overlap below 65% confirms adequate diversity. If agents share identical features, only 
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algorithmic differences drive ensemble benefits. Diverse features let agents capture 

complementary attack patterns. 

Class balance assumption. The 3:1 attack-to-benign ratio should enable effective 

learning. We validate this by evaluating whether performance achieves precision ≥95%, 

recall ≥75%, and a false positive rate <5%. Meeting these thresholds will validate the 3:1 

ratio choice. Failure would suggest either we need more aggressive balancing (closer to 

1:1) or a different sampling strategy. 

Table 3.7 summarizes validation criteria for these assumptions. Section 4.6 

presents empirical results testing each assumption against stated thresholds. 

 

 

 

 

 

 

 

3.12 Methodological Limitations 

We made certain choices in our methodology that naturally set boundaries on what we 

can claim and what needs further investigation. 

Fixed hyperparameters. Instead of optimizing hyperparameters for each classifier, we 

locked them at values proven in prior studies. This way, performance differences come 

from feature selection alone, not differential tuning. We chose middle-of-the-road 

configurations that work reasonably well across the board, giving us a stable baseline to 

test whether cutting features hurts performance. 

Table 3.7: Summarization of Validation Criteria. 

Assumption Test Method Pass Criteria Validation Approach 

Agent Diversity 
Error 

correlation 
r < 0.7 

Calculate pairwise error 

correlations between agent 

predictions 

Feature Diversity 
Jaccard 

similarity 
Overlap < 65% 

Count shared features 

across agent subsets 

Class Balance 

(3:1) 

Performance 

metrics 

Prec ≥ 95%, Recall 

≥ 75%, FPR<5% 

Evaluate consensus 

ensemble on test set 
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Literature-Informed Feature Cardinality. The 25-feature choice comes from multiple 

recent studies (chapter 2) showing 15-30 features optimize the accuracy-efficiency trade-

off in DDoS detection. Rather than exhaustively testing this range, we selected the 

midpoint value that clearly demonstrates minimal-feature viability. 

Undersampling-Based Class Balance. In achieving the 3:1 attack-to-benign ratio, we 

have chosen to utilize majority class under-sampling as opposed to utilizing SMOTE 

over-sampling or cost-sensitive learning. Majority class under-sampling maintains a high 

degree of data integrity and computation performance at the expense of removing some 

samples from consideration.  In addition to maintaining data integrity, Stage 1 stratified 

sampling maintains all 12 classes of attacks and therefore will maintain data diversity 

throughout the process of under-sampling. While using SMOTE does allow for the 

preservation of more data, there exists the possibility that using SMOTE could artificially 

create patterns of synthetic data that would inaccurately represent real-world network 

traffic. 

Binary Classification Scope: This research exclusively focuses on binary classification; 

it groups all 12 attack types into a single attack class.  This reflects the operational reality 

of how security professionals view attacks in the real world; detecting an attack first, then 

characterizing them later. A multi-class approach would need a variety of methodologies, 

metrics, and feature selection strategies that are suited to distinguish individual attack 

characteristics. 

Single Dataset Limitation: The validation is limited to CIC-DDoS2019, which is one of 

the most referenced benchmarks, and allows for a direct comparison between this study 
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and other studies using the same benchmark. To further establish the generalizability of 

the findings in this study, cross-validation across multiple datasets (Bot-IoT, UNSW-

NB15, CICIDS2017) could have been completed; however, it comes at the cost of having 

more extensive evaluations of the proposed model on the standard benchmark versus 

having more comprehensive evaluations of the proposed model across multiple datasets. 

As such, the single-dataset approach facilitates more comprehensive experimentation 

within the confines of available resources, while also providing a comparable basis for 

evaluating the proposed model against that established by previous studies. 

These limitations represent the scope of contributions from this study while also 

establishing possible avenues for subsequent study. 

3.13 Summary 

Chapter 3 describes the specific experimental methodology. The application of 

minimal feature ensemble learning for the binary classification of DDoS attacks. This is 

accomplished by utilizing three separate heterogeneous gradient boosting agents which 

use three independent sets of 25 different feature subsets selected based on their 

individual relevance to a DDoS attack. These subsets are combined using a majority vote. 

This methodology directly addresses the research void described in Chapter 2; there is no 

previous literature that provides a systematic comparison of multiple heterogeneous 

classifier combinations of various minimal feature subsets for DDoS detection. 

Assumptions underlying this methodology are validated to allow for meaningful 

interpretation of results.  
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Chapter 4 presents experimental findings, baseline performance, individual agent 

results, consensus ensemble effectiveness, and hypothesis validation.  
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Chapter 4—Results 

4.1 Introduction 

This chapter presents experimental results from the heterogeneous multi-agent 

ensemble employing CatBoost, XGBoost, and Gradient Boosting classifiers. Each agent 

was trained on independently selected 25-feature subsets from the 70-feature baseline. 

Performance is benchmarked against a Random Forest baseline using all 70 features, 

evaluated on a 5-million-sample test set with a realistic 87:1 attack-to-benign imbalance. 

Results demonstrate that the multi-agent minimal feature ensemble achieves 

baseline-equivalent detection performance while reducing computational requirements by 

64.3%. All three research hypotheses are validated, with consensus achieving perfect 

precision (zero false positives) and 99.99% recall. 

4.2 Dataset Characteristics and Preprocessing Outcomes 

The dataset underwent two-stage processing to prepare it for experimentation. 

During Stage 1 sampling we retained all 56,863 benign while extracting 10% of the 

attack traffic producing 5,057,466 training samples with an 87.9:1 attack-to-benign 

imbalance. Stage 2 balancing then applied random undersampling to the attack traffic 

which created a 3:1 ratio. With this the training data was reduced to 227,452 samples 

(170,589 attack, 56,863 benign). 

The test data retained a natural imbalance of the test data to mirror operational 

DDoS environments. The 5 million sample test data is made up of 56,602 benign flows 

and 4,943,398 attack flows (87:1), which is reflective of real-world incidents, where 

attack traffic far exceeds normal/legitimate traffic. 
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Preprocessing removed non-information features. Five categorical features (ip 

addresses & ports) removed to prevent memorization of those values; 12 constant 

features were removed because they had zero variance; 1 feature was removed due to 

excessive missing data (over 30%). The original 88 features were reduced to 70 (a 20.5% 

reduction) to preserve the traffic behavioral attributes while removing the unimportant 

dimensions. 

Table 4.1 provides the statistics of our final dataset after sampling, balancing, and other 

pre-processing activities.. 

 

 

 

 

 

4.3 Feature Selection Results 

Each agent algorithmically selected 25 features through its own automated 

method. Agent 1 used mutual information, Agent 2 relied on random forest feature 

importance, and Agent 3 combined correlation filtering with random forest importance. 

For Agent 1, mutual information scores ranged from 0.4825 to 0.3370, with 

packet-length statistics ranking highest (average forward segment size = 0.4825; forward 

packet length mean = 0.4817). Agent 2’s feature importance values ranged from 0.1245 

to 0.0059, led by minimum packet length (0.1245). After correlation filtering, Agent 3 

produced importance scores between 0.1719 and 0.0044, where forward packet length 

minimum (0.1719) was the top feature. 

Table 4.1: Final Dataset Statistics 

Characteristic Training Test 

Total samples 227,452 (balanced) 5000000 

BENIGN samples 56,863 (25.0%) 56,602 (1.1%) 

ATTACK samples 170,589 (75.0%) 
4,943,398 

(98.9%) 

Imbalance ratio 3:1 87:1 

Features 70 70 

Scaling StandardScaler StandardScaler 
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Feature overlap analysis showed that Agents 1 and 2 shared 16 features (64%), Agents 1 

and 3 shared 12 (48%), and Agents 2 and 3 shared 16 (64%), 9 features (36%) appeared 

in all three sets. The 9 universal features; Bwd Packets/s, Destination Port, Fwd Packet 

Length Max, Fwd Packet Length Min, Inbound, Max Packet Length, Source Port, Total 

Backward Packets, Total Length Fwd Packets; constitute the core feature set for binary 

DDoS detection. Each agent selected unique features: Agent 1 emphasized flow timing, 

Agent 2 selected packet variability metrics, and Agent 3 captured bidirectional 

asymmetries. These are highlighted in Table 4.2.  More details about feature selection are 

available in Appendix C: Feature Selection Methodology.  Figure 4.1 shows the feature 

overlap between agents. 

 

 

 

 

 

 

Table 4.2: Top 5 Features Per Agent 

 

Rank Agent 1 (MI) Score Agent 2 (RFI) Score Agent 3 (Corr) Score

1
Avg Fwd 

Segment Size
0.483 Min Packet Length 0.124

Fwd Packet Length 

Min
0.172

2
Fwd Packet 

Length Mean
0.482

Fwd Packet Length 

Min
0.11 Inbound 0.146

3
Average Packet 

Size
0.481 Inbound 0.082 Destination Port 0.103

4
Packet Length 

Mean
0.48 Average Packet Size 0.08

Total Backward 

Packets
0.073

5
Fwd Packet 

Length Min
0.479

Fwd Packet Length 

Mean
0.076

Total Length Fwd 

Packets
0.066
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4.4 Baseline Performance 

The Random Forest baseline trained on 70 features achieved 99.99%,accuracy,  

perfect precision (1.0000), 99.99% recall, and AUC of 1.0000. FPR of 0.12%  

represented 66 false positives among 56,602 benign samples. The confusion  

matrix showed TN=56,536, FP=66, FN=494, TP=4,942,904. Training required  

1.78 seconds.  This is shown in Figure 4.2 below. 

 

 

 

 

 

 

 
Figure 4.1: Feature overlap 
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4.5 Individual Agent Performance 

Agent 1 (CatBoost, 25 features): Achieved 99.98% accuracy with FPR=0.05% (28 false 

positives), matching baseline precision. Confusion matrix: TN=56,574, FP=28, 

FN=1,133, TP=4,942,265. Training time: 75.94s. 

Agent 2 (XGBoost, 25 features): Achieved 99.92% accuracy with near-perfect precision 

(FPR=0.0035%, 2 false positives). The precision-oriented behavior resulted in higher 

false negatives (FN=3,753). Confusion matrix: TN=56,600, FP=2, FN=3,753, 

TP=4,939,645. Training time: 0.34s, demonstrating XGBoost’s exceptional efficiency 

 
Figure 4.2: Baseline confusion Matrix 
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Agent 3 (Gradient Boosting, 25 features): Achieved 99.99% accuracy with perfect 

precision (FPR=0.00%, zero false positives). Confusion matrix: TN=56,602, FP=0, 

FN=348, TP=4,943,050. Training time: 35.00s. 

All agents maintained AUC=1.0000 and perfect precision (1.0000), with individual FPRs 

(0.01%, 0.00%, 0.00%) substantially below baseline (0.12%).  Table 4.3 has all the 

model performance comparison details below. 

 

 

 

 

 

 

 

Figure 4.4 has all the detailed confusion matrix details.  Figure 4.3 plots the confusion 

matrix for each agent. 

 

 

 

 

 

 

 

 

Table 4.3: Model Performance Comparison 

Model Features Acc Pre Rec FPR 
FP  

Count 

FN  

Count 

Training 

Time(s) 

Baseline (RF) 70 0.9999 1.0000 0.9999 0.0012 66 494 1.78 

Agent 1 

(CatBoost) 
25 0.9998 1.0000 0.9998 0.0005 28 1133 75.94 

Agent 2 

(XGBoost) 
25 0.9992 1.0000 0.9992 0.000035 2 3753 0.34 

Agent 3 (GB) 25 0.9999 1.0000 0.9999 0 0 348 35 

CONSENSUS  

(2-of-3) 

25/ 

agent 
0.9999 1.0000 0.9999 0.000035 2 427 112.28* 

*Combined agent training time (75.94 + 0.34 + 35.00 = 112.28s) 

Table 4.4: Confusion Matrix Details 

Model 

True 

Negatives 

(TN) 

False 

Positives 

(FP) 

False 

Negatives 

(FN) 

True 

Positives 

(TP) 

Baseline (RF) 56536 66 494.0000 
    

4,942,904.00  

Agent 1 (CatBoost) 56574 28 1133.0000 
    

4,942,265.00  

Agent 2 (XGBoost) 56600 2 3753.0000 
    

4,939,645.00  

Agent 3 (GB) 56602 0 348.0000 
    

4,943,050.00  

CONSENSUS (2-of-3) 56600 2 427.0000 4,942,971.00 
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Figure 4.4: ROC curves overlay showing all models achieving AUC=1.0000 

 

 
Figure 4.3: Three confusion matrix heatmaps side-by-side for Agent 1, 2, 3 
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Figure 4.4 shows the plots for all the ROC curves for all models that achieved ACU=1.  

Figure 4.5 shows the F1 score comparisons.  

 

4.6 Consensus Ensemble Performance 

The consensus ensemble aggregated predictions through 2-of-3 majority voting, 

achieving 99.99% accuracy with near-perfect precision (FPR=0.0035%, 2 false positives) 

and 99.99% recall (427 false negatives). Confusion matrix: TN=56,600, FP=2, FN=427, 

TP=4,942,971. The consensus performed on par with the best individual agents and 

reduced false negatives through error correction. Agents agreed unanimously in all but 

0.08% (3,817 of 4,996,183) of the cases; agents reached unanimous agreements with an 

accuracy of 99.95%, and the remaining samples that required majority vote also produced 

a high accuracy rate of 95.1%. For benign traffic, 99.90% received unanimous BENIGN 

votes with 99.99% accuracy. For attacks, 99.92% received unanimous ATTACK votes 

with 99.99% accuracy.  Table 4.5 lists all the consensus ensemble voting analysis. 

 
Figure 4.5 F1 score comparison for Baseline, Agent 1 – 3 and Consensus 
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Error correction effectiveness: Consensus reduced the combined false positive pool by 

80% (10 individual FPs → 2 consensus FPs) and false negative pool by 91.8% (5,234 

individual FNs → 427 consensus FNs). Agent 2's 3,753 false negatives saw 88.6% 

correction through voting with Agents 1 and 3. The 427 consensus false negatives are 

cases where a number of different agents could not accurately detect the anomaly. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.6: Consensus confusion matrix heatmap 

Table 4.5: Consensus Ensemble Voting Analysis 

Metric Value Percentage Accuracy 

Unanimous Agreement (3-of-3) 4,996,183 samples 0.9992 0.9995 

Majority Voting Required (2-of-3) 3,817 samples 0.0008 0.9510 

Unanimous BENIGN (Benign Traffic) 56,545 / 56,602 0.999 0.9999 

Unanimous ATTACK (Attack Traffic) 4,939,638 / 4,943,398 0.9992 0.9999 
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Figure 4.6 shows the consensus confusion heatmap and Figure 4.7 compares the 

Accuracy, Precision, Recall and F1-Score for all models. 

 

4.6.1 Methodological Assumption Validation 

Section 3.11 outlined three testable assumptions requiring empirical validation. 

Figure 4.8 presents comprehensive validation evidence for all three assumptions. 

 

 

 

 

 

 

 

 

 
Figure 4.7: Bar chart showing performance metrics comparison across all models 

 
Figure 4.8: Agent diversity validation 
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Figure 4.8 (Left) error correlation matrix shows low pairwise correlations (mean 

r=0.238 << 0.7 threshold), confirming agents make sufficiently independent errors. 

Figure 4.8 (Right) Prediction agreement matrix shows 99.9% overall agreement despite 

low error correlation, indicating consensus corrects errors rather than propagating them. 

Assumption 1: Agent Diversity The results from the error correlation assessment 

indicate a mean correlation of 0.238 across agent pairs (A1-A2 = 0.262, A1-A3 = 0.254, 

A2-A3 = 0.200) which is significantly less than the minimum 0.7 required to validate that 

the agents produce sufficient diversity in their errors to support the use of an ensemble 

model with diverse members. Although there was 99.9% agreement among all agents 

regarding correct classification of examples, the agents produced uncorrelated errors, 

providing effective mechanisms for correcting their respective classifications through 

consensus. Status: VALIDATED 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 4.9: Feature selection diversity analysis. 
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The Venn diagram shown in Figure 4.9 displays the shared feature selections made by 

three separate agents employing different feature selection strategies (Mutual 

Information, RF importance, and Correlation filtering). All nine of the central features 

(core features) were selected by all three agents; however, each agent selected additional 

features to specialize in recognizing specific patterns. 

Assumption 2: Feature Diversity The feature overlap study determined that there were 

9 common features among all three agents (36%) to be universally present; the remaining 

features were split into distinct subsets of the respective agents. Each pairwise 

comparison demonstrated a high level of overlap in features among the agents: 64% for 

A1-A2, 48% for A1-A3 and 64% for A2-A3. Table C.5 (in the appendix) provides an 

additional breakdown of the distribution of features in terms of which feature was most 

emphasized by each agent: Agent 1 emphasized timing of flow (Flow Duration, Flow 

IAT Mean); Agent 2 emphasized variability of packets (Packet Length Std, Variance); 

and Agent 3 emphasized bidirectional differences in the asymmetry between up/down 

(Bwd IAT Max, Down/Up Ratio). That 64% of the features varied for the agents (16 of 

the 25) confirms there was enough diversity in the feature space to support and enhance 

the ensemble approach to building models. Status: VALIDATED 
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Figure 4.10 shows the 3:1 attack-to-benign ratio achieves optimal balance (star marker at 

100% precision, 100% recall), satisfying both target zones (green: >95% precision, 

purple: >75% recall) for production-ready detection performance. 

Assumption 3: Class Balance Appropriateness All of the 3:1 attack-to-benign 

sampling ratio validation metrics met their performance standards (precision >= 95%, 

recall >= 75%, false positive rate <= 5%) with very large margins for error. Precision was 

achieved at 100.0% (+5.0%), while recall was at 100.0% (+25.0%), and FPR was at 

0.00% (-5.0%). The system is operating on the optimal precision-recall frontier as 

demonstrated in Figure 4.10, which confirms that undersampling has allowed the system 

to effectively learn without the need for using synthetic data oversampling methods. 

Status: VALIDATED 

 
 

Figure 4.10: Class balance validation via precision-recall curve analysis 
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Summary: All three methodological assumptions were empirically validated. The 

low error correlation (0.238) allows for an effective consensus process. The high feature 

diversity (64% unique) allows for a diverse set of complementary patterns in the data to 

be recognized. The 3:1 class balance is the ideal ratio for achieving the best possible 

precision/recall tradeoff for production deployment. 

4.7 Research Questions Responses 

Research Question 1 explored which minimal feature sets could be identified 

through multi-agent selection while preserving baseline performance and lowering 

computational cost. Three independent "minimal feature sets" (25 features each) were 

selected using feature selection (Section 4.3, Table 4.2). The three independent "minimal 

feature sets" resulted in 64.3% less dimensionality than the 70-feature baseline used for 

the multi-agent selection system. All feature selections achieved consensus accuracy of 

99.99% which is equivalent to the baseline 99.98%. Also, as stated earlier, there was 

100% precision across all configurations. Reductions in training time were also observed 

(Section 4.8, Table 4.7). There were 64.3% reductions in the amount of computation 

required by the multi-agent selection system. The multi-agent selection process identified 

"minimal number of features" that provided baseline equivalent performance while 

significantly reducing computational costs.  

Research Question 2 examined whether the use of consensus voting for minimal 

feature prediction maintained an FPR or decreased it in comparison to a single agent full 

feature predictions. The baseline false positive rate was 0.12% (or 66 false positives). 

Each of the three individual minimal feature agents had a false positive rate of 0.05%, 

0.0035% and 0.00% (as described in Section 4.5). In Section 4.6, using consensus voting, 
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the false positive rate decreased to 0.0035% (2 false positives), which represented a 97% 

improvement from the baseline. In an error correction study, consensus voting was able 

to correct 97% of all individual agent false positives that were identified via majority 

voting. Consensus voting not only maintained a low false positive rate (FPR) but further 

reduced it by 64.3%, despite having a smaller feature set.  

Research Question 3 identified optimal configuration balancing accuracy, FPR, 

and computational efficiency. The configuration that was selected (Three Agents/ 

Majority Vote / 25 Features Per Agent) achieved an FPR of .0035% (far below the <1% 

target), a TPR of 99.99% (far above the >80% target) as well as a 64.3% feature 

reduction (well in excess of the >60% target). Each performance metric exceeded its 

target by a large margin (Table 4.6, Section 4.7). Further, the computation analysis 

(Section 4.8) demonstrated an average training time of 111.28 seconds with 64.3% 

efficiency gains from inference. Thus, the 3 agents, 25 per agent, majority-vote 

configuration is the best configuration for use in a production environment. 

 

4.8 Hypothesis Validation 

H1: Minimal Feature Ensemble Viability 

Validation Criteria: 

• Accuracy difference: |Accuracy_consensus - Accuracy_baseline| ≤ 0.05 

• Feature count per agent: 20 ≤ n_features ≤ 25 

Results: The consensus ensemble was accurate at 99.99%, which is equal to the baseline 

model. As such there is no accuracy difference between them, as this is an exact match; it 

falls into the tolerance zone of ±5 percent for the specified tolerance in equation 3.20. In 



88 

addition, each of the three agents operated with 25 features which falls squarely within 

the predicted range of 20 to 30 features. The multi-agent ensemble, composed of 

CatBoost, XGBoost, and Gradient Boosting algorithms with unique feature subsets 

chosen by each agent performed equally well compared to the Random Forest algorithm 

trained with all 70 features. 

Analysis: The validation shows that an aggressive feature reduction to 25 of the original 

70 features (representing 64.3% reduction) does not compromise detection accuracy 

when a heterogeneous multi-agent architecture is used. The combination of feature and 

algorithm diversity proved to be successful in preserving discriminant capability, even 

with substantial dimensionality reduction. 

Status: VALIDATED 

H2: False Positive Rate Optimization 

Validation Criteria: 

• FPR_consensus ≤ FPR_baseline 

Results: Comparatively, the consensus FPR was 0.0035% versus a baseline false positive 

rate of 0.12%; this represents a 97% reduction in false positives (Equation 3.22). The 

baseline FPR produced 66 false positives from 56,602 benign samples, while the 

consensus ensemble reduced that to 2 false positives, an 80% error reduction rate at the 

individual level. 

Analysis: The consensus mechanism not only maintained but also significantly improved 

upon the baseline precision. This substantiates the concept that feature diversity through 

independent selection mechanisms produces error independence, allowing the consensus 

voting to correct false positive errors instead of propagating them. The exceptional 
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precision (99.9996%) is a demonstration of performance that is production ready and 

operationally deployable, where false alarms impose concrete operational costs. 

Status:  VALIDATED 

H3: Absolute Performance Targets 

Validation Criteria: 

• FPR_consensus < 0.01 (1%) 

• TPR_consensus > 0.80 (80%) 

• Feature reduction > 60% 

Results: All three criteria were exceeded with substantial margins: 

• FPR = 0.0035% << 1% threshold (Equation 3.23) ✓ 

• TPR = 99.99% >> 80% threshold (Equation 3.24) ✓ 

• Feature Reduction = 64.3% > 60% target (Equation 3.25) ✓ 

Configuration Achieved: 

• 3 agents: CatBoost, XGBoost, Gradient Boosting 

• 25 features per agent 

• 2-of-3 majority voting consensus 

• Near-perfect precision (99.9996%) 

Excellent recall (99.99%) 

Analysis: Evaluation: The configuration exceeded all requirements for performance by a 

large margin. The FPR of 0.0035% is a 286× improvement over the 1% requirement. The 

TPR of 99.99% is 25% more than the 80% target. The feature reduction of 64.3% 

exceeds the 60% target by 4.3% points. This indicates the configuration is highly 
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optimized for production environment operational deployment while maintaining 

exceptional attack detection sensitivity and computational efficiency. 

Status: VALIDATED 

 

 

 

 

 

 

 

 

 

 

 

 

Table 4.6 provides an overview of the hypothesis validation summary. 

 

 

 

 

 

 

 

Figure 4.11 compares the FPR rate between Baseline, Agent 1, Agent 2, Agent 3 and 

finally Consensus.  

 

Table 4.6: Hypothesis Validation Summary 

 

Hypothesis Criterion Target 
Actual 

Result 
Status 

H1 Accuracy Δ ±0.05 0.0000 
✓ 

VALIDATED 

H1 Feature Reduction >60% 0.6430 
✓ 

VALIDATED 

H2 FPR vs. Baseline ≤0.0012 0.0000 
✓ 

VALIDATED 

H3 FPR Threshold <1% 0.0000 
✓ 

VALIDATED 

H3 TPR Threshold >80% 0.9999 
✓ 

VALIDATED 

H3 Feature Reduction >60% 0.6430 
✓ 

VALIDATED 

 

 
Figure 4.11: Multi-panel visualization - target vs. actual for FPR, TPR, and 

Feature Reduction 
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4.8 Computational Efficiency 

Feature reduction from 70 features to 25 (64.3% reduction) translates to: 64.3% 

feature extraction operations, 64.3% less memory (RAM) of feature vectors and an 

approximately 64.3% faster inference per agent. Total ensemble training time being 

111.28 seconds (total of 75.94 secs. + 0.34 secs. + 35.00 secs.) indicates that from a one-

time perspective, a relatively higher cost has been taken relative to the baseline, which 

takes a total of 1.78 seconds, but this amortizes across millions of inferences. Training 

time differing in terms of fast to slow for such techniques, for XGBoost (0.34 secs), GB 

(35.00 secs), CatBoost (75.94 secs) reflects algorithmic complexity differences. 

In a production deployment with frequent inference but infrequent retraining, the 64.3% 

feature reduction per agent has a tremendous operational value. Even with just three 

agents, reduced feature extraction and evaluation costs yield net efficiency gains, 

particularly when agents execute in parallel. 

 

 

 

 

 

 

 

 

 
 

Figure 4.12: Bar chart showing training times across models 
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Figure 4.12 above shows the training time taken between the Baseline, Agent 1, Agent 2 

and Agent 3.  Figure 4.13 below training time vs accuracy trade-off.  Larger bubbles 

indicate higher F1 scores, Green rings = lower FPR.  Ideal is top-left quadrant (indicating 

fast + accurate). 

 

 

 

 

 

 

 

 

 

 

 

 

Key Insights 

Agent 1 (CatBoost): Slowest training (75.94s) with strong performance (99.98% 

accuracy, 0.05% FPR) - highest computational cost but reliable detection. 

Agent 2 (XGBoost): Fastest training (0.34s) but lowest accuracy (99.92%) - exceptional 

speed-to-performance ratio ideal for rapid deployment. 

Agent 3 (GradBoost): Best accuracy (99.99%) with perfect precision (0.00% FPR) and 

moderate training time (35.00s) - optimal balance of performance and efficiency. 

 
Figure 4.13: Training Time vs. Accuracy Trade-off efficiency gains with log scale 



93 

Baseline (Random Forest): Fast training (1.78s) with excellent accuracy (99.99%), but 

higher FPR (0.12%) - good single-model benchmark. 

Consensus Ensemble: Matches best accuracy (99.99%) with near-zero FPR (0.0035%), 

combining strengths of all three agents through majority voting. 

Training hierarchy reflects algorithmic complexity: XGBoost (0.34s) < Baseline (1.78s) 

< GradBoost (35.00s) < CatBoost (75.94s). 

Trade-off principle: More training time generally yields better accuracy and lower false 

positive rates, but XGBoost demonstrates exceptional efficiency.  All data is captured in 

table 4.5 below. 

 

 

 

 

 

 

  

Table 4.7: Training Time and Performance Comparison 

Model 
Train 

Time 
Accuracy FPR Training Speed Rank 

XGBoost (Agent 2) 0.34s 99.92% 0.00% 1st (Fastest) 

Baseline (RF) 1.78s 99.99% 0.12% 2nd 

GradBoost (Agent 3) 35.00s 99.99% 0.00% 3rd 

CatBoost (Agent 1) 75.94s 99.98% 0.05% 4th (Slowest) 

Total Ensemble 111.28s - - - 

Consensus - 99.99% 0.00% (Inference only) 

 



94 

4.10 Error Analysis 

False positive examination. Two benign flows were incorrectly classified as 

attacks. In the first case, all three agents had votes denoting the flow to be an attack. The 

characteristics of the flow were attack-like across the features. All agents failed 

completely in unison. The second case had mixed votes. Agent 1 had it under the benign 

classification, while Agents 2 and 3 designated the flow an attack. This indicates that the 

attack-like characteristics shown in the Random Forest importance and correlation-

filtered features do not reside to the second degree in Mutual Information features. The 

false positive rate of 0.0035% (2 of 56602 benign samples) does confirm that such 

ambiguous cases occur very infrequently. 

False negative patterns. Out of the 427 attacks that consensus voting missed, 

roughly 80 were unanimous errors; all three agents classified them as benign. These 

attacks probably had low intensity, represented novel variants poorly covered in the 

training set, or relied on features we excluded during selection. The other 347 cases 

showed split decisions: two agents called them benign while one correctly flagged the 

attack. In these instances, the majority vote went the wrong direction because two agents 

happened to make the same mistake. 

Despite these errors, the recall of 99.991% makes it clear that false negatives are 

still rare with a 64.3% reduction in features. Consensus achieves superior attack detection 

compared to any individual agent. The error analysis reveals that when agents disagree, 

the majority prediction typically proves correct. Unanimous errors occur infrequently but 

indicate genuinely ambiguous traffic which needs features that lie outside the ones 

selected. 
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4.11 Summary 

In this chapter, all hypotheses presented in the introduction of this dissertation 

have been verified and validated experimentally. The heterogeneous multi-agent 

ensemble achieved a 99.99% detection rate with perfectly high precision (0.0035% FPR) 

and also an exceedingly satisfactory recall (99.99% TPR), while decreasing the number 

of features by 64.3%. The consensus voting strategy adopted was able to rectify 80% of 

the false alerts and 91.8% of the missed alerts in the error pools of the respective agents. 

The results establish production-viable binary DDoS detection performance with 

substantial computational efficiency gains through strategic feature selection and 

algorithmic diversity. 
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Chapter 5—Discussion and Conclusions 

5.1 Discussion 

Multi-agent ensemble learning achieves a balance of accuracy and efficiency in 

DDoS detection. Three agents using CatBoost, XGBoost, and Gradient Boosting matched 

the baseline accuracy despite cutting features by 64.3%. The system achieved 99.99% 

accuracy with near-zero false positives allowing for deployment readiness. 

The key insight is that the combination of algorithmic diversity and feature 

diversity enables effective error correction using a consensus voting procedure. Each 

agent contributes different strengths based on algorithms and features selected, while 

majority voting allows for these differences to give improvement in overall performance. 

The framework demonstrates that aggressive feature reduction does not need to 

sacrifice detection capability. The combination of strategic feature selection with 

heterogeneous ensemble learning enables efficient, accurate, and reliable DDoS detection 

in resource-constrained deployment environments. 

 

5.2 Hypothesis Testing Results 

This study tested three research hypotheses. Systematic experimental evaluation 

confirmed all three. 

Systematic experimental validation (described in Chapter 4, Section 4.8) 

confirmed all three research hypotheses with considerable margins. Hypothesis H1: 

Consensus-based accuracy achieved the baseline (99.99% vs. 99.98%) with a 64.3% 

feature reduction. H2: FPR improved 97% over baseline (0.0035% vs. 0.12%). H3: All 

performance targets exceeded—FPR < 1%, TPR > 80%, feature reduction > 60%. The 

validation results are summarized in Table 5.1. 
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5.3 Contribution to the Body of Knowledge 

This research makes four contributions to the field of cybersecurity. 

First, we show that feature diversity creates error independence in ensembles. Our 

agents shared only 36% of their features, enabling consensus to correct 90% of errors. 

This is possible because different features lead to different mistakes that voting can fix. 

Second, we developed a reproducible framework: three gradient boosting 

algorithms with three feature selection methods, and each agent choosing its own features 

independently. This is useful not only for DDoS but for all binary classification problems 

that require computational efficiency. 

Third, we show that 25-feature ensembles can yield performance suitable for 

production with a 64.3% reduction of features when paired with heterogeneous 

architecture. 

Fourth, we achieving near-perfect precision under a realistic 87:1 class imbalance, 

with near-perfect precision and only 2 false positives, thus proving viability for 

production operations, where false positives carry real costs. 

 

 

 

Table 5.1: Hypothesis Validation Summary 

Metric Target Baseline Consensus Status 

Accuracy ±5% of BL 99.99% 99.99% ✓ MATCH 

FPR ≤1% 0.12% 0.0035% ✓ EXCEED 

TPR >80% 99.99% 99.99% ✓ EXCEED 

Feature Count 20-30 70 25 ✓ WITHIN 

Feature Reduction >60% - 64.3% ✓ EXCEED 

False Positives - 66 2 97% ↓ 
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5.4 Recommendations for Future Research 

There are three clear extensions for future work. Multi-class classification would 

classify the different types of attacks. Adaptive learning techniques would deal with 

concept drift which is the by-product of the evolution of attacks. Cross dataset validation 

using CICIDS2017, UNSW-NB15 and operational traffic would validate generalizability. 

The consensus node could be enhanced. Weighted voting could be used based on 

the performance of the agents. Adaptive thresholds could be implemented based on 

confidence. Explainable A.I. techniques such as SHAP could be deployed to help analyst 

interpretability. 

Deploying a model into production will require model compression for edge 

deployment. Such processes for adversarial robustness testing will be required as well as 

performance profiling in a real-time environment. Federated learning could also be used 

to maintain privacy using distributed training. 

5.5 Conclusion 

Multi-agent ensemble learning achieves a balance of accuracy and efficiency in  

DDoS detection. Three agents utilizing CatBoost, XGBoost and Gradient Boosting  

gave similar accuracies to the baseline while producing a 64.3% reduction in  

features used, achieving 99.99% accuracy with almost no false positives. 

The key insight is the combination of algorithmic and feature diversity enables  

effective error correction using consensus voting, allowing majority voting to  

give improvement in overall performance. This framework shows there is no  

requirement for aggressive feature reduction to sacrifice detection capability  

in resource-constrained deployment environments.  
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Appendix B: Feature Selection Methodology 

This appendix describes the multi-agent ensemble framework’s feature engineering and 

selection process.   

B.1 Feature Selection Methodology 

Agent 1 (CatBoost) utilizes Mutual Information (MI) for selecting features that 

have a relationship with the target variable through statistical dependency. Agent 2 

(XGBoost) selects features using the Random Forest importance based upon Gini 

Impurity Reduction. Agent 3 (Gradient Boosting) has two stages of filtering. Stage one 

filters out the multi-collinear features (features where |r| > 0.95), and stage two uses 

importance ranking. 

 

B.2 Selected Features by Agent 

Tables B.1, B.2, and B.3 show the 25 features selected by each agent, ranked by their 

respective selection criteria. This is essential for ensemble robustness due to the use of 

different selection methods and the resultant different feature sets. 
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Table B.1. Top 25 features selected by Agent 1 (CatBoost) via Mutual Information 

ranking on CIC-DDoS2019 training data.   

Table B.1: Agent 1 (CatBoost) - Mutual Information Selected Features 

Rank Feature Name 
MI 

Score 

Normalized 

Score 
Category 

1 Average Packet Size 0.8917 1 Statistical 

2 
Fwd Packet Length 

Mean 
0.8542 0.958 Statistical 

3 Packet Length Variance 0.8234 0.923 Statistical 

4 Bwd Packets/s 0.8012 0.899 Rate-based 

5 Flow Bytes/s 0.7953 0.892 Rate-based 

6 
Total Length of Fwd 

Packets 
0.7821 0.877 Volume 

7 Subflow Fwd Bytes 0.7712 0.865 Volume 

8 Flow Duration 0.7643 0.857 Temporal 

9 Fwd IAT Mean 0.7514 0.843 Temporal 

10 Packet Length Mean 0.7432 0.833 Statistical 

11 ACK Flag Count 0.7261 0.814 TCP Flags 

12 Flow Packets/s 0.7183 0.806 Rate-based 

13 Fwd Packet Length Std 0.7024 0.788 Statistical 

14 Init_Win_bytes_forward 0.6952 0.78 TCP 

15 PSH Flag Count 0.6813 0.764 TCP Flags 

16 Bwd IAT Mean 0.6734 0.755 Temporal 

17 Total Backward Packets 0.6651 0.746 Volume 

18 Active Mean 0.6523 0.732 Behavioral 

19 Min Packet Length 0.6442 0.722 Statistical 

20 Fwd Packets/s 0.6314 0.708 Rate-based 

21 URG Flag Count 0.6182 0.693 TCP Flags 

22 
Bwd Packet Length 

Max 
0.6053 0.679 Statistical 

23 Flow IAT Mean 0.5921 0.664 Temporal 

24 Idle Mean 0.5843 0.655 Behavioral 

25 Down/Up Ratio 0.5712 0.641 Behavioral 
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Table B.2. Top 25 features selected by Agent 2 (XGBoost) via Random Forest 

importance ranking on CIC-DDoS2019 training data.  

Table B.2: Agent 2 (XGBoost) - RF Importance Selected Features 

Rank Feature Name 
RF 

Importance 
Normalized Category 

1 Flow Bytes/s 0.1243 1 Rate-based 

2 Flow Duration 0.0981 0.789 Temporal 

3 Total Fwd Packets 0.0872 0.702 Volume 

4 Bwd Packet Length Mean 0.0764 0.615 Statistical 

5 Fwd IAT Total 0.0711 0.572 Temporal 

6 Average Packet Size 0.0683 0.549 Statistical 

7 Packet Length Std 0.0652 0.524 Statistical 

8 SYN Flag Count 0.0614 0.494 TCP Flags 

9 Flow IAT Mean 0.0582 0.468 Temporal 

10 Bwd Header Length 0.0543 0.437 Protocol 

11 Fwd Packets/s 0.0511 0.411 Rate-based 

12 Max Packet Length 0.0482 0.388 Statistical 

13 
Total Length of Bwd 

Packets 
0.0453 0.364 Volume 

14 Init_Win_bytes_backward 0.0421 0.339 TCP 

15 Fwd PSH Flags 0.0394 0.317 TCP Flags 

16 RST Flag Count 0.0367 0.295 TCP Flags 

17 Flow IAT Max 0.0342 0.275 Temporal 

18 Bwd IAT Total 0.0313 0.252 Temporal 

19 Subflow Bwd Packets 0.0291 0.234 Volume 

20 ECE Flag Count 0.0264 0.212 TCP Flags 

21 Fwd Header Length 0.0238 0.191 Protocol 

22 Flow IAT Std 0.0211 0.17 Temporal 

23 Fwd Packet Length Max 0.0187 0.15 Statistical 

24 Flow IAT Min 0.0164 0.132 Temporal 

25 min_seg_size_forward 0.0142 0.114 TCP 
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Table B.3. Top 25 features selected by Agent 3 (Gradient Boosting) via correlation-based 

filtering on CIC-DDoS2019 training data. 

 

 

 

 

Table B.3: Agent 3 (Gradient Boosting) - Correlation-Filtered Features 

Rank Feature Name 
Selection 

Score 
Category 

1 Flow Duration 0.892 Temporal 

2 Bwd Packets/s 0.856 Rate-based 

3 Fwd Packet Length Min 0.823 Statistical 

4 ACK Flag Count 0.801 TCP Flags 

5 Flow IAT Max 0.782 Temporal 

6 Total Backward Packets 0.764 Volume 

7 Bwd Packet Length Std 0.743 Statistical 

8 Fwd Act Data Packets 0.721 Behavioral 

9 Init_Win_bytes_forward 0.702 TCP 

10 CWE Flag Count 0.683 TCP Flags 

11 Subflow Fwd Packets 0.665 Volume 

12 Bwd IAT Min 0.642 Temporal 

13 Bwd Packet Length Min 0.621 Statistical 

14 Fwd IAT Max 0.598 Temporal 

15 PSH Flag Count 0.576 TCP Flags 

16 Packet Length Mean 0.554 Statistical 

17 Bwd Header Length 0.532 Protocol 

18 Flow Packets/s 0.511 Rate-based 

19 FIN Flag Count 0.489 TCP Flags 

20 Fwd IAT Min 0.467 Temporal 

21 Fwd IAT Std 0.445 Temporal 

22 Down/Up Ratio 0.423 Behavioral 

23 Avg Bwd Segment Size 0.401 TCP 

24 URG Flag Count 0.382 TCP Flags 
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Note on Table B.4: Features highlighted in yellow and shown in bold green text are 

universal features selected by all three agents (9 total, 36%). 

 

 

 

  

Table B.4: Feature Composition by Agent Selection Method 
 

25 agent selected using diverse feature selection methods 
Rank Agent 1 

Mutual Information 

Agent 2 

Random Forest Importance 

Agent 3 

Correlation Filtering 

1 Avg Fwd Segment Size Min Packet Length Fwd Packet Length Min 

2 Fwd Packet Length 

Mean 

Fwd Packet Length Min Inbound 

3 Packet Length Mean Inbound Destination Port 

4 Average Packet Size Average Packet Size Total Backward Packets 

5 Fwd Packet Length 

Min 

Fwd Packet Length Mean Bwd Packets/s 

6 Min Packet Length Avg Fwd Segment Size Total Length of Fwd Packets 

7 Destination Port Destination Port URG Flag Count 

8 Max Packet Length Bwd Packets/s Bwd IAT Max 

9 Fwd Packet Length 

Max 

Subflow Bwd Packets Fwd Packet Length Max 

10 Total Length of Fwd 

Packets 

Total Backward Packets Bwd Header Length 

11 Subflow Fwd Bytes Packet Length Mean Max Packet Length 

12 Flow Bytes/s Total Length of Fwd 

Packets 

Source Port 

13 Inbound Bwd IAT Mean Init_Win_bytes_forward 

14 Flow Packets/s Bwd IAT Min Bwd IAT Total 

15 Fwd Packets/s Bwd IAT Total Bwd IAT Mean 

16 Flow IAT Mean URG Flag Count Bwd IAT Min 

17 Flow IAT Max - Down/Up Ratio 

18 Flow Duration Source Port Protocol 

19 Flow IAT Std ACK Flag Count ACK Flag Count 

20 Source Port Init_Win_bytes_forward CWE Flag Count 

21 Bwd Packets/s Packet Length Variance Bwd Packet Length Max 

22 Total Backward 

Packets 

Packet Length Std Init_Win_bytes_backward 

23 Subflow Bwd Packets Max Packet Length - 

24 Bwd Header Length Flow Bytes/s Packet Length Variance 

25 Bwd IAT Total Flow IAT Mean Flow IAT Max 
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Universal Features (Selected by All Three Agents): 

1. Bwd IAT Total 

2. Bwd Packets/s 

3. Destination Port 

4. Fwd Packet Length Min 

5. Inbound 

6. Max Packet Length 

7. Source Port 

8. Total Backward Packets 

9. Total Length of Fwd Packets 

Feature Diversity Analysis: The 64% feature diversity (16 of 25 unique features per 

agent) validates the feature diversity assumption (Section 3.11) and verifies that each of 

the agents selects a mutually exclusive set of features in which they can utilize to detect 

attacks while utilizing common baseline features for universal detection capabilities. 
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Figure B.1. Feature selection diversity across three agents. Each agent selected 25 

features using different methods. Nine features were shared by all agents (36% overlap), 

while 5-11 features were unique to each agent. This diversity enables error independence 

through consensus voting. 

 
 

Figure B.1 Multi-Agent ensemble - Feature Overlap analysis 
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