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Abstract

System Goodput (Gs): A modeling and simulation approach to refute current thinking
regarding system level Quality of Service

This dissertation represents a modeling and simulation approach toward
determining whether distributed computing architectures (e.g., Cloud Computing)
require state of the art servers to ensure top performance, and whether alternate
approaches can result in optimized Quality of Service by reducing operating costs

while maintaining high overall system performance.

The author first investigated the origins of Cloud Computing, to ensure that the
model of distributed computing architectures still applied to the Cloud Computing
business model. After establishing that Cloud Computing was in fact a new iteration
of a current architecture, the author conducted a series of modeling and simulation
experiments using the OPNET Modeler system dynamics tool to evaluate whether
variations in the server infrastructure altered the overall system performance of a
distributed computing architecture environment. This modeling exercise focused on
comparing state of the art commodity Information Technology (IT) servers to those
meeting the Advanced Telecommunications Association (AdvancedTCA or ATCA)
open standard requirements, which are generally at least one generation behind

commodity servers in terms of performance benchmarks.

After modeling an enterprise IT environment, and simulating network traffic using
the OPNET Modeler tool, the author concluded that there is no system-level
performance degradation in using AdvancedTCA servers for the consolidation effort,
using ANOVA/Tukey and Kruskal-Wallis multivariate data analysis of the simulation
results. In order to conduct this comparison, the author developed a system-level

performance benchmark, System Goodput (Gs) to represent end to end performance

Vi



of services, a more appropriate measure of the performance of distributed systems
such as Cloud Computing. The analysis of the data proved that individual component

benchmarks are not an accurate predictor of system-level performance.

After establishing that using slower servers (e.g., ATCA) does not affect overall
system performance in a Cloud Computing environment, the author developed a
model for optimizing system-level Quality of Service (QoS) for Cloud Computing
infrastructures by relying on the more rugged ATCA servers to extend the service life
of a Cloud Computing environment, resulting in a much lower Total Ownership Cost

(TOC) for the Cloud Computing infrastructure provider.
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Chapter 1 — Introduction

Cloud Computing is only the most recent evolution of the distributed computing
architecture model that has been in use in various forms since the 1950s. Cloud
Computing takes advantage of the distributed computing architecture model of
computing that has been used by large scale enterprises since the 1950s. Cloud
Computing represents the culmination of architectural vision and technology to
support the end goal by abstracting hardware and software from the end user services
and providing automation in the provisioning and management of the overall system —
a combination not seen in previous distributed computing architectures (e.g., Main
Frame Timeplexing, Electronic Data Information Value Added Network [EDI VAN],

Application Service Provider [ASP]).

Marketing from mainstream server manufacturers such as Hewlett-Packard, Dell,
and Oracle claim that the ideal way to enhance performance of a Cloud Computing
environment is to upgrade the server infrastructure to the latest and greatest models
with enhanced speeds. The author of this dissertation is unconvinced by the hype and
focused this research on determining whether the claims are valid. This dissertation
provides the summary of a modeling and simulation approach toward determining
whether using servers that are a generation behind the times (and should perform sub-
optimally according to established server performance benchmarks). In particular, the
author used the industry-standard OPNET Modeler system dynamics tool to compare
simulated performance of a distributed computing network using state of the art
servers to the same network using Advanced Telecommunications Association
(ATCA) open standard servers that are designed for ultra-high availability (i.e., >

99.999%), but generally follow commodity IT servers by at least a generation.



The remainder of this dissertation is divided into six additional chapters and five

appendices as follows:

e Chapter 2 — Literature Review: Cloud Computing Past, Present, and
Future, in which the author investigates the history of Cloud Computing,
establishes that the Cloud Computing model is an evolution of the existing
distributed computing architecture, discusses current trends in Cloud
Computing, and provides predictions for the future of Cloud Computing and a

decision support framework for choosing a Cloud Computing model.

e Chapter 3 — Contribution to Body of Knowledge, in which the author
discusses how this research fills a critical gap in research regarding system-level

performance of Cloud Computing architectures.

e Chapter 4 — Research Process, in which the author documents the reasons for
selecting the ATCA server as the proposed “low-end” server to use as it
provides enhanced ruggedization, service lifespan, and overall availability
despite its purported slower performance; as well as the process for collecting

the data using the OPNET Modeler systems dynamics tool.

e Chapter 5 — Data Analysis, in which the author analyses the collected data
using a combination of Analysis of Variance (ANOVA) and Tukey analysis of
multivariate data (using a log10 transform to establish normal distribution of
data) to determine whether a statistically significant relationship exists between
server performance metrics and overall Cloud Computing system performance;
the author also uses the Kruskal-Wallis analysis technique to validate

ANOVA/Tukey findings as the original data were not normally distributed.

e Chapter 6 — Application of Research Framework: QoS Optimization, in



which the author proposes an application of this research by presenting a model
for optimizing the tradeoff between Total Ownership Cost (TOC) and overall
system Quality of Service (QoS), resulting in a significant lifecycle cost

reduction for Cloud Computing service providers.

Chapter 7 — Conclusions, in which the author summarizes the findings of this

research and offers proposed follow-on research.
Appendix A — Experiment Data
Appendix B: ANOVA/Tukey Analysis of System Goodput (Gs) Data

Appendix C: ANOVA/Tukey Analysis of System Goodput (Gs) Data (log10

Transform)
Appendix D: Kruskal-Wallis Analysis of System Goodput (Gs) Data

Appendix E: Prior Publications of Research



Chapter 2 — Literature Review: Cloud Computing Past, Present, and Future

Defining Cloud Computing can be difficult, as each organization often has its own
spin on the definition. Despite being hard to define, Gartner Research named Cloud
Computing as one of the top technologies to watch in 2010, 2011, and 2012 (Avram,
2011; Gartner, 2010; McDonald 2010). At its core, Cloud Computing is a technical
architecture that meets a specific business need to provide computing services without

being tied to a specific infrastructure.

This chapter traces the roots of Cloud Computing from its origins in mainframe
distributed computing, discusses the basics of the Cloud Computing model today, and
offers insights for future directions that are likely to be pursued in the Cloud
Computing arena. A number of challenges to Cloud Computing are identified,
including concerns of security and how to deal with the rise of mobile computing. The
chapter ends with recommendations on how to choose which cloud model is most
appropriate to meet your organization’s needs and how to establish a successful cloud

strategy.

2.1 Defining the Cloud

I shall not today attempt further to define the kinds of material I understand to
be embraced within that shorthand description; and perhaps | could never succeed in
intelligibly doing so. But | know it when | see it.

~ Hon. Potter Stewart (U.S. Supreme Court Justice), 1964

Why did Gartner Research place Cloud Computing at the top of the list of
most important technology focus areas for the past three years straight (Avram, 2011,
Gartner, 2010; McDonald, 2010)? In today’s world of tight budgets and even tighter

profit margins, speed to capability is paramount; Cloud Computing has proven

effective in enterprise class business environments (Zhang, Zhang, Chen, & Huo,



2010). As Golden (2010) identifies in the Harvard Business Review, Cloud
Computing is a key enabler for the business agility so desperately sought since the
advent of business operating on Internet time. Cloud Computing is frequently
discussed in technology and business trade literature, but general consensus on the

definition of Cloud is as nebulous as the image its name conjures.

The University of California, Berkeley describes Cloud Computing as
providing the illusion of infinite computing resources to end users on demand while
eliminating the upfront investment necessary to implement such services (Armbrust et
al., 2009). Buyya, et. al. define Cloud Computing as separate from Grid or Cluster
computing environments from a market perspective, identifying Cloud Computing as
a function of participating communities entering into a contractual service agreement
governed by Service Level Agreements (SLAS) (2009). Neither of these definitions is
sufficiently broad to cover the various permutations of Cloud Computing industry

today.

Perhaps the most comprehensive definition of Cloud Computing comes from
the U.S. National Institute of Standards and Technology NIST. According to Mell and
Grance (2011), NIST defines Cloud Computing as having five separate characteristics

and three basic models as shown in Table 2.1.1 and Figure 2.1.1 below:



Essential Characteristics of Cloud Computing

Consumer can unilaterally (and automatically) provision computing capabilities

On-demand service .
such as server time and storage

Capabilities are available over a network and accessed by heterogeneous client

Broad network access
base

Resource pooling Computer resources are abstracted and pooled to serve multiple consumers

Capabilities can be rapidly provisioned to scale up, out, or down quickly to meet

Rapid elasticity changing business needs

Metering service to monitored and control resources automatically for optimized
resource allocation

Cloud Computing Service Models

Consumer accesses a service provider’s applications through a network
infrastructure with no underlying control of the infrastructure or application
capabilities/baseline or need for application maintenance

Measured Service

Software as a Service
(Saas)

Consumer deploys and maintains applications in a pre-defined development of
production environment (environment includes predefined set of tools and
programming languages)

Platform as a Service
(PaaS)

Consumer deploys and maintains applications (including operating system) on
automatically provisioned computing capabilities (e.g., server time, storage,
network, etc.)

Table 2.1.1: NIST Definition of Cloud Computing

Infrastructure as a
Service (laaS)

Cloud Computing Models: A Stairway to the Clouds Cloud Computing Technology Enablers
R T 1 laas Paas SaaS LI
| laa$ Paa$S SaaS | Management
|
| ) ||e Server ¢ Application e Service Oriented|s Network
! End User V!rtuallzatmn Virtualization Architecture Mon]torlmg
| Application o Virtual . . DlesktoAp . (SOA) . o Application
} Networking Virtualization  |e Enterprise Platform
: Core Applications, Development ¢ Data Encryption |e Virtual Desktop | Service Bus Interface (API)
} Envirohment ¢ Storage .ikrea Interfe.lce (VDI) (ESB) . . Qual.lty of
| Networking e Containerized |o Data Service Bus| Service (Q0S)
X _ . (SAN) Applications s Data Management
Virtualization, Operating System, Patch Management, o Network o Automated Distribution
Attached Provisioning Service (DDS)
Hardl Network. Facliti Storage (NAS) |¢ Map/Reduce |¢ Standardized
ardware, Network, Facjlities + Community of Data
Interest (COI) Dictionary /
Service Management Segregation Ontology

Figure 2.1.1: Cloud Computing Models and Technology Enablers
The NIST definition of Cloud Computing provides a sufficiently broad

definition to cover all types of Cloud models including public, private, and hybrid
Cloud approaches and Cloud Computing efforts to improve the efficiency of an
organization rather than to drive top line revenue growth. The primary failure of many

Cloud Computing definitions (Armbrust et al., 2009) is that they are overly restrictive



and focus solely on Cloud Computing as an Internet-based approach toward providing
services to other clients and/or end users. While this approach is certainly valid, it
ignores the very important use cases of Cloud Computing in the public sector to
consolidate costs and save money or of private or public-private hybrid Clouds to

enhance security and other services within an organization.

A careful review of the NIST definition of Cloud Computing shows that Cloud
Computing is not really a new way of doing business, but a logical extension of
computing models established during the 1960s with mainframe computing. Figure
2.1.1 traces the technology enablers that are necessary to effect Cloud Computing as
defined by NIST. Most of these technology enablers have been in use by industry
long before people started talking about the “Cloud.” As anything other than an
abstracted infrastructure that performs “stuff” (sometimes referred to as a “Magic
Cloud”). Cloud Computing is not magic. It is the logical extension of a business
model that has proven useful to businesses since the 1960s; the only real difference is

that the technology has improved.

2.2 Origin of a Model: A History of Cloud Computing

One's past is what one is. It is the only way by which people should be judged.
~ Oscar Wilde, 1895

Clearly, Cloud Computing represents a new way of doing business, but is it really
new or merely a modern adaptation of past models? Is Cloud Computing just hype, or
is there substance behind the punditry? Before any realistic discourse regarding the
benefits of Cloud Computing can begin, it is critical to understand the origins of

Cloud Computing in other Distributed Variable Rate Computing Models.

The Cloud Computing model can be characterized by virtualization of physical

infrastructure resources, middleware applications, business applications, and network

7



services (Lenk, Klems, Nimis, Tai, and Sandholm 2009). The underlying technology

to virtualize these services and resources was not developed specifically for Cloud

Computing, but helped establish the rise of Cloud Computing as the model for

enabling flexibility and growth in business enterprise (Golden, 2010; Zhang et al.,

2010). Table 2.2.1 below describes the basic evolution of computing models and

technology advancements that ultimately led to the Cloud Computing model’s

evolution as well as a list of the key references used to draw the links from one

model/technology to the next.

Timeline Approach / General Aspects of References
Technology Approach
1960s _Il\_/!alnfran“[e / Sharing of distributed Bailey & Bakos
imeplexing resources
Extension of distributed
resources across multiple Bailey & Bakos; Peterson,
1980s EDIVAN partners to enable efficient Shenker, & Turner
financial transactions
Abstraction of hardware Barham, et al.; Soletsz, et al.;
1985 Virtualization platforms from software ’ N ! "’
L Peterson, Shenker, Turner
applications
Application/ . o .
Network/ Provide condition and Mell & Grance; Peterson,
1993 Website performance assessment of |Shenker, &Turner; Seltsikas &
. infrastructure Currie
Monitoring
Extend EDI VAN model to
1998 B2B E- a!low dynamic add|t|(?n of Bailey & Bakos
Commerce business partners and include
more transaction types
Provide ogtsourced utility Barham, et al.: Soletsz, et al.:
L computing model for .
Application . Peterson, Shenker, Turner;
1999 : . infrastructure and . g .
Service Provider B Seltsikas & Currie; Smith &
applications; abstract the data .
o Kumar; Soletsz, et al.
center from the organization
Abstract the application from
Service Oriented the end user; provide all data
2005 : as tagged service to which Chang, He, & Castro-Leon
Architecture
people/systems could
subscribe
sonvice (L6, applcations, data, Shang. He. & Castro-Leon,
Cloud . €. app ' '| Chouhan; Lenk, et al.; Mell &
2008 . infrastructure), enable ) .
Computing . S Grance; Motahari-Nezhad,
automatic provisioning and :
. Stephenson & Singhal
metered services

Table 2.2.1: Brief History of Cloud Computing Literature




As is true with any technology advancement, the linkages from the mainframe
computing model to Cloud Computing is not a dialectic model with strong one-to-one
relationships; it more resembles a family tree structure, where a single model
influenced a number of technology advancements, which enabled new models of
computing. Figure 2.2.1 below describes the basic “genealogy” of Cloud Computing
(categorized by the three Cloud service models as defined by NIST) as it evolved
from mainframe computing through Electronic Data Information (EDI) Value Added
Networks (VAN) and Application Service Providers (ASPs), ultimately leading to
what is known as Cloud Computing today. Figure 2.2.1 indicates not only the links in
the evolutionary chain, but also identifies the literature reflected in this paper that

helps establish those links.



1960s Mainframe Timeplexing
Bailey & Bakos
1970s
\
EDI VANs
1980s
Peterson et al
Albrecht et al.; Network
Merega & omaran Server Management
Virtualization o
Soltesz et al. .
‘S Barham et al Smith & Kumar
Mell & Grance
1990s
Barh; L
B2B Peersgn et
Ecommerce !
Seltsikas & Currie; Peterson et al.:
Soltesz et al. 8 Selisikas & Currie
arham et al.
Albrecht et al.;
McGregor & Kumaran
Albrecht et al.;
2000s MoGregor & Kumran
Mell & Grance;
Lenk et al.
Motahari-Nezhad et al.;
Chang ot al. Mell & Grance Smith & Kumar
2010s
Cloud Computing

Service
Management

Legend Service Model Technology Enabler

Figure 2.2.1: "Genealogy" of Cloud Computing (Sahlin, 2012)

SaaS PaaS laaS

After a review of the available literature, it is clear that while technology
advancements have driven an evolving face of distributed computing, the nature of
distributed computing has not changed in the past 50 years. Clear linkages exist from
the mainframe distributed computing model of the 1960s to today’s Cloud Computing

model.
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2.2.1 Mainframe Timeplexing & EDI VANs

In the 1960s, the value of computers had moved beyond scientific research and
into the business world. The unique ability of mainframe computers to allocate
processing capacity in discrete sections to process diverse functions simultaneously
made it highly useful to large corporations needing flexible solutions to process
massive amounts of data in multiple ways. Originally, the mainframe computer was
able to provide processing capability to remote users to conduct limited tasks, but in
the late 1960s and early 1970s, the business world’s need for flexibility drove
explosive growth in innovation and new capabilities were delivered with an almost
frantic pace (Greenstein & Wade, 1998). In the early 1970s, the research to leverage
the resource allocation architecture of mainframes resulted in the same server
virtualization models that are in use today (Ueno & Hasegawa, 2009). Because of
their flexibility and capacity for rapid scaling to multiple simultaneous functions,
mainframe computing systems became commonplace (if not a standard of excellence)
in the business world. In the 1970s, this distributed computing model was applied to
large corporations with a need to maintain and manage data that was housed at
different offices or subsidiary organizations (Kossmann, 2000). The object of this
model was to leverage the capabilities of mainframe servers to process multiple tasks
at the same time to provide computing resources from a shared infrastructure

throughout a distributed complex of offices within a large corporation.

The EDI VAN concept expanded the mainframe distributed computing model of
distributing server resources by extending computing resources to outside partner
organizations. Procurement, invoicing, shipping, and warehousing data were
transferred across a network of computers from one company to another. This

approach was originally intended to replace paper communications with electronic
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communication to increase the speed of communications and reduce the need for
paper invoicing (Bailey, & Bakos, 1997). The true value of EDI VANS soon came to
light as their use was shown to improve efficiency and reduce costs of doing business

(Smith & Kumar, 2004).

What is common to both models is the need to abstract the computing system
from the business users. Key to this abstraction is the ability to establish a virtual
infrastructure that is available to external users and/or subscribers. As discussed by
Peterson, Shenker, and Turner (2005), the need to provide a common infrastructure
that was available to many users in various abstracted forms eventually led to the
development of virtualization technology. The collaborative nature of EDI VANs
drove a requirement to establish virtual networks within a physical network
infrastructure to ensure that sharing financial EDI with a partner did not result in
accidental data spillage to other partners within the EDI VAN (Peterson, Shenker, &
Turner, 2005). One significant challenge to general adoption of the mainframe
computing model of abstracting hardware was the fact that the x86 server architecture
did not support true virtualization (Adams & Agesen, 2005), resulting in significant
performance loss when virtualizing servers. Intel and AMD soon overcame this hurdle
and server virtualization model gained rapid acceptance in the mid- and small-
business companies that could not normally afford expensive mainframe and EDI

infrastructures.

2.2.2 B2B E-Commerce and the Application Service Provider

In the late 1990s, experiments with electronic commerce became common.
Despite spectacular failures such as the famous ill-fated Christmas 1999 launch of
toysrus.com (Hansell, 1999), it was generally accepted that an e-commerce presence

on the Internet was necessary for a retail company to survive. The advent of e-
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commerce resulted in a resurgence of interest in the success of EDI VANS to improve
efficiency of transactions between businesses (Bailey & Bakos, 1997). Two critical
technologies converged to enable this new Business to Business Electronic Commerce
(B2B E-Commerce) model: increased security and adoption of the Internet; and
adoption of standards for transactions and interfaces between companies (Albrecht,
Dean, & Hansen, 2005). The EDI VANSs established a set of standards for business to
business interaction, and allowed to flexibility and scalability to add new
organizations into the B2B partnership rapidly. These standards evolved from
proprietary agreements among large organizations; their eventual adoption as
industry-wide standards resulted in significant reductions in cost, delays, and errors

associated with manual processing (Albrecht et al., 2005).

As B2B E-Commerce was evolving, the ASP model of delivering applications to
clients using the Internet as a transport mechanism was also developing. The ASP
delivered software to companies as a service and often provided per seat or per office
licensing fees over a period of time (Seltsikas & Currie, 2002). This model was
especially attractive to mid-sized companies needing to support their growing
businesses, but lacking the capital (or will to absorb the risk) necessary to build
enterprise-class infrastructures. According to Smith and Kumar (2004), the rapid
adoption of the ASP model was heavily influenced by the desire to have information

systems that support an increasingly distributed workforce.

The ASP model drew from the virtualization technologies used in EDI VANs and
applied emerging technology that provided pools of data storage and applications in a
packaged mechanism, further abstracting the software from the hardware layers of
infrastructure. As Barham et al. (2003) noted the increase in server storage

requirements for distributed data systems drove a need to pool units of storage to
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enable flexible scaling of the data storage. The virtualization of data storage units was
delivered first by Storage Area Network (SAN) and later by Network Attached
Storage (NAS) devices. Both enabled organizations to allocate storage dynamically to
a system, even at times with no disruption of service. Another adaptation of the server
virtualization technology allowed a company to establish virtual platforms that were
fully supported and maintained; ASP clients no longer needed to worry about losing
application function due to server maintenance because the application “container”
could be shifted to alternate computing and network resources (Soletz, Potzl,

Fiuczynski, Bavier, & Peterson, 2007).

Virtualization was not the only technology that the EDI VANS contributed to the advent
of the ASP. The methods used by EDI VANS for monitoring networks and the development
of Application Programming Interfaces (APIs) to ensure the interfaces were functioning
properly were key technology enablers for the ASP market. A critical component of providing
software as a service was the ability to monitor and manage the network’s performance as
well as that of the service provided (Mell & Grance, 2011). Smith and Kumar (2004) indicate
that one of the most attractive benefits of the ASP model to industry was that it replaced the
best effort model support provided by corporate Information Technology (IT) organizations
with a contractually obligated Service Level Agreement (SLA) to maintain a certain amount
of responsiveness, server availability, etc. In order to ensure performance (and prevent loss of
revenue), an ASP needed to be able to monitor the services they provided; ideally, an ASP
would know of a problem and have resolved it long before the client noticed the issue.
Because the ASP provided more than simple network transport and EDI interfaces, reliable
methods of monitoring application and website performance was necessary (Seltsikas &

Currie, 2002).

2.2.3 SOA and Cloud Computing.

The ASP model spawned a new wave of technology providers that offered applications as
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a service rather than as a permanent asset. The concept of delivering IT infrastructure as a
service eventually evolved into designing systems with service orientation in mind. In 2006,
Chang, He, and Castro-Leon argue that service-orientation of infrastructure would have
dramatic impacts on how IT infrastructure is managed. This prediction came true and was

realized in what is now known as Cloud Computing.

ASPs were the first organizations to implement business models and pricing structures to
offer acquisition of software as a monthly service fee (Weinhardt, Anandasivam, Blau, &
StolRer, 2009). This emerging market drove significant changes in the way applications were
developed. Software developers realized that designing applications to operate as services
would simplify management of the application and underlying infrastructure and help reduce
overall operating costs for the service provider (Chang, He, & Castro-Leon, 2006). This
Service Oriented Architecture (SOA) for application development enabled providers to
provide an abstraction layer among the external functionality or software, the data being
exposed to other systems, and the underlying architecture. Albrecht, Dean, and Hansen argue
that SOA is actually an extension of the requirements for service discovery and transactions
that were first seen in EDI Vans and eventually in B2B E-Commerce (2005). SOA
development relies on new technologies such as standardized Extensible Markup Language
(XML) messaging, publication of services using the Web Services Definition Language
(WSDL), and discovery of available services using the Universal Description Discovery and

Integration (UDDI) registry (McGregor & Kumaran, 2002).

In order to keep sustainment costs low, ASPs needed to find a way to provide applications
in a predictable and automated manner. As Chouhan argued, automatic provisioning
technology helped ASPs reduce maintenance costs and provide a stable baseline across a
heterogeneous client enterprise, increasing the overall effectiveness of the client support
organization (2006). Smith and Kumar (2004) noted that security of data was of paramount
concern for ASPs as they hosted business-critical (and often proprietary) data for a variety of

clients; this issue became even more critical for the Cloud Computing model, as platforms
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and infrastructure are virtualized into an often single pool of resources to be shared across the
entire enterprise. As technology for data segregation improved, the ASP models for
separating customer data using physical separation of data stores (e.g., separate spindles
within a SAN, physically separate NAS devices, etc.) evolved to Community of Interest

(COI) Segregation with encryption (Motahari-Nezhad, Stephenson, & Singhal, 2009).

As defined by NIST, the ability to monitor services provides is critical to a successful
Cloud Computing environment (Mell & Grance, 2011). ASPs struggled with these same
issues of monitoring and Service Level Agreement (SLA); the technologies developed for
ASPs combined with the ability to provision services and applications automatically greatly
enhanced the ability for organizations to meter those services (Chouhan, 2006; Smith &
Kumar, 2004). Jiang and Xu offered an interesting model for ASPs based on automatic
provisioning of services on a hosting utility platform; the Service on Demand Architecture
(SODA) model of metering services dynamically based not only on subscription but also

usage demand (2003).

The SODA model is exactly the type of metering services NIST describes as necessary
for a successful Cloud Computing environment (Mell & Grance, 2011). Lenk, Klems, Nimis,
and Tai argue that the increasingly available batch of new technologies and interfaces
associated with SOA development in a Web 2.0 environment greatly improves the nature of
the services available in the ASP model and transforms many ASPs to computing Clouds
(2009). Because most Cloud services are provisioned via the Internet as web services and
because of general adoption of standards such as UDDI and WSDL for development and
declaration of web services, the SOA framework is a natural fit for managing the
orchestration, discovery, publication, subscription, and visualization of Cloud services

(Wang, Tao, Kunze, & Rattu, 2008).

The dynamic nature of the Cloud Computing paradigm sets it apart from other models
discussed. The NIST definition of Cloud Computing identifies “on-demand self-service” as

the first essential characteristic of Cloud Computing (Mell & Grance, 2011). As Chouhan
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argued (2009), the use of automated provisioning services would greatly extend the ASP
model to allow more dynamic provisioning of services and enable the Cloud. Buyya, Yeo,
Venugopal, Broberg, and Brandic (2008) identify dynamism as the key identifying
characteristic of Cloud Computing, but also note that the Cloud model highly leveraged the
successes of past distributed computing models such as ASP, B2B E-Commerce, and others
by relying on virtualization (server, network, and storage), SLAs, advanced systems
monitoring, and integrated web services. The Cumulus project by the Rochester Institute of
Technology to integrate a series of scientific grid computing infrastructures into a single
Cloud identifies the primary difference between the grid infrastructures and the Cloud design
as its dynamic quality for users to customize their interface to the system and demand
resources in terms of performance requirements (i.e. SLAS) rather than in discrete units of
capacity (e.g., n number of servers, y amount of network bandwidth, etc.) (Wang, & von

Laszewski, 2008).

2.3 Cloud Computing in the Present

He who controls the present, controls the past. He who controls the past,
controls the future.
~ George Orwell

While the distributed model is not necessarily a new model, the technologies associated
with modern Clouds have certainly advanced in the past 50 years. These technological
advances have made possible such evolutionary changes in the way technology is used by
consumers that it warranted a new name: Cloud Computing. What has characterized this
modern instantiation of distributed variable rate computing is its adaptability to customer
demand. Users can request new applications and infrastructure on demand, even requesting
elastic services that expand and contract with traffic usage. The modern Cloud Computing
environment is like a highway that adds lanes during rush hour, but shrinks to a single lane

road at 2 A.M. to conserve resources.

When people are asked to give examples of Cloud Computing, most would make

references to Amazon’s or Microsoft’s services, or one of a few e-book systems. While these
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models do indeed qualify as Clouds, Cloud Computing is so much more than accessing
applications using the pay per view on demand model. Today, Cloud Computing models for
business take one of three general approaches, which coincide with the three implementation
models identified in the NIST definition of Cloud Computing: Application Stores (SaaS),
Storage Clouds (laaS), and Application Development Platforms (PaaS). After discussing
these three models, this chapter will explore the primary differences among Cloud
Implementation Models, and finally discuss the many challenges associated with SLAS in

Cloud Computing.

2.3.1 SaaS: Application Stores — Software for Sale

As mentioned previously, this model for Cloud Computing is probably the best
understood by the general population. At its most basic, a service provider allows on demand
access to software applications that can be downloaded instantly to a user device (often a
smart phone or other portable device). The application may be available for a limited time
(following the pay per view model of cable service providers) or as a permanent installation.
Since the early evolution of this model by ASPs, several industry leaders have adopted this
model for deploying applications, most notably, Microsoft and Oracle. Even federal agencies

are adopting this Cloud Computing model.

In 1998, USinternetworking (USi) was founded by executives from Digex, Sun
Microsystems, and SGI to evolve the hosting market into a new model of providing both
infrastructure and applications as a managed service to clients. USi provided a new model for
enterprise applications such as e-mail, Enterprise Resource Planning (ERP), and Customer
Relationship Management (CRM) delivered over the Internet with a fixed monthly cost and
little capital investment. The intent was to revolutionize the industry and make high end
applications available to small and mid-size organizations. The result was an explosion of
providers offering managed application services in remote data centers and the birth of the
ASP industry starting with USi in 1998. Major players in the ERP and CRM markets took

advantage of this model and offered their enterprise applications as services including
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Oracle’s Business On Line (BOL) and Siebel’s SalesForce.com, both leaders in the Cloud

Computing industry today.

Microsoft also offers its Office productivity suite as an on demand subscription service
with the Office 365 offering with price points and services intended for business
professionals, or small to mid-sized companies. The value of this offering extends beyond
simple access to the applications; these services can include 24/7 technical support and
guaranteed availability of up to 99.9% (Microsoft, 2012). Microsoft’s partner organizations
specializing in Cloud Computing have extended the Office 365 suite to provide even more
services to client organizations. CenterBeam, Inc. began as a managed desktop service
organization and has since expanded its offerings to extend its service offerings to include a
Cloud-based service, which is based on the Microsoft Office Desktop Productivity Suite, but
provides additional capabilities for administration and detailed security options not available
in Office 365 and traditionally associated with on-premise application deployment
(CenterBeam, 2012). Founded in 2002, Managed Solution, Inc. started as a technical
consulting firm helping companies implement and manage networking solutions, but quickly
evolved into a service-based organization. Managed Solution extends the capabilities of the
Microsoft Business Productivity Online Suite by providing active monitoring and
management of the Cloud-based solution, as well as adding Cloud based unified
communications and managed infrastructure services to provide a full complement of
business productivity services that integrate with remote and on-premise technical support

personnel for its clients (Managed Solution, 2012).

Despite what many have argued, Cloud Computing is not restricted to the private sector,
focused on selling services for a fee in the public/government services sector. The United
States Defense Information Systems Agency (DISA) is one of many federal government
agencies that established an enterprise Cloud infrastructure to capitalize on the successes of
private companies to provide scalable, on demand computing resources to make capabilities

available to the government agency enterprise (Lentz, 2009). The DISA Rapid Access
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Computing Environment (RACE) was designed to allow Department of Defense (DoD)
activities on demand access to applications and other enterprise data resources in both the
classified and unclassified environments (Defense Information Systems Agency, 2009). With
RACE, an end user can purchase, and download applications within 24 hours of initial
request, far less than the typical DoD acquisition cycle which often takes as long as two years
to field a new system to an operational fleet (Defense Information Systems Agency, 2010).
The largest challenge to Cloud Computing in the public sector is establishing business value
for the investments required to develop a private Cloud when security concerns prevent the
use of a public Cloud model, as the public sector operates on a cost basis rather than a profit

basis (Sahlin, 2011).

2.3.2 laaS: Storage Clouds

As the need for data grows, IT professionals are faced with a quandary: where will all of
this data (files, emails, documents, archives, copies of copies, etc.) be stored? Virtualizing the
storage containers is a cost-effective method for providing an enterprise storage solution. The
advent of the Infrastructure as a Service (laaS) model of Cloud Computing offers a slight
twist on the enterprise storage model. Unlike the enterprise virtual storage approach that large
scale companies have been pursuing more than 20 years, Storage Clouds democratize the
offering, allowing small businesses and even private individuals access to this otherwise

enterprise storage solution with high reliability and a relatively low usage cost.

Sometimes referred to as storage as a service, Storage Clouds differ from most virtualized
storage solutions in that the data is stored across multiple servers within a large scale
infrastructure rather than on dedicated servers normally associated with traditional network
storage solutions (Wu, Ping, Ge, Wang, & Fu, 2010). Dispersion of storage resources claims a
number of benefits to the end user, including reliability, elasticity, and cost effectiveness. The
reliability benefit of this approach is clear: storage Clouds would be architected with
sufficient redundancy to ensure that a loss of one node would not result in a system outage

(Wu, Ping, Ge, Wang, & Fu, 2010); building redundancy into the system architecture allows
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providers to offer storage services with availability guarantees of up to 99.999% (Henderson
& Allen, 2010). Elasticity benefits the end user by providing virtually limitless storage. As a
user’s storage needs increase, the service provider simply increases the service level (at an
additional fee). The service provider is responsible for managing the size of the infrastructure

and will provide system upgrades as necessary to ensure sufficient capacity.

The appeal of reduced costs is a strong one for both large enterprises seeking to cut
operating costs and small businesses who lack the capital for major infrastructure investment.
Storage Clouds are very attractive in this regard as they generally offer very low usage rates
in comparison to the investment required for a high availability enterprise storage solution. It
is important, however, for each enterprise to conduct a cost benefit analysis of entering into a
long term lease arrangement with a Storage Cloud provider. In their recent study, Walker,
Brisken, and Romney (2010) determined that depending on the duration of the arrangement
and amount of storage required over time, leasing storage from a Cloud service provider may

prove to be far more expensive from a net present value perspective in the long run.

Amazon led the charge among Storage Cloud service providers, offering the Simple
Storage Service (S3) and the Elastic Compute Cloud (EC2) as storage offerings (Wang,
Wang, Ren, & Lou, 2009). With service offerings priced low enough for an individual to
purchase storage with a credit card, all users had access to elastic, high availability storage.
Other service providers followed, including Rackspace, Nirvanix, and Egnyte. Each provider
offers different levels of service and the restrictions vary. Rackspace and Amazon limit
storage objects to 5 GB; Nirvanix does not provide a Service Level Agreement with its
standard offering (SLAs are available at a premium price); and each provider offers different
levels of storage security. In a study of Storage Cloud providers, Henderson and Allen found
that while Amazon provided the poorest speeds for downloads, it also provided the most

flexible platform (2010).

Two significant issues with Storage Clouds include latency associated with remote

storage and security of storing critical data in the Clouds. The issue of security will be
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discussed later in this chapter. While providing a great deal of flexibility and reliability,
Storage Clouds often have issues of system latency. Latency of virtualized storage is not
limited to Storage Clouds, and has resulted in a variety of tiered storage models in large scale
enterprises to optimize the performance of high value/often used data in a virtualized
infrastructure (Coughlin, 2010). What is unique to the public Storage Cloud model is the
reliance on the Internet for access to the remote storage. Latency associated with Internet
transport can be driven by a variety of causes including issues with the local Internet Service
Provider (ISP), congestion during recurring peak traffic times, and the occasional special

event such as the annual Victoria’s Secret Lingerie Show.

2.3.3 PaaS: Hadoop and the Rise of Platform Clouds

The various Cloud Computing offerings available today are focused on providing
distributed computing resources to the small enterprises and even private individuals. Storage
Clouds (laaS) provide space for data storage either for online access or offline archiving, and
Application Stores (SaaS) provide software to end users on a service fee model (similar to
Pay Per View cable programming). The final model of Cloud Computing, Platform as a
Service (PaaS), is geared less to the end user and more toward the application developer. By
providing a set of standardized and powerful APIs, the PaaS providers have enabled software
developers to focus solely on the main processes and presentation of information, rather than
attempt to code to a complex distributed infrastructure. It also allows the developer to take
advantage of massive parallelism, which greatly enhances performance of complex operations
across a broad infrastructure. The argument supporting Cloud Computing was the exact
slogan used by many Application Service Providers: let the service provider worry about IT
infrastructure (bottom line savings) while the service consumer worries about serving its
clients and increasing sales (top line growth). The overall business model is to allow software
vendors to provide their software to clients on a monthly service fee vice a capital investment

for infrastructure, software licensing, and installation/configuration (Chappell, 2009a).
Some industry players presume to redefine the term “platform” and suggest that by
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offering a prebuilt Operating System and application base for use by clients constitutes a
platform service model; this in fact is tantamount to relabeling a hosted application.
According to NIST, the PaaS model must include not only the prepackaged environment and
suite of applications, but also a set of tools to modify the environment (Mell & Grance, 2011).
The core value of a Paa$S offering (and what sets it apart from the other models) is the ability
to develop new applications that would be made available in the Cloud. PaaS is about
jumpstarting the application development process and providing a distributed development

environment across a virtualized infrastructure (Kambatla, Pathak, & Pucha, 2009).

Not surprisingly to many, leaders in the SaaS model such as Microsoft and
SaleForce.com have entered into the PaaS market, offering a distributed computing model for
its applications. Microsoft’s Azure platform makes available office applications, while
allowing companies to “focus on solving business problems and addressing customer needs”
(O’Neill, 2009; Windows Azure Platform, 2012). The Windows Azure service provides an
environment for developing and running Windows-based applications in Microsoft Data

Centers for use by remote site clients (Chappell, 2009).

Perhaps the most challenging aspect of establishing a platform for developing
applications is providing a method for applications developers to write code to a completely
abstracted hardware and software environment. The increasing ubiquity and power of
threaded architecture servers brought a new challenge to distributed computing applications:
how does one distribute threaded processes across multiple servers to take advantage of
parallelism without redeveloping the application? The developers at Google found an answer
by developing a feature called Map/Reduce, which allows them to process petabytes (1PB =
1,000,000 GB) of data each day across a heterogeneous environment (Dean & Ghemawat,
2008). The Map/Reduce function analyzes an inherently threaded process, breaks it into a
series of subprocesses that can be run across thousands of dissimilar computing nodes, and

recompiles the final solution (Sandholm & Lai, 2009).

This is a critical technology advancement for Cloud service providers because

23



Map/Reduce and other Data-Intensive Scalable Computing (DISC) based solutions eliminate
the problem of queue backlogs that are often caused in local clusters of threaded processors
attempting to conduct multiple processes at once (Sandholm and Lai, 2009; Wang, Que, Yu,
Goldenberg, & Sehgal, 2011). Even small clusters of high performance servers can seem slow
because they attempt to force all processes through a single process queue, which becomes
backlogged, resulting in performance congestion. Similar to a two lane highway, the system is
able to operate at high speeds during off peak times, but queue backlogs result in traffic
congestion during the rush hour commute. In contrast, the Map/Reduce function sends the
threads to multiple queues in shorter bursts (alternate routes via surface streets). This
separation of process queues results in fewer queue backlogs, and significantly performance
advantages over traditional High Performance Computing architectures (Hill & Humphrey,

2009).

The Google Application Engine leverages the Map/Reduce function as well as other rich
APIs to establish a DISC-based development environment on a massively scalable
infrastructure (Sledziewski, Bordbar, & Anane, 2010). The GAE Software Developer’s Kit
runs on local machines to simulate the Cloud environment, but takes advantage of the Cloud
infrastructure by passing mapped subprocesses to the back-end infrastructure in a massively
parallel fashion, and then compiling the final solution prior to presentation. By abstracting the
underlying infrastructure to the application developer, the Map/Reduce API simplifies the
application development process, and allows the developer to focus on the functionality of the
application while relying on the Map/Reduce API to determine how best to leverage the

underlying infrastructure.

Google’s sole ownership of the Map/Reduce function was short-lived. Soon enough, the
open source community solved the distributed computing problem with Hadoop, an open
architecture development platform including a Map/Reduce feature. Hadoop revolutionized
the PaaS market, enabling several organizations to make distributed computing infrastructures

to the Cloud application development community, leveraging an open source development
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environment that is designed to scale from a single node to thousands of nodes in a
heterogeneous computing environment (Apache Hadoop, 2012). Quick adoption of Hadoop’s
open architecture led to an explosion of PaaS offerings in the commercial market, including
the Amazon Elastic Compute Cloud (EC2), Eucalyptus (Elastic Utility Computing
Architecture for Linking Your Programs To Useful Systems), Facebook, and IBM’s Blue

Cloud (Borthakur, et al. 2011; Kambalta, Pathak, & Pucha, 2009; Sandholm and Lai, 2009).

One further benefit of DISC architectures such as Hadoop is that this massive parallelism
across a heterogeneous environment enables a true utility computing model for Cloud service
providers. By making the Map/Reduce function available to the OA development community,
the Hadoop user community helped ushered in a revolution in the application development
market and transformed Cloud Computing. By leveraging an abstracted heterogeneous
environment, a Cloud service provider can increase or decrease system performance based on
usage simply by adding more map functions (Borthakar, et al., 2011; Kambalta, Pathak, &
Pucha, 2009). Before this technology, service providers were forced to provide oversized
infrastructure to ensure adequate performance during peak usage, clearly an inefficient and

complex method of doing business.

Hadoop’s famous ease of use makes platform Clouds accessible to developers who are
not accustomed to distributed environments. However, Hadoop and other DISC solutions
have a few areas for improvement. Hadoop’s underlying structure of serialized recompiling
has been criticized as a source of performance backlog (Wang, et al. 2011). Further, while
Hadoop is well regarded as easy to set up, it has hundreds of individual configuration settings;
optimizing Hadoop can be a challenge for even the most advanced user (Kambalta, Pathak, &

Pucha, 2009).

2.4 Cloud Implementation Models

Despite early arguments that Cloud services must be provided over the Internet, a variety
of implementation models have evolved in the Cloud Computing industry. Today, most
industry analysts recognize three separate implementation models for Cloud Computing:
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public Clouds, private Clouds, and hybrid Clouds. The following definitions are provided

from the NIST definition of Cloud Computing (Mell & Grance, 2011).

Private Cloud: The Cloud infrastructure is provisioned for exclusive use by a single
organization comprising multiple consumers (e.g., business units). It may be owned,
managed, and operated by the organization, a third party, or some combination of them, and it
may exist on or off premises.

Public Cloud: The Cloud infrastructure is provisioned for open use by the general public. It
may be owned, managed, and operated by a business, academic, or government organization,
or some combination of them. It exists on the premises of the Cloud provider.

Hybrid Cloud: The Cloud infrastructure is a composition of two or more distinct Cloud
infrastructures (private, community, or public) that remain unique entities, but are bound
together by standardized or proprietary technology that enables data and application
portability (e.g., Cloud bursting for load balancing between Clouds).

Each implementation model has its benefits and challenges; a public Cloud offers a
maximum accessibility for end users and requires the lowest initial capital investment
requirement. In addition, public Clouds could be considered more “green” as they consolidate
computing resources and ultimately save energy; in a recent white paper by SalesForce.com,
the public Cloud model can effect up to a 95% reduction in infrastructure and energy costs
compared to an on-premise infrastructure (2011). The main drawback many identify with the
public Cloud is in the realm of security. Many are concerned about access of private
information via the Internet due to poor security practices; other security concerns focus on
the notion that all of one’s data eggs are in one public basket — if the public Cloud fails, all
access to data and applications are interrupted (Intel IT Center, 2011; Sahlin, 2011). The
private Cloud model is the contrapositive to the public Cloud model: where the public Cloud
exists in a remote outsourced datacenter, the private Cloud is insourced in a corporate
datacenter and may be accessed via the Internet but may also be limited to a corporate intranet
or Virtual Private Network (VPN) connection. While the private Cloud may require more
capital investment to establish an environment, there are significant arguments favoring a
private Cloud over a public Cloud. The main strength of the private Cloud approach is the
direct control an organization has over the infrastructure and services offered (Ideas

International, 2011; Intel IT Center, 2011). An organization offering a private Cloud can

tailor exactly which services are provided and what QoS is provided; a public Cloud
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environment must cater to the majority of client organizations in order to maintain
profitability. Further, a technically savvy organization can actually save money by
implementing a private Cloud because it can focus only on the services it needs and not pay
for superfluous services that do not directly add business value; an Oracle white paper details
an organization that achieved a 90% Total Ownership Cost (TOC) savings by implementing a

streamlined private Cloud (Bain, Merchant, Minns, & Thomas, 2010).

2.5 Service Level Agreements (SLAS): Monitoring Cloud Performance

One of the primary characteristics of Cloud Computing models that set it apart from other
clustered system architectures (e.g., corporate mainframe systems, extranets, etc.,) is that the
performance of a Cloud Computing is based on expectations set by Service Level Agreements
(SLASs) (Buyya, et. al., 2009). These SLAs establish the degree of service that will be
provided and may include metrics for Quality of Service (QoS), overall availability (Ao), and
customer service ticket performance (Sahlin, Sarkani, and Mazzuchi, 2011; Sahlin, Sarkani,
and Mazzuchi, 2012). These SLAs developed primarily from the ASP market as ASPs began
to provide hosted applications with some guarantee of service and performance. An SLA is a
contractual commitment between the Cloud Service Provider (CSP) and the Cloud service
consumer stating that the service will be available for a given percentage of time (usually
99% or higher) and may include performance metrics such as customer service ticket
resolution (e.g., first call resolution percentage, average time to resolve, etc.) or QoS. The
penalty for failing to meet these SLAs is usually a payment by the CSP to the client and
usually takes the form of a refund against the next monthly service fee. SLAs may include the
right for a consumer to end the service agreement if the CSP fails to meet its SLA obligations

for a number of performance periods.

SLAs are critical in order for the Cloud Computing service model to function in a public
environment. The issue of SLAs becomes more complex in a private Cloud environment. Can
an organization fire itself for failure to meet its SLA obligations? Perhaps not. Even if internal

“customers” cannot terminate a service agreement with an internal CSP, these metrics can
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serve as decision support tools to justify alternate sourcing decisions for the service that may
include transitioning to an external CSP if the internal team continues to fail meeting its

obligations.

One challenge of developing useful SLAs in a Cloud Computing environment is the
dependence on the Internet and/or other extended networks (e.g., corporate Extranet) for a
significant portion of the end to end transport of data and services. How can an organization
commit to a level of service when a significant portion is dependent on a system under which
the organization has no control? Generally, SLASs are restricted to availability of service as
measured from the external edge of the CSP’s architecture (usually a border gateway router or
some other externally facing device). In this way, the CSP can avoid making SLA payments
to its clients because of a large scale service interruption of major Internet Service Providers

or large scale power outages.

A second major challenge of developing meaningful SLAs is in defining what one means
by availability and QoS. As mentioned previously, overall availability (Ao) can take many
forms and is generally advertised as inclusive of the entire system; after careful inspection of
the terms and conditions of the service agreement, it becomes clear that the “system” ends
with the CSP’s edge router. QoS is even more difficult to measure. Many CSPs provide QoS
guarantees in terms of the IEEE Standard 802.16 for Local and Metropolitan Area Networks
thresholds for acceptable signal loss and jitter, or guaranteed performance by citing
benchmarks for Commercial Off the Shelf (COTS) equipment such as provided by the
Standard Performance Evaluation Cooperative (SPEC.org) (2011). An alternative to
providing performance benchmarks is for the CSP to ensure dedicated access to a subset of
the Cloud Computing infrastructure in terms of lease agreements (Buyya, et. al. 2009). Sahlin,
Sarkani, and Mazzuchi propose an alternate QoS metric based on the overall end to end
System Goodput (Gs) of a distributed computing architecture (2012). This Gs metric
combines a variety of end-to-end service performance metrics as the weighted average of

email, web, database, and File Transfer protocol (FTP) system performance. This metric
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should be adopted by CSPs in order to provide meaningful SLAs.

2.6 The Future of Cloud Computing

Science fiction writers foresee the inevitable, and although problems and
catastrophes may be inevitable, solutions are not.
~ Isaac Asimov

Predicting the future of trends in technology is tricky business. How can we with any
confidence take a stand regarding how technology will evolve? Edward Cornish, co-founder
of the World Future Society and editor of The Futurist magazine, argues that while we cannot
accurately predict specific futures, we can depend on a certain continuity between past and
present to predict where technology may evolve. Cornish identified six “Supertrends” that
shape the future: Technological Progress, Economic Growth, Improving Health, Increasing
Mobility, Environmental Decline, and Increasing Deculturalization (2004). Cloud Computing
trends are shaped heavily by four of these six Supertrends (Technological Progress, Economic
Growth, Increasing Mobility, and Increasing Deculturalization). By identifying how these
Supertrends affect the path technology evolution can take, one can predict how Cloud
Computing will be shaped by those forces to increase mobility and force technology to

mature in order to support economic growth in various places.

When discussing the future of technology one must evaluate current trends in comparison
to the technology’s history. This chapter has traced the beginnings of Cloud Computing,
linking it to early distributed computing architectures such as Time Sharing and Multiplexing,
and following the technology evolution through EDI VANSs, e-commerce, and the ASP
market. The current Cloud Computing models and trends toward open source development
and massive parallelism (as evidenced by the strong popularity of frameworks such as

Hadoop) point to four specific future areas for evolution in the Cloud Computing arena:

1. Computing Climates
2. Microclimates
3. Swarm Computing
4. Cloud Services as a Service (CSaaS)
2.6.1 Computing Climates: Self-Organizing Cloud Communities
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When thinking about the future for Cloud Computing, the 2002 movie Minority Report
comes to mind. In one scene in this movie the main character Chief John Anderton (played by
Tom Cruise) stood in the middle of a holographic computer interface, dragging and dropping
screens using thin air as a virtual touch screen. Many thought the concept of this virtual touch
screen was a great idea; today, touch screen technology is commonplace. What was far more
interesting from an adaptive technology perspective was the idea that one could connect
information from disparate sources (and having very different characteristics) on the fly to

produce a union that was much more than the sum of its common elements.

Whether this holographic “Minority Report interface” will ever be realized is uncertain.
What is certain and inevitable is that end users will reach the limits of current data schemes
rapidly as they attempt to coalesce more and more data into meaningful information. End
users will slam against these barriers like brick walls. They will become frustrated with the
simplistic overlays of information that currently serve as operational pictures: they are little

more than clusters of data stacked upon each other with no real transformation of data.

Dynamically adaptive systems are those that monitor the current operating environment
and modify themselves at runtime either to respond to a security threat, tune performance, or
increase overall stability (Cheng, Sawyer, Bencomo, & Whittle, 2009). While current
research in adaptive systems is focused on large scale enterprises or power grid systems, these
models can easily be applied to smaller scale Clouds to ensure high performance given a

broad range of network access (Polze & Troger, 2011).

The pinnacle of the adaptive system is one that acts like a human being — it would act and
react intelligently without human interaction. Unfortunately, many adaptive systems are
hampered by the way they are taught to think. Systems that approach autonomicity from a
purely rules-based approach will never reach this aim. Without proper context, some rules
will not yield the optimal result or simply fail to make sense at all. The reason rules-based
systems will never quite reach their goal of approximating intelligent interaction is because

human intelligence is only partially based on rules. The concept of associative memory is
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simple to describe, yet difficult to replicate in computer systems: human memory is based on
a combination of logical and associative relationships. Associative memory is what causes

some people to feel danger when they see red, but others feel joy.

The core problem with rules-based systems is that the system models must be extremely
complex in order to account for all environmental variables. Most computer models simply
ignore significant portions of data, yielding inappropriate results. As a system model
approaches a complete description of its respective environment, it becomes extremely
fragile, unable to deal with the dynamic nature of data over time; the model’s validity expires
shortly after the point in time for which it was developed (Saffron Technology, 2005).
Research into solving this problem has been focused primarily in the neural networks space.

System designers are looking increasingly at biological models for insight into better models.

Fuzzy logic research focuses on improving the nature of rules-based engines so they can
be dynamically tuned. Most fuzzy-logic engines either lack a rule pruning capability,
resulting in a series of rules that are no longer applicable to the environment, or the rule set
that governs the nature by which the rules change is often a static external source (Tung &
Quek, 2010). A far more elegant approach would be one where the system adapts its rules
based on incremental learning. Tung and Quek (2010) propose an evolving neural fuzzy
semantic memory (eFSM) model system that begins to categorize sample data using fuzzy
“IF-THEN” statements and then builds upon the model with incrementally more complex

(and real) data.

Rules and relational databases are limited in that the questions to be answered by the
relationships must be known while the system is being designed. However, an associative
memory system would learn to establish relationships on the fly as connections are being
made at run time. In a very real and natural sense, the system would have the capacity to learn

by asking new questions (Aparicio, 2010).

As the models for Dynamically Adaptive/Autonomic Systems evolve using Associative
Memory and other constructs that mimic biological or meteorological system behavior, Cloud
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Computing environments will take advantage of ever-improving rules-based engines.
Eventually, these engines designed to provide dynamic scaling and performance tuning of a
given system will evolve into a series of self-organizing Cloud environments. These dynamic
Clouds will adapt to the needs and constraints of their external environments and rearrange
system resources and call upon outside Clouds to lend resources to solve the problem at hand,
deconstructing the ad-hoc environment when the additional resources or tasks are no longer
necessary. Effectively, the Cloud Computing model will evolve into a true climate
arrangement where various Cloud Computing environments collaborate in an automated and
interdependent fashion to provide the most efficient method to provide resources to the end

user.

2.6.2 Microclimates: A New Model for Cloud Computing

One undeniable truth about data is that we have a lot of it. Decision makers often find
themselves crippled by the sea of data before them; they simply don’t know where to start. If
Cloud Computing is going to provide a resolution to this problem, system designers must
change the way they think about the Cloud. The goal of Cloud Computing must shift from
being the conduit to a ubiquitous enterprise data store (as shown in Figure 2.6.1) to providing
a localized view of data that is relevant to the user’s perspective and adaptive to his or her

specific needs.

To paraphrase from former U.S. House Speaker Thomas “Tip” O’Neal, all data and apps
are local. The idea that a Cloud can and must only be a ubiquitous enterprise resource is

overly restrictive and will eventually doom the Cloud to oblivion.
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Figure 2.6.1: The Ubiquitous (Enterprise) Cloud Model (Sahlin, 2012)

In order to survive in the future business market, the Cloud must adapt and become more
local, more personal, offering Microclimates of capability that operate locally, but participate

globally. Figure 2.6.2 depicts a possible model for Microclimate Cloud Computing.

Significant advances in current technology are making microclimates possible, including
adaptive systems, associative memory, and mobile computing. Advanced technologies such
as Hadoop make such regionalization possible, as it allows enterprise activities to be split into
multiple parallel activities and then reconstructed at the enterprise level. Further, advances in
personal mobile computing and the ubiquity of tablets and smart phones that can generate and
process a large volume of data mandates that a regionalized version of a Cloud be executed. It
is not feasible to send all the data from a mobile device to an enterprise resource, especially
given the Quality of Service (QoS) that most technology users have come to expect. Rather, it
is more useful to process as much data as possible in situ and sending a limited data set
heavily tagged. By splitting the computation into multiple subtasks and transferring the
metadata, mobile devices are able to handle complex functions while maintaining an

acceptable level of QoS (Borthakur, et al., 2011, Wang, et al., 2011).
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Figure 2.6.2: Microclimates - Regionalizing the Cloud (Sahlin, 2012)

The U.S. Military has adopted this approach of processing data in theatre and sending
only the metadata unless specifically requested for use by unmanned systems with a data
model called Tasking, Collection, Processing, Exploitation, and Disseminate (TCPED) (U.S.
Navy, 2011). The TCPED model considers the significant limitations of satellite
communications (Cook, 2009) by driving independent operations as far as possible into the
field, both collecting and processing data locally, and sending metadata to the home
command. The field commander or intelligence analyst then reviews the metadata and
chooses which specific data sets to review in detail. The TCPED model is viewed as being the
key to agility in a rapidly changing world with limited bandwidth and an unlimited thirst for

information (Corrin, 2011).

Mobile computing and other models (e.g., military tactical environments) involving the
need for time sensitive access to information in bandwidth constrained (or partially available)
scenarios will develop a subculture of Cloud Climates described above. In this model, the
Cloud Communities will be limited in scope and only interoperate with each other, isolated by
physical, geographical, or even governance issues (e.g., security classifications). End user
devices accessing these Clouds will have subsets of the Cloud logic locally in order to provide

in situ processing of data and streamline the amount of metadata that is transferred to the
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primary Cloud. This “Microclimate” model for Cloud Computing will likely evolve more in
the private space than in the public Cloud Computing model, but may also apply to certain

public Cloud Computing constructs such as scientific and research Clouds.

2.6.3 Swarm Computing

Taking a cue from nature, the third future trend expected in Cloud Computing is in the
realm of swarm tactics. Just as insects and small animals exhibit emergent system behavior as
a large group, Cloud Computing will eventually take advantage of the concepts of swarming
to solve increasingly difficult problems of resource availability and complex data analysis.
Swam algorithms operate on the premise that diversity within a system (or system of systems)
results in new thinking or behavior. The more diverse the components of a system, the more
explorative the system will behave to solve problems, taking advantage of logic and functions
from very different regions or industry verticals to solve the increasingly complex challenge
of big data analytics and predictive reasoning (Yin, Glover, Lguna, & Zhu, 2011). By
evaluating the applicability of elite solutions originally focused on specific problem sets, a
swarm environment can adopt the elite solution logic and apply the algorithms to a broader
spectrum of concerns. In the same method as worm-based malware searches available
networks for new platforms to infect, the swarm computing concept searches the enterprise
(i.e., Internet, Extranet, etc.) for available logic patterns and algorithms to exploit for

expanded purposes.

A swam computing methodology could also take advantage of massive abstraction of
infrastructure. Virtualization and service abstraction technology such as Map-Reduce and
Hadoop seek to “hide” the underlying infrastructure from the code, allowing portability and
rapid expansion of function logic across multiple infrastructure nodes to even out the peaks
and valleys of infrastructure utilization. Swam computing would adopt this process and take
advantage of advances in grid computing and service abstraction to allow every computing
node (i.e. booth centralized and end-user devices) to lend processing power to the overall

Cloud enterprise to increase ad-hoc resource pooling. Effectively, swarm computing is the
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logical next step from Cloud federation to allow for interoperability and seamless resource
sharing in a QoS guaranteed environment (Yang, Nasser, Surridge, & Middleton, 2012).
Similar to The Borg of Star Trek fame, all devices will become part of a universal Cloud

environment of decentralized processing in support of the common good.

2.6.4 Cloud Services as a Service (CSaaS)

As the models of Cloud Computing evolves, so too will the services provided to customer
organizations. The core assumption of moving to an external cloud is that a CSP is more
adept at providing said service in a manageable and affordable manner than developing the
technology and personnel to maintain it in house. As Cloud Computing models become more
complex and evolve into interdependent climates, monitoring Cloud Computing performance
becomes extremely difficult. How can an end user measure compliance with SLAS for Ao
when the underlying Cloud Computing infrastructure is based on an ad-hoc combination of
self-organizing environments? The current trends in Cloud Computing point toward
consumerization of all IT services. As Pat Geisinger (outgoing CEO of VMware) noted at
VMworld 2012, consumirizing IT services is about balance — outsourcing some services to
make portions of your budget available to support true innovation (Anderson, 2012). As more
services become available, organizations must establish new processes to manage these

services effectively.

Out of this complexity will rise the need to provide Cloud Services as a Service. These
services will generally focus on management and monitoring tasks such as Security,
Performance Monitoring, and Compliance Reporting. CSPs will adopt automated testing
techniques to provide services to monitor and test Cloud Computing service levels by
performing automated functions that mimic selected end user use cases. By acting as a
corporate watch dog, CSaaS offerings will provide monitoring of another CSP’s offering or
even a private Cloud Computing infrastructure and would act as an independent agent to

ensure compliance with statutory and corporate policy guidelines.

Another side of the CSaaS coin would be providing Security as a Service. This service
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offering could take many forms and include monitoring for events, intrusion detection and
prevention, configuration management and security patch compliance, and even simulated
attacks to test the mettle of the CSP’s own security team (e.g., White Hat / Red Team events).
The degree that IT Security as a Service (ITSaaS?) will be adopted by the general public will

focus on two main questions:

1. Can an active security monitoring service be provided without impacting my
system’s performance?

2. How can | ensure that the results of my security scans will not be released
publicly?

The answer to these questions may vary among organizations. Certainly, a military
organization is not likely to outsource security monitoring to an external commercial CSP,
nor would many commercial organizations feel comfortable with another company having the
“keys to their kingdom” but this and other Cloud Service as a Service offerings could evolve
as private Cloud services as well. Providing CSaaS within a private Cloud could be an
approach developed by organizations as a safeguard to outsourcing its business functions to a

public CSP.

2.7 Solutions and Recommendations

Before opting to delve into the Cloud Computing industry, one must consider a
few questions. Which Cloud Computing model is right for my organization? Should
my organization adopt Cloud Computing now or wait for some future generation of

the Cloud model to evolve? Is my data appropriate for a Cloud-based infrastructure?

These and other questions are critical to answer prior to deciding whether and how
to execute a Cloud Computing approach for your organization. Perhaps most
important of all is to answer the question of whether Cloud Computing is secure
enough to expose your organization’s data (or a portion thereof) to the external world.
The following section offers some thoughts on determining how to execute a Cloud

Computing strategy that balances the need to expose data with the need to protect that
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data using a Defense in Depth technique. After deciding that a portion of your data
can be placed on the Cloud in a (reasonably) secure manner, it is important to
determine whether the Cloud Computing model is appropriate for your organization
and its business model; perhaps only some of your data should be placed on the
Cloud, maybe your organization’s people and processes are not ready for operating in
the Cloud. Finally, once deciding that a Cloud Computing strategy makes sense for
you, it is important to choose which model and CSP is right for your organization.
This section ends with a recommended framework using a Balanced Scorecard

approach as a decision support tool to evaluate multiple Cloud Computing options.

2.7.1 Defense in Depth: A Model for Cloud Security

A final area of research into the future of Cloud Computing is in security. Gartner
Research predicts that by the end of 2016, 50% of Fortune 1000 companies will have
customer related (and potentially sensitive) data stored in public Clouds (Avram,
2011). As distributed computing approaches the utility resource model, questions of
privacy abound: Can I be sure that my data is secure? How can my service provider
ensure that my trade secrets are not available to my competitors? Is storage over the

Internet capable of providing the availability | need for my data?

These concerns are not entirely unfounded; in a recent study, the United States
Government Accountability Office (U.S. GAO) identified that the Cloud Computing
model introduces a number of security issues including reliance on a vendor to
implement security controls, dependence on a vendor (to remain in business),
insecure/ineffective identity management, and unclear responsibilities for incident
response (2010). Security issues have been identified as a critical concern that has
hampered adoption of the public Cloud model by certain industries that consider their

data mission critical (Asprey, 2012; Intel, 2011).
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Typical security measures to ensure the confidentiality, integrity, and availability
of data do not always translate in Cloud Computing architectures. For example,
encryption is a common method for protecting data that is problematic in the Cloud.
Downloading and decrypting data for local use has proven inefficient in a massively
distributed environment with dynamically allocated resources. While some promising
research has been conducted in the field of homomorphic encryption (i.e. processing
operations on encrypted data in kind without first downloading and decrypting), the
experiments have proven cumbersome and expensive; practical applications for

general use are not expected for several years (Anthes, 2010).

Cloud Computing focuses on outsourcing infrastructure to a service provider,
often driving issues with regulatory compliance (e.g., HIPAA, Sarbanes-Oxley, PCI).
Regardless of whether the service provider implements the proper data segregation
and security controls to ensure compliance, it can be difficult to prove compliance as
the details of the service provider’s infrastructure is often considered proprietary. This
concern of compliance reporting and governance has slowed the overall adoption by
U.S. Federal Government agencies of Cloud Computing models (United States
Government Accountability Office, 2010). Cloud Computing service providers must
be able to provide assurance of implementation of not only adequate security controls
but also of proper segregation of data and architectures to protect the confidentiality

and integrity of data.

In addition to data confidentiality (i.e., privacy), enterprises considering data
storage in a Cloud environment must consider issues of data integrity. In a traditional
remote storage enterprise, integrity is generally not an issue, because data are stored
in dedicated storage nodes. In a Cloud model, the data is stored across an abstracted

infrastructure with multiple, physically redundant nodes. The Cloud Computing
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model of dynamic resource allocation and access to data complicates the problem of
data integrity, as multiple users/servers could be accessing data simultaneously from
different nodes. Research in homomorphic processes has shown promise in dynamic
data operations to prevent data inconsistencies from unauthorized or simultaneous

access ensuring data correctness in a Cloud Computing data scheme (Owens, 2010).

Storing applications and data in an abstracted infrastructure drives clear security
risks of data privacy and integrity; however there is another security challenge that is
not often discussed: how to keep the Cloud from becoming the platform for a cyber-
attack. The virtualization technology used to effect elasticity in the Cloud
infrastructure introduces a unique security threat: replication of viruses across the
Cloud (Owens, 2010). In 2010, NIST identified a vulnerability associated with
virtualization engines in which a cyber-attack could traverse across multiple virtual
machines managed by the same hypervisor (National VVulnerability Database, 2010).
The elasticity and automated provisioning that make the Cloud Computing model
beneficial to end users could result in a massive self-replicating virus storm. Future
efforts in securing the Cloud must focus on securing the elastic nature of Cloud
Computing. This challenge to secure the elasticity of the Cloud can prove extremely
complex, as the business model for Cloud Computing drives a need for a common

management platform (Owens, 2010).

Of course, this dark Cloud has a silver lining: Cloud Computing can actually
enhance some aspects of security. Abstraction of the Cloud infrastructure can improve
protection against cyber-attacks by obscuring the lower levels of the infrastructure
form the attacker. Further, the general use of virtualization of operating systems can
improve the overall security posture by easing the deployment of security patches and

provides a cost effective disaster recovery solution (United States Government
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Accountability Office, 2010).

Most security experts recommend a Defense in Depth approach toward security,
whereby the data and applications in the Cloud are assigned various levels of
criticality and protected accordingly, just as one may leave his or her wallet lying on
the dresser, but keep more valuable items in a safe (or a bank). Data should be treated
the same way: leaving less critical data on the outskirts of the security perimeter,
while the most critical data is maintained under much tighter security. The value of
this approach is that it allows users access to the data they need daily, while
maintaining a modicum of security and monitoring. As the less critical data become
targets for hackers, intrusion detection and response mechanisms are used to prevent

hackers from accessing the vital data (Intel IT Center, 2011, Pirooz, 2011).

In addition, choosing a public-private hybrid Cloud implementation has distinct
security advantages as it provides fault tolerance against the inherently brittle nature
of a public Cloud model, where all the eggs of data reside in a single virtual basket
(Sahlin, 2011). This is an extension of the Defense in Depth concept of maintaining

only a certain amount (and type) of data in the public aspect of the Cloud.

2.7.2 To Cloud or Not To Cloud? That is the Question

More important than which Cloud model or provider is the right solution for an
organization is whether an organization should execute a Cloud strategy. Not all data
is appropriate for a Cloud based solution. Some data (e.g., corporate proprietary
information, design specifics, trade secrets) may be too valuable to transfer to the
Cloud, especially if an organization is considering a public Cloud approach. Similar to
a Defense in depth security approach, an organization should determine which

applications and data should be transferred to the Cloud. Like all technical solutions,

41



Cloud Computing does not have to be an all or nothing approach, and a company can
make a very expensive mistake by transferring too much to the Cloud without a

reason to do so.

Once an organization has decided whether to move to the Cloud, an organization

must consider the following questions:

Does this Cloud strategy make business sense? As mentioned previously, Cloud
Computing is fundamentally a business strategy; if it does not provide an organization
with a solid business case within an acceptable risk threshold, it is not an appropriate
solution. It may be that the business case will have to be developed with a measure of
creativity. This is especially true when considering Cloud Computing for the public
sector which doesn’t operate on a profit basis, because financial Return on Investment

is not a valid criterion as it is in commercial environments.

Which service model is most appropriate for my organization? Based on the
needs of a given organization, some service models may be more appropriate than
others. An organization with a strong application development team may want tighter
control over the services offered; perhaps a private or hybrid laaS Cloud is more
appropriate than a public SaaS model. In comparison, a small business with limited
access to technology professionals and a small capital expenditure budget may prefer
a public SaaS model in order to increase speed to market, often considered the most

important factor in delivering a new product or service (Senge, 2006).

Do | understand the cost benefit profile? Cloud Computing is first and foremost
a business strategy; often, a Cloud approach is recommended based on a specific
Return of Investment calculation over time. With cost/benefit projections, the Devil

can be in the details (or in this case, the assumptions). Before entering into a Cloud
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service provider agreement or investing in a private Cloud infrastructure, be sure to
understand the assumptions that went into the cost model. How well-defined are the
requirements for the service? Can the scope of the implementation be controlled in
order to control implementation costs? Are hardware/software quotes validated and
guaranteed? If using a public or hybrid Cloud approach, is the pricing model from the
service provider clear? Be careful of hidden costs associated with utility-based pricing
(e.g., $X per hour of server usage, or per Y,000 user sessions per day), as these

variable costs can increase rapidly and often without being noticed.

How can | protect my data in the Cloud? An organization should never cede its
responsibility to protect its vital data and trade secrets. Outsourcing to a Cloud service
provider does not mean absolution of responsibility for security. Before agreeing to a
Cloud service contract, an organization should carefully negotiate the roles and
responsibilities for security. An organization should visit the datacenters of potential
service provider to determine how they ensure services, how fault tolerant the
facilities are, whether they maintain backup power generation capabilities, etc.
Finally, do not sacrifice security for convenience: do allow access to your core
applications via the Internet, never administer your applications over a public
unencrypted circuit, and never deploy a Cloud based solution without boundary

protection (e.g. firewalls).

What is my contingency plan? Some consider contingency planning having a
plan to fail. Unfortunately, far too many good ideas fail during execution because
Systems Engineers and Project Managers did not consider the risks of a project.
Before executing a Cloud strategy, an organization should consider at least one
backup plan to provide services in case of unforeseen events that prevent the launch

of a Cloud-based system within an acceptable timeframe. This type of planning may
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include maintaining a private network capability in parallel to the Cloud-based service
for a period of time to ensure service (even if performance degraded) if the Cloud-
based service fails to meet expectations. This private capability could be used to
enable temporary operations while the performance issues with the Cloud service are

resolved, or it could be used as a permanent off-ramp.

2.7.3 Choosing the Right Cloud Provider: A Balanced Scorecard Approach
Congratulations! You have weighed the options, considered security issues, and
decided that at least some of your data should be in a Cloud based environment. So

which one is right for you?

Just as not all Cloud models are the same, Cloud service providers can vary
greatly in the service models provided, limitations, and costs. Navigating the morass
of hype and data sheets to determine which Cloud service provider is right to meet a
given organization’s needs can be challenging. Menzel and Ranjan (2011) offer a very
useful decision support tool (CloudGenius) that compares service providers using a
set of criteria based on capabilities, QoS guarantees, network bandwidth, and cost.
CloudGenius allows a user to cut through the marketing and providing a real head to

head comparison using discrete criteria using a balanced scorecard type approach.

As is the case with any decision support tool, CloudGenius must be used with a
solid understanding of the core assumptions involved. One of the baseline
assumptions used by Mezel and Ranjan (2011) is that QoS output is directly related to
server and network performance characteristics. It is a commonly held misconception
in the IT industry to assume that the overall system performance can be increased by
merely using faster servers or increased network bandwidth. What this assumption
ignores is the nature of the system queue and backlog that can impede performance

dramatically; this is especially true for complex systems such as Cloud Computing
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infrastructures that leverage Hadoop (Borthakur, et al., 2011, Wang, et al., 2011). The
issue of system queuing and backlog has been shown to be so critical to overall
system performance, that even using servers that are one or two generations old can
have no appreciable difference in overall system performance (Sahlin, Sarkani, &

Mazzuchi, 2011).

The best approach for choosing a Cloud service provider is to develop a balanced
scorecard, using discrete criteria such as proposed by Menzel and Ranjan (2011), but
modified to meet a specific organization’s unique needs. For example, if service
availability is more critical than guaranteed system performance, perhaps a hybrid
Cloud approach is the best solution, ensuring fault tolerance. If initial cost is more
important than Total Ownership Cost, then a public Cloud model leveraging an
existing infrastructure is more appropriate. The training of the personnel required to
manage the Cloud Computing environment cannot be ignored. Outsourcing the
infrastructure to a CSP does not absolve an organization from the decidedly non-
trivial responsibility to maintain the lifecycle service oriented processes and content
of a Cloud environment. Simply managing the active workflow queues can be
daunting for an organization and requires dedicated staff within the organization; this
function of workflow management cannot be outsourced to a CSP (Yang, Bruin, &
Dove, 2010). Ultimately, the optimal approach is to identify which criteria matter
most to the organization’s specific needs, apply criteria weighting (if applicable), and

then begin a head to head comparison.

In order to choose a Cloud service provider, one must consider a variety of
questions relevant to one’s organizational needs. This author recommends a Balanced
Scorecard Approach toward comparing multiple Cloud service providers. This author

has had a great deal of success using a modified version of the Kaplan-Norton
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Balanced Scorecard as a Decision Support tool, as it provides an easily discernible
comparison of multiple Courses of Action (COAS) across a series of criteria (1996).
In the case of deciding among CSPs (including the option of insourcing with a private

Cloud COA), the following criteria are proposed:

Investment Cost (1C): The amount of startup capital required to implement this
COA. Startup capital involves procurement of equipment and software, but also

includes the development cost of the COA.

Profit Margin (PM): The percentage of profit projected compared to all costs
over time (IC, operating costs, development costs, personnel costs, and system
upgrades). For non-commercial ventures (e.g., government Clouds, private Clouds,

etc.), PM should be replaced by Total Ownership Cost (TOC).

Configuration Management (CM): The degree of flexibility/ownership the
organization has in making changes to the Cloud Computing infrastructure and

capabilities.

Personnel (P): The degree to which the COA alters the organization’s personnel
profile. Will the COA require hiring new employees, and/or redeployment/layoff of

current staff?

Training (T): The degree to which new training of current staff is required to

support the COA.

Facilities (F): The degree to which the organization must invest in new facilities
(e.g., data center space, power, Heating/Ventilation/Air Conditioning, etc.) to support

the COA.

COA Risk (Rcoa): Overall Risk score of the COA. Risk is calculated by

identifying risk statements relevant to the COA, and assessing their Likelihood (L)
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and Impact (I). Equation (1) proposed below assumes that risks are assessed against a
5 x 5 scale based on the ANSI Standards for Project Management defined by the
Project Management Institute (2008). Using this formula, the total risk value of a
given risk statement R; is:
Ri=Lix1; (1)
The total COA Risk Score of the COA is an average of the individual COA risk

SCores.

iR,
Reoa = 21- 2)

4

This Balanced Scorecard approach is particularly useful with Executive

Management; the author recommends combining the Kaplan-Norton Balanced
Scorecard with a Stoplight Framework using a traditional Red / Yellow / Green
designation to provide a visual image of the relative strength / weakness of a
particular Cloud Computing COA. By assigning a numerical value to each evaluation
color, one can translate this qualitative assessment to a quantitative approach. It is
critical in developing the Balanced Scorecard to define what one means by and
evaluation of Red / Yellow / Green for each criterion. Table 2.7.1 below provides a
useful approach toward quantifying the essentially qualitative measures on the

Balanced Scorecard.
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Criterion Red (1) Yellow (2) Green (3)
Investment Cost (IC) High Medm Low
Profit M argin (PM) / Total Low PM Medium PM High PM
Ownership Cost (TOC) High TOC Medum TOC Low TOC
o Organization can have
Organization has no control N o _
dedicated Infrastructure, | Organization mamnts fil
. over Infrastructure and .
Configuration M anagement . Services Offered as confrol over Infrastructure,
Services offered. . .. .
(CM) Structured chanee windows optional (additional fees). Services Offered, and
Ona;'lg Structured change windows Change Windows
' only.
L Current lcan b
COA requires hiring mn persormietean be .
. tramed to support Cloud | Current staff'is adequate to
entirely team of persomnel, i .
Personnel (P) . environment. May require manage Cloud
possible layoff of existing ) . )
ersomel. staff augmentmentation for |  infrastructure/ services.
P specialized finctions.
Current staff'is fully tramed
Significant technology and | Subsection of staffrequires © Sup? ot org flon's
. L. S . techncial requirements to
Training (T operations concepts training| training in techneial aspects St Cloud
raining (T) requried to mamtain Cloud [ of maintaining Cloud ,mm mLo
. . environment. End user
environment. environment. .
process fraining may be
required.
COA requires signficant COA requires some . .
. . . P COA requires mmor
investment in new facilities | investment in facilities or . L
Facilities (F) and/or complete disposal of| mvovles mvovles disposal mvestment m existing
ad P o P P facilities nvestments and/or
current facilities and of some current - e
. . i can resue existing facilities.
infrastructure investments. infrastructure.
Risk (R) Reoa = 17 17>Reoa 29 Reoa <9

Table 2.7.1: Sample Balanced Scorecard Criteria

A sample Balanced Scorecard is provided as Figure 2.7.1 below.

CoA IC PM CM P T F R Feon
CSP A 3 1 1 3 1 1 3 |0 1.857
CSPB 2 2 2 1 3 2 1 (1857
CSPC 2 3 2 2 2 3 I ()2.143
Private 2 3 3 2 2 2 2 2286

Figure 2.7.1: Sample Balanced Scorecard (in this case, recommending a Private Cloud)

The overall COA Evaluation (Ecoa) is calculated as a weighted average:

Ecoa = alCcop + bPMcos + cCMcoa + dPcoa + €Tcoa + fFcoa + 9Rcoa (3)

wherea+b+c+d+e+f+g=1

The values of a, b, ¢, d, e, f, and g in Equation (3) are assigned by the organization
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to reflect what is most important to that organization. Some organizations may
consider protection of its current workforce as more important than investment costs.
A startup may feel it is acceptable to pay more in the long run (TOC) if it ensures a
low initial investment. Each organization should modify this Balanced Scorecard and

the relative weighting of the criteria to meet its needs.

2.8 Summary

Any sufficiently advanced technology is indistinguishable from magic.
~ Arthur C. Clarke

Cloud Computing is a hot topic in the technology industry today; however the
myriad of definitions of the model mystifies more often than illuminates. Few people
can adequately define Cloud Computing beyond the phrase “Magic happens here.”
NIST offers the most complete and concrete definition for Cloud Computing, offering
not only a list of essential characteristics for the Cloud (i.e. on-demand service, broad
network access, resource pooling, rapid elasticity, and measured service), but also
classifies Cloud Computing into a variety of service models: SaaS, PaaS, and laaS
(Mell & Grance, 2011). Cloud Computing and SOA development have proven
effective in enterprise class business environments, and while those same benefits are
available to small businesses, significant barriers to entry (especially dependence on
low bandwidth) exist and current Cloud architectures leave room for significant

performance improvement (Khalid, 2010; Wang, et al. 2011, Zhang et al., 2010).

Wang, Tao, Kunze, and Rattu (2008) argue that Cloud Computing is vastly
different from prior models, but concede that the need for distributed computing and
flexibility of infrastructure to respond to a rapidly changing business environment is
the same challenge that the IT industry has been facing for the past 50 years with the

mainframe distributed computing model. At its core, the Cloud Computing paradigm
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delivers computing resources to external users as a utility and Cloud service providers
are compensated on a per use basis (Buyya et al., 2008; Mell & Grance, 2011). The
parallels among the nature of Cloud Computing and previous models intended to meet
this business need are clear. While the progression from mainframe distributed
computing to EDI VANSs to ASPs and SOA and eventually to Cloud Computing is
less of a deterministic march through history and more of a casual stroll through time,
the path is clearly marked by literature. Technology advancements such as
virtualization, system monitoring and management, and automated provisioning
provided the catalysts to evolve the face of computing models to what is now known
as Cloud Computing, but the soul of Cloud Computing is the same as the distributed
computing models from 50 years ago; it seems that Cloud Computing is the new

black.

What is the future for Cloud Computing? A cynic might say that after a series of
mediocre successes in the business world, the term Cloud Computing will go the way
of SOA and ASP: killed off by predatory marketeers searching for the next new thing.
A more introspective look at Cloud Computing and the trends that shape its future
reveals a bright future for the model. Cloud Computing will take advantage of
advances in mobile computing, associative memory, and dynamically adaptive
systems and evolve into four new models: Computing Climates, Microclimates,
Swarm Computing, and Services as a Service, resulting in flexible and highly
personalized experiences for users, systems, and services as they act as consumers of
the Cloud. Even if it loses the Cloud Computing moniker in time, distributed variable

rate computing is here to stay.

Like any technical solution, Cloud Computing is not a panacea; it is a tool that can

effect a business solution. And like all tools, it is only effective if it is appropriate to
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the problem at hand. Not all data and applications are appropriate for a Cloud-based
solution. Perhaps the most critical key to a successful implementation of Cloud
Computing is choosing which data and applications should (and more importantly,
what should not) migrate to the Cloud. Cloud Computing only makes business sense
when it makes business sense. This chapter offers a Balanced Scorecard approach

toward choosing among the various Cloud Computing service models and providers.
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Chapter 3 — Contribution to Body of Knowledge

This research contributes to the overall systems engineering body of knowledge in
that it establishes the lack of a significant link between server performance and
system performance. INCOSE partially defines a system as exhibiting emergent

behavior (i.e., a system is more than the sum of its component parts).

Current research on distributed computing networks is largely focused on the
networking aspects of the system, including self-healing networks, graceful
performance degradation during Information Assurance events, and dynamic network
definition/mobile ad hoc networking (e.g., Negative Acknowledgement (NACK)-
Oriented Reliable Multicast - NORM) (Qwest Communications International, 2011,
Chen, Mocker, Preston, and Teubner, 2010; Rajamni and Julien, 2008; Adamson,

Bormann, Handley, and Macker, 2009).

The emergence of consumerized IT services has driven the Cloud Computing
industry to move form a component-level method of service management to a
dynamic service-based management process (Harzog, 2012). The author established a
new level of system performance measurement, System Goodput (Gs) to measure the
end user’s experience from a distributed computing architecture. The research
presented in this dissertation firmly established that upgrading one’s server
infrastructure does not necessarily result in increased server performance, and
supports the notion (despite the claims of many server hardware manufacturers), that
a system can perform just as fast (and at times faster) from an end user perspective by
using server infrastructure from previous generations — the key is in the service and

application abstraction layers. This research fills a critical

® Models system-level performance
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e Establishes empirical model for evaluating distributed computing architectures
® Develops cost effectiveness model for distributed computing architectures

e Offers a decision analysis tool for evaluating Cloud Computing service

providers

The remaining chapters provide a summary of the research method used to
evaluate the performance of distributed computing architectures using the OPNET

Modeler system dynamics modeling application and MiniTab statistical analysis tool.

53



Chapter 4 — Research Process

Server consolidation is one of the hottest technology topics in both the private and
public sector today. Consolidation promises to reduce the procurement and operating
costs of an enterprise’s infrastructure by optimizing investments and sharing the load.
For example, IBM was able to save millions of dollars by consolidating its multiple
production and development data centers into only a handful of sites worldwide. In
January 2011, The Navy’s Deputy Chief of Information Dominance issued a direction
to the Navy to reduce Enterprise Data Centers by 25% and increase the use of server
virtualization by 50% (NAVADMIN 008/11, 2011). The question that remains
unanswered is: Is 50% additional consolidation going far enough or will it prove to

have gone too far?

If data center consolidation is so great, why isn’t everyone doing it? It appears, in

fact, that most everyone is doing it; however, few are doing it well.

In order to evaluate whether using higher speed servers and/or network links
provides a performance gain over slower servers, the author used OPNET Modeler, an
industry standard system dynamics tool, to represent an enterprise IT infrastructure,
providing a model for evaluating enterprise consolidation efforts prior to risking
major investments in hardware and labor. Modeling the outcomes of the enterprise
consolidation effort provides a critical gain in time to market, as multiple options can
be evaluated prior to investing both time and money into a costly project. This process

maximizes the TOC savings in such an effort, and ensures a quick ROI.

This paper investigates the notion that improving individual system components
such as servers and network links without considering the overall system architecture

provides an inherent benefit to the overall system performance. Prior to establishing a
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comparison of system performance cases, it is necessary to understand the benefits of
enterprise consolidation, as well as identify various models for consolidation. Because
the author wishes to test the value of individual component benchmarks as predictors
of overall performance, a new system-level performance metric is proposed: System
Goodput (Gs), a combination of network delay, and end to end system performance
for a variety of application profiles. After a discussion of the benefits brought by
adopting the AdvancedTCA open standard for IT equipment used in DoD programs,
the author presents an analysis of simulation data to determine whether there is a
performance degradation in using AdvancedTCA servers in an enterprise

environment.

4.1 Why Consolidate?

Most arguments for consolidation of both commercial and military enterprises are
based on cost savings (NAVADMIN 008/011, 2011; Buyya, Yeo, Vengupal, Broberg,
and Brandic, 2009; Hoover, 2010; Viratanapanu, Hamid, Kawahara, and Asami,
2010). The cost savings projected from consolidation vary and include cost savings
from centralized procurement, consolidated training, reductions in facilities costs
(e.g., space rent, power costs, and ventilation and air conditioning), and manpower
reductions. Industry analysts predict that that global spending on datacenter power
alone will exceed procurement costs of IT infrastructure by 2012 (Subramanian,
Vasan, and Sivasubramaniam,2010; Liu, Masfary, and Antonopoulos, 2012). As
multiple datacenters are consolidated into a single enterprise datacenter, an
organization can realize significant cost savings in training and personnel as fewer
system maintainers and support personnel are required in multiple locations. Further
cost savings in procurement and power costs can be achieved through virtualization

techniques to maximize the utilization of subsystems and components and reduce
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waste (Enokido, Aikebaier, and Takizawa, 2010). Researchers from the University of
Derby further demonstrated that virtualization of services can not only increase Ao
and reduce costs, but by abstracting the services from the infrastructure and
applications, can actually improve system level performance by providing a dynamic

service assignment capability (Liu, et. al., 2012).

Enterprise consolidation can be costly, requiring infrastructure to host the
consolidated environment as well as expenses for maintaining parallel operations
during the consolidation cutover efforts. Military organizations face budget pressures
even more acutely than commercial enterprises as the federal government operates as
a cost center vice a profit center; it is often easier to justify enterprise investments if
an effort can be shown to increase profitability. In the military example, enterprise
investments such as consolidation must be clearly justifiable from a cost reduction
perspective before they receive funding approval. The Air Force plans to reduce
operating costs of maintaining multiple datacenters by leveraging cloud-based
services provided by the DISA cloud, including the Rapid Access Computing
Environment (RACE) (Hoover, 2010). In addition to leveraging DISA’s cloud-based
services, the Navy’s Deputy Chief of Naval Operations for Information Dominance
(OPNAYV N2/N6) issued a challenge to all Navy commands to identify opportunities
to save IT costs by reducing the number of datacenters by 25 percent and increasing
overall utilization of existing resources at least 40 percent using virtualization
technology (NAVADMIN 008/11, 2011). The Navy took this approach one step
further, attempting to realize cost savings through consolidation of the many disparate
networks deployed on ships with the Consolidated Afloat Networks and Enterprise
Services (CANES) Program of Record (PoR), scheduled to deploy in the 2012 fiscal

year (FY12) timeframe (GENADMIN 071927ZDEC09, 2009).
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The intent of CANES is to reduce costs of procurement of IT systems aboard
ships by centralizing the IT infrastructure on a ship into a single network architecture
for hosting, adopting a model similar to those used by the commercial Cloud
Computing industry (and its predecessor ASP industry). Focused first on
consolidation of administrative and command and control applications, CANES has
the potential to expand its consolidation benefits beyond the C4l realm. An added
benefit to the consolidation of shipboard networks is a reduction in the workload of
the Navy’s already overtasked sailors supporting IT infrastructure. In addition to
supporting a variety of IT architectures, a Navy Information Technology Specialist is
responsible for conducting maintenance on the ship’s IT spaces (including cleaning),
qualifying for various wartime watch stations, training for damage control scenarios
(i.e., fighting fires and floods on the ship), in addition to performing the normal duties
of a network system administrator. Consolidation of networks into CANES is
expected to simplify maintenance, reduce the overall workload of the IT staff, and
reduce the necessary training in multiple systems/command

languages/troubleshooting approaches (Thie, Harrell, McCarthy, and Jenkins, 2009).

The U.S. Air Force’s Air Operations Center (AOC) Modernization program is
another defense datacenter consolidation effort geared toward reducing costs for the
Air Force IT enterprise. The AOC program plans to reduce costs by implementing an
enterprise IT and data management strategy into a limited number of datacenters to
consolidate infrastructure. The AOC program further consolidates infrastructure
investments by leveraging the DISA RACE and CANES Agile Core Services baseline
capabilities rather than delivering force-specific services (United States Air Force,

2011).

The challenge to enterprise consolidation efforts is identifying the right amount of
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consolidation. Wholesale consolidation without specific end-game architecture in
mind can result in an extremely high cost system that reaches too far. As an example,
Total Ship Computing Environment — Integrated designed for the Zumwalt Class
Guided Missile Destroyer (DDG 1000), delivered an overly complex system that
drove significant cost and schedule overruns and resulted in a program reduction from
the originally planned ten hulls to a limit of three due to cost (United States

Government Accountability Office (GAQ), 2009).

4.2 Models for consolidation

Proving the value of system consolidation is one thing; however, establishing the
appropriate model for consolidation for a given enterprise is quite another. There are
several approaches to enterprise consolidation, including the use of blade servers,
server virtualization, and datacenter consolidation to reduce the overall footprint of
servers used in an enterprise. As discussed previously, these models provide
reductions in total ownership costs by reducing system complexity, power usage, and

reduction in manpower driven by collocation of servers in a single data center.

4.2.1 Blade Servers

As applications and web sites become more complex and the number of Internet
users increases, the demand for affordable high density computing continues to grow.
Datacenters have a finite amount of space available for racks. The blade server
architecture is the answer to this need to increase performance without increasing

footprint.

In a blade server design, a hardware vendor develops small servers based on the
core componentry needed for a server to operate (i.e., motherboard, RAM, and limited
storage), and relies on a system bus to handle the interoperability between the server

and the rest of the network. This bus is housed in a chassis that contains the individual
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blade servers and provides for power distribution, cooling, monitoring, and
management self-contained unit. Blade servers fit as many as 15 servers in the space
normally reserved for three traditional form factor servers, resulting in a 5:1

consolidation ratio.

With traditional form factor servers, a system administrator would have to shut
down the system, open the datacenter rack, physically disconnect the server from the
rack (including wiring, power, etc.), then conduct the preventative or corrective
maintenance. Blade servers reduce the costs of preventative and corrective
maintenance because they are usually “hot-swappable” and can be replaced without

such intrusive procedures as are required for traditional form factor servers.

Blade servers do present challenges for the enterprise as well. Because large
volumes of data cannot be hosted on a blade server, external NAS or SAN devices are

necessary.

4.2.2 Server Virtualization

Server virtualization technology leverages software to abstract the hardware
resources of a server from the active software services, in effect allowing a single
server to perform as if it were multiple servers by sharing its resources across multiple
applications. Industry analysts estimate that the average server only operates at 15 to
20 percent of its normal capacity because servers that perform dedicated functions are
not always in demand by the enterprise. As a result of increasing processor speed and
memory capacity, servers are often over provisioned for their task at hand and
experience periods of inactivity (Vogels, 2008). Server virtualization technology
allows an enterprise to take advantage of spare resources by multitasking.
Virtualization also allows for smoothing the unpredictability of resource requests by

allocating multiple roles to the same server (Song, Zhang, Sun, and Shi, 2009). As
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shown in Figure 4.2.1 below, resource requests are somewhat unpredictable and have
peaks and valleys. By assigning multiple roles to the same server, an enterprise can

optimize its IT investment through consolidation.

The primary challenge of planning for virtualization is determining how much
virtualization to plan for each server. In the case of Figure 4.2.1 below, four services

are virtualized on the same server.

While virtualization provides an effective means of enterprise consolidation, it
also has some drawbacks. Significant research exists suggesting that virtualization
beyond more than a 3:1 ratio results in degradation of overall performance of the
system due to resource contention among the virtualized services (Viratanapanu, et
al., 2010; Yuan, Huang, Jin, and Cao, 2009). Research in the field of dynamic
virtualized performance is increasing. These studies generally recommend a
framework in which virtual servers are turned on and off dynamically based on
system load to reduce the impact of resource contention among virtual servers,
resulting in improved overall performance (Viratanapanu, et al., 2010;Song, et al.,

2009; Yuan, et al., 2009).

Total Server Utilization (Virtualized)
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Figure 4.2.1: Total Server Utilization (lllustrative Data)

4.2.3 Datacenter Consolidation

Datacenter consolidation is perhaps the easiest model for enterprise consolidation.
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The goal of datacenter consolidation is to centralize disparate IT infrastructures into a
single network design within a single datacenter. The main purpose of this type of
consolidation is to save money by consolidating IT infrastructure procurement into a
single design, reduce the amount of IT infrastructure needed to support an enterprise,
and drive IT procurement cost savings (Spellman, Erickson, and Reynolds, 2003).
Operating cost savings can be achieved by reducing the need for power; heating,
ventilation, and air conditioning (HVAC); and other facilities-related associated with
maintaining multiple datacenters (Subramanian, Vasan, and Sivasubramaniam, 2010;
Enokido, Aikebaier, and Takizawa, 2010; Song, et al., 2009).). Consolidation drives
second-order cost savings by simplifying the administration of multiple networks into

a single network, yielding cost savings in training and manpower.

Not all enterprises can be consolidated into a single datacenter. Deployed military
units (in particular, Navy vessels) face the challenge of having to participate in an
enterprise environment while being required to operate independently due to lack of
available bandwidth, operational security concerns, or simply because the tactical
situation demands localize control of decisions and actions. The CANES model of
consolidation within a ship requires a “microclimate” Cloud Computing architecture,
where the ship operates as an independent unit, a cloud unto itself that can participate
in extended enterprise clouds such as DISA RACE and other enterprise environments
maintained by Maritime Operations Centers (MOCSs) or regional joint Combatant
Commander (COCOM) environments. This microclimate architecture is similar in
nature to the “sharded” architecture design used by many international massively
multiplayer online role playing games (MMORPGS) such as World of Warcraft and
Lineage. MMORPGs must maintain consistent communication and operations on a

24/7 basis with low latency to support a quality gameplay experience. In a sharded
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architecture, the enterprise is divided into multiple realms or worlds, each of which is
independent, hosted on infrastructure that is maintained in datacenters across the
globe. Players generally have the opportunity to choose the server on which they play,
and are often given recommendations based on geographic location, current
utilization, and other metrics. The results of a gaming session on a local server are
then replicated to servers worldwide while the user is offline to ensure high service

availability without degradation of the gaming experience (Lee and Chen, 2010).

The military can apply this microclimate model to enterprise data services such as
RACE and the Intelligence Community enterprise services to provide regional
enterprises to handle tactical situations in a given operating area and replicate data
services in the background to global enterprise systems, all while permitting forward

deployed units to manage the tactical situation with available local resources.

Because datacenter consolidation and the use of blade servers vice traditional
form factor servers are the simplest models for consolidation, these two approaches
will comprise the core model considered for this study. Future research by the author

will include the use of virtualization to optimize resource utilization.

4.3 Lies, damn lies, and benchmarks

The problem with establishing performance benchmarks is divining what can and
cannot be interpreted from them. For example, would a light truck with a 250-
horsepower engine perform better or worse than a small car with a 150-horsepower
engine? The simple answer is that it depends on factors such as how the automobile is
used and what factors are considered important (e.g., towing capacity, gas mileage,
top speed, etc.). Even after understanding the factors by which one measures
performance measuring horsepower alone will not provide an adequate predictor of

system performance. The size of an automobile’s engine is only one aspect of the
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overall system, which also includes the aerodynamics of the automobile’s design, the
type of tires used, the nature of the road travelled, the type of fuel used, and a host of

other components.

While it seems obvious that increased horsepower does not necessarily translate to
improved automobile performance, this concept does not always translate to IT
systems. Systems Engineers struggle with defining performance metrics for IT
systems, partly because the systems are complex, and partly because of media hype
regarding benchmarks (Osmundson, et al., 2004). Many options for benchmarks exist,
including CPU Speed, Server Benchmarks, Server Performance Measures, and
Network Throughput. Unfortunately, each of these benchmarks provides only a
snapshot of the component part. Improvements of individual components with no
regard for the overall system architecture (i.e., the big picture) may not benefit the
system overall (Bonnema, 2011). Like the horsepower example, an individual
performance benchmark is not an accurate predictor of overall system performance. In
order to establish a true system-level performance benchmark, a new measure is

proposed (System Goodput, Gs).

4.3.1 CPU Speed

The Central Processing Unit (CPU) is the heart and soul of any computer,
managing the computational flow. As processor technology improves, the speed of
CPUs continues to increase at a dramatic rate. In 1965, Intel co-founder Gordon
Moore made his famous statement that the number of transistors that can be placed on
an integrated circuit would double every two years (Moore, 1965). Dubbed as
Moore’s Law, this prediction has proven a relatively accurate predictor of CPU speed

over time. Why, then has system performance not improved at this exponential rate?

CPU Speed was generally accepted as a predictor of server performance until the
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multiple core CPU architecture was introduced in 2007. When AMD Technologies
released its dual core CPU, it promised increased overall performance despite a lower
clock speed than Intel’s single core CPUs (Standard Performance Evaluation

Corporation, 2011).

CPU Speed is often used as a predictor of system performance in the same way as
horsepower is used for automobiles. In the same way, CPU Speed is often misused as
a predictor of performance. System performance is dependent not only on the CPUs in
the servers, but also the network design; allocation of storage and memory resources;
efficiency of the software; and most importantly, how the system is being used.

Therefore, CPU Speed alone is not an accurate measure of system performance.

4.3.2 Server benchmarks

Systems engineers realized that CPU Speed alone was a simplification of a server
performance benchmark and should not be used as the sole predictor of server
performance. Other factors such as whether to use uniform or non-uniform memory
allocation, remote or direct attached storage, server bus speed, and application profiles

are considered equally important to overall performance.

In 1988, the SPEC organizaiton was founded by a group of workstation vendors to
provide a more realistic predictor of performance (Standard Performance Evaluation
Corporation, 2011). Computers undergo a set of tests meant to model real-world
scenarios. The spec.org ratings now publish eleven independent ratings including
general purpose computing, Java Client/Server performance, Mail Server
performance, Virtualization, and Service Oriented Architecture (SOA). Over time, the
spec.org performance ratings became more commonly used, and the consortium
includes over 60 member companies. Systems Engineers wishing to establish a

performance baseline for servers often point to spec.org as the standard predictor. In
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2008, the Space and Naval Systems Warfare Command (SPAWAR) relied on
spec.org as the standard for servers used in the performance-based acquisition of the

CANES program to ensure system-level performance (FedBizOps, 2011).

As with any other benchmark, one must use caution to ensure spec.org ratings are
appropriate to a given system. Servers are tested under carefully controlled
circumstances, which may or may not have any relevance to the system being
designed, as vendors control the configuration of the server tested (Standard
Performance Evaluation Corporation, 2011). A server with a single CPU containing
four cores and 32GB RAM may be used for the test, but the system being designed
will use dual-CPU systems with 16GB RAM. As a Systems Engineer, one must
decide whether to use the same configuration tested, or whether the spec.org ratings
are “close enough” for purposes of system design. This often leaves Systems
Engineers with the feeling that they chose a product based on a “bait and switch”

marketing technique.

4.3.3 Server Performance Monitoring

Systems Engineers eschewing standardized tests as not being applicable to their
system design may turn to customized performance monitoring as metrics. By testing
specific factors of server performance, one can get a discrete measure of server

performance using the exact configurations being planned for a given system.

The clear benefit of this approach is that a System Engineer gets a solid picture of

how a given server performs in a specific function within an enterprise design.

One significant drawback of this approach is the time necessary to conduct full
feature testing of a variety of options. In the world of business, timing is critical.

Multiple researchers have shown that time to market is often more important to
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introducing disruptive technology or revolutionary products and services than other

factors such as cost and even features (Senge, 2006).

Cost of this sort of testing is another major drawback. Unless a System Engineer
is designing a system that will be reproduced multiple times (as is the case with
Department of Defense and NASA PoRs), testing of individual servers using specific
tests is not cost-effective. Even in the example of product evaluation for supporting
PoRs, testing of a particular server is not recommended as an independent verification
of a paper analysis of alternatives conducted early in the system design process using
standardized performance and cost data (Defense Acquisition University, 2011;

NASA Systems Engineering Handbook, 2007).

Even when this metric is deemed cost-effective, it is generally not an accurate
representation of the overall system. The performance of a system depends on a
number of complex variables including usage profiles, performance of an application,
and the overhead associated with resource contention. Modeling of the system
processes is critical in predicting overall performance (Viratanapanu, et al., 2010;

Osmundson, et. al. (2004).

4.3.4 Network Throughput

Maintaining the automobile example, the network itself could be thought of as the
roads used by the IT system. By increasing the performance of the network, many
argue that the overall system can be improved as well. Just as building a multi-lane
highway may not affect downtown gridlock, increasing the speed of the network may

not improve overall system performance.

There are two effective methods for testing whether increased throughput will

have an effect on system performance: building the system, and modeling and
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simulation (M&S). The M&S approach is generally considered the most cost-
effective method for testing network performance. Many network modelers exist, but
OPNET Modeler by OPNET Technologies is considered the industry standard for
network modeling because of its ease of use and powerful analysis tools (Fritz, 2004).
A major benefit of OPNET Modeler is that most industry vendors provide
performance models of their equipment and publish them as model libraries to
represent component performance in systems dynamics models. This gives Systems
Engineers an opportunity to establish a performance model for their network using

vendor-verified models for network nodes.

4.3.5 A New Approach: System Goodput (Gs)

Regardless of which metrics are used to measure the components of a system,
measuring the performance of a server or the network does not provide an adequate
depiction of how the overall system interoperates. The server must be tested as a part
of a whole that includes network performance, client performance, and the
interrelationship between all servers with each other and with the other components in

the environment, performing a variety of functions simultaneously.

The main problem with using common benchmarks to predict enterprise behavior
is that they present a one-dimensional picture of the system (Viratanapanu, et al.,
2010). By focusing on only how fast a CPU can handle mathematical operations or
the throughput of a network, industry standard benchmarks ignore the basic concepts
of system queuing. With its 638-horsepower supercharged V-8 engine, the Corvette
ZR-1 can reach speeds above 200 miles per hour, but not on an unpaved road (“The
ultimate Corvette”, 2011). Similarly, a system that is constrained in its ability to
handle multiple simultaneous requests for disparate resources will not allow the

individual components/subsystems to perform optimally.
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System queuing theory describes the process of modeling discrete arrivals of
requests for a system process and the system’s ability to respond to those requests; as
the system becomes backlogged with more requests than it can handle real-time, the
overall performance of the system degrades. Consider a customer service line at a
bank: if one teller can handle requests at a given rate, but customers arrive at a faster
rate. The queue will become backlogged and a line will form unless more tellers are

added to process the queue (Sterman, 2000; Ross, 2006).

Modeling system queuing is difficult, because it requires a model for both the
performance characteristics of the subsystems/components of the system and the user
behavior. Modeling the arrivals and processing time of requests to establish an overall
system’s Quality of Service (QoS) is necessary to model the overall system flow

(Song, et al., 2009).

Systems dynamics modeling software such as Matlab and iThink are wdely used
to define the behavior of a system (MathWorks, Inc., 2011; isee Systems, Inc., 2011).
Unfortunately, these products are challenged in that they require the user to
characterize the performance of each node in the model, and this information is
usually not available from commercial vendors. Some research on virtualization
technology attempts to apply queuing theory algorithms to predict the performance of
virtualized system, but there is not yet agreement on an algorithm or approach, as
each node must be modeled specifically, and these characteristics change as vendors
improve their hardware and/or software (Song, et al., 2009; Menascé, Dowdy, and

Almeida, 2004; Menasce, 2005).

The author used OPNET Modeler to establish a performance baseline of a
network enterprise that accounts for not only the actual performance characteristics of

the enterprise components/subsystems but also system queuing. After analyzing a
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variety of server and network performance metrics, and overall System “Goodput”
(Gs) was identified to approximate the actual user experience of a system under load,
including service performance, end-to-end network delay due to queuing. Gs is
defined as a weighted average of the system’s performance to support e-mail (Pg),

database (Pp), web-based applications (Pw), and file transfer (Pg) metrics as follows:

where
Dn = Ethernet delay + TCP delay
Pe =Dy + e-mail client response + e-mail server response
Po = Dy + database client response + database server response
Pw = Dn + web client response + application server response
Pr =Dy + FTP client response + FTP server response.
a, b, ¢, d = weights of each service, suchthata+b+c+d=1

In order to account for special purpose networks, the author established a
weighting assignment for each service, may be more appropriate, hence the modifying
variables a, b, ¢, and d to establish specific weights of services (Ruiz-Alvarez and
Humphrey, 2012). By establishing a weighting assignment for each service, the author
provided a method for dealing with multiple classes of distributed computing / Cloud
Computing architectures. For example, administrative networks for business may
have a heavier reliance on e-mail and web services, while a scientific, military, or
academic research Cloud Computing environment would impose a heavier load on the
database and application servers than for general web traffic. Characterizing the
overall system level performance as a weighted average of individual service
performance metrics was validated by a RAND analysis of operational military
system availability data, offering a straight average of service performance metrics as

a reliable predictor of overall system availability for general purpose / administrative

networks (Porche, et. al., 2010).

System Goodput (Gs) is a more accurate predictor of system wide performance of
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complex systems involving multiple processes than any of the component-specific
benchmarks mentioned above because it considers the network as a whole, accounts
for system queuing, and represents performance of actual applications. This Gs metric
is used as the basis for this research in comparing multiple approaches for server

consolidation.

4.4 AdvancedTCA: Ideal for Military Use

Developed in 2002, the AdvancedTCA open standard was established by the
Peripheral Component Interconnect Industrial Computer Manufacturer’s Group
(PICMG) technical standard committee to define an open architecture modular
standard for interoperable computing devices meant for high performance solutions
(PICMG, 2003). This standard was originally meant for defining the design
requirements for computing devices used in the central offices of telecommunications
organizations, which require very high availability in order to provide utility service
levels. Because of the AdvancedTCA open standard is designed for high availability,
compliance with Modular Open System Architecture (MOSA) requirements, and
operations under extreme environmental conditions, it is ideal for military

applications.

4.4.1 Design for Apg>0.99999

Unlike most commodity IT equipment, the AdvancedTCA Standard was actually
developed with high availability in mind. The requirements set forth in the standard
fully support a design to achieve a system with an Ao in excess of 99.999% (Larsen,
2010). This design is accomplished in a number of ways, namely, the requirement for
fully redundant, meshed backplane connections of all components, including not only
network connectivity but also wire traces on the circuit boards to ensure full

redundancy of all communication paths and power inputs (PICMG, 2004; Shendoa,
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2005; Gongalves, et al. 2010). System integrators using commodity IT equipment
attempt to achieve a “five nines” system design by ensuring redundancy of
subsystems (i.e., servers, switches, storage arrays) and depending on this system
redundancy to overcome the single points of failure within the subsytems at the
component/board level. This approach drives significant increases in procurement,
space, weight, and power costs associated with maintaining duplicative / standby
equipment and may even drive the need for entirely redundant racks of equipment to

effect this increased availability.
In order to achieve Ao > 0.99999, a system must consider all variables that
comprise Ao:

_ MTBF
0= ()
MTBF+MTTR+MLDT

where

MTBF = Mean Time Between Failure

MTTR = Mean Time to Repair

MLDT = Mean Logistics Delay Time (OPNAYV Instruction 3000.12A, 2003).

Note that Equation (5) above is generally accepted for all military uses, but can be
applied to non-military organizations using the same formula. While the requirement
for full design redundancy within the components dramatically improves a given
product’s MTBF, it is clear from equation (5), a system cannot achieve Ao > 0.99999
(< 6 minutes of operational downtime per year) by focusing solely on increases in
MTBF. AdvancedTCA subsystems improve Ao both by increasing MTBF (through
component redundancy) and by using modular design to reduce MTTR and MLDT.
Because most AdvancedTCA components are hot swappable, the MTTR is reduced
dramatically because the individual blade servers or switches can be removed and

replaced without unracking equipment, removing any cabling, or even disabling

power to the rack.
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A dismounted infantry unit or small ship (e.g., LCS, MCM) is not likely to have
the space available to keep many traditional form factor servers. Because
AdvancedTCA components are based on a blade design, storing ready spares becomes
possible even in limited spaces. The ability to replace AdvancedTCA boards in a hot
swappable model and the ability to maintain ready spares reduces the two primary
detractors to Ao in a forward deployed military system, making an Ao > 0.99999 a

more feasible option.

4.4.2 Design for MOSA Compliance

The Defense instruction establishing the guidelines for managing an acquisition
program for DoD (DODINST 5000.02) directs the use of the Modular Open Systems
Approach (MOSA) for all acquisition programs (Department of Defense Instruction
5000.02, 2008). MOSA, the Defense Department’s implementation of open systems
and open standards is based on 5 principles; two of which are specific to how a
program is structured and the other three are technology-specific. MOSA is based on

the 5 principles identified below, with those applicable to technology in bold:

Establish an Enabling Environment

Employ Modular Design

Designate Key Interfaces

Use Open Standards

Certify Conformance (Defense Acquisition University, 2011)

agrwn e

The AdvancedTCA open standard meets the applicable MOSA principles by its
very nature. Modularity is the cornerstone of the AdvancedTCA PCIMG 3.0 open
standard, leveraging common interfaces and blade components that are interoperable
with other vendors. AdvancedTCA provides for solutions that are rapidly upgradeable
and scalable because of this modularity (Larsen, 2009). AdvancedTCA takes
modularity to a new level, by ensuring that a single chassis can support a variety of

servers, storage, switches, and Advanced Mezzanine Cards (AMCs) for other
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input/output (1/0) support (e.g., serial interfaces), all of which are interoperable and
can be removed and replaced in a hot swappable manner. Figure 4.4.1 provides an

example of how this modularity can provide a self-contained system in a small form

factor.

Advance dTCA Blade Chassis

Storage Blade
AMC
Blade Server
Blade Server
Blade Server
Blade Server
10 Ghbps Switch
10 Ghbps Switch
Blade Server
Blade Server
Blade Server
Blade Server
AMC
Storage Blade

Figure 4.4.1: AdvancedTCA Enables High Degree of Modularity
The high speed backplane fabric that is common to AdvancedTCA systems
ensures a high degree of upgradeability to accommodate other blade servers or
modules supporting a wide range of high performance switch fabrics including PCI
Express (PCle), 10 Gigabit Ethernet (10 GigE), and RapidlO (Gongalves, et al.,

2010).

4.4.3 Design for TOC Reduction

The modular nature of the AdvancedTCA open standard drives cost reductions in
long range IT programs. IT manufacturers are well known for rapid changes in IT
designs. The commodity IT industry generally considers two (2) years to be a
generation in equipment evolution. This rapid change in system design can cause a
variety of operations and sustainment costs, including the cost to remove and replace
servers and switches every time they have exceeded their supportability lifetime and
become obsolete. AdvancedTCA systems are easily upgradeable, as the backplane
technology platform remains constant and is designed for high speed performance

scalability. When new AdvancedTCA servers or other modules become available,
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they can be added to the current backplane infrastructure without significant

disruption to the legacy system (Larsen, 2010).

AdvancedTCA drives significant cost reduction in operations and maintenance not
only by providing more reliable systems, but by reducing the amount of power
necessary. The AdvancedTCA open standard limits the power use of each module
(i.e., server, switch, storage, or AMC) to 200 Watts per unit (PICMG, 2003). This is a
dramatic reduction compared to commodity IT equipment which can draw up to 1,500

Watts per server.

Because AdvancedTCA is an open standard, the interfaces remain common across
all manufacturers; any AdvancedTCA module is designed to operate in any
AdvancedTCA blade chassis. Advanced TCA establishes a series of interoperable
building blocks that have common interfaces and can be upgraded or scaled to meet
the specific design needs of the given system. This allows a PoR to avoid the costly
problem of vendor lock-in. By relying on the AdvancedTCA open standard, an
acquisition program is free to move from one vendor to another to ensure the best
possible procurement cost. In short, use of AdvancedTCA as a PoR requirement

mitigates a significant amount of technical and cost risk to the program.

4.4.4 Design for Extreme Conditions

Unlike commodity IT equipment, AdvancedTCA components are designed for use
in extreme environments and often meet or exceed the requirements for ruggedization
in military network systems. AdvancedTCA systems are required to meet the National
Equipment Building Standards (NEBS) Class 3 requirements, which include
maintaining normal operations at temperatures up to 45°C (113°F) and short term
operations (72 hours) at 55°C (131°F). Most commodity IT equipment only operates

at temperatures up to 38°C (100.4°F). Further, the AdvancedTCA open standard
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requires N+1 redundancy for all cooling components (PICMG, 2004). These
conditions may seem extreme for typical data centers, but are commonly seen in

tactical units, especially those deployed to Southwest Asia or Africa.

445 Possible Reasons for Slow Adoption

Despite the fact that the AdvancedTCA open standard is ideally suited for military
applications, it is not universally adopted within defense acquisition PoRs. There are a
number of possible reasons for this, but most originate from the fact that
AdvancedTCA remains a small portion of the IT industry and as such, has a tendency

to lag the commodity IT market.

For example, until 2006, there were no AdvancedTCA servers on the Microsoft
Windows Server Hardware Compatibility List (HCL) (Microsoft Corporation, 2011).
While most x86 servers can run Microsoft Windows operating systems, being
certified on the HCL is important to a PoR because it means that the vendor will
provide driver updates as the operating system is updated — ensuring the PoR will be

sustainable in the future.

Another example of AdvancedTCA lagging the commodity IT market is in the
speed of the processors used in AdvancedTCA servers. As an open standard, anyone
can build an AdvancedTCA server, switch, or module. As discussed previously, this is
good for Defense Acquisition programs because it eliminates the risk of vendor lock-
in. Because the AdvancedTCA open standard requirements are more stringent than
those of commodity IT equipment (e.g., operating temperature, humidity range,
meshed backplanes), manufacturers often design AdvancedTCA versions of only a
subset of their product line. In addition, the time required to execute this higher
standard of compliance testing means that AdvancedTCA components are usually at

least one year or more behind the commaodity IT market.
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Because of this lag and the requirement to limit servers to 200W, the speeds of
AdvancedTCA servers and switches have a tendency to be slower and use less
powerful components than the commodity IT equipment. Defense PoRs (or their
industry design agents) tend to prefer selection of “more powerful” commodity IT
equipment and use customized integrated rack designs that overcome the challenges
of commodity IT equipment to meet the environmental requirements. This approach
results in equipment racks with shock and environmental isolation and dramatic cost

increases in terms of procurement and rack integration efforts.
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Chapter 5 — Data Analysis

A modeling and simulation approach was taken to determine the efficacy of
AdvancedTCA equipment to support a consolidated enterprise network as compared
to commodity IT equipment, using a System dynamics model to investigate whether
the decision to use “more powerful” or “faster” commodity IT products is valid by
comparing the Gs of systems that use both commaodity IT equipment and
AdvancedTCA equipment. The author chose OPNET Modeler as the primary
modeling platform for this analysis, as it is the industry leader for advanced systems
dynamics modeling and allows the operator to use performance models of network

nodes developed by the actual equipment manufacturers (Aboelela, 2011).

5.1 System Model
The author chose OPNET Modeler to develop a system dynamics model of a

T e consolidated IT enterprise.
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Figure 5.1.1: System Model (DoDAF SV-2) workstation nodes. The

enterprise consisting of 640

system design reflected a 3-tiered network using an Access Layer (8 switches), a Core
Layer (2 switches) and a Server Layer (2 switches). All switch nodes in the system
model used redundant interconnections of 1 Gbps links. A total of 9 server roles were
used in this model, each with a redundant 1 Gbps connection to each of the Server
Layer switches. Each server was assigned to perform a specific function within the
enterprise, including directory services and file transfer (2 servers), e-mail (2 servers),

database access, and HTTP application services (4 servers).

77



5.2 Data Collection

The simulation data for this model were generated using OPNET Modeler’s
capability to simulate TCP/IP traffic using a number of variables. Each workstation
node was assigned to a variety of user profiles, each with its own resource usage. The
profiles were distributed evenly across the number of workstations. Table 5.2.1 below

identifies the resource usage composition of each user profile.

After modeling the baseline system design, the author developed multiple
scenarios of the system model, each a variation on the theme. The scenarios held the
user profiles and general system design constant, but varied the network links used

among switches and servers in one case and the servers used in two other cases.

Profile Application Usage Rate
E-Commerce User Web Browsing Heavy
Web Browsing Heavy
Engineer E-mail Light
Telnet Heavy
File Transfer Heavy
Voice over IP PCM
Multimedia User Video Quality
Conferencing Light
Web Browsing Heavy
Researcher E-mail Light
Web Browsing Light
Sales Person Databa_se Heavy
E-mail Heavy
File Print Heavy

Table 5.2.1: OPNET Modeler User Profiles

The network links interconnecting the switches and the servers was varied from 1
Gbps to 10 Gbps to demonstrate the overall performance impact of using higher speed
links for the network backbone. The servers were varied to demonstrate the
performance impact of using “faster” servers per the Spec CINT2006 Rate benchmark
published by spec.org (Standard Performance Evaluation Corporation, 2011). Table

5.2.2 below identifies each case and its network backbone and server components.

78



Scenario Network Server Spec %;TJZOOG
i Model: HP DL580 | # CPUs:
Baseline 1 Gbps 2 | # cores per CPU: 6 58
Model: HP DL580 | # CPUs:
10 Gbps 10 Gbps 4 | # cores per CPU: 1 58
Model: HP BI460c | # CPUs:
ATCA 1 Gbps 1| # cores per CPU: 4 345
. Model: HP DL585 | # CPUs:
High End 1 Gbps 4 | # cores per CPU: 2 %83

As can be seen in Table 5.2.2, the AdvancedTCA servers are rated as performing

Table 5.2.2: Model Scenario Server/Backbone Components

roughly half as fast as the Baseline servers and the High End servers are rated as

performing twice as fast as the Baseline. Based on these performance benchmarks,

one would expect a significant performance gain when comparing the AdvancedTCA

servers to the High End servers.

The author used OPNET Modeler to conduct a total of 100 simulation runs for

each case presented in Table 5.2.2 above. At the end of each simulation, the author

recorded the average end to end system response times for the elements of Gs (i.e.,

Dn, Pe, Pp, Pw, P

r). Table 5.2.3 below identifies the actual measures captured that

resulted in the various elements of Gs.

Element Formula
Dn Delay Ethernet + Delay TCP
Pe Dy + Client_Email + Client_Email_Download + Average
(Server_Emaill, Server_Email2)

Pb Dy + Average (Client_DB_Entry, Client_DB_Query) +
Server_DB1

Pw Dy + Client HTTP_Page + HTTP_Page_Response +

Average (Server_Appl, Server_App2, Server_App3,

Server_App4)

Pr Dn + Average (Client_FTP_Download,

Client FTP_Upload) + Server FTP1

Table 5.2.3: Simulation Data Elements of Gg

5.3 ANOVA Data Analysis

The Analysis of Variance (ANOVA) technique using the f-distribution test is used
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to determine whether there is a difference in the performance of the four cases
modeled by analyzing the Gs data from each case. The f-distribution test is used to
test whether it is possible to reject the null hypothesis (Hop). In this case, the author

assumes that

Horpiy = po = pz = ly (6)
where y; is the population mean value of Gs as derived from the sample mean x; for a

given sample group i.

Because ANOVA testing assumes that the data are distributed normally, it is
important to establish normality of the simulation data. The author used the
MINITAB statistical analysis tool to assess the degree of normality of the Gs data.
After a review of the data, the author found that the distribution of the Gg values
(calculated by Equation (3) above) approached a normal distribution, but several
outliers existed. The author used a log;o transformation of the data to provide a closer

approximation of a normal distribution.

As is shown in Figure 5.3.1 through Figure 5.3.4 below, the distribution of the
logarithmic (base 10) transformation of the Gs data approaches normality more

closely than the distribution of the raw Gs data.
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After establishing a data set with a normal distribution, the next step is to identify
both the variance of Gs for each case the Mean Square Error both between the data
groups and within the data groups (MSgetween, MSwithin). The ratio of MSgetween and
MSwithin results in the Test Value for the f-distribution test, which is used to determine

whether there is a statistically significant difference among a number of sample sets

of data
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MSpet
FTV — etween (7)
MSwithin

The first step in determining the values of MSgetween @and MSwithin 1S t0 establish
the values of the sample mean (x;) and sample variance (s%) for each sample set of

data (i) across the set of simulation cases (k), as follows:

n
j=1Gs;

n

and
1 —
s?i = — Y10 — Xem)® 9)
where n = number of elements in given sample set, i
Xcn = grand mean of all values x for all cases.

Using s%, it is possible to find the values of MSgeween and MSwithin as follows:

n 2

i=15i
MSgetween = k_11 (10)
and
Y (n—-1)s?
MSyyihin = 2= : (11)

n-1

The final step in determining whether the sample data groups have a statistically
significant difference is to identify the critical values of the two-tailed f-distribution
test (Fcvi, Fovr). The two-tailed f-test is used because it is possible for a given y; to

be less than or greater than the others.

Using the two-tailed f-test, if Fry is found to be less than Fcy or greater than
Fcvr, then it can be said that there is a statistically significant difference among one or
more of the sample groups of data with a given degree of certainty. The author used
the FINV and F.DIST functions of Microsoft Excel to determine Fcy using the
following function:

Fevr = FINV (S, dfy, dfp) (12)
Fey, =F. DIST(%, dfy, dfp, FALSE) (13)
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where dfy represents the degrees of freedom of MSgetween

dfy = Count(i) — 1 (14)
and dfp represents the degrees of freedom of MSwithin
dfp = Y n; — Count(i) (15)

While the value of FCV is often found in lookup tables from statistical analysis
textbooks, the author chose to calculate the value of FTV because a value for FCV
was not readily available for dfp = 396. Using the Excel function vice a lookup table
also enables researchers to conduct sensitivity analysis by varying the value for the

degree of uncertainty (o).

Table 5.3.1 below depicts the ANOVA analysis of the log;o transformation of GS

data from each of the four cases.

System Goodput Data (log;o Transform)
Value Baseline | 10Gbps ATCA | High End
i 1 2 3 4
X; 0.08238 | .078218 | 0.07654 | 0.07891
ni 100 100 100 100
o 0.00594 | 0.00523 | 0.00675 | 0.00708
ANOVA Statistics
Ho = P2 = Uz = 4
H; At least one y; different
Xem 0.079012
MSgesween 0.008334
MSyithin 0.006250
Uncertainty (o) 0.10
dfy 3
dfp 396
Frv 1.3333
Fove, w2 0.4306
Fcvr. a2 2.6274

Table 5.3.1: System Goodput (Gs) Data Analysis

After analyzing the data from this simulation, the null hypothesis (Ho) cannot be
rejected with even a 90% certainty, as Fcyi < Frv < Feyr; there is no evidence to

suggest that the four cases of Gs data are statistically different from one another. After

83



conducting a sensitivity analysis of variances, the author found that it is possible to
reject Hp only with a 50% certainty. There is no reason to believe that using high end
servers or a 10Gbps backbone provides any benefit to a system enterprise; conversely,
there is no evidence to suggest that using AdvancedTCA servers results in

performance degradation.

5.4 Kruskal-Wallis Data Analysis

Kruskal and Wallis (1952) provide an alternative method for analyzing the
simulation data. The Kruskal-Wallis method of data analysis is useful in this case
because it does not require the assumption of normally distributed data. While the use
of the log10 transform of the simulation data provides a closer approximation of
normality, the researchers chose to verify the ANOVA results with the Kruskal-Wallis

method.

Kruskal and Wallis present a method for evaluating the variance between sets of
data by evaluating the comparative rank of each data point within the set against the
overall mean of the data set. In order to find the Kruskal-Wallis test value (H), all data
points are combined in a single array, each maintaining association with its respective
data group (i), resulting in an N x 2 matrix (assuming a total number of elements N

across all data groups).

All elements of this matrix are then rank ordered by value (lowest to highest),
resulting in an N x 3 matrix showing the rank of each data element j from each group i
(rij). In the case of duplicate values, the average rank of the values is assigned to all
duplicates. To illustrate this process, assume the simulation yielded a total of nine Gs

scores across three cases as shown in Table 5.4.1 below.
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[ 1 2 3
1.138989 | 1.051903 | 1.138989
1.03695 | 1.04793 1.03695
0.989593 | 1.008979 | 0.989593

Table 5.4.1: Sample Data (lllustrative)

Sample
Values

The data would be transformed to a 9 x 3 matrix as shown in Table 5.4.2. Note
that where duplicate values exist, the rank order is replaced by the average of the rank
orders for all duplicates. For example, if two duplicate values exist for the first rank

order, both are assigned a value for r;; of 1.5 (the average value of rank orders 1 and

2).

value i Fij
0.989593 1 1.5
0.989593 3 1.5
1.008979 2 3
1.03695 1 45
1.03695 3 4.5
1.04793 2 6
1.051903 2 7
1.138989 1 8.5
1.138989 3 8.5

Table 5.4.2: Rank Order of Sample Data

Using this data, the test value (H) is calculated using the mean squared error
between the rank order of each data element and the average rank of all data elements;

the Kruskal-Wallis test value H is defined as:

E?:l ni(fi_ 77)2

P _ N2
Z?=127i1(rij_ 7)

H=({N-1)

(16)

where

n; is the number of elements in a given group i,

r;; is the rank of element j from a given group i,

N = ) n;, the total number of elements across all groups,

g is the total number of data groups, and

7; IS the average value of all element ranks (Kruskal and Wallis, 1952).

The value of t; is calculated as follows:

NIRRT
7= 2 (17)

ng
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The y*-distribution test is used to test whether it is possible to reject the null
hypothesis (Ho) by comparing the test value H to the two tailed value of x>
distribution test with (g — 1) degrees of freedom. For the same reasons as mentioned
above for ANOVA (i.e., the ability to conduct sensitivity analysis by varying the
uncertainty (a)), the researchers used the CHISQ.INV function of Microsoft Excel to

determine the right and left critical values of the y; test, as follows:

= CHISQ.INV.RT (3, df) (18)
= CHISQ.INV (3, df) (19)

2
X cvr

2
X CVL

While the Kruskal-Wallis test value (H) is not an exact match of the y?-
distribution, it closely approximates the y-distribution provided there are a minimum
of five data elements within each data group i. Even if any data group has fewer than
five elements, the y>-distribution can be used, but the confidence in the analysis
improves dramatically as the number of elements increases. As there are a total of 100
elements in each data group, the Kruskal-Wallis test value is a very close

approximation of the x*-distribution.
As with the ANOVA test, the researchers assume that
Hotpy = pp = Pz = Uy (20)

Table 5.4.3 below summarizes the Kruskal-Wallis evaluation of the simulation

data.
I 1 2 3 4 All
7 204.62 | 200.97 | 196.08 | 200.34 200.50
N 400 H 0.2753
Uncertainty (o) | 0.10 Y’ CVR, a2 7.8147
Df 3 Y oL, w2 0.3518

Table 5.4.3: Kruskal-Wallis Analysis of Gs Data
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Because the test value H < y?cvi, there is sufficient evidence to reject the null
hypothesis (Hp) with a 90% confidence; there is a significant difference in at least one

of the means.

This result appears to contradict the earlier findings using ANOVA that there is
insufficient evidence to reject Ho. In order to determine which of the means are
unequal, the researchers conducted a series of pairwise tests of the Gs data, repeating
the Kruskal-Wallis test comparing each use case. Table 5.4.4 below summarizes the

Kruskal-Wallis analysis of each pairwise comparison of use cases.

Kruskal-Wallis Factors
N Uncertainty (o) Df
200 0.10 1
Kruskal-Wallis Pairwise Comparisons
Co?nasggc‘fto: 10Gbps | ATCA | High End
H 0.0516 0.2785 -0.0454
Y’ VR, a2 3.8415 | 3.8415 3.8415
Y VL. a2 0.0039 0.0039 0.0039
10Gbps Compared to: ATCA High End
H 0.0933 0.1236
Y CVR, a2 3.8415 3.8415
Y ovL. o2 0.0039 0.0039
ATCA Compared to: High End
H 0.0696
Y’ CVR, a2 3.8415
VL, a2 0.0039

Table 5.4.4: Kruskal-Wallis Analysis: Pairwise Comparisons

After conducting the pairwise Kruskal-Wallis tests, it is clear that a statistically
significant difference exists between the mean rank value of Gs between Case 1
(Baseline) and Case 4 (High End). This suggests that there is some benefit to using
higher end servers when comparing overall system performance when compared to
the baseline servers, but there is no statistically significant difference between using

the High End servers and using AdvancedTCA servers.

As with the ANOVA test, the simulation data does not support the notion that
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there is any benefit to pursuing faster servers or upgrading to a higher throughput

network backbone compared to using AdvacedTCA servers.
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Chapter 6 — Application of Research Framework: QoS Optimization

Cloud computing is more than simply technology to effect distributed access to
enterprise computing resources — it is a business model and a framework for
providing those resources in the cost-effective manner possible. A number of cost
studies have been conducted regarding the value of Cloud Computing and whether an
organization should pursue a public, private, or hybrid base cloud architecture. Many
of these studies focus solely on the operating costs associated with the cloud
infrastructure and comparing them to the monthly service fees charged by service
provider such as Amazon, Google, Salesforce.com, and Microsoft. The drawback of
these studies is that they generally do not consider the cost-benefit trade-offs
associated with outsourcing in terms of losing control of the infrastructure

environment and the ability to optimize performance and quality of service (QoS).

This chapter will discuss various methods of optimizing QoS and provide decision
support guidance for Cloud Computing architectures. The framework discussed below
can be used as a decision support tool to identify the right mix of hardware
reinvestment and system abstraction for a distributed Cloud Computing system
infrastructure and identify potential cost drivers as targets for future efficiency efforts.
The first section of this chapter will identify the strengths and weaknesses of
traditional definitions of QoS and provide an alternate metric based on modeling and
simulation as a better predictor of user experience. After investigating a new model
for QoS, the author will discuss a variety of system abstraction models meant to
increase performance of distributed distributing computing infrastructures. This
chapter will then analyze the implications of performance improvement efforts on

total ownership cost and provide a decision support framework for identifying the
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"sweet spot" target for system performance improvement.

6.1 QoS and System Goodput (Gs)

The primary problem with establishing a quality of service model for Cloud
Computing is establishing what one means by quality of service. Many Cloud
Computing service providers consider quality of service in terms of guaranteed
bandwidth, dedicated hardware, system availability, and/or fault tolerance. Public
Cloud Computing providers such as Amazon, Salesforce.com, and Microsoft include
quality of service and other metrics in their contractual Service Level Agreements
(SLASs) primarily because of the ease of collecting this information. While metrics
such as these are easy to record and report, they are not always the best predictors of

user experience and overall system performance.

6.1.1 Quality of Service (QoS)

As mentioned previously, QoS is generally considered in terms of guaranteed
resource allocation (e.g., bandwidth, CPU utilization, memory, storage, etc.). While
his metrics make for convenient reporting mechanisms and are accepted by many IT
professionals as the standard for performance, they do not tell a complete story when
discussing system performance and the end-user experience. Because a Cloud
Computing infrastructure often involves elements that are beyond the control of the
service provider (i.e., the Internet) measuring QoS and predicting overall user
experience can be a significant challenge. Even when using a private cloud model
where the majority of infrastructure (including the internetworking) is controlled by
the service provider, predicting overall system performance is difficult. Available
benchmarks and QoS metrics generally tell only a portion of the story and do not

provide an enterprise viewpoint.

In the past, researchers have offered a variety of algorithms to maintain QoS
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within the network by dedicating segments of the available network to certain types of
traffic. This active queue management (AQM) approach toward ensuring acceptable
performance assumes that the network is primarily responsible for the overall user
experience (Wang, Chen, Yang, and Lu, 2011). The IEEE standards for wireless
networks such as 802.16 similarly define QoS in terms of guaranteed network
throughput and maximum signal loss and jitter (IEEE Standard 802.16, 2004). This
network-centric definition of QoS fails to consider system-level issues such as the
performance of the application, capabilities of the hosting infrastructure (i.e., servers

and storage), and system backlog due to over utilization.

In order to identify a method for predicting system performance based on how an
application will perform, many IT professionals rely on component specifications
such as CPU speed, available RAM, and storage metrics such as inputs/outputs per
second (IOPS). These specifications alone often provide a false sense of security to IT
professionals who assume that fielding a server with a faster CPU or increasing RAM
is the best solution for system performance issues. Server benchmarks such as those
provided by the System Performance Evaluation Cooperative (SPEC.org) take a more
holistic approach of predicting application performance on servers by measuring the
performance of standard applications such as e-mail and web services on fully
configured servers and publishing performance metrics at the application level
(Standard Performance Evaluation Corporation, 2011). SPEC.org benchmarks offer a
promise of application level performance measures but like the network-centric

definition of QoS, server benchmarks only focus on a small part of the overall picture.

6.1.2 System Goodput (Gs) As a Performance Metric
In order to establish a truly system-level proof performance benchmark, the author

offer a new metric, System Goodput (Gs). This Gs metric represents an aggregate
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end-to-end measure of the performance of a system's ability to support e-mail (Pg),
database (Pp), Web services (Pw), and network file transfer (Pg) traffic as a weighted
average as follows:

GS:aPE+bPD+pr+dPF (3)

where

Dn = Ethernet delay + TCP delay (i.e., end-to-end delay)

Pe = Dy + e-mail client response + e-mail server response

Pb = Dy + database client response + database server response
Pw =Dy + web client response + application server response
Pr = Dy + FTP client response + FTP server response.

a, b, ¢, d = weights of each service
atb+c+d=1.

The author used the OPNET Modeler network simulation tool to investigate
whether changes in server performance or available network bandwidth had a
significant impact on the overall system-level quality of service from a user
perspective as represented by Gs. Using a system model that represents a private
cloud infrastructure for a medium-sized organization, the author simulated network
traffic based on a variety of user profiles. The author chose to model a private cloud
architecture for the simulation because the private cloud model offers the greatest
degree of control over the network enterprise and hence the greatest predictability of

service level.

Figure 6.1.1 below provides a high level depiction of OPNET system model used
during this simulation. The author ran the same simulation using the following four

scenarios:

e Baseline: HP DL580 (6 CPU cores, SPEC.org rating: 58); 1 Gbps network
backbone
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e 10 Gbps: HP DL580 (6 CPU cores, SPEC.org rating: 58); 10 Gbps network

backbone
e Low-End: HP BI460c (4 CPU cores, SPEC.org rating: 34.5); 1 Gbps network
backbone
e High-End: HP DL585 (8 CPU cores, SPEC.org rating: 98.3); 1 Gbps network
backbone
—— E < swich -
@ Access;witchfa Access;witchfa Core Lavé;w.mh o g g
Users (640)  access switcn [B28]  access_switen [54] Core L“éé:wi“h E g g
s s [T e swicn 554 e &} &} a]

Figure 6.1.1: System Model (DoDAF SV-2)

Based on the server and network specifications over the four scenarios, one may
assume that there would be significant differences in performance between the low-
end and high-end scenarios as the high-end servers have a SPEC.org rating of nearly 3

times that of the low-end servers.

The results of the simulation contradicted what most IT experts assume is true, the
notion that faster servers and more network bandwidth will provide improved system
performance. After collecting individual performance data across a total of 100
simulation runs, the data showed virtually no difference in Gs when varying either the

server performance or network capacity, as shown in Table 6.1.1 and Figure 6.1.2

below.
Metric Baseline | 10 Gbps | Low-End High-End
n 100 100 100 100
Avg Gs (seconds) 1.2289 1.2146 1.2149 1.2223
o 0.2377 0.2159 0.2462 0.2492
o 0.0565 0.0466 0.0606 0.0621

Table 6.1.1: System Goodput (Gs) Scenario Comparison

Based on an analysis of the simulation data, it is clear that something other than
network throughput and server performance is driving the overall end-user experience

for this private cloud architecture.
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Figure 6.1.2: Average System Goodput (Gs)

6.1.3 System Queuing and QoS

The results of the simulation is best explained by the concept of system queuing.
System queuing models simulate a dynamic system's ability to respond to discrete
service requests. As the system processes individual requests, the system develops a
backlog of requests waiting for the system to begin processing. As the service backlog
grows, the overall performance of the system degrades (often rapidly). A classic
example of this system degradation due to service backlog is a tank of water used to
collect rain. If the tank has only one outlet spigot, but the rain is coming in faster than
the spigot can process water, then the system queue becomes backlogged and the tank
will eventually overflow (Sterman, 2000; Ross, 2006). The easiest way to clear the
system backlog is to increase the number of system queues available for processing
requests by adding multiple spigots to the tank and adjusting the outflow by opening
and closing spigots to meet the incoming rain. The tank with multiple spigots can be
adjusted to match the incoming rainfall; proper queue management will ensure that

the tank will neither overflow nor run empty.

The simulation results showing that upgrading either the servers or the network do

not improve system performance indicate that the system model has become
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performance bound by a queue backlog of resources other than server processing and
network utilization, most likely at the application layer. If upgrading he servers or
network is not likely to improve performance, then the next question to ask is: how

can a CSP improve performance at the application layer?

6.2 Performance Improvement through Abstraction

A number of options exist to improve the performance of the system that suffers
from application layer queue backlogs. Some solutions focus on enhancing and
application’s ability to access data by improving the IOPS performance of a server
using high-speed access to storage area network (SAN) storage or even providing bus-
speed access to high-speed solid-state hard drives to improve application performance
using rapid access data storage (e.g., Fusion-10 storage) (Fusion-10, 2012). Cloud
Computing service providers have adopted a number of abstraction approaches to
improving the application layer performance of their infrastructures, including using
massive parallelization architectures such as Map/Reduce to distribute processing
across multiple system nodes, virtualizing server instances to allow for dynamic
scaling of applications, exploring new ideas in network virtualization, and evolving
the traditional Cloud Computing architecture into a Microclimate model that allows

for in situ processing and localized decision support.

6.2.1 System Abstraction: Map/Reduce and Distributed Processing

The threaded nature of complex algorithms and application processes often
contributes to system degradation due to queue backlogs. The developers of Google
developed Map/Reduce to combat system performance issues associated with
processing massive amounts of data. The Map/Reduce function allows for a complex
algorithm to be subdivided into individual chunks; complex processing of petabytes

of data (1 PB = 1,000,000 GB) that previously required extremely powerful
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computers can now be processed in parallel among a large number of commodity
servers (Kambalta, Pathak, and Pucha, 2009). Even more important for CSPs, the
Map/Reduce function allows for processing across a heterogeneous environment; the
cloud infrastructure can be upgraded or added to in a piecemeal fashion rather than
requiring a forklift server upgrade to provide enhanced capabilities (Zaharia,

Konwinski, Joseph, Katz, and Stoica, 2011).

Map/Reduce allows a CSP to take advantage of massive parallelization using
traditionally threaded algorithms and processes. By distributing the workload,
Map/Reduce allows for new processing queues to be established dynamically during
times of degraded system performance. In addition, Map/Reduce enhances the agility
of the cloud infrastructure to optimize server utilization by parsing complex

operations across underutilized servers.

By abstracting the system architecture from the application architecture,
Map/Reduce enables agile responsiveness to cloud system requests. A recent analysis
of an actual Cloud Computing system performance performed by Microsoft Research
showed that 80% of network traffic was internal; reducing the system bottlenecks is
critical to overall Cloud Computing system performance (Greenberg, et al., 2011).
When coupled with a dynamic provisioning scheme for increasing server resources
dedicated to complex processing algorithms, Map/Reduce is a highly effective tool in
optimizing system performance of data intensive scalable computing architectures
such as Cloud Computing infrastructures that handle vast quantities of data

(Sandholm and Lai, 2009).

While Map/Reduce is extremely useful in improving system performance and
reducing backlogs by distributing the load across the entire server enterprise, it has its

drawbacks. The underlying architecture of Map/Reduce (and its open-source cousin
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Hadoop) is complex making performance tuning extremely difficult. For example,
Hadoop has nearly 200 configuration settings that can be independently manipulated
for tuning system performance (Kambalta, Pathak, and Pucha, 2009). Because it is so
difficult to optimize the performance of Map/Reduce functions, CSPs look for

alternate methods of abstracting the infrastructure to improve performance.

6.2.2 Hardware Abstraction: Virtualization and Automated Provisioning
Virtualization technology is not new to IT systems; however it is considered
critical technology in Cloud Computing architectures because of its ability to separate
the application from the physical infrastructure. Virtualization technology allows for
server instances to be added to an enterprise quickly using templates and
preconfigured builds. When coupled with automated provisioning algorithms and
advanced system management technology, server virtualization can be the key to

clearing system to backlogs.

Recent developments in server virtualization by providers such as VMware and
Xensource include the ability to provide live migration of servers (including system
state information) onto bare metal servers, enabling recovery from system outages
with virtually no service interruption (VMware, 2012; Citrix, 2012). This capability
also enables a cloud infrastructure provider to add server instances dynamically to
accommodate peak loads and remove those instances from the environment when no
longer needed. By dynamically rearranging server resource allocation to a variety of
services based on demand, virtualization reduces datacenter hot zones (i.e., some
servers operating at 100% utilization while others lie fallow) (Zhang, Cheng, and
Boutaba, 2010). The ability of virtualization to even the load and scale services across
a heterogeneous enterprise enables CSPs to offer flexibility and high-availability of

services while reducing system bottlenecks (Han, 2010).
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Server virtualization alone is not sufficient to enable a successful Cloud
Computing enterprise. Simply adding virtual instances of the server to existing
hardware will not necessarily result in improved system performance. Some
applications are highly computational and require more CPU resources while others
are more 1/O intensive, depending high-speed access to data; the result of this
disparity is a nonlinear scaling of virtual servers on existing hardware (Hipes, 2011).
Because applications do not scale linearly and advanced management capability is
needed to determine when to add new virtual servers and how to reallocate enterprise
resources to existing server instances to achieve optimal infrastructure performance.
A manual process for reallocating enterprise resources is too inefficient to be a
successful system optimization technique given the high degree of variability
associated with cloud-based traffic; an automated process is required (Greenberg, et

al., 2011).

6.2.3 Network Abstraction: VL2

Traditional n-tier network architectures such as a layer 2-3 tree topology present
significant challenges to cloud infrastructure optimization. The traditional tree
structure used in many large-scale network infrastructures results in either a brittle
network that is subject to significant system degradation if not complete outage from
the failure of a top-tier component or an extremely expensive network design that is
over provisioned to meet potential throughput requirements. As can be seen in Figure
6.2.1 below, a failure of an aggregator switch (AS) or core router (CR) can have
dramatic impacts on the overall system performance because the entire system
throughput is routed through single device. A typical core layer router or aggregator
switch can be oversubscribed as much as 1:240 in an enterprise cloud infrastructure

(Greenberg, et al., 2011).
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Figure 6.2.1: Typical Layer 2/3 Tree Network Architecture (adopted from Greenberg,
etal., 2011)

The core assumptions of a typical layer 2-3 tree design limits the agility of the
cloud infrastructure to take advantage of dynamic reallocation of abstracted system
services such as virtualization, dynamic provisioning, and Map/Reduce. The
dependence on technology such as VLAN structures provide dedicated virtual circuits
for traditionally high utilization network traffic however its reliance on layer 3 routing
forces VLAN to VLAN traffic through the already over tasked routing infrastructures.
Using Virtual Layer 2 (VL2) and a Clos network design, researchers have developed a
network architecture that provides massive scalability, fault tolerance, and
significantly enhanced performance using relatively inexpensive switching
components (Greenberg, et al., 2011). VL2 provides sufficient network abstraction to
allow any network node local address (LA) to be assigned a virtualized application
address (AA) which is used as the destination for routing of traffic flows. By focusing
on the AA and providing a flat network structure the overall switching overhead is
dramatically reduced increasing performance dramatically (Greenberg, et al., 2011).

In added benefit to this system design is its focus on using inexpensive network
components to deliver high-performance fault tolerant systems and enables the CSP to
scale out its architecture to accommodate growth and to reallocate server resources

dynamically in quick response to changes in system load. This network architecture,
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combined with the above application abstraction techniques, gives the CSP the ability
to establish an automated service queue provisioning structure to reduce system

backlog.

6.2.4 Global Abstraction: In Situ Processing and Microclimates

One undeniable truth about data is that we have a lot of it — with the proliferation
powerful workstations and mobile devices, by 2012, the world is projected to have
over 1.6 zettabytes of data (Fitchard, 2012). Decision makers often find themselves
crippled by the sea of data before them; they simply don’t know where to start. If
Cloud Computing is going to provide a resolution to this problem, system designers
must change the way they think about the cloud. The goal of Cloud Computing must
shift from being the conduit to a ubiquitous enterprise data store to providing a
localized view of data that is relevant to the user’s perspective and adaptive to his or

her specific business needs.

The idea that a cloud can and must only be a ubiquitous enterprise resource is
overly restrictive and will eventually doom the cloud to oblivion. In order to survive
in the future business market, the cloud must adapt and become more local, more
personal, and leverage mobile platforms such as smart phones and other mobile

devices.
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Figure 6.2.2: The Challenge of Mobile Cloud Computing (Sahlin, Sarkani, and
Mazzuchi, 2012)

The main problem of providing Cloud Computing to the mobile platform is that
the computing power of mobile devices has greatly outpaced access to wireless
bandwidth. Even in a world of 4G wireless, access to high-speed networks may be
restricted due to congestion, poor signal strength, or wireless contracts where the
service provider limits the available bandwidth in an effort to provide acceptable
quality to all its customers (Fitchard, 2012). While the relevant data and need for
information is local, the majority of computing power and decision support
information is available globally at the enterprise data center level. Access to
enterprise information is restricted by bandwidth. The bandwidth / data need paradox

of Mobile Cloud Computing is depicted as Figure 6.2.2 above.

This challenge of mobile Cloud Computing gives rise to a new model for cloud
architectures: the Microclimate. In this model, processing of data is completed in situ
by personal mobile device or other ultra-light network nodes such as PDAs, RFID
equipment, automobile GPS units, etc. Whenever possible, sending metadata to the
enterprise service for analysis and sending complete data only when specifically
requested. The personal mobile device acts as an autonomous mini system
(Microclimate) that is capable of affecting the local environment when necessary but

also capable of interacting with the overall environment (Enterprise Cloud) when
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available and required.

The Microclimate model allows for local processing and exploitation of data for
immediate decision support. If the user is not satisfied with the decision
recommended using localized information, the user could choose to synch with the
enterprise data and processing store to access greater decision support informatics
capability. Significant advances in current technology are making microclimates
possible, including virtual networking, mobile ad hoc network (MANET) routing, and

system abstraction models such as server virtualization and Map/Reduce.

6.3 Optimization: Better Is the Enemy of Good Enough

As stated previously the purpose of this article is to investigate how to optimize
Cloud Computing system performance rather than focus on architectures that provide
a minimum of performance enhancement at a significant cost (in terms of time and
resources). The technologies described above offer potential and performance
improvements; the challenge of the CSP is to determine the threshold of performance
that is sufficient to meet current and projected utilization and provide an adequate
level of service in the most cost-effective manner. While minor adjustments in a
system design can yield some performance gains is important for CSP to identify the
threshold of “good enough” beyond which additional performance tweaks will result
in diminishing returns on investment (i.e., when an additional x% investment on

system improvements yields <x% performance gain).

6.3.1 Cloud Computing as a Business Model

Regardless of whether a cloud service infrastructure is designed to be a public,
private, or hybrid cloud, the primary goal of Cloud Computing is to reduce operating
costs and increase profitability of the service provider (or in the case of government

Cloud Computing efforts, to reduce overall total ownership cost) (Gartner, 2010;
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Golden, 2009; Sahlin, 2011). Cloud computing in its simplest form is a technology
solution for providing distributed computing resources to make a business operate
more efficiently. Cloud computing infrastructures effect consolidation of datacenters
and other enterprise resources that allow the CSP to focus its resources, reduce capital

investment, and maintain a predictable cost structure.

Industry studies do not agree on which Cloud Computing infrastructure provides
the most cost-effective solution. This is mainly because each organization must
identify its requirements and cost drivers and develop a cloud service that makes the
most sense in the context of its specific business model. Cloud computing is definitely

not a one-size-fits-all business model.

6.3.2 Impacts of System Design on TOC

In order to define the threshold good enough, a CSP must identify the financial
model for the Cloud Computing infrastructure. Industry studies on the costs of Cloud
Computing generally focus on the monthly service fees of outsourcing to a CSP
compared to establishing a private cloud infrastructure (Oppenheimer, 2012; Bain,
Merchant, Minns, and Thomas, 2010). By focusing on the monthly service fees these
studies provide insight into the recurring operating costs associated with an
infrastructure; however they generally ignore the initial capital investment required to
establish this infrastructure and, more importantly, the recurring capital investments
required to upgrade the cloud infrastructure to maintain current with technology

trends.

One study by Microsoft Research indicated that the single most expensive
component of the Cloud Computing infrastructure investment was procurement of
servers (Greenberg, et al., 2011). Given the industry service life of computing

devices, this massive capital investment in the cloud infrastructure will be considered
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obsolete within three years after the initial investment. In order to recover the
significant investment costs, a cloud service infrastructure must provide a return on
investment in time to overcome not only the recurring operating expenses but also the
initial capital investment and recurring capital reinvestments necessary to maintain an
adequate infrastructure. Table 6.3.1 below calculates the total ownership cost of a
sample private cloud infrastructure assuming a traditional six-year lifecycle whereby
major system components are upgraded every three years with the notion of keeping

current with technology and improving system performance.

Item Recurrence Total Cost
Servers (100) One Time |$ 250k
Network OneTime |$ 100k
Labor (setup) OneTime |$ 50k
Facilities Monthly | $ 15k
Bandwidth Monthly | $ 35k
Labor (maintenance) Monthly $ 30k
Server Upgrade (100) Three Years | $ 500k
Network Upgrade Three Years | $ 200k
Labor (setup) Three Years | $ 100k
Labor (data migration) Three Years | $ 300k
Labor (Cutover) Three Years | $ 100k

6-Year TOC $ 7,360k

Table 6.3.1: 72 Month TOC of Sample Infrastructure (Illustrative Data)

The problem CSPs face when taking this traditional upgrade approach is that (as
shown in the simulation results earlier) simple hardware upgrades of the distributed

system infrastructure do not necessarily improve performance.

The system abstraction techniques described previously can enable a CSP to
dramatically reduce total ownership cost of a cloud infrastructure. Leveraging lower-
priced commodity components can reduce the capital investment required to develop
the cloud infrastructure. Using distributed processing algorithms such as Map/Reduce,

a cloud infrastructure provider can further reduce total ownership cost by maintaining
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a heterogeneous environment which allows the addition of newer equipment to the

infrastructure without requiring a complete replacement of the server infrastructure.

By using commodity hardware and virtualization technologies, a CSP can extend
the overall service life of the system infrastructure by providing minor reinvestments
on a periodic basis and driving the requirement for major forklift upgrade of the
infrastructure further into the future. As is shown in Figure 6.3.1, this approach
provides not only a performance improvement compared to the traditional approach
that yields no discernible improvement in QoS, but also a 19.8% TOC savings across

the projected six-year lifecycle.

6 Year TOC Calculation
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Figure 6.3.1: Six-Year TOC Comparison (Sahlin, Sarkani, and Mazzuchi, 2012)
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6.3.3 TOC Optimization

Each CSP must follow a similar approach to calculating the total ownership cost of
the cloud infrastructure and then perform a sensitivity analysis to determine where the
optimal mix of technology, performance improvement, and cost-benefit lies. By focusing
solely on capital infrastructure investment a CSP, organizations often ignore the total
ownership cost impacts of outsourcing to a public cloud infrastructure. This mistake can
have dramatic performance results as the service provider cedes not only responsibility
for maintaining service-level agreements but also the control to make decisions on how to

optimize performance.

By conducting a cost-benefit analysis using not only the capital investment and
monthly recurring costs but also the periodic capital reinvestment costs associated with a
private cloud infrastructure, a CSP can make sound business decisions regarding which
technology improvements to pursue or whether any performance improvement efforts
will result in a cost effective performance gain. Just as selecting a Cloud Computing
architecture is specific to the context of a given service provider’ business model
business model, the degree of performance enhancements that are appropriate and cost-

effective will differ among service providers.

6.4 QoS Optimization Summary

Cloud service providers face the challenge of balancing the need to provide a high
level of service availability and QoS to meet its customers’ needs with the business need
to operate profitably. The author have shown through modeling and simulation that the
generally accepted notion that QoS of a distributed system such as a Cloud Computing

infrastructure can be improved by simply upgrading the servers or transitioning to a faster
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network backbone is not necessarily true. Other methods must be pursued at the

application layer to improve the performance of distributed systems.

A number of technologies are available that promise to improve performance of
distributed system architectures; however the real challenge for a CSP is defining which
technology improvements will deliver a significant performance gain in a cost-effective
manner. Prior to selecting which technology improvement to pursue, a CSP should first
investigate how its infrastructure relates to its business model. Identifying the drivers of
total ownership costs is the key to finding the right mix of technology and processes that

will optimize a CSP’s quality of service.
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Chapter 7 — Conclusions

It can be interpreted from this analysis that there was no statistical benefit shown
from choosing either case for Enterprise Consolidation from a system performance
perspective. Through a combination of ANOVA and Kruskal-Wallis data analysis, the
simulation data refuted the claims of many hardware vendors who propose that faster
servers (or switching backbones) yield improved system performance without
consideration of other factors such as refactoring software or allocation of resources to
tune the performance of the system. The performance benchmark of an individual

component was not sufficient to predict the emergent behavior of the overall system.

Because there was no demonstrated value in using the latest model of high
performance servers in an enterprise consolidation project, it can be surmised that the
reliability, resiliency, and cost benefits of AdvancedTCA open standard servers greatly
outstrip any perceived benefit from upgrading servers or the network backbone. The
author showed that it is far better to invest in technology that is consistent, reliable,
MOSA-ready, and designed to be fail-safe than it is to chase Moore’s Law for improved
performance, only to suffer the pain of increased operating expenses over time, especially
in military environments and Cloud Computing infrastructures that require a high degree

of availability and resiliency to extreme environments.

7.1 Implications of Research

This research established a quantifiable refutation of manufacturer claims that in
order to improve system performance of a Cloud Computing environment, a service
provider should upgrade its server and network infrastructure to the state of the art.

Indeed, the findings of this research indicated no statistically significant difference in
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performance among distributed system architecture environments using Baseline Servers,

ATCA Servers, 10 Gbps Networks, and High-End Servers.

7.1.1 Systems Dynamics Modeling and Product Evaluation

This research has significant implications to Systems Architects and Systems
Engineers conducting product evaluation analysis for system design. That there is no
statistically significant relationship between server/network component performance and
overall system performance it can be argued that systems dynamics modeling is a critical
component to systems architecture and design. Product evaluation using traditional tools
such as House of Quality and other product evaluation techniques cannot be the sole

justification for systems engineering design decisions.

7.1.2 Decision Support: TOC Analysis

This research has significant implications to the CSP industry as it provides a
framework for evaluating system architecture options that may reduce Total Ownership
Cost by extending service life and reducing the number of times a system must be

upgraded during the system’s lifecycle.

7.2 Recommendations for Future Research

The research reflected in this paper is a significant first step in establishing a
quantitative framework for evaluating enterprise consolidation models. Future research
should be conducted in the following arenas (and will likely be pursued by the author as

post-doctoral research):

7.2.1 Live Experimentation
Simulation data were used for this dissertation due to a lack of availability of multiple

server infrastructures to conduct an actual system performance test. Because this research
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relies solely on simulation data, future research could be conducted ot validate the
findings using live data. Because the simulation algorithms for objects in OPNET
Modeler are provided by the component manufacturers, it is reasonable to accept the
results of this simulation as valid, but future research using live data could strengthen the
argument that server performance is not necessarily the bottleneck in distributed system

environments.

7.2.2  Virtualization

While most industry analysts and vendors claim that virtualization is necessary to
reduce total ownership costs in an enterprise consolidation project, there is no general
agreement on degree of virtualization one should pursue. Some researchers have found
that the incremental benefit of server virtualization technology decreases as the ratio of
virtual servers assigned to a physical server exceeds 2:1 (Song, Zhang, Sun and Shi,
2009). Future research leveraging OPNET Modeler’s support of server virtualization
could be used to establish a framework for determining the server virtualization ratio at
which performance is impacted to the degree it requires a server upgrade, further

extending the service life and cost of existing infrastructure investments.

7.2.3 Normalize Simulation Data

As discussed previously, the sample data for Gs approached a normal distribution, but
it was necessary to use a logio transformation in order to establish a closer approximation
of normality. In this experiment, the five nodes with the highest client response values for
each criterion (i.e., e-mail, database, application, and FTP response time) were captured,
resulting in a total of 100 values for Gs per simulation data set. Increasing the number of

nodes captured per simulation run could improve the normality of the distribution of the
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Gs data.

Another change that may drive the sample data closer to a normal approximation
would be to hold the simulation run time constant. Each simulation run modeled a range
of 15 to 90 simulated minutes. This approach was necessary to ensure the arrival times
for each type of traffic reached a steady state. Future research using this model should
focus on holding the simulation run constant, as it appears that shorter duration times
resulted in outliers in performance, as the arrivals of traffic may not have achieved a

steady state.

7.2.4 Establish an Algorithm for Dynamic System Goodput Management

The author recommends continuing the research on System Goodput as a predictor of
system level performance for Cloud Computing infrastructures by defining an algorithm
for improving the dynamics of systems management. As shown by the author’s research
presented in this dissertation, service level performance is not necessarily tied to the
performance benchmarks of the server (or network) infrastructure. By focusing on
system-level resource management, a systems engineer can improve the way the system
deals with issues of service/resource queuing. The author proposes further modeling
experiments to investigate various Gs and resource management algorithms, with an eye
to improving overall system level performance of emerging dynamic/autonomic systems
including the dynamic service assignment capability demonstrated by Dr. Liu’s team at

University of Derby (Liu, et. al., 2012).
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Appendix A: Experiment Data

The following tables provide the raw data collected using OPNET.

Case 1: Baseline Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client DB_Entry 0.12157 0.12113 0.12157 0.12153 0.12113
Client DB_Query 0.12742 0.12713 0.1275 0.12741 0.12713
Client Email 0.47993 0.4631 0.47706 0.47538 0.4631
RESPONSe | Client FTP_Download 0.18509 |  0.184 | 0.18504 | 0.18476 |  0.184
Client_ FTP_Upload 0.18509 0.18582 0.18512 0.18505 0.18582
Client HTTP_Object 0.023761 0.02357 | 0.023745 0.02376 0.02357
Client HTTP_ Page 0.080366 | 0.079658 | 0.080304 | 0.080286 0.07958
Client_Email_Download_1 2.4344 5.138 2.4325 3.2677 5.138
Client_Email_Download_2 2.0395 5.0998 2.2564 2.8517 5.0998
Email Client_Email_Download_3 1.9694 5.0921 2.0596 2.5741 5.0921
Client_Email_Download_4 1.94 4.8608 2.0395 2.5707 4.8608
Client_Email_Download_5 1.9286 4,7453 1.9523 2.531 4,7453
56.8510 49.5010 56.6950 55.3700 49,5010
CPU_DB % % % % %
18.9780 19.2080 18.9770 18.8640 19.2080
CPU_Emaill % % % % %
Server 18.6830 18.7700 19.6230 18.4660 18.7700
CPU_Email2 % % % % %
CPU_FTP 4.5900% | 5.3370% | 4.5980% | 4.7420% | 5.3370%
CPU_Appl 1.0890% | 1.0250% | 1.0900% | 1.0780% | 1.0250%
Ethernet 637 0.010101 0.01008 | 0.010104 | 0.010126 0.01008
Ethernet 637 0.010097 | 0.010019 | 0.010101 | 0.010072 | 0.010019
Ethernet 637 0.010095 | 0.010013 | 0.010097 | 0.010047 | 0.010013
Ethernet 637 0.010089 | 0.010002 | 0.010056 | 0.010046 | 0.010002
Delay Ethernet 637 0.010051 | 0.009993 | 0.010046 | 0.010039 | 0.009993
TCP 213 0.24756 0.3328 0.26419 0.29297 0.3328
TCP_213 0.245 0.28128 0.23438 0.26798 0.28128
TCP_213 0.21523 0.27948 0.23001 0.23269 0.27948
TCP 213 0.20472 0.27675 0.22629 0.22863 0.27675
TCP 213 0.20115 0.26013 0.21398 0.20593 0.26013
HTTP_Page_Response_1 0.10969 0.1219 0.10958 0.11433 0.1219
HTTP_Page Response 1 0.10669 0.11504 0.1066 0.11064 0.1154
HTTP HTTP_Page Response 1 0.10645 | 0.11308 | 0.10646 | 0.10913 | 0.11308
HTTP_Page Response_1 0.1063 0.11293 0.10607 0.10767 0.11293
HTTP_Page Response 1 0.10616 0.11079 0.10592 0.10733 0.11079
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Case 1: Baseline Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Appl 0.001178 | 0.001153 | 0.001176 | 0.001174 | 0.001153
App?2 0.001182 | 0.001166 | 0.001182 | 0.001182 | 0.001166
App3 0.001179 | 0.00117 | 0.001177 | 0.001179 | 0.00117
Pesr?g‘r’;ran App4 0.00118 | 0.001151 | 0.001179 | 0.001177 | 0.001151
ce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023469 | 0.02382 | 0.023482 | 0.023608 | 0.02382
Email2 0.024234 | 0.024152 | 0.024326 | 0.023908 | 0.024152
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 1: Baseline Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client DB_Entry 0.12152 | 0.12149 | 0.12154 | 0.12157 | 0.12146
Client DB_Query 0.12762 | 012737 | 0.12744 | 0.12742 | 0.1273
Client_Email 0.47732 0473 | 04775 | 047993 |  0.4702
ReTsﬁﬂgse Client FTP_Download 0.18507 | 0.18431 | 0.18442 | 0.18509 | 0.18414
Client FTP_Upload 0.185 | 0.18564 | 0.18541 | 0.18509 | 0.18556
Client HTTP_Object 0.023734 | 0.023687 | 0.02371 | 0.023761 | 0.023648
Client HTTP Page 0.080287 | 0.080105 | 0.08012 | 0.080366 | 0.079946
Client_Email_Download_1 23233 | 3.3374| 31513 | 24344 | 3.7183
Client_ Email_Download 2 20395 | 33032| 29815| 2.0395| 3.2337
Email | Client Email Download 3 20203 | 32337 | 2.9137 1.9694 |  3.0508
Client_Email_Download_4 19618 | 30119 | 25741 1.94 | 3.0119
Client Email_Download 5 1.94 | 29893 | 23393 1.9286 |  2.6476
56.8510 | 54.0120 | 54.7940 | 56.8510 | 53.6090
CPU DB % % % % %
18.9780 | 18.7810 | 18.8230 | 18.9780 | 18.8840
CPU_Emaill % % % % %
Server 18.6830 | 18.5590 | 18.6040 | 18.6830 | 18.7190
CPU_Email?2 % % % % %
CPU_FTP 4.5900% | 4.9300% | 4.8430% | 4.5900% | 4.9790%
CPU_Appl 1.0890% | 1.0700% | 1.0770% | 1.0890% | 1.6080%
Ethernet 637 0.010114 | 0.010157 | 0.010148 | 0.010101 | 0.01014
Ethernet_637 0.010106 | 0.010126 | 0.010125 | 0.010097 | 0.010123
Ethernet 637 0.01009 | 0.010045 | 0.01009 | 0.010095 |  0.0101
Delay | Ethernet 637 0.010086 | 0.010039 | 0.010056 | 0.010089 | 0.010083
Ethernet 637 0.010055 | 0.010037 | 0.010055 | 0.010051 | 0.010062
TCP 213 0.25309 | 0.25943 | 0.24423 | 0.24756 | 0.26259
TCP 213 0.24009 | 0.24434 | 0.24179 0.245 | 0.23645
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Case 1: Baseline Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
TCP_213 0.2341 | 0.23525 | 0.23337 | 0.21523 | 0.22039
TCP_213 0.22566 0.23205 0.211 0.20472 0.19569
TCP_213 0.22546 0.21558 0.18451 0.20115 0.19293
HTTP_Page Response 1 0.10903 | 0.11662 0.1155 | 0.10969 | 0.11564
HTTP_Page_Response_1 0.10693 0.11356 0.10999 0.10669 0.11356
HTTP HTTP_Page Response 1 0.10684 | 0.10843 | 0.10766 | 0.10645 | 0.10886
HTTP_Page Response 1 0.10662 | 0.10785 | 0.10757 0.1063 | 0.10862
HTTP_Page_Response_1 0.10607 0.10764 0.10682 0.10616 0.10842
Appl 0.001175 | 0.001163 | 0.001166 | 0.001178 | 0.001159
App2 0.001181 | 0.001176 | 0.001183 | 0.001182 | 0.001176
App3 0.001178 | 0.001176 0.00117 | 0.001179 | 0.001167
P;efg"fr;a App4 0.001178 | 0.001168 | 0.001176 | 0.00118 | 0.001169
nce DB1 0.032769 | 0.03262 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023442 0.02362 | 0.023974 | 0.023469 | 0.024015
Email2 0.02438 | 0.023876 | 0.024299 | 0.024234 0.0246
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001
Case 1: Baseline Server Performance (seconds, Runs 11 — 15)
Report Metric 11 12 13 14 15

Client DB_Entry 0.1215 0.1216 | 0.12154 | 0.12146 | 0.12153
Client DB_Query 0.12736 0.12743 0.12729 0.1273 0.12769
Client_Email 0.4714 0.47883 0.4696 0.4702 0.48113
R?ﬁﬂgse Client FTP_Download 0.18421 | 018512 | 018429 | 018414 | 0.18514
Client FTP_Upload 0.18545 0.185 | 0.18557 | 0.18556 | 0.18505
Client HTTP_Object 0.023688 | 0.023718 | 0.023658 | 0.023648 | 0.023725
Client HTTP_Page 0.080027 | 0.080252 | 0.080002 | 0.079946 | 0.080272
Client_Email_Download_1 3.3032 2.4325 3.3452 3.7183 2.3392
Client_Email_Download_2 3.2499 2.0596 3.3374 3.2337 2.0395
Email Client_Email_Download_3 3.1513 2.0088 3.3032 3.0508 1.9694
Client_Email_Download_4 29137 | 2.19628 3.0119 3.0119 1.94
Client_ Email_Download 5 2.5967 1.927 2.9671 2.6476 1.9286

54.1700 57.1720 53.8130
CPU DB % % % | 53.6090% | 56.9940%

18.8840 | 18.8360 | 18.7990
Server | CPU_Emaill % % % | 18.8840% | 18.9150%

18.4320 18.5440 18.5900
CPU_Email2 % % % | 18.7190% | 19.6210%
CPU_FTP 4.8990% | 4.5560% | 4.9390% 4.9790% 4.5750%

132




Case 1: Baseline Server Performance (seconds, Runs 11 — 15)

Report Metric 11 12 13 14 15
CPU_Appl 1.0700% | 1.0800% | 1.0710% | 1.0680% | 1.0850%
Ethernet_637 0.010143 | 0.010113 | 0.01015 | 0.01014 | 0.010115
Ethernet_637 0.010132 | 0.010103 | 0.010115 | 0.010123 | 0.010098
Ethernet_637 0.010052 | 0.010087 | 0.010098 0.0101 | 0.010092
Ethernet_637 0.010051 | 0.010085 | 0.01009 | 0.010083 | 0.010087

Delay Ethernet_637 0.010029 | 0.010066 | 0.010057 | 0.010062 | 0.010052
TCP 213 0.26533 0.2589 | 0.27554 | 0.26259 | 0.27836
TCP_213 0.26519 0.2166 | 0.239447 | 0.23645 | 0.26407
TCP 213 0.25749 | 0.21618 | 0.23496 | 0.22039 | 0.23824
TCP 213 0.22023 | 0.20873 | 0.21905| 0.19569 | 0.23768
TCP 213 0.2157 | 0.20834 | 0.21267 | 0.19293 | 0.22041
HTTP_Page_Response_1 0.11419 | 0.10924 | 0.11564 | 0.11564 | 0.10935
HTTP_Page Response 1 0.11356 | 0.10668 | 0.11356 | 0.11356 | 0.10689

HTTP | HTTP_Page_Response 1 0.10917 | 0.10616 | 0.10868 | 0.10886 | 0.10584
HTTP_Page_Response_1 0.10879 0.1059 | 0.10866 | 0.10862 | 0.10573
HTTP_Page Response 1 0.10798 0.10576 0.10842 0.10842 0.10568
Appl 0.001162 | 0.001173 | 0.001161 | 0.001159 | 0.001174
App2 0.00118 | 0.001182 | 0.001177 | 0.001176 | 0.001179
App3 0.001168 | 0.001179 | 0.001174 | 0.001167 | 0.001181

Pfrefro"fr;a App4 0.001174 | 0.001176 | 0.001167 | 0.001169 | 0.001175
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023808 | 0.023523 | 0.02363 | 0.024015 | 0.23354
Email2 0.024308 | 0.024303 | 0.023928 0.0246 | 0.024271
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001
Case 1: Baseline Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client_ DB_Entry 0.12154 | 0.12158 | 0.12158 | 0.12154 | 0.12153
Client_ DB_Query 0.12744 0.1274 | 0.12753 | 0.12729 | 0.12741
Client_Email 0.4775 | 0.47465 | 0.47964 0.4696 | 0.47538
ReTsf’rf]zse Client FTP_Download 0.18442 | 0.18506 | 0.18508 | 0.18429 | 0.18476
Client FTP_Upload 0.18541 | 0.18507 | 0.18516 | 0.18557 | 0.18505
Client HTTP_Object 0.02371 | 0.02371 | 0.023742 | 0.023658 | 0.02376
Client HTTP Page 0.08012 | 0.080222 | 0.080285 | 0.080002 | 0.080286
Client_Email_Download_1 3.1513 2.5491 2.3392 3.3452 3.2677
Email | Client_ Email_Download 2 2.9815 2.1467 2.2304 3.3374 2.8517
Client_ Email_Download_3 2.9137 2111 2.1403 3.3032 2.5741
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Case 1: Baseline Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client Email Download 4 2.5741 2.0865 2.0088 3.0119 2.5707
Client_Email_Download_5 2.3393 2.0673 1.9523 2.9671 2.3531

55.3700
CPU_DB 54.7940% | 56.2120% | 56.6340% | 53.8130% %
18.8640
CPU_Emaill 18.8230% | 19.0370% | 19.0480% | 18.7990% %

Server 18.4660
CPU_Email2 18.6040% | 18.5340% | 18.6600% | 18.5900% %
CPU_FTP 4.8430% | 4.6450% | 4.5870% | 4.9390% | 4.7420%
CPU_Appl 1.0770% | 1.0930% | 1.0910% | 1.0710% | 1.0780%
Ethernet_637 0.010148 | 0.010109 | 0.010097 0.01015 | 0.010126
Ethernet_637 0.010125 | 0.010102 | 0.010089 | 0.010115 | 0.010072
Ethernet_637 0.01009 | 0.010073 | 0.010069 | 0.010098 | 0.010047
Ethernet_637 0.010056 0.01007 | 0.010066 0.01009 | 0.010046

Delay Ethernet_637 0.010055 | 0.010044 | 0.010061 | 0.010057 | 0.010039
TCP_213 0.24423 0.23056 0.2849 0.27554 | 0.29297
TCP_213 0.24179 0.22587 0.23194 0.23947 | 0.26798
TCP_213 0.23337 0.21296 0.22548 0.23496 | 0.23269
TCP_213 0.211 0.21159 0.21854 0.21905 | 0.22863
TCP 213 0.18451 0.19911 0.2168 0.21267 | 0.20593
HTTP_Page_Response_1 0.1155 0.11192 0.10948 0.11564 | 0.11433
HTTP_Page Response_ 1 0.10999 0.10987 0.10769 0.11356 0.11064

HTTP | HTTP_Page Response 1 0.10766 0.10746 0.10621 0.10868 | 0.10913
HTTP_Page_Response_1 0.10757 0.10578 0.1062 0.10866 | 0.10767
HTTP_Page Response 1 0.10682 0.10566 0.10591 0.10842 0.10733
Appl 0.001166 | 0.001171 | 0.001174 | 0.001161 | 0.001174
App2 0.001183 | 0.001182 | 0.001183 | 0.001177 | 0.001182
App3 0.00117 | 0.001179 | 0.001177 | 0.001174 | 0.001179

ngfro"rer;a App4 0.001176 | 0.001173 | 0.001179 | 0.001167 | 0.001177

nee DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023974 | 0.023598 0.02362 0.02363 | 0.023608
Email2 0.024299 | 0.024461 | 0.024393 | 0.023928 | 0.023908
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001
Case 1: Baseline Server Performance (seconds, combined stats)

Report Metric Average | Std Dev Var

Response Client DB_Entry 0.121496 | 0.000131 | 1.70366E-08

Time Client_DB_Query 0.127394 | 0.000137 | 1.87516E-08
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Case 1: Baseline Server Performance (seconds, combined stats)

Report Metric Average | Std Dev Var
Client_Email 0.474223 | 0.005318 | 2.82849E-05
Client_FTP_Download 0.184622 | 0.000434 | 1.88266E-07
Client_FTP_Upload 0.185325 | 0.000284 | 8.06682E-08
Client HTTP_Object 0.023698 5.8E-05 | 3.35877E-09
Client HTTP_Page 0.080122 0.00022 | 4.83323E-08
Client_Email_Download_1 3.15831 | 0.831119 | 0.690759363
Client_Email_Download_2 2.92062 0.90833 | 0.825062894

Email Client_Email_Download_3 2.82505 | 0.927029 | 0.859382988
Client_Email_Download_4 2.704864 | 0.850904 | 0.724038288
Client_Email_Download_5 2.57467 | 0.832963 | 0.693827687
CPU _DB 54.831% | 0.022314 0.0004979
CPU_Emaill 18.928% | 0.001241 | 1.53975E-06

Server CPU_Email2 18.716% | 0.003247 | 1.05462E-05
CPU_FTP 4.812% | 0.002369 | 5.61246E-06
CPU_App1 1.101% | 0.001208 | 1.45808E-06
Ethernet_637 0.010122 2.4E-05 | 5.78305E-10
Ethernet 637 0.010098 | 3.18E-05 | 1.01352E-09
Ethernet 637 0.010075 | 2.85E-05 | 8.11629E-10
Ethernet_637 0.010064 | 2.73E-05 | 7.44042E-10

Delay Ethernet 637 0.010045 | 2.02E-05 | 4.09747E-10
TCP_213 0.270307 0.02702 | 0.000730073
TCP_213 0.247365 | 0.017842 | 0.000318353
TCP_213 0.234098 | 0.018691 | 0.000349363
TCP_213 0.222623 | 0.021758 | 0.000473398
TCP_213 0.211501 | 0.020081 | 0.000403247
HTTP_Page Response 1 0.113741 | 0.003949 1.55935E-05
HTTP_Page Response_1 0.110555 | 0.003197 | 1.02214E-05

HTTP HTTP_Page Response_1 0.108215 0.00202 | 4.07918E-06
HTTP_Page Response 1 0.107822 | 0.002052 | 4.21005E-06
HTTP_Page Response 1 0.107325 | 0.001557 | 2.42316E-06
Appl 0.001168 | 8.16E-06 | 6.65789E-11
App2 0.001179 | 5.07E-06 | 2.57132E-11
App3 0.001175 | 4.74E-06 2.245E-11

Server App4 0.001172 8.4E-06 | 7.05158E-11

Performance | pg; 0.032762 | 3.33E-05 | 1.11005E-09
Emaill 0.034183 | 0.046924 | 0.002201871
Email2 0.024228 | 0.000222 | 4.92249E-08
FTP1 0.050001 | 1.42E-17 | 2.02729E-34
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Case 2: 10 Gbps Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client DB_Entry 012311 | 0.12288 | 0.12312 0.1231 | 0.12288
Client_ DB_Query 0.12922 | 012901 | 0.12929 | 0.12921 | 0.12901
Client_Email 046247 | 04337 | 0.46393 04537 |  0.4337
Re.?f’nﬂzse Client FTP_Download 0.19761 | 019977 | 0.19749 | 0.19817 | 0.19977
Client FTP_Upload 0.19255 | 0.19381 | 0.19252 | 0.19301 | 0.19381
Client HTTP_Object 0.024545 | 0.024387 | 0.024551 | 0.024531 | 0.024387
Client HTTP_Page 0.083052 | 0.08275 | 0.083091 | 0.083108 | 0.08275
Client Email_ Download_1 | 21299 |  4.9459 |  2.2084 3.2726 | 4.9459
Client_Email Download 2 |  2.1193 4927 | 21481 3.1915 4.927
Email Client_Email_Download 3 2.0464 4.7404 2.1319 2.5748 4.7404
Client_Email_Download_4 19817 | 47355 | 2.1228 25702 |  4.7355
Client_Email_Download_5 1.8687 | 45476 | 2.0641 24702 | 45476
CPU DB 56.7300% | 49.2910% | 56.5680% | 55.2840% | 49.2910%
CPU_Emaill 18.6400% | 18.9400% | 18.7120% | 18.7900% | 18.9400%
Server | CPU_Email2 18.6380% | 18.9020% | 18.6710% | 18.5990% | 18.9020%
CPU FTP 4.6590% | 5.4180% | 4.6320% | 4.8310% | 5.4180%
CPU_Appl 1.0890% | 1.0340% | 1.0870% | 1.0770% | 1.0340%
Ethernet_637 0.010565 | 0.010512 | 0.010553 | 0.010559 | 0.010512
Ethernet_637 0.010139 | 0.010507 | 0.010542 | 0.01053 | 0.010507
Ethernet_637 0.010528 | 0.010481 | 0.010537 | 0.01053 | 0.010481
Ethernet_637 0.010528 | 0.010473 | 0.010531 | 0.010528 | 0.010473
Delay Ethernet_637 0.010522 | 0.010462 | 0.01052 | 0.010514 | 0.010462
TCP 213 0.23594 | 0.26988 | 0.23661 | 0.24297 | 0.26988
TCP_213 0.23507 | 0.24834 | 0.22567 | 0.24015 | 0.24834
TCP 213 0.21399 | 0.24546 | 0.22426 | 0.23534 | 0.24546
TCP 213 021332 | 0.21933 | 0.22044 | 0.23371 | 0.21933
TCP_213 0.20496 | 0.21194 | 0.21723 | 0.23046 | 0.21194
HTTP_Page Response_1 0.11359 | 0.12586 | 0.11494 | 0.11471 | 0.12586
HTTP_Page_Response_1 0.11348 0.12004 0.11419 0.11414 0.12004
HTTP | HTTP_Page Response 1 0.11334 | 0.11845 | 0.11309 | 0.11407 | 0.11845
HTTP_Page Response 1 0.11239 | 0.11818 | 0.11305| 0.11368 | 0.11818
HTTP_Page_Response_1 0.11193 0.11718 0.11303 0.11295 0.11718
Appl 0.001182 | 0.001172 | 0.00118 | 0.001177 | 0.001172
App2 0.001182 | 0.001169 | 0.00118 | 0.001177 | 0.001169
P;‘_’fro"rer;a App3 0.001179 | 0.001163 | 0.001178 | 0.001178 | 0.001163
nee App4 0.001181 | 0.001163 | 0.001181 | 0.001179 | 0.001163
DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023963 | 0.024408 | 0.02406 | 0.024422 | 0.024408
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Case 2: 10 Gbps Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Email2 0.023722 | 0.023499 | 0.023955 | 0.023706 | 0.023499
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001
Case 2: 10 Gbps Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client_DB_Entry 0.12313 0.12298 0.12302 0.12311 0.12296
Client_DB_Query 0.12934 0.12916 0.12917 0.12922 0.12921
Client_Email 0.45968 0.44607 0.44732 0.46247 0.44637

ReTsf’rﬁgse Client FTP_Download 0.19763 | 019881 | 0.19812 | 0.19761 0.199
Client_FTP_Upload 0.19255 0.19315 0.19295 0.19255 0.19313
Client HTTP_Object 0.024546 | 0.024474 | 0.024508 | 0.024545 | 0.024455
Client HTTP_Page 0.083091 | 0.082889 | 0.083102 | 0.083052 | 0.082858
Client_Email_Download_1 2.1815 3.5929 2.9512 2.1299 3.5929
Client_Email_Download_2 2.0375 3.2737 2.8258 2.1193 3.405

Email | Client Email_Download 3 1.9386 3.0106 2.8107 2.0464 3.2737
Client_Email_Download_4 1.9208 2.7238 2.6465 1.9817 3.0106
Client_Email_Download_5 1.9064 2.671 2.6298 1.8687 2.7238
CPU_DB 56.7300% | 53.9770% | 54.7530% | 56.7300% | 53.4280%
CPU_Emaill 18.6400% | 18.6740% | 18.6320% | 18.6400% | 18.7430%

Server | CPU_Email2 18.6380% | 18.5500% | 18.4560% | 18.6380% | 18.6790%
CPU_FTP 4.6590% | 4.7970% | 4.8210% | 4.6590% | 4.9140%
CPU_Appl 1.0890% | 1.0610% | 1.0650% | 1.0890% | 1.0510%
Ethernet_637 0.010569 | 0.010561 0.01055 | 0.010565 | 0.010593
Ethernet_637 0.010553 0.01053 | 0.010546 | 0.010539 | 0.010556
Ethernet_637 0.010541 | 0.010519 | 0.010536 | 0.010528 | 0.010532
Ethernet_637 0.01054 | 0.010507 | 0.010531 | 0.010528 | 0.010517

Delay Ethernet_637 0.010533 | 0.010497 0.01052 | 0.010522 | 0.010503
TCP_213 0.2782 0.23988 0.27064 0.2359%4 0.25023
TCP_213 0.24554 0.2342 0.22952 0.23507 0.25
TCP_213 0.22991 0.21312 0.22605 0.21339 0.24829
TCP_213 0.22486 0.19772 0.22559 0.21332 0.21897
TCP_213 0.22168 0.19244 0.21983 0.20496 0.21661
HTTP_Page Response_ 1 0.11309 0.1152 0.11707 0.11359 0.11823
HTTP_Page_Response_1 0.11273 0.11488 0.1136 0.11348 0.11544

HTTP | HTTP_Page_Response_1 0.11211 0.11442 0.11284 0.11334 0.11444
HTTP_Page_Response_1 0.112 0.11354 0.11268 0.11239 0.11434
HTTP_Page_Response_1 0.11153 0.11317 0.11263 0.11193 0.11348
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Case 2: 10 Gbps Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Appl 0.001182 | 0.001178 | 0.001179 | 0.001182 | 0.001178
App2 0.001181 | 0.001175 | 0.001175 | 0.001182 | 0.001169
App3 0.001178 | 0.001173 | 0.001176 | 0.001179 | 0.001175
ngfro"fr;a App4 0.001178 | 0.001173 | 0.00117 | 0.001181 | 0.001165
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023953 | 0.024194 | 0.024387 | 0.023963 0.0242
Email2 0.023698 | 0.023279 | 0.023741 | 0.023722 | 0.023581
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 2: 10 Ghps Performance (seconds, Runs 11 — 15

Report Metric 11 12 13 14 15
Client DB_Entry 0.123 0.12311 0.12301 0.12296 0.12311
Client DB_Query 0.1291 0.12925 0.12915 0.12921 0.12936
Client Email 0.43881 0.46174 0.44216 0.44637 0.45951
ReTsf’rﬁgse Client FTP_Download 0.19832 | 0.19763 | 0.19863 0199 |  0.1975
Client FTP_Upload 0.19296 0.19259 0.19296 0.19313 0.19261
Client HTTP_Object 0.024466 | 0.024526 | 0.024477 | 0.024455 0.02453
Client HTTP_ Page 0.082886 | 0.083038 | 0.082974 | 0.082858 | 0.083015
Client_Email_Download 1 3.5929 2.1299 3.5929 3.5929 2.1299
Client_Email_Download_2 3.2737 1.9501 3.405 3.405 2.0913
Email | Client Email_Download 3 3.0106 1.9419 3.2737 3.2737 2.0464
Client_Email_Download_4 2.6331 1.9388 3.0106 3.0106 1.9784
Client_Email_Download_5 2.6205 1.8687 3.0012 2.7238 1.9501
CPU DB 54.1750% | 56.3070% | 53.6950% | 53.4280% | 56.5410%
CPU_Emaill 18.5600% | 18.5010% | 18.6470% | 18.7430% | 18.5780%
Server | CPU_Email2 18.4410% | 18.4990% | 18.5990% | 18.6790% | 18.5760%
CPU_FTP 4.8120% | 4.6240% | 4.8470% | 4.9140% | 4.6440%
CPU_Appl 1.0640% | 1.0810% | 1.0570% | 1.0510% | 1.0860%
Ethernet 637 0.010547 | 0.010569 | 0.010584 | 0.010593 | 0.010561
Ethernet 637 0.010541 | 0.010544 | 0.010554 | 0.010556 | 0.010552
Ethernet 637 0.01512 | 0.010544 | 0.010537 | 0.010532 | 0.010539
Ethernet 637 0.010506 | 0.010537 | 0.010527 | 0.010517 | 0.010534
Delay Ethernet 637 0.010504 | 0.010529 | 0.010508 | 0.010503 | 0.010523
TCP_213 0.27849 0.24591 0.27301 0.25023 0.25606
TCP_213 0.22521 0.23692 0.24437 0.25 0.24537
TCP_213 0.21316 0.21359 0.21518 0.24829 0.23701
TCP_213 0.20491 0.21179 0.21387 0.21897 0.22888

139




Case 2: 10 Gbps Performance (seconds, Runs 11 — 15

Report Metric 11 12 13 14 15
TCP_ 213 0.20029 0.20722 0.20637 0.21661 0.21579
HTTP_Page_Response_1 0.11592 0.11414 0.1152 0.11823 0.11362
HTTP_Page Response_ 1 0.11434 0.11332 0.11442 0.11544 0.11327

HTTP HTTP_Page Response_ 1 0.11416 0.11255 0.11426 0.11444 0.11307
HTTP_Page_Response_1 0.11386 0.11244 0.11389 0.1144 0.11256
HTTP_Page_Response_1 0.1133 0.11157 0.11386 0.11348 0.11166
Appl 0.00118 | 0.001185 | 0.001176 | 0.001178 | 0.001185
App2 0.001172 | 0.001183 | 0.001174 | 0.001169 | 0.001183
App3 0.001173 | 0.001174 | 0.001172 | 0.001175 | 0.001176

ngfrovfr;a App4 0.001166 | 0.001173 | 0.001166 | 0.001165 | 0.001178
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.024375 | 0.024196 | 0.024166 0.0242 | 0.023926
Email2 0.023543 | 0.023774 | 0.023371 | 0.023581 | 0.023734
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 2: 10 Ghps Performance (seconds, Runs 16 — 20

Report Metric 16 17 18 19 20
Client DB_Entry 0.13202 0.12311 0.12313 0.12301 0.1231
Client_DB_Query 0.12917 0.12918 0.12932 0.12915 0.12921
Client Email 0.44732 0.45875 0.46254 0.44216 0.4537

ReTsf’rﬁgse Client FTP_Download 0.19812 | 019794 | 019773 | 0.19863 | 0.19817
Client FTP_Upload 0.19295 0.19254 0.19252 0.19296 0.19301
Client HTTP_Object 0.024508 | 0.024528 | 0.024552 | 0.024477 | 0.024531
Client HTTP_Page 0.083102 | 0.083086 | 0.083092 | 0.082974 | 0.083108
Client_Email_Download 1 2.9512 2.3896 2.2604 3.5929 3.2726
Client_Email_Download_2 2.8258 2.3033 2.1876 3.405 3.1915

Email | Client_Email_Download_3 2.8107 2.1048 2.0542 3.2737 2.5748
Client_Email_Download_4 2.6465 2.104 2.0478 3.0106 2.5702
Client_Email_Download_5 2.6298 2.1031 2.0456 3.0012 2.4702
CPU DB 54.7530% | 56.0960% | 56.4380% | 53.6950% | 55.2840%
CPU_Emaill 18.6320% | 18.6180% | 18.6940% | 18.6470% | 18.7900%

Server CPU_Email2 18.4560% | 18.5820% | 18.6620% | 18.5990% | 18.5990%
CPU_FTP 4.8210% | 4.6850% | 4.6150% | 4.8470% | 4.8310%
CPU_Appl 1.0650% | 1.0820% | 1.0840% | 1.0570% | 1.0770%
Ethernet 637 0.01055 | 0.010547 | 0.010589 | 0.010584 | 0.010559

Delay Ethernet 637 0.010546 | 0.010543 | 0.010545 | 0.010554 0.01053
Ethernet 637 0.010536 | 0.010535 | 0.010535 | 0.010537 0.01053
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Case 2: 10 Gbps Performance (seconds, Runs 16 — 20

Report Metric 16 17 18 19 20
Ethernet_637 0.010531 | 0.010534 | 0.010522 | 0.010527 | 0.010528
Ethernet_637 0.01052 | 0.010524 | 0.010521 | 0.010508 | 0.010514
TCP_213 0.27064 | 0.24109 0.24419 0.27301 0.24297
TCP_213 0.22952 0.22768 0.22533 0.24437 0.24015
TCP_213 0.22605 | 0.22759 0.22188 0.21518 0.23534
TCP_213 0.22559 | 0.21518 0.22047 0.21387 0.23371
TCP_213 0.21983 | 0.20955 0.21325 0.20637 0.23046
HTTP_Page_Response_1 0.11707 0.11464 0.11478 0.1152 0.11471
HTTP_Page_Response_1 0.1136 | 0.11448 0.11406 0.11442 0.11414

HTTP | HTTP_Page_Response_1 0.11284 | 0.11365 | 0.11396 | 0.11426 | 0.11407
HTTP_Page_Response_1 0.11268 | 0.11324 0.11302 0.11389 0.11368
HTTP_Page Response 1 0.11263 | 0.11318 0.11228 0.11386 0.11295
Appl 0.001179 | 0.001182 | 0.001181 | 0.001176 | 0.001177
App2 0.001175 | 0.00118 0.00118 | 0.001174 | 0.001177
App3 0.001176 | 0.001175 | 0.001178 | 0.001172 | 0.001178

ngfrovfr;a App4 0.00117 | 0.001172 | 0.00118 | 0.001166 | 0.001179

nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.024387 | 0.024319 | 0.023996 | 0.024166 0.02422
Email2 0.023741 | 0.023885 | 0.023942 | 0.023371 | 0.023706
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 2: 10Gbps Performance (seconds, combined stats)

Report Metric Average | Std Dev Var
Client_DB_Entry 0.123493 | 0.002009 | 4.03531E-06
Client DB_Query 0.129197 | 9.24E-05 | 8.53789E-09
Client_Email 0.451124 | 0.009996 | 9.99293E-05

Response .

Time Client FTP_Download 0.198283 | 0.000706 | 4.98588E-07
Client_ FTP_Upload 0.192913 | 0.000386 | 1.48801E-07
Client HTTP_Object 0.024499 | 5.04E-05 | 2.54405E-09
Client HTTP_Page 0.082994 0.00012 | 1.44665E-08
Client_Email_Download_1 3.072815 | 0.887754 0.78810764
Client_Email_Download_2 2.950625 | 0.876436 | 0.768140765
Email Client_Email_Download_3 2.78392 | 0.836063 | 0.699001383
Client_Email_Download_4 2.668985 | 0.812746 | 0.660556267
Client Email_Download_5 2.585605 | 0.772043 | 0.596050747
Server CPU_DB 54.660% | 0.022007 | 0.000484303
CPU_Emaill 18.688% | 0.001123 | 1.26091E-06
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Case 2: 10Gbps Performance (seconds, combined stats)

Report Metric Average | Std Dev Var
CPU_Email?2 18.618% | 0.001218 1.48318E-06
CPU_FTP 4.822% | 0.002269 5.14636E-06
CPU_Appl 1.069% | 0.000177 | 3.15053E-08
Ethernet_637 0.010561 | 2.24E-05 5.03042E-10
Ethernet 637 0.010521 9.1E-05 8.27233E-09
Ethernet_637 0.010758 | 0.001027 | 1.05447E-06
Ethernet_637 0.010521 | 1.86E-05 | 3.46576E-10

Delay Ethernet 637 0.01051 | 1.91E-05 3.63734E-10
TCP_213 0.255289 | 0.015714 | 0.000246923
TCP_ 213 0.238041 | 0.008774 7.69793E-05
TCP_213 0.227427 | 0.012703 0.00016137
TCP_213 0.218692 | 0.008853 | 7.83806E-05
TCP_213 0.21289 0.0094 8.8364E-05
HTTP_Page_Response 1 0.116283 | 0.003584 | 1.28423E-05
HTTP_Page_Response 1 0.114676 | 0.00196 | 3.84239E-06

HTTP HTTP_Page Response 1 0.114091 | 0.001642 | 2.69629E-06
HTTP_Page_Response 1 0.113705 | 0.001679 | 2.81847E-06
HTTP_Page_Response 1 0.113189 | 0.001546 | 2.39005E-06
Appl 0.001179 | 3.56E-06 1.26816E-11
App2 0.001176 | 4.95E-06 2.45368E-11
App3 0.001175 | 4.54E-06 2.05763E-11

Server App4 0.001172 | 6.69E-06 4.47868E-11

Performance | pgy 0.032769 | 7.12E-18 | 5.06824E-35

Emaill 0.024195 | 0.000172 2.96066E-08

Email2 0.023653 | 0.000185 | 3.42749E-08

FTP1 0.050001 | 1.42E-17 2.02729E-34
Case 3: ATCA Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client DB_Entry 0.12157 0.12113 0.12157 0.12153 0.12113
Client_ DB_Query 0.12742 | 0.12713 0.1275 | 0.12741 | 0.12713
Client_Email 0.47993 0.4631 0.47706 0.47538 0.4631

R?ﬁfﬂ‘;gse Client FTP_Download 0.18509 0.184 | 0.18504 | 0.18476 0.184
Client_FTP_Upload 0.18509 | 0.18582 0.18512 0.18505 0.18582
Client HTTP_Object 0.023761 0.02357 | 0.023745 0.02376 0.02357
Client HTTP_Page 0.080366 | 0.079658 | 0.080304 | 0.080286 | 0.079658
Client Email Download 1 2.4344 5.138 2.4325 3.2677 5.138

Email Client_Email_Download 2 2.0395 5.0998 2.2564 2.8517 5.0998
Client_Email_Download_3 1.9694 5.0921 2.0596 2.5741 5.0921
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Case 3: ATCA Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client_ Email_Download_4 1.94 4.8608 2.0395 2.5707 4.8608
Client Email_Download 5 1.9286 4.7453 1.9523 2.3531 4.7453
CPU_DB 56.8510% | 49.5010% | 56.3695% | 55.3700% | 49.5010%
CPU_Emaill 18.9780% | 19.2080% | 18.9770% | 18.8640% | 19.2080%
Server CPU_Email2 18.6830% | 18.7700% | 18.6230% | 18.4660% | 18.7700%
CPU_FTP 4.5900% | 5.3370% | 4.5980% | 4.7420% | 5.3370%
CPU_Appl 1.0890% | 1.0250% | 1.0900% | 1.0780% | 1.0250%
Ethernet_637 0.010101 | 0.01008 | 0.010104 | 0.010126 | 0.01008
Ethernet_637 0.010097 | 0.010019 | 0.010101 | 0.010072 | 0.010019
Ethernet 637 0.010095 | 0.010013 | 0.010097 | 0.010047 | 0.010013
Ethernet_637 0.010089 | 0.010002 | 0.010056 | 0.010046 | 0.010002
Delay Ethernet_637 0.010051 | 0.009993 | 0.010046 | 0.010039 | 0.009993
TCP_213 0.24756 0.3328 0.26419 0.29297 0.3328
TCP_213 0.245 0.28128 0.23438 0.26798 0.28128
TCP_213 0.21523 | 0.27948 | 0.23001 | 0.23269 | 0.27948
TCP_213 0.20472 0.27675 0.22629 0.22863 0.27675
TCP_213 0.20115 0.26013 0.21398 0.20593 0.26013
HTTP_Page Response 1 0.10969 0.1219 0.10958 0.11433 0.1219
HTTP_Page_Response_1 0.10669 0.11504 0.1066 0.11064 0.11504
HTTP HTTP_Page_Response_1 0.10645 0.11308 0.10646 0.10913 0.11308
HTTP_Page Response 1 0.1063 0.11293 0.10607 0.10767 0.11293
HTTP_Page_Response_1 0.10616 0.11079 0.10592 0.10733 0.11079
Appl 0.001178 | 0.001153 | 0.001176 | 0.001174 | 0.001153
App2 0.001182 | 0.001166 | 0.001182 | 0.001182 | 0.001166
App3 0.001179 0.00117 | 0.001177 | 0.001179 0.00117
P;efro"fr;a App4 0.00118 | 0.001151 | 0.001179 | 0.001177 | 0.001151
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023469 | 0.02382 | 0.023482 | 0.023608 | 0.02382
Email2 0.024234 | 0.024152 | 0.024326 | 0.023908 | 0.024152
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 3: ATCA Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client_ DB_Entry 0.12152 0.12149 0.12154 0.12157 0.12146
Client DB_Query 0.12762 | 0.12737 | 0.12744 | 0.12742 0.1273
Client_Email 0.47732 0.473 0.4775 0.47993 0.4702
R‘?ﬁf’nﬂgse Client_ FTP_Download 0.18507 | 0.18431 | 0.18442 | 0.18509 | 0.18414
Client_FTP_Upload 0.185 | 0.18564 | 0.18541 | 0.18509 | 0.18556
Client HTTP_Object 0.023734 | 0.023687 0.02371 | 0.023761 | 0.023648
Client HTTP_Page 0.080287 | 0.080105 0.08012 | 0.080366 | 0.079946
Client_Email_Download_1 2.3233 3.3374 3.1513 2.4344 3.7183
Email | Client_ Email Download 2 2.0395 3.3032 2.9815 2.0395 3.2337
Client_Email_Download_3 2.0203 3.2337 2.9137 1.9694 3.0508
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Case 3: ATCA Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client_ Email_Download_4 1.9618 3.0119 2.5741 1.94 3.0119
Client_Email_Download_5 1.94 2.9893 2.3393 1.9086 2.6476
CPU_DB 56.8510% | 54.0120% | 54.7940% | 56.8510% | 53.6090%
CPU_Emaill 18.9780% | 18.7810% | 18.8230% | 18.9780% | 18.8840%

Server | CPU_Email2 18.6830% | 18.5590% | 18.6040% | 18.6830% | 18.7190%
CPU_FTP 4.5900% | 4.9300% | 4.8430% | 4.5900% | 4.9790%
CPU_Appl 1.0890% | 1.0700% | 1.0770% | 1.0890% | 1.0680%
Ethernet 637 0.010114 | 0.010157 | 0.010148 | 0.010101 0.01014
Ethernet_637 0.010106 | 0.010126 | 0.010125 | 0.010097 | 0.010123
Ethernet 637 0.01009 | 0.010045 0.01009 | 0.010095 0.0101
Ethernet_637 0.010086 | 0.010039 | 0.010056 | 0.010089 | 0.010083

Delay Ethernet_637 0.010055 | 0.010037 | 0.010055 | 0.010051 | 0.010062
TCP_213 0.25309 0.25943 0.24423 0.24756 0.26259
TCP_213 0.24099 0.24434 0.24179 0.245 0.23645
TCP_213 0.2341 | 0.23525 | 0.23337 | 0.21523 | 0.22039
TCP_213 0.22566 0.23205 0.211 0.20472 0.19569
TCP_213 0.22546 0.21558 0.18451 0.20115 0.19293
HTTP_Page Response 1 0.10903 0.11662 0.1155 0.10969 0.11564
HTTP_Page_Response_1 0.10693 0.11356 0.10999 0.10669 0.11356

HTTP HTTP_Page_Response_1 0.10684 0.10843 0.10766 0.10645 0.10886
HTTP_Page Response 1 0.10662 0.10785 0.10757 0.1063 0.10862
HTTP_Page_Response_1 0.10607 0.10764 0.10682 0.10616 0.10842
Appl 0.001175 | 0.001163 | 0.001166 | 0.001178 | 0.001159
App2 0.001181 | 0.001176 | 0.001183 | 0.001182 | 0.001176
App3 0.001178 | 0.001176 | 0.00117 | 0.001179 | 0.001167

P;efro"fr;a App4 0.001178 | 0.001168 | 0.001176 | 0.00118 | 0.001169
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023442 | 0.02362 | 0.023974 | 0.023469 | 0.024015
Email2 0.024238 | 0.023876 | 0.024299 | 0.024234 0.0246
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 3: ATCA Server Performance (seconds, Runs 11 — 15)

Report Metric 11 12 13 14 15
Client_ DB_Entry 0.1215 0.1216 0.12154 0.12146 0.12153
Client DB_Query 0.12736 0.12743 0.12729 0.1273 0.12769
Client_Email 0.4717 0.47883 0.4696 0.4702 0.48113

R‘?ﬁf’nﬂgse Client_ FTP_Download 018421 | 0.18512 | 0.18429 | 0.18414 | 0.18514
Client FTP_Upload 0.18545 0.185 | 0.18557 | 0.18556 | 0.18505
Client HTTP_Object 0.023688 | 0.023718 | 0.023658 | 0.023648 | 0.023725
Client HTTP_Page 0.080027 | 0.080252 | 0.080002 | 0.079946 | 0.080272
Client_Email_Download_1 3.3032 2.4325 3.3452 3.7183 2.3392

Email Client_Email_Download_2 3.2499 2.0596 3.3374 3.2337 2.0395

Client_Email_Download_3 3.1513 2.0088 3.3032 3.0508 1.9694
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Case 3: ATCA Server Performance (seconds, Runs 11 — 15)

Report Metric 11 12 13 14 15
Client_ Email_Download 4 2.9137 1.9628 3.0119 3.0119 1.94
Client_Email_Download 5 2.5967 1.927 2.9671 2.6476 1.9286
CPU DB 54.1700% | 57.1720% | 53.8130% | 53.6090% | 56.9940%
CPU_Emaill 18.8840% | 18.8360% | 18.7990% | 18.8840% | 18.9150%

Server | CPU_Email2 18.4320% | 18.5440% | 18.5900% | .18.719 | 18.6210%
CPU_FTP 4.8890% | 4.5560% | 4.9390% | 4.6760% | 4.5750%
CPU_Appl 1.0700% | 1.0800% | 1.0710% | 1.0680% | 1.0850%
Ethernet 637 0.010143 | 0.010113 | 0.01015 | 0.01014 | 0.010115
Ethernet 637 0.010132 | 0.010103 | 0.010115 | 0.010123 | 0.010098
Ethernet 637 0.010052 | 0.010087 | 0.010098 0.0101 | 0.010092
Ethernet 637 0.010051 | 0.010085 | 0.01009 | 0.010083 | 0.010087

Delay Ethernet 637 0.010029 | 0.010066 | 0.010057 | 0.010062 | 0.010052
TCP 213 0.26533 0.2589 | 0.27554 | 0.26259 | 0.27836
TCP 213 0.26519 0.2166 | 0.23947 | 0.23645 | 0.26407
TCP 213 0.25749 | 0.21618 | 0.23496 | 0.22039 | 0.23824
TCP 213 0.22023 | 0.20873 | 0.21905 | 0.19569 | 0.23768
TCP 213 0.2157 | 0.20834 | 0.21267 | 0.19293 | 0.22041
HTTP_Page Response 1 0.11419 0.10924 0.11564 0.11564 0.10935
HTTP_Page Response 1 0.11356 | 0.10668 | 0.11356 | 0.11356 | 0.10689

HTTP | HTTP_Page Response 1 0.10917 | 0.10616 | 0.10868 | 0.10886 | 0.10584
HTTP_Page Response 1 0.10879 0.1059 | 0.10866 | 0.10862 | 0.10573
HTTP_Page Response 1 0.10798 | 0.10576 | 0.10842 | 0.10842 | 0.10568
Appl 0.001162 | 0.001173 | 0.001161 | 0.001159 | 0.001174
App2 0.00118 | 0.001182 | 0.001177 | 0.001176 | 0.001179
App3 0.001168 | 0.001179 | 0.001174 | 0.001167 | 0.001181

P;efro"fr;a App4 0.001174 | 0.001176 | 0.001167 | 0.001169 | 0.001175

nee DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023808 | 0.023523 | 0.02363 | 0.024015 | 0.23354
Email2 0.024308 | 0.024303 | 0.023928 0.0246 | 0.024271
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 3: ATCA Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client_ DB_Entry 0.12154 | 0.12158 0.12158 | 0.12154 | 0.12153
Client DB_Query 0.12744 0.1274 0.12753 | 0.12729 | 0.12741
Client_Email 0.04775 | 0.47465 0.47964 0.4696 | 0.47538

R‘?ﬁf’nﬂgse Client_ FTP_Download 0.18442 | 0.18506 | 0.18508 | 0.18429 | 0.18476
Client FTP_Upload 0.18541 | 0.18507 0.18516 | 0.18557 | 0.18505
Client HTTP_Object 0.02371 | 0.02371 | 0.023742 | 0.023658 | 0.02376
Client HTTP_Page 0.083374 | 0.080222 | 0.080285 | 0.080002 | 0.080286
Client_Email_Download_1 3.1513 2.5491 2.3392 3.3452 0.32677

Email Client_Email_Download_2 2.9815 2.1467 2.2304 3.3374 2.8517
Client_Email_Download_3 2.9137 2.111 2.1403 3.3032 2.5741
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Case 3: ATCA Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client_ Email_Download_4 2.5741 2.0865 2.0088 3.0119 2.5707
Client Email_Download 5 2.3393 2.0673 1.9523 2.9671 2.3531
CPU_DB 54.7940% | 56.2120% | 56.6340% | 53.8130% | 55.3700%
CPU_Emaill 18.8230% | 19.0370% | 19.0480% | 18.7990% | 18.8640%
Server | CPU_Email2 18.6040% | 18.5340% | 18.6600% | 18.5900% | 18.4660%
CPU_FTP 4.8430% | 4.6450% | 458.7000% | 4.9390% | 4.7420%
CPU_Appl 1.0770% | 1.0930% 1.0910% | 1.0710% | 1.0780%
Ethernet 637 0.010148 | 0.010109 0.010097 0.01015 | 0.010126
Ethernet 637 0.010125 | 0.010102 0.010089 | 0.010115 | 0.010072
Ethernet 637 0.01009 | 0.010073 0.010069 | 0.010098 | 0.010047
Ethernet 637 0.010056 | 0.01007 0.010066 0.01009 | 0.010046
Delay Ethernet_637 0.010055 | 0.010044 0.010061 | 0.010057 | 0.010039
TCP_213 0.24423 0.23056 0.2849 0.27554 0.29297
TCP_213 0.24179 0.22587 0.23194 0.23947 0.26798
TCP_213 0.23337 0.21296 0.22548 0.23496 0.23269
TCP_213 0.211 0.21159 0.21854 0.21905 0.22863
TCP_213 0.18451 0.19911 0.2168 0.21267 0.20593
HTTP_Page Response 1 0.1155 | 0.011192 0.10948 0.11564 0.11433
HTTP_Page_Response_1 0.10999 0.10978 0.10769 0.11356 0.11064
HTTP HTTP_Page_Response_1 0.10766 0.10746 0.10621 0.10868 0.10913
HTTP_Page Response 1 0.10757 0.10578 0.1062 0.10866 0.10767
HTTP_Page_Response_1 0.10682 0.10566 0.10591 0.10842 0.10733
Appl 0.001166 | 0.001171 0.001174 | 0.001161 | 0.001174
App2 0.001183 | 0.001182 0.001183 | 0.001177 | 0.001182
App3 0.00117 | 0.001179 0.001177 | 0.001174 | 0.001179
P;efro"fr;a App4 0.001176 | 0.001173 | 0.001179 | 0.001167 | 0.001177
nce DB1 0.032769 | 0.032769 0.032769 | 0.032769 | 0.032769
Emaill 0.023974 | 0.023598 0.02362 0.02363 | 0.023608
Email2 0.024299 | 0.024461 0.024393 | 0.023928 | 0.023908
FTP1 0.050001 | 0.050001 0.050001 | 0.050001 | 0.050001
Case 2: ATCA Server Performance (seconds, combined stats)
Report Metric Average | Std Dev Var
Client_DB_Entry 0.121496 | 0.000131 | 1.70366E-08
Client_DB_Query 0.127394 | 0.000137 | 1.87516E-08
Client_ Email 0.45275 | 0.095472 | 0.009114868
ReTsf’nﬂgse Client_ FTP_Download 0.184622 | 0.000434 | 1.88266E-07
Client_FTP_Upload 0.185325 | 0.000284 | 8.06682E-08
Client HTTP_Object 0.023698 | 5.8E-05 | 3.35877E-09
Client HTTP_Page 0.080288 | 0.000756 | 5.71732E-07
Client_Email_Download_1 3.011264 | 1.043719 | 1.089348791
Email Client_Email_Download_2 2.92062 | 0.90833 | 0.825062894
Client_Email_Download_3 2.82505 | 0.927029 | 0.859382988
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Case 2: ATCA Server Performance (seconds, combined stats)

Report Metric Average | Std Dev Var
Client_Email_Download_4 2.69319 | 0.859804 | 0.739263322
Client Email_Download 5 2.564775 | 0.835218 | 0.697589307
CPU_DB 54.815% | 0.022182 | 0.000492042
CPU_Emaill 18.928% | 0.001241 | 1.53975E-06
Server CPU_Email2 18.611% | 0.000968 | 9.36737E-07
CPU _FTP 27.502% | 1.014937 | 1.030097891
CPU_Appl 1.074% | 0.000188 | 3.53221E-08
Ethernet 637 0.010122 | 2.4E-05 | 5.78305E-10
Ethernet 637 0.010098 | 3.18E-05 | 1.01352E-09
Ethernet_637 0.010075 | 2.85E-05 | 8.11629E-10
Ethernet 637 0.010064 | 2.73E-05 | 7.44042E-10
Delay Ethernet_637 0.010045 | 2.02E-05 | 4.09747E-10
TCP_213 0.270307 | 0.02702 | 0.000730073
TCP_213 0.247366 | 0.017842 | 0.000318333
TCP_213 0.234098 | 0.018691 | 0.000349363
TCP_213 0.222623 | 0.021758 | 0.000473398
TCP_213 0.211501 | 0.020081 | 0.000403247
HTTP_Page Response 1 0.108704 | 0.023285 | 0.000542203
HTTP_Page Response 1 0.110533 | 0.00317 | 1.0051E-05
HTTP HTTP_Page Response 1 0.108215 | 0.00202 | 4.07918E-06
HTTP_Page Response 1 0.107822 | 0.002052 | 4.21005E-06
HTTP_Page Response 1 0.107325 | 0.001557 | 2.42316E-06
Appl 0.001168 | 8.16E-06 | 6.65789E-11
App2 0.001179 | 5.07E-06 | 2.57132E-11
App3 0.001175 | 4.74E-06 2.245E-11
Server App4 0.001172 | 8.4E-06 | 7.05158E-11
Performance | DB1 0.032769 | 7.12E-18 | 5.06824E-35
Emaill 0.034183 | 0.046924 | 0.002201871
Email2 0.024221 | 0.000219 | 4.79611E-08
FTP1 0.050001 | 1.42E-17 | 2.02729E-34

Case 4: High End Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client_ DB_Entry 0.12157 0.12113 0.12157 0.12153 0.12113
Client DB_Query 0.12742 | 0.12713 0.1275 | 0.12741 | 0.12713
Client_Email 0.47993 0.4631 0.47706 0.47538 0.4631

R‘?ﬁf’nﬂgse Client_ FTP_Download 0.18509 0.184 | 0.18504 | 0.18476 0.184
Client_FTP_Upload 0.18509 0.18582 0.18512 0.18505 0.18582
Client_ HTTP_Object 0.023761 0.02357 | 0.023745 0.02376 0.02357
Client HTTP_Page 0.080366 | 0.079658 | 0.080304 | 0.080286 | 0.079658
Client_Email_Download_1 2.4344 5.138 2.4325 3.2677 5.138

Email Client Email_Download_2 2.0395 5.0998 2.2564 2.8517 5.0998
Client_Email_Download_3 1.9694 5.0921 2.0596 2.5741 5.0921
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Case 4: High End Server Performance (seconds, Runs 1 —5)

Report Metric 1 2 3 4 5
Client_ Email_Download_4 1.94 4.8606 2.0395 2.5707 4.8608
Client Email_Download 5 1.9286 4.7453 1.9523 2.3531 4.7453
CPU_DB 56.8510% | 49.5010% | 56.6950% | 55.3700% | 49.5010%
CPU_Emaill 18.9780% | 19.2080% | 18.9770% | 18.8640% | 19.2080%
Server CPU_Email2 18.6830% | 18.7700% | 18.6230% | 18.4660% | 18.7700%
CPU_FTP 4.5900% | 5.3370% | 4.5980% | 4.7420% | 5.3370%
CPU_Appl 1.0890% | 1.0250% | 1.0900% | 1.0780% | 1.0250%
Ethernet_637 0.010101 | 0.01008 | 0.010104 | 0.010126 | 0.01008
Ethernet_637 0.010097 | 0.010019 | 0.010101 | 0.010072 | 0.010019
Ethernet 637 0.010095 | 0.010013 | 0.010097 | 0.010047 | 0.010013
Ethernet_637 0.010089 | 0.010002 | 0.010056 | 0.010046 | 0.010002
Delay Ethernet_637 0.010051 | 0.009993 | 0.010046 | 0.010039 | 0.009993
TCP_213 0.24756 0.3328 0.26419 0.29297 0.3328
TCP_213 0.245 0.28218 0.23438 0.26798 0.28128
TCP_213 0.21523 | 0.27948 | 0.23001 | 0.23269 | 0.27948
TCP_213 0.20472 0.27675 0.22629 0.22863 0.27675
TCP_213 0.20115 0.26013 0.21398 0.20593 0.26013
HTTP_Page Response 1 0.10969 0.1219 0.10958 0.11433 0.1219
HTTP_Page_Response_1 0.10669 0.11504 0.1066 0.11064 0.11504
HTTP HTTP_Page_Response_1 0.10645 0.11308 0.10646 0.10913 0.11308
HTTP_Page Response 1 0.1063 0.11293 0.10607 0.10767 0.11293
HTTP_Page_Response_1 0.10616 0.11079 0.10592 0.10733 0.11079
Appl 0.001178 | 0.001153 | 0.001176 | 0.001174 | 0.001153
App2 0.001182 | 0.001166 | 0.001182 | 0.001182 | 0.001166
App3 0.001179 0.00117 | 0.001177 | 0.001179 0.00117
P;efro"fr;a App4 0.00118 | 0.001151 | 0.001179 | 0.001177 | 0.001151
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023469 | 0.02382 | 0.023482 | 0.023608 | 0.02382
Email2 0.024234 | 0.024152 | 0.024326 | 0.023908 | 0.024152
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 4: High End Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client_ DB_Entry 0.12152 0.12149 0.12154 0.12157 0.12146
Client DB_Query 0.12762 | 0.12737 | 0.12744 | 0.12742 0.1273
Client_Email 0.47732 0.473 0.4775 0.47993 0.4702
R‘?ﬁf’nﬂgse Client_ FTP_Download 0.18507 | 0.18431 | 0.18442 | 0.18509 | 0.18414
Client_FTP_Upload 0.185 | 0.18564 | 0.18541 | 0.18509 | 0.18556
Client HTTP_Object 0.023734 | 0.023687 0.02371 | 0.023761 | 0.023648
Client HTTP_Page 0.080287 | 0.080105 0.08012 | 0.080366 | 0.079946
Client_Email_Download_1 2.3233 3.3374 3.1513 2.4344 3.7183
Email | Client_ Email Download 2 2.0395 3.3032 2.9815 2.0395 3.2337
Client_Email_Download_3 2.0203 3.2337 2.9137 1.9694 3.0508
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Case 4: High End Server Performance (seconds, Runs 6 — 10)

Report Metric 6 7 8 9 10
Client_ Email_Download 4 1.9618 3.0119 2.5741 1.94 3.0119
Client_Email_Download 5 1.94 2.9893 2.3393 1.9286 2.6476
CPU DB 56.8510% | 54.0120% | 54.7940% | 56.8510% | 53.6090%
CPU_Emaill 18.9780% | 18.7810% | 18.8230% | 18.9780% | 18.8840%

Server | CPU_Email2 18.6830% | 18.5590% | 18.6040% | 18.6830% | 18.7190%
CPU_FTP 4.5900% | 4.9300% | 4.8430% | 4.5900% | 4.9790%
CPU_Appl 1.0890% | 1.0700% | 1.0770% | 1.0890% | 1.0680%
Ethernet 637 0.010114 | 0.010157 | 0.010148 | 0.010101 | 0.01014
Ethernet 637 0.010106 | 0.010126 | 0.010125 | 0.010097 | 0.010123
Ethernet 637 0.01009 | 0.010045 | 0.01009 | 0.010095 0.0101
Ethernet 637 0.010086 | 0.010039 | 0.010056 | 0.010089 | 0.010083

Delay Ethernet 637 0.010055 | 0.010037 | 0.010055 | 0.010051 | 0.010062
TCP 213 0.25309 | 0.25943 | 0.24423 | 0.24756 | 0.26259
TCP 213 0.24099 | 0.24434 | 0.24179 0.245 | 0.23645
TCP 213 0.2341 | 0.23525 | 0.23337 | 0.21523 | 0.22039
TCP 213 0.22566 | 0.23205 0.211 | 0.20472 | 0.19569
TCP 213 0.22546 | 0.21558 | 0.18451 | 0.20115 | 0.19293
HTTP_Page Response 1 0.10903 0.11662 0.1155 0.10969 0.11564
HTTP_Page Response 1 0.10693 | 0.11356 | 0.10999 | 0.10669 | 0.11356

HTTP | HTTP_Page Response 1 0.10684 | 0.10843 | 0.10766 | 0.10645 | 0.10886
HTTP_Page Response 1 0.10662 0.10785 0.10757 0.1063 0.10862
HTTP_Page Response 1 0.10607 | 0.10764 | 0.10682 | 0.10616 | 0.10842
Appl 0.001175 | 0.001163 | 0.001166 | 0.001178 | 0.001159
App2 0.001181 | 0.001176 | 0.001183 | 0.001182 | 0.001176
App3 0.001178 | 0.001176 | 0.00117 | 0.001179 | 0.001167

P;efro"fr;a App4 0.001178 | 0.001168 | 0.001176 | 0.00118 | 0.001169

nee DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023442 | 0.02362 | 0.023974 | 0.023469 | 0.024015
Email2 0.024238 | 0.023876 | 0.024299 | 0.024234 0.0246
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 4: High End Server Performance (seconds, Runs 11 — 15)

Report Metric 11 12 13 14 15
Client_ DB_Entry 0.1215 0.1216 | 0.12154 | 0.12146 | 0.12153
Client DB_Query 0.12736 | 0.12743 | 0.12729 0.1273 | 0.12769
Client_Email 0.4717 | 0.47883 0.4696 0.4702 | 0.48113

R‘?ﬁf’nﬂgse Client_ FTP_Download 018421 | 0.18512 | 0.18429 | 0.18414 | 0.18514
Client FTP_Upload 0.18545 0.185 | 0.18557 | 0.18556 | 0.18505
Client HTTP_Object 0.023688 | 0.023718 | 0.023658 | 0.023648 | 0.023725
Client HTTP_Page 0.080027 | 0.080252 | 0.080002 | 0.079946 | 0.080272
Client_Email_Download_1 3.3032 2.4325 3.3452 3.7183 2.3392

Email Client_Email_Download_2 3.2499 2.0596 3.3374 3.2337 2.0395
Client_Email_Download_3 3.1513 2.0088 3.3032 3.0508 1.9694
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Case 4: High End Server Performance (seconds, Runs 11 — 15)

Report Metric 11 12 13 14 15
Client_ Email_Download 4 2.9137 1.9628 3.0119 3.0119 1.94
Client_Email_Download 5 2.5967 1.927 2.9671 2.6476 1.9286
CPU DB 54.1700% | 57.1720% | 53.8130% | 53.6090% | 56.9940%
CPU_Emaill 18.8840% | 18.8360% | 18.7990% | 18.8840% | 18.9150%

Server | CPU_Email2 18.4320% | 18.5440% | 18.5900% | 18.7190% | 18.6210%
CPU_FTP 4.8990% | 4.5560% | 4.9390% | 4.9790% | 4.5750%
CPU_Appl 1.0700% | 1.0800% | 1.0710% | 1.0680% | 1.0850%
Ethernet 637 0.010143 | 0.010113 | 0.01015 | 0.01014 | 0.010115
Ethernet 637 0.010132 | 0.010103 | 0.010115 | 0.010123 | 0.010098
Ethernet 637 0.010052 | 0.010087 | 0.010098 0.0101 | 0.010092
Ethernet 637 0.010051 | 0.010085 | 0.01009 | 0.010083 | 0.010087

Delay Ethernet 637 0.010029 | 0.010066 | 0.010057 | 0.010062 | 0.010052
TCP 213 0.26533 0.2589 | 0.27554 | 0.26259 | 0.27836
TCP 213 0.26519 0.2166 | 0.23947 | 0.23645 | 0.26407
TCP 213 0.25749 | 0.21618 | 0.23496 | 0.22039 | 0.23824
TCP 213 0.22023 | 0.20873 | 0.21905 | 0.19569 | 0.23768
TCP 213 0.2157 | 0.20834 | 0.21267 | 0.19293 | 0.22041
HTTP_Page Response 1 0.11419 0.10924 0.11564 0.11564 | 0.010935
HTTP_Page Response 1 0.11356 | 0.10668 | 0.11356 | 0.11356 | 0.10689

HTTP | HTTP_Page Response 1 0.10917 | 0.10616 | 0.10868 | 0.10886 | 0.10584
HTTP_Page Response 1 0.10879 0.1059 | 0.10866 | 0.10862 | 0.10573
HTTP_Page Response 1 0.10798 | 0.10576 | 0.10842 | 0.10842 | 0.10568
Appl 0.001162 | 0.001173 | 0.001161 | 0.001159 | 0.001174
App2 0.00118 | 0.001182 | 0.001177 | 0.001176 | 0.001179
App3 0.001168 | 0.001179 | 0.001174 | 0.001167 | 0.001181

P;efro"fr;a App4 0.001174 | 0.001176 | 0.001167 | 0.001169 | 0.001175

nee DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023808 | 0.023523 | 0.02363 | 0.024015 | 0.023354
Email2 0.024308 | 0.024303 | 0.023928 0.0246 | 0.024271
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001

Case 4: High End Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client_ DB_Entry 0.12154 | 0.12158 | 0.12158 | 0.12154 | 0.12153
Client DB_Query 0.12744 0.1274 | 0.12753 | 0.12729 | 0.12741
Client_Email 0.4775 | 0.47465 | 0.47964 0.4696 | 0.47538

R‘?ﬁf’nﬂgse Client_ FTP_Download 0.18442 | 0.18506 | 0.18508 | 0.18429 | 0.18476
Client FTP_Upload 0.18541 | 0.18507 | 0.18516 | 0.18557 | 0.18505
Client HTTP_Object 0.02371 | 0.02371 | 0.023742 | 0.023658 | 0.02376
Client HTTP_Page 0.08012 | 0.080222 | 0.080285 | 0.080002 | 0.080286
Client_ Email_Download 1 3.1513 2.5491 2.3392 3.3452 3.2677

Email Client_Email_Download_2 0.29815 2.1467 2.304 3.3374 3.8517
Client_Email_Download_3 2.9137 2.111 2.1403 3.3032 2.5741
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Case 4: High End Server Performance (seconds, Runs 16 — 20)

Report Metric 16 17 18 19 20
Client_ Email_Download_4 2.5741 2.0865 2.0088 3.0119 2.5707
Client Email_Download 5 2.3393 2.0673 1.9523 2.9671 2.3531
CPU_DB 54.7940% | 56.2120% | 56.6340% | 53.8130% | 53.3700%
CPU_Emaill 18.8230% | 19.0370% | 19.0480% | 18.7990% | 18.8640%
Server | CPU_Email2 18.6040% | 18.5340% | 18.6600% | 18.5900% | 18.4660%
CPU_FTP 4.8430% | 4.6450% | 4.5870% | 4.9390% | 4.7420%
CPU_Appl 1.0770% | 1.0930% | 1.0910% | 1.0710% | 1.0780%
Ethernet 637 0.010148 | 0.010109 | 0.010097 0.01015 | 0.010126
Ethernet 637 0.010125 | 0.010102 | 0.010089 | 0.010115 | 0.010072
Ethernet 637 0.01009 | 0.010073 | 0.010069 | 0.010098 | 0.010047
Ethernet_637 0.010056 | 0.01007 | 0.010066 0.01009 | 0.010046
Delay Ethernet_637 0.010055 | 0.010044 | 0.010061 | 0.010057 | 0.010039
TCP_213 0.24423 0.23056 0.2849 0.27554 0.29297
TCP_213 0.24179 0.22587 0.23194 0.23947 0.26798
TCP_213 0.23337 0.21296 0.22548 0.23496 0.23269
TCP_213 0.211 0.21159 0.21854 0.21905 0.22863
TCP_213 0.18451 0.19911 0.2168 0.21267 0.20593
HTTP_Page Response 1 0.1155 0.11192 0.10948 0.11564 0.11433
HTTP_Page_Response_1 0.10999 0.10978 0.10769 0.11356 0.11064
HTTP HTTP_Page_Response_1 0.10766 0.10746 0.10621 0.10868 0.10913
HTTP_Page Response 1 0.10757 0.10578 0.1062 0.10866 0.10767
HTTP_Page_Response_1 0.10682 0.10566 0.10591 0.10842 0.10733
Appl 0.001166 | 0.001176 | 0.001174 | 0.001161 | 0.001174
App2 0.001183 | 0.001182 | 0.001183 | 0.001177 | 0.001182
App3 0.00117 | 0.001179 | 0.001177 | 0.001174 | 0.001179
P;efro"fr;a App4 0.001176 | 0.001173 | 0.001179 | 0.001167 | 0.001177
nce DB1 0.032769 | 0.032769 | 0.032769 | 0.032769 | 0.032769
Emaill 0.023974 | 0.023598 0.02362 0.02363 | 0.023608
Email2 0.024299 | 0.024461 | 0.024393 | 0.023928 | 0.023908
FTP1 0.050001 | 0.050001 | 0.050001 | 0.050001 | 0.050001
Case 2: ATCA Server Performance (seconds, combined stats)
Report Metric Average Std Dev Var
Client_DB_Entry 0.1214955 | 0.00013052 | 1.70366E-08
Client DB_Query 0.127394 | 0.00013694 | 1.87516E-08
Client_ Email 0.4742375 | 0.00531039 | 2.82002E-05
R?ﬁf’nﬂre‘se Client_ FTP_Download 0.1846215 | 0.0004339 | 1.88266E-07
Client_FTP_Upload 0.1853245 | 0.00028402 | 8.06682E-08
Client HTTP_Object 0.02369815 | 5.7955E-05 | 3.35877E-09
Client HTTP_Page 0.0801255 | 0.00021021 | 4.41896E-08
Client_Email_Download_1 3.15831 | 0.83111934 | 0.690759363
Email Client_Email_Download_2 2.8401325 | 1.10468498 | 1.220328913
Client_Email_Download_3 2.82505 | 0.92702912 | 0.859382988
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Case 2: ATCA Server Performance (seconds, combined stats)

Report Metric Average Std Dev Var
Client_Email_Download_4 2.69318 | 0.8597777 | 0.73921769
Client_Email_Download_5 2.565775 | 0.83440271 | 0.696227886
CPU_DB 54.731% | 0.02250663 | 0.000506548
CPU_Emaill 18.928% | 0.00124087 | 1.53975E-06

Server CPU_Email2 18.616% | 0.00097273 | 9.46211E-07
CPU _FTP 4.812% | 0.00236906 | 5.61246E-06
CPU_App1 1.074% | 0.00018794 | 3.53221E-08
Ethernet 637 0.0101221 | 2.4048E-05 | 5.78305E-10
Ethernet_637 0.01009795 | 3.1836E-05 | 1.01352E-09
Ethernet_637 0.01007455 | 2.8489E-05 | 8.11629E-10
Ethernet_637 0.0100636 | 2.7277E-05 | 7.44042E-10

Delay Ethernet_637 0.0100452 | 2.0242E-05 | 4.09747E-10
TCP_213 0.270307 | 0.02701987 | 0.000730073
TCP_213 0.247411 | 0.01793284 | 0.000321587
TCP_213 0.2340975 | 0.01869127 | 0.000349363
TCP_213 0.2226225 | 0.0217577 | 0.000473398
TCP_213 0.211501 | 0.02008101 | 0.000403247
HTTP_Page Response 1 0.10881975 | 0.02335278 | 0.000545352
HTTP_Page Response_1 0.1105325 | 0.00317033 | 1.0051E-05

HTTP HTTP_Page Response_1 0.1082145 | 0.0020197 | 4.07918E-06
HTTP_Page Response 1 0.107822 | 0.00205184 | 4.21005E-06
HTTP_Page Response 1 0.107325 | 0.00155665 | 2.42316E-06
Appl 0.00116775 | 8.3469E-06 | 6.96711E-11
App2 0.00117885 | 5.0708E-06 | 2.57132E-11
App3 0.00117465 | 4.7381E-06 2.245E-11

Server App4 0.0011721 | 8.3974E-06 | 7.05158E-11

Performance | DB1 0.032769 | 7.1192E-18 | 5.06824E-35

Emaill 0.02367395 | 0.00020485 | 4.19622E-08

Email2 0.0242209 0.000219 | 4.79611E-08

FTP1 0.050001 | 1.4238E-17 | 2.02729E-34

CPU Utilization

Case 1: Baseline Server Case 2: 10Gbps
Run Email_ Email_
DB Email 1 | Email 2 Avg DB Email 1 | Email 2 Avg
56.8510 [ 18.9780 | 18.6830 18.8305 | 56.7300 | 18.6400 18.6380 18.6390
1 % % % % % % % %
49.5010 | 19.2080 | 18.7700 18.9890 | 49.2910 | 18.9400 18.9020 18.9210
2 % % % % % % % %
56.6950 | 18.9770 | 19.6230 19.3000 | 56.5680 | 18.7120 18.6710 18.6915
3 % % % % % % % %
55.3700 | 18.8640 | 18.4660 18.6650 | 55.2840 | 18.7900 18.5990 18.6945
4 % % % % % % % %
49,5010 | 19.2080 | 18.7700 18.9890 | 49.2910 | 18.9400 18.9020 18.9210
5 % % % % % % % %
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CPU Utilization

Case 1: Baseline Server

Case 2: 10Ghps

Run Email_ Email_
DB Email 1 | Email 2 Avg DB Email 1 | Email 2 Avg

56.8510 | 18.9780 | 18.6830 18.8305 | 56.7300 | 18.6400 18.6380 18.6390

6 % % % % % % % %
54.0120 | 18.7810 | 18.5590 18.6700 | 53.9770 | 18.6740 18.5500 18.6120

7 % % % % % % % %
54.7940 | 18.8230 | 18.6040 18.7135 | 54.7530 | 18.6320 18.4560 18.5440

8 % % % % % % % %
56.8510 | 18.9780 | 18.6830 18.8305 | 56.7300 | 18.6400 18.6380 18.6390

9 % % % % % % % %
53.6090 | 18.8840 | 18.7190 18.8015 | 53.4280 | 18.7430 18.6790 18.7110

10 % % % % % % % %
54,1700 | 18.8840 | 18.4320 18.6580 | 54.1750 | 18.5600 18.4410 18.5005

11 % % % % % % % %
57.1720 | 18.8360 | 18.5440 18.6900 | 56.3070 | 18.5010 18.4990 18.5000

12 % % % % % % % %
53.8130 [ 18.7990 | 18.5900 18.6945 | 53.6950 | 18.6470 18.5990 18.6230

13 % % % % % % % %
53.6090 | 18.8840 | 18.7190 18.8015 | 53.4280 | 18.7430 18.6790 18.7110

14 % % % % % % % %
56.9940 [ 18.9150 | 19.6210 19.2680 | 56.5410 | 18.5780 18.5760 18.5770

15 % % % % % % % %
54.7940 | 18.8230 | 18.6040 18.7135 | 54.7530 | 18.6320 18.4560 18.5440

16 % % % % % % % %
56.2120 | 19.0370 | 18.5340 18.7855 | 56.0960 | 18.6180 18.5820 18.6000

17 % % % % % % % %
56.6340 [ 19.0480 | 18.6600 18.8540 | 56.4380 | 18.6940 18.6620 18.6780

18 % % % % % % % %
53.8130 [ 18.7990 | 18.5900 18.6945 | 53.6950 | 18.6470 18.5990 18.6230

19 % % % % % % % %
55.3700 | 18.8640 | 18.4660 18.6650 | 55.2840 | 18.7900 18.5990 18.6945

20 % % % % % % % %

CPU Utilization
Case 3: ATCA Server Case 4: High End Server
Run Email_ Email_
DB Email 1 | Email 2 Avg DB Email 1 | Email 2 Avg

18.9780 | 18.6830 | 18.8305 | 56.8510 | 18.9780 | 18.6830 | 18.8305

1 56.8510% % % % % % % %
19.2080 | 18.7700 | 18.9890 | 49.5010 | 19.2080 | 18.7700 | 18.9890

2 49.5010% % % % % % % %
18.9770 | 18.6230 | 18.8000 | 56.6950 | 18.9770 | 18.6230 | 18.8000

3 56.3695% % % % % % % %
18.8640 | 18.4660 | 18.6650 | 55.3700 | 18.8640 | 18.4660 | 18.6650

4 55.3700% % % % % % % %
19.2080 | 18.7700 | 18.9890 | 49.5010 | 19.2080 | 18.7700 | 18.9890

5 49.5010% % % % % % % %
18.9780 | 18.6830 | 18.8305| 56.8510 | 18.9780 | 18.6830 | 18.8305

6 56.8510% % % % % % % %
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CPU Utilization

Case 3: ATCA Server Case 4: High End Server
Run Email_ Email_
DB Email 1 | Email 2 Avg DB Email 1 | Email 2 Avg
18.7810 | 18,5590 | 18.6700 | 54.0120 | 18.7810 | 18.5590 | 18.6700
7 54.0120% % % % % % % %
18.8230 | 18.6040 | 18.7135| 54.7940 | 18.8230 | 18.6040 | 18.7135
8 54.7940% % % % % % % %
18.9780 | 18.6830 | 18.8305 | 56.8510 | 18.9780 | 18.6830 | 18.8305
9 56.8510% % % % % % % %
18.8840 | 18.7190 | 18.8015 | 53.6090 | 18.8840 | 18.7190 | 18.8015
10 | 53.6090% % % % % % % %
18.8840 | 18.4320 | 18.6580 | 54.1700 | 18.8840 | 18.4320 | 18.6580
11 | 54.1700% % % % % % % %
18.8360 | 18.5440 | 18.6900 | 57.1720 | 18.8360 | 18.5440 | 18.6900
12 | 57.1720% % % % % % % %
18.7990 | 18.5900 | 18.6945 | 53.8130 | 18.7990 | 18.5900 | 18.6945
13 | 53.8130% % % % % % % %
18.8840 18.8840 | 53.6090 | 18.8840 | 18.7190 | 18.8015
14 | 53.6090% % | .18.719 % % % % %
18.9150 | 18.6210 | 18.7680 | 56.9940 | 18.9150 | 18.6210 | 18.7680
15 | 56.9940% % % % % % % %
18.8230 | 18.6040 | 18.7135| 54.7940 | 18.8230 | 18.6040 | 18.7135
16 | 54.7940% % % % % % % %
19.0370 | 18,5340 | 18.7855 | 56.2120 | 19.0370 | 18.5340 | 18.7855
17 | 56.2120% % % % % % % %
19.0480 | 18.6600 | 18.8540 | 56.6340 | 19.0480 | 18.6600 | 18.8540
18 | 56.6340% % % % % % % %
18.7990 | 18.5900 | 18.6945 | 53.8130 | 18.7990 | 18.5900 | 18.6945
19 | 53.8130% % % % % % % %
18.8640 | 18.4660 | 18.6650 | 53.3700 | 18.8640 | 18.4660 | 18.6650
20 | 55.3700% % % % % % % %
System Performance Metrics
i Case 1: Baseline Server
DN PE I:)D I:)W IDF GS
1 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
2 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
3 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
4 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
5 0.2112 | 2.6436 | 0.3685 | 0.4024 | 0.4463 | 0.9652
6 0.3429 | 5.9680 | 0.4998 | 0.5491 | 0.5778 | 1.8987
7 0.2913 | 5.8782 | 0.4482 | 0.4906 | 0.5262 | 1.8358
8 0.2895 | 5.8687 | 0.4464 | 0.4869 | 0.5244 | 1.8316
9 0.2868 | 5.6346 | 0.4437 | 0.4840 | 0.5217 | 1.7710
10 0.2701 | 5.5025 | 0.4270 | 0.4652 | 0.5050 | 1.7249
11 0.2743 | 3.2078 | 0.4316 | 0.4689 | 0.5094 | 1.1544
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System Performance Metrics

Case 1: Baseline Server

Dn Pe Pp Pw Pe Gs
12 0.2445 | 3.0018 | 0.4018 | 0.4361 | 0.4796 | 1.0798
13 0.2401 | 2.8007 | 0.3974 | 0.4316 | 0.4752 | 1.0262
14 0.2363 | 2.7768 | 0.3937 | 0.4274 | 0.4714 | 1.0173
15 0.2240 | 2.6773 | 0.3813 | 0.4150 | 0.4591 | 0.9832
16 0.3031 | 4.0699 | 0.4603 | 0.5024 | 0.5380 | 1.3927
17 0.2781 | 3.6289 | 0.4353 | 0.4737 | 0.5130 | 1.2627
18 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
19 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
20 0.2160 | 3.2461 | 0.3732 | 0.4083 | 0.4509 | 1.1196
21 0.3429 | 5.9680 | 0.4998 | 0.5490 | 0.5778 | 1.8986
22 0.2913 | 5.8782 | 0.4482 | 0.4909 | 0.5262 | 1.8359
23 0.2895 | 5.8687 | 0.4464 | 0.4868 | 0.5244 | 1.8316
24 0.2868 | 5.6346 | 0.4437 | 0.4839 | 0.5217 | 1.7710
25 0.2701 | 5.5025 | 0.4270 | 0.4651 | 0.5050 | 1.7249
26 0.2632 | 3.0877 | 0.4205 | 0.4572 | 0.4982 | 1.1159
27 0.2511 | 2.7918 | 0.4084 | 0.4430 | 0.4861 | 1.0324
28 0.2442 | 2.7657 | 0.4015 | 0.4360 | 0.4792 | 1.0206
29 0.2357 | 2.6988 | 0.3931 | 0.4274 | 0.4708 | 0.9975
30 0.2355 | 2.6767 | 0.3929 | 0.4266 | 0.4706 | 0.9917
31 0.2696 | 4.1037 | 0.4266 | 0.4710 | 0.5046 | 1.3765
32 0.2545 | 4.0544 | 0.4115 | 0.4528 | 0.4894 | 1.3520
33 0.2453 | 3.9757 | 0.4023 | 0.4385 | 0.4803 | 1.3242
34 0.2421 | 3.7507 | 0.3991 | 0.4347 | 0.4771 | 1.2654
35 0.2256 | 3.7117 | 0.3827 | 0.4180 | 0.4606 | 1.2432
36 0.2544 | 3.9073 | 0.4116 | 0.4547 | 0.4893 | 1.3157
37 0.2519 | 3.7351 | 0.4092 | 0.4467 | 0.4868 | 1.269%4
38 0.2435 | 3.6588 | 0.4007 | 0.4359 | 0.4784 | 1.2435
39 0.2211 | 3.2968 | 0.3783 | 0.4134 | 0.4560 | 1.1361
40 0.1946 | 3.0355 | 0.3518 | 0.3862 | 0.4295 | 1.0508
41 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
42 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
43 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
44 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
45 0.2112 | 2.6436 | 0.3685 | 0.4024 | 0.4463 | 0.9652
46 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
47 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
48 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
49 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
50 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
51 0.2755 | 4.0741 | 0.4327 | 0.4744 | 0.5103 | 1.3729
52 0.2753 | 4.0207 | 0.4325 | 0.4736 | 0.5102 | 1.3592
53 0.2675 | 3.9143 | 0.4247 | 0.4614 | 0.5024 | 1.3257
54 0.2303 | 3.6394 | 0.3875 | 0.4238 | 0.4651 | 1.2290
55 0.2257 | 3.3179 | 0.3829 | 0.4184 | 0.4606 | 1.1449
56 0.2690 | 3.2043 | 0.4263 | 0.4632 | 0.5041 | 1.1495
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System Performance Metrics

Case 1: Baseline Server

Dn Pe Pp Pw Pe Gs
57 0.2267 | 2.7890 | 0.3840 | 0.4183 | 0.4618 | 1.0133
58 0.2263 | 2.7378 | 0.3836 | 0.4174 | 0.4613 | 1.0000
59 0.2188 | 2.9178 | 0.3761 | 0.4097 | 0.4539 | 1.039%4
60 0.2184 | 2.6481 | 0.3757 | 0.4091 | 0.4535 | 0.9716
61 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
62 0.2496 | 4.0803 | 0.4067 | 0.4478 | 0.4845 | 1.3548
63 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
64 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
65 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
66 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
67 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
68 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
69 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
70 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
71 0.2885 | 3.2377 | 0.4459 | 0.4828 | 0.5236 | 1.1725
72 0.2742 | 2.9237 | 0.4315 | 0.4660 | 0.5093 | 1.0826
73 0.2483 | 2.8278 | 0.4057 | 0.4392 | 0.4834 | 1.0390
74 0.2478 | 2.7978 | 0.4051 | 0.4385 | 0.4829 | 1.0311
75 0.2305 | 2.7691 | 0.3878 | 0.4211 | 0.4656 | 1.0109
76 0.2544 | 3.9073 | 0.4116 | 0.4547 | 0.4893 | 1.3157
77 0.2519 | 3.7351 | 0.4092 | 0.4467 | 0.4868 | 1.269%4
78 0.2435 | 3.6588 | 0.4007 | 0.4359 | 0.4784 | 1.2435
79 0.2211 | 3.2968 | 0.3783 | 0.4134 | 0.4560 | 1.1361
80 0.1946 | 3.0355 | 0.3518 | 0.3862 | 0.4295 | 1.0508
81 0.2407 | 3.2884 | 0.3979 | 0.4375 | 0.4757 | 1.1499
82 0.2360 | 2.8814 | 0.3932 | 0.4308 | 0.4710 | 1.0441
83 0.2230 | 2.8327 | 0.3803 | 0.4154 | 0.4581 | 1.0216
84 0.2217 | 2.8068 | 0.3789 | 0.4124 | 0.4567 | 1.0137
85 0.2092 | 2.7751 | 0.3664 | 0.3997 | 0.4442 | 0.9964
86 0.2950 | 3.1378 | 0.4523 | 0.4895 | 0.5301 | 1.1524
87 0.2420 | 2.9761 | 0.3994 | 0.4347 | 0.4772 | 1.0718
88 0.2355 | 2.8795 | 0.3929 | 0.4268 | 0.4707 | 1.0424
89 0.2286 | 2.7411 | 0.3859 | 0.4198 | 0.4637 | 1.0026
90 0.2269 | 2.6828 | 0.3842 | 0.4178 | 0.4620 | 0.9867
91 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
92 0.2496 | 4.0804 | 0.4068 | 0.4478 | 0.4845 | 1.3549
93 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
94 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
95 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
96 0.3031 | 4.0699 | 0.4603 | 0.5024 | 0.5380 | 1.3927
97 0.2781 | 3.6289 | 0.4353 | 0.4737 | 0.5130 | 1.2627
98 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
99 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
100 0.2160 | 3.0682 | 0.3732 | 0.4083 | 0.4509 | 1.0751
Average | 0.2473 | 3.5874 | 0.4045 | 0.4416 | 0.4822 | 1.2289
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System Performance Metrics

Case 1: Baseline Server

Dn

Pe

Pp

Pw

Pe

Gs

0.0293

0.8866

0.0292

0.0320

0.0293

0.2377

0.0009

0.7860

0.0009

0.0010

0.0009

0.0565
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System Performance Metrics

Case 2: 10Ghps

Dn Pe Pp Pw Pe Gs
1 0.2465 | 2.8627 | 0.4054 | 0.4479 | 0.4916 | 1.0519
2 0.2452 | 2.8508 | 0.4041 | 0.4465 | 0.4903 | 1.0479
3 0.2245 | 2.7572 | 0.3835 | 0.4256 | 0.4696 | 1.0090
4 0.2238 | 2.6919 | 0.3828 | 0.4240 | 0.4689 | 0.9919
5 0.2155 | 2.5705 | 0.3744 | 0.4152 | 0.4606 | 0.9552
6 0.2804 | 5.6839 | 0.4391 | 0.4937 | 0.5272 | 1.7860
7 0.2588 | 5.6435 | 0.4176 | 0.4663 | 0.5056 | 1.7583
8 0.2559 | 5.4540 | 0.4147 | 0.4618 | 0.5027 | 1.7083
9 0.2298 | 5.4230 | 0.3885 | 0.4354 | 0.4766 | 1.6809
10 0.2224 | 5.2277 | 0.3811 | 0.4270 | 0.4692 | 1.6262
11 0.2472 | 2.9435 | 0.4061 | 0.4499 | 0.4922 | 1.0729
12 0.2362 | 2.8722 | 0.3952 | 0.4382 | 0.4812 | 1.0467
13 0.2348 | 2.8546 | 0.3938 | 0.4357 | 0.4798 | 1.0410
14 0.2310 | 2.8417 | 0.3899 | 0.4318 | 0.4760 | 1.0349
15 0.2278 | 2.7798 | 0.3867 | 0.4286 | 0.4728 | 1.0170
16 0.2535 | 4.0039 | 0.4125 | 0.4561 | 0.4991 | 1.3429
17 0.2507 | 3.9199 | 0.4096 | 0.4526 | 0.4963 | 1.3196
18 0.2459 | 3.2984 | 0.4048 | 0.4478 | 0.4915 | 1.1606
19 0.2442 | 3.2922 | 0.4032 | 0.4457 | 0.4898 | 1.1577
20 0.2410 | 3.1889 | 0.3999 | 0.4417 | 0.4866 | 1.1293
21 0.2804 | 5.6839 | 0.4391 | 0.4937 | 0.5272 | 1.7860
22 0.2588 | 5.6435 | 0.4176 | 0.4663 | 0.5056 | 1.7583
23 0.2559 | 5.4540 | 0.4147 | 0.4618 | 0.5027 | 1.7083
24 0.2298 | 5.4230 | 0.3885 | 0.4354 | 0.4766 | 1.6809
25 0.2224 | 5.2277 | 0.3811 | 0.4270 | 0.4692 | 1.6262
26 0.2888 | 2.9538 | 0.4478 | 0.4897 | 0.5339 | 1.1063
27 0.2561 | 2.7771 | 0.4151 | 0.4566 | 0.5012 | 1.0375
28 0.2405 | 2.6626 | 0.3995 | 0.4404 | 0.4855 | 0.9970
29 0.2354 | 2.6397 | 0.3944 | 0.4352 | 0.4805 | 0.9875
30 0.2322 | 2.6221 | 0.3912 | 0.4316 | 0.4773 | 0.9805
31 0.2504 | 4.3131 | 0.4093 | 0.4532 | 0.4964 | 1.4180
32 0.2447 | 3.9882 | 0.4036 | 0.4472 | 0.4907 | 1.3324
33 0.2236 | 3.7040 | 0.3825 | 0.4256 | 0.4696 | 1.2454
34 0.2082 | 3.4018 | 0.3671 | 0.4094 | 0.4542 | 1.1581
35 0.2029 | 3.3437 | 0.3618 | 0.4037 | 0.4489 | 1.1395
36 0.2812 | 3.7038 | 0.4401 | 0.4861 | 0.5267 | 1.2892
37 0.2401 | 3.5373 | 0.3989 | 0.4415 | 0.4856 | 1.2158
38 0.2366 | 3.5187 | 0.3955 | 0.4372 | 0.4821 | 1.2084
39 0.2361 | 3.3540 | 0.3950 | 0.4366 | 0.4817 | 1.1668
40 0.2304 | 3.3315 | 0.3892 | 0.4308 | 0.4759 | 1.1569
41 0.2465 | 2.8627 | 0.4054 | 0.4479 | 0.4916 | 1.0519
42 0.2456 | 2.8512 | 0.4045 | 0.4469 | 0.4907 | 1.0483
43 0.2239 | 2.7566 | 0.3829 | 0.4250 | 0.4690 | 1.0084
44 0.2238 | 2.6919 | 0.3828 | 0.4240 | 0.4689 | 0.9919
45 0.2155 | 2.5705 | 0.3744 | 0.4152 | 0.4606 | 0.9552
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System Performance Metrics

Case 2: 10Ghps

Dn Pe Pp Pw Pe Gs
46 0.2608 | 4.3240 | 0.4197 | 0.4666 | 0.5069 | 1.4293
47 0.2606 | 4.1358 | 0.4194 | 0.4635 | 0.5066 | 1.3813
48 0.2588 | 4.0028 | 0.4177 | 0.4608 | 0.5049 | 1.3465
49 0.2295 | 3.7103 | 0.3883 | 0.4314 | 0.4756 | 1.2514
50 0.2271 | 3.4212 | 0.3860 | 0.4281 | 0.4732 | 1.1771
51 0.2890 | 4.3447 | 0.4479 | 0.4925 | 0.5347 | 1.4549
52 0.2358 | 3.9722 | 0.3946 | 0.4377 | 0.4814 | 1.3215
53 0.2283 | 3.7016 | 0.3871 | 0.4300 | 0.4739 | 1.2482
54 0.2154 | 3.3113 | 0.3742 | 0.4169 | 0.4611 | 1.1409
55 0.2108 | 3.2941 | 0.3696 | 0.4117 | 0.4564 | 1.1329
56 0.2565 | 2.8721 | 0.4154 | 0.4584 | 0.5016 | 1.0619
57 0.2475 | 2.6833 | 0.4064 | 0.4485 | 0.4926 | 1.0077
58 0.2241 | 2.6518 | 0.3831 | 0.4244 | 0.4692 | 0.9821
59 0.2223 | 2.6469 | 0.3813 | 0.4225 | 0.4674 | 0.9795
60 0.2177 | 2.5722 | 0.3767 | 0.4171 | 0.4629 | 0.9572
61 0.2836 | 4.3424 | 0.4424 | 0.4865 | 0.5294 | 1.4502
62 0.2549 | 4.1259 | 0.4138 | 0.4570 | 0.5007 | 1.3743
63 0.2257 | 3.9653 | 0.3846 | 0.4276 | 0.4715 | 1.3123
64 0.2244 | 3.7009 | 0.3832 | 0.4259 | 0.4702 | 1.2451
65 0.2169 | 3.6840 | 0.3757 | 0.4184 | 0.4627 | 1.2352
66 0.2608 | 4.3240 | 0.4197 | 0.4666 | 0.5069 | 1.4293
67 0.2606 | 4.1358 | 0.4194 | 0.4635 | 0.5066 | 1.3813
68 0.2588 | 4.0028 | 0.4177 | 0.4608 | 0.5049 | 1.3465
69 0.2295 | 3.7103 | 0.3883 | 0.4314 | 0.4756 | 1.2514
70 0.2271 | 3.4212 | 0.3860 | 0.4281 | 0.4732 | 1.1771
71 0.2666 | 2.8799 | 0.4256 | 0.4680 | 0.5117 | 1.0713
72 0.2559 | 2.8306 | 0.4149 | 0.4569 | 0.5010 | 1.0508
73 0.2475 | 2.7773 | 0.4066 | 0.4484 | 0.4926 | 1.0312
74 0.2394 | 2.7012 | 0.3984 | 0.4397 | 0.4845 | 1.0059
75 0.2263 | 2.6598 | 0.3853 | 0.4257 | 0.4714 | 0.9855
76 0.2812 | 3.7038 | 0.4446 | 0.4861 | 0.5267 | 1.2903
77 0.2401 | 3.5373 | 0.4034 | 0.4415 | 0.4856 | 1.2169
78 0.2366 | 3.5187 | 0.4000 | 0.4372 | 0.4821 | 1.2095
79 0.2361 | 3.3540 | 0.3995 | 0.4366 | 0.4817 | 1.1679
80 0.2304 | 3.3315 | 0.3937 | 0.4308 | 0.4759 | 1.1580
81 0.2516 | 3.1241 | 0.4106 | 0.4541 | 0.4969 | 1.1214
82 0.2382 | 3.0244 | 0.3971 | 0.4405 | 0.4835 | 1.0864
83 0.2381 | 2.8258 | 0.3970 | 0.4396 | 0.4834 | 1.0364
84 0.2257 | 2.8126 | 0.3846 | 0.4267 | 0.4710 | 1.0237
85 0.2201 | 2.8060 | 0.3790 | 0.4210 | 0.4653 | 1.0178
86 0.2548 | 3.0017 | 0.4138 | 0.4574 | 0.4999 | 1.0932
87 0.2359 | 2.9100 | 0.3949 | 0.4377 | 0.4810 | 1.0559
88 0.2324 | 2.7731 | 0.3914 | 0.4342 | 0.4775 | 1.0191
89 0.2310 | 2.7653 | 0.3900 | 0.4318 | 0.4761 | 1.0158
90 0.2238 | 2.7559 | 0.3828 | 0.4239 | 0.4689 | 1.0079
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System Performance Metrics

Case 2: 10Ghps

Dy Pe Pp Pw Pe Gs
91 0.2836 | 4.3424 | 0.4424 | 0.4865 | 0.5294 | 1.4502
92 0.2549 | 4.1259 | 0.4138 | 0.4570 | 0.5007 | 1.3743
93 0.2257 | 3.9653 | 0.3846 | 0.4276 | 0.4715 | 1.3123
94 0.2244 | 3.7009 | 0.3832 | 0.4259 | 0.4702 | 1.2451
95 0.2169 | 3.6840 | 0.3757 | 0.4184 | 0.4627 | 1.2352
96 0.2535 | 4.0038 | 0.4125 | 0.4561 | 0.4991 | 1.3429
97 0.2507 | 3.9198 | 0.4096 | 0.4526 | 0.4963 | 1.3196
98 0.2459 | 3.2983 | 0.4048 | 0.4478 | 0.4915 | 1.1606
99 0.2442 | 3.2921 | 0.4032 | 0.4457 | 0.4898 | 1.1577
100 0.2410 | 3.1888 | 0.3999 | 0.4417 | 0.4866 | 1.1293
Average | 0.2410 | 3.5285 | 0.4002 | 0.4431 | 0.4866 | 1.2146
c 0.0188 | 0.8385 | 0.0188 | 0.0201 | 0.0189 | 0.2159
6’ 0.0004 | 0.7031 | 0.0004 | 0.0004 | 0.0004 | 0.0466
System Performance Metrics
i Case 3: ATCA Server
Dy Pe Pp Pw Pe Gs

1 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
2 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
3 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
4 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
5 0.2112 | 2.6436 | 0.3685 | 0.4024 | 0.4463 | 0.9652
6 0.3429 | 5.9680 | 0.4998 | 0.5491 | 0.5778 | 1.8987
7 0.2913 | 5.8782 | 0.4482 | 0.4906 | 0.5262 | 1.8358
8 0.2895 | 5.8687 | 0.4464 | 0.4869 | 0.5244 | 1.8316
9 0.2868 | 5.6346 | 0.4437 | 0.4840 | 0.5217 | 1.7710
10 0.2701 | 5.5025 | 0.4270 | 0.4652 | 0.5050 | 1.7249
11 0.2743 | 3.2078 | 0.4316 | 0.4689 | 0.5094 | 1.1544
12 0.2445 | 3.0018 | 0.4018 | 0.4361 | 0.4796 | 1.0798
13 0.2401 | 2.8007 | 0.3974 | 0.4316 | 0.4752 | 1.0262
14 0.2363 | 2.7768 | 0.3937 | 0.4274 | 0.4714 | 1.0173
15 0.2240 | 2.6773 | 0.3813 | 0.4150 | 0.4591 | 0.9832
16 0.3031 | 4.0699 | 0.4603 | 0.5024 | 0.5380 | 1.3927
17 0.2781 | 3.6289 | 0.4353 | 0.4737 | 0.5130 | 1.2627
18 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
19 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
20 0.2160 | 3.0682 | 0.3732 | 0.4083 | 0.4509 | 1.0751
21 0.3429 | 5.9680 | 0.4998 | 0.5491 | 0.5778 | 1.8987
22 0.2913 | 5.8782 | 0.4482 | 0.4906 | 0.5262 | 1.8358
23 0.2895 | 5.8687 | 0.4464 | 0.4869 | 0.5244 | 1.8316
24 0.2868 | 5.6346 | 0.4437 | 0.4840 | 0.5217 | 1.7710
25 0.2701 | 5.5025 | 0.4270 | 0.4652 | 0.5050 | 1.7249
26 0.2632 | 3.0877 | 0.4205 | 0.4572 | 0.4982 | 1.1159

160




System Performance Metrics

Case 3. ATCA Server

Dn Pe Pp Pw Pe Gs
27 0.2511 | 2.7918 | 0.4084 | 0.4430 | 0.4861 | 1.0323
28 0.2442 | 2.7657 | 0.4015 | 0.4360 | 0.4792 | 1.0206
29 0.2357 | 2.6987 | 0.3931 | 0.4274 | 0.4708 | 0.9975
30 0.2355 | 2.6767 | 0.3929 | 0.4266 | 0.4706 | 0.9917
31 0.2696 | 4.1037 | 0.4268 | 0.4710 | 0.5046 | 1.3765
32 0.2545 | 4.0544 | 0.4117 | 0.4528 | 0.4894 | 1.3521
33 0.2453 | 3.9757 | 0.4025 | 0.4385 | 0.4803 | 1.3243
34 0.2421 | 3.7507 | 0.3993 | 0.4347 | 0.4771 | 1.2655
35 0.2256 | 3.7117 | 0.3828 | 0.4180 | 0.4606 | 1.2433
36 0.2544 | 3.9073 | 0.4116 | 0.4547 | 0.4893 | 1.3157
37 0.2519 | 3.7351 | 0.4092 | 0.4467 | 0.4868 | 1.2694
38 0.2435 | 3.6588 | 0.4007 | 0.4359 | 0.4784 | 1.2435
39 0.2211 | 3.2968 | 0.3783 | 0.4134 | 0.4560 | 1.1361
40 0.1946 | 3.0355 | 0.3518 | 0.3862 | 0.4295 | 1.0508
41 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
42 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
43 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
44 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
45 0.2112 | 2.6236 | 0.3685 | 0.4024 | 0.4463 | 0.9602
46 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
47 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
48 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
49 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
50 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
51 0.2755 | 4.0744 | 0.4327 | 0.4744 | 0.5103 | 1.3729
52 0.2753 | 4.0210 | 0.4325 | 0.4736 | 0.5102 | 1.3593
53 0.2675 | 3.9146 | 0.4247 | 0.4614 | 0.5024 | 1.3258
54 0.2303 | 3.6397 | 0.3875 | 0.4238 | 0.4651 | 1.2290
55 0.2257 | 3.3182 | 0.3829 | 0.4184 | 0.4606 | 1.1450
56 0.2690 | 3.2043 | 0.4263 | 0.4632 | 0.5041 | 1.1495
57 0.2267 | 2.7890 | 0.3840 | 0.4183 | 0.4618 | 1.0133
58 0.2263 | 2.7378 | 0.3836 | 0.4174 | 0.4613 | 1.0000
59 0.2188 | 2.6844 | 0.3761 | 0.4097 | 0.4539 | 0.9810
60 0.2184 | 2.6481 | 0.3757 | 0.4091 | 0.4535 | 0.9716
61 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
62 0.2496 | 4.0804 | 0.4068 | 0.4478 | 0.4845 | 1.3549
63 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
64 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
65 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
66 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
67 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
68 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
69 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
70 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
71 0.2885 | 3.2377 | 0.4459 | 0.4828 | 0.5236 | 1.1725
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System Performance Metrics

Case 3. ATCA Server

Dy Pe Pp Pw Pe Gs
72 0.2742 | 2.9237 | 0.4315 | 0.4660 | 0.5093 | 1.0826
73 0.2483 | 2.8278 | 0.4057 | 0.4392 | 0.4834 | 1.0390
74 0.2478 | 2.7978 | 0.4051 | 0.4385 | 0.4829 | 1.0311
75 0.2305 | 2.7691 | 0.3878 | 0.4211 | 0.4656 | 1.0109
76 0.2544 | 3.4776 | 0.4116 | 0.4579 | 0.4893 | 1.2091
77 0.2519 | 3.3053 | 0.4092 | 0.4500 | 0.4868 | 1.1628
78 0.2435 | 3.2290 | 0.4007 | 0.4392 | 0.4784 | 1.1368
79 0.2211 | 2.8670 | 0.3783 | 0.4167 | 0.4560 | 1.0295
80 0.1946 | 2.6058 | 0.3518 | 0.3895 | 0.4295 | 0.9441
81 0.2407 | 3.2884 | 0.3979 | 0.3368 | 0.4757 | 1.1247
82 0.2360 | 2.8814 | 0.3932 | 0.4307 | 0.4710 | 1.0441
83 0.2230 | 2.8327 | 0.3803 | 0.4154 | 0.4581 | 1.0216
84 0.2217 | 2.8068 | 0.3789 | 0.4124 | 0.4567 | 1.0137
85 0.2092 | 2.7751 | 0.3664 | 0.3997 | 0.4442 | 0.9964
86 0.2950 | 3.1378 | 0.4523 | 0.4895 | 0.5301 | 1.1524
87 0.2420 | 2.9761 | 0.3994 | 0.4347 | 0.4772 | 1.0718
88 0.2355 | 2.8795 | 0.3929 | 0.4268 | 0.4707 | 1.0424
89 0.2286 | 2.7411 | 0.3859 | 0.4198 | 0.4637 | 1.0026
90 0.2269 | 2.6828 | 0.3842 | 0.4178 | 0.4620 | 0.9867
91 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
92 0.2496 | 4.0804 | 0.4068 | 0.4478 | 0.4845 | 1.3549
93 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
94 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
95 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
96 0.3031 | 1.1290 | 0.4603 | 0.5024 | 0.5380 | 0.6574
97 0.2781 | 3.6289 | 0.4353 | 0.4737 | 0.5130 | 1.2627
98 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
99 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
100 0.2160 | 3.0682 | 0.3732 | 0.4083 | 0.4509 | 1.0751
Average | 0.2473 | 3.5322 | 0.4045 | 0.4408 | 0.4822 | 1.2149
c 0.0293 | 0.9270 | 0.0292 | 0.0336 | 0.0293 | 0.2462
6’ 0.0009 | 0.8593 | 0.0009 | 0.0011 | 0.0009 | 0.0606
System Performance Metrics
i Case 4: High End Server
Dy Pe Po Pw Pe Gs

1 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
2 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
3 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
4 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
5 0.2112 | 2.6436 | 0.3685 | 0.4024 | 0.4463 | 0.9652
6 0.3429 | 5.9680 | 0.4998 | 0.5491 | 0.5778 | 1.8987
7 0.2922 | 5.8791 | 0.4491 | 0.4915 | 0.5271 | 1.8367
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System Performance Metrics

Case 4: High End Server

Dn Pe Pp Pw Pe Gs
8 0.2895 | 5.8687 | 0.4464 | 0.4869 | 0.5244 | 1.8316
9 0.2868 | 5.6344 | 0.4437 | 0.4840 | 0.5217 | 1.7709
10 0.2701 | 5.5025 | 0.4270 | 0.4652 | 0.5050 | 1.7249
11 0.2743 | 3.2078 | 0.4316 | 0.4689 | 0.5094 | 1.1544
12 0.2445 | 3.0018 | 0.4018 | 0.4361 | 0.4796 | 1.0798
13 0.2401 | 2.8007 | 0.3974 | 0.4316 | 0.4752 | 1.0262
14 0.2363 | 2.7768 | 0.3937 | 0.4274 | 0.4714 | 1.0173
15 0.2240 | 2.6773 | 0.3813 | 0.4150 | 0.4591 | 0.9832
16 0.3031 | 4.0699 | 0.4603 | 0.5024 | 0.5380 | 1.3927
17 0.2781 | 3.6289 | 0.4353 | 0.4737 | 0.5130 | 1.2627
18 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
19 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
20 0.2160 | 3.0682 | 0.3732 | 0.4083 | 0.4509 | 1.0751
21 0.3429 | 5.9680 | 0.4998 | 0.5491 | 0.5778 | 1.8987
22 0.2913 | 5.8782 | 0.4482 | 0.4906 | 0.5262 | 1.8358
23 0.2895 | 5.8687 | 0.4464 | 0.4869 | 0.5244 | 1.8316
24 0.2868 | 5.6346 | 0.4437 | 0.4840 | 0.5217 | 1.7710
25 0.2701 | 5.5025 | 0.4270 | 0.4652 | 0.5050 | 1.7249
26 0.2632 | 3.0877 | 0.4205 | 0.4572 | 0.4982 | 1.1159
27 0.2511 | 2.7918 | 0.4084 | 0.4430 | 0.4861 | 1.0323
28 0.2442 | 2.7657 | 0.4015 | 0.4360 | 0.4792 | 1.0206
29 0.2357 | 2.6987 | 0.3931 | 0.4274 | 0.4708 | 0.9975
30 0.2355 | 2.6767 | 0.3929 | 0.4266 | 0.4706 | 0.9917
31 0.2696 | 4.1037 | 0.4268 | 0.4710 | 0.5046 | 1.3765
32 0.2545 | 4.0544 | 0.4117 | 0.4528 | 0.4894 | 1.3521
33 0.2453 | 3.9757 | 0.4025 | 0.4385 | 0.4803 | 1.3243
34 0.2421 | 3.7507 | 0.3993 | 0.4347 | 0.4771 | 1.2655
35 0.2256 | 3.7117 | 0.3828 | 0.4180 | 0.4606 | 1.2433
36 0.2544 | 3.9073 | 0.4116 | 0.4547 | 0.4893 | 1.3157
37 0.2519 | 3.7351 | 0.4092 | 0.4467 | 0.4868 | 1.2694
38 0.2435 | 3.6588 | 0.4007 | 0.4359 | 0.4784 | 1.2435
39 0.2211 | 3.2968 | 0.3783 | 0.4134 | 0.4560 | 1.1361
40 0.1946 | 3.0355 | 0.3518 | 0.3862 | 0.4295 | 1.0508
41 0.2577 | 3.1958 | 0.4149 | 0.4524 | 0.4928 | 1.1390
42 0.2551 | 2.7984 | 0.4124 | 0.4469 | 0.4902 | 1.0369
43 0.2253 | 2.6985 | 0.3826 | 0.4169 | 0.4604 | 0.9896
44 0.2148 | 2.6586 | 0.3721 | 0.4062 | 0.4499 | 0.9717
45 0.2112 | 2.6436 | 0.3685 | 0.4024 | 0.4463 | 0.9652
46 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
47 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
48 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
49 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
50 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
51 0.2755 | 4.0744 | 0.4327 | 0.4744 | 0.5103 | 1.3729
52 0.2753 | 4.0210 | 0.4325 | 0.4736 | 0.5102 | 1.3593
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System Performance Metrics

Case 4: High End Server

Dn Pe Pp Pw Pe Gs
53 0.2675 | 3.9146 | 0.4247 | 0.4614 | 0.5024 | 1.3258
54 0.2303 | 3.6397 | 0.3875 | 0.4238 | 0.4651 | 1.2290
55 0.2257 | 3.3182 | 0.3829 | 0.4184 | 0.4606 | 1.1450
56 0.2690 | 3.2043 | 0.4263 | 0.4632 | 0.5041 | 1.1495
57 0.2267 | 2.7890 | 0.3840 | 0.4183 | 0.4618 | 1.0133
58 0.2263 | 2.7378 | 0.3836 | 0.4174 | 0.4613 | 1.0000
59 0.2188 | 2.6844 | 0.3761 | 0.4097 | 0.4539 | 0.9810
60 0.2184 | 2.6481 | 0.3757 | 0.4091 | 0.4535 | 0.9716
61 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
62 0.2496 | 4.0804 | 0.4068 | 0.4478 | 0.4845 | 1.3549
63 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
64 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
65 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
66 0.2727 | 4.4855 | 0.4299 | 0.4730 | 0.5076 | 1.4740
67 0.2466 | 3.9748 | 0.4037 | 0.4448 | 0.4814 | 1.3262
68 0.2305 | 3.7758 | 0.3876 | 0.4240 | 0.4653 | 1.2632
69 0.2058 | 3.7122 | 0.3629 | 0.3990 | 0.4406 | 1.2287
70 0.2030 | 3.3451 | 0.3601 | 0.3960 | 0.4378 | 1.1348
71 0.2885 | 3.1326 | 0.4459 | 0.3844 | 0.5236 | 1.1216
72 0.2742 | 2.8186 | 0.4315 | 0.4660 | 0.5093 | 1.0564
73 0.2483 | 2.7227 | 0.4057 | 0.4392 | 0.4834 | 1.0127
74 0.2478 | 2.6927 | 0.4051 | 0.4385 | 0.4829 | 1.0048
75 0.2305 | 2.6640 | 0.3878 | 0.4211 | 0.4656 | 0.9846
76 0.2544 | 3.9073 | 0.4116 | 0.4547 | 0.4893 | 1.3157
77 0.2519 | 1.0517 | 0.4092 | 0.4467 | 0.4868 | 0.5986
78 0.2435 | 3.6588 | 0.4007 | 0.4359 | 0.4784 | 1.2435
79 0.2211 | 3.2968 | 0.3783 | 0.4134 | 0.4560 | 1.1361
80 0.1946 | 3.0355 | 0.3518 | 0.3862 | 0.4295 | 1.0508
81 0.2407 | 3.2884 | 0.3979 | 0.4375 | 0.4757 | 1.1499
82 0.2360 | 2.8814 | 0.3932 | 0.4307 | 0.4710 | 1.0441
83 0.2230 | 2.8327 | 0.3803 | 0.4154 | 0.4581 | 1.0216
84 0.2217 | 2.8068 | 0.3789 | 0.4124 | 0.4567 | 1.0137
85 0.2092 | 2.7751 | 0.3664 | 0.3997 | 0.4442 | 0.9964
86 0.2950 | 3.1378 | 0.4523 | 0.4895 | 0.5301 | 1.1524
87 0.2420 | 3.0497 | 0.3994 | 0.4347 | 0.4772 | 1.0902
88 0.2355 | 2.8795 | 0.3929 | 0.4268 | 0.4707 | 1.0424
89 0.2286 | 2.7411 | 0.3859 | 0.4198 | 0.4637 | 1.0026
90 0.2269 | 2.6828 | 0.3842 | 0.4178 | 0.4620 | 0.9867
91 0.2857 | 4.1243 | 0.4429 | 0.4860 | 0.5206 | 1.3934
92 0.2496 | 4.0804 | 0.4068 | 0.4478 | 0.4845 | 1.3549
93 0.2451 | 4.0416 | 0.4022 | 0.4384 | 0.4800 | 1.3406
94 0.2291 | 3.7344 | 0.3863 | 0.4225 | 0.4641 | 1.2518
95 0.2227 | 3.6832 | 0.3799 | 0.4158 | 0.4577 | 1.2342
96 0.3031 | 4.0699 | 0.4603 | 0.5024 | 0.5380 | 1.3927
97 0.2781 | 4.6289 | 0.4353 | 0.4737 | 0.5130 | 1.5127
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System Performance Metrics

Case 4: High End Server

Dn Pe Pp Pw Pe Gs
98 0.2427 | 3.3160 | 0.4000 | 0.4369 | 0.4776 | 1.1576
99 0.2387 | 3.3085 | 0.3959 | 0.4313 | 0.4736 | 1.1523
100 0.2160 | 3.0682 | 0.3732 | 0.4083 | 0.4509 | 1.0751
Average [ 0.2473 | 3.5619 | 0.4045 | 0.4406 | 0.4822 | 1.2223
c 0.0293 | 0.9345 | 0.0292 | 0.0322 | 0.0293 | 0.2492
o’ 0.0009 | 0.8732 | 0.0009 | 0.0010 | 0.0009 | 0.0621
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Appendix B: ANOVA/Tukey Analysis of System Goodput (Gs) Data

The following tables represent the ANOVA and Tukey Analysis of the System Goodput

(Gs) data:
System Goodput (Gg)

i Case 1: Case 2: Case 3: Case 4:

Baseline 10Gbps ATCA High End
1 1.138989 | 1.051903 | 1.138989 | 1.138989
2 1.03695 1.04793 1.03695 1.03695
3 0.989593 [ 1.008979 | 0.989593 | 0.989593
4 0.971689 [ 0.991896 | 0.971689 | 0.971689
5 0.965196 [ 0.955165 | 0.965196 | 0.965196
6 1.898654 | 1.785976 | 1.898654 | 1.898654
7 1.835808 | 1.758251 | 1.835808 | 1.836708
8 1.831587 | 1.708297 | 1.831587 | 1.831587
9 1.770983 | 1.680867 | 1.770983 | 1.770933
10 1.724944 | 1.626241 | 1.724944 | 1.724944
11 1.154406 1.07293 | 1.154406 | 1.154406
12 1.079823 | 1.046716 | 1.079823 | 1.079823
13 1.026214 | 1.040976 | 1.026214 | 1.026214
14 1.01733 | 1.034865 1.01733 1.01733
15 0.983173 [ 1.016964 | 0.983173 | 0.983173
16 1.392674 | 1.342881 | 1.392674 | 1.392674
17 1.262707 | 1.319615 | 1.262707 | 1.262707
18 1.157615 | 1.160612 | 1.157615 | 1.157615
19 1.152339 | 1.157733 | 1.152339 | 1.152339
20 1.119622 | 1.129286 | 1.075147 | 1.075147
21 1.898634 | 1.785976 | 1.898654 | 1.898654
22 1.835878 | 1.758251 | 1.835808 | 1.835808
23 1.831567 | 1.708297 | 1.831587 | 1.831587
24 1.770964 | 1.680867 | 1.770983 | 1.770983
25 1.724925 | 1.626241 | 1.724944 | 1.724944
26 1.115938 | 1.106269 1.11592 1.11592
27 1.032355 | 1.037503 | 1.032337 | 1.032337
28 1.020626 | 0.996981 | 1.020609 | 1.020609
29 0.997502 | 0.987453 | 0.997485 | 0.997485
30 0.991684 [ 0.980548 | 0.991666 | 0.991666
31 1.376483 1.41802 1.37652 1.37652
32 1.352047 | 1.332429 | 1.352084 | 1.352084
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System Goodput (Gg)

i Case 1: Case 2: Case 3: Case 4:

Baseline 10Gbps ATCA High End
33 1.324218 | 1.245448 | 1.324255 | 1.324255
34 1.265417 | 1.158116 | 1.265454 | 1.265454
35 1.243243 | 1.139533 1.24328 1.24328
36 1.315735 | 1.289154 | 1.315735| 1.315735
37 1.269444 | 1.215813 | 1.269444 | 1.269444
38 1.243457 | 1.208368 | 1.243457 | 1.243457
39 1.13613 | 1.166813 1.13613 1.13613
40 1.050752 | 1.156854 | 1.050752 | 1.050752
41 1.138989 | 1.051903 | 1.138989 | 1.138989
42 1.03695 1.04833 1.03695 1.03695
43 0.989593 [ 1.008379 | 0.989593 | 0.989593
44 0.971689 | 0.991896 | 0.971689 [ 0.971689
45 0.965196 [ 0.955165 | 0.960196 | 0.965196
46 1.473996 | 1.429287 | 1.473996 | 1.473996
47 1.326169 | 1.381347 | 1.326169 | 1.326169
48 1.263186 | 1.346538 | 1.263186 | 1.263186
49 1.228684 | 1.251403 | 1.228684 | 1.228684
50 1134778 | 1.177114 | 1.134778 | 1.134778
51 1.37287 | 1.454944 | 1.372945 | 1.372945
52 1.359237 | 1.321463 | 1.359312 | 1.359312
53 1.325709 | 1.248172 | 1.325784 | 1.325784
54 1.228953 | 1.140858 | 1.229028 | 1.229028
55 1.144949 | 1.132946 | 1.145024 | 1.145024
56 1.149461 | 1.061874 | 1.149461 | 1.149461
57 1.013286 | 1.007704 | 1.013286 | 1.013286
58 1.00002 | 0.982131 1.00002 1.00002
59 1.039373 | 0.979522 | 0.981003 | 0.981003
60 0.971609 [ 0.957201 | 0.971609 | 0.971609
61 1.393444 | 1.450178 | 1.393444 | 1.393444
62 1.354846 | 1.374338 | 1.354869 | 1.354869
63 1.340572 | 1.312266 | 1.340572 | 1.340572
64 1.251824 | 1.245078 | 1.251824 | 1.251824
65 1.234151 | 1.235202 | 1.234151 | 1.234151
66 1.473996 | 1.429287 | 1.473996 | 1.473996
67 1.326169 | 1.381347 | 1.326169 | 1.326169
68 1.263186 | 1.346538 | 1.263186 | 1.263186
69 1.228684 | 1.251418 | 1.228684 | 1.228684
70 1.134778 | 1.177114 | 1.134778 | 1.134778
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System Goodput (Gg)

i Case 1: Case 2: Case 3: Case 4:
Baseline 10Gbps ATCA High End
71 1.172485 | 1.071285 | 1.172485| 1.121608
72 1.082638 | 1.050849 | 1.082638 | 1.056365
73 1.039015 | 1.031201 | 1.039015 | 1.012742
74 1.031072 | 1.005938 | 1.031072 | 1.004799
75 1.010905 | 0.985537 | 1.010905 | 0.984632
76 1.315735 | 1.290279 | 1.209111 | 1.315735
77 1.269444 | 1.216938 1.16282 | 0.598607
78 1.243457 | 1.209493 | 1.136833 | 1.243457
79 1.13613 | 1.167938 | 1.029506 1.13613
80 1.050752 | 1.157979 | 0.944128 | 1.050752
81 1.149907 | 1.121398 | 1.124725 | 1.149908
82 1.044097 | 1.086369 | 1.044075| 1.044076
83 1.021631 | 1.036438 | 1.021631 | 1.021632
84 1.013713 | 1.023725 | 1.013713 | 1.013714
85 0.996377 [ 1.017845 | 0.996377 | 0.996378
86 1.152439 | 1.093184 | 1.152439 | 1.152439
87 1.071824 1.0559 | 1.071824 | 1.090224
88 1.042449 | 1.019065 | 1.042449 | 1.042449
89 1.002628 | 1.015807 | 1.002628 | 1.002628
90 0.986686 [ 1.007851 | 0.986686 | 0.986686
91 1.393444 | 1.450178 | 1.393444 | 1.393444
92 1.354869 | 1.374338 | 1.354869 | 1.354869
93 1.340572 | 1.312266 | 1.340572 | 1.340572
94 1.251824 | 1.245078 | 1.251824 | 1.251824
95 1.234151 | 1.235202 | 1.234151 | 1.234151
96 1.392674 | 1.342856 | 0.657441 | 1.392674
97 1.262707 | 1.319589 | 1.262707 | 1.512707
98 1.157615 | 1.160587 | 1.157615 | 1.157615
99 1.152339 | 1.157707 | 1.152339 | 1.152339
100 1.075147 | 1.129261 | 1.075147 | 1.075147
xBar 1.228924 1.2146 | 1.214915 | 1.222324

n 100 100 100 100
Si 0.237699 [ 0.215873 | 0.246239 | 0.249198
s’ 0.056501 [ 0.046601 | 0.060634 | 0.062099
ni(X; - Xgm) 0.007626 [ 0.003125 | 0.002784 | 0.000455
(n;- 1) 99 99 99 99

(ni-1) s 5593583 [ 4.613514 | 6.002749 | 6.147845
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ANOVA: System Goodput (Gs)
F F
xBargy 1.220191 = uid
s%g a 0.01
Frv=
k 4 Szv\/ Den
2
.07527
Sg 0.075278 Fry 1333 Dep 396
sw 0.056459 Fev | 3.831
Tukey Analysis: System Goodput (Gg)
Case FlvsF2 | FIvsF3 | F1vsF4 | F2vsF3 | F2vsF4 | F3vsF4
xBar; - xBar; 0.014323 | 0.014009 | 0.006599 | -0.00031 | -0.00772 | -0.00741
(Un; + 1/ny) 0.02 0.02 0.02 0.02 0.02 0.02

sw’ (1/n; + 1/n) 0.001129 | 0.001129 | 0.001129 | 0.001129 | 0.001129 | 0.001129
F 0.181685 | 0.173801 | 0.038567 | 8.75E-05 | 0.052836 | 0.048624
F' 11.49427 | 11.49427 | 11.49427 | 11.49427 | 11.49427 | 11.49427
s-sig difference? FALSE FALSE FALSE FALSE FALSE FALSE
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Appendix C: ANOVA/Tukey Analysis of System Goodput (Gs) Data (log10

The following tables represent the ANOVA and Tukey Analysis of the System Goodput

(Gs) data (logso transform):

Transform)

System Goodput (Gs) (log10 Transform)
i Case_l: Case 2: Case 3: (_Zase 4:
Baseline 10Gbps ATCA High End
1 0.0565195 [ 0.0219758 | 0.0565195 | 0.0565195
2 0.0157578 | 0.0203322 | 0.0157578 | 0.0157578
3 -0.0045434 | 0.0038821 | -0.0045434 | -0.0045434
4 -0.0124725 | -0.0035337 | -0.0124725 | -0.0124725
5 -0.0153843 | -0.0199214 | -0.0153843 | -0.0153843
6 0.2784457 | 0.2518756 | 0.2784457 0.2784457
7 0.2638271 | 0.2450808 | 0.2638271 | 0.2640400
8 0.2628274 | 0.2325635 | 0.2628274 | 0.2628274
9 0.2482144 | 0.2255333 | 0.2482144 | 0.2482021
10 0.2367750 | 0.2111849 | 0.2367750 | 0.2367750
11 0.0623585 [ 0.0305713 | 0.0623585 | 0.0623585
12 0.0333525 | 0.0198290 | 0.0333525 | 0.0333525
13 0.0112378 | 0.0174409 | 0.0112378 | 0.0112378
14 0.0074620 | 0.0148839 | 0.0074620 | 0.0074620
15 -0.0073702 | 0.0073057 | -0.0073702 | -0.0073702
16 0.1438494 | 0.1280375 | 0.1438494 | 0.1438494
17 0.1013027 | 0.1204471 | 0.1013027 | 0.1013027
18 0.0635641 [ 0.0646871 | 0.0635641 | 0.0635641
19 0.0615802 | 0.0636082 | 0.0615802 | 0.0615802
20 0.0490713 | 0.0528039 | 0.0314677 | 0.0314677
21 0.2784413 | 0.2518756 | 0.2784457 0.2784457
22 0.2638438 | 0.2450808 | 0.2638271 | 0.2638271
23 0.2628228 | 0.2325635 | 0.2628274 | 0.2628274
24 0.2482096 | 0.2255333 | 0.2482144 | 0.2482144
25 0.2367701 | 0.2111849 | 0.2367750 | 0.2367750
26 0.0476400 | 0.0438608 | 0.0476331 | 0.0476331
27 0.0138290 | 0.0159894 | 0.0138215 | 0.0138215
28 0.0088667 | -0.0013131 | 0.0088592 | 0.0088592
29 -0.0010861 | -0.0054837 | -0.0010938 | -0.0010938
30 -0.0036268 | -0.0085311 | -0.0036346 | -0.0036346
31 0.1387707 | 0.1516822 | 0.1387824 | 0.1387824
32 0.1309916 | 0.1246440 | 0.1310036 | 0.1310036
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System Goodput (Gs) (log

10 Transform)

i Case_l: Case 2: Case 3: C_tase 4:
Baseline 10Gbps ATCA High End
33 0.1219595 | 0.0953255 | 0.1219717 | 0.1219717
34 0.1022337 [ 0.0637519 | 0.1022464 | 0.1022464
35 0.0945558 [ 0.0567270 | 0.0945689 | 0.0945689
36 0.1191683 | 0.1103048 | 0.1191683 | 0.1191683
37 0.1036136 | 0.0848666 | 0.1036136 | 0.1036136
38 0.0946306 | 0.0821990 | 0.0946306 | 0.0946306
39 0.0554281 [ 0.0670011 | 0.0554281 | 0.0554281
40 0.0215001 [ 0.0632786 | 0.0215001 | 0.0215001
41 0.0565195 | 0.0219758 | 0.0565195 | 0.0565195
42 0.0157578 | 0.0204980 | 0.0157578 | 0.0157578
43 -0.0045434 | 0.0036237 | -0.0045434 | -0.0045434
44 -0.0124725 | -0.0035337 | -0.0124725 | -0.0124725
45 -0.0153843 | -0.0199214 | -0.0176399 | -0.0153843
46 0.1684963 | 0.1551194 | 0.1684963 | 0.1684963
47 0.1225989 | 0.1403029 | 0.1225989 | 0.1225989
48 0.1014673 | 0.1292187 | 0.1014673 | 0.1014673
49 0.0894402 | 0.0973973 | 0.0894402 | 0.0894402
50 0.0549110 | 0.0708187 | 0.0549110 | 0.0549110
51 0.1376295 | 0.1628461 | 0.1376532 | 0.1376532
52 0.1332951 [ 0.1210548 | 0.1333191 | 0.1333191
53 0.1224483 | 0.0962743 | 0.1224729 | 0.1224729
54 0.0895354 [ 0.0572314 | 0.0895619 | 0.0895619
55 0.0587860 | 0.0542090 | 0.0588145 | 0.0588145
56 0.0604941 [ 0.0260728 | 0.0604941 | 0.0604941
57 0.0057318 | 0.0033328 | 0.0057318 | 0.0057318
58 0.0000085 | -0.0078306 | 0.0000085 | 0.0000085
59 0.0167712 | -0.0089860 | -0.0083299 | -0.0083299
60 -0.0125087 | -0.0189969 | -0.0125087 | -0.0125087
61 0.1440894 | 0.1614213 | 0.1440894 | 0.1440894
62 0.1318899 | 0.1380935 | 0.1318972 | 0.1318972
63 0.1272901 | 0.1180218 | 0.1272901 | 0.1272901
64 0.0975432 [ 0.0951967 | 0.0975432 | 0.0975432
65 0.0913682 | 0.0917379 | 0.0913682 | 0.0913682
66 0.1684963 | 0.1551194 | 0.1684963 | 0.1684963
67 0.1225989 | 0.1403029 | 0.1225989 | 0.1225989
68 0.1014673 | 0.1292187 | 0.1014673 | 0.1014673
69 0.0894402 | 0.0974025 | 0.0894402 | 0.0894402
70 0.0549110 | 0.0708187 | 0.0549110 | 0.0549110
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System Goodput (Gs) (log10 Transform)
i Case_l: Case 2: Case 3: C_tase 4:
Baseline 10Gbps ATCA High End

71 0.0691074 [ 0.0299051 [ 0.0691074 [ 0.0498412
72 0.0344834 | 0.0215402 [ 0.0344834 [ 0.0238141
73 0.0166218 | 0.0133432 | 0.0166218 | 0.0054987
74 0.0132892 [ 0.0025713 | 0.0132892 [ 0.0020792
75 0.0047103 | -0.0063270 | 0.0047103 | -0.0067262
76 0.1191683 | 0.1106836 [ 0.0824660 [ 0.1191683
77 0.1036136 | 0.0852683 | 0.0655125 | -0.2228585
78 0.0946306 | 0.0826032 | 0.0556965 | 0.0946306
79 0.0554281 | 0.0674196 | 0.0126289 [ 0.0554281
80 0.0215001 [ 0.0637007 | -0.0249693 | 0.0215001
81 0.0606627 | 0.0497596 [ 0.0510463 [ 0.0606631
82 0.0187410 [ 0.0359772 | 0.0187316 | 0.0187322
83 0.0092940 | 0.0155433 [ 0.0092940 [ 0.0092945
84 0.0059150 [ 0.0101831 [ 0.0059150 [ 0.0059155
85 -0.0015764 | 0.0076814 | -0.0015764 | -0.0015758
86 0.0616181 | 0.0386933 [ 0.0616181 [ 0.0616181
87 0.0301234 [ 0.0236228 | 0.0301234 | 0.0375157
88 0.0180548 | 0.0082019 [ 0.0180548 [ 0.0180548
89 0.0011400 [ 0.0068112 | 0.0011400 | 0.0011400
90 -0.0058211 | 0.0033963 [ -0.0058211 | -0.0058211
91 0.1440894 | 0.1614213 | 0.1440894 | 0.1440894
92 0.1318972 | 0.1380935 | 0.1318972 | 0.1318972
93 0.1272901 | 0.1180218 | 0.1272901 [ 0.1272901
94 0.0975432 [ 0.0951967 | 0.0975432 | 0.0975432
95 0.0913682 | 0.0917379 [ 0.0913682 [ 0.0913682
96 0.1438494 | 0.1280294 | -0.1821431 [ 0.1438494
97 0.1013027 | 0.1204388 | 0.1013027 | 0.1797549
98 0.0635641 | 0.0646776 | 0.0635641 [ 0.0635641
99 0.0615802 | 0.0635988 | 0.0615802 | 0.0615802
100 0.0314677 | 0.0527942 | 0.0314677 | 0.0314677
101 0.0823767 [ 0.0782176 | 0.0765425 | 0.0789099
n; 100 100 100 100
s’ 0.0059401 [ 0.0052345 [ 0.0067499 [ 0.0070775

xBargm 0.0790117

(ni- 1) 99 99 99 99

(mi- 1)
s” 0.5880698 | 0.5182115 | 0.6682352 | 0.7006755

172




ANOVA: System Goodput (Gs) (logig Transform)
F F
xBargw 0.0790117 ikl S
— MSBetween a 005
Frv =
M Swithin Den 3
k 4 Dep 396
M Sgetween 0.008334 Frv 1.333333 | Foyr | 3.149196
M Swithin 0.0062505 Fevl 0.31621

Tukey Analysis: System Goodput (Gs) (log,, Transform)

Case FlvsF2 F1lvs F3 FlvsF4 [ F2vsF3 | F2vsF4 | F3vsF4
XBar; - xBar; 0.0041591 | 0.0058342 | 0.0034668 | 0.001675 | -0.000692 | -0.002367
(1/n; + 1/ny) 0.02 0.02 0.02 0.02 0.02 0.02
sw’ (1/n; + 1/n) 0.000125 [ 0.000125 | 0.000125 | 0.000125 [ 0.000125 [ 0.000125
Fs 0.1383756 | 0.2722852 | 0.0961436 | 0.022446 | 0.003834 | 0.044834
F* 9.4475876 | 9.4475876 | 9.4475876 | 9.447588 | 9.447588 | 9.447588

s-sig difference? FALSE FALSE FALSE FALSE FALSE FALSE
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Appendix D: Kruskal-Wallis Analysis of System Goodput (Gs) Data

The following tables represent the Kruskal-Wallis Analysis of the System Goodput (Gs)

data:
Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
0.598607 | 4 1 -199.5 39800.25
0.657441 | 3 2 -198.5 39402.25
0.944128 |3 3 -197.5 39006.25
0.955165 | 2| 45 -196 38416
0.955165 |2 | 45 -196 38416
0.957201 | 2 -194.5 37830.25
0.960196 | 3 -193.5 37442.25
0.965196 |1 10 -190.5 36290.25
0.965196 |1 10 -190.5 36290.25
0.965196 | 3 10 -190.5 36290.25
0.965196 |4 10 -190.5 36290.25
0.965196 |4 10 -190.5 36290.25
0.971609 |1 14 -186.5 34782.25
0.971609 |3 14 -186.5 34782.25
0.971609 | 4 14 -186.5 34782.25
0971689 | 1| 185 -182 33124
0.971689 |1 | 185 -182 33124
0.971689 |3 | 185 -182 33124
0.971689 |3 | 185 -182 33124
0.971689 |4 | 185 -182 33124
0.971689 |4 | 185 -182 33124
0.979522 | 2 22 -178.5 31862.25
0.980548 | 2 23 -177.5 31506.25
0.981003 |3 | 245 -176 30976
0.981003 |4 | 245 -176 30976
0.982131 |2 26 -174.5 30450.25
0.983173 |1 28 -172.5 29756.25
0.983173 | 3 28 -172.5 29756.25
0.983173 | 4 28 -172.5 29756.25
0.984632 | 4 30 -170.5 29070.25
0.985537 | 2 31 -169.5 28730.25
0.986686 | 1 33 -167.5 28056.25
0.986686 | 3 33 -167.5 28056.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
0.986686 | 4 33 -167.5 28056.25
0.987453 | 2 35 -165.5 27390.25
0.989593 | 1| 385 -162 26244
0.989593 | 1| 385 -162 26244
0.989593 | 3| 385 -162 26244
0.989593 | 3| 385 -162 26244
0.989593 |4 | 385 -162 26244
0.989593 | 4| 385 -162 26244
0.991666 |3 | 425 -158 24964
0.991666 |4 | 425 -158 24964
0.991684 |1 44 -156.5 24492.25
0.991896 |2 | 455 -155 24025
0.991896 |2 | 455 -155 24025
0.996377 | 1| 475 -153 23409
0.996377 | 3| 475 -153 23409
0.996378 | 4 49 -151.5 22952.25
0.996981 |2 50 -150.5 22650.25
0.997485 | 3| 515 -149 22201
0.997485 | 4| 515 -149 22201
0.997502 1 53 -147.5 21756.25

1.00002 1 55 -145.5 21170.25
1.00002 3 55 -145.5 21170.25
1.00002 4 55 -145.5 21170.25
1.002628 | 1| 575 -143 20449
1.002628 3| 575 -143 20449
1.002628 | 4 59 -141.5 20022.25
1.004799 | 4 60 -140.5 19740.25
1.005938 |2 61 -139.5 19460.25
1.007704 |2 62 -138.5 19182.25
1.007851 |2 63 -137.5 18906.25
1.008379 | 2| 645 -136 18496
1.008979 |2 | 645 -136 18496
1.010905 |1 ]| 66.5 -134 17956
1.010905 |3 | 66.5 -134 17956
1.012742 | 4 68 -132.5 17556.25
1.013286 |1 70 -130.5 17030.25
1.013286 | 3 70 -130.5 17030.25
1.013286 | 4 70 -130.5 17030.25
1.013713 | 1| 725 -128 16384
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.013713 | 3| 725 -128 16384
1.013714 | 4 74 -126.5 16002.25
1.015807 |2 75 -125.5 15750.25
1.016964 |2 76 -124.5 15500.25

1.01733 1 78 -122.5 15006.25
1.01733 3 78 -122.5 15006.25
1.01733 4 78 -122.5 15006.25
1.017845 |2 80 -120.5 14520.25
1.019065 |2 81 -119.5 14280.25
1.020609 | 3| 825 -118 13924
1.020609 | 4| 825 -118 13924
1.020626 |1 84 -116.5 13572.25
1.021631 1| 855 -115 13225
1.021631 | 3| 855 -115 13225
1.021632 | 4 87 -113.5 12882.25
1.023725 |2 88 -112.5 12656.25
1.026214 |1 90 -110.5 12210.25
1.026214 |3 90 -110.5 12210.25
1.026214 | 4 90 -110.5 12210.25
1.029506 | 3 92 -108.5 11772.25
1.031072 | 1] 935 -107 11449
1.031072 | 3| 935 -107 11449
1.031201 |2 95 -105.5 11130.25
1.032337 | 3] 96.5 -104 10816
1.032337 | 4| 96.5 -104 10816
1.032355 |1 98 -102.5 10506.25
1.034865 | 2 99 -101.5 10302.25
1.036438 | 2| 100 -100.5 10100.25
1.03695 1| 1035 -97 9409
1.03695 1| 1035 -97 9409
1.03695 3| 1035 -97 9409
1.03695 3| 1035 -97 9409
1.03695 4| 1035 -97 9409
1.03695 4] 1035 -97 9409
1.037503 | 2| 107 -93.5 8742.25
1.039015 |1 ] 1085 -92 8464
1.039015 | 3| 108.5 -92 8464
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.039373 1| 110 -90.5 8190.25
1.040976 |2 | 111 -89.5 8010.25
1.042449 1] 113 -87.5 7656.25
1.042449 |3 | 113 -87.5 7656.25
1.042449 | 4| 113 -87.5 7656.25
1.044075 | 3| 115 -85.5 7310.25
1.044076 | 4| 116 -84.5 7140.25
1.044097 1| 117 -83.5 6972.25
1.046716 |2 | 118 -82.5 6806.25

1.04793 2| 119 -81.5 6642.25
1.04833 2| 120 -80.5 6480.25
1.050752 1] 123 -77.5 6006.25
1.050752 1] 123 -77.5 6006.25
1.050752 |3 | 123 -77.5 6006.25
1.050752 | 4| 123 -77.5 6006.25
1.050752 | 4| 123 -77.5 6006.25
1.050849 | 2| 126 -74.5 5550.25
1.051903 | 2| 1275 -73 5329
1.051903 |2 | 1275 -73 5329
1.0559 2| 129 -71.5 5112.25
1.056365 |4 | 130 -70.5 4970.25
1.061874 | 2| 131 -69.5 4830.25
1.071285 |2 | 132 -68.5 4692.25
1.071824 |1 | 1335 -67 4489
1.071824 | 3| 1335 -67 4489
1.07293 2| 135 -65.5 4290.25
1.075147 1 138 -62.5 3906.25
1.075147 |3 | 138 -62.5 3906.25
1.075147 | 3| 138 -62.5 3906.25
1.075147 4 138 -62.5 3906.25
1.075147 | 4| 138 -62.5 3906.25
1.079823 1] 142 -58.5 3422.25
1.079823 | 3| 142 -58.5 3422.25
1.079823 | 4| 142 -58.5 3422.25
1.082638 1| 1445 -56 3136
1.082638 | 3| 1445 -56 3136




Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.086369 |2 | 146 -54.5 2970.25
1.090224 | 4| 147 -53.5 2862.25
1.093184 |2 | 148 -52.5 2756.25
1106269 |2 | 149 -51.5 2652.25

1.11592 3| 150.5 -50 2500
1.11592 4| 150.5 -50 2500
1115938 |1 | 152 -48.5 2352.25
1.119622 | 1| 153 -47.5 2256.25
1121398 | 2| 154 -46.5 2162.25
1.121608 4 155 -45.5 2070.25
1.124725 | 3| 156 -44.5 1980.25
1129261 |2 | 157 -43.5 1892.25
1.129286 |2 | 158 -42.5 1806.25
1132946 | 2| 159 -41.5 1722.25

1.134778 1| 162.5 -38 1444
1134778 | 1] 1625 -38 1444
1.134778 3| 1625 -38 1444
1.134778 3| 1625 -38 1444
1.134778 | 4| 1625 -38 1444
1.134778 4| 162.5 -38 1444
1.13613 1] 168 -32.5 1056.25
1.13613 1| 168 -32.5 1056.25
1.13613 3| 168 -32.5 1056.25
1.13613 4] 168 -32.5 1056.25
1.13613 4| 168 -32.5 1056.25
1136833 | 3| 171 -29.5 870.25
1.138989 1] 1745 -26 676
1138989 | 1| 1745 -26 676
1.138989 | 3| 1745 -26 676
1.138989 | 3| 1745 -26 676
1.138989 | 4| 1745 -26 676
1.138989 4| 1745 -26 676
1139533 | 2| 178 -22.5 506.25
1.140858 2 179 -21.5 462.25
1144949 | 1| 180 -20.5 420.25
1.145024 | 3| 1815 -19 361
1.145024 4| 1815 -19 361
1149461 | 1| 184 -16.5 272.25
1.149461 3 184 -16.5 272.25




Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.149461 | 4| 184 -16.5 272.25
1.149907 | 1| 186 -14.5 210.25
1.149908 |4 | 187 -13.5 182.25
1152339 | 1| 192 -8.5 72.25
1152339 | 1| 192 -8.5 72.25
1.152339 | 3| 192 -8.5 72.25
1152339 | 3| 192 -8.5 72.25
1.152339 |4 | 192 -8.5 72.25
1152339 | 4| 192 -8.5 72.25
1.152439 1 192 -8.5 72.25
1152439 | 3| 192 -8.5 72.25
1152439 | 4| 192 -8.5 72.25
1.154406 1 198 -2.5 6.25
1.154406 | 3| 198 -2.5 6.25
1.154406 4 198 -2.5 6.25
1.156854 | 2| 200 -0.5 0.25
1.157615 1| 2035 3 9
1.157615 1| 2035 3 9
1.157615 | 3| 2035 3 9
1.157615 | 3 | 203.5 3 9
1.157615 | 4| 2035 3 9
1.157615 4| 203.5 3 9
1.157707 | 2| 207 6.5 42.25
1157733 | 2| 208 7.5 56.25
1.157979 |2 | 209 8.5 72.25
1158116 |2 | 210 9.5 90.25
1.160587 2 211 10.5 110.25
1160612 |2 | 212 115 132.25

1.16282 3] 213 12.5 156.25
1.166813 |2 | 214 13.5 182.25
1167938 |2 | 215 14.5 210.25
1172485 | 1| 216.5 16 256
1.172485 | 3| 2165 16 256
1.177114 2| 2185 18 324
1177114 | 2| 2185 18 324
1.208368 |2 | 220 19.5 380.25
1.209111 |3 | 221 20.5 420.25
1.209493 |2 | 222 215 462.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.215813 |2 | 223 22.5 506.25
1.216938 | 2| 224 23.5 552.25
1.228684 |1 | 2275 27 729
1.228684 | 1| 2275 27 729
1.228684 | 3| 2275 27 729
1.228684 | 3| 2275 27 729
1.228684 | 4| 2275 27 729
1.228684 |4 | 2275 27 729
1228953 | 1| 231 30.5 930.25
1.229028 | 3| 2325 32 1024
1.229028 | 4| 2325 32 1024
1.234151 | 1] 2365 36 1296
1.234151 1| 236.5 36 1296
1.234151 | 3| 236.5 36 1296
1.234151 | 3| 236.5 36 1296
1.234151 | 4| 236.5 36 1296
1.234151 4| 236.5 36 1296
1.235202 | 2| 2405 40 1600
1.235202 | 2| 2405 40 1600
1.243243 1 242 41.5 1722.25

1.24328 3| 2435 43 1849
1.24328 4| 2435 43 1849
1.243457 | 1| 247 46.5 2162.25
1.243457 | 1| 247 46.5 2162.25
1.243457 3 247 46.5 2162.25
1.243457 | 4| 247 46.5 2162.25
1.243457 4 247 46.5 2162.25

1.245078 | 2| 250.5 50 2500
1.245078 | 2 | 250.5 50 2500
1.245448 2 252 51.5 2652.25
1.248172 | 2| 253 52.5 2756.25
1.251403 2 254 53.5 2862.25
1.251418 | 2| 255 54.5 2970.25
1.251824 | 1| 258.5 58 3364
1.251824 | 1| 2585 58 3364
1.251824 | 3| 2585 58 3364
1.251824 | 3 | 258.5 58 3364
1.251824 | 4| 258.5 58 3364
1.251824 | 4 | 258.5 58 3364

180




Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.262707 | 1| 264 63.5 4032.25
1.262707 | 1| 264 63.5 4032.25
1.262707 | 3| 264 63.5 4032.25
1.262707 | 3| 264 63.5 4032.25
1.262707 | 4| 264 63.5 4032.25
1.263186 | 1| 269.5 69 4761
1.263186 | 1| 269.5 69 4761
1.263186 | 3 | 269.5 69 4761
1.263186 | 3| 269.5 69 4761
1.263186 |4 | 269.5 69 4761
1.263186 | 4| 269.5 69 4761
1.265417 | 1| 273 72.5 5256.25
1.265454 3| 2745 74 5476
1.265454 | 4| 2745 74 5476
1.269444 1| 2775 77 5929
1.269444 | 1| 2775 77 5929
1.269444 3| 27715 77 5929
1.269444 4| 2775 77 5929
1.289154 | 2| 280 79.5 6320.25
1.290279 |2 | 281 80.5 6480.25
1.312266 |2 | 2825 82 6724
1.312266 |2 | 2825 82 6724
1.315735 | 1| 286 85.5 7310.25
1315735 | 1| 286 85.5 7310.25
1315735 | 3| 286 85.5 7310.25
1.315735 | 4| 286 85.5 7310.25
1315735 | 4| 286 85.5 7310.25
1.319589 |2 | 289 88.5 7832.25
1.319615 |2 | 290 89.5 8010.25
1.321463 | 2| 291 90.5 8190.25
1.324218 | 1| 292 91.5 8372.25
1.324255 | 3| 2935 93 8649
1.324255 | 4| 2935 93 8649
1.325709 | 1| 295 94.5 8930.25
1.325784 | 3| 296.5 96 9216
1.325784 | 4| 296.5 96 9216
1.326169 | 1 | 300.5 100 10000
1.326169 | 1| 300.5 100 10000
1.326169 | 3 | 300.5 100 10000
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.326169 | 3 | 300.5 100 10000
1.326169 | 4| 3005 100 10000
1.326169 | 4 | 300.5 100 10000
1.332429 | 2| 304 103.5 10712.25
1.340572 | 1| 3075 107 11449
1.340572 | 1| 3075 107 11449
1.340572 | 3| 3075 107 11449
1.340572 | 3| 307.5 107 11449
1.340572 | 4| 3075 107 11449
1.340572 4| 307.5 107 11449
1.342856 | 2| 311 110.5 12210.25
1342881 | 2| 312 111.5 12432.25
1.346538 |2 | 3135 113 12769
1.346538 | 2| 3135 113 12769
1.352047 1 315 114.5 13110.25
1.352084 | 3| 3165 116 13456
1.352084 |4 | 316.5 116 13456
1.354846 1 318 117.5 13806.25
1354869 | 1| 321 120.5 14520.25
1.354869 |3 | 321 120.5 14520.25
1.354869 | 3| 321 120.5 14520.25
1.354869 |4 | 321 120.5 14520.25
1.354869 | 4| 321 120.5 14520.25
1.359237 | 1| 324 123.5 15252.25
1.359312 | 3| 3255 125 15625
1.359312 | 4| 3255 125 15625

1.37287 1| 327 126.5 16002.25
1.372945 | 3| 3285 128 16384
1.372945 | 4| 3285 128 16384
1.374338 | 2| 3305 130 16900
1.374338 | 2| 3305 130 16900
1.376483 | 1| 332 131.5 17292.25

1.37652 3| 3335 133 17689

1.37652 4| 3335 133 17689
1.381347 | 2| 3355 135 18225
1.381347 | 2| 3355 135 18225
1.392674 | 1| 339 138.5 19182.25
1.392674 | 1| 339 138.5 19182.25
1.392674 | 3| 339 138.5 19182.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.392674 | 4| 339 138.5 19182.25
1.392674 | 4| 339 138.5 19182.25
1.393444 | 1| 3445 144 20736
1.393444 | 1| 3445 144 20736
1.393444 | 3| 3445 144 20736
1.393444 | 3| 3445 144 20736
1.393444 | 4| 3445 144 20736
1.393444 | 4| 3445 144 20736

1.41802 2| 348 147.5 21756.25
1.429287 |2 | 3495 149 22201
1.429287 | 2| 3495 149 22201
1450178 |2 | 3515 151 22801
1.450178 2| 3515 151 22801
1.454944 | 2| 353 152.5 23256.25
1473996 | 1| 356.5 156 24336
1473996 | 1| 356.5 156 24336
1.473996 | 3 | 356.5 156 24336
1.473996 | 3| 356.5 156 24336
1473996 | 4| 356.5 156 24336
1.473996 |4 | 356.5 156 24336
1512707 | 4| 360 159.5 25440.25
1.626241 |2 | 361.5 161 25921
1.626241 | 2| 3615 161 25921
1.680867 |2 | 363.5 163 26569
1.680867 |2 | 363.5 163 26569
1.708297 | 2| 3655 165 27225
1.708297 |2 | 365.5 165 27225
1.724925 | 1| 367 166.5 27722.25
1.724944 1 370 169.5 28730.25
1.724944 | 3| 370 169.5 28730.25
1.724944 | 3| 370 169.5 28730.25
1.724944 4 370 169.5 28730.25
1.724944 | 4| 370 169.5 28730.25
1.758251 2| 3735 173 29929
1.758251 | 2| 3735 173 29929
1.770933 | 4| 375 174.5 30450.25
1.770964 | 1| 376 175.5 30800.25
1.770983 | 1| 3785 178 31684
1.770983 | 3| 3785 178 31684
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(All Cases)

X j r(ij) r(ij)-rbar (r(ij)-rban”2
1.770983 | 3| 3785 178 31684
1.770983 | 4| 3785 178 31684
1.785976 |2 | 3815 181 32761
1.785976 |2 | 3815 181 32761
1.831567 |1 | 383 182.5 33306.25
1.831587 | 1| 386 185.5 34410.25
1.831587 | 3| 386 185.5 34410.25
1.831587 | 3| 386 185.5 34410.25
1.831587 | 4| 386 185.5 34410.25
1.831587 | 4| 386 185.5 34410.25
1.835808 | 1 | 390.5 190 36100
1.835808 | 3 | 390.5 190 36100
1.835808 | 3| 390.5 190 36100
1.835808 | 4 | 390.5 190 36100
1.835878 | 1| 393 192.5 37056.25
1.836708 |4 | 394 193.5 37442.25
1.898634 | 1| 395 194.5 37830.25
1.898654 | 1| 398 197.5 39006.25
1.898654 | 3| 398 197.5 39006.25
1.898654 | 3| 398 197.5 39006.25
1.898654 |4 | 398 197.5 39006.25
1.898654 | 4| 398 197.5 39006.25

Kruskal-Wallis H Test of System Goodput (Gs) Data (All Cases)

I 1 2 3 4 All
T 204.62 200.97 196.08 200.34 200.5
N 400 H 0.2753
Uncertainty (o) 0.1 1 CVR, a2 7.8147
df 3 L Vi, an 0.3518

Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2

Case 1 compared to 3

r(ij)- (r(i))- r(ij)- (r(ij)-
r j | or(ip) rbar rban”2 r j | or(ij) rbar rbarn”2
0.955165 15 -99 9801 | 0.657441 | 3 -99.5 9900.25
0.955165 15 -99 9801 | 0.944128 | 3 -98.5 9702.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | r(j) rbar rbar)"2 r j | or(j) rbar rbar)"2
0.957201 | 2 3 -97.5 9506.25 | 0.960196 | 3 4.5 -96 9216
0.965196 | 1 4.5 -96 9216 | 0.965196 | 1 4.5 -96 9216
0.965196 | 1 4.5 -96 9216 | 0.965196 | 1 4.5 -96 9216
0.971609 | 1 6 -94.5 8930.25 [ 0.965196 | 3 4.5 -96 9216
0.971689 | 1 7.5 -93 8649 | 0.971609 | 1 7.5 -93 8649
0.971689 | 1 7.5 -93 8649 | 0.971609 | 3 7.5 -93 8649
0.979522 | 2 9 -91.5 837225 | 0971689 | 1| 105 -90 8100
0.980548 | 2 10 -90.5 8190.25 [ 0971689 | 1| 105 -90 8100
0.982131 | 2 11 -89.5 8010.25 | 0.971689 | 3| 10.5 -90 8100
0.983173 | 1 12 -88.5 783225 | 0.971689 | 3| 105 -90 8100
0.985537 | 2 13 -87.5 7656.25 | 0.981003 | 3 13| -875 7656.25
0.986686 | 1 14 -86.5 748225 0983173 | 1| 145 -86 7396
0.987453 | 2 15 -85.5 7310.25 | 0.983173 | 3| 145 -86 7396
0.989593 | 1| 16.5 -84 7056 [ 0.986686 | 1| 16.5 -84 7056
0989593 | 1| 165 -84 7056 [ 0.986686 | 3| 16.5 -84 7056
0.991684 | 1 18 -82.5 6806.25 | 0.989593 | 1| 195 -81 6561
0.991896 | 2| 195 -81 6561 [ 0989593 | 1| 195 -81 6561
0.99189% | 2 | 195 -81 6561 [ 0.989593 | 3| 195 -81 6561
0.996377 | 1 21 -79.5 6320.25 | 0.989593 | 3| 195 -81 6561
0.996981 | 2 22 -78.5 6162.25 [ 0.991666 | 3 22| -785 6162.25
0.997502 | 1 23 -77.5 6006.25 | 0.991684 | 1 23| -715 6006.25

1.00002 | 1 24 -76.5 5852.25 [ 0.996377 | 1| 245 -76 5776
1.002628 | 1 25 -75.5 5700.25 [ 0.996377 | 3| 245 -76 5776
1.005938 | 2 26 -74.5 5550.25 | 0.997485 | 3 26| -745 5550.25
1.007704 | 2 27 -73.5 5402.25 [ 0.997502 | 1 27| -735 5402.25
1.007851 | 2 28 -72.5 5256.25 1.00002 | 1| 285 -72 5184
1.008379 | 2 29 -71.5 5112.25 1.00002 | 3| 285 -72 5184
1.008979 | 2 30 -70.5 4970.25 [ 1.002628 | 1| 305 -70 4900
1.010905 | 1 31 -69.5 4830.25 | 1.002628 | 3| 30.5 -70 4900
1.013286 | 1 32 -68.5 4692.25 [ 1.010905 | 1| 325 -68 4624
1.013713 | 1 33 -67.5 4556.25 | 1.010905 | 3| 325 -68 4624
1.015807 | 2 34 -66.5 442225 | 1.013286 | 1 | 345 -66 4356
1.016964 | 2 35 -65.5 4290.25 [ 1.013286 | 3| 345 -66 4356

1.01733 | 1 36 -64.5 4160.25 | 1.013713 | 1| 36.5 -64 4096
1.017845 | 2 37 -63.5 4032.25 [ 1.013713 | 3| 365 -64 4096
1.019065 | 2 38 -62.5 3906.25 1.01733 | 1| 385 -62 3844
1.020626 | 1 39 -61.5 3782.25 1.01733 | 3| 385 -62 3844
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | r(j) rbar rbar)"2 r j | or(j) rbar rbar)"2
1.021631 | 1 40 -60.5 3660.25 [ 1.020609 | 3 40 | -60.5 3660.25
1.023725 | 2 41 -59.5 3540.25 [ 1.020626 | 1 41| -59.5 3540.25
1.026214 | 1 42 -58.5 342225 1.021631 | 1| 425 -58 3364
1.031072 | 1 43 -57.5 3306.25 [ 1.021631 | 3| 425 -58 3364
1.031201 | 2 44 -56.5 3192.25 [ 1.026214 | 1| 445 -56 3136
1.032355 | 1 45 -55.5 3080.25 [ 1.026214 | 3| 445 -56 3136
1.034865 | 2 46 -54.5 2970.25 | 1.029506 | 3 46 | -545 2970.25
1.036438 | 2 47 -53.5 2862.25 | 1.031072 | 1| 475 -53 2809

1.03695 | 1| 485 -52 2704 | 1.031072 | 3| 475 -53 2809

1.03695 | 1| 485 -52 2704 | 1.032337 | 3 49 | -51.5 2652.25
1.037503 | 2 50 -50.5 2550.25 | 1.032355 | 1 50 | -50.5 2550.25
1.039015 | 1 51 -49.5 2450.25 1.03695 | 1| 525 -48 2304
1.039373 | 1 52 -48.5 2352.25 1.03695 | 1| 525 -48 2304
1.040976 | 2 53 -47.5 2256.25 1.03695 | 3| 525 -48 2304
1.042449 | 1 54 -46.5 2162.25 1.03695 | 3| 525 -48 2304
1.044097 | 1 55 -45.5 2070.25 | 1.039015| 1| 555 -45 2025
1.046716 | 2 56 -44.5 1980.25 | 1.039015 | 3| 555 -45 2025

1.04793 | 2 57 -43.5 1892.25 | 1.039373 | 1 57 | -435 1892.25

1.04833 | 2 58 -42.5 1806.25 | 1.042449 | 1| 585 -42 1764
1.050752 | 1 59.5 -41 1681 | 1.042449 | 3 58.5 -42 1764
1.050752 | 1| 595 -41 1681 [ 1.044075 | 3 60 | -40.5 1640.25
1.050849 | 2 61 -39.5 1560.25 | 1.044097 | 1 61| -39.5 1560.25
1.051903 | 2| 625 -38 1444 | 1.050752 | 1 63| -375 1406.25
1.051903 | 2 | 625 -38 1444 | 1.050752 | 1 63| -37.5 1406.25

1.0559 | 2 64 -36.5 1332.25 | 1.050752 | 3 63| -37.5 1406.25
1.061874 | 2 65 -35.5 1260.25 | 1.071824 | 1| 65.5 -35 1225
1.071285 | 2 66 -34.5 1190.25 | 1.071824 | 3| 65.5 -35 1225
1.071824 | 1 67 -33.5 1122.25 | 1.075147 | 1 68 | -32.5 1056.25

1.07293 | 2 68 -32.5 1056.25 | 1.075147 | 3 68 | -32.5 1056.25
1.075147 | 1 69 -31.5 992.25 [ 1.075147 | 3 68 | -32.5 1056.25
1.079823 | 1 70 -30.5 930.25 [ 1.079823 | 1| 705 -30 900
1.082638 | 1 71 -29.5 870.25 | 1.079823 | 3| 70.5 -30 900
1.086369 | 2 72 -28.5 812.25 [ 1.082638 | 1| 725 -28 784
1.093184 | 2 73 -27.5 756.25 | 1.082638 | 3| 725 -28 784
1.106269 | 2 74 -26.5 702.25 1.11592 | 3 74| -26.5 702.25
1.115938 | 1 75 -25.5 650.25 [ 1.115938 | 1 75| -255 650.25
1.119622 | 1 76 -24.5 600.25 | 1.119622 | 1 76 | -24.5 600.25
1.121398 | 2 77 -23.5 552.25 [ 1.124725 | 3 77| -235 552.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | r(j) rbar rbar)"2 r j | or(j) rbar rbar)"2
1.129261 | 2 78 -22.5 506.25 [ 1.134778 | 1| 795 -21 441
1.129286 | 2 79 -21.5 46225 | 1134778 | 1| 795 -21 441
1.132946 | 2 80 -20.5 420.25 [ 1.134778 | 3| 795 -21 441
1134778 | 1| 815 -19 361 | 1134778 | 3| 795 -21 441
1.134778 | 1| 815 -19 361 113613 | 1 83| -17.5 306.25

113613 | 1| 835 -17 289 113613 | 1 83| -175 306.25

113613 | 1| 835 -17 289 1.13613 | 3 83| -175 306.25
1138989 | 1| 855 -15 225 | 1.136833 | 3 85| -155 240.25
1138989 | 1| 855 -15 225 | 1138989 | 1| 875 -13 169
1.139533 | 2 87 -13.5 182.25 | 1.138989 | 1| 875 -13 169
1.140858 | 2 88 -12.5 156.25 | 1.138989 | 3| 875 -13 169
1.144949 | 1 89 -11.5 132.25 | 1.138989 | 3| 875 -13 169
1.149461 | 1 90 -10.5 110.25 | 1.144949 | 1 90 | -10.5 110.25
1.149907 | 1 91 -9.5 90.25 | 1.145024 | 3 91 -9.5 90.25
1152339 | 1| 925 -8 64 | 1149461 | 1| 925 -8 64
1152339 | 1| 925 -8 64 | 1.149461 | 3| 925 -8 64
1.152439 | 1 94 -6.5 42.25 | 1.149907 | 1 94 -6.5 42.25
1.154406 | 1 95 -5.5 30.25| 1152339 | 1| 975 -3 9
1.156854 | 2 96 -4.5 20.25| 1152339 | 1| 975 -3 9
1157615 | 1| 975 -3 9 1152339 | 3| 975 -3 9
1157615 | 1| 975 -3 9 1152339 | 3| 975 -3 9
1.157707 | 2 99 -1.5 225 1152439 | 1 97.5 -3 9
1.157733 | 2 100 -0.5 0.25] 1.152439 | 3| 975 -3 9
1.157979 | 2 101 0.5 0.25| 1.154406 | 1| 101.5 1 1
1.158116 | 2 102 1.5 2.25| 1.154406 | 3| 101.5 1 1
1.160587 | 2 103 2.5 6.25 | 1.157615| 1| 104.5 4 16
1.160612 | 2 104 3.5 1225 1157615 | 1| 1045 4 16
1.166813 | 2 105 4.5 20.25 | 1.157615 | 3 | 1045 4 16
1.167938 | 2 106 5.5 30.25 | 1.157615 | 3| 1045 4 16
1.172485 | 1 107 6.5 42.25 1.16282 | 3 107 6.5 42.25
1.177114 | 2| 1085 8 64 | 1.172485 | 1| 108.5 8 64
1177114 | 2| 108.5 8 64 | 1.172485 | 3 | 108.5 8 64
1.208368 | 2 110 9.5 90.25 | 1.209111 | 3 110 9.5 90.25
1.209493 | 2 111 10.5 110.25 | 1.228684 | 1 | 1125 12 144
1.215813 | 2 112 11.5 132.25 | 1.228684 | 1 | 1125 12 144
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | r(j) rbar rbar)"2 r j | or(j) rbar rbar)"2
1.216938 | 2 113 12,5 156.25 | 1.228684 | 3 | 1125 12 144
1.228684 | 1 | 1145 14 196 | 1.228684 | 3 | 1125 12 144
1.228684 | 1 | 1145 14 196 | 1.228953 | 1 115 14.5 210.25
1.228953 | 1 116 15.5 240.25 | 1.229028 | 3 116 15.5 240.25
1.234151 | 1| 1175 17 289 [ 1.234151 | 1| 1185 18 324
1.234151 | 1| 1175 17 289 [ 1.234151 | 1| 1185 18 324
1.235202 | 2 | 1195 19 361 | 1.234151 | 3 | 1185 18 324
1.235202 | 2 | 1195 19 361 | 1.234151 | 3| 1185 18 324
1.243243 | 1 121 20.5 420.25 [ 1.243243 | 1 121 20.5 420.25
1.243457 | 1| 1225 22 484 1.24328 | 3 122 21.5 462.25
1.243457 | 1| 1225 22 484 | 1.243457 | 1 124 23.5 552.25
1.245078 | 2 | 124.5 24 576 | 1.243457 | 1 124 23.5 552.25
1.245078 | 2 | 124.5 24 576 | 1.243457 | 3 124 23.5 552.25
1.245448 | 2 126 25.5 650.25 | 1.251824 | 1 | 1275 27 729
1.248172 | 2 127 26.5 702.25 | 1.251824 | 1 | 127.5 27 729
1.251403 | 2 128 27.5 756.25 | 1.251824 | 3| 1275 27 729
1.251418 | 2 129 28.5 812.25 [ 1.251824 | 3 | 1275 27 729
1.251824 | 1 130 29.5 870.25 [ 1.262707 | 1| 1315 31 961
1.251824 | 1 131 30.5 930.25 [ 1.262707 | 1| 1315 31 961
1.262707 | 1| 1325 32 1024 | 1.262707 | 3 | 131.5 31 961
1.262707 | 1| 1325 32 1024 | 1.262707 | 3| 1315 31 961
1.263186 | 1 | 1345 34 1156 | 1.263186 | 1 | 1355 35 1225
1.263186 | 1 | 1345 34 1156 | 1.263186 | 1 | 1355 35 1225
1.265417 | 1 136 35.5 1260.25 | 1.263186 | 3 | 1355 35 1225
1.269444 | 1| 1375 37 1369 | 1.263186 | 3 | 135.5 35 1225
1.269444 | 1| 1375 37 1369 [ 1.265417 | 1 138 37.5 1406.25
1.289154 | 2 139 38.5 1482.25 | 1.265454 | 3 139 38,5 1482.25
1.290279 | 2 140 39.5 1560.25 | 1.269444 | 1 141 40.5 1640.25
1.312266 | 2 | 1415 41 1681 | 1.269444 | 1 141 40.5 1640.25
1.312266 | 2 | 1415 41 1681 [ 1.269444 | 3 141 40.5 1640.25
1.315735 | 1| 1435 43 1849 | 1.315735 | 1 144 43.5 1892.25
1.315735 | 1| 1435 43 1849 | 1.315735 | 1 144 435 1892.25
1.319589 | 2 145 44.5 1980.25 | 1.315735 | 3 144 43.5 1892.25
1.319615 | 2 146 45.5 2070.25 | 1.324218 | 1 146 455 2070.25
1.321463 | 2 147 46.5 2162.25 | 1.324255 | 3 147 46.5 2162.25
1324218 | 1 148 47.5 2256.25 | 1.325709 | 1 148 47.5 2256.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | r(j) rbar rbar)"2 r j | or(j) rbar rbar)"2
1.325709 | 1 149 48.5 2352.25 | 1.325784 | 3 149 48.5 2352.25
1.326169 | 1 | 150.5 50 2500 [ 1.326169 | 1| 1515 51 2601
1.326169 | 1 | 1505 50 2500 | 1.326169 | 1 | 151.5 51 2601
1.332429 | 2 152 51.5 2652.25 | 1.326169 | 3| 1515 51 2601
1.340572 | 1| 153.5 53 2809 | 1.326169 | 3 | 151.5 51 2601
1.340572 | 1| 1535 53 2809 [ 1.340572 | 1| 1555 55 3025
1.342856 | 2 155 54.5 2970.25 | 1.340572 | 1| 1555 55 3025
1.342881 | 2 156 55.5 3080.25 | 1.340572 | 3| 1555 55 3025
1.346538 | 2 | 1575 57 3249 | 1.340572 | 3| 1555 55 3025
1.346538 | 2 | 157.5 57 3249 | 1352047 | 1 158 575 3306.25
1.352047 | 1 159 58.5 3422.25 [ 1.352084 | 3 159 58.5 3422.25
1.354846 | 1 160 59.5 3540.25 | 1.354846 | 1 160 59.5 3540.25
1.354869 | 1 161 60.5 3660.25 | 1.354869 | 1 | 1615 61 3721
1.359237 | 1 162 61.5 3782.25 [ 1.354869 | 3| 1615 61 3721

1.37287 | 1 163 62.5 3906.25 | 1.354869 | 3 163 62.5 3906.25
1.374338 | 2| 1645 64 4096 | 1.359237 | 1| 1645 64 4096
1.374338 | 2 | 1645 64 4096 | 1.359312 | 3| 1645 64 4096
1.376483 | 1 166 65.5 4290.25 1.37287 | 1 166 65.5 4290.25
1.381347 | 2 | 1675 67 4489 | 1.372945 | 3 167 66.5 4422.25
1.381347 | 2 | 167.5 67 4489 | 1.376483 | 1 168 67.5 4556.25
1.392674 | 1| 169.5 69 4761 1.37652 | 3 169 68.5 4692.25
1.392674 | 1| 169.5 69 4761 | 1.392674 | 1 171 70.5 4970.25
1.393444 | 1| 1715 71 5041 | 1.392674 | 1 171 70.5 4970.25
1393444 | 1| 1715 71 5041 | 1.392674 | 3 171 70.5 4970.25

1.41802 | 2 173 72.5 5256.25 | 1.393444 | 1| 1745 74 5476
1.429287 | 2| 1745 74 5476 | 1.393444 | 1| 1745 74 5476
1429287 | 2| 174.5 74 5476 | 1.393444 | 3| 1745 74 5476
1.450178 | 2 | 176.5 76 5776 | 1.393444 | 3| 1745 74 5476
1.450178 | 2 | 176.5 76 5776 | 1.473996 | 1 | 1785 78 6084
1.454944 | 2 178 77.5 6006.25 | 1.473996 | 1| 1785 78 6084
1473996 | 1| 1795 79 6241 | 1.473996 | 3 | 1785 78 6084
1473996 | 1| 179.5 79 6241 | 1.473996 | 3| 1785 78 6084
1.626241 | 2 | 1815 81 6561 [ 1.724925 | 1 181 80.5 6480.25
1.626241 | 2 | 1815 81 6561 | 1.724944 | 1 183 82.5 6806.25
1.680867 | 2 | 183.5 83 6889 [ 1.724944 | 3 183 82.5 6806.25
1.680867 | 2 | 1835 83 6889 | 1.724944 | 3 183 82.5 6806.25
1.708297 | 2| 185.5 85 7225 | 1.770964 | 1 185 84.5 7140.25
1.708297 | 2 | 1855 85 7225 | 1.770983 | 1 187 86.5 7482.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (Case 1)

Case 1 compared to 2 Case 1 compared to 3
r(ij)- (r(i))- r(ij)- (r(ij)-

r j | or(ij) rbar rban”?2 r j | or(j) rbar rbar)"2
1.724925 | 1 187 86.5 7482.25 | 1.770983 | 3 187 86.5 7482.25
1.724944 | 1 188 87.5 7656.25 | 1.770983 | 3 187 86.5 7482.25
1.758251 | 2 | 189.5 89 7921 | 1.831567 | 1 189 88.5 7832.25
1.758251 | 2| 1895 89 7921 1.831587 | 1 191 90.5 8190.25
1.770964 | 1 191 90.5 8190.25 [ 1.831587 | 3 191 90.5 8190.25
1.770983 | 1 192 91.5 8372.25 [ 1.831587 | 3 191 90.5 8190.25
1.785976 | 2 | 1935 93 8649 | 1.835808 | 1 194 93.5 8742.25
1.785976 | 2 | 1935 93 8649 | 1.835808 | 3 194 93.5 8742.25
1.831567 | 1 195 94.5 8930.25 [ 1.835808 | 3 194 93.5 8742.25
1.831587 | 1 196 95.5 9120.25 [ 1.835878 | 1 196 95.5 9120.25
1.835808 | 1 197 96.5 9312.25 [ 1.898634 | 1 197 96.5 9312.25
1.835878 | 1 198 97.5 9506.25 | 1.898654 | 1 199 98.5 9702.25
1.898634 | 1 199 98.5 9702.25 [ 1.898654 | 3 199 98.5 9702.25
1.898654 | 1 200 99.5 9900.25 [ 1.898654 | 3 199 98.5 9702.25

Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(Case 1 Continued)
Case 1 compared to 4
r j r(ij) r(ij)-rbar (r(ij)-rban”2
0.598607 | 4 1 -99.5 9900.25
0.965196 | 1 3.5 -97 9409
0.965196 | 1 3.5 -97 9409
0.965196 | 4 3.5 -97 9409
0.965196 | 4 3.5 -97 9409
0.971609 | 1 6.5 -94 8836
0.971609 | 4 6.5 -94 8836
0.971689 | 1 9.5 -91 8281
0.971689 | 1 9.5 -91 8281
0.971689 | 4 9.5 -91 8281
0.971689 | 4 9.5 -91 8281
0.981003 | 4 12 -88.5 7832.25
0.983173 | 1 13.5 -87 7569
0.983173 | 4 135 -87 7569
0.984632 | 4 15 -85.5 7310.25
0.986686 | 1 16.5 -84 7056
0.986686 | 4 16.5 -84 7056
0.989593 | 1 19.5 -81 6561
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(Case 1 Continued)

Case 1 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
0.989593 | 1 19.5 -81 6561
0.989593 | 4 19.5 -81 6561
0.989593 | 4 19.5 -81 6561
0.991666 | 4 22 -78.5 6162.25
0.991684 | 1 23 -77.5 6006.25
0.996377 | 1 24 -76.5 5852.25
0.996378 | 4 25 -75.5 5700.25
0.997485 | 4 26 -74.5 5550.25
0.997502 | 1 27 -73.5 5402.25

1.00002 | 1 28.5 -72 5184

1.00002 | 4 29 -71.5 5112.25
1.002628 | 1 30.5 -70 4900
1.002628 | 4 31 -69.5 4830.25
1.004799 | 4 32 -68.5 4692.25
1.010905 | 1 33 -67.5 4556.25
1.012742 | 4 34 -66.5 4422.25
1.013286 | 1 355 -65 4225
1.013286 | 4 35.5 -65 4225
1.013713 | 1 375 -63 3969
1.013714 | 4 375 -63 3969

1.01733 | 1 39.5 -61 3721

1.01733 | 4 39.5 -61 3721
1.020609 | 4 41.5 -59 3481
1.020626 | 1 41.5 -59 3481
1.021631 | 1 43 -57.5 3306.25
1.021632 | 4 44 -56.5 3192.25
1.026214 | 1 455 -55 3025
1.026214 | 4 455 -55 3025
1.031072 | 1 47 -53.5 2862.25
1.032337 | 4 48.5 -52 2704
1.032355 | 1 48.5 -52 2704

1.03695 | 1 51.5 -49 2401

1.03695 | 1 51.5 -49 2401

1.03695 | 4 51.5 -49 2401

1.03695 | 4 51.5 -49 2401
1.039015 | 1 54 -46.5 2162.25
1.039373 | 1 55 -45.5 2070.25
1.042449 | 1 56.5 -44 1936
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(Case 1 Continued)

Case 1 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.042449 | 4 56.5 -44 1936
1.044076 | 4 58.5 -42 1764
1.044097 | 1 58.5 -42 1764
1.050752 | 1 61.5 -39 1521
1.050752 | 1 61.5 -39 1521
1.050752 | 4 61.5 -39 1521
1.050752 | 4 61.5 -39 1521
1.056365 | 4 64 -36.5 1332.25
1.071824 | 1 65 -35.5 1260.25
1.075147 | 1 67 -33.5 1122.25
1.075147 | 4 67 -33.5 1122.25
1.075147 | 4 67 -33.5 1122.25
1.079823 | 1 69.5 -31 961
1.079823 | 4 69.5 -31 961
1.082638 | 1 71 -29.5 870.25
1.090224 | 4 72 -28.5 812.25

1.11592 | 4 73 -27.5 756.25
1.115938 | 1 74 -26.5 702.25
1.119622 | 1 75 -25.5 650.25
1.121608 | 4 76 -24.5 600.25
1.134778 | 1 78.5 -22 484
1134778 | 1 78.5 -22 484
1.134778 | 4 78.5 -22 484
1.134778 | 4 78.5 -22 484

113613 | 1 82.5 -18 324

113613 | 1 82.5 -18 324

1.13613 | 4 82.5 -18 324

1.13613 | 4 82.5 -18 324
1.138989 | 1 86.5 -14 196
1.138989 | 1 86.5 -14 196
1.138989 | 4 86.5 -14 196
1.138989 | 4 86.5 -14 196
1.144949 | 1 89 -11.5 132.25
1.145024 | 4 90 -10.5 110.25
1.149461 | 1 91.5 -9 81
1.149461 | 4 91.5 -9 81
1.149907 | 1 93 -7.5 56.25
1.149908 | 4 94 -6.5 42.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(Case 1 Continued)

Case 1 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.152339 | 1 97.5 -3 9
1.152339 | 1 97.5 -3 9
1.152339 | 4 97.5 -3 9
1.152339 | 4 97.5 -3 9
1.152439 | 1 97.5 -3 9
1.152439 | 4 97.5 -3 9
1.154406 | 1 | 1015 1 1
1.154406 | 4 | 1015 1 1
1.157615 | 1 | 1045 4 16
1.157615 | 1 | 1045 4 16
1.157615 | 4 | 1045 4 16
1.157615 | 4 | 1045 4 16
1172485 | 1 107 6.5 42.25
1.228684 | 1 | 109.5 9 81
1.228684 | 1 | 109.5 9 81
1.228684 | 4 | 109.5 9 81
1.228684 | 4 | 109.5 9 81
1.228953 | 1 112 115 132.25
1.229028 | 4 113 12.5 156.25
1.234151 | 1| 1155 15 225
1234151 | 1| 1155 15 225
1.234151 | 4 | 1155 15 225
1.234151 | 4 | 1155 15 225
1.243243 | 1 118 175 306.25

1.24328 | 4 119 18.5 342.25
1.243457 | 1| 1215 21 441
1.243457 | 1| 1215 21 441
1.243457 | 4 | 1215 21 441
1243457 | 4 | 1215 21 441
1.251824 | 1| 1255 25 625
1.251824 | 1| 1255 25 625
1251824 | 4 | 1255 25 625
1.251824 | 4 | 1255 25 625
1.262707 | 1 129 28.5 812.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(Case 1 Continued)

Case 1 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.262707 | 1 129 28.5 812.25
1.262707 | 4 129 28.5 812.25
1.263186 | 1 | 1325 32 1024
1.263186 | 1 | 1325 32 1024
1.263186 | 4 | 1325 32 1024
1.263186 | 4 | 1325 32 1024
1.265417 | 1 135 345 1190.25
1.265454 | 4 136 35.5 1260.25
1.269444 | 1 138 37.5 1406.25
1.269444 | 1 138 375 1406.25
1.269444 | 4 138 37.5 1406.25
1315735 | 1| 1415 41 1681
1315735 | 1| 1415 41 1681
1.315735 | 4 | 1415 41 1681
1315735 | 4 | 1415 41 1681
1.324218 | 1 144 43.5 1892.25
1.324255 | 4 145 445 1980.25
1.325709 | 1 146 45.5 2070.25
1.325784 | 4 147 46.5 2162.25
1.326169 | 1 | 1495 49 2401
1.326169 | 1 | 1495 49 2401
1.326169 | 4 | 1495 49 2401
1.326169 | 4 | 1495 49 2401
1.340572 | 1 | 1535 53 2809
1.340572 | 1| 1535 53 2809
1.340572 | 4 | 1535 53 2809
1.340572 | 4 | 1535 53 2809
1.352047 | 1 156 55.5 3080.25
1.352084 | 4 157 56.5 3192.25
1.354846 | 1 158 57.5 3306.25
1.354869 | 1 160 59.5 3540.25
1.354869 | 4 160 59.5 3540.25
1.354869 | 4 160 59.5 3540.25
1.359237 | 1 162 61.5 3782.25
1.359312 | 4 163 62.5 3906.25

1.37287 | 1 164 63.5 4032.25
1.372945 | 4 165 64.5 4160.25
1.376483 | 1 166 65.5 4290.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(Case 1 Continued)

Case 1 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2

1.37652 | 4 167 66.5 4422.25
1.392674 | 1| 169.5 69 4761
1.392674 | 1 | 169.5 69 4761
1.392674 | 4 | 169.5 69 4761
1.392674 | 4 | 169.5 69 4761
1.393444 | 1| 1735 73 5329
1393444 | 1| 1735 73 5329
1.393444 | 4 | 1735 73 5329
1.393444 | 4 | 1735 73 5329
1473996 | 1 | 1775 77 5929
1473996 | 1| 1775 77 5929
1473996 | 4 | 1775 77 5929
1473996 | 4 | 1775 77 5929
1.512707 | 4 180 79.5 6320.25
1.724925 | 1 181 80.5 6480.25
1.724944 | 1 183 82.5 6806.25
1.724944 | 4 183 82.5 6806.25
1.724944 | 4 183 82.5 6806.25
1.770933 | 4 185 84.5 7140.25
1.770964 | 1 186 85.5 7310.25
1.770983 | 1 | 1875 87 7569
1.770983 | 4 | 1875 87 7569
1.831567 | 1 | 190.5 90 8100
1.831587 | 1| 1905 90 8100
1.831587 | 4 | 190.5 90 8100
1.831587 | 4 | 1905 90 8100
1.835808 | 1 | 1935 93 8649
1.835808 | 4 | 1935 93 8649
1.835878 | 1 195 94.5 8930.25
1.836708 | 4 196 95.5 9120.25
1.898634 | 1 197 96.5 9312.25
1.898654 | 1 199 98.5 9702.25
1.898654 | 4 199 98.5 9702.25
1.898654 | 4 199 98.5 9702.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-

r j r(ij) rbar rbar)"2 r j | r(@p rbar rbar)"2
0.657441 | 3 1 -99.5 9900.25 [ 0.598607 | 4 1 -99.5 9900.25
0.944128 | 3 2 -98.5 9702.25 | 0.955165 | 2 2.5 -98 9604
0.955165 | 2 3.5 -97 9409 | 0.955165 | 2 2.5 -98 9604
0.955165 | 2 3.5 -97 9409 | 0.957201 | 2 4 -96.5 9312.25
0.957201 | 2 5 -95.5 9120.25 | 0.965196 | 4 5.5 -95 9025
0.960196 | 3 6 -94.5 8930.25 | 0.965196 | 4 5.5 -95 9025
0.965196 | 3 7 -93.5 8742.25 | 0.971609 | 4 7 -93.5 8742.25
0.971609 | 3 8 -92.5 8556.25 [ 0.971689 | 4 8.5 -92 8464
0.971689 | 3 9.5 -91 8281 | 0.971689 | 4 8.5 -92 8464
0.971689 | 3 9.5 -91 8281 | 0.979522 | 2 10 -90.5 8190.25
0.979522 | 2 11 -89.5 8010.25 [ 0.980548 | 2 11 -89.5 8010.25
0.980548 | 2 12 -88.5 7832.25 | 0.981003 | 4 12 -88.5 7832.25
0.981003 | 3 13 -87.5 7656.25 | 0.982131 | 2 13 -87.5 7656.25
0.982131 | 2 14 -86.5 7482.25 | 0.983173 | 4 14 -86.5 7482.25
0.983173 | 3 15 -85.5 7310.25 | 0.984632 | 4 15 -85.5 7310.25
0.985537 | 2 16 -84.5 7140.25 | 0.985537 | 2 16 -84.5 7140.25
0.986686 | 3 17 -83.5 6972.25 [ 0.986686 | 4 17 -83.5 6972.25
0.987453 | 2 18 -82.5 6806.25 | 0.987453 | 2 18 -82.5 6806.25
0.989593 | 3 19.5 -81 6561 | 0.989593 | 4 | 195 -81 6561
0.989593 | 3 19.5 -81 6561 | 0.989593 | 4 | 195 -81 6561
0.991666 | 3 21 -79.5 6320.25 | 0.991666 | 4 21 -79.5 6320.25
0.991896 | 2 22.5 -78 6084 | 0.991896 | 2 | 225 -78 6084
0.991896 | 2 22.5 -78 6084 | 0.991896 | 2 | 225 -78 6084
0.996377 | 3 24 -76.5 5852.25 [ 0.996378 | 4 24 -76.5 5852.25
0.996981 | 2 25 -75.5 5700.25 | 0.996981 | 2 25 -75.5 5700.25
0.997485 | 3 26 -74.5 5550.25 | 0.997485 | 4 26 -74.5 5550.25

1.00002 | 3 27 -73.5 5402.25 [ 1.00002 | 4 27 -73.5 5402.25
1.002628 | 3 28 -72.5 5256.25 | 1.002628 | 4 28 -72.5 5256.25
1.005938 | 2 29 -71.5 5112.25 | 1.004799 | 4 29 -71.5 5112.25
1.007704 | 2 30 -70.5 4970.25 | 1.005938 | 2 30 -70.5 4970.25
1.007851 | 2 31 -69.5 4830.25 | 1.007704 | 2 31 -69.5 4830.25
1.008379 | 2 32.5 -68 4624 1 1.007851 | 2 32 -68.5 4692.25
1.008979 | 2 325 -68 4624 | 1.008379 | 2 33 -67.5 4556.25
1.010905 | 3 34 -66.5 4422.25 | 1.008979 | 2 34 -66.5 4422.25
1.013286 | 3 35 -65.5 4290.25 | 1.012742 | 4 35 -65.5 4290.25
1.013713 | 3 36 -64.5 4160.25 | 1.013286 | 4 36 -64.5 4160.25
1.015807 | 2 37 -63.5 4032.25 | 1.013714 | 4 37 -63.5 4032.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-
r j r(ij) rbar rbar)"2 r j | r(@p rbar rbar)"2

1.016964 | 2 38 -62.5 3906.25 [ 1.015807 | 2 38 -62.5 3906.25
1.01733 | 3 39 -61.5 3782.25 | 1.016964 | 2 39 -61.5 3782.25
1.017845 | 2 40 -60.5 3660.25 [ 1.01733 | 4 40 -60.5 3660.25
1.019065 | 2 41 -59.5 3540.25 | 1.017845 | 2 41 -59.5 3540.25
1.020609 | 3 42 -58.5 3422.25 [ 1.019065 | 2 42 -58.5 3422.25
1.021631 | 3 43 -57.5 3306.25 | 1.020609 | 4 43 -57.5 3306.25
1.023725 | 2 44 -56.5 3192.25 | 1.021632 | 4 44 -56.5 3192.25
1.026214 | 3 45 -55.5 3080.25 [ 1.023725 | 2 45 -55.5 3080.25
1.029506 | 3 46 -54.5 2970.25 | 1.026214 | 4 46 -54.5 2970.25
1.031072 | 3 47.5 -53 2809 | 1.031201 | 2 47 -53.5 2862.25
1.031201 | 2 475 -53 2809 | 1.032337 | 4 48 -52.5 2756.25
1.032337 | 3 49 -51.5 2652.25 [ 1.034865 | 2 49 -51.5 2652.25
1.034865 | 2 50 -50.5 2550.25 | 1.036438 | 2 50 -50.5 2550.25
1.036438 | 2 51 -49.5 2450.25 | 1.03695 | 4| 515 -49 2401
1.03695 | 3 52.5 -48 2304 | 1.03695 |4 | 515 -49 2401
1.03695 | 3 52.5 -48 2304 | 1.037503 | 2 53 -47.5 2256.25
1.037503 | 2 54 -46.5 2162.25 [ 1.040976 | 2 54 -46.5 2162.25
1.039015 | 3 55 -45.5 2070.25 | 1.042449 | 4 55 -45.5 2070.25
1.040976 | 2 56 -44.5 1980.25 | 1.044076 | 4 56 -44.5 1980.25
1.042449 | 3 57 -43.5 1892.25 | 1.046716 | 2 57 -43.5 1892.25
1.044075 | 3 58 -42.5 1806.25 | 1.04793 | 2 58 -42.5 1806.25
1.046716 | 2 59 -41.5 172225 | 1.04833 | 2 59 -41.5 1722.25
1.04793 | 2 60 -40.5 1640.25 | 1.050752 | 4 | 60.5 -40 1600
1.04833 | 2 61 -39.5 1560.25 | 1.050752 | 4 | 60.5 -40 1600
1.050752 | 3 62 -38.5 1482.25 | 1.050849 | 2 62 -38.5 1482.25
1.050849 | 2 63 -37.5 1406.25 | 1.051903 | 2 | 63.5 -37 1369
1.051903 | 2 64 -36.5 1332.25 ] 1.051903 | 2 | 63.5 -37 1369
1.051903 | 2 65 -35.5 1260.25 1.0559 | 2 65 -35.5 1260.25
1.0559 | 2 66 -34.5 1190.25 | 1.056365 | 4 66 -34.5 1190.25
1.061874 | 2 67 -33.5 1122.25 | 1.061874 | 2 67 -33.5 1122.25
1.071285 | 2 68 -32.5 1056.25 | 1.071285 | 2 68 -32.5 1056.25
1.071824 | 3 69 -31.5 992.25 [ 1.07293 | 2 69 -31.5 992.25
1.07293 | 2 70 -30.5 930.25 | 1.075147 | 4 | 705 -30 900
1.075147 | 3 71.5 -29 841 | 1.075147 | 4 | 70.5 -30 900
1.075147 | 3 71.5 -29 841 | 1.079823 | 4 72 -28.5 812.25
1.079823 | 3 73 -27.5 756.25 | 1.086369 | 2 73 -27.5 756.25
1.082638 | 3 74 -26.5 702.25 | 1.090224 | 4 74 -26.5 702.25
1.086369 | 2 75 -25.5 650.25 | 1.093184 | 2 75 -25.5 650.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-

r j r(ij) rbar rbar)"2 r j | r(@p rbar rbar)"2
1.093184 | 2 76 -24.5 600.25 [ 1.106269 | 2 76 -24.5 600.25
1.106269 | 2 77 -23.5 552,25 | 1.11592 | 4 77 -23.5 552.25

1.11592 | 3 78 -22.5 506.25 [ 1.121398 | 2 78 -22.5 506.25
1.121398 | 2 79 -21.5 462.25 | 1.121608 | 4 79 -21.5 462.25
1.124725 | 3 80 -20.5 420.25 [ 1.129261 | 2 80 -20.5 420.25
1.129261 | 2 81 -19.5 380.25 | 1.129286 | 2 81 -19.5 380.25
1.129286 | 2 82 -18.5 342.25 | 1.132946 | 2 82 -18.5 342.25
1.132946 | 2 83 -17.5 306.25 | 1.134778 | 4 | 835 -17 289
1.134778 | 3 84.5 -16 256 | 1.134778 | 4 | 835 -17 289
1.134778 | 3 84.5 -16 256 | 1.13613 | 4 | 85.5 -15 225

1.13613 | 3 86 -14.5 210.25 | 1.13613 | 4| 855 -15 225
1.136833 | 3 87 -13.5 182.2511.138989 | 4 | 875 -13 169
1.138989 | 3 88.5 -12 144 11.138989 | 4 | 87.5 -13 169
1.138989 | 3 88.5 -12 144 ] 1.139533 | 2 89 -11.5 132.25
1.139533 | 2 90 -10.5 110.25 | 1.140858 | 2 90 -10.5 110.25
1.140858 | 2 91 -9.5 90.25 | 1.145024 | 4 91 -9.5 90.25
1.145024 | 3 92 -8.5 72.25 | 1.149461 | 4 92 -8.5 72.25
1.149461 | 3 93 -7.5 56.25 | 1.149908 | 4 93 -7.5 56.25
1.152339 | 3 95 -5.5 30.25 | 1.152339 | 4 | 945 -6 36
1.152339 | 3 95 -5.5 30.25 | 1.152339 | 4 | 945 -6 36
1.152439 | 3 95 -5.5 30.25 | 1.152439 | 4 96 -4.5 20.25
1.154406 | 3 97 -3.5 12.25 | 1.154406 | 4 97 -3.5 12.25
1.156854 | 2 98 -2.5 6.25 | 1.156854 | 2 98 -2.5 6.25
1.157615 | 3 99.5 -1 111157615 | 4| 99.5 -1 1
1.157615 | 3 99.5 -1 111157615 | 4| 995 -1 1
1.157707 | 2 101 0.5 0.25 | 1.157707 | 2 101 0.5 0.25
1.157733 | 2 102 1.5 2.25 | 1.157733 | 2 102 15 2.25
1.157979 | 2 103 2.5 6.25 | 1.157979 | 2 103 2.5 6.25
1.158116 | 2 104 3.5 12.25 | 1.158116 | 2 104 3.5 12.25
1.160587 | 2 105 4.5 20.25 | 1.160587 | 2 105 4.5 20.25
1.160612 | 2 106 5.5 30.25 | 1.160612 | 2 106 55 30.25

1.16282 | 3 107 6.5 42.25 [ 1.166813 | 2 107 6.5 42.25
1.166813 | 2 108 7.5 56.25 | 1.167938 | 2 108 7.5 56.25
1.167938 | 2 109 8.5 72.25 | 1.177114 | 2 | 109.5 9 81
1.172485 | 3 110 9.5 90.25 | 1.177114 | 2 | 109.5 9 81
1.177114 | 2| 1115 11 121 ] 1.208368 | 2 111 10.5 110.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-

r j r(ij) rbar rbar)"2 r j | r(@p rbar rbar)"2
1177114 | 2| 1115 11 121 ] 1.209493 | 2 112 115 132.25
1.208368 | 2 113 125 156.25 | 1.215813 | 2 113 12.5 156.25
1.209111 | 3 114 13.5 182.25 | 1.216938 | 2 114 13.5 182.25
1.209493 | 2 115 14.5 210.25 ] 1.228684 | 4 | 115 14.5 210.25
1.215813 | 2 116 15.5 240.25 1 1.228684 | 4 | 116 15.5 240.25
1.216938 | 2 117 16.5 27225 1.229028 | 4 | 117 16.5 272.25
1.228684 | 3 118.5 18 3241 1.234151 | 4 | 1185 18 324
1.228684 | 3| 1185 18 324 | 1.234151 | 4 | 1185 18 324
1.229028 | 3 120 19.5 380.25 | 1.235202 | 2 | 120.5 20 400
1.234151 | 3| 1215 21 441 | 1.235202 | 2 | 120.5 20 400
1.234151 | 3| 1215 21 441 | 1.24328 | 4| 122 215 462.25
1.235202 | 2 | 1235 23 529 | 1.243457 | 4 | 123.5 23 529
1.235202 | 2| 1235 23 529 | 1.243457 | 4 | 1235 23 529

1.24328 | 3 125 24.5 600.25 | 1.245078 | 2 | 125.5 25 625
1.243457 | 3 126 25.5 650.25 | 1.245078 | 2 | 1255 25 625
1.245078 | 2 | 1275 27 729 | 1.245448 | 2 127 26.5 702.25
1.245078 | 2 127.5 27 729 | 1.248172 | 2 128 27.5 756.25
1.245448 | 2 129 28.5 812.25 | 1.251403 | 2 129 28.5 812.25
1.248172 | 2 130 29.5 870.25 [ 1.251418 | 2 130 29.5 870.25
1.251403 | 2 131 30.5 930.25 | 1.251824 | 4 | 131.5 31 961
1251418 | 2 132 31.5 992.25 | 1.251824 | 4 | 131.5 31 961
1.251824 | 3| 1335 33 1089 [ 1.262707 | 4 | 133 32.5 1056.25
1.251824 | 3| 1335 33 1089 | 1.263186 | 4 | 134 335 1122.25
1.262707 | 3| 1355 35 1225 [ 1.263186 | 4 | 135 34.5 1190.25
1.262707 | 3| 1355 35 1225 | 1.265454 | 4 | 136 35.5 1260.25
1.263186 | 3| 1375 37 1369 [ 1.269444 | 4 | 137 36.5 1332.25
1.263186 | 3| 1375 37 1369 | 1.289154 | 2 138 375 1406.25
1.265454 | 3 139 38.5 1482.25 | 1.290279 | 2 139 38.5 1482.25
1.269444 | 3 140 39.5 1560.25 | 1.312266 | 2 | 140.5 40 1600
1.289154 | 2 141 40.5 1640.25 | 1.312266 | 2 | 140.5 40 1600
1.290279 | 2 142 41.5 1722.25 | 1.315735 | 4 | 1425 42 1764
1.312266 | 2 | 1435 43 1849 | 1.315735 | 4 | 1425 42 1764
1.312266 | 2 | 1435 43 1849 [ 1.319589 | 2 144 435 1892.25
1.315735 | 3 145 44.5 1980.25 | 1.319615 | 2 145 44.5 1980.25
1.319589 | 2 146 45.5 2070.25 | 1.321463 | 2 146 455 2070.25
1.319615 | 2 147 46.5 2162.25 | 1.324255 | 4 147 46.5 2162.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-

r j r(ij) rbar rbar)"2 r j | r(@p rbar rbar)"2
1.321463 | 2 148 47.5 2256.25 [ 1.325784 | 4 | 148 475 2256.25
1.324255 | 3 149 48.5 2352.25 | 1.326169 | 4 | 1495 49 2401
1.325784 | 3 150 49.5 2450.25 [ 1.326169 | 4 | 149.5 49 2401
1.326169 | 3| 1515 51 2601 | 1.332429 | 2 151 50.5 2550.25
1.326169 | 3| 1515 51 2601 | 1.340572 | 4 | 152.5 52 2704
1.332429 | 2 153 52.5 2756.25 | 1.340572 | 4 | 1525 52 2704
1.340572 | 3 154 53.5 2862.25 | 1.342856 | 2 154 53.5 2862.25
1.340572 | 3 155 54.5 2970.25 [ 1.342881 | 2 155 54.5 2970.25
1.342856 | 2 156 55.5 3080.25 | 1.346538 | 2 | 156.5 56 3136
1.342881 | 2 157 56.5 3192.25 [ 1.346538 | 2 | 156.5 56 3136
1.346538 | 2 | 158.5 58 3364 | 1.352084 | 4 | 158 57.5 3306.25
1.346538 | 2 | 158.5 58 3364 | 1.354869 | 4 | 159.5 59 3481
1.352084 | 3 160 59.5 3540.25 [ 1.354869 | 4 | 159.5 59 3481
1.354869 | 3| 161.5 61 372111359312 | 4| 161 60.5 3660.25
1.354869 | 3| 1615 61 3721 ] 1.372945 | 4 | 162 61.5 3782.25
1.359312 | 3 163 62.5 3906.25 | 1.374338 | 2 163 62.5 3906.25
1.372945 | 3 164 63.5 4032.25 | 1.374338 | 2 164 63.5 4032.25
1.374338 | 2| 165.5 65 4225 | 1.37652 | 4 | 165 64.5 4160.25
1.374338 | 2 | 1655 65 4225 | 1.381347 | 2 | 165.5 65 4225

1.37652 | 3 167 66.5 4422.25 | 1.381347 | 2 | 165.5 65 4225
1.381347 | 2| 168.5 68 4624 | 1.392674 | 4 | 168.5 68 4624
1.381347 | 2| 168.5 68 4624 | 1.392674 | 4 | 168.5 68 4624
1.392674 | 3 170 69.5 4830.25 | 1.393444 | 4 | 170.5 70 4900
1.393444 | 3 1715 71 5041 | 1.393444 | 4 | 170.5 70 4900
1.393444 | 3 1715 71 5041 | 1.41802 | 2 172 71.5 5112.25

1.41802 | 2 173 72.5 5256.25 | 1.429287 | 2 | 1735 73 5329
1.429287 | 2 174.5 74 5476 | 1.429287 | 2 | 173.5 73 5329
1.429287 | 2| 1745 74 5476 | 1.450178 | 2 | 175.5 75 5625
1.450178 | 2 | 176.5 76 5776 | 1.450178 | 2 | 175.5 75 5625
1.450178 | 2 | 176.5 76 5776 | 1.454944 | 2 177 76.5 5852.25
1.454944 | 2 178 77.5 6006.25 | 1.473996 | 4 | 178.5 78 6084
1.473996 | 3| 1795 79 6241 | 1.473996 | 4 | 1785 78 6084
1.473996 | 3| 179.5 79 6241 | 1.512707 | 4 | 180 79.5 6320.25
1.626241 | 2 | 1815 81 6561 | 1.626241 | 2 181 80.5 6480.25
1.626241 | 2 | 1815 81 6561 | 1.626241 | 2 182 81.5 6642.25
1.680867 | 2 | 1835 83 6889 | 1.680867 | 2 | 183.5 83 6889
1.680867 | 2 | 1835 83 6889 | 1.680867 | 2 | 183.5 83 6889
1.708297 | 2 | 1855 85 7225 | 1.708297 | 2 | 185.5 85 7225
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data (All Cases)

Case 2 compared to 3 Case 2 compared to 4
r(ij)- (r(ij)- r(ij)- (r(ij)-

r j r(ij) rbar rban”?2 r j | r(ij) rbar rbarn”"2
1.708297 | 2 | 1855 85 7225 | 1.708297 | 2 | 185.5 85 7225
1.724944 | 3| 1875 87 7569 | 1.724944 | 4 | 187.5 87 7569
1.724944 | 3| 1875 87 7569 | 1.724944 | 4 | 187.5 87 7569
1.758251 | 2 | 189.5 89 7921 | 1.758251 | 2 | 189.5 89 7921
1.758251 | 2 | 189.5 89 7921 | 1.758251 | 2 | 189.5 89 7921
1.770983 | 3| 1915 91 8281 | 1.770933 | 4 191 90.5 8190.25
1.770983 | 3| 1915 91 8281 | 1.770983 | 4 192 91.5 8372.25
1.785976 | 2 | 193.5 93 8649 | 1.785976 | 2 | 193.5 93 8649
1.785976 | 2 | 1935 93 8649 | 1.785976 | 2 | 193.5 93 8649
1.831587 | 3| 1955 95 9025 | 1.831587 | 4 | 195.5 95 9025
1.831587 | 3| 1955 95 9025 | 1.831587 | 4 | 195.5 95 9025
1.835808 | 3| 1975 97 9409 | 1.835808 | 4 197 96.5 9312.25
1.835808 | 3| 1975 97 9409 | 1.836708 | 4 198 97.5 9506.25
1.898654 | 3 | 199.5 99 9801 | 1.898654 | 4 | 199.5 99 9801
1.898654 | 3| 199.5 99 9801 | 1.898654 | 4 | 199.5 99 9801
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(All Cases)

Case 3 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
0.598607 | 4 1 -99.5 9900.25
0.657441 | 3 2 -98.5 9702.25
0.944128 | 3 3 -97.5 9506.25
0.960196 | 3 5.5 -95 9025
0.965196 | 3 5.5 -95 9025
0.965196 | 4 5.5 -95 9025
0.965196 | 4 5.5 -95 9025
0.971609 | 3 8.5 -92 8464
0.971609 | 4 8.5 -92 8464
0.971689 | 3 115 -89 7921
0.971689 | 3 115 -89 7921
0.971689 | 4 115 -89 7921
0.971689 | 4 115 -89 7921
0.981003 | 3 14,5 -86 7396
0.981003 | 4 14,5 -86 7396
0.983173 | 3 16.5 -84 7056
0.983173 | 4 16.5 -84 7056
0.984632 | 4 18 -82.5 6806.25
0.986686 | 3 195 -81 6561
0.986686 | 4 19.5 -81 6561
0.989593 | 3 22.5 -78 6084
0.989593 | 3 22.5 -78 6084
0.989593 | 4 22.5 -78 6084
0.989593 | 4 22.5 -78 6084
0.991666 | 3 25.5 -75 5625
0.991666 | 4 25.5 -75 5625
0.996377 | 3 27 -73.5 5402.25
0.996378 | 4 28 -72.5 5256.25
0.997485 | 3 29.5 -71 5041
0.997485 | 4 29.5 -71 5041

1.00002 | 3 315 -69 4761

1.00002 | 4 315 -69 4761
1.002628 | 3 33.5 -67 4489
1.002628 | 4 335 -67 4489
1.004799 | 4 35 -65.5 4290.25
1.010905 | 3 36 -64.5 4160.25
1.012742 | 4 37 -63.5 4032.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)
Case 3 compared to 4
r j r(ij) r(ij)-rbar (r(ij)-rban”2

1.013286 | 3 38.5 -62 3844
1.013286 | 4 38.5 -62 3844
1.013713 | 3 40 -60.5 3660.25
1.013714 | 4 41 -59.5 3540.25

1.01733 | 3 42.5 -58 3364

1.01733 | 4 42.5 -58 3364
1.020609 | 3 44.5 -56 3136
1.020609 | 4 44.5 -56 3136
1.021631 | 3 46 -54.5 2970.25
1.021632 | 4 47 -53.5 2862.25
1.026214 | 3 48.5 -52 2704
1.026214 | 4 48.5 -52 2704
1.029506 | 3 50 -50.5 2550.25
1.031072 | 3 51 -49.5 2450.25
1.032337 | 3 52.5 -48 2304
1.032337 | 4 52.5 -48 2304

1.03695 | 3 55.5 -45 2025

1.03695 | 3 55.5 -45 2025

1.03695 | 4 55.5 -45 2025

1.03695 | 4 55.5 -45 2025
1.039015 | 3 58 -42.5 1806.25
1.042449 | 3 59.5 -41 1681
1.042449 | 4 59.5 -41 1681
1.044075 | 3 61 -39.5 1560.25
1.044076 | 4 62 -38.5 1482.25
1.050752 | 3 64 -36.5 1332.25
1.050752 | 4 64 -36.5 1332.25
1.050752 | 4 64 -36.5 1332.25
1.056365 | 4 66 -34.5 1190.25
1.071824 | 3 67 -33.5 1122.25
1.075147 | 3 69.5 -31 961
1.075147 | 3 69.5 -31 961
1.075147 | 4 69.5 -31 961
1.075147 | 4 69.5 -31 961
1.079823 | 3 72.5 -28 784
1.079823 | 4 72.5 -28 784
1.082638 | 3 74 -26.5 702.25
1.090224 | 4 75 -25.5 650.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(All Cases)

Case 3 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.11592 | 3 76.5 -24 576
1.11592 | 4 76.5 -24 576
1.121608 | 4 78 -22.5 506.25
1.124725 | 3 79 -21.5 462.25
1.134778 | 3 81.5 -19 361
1.134778 | 3 81.5 -19 361
1.134778 | 4 81.5 -19 361
1.134778 | 4 81.5 -19 361

1.13613 | 3 85 -15.5 240.25

1.13613 | 4 85 -15.5 240.25

1.13613 | 4 85 -15.5 240.25
1.136833 | 3 87 -13.5 182.25
1.138989 | 3 89.5 -11 121
1.138989 | 3 89.5 -11 121
1.138989 | 4 89.5 -11 121
1.138989 | 4 89.5 -11 121
1.145024 | 3 92.5 -8 64
1.145024 | 4 92.5 -8 64
1.149461 | 3 94.5 -6 36
1.149461 | 4 95 -5.5 30.25
1.149908 | 4 96 -4.5 20.25
1.152339 | 3 99.5 -1 1
1.152339 | 3 99.5 -1 1
1.152339 | 4 99.5 -1 1
1.152339 | 4 99.5 -1 1
1.152439 | 3 99.5 -1 1
1.152439 | 4 99.5 -1 1
1.154406 | 3| 1035 3 9
1.154406 | 4 | 1035 3 9
1.157615 | 3| 106.5 6 36
1.157615 | 3| 106.5 6 36
1.157615 | 4 | 106.5 6 36
1.157615 | 4 | 106.5 6 36

1.16282 | 3 109 8.5 72.25
1.172485 | 3 110 9.5 90.25
1.209111 | 3 111 10.5 110.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)
Case 3 compared to 4
r j r(ij) r(ij)-rbar (r(ij)-rban”2

1.228684 | 3| 1135 13 169
1.228684 | 3| 1135 13 169
1.228684 | 4 | 1135 13 169
1.228684 | 4 | 1135 13 169
1.229028 | 3| 116.5 16 256
1.229028 | 4 | 116.5 16 256
1.234151 | 3 119.5 19 361
1234151 | 3| 1195 19 361
1234151 | 4 | 1195 19 361
1234151 | 4 | 1195 19 361

124328 | 3| 1225 22 484

124328 | 4 | 1225 22 484
1.243457 | 3 125 24.5 600.25
1.243457 | 4 125 24.5 600.25
1.243457 | 4 125 24.5 600.25
1251824 | 3| 1285 28 784
1.251824 | 3| 1285 28 784
1.251824 | 4 | 1285 28 784
1.251824 | 4 128.5 28 784
1.262707 | 3 132 31.5 992.25
1.262707 | 3 132 31.5 992.25
1.262707 | 4 132 315 992.25
1.263186 | 3 | 1355 35 1225
1.263186 | 3| 1355 35 1225
1.263186 | 4 | 1355 35 1225
1.263186 | 4 | 1355 35 1225
1.265454 | 3| 1385 38 1444
1.265454 | 4 | 1385 38 1444
1.269444 | 3| 1405 40 1600
1.269444 | 4 | 1405 40 1600
1.315735 | 3 143 425 1806.25
1.315735 | 4 143 425 1806.25
1.315735 | 4 143 425 1806.25
1.324255 | 3 145.5 45 2025
1.324255 | 4 | 1455 45 2025
1.325784 | 3 147.5 47 2209
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data
(All Cases)

Case 3 compared to 4

r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.325784 | 4 | 1475 47 2209
1.326169 | 3| 1505 50 2500
1.326169 | 3 | 150.5 50 2500
1.326169 | 4 | 1505 50 2500
1.326169 | 4 | 150.5 50 2500
1.340572 | 3| 1545 54 2916
1.340572 | 3| 1545 54 2916
1.340572 | 4 | 1545 54 2916
1.340572 | 4 | 1545 54 2916
1.352084 | 3| 1575 57 3249
1.352084 | 4 | 1575 57 3249
1.354869 | 3| 160.5 60 3600
1.354869 | 3 | 160.5 60 3600
1.354869 | 4 | 160.5 60 3600
1.354869 | 4 | 160.5 60 3600
1.359312 | 3| 1635 63 3969
1.359312 | 4 | 1635 63 3969
1.372945 | 3| 1655 65 4225
1.372945 | 4 | 1655 65 4225

1.37652 | 3| 167.5 67 4489

1.37652 | 4| 1675 67 4489
1.392674 | 3 170 69.5 4830.25
1.392674 | 4 170 69.5 4830.25
1.392674 | 4 171 70.5 4970.25
1.393444 | 3| 1735 73 5329
1.393444 | 3| 1735 73 5329
1.393444 | 4 | 1735 73 5329
1.393444 | 4 | 1735 73 5329
1.473996 | 3| 1775 77 5929
1473996 | 3| 1775 77 5929
1473996 | 4 | 1775 77 5929
1.473996 | 4 | 1775 77 5929
1.512707 | 4 180 79.5 6320.25
1.724944 | 3| 1825 82 6724
1.724944 | 3| 1825 82 6724
1.724944 | 4 | 1825 82 6724
1.724944 | 4 | 1825 82 6724
1.770933 | 4 185 84.5 7140.25
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Kruskal-Wallis Rank Order of System Goodput (Gs) Data

(All Cases)
Case 3 compared to 4
r j r(ij) r(ij)-rbar (r(ij)-rban”2
1.770983 | 3 187 86.5 7482.25
1.770983 | 3 187 86.5 7482.25
1.770983 | 4 187 86.5 7482.25
1.831587 | 3| 190.5 90 8100
1.831587 | 3| 190.5 90 8100
1.831587 | 4 | 190.5 90 8100
1.831587 | 4 | 190.5 90 8100
1.835808 | 3 | 1945 94 8836
1.835808 | 3 | 1945 94 8836
1.835808 | 4 | 1945 94 8836
1.836708 | 4 | 1945 94 8836
1.898654 | 3 | 1985 98 9604
1.898654 | 3| 1985 98 9604
1.898654 | 4 | 1985 98 9604
1.898654 | 4 | 1985 98 9604
Kruskal-Wallis Pairwise Analysis of System
Goodput (GS) Data
Kruskal-Wallis Factors
N Uncertainty () df
200 0.1 1
Kruskal-Wallis Pairwise Comparisons
Cofqa;ae:getoz 10Gbps | ATCA | High End
H 0.0516 0.2785 -0.0454
2 VR, a2 3.8415 3.8415 3.8415
2 VL. w2 0.0039 0.0039 0.0039
10Gbps Compared to: ATCA High End
H 0.0933 0.1236
2 VR, a2 3.8415 3.8415
% VL. a2 0.0039 0.0039
ATCA Compared to: High End
H 0.0696
X2 CVR, a2 3.8415
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2
L CVL, a2

0.0039
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