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Abstract of Thesis

A Hybrid-Domain Floating-Point Compute-in-Memory Architecture for Efficient
Acceleration of High-Precision Deep Neural Networks

Compute-in-memory (CIM) has shown significant potential in efficiently accelerating
deep neural networks (DNNG5s) at the edge, particularly in speeding up quantized models for
inference applications. Recently, there has been growing interest in developing floating-
point-based CIM macros to improve the accuracy of high-precision DNN models,
including both inference and training tasks. Yet, current implementations rely primarily on
digital methods, leading to substantial power consumption. This paper introduces a hybrid
domain CIM architecture that integrates analog and digital CIM within the same memory
cell to efficiently accelerate high-precision DNNSs.

Specifically, we develop area-efficient circuits and energy-efficient analog-to-digital
conversion techniques to realize this architecture. Comprehensive circuit-level simulations
reveal the notable energy efficiency and lossless accuracy of the proposed design on

benchmarks.
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Chapter 1 : Introduction

1.1 Background

The ever-growing size and complexity of deep neural networks (DNNs), especially in
the era of generative artificial intelligence (Al), have made DNN training one of the largest
consumers of hardware resources (e.g., energy and memory). As an example, training GPT-
4 alone demands over 25,000 NVIDIA A-100 GPUs running for more than three months
and results in a total energy usage exceeding S0 GWh [1].

Compute-in-memory (CIM) holds significant promise for efficiently accelerating deep
neural networks at the edge by bringing computation and memory closer together to reduce
energy-intensive data movement that occurs in conventional von Neumann architecture [2].
Although numerous existing works have focused on building integer-based (INT-based)
CIM macros to improve the energy efficiency of quantized DNN models [3]-[6], there is
growing interest in developing floating-point-based (FP-based) CIM macros to enhance
the accuracy of high-precision DNN models, including both inference and training
applications [7]-[10].

Yet, most current FP CIM methods rely on digital implementation, leading to
significant power consumption[11]-[13]. Novel approaches are needed to bridge this gap,
ensuring both high accuracy and energy efficiency for increasing high-precision DNN

applications.



1.2 Von Neumann vs CIM

Since von Neumann proposed the von Neumann architecture in 1945, the architecture
has become the core foundation of modern computer systems. The core idea is to separate
the computing unit (processor) from the storage unit (memory) and transmit data through

the bus [2].

1/0

Figure 1-1 Von Neumann architecture

Although this design has achieved great success in general computing, it has gradually
exposed the "memory wall" problem when facing high-performance computing tasks such
as DNN:ss, that is, the energy consumption and delay caused by the frequent transmission

of data between the processor and the memory have become performance bottlenecks [15].



25,000

I 50 GWh
Region Average annual electricity Number of people
consumption per person (kWh) supported by 50 GWh

USA 12,000 kWh ~41,600 people
Global Average 3,500 kWh ~142,800 people

Source: U.S. Energy Information Administration (EIA), World Bank Open Data

Figure 1-2 The resources consumption for GPT-4 training

Especially in the context of the rapid development of generative Al today, the scale of
DNN models continues to expand, and the consumption of computing resources in its
training process has exploded. As mentioned before, training the GPT-4 model required
over 25,000 NVIDIA A100 GPUs operating continuously for more than three months,
resulting in a total energy consumption exceeding 50 GWh. As Fig. 1-2 is shown, this
amount of electricity is approximately equivalent to the annual consumption of over 40,000
in the United States [16][17]. In this context, the traditional von Neumann architecture has
been unable to meet the dual needs of DNN training for energy efficiency and computing
power.

In order to solve this bottleneck, researchers began to explore computing architectures
that integrate computing and storage functions. Among them, " CIM" is considered to be
an important direction to break the von Neumann bottleneck and improve the energy

efficiency of DNN computing.



CIM is an emerging non-von Neumann computing paradigm designed to address the
energy and performance inefficiencies caused by data movement between memory and
processing units. By performing computation—particularly matrix-vector multiplications,
which dominate DNN workloads—directly within memory arrays, CIM architectures
eliminate the need for frequent data shuttling, thereby drastically reducing latency and
energy consumption [2].

CIM leverages the inherent parallelism and high-density storage capabilities of
memory technologies such as SRAM, DRAM, and emerging non-volatile memories (e.g.,
RRAM, PCM) to enable highly efficient in-situ computation [18][20]. In recent years,
many CIM implementations have adopted integer-based (INT-based) computation
frameworks, which align well with quantized DNN models and offer substantial
improvements in energy efficiency, making them well-suited for inference tasks on
resource-constrained edge devices [3]-[6].

However, as applications increasingly demand higher model accuracy—particularly
for training or inference with high-precision DNNs—there is a growing interest in FP-
based CIM architectures[7]-[9]. These approaches aim to support the wider dynamic range
and numerical precision required by full-precision DNNs. Yet, most existing FP CIM
designs are digitally implemented and thus fail to fully realize the potential energy
advantages of analog or hybrid analog-digital computation. This presents a critical

challenge and an opportunity: to develop novel FP CIM solutions that can simultaneously



deliver high computational accuracy and energy efficiency, thereby enabling scalable and

sustainable Al across both cloud and edge platforms.

1.3 Contribution and Organization of This Thesis

The thesis proposes a novel hybrid-domain FP CIM architecture to remarkably
improve energy efficiency while maintaining lossless accuracy for high-precision DNN
applications.

The proposed architecture is based on a key observation that has been significantly
overlooked in conventional designs of FP CIM macros. The illustration of the FP format
and the operation rule about the addition and multiplication of FP will be in Chapter 2. It
is observed that the FP arithmetic can be intrinsically divided into two parts: (1) the
computation-intensive multiplication (sub-MUL), contributing less than 1/4 to FP products,
and (2) the computation-light addition (sub-ADD), contributing more than 3/4 to FP
products, as elaborated in Chapter3. We harness this insight to strategically integrate both
analog CIM (for energy-efficient sub-MUL) and digital CIM (for accurate sub-ADD) on a
unified hardware substrate. This hybrid-domain CIM strategy, to the best of our knowledge,
optimally combines the strengths of analog and digital CIM to achieve state-of-the-art
energy efficiency by maintaining equivalent accuracy compared to fully digital baselines.
In Chapter 4, the schematic of some important circuits in the demo design will be shown.

There are detailed transistors configuration and reasons for transistor parameter setting and



placement. In Chapter 5, the SPICE simulation results for some important circuits are
displayed. The explanations of the simulation results are also included in the chapter. In
Chapter 6, an evaluation including accuracy estimation, energy estimation and area
estimation will be performed. the conclusion of current work and the further improvement,

application, and tap-out plan are discussed in Chapter?7.



Chapter 2 : Fundamentals of Floating-point Arithmetic

In Chapter 2, the fundamentals of floating-point arithmetic are reviewed, including
FP formats and the principles of FP multiplication and addition. The chapter also discusses
how compute-in-memory paradigms have been previously applied to FP DNNSs, setting the

theoretical foundation for the architectural innovations in this work.
2.1 Floating-Point Arithmetic Primitives

FP arithmetic operations are crucial to high-precision DNNs.

2.1.1 FP format

A general FP normal number in scientific notation is shownas f = (—1)5-2F-1. M.
Here, S(§=0o0orS=1),E,and M € (0,1) represent the sign, exponent, and mantissa of
the number, respectively. Note that '1' before "M' represents a hidden bit that is not
explicitly displayed in the binary representation of an FP number. E is the actual exponent,
with an offset applied to the exponent encoded in the standard format. For example, in the
IEEE 8-bit FP format (FP8, E4M3 or ESM2), § is 1-bit, E is4(5)-bit, M is 3(2)-bit (Fig.
2-1(b)).

2.1.2 FP Multiplication and Addition

Multiplication of FP numbers involves two main steps: exponent summation and
mantissa multiplication.

This process is illustrated below using two positive numbers for simplicity.

(2B - 1. M,) - (2B - 1.M,) = (2Fo*Ex) . (1. M, - 1. M,). (2.1)



However, the addition of FP numbers is non-trivial, i.e.,

2E0=Emax . 1. M,
(2F0 - 1.M,) + (2B0 - 1.M,) = (2Emax) . + . (22
2E1-Emax . 1, M,

It involves alignment first, i.e., finding the maximum exponent, E,,,, = max{Eg, E;}
among all exponents (1) and obtaining the exponent difference, Ey(;) — Emax, between
each exponent and the maximum one (2). Subsequently, the mantissa part is shifted by the
exponent difference for alignment and then summed (3). The sum will then undergo
additional processes, such as truncation, to comply with the standard FP format.

2.1.3 FP Vector Multiplication and Accumulation (MAC)

By extending Eq. (2) for the accumulation of products from n FP weight-activation

pairs, an FP MAC is achieved. Specifically, the product of each pair is computed by Eq.

(2.1) and then accumulated according to the process described in Eq. (2.2).

2.2 Compute-in-Memory for FP DNNs

Previous work has explored CIM acceleration for FP DNN models using emerging
non-volatile memory (eNVM) devices [14],[19],[20]. More recently, static random-access
memory (SRAM) has become a cornerstone in the design of CIM systems for practical
applications due to its exceptional accuracy in digital computing, along with superior
performance, power efficiency, and area benefits [5],[12]-[14]. For instance, a previous
study introduced a reconfigurable FP/INT CIM processor capable of supporting both

BFloat16 (BF16)/FP32 and INT8/16 in the same digital CIM macro [13].



Another study proposed dividing FP operations into high-efficiency intensive-CIM
and flexible sparse-digital parts, based on the observation that most FP exponents cluster
within a narrow range. Circuit-level techniques such as time-domain exponent summation
mechanisms have also been employed to enhance the energy efficiency of CIM macros [8].

Nonetheless, these prior works share the common simplified architecture to accelerate
FP VMM, as illustrated in Fig. 2-1, where all operations are performed in the digital domain.
The process begins with the alignment of exponents by summing the exponent parts of the
weight-activation pairs (Wg; and Xj;, Step (1)) and calculating the exponent difference
between each sum, E;, and the maximum exponent, E,,4,, (Step (2)). These exponent
differences (E; — Ej4x,) are then used to shift the mantissa parts of the activations, which
are subsequently multiplied and accumulated (Step (3)). As shown in Fig. 2-1 (a), these
steps align with the operations described in Eq. (2.2).

Yet, our analysis reveals that by leveraging the inherent properties of FP arithmetic and
the resilience of DNN models to minor computation errors, there is substantial untapped
potential to use approximate computing (e.g., analog computing) to accelerate FP DNNs

without sacrificing accuracy (Chapter 3).
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Figure 2-1 (a) Illustration of conventional FP SRAM CIM architecture. Xg; and Wg jare
the exponent parts of activation and weight. X),; and W),; are the mantissa parts of

activation and weight. D, @ and @ are circuit-level representations of the steps in Eq.
(2), (b) FP8 format (E4M3 and ESM?2).

10



Chapter 3 : Hybrid Domain FP CIM architecture design

In this Chapter, the hybrid-domain architecture is introduced in detail. The chapter
emphasizes the decomposition of FP mantissa operations into sub-ADD and sub-MUL, and
justifies the energy-aware allocation of digital and analog resources. The architecture is
described at a high level, along with its key components including the SRAM-based CIM

core, local computing cells (LCC), and switched-capacitor accumulation.
3.1 Insight: Addition is More Important

Through a careful examination of FP arithmetic, we have identified a lightweight
approach for implementing SRAM CIM macros in a hardware-friendly manner, enhancing
energy efficiency while preserving the accuracy of FP DNNs. To illustrate this key concept,
we decompose the conventional FP mantissa multiplication in Eq. (2.1) into two parts as
follows:

(I.My -1.M) =0+ M) -(1+ M) (3.1
=1+ My+ M +M,-M,).

Here, 1+ My + M; and M, - M; are defined as mantissa sub-addition (sub-ADD)
and mantissa sub-multiplication (sub-MUL), respectively. Based on this decomposition
and given that Mgy € (0,1), we analyze the significance of sub-MUL in mantissa

multiplication, i.e.,

[EnN

MOIMl 1
= <>. (32

Here, the "=' holds true if and only if My = M; — 1. Eq. (3.2) shows that for a single

11



weight-activation pair, if the accuracy of sub-ADD is maintained, the total computation
error of mantissa multiplication (and thus the FP product) will not exceed 1/4 of the true
value, even with the aggressive removal of sub-MUL operations. Our analysis reveals that
while mantissa sub-MUL operations are computationally intensive, they often affect only
a minority of FP products.

In contrast, mantissa sub-ADD, though computationally lighter, constitutes the
majority of FP products. Addition is also far more energy-efficient than multiplication; for
instance, INT8 addition consumes only about 10% of the energy required for INTS
multiplication, as shown in previous work [14].

This key insight--"Addition is More Important'--guides our design strategy for FP
SRAM CIM macro: dedicating digital resources to ensure the precision of compute-
light mantissa sub-ADD operations while leveraging energy-efficient analog
computing for the more compute-intensive mantissa sub-MUL operations.

3.2 Device Structure

The integration of analog CIM into existing, well-established digital fixed-point CIM
architectures based on SRAM enables substantial improvements in energy efficiency with
minimal area overhead. As illustrated in Fig. 3-1, the proposed architecture is tailored for
FP8 DNN models, specifically adopting the E3M4 format. Notably, FP8 has been
recognized for offering state-of-the-art energy efficiency in DNN applications, while
maintaining high levels of accuracy [14]. It’s also feasible to scale the array to a higher size

for adopting FP16 and FP32.

12



-
1
|
|
|
|
|
|
|
|
|
J

(a) . .
Mantissa MAC Unit -~ & I | WL J_ o L (@l
Exponent Unit ~ g I | |
CIM Mantissa E | : NG hel :
E Multiplication 8 g |l | _°<|_ |
ot g
Identifi ~ (i e g |l
enutier Accumulation || S z | l[_—___ —— _;_;]J
(MAC) zZE £ X P1 ©
v = = |l ]
e =l
Exponent i::"“ TE | | { LA
Difference Y = 3 | xuB
Extract Capacitance 2 LM ';I_ _]
Computation | | e Es=sg== ==== :J] = = = = ==
N — and ADC [ 1 o]
Mantissa l \ I | N3 LAC |
Alignment Y \ I
| Vs N4
Shiftand Add | w| PRR e < I
| S i MUL
R N N N e -

Figure 3-1 (a) Architecture overview of the proposed hybrid-domain FP CIM macro, (b)
Hybrid-domain FP SRAM CIM mantissa unit, (c) Switched-capacitor array with the Flash
ADC, (d) 6T SRAM, (e) pseudo XOR gate, (f) pseudo AND gate, LAC for sub-add (blue
line) and MUL for ACIM (orange line).

The exponent processing unit within the architecture incorporates several
fundamental components—namely, the exponent summation array, E,,,, identifier,
exponent difference extractor, and mantissa alignment logic. These components follow the
conventional design methodologies established in previous work and are therefore not
discussed in detail in this paper.

Instead, the focus is placed on the processing of the mantissa. To this end, a novel
hybrid-domain multiply-accumulate (MAC) unit is proposed. This unit leverages digital
computation to handle mantissa sub-addition with high precision, while analog computing
is employed to perform mantissa sub-multiplication more energy-efficiently. By combining
digital and analog domains in a synergistic manner, the proposed hybrid-domain MAC unit
achieves a favorable balance between computational accuracy and energy consumption,
thus contributing to the overall efficiency of the system.

Specifically, we demonstrate a hybrid-domain CIM mantissa MAC array with a 4*4

13



size as a proof of concept (Fig.3-1(b)).

This 4*4 array is ideally suited for a 4-bit weight mantissa in E3M4 FP8 format,
including a 1-bit sign indicator. Each bit of a weight mantissa W), ; is stored within the
same row but across different columns of the 6T-SRAM cell array, ordered from the most
significant bit (MSB) to the least significant bit (LSB).

There are two key design innovations in this MAC array:

(1) an area-efficient hybrid-domain local computing cell (LCC) is embedded into each
memory cell to facilitate both sub-ADD and sub-MUL;

(2) the analog partial sums of sub-MUL are accumulated into the analog domain to
minimize analog-to-digital conversions.

In the following subsections, we will introduce how sub-ADD and sub-MUL are

enabled with these circuit-level design innovations.

3.3 Digital CIM — Sub-ADD

The sub-ADD operation is achieved through two pseudo-digital logic gates (a pseudo
AND gate and a pseudo XOR gate) in the LCL. These gates, each composed of only two
transistors to minimize area overhead, form a half-adder. Additionally, the pseudo AND
gate is reused in a time-multiplexed manner for the sub-MUL operation, as shown in the
next section.

Using a bit-serial input, a 2-bit partial sum of the activation and weight mantissas is
generated along each row in the j® cycle. When X,,;[j] =1, LAC; i =Wnilil = Vin
when X, ;[j] = 0,LAC;; = Vss. Certainly, there is a voltage drop for the output when
Xmiljl = 1, this drop causes the LAC to be more susceptible to the process, voltage,

temperature (PVT) variation. In our 4*4 demo array, the error output won’t happen due to

14



high enough voltage, the relevant results are demonstrated in Chapter 5.

Here, LAC represents the carry bit in the summation of the activation and weight
mantissa, specifically for the j™ bit of the mantissa part. Similarly, pseudo XOR is
equivalent to normal XOR gate in half adder. The 2-bit partial sum will be accumulated
with the local adder to obtain the full sum of sub-ADD. Additionally, pseudo AND is a

time-multiplexing logic gate.

3.4 Analog CIM — Sub-MUL

Fig.3-1(b) illustrates the sub-MUL operation, which is divided into two key steps:
first, the pseudo AND gate in each cell performs the multiplication between the activation
mantissa and weight mantissa; second, the resulting multiplication values from each cell

are summed along each bit line.

3.4.1 Analog multiplication by reusing the AND gate

The pseudo AND logic gate obtains and sends the mantissa multiplication result to
the capacitor computation unit through orange line on Fig.3-1(f).

The analog calculation relies on Kirchhoff’s law: voltage on each GBLB decreases
due to the discharge current from cells and increases with the charging current. The final
voltage on each bit line reflects the net current of charged and discharged cells on each

GBLB.

3.4.2 Analog accumulation of partial sums

A switched-capacitor array is employed to efficiently accumulate the analog partial
sums resulting from mantissa sub-addition operations across bitlines. This array leverages
charge-sharing computation, which allows the analog multiplication signals to be directly

integrated and accumulated in the analog domain. By exploiting this mechanism,

15



architecture achieves a substantial reduction in the number of analog-to-digital conversions
(ADCs) required per input cycle—from four conversions to only one.

This reduction not only minimizes the overhead associated with ADCs, which are
typically energy-intensive components, but also improves the overall throughput of the
system. As a result, the energy efficiency of the analog computation is significantly
enhanced without compromising computational accuracy. The use of switched-capacitor
techniques, therefore, plays a critical role in bridging the gap between high-efficiency
analog processing and practical digital system integration. Assume the voltage of each
GBLBJi] is V; and the capacitance is C;, then we have

Qi =V C. (3.3)

All charges are collected first in the computation capacitance region as

3
Qtotar = z Vi- G (3.4)
i=0
When switch S1 is activated, charge sharing occurs at this stage, resulting in
3
3 V.- C;
v, = # (3.5)
i=o Ci

Hence, V, represents the 1-bit multiplication of the activation mantissa and the 4-bit
weight mantissa.

Fig.3-1(c) illustrates the multi-bit weight realization using charge sharing among
computational capacitors. From the LSB to the MSB, the GBLB (orange line) connects to
computation capacitors Cy, Cq, C,, C3 in a 1:2:4:8 capacitance ratio. Initially, all capacitors
are pre-charged to Vpp. To maintain a total of 8 units of capacitance on each column, the
compensation capacitors C,, Cs, Cg, C; are configured with ratios of 7:6:4:0, respectively.

After processing by the computation capacitors, the final voltage represents the

16



multiplication of the 4-bit input with 1-bit weights.

This voltage, representing a 4 X 4-bit multiply-accumulate (MAC) result, is isolated
from the GBLB to prevent signal interference and converted to a 3-bit digital output by
Flash ADC. The Flash ADC utilizes area-efficient sense amplifiers (SAs) instead of
traditional analog comparators to reduce both area and energy consumption. Each 3-bit
Flash ADC is composed of 7 SAs.

Ina 4 X 4 CIM array, the multiplication result voltage on each global bit line buffer
(GBLB) may yield 4 possible values, resulting in 4 X 16 potential outputs, which would
typically require a 6-bit ADC for full encoding. To optimize efficiency, we encode only the
3 most significant bits (MSBs). This selective encoding not only minimizes encoding area
overlaps due to nonlinearity but also reduces the impact on accuracy, ensuring effective
performance with lower resource demands. Our simulation results in Chapter 6 show that
3-bit ADC is sufficient to achieve loss-less accuracy for inference/training.

Although the capacitance computation unit (CCU) reduces energy consumption and
footprint by replacing sense amplifiers and ADC:s, its scalability is constrained: enlarging
the CCU requires capacitors with exponentially greater capacitance, which incur

prohibitive area overheads that render large-scale implementations impractical.

3.4.3 Analog read out by non-linear ADC

A traditional Flash ADC is a high-speed analog-to-digital converter composed of three
main components: a comparator array, a reference voltage ladder, and an encoder. The
comparator array consists of 2™ —1 comparators for an n-bit resolution, each comparing
the input analog voltage against a unique reference voltage. These reference voltages are

generated using a resistor-based voltage divider that spans the entire input range. The
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output of the comparators forms a thermometer code, which is then converted into a binary

output by the encoder.
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Chapter 4 : Schematic of Design in Cadence

In Chapter 4, the Cadence schematics of critical circuit blocks are presented, including
the 6T-SRAM cell, pseudo-AND/XOR logic gates, capacitor computation units, flash
ADC, and LDAT. Each circuit is explained in terms of its design rationale, transistor sizing,

and integration into the overall CIM array.

4.1 Schematic Design of Local Computation Cell

As described in Chapter 3, the LCC consists of a pseudo AND gate and a pseudo XOR
gate. The pseudo AND gate is implemented using two NMOS transistors, as shown in the
Fig.4-1. These two NMOS devices function like switches. When signal X is high and XB
is low, input W passes through transistor NO to the output. Conversely, when X is low and
XB is high, the output is pulled to ground via N1. Due to the intrinsic properties of NMOS
transistors, the maximum output voltage is limited to V(X) — Vth, and the minimum is 0 V.
Since the pseudo AND gate does not need to drive significant current, standard-sized

transistors are used with W/L = 1.5 ym / 0.6 um.
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Figure 4-1 Schematic of the pseudo AND

As shown in Fig.4-2, this circuit is a pseudo XOR gate, which is another part of LCC.
It consists of a PMOS and an NMOS tube, which are controlled by signals X and XB
respectively. This structure also uses the switching characteristics of the MOS tube to
realize signal control: when X is high and XB is low, the PMOS is turned on, and the input
signal W is passed to the output LAS; when X is low and XB is high, the NMOS is turned
on, and W is still passed to the output. In either case, as long as X and XB are reverse
signals to each other, the output terminal LAS can obtain the input signal W, thereby

realizing behavior similar to XOR. It should be noted that due to the conduction
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characteristics of the MOS tube, the output voltage range is still limited to VDD - Vth to
OV. This structure also does not need to drive large currents, so standard size transistors are

used, and the W/L ratio is 1.5 um / 0.6 um.

Figure 4-2 Schematic of the pseudo XOR

4.2 Schematic Design of SRAM Cell

The 6 transistors SRAM (Fig.4-3) is used in the design, it is the most commonly used
SRAM cell architecture. Each bit of data is stored using six transistors: four for storing the
data (forming two cross-coupled inverters) and two for accessing the data during read and
write operations. Two cross-coupled inverters (made of 4 transistors, typically 2 NMOS

and 2 PMOS) form a bistable latch that holds a logic '0' or '1' as long as power is supplied.
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Two NMOS access transistors connect the internal storage nodes to the bit lines (BL and
BLB) when the word line (WL) is activated. These access transistors control read/write
access to the cell.

During a read operation, the word line is enabled, and the stored value is sensed

through the bit lines. During a write, new data is forced onto the bit lines to overwrite the

stored value.

Figure 4-3 The schematic of 6T-SRAM
The cross-coupled inverter pair consists of PMOS transistors with W/L = 1.5 um /
0.6 um and NMOS transistors with W/L = 2.25 pym / 0.6 um. The NMOS transistors are
sized larger than the PMOS to enhance the pull-down strength, compensating for the lower
electron mobility and improving the cell’s ability to drive internal nodes during switching.
This sizing also ensures robust read stability and faster write access. The access transistors,

which connect the internal storage nodes to the bitlines, are sized smaller with W/L =
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0.96 um / 0.6 um to minimize the disturbance to the stored data during read operations
while still providing sufficient conductance during writes. This sizing balance between
pull-up, pull-down, and access paths is critical to achieving reliable SRAM cell operation

across various process and voltage conditions.

4.3 Schematic Design of LDAT

The Local Digital Adder Tree (LDAT) is designed to accumulate the partial sum of
mantissa additions entirely within the digital domain. As illustrated in the figure, the LDAT
is composed of three main functional regions. The red region represents the core of the
digital adder tree, which performs the actual accumulation. It consists of multiple layers of
bitwise adders and registers arranged in a tree structure to efficiently sum the incoming
values. This region is responsible for receiving and processing 1-bit inputs from the Local
Accumulate Carry (LAC) and Local Accumulate Sum (LAS) lines.

The adder tree operates under the control of a timing and control circuit, located in
the blue region of the Fig. 4-4. This circuit includes a counter and a priority encoder, which
together generate a 2-bit control signal that sequences the addition across four clock cycles.
In each cycle, a pair of 1-bit LAC and LAS values is processed by a set of AND gates and
adders, with results stored in flip-flops or registers arranged in a tree structure to
incrementally compute a 4-bit result (outputs: 10, rl, r2, 13 in the red region). This setup
enables parallel, pipelined accumulation.

Additionally, the yellow region provides the final output selection logic, which
determines when and how the final result is latched or passed on for further computation.
The multi-cycle operation of the LDAT allows it to incrementally build up the result with

high accuracy and minimal hardware overhead, making it a key component in efficient
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mantissa accumulation pipelines.

Figure 4-4 The schematic of the LDAT

4.4 Schematic Design of Analog CIM part

Analog CIM part is also detailed illustrated in above. It is working on analog domain
in place of multiplexer function. In Cadence, as Fig.4-5 is shown, it consists of 3 parts,
pseudo AND, capacitor computation units and flash ADC. The pseudo AND in Cadence is

demonstrated above.
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4.4.1 Capacitor Computation Units
Fig. 4-5 displays the schematic of the capacitance computation unit. This part is

illustrated well in Chapter 3, here just shows the schematic in Cadence.

Figure 4-5 The schematic of the capacitance computation unit

4.4.2 Flash ADC
The Flash ADC is composed of 3 parts, reference resistor, comparator, and
encoder which corresponding to to the blue region, red region and yellow region in
Fig. 4-6, respectively. One of the most important part of comparator is sensor amplifier.
The reference resistor is designed to match the non-linear output from the CCU,
so the resistors configurations are set as 1.82 kohm, 3.14 kohm, 7.02 kohm, 4.57 kohm,
1.41 kohm, 4.57 kohm, 2.24 kohm and 1 kohm.

The encoder is fully digital circuit, so it is no need to specify very detailed.
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Figure 4-6 The schematic of the flash ADC

Fig. 4-7 shows a comparator based on a sense amplifier, commonly used in SRAM
readout circuits to detect small voltage differences between bitlines and convert them into
full-swing digital outputs. The core of the circuit consists of a pair of cross-coupled
inverters formed by transistors PO, P1, N2, and N3, which create a positive feedback loop
for rapid differential sensing. During operation, the inputs LBL and LBLB are connected
to the internal sensing nodes through access transistors NO and N1, controlled by the word
line (WL). The gates of N2 and N3 are driven by the "weight" signal, which sets the bias
point for sensing. Initially, both bitlines are precharged to VDD. When WL is asserted, the
voltage difference between LBL and LBLB—caused by stored data—is sensed by N2 and
N3. The cross-coupled structure then amplifies this difference rapidly, driving one output
high and the other low. This design enables fast, energy-efficient, and reliable readout,
making it highly suitable for low-voltage and high-speed memory applications.
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Figure 4-7 The schematic of sensor amplifier
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Chapter 5 : Simulation Result of SPICE in Cadence

In this chapter, SPICE simulation results are provided to verify the functionality of
the designed circuits. Transient analyses validate the behavior of SRAM cells, analog
multiplication via charge sharing, digital addition logic, and sensor amplifiers. A custom
OCEAN script is also used to simulate the full mantissa MAC unit under various input

conditions, demonstrating correct multi-cycle operation.

5.1 Simulation of SRAM and LCC

Figure 5-1 Simulation results of SRAM and LCC

Figure 5-1 shows the simulation results of SRAM and LCC, WR(red) control the
switches of SRAM cell, when it is high, the switches are on, SRAM cell read or write signal;
when it is low, the switches are off, the signal latched on SRAM cell. X (green) is the input
data, it is low from 0 to 40us, and it is high after 40us. LAC (pink) is always keep low in
whole simulation. LAS (cyan) is low before 40us and high after 40us. LBLB and LBL are
two-bit lines which record the data transformation connected to SRAM cell.
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5.2 Simulation of LDAT

-

Figure 5-2 Simulation results of LDAT

Figure 5-2 presents the waveform output of LDAT simulation. The highlighted yellow
region at the top represents the inputs, including LAS and LAC bits as well as control
signals like clk and rst_n. The red region at the bottom shows the accumulated output bits
(mO to m4), which represent the final summation result across cycles.

From the waveform: the rst_n signals remain mostly constant, suggesting fixed inputs
during accumulation windows. The output signals m0 to m4 demonstrate correct sequential
accumulation behavior. For instance, during cycles 20 ns to 60 ns, the values of m0, m1,
and m2 increment according to expected bit-wise additions. The toggling of result bits at
each 10 ns interval aligns with the clk signal, confirming that LDAT updates correctly at

every clock edge. The peak values on 13 (e.g., rising and falling between 50 ns to 70 ns)
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indicate proper propagation and addition of intermediate sums.

5.3 Simulation of Capacitor Computation Unit

Figure 5-3 Simulation result of charge sharing

The transient waveform in Fig.5-3 illustrates the behavior of a switched-capacitor-
based analog multiplier, where multi-bit weight values are realized through binary-
weighted capacitors (Cy, Cy, C,, C3) with ratios (1:2:4:8). Signals (nl1) to (n4)
represent the voltages on these capacitors, and the “sharing_line" denotes the common
output node. Initially (0-20 ns), all capacitors are discharged. Between 20-30 ns, they are
precharged to (Vpp = 5V), reflecting an activation value of logic ‘1’ applied across all
weight bits. At around 30 ns, switch S1 is enabled, allowing charge sharing to occur
between the capacitors and the output node. The result of this charge redistribution follows

the equation:

3
i=o Vi'Ci

[0 3
Zi:o C;

(5.1
Since all (V; = Vpp) and (Cy: Cy: Cy: C3 = 1:2:4:8), the output voltage should

ideally settle at (Vpp). However, due to the presence of compensation capacitors
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(C4, Cs, Cg, C7), which are precharged to (Vpp) and maintain a constant total column
capacitance (8 units), the effective output after sharing stabilizes at approximately
(% Vpp = 3.4V). This confirms the expected analog multiplication behavior in a hybrid
computing-in-memory (HyCIM) architecture using energy-efficient charge-sharing

techniques.

5.4 Simulation of Sensor Amplifier

Figure 5-4 The simulation result of senor amplifier

The Fig.5-4 demonstrates the SPICE simulation results of the sensor amplifier, the
detailed explanation is following:

clk (red): The clock signal controlling the timing of the sense amplifier activation. It
is initially low and rises at around 10 ps, then falls again at around 40 ps, marking two
sense operation windows.

vin (cyan): The input signal to be sensed. This is held constant at approximately 2.5V,
representing the target signal being compared.

vref (purple): The reference voltage, set around 2.0V, provides the comparison
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threshold for the amplifier.

out_p (green): The amplified output from the sense amplifier. It starts low and sharply
transitions high at around 10 ps (when clk rises), indicating that vin > vref. At around 40 ps,
it falls back low, signaling the amplifier reset

This behavior confirms the expected operation of a dynamic sensor amplifier. When
the clock signal goes high, the amplifier is enabled, and it quickly compares vin to vref.
Since Vin>Vref, the output out_p switches from low to high, demonstrating correct sensing

functionality. When clk falls, the output returns to its precharged or reset state.

Simulation of Mantissa MAC Unit

The mantissa MAC (Multiply-Accumulate) unit integrates both analog and digital
circuit components to perform efficient low-precision arithmetic. The analog section
consists of a Charge Computation Unit (CCU) and a Flash ADC, which handle the charge-
based multiplication and analog-to-digital conversion. The digital section includes a
Subtractor-Adder (Sub-ADD) unit and a Local Digital Adder Tree (LDAT) for final result
processing. Due to the system’s multi-cycle computation flow, conventional simulation
tools like ADE L are not well-suited to capture the temporal behavior across iterations.
Instead, the OCEAN scripting environment is employed for automation. OCEAN (Open
Command Environment for ANalysis), shown in the Fig.5-5, is a Lisp-like scripting tool

within Cadence Virtuoso that enables users to run batch simulations, sweep multiple
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parameter sets, and output results to structured files such as CSV, allowing for efficient
data collection and post-processing.

In the OCEAN script shown, the variables a0 to a3 represent the four-bit input data,
while g00 to g33 correspond to the 16 weight values stored in the SRAM array. The script
initializes all possible value combinations using list(0 5) to represent logic low (0 V) and
logic high (5 V). The simulation proceeds in a loop over different configurations, and for
each iteration, the following sequence is executed: (1) Set iteration index i=1 (or greater),
where each simulation run applies the same set of data. (2) Perform mantissa multiplication
following the E3M4 format—each row of input data is multiplied by the corresponding
row of weights using switched-capacitor multiplication in the CCU. The column-wise
results (representing the significance levels of the 4-bit output) are summed using capacitor
ratios and passed to the Flash ADC for conversion to a digital signal (either VDD or GND).
(3) Finally, the script logs and outputs the truncated multiplication result to a .csv file, as
shown in the second figure. This format facilitates high-throughput evaluation and enables
fast validation of multi-bit analog MAC performance under different operand

configurations.
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batch.oc
=

Open ~ R Save = x
simulator( 'spectre )
design( "/home/ead/G42287633/cadence/simulation/HD MVA 4x4 array tb/spectre/schematic/netlist/netlist")
resultsDir( "/home/ead/G42287633/cadence/simulation/HD_MVA_4x4_array_tb/spectre/schematic" )
path( "/apps/design_kits/ibm kits/IBM PDK/cmrf7sf/v1.8.0.6ML/Spectre/models" )
a@_list = list(e 5)
al_list = list(e 5)
a2_list = list(@ 5)
a3_list = list(e 5)
gee_list = list(e 5)
gel list = list(e 5)
ge2_list = list(e 5)
g03 list = list(e 5)
gle_list = list(e 5)
gll list = list(e 5)
gl2_list = list(e 5)
gl3 list = list(e 5)
g2@8_list = list(e 5)
g21_list = list(e 5)
g22 list = list(e 5)
g23 _list = list(e 5)
030 _list = list(e 5)
g31_list = list(e 5)
g32 list = list(e 5)
g33_list = list(e 5)
outputFilel = outfile("./group_data/sub_mul _out groupl7.csv" "w")
count = @
;foreach(vars gee_list
; foreach(varé g0l li
H foreach(var7 goz_list
H foreach(varg go3 list
;foreach(var9 gle_list
; foreach(varle gll list
e foreach(varll gl12_list
Saving file “/home/ead/G42287633/cadence/batch.ocn”... Plain Text »  Tab Width: 8 Ln129, Colll =~ NS

Figure 5-5 The ocean script for mantissa MAC unit simulation
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open v || @ sub-mul.fmt-hlgh.::v Save = )
iteration=1
aé al,a2,a3,wb0,wdl,wb2,wb3,wl0,wll, wl2,wl3,w20,w21,w22,w23,w30,w31,w32,w33
5,555,555 0,5,596,05,0,0,0,0,0,0,0
5 16.7953n 16.7953n
iteration=2
a® al,a2,a3,wb0,wdl,wb2,w83,wl0,wll, wl2,wl3, w20,w21,w22,w23,w30,w31,w32,w33
5,5 5,5 5,5, 5,0,5,5 0,05,0,0,0,0,0,80,5
16.7953n 5 16.7953n
iteration=3
ad al,a2,a3,w00,wdl,wb2,w03,wl0,wll,wl2,wl3,w20,w21,w22,w23,w30,w31,w32,w33
5,5,5 5,5, 5,5 0,5,5,0,05,0,6,0,0,0,5,0
16.7953n 5 16.7953n
iteration=4
ad al,a2,a3,we0,wdl,wb2,w03,wl0,wll,wl2,wl3,w20,w21,w22,w23,w30,w31,w32,w33
5,5, 5,9,%5,5,95,0,95,5,0,085,0,0,0,0,0,4%, 95
16.7953n 5 16.7953n
iteration=5
ab al,a2,a3,wb0,wdl,wb2,wo3,wl0,wll,wl2,wl3,w20,w21,w22,w23,w30,w31,w32,w33
5,5 5,5 5,5,5,0,5,5,0,8065,0,0,86,90,5,0,80
16.7953n 5 16.7953n
iteration=6
a6 al,a2,a3,wb0,wd1,w02,wd3,wl0,wll, wl2,wl3, w20,w21,w22,w23,w30,w31,w32,w33
5, 5, 5,5,5,5,5,0,95,5,0,05,0,0,0,0,5, 0,5
16.7953n S 16.7953n
iteration=7
a0 al,a2,a3,wb0,wd1,wb2,wd3,wl0,wll,wl2,wl3, w20,w21,w22,w23,w30,w31,w32,w33
5, 5,5, 5,5,5,3,0,5,5,0,05,0,6,0,9, 35,5, 90

CSV » TabWidth: 8 v Ln6593,Coll ~ INS

Figure 5-6 The csv results of mantissa MAC unit
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Chapter 6 : Evaluation

In Chapter 6, the proposed architecture is evaluated in terms of computation accuracy,
energy consumption, and area efficiency. Simulation results show a maximum computation
error of just 1.51%, with negligible impact on model performance when integrated into
FP8 DNN models like ResNet and BERT. The architecture achieves a 1.53x improvement
in energy efficiency over digital-only baselines, and its compact circuit design leads to

minimal area overhead.

6.1 Computation Accuracy

Since the exponent array is implemented in the digital domain without computation
errors, we focus on presenting the computing accuracy of our mantissa MAC array. We
compare the results from circuit-level simulations through the CIM macro and its ground
truth which is obtained by simulating the computation flow through a Python script. We
obtain the product of 4 X 4-b inputs and the 4 X 4-b weights. The computation error
across multiple combinations of 4-b inputs and 4-b weights are shown on Fig.6-1.1It is small
within 1.51% range. The result shows that the proposed hybrid-domain computing

introduces minimal computation error.
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Figure 6-1 The result of the computation error

We then apply the computed error to FP products based on FP arithmetic and inject
this error into FP8 models to examine its effect on model accuracy. We evaluate accuracy
across various FP DNN models using the MLPerf Edge Inference Benchmark Suite v4.0,
which encompasses a diverse range of deep learning tasks. As shown in Table. 6-1, our
proposed hybrid-domain architecture effectively maintains inference accuracy, with only
approximately 1% variation observed for ResNet and BERT models, and virtually no
accuracy loss for RetinaNet. This outcome underscores our macro’s reliability in
preserving system-level inference accuracy, likely due to the inherent robustness of these

models.
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Table. 6-1 Model performance on different dataset

Model Dataset Baseline Accuracy Result
ResNet50 ImageNet 76.01% (topl Acc) 75.68%
BERT-base SQuAD vl.1 90.73% (f1_score) 89.49%
Retinanet Open Images 0.3759 (mAP) 0.3709

6.2 Energy Comparison

We designed the proposed Mantissa MAC unit using 28 nm CMOS technology and
compared its energy efficiency to a fully digital baseline, which includes a digital multiplier
at each memory cell (enabled by a NAND gate), a local digital adder tree, an accumulator,
and registers. Energy data for the digital baseline is derived from the quantitative model in
[19]. Table. 6-2 illustrates the comparison, showing our design achieves 1.53 X energy

efficiency compared to the digital CIM.

Table. 6-2 Energy breakdown estimation (fJ/MAC)

Operation | Add/Multi Adder Accumulator/ | Register Total
Tree ADC

Sub-ADD 0.896 10.752 10.752 6.720 29.120

Sub-Mul 1.792 8.064 7.04 5.376 22.272

Baseline 3.584 34.944 26.880 13.440 78.848

Efficiency - - - - 1.53%

6.3 Area Breakdown Estimation

We finally show the area efficiency of the proposed mantissa MAC unit. Each cell
consists of a 6T-SRAM cell, a pseudo AND, and a pseudo XOR, totaling 11 transistors (4
PMOS and 7 NMOS). The SRAM cell and pseudo AND are symmetrical, resulting in a
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compact and efficient mantissa computing unit, as shown in Fig.6-2. It leads to a 42.8%
area overhead of the initial 6T SRAM cell. When expanded to configurations of two or
four cells, the layout achieves even greater symmetry and space efficiency, as shown in
Fig.6-3. As noted, a traditional digital CIM macro, which uses NAND gates attached to
each memory cell, employs a nearly identical number of transistors, thus resulting in

minimal area variation between the two macros.
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Figure 6-2 The layout of single MAC unit
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Figure 6-3 The layout of 4 symmetric MAC units
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Chapter 7 : Conclusion

7.1 Conclusion of Current Work

The thesis proposes a hybrid-domain floating-point compute-in-memory (CIM)
architecture that integrates digital and analog computation to improve energy efficiency
while preserving accuracy for high-precision deep neural networks (DNNs). By analyzing
FP arithmetic, it was found that mantissa sub-addition dominates the computation and is
less energy-intensive, whereas sub-multiplication contributes less but is more costly. Based
on this, the design uses digital circuits for sub-addition and analog circuits for sub-
multiplication, achieving a strong balance between efficiency and precision. Chapter 2
reviews floating-point formats and arithmetic, laying the foundation for understanding FP
operations in DNNs and highlighting the limitations of current digital-only CIM designs.
Chapter 3 introduces the hybrid-domain architecture, explaining the decomposition of FP
operations and the implementation of a 4x4 mantissa MAC array using SRAM cells and
mixed-signal circuits. Chapter 4 presents the Cadence schematics for key components such
as pseudo logic gates, SRAM, switched-capacitor units, flash ADCs, and the digital adder
tree. Chapter 5 shows SPICE simulation results validating circuit functionality and
introduces OCEAN scripts for automating mantissa MAC simulations under various inputs.
Chapter 6 evaluates the architecture in terms of accuracy, energy, and area. Simulations
show a maximum error of only 1.51%, with minimal model accuracy loss and a 1.53x
energy efficiency gain over digital baselines.
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7.2 Future Improvement and Plan

Building on the promising results of this work, several directions are planned to
further develop and extend the proposed hybrid-domain CIM architecture. First, we aim to
expand the design beyond the mantissa MAC unit to realize a complete floating-point CIM
system, incorporating both mantissa and exponent computation. Specifically, for the
exponent processing stage, we plan to replace digital adders with analog techniques such
as time-delay-based or phase-based addition, which may further reduce energy
consumption and improve efficiency.

We also plan to scale the current 4x4 demo array to a larger CIM array, enabling
broader applicability to real-world DNN workloads. To support this scaling, the robustness
of the proposed architecture will be further optimized, particularly focusing on the behavior
of pseudo logic gates and the capacitance computation units (CCUs). Ensuring that these
components maintain stable functionality across larger arrays is critical to preventing signal
degradation and preserving overall system performance.

In addition, once design tools and process support are available, we aim to complete
the physical layout of the expanded architecture. Ultimately, if these developments prove
successful, we plan to tape out the chip, fabricating a prototype to validate the proposed
architecture in silicon and advance it toward deployment in energy-constrained Al edge

environments.
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