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Abstract

Cyber Threat Hunting with Deep Graph Learning

Computer network logs can be understood as tabular rows of a database,

but should they be? Logs contain information about interactions between

entities; when viewed holistically, they form a web of relationships that have

occurred over time. This dissertation will demonstrate the cutting-edge

deep graph learning approaches that we have developed for network log

analysis when viewed through this abstraction. These approaches, when

applied to cyber threat hunting, yield powerful anomaly-based intrusion

detection models with high precision and efficient runtimes.

First, we present a system that detects lateral movement between hosts

in an enterprise network using temporal link prediction. The system con-

sists of a novel, distributed graph neural network (GNN) architecture that

performs link prediction on temporal graphs representing authentications

and network flows between computers. When applied to cybersecurity data,

our system could detect lateral movement with a higher true positive rate,

lower false positive rate, and 16x faster than contemporary works.

Second, we modify GNNs to process edges as they are streamed in real-

time. This modification produces embeddings in continuous time, where

the temporal ordering of edges is respected, meaning information only

propagates forward through time. We applied this novel GNN architecture

for provenance graph analysis of host and network logs, and it detected APT

activity with higher speed and precision than the state-of-the-art.

Finally, we explore what happens when we abandon GNNs altogether and

bring cyber threat hunting to the frontiers of deep graph learning. Instead,

we approach intrusion detection from a new perspective: that of natural
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language processing. Random walks through graphs, when viewed analo-

gously to sentences in a corpus, can be processed in much the same way

as text. The penultimate chapter of this dissertation compares my previous

approaches to graph-based intrusion detection to a novel, LLM-adjacent one,

where we train a language model on a corpus of cybersecurity graphs and

fine-tune it to predict anomalous edges. This approach allows us to predict

anomalous edges with 12x higher precision than my previous approaches,

and 4x higher than the current state-of-the-art, with a comparable number

of parameters.

This dissertation demonstrates that when cybersecurity is viewed

through the lens of graph analysis, it is possible to detect anomalous

activity that traditional methods miss. Attackers will continue to devise new

ways of sneaking past traditional, signature-based intrusion detectors; it

is increasingly important to find ways to detect them through anomalous

activity alone. When the complex, interrelated data contained in log files

is represented as a temporal graph, attackers cannot hide behind zero-

days. Should they traverse the networks protected by these algorithms, the

anomalous edges they leave behind will lead us right to them.
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Chapter 1: Introduction

Computer networks are complex, evolving systems. Enterprise networks

produce an enourmous amount of logging data using security information

and event management (SIEM) systems that can help describe what they are

doing at a very low level, but the enormity of this information makes analysis

di�cult. An adversary in the network will inevitably produce abnormal logs

over the course of their attack, but in order to detect them, there must be

some de�nition of normalcy. Low-probability interactions between entities

in a network are often indicative of an attacker pivoting through the network

during lateral movement. Unlikely subgraphs in host-level provenance data

are often representative of malware being executed, beaconing, or any other

number of malicious activities in a network. Such substructures are di�cult

or impossible to detect using traditional, tabular machine learning; however,

they reveal themselves when networks are abstracted as graphs.

This representation allows us to de�ne anomalous events in more explicit

terms, but designing models to actually detect them is still di�cult. The

primary objective of this proposal is to show several methods by which

we can train unsupervised models to detect anomalous substructures in

network security graphs using deep graph learning (DGL). We will show

that methods based in deep graph learning encode more information than

temporal approaches, can do so more e�ciently than prior works, and result

in highly precise intrusion detection models.
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1.1 Networks as Graphs

A graph G = f V ;Eg is a set of nodes V and a set of relationships between

those nodes E � f (u;v) j u;v 2 V g. Additionally, nodes and edges may have

attributes f V : V ! Rd, f E : E ! Rd. The activity of a computer network

lends itself naturally to be expressed as a graph. Hosts, users, �les, etc.,

may be represented as the set of nodes, with important features such as

their type as their features. Interactions between these entities, such as

communication, authentication, �le creation, etc., is naturally represented

as a directed edge between them. Such a representation is known as a

provenance graph.

Provenance graphs were �rst introduced by King & Chen [91] to better

understand the causes of system compromise. Critically, provenance graph

edges have times associated with them, as well as types to distinguish

various ways system entities can interact and when those interactions

occurred. More recently, Han et al. [60] suggested that these graphs could

also be used for preemptive monitoring of a system. They emphasize that

when a system is compromised, there will undoubtedly be unexpected

interactions. If a baseline for how entities within a system interact is known,

we expect malicious interactions to deviate signi�cantly from what is normal.

For example, lateral movement is the stage in an attack where an adver-

sary roams the network in an attempt to �nd high value hosts, services,

and data in an attempt to spread from a compromised node throughout

the network [101]. It is very di�cult to detect in enterprise systems be-

cause it is a slow process [45] that utilizes normal-looking tools [153] such

that individual malicious system events do not appear out of the ordinary.

However, lateral movement is not completely invisible: as the objective of
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lateral movement is to propagate to more valuable nodes, there are often

communications between entities that are not normally related to each

other.

Prior works [26, 31, 77, 107] have shown that this stage of the attack

is most easily detected in unusual communications, and in particular

authentications, between users or machines within a network. When data

is represented as a graph, unusual authentications are understood as paths

or edges that connect nodes with low link prediction probabilities. For this

reason, we are motivated to represent cybersecurity data as a temporal

graph.

1.2 Deep Graph Learning

Deep Graph Learning (DGL) methods encompass functions that take

a possibly attributed graph as input, and transform it using deep neural

networks into a representative vector or vectors [72]. Many such methods

exist, but the prevailing architecture is the graph neural network (GNN).

This section will provide background on GNNs, and methods of temporal

graph analysis using GNNs or other deep learning approaches.

1.2.1 Graph Neural Networks

Unlike traditional neural networks, which expect tabular input, graph

neural networks (GNNs) are designed to accept relational data (edges) as well

as tabular data (node features). GNNs, broadly, can be broken into two cate-

gories: spatial and spectral [170]. Spectral GNNs were among the �rst GNNs

proposed. These methods either use [33] or approximate [41] eigenvectors

of the graph Laplacian to generate �lters on graphs, drawing from graph

signal processing [144] to de�ne the notion of convolution over nodes. These
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approaches de�ned the theoretical backing for the comparatively simpler

spatial GNNs. Spatial GNNs, sometimes referred to as message-passing

neural networks (MPNNs) de�ne convolutions as some aggregation across

a given node's neighbors. This paradigm has become the convention for

modern graph neural architectures like GraphSAGE [57], GAT [162], and

GIN [173]. Even the spectral technique, GCN [93], though theoretically

backed by graph signal processing, is in practice implemented using the

message-passing paradigm.

1.2.2 Temporal Graph Analysis

Another important dimension of network logs, which is sometimes ig-

nored, is time. The edges on the provenance graph of network activity are

all associated with the timestamp of when the incident nodes interacted. In

this proposal, we will represent temporal graphs as discrete snapshots and

as continuous streams. In the snapshotting method, the temporal graph is

divided into disjoint subgraphs that each span a range of time. This method

has the advantage of subdividing the data into smaller, more manageable

chunks. As we will show, this divide-and-conquer approach allows for

parallelization of our algorithms, leading to large e�ciency improvements.

Methods that process discrete temporal graphs are EvolvingGCN [131], T-

GCN [180], and VGRNN [56]. Prior works that represent network or host logs

as discrete temporal graphs include Argus [172], Pikachu [132], STEP [39],

and our work, Euler [88].

While the snapshotting approach makes the massive datasets easier to

manage, it does come with some loss of information. Representing graphs

instead as a continuous stream of edges allows for �ne granularity, where

regions of time and edges can be analyzed in the context of arbitrarily
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small time windows. One way to do this is through graph sketching . This

approach aims to stream in the graph in temporal order and maintain a

state vector that changes as new edges and nodes arrive. Formally, it is

de�ned as a function F (G;t) which takes as input an ordered list of all

nodes and edges observed in a graph G up to some point in time, t, and

produces a vector that expresses its state in some way. This is di�erent from

snapshot-based approaches, which express a graph's state during a time

window f t;t + dg, whereas, the sketch vector represents all interactions that

have occurred since time 0 up to t. This representation can result in more

precise models [171], at the cost of more computational overhead. Methods

to process continuous temporal graphs include JODIE [97], T-GAT [171],

TGN [141], and CTDNE [142]. These methods have been applied to network

and host logs in prior works, SIGL [61], JBeil [81], NetHawk [30], and our

work EdgeTorrent [90].

1.3 Motivation

In this proposal, we argue that deep graph learning over temporal graph

representations lead to improved precision and performance. This subsec-

tion details our motivation for both of these claims.

1.3.1 Temporal Graph Representation

Anomaly detection is strongly dependent on how the data is represented.

An anomaly is simply a deviation from an observed pattern of behaviors;

for attacks to appear anomalous, they must cause some unexpected rep-

resentation of the system to emerge. The way in which the underlying

data is represented will ultimately shape and constrain how this is de�ned.

Historically, there have been two main ways of abstracting data for anomaly
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detection: frequency-based, and events-based [34]. Frequency-based meth-

ods, such as [22,49,66,168], de�ne anomalous behavior as activity that

signi�cantly deviates from observed temporal patterns. Events-based meth-

ods, such as [12,17,43,48,108,120], identify commonalities in features,

such as packet count, protocols, etc., associated with individual events

within a system. Anomalies are then de�ned as events with unexpected

features.

The problem with these two approaches is that they ignore the inherently

structural nature of network data. This is readily apparent by observing

that one of the most in�uential datasets for intrusion detection, [4,122], has

no features for source or destination entities. All that matters with these

models are the details of the events themselves in isolation, not the machines

between which they occur. It is impossible to capture anomalous interactions

between entities in a network using the traditional data representation.

Attacks that use stolen credentials, for example, may have features that look

entirely normal, and may occur at rates that are non-anomalous as seen

in the DARPA Transparent Computing data set [160]. Indeed, the lateral

movement stage of a compromise is often �low-and-slow�, and intentionally

similar to normal network tra�c both in frequency and features, making

them indistinguishable from normal activity at the network level when

represented with traditional means [45]. During the lateral movement stage

of an attack, anomalies instead manifest as unusual connections between

entities [38]. Networks are webs of relational data, �uctuating over time; the

most natural way to represent and analyze relational data, is as a graph.

There has been growing interest in static graph-based methods for intru-

sion detection, such as the work of Bowman et al. [31]. Here, normalcy is

de�ned in terms of interactions between entities within systems, but time is
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Figure 1.1: A simple example of hard-to-detect temporally anomalous activity
in a network with 3 machines and two users. The normal sequence of events
is that a user authenticates with a computer, then that computer makes
a request to the shared drive. However, suppose C1 is compromised with
Mimikatz or a similar malicious process with access to LSASS memory [6].
After Bob's initial connection to C1, his credentials are harvested, and at
time t = 5, Computer 1 makes a request to the shared drive without Bob's
involvement. Though this exact edge has been seen before, in this temporal
context it is now indicative of C1's compromise manifested as anomalous
network activity.

not considered. Anomalies are de�ned as edges with low probability given

what is known about the graph's structure.

To demonstrate the advantages and disadvantages of the above intrusion

detection systems, consider the example shown in Figure 1.1. The �rst two

time slices show normal activity in the network: �rst at t0, Alice and Bob

authenticate with their computers A and B, then at t1, computers A and B

make a request to the shared drive. At times t2 and t3, we see that when

Bob does not �rst authenticate with computer B, it does not communicate

with the shared drive. A simple probability distribution is apparent:

P((C1;SD) 2 Et+ 1 j (B;C1) 2 Et) = 1

P((C1;SD) 2 Et+ 1 j (B;C1) 62Et) = 0
(1.1)

However, in t4 and t5, something unusual occurs: computer B requests data

from the shared drive without Bob authenticating with it �rst! Suppose

C1 was compromised with Mimikatz or a similar malicious process with
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access to LSASS memory [6]. After Bob's initial connection to C1, his

credentials have been harvested. After lying in wait, with the newfound

stolen credentials, the APT could be using attack techniques (as catalogued

by the MITRE ATT&CK framework) T1563, remote service hijacking, or

attempting T1080, tainting shared content [9].

To detect attacks such as the one in the example, a model would need to

consider events with reference to those that occurred previously, and with

reference to the other interactions within the network. An event between two

entities that happens at one point in time cannot be considered identical

to the same event occurring in the future under a di�erent global context.

Unfortunately, graph-based approaches that do not consider time, and

many event-based approaches that look at each event in isolation, such

as [31, 48, 120] would see no di�erence between (C1;SD) at time t1 and

(C1;SD) at time t4. What makes it stand out as anomalous is something

lacking in the previous state of the graph�something that would only be

detected by considering prior probabilities for the next state of the system.

Frequency-based and event-based approaches such as [12,43,66,108,

168] would have similar trouble, as they lack the relational data present in

the network; Bob's activities a timestep earlier would have little import on

the interpretation of the shared drive's activity later on. If the interaction

between (C1;SD) at time t4 was su�ciently similar to the interaction at time

t1, these approaches would see no di�erence between the two. They lack the

ability to capture the importance of interactions occurring between other

entities in the network, and how they may relate to a separate event.

By representing the network as a temporal graph, the global structure

of a network at individual points in time is captured without losing the

temporal dependencies of the changing connections. We make the more
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di�cult assumption that malicious events can have the same event features

as normal ones; if this is the case, traditional event-based approaches will

not work. We also assume attackers can make similar connections, or even

the same connections as observed in normal activity, meaning available

graph-based approaches, and statistical approaches are insu�cient. With

temporal graphs, assuming they have enough granularity, these problems,

as well as those tackled by prior works are solvable.

1.3.2 Deep Graph Learning for Threat Hunting

Graph kernel approaches have been shown to be excellent for captur-

ing the semantics of provenance graphs in prior works. Two well-known

methods, StreamSpot [113] and Unicorn [59], both justify their success

by showing that their approach is a form of the Weisfeiler-Lehman Isomor-

phism (WL) test [99], and can thus di�erentiate between graph states. In

the prior works, they achieve this using di�erent hashing algorithms that

summarize nodes' local neighborhoods. Similarly, the �ndings of Xu et

al. [173] prove that GNNs are a weak form of the WL test. This means

that two graphs having the same node embeddings after a pass through

a GNN is a necessary (but not su�cient) condition to show that they are

isomorphic. Therefore, as in prior works on graph kernels, every graph

sketch produced with a GNN represents a set of unique possible states for

the graph to be in. We contend that using deep graph learning to generate

these embeddings encodes more semantic meaning than non-parameterized

sketch-based approaches.

To better illustrate this, consider the example shown in Figure 1.2. Nodes

are labeled as processes (P), �les (F), and network events (N). There are

two simpli�ed provenance graphs: G1 shows a malicious process started
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Figure 1.2: G1 is a provenance graph showing remote execution of a mali-
cious process followed by ex�ltration. G2 is a provenance graph showing a
benign user uploading data to a web server.

remotely, ex�ltrating data, and G2 shows a benign process started by the user,

uploading data to a web server. The table shows how these graphs would

be represented by StreamSpot , which only considers �rst-order relations.

Clearly, the distinction between the two is minor. Deep graph learning-based

approaches, as well as Unicorn , both consider higher-order relations and

would capture the important distinction between the two graphs: that one

has the path P ! P ! N, and the other has N ! P ! N. If a DGL approach

were optimized for link prediction, and a path like N ! P ! N is unexpected,

we expect each node in that path to have orthogonal embeddings. When

the embeddings in the graph are averaged, assuming perfect encoding, the

sum of the nodes in the abnormal path will have a maximal angle, and

create �uctuations in multiple dimensions of the embedding, producing a

very strong signal in the aggregated graph sketch. Likewise, an expected

path will consist of parallel embeddings whose average will have a low vector

basis, thus producing a smaller signal. Unicorn , on the other hand, uses

a hashing procedure to represent these small di�erences, so not only is it

unclear if a perturbation this small would create a strong enough signal to

create an alert, but a similarly small but benign change between G1 and G2

would create a signal of equal magnitude.

While both DGL-based approaches and the aforementioned prior works
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can capture approximations of graph isomorphisms and temporal patterns

such as bursts of activity, the prior works are limited in how they can

express minor graph di�erences. Due to the hashing algorithm used to

represent node activity, minor di�erences in graphs could result in major

changes in graph sketches, regardless of the importance of these changes.

Applying DGL ensures that major changes in sketches only occur when a

graph deviates signi�cantly from an expected pattern. The use of a hashing

algorithm makes these two methods insensitive to the magnitude of change

in graph structure.

1.4 Contribution

For this dissertation, I have worked on three projects to detect anomalous

user activity at the network level and the host level. Euler models lateral

movement in a network as a link prediction problem, and employs a novel,

distributed temporal GNN to detect it. EdgeTorrent formulates anomaly

detection as a temporal graph classi�cation problem. It monitors the prove-

nance graphs formed by host logs, and uses a novel streaming graph kernel

to detect when a system has entered an anomalous state. CyberGFM models

cybersecurity logs as a large corpus and trains a foundation model to detect

chains of events between entities in a network. The model is then �ne-tuned

to classify links between entities as malicious or benign.

1.4.1 Euler

By formulating network lateral movement detection as a temporal link

prediction problem, we are free to draw from the vast body of literature on

anomalous edge detection. The Euler framework builds on prior works

in graph link prediction, with a focus on e�ciency improvements, and
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using temporal graph data. Euler uses a novel, distributed, temporal

GNN framework to analyze massive datasets of log data for anomalous

authentications and network connections. In our work on this project, we

showed that our method achieved state-of-the-art (at the time) results as a

lateral movement detector.

In summary, with Euler , our research contributions are:

ˆ Novel problem formulation

We present the �rst use of temporal graph link prediction for anomaly-

based intrusion detection. Other research in applying graph analytics

to anomaly detection either does not consider the temporal nature of

the data or does not use a powerful GNN model. By incorporating both

elements into Euler , models built on this framework outperform other

unsupervised anomaly-based intrusion detection systems and yield

more informative alerts.

ˆ State-of-the-art temporal link prediction model

We demonstrate that for temporal link prediction and detection, the

simple framework we propose is equally or more accurate and precise

than state-of-the-art temporal graph autoencoder models. Euler mod-

els attain higher area under the curve and average precision scores by

4% in inductive link detection tests, and about equal metrics to the

state-of-the-art in transductive link prediction tests.

ˆ Distributed temporal GNN framework

We propose a scalable framework for distributed temporal link predic-

tion for use on big data. The Euler framework is simple and makes

message passing lightweight even over large graphs. By breaking edge

lists into temporal chunks and processing them in parallel, the com-
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putational complexity of the message passing stage of the model is

theoretically bound by only the snapshot with the most edges. Other

optimizations allow the RNN to operate in parallel with some of the

GNN workers, further improving performance.

1.4.2 EdgeTorrent

In this project, rather than detecting individual anomalous connections

in a network, we design a system to monitor changes in the provenance graph

that represents a network over time. The system develops an algorithm to

stream edges into a GNN, and e�ciently compute how the addition of a single

edge would a�ect its representation of a graph. We then train an anomaly

detection module on the sequence of graph embeddings generated by the

streaming GNN to predict when the system has fallen into an anomalous

state. We evaluate this system on provenance graphs from individual hosts,

network activity, and the complete logs of an enterprise network. Our

experiments show that it outperforms prior works on provenance graph

analysis and is fast enough for use as a real-time monitoring tool.

In summary, with EdgeTorrent , our research contributions are:

ˆ End-to-end real-time intrusion detection system

We propose a full pipeline, which we call EdgeTorrent , for real-time

anomaly detection capable of ingesting workloads typical of a real-

world setting. We show that EdgeTorrent outperforms state-of-the-art

anomaly-based intrusion detection systems while running fast enough

for use in a streaming setting.

ˆ Real-time method for streaming MPNN embedding

Though other approaches have used MPNNs, ours is the �rst capable of
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doing so in a streaming setting upon the complete data of billion-edge

graphs. This allows for rich embeddings that make use of all available

information, use message passing that follows temporal constraints,

and do not require the full graph to be stored in memory. To our

knowledge, our approach is the �rst model to utilize message passing

on streams of edges.

ˆ Novel sequence outlier detection

We adversarially train a transformer [161] for sequence classi�cation

using the FenceGAN [127] framework, which allows the model to �nd a

very precise decision boundary between normal behavior and anoma-

lous behavior. By using a transformer for anomaly detection, during

inference EdgeTorrent is far more e�cient than the clustering models

used by prior works, and capable of real-time detection.

1.4.3 CyberGFM

In 2014, the authors of DeepWalk [134] made the key observation that

paths through a graph can be analyzed in the same way that we analyze

sentences extracted from a corpus. This worldview argues that language is

nothing more than a graph of words whose likelihood of following one another

can be approximated by the Markov process of random walks. Irrespective

of whether this belief is true, the authors found great success by applying

the most advanced NLP algorithm at the time, Word2Vec [116], to random

walks. But NLP has advanced quite a bit in the last decade. CyberGFM

investigates if transformer encoders, now the most popular method of NLP,

can be applied in the cybersecurity case. By training a foundation model

on a graph corpus, then �ne-tuning it to predict anomalous edges between

entities in a cybersecurity graph, we show that this approach surpasses
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the GNN-based approaches that the two prior chapters played a role in

popularizing.

In summary, the primary contributions of CyberGFM are:

ˆ A novel system of lateral movement detection : To the best of our

knowledge, this is the �rst approach to model lateral movement de-

tection as next token prediction with an LLM architecture. The LLM

architecture has proven itself to be highly e�ective in the NLP space,

and our approach extends it to both graphs and cybersecurity analysis.

ˆ State-of-the-art anomaly detection : We evaluate our model against

four recent anomaly-based intrusion detection systems, including Eu-

ler , on three cybersecurity datasets. The �ne-tuned GFM outperforms

all prior works on all three datasets, demonstrating the power of this

approach. In particular, our model achieves a 0.76 AP score on the

LANL dataset, which is more than double the previous best score.

ˆ GFMs for cybersecurity applications : While prior works on GFMs

rely on expensive subgraph sampling methods, ours adopts the Deep-

Walk approach of assuming random walks are analogous to sentences.

This allows for more e�cient pretraining and the ability to process

much larger graphs. Additionally, we show that models pretrained

with our approach can be �netuned, and continue to make large perfor-

mance improvements, while models trained directly on the �ne-tuning

task are slower to converge, and frequently collapse.

1.5 Dissertation Structure

The remainder of this document is structured as follows: Chapter 2 con-

tains a survey of the related work in intrusion detection systems, temporal
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link prediction, and graph foundation models. Chapter 3 describes Euler ,

a temporal link predictor for intrusion detection that models network tra�c

in discrete temporal graph snapshots. Chapter 4 describes EdgeTorrent , a

host and network IDS that formulates a streaming model for GNN processing

of large quantities of log data. This chapter models cybersecurity graphs

as continuous, thereby reducing data loss, while building upon the GNN

analytical approach of Euler . Chapter 5 is the culmination of these two

e�orts, using a continuous graph representation of network tra�c, while

surpassing the analytic power of GNNs with a graph foundation model,

improving both in terms of precision and e�ciency. Finally, Chapter 6

concludes the dissertation and proposes directions for future work.
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Chapter 2: Background & Related Work

This dissertation encompasses my three projects Euler , EdgeTorrent ,

and CyberGFM . Each project is an intrusion detection systems (IDS); Euler

is an edge-based IDS, and EdgeTorrent is a provenance graph-based IDS.

To contextualize their place in the current body of work, we present a brief

literature review of IDS models, and temporal link prediction. Both projects

also place heavy emphasis on optimization, but using di�erent primary

methods. Euler is optimized via a distributed GNN architecture, and

EdgeTorrent is optimized by a novel algorithm for GNNs over streaming data.

As such, we have also included sections brie�y describing the literature in

distributed ML, and MPNN architectures.

2.1 Message passing neural networks

Message passing graph neural networks (MPNNs) have been shown to be

powerful in their ability to express complex relationships in non-Euclidean

data [32]. They work by propagating a feature held by each node to all of its

neighbors (sending a message). Next, each node aggregates the messages it

received into a single, new feature. When this process is repeated k times,

information from every node's k-hop neighborhood is available in a single

vector.

Though they are powerful, MPNNs are still �awed. To fully execute

a forward pass with traditional implementations of these models, it is

necessary to hold the entire graph in memory [93, 162, 173], or use a

sampling strategy that leaves out some data [57]. This is not feasible for

graphs with billions of edges, spanning terabytes of data. For provenance
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graphs speci�cally, the graph will constantly grow as time passes [60] so

approaches that use traditional MPNNs such as [74,105] will struggle to

continue running over time. Additionally, there are no temporal constraints

on traditional message passing. If a node would have only had a certain

message at time t, but it has edges that occurred at t � d, there is no way to

enforce that the message is not passed anachronistically to those earlier

neighbors. We argue that it is more useful for destination nodes to receive

messages about their neighbors' present state in time; passing messages

from future neighbors only adds noise to their representations.

MPNNs are highly applicable to cybersecurity problems. They have shown

value as methods to attribute APT-style attacks [89], to detect attacks

in vehicular data [85], as tools for static malware analysis [28, 71], and

active network defense [82]. They have even been used to attack other

MPNNs [64]. They are additionally useful in their capacity for explaining

other MPNN outputs, to explain and correlate cyber attacks that have been

detected [30, 63, 65]. In the context of this work, we will focus on their

applicability to the problem of intrusion detection.

2.2 Intrusion Detection Systems

Many techniques exist to use machine learning on cybersecurity data

for intrusion detection. They can be broadly categorized as signature-based

intrusion detection systems (SIDS) and anomaly-based intrusion detection

systems (AIDS).

2.2.1 Supervised & Signature-based Approaches

Signature-based intrusion detection systems are used by many popular

monitoring systems [35]. They have a distinct advantage in speed, simplicity,
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and e�ectiveness so long as the attack has been previously observed [79].

Prior works [24, 117, 118] use subgraph matching techniques to identify

known malicious signatures within provenance graphs. Prior works [165,

167] follow a similar approach; however, they use vector embeddings of

the provenance graphs to measure similarity between observed and known

malicious graphs. This approach to subgraph matching, while sometimes

less sound than exhaustive search, is much faster. Prior works [106,114]

use expert-designed patterns with semantic meaning to condense large

provenance graphs into smaller, easier-to-analyze ones, which they represent

with neighborhood embedding.

Supervised learning approaches are also popular, where, rather than

known signatures, techniques such as [16,74] use known malicious traces

within the system for training. Approaches such as [12, 43, 108] analyze

features of individual events with data mining approaches. Unfortunately,

these works all require expert information or labeled data to train. Further-

more, these approaches are not robust to zero-day vulnerabilities, which

will, by de�nition, not be a part of the training sets of malicious data these

models learn from. Despite these methods' e�ectiveness at identifying

known threats, advanced attackers will endeavor not to use a method with a

previously discovered signature. For this reason, we turn to anomaly-based

intrusion detection methods.

2.2.2 Anomaly-based approaches

Anomaly-based intrusion detection systems (AIDS) must �rst de�ne a

baseline for normal behavior, then generate alerts when events occur that

signi�cantly deviate from this baseline. The de�nition of normalcy is highly

contingent on the abstraction used to represent the system.
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One way of abstracting the system is purely in terms of time. We cat-

egorize these methods as frequency-based AIDS. Anomaly detection in

sequences has long been studied, both from a pure statistical approach [58,

112,126,175] and through the lens of machine learning [128,179]. Frequency-

based AIDS de�ne normalcy through observed distributions of events' fre-

quencies, or other stochastic processes present in the network [66, 168].

Midas [22] incorporates structural data with frequency counts; however, it

can only detect bursts of anomalous events, and would struggle to identify

individually anomalous connections. Similarly, Whisper [49] analyses on-

going packet features in the frequency domain; they �nd that anomalous

tra�c incurs phase anomalies in sliding windows that are di�cult to hide.

Anubis [16] is an interesting hybrid of frequency-based and graph-based

AIDS. They use random walks through graphs to train a supervised method

that classi�es walks based on inter-event times.

Another way of abstracting the system is in terms of event features .

Many unsupervised systems use deep autoencoders [17,48]. These models

embed event features in latent space; anomalous events are those that can-

not be reconstructed from their embeddings with high �delity. Kitsune [120]

uses temporal patterns in addition to event features; however temporal

information is used as an input feature rather than for sequence encoding.

Prior works [69] and [143] both use GANs to analyze network and host

events, respectively.

In this work, we are primarily interested in graph-based IDS. The above

approaches incorporate time and features, but without also taking into

account relational data between network entities, they are missing a critical

piece.

ShadeWatcher [177] uses �rst-order relations to generate knowledge
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graph embeddings of entity relationships, then enriches these embeddings

by further processing them with a graph neural network. ProvDetector [164]

and prior work [31] use skip-gram encodings of graph paths to generate

path and node representations, respectively. Sigl [61] encodes nodes em-

bedded with word2vec [116] in a similar way to prior works [29,31]. It then

embeds them with Graph LSTMs [133] and uses reconstruction error as

the anomaly score. Pikachu [132], similarly, uses random walks to gener-

ate node embeddings, but these walks are temporally biased. They argue

that enforcing a temporal ordering on random walks better enforces causal

ordering in node representations, something this work investigates as well.

However, these methods are not transductive. This means that as new

entities appear, new embeddings for them and any nodes they interact with

must be generated. Transductive methods, though often capable of better

evaluation scores when compared directly with inductive methods [98], are

less generalizable, and therefore a less ideal choice for a realistic IDS.

ThreaTrace [166] is an inductive approach that identi�es anomalous

nodes individually by using an ensemble of GraphSAGE models to predict

node types given observed edges on subgraphs of the provenance graph.

During inference, misclassi�ed nodes are treated as anomalous. Our prior

work in automated network defense made inductivity and generality a pri-

ority of its design [83]. Argus [172], which is a direct continuation of our

project Euler [88] is fully inductive, assuming nodes have features, as is

Euler .

Provenance-based anomaly detectors are by necessity inductive. They

need to classify unseen graphs, rather than nodes or edges, so it's a given

that they will process nodes unseen in the training data. Earlier works

on provenance graph anomaly detection [20,21] use counts of individual
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events to determine the graphs' maliciousness; [115] characterizes system

entities by their ego-nets. These works do not look beyond �rst-order entity

relations if at all. NetHawk [30] is somewhat similar, in that it determines

edge anomaly scores based only on the one-hop neighborhood of the nodes

involved; however, they also devise an algorithm to extract a full anomalous

subgraph given the multi-hop neighborhood of anomalous nodes. Graph

sketching methods like Prov2Vec [23], Unicorn [59], and StreamSpot [113]

use hashing techniques to quickly encode paths through the provenance

graph. As they aim to summarize the activity of a system in a holistic

manner, they are not subject to the same storage constraints as more �ne-

grained approaches [184]. In the EdgeTorrent project, we aim to extend

approaches like these to use parametric embedding functions to ensure

graph representations preserve semantic meaning.

2.3 Discrete Temporal Graphs

A discrete temporal graph G = f G1;G2; :::GTg is de�ned as a series of graphs

Gt = f V ;Et ;Xtg, which we refer to as snapshots, representing the state of a

network at time t. Here, V denotes a set of all nodes which appear in the

network, Et denotes relationships between nodes at time t, and Xt represents

any features associated with the nodes at time t.

Let the interactions I between users and machines in a network at

speci�c times be represented as a multiset of tuples < src,dst,ts > . Here, src

is an entity interacting with entity dst at time ts. From this multiset, we

can build the temporal graph G = f G0; :::;GTg with time window d. The set of

all nodes V , is the set of every src and dst entity that appears in I . The set

of edges at time t, Et is constrained such that for all edges (u;v) 2 Et there

exists an interaction < u;v > 2 I where t � w < t + d.
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2.4 Temporal Link Predictors

Temporal link prediction is de�ned as �nding a function that takes two

nodes in a graph at a point in time, and outputs the probability of an edge

existing between them. This problem has applications in fraud detection [56],

contact tracing [37], tra�c prediction [180], and as we will show, anomalous

lateral movement detection. By representing an enterprise network as a

temporal graph, we can further extend this de�nition to encompass anomaly

detection. This follows from the assumption that anomalous edges in a

temporal graph will have a low probability of occurring given what is known

about the network's behavior in the past.

A great deal of research has been done in this �eld; however, there are

very few approaches that use graph neural networks. Despite the massive

improvements in accuracy they o�er [93], many papers still opt to use

traditional deep learning approaches. Models like Triadic Closure [183],

DyLink2Vec [140], and DynGEM [54] use n-tuples of nodes known to be

connected as inputs to generate embeddings using multilayer perceptrons

(MLPs), rather than taking a more global relational approach. Their loss

functions account for this somewhat through neighborhood sampling, but

MLPs cannot leverage the rich topological information the same way a graph

convolutional operator can. Prior works [53,103] also use MLPs to operate

on adjacency vectors, however they also incorporate a recurrent neural

network. This way, both topological and temporal information is present in

the embeddings. Both models take nodes' full adjacency vectors as inputs,

and their embeddings represent the dynamics of nodes' neighbors over time.

Our work extends this idea and incorporates better structural information

by instead using a graph convolutional operator.
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Additional studies have been done on the e�ectiveness of random walk-

based embeddings over time. Prior work [142] found that enforcing temporal

order in random walks, with no other changes, out-performs LINE [158],

DeepWalk [134], and node2vec [55]. However, as [152] points out, random

walk-based approaches are very slow and memory-intensive. Furthermore,

these approaches cannot take into account node features, and lose out on

the rich information they can provide. Additionally, [142] only provides one

embedding of each node; that is to say, the embeddings of nodes do not

change over time. This may not be the best approach, as nodes' functions

in a network may be dynamic. They can, however, consider edge weights

which is something the MLP approaches lack. These are also dynamic and

provide important information about the future of the graph's structure.

This is something we keep in mind with the framework we propose and is

easily incorporated into Euler models depending on the choice of GNN.

Many temporal link prediction approaches that do use graph neural

networks are preoccupied with incorporating them into recurrent neural

networks in lieu of linear layers. Prior works [37,56,147] all modify existing

RNN architectures to incorporate graph convolutions. VGRNN [56], however,

uses a more modular approach, much like we are proposing. The inputs

passed to their graph RNN are embeddings generated with a variational

graph autoencoder [94]. In this way, the information propagated through

time by the RNN is strongly in�uenced by the changing structure of the

graph. However, the topological encoders are dependent on the output of

the recurrent layer at the previous time step, so they cannot be implemented

with our framework. EvolveGCN [131] takes an interesting approach where

the parameters of the GCN themselves are passed through a recurrent unit.

Their technique shows vast improvements over the state-of-the-art in link
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prediction tests where edges are unknown for long periods of time. However,

we are primarily interested in anomaly detection, where the structure of

a graph at any given time slice is likely available. We will show that their

model does not perform as adequately as others in this domain.

There are several models that could readily �t into the framework we

propose. However, none take advantage of the potential parallelism present

in their own models. The �rst of these was [147], which mentions and tests

stacking Chebyshev �lter convolutions on an LSTM, however much of this

work is focused on modifying LSTMs to incorporate graph convolutions.

DySAT [145] uses a graph attention network fed into temporal self-attention

layer; it follows the independent topological encoder to serial temporal

encoder framework we propose. DyGGNN [155] stacks gated graph neural

networks on an LSTM, however their model is only tested on full graph

classi�cation. T-GCN [180] consists of a GCN stacked on a GRU following the

framework, but it was used for node regression, not temporal link prediction.

However, we will show their model is an excellent link predictor as well. It

is evident that many state-of-the-art models already use this approach in

multiple problem domains. This means by formalizing and optimizing it, it

has the potential to improve several existing works. These papers are the

main motivation for our work.

2.5 Graph Foundatation Models

Foundation models have proven very successful in natural language

tasks in the form of large language models (LLMs). There are now seemingly

endless options of LLM families [119] that can be �ne-tuned or specially

trained for countless tasks. However, though there are many models under

this umbrella, the primary di�erence between them is how they were trained,
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and using what data. Architecturally, very little has changed about these

models since their introduction. For our purposes, LLMs can be broadly

organized into two classes: GPT-based [139] and BERT-based [42]. GPT-

based models are trained to predict the next token in a sequence, while

BERT-based models are trained to predict a masked token anywhere in a

sequence.

As LLMs revolutionized the NLP space, it was only a matter of time before

someone thought to apply this approach to graphs. Graph-BERT [178] is

an approach that uses subgraph sampling to pretrain a GFM to reconstruct

node features, or local topologies. They show that the resulting model can

transfer to node and graph classi�cation tasks with or without �ne-tuning.

This work points out the utility of using sequence encoders for GFMs as they

are unconstrained by graph size, given informative node features as input

tokens. GraphGPT [181], not to be confused with [111,157], which use the

same name, despite its title, also shows that BERT is the most e�ective

training approach for graph foundation models. GraphGPT tests various

LLM training pipelines that pretrain on sequences of ShaDowKHop [176]

subgraph samples to predict next tokens (node and edge features). They

showed that their approach could then be �ne-tuned for link prediction

in large knowledge graphs. This work is the most informative for ours,

though we use the more e�cient random walk-based sampling strategy.

Relphormer [25] is a sequence encoding architecture speci�cally designed

for knowledge graphs. Subgraphs are sampled from a large graph, provided

to a transformer as a list of tokens, then the adjacency matrix is included in

the transformer step when the attention matrix is generated. Though they

do not use this approach for a GFM, the architecture they propose could be

used in this domain.
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Chapter 3: Euler : Detecting Network Lateral Movement via

Scalable Temporal Link Prediction

3.1 Introduction

Lateral movement is a key stage of the MITRE ATT&CK framework [154]

describing the behavior of advanced persistent threats (APTs). At its core,

lateral movement is malware propagating through a network to spread onto

new computers in an attempt to �nd the adversary's target. This may involve

pivoting through multiple systems and accounts in a network using either

legitimate credentials or malware to accomplish the task [9]. As it is one

of the �nal steps in the kill chain before complete compromise, detecting it

early is of critical importance.

A plethora of machine learning approaches to intrusion detection ex-

ist, both signature-based models [35,91,117,118,165,167] and anomaly-

based [17,31,48,66,120,146,168]. These latter techniques are especially

well-suited for lateral movement detection, as APT techniques like �Pass

the Ticket" [7], or even just using stolen credentials [8] are very di�cult to

formalize into signatures for signature-based intrusion detection systems [9].

The most robust way to detect malware propagation is not to exhaustively

list every known malicious signature correlating with it; rather it is to train

a model to learn what normal activity looks like, and to alert when it detects

behavior that deviates from it. However, detecting anomalous activity in

an enterprise network presents unique challenges. The data involved both

during training and the implementation of an anomaly-based intrusion

This chapter contains work previously published in the Proceedings of the Network and
Distributed System Security Symposium [87], and in ACM Transactions on Security and
Privacy [88], DOI 10.1145/3588771.
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detection system is enormous. Often the log �les that such a system would

require as input are terabytes large. To be useful, a lateral movement

detection model must be highly scalable to accommodate such large data.

Additionally, when viewed as a classi�cation problem, any such system

would have to be highly precise. Millions of events occur in an enterprise

network on any given day, and only a fraction of a percent of all interactions

are ever anomalous [34]. Therefore, a model must have an extremely low

rate of false alerts so as not to overwhelm its users.

In this work, we formulate anomalous lateral movement detection as a

temporal graph link prediction problem. Interactions occurring in discrete

units of time on a network can be abstracted into a series of graphs Gt =

f V ;Etg called snapshots, where V is the set of entities in the network that

had interactions Et = f (u;v) 2 V g during a set period of time, t. A temporal

link prediction model will learn normal patterns of behavior from previous

snapshots and assign likelihood scores to edges that occur in the future.

Edges with low likelihood scores correlate to anomalous connections within

the network. As [31] points out, these anomalous connections are often

indicative of lateral movement. As we will later show, this reframing of

the problem improves precision over standard anomaly-based intrusion

detection techniques.

Recent approaches to temporal link prediction combine a graph neural

network (GNN) with a sequence encoder such as a recurrent neural network

(RNN) to capture topological and temporal features of an evolving network.

However, these approaches are either reliant on RNN output during the

GNN stage of embedding [56] or merely incorporate GNNs into the RNN

architecture [37, 131, 147]. As Figure 3.1a illustrates, these models are

necessarily sequential, and unfortunately cannot scale to the large datasets
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(a) Sequential temporal link predictors (b) Euler parallel framework

Figure 3.1: (a) Prior approaches rely on RNN output during the GNN stage
of embedding or merely incorporate GNNs into the RNN architecture, which
forces models to work in serial, one snapshot at a time. In contrast, (b) the
Euler framework can utilize several worker machines to hold consecutive
snapshots of a discrete temporal graph. These workers process snapshots
in parallel through a replicated GNN shared across each machine. The
output of these GNNs is returned to the leader machine which runs them
through a recurrent neural network to create temporal node embeddings
which may be used for link prediction. The framework is explained in detail
in Section 3.2

that they would need to process to be useful lateral movement detectors.

Proposed solution. To address this problem, we have observed that

the most memory-intensive part of existing architectures occurs during

the message passing stage within the GNN. Furthermore, there exists

an imbalance between the massive size of node input features and the

comparatively minuscule topological node embeddings. This means the

most work and the most memory usage occurs in the GNN before the

simpler forward pass of the RNN is calculated, necessarily in serial. If

several replicated GNNs operate on snapshots independently, they can

execute concurrently as shown in Figure 3.1b. Amdahl's Law [14] would

suggest that by distributing such a large portion of work, performance

improvements will ensue.

In this work, we have developed Euler 1 , a formalized approach for scal-

1Source code available at https://github.com/iHeartGraph/Euler
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able dynamic link prediction and anomalous edge detection. The framework

involves stacking a model agnostic GNN upon a sequence encoder such as

an RNN. In this way, a network's topology at discrete moments in time is

encoded by the GNN, and the dynamic changes in connections are encoded

by the RNN. The embeddings produced by this model provide prior probabil-

ities for future states of the network given what is embedded about the past

structure. Most importantly, the framework is designed such that GNNs may

be replicated across several worker machines, and execute independently,

allowing disjoint sets of snapshots to be processed concurrently. When the

GNNs' work occurs in parallel for each snapshot, the topological data for

an entire series of graphs can theoretically be encoded in the time it takes

to encode the snapshot with the most edges. With these immense perfor-

mance enhancements, detecting anomalous user activity in industry-scale,

real-world networks using powerful GNN models becomes tractable.

3.2 Methodology

In this section, we describe our proposed framework, which we call Euler .

This framework aims to learn a probability function conditioned on previous

states of a temporal graph, to determine the likelihood of an edge occurring

at a later state. Furthermore, it is the goal of this work to o�er an approach

that is not just precise, but also highly scalable. We �rst describe the basic

components of the system, then how they are distributed across multiple

machines, and how these components interact. Finally, we describe how

di�erent training objectives are implemented on the Euler interface.
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Figure 3.2: The complete series of interactions between the leader, and
worker machines during one training step. In step 1.), the leader machine
initiates each worker, and issues a command for each of them to load a
disjoint subset of the snapshots from memory. When this has occurred,
the training loop can begin. At step 2.), the leader issues a command
to each worker to perform a forward pass on their graphs through their
GNNs. As they complete this, workers send the topological embeddings,
Z̄t to an ordered queue in the leader. Upon receiving the embedding for
t = 0, step 3.) begins. The leader runs embeddings from the queue through
its RNN as they come in to produce the �nal Z embeddings. Then, in step
4.), the leader sends the embeddings back to the workers to decode and
calculate loss. Finally, 5.), the leader and workers perform a backward pass
on the aggregated loss functions according to the DDPgradient bucketing
algorithm [102]. During evaluation, the steps are nearly identical, but on
step 4.) workers return their scores for each edge ŷt instead of loss.

3.2.1 The Encoder-Decoder

The Euler framework is a generic extension of the traditional graph

autoencoder model [94] to temporal graphs. It consists of a model-agnostic

graph neural network (GNN) stacked upon a model-agnostic recurrent neu-

ral network (RNN). Together, these models aim to �nd an encoding function

f (�) and a decoding function g(�). The encoding function maps nodes in a

temporal graph with T snapshots to T low-dimensional embedding vectors.

The decoding function ensures minimal information is lost during the en-

coding process and aims to reconstruct the input snapshots from the latent
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Z vectors. More formally, we can describe the behavior of the encoder as

Z = f (f G0; : : : ;GTg)

= RNN( [GNN(X0;A0); : : : ;GNN(XT ;AT)] )
(3.1)

where At is the jV j � j V j adjacency matrix representation of the snapshot

at time t. This T � j V j � d dimensional tensor Z is optimized to contain

information about both the structure of the graph, and the dynamics of

how it changes over time.

This is enforced by a decoder function, g(�) which attempts to reconstruct

the original graph structure given the embeddings. More formally,

g(Zt) = Pr(At+ n = 1 j Zt) (3.2)

where Zt = Z[t] is the embedding of graph Gt and n � 0. As was done by [31,

55,56,94] we use the inner product decoding as this g(�) function:

g(Zt) = s (ZtZ
|
t ) = Ãt+ n (3.3)

where s (�) denotes the logistic sigmoid function, and Ãt+ n represents the

reconstructed adjacency matrix at time t + n. As a consequence of using

inner product decoding, the dot product of vectors Zt [u] and Zt [v] represents

the log-odds that an edge, (u;v) exists at time t + n. In this way, the g(�)

function is used to detect anomalous edges.

3.2.2 Work�ow

The core of the Euler framework is a simple design. It simply stacks

the replicas of a model-agnostic GNN which we refer to as the topological
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encoder upon a model-agnostic recurrent layer with a few simple constraints.

When �t into the leader/worker paradigm 2 with one recurrent layer as the

leader, and multiple topological encoders as workers, it has the potential

for massive parallelism.

The overall work�ow for Euler is shown in Figure 3.2. It occurs in 5

basic stages: 1.) The leader spawns the workers and instructs them on

which snapshots to load; 2.) the leader initiates the training loop, and

workers generate topological embeddings; 3.) as the topological embeddings

are received, the leader processes them through an RNN; 4.) the output of

the RNN is sent back to the workers to calculate loss or for scoring; 5.) in

training mode, loss is returned to the leader to be backpropagated. During

evaluation, anomaly scores are returned. In this section, we describe how

these 5 steps are implemented in greater detail. More detailed technical

information about the Euler interface is available in Table 3.1.

Loading Data : When the program �rst starts, several processes are

spawned. The PyTorch multiprocessing library automatically assigns each

spawned process a unique ID from 0 to k+ 1; for convenience the machine

with id:0 becomes the leader, and all others are workers. The leader machine,

which holds remote references to all workers in addition to the recurrent layer

issues commands to the other processes to spin up all worker instances.

Upon their creation, workers connect to the leader and await instructions.

After the initialization of all workers, the leader assigns them contiguous

subsets of temporal graph data to load, shown in step 1 of Figure 3.2. For

example, given a set W = f w1; :::;wkg of k workers, and a temporal graph split

into T snapshots, the leader assigns each worker s=
� T

k

�
snapshots. Then

worker wi holds f Gsi; :::;Gsi+( s� 1)g. In the likely case where k does not divide T,

2Historically called the master/slave paradigm
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Table 3.1: The Euler Interface

Encoding Layer

forward(partition: int) -> Tensor Takes a subset of edges hosted on the worker machine denoted by the
partition enum which maps to a mask tensor held on the worker,
and passes them through a model; for the purposes of this paper it
is assumed to be a GNN. It returns a Tw � j V j � h or jV j � Tw � h tensor,
depending on how one wishes to implement the RNN, where Tw is
the number of snapshots held on worker w, and h is a user speci�ed
hidden dimension.

calc_loss(zs: Tensor, partition:
int, nratio: float) -> Tensor

Samples some subset of edges held by the worker, and uses the em-
beddings, zs to calculate loss. In general, we use binary cross en-
tropy loss (BCE) on the training set of known edges, and a random
sample of jEj � nratio non-edges at each training step. Returns a
1 � 1 tensor of the total loss generated from the edges held in the
worker

score_edges(zs: Tensor) ->
Sequence[Tensor]

Returns the likelihood score of each edge held by the worker given
the input tensor of node embeddings. This function is used for evalu-
ation to detect anomalous connections, and to calculate AUC scores.
It returns a Tw length list of jEt j � 1 tensors containing likelihood
scores.

load_new_data(fn: Callable[...,
TGraph], *args, **kwargs) -> None

A function to load new data into a worker, called by the constructor
by default. The loader should have a return type TGraph, a special
class to hold temporal graphs.

Recurrent Layer

forward(partition: int) -> Tensor Issues a command to each worker to run their forward method, and
waits for their response. As responses come in, in order, it passes
output from workers into an RNN. Returns the T �j V j� d or jV j� T � d
tensor, depending on how one wishes to implement the RNN, where
T is the total number of snapshots held across all workers and d is
the user speci�ed embedding dimension.

calc_loss(zs: Tensor, partition:
int, nratio: float) -> Tensor

Splits the tensor of embeddings zs into contiguous slices such that
z[t] is the parameter for the likelihood of edges in snapshot t in the
worker it is sent to. It then passes those embeddings to the workers
and issues a call for them to calculate loss on them. When the work-
ers have �nished calculating loss, the leader aggregates the totals
and returns a 1� 1 tensor of total loss across all workers.

score_edges(zs: Tensor) ->
Sequence[Tensor]

Splits the tensor of embeddings zs into contiguous slices in the same
manner as calc_loss , then passes those embeddings to the workers,
and issues a call for them to return the likelihood score of each edge
they hold. It aggregates each list of edge likelihoods returned by the
workers, and returns a T length list of jEt j � 1 tensors of likelihood
scores.
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extra units of work are assigned to workers holding snapshots later in time.

This is because the recurrent layer of the model processes the topological

encoders' output in order, as it comes in. Thus, the RNN can perform the

necessarily sequential forward pass on earlier embeddings while future

snapshots are still being processed by workers.

After the workers have been assigned their snapshots, they concurrently

read them in. The leader waits for each worker to signal that all data is

loaded, then moves on to the next phase of the work�ow.

Topological Encoding : During the forward pass�shown in step 2 of

Figure 3.2�the recurrent layer issues asynchronous calls to forward on each

worker machine. To minimize network tra�c, the only thing the leader

sends to the workers is an enum representing which partition of edges to

process, as some are held out for validation and testing. Workers then

process every snapshot they hold. Further reducing network tra�c, the

matrices returned by the workers are far smaller than those used as inputs,

as each worker is essentially a graph autoencoder [94].

For performance optimization, and to ensure consistency, we impose just

one constraint for this stage: topological encoders must not be dependent

on any temporal information. They provide a purely spatial encoding of

the state of each snapshot they hold, using only features observable at

a single point in time. With this constraint satis�ed, all encoders can

operate in parallel, as no one worker is dependent on the output of another.

Theoretically, with as many workers as snapshots, the time complexity of a

forward pass is constrained only by the snapshot with the greatest number

of edges.

Temporal Encoding : The leader maintains an ordered list of future

objects that point to the eventual output of the workers and waits for

35



the future pointing to the �rst embeddings to �nish executing. When the

leader receives this tensor, it is immediately processed by its RNN, shown

in step 3 of Figure 3.2. Note that so long as tasks are slightly imbalanced

such that workers holding later snapshots contain more work units, the

leader's recurrent layer can execute concurrently with at most k� 1 workers'

topological encoders. Workers with earlier snapshots hold fewer work units,

and therefore �nish executing earlier, so the leader can process their outputs

while workers holding greater quantities of snapshots further in time are

still processing.

When the recurrent layer has �nished processing the output of one

worker, the hidden state and outputs from the RNN are saved. The leader

waits for the next topological embedding to �nish processing, then uses the

saved RNN hidden state and the next embedding to repeat the process until

all workers have �nished executing. This procedure is described in more

detail in Algorithm 1.

Algorithm 1: Leader machine forward method
1 def forward(self, workers, partition) :

/* Leader tells each worker to begin executing */
2 futures = [];
3 for w 2 workers do
4 future = asynchronously execute w.forward(partition);
5 futures.append(future);

/* As workers return their embeddings, the leader processes them in
order, as they arrive */

6 h=NULL;
7 zs = [];
8 for f 2 futures do
9 z, h = self.RNN(f.wait(), h);

10 zs.append(z);

11 return concat(zs)

Decoding : When the leader �nishes generating the �nal embeddings,

they are sent back to the workers to decode, and if the model is training,
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to calculate loss. This process occurs in parallel on the worker machines.

In general, graph functions such as those used to �nd edge likelihoods

are more compute and memory intensive, so we endeavor to run them in

parallel whenever possible. This stage is shown in step 4 of Figure 3.2.

During evaluation, instead of returning loss, the workers return edge

likelihoods ŷt , and the ground-truth edge labels yt . The process for decoding

the embeddings is the same, however loss is not calculated.

Backpropagation & Evaluation : When loss has been calculated and

returned to the leader machine, gradients are calculated via backpropaga-

tion, �rst through the recurrent layer, then components of the loss function

generated by each topological encoder are backpropagated in parallel and

broadcast between workers in accordance with the bucketing algorithm

described in [102]. After the backpropagation step, and collective commu-

nication between workers, gradients across all workers' model replicas are

equal. Finally, the recurrent layer and the topological encoders all update

their parameters using an Adam optimizer [92], and the leader repeats steps

2-5 until convergence.

If the model is in evaluation mode, the leader machine instead uses the ŷt

likelihoods the workers generate, and the known labels yt , also returned by

the workers, to calculate precision and accuracy metrics, which are saved.

In a real-world implementation without labels, it would instead raise alerts

on observed edges with likelihoods below a certain threshold.

3.2.3 Training

There are two modes of training Euler models: as a link detector , or a

link predictor . These two modes are distinguished by which Zt embeddings

are sent to the workers at step 4 to calculate loss. Link detectors are
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(a) Link Detection (b) Link Prediction

Figure 3.3: How embeddings are generated, and the interpretation of their
decoded values for static and dynamic models. In link detection, embeddings
Zt generated from partial snapshot Ĝt are used for evaluating the likelihood of
unseen edges in snapshot Gt . For link prediction, embeddings Zt generated
from snapshot Gt are used to predict the likelihood of edges in a future
snapshot Gt+ n (in this �gure, n = 1)

inductive; they generate Zt using partially observed snapshots f Ĝ0; :::; Ĝtg

and attempt to reconstruct the full adjacency matrix At with g(Zt). This

process is illustrated in Sub�gure 3.3a. In practice, link detectors would

be used for forensic tasks, where one is performing an audit to identify

anomalous connections that have already occurred.

Link predictors are transductive; they generate Zt using snapshots

f G0; :::;Gtg, to predict the future state, At+ n where n > 0. Sub�gure 3.3b

illustrates this process when n = 1. In practice, they could be used as a live

intrusion detection tool, as predictive models can score edges as they are

observed�before they have been processed into full snapshots. For example,

when n = 1, given what has been observed about the network up until time

t � 1, it is the goal of predictive implementation of Euler to score edges

observed at time t. Such a model can use embeddings learned from previous

states of the network to process connections as they occur.

To ensure these objectives, the reconstruction loss function aims to

minimize the negative log likelihood of Equation 3.2, where n = 0 when

training detectors, and n > 0 for predictors. For larger graphs, operating over
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the entire adjacency matrix quickly becomes intractable. Instead, as is done

by graph autoencoders [94], we approximate this value by minimizing binary

cross entropy on the likelihood scores for known edges, and a random sample

of non-edges at time t + n: Pt+ n and Nt+ n, respectively. Consider Equation 3.3

on a per-edge level:

P((u;v) 2 At+ n j Zt) = s (Z(u)
t Z(v)|

t ) (3.4)

where Z(v)
t represents the embedding of node v at snapshot t. Then, the

reconstruction loss function for snapshot t + n

L t = E[� log(Pr(At+ n j Zt))] (3.5)

can be approximated by taking the sample mean.

L t � �
� 1

jPt+ nj å
(u;v)2Pt+ n

logP((u;v) 2 At+ n j Zt)

�
� 1

jNt+ nj å
n2Nt+ 1

log(1� P((u;v) 2 At+ n j Zt)) (3.6)

New negative edges are randomly sampled on each epoch by workers for

each snapshot they hold. The leader machine coordinates which slices of

the Z tensor are sent to each worker to generate the probabilities, and each

worker independently calculates loss on the training data they hold.

On predictive models, Zt represents the latent space of nodes n snapshots

in the future. Consequently, predictive models cannot calculate loss on

the �rst n snapshots of the graph. To account for this, the leader pads Z

with a n jV j � d zero matrices at the beginning, and the �nal n matrices are

removed before returning the embeddings to the workers. This way, Z[t]
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predicts the snapshot indexed at t on all workers except the one holding

the initial snapshots, which ignores embeddings that equal the zero matrix.

This process is shown more clearly in Algorithm 2.

Algorithm 2: Calculate loss
1 def worker_loss(zs, n_jobs, workers, n=1) :

/* Pad the Z tensor if predictive */
2 zeros = n� j V j � d 0 matrix;
3 zs = concat(zeros, zs[:-n]);

4 futures = [];
5 start=0; end=n_jobs[0]; loss = 0; i=0;

/* Send the correctly offset embeddings to the workers to calculate loss
*/

6 for w 2 workers do
7 f = asynchronously execute w.loss(zs[start:end]);
8 futures.append(f);
9 start=end; end=start+n_jobs[i ++];

10 return sum([f.wait() for f in futures]) / len(workers)

3.2.4 Classi�cation

Though for much of our evaluation, we rely on regression metrics relating

to the �tness of scores assigned to edges, it is useful to automate the

process of deciding the threshold for what counts as anomalous to obtain

classi�cation scores. To this end, when training the model, we hold out

one or more full snapshots to act as an extra validation set. Using the

�nal hidden state h of the RNN from the training snapshots as input for

the validation snapshot, a training partition of edges is passed through the

model. From there, �nding an optimal cuto� threshold for edge likelihood

scores becomes a simple optimization problem.

Given a set of scores for edges that exist in the validation snapshots,

but were held out of the training set, and a set of scores for non-edges, the

optimal cuto� threshold t is the one which satis�es
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argmin
t

k(1� l )TPR(t ) � l FPR(t )k (3.7)

where TPR(t ) and FPR(t ) refer to the true and false positive rate of classi�-

cation given cuto� threshold t , and l is a hyperparameter in [0� 1] biasing

the model to optimize for either a high true positive rate, or a low false

positive rate. Experiments have shown that for anomaly detection, where

low false positive rates are critical, l = 0:6 is very e�ective. For any metric

involving classi�cation for the remainder of the paper, this is how classes

were determined from the edge likelihood scores, and unless otherwise

speci�ed l = 0:6.

3.2.5 High-performance Temporal Encoding

When distributing workloads to workers, it is assumed that each worker

has equivalent processing power and memory. We also assume that each

snapshot constitutes roughly the same amount of work. This is not always

the case, especially with natural graphs which follow cyclical patterns (e.g.,

the ebb and �ow of network activity at night and during the day), however

this provides a rough upper bound on the maximum amount of work one

worker is expected to accomplish. For this reason, we use snapshots as

the unit of work assigned to each worker. As previously stated, units of

work are evenly distributed between workers, with any extra units of work

given to workers processing later snapshots; this allows the RNN to process

earlier, completed graph embeddings while later embeddings are still being

computed. If workers cannot be assumed to be equivalent in processing

power, or memory, jobs could be assigned according to a greedy interval

partition algorithm [96], or similar, but we leave this as a topic for future

work.
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Synchronization between workers is handled by PyTorch. Communication

between workers to randomly initialize model weights and share gradients

is accomplished through the Distributed Data Parallel module [102]. Com-

munication between the workers and the leader is implemented using the

PyTorch remote procedure call framework [1], which communicates over

TCP via TensorPipes [3]. The leader issues asynchronous calls to workers,

who send their output to a socket when their work is concluded. Thus, as

the workers' output is in the form of a list of promises pointing to memory

addresses, their order is guaranteed. In the event that a worker faults in

some way, the leader process will shut down if some timeout period has

passed without receiving the worker's result. To prepare for such a situation

(though it never arose in our experiments) the leader saves a copy of the

model's weight dictionary every training step that can be reloaded into the

workers and leader so training may resume if it were to crash.

3.3 Experiments on LANL

To demonstrate the impressive speedup achieved by this framework when

compared to related work, we evaluate several Euler models on the LANL

2015 Comprehensive Multi-Source Cyber Security Events dataset [76]. The

dataset consists of 57 days of log �les from �ve di�erent sources within the

Los Alamos National Laboratory's internal corporate network as it underwent

both normal activity and a red team campaign. Speci�c details about this

dataset are reported in Table 3.2. The edge count in the table represents

the number of weighted edges; multiple events between the same entities

in the same time period may be compressed into a single weighted edge.

Because events from the authentication logs have been labeled as normal or

anomalous, this data set has been widely used for cybersecurity research [17,
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31,66,168]. The labels make it especially apt for lateral movement detection

research. When an APT-level threat is attempting to traverse a system, one

possible warning sign will be authentications that should not normally

occur, a sign indicative of lateral movement on a network level [67,77,107].

Table 3.2: LANL Data Set Metadata

Nodes 17,685
Events 45,871,390
Anomalous Edges 518
Duration (Days) 58

In this section, all distributed models were implemented with 4 worker

nodes unless otherwise speci�ed. All experiments are run on a server with

two Intel Xeon E5-2683 v3 (2.00 GHz) CPUs, each of which has 14 cores

with 28 threads, and 512 GB of memory [5].

We will �rst present the utility of models following the Euler framework

as an anomaly-based intrusion detection system on the LANL dataset, then

an analysis of the immense scalability a�orded by splitting models in this

way.

3.3.1 Graph Construction

We construct a weighted, directed graph from the authentication logs

by mapping which entities authenticate with one another. As nodes, we

use the entities denoted source and destination computers in the LANL

documentation. For all authentications that occur from time t to t + d, an

edge is created between the source computer and destination computer. If

an edge already exists, a tally keeping track of the number of authentications

between the two machines is updated. Experiments have shown that the

most e�ective method to normalize these tallies into usable edge weights is to
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take the logistic sigmoid of the edges' standardized values. Mathematically,

it can be represented as

W((u;v) 2 E) = s
� C(u;v) � mE

SE

�
(3.8)

where s (�) represents the sigmoid function, C(u;v) represents the fre-

quency of an authentication between u and v in the time window, and mE

and SE represent the mean and standard deviation of all edge frequencies in

the time window. In this way, edges which occur very infrequently are given

lower weight during training to appear less �normal� and edges which occur

with high frequency, such as edges from computers to domain controllers,

or ticket granting servers have high weight, and appear routine.

The LANL dataset has no node features by default, however some infor-

mation can be gleaned from the naming convention used in the log �les.

Entities have unique, anonymized identi�ers that start with either a Uor

a Cdenoting users and computers respectively. There are also nodes with

non-anonymized eulers that have important roles in the system such as

TGT, the Kerberos key distribution center, DC, the domain controller, and so

on. To leverage this additional data, we concatenate a 1-hot vector denoting

user, computer, or special administrative machine to each node's one-hot

ID vector.

For quicker �le scanning, and data loading times, the full 69 GB auth.txt

�le is split into chunks, which each hold 10,000 seconds (approximately 3

hours) of logs. Worker machines are issued instructions to read in certain

ranges of the log �les and build the temporal graphs. Workers accomplish

this by spawning several child processes to load multiple snapshots in

parallel. The associated edge lists, and edge weight lists from each child

process are combined to form the �nal TGraphobject, which holds a list of all
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edge lists, edge weights, node features, and tensor masks to take partitions

of each edge list for training.

For all experiments, the training set consists of all snapshots that occur

before the �rst anomalous edge appears in the authentication logs. This

allows models to learn what normal activity looks like. From this set, we

remove the �nal 5% of snapshots for tuning the classi�er, and mask 5% of

edges from each snapshot for validation.

3.3.2 Experimental Setup

We test three encoders in conjunction with two recurrent neural networks

as well as models with no recurrent layer to measure how much value

temporal data adds to the overall embeddings. The encoder models are

GCN [93], GAT [162], and GraphSAGE [57]. The recurrent models are

GRU [40] and LSTM [68]. Experiments showed that once a local optimum

was found and validation scores ceased improving, it rarely improved after

further iterations. As such, early stopping occurs after only ten epochs of

no improvement.

Experiments showed for every model that using smaller time windows

always lead to better results. As such, we only present the output of tests

on temporal graphs with time window d = 1800seconds (30 minutes).

The GAT encoder uses 3 attention heads, which was found to be optimal

via hyperparameter tuning. The SAGE encoder uses maxpooling as its

aggregation function, as this was found to be optimal in their paper, and this

makes it capable of discerning between certain graphs GCN cannot [173].

Unfortunately, many other works which experiment with the LANL

dataset either do not use the data set in full, as is the case with [66,168] or

conduct tests on portions of the data other than purely the authentication
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logs, as was done by Bai et al. [17], so it would not be fair or meaningful

to compare our results to theirs. Bowman et al. [31] does use the full

authentication log as its dataset, however it trains on a larger set of data,

using all days that contained no anomalous activity as the training set,

rather than just the days before the attack campaign. We include their

results, nonetheless. We also include the TPR and FPR of a rules-based

�Unknown Authentication" (UA) model reported by [31]. This rule simply

marks any edge that did not exist in the training data as anomalous. This

system acts as a baseline to which we compare all other models. Models

which outperform UA's FPR show they are capable of anticipating probable

edges despite no prior knowledge of them; models which outperform its TPR

show an understanding of edge context within the greater neighborhood,

both temporal and spatial. They can detect edges that though previously

observed, in a new context are malicious.

We also compare to VGRNN [56]: at the time of writing, the most e�ective

temporal link prediction model in the literature. It consists of a GCN stacked

upon a GC-LSTM [37]. By default, VGRNN operates on full adjacency

matrices; however we modi�ed it to use sparse edge lists for our experiments.

This way it was able to scale to the large size of the LANL data set.

All models evaluated use 32-dimensional hidden layers, and 16-dimensional

embeddings. All Euler models use a tanhactivation function between the

encoder and the recurrent layers and an edge dropout layer before the GNNs.

They all determine the classi�cation threshold according to Equation 3.7

with l = 0:6, except the GraphSAGE models. For this encoder, experiments

showed l = 0:5 was more appropriate. All reported results are average scores

from 5 independent tests on link detection and link prediction.
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3.3.3 Anomalous Edge Detection

It is di�cult to properly evaluate methods for classifying imbalanced

data, especially anomaly detection, where small false positive rates are

so critical. For this reason, in addition to the raw true positive and false

positive rates, we report precision (P), area under the curve (AUC) and

average precision (AP). This latter method is recommended for anomaly

detection by [44] as especially adept for imbalanced datasets. The AUC and

AP metrics evaluate the overall quality of scores given to edges, as opposed

to the quality of classi�cation, and provide better measurements of the

model if the anomalous score threshold was to be changed. The precision

metric provides further context to the quality of classi�cation at the speci�c

threshold. The average results of 5 experiments are shown in Table 3.3.

Table 3.3: Performance of Euler Models on the LANL Dataset when d = 0:5
for link detection

Encoder RNN AUC AP TPR FPR Pr

GCN
GRU 0.9912 0.0523 86.10 0.5698 0.0054
LSTM 0.9913 0.0169 89.65 0.5723 0.0056
None 0.9916 0.0116 88.57 0.4798 0.0066

SAGE
GRU 0.9872 0.0307 84.71 0.6874 0.0044
LSTM 0.9887 0.0389 83.55 0.6591 0.0045
None 0.8652 0.0052 79.58 24.5669 0.0001

GAT
GRU 0.9094 0.0076 85.21 21.533 0.0001
LSTM 0.8713 0.0022 96.83 19.873 0.0002
None 0.9867 0.0079 99.88 23.174 0.0002

VGRNN 0.9315 0.0000 59.69 4.938 0.0000
UA � � 72.00 4.400 0.0010
GL-LV [31] � � 67.00 1.200 0.0034
GL-GV [31] � � 85.00 0.900 0.0051

As a baseline, consider the TPR of the UA rules-based approach. This

implies that 28% of anomalous connections are those which have occurred

before in the network. This supports our claim that temporal information
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Table 3.4: Performance of Euler Models on the LANL Dataset when d = 0:5
for link prediction

Encoder RNN AUC AP TPR FPR Pr

GCN
GRU 0.9906 0.0155 85.49 0.6088 0.0050
LSTM 0.9885 0.0166 78.91 0.5987 0.0047
None 0.9902 0.0092 86.42 0.5425 0.0057

SAGE
GRU 0.9847 0.0200 86.30 1.6542 0.0019
LSTM 0.9865 0.0228 85.29 0.8037 0.0038
None 0.9284 0.0020 86.23 16.525 0.0002

GAT
GRU 0.8826 0.0020 87.82 21.971 0.0001
LSTM 0.8383 0.0002 83.42 29.297 0.0001
None 0.9352 0.0079 88.83 20.093 0.0002

VGRNN 0.9503 0.0004 70.00 0.280 0.0004

about the context of connections is just as important as the entities that are

authenticating. This system is an excellent baseline model to compare to, as

any model that has a higher TPR than UA must be using a more advanced

metric than simply memorizing every legitimate connection observed in

normal activity. If a model has a TPR above 72% with an FPR lower than

4.4%, it must be leveraging topological or temporal context judge the validity

of connections.

The results show that the GCN is the most e�ective encoder for link

detection, and SAGE is most e�ective for link prediction; this supports our

claim and those of Halilaj et al. [148] that more generalized models are more

e�ective. The GAT models, which have 3x as many parameters as GCN

and SAGE performed quite poorly both in quality of scores, and quality of

classi�cation.

Also worth noting is the way using a RNN a�ects the output. Surprisingly,

the best AUC in the link detection tests were from a GCN with no temporal

encoder. However, this metric is not a good indicator of model quality on
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data sets with imbalance as extreme as LANL. The dramatically higher AP

score of all models which use RNNs suggests temporal data strongly a�ects

FPR and cannot be ignored. Similarly, the models without an RNN have

high precision on the GCN models. However, again, the AP scores would

indicate that while at this speci�c threshold omitting the RNN is bene�cial,

over all thresholds, models which take time into account perform better.

In the more realistic transductive link prediction tests, though the di�er-

ence between the two RNNs tested is small in every case, the bene�t they

add is unquestionable. The best performing encoder, GraphSAGE enjoyed

a 10x improvement in AP when used in conjunction with any RNN. The

next best performing encoder, GCN achieved a 1.6x improvement in AP.

This is evidence that temporal information carries important context for

the topological state of the network, particularly for �ltering false positives.

Where one authentication may appear anomalous in isolation, when viewed

in the context of previous authentications, it can be correctly identi�ed as

benign.

The GL-LV and GL-GV methods do not consider time at all; the network

is viewed as a static graph. Here, we again see the bene�t of using a

sequence encoder in conjunction with a pure topological embedder. The

best Euler methods outperform their random walk-based approach in

terms of both TPR and FPR. Also worth noting is that because our model

uses temporal graphs, the alerts from Euler -based models come with a

time stamp, making them more informative and valuable in a real-world

scenario. The prior work ranks any duplicate edges, regardless of their

temporal context, as equally anomalous.

Like Euler , VGRNN combines a sequence encoder with a temporal one.

They claim that by using temporal information as input during the topo-
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logical encoding phase, complex temporal dependencies are better encoded

than without it. However, this method performs no better than the purely

statistical UA method. Even still, the false positive rate is excellent in the

predictive test, outperforming every Euler model. It is worth noting however,

the quality of likelihood scores is very poor with this method, which implies

that had the threshold for the Euler models been set lower their FPR would

be lower with equivalent TPRs. This is readily apparent in the GCN-based

models where the FPR is only a few tenths of a percent larger than the

dynamic VGRNN, but their TPRs are almost 10% higher.

Finally, we must concede that while the Euler models do outperform

prior works, their FPRs are still too high to be useful as an intrusion

detection system on their own. Some of this can be attributed to the data

set itself; labeled anomalous events are very coarse-grained. There are likely

many events the compromised entities engaged in that should be considered

anomalous, and may have even been detected by our models, but that are

treated as false positives due to the lack of �ne-grained label information.

Indeed, the red log only tracks �compromise events" and not the further

malicious activity that ensues [76].

However, even if this is not fully the case, this method has great potential

as a �ltering device for further analysis tools. The low cost of processing

time, that we will demonstrate later on, makes this an e�cient way to

minimize the number of interactions that need to be analyzed by a signature-

based technique for example. As we will show in Section 3.4 this approach

can be further improved as a step in a longer pipeline. However, even

without additional analysis, we have demonstrated that compared to all

other anomaly-based works which analyze this data set, Euler models are

the most e�ective.
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Figure 3.4: Change in AUC score as d increases for link prediction and
detection with GCN+GRU models. Scores are the average of �ve tests on the
LANL dataset.

3.3.4 Parameter Analysis

Time window size, the hyperparameter d, has signi�cant tradeo�s as-

sociated with it. As this value decreases, the number of edges increases,

requiring more processing time. As this value increases, more repeat edges

are condensed into single, weighted edges; additionally, there will be fewer

discrete time steps for the recurrent networks to process, all contributing to

faster processing time at the expense of less precise data. With more edges,

and more temporal granularity, models are more capable of learning useful

patterns across time. Figure 3.4 illustrates this phenomenon.

As is evident from the �gure, small window sizes are more optimal for

quality of scores; however, due to the longer processing time required, and

the relatively small performance improvements as window size decreases

after a certain point, it may be adequate to leave the snapshot duration a

little higher than is optimal for faster training and evaluation. Additionally,

we observe that changes in d seem to a�ect the link prediction model at a
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higher rate than the link detection one. We suspect this is caused by the

model's inability to predict short term temporal patterns as d grows, and

the predictive model is especially apt to detect this type of anomaly.

Nonetheless, in both cases, more granular graphs lead to more informa-

tive edge scores. We speculate that at some point, having time slices too

granular would have diminishing returns as graphs will have too few edges

to be useful. But due to the severe training time as d decreases, we have

never managed to reach this point. We leave �nding this boundary as an

area for future work.

3.3.5 Interpreting the Results

Table 3.3 shows the results we found when testing several Euler models,

the VGRNN model [56], and the results reported by Bowman et al. [31] on

the LANL data set. In [88] we concluded that our method outperformed the

others. However, as anomalous link detection is so heavily class imbalanced,

it was at times di�cult to properly interpret these results.

A low false positive rate is of paramount importance, but this is very

contingent on where the cuto� threshold is set. But even assuming this

threshold is set optimally, how do we factor in the true positive rate? For

our experiments, we were fortunate that Euler models outperformed prior

works in both true positive and false positive rates in many cases but

consider VGRNN's performance on link prediction. It has the best FPR of

any model, but we argue that it still is not the best model. Looking at any

one metric is deceiving. The AUC scores, which give us a glimpse of how

moving the threshold would a�ect things, are excellent for this.

One way we attempted to quantify this was to generate a lower bound

on how much changing the threshold would a�ect the TPR. Sub�gure 3.5a
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(a) Observed error (b) Worst-case residual error

Figure 3.5: Calculating the upper bound of error caused by increasing or
decreasing the classi�cation threshold. The observed error, e, in the AUC is
the shaded region in Sub�gure 3.5a. In the worst case, the residual error,
R takes up the dotted region in Sub�gure 3.5b. This value is bound by
AUC+ e+ R= 1, so the TPR can decrease by at most x.

demonstrates how to geometrically �nd the error guaranteed from the single

known TPR and FPR metric. The AUC plus this known amount of error,

and the residual error must sum to 1. In the worst case, the entire residual

error would be to the left side of the curve. Sub�gure 3.5b places a lower

bound on the TPR if the threshold were changed to match the FPR attained

by another model. The full lower bound equation is

t̂ � t �
1� A� (1� t) f

f̂
(3.9)

Where f̂ is the desired FPR, A is the AUC score, and t and f are the observed

TPR and FPR scores.

Unfortunately, for our tests this approach did not generate useful results.

In most cases, assuming the residual error falls entirely on the left of the

known point results in a lower bound less than zero. However, we believe

this approach to model comparison has value and present the equation for
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future use.

It is challenging to properly compare models, but we were fortunate that

our results were so unambiguous. Though the TPR and FPR can provide

more concrete descriptions of how these models may perform in the real

world, from a more analytic standpoint, the regression metrics carry more

information. These metrics tell us if a good threshold exists, rather than if

one was found. As models' classi�cation thresholds can always be tuned,

metrics which measure the actual distribution of threat scores are far more

telling.

3.4 Experiments on OpTC

In this section we apply the lessons learned from the initial experiments

on the LANL and benchmarking data sets to a new experiment. Additionally,

we apply a new augmentation to Euler to further extract value from its

embeddings.

The OpTC Data Set : The DARPA Operationally Transparent Cyber Data

Release (OpTC) data set consists of host logs from 1,000 machines inter-

acting with each other and external hosts over a one-week period. These

logs span 4 days of benign activity, and 3 days of di�ering attack cam-

paigns. In total, the 1.1TB data set contains 17.4 billion events [15] stored

in a modi�ed CAR format [121]. As we are primarily interested in lateral

movement detection over the network, we only use a small subset of these

events: all FLOWobjects undertaking a STARTaction. In this way, we create

a temporal graph of hosts on the network initiating communication with

other machines. The decision to base the graph on successful FLOW-START

objects is two-fold. First, because it is a more compressed way to repre-

sent the entirety of several FLOW-MESSAGEobjects, while retaining the same
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data. And second, because this is the most direct way in which inter-host

communication is represented in the OpTC data set. While PROCESS-OPEN

events for remote processes also capture this, they will also always produce

a FLOW-STARTevent. Thus, it is the most e�cient way to capture all com-

munication between hosts, and where lateral movement will necessarily

manifest [101,153]. The full metadata of this data set is shown in Table 3.5.

Table 3.5: OpTC Data Set Metadata

Nodes 1,114
Events 7,773,514
Anomalous Edges 21,872
Duration (Days) 7

To convert from log �les to graphs, we preprocess the data to extract

all FLOW-STARTobjects, and parse out the source and destination IPs, as

well as the timestamp. This data set is not labeled by default. Rather,

the curators provide a red log written by humans describing the malware

campaign and any events of note. As a result, when labeling the data, more

context is available. So, unlike in the original LANL experiments, there is

no ambiguity: if an event is labeled as anomalous, it is because of lateral

movement.

The data is labeled according to the following criteria. If the source IP

was involved in a red team event that happened that day, and if that red

team event occurred before or during the time of the logged event, it is

marked as anomalous. This decision is motivated by the assumption that

when a host is compromised, it remains compromised for the duration of

the red team campaign�and these campaigns each last a single day. Rather

than guessing if the compromised state of an entity should be propagated,

as we attempted to in Subsection 3.3.3, the red log explicitly states if an

attempt at lateral movement was successful. So only hosts that have been
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successfully compromised produce anomalous edges. Each campaign only

lasts a single day, so at the end of each day, the state of each entity in the

network returns to normal.

When the event logs have been parsed and labeled, the temporal graph is

constructed in parallel by each worker. Each worker loads a disjoint range of

the labeled events, partitions them into snapshots, and constructs edge lists

from the observed interactions between IPs, and their labels. Any self-loops

in the data are ignored. Though there is much data describing each node,

in our experiments, nodes have no features, so one-hot encodings of the

node IDs (the identity matrix of size jV j) are used as input features to the

GNNs.

3.4.1 Model Augmentations

As Ouyang et al. [130] point out, the objectives of networks which embed

nodes for high �delity reconstruction, and those which identify anomalies

are often di�erent. There may be irrelevant information encoded in the

Z vectors necessary for reconstruction, but not necessarily required for

anomaly detection.

Therefore, we also implement their approach to anomaly detection, which

we denote Euler -SM. After embeddings for reconstruction have been gen-

erated, they are used as the inputs for a �nal anomaly detection layer a(�).

This layer aggregates a sample of each node's neighbors' embeddings and

applies a �nal transformation upon Zt into a jV j dimensional vector that

acts as a probability distribution that an edge exists between any two nodes

at time t + n. This �nal layer is then de�ned as
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P[At+ n = 1 j Ht ] = a(Ht)

a(Ht) = Softmax (WH t)

Ht =
1
s
StZt

(3.10)

where W is a trainable parameter, and St is the identity matrix plus s

randomly sampled elements of At per row. In practice, this is accomplished

with message passing [51], not matrix multiplication. As was done by [130],

to create the St matrix, we sample an equal number of neighbors with

replacement for each node during training, and use the full, normalized

adjacency matrix during evaluation. The number of samples drawn, s, is a

user-de�ned hyperparameter. Experiments showed that s= 5 works well.

As distributing the work of graph processing is still of paramount im-

portance, this is implemented as another distributed model. The anomaly

detection layer is replicated across all worker machines after they have com-

pleted training and generated the Z embeddings. The training cycle repeats

with the Z embeddings being used as input to optimize the W parameter in

the a(�) function on each worker.

This technique extracts even more data from the latent Z embeddings.

Unfortunately, due to the necessity of the softmax function, this decoding

strategy does not scale well with additional hosts�though it does scale with

large time periods, and large edge counts�nor can it accommodate networks

which add nodes over time, as the size of the �nal a(Ht) vector must be

static. However, we will demonstrate that there are situations where this

decoding strategy is extremely bene�cial.
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3.4.2 Experimental Setup

In this section, we compare the e�ectiveness of several link prediction

models on the OpTC data set. Models are trained on the �rst 4 benign

days to learn the pattern of normal interactions within the network; all

snapshots after the �rst 4 baseline days are considered the test set. Because

each day in the OpTC test set represents a di�erent attack campaign that

is reset the following day, the �nal hidden state of the RNNs after they

process the training set is saved to be used as the initial hidden state for

the beginning of each campaign. We evaluate models using several di�erent

sizes of snapshots, and report test results of models that had the best

validation AP.

For Euler (-SM) models, we tested two di�erent RNNs: GRU [40] and

LSTM [68]. For the graph neural network, we only tested GCN [93], as the

number of nodes is rather small, and prior works have shown GCN and

other models perform about equally on such data sets [148]. Unfortunately,

because the heuristic we used to label the edges is our own, there are no

prior works with which to compare our method. However, we attempt to

present a fair comparison between the Euler (-SM) models, and our own

implementations of EGCN and VGRNN [56,131]. We note that these have

been modi�ed slightly such that edge lists are used as inputs rather than full

adjacency matrices, and the loss functions use negative sampling instead

of full adjacency matrix reconstruction.

3.4.3 Results

As is evident from the results in Table 3.6, Euler models that make use

of the additional softmax layer achieve the greatest results on the test data.
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Table 3.6: E�ectiveness of link prediction models on the OpTC Data Set

Dynamic Link Detection

Model d (h) AUC AP TPR (%) FPR (%)

EGCN-O 5 0.554 0.003 67.5 58.7
EGCN-H 3.5 0.484 0.002 83.9 85.4
VGRNN 5 0.988 0.367 99.3 15.0

Euler GRU 2.5 0.888 0.088 17.8 0.473
Euler LSTM 2.5 0.882 0.118 17.8 0.168
Euler -SM GRU 0.125 0.995 0.973 97.0 0.021
Euler -SM LSTM 0.125 0.995 0.984 96.7 0.012

Dynamic Link Prediction

Model d (h) AUC AP TPR (%) FPR (%)

EGCN-O 5 0.563 0.003 72.7 63.2
EGCN-H 3.5 0.507 0.003 80.0 80.2
VGRNN 0.125 0.692 0.008 73.1 42.1

Euler GRU 3 0.785 0.180 37.6 10.4
Euler LSTM 3 0.779 0.243 42.7 6.75
Euler -SM GRU 0.125 0.995 0.969 93.8 0.017
Euler -SM LSTM 0.5 0.994 0.986 94.9 0.013

Though the di�erence between an LSTM and a GRU temporal embedding

unit is minimal, the LSTM attains slightly higher scores overall. The large

increase in AUC and AP between the inner product decoding models and

the softmax decoders shows that Euler is not losing information in its

encodings, rather it is being used for reconstruction more so than anomaly

detection. The dedicated network for anomaly detection adds great value to

the overall pipeline.

The competing methods performed quite poorly in comparison, likely

because they too are encoding for reconstruction rather than anomaly

detection. Though Euler embeddings alone still have higher metrics than

the prior works in link prediction, in link detection VGRNN is the next

best performing algorithm behind the softmax ones. We note that VGRNN

attained the highest TPR of all models, but at the expense of a very high

FPR.
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Using the lower bound formula from Equation 3.9, we �nd the residual

error is 109.5. Thus, if we allow the lower bound on the TPR to be 67.5%,

that of the lowest ranking model, EGCN-O, the FPR drops to 3.45%. VGRNN

clearly outperforms the EGCN methods, but we cannot draw any conclusions

about how VGRNN would compare to the Euler -SM models. Setting the

desired FPR to such a low value results in a negative lower bound, which

yields very little information. But from the pure AUC and FPR scores alone,

we can say with high con�dence that the VGRNN likely would not be able to

attain such a low FPR with a similarly high TPR.

These results show that the decoder algorithm is a good direction for

future work, as small adjustments can produce great improvements without

compromising the distributed architecture of Euler .

3.5 Scalability Analysis

The main bene�t of using models which �t into the Euler framework is

their scalability. While evaluation metrics on benchmarks were generally

better than prior work, there were certainly some categories where the

advanced models are comparable to our simple ones. However, as we

will show, distributed topological encoding has tremendous performance

bene�ts.

We will �rst identify the theoretical complexities of each model tested. For

simplicity, we assume the models are implemented using a GCN and a GRU,

however the asymptotic analysis for other GNNs and RNNs are similar, so the

following values are general. Using the characteristic equations of GCN [93]

and GRU [40], these components' individual computational complexities

are O(jEjd2L) and O(Td2L) respectively, where d is the dimensionality of

the hidden layer, L is the number of layers, and there are T elements in
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each sequence. For temporal models that use the snapshotting technique

for the embedding portion, the GNN computational complexity becomes

O(TjEjd2L). However, if we assume that for Euler models, there are T

workers, the complexity is the same as a traditional GNN, with the caveat

that there will be some communication overhead to synchronize the workers.

To account for this, we have added an additional term C(w) to represent how

communication time scales as more workers are added.

Table 3.7: Theoretical runtime analysis

Framework O

Euler O(jEjd2
eLe+ Td2

r Lr + C(w))
EGCN O(T(jEjd2

eLe+ d2
r Lr ))

VGRNN O(T(jEjd2
eLe+ d2

r Lr ))

For ease of reading, we show time complexities of each model tested in

Table 3.7. As is evident from this comparison, Euler is the only framework

which can remove the T term from the expensive GNN portion of the forward

pass. As the GNN component scales with the number of edges in the graph,

it is clearly the most expensive step. By doing this step just once, rather than

T times, as we will show, there are signi�cant performance improvements

that outweigh the cost of w workers.

Figure 4.8 shows the speedup of a GCN stacked upon a GRU built within

the framework of Euler as more workers are added. For these experiments,

we evaluate only workers that are powers of two to ensure each worker holds

the same number of snapshots. As each worker requires two threads to

run, one for the model replica, and one for collective communication, our

equipment can only accommodate up to 16 workers. The framework allows

for the number of workers to be a user-de�ned hyperparameter, so it is

e�ortless to distribute work across a network with enough nodes to support
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Figure 3.6: Performance improvements as more workers are added for
varying numbers of snapshots from the LANL data set. The model used was
a GCN stacked on a GRU. All time windows, d are 0.5 hours.

it. It is evident from the chart that performance improvements are immedi-

ate. As more workers are added runtime improves rapidly, with negligible

improvement after about 8 workers for smaller amounts of data. However,

as the amount of data processed increases, performance improvements

diminish at a much slower rate. This is because the topological encoding

task, the bulk of which must occur on CPU due to the high number of

random accesses, scales perfectly with additional workers.

In Figure 3.7 we compare the best runtimes of our method to the run-

times of the serial GNN models we used in Section 3.4. The serial methods

were allowed 16 threads for intraprocess communication for a fair com-

parison to our 16 worker processes. However, even with this advantage,

these methods are forced to process time steps one at a time; they sim-

ply cannot compete with the e�ciency of Euler , especially as the size

of data increases. Figure 3.7a shows that as the size of the data being

processed increases, Euler 's forward propagation speed is 2x that of the

fastest competing algorithm. Additionally, by implementing Euler using
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(a) Forward propagation time (b) Backward propagation time

Figure 3.7: Performance comparison between the distributed Euler model
and competing methods on varying numbers of snapshots from the LANL
dataset. All time windows, d are 0.5 hours.

DDP[102], backpropagation is sped up dramatically. Figure 3.7b shows

Euler has almost a 16x improvement in backpropagation speed, suggesting

backpropagation has near linear scaling as workers are added.

More concretely, we report the exact training time each model took in

the previous experiments in Table 3.8.

As is evident from these results, Euler is noticeably faster than the

serial methods. On the LANL data, the next best method, VGRNN achieves

an average time per epoch (TPE) of 11.31s, while Euler with GCN+GRU

averages almost half that time with the same number of parameters. On the

OpTC data, as there are fewer nodes, and thus a smaller adjacency matrix,

the E-GCN models are the best performing serial models, attaining a TPE of

6.98s. But still the Euler model improves on this, showing a 4.84x speedup

with a 1.44s TPE. Other combinations of models, especially those using

GraphSAGE, which use the more expensive maxpooling aggregation function

as well as an additional parameter matrix, are slower, but still out-perform

the serial models. We also note that the full training time is faster for every

Euler model, likely due to their simplicity. This means that in addition
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Table 3.8: Training time for the full pipelines with d = 0:5 hour snapshots.

LANL OpTC

Training Time (s) TPE (s) Training Time (s) TPE (s)

VGRNN 649.48 11.31 767.53 25.62
EGCN-H 1831.46 98.53 488.08 8.47
EGCN-O 5047.25 120.87 284.57 6.98

Euler

GCN-GRU 129.51 6.48 184.11 1.48
SAGE-GRU 145.99 10.73 165.14 1.67

GAT-GRU 272.79 9.64 190.37 2.30
GCN-LSTM 115.82 6.90 170.15 1.44

SAGE-LSTM 149.19 11.06 154.69 1.72
GAT-LSTM 302.94 10.02 237.75 2.57

Euler -SM

GCN-GRU 5186.87 25.06 1085.43 20.93
SAGE-GRU 4910.13 25.40 1024.84 20.95

GAT-GRU 4835.19 24.14 753.32 21.52
GCN-LSTM 4499.26 23.89 714.52 19.78

SAGE-LSTM 4808.62 25.65 728.90 19.28
GAT-LSTM 4766.39 26.30 762.22 19.33

to individual epochs running faster both forward and backward passes,

fewer epochs are required before convergence to, as we have shown, more

accurate models. With the softmax augmentation, the neighbor sampling

and jV j-dimensional output increase latency signi�cantly. However, we note

that their average TPE is still lower than the majority of serial methods.

Considering the evaluation improvement they show on smaller data sets,

we feel this is an acceptable tradeo�.

Of course, as more workers are added, there will eventually be some

diminishing returns. Though we were not able to reach this level with our

hardware, it is worth attempting to quantify a theoretical bound on the

end of these bene�ts. To do this, we run a number of experiments. In

these experiments, we time individual components of the Euler model in

an attempt to break down the exact runtime of each component so that we

can determine the exact latencies of di�erent phases of the model.

Figure 3.8 shows the latency of each phase of the Euler model, broken
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(a) Components of distributed run-
time

(b) Components of serial runtime

Figure 3.8: Itemized runtimes of a Euler model performing forward propa-
gation on di�erently sized data with 16 workers.

into runtimes for the MPNN embedders, communication time to synchro-

nize the workers' output, and the RNN's time to process this output. As

is evident from these �gures, the time it takes to synchronize the commu-

nication from each worker is far less than the time it would take to run

each worker in serial, the di�erence between Sub�gures 3.8a and 3.8b,

respectively. Unsurprisingly, the amount of time it takes to calculate the

embeddings in serial is approximately 16x that of what it takes to calculate

them in parallel. However, the communication time spent waiting for the

tensors to be transmitted over the network, and for the noti�cation that the

asynchronous promise has been completed does take a signi�cant amount

of time: approximately three times as long as the embedding phase itself.

And this latency varies as more workers are added. To quantify a theoreti-

cal bound on the bene�t enjoyed as we add additional workers, we must

determine how this communication time scales with additional workers, as

well as if larger quantities of data has adverse e�ects on the waiting time.

In Figure 3.9 we report the communication latency as more workers

are added for varying numbers of snapshots the workers processes. These

values are the average of 10 independent runs across randomly generated
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Figure 3.9: E�ect of new workers on communication latency with varying
load sizes, normalized.

Erdös Rényi graphs [46] to ensure realistic load imbalances with similar

node counts, and branch factors as those found in LANL (1000 nodes,

and p = 0:2). Each snapshot generated has between 10,000 and 20,000

edges, the exact value sampled from the uniform distribution, and assigned

according to the Erdös Rényi formula. We �nd that when these latencies

are normalized, the size of the data being transmitted has very little e�ect

on performance. However, latency does scale linearly as more workers

are added. It approximately follows the slope L(w) = 0:017( w
15 + 14

15) for w � 1.

However, this hardly seems realistic given enough processors, so we will

also consider the worst case where L(w) = O(2w). If this is the case, on our

hardware as more workers are added, communication overhead roughly

doubles every 16 workers. However, this value is highly contingent on the

interprocess communication method used, and will vary across di�erent

implementations of Euler on di�erent hardware.

With this doubling factor found, we present an equation to bound the
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Figure 3.10: Approximate theoretical bounds on the bene�t of adding
additional workers contingent on how L(w) scales.

e�ectiveness of adding additional workers:

Es�
s
w

(L(w)+ E) (3.11)

Where E represents the time to encode a single snapshot, L(w) represents

the communication latency for w workers, and s is the number of snapshots.

The largest positive value w for which this inequality holds is the maximum

number of workers that will still be bene�cial to add.

Through the results found in Figure 3.9, we see that the number of

snapshots per worker has little e�ect on its latency. Thus, we can simplify

the inequality by assuming in a perfect scenario, there will be the same

number of workers as snapshots. This allows us to rearrange the inequality

as

w �
L(w)

E
+ 1 (3.12)

Under the assumption that L(w) is linear, this inequality holds for all w > 5,

which is dubious. So we will instead assume L(w) = 0:0172
w� 1
16 , and �nd the

bound in the worst case. Finally, we input the values we found for the
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various variables to �nd

w � 0:017� 2
w� 1
16

1
0:005

+ 1 (3.13)

which we plot in Figure 3.10, along with the linear case. Note that the

two functions do not signi�cantly diverge until after 20 workers: beyond

our hardware's ability to evaluate. This is why we must consider both

cases. Thus, after 70 workers, there will be diminishing returns due to the

communication overhead in the worst case. 3

3.6 Conclusion

In this work, we presented the Euler framework: a method to exploit

the previously untapped potential for distributing the work done to train

and execute temporal graph link predictors. When each topological encoder

can operate independently, the most compute-heavy task of generating

node embeddings can be scaled in a highly e�cient manner. Though

models following this framework are necessarily simple, we have shown that

for anomalous link detection and prediction, models following the Euler

framework perform as well, or better than their complex contemporaries.

Finally, we showed how this framework can be used to train highly precise

anomaly-based intrusion detection systems when network activity is viewed

through the abstraction of a temporal graph. These intrusion detection

systems are scalable, and more sound than other unsupervised techniques

despite being trained with less data. Additionally, we found that further

improvements could be made to the classi�er by implementing a softmax

3 If we instead assume L(w) is polynomial, using least squares regression to �nd the
parabola of best �t, this value increases to 2,625. The true value is likely somewhere in
between.
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decoder, rather than the simple inner product logistic regression on the

raw embeddings. We showed that while the embeddings produced by these

models have value on their own, we can extract even more information with

additional processing; possibly enough to use this system in a real-world

setting.

Future work may include testing other topological or temporal encoders

that we did not. As this framework allows for scalable message passing graph

neural networks, future work could even include testing this technique on

any large temporal graph data set previously thought intractable for GNNs.
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Chapter 4: EdgeTorrent : Real-time Temporal Graph

Representations for Intrusion Detection

4.1 Introduction

Provenance graph analysis has become an increasingly popular way

of host monitoring for advanced persistent threats. Because these data

structures capture not just individual events, but how those events �ow

to other entities in a system, they are the logical choice for auditing a

compromise [91], de�ning threat signatures [106,114,117,118,149], and,

more recently, as intrusion detection systems [31,59,88,113]. It has been

argued that provenance graphs are the ideal data structure for system

monitoring because intrusions often manifest as unexpected interactions

between entities on hosts and within networks [60]. However, quantifying

an abnormal interaction is a non-trivial problem.

One approach to this is time-sensitive graph sketching, also called a

graph-kernel. This technique aims to �nd a function that maps a graph

at a certain point in time to a vector, called a graph sketch. If two graph

sketches are similar, it implies that the graphs used to generate them are also

similar. This approach is employed by Unicorn [59] and StreamSpot [113]

in a streaming setting. They read a list of edges for a given provenance

graph and use new edges to update the sketch vector over time. This is

accomplished by representing each node through a function of its local

neighborhood, then aggregating these node representations to produce a

full graph sketch. This evolving graph sketch is periodically saved, and

This chapter contains work originally published in The Proceedings of the 26th
International Symposium on Research in Attacks, Intrusions and Defenses [90], DOI
10.1145/3607199.3607201
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the sequence of sketches is used for cluster analysis. Normal behavior is

now de�ned as graph sketches that �t into clusters of previously observed

benign sketches.

Compared to other temporal graph embedding approaches [142, 171],

streaming graph-kernel techniques are the most realistic for real-time de-

tection. Because these methods are speci�cally optimized for a streaming

setting, they are suitable to handle the high volumes of data prevalent

in this domain. Furthermore, the series of graph sketches they produce

can be analyzed as a sequence rather than as singular data points, which

provides deeper insight into the evolving state of the system and enables the

detection of temporal anomalies. Unlike snapshotting techniques [31,166],

where graph representations through time are isolated from each other and

analyzed independently, graph sketches represent the state of the graph

from the beginning of time to the present. They do not partition the graph

into discrete chunks for analysis; they consider the way new events change

the complete structure.

Current state-of-the-art graph-kernel approaches use a hash function

to generate node representations. The list of nodes and edges representing

a given node's neighborhood is hashed, and these hashes are aggregated

to generate sketches. Unfortunately, the use of a hash function makes

the sketch vectors sensitive to minor perturbations and less semantically

expressive. These issues make temporal anomaly detection di�cult, as the

series of sketches �uctuates to di�erent points in the embedding space even

as the graph remains in a similar state over time. The sketches would be

more amenable to advanced sequence analysis if the trajectory of sketches

moved smoothly until a consequential state change occurred. Another

shortcoming of prior works is their reliance on clustering for anomaly
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Figure 4.1: Visualization of the full EdgeTorrent pipeline. Steps 1 and 2
are described in Section 4.2. Steps 3 and 4 are described in Section 4.3.

detection. While it is impressive that non-parametric models can extract as

much information from these methods as they do, we will show that using

more advanced models for anomaly detection enables the detection of more

varied attack types across a broader domain of provenance graphs.

To address these shortcomings, we propose EdgeTorrent , a continuous-

time approach to streaming temporal graph representations for intrusion

detection. Like [59] and [113] we employ the graph-kernel technique during

the sketching phase. However, rather than relying on a hash function, we

propose a novel streaming implementation of a message passing neural

network (MPNN) to generate node embeddings. Prior works avoided MPNNs

due to the intractable size of provenance graphs [22, 31, 106, 114, 123].

Those that do use MPNNs either use them on smaller subgraphs [166,177]

or are untested on real-world graphs with billions of edges [74,105]. Despite

this, MPNNs have a unique advantage: they are a weak form of the WL-

isomorphism test [173]. This means they have the expressive power to

describe graph isomorphisms. While the graph sketching prior works also

represent weak forms of this test, they di�er in that their representations

are not continuous due to the hashing function. By using an MPNN, our

method produces smooth transitions between graph states over time, more

amenable to powerful series analysis models.

As we will show, on simpler data sets, the MPNN-generated sketches of
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EdgeTorrent fall into clear, separable clusters. However, on larger, and

more complex data, classifying any one data point in isolation is challenging.

Instead, it is critical to view sketches in terms of their trajectories, as a se-

quence over time. Identifying anomalies within a time series is a challenging

task, beyond what a clustering algorithm can handle. So, to capture these

complex dynamics, we devise a novel, adversarially trained, transformer-

based anomaly detection model by extending the work of FenceGAN [127]�a

framework speci�cally designed for unsupervised anomaly detection�for

use on sequential data. We show that this technique outperforms prior

works on smaller data sets, and we demonstrate its utility as an e�cient,

and precise model on the billion-edge DARPA Transparent Computing (TC)

Engagement 5 data set [78]. This data set consists of approximately 2TB

of host logs spanning 11 days that EdgeTorrent can parse, embed, and

classify over the course of a few hours.

4.2 Streaming Graph Sketches

In this section, we detail our pipeline to convert from provenance graphs

to a series of vectors representing the graph's state as new nodes and edges

are streamed in. This section correlates to Steps 1 and 2 from Figure 4.1.

First, we train an MPNN for node representation on a subset of the available

graph data in a self-supervised manner; in this work, we use link prediction.

Then, when the MPNN is ready to conduct inference, we stream in a list

of edges in the temporal order in which they were observed and process

them with our streaming MPNN method. This results in a series of graph

sketches characterizing the graph's state at a given point in time, and how

that state changes as new nodes and edges appear.

The characteristic equation for graph convolutional networks is

73



H(`) = s
�

ÂH (`� 1)W(`)
�

(4.1)

where Â is the normalized adjacency matrix, W is a trainable parameter,

H(`) is a matrix of activations at layer `, and s (�) is any non-linear activation.

Another way to understand this is on the per-node level. Let h(`)
v be the

row in H(`) corresponding to node v 2 V . Then Equation 4.1 is equivalent to

the following, solved for each row of H(`):

h(`)
v = s

 
å u2N (v) h(`� 1)

u

jN (v)j
W(`)

!

(4.2)

where N (v) = f u j (u;v) 2 Eg. In the �rst layer, H(0) = X, the nodes' features.

The function is trivially extended to include edge features as well by de�ning

the �rst layer as

h(1)
v = s

 
å u2N (v) xukx(u;v)

jN (v)j
W(1)

!

(4.3)

where k denotes the concatenation operator, and x(u;v) is the feature associ-

ated with edge (u;v).

Equations 4.1 and 4.2 vary slightly between speci�c MPNN implementa-

tions, particularly with respect to the aggregation function [57,162,173]

(the fraction in Equation 4.2), but in general, these methods all follow the

above formulae. Nodes propagate a message to their neighbors, and those

messages are aggregated in some fashion into a single vector.

4.2.1 Training

Our method for streaming convolutions is purely an e�cient method for

inference. Thus, we must �rst train the model on some subset of the data.

This correlates to Step 1 of Figure 4.1. This training must be inductive so
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future new nodes can be embedded e�ectively. For our experiments, we

randomly sampled time windows from the graph that were small enough to

�t into memory and optimized the model for link prediction. This aims to

minimize

L = � log(sim(hu;hv)) � log(1� sim(huhv0))

sim(hu;hv) = s (h|
uhv)

(4.4)

for f (u;v) 2 Êg where Ê � E is the sampled snapshot, and f (u;v0) 62Eg are

randomly sampled non-edges.

4.2.2 High-performance Inference

Now that the model is ready for inference, we move to Step 2 of the

pipeline shown in Figure 4.1. In this work, we introduce the notion of

streaming convolutions. These can be thought of as incremental updates to

each node embedding that is a�ected by the arrival of a new edge. These

embeddings are periodically aggregated to calculate the graph sketch at

that point in time. Here, we present an e�cient way to continually update

this value with as little overhead as possible.

Node Embedding : Suppose a node v 2 V has a new inbound edge added

to it, (u;v). Given the intermediate layer activations of node u, f h(0)
u ; :::;h(L� 1)

u g,

and the number of neighbors of v, cv, we can update the intermediate layer

h(`)
v of v as follows:

h0(`)
v = s

 
s � 1

�
h(`)

v

�
cv + W(`)h(`� 1)

u

cv + 1

!

(4.5)

This follows from the fact that
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h(`)
v = s

 
W(`)(h(`� 1)

u1 + h(`� 1)
u2 + ::: + h(`� 1)

ucv
)

cv

!

(4.6)

for neighbors of v, f u1; :::;ucvg. That is, this approach simply adds one

additional neighbor to the list and recalculates the layer.

We can further optimize the above approach by delaying the computation.

Note that the updated node feature is not needed until an outbound edge

is added from this node. To this end, as edges stream in, we say that the

node is in one of two states: source or destination. If a node is in the source

state, its encoding is static and is propagated to its neighbors. Otherwise, it

is receiving messages from its neighbors that will change its internal state

or encoding. But it is not necessary to retroactively update any encodings it

may have propagated in the past, as they were representative of that node's

state at the time they were sent.

The insight is that the encoding of v only needs to be updated when

v undergoes a state transition from destination to source. Based on this

insight, if we use MPNN architectures amenable to incremental updates,

it is su�cient to passively aggregate new edge data as it comes in, and

only perform the matrix multiplication and inverse non-linearity functions

when they are needed. For example, if the aggregation function is mean ,

as in Equation 4.2, let H v denote the set of all messages sent to node v

before an outbound edge is observed. To fully update hv, it is assumed

that all intermediate activations from 0 � ` < L are sent during message

passing, much like in a Jumping Knowledge Network [174]. Intermediate

features of source nodes connecting to v are then added together forming

partial node embedding h� (`)
v = å h(`)2H v

h(`). We continue to accumulate new

edge data until v transitions from destination to source, at which point we

calculate h0(`)
v with only minor updates to Equation 4.5. In the numerator,
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Figure 4.2: Temporal edges forming a bipartite graph ensuring temporal
constraints are followed during stream convolution.

h(`� 1)
u becomes h� (`� 1)

v , and the denominator becomes cv + jH vj. This same

principle can be applied to other various aggregation functions such as

pooling, but not to models with non-invertible aggregation functions, such

as GIN [173].

This state-transition approach to message passing can be thought of

as a special kind of edge between nodes: a temporal edge, representing

the same entity at di�erent points in time as shown in Figure 4.2. This

enforces the constraint that message passing only �ows forward through

time while avoiding the memory restrictions that come from storing so many

extra nodes. Juxtapose this with traditional MPNNs, which ignore time,

and propagate anachronous messages. In prior works, the future state of a

node's neighbor a�ects its encoding during the present, something that is

undesirable when attempting to summarize a graph at a particular point in

time.

Node Aggregation : To convert from individual node embeddings to full

graph embeddings, we compute a temporally weighted average of each node's

embedding after some number of edges are ingested (i.e., the sketch size jSj).

For soundness, when the weighted average is calculated, it is necessary to

update the partial node embeddings for any nodes still in the destination

state. The weighted average is the sum of each node embedding weighted
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with a forgetting parameter e� ktv where tv is the period of time since node v

was last seen in any interaction, and k is a hyperparameter. Let t denote

the 1� j V j vector of these times for all nodes.

The naïve way to implement this is with a simple matrix multiplication:

z = 1
jV j H

| e� kt, where H denotes the �nal activation. However, this presents

two major problems. First, as the graph is streamed for longer periods of

time, H will eventually become so large that it is prohibitively expensive to

fully load it into memory. Second, using a simple average will gradually

reduce the signal generated by new or active nodes and lower the overall

average, due to the size of the graph and the presence of long-term inactive

nodes.

To solve the �rst problem, we note that once the average has been calcu-

lated in full for a given set of nodes, only nodes that were updated afterward

will change it. Other unchanged nodes will simply decay. With a slight abuse

of notation, let the superscript n denote a particular variable's value when

sketch n was created. For example, zn denotes the nth sketch, hn
v denotes v's

�nal activation when sketch n was created, and so on. Then,

zn+ 1 =
å i2U hn

i e� k(tn
i + d) + å j2C hn+ 1

j e� ktn+ 1
j

jUj + jCj
(4.7)

where U and C represent the sets of unchanged and changed node embed-

dings, respectively, and d represents how much time has passed since zn

was calculated.

To avoid extraneous memory use, we aim to represent this equation

only in terms of the changed nodes, and the previous sketch zn. To do this,
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(a) Sequence generator (b) Sequence discriminator

Figure 4.3: The two components of the anomaly detection model. The
generator takes noise as input and runs it through a multi-layer perceptron
(MLP) and a recurrent neural network (RNN) to simulate a sequence of
graph sketches. The discriminator takes a sequence as input, and using
a self-attention network, determines the likelihood that the sequence was
generated, or real.

consider the de�nition of zn

zn =
1

jV nj å
v2V n

hn
ve� ktnv (4.8)

If we rearrange the equation as

jV njzn � å
j2C

hn
j e

� ktnj = å
i2U

hn
i e� ktni (4.9)

and multiply both sides by the decay parameter e� kd , we �nd

å
i2U

hn
i e� k(tn

i + d) = e� kd
�

jV njzn � å
j2C

hn
j e

� ktnj
�

(4.10)

may replace the �rst term in the numerator of Equation 4.7. In other words,

all unchanged embeddings that contributed to the previous sketch simply

decay in signal strength, and changed nodes are recalculated and added

back in. Thus, we can update the graph sketch using only the nodes that

were updated rather than the entire graph, which signi�cantly reduces the

memory overhead.

We used the python shelve module [10] to implement this process and
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ensure only nodes that are being actively updated are cached in mem-

ory. The remaining unchanged nodes are stored on the disc in a GDBM

database [135]. After each graph sketch is calculated, any updated nodes

are �ushed back to the disc. The set of changed nodes C from Equations 4.7

and 4.10 is simply the cache of edited nodes already in memory, managed

by shelve .

To solve the second problem, we change the denominator in Equation 4.7

to å i e
� kt(n+ 1)

i . Again, we wish to calculate this value using only the updated

values present in the database cache. We can again take advantage of the

fact that for all the unchanged nodes, their contribution to the denominator

is decayed by a �xed amount. Thus, the denominator is calculated as

dn = å
i

e� ktni := å
i

dn
i

dn+ 1 = e� kd å
i2U

dn
i + å

j2C
dn+ 1

j

= e� kd
�

dn � å
i2C

dn
i

�
+ å

j2C
dn+ 1

j

(4.11)

With these optimizations in place, it is possible to stream in data faster

than real-time to build these vectors and analyze their changes. The dy-

namics of these graph sketches, as we will show, hold enough information

to detect anomalous activity.

4.3 Adversarial Anomaly Detection

In this section, we describe how EdgeTorrent uses the embeddings from

Section 4.2 for anomaly detection. We will �rst detail the architecture of the

generator and discriminator models, then describe the objective functions

these models are trained with. This section correlates with Steps 3 and 4 of

80



the pipeline shown in Figure 4.1. In Step 3 of the pipeline, we train a GAN

in the manner described by [127] using EdgeTorrent sketches as input

data. Then, in Step 4, the discriminator is used as an anomaly detector on

new EdgeTorrent sketches; if the discriminator �nds a sketch sequence

has a high probability of being generated, it is said to be anomalous.

4.3.1 Model Architecture

We implement the anomaly detection model as a generative adversarial

network (GAN) [52]. These models work by training two models in tandem:

a generator and a discriminator . The generator takes random noise, Z as

input and attempts to transform it into vectors X̂ emulating those in the

input data distribution. The discriminator takes real data samples, X, and

the output of the generator as its inputs then classi�es them as real or

synthetic.

The generator is implemented as a recurrent neural network that takes

one vector of noise and processes it into a sequence of synthetic graph

sketches. Mathematically, the generator function is de�ned as

G(Z;qG) = x̂0kx̂1k:::kx̂N

x̂n;hn = RNN(x̂n� 1;hn� 1)

x̂0;h0 = RNN(s (WG0Z + b);0)

(4.12)

where k is the concatenation operator, and s is a non-linearity function. The

RNN function denotes any generic recurrent neural network; in this work,

we use an LSTM [68]. This process is illustrated in Figure 4.3a. Unlike prior

works using GANs for sequence generation, such as [100,104,129], we only

supply the generator with a single noise data point. This is following the

81



work of [59] which aims to identify anomalous state changes between graph

sketches. By supplying a single latent vector, we encourage the generator to

learn the way sketches are likely to change over time, given a single random

starting position.

The discriminator is implemented as a self-attention network, in a very

similar manner to a transformer encoder [161]. It takes a sequence of

vectors as input, adds a CLS token as introduced by [42] for classi�cation,

and passes this series into a transformer encoder block. This process is

illustrated in Figure 4.3b. For a more detailed description of this process,

we direct the reader to [161].

4.3.2 Objective Functions

In a traditional GAN, the discriminator and generator are optimized over

the minimax game,

min
G

max
D

V(D;G) = Ex� pd (x)
�
logD(x)

�

+ Ez� pz

�
log(1� D(G(z))

�
(4.13)

where G and D are the generator and discriminator models, pd is the distri-

bution of the input data set, and pz is the distribution of noise the generator

uses as input [52]. Put another way, the loss functions of the generator and

discriminator L G and L D are

L G =
1
N

N

å
i= 1

log(1� D(G(zi)) (4.14)

L D = �
1
N

N

å
i= 1

�
logD(xi) + log(1� D(G(zi))

�
(4.15)
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where Z = f z1; :::;zNg is sampled from pz and X = f x1; :::;xNg are real samples

from the data set: in this case, a sequence of graph sketches. This method

is very e�ective at training generators to produce realistic-looking samples,

however, for anomaly detection, it must be slightly altered.

Our method takes inspiration from the work of FenceGAN [127] and

modi�es it for use on sequential data. In this method, the minimax game

is changed such that the generator produces samples on the decision

boundary of the discriminator, rather than inside the data distribution. In

this way, the generator is trained to produce synthetic anomalies, and the

discriminator learns a precise boundary constraining normal behavior. This

is accomplished by changing Equation 4.14 to

L G = L Ge + bL Gd (4.16)

where L Ge denotes encirclement loss , L Gd denotes dispersion loss , and b is

a hyperparameter. These two values are de�ned as

L Ge =
1
N

N

å
i= 1

log
�
ja � D(G(zi)j)

�

L Gd =
1

1
N å N

i= 1k� � G(zi)[0]k2

(4.17)

where a 2 (0;1) and � = 1
N å N

i= 1G(zi)[0].

The encirclement loss ensures that the generator is producing samples

that are on the periphery of pd rather than within it. This ensures the

generator is creating samples more similar to anomalies than real data, but

not so anomalous that they are implausible. The dispersion loss optimizes

the generator to maximize the standard deviation of its samples. This
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ensures that not only are samples confusing to the discriminator, but they

are also varied. Because the random noise only a�ects the �rst generated

graph sketch, and the remaining sketches are deterministic, we only evaluate

the standard deviation of the embeddings for the �rst generated graph

sketch.

The discriminator's loss function is also changed slightly. Instead of

prioritizing its ability to discern between real and generated samples equally,

the discriminator is biased such that it weighs understanding the real

samples as more important. This is because while anomalous samples can

be near-in�nitely varied, we work under the assumption that we have a

close to complete understanding of the benign activities of a network. By

weighting benign samples as more important to identify, the discriminator

better learns where the distribution of normal activity ends. It is less focused

on learning what an anomalous sample looks like, and more focused on

learning what they do not look like. Thus, Equation 4.15 is now

L D = �
1
N

N

å
i= 1

�
logD(xi) + glog(1� D(G(zi))

�
(4.18)

where g 2 (0;1) is a hyperparameter.

4.3.3 Anomaly Detection

After the full GAN model has been trained, EdgeTorrent assigns threat

scores by calculating the likelihood that a new data point was generated.

This is, of course, the output of the discriminator. Because the discriminator

was optimized to learn a very tight decision boundary around the benign

sequences of graph sketches it was trained with, if a new sequence of

sketches is thought to have been generated, it is likely outside of the normal

data distribution, and therefore anomalous. Thus, Step 4 of Figure 4.1 is
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to pass a sequence of sketches to the discriminator which will assign that

sequence an anomaly score. If that score is above a certain threshold, the

sequence is classi�ed as anomalous.

4.4 System Implementation

Putting it all together, we will brie�y detail a running example of the

EdgeTorrent pipeline. In this example, we assume that the MPNN and GAN

models have been trained in the manner described in Sections 4.2 and 4.3,

and simply show the model in action.

Figure 4.4: Incremental update as a new edge is streamed in

The system will read logged events from a bu�er such that each edge

is formatted as < u,v,ux,vx,edge> where u and v are unique identi�ers for

system entities, ux and vx are node features associated with entities u and v

(usually the type of entity), and edge is the relation type between those two

entities. Optionally, an additional ts timestamp input may be added if the

user wants to use this quantity as the tv
i variable in Equations 4.10 and

4.11, otherwise, the timestamp is the count of events. Each logged event is

equivalent to an edge in the provenance graph. For each edge that is read

in, the embedding of v as well as vx is passed to u to update its embedding,

as shown in Figure 4.4. Every jSj edges processed, the weighted average of

every node's embedding is stored.

From here, as is shown in Figure 4.5, the sequence of stored edges is

passed to the trained discriminator module which will output an anomaly
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Figure 4.5: The full EdgeTorrent Pipeline

score. We will show through experimentation that using as input sequences

spanning entire temporal graphs (Ÿ 4.5.1), �xed time spans (Ÿ 4.5.2), and

�xed sequence lengths (Ÿ 4.5.3) are all e�ective ways to process these

embeddings.

4.5 Evaluation

To evaluate the e�ectiveness of our process, we applied it to several prove-

nance graph datasets and compared it to other provenance-based intrusion

detection systems. We evaluate EdgeTorrent on host-level provenance

graphs, network-level graphs, and a real-world dataset containing host and

network activity. In each experiment, we evaluate EdgeTorrent 's ability to

precisely detect anomalous graphs given the generated sketch sequences.

There are relatively few existing approaches to graph sketch generation

and analysis. Many existing approaches for temporal graph analysis are

largely not designed for use in a streaming setting [61,164,166,177] or are

not designed for graph classi�cation [31,88]. In our literature review, we

identi�ed only two that were comparable to our method: StreamSpot [113]

and Unicorn [59]. Both methods use a hashing algorithm to generate graph

sketches.

We will show that EdgeTorrent 's approach using MPNN embeddings

processed with a GAN outperforms other techniques for anomalous graph

detection. Additionally, we show that our method has comparable run times
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to the state-of-the-art techniques we compare it to, and depending on the

implementation settings, is even faster. Speci�c hyperparameter details for

each experiment can be found in Table 4.1.

Table 4.1: GAN Hyperparameters

Data set a b g LR Hidden Layers Latent Heads

StreamSpot 0.5 10 0.1
Disc 0.001 256 2 � 32
Gen 0.001 256 2 64 �

UNSW-NB15 0.5 10 0.1
Disc 0.001 512 4 � 32
Gen 0.01 256 4 32 �

CADETS 0.7 10 0.01
Disc 0.00001 16 4 � 4
Gen 0.0001 256 2 256 �

5D 0.7 1 1
Disc 0.0001 32 4 � 4
Gen 0.001 256 2 256 �

TRACE 0.3 0.1 0.01
Disc 0.001 32 4 � 16
Gen 0.0001 256 2 256 �

4.5.1 Simplistic Host Data

The StreamSpot dataset [113] consists of 600 host log �les split into 6

categories of activity, each containing 100 graphs. 5 of these categories

are benign behavior (checking email, playing a video game, etc.) and one

is the trace of a drive-by-download attack. Because these activities are so

well isolated, the results on this dataset are not indicative of how any given

IDS would perform in the wild. Nonetheless, it is a popular benchmarking

dataset for these types of systems and acts as a proof-of-concept for our

technique.

Table 4.2: StreamSpot dataset metadata

jGj Avg jVj Avg jEj

Benign 500 8,300 173,000
Attack 100 8,900 28,400
All 600 8,400 149,000
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As with all datasets we test on, for node and edge features, we use a

one-hot representation of their types. These two features are concatenated

together to represent the messages passed from source to destination nodes,

as de�ned in Equation 4.3. There are 8 types of nodes and 26 relation types.

Table 4.2 contains more information about the metadata of this dataset.

For all models, we use 128-dimensional vectors for graph sketches and a

decay rate of k = 0:02.

To evaluate the model, we perform 4-fold validation, as is done by prior

works, where 25 graphs are held out from each benign group for testing

along with all malicious graphs. On this small dataset, the model quickly

converges, requiring only 10 epochs to train. The only inputs to the GAN

are sketch sequences built from the benign graphs in the training sets. An

additional 25 graphs are held out for validation. These graphs are also used

to select the optimal cuto� for classi�cation: the highest anomaly score

given to a benign graph is used as the threshold. Any graph scoring higher

than this is classi�ed as anomalous. The results of this experiment are

shown in Table 4.3.

In addition to the two graph-kernel methods, we compare EdgeTor-

rent to two other popular IDSs: threaTrace [166] and PROV-GEM [74].

ThreaTrace is a node-level anomaly detection system but was adapted by

the authors for full anomalous graph detection on this dataset using the

number of anomalous nodes present in the graph to classify it. PROV-GEM

is a supervised IDS that is explicitly given a subset of anomalous graphs to

learn to classify.

The StreamSpot model uses the �nal form of the graph sketch vector

to represent the whole graph, e.g., each graph is represented by a single

vector. Unicorn samples the graph sketch as it changes over time and
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Table 4.3: Comparison to prior works on the StreamSpot dataset.

Pr. Re. Acc. F1

StreamSpot 0.7700 0.7400 0.8400 0.7500
Unicorn 0.9800 0.9300 0.9600 0.9400
threaTrace 0.9802 0.9960 0.9920 0.9881
PROV-GEM 1.0000 0.9400 0.9700 0.9900

EdgeTorrent , jSj = 2000 0.8829 0.9722 0.9337 0.9243
EdgeTorrent , jSj = 200 1.0000 1.0000 1.0000 1.0000

analyzes each sequence in terms of the clusters it forms and the state

transitions between those clusters. However, due to the complexity of

building a separate clustering model for each benign graph, its runtime is

heavily constrained by the number of snapshots. As such, in the original

work, they used a sketch size jSj of one sketch per 2,000 events. However,

this results in certain graphs being represented by fewer than 10 vectors,

which is di�cult to build a model from. In a good-faith e�ort to replicate

their experiment, we also use a sketch size of 2,000, however, we also run

an experiment with jSj = 200. This provides a more �ne-grained view of the

evolving graph through time and helps to combat the claim made by [166]

that graph kernel methods cannot detect �ne-grained anomalies.

It is evident from these tests that EdgeTorrent is the best performing

method, capable of perfectly classifying this dataset. This is despite the

fact that it is completely unsupervised, and due to the method we use to

determine the classi�cation threshold, it is using less data to train than the

other methods. We note that our approach even outperforms the supervised

approach PROV-GEM, and the node-level approach threaTrace. We attribute

this to our method's consideration of time as an important variable. The

latter two methods view the graphs as monolithic structures and ignore

the order in which edges appear. Often, to di�erentiate between a drive-by

download attack and a regular downloaded �le, for example, the order in
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(a) StreamSpot (b) Unicorn (c) EdgeTorrent

Figure 4.6: PCA decompositions of the three graph kernel algorithms' em-
beddings of the UNSW-NB15 dataset. Blue marks indicate sketches from a
benign graph. Red marks indicate sketches from a malicious graph.

which bursts of edges appear is more telling than the edges themselves. This

is re�ected in our model's perfect recall scores, compared to PROV-GEM's

lower scores.

However, as previously stated, this is a simplistic dataset, and our infer-

ence model has far more parameters than those we compare it to. It could

be argued the GAN model is simply over�tting on simple data. For this

reason, we turn to more complex datasets for better evaluation.

4.5.2 Network Tra�c Dataset

The UNSW-NB15 dataset contains web tra�c between computers on the

University of New South Wales network [125]. It is a combination of real

benign activity, and simulated attacks over the course of four days�though

activity was only recorded for about 8 hours per day. To convert it to a graph,

we view hosts as nodes, and connections between them as attributed edges.

We split the data into 10-minute increments and build separate graphs for

each time span.

Unique to this dataset is its edge-centric nature. As seen in the metadata

in Table 4.4, there are very few unique IP addresses, with only 46 unique

hosts across the entire dataset. This presents a very di�erent kind of
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problem. Often in provenance graph analysis, the limiting factor is the

explosion of new nodes representing ephemeral activity like temporary �le

creation, or short-lived processes. With this dataset, there are very few

nodes, but each has an incredibly high degree. For traditional MPNNs this

would be a problem, as all edges must be processed at once, but for our

method, as well as the other streaming graph kernel methods, this makes

computation easier as there are fewer nodes whose embeddings need to

be stored. Also unique to this dataset is the data imbalance as a majority

of activity is malicious. Data imbalance in anomaly detection datasets is

common, but normally a majority of the activity is benign. This presents a

challenge for training, due to a the lack of benign activity for these models

to learn from. In summary, this is a challenging dataset for any model, and

we feel a signi�cant step up in di�culty from the StreamSpot dataset.

In addition to the connectivity information, the data contains a wealth

of information about each individual edge. Prior works [80,109] use these

edge features on their own to train anomaly detection models on the edge

level, but this ignores the valuable topological data. As we will show, with

minimal data beyond topological information, it is still possible to build a

powerful anomaly detector. We extract the top 15 source and destination

ports, as well as a token for �other", and use their Cartesian product as

the edge feature. Additionally, we tokenize the network pre�x from each IP

address to use as node features. In full, this results in 7 classes of nodes,

and 256 classes of edges.

Table 4.4: UNSW-NB15 dataset Metadata

jGj Avg jVj Avg jEj

Benign 61 26 14,600
Attack 79 43 20,525
All 140 36 17,963
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Before evaluating the anomaly detectors, it is illustrative to simply analyze

the raw embeddings produced by the various models. Figure 4.6 shows the

PCA decomposition of sketches generated by each method. More obscure

decompositions do not necessarily mean the embeddings are less separable,

the data may be too complicated to project into lower dimensions. But

if data points are well separated in 2D space, it is fair to assume it is

at least as separable in the original embedding space. From the �gures,

we can see that even without further processing, the sketches produced

by EdgeTorrent are almost linearly separable in 2D space. By using a

GCN rather than a hashing method, the sketches produced have more

meaning. Normal activity falls into several tight clusters, while abnormal

activity spans a completely di�erent space, well partitioned from the benign

sketches. Additionally, careful examination shows that sketches belonging

to the same series move in smooth lines, starting at one end of clusters,

and gradually drifting away in smooth lines. We attribute this to the fact

that the GCN function used to embed the nodes is di�erentiable, so as new

edges are added, graph sketches change gradually, unlike embeddings from

hash-based algorithms.

StreamSpot also produces several tight clusters of benign activity, while

sketches for abnormal periods are scattered through the embedding space.

However, we note that there is a great deal of overlap; the clusters are not

as well-centered. Unicorn 's decomposition is far more scattered with no

clear separation. This may be a result of the di�erent sketching approaches

followed by these two techniques: Unicorn hashes all activity that has

occurred on a single node, producing more unique hashes, and StreamSpot

caps the number of events per node to a set number (in our experiments 100)

before generating a new node representation. However, the Unicorn method
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incorporates the state transition between clusters as well as simple cluster

membership into its classi�cation strategy, so viewing the embeddings is

less telling of how the inference model will perform.

Table 4.5: Comparison to prior works on the UNSW-NB15 dataset.

Precision Recall Accuracy F1 Score

StreamSpot 0.9629 0.9797 0.9466 0.9711
Unicorn 0.8254 1.0000 0.8573 0.9041

EdgeTorrent 0.9991 0.9996 0.9987 0.9993

Table 4.5 reports the results of experiments on these methods. The

results reported are the average of 5-fold validation tests. All models are

trained on 10 hours of clean data with no anomalous activity, with 2 hours

of clean data held out for validation, then evaluated on approximately 22

hours of malicious and benign activity. The GAN is trained for 100 epochs.

EdgeTorrent is the best performing model in every respect but recall.

Unicorn had perfect recall, but it was at the expense of a low precision

score. Even with the threshold for alerting set very high, it was plagued

with false positives. However, we feel that the F1 score is the best way to

evaluate the balance of true and false positives and score these models.

Using this measure, we can say that EdgeTorrent struck the best balance

between the two. The next best scoring method was StreamSpot . This is

surprising, given that Unicorn outperforms StreamSpot in other tasks, but

we attribute this to the low number of nodes. While Unicorn produces a

unique hash for each sequence of edges a node receives, StreamSpot caps

the number of edges to a user-speci�ed value and hashes each collection

separately. This means that in datasets where there are few nodes, each

with high degree, StreamSpot 's sketches will be composed of more self-

similar node embeddings than Unicorn 's, as Unicorn 's node embeddings
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are constantly changing randomly with each new hash; StreamSpot 's and

our own move through space more incrementally.

These results support our trepidation toward hash-based graph kernel

methods. If individual node embeddings change in a smoother manner, the

sketches built from those node embeddings will too. This produces better

sequences for analysis. Finally, by upgrading from simple cluster analysis to

a more advanced GAN model, there is the potential to capture more complex

temporal patterns. This is evident by EdgeTorrent 's ability to improve

both in precision, limiting false positives, and also recall, as it can detect

abnormal patterns that are more complex than simple point anomalies or

abnormal state transitions.

4.5.3 Large Endpoint Dataset

To demonstrate EdgeTorrent 's usefulness in a real-world system, the

�nal experiment is conducted on the DARPA Transparent Computing (TC)

Engagement 5 dataset. This dataset consists of 11 days of activity across

several host machines collected by multiple teams for analysis [78]. Because

this data was generated in a real-world setting, not every dataset was clean

enough to be useful for training or analysis. As such, we analyze the data

collected by 3 teams that provided the data with the fewest discrepancies:

CADETS, FiveDirections, and TRACE. The teams captured activity from 1

FreeBSD host, 3 Windows 7 hosts, and 3 Ubuntu hosts, respectively. To our

knowledge, this work is the �rst to implement a graph kernel-based IDS on

this dataset, so these results may serve as a benchmark for future works.

In our experiments, nodes may have the following types: Processes,

Threads, Units (a group of related threads, speci�c to TRACE), Files, Tem-

porary Files, DLLs (speci�c to Windows machines), Named Pipes, Registry
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Keys, Local network activity, External network activity, Special network

activity, Sockets, and �other" when the type cannot be inferred from the

logs.

We categorize �les as normal, temporary, or DLLs using hints from their

path variables. Similarly, we categorize network events as local if they take

place in the local IP range, and special if the address ends with .255 or

starts with 0xff in the case of IPv6.

Table 4.6: TC Engagement 5 dataset Metadata

Hosts Sequences Avg jV j Avg jEj

CADETS 1
Benign 52 329,000 4,370,000
Attack 4 377,000 5,120,000
All 58 333,000 4,430,000

FiveDirections 3
Benign 155 713,000 4,540,000
Attack 7 728,000 5,120,000
All 162 713,000 4,560,000

TRACE 3
Benign 244 1,600,000 4,830,000
Attack 3 1,680,000 5,120,000
All 247 1,600,000 4,830,000

Because the data collection is continuous over the course of the engage-

ment, there is no obvious way to separate out individual graphs. Prior

work [59], in their analysis of similar data, separated graphs by connected

components. But this requires knowledge of what the graph will do in

the future�knowledge we cannot presume to have if this were applied as a

real-world system. Instead, we consider all activity that occurs on a single

host over the course of one day as one graph. Furthermore, because no

attacks take place outside of business hours for this dataset, and there is

minimal activity at night, the graphs start at 7 am and end at 7 pm. Sketches

are generated for all edges that take place during this period. Due to the

unwieldy size of these graphs, we set the sketch size to 20,000 edges for

CADETS and FiveDirections, and 40,000 for TRACE. The sketches are then

95



broken into sequences of length 256 (approximately 4 hours) for analysis.

More details of the datasets are available in Table 4.6

Table 4.7: Evaluation of graph kernel methods on di�erent TA1 monitoring
systems on the TC Engagement 5 dataset

TA1 Pr. Re. Acc. F1

StreamSpot
CADETS 0.5066 0.3000 0.4417 0.2883
5D 0.3740 0.4000 0.6513 0.2410
TRACE 0.3525 0.2667 0.8109 0.2511

Unicorn
CADETS 0.1818 0.5000 0.7027 0.2667
5D 0.0745 1.0000 0.1031 0.1386
TRACE 0.0219 1.0000 0.0290 0.0441

EdgeTorrent
CADETS 0.7111 0.8000 0.7242 0.6576
5D 0.4944 0.7429 0.7710 0.5896
TRACE 0.6467 0.4000 0.7739 0.4356

Table 4.7 shows the scores attained by each technique during evaluation.

The results shown are the average of 5-fold validation on benign sketch

sequences, where all malicious sequences are reserved for testing after

100 epochs. We �nd that even though this task is di�cult for all graph-

kernel methods, EdgeTorrent outperforms the prior works by a large

margin. It even attains a perfect score on 2 of CADETS' 5 folds. However, its

performance is very contingent on the benign data it trains with, suggesting

the benign activity space was far larger than what the models had to train

with. The prior works were similarly hindered. Where Unicorn again

struggles to �nd a high enough threshold to avoid false alarms, StreamSpot

skews the opposite way, marking most sequences as benign.

It is di�cult to properly label this dataset because 1) the ground truth

document reports only the time and IP address of the attack and 2) it is

unclear when certain attacks end. For example, the attack that occurs on

5/16 on FiveDirections host 1 establishes a C2 connection that remains

active throughout the remainder of the day, and through the night. It
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(a) Graph sketch over time for FiveDi-
rections host 1 on 05-16

(b) Anomaly score over time for FiveDi-
rections host 2 on 05-15

Figure 4.7: The e�ect of anomalous activity on graph sketches, and anomaly
scores. Regions highlighted in red represent periods where the system was
under attack.

is unclear if this is disconnected the following day or not, and this may

account for the lower precision score on this dataset. Likewise, the attack on

CADETS on 5/10 assumes the attacker has stolen credentials. They simply

SSH to the machine and use a password they already know. It is unclear if

this is truly behavior that should be labeled as anomalous and may account

for some of the false negatives EdgeTorrent experiences on certain folds

while getting perfect scores on others. Nonetheless, if any attack was made

on a host, we noted the time period and labeled any sketches that were

made during those times as anomalous.

With results like these, and especially on real-world data sets, it is often

more useful to analyze speci�c instances where the model correctly and

incorrectly identi�ed anomalous activity. Figure 4.7 shows the graph sketch

vector, and anomaly score respectively for two hosts, FiveDirections-1 and

FiveDirections-2, as they undergo very similar attacks. In both �gures, the

�rst red highlighted region is the initial compromise, where the Drakon APT

attack injects malware into a Firefox process. In the second red region, the

malware activates and begins communicating with a C2 server.
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In both instances, the anomalous network activity produces strong sig-

nals, while the initial compromise does not. This is likely because the

provenance graphs in the benign data set form a very thorough picture of

how, and with whom each machine communicates. But, as pointed out

by [151], individual browsing activity is highly varied, making it di�cult to

thoroughly summarize what is �normal�, so the malicious download goes

unnoticed.

Additionally, in both cases, the C2 connection is not severed for several

hours, which makes it di�cult to decide how to label this region. But we

note that the graph sketches in Figure 4.7a, after the initial perturbation

when the C2 connection was opened, remain in their perturbed state until

the end of the day. This lines up with the periodic heartbeats it was sending

to the C2 server after it was compromised. The anomaly score for the other

host, similarly stays high for the rest of the day, for the same reason.

These results are encouraging. We have already shown that with clean

datasets, EdgeTorrent is highly e�ective. We feel that the drop in perfor-

mance here is due largely to the imprecise labels, and the large scope of

benign activities, much of which we could not train with.

4.5.4 E�ciency Analysis

To further support our claims that EdgeTorrent is capable of real-time

analysis of provenance data, we perform an experiment to measure its

runtime performance. Our analysis is conducted on a single Intel Xeon E5-

2690 v4 CPU [5] processing 1 million edges at varying levels of granularity.

These results are shown in Figure 4.8. For comparison, we also plot the

results reported by Unicorn of their speed tests using the best settings.

The graph being processed in Figure 4.8 is a graph from the TRACE
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Figure 4.8: A comparison of runtimes for graph embedding using EdgeTor-
rent at varying levels of granularity compared to Unicorn . Note that the
data provided for Unicorn only includes times for jEj < 0:95e6

E5 dataset, one of the most edge-dense provenance graphs available. The

one-million edges were recorded over the course of 27 real-time minutes. For

clarity, we also plot the rate at which new edges are observed in real-time.

As is evident, our method, as well as Unicorn fall well under the required

speed for real-time analysis, with our method slightly slower than Unicorn ,

but not so slow that it cannot handle real-time processing with quite a large

margin for error.

Because a larger sketch size, jSj, entails fewer calculations of Equation 4.7

and fewer write operations, when jSj is set to 10,000, EdgeTorrent runs

slightly faster, taking about 500ms per-edge compared to 600ms when jSj = 500.

We also note that our implementation of EdgeTorrent uses pure Python,

and could be further optimized with C ++; we leave this as a topic for future

work.

Additionally, we obtained real-world endpoint event volumes from hun-

dreds of thousands of monitored servers, workstations, laptops, and net-

work devices within a large multinational technology corporation. This data

showed that on average, their endpoint monitoring systems receive 1,000
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events per hour with a maximum of 1.8 million per hour. We show these

rates compared to the graph kernels' sketch rates in Figure 4.9, as well as

the edge rate for TRACE from the previous �gure. As is evident from the

�gure, both sketching methods operate far faster than an average workload

would require. Furthermore, when the real-world system experiences high

tra�c, both methods are still quite capable of sketching the edges in real-

time. In fact, the TRACE dataset, which we have already shown can be

sketched in real time, has a higher rate of activity than what is observed in

the real world. For these reasons, we feel con�dent in our assessment that

EdgeTorrent is capable of real-time graph sketching.

Figure 4.9: Comparison of real-world edge rates to the processing rates of
EdgeTorrent and Unicorn

Generating graph sketches is only the �rst part of the pipeline, however.

So, we also provide a runtime analysis of how long generating sketches, and

performing inference takes for each graph kernel method tested. Though

Unicorn does provide a more e�cient way of generating graph sketches,

its method of performing inference is ine�cient. Because it generates a

new clustering model for each training graph, its time for inference grows

in proportion to the number of training samples it was given.
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Figure 4.10 shows the full picture of how long each pipeline takes to

fully conduct inference when a new sketch appears. Though Unicorn

is moderately faster at sketching compared to EdgeTorrent , after it has

seen 500 training samples, it runs slower than EdgeTorrent . This is a

realistic number, as we see in the very �rst experiment. Thus, we can say

with con�dence that our method is at least as e�cient as the state-of-the-

art when dealing with a realistic quantity of data. However, we concede,

our method is still slower than StreamSpot . But given the incredible

improvement between StreamSpot and EdgeTorrent , we feel this is an

acceptable trade-o�, especially given that typical edge rates are so much

slower than all of these methods' processing time.

Figure 4.10: Time to run the full pipeline to ingest and analyze a single
new sketch with various graph kernel models. Bars denoted U�� represent
Unicorn with � trained models.

4.6 Discussion

Limitations of EdgeTorrent : As with any graph-kernel method for

IDS, it is di�cult to attribute alerts to individual events. Rather, EdgeTor-

rent detects anomalous periods of time. While this has value, for example,

to analyze the data provenience from a single target source node, it is often

less granular than a security analyst may want. However, as the sketch size
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is variable, this problem can be somewhat alleviated if one wishes to isolate

the most anomalous sketch. In this way, the problem can be narrowed down

to the jSj events that occurred during that period of time. We feel that this

is less a limitation of the embedding method, and more a limitation of the

experiments we conducted. Rather than compressing each node embedding

into a single graph sketch, it is very likely that tracking node embeddings on

their own will produce trajectories similar to those produced by the graph

sketches. However, on larger graphs, this produces a great deal of data,

generating jV j � t � d dimensional matrices. If instead we could identify a

small subset of nodes worthy of monitoring and store just their changing

embeddings, this approach would be more feasible, but this is a non-trivial

problem, so we intend to explore it in future works.

Also true of any anomaly-based IDS, this method assumes that it has

enough benign data to learn what normal activity looks like. This assump-

tion may not always be the case, and in the real world, generally is not.

However, the cost of retraining the model when new data becomes available

is low. Regardless, these models are susceptible to higher rates of false posi-

tives than signature-based systems but require no anomalous data to train.

Though this trade-o� is not unique to this work, it is still something worth

considering. We also note that on the large endpoint dataset, EdgeTorrent

performed poorly when trying to detect activity on individual machines, but

excelled at detecting anomalous network activity. It may be that the broad

scope of the activities we monitored resulted in too much noise for the model

to properly learn the distribution of benign activities. As [151] notes, in

anomaly-based IDS, models tend to perform better, and have results that

are easier to explain when more minimal feature sets are used. Rebuilding

the graphs and omitting all but host-focused or network-focused nodes may
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provide better results.

Another limitation is the inability to e�ciently process longer streams

of graph sketches. Due to the requirement of transformers to generate an

n� n matrix for an input of length n, the memory requirements increase

rapidly with growing sequence length. We avoid this problem in this work by

breaking the sketch sequences into smaller sub-sequences for processing,

but this presents problems for detecting long-term activities within the

system. Ideally, the global view taken by the sketch generation portion of

EdgeTorrent will carry this information forward through time, but this

is a limitation. One solution to this is making sketch sizes larger, so as

to integrate longer periods of time, but this comes at the cost of some

information loss. Alternatively, e�cient transformer architectures could be

used that are designed for long sequences [19,95].

In spite of these limitations, we have shown that EdgeTorrent outper-

forms the prior works by a signi�cant margin. Because it incorporates

both a continuous graph sketching function and a more powerful anomaly

detection model, it is able to detect malicious activity that the prior works

were unable to, while also alerting on fewer false positives. At the same

time, EdgeTorrent remains fast enough to stream in real time.

Future work : Investigating if better alert attribution can be extracted

from EdgeTorrent 's output is worth further research. We feel that using

existing transformer attribution strategies [11, 62] to identify the most

relevant graph sketches, it may be possible to further extract the nodes

that contribute most heavily to those alerts. Additionally, we would like

to explore the e�ect of using a di�erent model for sketch analysis. It is

possible a simpler machine learning approach such as [18,100,128,179]

or even a simple statistical model such as [58, 112, 126, 175] could yield
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similar or better results during anomaly detection. Lastly, using a more

advanced method to convert from node embeddings to graph sketches is

worthy of further exploration. We use a simple weighted average based on

time decay, but using methods such as attention instead of temporal decay,

or LSTM aggregation as proposed by [57] may produce more expressive

graph sketches.

4.7 Conclusion

In this chapter, we presented a novel method of encoding a provenance

graph in real-time. The EdgeTorrent pipeline trains an MPNN on a small

subset of a much larger graph, then e�ciently streams in a large edge

list to generate high-quality graph sketches. These graph sketches are

then analyzed with an adversarially trained sequence anomaly detector to

determine if they were part of a normal or anomalous graph. This project

shows that it is possible to embed provenance graphs in real-time with

continuous graph sketches, rather than hash-based ones, making them

less sensitive to minor perturbations, while retaining the ability to detect

unusual activity. We demonstrated through several experiments that this

method outperforms state-of-the-art graph-kernel methods for anomaly-

based intrusion detection and runs fast enough for real-time monitoring in

a realistic setting.
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Chapter 5: CyberGFM: Graph Foundation Models for Lateral

Movement Detection in Enterprise Networks

5.1 Introduction

It has been shown that lateral movement in a network graph manifests

as low-probability edges, which can be detected using graph link predic-

tion [31,88,132,172]. These approaches train on a benign period of network

data, and use this to establish a baseline of normal activity. During in-

ference, new edges with low probability are classi�ed as anomalous and

indicative of lateral movement. While the prior works have made impressive

improvements in precision, generating models with very low false positive

rates, the massive size of network data necessitates heavy computation.

Random walk-based works like [31, 132] are less a�ected by this issue if

e�cient sampling techniques are used, but only use shallow embedding

networks, leading to worse performance. On the other hand, deep learning

provides greater expressiveness in node representation, meaning greater

precision and recall, but doing so on such large graphs is challenging. Prior

works [88, 172] account for this by distributing graph neural networks

(GNNs) across multiple CPUs, but this comes at the cost of communication

overhead and cannot take advantage of the acceleration o�ered by GPUs.

The key insight behind this work is to take the memory e�ciency of

random walk approaches and analyze them using more powerful models.

The DeepWalk paper [134] showed that random walks through graphs are

analogous to sentences. With this assumption in mind, they analyzed them

with word2vec [116], the best available natural language processing (NLP)

model at the time. Since 2013, modern NLP models have moved past the

105



context-free embeddings of word2vec, and instead analyze each word in the

context of full sentences. Large language models (LLMs) like GPT [139] and

BERT [42] are instead built on multiheaded self-attention networks [161],

mechanisms that look at the full sentence, and embed each word in the

context of every other word present. In this work, we try to answer the

question: how can graph analysis take advantage of recent advances in

NLP?

To this end, we propose using random walks through a graph of network

activity to train a large language model. Like the prior random walk-based

methods for lateral movement detection [31,132,137], paths through the

network are treated as sentences, and used to train an NLP model. The

crucial di�erence is that the NLP model we select is much more powerful

than shallow skip-gram networks that power word2vec. We train both a

BERT and a GPT model using benign network activity as its corpus, allowing

the model to learn the likelihood of any given link, given the context of a full

walk through the neighborhood. This allows the model to capture distances

between nodes, as well as the directionality of paths between nodes, in a way

that earlier language models are unable to encode. Using scheduled masked

token prediction on random walks, we train a model to predict missing nodes

in random walks. The result of this unsupervised pretraining is a graph

foundation model (GFM) with a generalized understanding of common paths

through the underlying graph. Importantly, the transformers that power

these models are designed for GPU acceleration. This allows our models

to train and perform inference with high e�ciency without the need for

multiprocessing.

As we will show, the GFM can be used as an anomaly detector on its

own. Given the source and destination nodes u;v for an edge we wish
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(a) Traditional LLM pretraining
(b) Proposed GFM pretraining

Figure 5.1: (a) The traditional process to pretrain LLMs samples sentences
from a large corpus, masks out tokens, then optimizes the model based
on its ability to predict masked tokens in the output sequence. (b) Our
proposed method for GFM pretraining follows this same paradigm, using
random walks through the graph as �sentences" where tokens represent
node IDs and edge features.

to test, an (optional) edge feature x(u;v), and a random walk terminating

f n1;xe1; :::;u;xe(u;v) ; [MASK]g the GFM will output the likelihood that v is the

masked token in the sequence. However, the GFM can be further �ne-tuned

for our speci�c objective. Passing the GFM through an additional round

of training to classify sequences as malicious or benign further improves

its precision. Using this method, we train a highly precise link prediction

model with comparable parameters to existing works that achieves a more

than 2x improvement in average precision. This new approach allows

us to combine the e�ciency of random walk-based methods and the rich

semantic representation of deep learning methods. This model, which we call

CyberGFM 1 , outperforms state-of-the-art unsupervised lateral movement

detection models by a wide margin.

5.2 System Design

Our system, CyberGFM , trains a foundation model for graphs of network

security logs. The system can be broken into three steps, which this section

1Source code available at https://github.com/cybermonic/CyberGFM
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will cover in detail: graph construction, pretraining, and �ne-tuning. Before

we describe the steps, we provide a brief overview of our method, and

introduce the concept of graph foundation models, extending traditional

FMs.

5.2.1 Graph Foundation Models

Foundation models have shown success in their application to a wide va-

riety of tasks in NLP. This has led researchers to ask whether the pretraining-

�ne-tuning pipeline will work in other domains, such as images, robotics,

and formal logical reasoning [27, 182]. When applied to the domain of

graph-structured data, we refer to these models as graph foundation models

(GFMs). Unlike the ubiquity of FMs in the NLP space, GFMs are relatively

new. As such, there still is no agreed-upon best method of pretraining them,

or even a preferred architecture. Approaches range from pretraining large

GNNs on metagraphs of relations [50], to the more familiar next/masked

token prediction on sampled subgraphs [178,181].

In this work, we propose an extension of the paradigm set forth by

DeepWalk [134]: random walks through a graph, in addition to being

far more e�cient to generate than subgraph samples, are analogous to

sentences in a corpus. Thus, random walks through a network of computers

are used as the input to train CyberGFM . To our knowledge, this is the �rst

work to train a GFM in this manner and the �rst application of GFMs for

anomalous lateral movement detection.

During pretraining (Sub�gure 5.1b), we �rst generate random walks

through a graph of benign activity. As illustrated in Figure 5.1, this is a

natural extension of FMs in the NLP domain. The training pipeline is nearly

identical; the only di�erence is that the input tokens represent random
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walks through a network rather than groupings of characters in a corpus.

These random walks are then turned into a series of tokens, with some

proportion of the tokens masked out or perturbed before the walks are

fed into CyberGFM . The model is then optimized to predict the most likely

tokens that were masked out, given the context of the complete random

walk.

In our model, a token is any discrete entity one wishes to encode. In NLP,

tokens map to sets of characters or words [13]; in this work, tokens map to

nodes in a graph and edge features. Given T possible values for tokens, let

T denote a jT j � d trainable parameter. A sequence-to-sequence encoder will

take a B� Ssequence of tokens as input. The tokens are used as row indexes

for T, such that a sequence of tokens f t0; :::; tng will be represented as a

matrix built from the corresponding rows in T. This extracted matrix is then

combined with a function to encode token order before it is passed through

a series of transformers. The output of the �nal transformer is passed

through a fully connected layer to produce a B� S� j T j tensor, representing

the probability that the input token at position S is token T i .

In traditional NLP, this process has been shown to produce highly gener-

alizable models that can be �ne-tuned to solve other tasks over the same

space of input sequences [47]. In this work, we extend this notion to lat-

eral movement detection. We posit that by pretraining a GFM on benign

sequences of connections in network logs, the model learns a distribu-

tion of normal authentications. On its own, the foundation model can be

used to predict the likelihood of a given connection occurring by providing

S = [ [nid:SRC] ; [MASK]] as input, and using P(S [1] = dst j f (S )) , where f (�)

is the pretrained GFM. By continuing to �ne-tune the model on pairs of

known benign edges, we will show that the �nal model can classify network
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(a) Link prediction-based �ne-
tuning

(b) Classi�cation-based �ne-tuning

Figure 5.2: Fine-tuning options

activity as malicious or benign with high precision.

More speci�cally, we evaluate two methods of unsupervised �ne-tuning:

link prediction-based (Sub�gure 5.2a) and classi�cation-based (Sub�g-

ure 5.2b). Both methods are trained to classify a single edge (u;v) as anoma-

lous or benign, given a random walk terminating at :::;u or :::;u;x(u;v) if the

graph has edge features.

In link prediction-based �ne-tuning, a [MASK]token is appended to the

end of each walk. The product of the likelihoods of x(u;v) and v for the last

positions in the sequence is used as the anomaly score for the edge. On

the other hand, in classi�cation-based �ne-tuning, a special, classi�cation

token, [CLS], is appended to the end of the sequence. The output of the

sequence at the position of this token is passed through a fully-connected

neural net, and that network's output is used as the anomaly score for the

edge.

5.2.2 Graph Construction

Before we dive into GFM pretraining, we will discuss brie�y how we use

graphs to model the network logs. The graph construction phase varies
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between datasets, but in general, it involves �nding some mapping that

extracts two entities from each line of log data and stores them as an edge

in a graph.

Generally speaking, we represent networks as temporal graphs where

nodes represent hosts, and edges represent a communication event occur-

ring between them. Each edge is attributed with a timestamp denoting

when it occurred. Mathematically, the graph can be represented as the set

of nodes V and attributed edges E, where E � f (u;v;t) j u;v 2 V ;t 2 R+ g. We

represent graphs in compressed sparse row (CSR) format to quickly �nd

each node's neighbors during random walks and to save disk space.

Graphs may optionally have edge features in addition to their times-

tamps f : E ! Rd. These features may represent speci�c details about the

communication occurring between the two entities the graph represents.

Details of the speci�c edge features used for each dataset are provided in

Subsection 5.3.1.

5.2.3 Pretraining

Following the intuition of the original DeepWalk paper [134], if random

walks through a graph can be treated as sentences, then they can be ana-

lyzed with NLP approaches. Our approach involves generating (temporally

biased) random walks through the graph representing the network, and

using these walks as the �corpus" by which we train an LLM. The full pre-

training procedure consists of (1) sampling (temporal) random walks from

the graph, (2) masking or replacing random nodes from these sequences,

and �nally (3) using BERT to predict the missing tokens.

Random Walks are generated in parallel for each node in a given batch.

Because the graph is stored in compressed sparse row (CSR) format, it
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is e�cient to �nd the neighbors of each node. The graph is constructed

such that neighbors are ordered by time within the CSR rows, so it is also

e�cient to temporally bias this search. We evaluate GFMs pretrained using

standard random walks, as well as temporally biased random walks [142].

To generate these walks, we modify the standard random walk algorithm as

shown in Algorithm 3.

Algorithm 3: Temporal Random Walk Generation
Input: Target node: n, CSR graph: { idxptr , col , ts }

1 i  0; tn  0; en  0; walk  [];
2 while len(walk) < walk length do
3 start  idxptr[ n] ; end  idxptr[ n+ 1] ;
4 if en == � 1 then
5 start = end;
6 else

/* First occurrence of edge with te � tn */
7 start = binary_search( ts , start, end, tn);

8 if start == end then
/* Node has no neighbors */

9 en = � 1;
10 else
11 en = start + Random() * (end-start);
12 n  col[ en] ;

13 walk.append( n); tn  ts[ en] ;

First, the range in the column vector containing neighbors of the input

node n is accessed (line 3). All values of col[idxptr[n] : idxptr[n+1]] are

neighbors of node n, and all times in ts[idxptr[n] : idxptr[n+1]] are the

times at which those edges occurred. Next, if the node has neighbors, we

�nd the lowest edge index i between start and end where ts[i] � tn. This

ensures that each of the possible next neighbors to walk to has an edge from

the source node later in time than the edge that brought us here (line 7).

Note that skipping this line is su�cient to produce non-temporally biased

random walks. Finally, given the range of allowed edges to take for its next
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Figure 5.3: An example of going from raw log �les to a CSR representation,
then extracting random walks. For the standard random walk shown in the
middle, the area in the dotted region ignores the temporal constraint.

step, the algorithm randomly selects one (lines 12�13) and updates the last

edge's timestamp (line 15).

This approach is similar to the one proposed in prior work [142] and

applied by [132]. Both works note the importance of only allowing random

walks to occur forward in time; this way, causal relations between nodes

are not lost by the compression into a static graph. To further illustrate

this di�erence, Figure 5.3 shows two example random walks, a standard

random walk, and a temporally biased one. In the standard random walk,

at any given point, all neighbors of the source node can be selected as the

next edge in the walk; in the temporally biased walk, only edges that occur

later in time can be selected (edges that occurred in �the past" are illustrated

as blocks without color). In our experiments, we evaluate models trained

with both temporally biased, and traditional random walks to more fully
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evaluate this assertion.

Tokenization : Random walks are converted to sequences of tokens to be

analyzed by the GFM. In this work, as graphs to be analyzed are smaller than

20k nodes, node IDs can be tokenized directly. For larger graphs, node IDs

may be subdivided into multiple tokens, as was done by [181]. Additionally,

for graphs with edge features, those features are also converted into discrete

tokens and included in the random walk. In our experiments, categorical

features are tokenized directly. For integer edge features, values 0-100 were

tokenized directly, and larger values were tokenized as dlog10(xei; j )e, where

xei; j is the jth feature of edge ei . Some datasets also included �oating-point

edge features, typically representing the average counts of events during a

speci�c network �ow. For values greater than 1, we cast them to integers

and tokenize them as before. For values less than 1, we considered multiples

of 0.01 between [0:00;0:99] inclusive and truncated the values beyond two

decimal places.

For example, a path f n0;e0;n1;e1;n2g where e0 =
�

`UDP' 0:5687 19

�
, and

e1 =
�

`TCP' 2:01 1;123

�
would be converted to the sequence of tokens:

[[nid:0], [ef:UDP], [ef:0.56], [ef:19], [nid:1], [ef:TCP], [ef:2], [ef:10^4],

[nid:2]] . We use the same tokens for all features. That is, if an edge has

features
�

1 1

�
, both instances of 1 are represented using the same token.

We rely on the model to use the positional encodings of each token to infer

that these symbols correspond to di�erent features. Note that timestamps,

while considered during the random walk generation, are not included with

the edge features. The reason for this choice is to avoid an explosion of

tokens if each timestamp were tokenized separately, and allow for inference

on unseen future timestamps.

Scheduled Masked Token Prediction. Transformer architectures can
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either be bidirectional or causal. Bidirectional models, like BERT, allow

tokens at the end of a sequence to a�ect the attention mechanism for tokens

earlier in a sequence. As a result, scheduled masked token prediction (SMTP)

is used to train them [ ?]; tokens are masked out of the middle of sequences,

and the objective is to guess the missing tokens using the full context of

the sequence. Causal models do not allow for this. In language models,

this is because we make the assumption that tokens are only a�ected by

those that came before them. For example, the next word in a sentence

is only a�ected by those that came before it, not future, unwritten words.

Causal models use next token prediction (NTP) to enforce this constraint.

While either bidirectional or causal models can be adopted in CyberGFM , we

select BERT [42] as the baseline LLM. As we will later show in Section 5.3.5,

the bidirectional attention a�orded by using BERT as a base model is more

bene�cial than a causal model like GPT.

SMTP masks elements in the input sequence, �rst at a very high rate,

then at increasingly lower rates. The idea is that at �rst, the model will

learn a general idea of what tokens are associated with the very few input

tokens it is allowed to see before gaining more speci�c knowledge as the

training progresses.

In our implementation, we selected k tokens to perturb according to a

polynomial scheduled rate, then of those k tokens, masked 80% of them, re-

placed 10% of them with randomly selected node ids, and did nothing to the

remaining 10%, in following with the original BERT objective function [42].

Mathematically, the mask rate function is

MR = max
n�

1�
�

t
Tw

� 2�
MR �xed ; MRmin

o
(5.1)
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where MR �xed = 0:70, MRmin = 0:15, t is the number of tokens the model has

seen during training, and Tw is the number of tokens the model will see

before it �nishes warming up: in this work, 10% of the total number of

tokens it sees during training. We selected the �xed and minimum values

of MR to match those selected by prior work [181].

The input sequences, now converted to lists of masked tokens, can then

be passed through the full model. Tokens are used to index the token

parameter T, the rows of which are combined with a positional encoding

and passed into several transformer encoder layers. For the speci�cs of the

architecture, we direct the reader to the original work [42]. The output of

the transformer is a B� S� d tensor of token embeddings based on B inputs,

with maximal length S. This is passed through a �nal network that predicts

the probability that one of the d-dimensional vectors maps to a given token,

producing a �nal B� S� j T j of logits representing the probability that the

value at a point in the input sequence was any given token.

The model is optimized end-to-end, using cross-entropy loss on the

logits output by the model. In practice, we used the BERT implementation

provided by the Hugging Face Transformers python module [169].

5.2.4 Fine-tuning & Anomaly Detection

When pretraining has concluded, the model is ready to be �ne-tuned

for anomalous link detection. The objective of the �ne-tuned models is to

predict if the �nal edge in a given sequence is anomalous or benign. For a

given edge hu;vi , we sample a random walk from u, backwards in time if we

are using temporally biased walks, and provide the model with that walk

and the node v.

We evaluate two di�erent methods of classifying the likelihood that v is the
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next node in the random walk: classi�er-based and link-prediction-based.

Classi�er-based �ne-tuning is similar to traditional LLM �ne-tuning.

Given an edge hu;vi , and a random walk wu that terminates at u, we use

wujj vjj [CLS] as the model's input. Here, [CLS] is a classi�er token. We then

pass the LLM's output embedding of the [CLS] token through an MLP. The

MLP predicts whether an edge exists between nodes u and v. We use all

edges in the training set as the set of true positives, and randomly generate

non-edges to use as the true negatives. For each batch, we select an equal

number of true edges and negative edges, and pass them into the model.

The model is then optimized using binary cross-entropy with logits.

Finally, at test time, we use 1� s
�

f (hu;vi )
�

as the anomaly score, where

f (�) is the �ne-tuned GFM, and s (�) is the sigmoid function. Edges that the

model classi�es as negative are considered more anomalous.

This method of �ne-tuning works best on graphs that do not have edge

features, as negative sampling with edge features is much more di�cult.

For this work, we only use it for graphs without edge features. We leave

identifying a method of generating negative edges with features as a subject

for future work.

Link prediction-based anomalous link prediction is similar to the pre-

training objective, and we �nd very few updates are needed to improve

performance. The graph foundation model has already been optimized to

predict masked tokens that appear randomly throughout input sequences.

For link prediction �ne-tuning, given a random walk that terminates at

node u, we append the edge features ev and a [MASK]token to the end of

the walk. The link prediction score for node v is then the product of the

likelihoods of the edge features and the node v coming next in the sequence.

This way, the model predicts the likelihood of an edge existing between a
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source node and a destination node given the context de�ned by the random

path to the source node. This process is repeated for each benign edge in

the training set, and the model is again optimized with cross-entropy loss.

5.3 Results

5.3.1 Datasets

We evaluate our model against three widely used datasets for detecting

anomalous activity in a network. Table 5.1 contains information describing

important features of each dataset after preprocessing. We will describe

them in more detail below.

Table 5.1: Dataset Metadata

jV j jEj Anomalies Days Edge Features

OpTC [2] 976 1M 674 8 0
UNSW [125] 50 2M 321k 27 180
LANL [76] 15.6k 3M 439 14 116

The DARPA OpTC dataset [2] contains eight days of activity in a medium-

sized network. The �rst �ve days are benign baseline activity; in the last

three days, the network undergoes three di�erent attacks. We use the same

dataset as that used by [88,132,172]. Hosts in the network are represented

as nodes, and FLOW-STARTevents are edges between them. After a host has

become compromised on a given attack day, we assume any additional edges

eminating from it are also malicious This dataset does not contain edge

features.

The UNSW-NB15 dataset [125] is built from PCAP records of normal and

attack tra�c in a small network. The dataset contains artifacts from 9

di�erent kinds of attacks, as well as benign data. Each event in the dataset

comes with 49 features about the protocol, ports, and packets involved. We
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use the source and destination IP addresses as the nodes in our graph

representation of the network activity. Additionally, we extract several edge

features from each interaction. We use the most discriminative features as

de�ned by [70]. Table 5.2 lists all of the edge features used. In total, 180

unique tokens are required to represent these numeric edge features.

Table 5.2: Edge features used in UNSW-NB15

spkts Source to destination packet count
sloss Source packets retransmitted or

dropped
dloss Destination packets retransmitted or

dropped
dload Destination bits per second
ct_src_ltm Number of connections from the same

source address in the last 100 records
ct_srv_dst Number of connections with the same

service and same destination in the
last 100 records

ct_dst_src_ltm Number of connections with the same
source and destination IP in the last
100 records

The LANL Comprehensive, Multi-Source Cyber-Security Events dataset [76]

contains log information of a large computer network over a 58-day period.

The full dataset includes logging information about processes, �ows, and

DNS records; however, we only use the authentication and �ow logs to build

our graph. More speci�cally, as in prior works [88,172], we only consider

NTLM-based authentications. We model authentication events as edges in a

graph with computers as the nodes. Additionally, we use the same method

as Argus [172] to generate edge features from the network �ow data, and

only consider the data from the �rst 14 days as they identi�ed issues in the

logs after that point.
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5.3.2 Prior works

We compare our method against four anomaly-based network intrusion

detection models. Both Argus [172] and Euler [88] represent networks as

discrete temporal graphs. Their architectures stack a graph neural network

(GNN) on a recurrent neural network (RNN) to process the dynamics of node

embeddings over time. Euler uses a loss function to optimize log loss, while

Argus optimizes for AP directly, using a specialized loss function [136]. Argus

can also encode edge features using edge-conditioned convolution [150]

rather than a GNN for the �nal graph embedding layer. We select these

methods as a representative sample of the best GNN-based link prediction

methods for network anomaly detection.

We also compare to Pikachu [132], a temporally-biased random walk-

based method, and N2V [31], a static random walk-based method. Both

methods generate node embeddings using Node2Vec to perform link pre-

diction. N2V [31] uses embeddings built from random walks through the

graph when viewed as a static entity. Pairs of embeddings are then passed

through a module to perform anomaly detection, optimizing for log loss.

Pikachu advances this work by representing the network instead as

a temporal graph. It embeds nodes based on temporally-biased random

walks before passing them through a more advanced anomaly detection

module. We select these two methods to contrast our random-walk based

method, which aims to advance Node2Vec into the age of transformers, with

analogous approaches that use traditional skip-gram embedding of their

random walks.
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Parameters RW-based Temporal Edge Features

N2V [31] 1.72M X
Pikachu [132] 3.31M X X
Euler [88] 2.05M X
Argus [172] 2.31M X X
CyberGFM 2.57M X X X

Table 5.3: Model comparison. Parameter counts are those used for the
LANL dataset.

5.3.3 Setup

For all reported results, we use the BERT tiny architecture (2 layers, 2

attention heads, 128-dimensional embeddings, and 512-dimensional hidden

layers). We selected this smaller model to have a comparable number of

parameters to the prior works and ensure fair comparison. 2 However, it

also demonstrates the potential power of these models. As we will show,

we are able to achieve state-of-the-art precision on every dataset. In the

NLP space, it has been shown that models following this architecture have

associated scaling laws [73] where performance is directly related to the

size of the model. We show in later ablation studies that this also occurs for

GFMs, where we achieve even higher scores when models have 10x more

parameters.

During pretraining, we sample one walk of length 64 tokens per node. As

is common with LLMs, we measure progress in terms of how many tokens

the models have learned from rather than epochs. Models trained on the

OpTC and UNSW datasets are trained for 108 tokens, and the LANL model

is trained for 109 tokens. Every 107 tokens, we evaluate the models on the

validation set, using the link prediction-based �ne-tuning algorithm on

walks of length 1. This is to say, we provide the models with a source node,

2BERT-mini uses 7M parameters, BERT-small increases to 21M
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and edge features, and use one minus the likelihood of the destination node

as its anomaly score. The pretrained model with the highest validation score

using this method is saved and used for �ne-tuning.

During the �ne-tuning stage, we de�ne an epoch as a learning step

over every available training edge. Models are �ne-tuned for 5 epochs, and

evaluated at the end of every epoch. The score on the test edges for the

epoch with the highest AUC on the validation data is what is reported.

During pretraining and �ne-tuning, models use a scheduled learning rate

with the AdamW optimizer [110]. We use the same hyperparameters as

GraphGPT [181] for these rates, as well as all hyperparameters other than

epochs. The speci�c values of all hyperparameters are detailed in Table 5.4.

All models are trained on a single Tesla V100 GPU with 32GB of VRAM.

Table 5.4: Model hyperparameters

Pretraining Fine-tuning

Batch size 1024 1024
Total 108 , 109 Tokens 5 epochs
Warmup tokens Total / 10 Total / 3.33
LR Scheduler Linear decay Cosine decay
Max LR 3e-4 3e-5
Adam betas [0.9,0.95] [0.9,0.99]
Adam eps 1e-8 1e-10
Max grad norm 5 1
Weight decay 0.1 0

5.3.4 Anomalous Network Activity Detection

To measure the importance of temporal bias that has been claimed

across several prior works [88,132,172] we evaluate our system trained on

temporally biased random walks ( CyberGFM T) as well as a system trained

on random walks through the static graph ( CyberGFM S) on the OpTC,

UNSW, and LANL datasets. Each dataset is partitioned such that 80% of
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the benign data is used for training, 10% is used for validation, and the

remaining 10%, as well as the anomalous data, is used for testing.

We note that many prior works use a temporal data split, training exclu-

sively on data from before the time of the attack. This split was infeasible

in this case for a number of reasons: in the UNSW dataset, the network

is under constant attack from the beginning. In the LANL dataset, many

hosts do not appear in the logs until during or after the attack. Our model's

inability to inductively represent unseen hosts is a limitation that will be a

subject of future work, but it is a limitation shared by all random-walk-based

anomaly detection models. To ensure proper comparison, we independently

evaluated each model using the same data splits across each dataset. Each

model is evaluated 10 times, and the reported results are the average across

all of the runs using the model weights with the highest AUC on the val-

idation set during training. Due to resource constraints, the CyberGFM

models are only pretrained once, and the average of 10 rounds of �ne-tuning

is reported. Table 5.5 shows the results of the best performing models for

each dataset.

Table 5.5: Results of Anomalous Link Prediction Tests. Best results in bold ,
second-best results underlined .

OpTC UNSW LANL

AUC AP AUC AP AUC AP

N2V 0.9420 0.3519 0.3897 0.6814 0.9495 0.0605
Pikachu 0.9707 0.3879 0.9383 0.9190 0.9709 0.1428
Euler 0.9840 0.6423 0.7162 0.7918 0.9719 0.0627
Argus 0.8885 0.7847 0.9375 0.9181 0.9817 0.2279

CyberGFM S 0.9739 0.8981 0.9931 0.9874 0.9994 0.7600
CyberGFM T 0.9759 0.8870 0.9942 0.9929 0.9983 0.5702

We observe that across all datasets, CyberGFM has the best precision.

The gain in precision on the LANL dataset is especially notable; the LANL
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dataset is notoriously di�cult, but our method more than doubles the best

precision on this dataset across the prior works. While in one instance,

Euler has a higher AUC score than our method on the OpTC dataset, it

also comes with a 0.23 lower AP score, which is far more important for tasks

with such imbalanced data. We also observe that, surprisingly, the static

CyberGFM model has better performance overall. With the exception of the

UNSW dataset, and the AUC score on the OpTC dataset, representing the

graph as static rather than temporal yielded higher metrics. One reason

for this may be the length of possible random walks in static vs dynamic

graphs. Nodes that are part of connected components can generate walks

of arbitrary length in static graphs, while temporally biased walks are

necessarily constrained to a maximum possible length, as each edge in the

walk must have occurred later in time than the previous one. Empirically,

we observed that the average walk length in static graphs was close to the

maximum allowed walk length, while in temporal graphs, it was often half.

5.3.5 Ablation Studies

Fine-tuning : An important stage of our proposed pipeline is the �ne-

tuning step. While, especially for the link prediction-based �ne-tuning

methods, it may appear that the unsupervised training objective for Cy-

berGFM is su�cient to produce an anomaly detection model, we found

that the additional �ne-tuning step is critical to improving model precision.

During the SMTP training step, the models learn to �ll in missing tokens

wherever they appear in the sequence, but during �ne-tuning, they specif-

ically learn to predict tokens at the end of a sequence. Also, importantly,

the sequences are �xed-length and in some cases much shorter than what

the models have seen during training.
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Figure 5.4: Change in AP score before and after �ne-tuning the CyberGFM
models

These distinctions may seem unimportant, but as illustrated in Fig-

ure 5.4, �ne-tuning the models results in signi�cant increases in their

average precision. Note that we cannot directly compare the increase af-

forded by �ne-tuning in the case of the OpTC dataset, as we used CLS

�ne-tuning for this dataset because it had no edge features. However, for

the remaining two datasets, the link prediction task is directly applicable

to both the base and �ne-tuned models. We observe that the base models

on their own can, in most cases, outperform prior work; however, the �ne-

tuning process brings signi�cant improvements. For example, in the case of

the LANL dataset, the pretrained temporal model has an AP of 0.2745. This

score is already higher than the prior works we tested. After �ne-tuning,

the AP increases by as much as 0.63 in the most extreme case. The UNSW

dataset bene�ted the least from �ne-tuning, which is likely explained by its

simplicity: there are only 50 nodes, and 180 unique edge features, compared

to the 15.6k nodes, and 116 edge features present in LANL.

Pretraining : Given the impressive boosts in score we observed from the
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Figure 5.5: E�ect of pretraining before the �netuning stage

�ne-tuning step, it is natural to wonder if the pretraining step is necessary

at all. Unlike traditional text foundation models, our downstream task

is very similar to the unsupervised pretraining task. Additionally, the

�ne-tuning step is not strictly supervised; as we are interested in anomaly-

based intrusion detection, we cannot assume that we have any labeled

data, and must adapt another unsupervised approach during �ne-tuning.

Nonetheless, it is theorized that pretraining plays a regularizing role in

the overall training process [47], and it has been empirically demonstrated

to improve evaluation criteria, as well as speed up convergence [138]. To

measure the utility of pretraining in our pipeline, we evaluate models given

random initializations before the �ne-tuning process to models that were

pretrained. The results of these experiments are shown in Figure 5.5

In all cases, the pretrained models learned functions with greater average

precision. Though for the datasets with fewer unique tokens, the increase

is less pronounced. However, the raw numbers only tell part of the story.

During the �ne-tuning process, we observed that the pretrained models

exhibited much higher stability in addition to the better average precision
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Figure 5.6: AP over time for pretrained and randomly initialized models

they were able to attain. Figure 5.6 shows the trajectory of the AP as

the models were �ne-tuned. We note that in both the UNSW and LANL

datasets, the evaluation begins decreasing after three epochs instead of

remaining high. It is also noteworthy that the validation scores of the

randomly initiated model weights did not accurately re�ect the test scores;

when test scores decreased, the validation scores continued increasing.

This is shown in the chart by the �x" marks: each mark is the update with

the highest validation score. The disconnect between the validation and

testing scores suggests that the randomly initialized models are over�tting

to the data [156]. These results support the theory that pretraining has a

regularization e�ect and is a valuable step in the pipeline.

Walk lengths : During �ne-tuning, models are given �xed-length random

walks that terminate at the source node of a given edge. The length of

these random walks is a tunable parameter that deserves closer inspection.

Models trained with longer random walks are given more context about

the neighborhood surrounding the source node, but longer walks can also

produce irrelevant noise. Additionally, longer walks require more memory,

which requires smaller minibatch sizes, slowing down the training process.

In Figure 5.7, we plot the AP score attained by �ne-tuning with various
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(a) OpTC

(b) UNSW (c) LANL

Figure 5.7: Ablation study on how the walk length used during �ne-tuning
a�ects average precision. Note that AP ranges on Y-axis are di�erent for
three datasets.

walk lengths across each dataset. One surprising result is that walk lengths

of 1, that is, models trained with only the source node and edge features as

input, have surprisingly high performance. In the case of the UNSW dataset,

the static model had its best performance with a walk length of 1. This is

likely due to the simplicity of the dataset. Many prior works [75,124] have

achieved near-perfect scores on this dataset using supervised approaches

that only consider the features of packets, ignoring the relational aspect

of the dataset. The relationships between hosts may be less important in

this case than the edge features, highlighting the importance of models'

capability to consider them.

Another surprising result is the sensitivity of the LANL models to walk

length. While in general, the trend is that longer walks result in better
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Figure 5.8: E�ect of using less training data for end-to-end pretraining and
�ne-tuning

scores, the region with walk lengths 2-4 forms a local maximum. There is

also an outlier when walks have a length of 9, highlighting the importance

of a full parameter sweep.

Models that use temporally biased random walks are less sensitive to

their length. The temporal biasing could be a regularizing factor that makes

walks more regular and decreases the model's variance. Given how little

labeled data is available to validate anomaly detection models, in practice

this regularization is likely a desirable feature of these models. Users of

this approach may be willing to trade o� some precision to have a more

robust model.

Training set size : Though it is always useful to have a large body of

training data to work with, it is not necessarily a realistic assumption

that we will have it. To measure the robustness of our approach to data

availability, we perform additional evaluations where we partition the dataset

into progressively smaller subsets, and retrain the model from end to end.

Figure 5.8 shows how AP score increases as additional data is added to the

training set. Unsurprisingly, the models with the most training data had

the best performances. However, as long as at least 25% of the training data
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OpTC UNSW LANL

AUC AP AUC AP AUC AP

BERT
S 0.9739 0.8981 0.9931 0.9874 0.9994 0.7600
T 0.9759 0.8870 0.9942 0.9929 0.9983 0.5702

GPT
S 0.9707 0.7917 0.9792 0.9592 0.9433 0.2636
T 0.9651 0.8791 0.9836 0.9701 0.9743 0.2733

Table 5.6: Results of using di�erent FMs for CyberGFM . S stands for random
walks on a static graph and T for temporally biased random walks.

is present, models continue to perform well. The dropo� in quality does not

appear until only 10% of data is used in the case of LANL, and 5% in the case

of the smaller datasets. The model maintains state-of-the-art performance

on the LANL dataset even with 75% of the training data missing.

Bidirectional vs causal model : We conduct an additional experiment

using GPT, a causal, NTP model, to compare with a BERT model. Table 5.6

shows the results of these experiments. We observe that while GPT still

achieves results better than the prior works we tested, it performs worse than

the BERT model. This is likely because a node in the context of a random

walk is indeed a�ected by the nodes that come after. For example, consider

a random walk f v0;v1;v2;v3;v4g. With BERT as the underlying FM, node v2 is

encoded with context from both v0 and v4. It is valuable information that v2

is two hops from both of those nodes. However, using GPT as the underlying

FM, no information about v3 or v4 is taken into account in the representation

of v2. As the empirical results show, this loss of information will a�ect the

overall model signi�cantly, especially for larger datasets like LANL.

One interesting thing to note is that with causal models, training with

temporally biased random walks results in higher-performing models. This

is likely because the model is learning the causal relations within random

walks, rather than purely structural relations, as it would with the under-

130



lying BERT models. This result makes sense intuitively, but as we have

demonstrated empirically, structural information about a network appears

more valuable than temporal information, even when the underlying model

is causal. Thus, we conclude that temporal information is not as important

as prior works assumed it was. Perhaps more expressive means of repre-

senting graph structure are all that is needed to advance link prediction for

lateral movement detection.

Base Model Size : In our comparisons to prior works in network anomaly

detection, we wanted to keep comparisons fair, and use a similar number

of parameters to the preexisting models. As such, we only used the �tiny"

variant of BERT, which uses about 2.5M parameters. However, we wish

to test the scaling laws that have been observed in such models as well.

Without comparing to the smaller models used in prior works, we present a

study on how increasing the size of the FM a�ects the scores it is able to

attain.

Table 5.7: Di�erent sizes of BERT

Hidden Size Layers Attention Heads Parameters

Tiny 128 2 2 2.5M
Mini 256 4 4 7.0M
Medium 512 8 8 21M
Baseline 768 12 12 98M

On the OpTC and UNSW datasets, increasing the size of BERT lead to a

sharp decrease in all metrics. This is likely because these datasets have

very few unique tokens to learn, and the model quickly over�ts. The LANL

dataset, however, has 15.7k unique tokens, which is more comparable to the

vocabulary used by LLMs [163]. We observe that when trained and evaluated

on the LANL dataset, increasing the model size led to improvements up to

a point. The best performing model was BERT-medium, which achieved a
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0.90 AP score. Adding additional parameters with BERT-baseline resulted

in a slightly lower AP, and required a full week to pretrain.

Table 5.8: CyberGFM Metrics and Runtime for Varied BERT Sizes

AUC AP Pretraining time

Tiny 0.9994 0.7600 6,137s
Mini 0.9993 0.8008 27,270s
Medium 0.9986 0.9005 102,900s
Baseline 0.9994 0.8732 613,000s

The scaling laws observed in natural language do not appear to a�ect

graphs as strongly, at least at this scale. This is further evidenced by

observing the change in loss over the course of model training. Figure 5.9

shows that the di�erence in loss between the Tiny model and the others

is signi�cant. However, the di�erence in loss between the Baseline and

Medium models is negligible.

Figure 5.9: Loss during pretraining for di�erent BERT sizes

Recent work [159] has shown that foundation models have an optimal

vocabulary size that increases proportionally to the number of parameters

up to some bound. Because the vocabulary size of our models is bound to

the number of nodes in the graph, we cannot freely change this variable.
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Instead, we change the number of parameters. The results of this experiment

point to smaller models being more optimal for this particular task, on this

speci�c dataset. However, as our approach is applied to larger graphs, larger

models will continue providing more bene�ts.

5.4 E�ciency Study

The design of the CyberGFM system remains e�cient despite its size for

two primary reasons: it is random-walk based, meaning its complexity grows

as a function of nodes rather than edges, and it is built from transformers,

which are speci�cally optimized for GPU calculations. These two attributes

allow it to scale to graphs with millions of edges as well as, or better than

prior works in most cases. Figure 5.10 illustrates the complete runtime

required for CyberGFM to train on each dataset evaluated. While Euler and

Node2Vec are consistently the fastest algorithms, they are also the models

with the poorest evaluation scores. Pikachu, Argus, and our method are the

top three methods by a wide margin in all tests, so we focus on quantifying

how much the extra time it takes to train these models is re�ected in their

evaluation improvements.

Importantly, our model is trained for a �xed number of steps. As is

common with language models, we measure progress in terms of how many

tokens the models have seen rather than epochs. As such, in both the OpTC

and UNSW datasets, our model takes a �xed 100s to complete pretraining.

In both cases, the system continually samples random walks until it has

viewed 108 tokens, then moves on to �ne-tuning for a �xed 5 epochs. Pikachu

generates temporally biased Node2Vec embeddings for each time window

present in the training data, and Argus generates node embeddings for each

time window. Both methods have an asymptotic lower bound of W(TjV j)

133




	Acknowledgments
	Abstract
	List of Figures
	List of Tables
	Introduction
	Networks as Graphs
	Deep Graph Learning
	Graph Neural Networks
	Temporal Graph Analysis

	Motivation
	Temporal Graph Representation
	Deep Graph Learning for Threat Hunting

	Contribution
	Euler
	EdgeTorrent
	CyberGFM

	Dissertation Structure

	Background & Related Work
	Message passing neural networks
	Intrusion Detection Systems
	Supervised & Signature-based Approaches
	Anomaly-based approaches

	Discrete Temporal Graphs
	Temporal Link Predictors
	Graph Foundatation Models

	Euler: Detecting Network Lateral Movement via Scalable Temporal Link Prediction
	Introduction
	Methodology
	The Encoder-Decoder
	Workflow
	Training
	Classification
	High-performance Temporal Encoding

	Experiments on LANL
	Graph Construction
	Experimental Setup
	Anomalous Edge Detection
	Parameter Analysis
	Interpreting the Results

	Experiments on OpTC
	Model Augmentations
	Experimental Setup
	Results

	Scalability Analysis
	Conclusion

	EdgeTorrent: Real-time Temporal Graph Representations for Intrusion Detection
	Introduction
	Streaming Graph Sketches
	Training
	High-performance Inference

	Adversarial Anomaly Detection
	Model Architecture
	Objective Functions
	Anomaly Detection

	System Implementation
	Evaluation
	Simplistic Host Data
	Network Traffic Dataset
	Large Endpoint Dataset
	Efficiency Analysis

	Discussion
	Conclusion

	CyberGFM: Graph Foundation Models for Lateral Movement Detection in Enterprise Networks
	Introduction
	System Design
	Graph Foundation Models
	Graph Construction
	Pretraining
	Fine-tuning & Anomaly Detection

	Results
	Datasets
	Prior works
	Setup
	Anomalous Network Activity Detection
	Ablation Studies

	Efficiency Study
	Discussion
	Conclusion

	Conclusion & Future Work
	Conclusion
	Future Work

	Bibliography

