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Abstract

Leveraging Existing Battery Storage Technology
Affecting Reliability, Emissions, and Energy Economics

The global power system is evolving. Increased dependence on green energy, a
critical focus on reliability, smart monitoring and control technology, and a seemingly
insatiable demand for power are driving requirements for system resilience.

Battery storage supports this need. State and Federal governments, Independent
System Operators, and power utilities have been aggressively integrating battery storage
systems into the electrical grid agglomeration, yet, the success of these projects varies. The
costs and complications are significant, to the point where viability is subject to the
whimsical politics of incentivizing tax structures and other, more traditional technical
difficulties.

Opportunities to incorporate existing battery storage equipment — data centers,
laptop computers, mobile phones, electric vehicles — are possible, and these applications
have been largely unexplored. This effort shows that through judicious use of these
controllable, fast-acting devices, the capacity of available power could be in the thousands
of megawatts in the United States alone. This quantity is 1.5 percent of utility grid demand
— large enough to significantly improve control, stability, and peak power management of
the utility grid. Conveniently, these loads are largely consistent with the grid shape profile,
rising and falling with the magnitude of grid power demand. Required investments are
small, relative to the effects. Perhaps most importantly, each type of storage device is part
of a system that is growing in prevalence; the power drawn by these devices is growing

nearly five times as fast as power drawn by the utility grid.

Vi



The use of traditional utility-scale battery storage systems may prove to be both
sustainable and effective, but at present — cost-effective installations are difficult to
achieve. Implementing innovative uses of existing storage devices can become a bridge
for integration of larger systems into the solution set for power grid resilience. Further, the
tremendous growth in capacity per device, number of devices, and types of devices
containing battery storage, means that the available power could represent an even larger

portion of total grid demand in the future.
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Glossary of Terms

Ancillary Services Any of a variety of services (frequency regulation,
reserve) that increase stability of the utility power
system.

Availability The ability of an item—under combined aspects of

its reliability, maintainability, and maintenance
support—to perform its required function at a stated
instant of time or over a stated period of time [57].

Consumption The quantity of energy used by a given application,
typically expressed in kWh or MWh.

Demand The amount of power required for a given
application, typically expressed in KW or MW.

Depth of Discharge The amount of charge removed from a battery, or
string of batteries, typically expressed as a
percentage of the total capacity of storage available.
The sum of state of charge and depth of discharge
equal 100 percent.

Estimated Demand Not Supplied  The average amount of load lost during a loss of load
event on a defined power system.

Frequency Regulation The process of stabilizing the power grid by
balancing supply and demand of power. Grid
managers contract with suppliers to provide variable
amounts of power; actively controlling this supply
maintains voltage and frequency within specified
tolerances.

Loss of Load Probability The probability of losing a load of any amount on a
defined power system.

Peak Shaving The activity of energy consumers in which local
power sources are used to offset the consumption
from the utility. This is generally done to reduce
energy costs.

Power Usage Effectiveness For a data center, it is the ratio of total power
consumed to IT power consumed. This number
commonly ranges around 2.0; ideally, it would be 1.0
(where 100 percent of energy goes to IT equipment).
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Reliability

State of Charge

Time-of-Use

Uninterruptible Power Supply

The ability of a component or system to perform
required functions under stated conditions for a
stated period of time [57]. Reliability is also a
generic term that is often applied broadly to a group
of failure statistics or (often incorrectly) substituted
for similar statistics (e.g. availability).

The amount of charge of a battery, or string of
batteries, typically expressed a percentage of full-
charge. The sum of state of charge and depth of
discharge equal 100 percent.

Method of billing where different prices are charged
at different times of day. This is primarily used for
large commercial and industrial customers to
incentivize use of electricity during off-peak hours.

A device which takes power from a primary source,
stores it, and redistributes it to a load for the purpose
of improving power reliability to the load. Most UPS
systems rectify AC power to DC power for use in
batteries, then invert the power for distribution to AC
loads. Multiple configurations are possible.
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Chapter 1 — Introduction

This is an exciting time for power systems. A resurgence of environmental
concerns and a demand for superior reliability are driving progress in the industry. Support
for green energy has taken hold with the greatest momentum seen in at least three decades.
Communication protocols and information technology are creating a smarter grid, more
integrated and capable of more efficient management. An endless stream of serious power
related events — Hurricane Katrina, Superstorm Sandy, the Northeast Blackout — as well as
the threat of others — terrorism, hacking, solar storms — instill an urgent requirement for
resilience, especially as load growth stretches the limits of aging power infrastructure.

The requirement for efficient power management is a major motivator for
innovation. It spurs permissive tax policy, economic competitive advantage, and research
activity, which inspire an onslaught of applied technologies to reduce total emissions. As
these technologies, principally solar and wind, have gained share of the energy market

providing many benefits, utilities must now respond to the variability of power generation



from these sources [16]. Some produce power in predictable ways, but at the wrong time;
others produce power in unpredictable ways, but at the right time. This fluctuation adds to
the already complicated problem of balancing the supply and demand of power.

The ideal solution includes energy storage. This makes intuitive sense — store
power when it is cheap, easy, and efficient; then distribute it later when it becomes more
challenging or costly to produce. The benefits of mitigating power instability are important
enough to point to energy storage becoming as much a necessity as merely a competitive
advantage. However, there are several important difficulties. First, the demand of storage
required is enormous, on the order of 100 gigawatt-hours to reduce peak loads by 10
percent in the United States.! Second, the investment costs are very high. Energy storage
projects can easily cost a thousand dollars per KWh of energy storage capacity [2]. Third,
incentives are small. Unlike a utility power generator, storage systems must charge and
discharge, limiting both profits and duration for power production. These are serious
limitations to utility-scale implementation. These obstacles may improve as technology
and manufacturing continue to improve, but in the interim, it is appropriate to look to other
means of storing and using energy.

There are several opportunities to provide the results of energy storage systems —
and do so economically. Many modern power electronics contain integral battery storage
capacity; mobile phones, laptop computers, tablets, and electric vehicles are some of the
most prominent, at least today. If coordinated, these devices can provide a substantial

amount of power to relieve the grid, but only for short durations.

L A ten percent reduction in California would be approximately 2.5 gigawatts; California is about a tenth of
the total U.S. power demand, so 25 GW total. Peak-load usually occurs over about a four-hour time frame,
depending on the power demand profile, yielding about 100 GWh.

2



A few people with devices,
consuming about 10 watts of power.

A million people with devices,
consuming about 5 Megawatts of power.

More than 35 million people with devices,
consuming about 169 Megawatts of power.

Figure 1: Storage Device Aggregation Schematic [78, 51]. The method of using storage
potential of small devices requires active coordination between the devices, wherever they
reside. The power draw of each device is on the order of a few watts, but in the aggregate,
the total can be on the order of hundreds of megawatts.

Of special importance are data centers, which contain all of the required power
electronic equipment necessary to store energy, if only additional battery capacity could be
provided. A single data center could be used to reduce power demand during stressful
hours of the day. Multiple data centers could even be coordinated to optimize peak
reduction of a grid load. The quantity of storage and power demanded by such devices and
systems has increased dramatically in the last two decades, and, with only modest
speculation, should continue to do so [26, 32, 92].

Coordinating the charging and discharging activity of these devices has the

potential to offer enough electrical energy to make significant contributions to the electric



grid. Inthe aggregate, the impact to the power grid from data centers and personal devices
could be on the order of 1.5 percent of peak load, a serious and largely untapped quantity.
Future projections and specific regions of the United States point to even higher impact.
In addition to the advantages of peak-shaving, these storage devices can and should provide
frequency regulation and other ancillary services, as these activities improve the efficiency
and reliability of the grid throughout the course of the day.

These devices should be divided into two groups: those used to peak-shave and
those used to regulate frequency. Each type of equipment has features that makes it more
or less suited for the objectives. In general, those devices that easily switch between
charging modes, and in the aggregate, have a consistent daily load, should be used for
frequency regulation. Devices that have large peak loads, large storage capacity, and for
whom frequent switching creates a logistic or technical problem should be used for peak-
shaving. Methods utilities use to bill the affected customers also have a bearing on how
the energy storage could be used - customer incentives are integral to how the different
types of storage devices are designed and operated.

Certainly the utility grid is the principal beneficiary of additional storage capacity,
but owners of these devices could benefit directly as well. These compensations may be
intangible, functional, or financial, depending on the values that users and Independent
System Operators place on storage. Data centers themselves would benefit from increased
quantities of installed battery capacity, allowing longer time to respond during

emergencies.? Even microgrids stand to benefit from the reduced peak; these reductions

2 Data center charging and discharging patterns would likely cause them to have significantly larger stored
power available during off-peak hours. During peak hours, they would likely be discharging to a pre-
established minimum value.



would (1) lower energy costs, (2) increase reliability, and (3) reduce overall emissions,
creating opportunities to meet energy targets or earn energy credits.

Managing storage in this way has several advantages and several disadvantages.
The most important advantage is that almost all of required equipment is already installed.
This fact has the greatest bearing on reducing capital cost, with a few caveats that will be
addressed. Another advantage is that, unlike utility battery systems that inject power back
into the grid for distribution to customers, additional transmission and distribution losses
can be neglected as these devices are loads on the power system.® In other words, the
distance between the storage facility and the location of the load is zero. Similarly, the
majority of the charging and discharging losses can be neglected as the power conversion
from AC to DC (and sometimes back to AC) happens regardless of whether these
procedures are implemented.* One disadvantage of this process is that, while the
magnitude of the effect of utility battery storage systems charging and discharging is a
function of system capacity, the magnitude of the effect of discharging personal devices is
a function of user activity. This means that each device can only reduce the grid load by
the amount of power that the user would otherwise be consuming. This is a problem that
requires much consideration, as user activity changes significantly with the type of device
and time of day.

The time is ripe for this type of integration. The quantity, power demand, and
storage capacity of all of these devices are on growth trajectories [26, 32, 55, 70, 73, 92,

93]. Because of this, the power capacity available is only now becoming significant

3 Transmission and distribution losses in the United States averaged six percent annually between 2004 and
2013; California was closer to eight percent [91].
4 Battery systems and the associated losses are required in normal operation.
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enough to affect grid operation. Communications technology and software are aligned to
provide real-time interface between the needs of the grid and capabilities of the myriad
storage devices available to engage. High participation rates will benefit the total effect
these systems can have; recent public appetite for energy efficient technology makes this
more likely than it might be at other times.

This is a complicated task. It involves time-sensitive coordination between user
equipment and the needs of the grid. It involves communication with, and probably
compensation for, participating users. It involves design of software for electronic devices
and the establishment of a battery installation protocol for data centers. These difficulties
are navigable and the benefits are constructive. Grid voltage and frequency can be better
stabilized due to fast-response electronic equipment. Peak loads can be reduced, which
affects reliability metrics, operating costs, and greenhouse emissions. Though the
magnitude of the available load is currently small, technology entirely permits the
procedures that would allow these devices to contribute positively to grid resilience. With
a modest amount of forward-thinking, users of these devices could measurably affect grid
operation and lay the groundwork for successful management of a growing power system

contributor.



Chapter 2 — Background and Literature Review

Much attention has been paid to the peripheral topics of energy storage. The
research subjects seem endless: design of batteries and other types of storage, utility grid
management, power generation, data center operation, and software and communication
technology. This is a light sample of available information. There are many factors that
contribute to this line of research. This section is a presentation of papers on related topics
and a summary of fundamental knowledge instrumental to understanding the process of

using existing energy storage to improve grid resilience.

Energy Storage

Energy storage is an integral part of the electric grid portfolio. There are many
types, including pumped water storage, flywheels, compressed air, thermal energy, and
batteries. Others exist, but with much less predominance on the electrical grid. Water

storage, including pumped storage, is easily the most prevalent [1, 2].



Flywheel
3%, 40 MW
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1.2 GW Compressed Air
-35%, 423 MW
Figure 2: Quantity of Energy Storage in the United States, 2013 [1]. Total utility-scale

energy storage applications in the United States are dominated by hydroelectric power.
Battery systems make up only a small fraction, due principally to economic reasons.

Despite the relative quantities of each storage type, the growth patterns are quite
different. In general, the power available through mechanical means of energy storage —
pumped storage, compressed air, and flywheels — is relatively stable, while thermal and
electrochemical storage are increasing more rapidly.
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Figure 3: Relative Growth of Utility-Scale Storage Systems [2]. Prevalence of electro-
chemical (battery) and thermal energy storage systems are growing dramatically, though
total capacity remains small. Electro-mechanical systems (flywheels, etc.) are growing,
but less significantly. Pumped hydro dominates the energy storage market, even with only
modest gains in the last 20 years.



Even if these growth trends continue, battery storage technology would need to
grow 100 fold to achieve the total level of market penetration of pumped hydro. There are
multiple reasons for this, but the principal issues are energy density and cost. A rough
comparison of the capital cost shows why pumped hydro dominates, and suggests why

wide-scale adoption of other technologies have, so far, failed to gain universal adoption.

Storage Type Approximate Capital Cost Approximate Storage Density
(5/kWh) (Wh/kg)

Pumped Hydro [5] 83 1°
Compressed Air [5] 106 15
Supercapacitors [6, 7] -6 10
Batteries (Flow) [5] 225 15
Batteries (Lead-Acid) [98] 150 50
Batteries (Lithium-lon) [5, 98] 528 200

Table 1: Energy Storage Technologies: Cost and Energy Density. Lithium-ion batteries
have significantly more energy storage density than competitive technologies — part of the
reason for increases in storage facilities in recent years. Despite the technological gains,
prices remain high, limiting the advantage.

Energy density is the primary reason that other technologies are adopted at all.
Energy capacity by pumped storage is created by lifting a mass of fluid to convert electrical
energy to potential energy (during times when costs are low) then reversing the process to
create electrical energy (when costs are high). One problem is that it takes an enormous
volume of water to accomplish the feat, leading to a variety of environmental concerns.
On the other end of the spectrum, storage mechanisms like lithium batteries have much
higher densities; the same amount of energy can be stored in much smaller volumes. This

generally leads to less infrastructure, real estate, and allows for more flexible selection of

locations. The trade-off is important, and battery storage has been losing.

> Data reflect conditions at the Hoover Dam (180 meters from water level to bottom of penstocks).
& Commercial viability inconclusive.



Production of battery cells is comprised of many factors, some of which are
technical, related to design, and some of which are procedural, related to manufacturing

and other burdens.

1000.00
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Figure 4: Composition of Lithium Battery Prices, c¢. 2000 [8]. Price reductions have
been made predominantly in cathode materials (Lithium) and yield adjustment (i.e.
manufacturing efficiency). Mass production of batteries has improved the manufacturing
process through economies of scale. Technological improvements have reduced the
amount of lithium raw material required per kWh of capacity.

Several of these effects can and have been reduced. For example, yield adjustment
(which is a measure of manufacturing efficiency) has been reduced dramatically, driving

down the total cost. Through efficient design, the quantity of other expensive materials
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has been reduced. Other effects are headwinds; Lithium Carbonate (LiCOs — the most

common cathode source material) prices have been rising in recent years [10, 11].
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Figure 5: Change in Lithium Carbonate prices from 2001 to 2014 [10, 11]. Lithium
demand, especially battery grade, is largely responsible for the increases in battery cost.
Raw material costs are a headwind for continued price reductions. Projections of these
trends are dangerous, as the economics of storage applications are sensitive to the price of
batteries, and by extension, Lithium.

Yet, the net effect is positive; in the last few decades, the changes in technology
and manufacturing have created a niche for batteries, which partially explains the increases
in U.S. generation capacity [8, 9]. First, the energy density of battery storage has increased
to the point where it is higher than most other options, especially on the utility power scale.

Second, costs have declined to less than a quarter of what they were in 1995 [8, 9, 12].
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Figure 6: Changes in Battery Storage Technology from 1991 to 2005 [8]. Though

storage technologies have made incredible gains in recent decades, prices and storage
densities remain close to 2005 levels. This suggests that fundamental limits may be stalling
the technological progress of Lithium batteries.

Presently, in 2015, these numbers are around $0.30/Wh and 200 Wh/kg’ — similar
to the 2005 metrics [5, 9, 12, 83, 96]. Different sources quote different values and there
are many types of Lithium batteries to consider. Many sources predict future
improvements; the future will tell whether these “game changing development” programs
will “reduce the mass of energy storage systems by at least 50 percent” or whether “the
price of batteries will drop by half over the next seven to eight years” [81, 23]. Even though
the development of the technology has been substantial, the industry could be approaching
a fundamental limit for Lithium power density and price; the trends suggest it. This would
be a major problem for expanding the use of batteries for utility grid support.

And it already is. Even as costs of batteries have declined, capital costs for utility-

scale battery installation projects remain high, easily double the cost of the batteries

"The Solar Impulse 2 —the solar-powered aircraft working its way around the globe — uses batteries achieving
260 Wh/kg [83]. Weight is paramount in flight, leading to the high-density battery choice.
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themselves [2]. Facility design, contracting, construction, power distribution and power
electronics equipment, real estate, permits, security, and other factors all drive the capital

expenditure upward, and by extension, limit widespread adoption of the technology.
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Figure 7: Normalized Costs of Utility-Scale Battery Storage Projects [2]. While the
number of utility-scale battery projects has increased in recent years, economic viability
remains a challenge. It remains to be seen whether these facilities can thrive in the absence
of research and development activity and accommodative tax policies at the federal and

state level.

Data shown were self-reported to the Global Energy Storage Database, managed
by Sandia National Laboratories and the Department of Energy [13]. All of the projects
shown are located in the United States; roughly half were located in California. Project
sizes ranged from 5 to 32,000 kWh for lithium-ion, and from 400 to 36,000 kWh for lead-
acid [2]. There are about 200 such utility-scale projects collected in the database. The
graph above represents about 40 that had reported sufficient information to be evaluated
on a cost per storage capacity basis.

The high capital costs of these facilities requires that they provide a variety of grid

support services to pay back the investments — they are businesses after all. Power

13



producers, including energy storage suppliers, are reimbursed for the different services they
provide. Normally, a supplier is reimbursed for the MWh8 of energy that they produce and
deliver to the grid. The rates they receive change primarily based on the time of day. These

differences are essential for the profitability of battery storage facilities.
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Figure 8: California Independent System Operator (CAISO) Hourly Power Prices
[14]. Peak loads in California tend to occur late in the day, just as solar power becomes
unavailable. The changes at this time of day alter the load and available power sources,
leading to steep changes in the prices offered to producers.

Unlike power producers, battery storage facilities must first purchase the power
they receive from the grid. Therefore, simply stated, the revenue they receive from peak
shaving programs is a function of the difference between peak prices and off-peak prices,
rather than receiving the published daily prices. This further limits the ability of a battery

storage utilities to compete with traditional forms of generation.

8 There is an important distinction between MWh — the quantity of energy stored by the battery with each
charge and discharge cycle — and MWh — the capacity of an energy storage system. A plant operator for a
battery storage system might receive a net of $30 per MWh of energy converted, but it will cost on the order
of $350,000 to purchase one MWh of battery capacity.

14



For systems operating within the California Independent System Operator (CAISO)
jurisdiction, this would translate to roughly $30 per MWh of energy shifted [5, 14].
Storage facilities can also provide ancillary services (frequency regulation, spinning
reserve, etc.) which may contribute significantly to net revenue. The value of services
varies by exactly what services are provided, the terms of the negotiated tariff, time of day,
reserve capacity required, reliability of power source and other factors; the sum of these
can be on the order of $25 per MW [15].

The Electric Power Research Institute (EPRI) created the Energy Storage Valuation
Tool to evaluate options for battery storage projects. It found that the breakeven capital
investment costs for a sample set of storage options with variable capacity to be between
$465 per kwWh and $842 per kWh for the base-case assessment [17].° The real breakeven
capital cost could be higher, as the EPRI calculations represent net capital costs (i.e. they
include state and federal tax incentives). Data from the Global Energy Storage Database
show that the actual costs of these facilities are generally higher than this; even allowing
for a 30 percent tax credit on capital investment, only about 15 percent of the sample energy
storage projects costed below this threshold. Without a tax incentive, only about eight
percent would be profitable.

This means that, although battery projects are in demand, other factors are the
driving force. Altruism, politics, scientific curiosity, and other motives create the tax
incentives and research streams that provide for many of these facilities. If these motives
change — and there is some evidence that this has begun — the viability of dedicated battery

storage facilities could be in jeopardy [82]. Therefore, it may make sense to look toward

® This assumed a 50 MW power output with daily operation of the system and a 1,000 cycle battery life [17].
A size of 50 MW would be a larger-than-average facility [13].
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existing energy storage applications that are more economically stable while the battery
storage industry continues to mature — and particularly to prepare for the possibility that,

in its maturation, it never becomes economically viable.

Data Centers

As information technology has roared into the foreground of our daily lives, data
centers have been quietly conducting the transactions of every keystroke in the background.
While it is impossible to say exactly how many data centers there are, estimates easily place
it in the hundreds of thousands worldwide, while — using a broader definition of what
constitutes a data center — others place it in the millions in the United States alone [18, 26].

Though the definition of a data center is under some debate, the vast impact on the
power system is evident. According to the U.S. Environmental Protection Agency and
others, nearly two percent of the electrical power in the United States is directly consumed
by data centers [25, 26, 32, 92]. This is especially problematic for entities within the U.S.
government itself, where data center power consumption reaches 10 percent of the total

electrical power consumed [26, 32].
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Figure 9: Energy Consumption by U.S. Data Centers [32]%°. The growth trend in data
centers has been a driving force, one that is receiving much attention — even at the
Congressional and Presidential levels. By 2013, data center consumption had risen to 100
billion KWh [25, 26].

This growth is a widely recognized problem. Dramatic efforts have been made to
consolidate data centers, relying on virtualization, improved control of server equipment,
and a variety of energy efficient technologies and strategies to reduce the growth — or at
least stem it [46, 47]. The ENERGY STAR program now officially certifies data centers
as a part of its initiative to help control energy growth in U.S. buildings and plants [41].
Though amazing strides have been made, the growth requirement for information
processing has surmounted these efforts; in 2013, data center consumption in the U.S. had

risen to 100 billion kWh per year, a 66 percent increase from the mark the EPA reported

to congress in 2007 [25, 26, 32].

10 Note that roughly half of the energy consumed each year come from IT related functions: network
equipment, storage, and servers. The rest is from site infrastructure, which would include principally cooling
equipment, but would also include lights, office spaces, etc. A good estimate of the power usage effectiveness
(PUE) for the total data center load is roughly 2.0. This will be important to the calculations of potential
savings from IT devices on UPS equipment.
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The problem is magnified within the U.S. government. This was formally
identified at least as early as 1996, when President Clinton enacted Executive Order 13011
establishing procedures for the management of information technology within the federal
government [42]. Congress echoed the requirement to mitigate unwieldy data management
when it appropriated funding for several of these programs officially, with the E-
Government Act of 2002 [43]. In 2010, the Office of Management and Budget, through
the Federal Chief Information Officer Vivek Kundra announced a Federal Data Center
Consolidation Initiative, which sought to mitigate the developing data center problem,
projecting a 100 percent increase in energy consumption in only five years [45].  New
Federal Chief Information Officer and Administrator for E-Government and Information
Technology Steven VanRoekel reemphasized the program requirement, defined data
centers with more clarity, and established a reporting procedure in a follow-on
memorandum in 2012 [44]. This energy management program expanded in various
permutations throughout the government and is in the process of implementation [48].

The opportunity is impossible to ignore.

Data centers provide several strategic resources that make them markedly qualified
to provide support to the electric grid — much more so than other types of building that
might be utilized in a similar fashion. First, they have a large power density. Where office
buildings, for example, typically draw less than five watts of power per square foot, data
centers can easily draw 100 watts of IT power per square foot [85, 86]. Second, the load

they draw is generally stable throughout the day and throughout the year.!

11 Daily variations are due to peak and off-peak server use, which only change significantly when servers are
brought on and offline to meet additional transmission, storage, or processing requirements. These
fluctuations are generally small relative to the baseline electrical load, except in extremely tightly-managed
data centers. Seasonal variations are nearly trivial because (1) only IT equipment is installed on UPS systems
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Figure 10: Actual IT Power Consumption Pattern of a Typical Data Center. Power
consumption in data centers tends to be very consistent throughout the day and throughout
the year. Other power requirements (chiefly cooling) roughly double the energy
consumption. High energy densities on the order of 100 watts per square foot cause
seasonal cooling to be a small fraction of the average total cooling requirement, making
the total power demand stable despite changing outdoor temperatures.

A third and very important advantage is that almost all data centers employ an
uninterruptable power supply (UPS) to provide emergency power storage to IT equipment.
The UPS system is essential as it serves as the means of storing energy to provide
emergency power to IT equipment, preventing system outages. 12 These units and similar
power electronic equipment related to energy storage are very expensive, and can be a
significant cost driver in utility grid battery storage systems, a principle reason why their
existence in data centers provides a unique opportunity [12].

A UPS system can be designed in a number of ways, but the important feature is
that a source of incoming energy is stored and then redistributed to a critical load. In most

cases, this means that primary power (typically 480 Vac or 208 Vac) is rectified to DC

power (typically 48Vdc) to be stored in strings of batteries.’® This power is then inverted

(normally) and (2) loads due to outdoor temperature are small relative to data center IT power demand, say
10 watts per square foot for seasonal loads versus 100 watts per square foot for IT equipment.

12 Data center IT equipment is unusually vulnerable to power outages. Even short outages may cause a
system restart, which can be costly, expose and organization to risk, and result in lost, irretrievable data.

13 Lead-acid are common, but Lithium-ion are increasing in prevalence [9]. Battery UPS systems are the
most common in data centers, though flywheel UPS units are occasionally installed. Battery storage can
normally sustain a UPS for tens of minutes, where flywheels last tens of seconds.
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before distributing to loads (again at 480 Vac or 208 Vac). In this way, if the primary input

power is lost (or turned off) the load can draw directly from the batteries without power
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Figure 11: Typical UPS Configuration. UPS systems vary slightly, but the most common
arrangement in data centers includes rectifier, batteries connected to a DC bus, and an
inverter. Other configurations include a static bypass!#, a manual or maintenance bypass,
and/or an isolation transformer. UPS systems can include other transformers to step-
up/step-down the voltage if necessary. They may also convert directly to a DC voltage
distribution to the data center, eliminating the inverter and improving efficiency.

Efficiencies can range dramatically, but are largely a function of total load passing

through the rectifier and inverter; a fully loaded UPS is normally 90 to 95 percent efficient.

14 A static bypass prevents instantaneous outages during load switching. Normal power switches can drop
the load during the switching process.

20



Where others have proposed solutions to use data centers for grid support, many of
these proposals have significant drawbacks. First, almost all proposals for using data
centers for grid support, whether they be for peak shaving or for other ancillary services,
intend to make use of the existing data center battery storage reserve [21, 22, 27, 28].
Electrical engineers design these systems with a specific amount of battery reserve in order
to meet a reliability requirement, commonly 15 minutes of reserve capacity at full load. It
is unlikely that a facility manager would expose the facility to additional risk by parting
with the reserve capacity of the backup power system — especially in a government or
military setting.

Second, other proposals recommend using data centers for frequency regulation
[21, 22, 27].% The problem here is three-fold. One, proposals often presume data center
energy storage can be run in reverse, discharging energy back to the grid. However,
equipment designs usually prohibit this. Data centers have equipment (UPS, batteries, etc.)
to take energy from the grid, but would require costly equipment replacement to distribute
energy back to the grid. Two, frequency regulation would require increased switching of
input power devices (relays) to connect and disconnect the load from the grid. These
system control devices have a limited number of cycles; switching at the frequency
required reduces the service life of these devices [94, 95].1° This is noteworthy, but the
costs of replacing the control relays are relatively small [12]. Three, data centers are
generally set up to be utility customers, rather than power producers. In this case, the rate

tariffs are completely different. The data center would have to create a specialized contract

15 Similar proposals are made for electric vehicles, with the same challenges [21].

16 In a 24-hour sample regulation signal from the PJM ISO, there are 64 sign changes in the power demand,
leading to 64 switching operations for a hypothetical relay. For a relay with an electrical life of 100,000
cycles, the resulting life would be 4.3 years [95].
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with the local independent system operator or power pool to participate as a power
producer and a system load.

The third problem with these proposals is that they fail to provide a means to
incentivize the data center managers for the use of these systems [20]. Increased revenue
is only one tool; incentives can come in many forms, including increased reliability,
reduced maintenance, and the ability to meet energy efficiency targets. These are essential
for good partnerships.

Many large and critical data centers are located on microgrids.!” Just as the name
suggests, microgrids are small versions of the main grid, but with many of the same
problems: balance of supply and demand, frequency regulation, reliability, and other
concerns. This has important consequences for management of data centers — and for the
management of microgrids. It provides an opportunity to exploit the natural partnership to
the benefit of both parties. As concern has grown over vulnerabilities to the utility grid,
microgrids have become a point of emphasis, particularly within U.S. government
installations.

Within U.S. government installations, a single organization tends to manage utility
services and pay the utility bills for the microgrid, which would generally include large
data centers. Because microgrid managers supply critical power and pay the bill, the
interests of reliability and costs are intertwined. This provides leverage and incentives for
the microgrid managers to work with data center managers to apply battery storage for

more productive means.

71t is difficult to say exactly how many data centers might be on microgrids. The number of data centers in
the United States is under debate and the propagation of microgrids is a relatively new phenomenon. This
process would be largely directed toward U.S. government organizations where microgrids and data centers
are both important to operation.
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Mobile Devices

The prevalence of battery powered mobile devices has grown by leaps and bounds.
Where two decades ago these devices were rare, today they are nearly universal; in 2013,
92 percent of Californians over 18 years of age had cell phones [50]. In 2013, 57 percent
of Californians used laptop computers to go online and 32 percent used tablets [50]. All
of these values were gains on similar metrics from 2011.

From a power perspective, typical mobile phone batteries are a few Amp-hours,
normally drawing around five watts of power during charging. While charging rates and

battery capacity vary, so do the times that users charge them.

100
a5
. .
BS
75
7

Battery percentage

Hour of the day (0-23)

Figure 12: Battery State of Charge at the Moment Charging Begins [53]. Each dot
represented at least 1,000 users in the study; the color and size of the dots relate to the
scale. Though more users begin charging in the evening than the early morning, for
example, the data is well distributed, both in time and in percent charge.
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The graphic shows the frequency of devices beginning a charging phase at a
particular time and state of charge (size of the dot indicates the quantity of devices
beginning charges at that time and state). There are clusters, but the distribution is fairly

wide, meaning that the total power drawn would be similar at any point during the day.

Electric Vehicles

Electric vehicles are on a growth trajectory; however, at present, the market share
remains low. In 2014, the total electric vehicle and plug-in hybrid registrations in
California represented about three percent of all registered vehicles, some 59,471 total [55].

Much prior research discusses electric vehicles but only a few cover the daily power
consumption as a function of time [72, 74]. The best data supporting the average electric
vehicle power profile comes from a study of measured power consumption from 2013 to
2014. The study lasted one year using the data from 1,996 homes with electric vehicles

and 200,000 homes without electric vehicles [74].

24



Average Hourly Grid Electricity Use:
Electric Car Households v. Typical Households

Average kWh
of grid 1.5
wlectricity
use per . Electric Car Housaholds®

housahold
@ Tipical Households

0.5

/]

. : s e
LI R S I I I P

AT W 4T T LT T

Hour of Day
Figure 13: Power Profile from Homes with and without Electric Vehicles [74]. Nearly

2,000 electric car households participated in the study, which was based on metered power
usage for one year [74]. The difference in the two curves should roughly represent the
average energy consumption of the electric vehicle on a typical household.

The data show expected behavior for electric vehicle driver. The car would depart
in the morning and be disconnected from the power source for most of the day. In the
afternoon, many vehicles return and begin charging. Charging is delayed until the middle
of the night for many users until utility rates are more favorable. As the morning

approaches, electric vehicle power demand declines as the vehicles begin to reach full

charge.
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Chapter 3 — Methodology

Successful integration of battery storage has an uncertain, and perhaps an unlikely
future. Current trajectories of battery development show improvement, yet less than
sustainability requires. We may never see the technology properly suit the need. This is
troubling — especially to an engineer — but it may simply be that our vision of battery-grid
interface is different than what it has the potential to become.

With that, we look at multiple ways of using existing battery storage capacity to
achieve positive effects on the electric grid. Rather than thinking about this problem the
way it currently operates — large banks of batteries systems constructed at a single, remote
location — this effort will evaluate the integration of potentially millions of individual
storage systems distributed throughout the electric grid. These include a variety of devices
selected for characteristics of value to grid operation: quantity of power available,
communication systems, fast operation, and availability of energy storage and power

electronics.
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Where twenty years ago, very few devices carried controllable battery storage.
Now, many do. In the future, this could include many more. Further, twenty years ago the
internet barely existed. Now, it is ubiquitous and indispensable. All the devices that make
use of these facts, especially those that consume large amounts of power (alone, or in the
aggregate) become candidates for inclusion.

While candidate devices are currently limited, we should remember that in only a
few years the presence of batteries in many of these types of devices has gone from virtually
non-existent, to almost universal. It stands to reason that more devices, both quantity and
type, could be included in the future — perhaps the near future. The procedures that follow,
should be seen as examples that can be applied to similar storage media, wherever and
whenever they might develop.

Current examples of equipment and devices where batteries might play such a role
include data centers, cell phones, tablets, laptop computers, and electric vehicles — and
effect of these will be considered — but the list is endless'®. How they are evaluated will
depend on the power and communication characteristics, as well as the quantity of
ownership of these devices.

There are two modes into which devices may be sorted: those that support peak
shaving as a load and those that provide ancillary services as a power producer. In general,
data centers will be evaluated as loads capable of meaningful peak shaving. The other

devices — cell phones, tablets and laptop computers, and electric vehicles — will be

18 Hoverboards and segways, portable cell phone chargers, toys, GPS systems, toothbrushes, fitness devices,
medical instruments, baby monitors, snow blowers, sump pumps, headphones, lawn mowers, wearables -
glasses and watches, drones, portable gaming systems, e-readers, and all types of tools are using battery
storage. Home battery back-up systems are being developed and installed with some interesting implications
in this avenue [9].
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aggregated for the purpose of providing ancillary services. The rationale for these choices
will be discussed.

In some ways, the choice of how to categorize devices is semantic. However, the
decision is important. The operational modes dictate the utility rate tariff. The rate tariff
creates incentives. Incentives motivate behavior. Behaviors affect grid efficiency. Grid
efficiency drives environmental impact. In other words, some benefits can be achieved
regardless of how the battery storage is employed, but the ability to influence decisions and
achieve better results depends on the selection of the operational mode. Further, this choice
may be necessitated by the design of the systems or the organizations that own and manage
them.

Regardless of the type of device used, or the operational modes employed, the
charging and discharging activities will be similar. When the larger grid requires more
power, available battery systems will begin discharging from stored battery reserves. This
will have the effect of reducing total demand, leading to improvements in reliability,
emissions, costs, and frequency stabilization. The systems will then recharge at a later
time, as required by protocol or when grid conditions are more favorable.

It should be noted that, unlike grid level storage systems, these devices can only
alter the time when they charge and discharge. Where grid-level battery storage plants are
able to provide power back to the grid, these devices will be unable to act as a power
supply, except to the device they support. While this limitation has drawbacks to the
benefits the process might provide, it has significant benefit in that all the power electronic
equipment required for the task is already installed. Minimal investments and alterations

are required to for system operation.
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Peak Shaving

Managing peak power consumption is critical to the role of a power system
operator. This fact is equally true for a single facility manager, a microgrid manager, and
an independent system operator (1ISO). Utility grid managers benefit from peak power
reduction through increased reliability and from reduction of emissions. These benefits are
passed on to customers in the form of rate structures that reflect the challenges faced during
peak hours.

Reliability is compromised during peak hours for a number of reasons. First, as
more load is required by the grid, the equipment becomes more stressed; margins between
load and capacity shrink, increasing the risk of failure. Second, as more load is required,
the ratio of available power supply and the demand is reduced, leading to increased loss of
load probability (LOLP) and estimated demand not supplied (EDNS). For certain systems,
such as a microgrid, these changes can be estimated through computer simulation. Using
batteries to reduce peak load reduces LOLP and EDNS.

The rate of emissions generated by the grid is also a function of load. Grid power
managers tend to rely on the cleanest and cheapest sources first.t® When the load is low
during off-peak hours, these sources can generally handle a majority of the base load.
When the load rises during peak hours, additional sources of power must be brought online;

these tend to become progressively less reliable, more expensive, and more emitting as

19 Predominantly hydroelectric [16].
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additional power is required to meet the demand. This creates a quantifiable emissions
rate. Using batteries to reduce peak load creates a change in the rate of emissions.

Utility managers pass on these difficulties to customers through the use of time-of-
use (TOU) pricing. Though these rate tariffs vary largely from area to area depending on
the needs and goals of grid operators, they consistently charge higher prices during peak

hours, both for energy consumption (kWh) and demand (kW).
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Figure 14: Time-of-Use Large Commercial Rate Structure [61]. TOU rates are
commonly employed in large commercial and industrial customers. For economically
motivated consumers, these rate tariffs influence behaviors and energy management
investments.

Typically, these prices are reserved for large commercial and industrial customers.
Many residential customers with smart meters have options for this type of billing, which
could create opportunities for future applications of battery storage [62]. Further, states

are considering laws for universal time-of-use billing tariffs to encourage reductions in

peak load [29].
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Other rate structures from this utility (and other utilities) are available. Noting these
billing schemes is essential because (1) they are a reflection of technical requirements of
the grid and (2) they provide incentives for manipulating customer behavior to affect the
performance of the grid. The assignment of a rate structure depends most on the type of
customer. The time-of-use profile applied to the case studies is a tariff from Pacific Gas
and Electric, applied to large commercial customers.

Data centers have the ability to reduce peak power consumption inherently by
means of the basic reliability they require. Designed UPS power infrastructure provides
an energy storage vehicle to allow continuous power regardless of what happens to the
incoming utility feeder or on-site generation. However, as the occurrence of utility failure
is fairly rare, these systems are seldom used as a primary source of power, despite being
operational nearly 100 percent of the time.

Three problems persist in performing peak shaving with data center battery
systems. First, data centers have flat power profiles, which reduces the effectiveness of
peak shaving activities — at least, by themselves. When considered as part of a larger
organization, for example, a microgrid, the effect of peak shaving on the larger load profile
can become significant. Second, when data centers are located on a campus or microgrid,
the larger entity generally manages the utility bill. In other words, the campus or microgrid
receives the financial benefits from peak shaving activities, rather than the data center
itself. Incentives should be planned with the beneficiary in mind. Third, data centers are
equipped with a predetermined and required quantity of battery storage; battery capacity
must be augmented to be used in any other way than to provide emergency power. This is

a misconception of many papers; using existing battery storage capacity for any other
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purpose than emergency reserve will be in conflict with the data center mission. To the
best of our knowledge, this is the first time that an optimization of supplemental battery
storage has been proposed. For economic viability, this expense must be borne by the
generated savings.

In order to resolve these problems, the following ground rules should be observed.
These will improve the effectiveness of the peak shaving effort and improve the
relationship between the data center and the campus or microgrid on which it exists.

e The data center should be a tenant, where the microgrid or campus is responsible
for the utility payments. This is common for large corporate and university
campuses as well as on military installations. In the case of a microgrid, this is
further incentivized, due to the need for control and reliability maximization when
operating in the islanded (i.e. off-grid) mode.

e The data center should represent a significant portion of the total load. This could
be especially important in a microgrid; the larger the data center load is relative to
the total microgrid load, the more impact the grid manager will have in
manipulating the total load.?°

e A formal agreement should establish the operating conditions. This should state the
expected frequency and duration of typical charge and discharge events, the
maximum depth-of-discharge of the batteries (i.e. minimum remaining charge
required at all times) and special circumstances when power will not be interrupted,
such as preceding thunderstorms or planned maintenance events. Battery

maintenance contracts should be part of the formal agreement.

20 Though a large data center has a larger impact on the consumption of power, manipulating power with
smaller data centers gives greater control. There is a trade-off here that will be discussed later.
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e Project costs could generally be divided along the following lines. Because the
microgrid stands to benefit financially, the cost of the project to the microgrid
should include the additional battery capacity and any related, ancillary equipment
(e.g., control relays, ventilation fans, spill containment). The data center should be

responsible for the UPS equipment and the minimum battery capacity required.

During normal data center operation, power passes from the utility or microgrid
sources into facility switchgear, then through the rectifier(s) of the UPS system. This
converts the AC power to DC power at a specific voltage, typically 48 Vdc. Banks of
batteries are connected to the DC bus on the downstream side of the rectifier. From the
DC bus, power passes through the UPS inverter(s) where the voltage is converted back to
AC at the distribution voltage, typically three-phase 120/208 Vac or 277/480 Vac.
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Figure 15: UPS Normal Operation. Under normal operation, the UPS draws enough
power through the input to supply the load, plus the losses attributed to the rectifier and
inverter. Little power goes into the batteries when fully charged.
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In an emergency, where input power to the rectifier is lost, the loads are
continuously fed by the batteries, which continue to supply power through the inverter.
This process will simulate that event, by either interrupting power at the UPS input through
and installed electromechanical relay or by using the control logic of the UPS system itself

(preferred).
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Figure 16: UPS Discharging. During discharging, the power drawn through the input
drops to zero. Batteries supply the power to the inverter, which supplies the same power
to the load as under normal operations.

So long as the batteries are able to retain charge, the load at the output of the UPS

is supplied continuously. When input power is restored, the batteries begin charging.

Power drawn through the input is the sum of the load and the charge rate of the batteries.
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Figure 17: UPS Charging. During charging, the UPS output passes the same power to
the load as in normal operation. The power at the UPS input is increased to supply both
the power to the load and to recharge the batteries (plus losses).

The quantity of installed batteries is critical. The selection is a design factor which
requires scrutiny. Installing too little capacity will have too little effect on reliability,
emissions, and costs. Installing too much and capital costs will overwhelm savings and
result in diminishing impact on reliability and emissions metrics. Therefore, an
optimization problem exists with one independent variable — the quantity of supplemental
battery storage.

System and equipment preconditions place limits upon the capacities of the
expanded battery system. Data centers themselves have battery charge minimums; they
must be maintained for the facility to sustain reliability requirements. Manufacturers also

rate batteries at a certain number of cycles at a certain depth of discharge (DOD). While

the batteries normally can be discharged beyond the DODrawd, this has significant
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implications to battery life.?* In other words, the relationship between battery life and DOD
is nonlinear and steeply accelerating beyond the rated DOD (DODrated). This places a

functional limit of the system capacity:

Chargepin

Charge =
g Max 1- DODRqted

1)

Therefore, the design quantity of supplemental battery storage is bounded by the
minimum charge established by the data center, Chargemin, and the maximum charge
determined from data center and battery parameters, Chargemax. Between these bounds,
lies an optimization problem that depends on reliability, emissions, and cost goals of the
grid operator.

Determining the optimal quantity of battery storage requires a design shape power
profile. For data centers that are part of a campus or microgrid, a representative grid profile

should be used.

2L There is tremendous consternation over the question of battery life. Battery expected lives depend on type,
manufacturer, maintenance, depth of discharge, number of cycles, temperature — these variables apply from
wrist watches to utility storage systems and everywhere in between. Good quality data center batteries are
often rated for 1,200 cycles at 80 percent depth of discharge, but this varies [63112]. Many papers have been
written on the subject of battery life and though important, are outside the scope of this effort [3, 33, 84].
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Figure 18: Actual Summer Data Center Daily Load on a Real Microgrid. As
microgrids are generally established to provide reliability to critical functions — military
bases, etc. — the peak load occurs during the middle of the day, corresponding to workplace
daily power demand. Were the microgrid in a more residential setting, the peak would
likely occur later in the day. The data center consumes approximately two percent of peak
demand.

The profiles show a real situation. The data center load is an actual demand curve
for a typical summer day on an existing microgrid. The UPS system consumes
approximately two percent of the peak load throughout the day, or roughly 800 kW on a
microgrid approaching 35 MW.

Because this is a real case with actual data, the analysis will use the profile as a test

case for evaluation. However, other data center profiles, however uncommonly they may

be shaped, could create situations that perform differently.
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Figure 19: Hypothetical Grid Power Demand Profiles. Peak shaving effects each of
these curves differently. Regardless of the shape, each has the same peak power demand
to maintain fairness in the comparisons.

Analyzing the effect of peak shaving on different profiles shows the influence
unusual situations might have on the process. For each of the hypothetical curves, the peak
load is sized to be the same as the microgrid load from the actual case.

Optimizing the timing of charge and discharge actions can be complicated. From
a cost perspective, there are several assumptions that should be made in the planning stage;
during operation, these can be relaxed after installation as specific situations warrant.

e For atypical day, the total charge should be equal to the total discharge.
e A load curve for the grid should be projected in the model. This allows the control
system to forecast the most optimal times to charge and discharge economically in

a typical 24-hour period.

e The UPS system should plan to discharge once and charge once in a 24-hour period.

Because of the cyclical nature of the load each day and the TOU incentives in place,
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this scenario is likely the case. Actual conditions may warrant multiple charges
and discharges because of outages, or zero activity due to anticipated maintenance
or weather events. These will be the exception to normal operation.

e The UPS will either charge at full capacity, discharge at the load demand rate, or
hold at current capacity. Previous works have suggested load shedding at variable
rates; in practice this is difficult to achieve since relays and other hardware in the
UPS operate with switches, placing them in on and off states [19, 21]. Reducing
loads to variable, partial quantities requires significant hardware and/or software

investments.2

The economic benefits depend on multiple factors. These include the rate structure,
microgrid power profile, UPS charge rates, IT load on UPS, and maximum and minimum
battery charge. Many of these are functions of time, or more accurately, functions of the
individual time segments as defined by the rate tariff.?®

The methodology for optimizing the battery system is a two-step process that uses
data center and microgrid load profiles, applicable utility rates, battery data installation
costs, and expected life ratings as a function of depth-of-discharge.

Step 1: Representative microgrid and data center load profiles are divided into

discrete segments that correspond to the utility rate structure, typically 15-minute

22 1f the load could be controlled in a variable way, this would improve the precision of the discharge patterns,
leading to more economical operation; however, attaining this level of control would require significant
power electronic equipment investment, disrupting the profitability of the effort. Unlike utility-scale battery
storage systems this method proposes minimal investments in infrastructure to create cost-effective
opportunities to improve reliability and emissions reduction.

23 Rate tariffs divide customer load measurements into discrete time increments. These are typically 15
minutes in duration as is used in the case study, but they can be any duration the utilities choose to define.
Calculations that follow need minor modifications to account for intervals other than 15 minutes, but the
procedure is essentially the same.
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increments. Each segment has an associated cost that is a function of the power demand
and utility rates at that time. Discharging or charging the batteries during these periods
changes that cost. These potential changes in cost are ranked to establish a list of the
preferred charge and discharge opportunities throughout the day. The quantity of available
battery capacity (kWh) determines the number of opportunities that the system can execute.
The formulas that follow apply to the optimization routine for the example PG&E rate
structure shown in Figure 14; adjustments are required for other TOU rates. The total
monthly savings from discharging opportunities as a result of battery capacity expansion,
is given by
S = Xfi=1(Pnaxn= Pmaxn+1)"Ran + 30Pacnt Ren )

where
S is the total amount of monthly savings from discharge events
Py n is power drawn by the data center at the nth time segment
Praxn 1S the nth highest power demand of the microgrid. B,y n— Pmaxn+1 Must be less

than or equal to data center power, Py, ,,
R, is the demand (kW) cost rate at the nth time segment.
t is the time segment duration in hours.
R, is the consumption (kWh) cost rate at the nth segment.
d is the number of discharging time intervals per day. For systems with constant data center

demand:

Charge — Chargey;j
d = 8€max 2€min (3)
tXPgc,ave

Chargenin, IS the minimum installed charge capacity (kWh) the data center will accept,

typically already installed.
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Charge .« IS the maximum installed charge capacity (kWh)
The total monthly economic losses as a result of battery capacity expansion is given by
L =B+ Xk=130(Pyps — Paci)t Re 4)
where
L is the total monthly losses from charge events and amortized battery investments.
Pyps is the maximum charge rate of the UPS.
Ry i 1s the demand (KW) cost rate at the kth time segment.
R,k 1s the consumption (kWh) cost rate at the kth segment.
c is the number of charging time intervals per day. For systems with constant data center

demand:

_ Chargeyqx — Chargemin (5)
tX(Pdc,charge_Pdc,ave)

B is the monthly cost of the batteries. Battery investment costs are divided over life of the
battery:

B = (Chargemax — Chargemin)Bcost (6)
Biife

B_.,s: 1S the cost of the battery installation in $/kWh.

Byife is the rated life of the battery in cycles at the system depth-of-discharge (DoD):

DoD = 1 — &1ar8emin_ @)

Chargemax

Battery life is related to the system DOD, rather than the manufacturer-rated DOD

[33]. In other words, the harder the batteries work, the larger the reduction of the life of
the batteries; this must be taken into account. Equations related to the monthly cost of the
batteries presume a linear relationship between battery life and system depth of discharge.

This is a fair assumption for most batteries below the manufacturer-rated depth of
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discharge. Beyond the rated DOD, the relationship between battery life and DOD becomes

significantly nonlinear.

1-10%
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Figure 20: Life-cycle to Depth of Discharge Curve for NiCd VRLA Batteries [33].
Curve shows how the relationship of the battery cycles to failure relates to the depth of
discharge for a typical battery. Manufacturers assign a rated depth of discharge, related to
this curve.

Capacity limits prohibit routine discharge below the rated DOD. Incidentally, if
the cycles-DOD curves for the chosen batteries are available, they should be used in the
calculations.

It is possible that the power demand could increase beyond peak levels during
recharging. If this occurs, costs should be adjusted by the difference between the existing
peak and the new peak. This is unlikely because charging should occur during off-peak
hours when (1) demand is low and (2) demand charges are low-to-negligible.

Step 2: Using the existing data center battery capacity as the minimum acceptable

charge, incremental quantities of battery capacity are added —notionally— and the difference

in energy costs is calculated. Savings result from reductions in demand and consumption
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during peak periods (discharging).?* Losses result from increases in consumption during
off-peak hours (charging) and from battery installation costs. It is possible that demand
charges would increase during off-peak hours, but rate structures and load profiles usually
prevent this.

This procedure creates two distinct curves, one describing system losses as a
function of the installed battery capacity and the other describing the system savings as a
function of installed battery capacity. Summing these curves creates a net benefits curve
showing clear implications for optimizing the economic effects. The results of this
procedure will be shown in the next chapter.

Peak shaving also has a direct effect on the level of emissions produced by the grid.
The mix of power sources used by the utility operators during off-peak hours is generally
different than during peak hours; these differences cause changes in the emissions for each
unit of energy produced, normally measured in pounds per megawatt-hour or pounds per
gigawatt-hour. In 2012, the United States emissions rates for the production of CO was
1,136 Ib./MWh, but during non-baseload (i.e. peak) periods, emissions of CO> rose to 1,549
Ib./MWh [24].

Because the effect of peak shaving is to trade consumption from one discrete time
interval to another, on average in the United States the peak shaving program will result in
the net difference between peak and off-peak CO> production, a reduction of as much as

413 Ib. of CO./MWHh [24]. However, these changes occur differently in different regions.

24 There is much discussion of commodity trading markets for carbon-tax credits. The models omit the
opportunity to receive revenue streams from this source because of a lack of universal availability, but these
should be included where applicable. The magnitude of these incentives and whether they are a function of
reductions in KW or kwWh will be dependent on local trading market prices and rate tariffs.
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The U.S. Environmental Protection Agency eGrid program published data that quantifies

emission rates for different regions throughout the U.S. electrical power system.

HIMSD

——
Figure 21: eGrid2012 Sub-regions Map [24]. Each of these regions is composed of a
variety of power generation resources. The make-up of these power portfolios, combined
with incentives, effects of climate, et cetera, influence the daily rates of CO. production.
The eGrid data tracks rates of production for three emissions: carbon dioxide,

methane, and nitrous oxide.?®

2 please note the scale; CO is in Ibs./MWh, where CH4 and N,O are in Ibs./GWh. CH,s and N.O have 25
and 300 times the greenhouse effect of CO, respectively.
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Off-peak Peak
Lbs. of Lbs. of Lbs. of Lbs. of Lbs. of Lbs. of
CO; per | CHsper | N,O per | CO;per | CHaper | N2O per
MWh GWh GWh MWh GWh GWh

HIOA - HICC Oahu 1,576.38 90.41 21.55 | 1,402.27 118.01 19.43
RMPA - WECC Rockies 1,822.65 21.66 28.13 | 1,669.58 22.89 20.66
SPSO - SPP South 1,538.63 23.75 19.98 | 1,590.13 27.6 16.19
AZNM - WECC Southwest 1,152.89 18.65 15.11 | 1,236.02 21.56 10.52
NYLI - NPCC Long Island 1,201.20 78.2 9.87 | 1,303.42 31.4 3.56
AKGD - ASCC Alaska Grid 1,268.73 26.34 7.59 | 1,377.77 28.66 3.38
HIMS - HICC Miscellaneous 1,200.10 68.08 12.68 | 1,331.47 96.82 17.15
ERCT - ERCOT All 1,143.04 16.7 12.33 | 1,280.59 21.53 10.71
SRMW - SERC Midwest 1,710.75 19.58 27.5|1,917.96 23.29 28.84
MROE - MRO East 1,522.57 24.3 25.55 | 1,739.00 30.17 26.26
RFCM - RFC Michigan 1,569.23 30.36 24.12 | 1,856.21 33.91 28.72
FRCC - FRCC All 1,125.35 40.05 11.85 | 1,333.93 38.81 13.79
SPNO - SPP North 1,721.65 20.22 27.14 | 2,112.08 26.11 30.63
SRMYV - SERC Miississippi
Valley 1,052.92 20.95 10.61 | 1,301.65 27.43 9.75
RFCW - RFC West 1,379.48 17.11 21.67 | 1,791.71 21.76 27.85
SRTV - SERC Tennessee Valley | 1,337.15 17.39 20.78 | 1,743.96 22.84 26.11
United States Average 1,136.53 23.78 15.88 | 1,549.36 30.99 19.86
MROW - MRO West 1,425.15 27.6 24.26 | 1,965.21 52.6 32.72
SRSO - SERC South 1,149.05 22.66 15.49 | 1,696.79 28.17 24.83
NYCW - NPCC
NYC/Westchester 696.7 25.51 2.93|1,081.11 22.5 2.32
CAMX - WECC California 650.31 31.12 5.67 | 1,018.87 37.61 6.04
NEWE - NPCC New England 637.9 72.84 10.71 | 1,079.73 67.7 12.9
RFCE - RFC East 858.56 26.44 11.49 | 1,492.01 32.74 18.69
SRVC - SERC Virginia/Carolina 932.87 23.95 14.6 | 1,790.57 53.1 29.94
NWPP - WECC Northwest 665.75 12.6 10.38 | 1,579.07 38.3 22.84
AKMS - ASCC Miscellaneous 481.17 18.65 3.55| 1,404.49 55.64 10.7
NYUP - NPCC Upstate NY 408.8 15.59 3.83 | 1,228.56 39 13.04

Table 2: eGrid2012 Sub-regions Data [24]. Note the difference in scale between CO>
and the other emissions. Variations are fairly significant throughout the United States for

all three emissions.

What is also important in the data is the relative change of emissions between off-

peak and peak power production. This will be instrumental to the discussion of emissions

reduction through peak shaving.
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Figure 22: Emissions Increase from Off-peak to Peak for Different U.S. Regions [24].
Data is sorted by change in CO2 emissions rate from peak to off-peak power production.
Other emissions rates correlate with the CO2 rates, though a few outliers are apparent.

Upstate, New York, for example, emits nearly 200 percent more CO> during peak
hours than off peak hours [24]. For Oahu, Hawaii, the emissions rate is actually 11 percent
lower during peak hours [24]. However, on average, the United States emits 38 percent
more CO> during peak hours, than off-peak hours [24]. Other emissions (CH4 and N20)
vary similarly.

Each data center evaluated should consider the relative emissions of the grid that
supports it. Normal operation for a microgrid is to receive power from a primary utility
source; in those cases, the local eGrid sub-region data is used. If the data center is on a

microgrid that operates primarily in islanded mode, the relative emission rates for the

microgrid power sources should be used.
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There are two caveats to the procedure; each concerns the available emission data.
First, data for each discrete time segment are unavailable. Real-time data would increase
the resolution of the projected curves. Second, eGrid data contains generalizations over
fairly large regions, meaning that the effects of peak shaving approximate the reduction in
emissions for each installation, rather than predict the reduction exactly. The actual system
response could be more or less emissive than predicted, depending on local effects from
the generation, transmission, and distribution systems that support the data center.

The quantity of battery storage installed at each data center determines the amount
of CO- that can be offset through exchange of peak and off-peak energy consumption. This
can be evaluated on its own merits, using the battery storage quantity to predict emission
reduction. It can also be used to assess performance goals, justify carbon credits, or simply
maximize the possible reduction from battery storage at a particular facility.

There are several purposes for a microgrid, but one of the principal reasons is to
provide reliable power in the event of a loss of grid support. Supplemental data center
battery storage can also affect microgrid reliability. For this process, the data center is
considered to be in islanded mode.?®

For the purposes of assessing reliability, microgrid statistics are entered into a
simulation program.?’ The tool is complicated; there are many statistics describing the

system, power sources, and loads that must be entered in order to provide sufficient

% This process would technically affect the entire grid in the normal operating mode; however, the effect
would be small unless many systems were aggregated together.

2 The simulation tool is DIgSILENT PowerFactory. A simulation program takes input parameters and
executes a computer-calculated version of real conditions. It computes results and repeats the process to
achieve statistical convergence of the data.
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information to calculate power and failure statistics. Several of these are time-sensitive to
accommodate the changing daily conditions.

A given microgrid has a quantity of power generation capable of meeting the
demand. This can be a composite of any number and type of sources. Each source has an
availability statistic (reflecting failure and maintenance events) and an operating profile
(reflecting power produced at different times of day). Some sources have consistent
statistics and profiles (e.g diesel and natural gas generators) while some have variable
statistics (e.g. solar and wind power).

In the assessment, the same sample microgrid load profile is used.?® The
composition of power from the real system is approximated in the simulation software;
these sources include a 36 MW primary natural gas plant, four 1.5 MW packaged diesel
generators, one 200 kW solar installation, and several small windmills totaling 300 kW.
During the middle of the day, there is a small increase in power output from the solar plant,
but total source profile is fairly consistent. The natural gas and diesel generators have
operational availabilities of 0.991 and 0.994 respectively [40]. The solar and wind units
are governed by a capacity outage probability table, which is a statistical distribution the

software uses to account for varying power output.

28 The IEEE radial distribution test feeder network is used in the simulation tool to represent the microgrid
distribution network. The choice of network is inconsequential to the case study, but using the actual
distribution network would ensure that weaknesses (e.g. single points of failure) are assessed.
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Solar Wind
Power Output Probability Power Output Probability
(kW) (%) (kW) (%)
200 0 300 2
180 1 270 5
160 4 240 3
140 5 210 4
120 4 180 6
100 4 150 8
80 5 120 9
60 6 90 9
40 8 60 13
20 12 30 11
0 52 0 31

Table 3: Capacity Outage Probability Table for Solar and Wind Sources [31, 34].
The table shows the probability of producing certain quantities of power based on unit
capacity. A COPT accounts for variable power sources in a simulation software program.

Two metrics apply to this method: loss of load probability (LOLP) and estimated
demand not supplied (EDNS). The ratio of supply to demand is the key driver in
determining LOLP and EDNS. The load on a microgrid varies throughout the day, usually
reaching a peak load in the late afternoon or early evening. In this case, the peak load is
roughly 50 percent higher than the off-peak load. As the load approaches the capacity of
the power supply, the probability of losing some or all of the load increases, as there is less
reserve capacity when the load is high. When the load reaches a minimum, the reserve
capacity is greater, meaning probability of losing load is reduced. These factors are loaded
into the tool and repeated until statistical significance is achieved.

When peak shaving is introduced, the grid has the capacity to reduce the effective
load by allowing the data center to draw from installed battery storage capacity. This
changes the demand on the microgrid, which in turn, affects the failure statistics.

To assess the results of battery storage as a variable, the simulation model must be

assessed through an iterative process. The model is first run through using the test
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microgrid load profile. After statistical convergence of the LOLP and EDNS data points,
the grid load profile is adjusted to reflect the consequences of peak shaving for a single
time interval. New data points are generated, and the system is again adjusted to reflect
peak shaving for two time intervals. This process is repeated until reliability targets are
demonstrated in the LOLP and EDNS data or until the microgrid load has been reduced to
a minimum value.

The design variable is the quantity of battery to install; however, selecting the most
appropriate time intervals in which to assume charging and discharging activity, it is
necessary to accurately reflect the effects on reliability statistics. Generally, the preferred
time intervals for battery discharge (i.e. effectively removing the data center from the grid
load profile) are those where change in the ratio of supply to demand would be the greatest.
This will normally correspond with the peak of the load profile, but can occur at other

times, depending also on available power supply in the same interval.

Ancillary Services

Managing a dynamic electrical power system is a challenging. The primary
enterprise is matching demand load to available supply, doing so while each is constantly,
and often abruptly, changing. As the ratio of supply to demand is the fundamental driver
in maintaining stability of the grid operating frequency, system operators are highly
motivated to increase control over the load.

Ancillary services are the tools used by system operators to increase control [58].
There several types:

e Frequency regulation (regulation up and regulation down)
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e Reserve (spinning and non-spinning)
e Black start
e Power factor correction

The battery systems included in mobile devices and electric vehicles are generally
incapable of sending power back to the grid. This limits the types of services they can
provide — and also the potential revenue they might receive in compensation. However,
unlike utility scale battery storage systems, the power electronic and battery capacity are
already installed in each individual device. Infrastructure, security, maintenance, cooling
—major concerns for utility battery systems — are all provided by the users. In other words,
capital and maintenance expenses are covered.

The investments to be made will generally occur in the area of software
development. A fairly simple software application could use the internet connectivity to
track a system operator’s regulation signal and control the power settings of a device
accordingly. This would be an inexpensive development process (at least relative to the
installation of power electronic and power management equipment in other types of
systems). ldeally, this application could be folded into the operating system of standard
devices, making the operation much more seamless.

For a power producer to provide regulation services, they must be able to track a
regulation signal and adjust the power supply accordingly, providing more power when
frequency drops, and less power when frequency rises. A positive regulation signal

indicates a call for power; a negative signal indicates a surplus.
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Regulation Signal
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-1 N .
Figure 23: Sample Regulation Signal for a Single Day [59]. Independent system
operators send similar regulation signals to participating power producers to indicate grid
power requirements for stabilizing frequency.

This procedure will operate differently than a traditional power supplier, but will
accomplish the same task. When the regulation signal indicates insufficient power supply
to meet a projected load, rather than increase the supply of power, the aggregated,
participating battery loads will respond by switching to battery storage, thus producing the
effect of reducing power demand on the grid. The devices will resume normal charging
patterns when (a) grid conditions are within tolerances or (b) when an individual device
reaches preset conditions (e.g minimum acceptable state of charge).

In 2015, the Advanced Research Projects Agency for Energy (ARPA-E) issued a
request for proposals for new energy sources to deal with problems of grid stability, power
generation ramping, and reduction of peak loads under the Network Optimized Distributed
Energy Systems (NODES) program [4]. It outlined desirable features including short
response times, significant magnitude, predictable load, short ramp times, modest duration,
high availability, and fault tolerance [4].

While difficult to accomplish, these goals stress the importance of dependability in

power producers. The challenge is aggregating these storage devices to make a meaningful
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contribution. The first two problems to be evaluated are (1) whether sufficient power can
be provided and (2) whether the timing of the available load corresponds with demand of
the grid.

Simply, for each individual device to qualify for aggregation in providing the
ancillary service it must meet several criteria.

e It must be connected to a utility power source.

e It must have an internet connection.

e If fully charged, it must be on and drawing power.

e Battery state of charge must be above user minimum (preset or default).

Different devices will have different power consumption profiles, based on the type
of device, design specifications, and user behavior. Therefore, they will have different
opportunities to refrain from charging in support of the grid. For example, an electric
vehicle has a relatively large power demand and a long charging duration in which to
participate. A cell phone, on the other hand, would have a small power demand and a short
duration of charging.

For this analysis, each type of device is lumped together to provide a single power
profile. For a particular device, it is tempting to take an average user device power demand
and multiply by the number of devices in operation; however, this likely overstates the
available power and may misrepresent when this power is available. Accurately predicting
the effects requires certain caveats, namely, users opting out, fully charged devices, devices
below minimum state of charge, users disconnected from power supplies or the internet,
and the timing of charging activities. These narrow the opportunities for a given device to

participate, but present a much more accurate reflection of possible conditions.
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Including mobile phones depends on the sheer quantity of devices. The charging
activity is generally very brief and infrequent. A week’s power data for a single mobile

phone demonstrates the frequency and duration of the charging activity. 2°
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Figure 24: Individual Cell Phone Power Profile. The data show seven days of
continuous charge monitoring. The blue line indicates the state of charge in percent. The
orange line indicates the rate of charge (or discharge) in percent per hour. The intervals
during which the phone (1) is connected to a power source, (2) has an internet connection,
and (3) has a battery charge above the user minimum are indicated by the gray bars.

The blue line represents the state of charge (SOC) of the mobile phone. The state
of charge will be a major factor in whether the individual device qualifies for a specific
time interval. If the SOC drops below a user-defined (or default) minimum, the device
must be allowed to charge. If the SOC is 100 percent, this procedure will treat the device
as being in a zero-demand state. In other words, the contribution is assumed to be small
enough to exclude. The charge rate, shown in orange, must be significantly positive to be
included.

The grey bars show the periods of time during which this device would qualify for

inclusion. For this user, these times would be very infrequent. However, in the aggregate,

29 For this device, maximum charge is approximately 14 watt-hours.
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there could still be a significant contribution; there are more than 25 million mobile phones

in California alone, after all [50].
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Figure 25: Percentage of Phones Plugged-in throughout the Day [53]. The data show
the percentage of phones that are plugged in each hour of the day. This tells part of the
story for power use; some — in fact, most — of these devices are fully charged, meaning they
draw little power from the source.

However, because people seldom use mobile phones when tethered to a power

source, this must be reduced by the devices that are fully charged at any particular moment.
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Figure 26: Percentage of Phones Plugged-in and Fully-charged [53]. Because these
devices consume so little power from the source when fully charged, the impact of shifting

to battery mode would be very small.

This allows the development of a mobile phone power contribution that is a

function of time.
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APPROXIMATE TIME PERCENT MEETING REQUIREMENTS

0:00 4,28
1:00 2.61
2:00 2.64
3:00 0.00
4:00 1.15
5:00 1.12
6:00 2.53
7:00 4.25
8:00 4.89
9:00 6.27
10:00 7.89
11:00 7.33
12:00 6.68
13:00 7.12
14:00 5.98
15:00 7.29
16:00 7.71
17:00 7.86
18:00 7.09
19:00 7.98
20:00 6.57
21:00 7.02
22:00 5.96
23:00 5.04

Table 4: Percentage of Phones Meeting Criteria for Inclusion [53]. The data show the
approximate percentage of mobile phones that are plugged-in and charging. The
percentage of phones available are reduced by the number of devices that are fully charged,
or below a minimum state of charge.

These values can be multiplied by the average charge rate per device (5 watts) and
the quantity of devices (for the California data set, 26.9 million adults with cell phones)
[50, 51].

Other profiles are developed similarly. A day of charging and discharging activity

shows some of the power behaviors of an individual laptop/tablet computer. 3

30 The device used is a fairly high-powered tablet computer. Simple tablets would have lower charge rate
while more powerful laptop computers would have a considerably higher charge rate and charge capacity.
The capacity of this device is approximately 50 watt-hours.
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Figure 27: Individual Tablet Power Profile. The data show 24 hours of continuous
charge monitoring. The blue line indicates the state of charge in percent. The orange line
indicates the rate of charge (or discharge) in percent per hour. The gray bars indicate time
periods when the device is either actively charging or in-use while fully charged.

The operating mode for the tablet assumes the user has a minimum charge setting
of 75 percent, meaning that the device can only participate after the charge has reached this
plateau. Notice that although charging begins at 2:00 AM, the participation period begins
when the state of charge reaches the 75 percent threshold. This is arbitrary; users could set
this value to whatever they like, or accept a default setting.

User behavior creates another difference between mobile phones and laptop/tablet
computers. Unlike mobile phones which are generally used while disconnected from
power, computers are frequently used while connected. This means that even though the
state of charge is at 100 percent, the device could elect to draw power from its battery,
rather than from the charger. The periods between 9:30 AM and 11:30 AM and again
between 12:30 PM and 2:30 PM show this opportunity to participate.

The aggregated data for personal laptops and tablets make use of the same profile

data assumptions for mobile phones with the following changes.
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e During business hours, the profile is reduced by 50 percent to account for
the workforce that will likely be away from their devices.

e The profile is also increased by 15 percent after 8:00 PM to account for
people using their fully charged laptops while plugged-in.

e The average power consumption per device is assumed to be 60 watts.3! 57
percent of adults use laptops; 36 percent have tablets [50, 75].

This these data develop a power profile for personal laptop and tablet computers.

APPROXIMATE TIME PERCENT MEETING REQUIREMENTS
0:00 4.28
1:00 2.61
2:00 2.64
3:00 0.00
4:00 1.15
5:00 1.12
6:00 2.53
7:00 2.13
8:00 2.45
9:00 3.14
10:00 3.95
11:00 3.67
12:00 3.34
13:00 3.56
14:00 2.99
15:00 3.65
16:00 3.86
17:00 3.93
18:00 7.09
19:00 7.98
20:00 8.52
21:00 9.00
22:00 8.04
23:00 7.24

Table 5: Percentage of Personal Laptops and Tablets Meeting Criteria for Inclusion
[53]. The data show the approximate percentage of personal laptops and tablets that are
plugged-in and charging. The percentage of computers available are reduced by the
number of devices that are fully charged and unused, or below a minimum state of charge.

31 This is the approximate power consumption of a mid-range laptop. Tablets typically draw between 10 and
30 watts. Laptops draw between 30 and 150 watts, depending on the model. Laptops are more common
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The data for each period are multiplied by the average charge rate and the number
of devices before being converted to megawatts.
Work laptops use the same power requirements but the following caveats apply.

e Approximately 27 percent of workers use computers at work [76]. Only 57
percent of those computers are laptops [50].

e Only 60 percent of workers with laptops are presumed to be using them at
any time (20 percent reduction for absenteeism and 20 percent for meetings,
breaks, etc.).

e A typical work force profile is assumed; workers gradually arrive in the
morning and gradually leave in the afternoon. Half are present from 11:00
AM to 1:00 PM to account for standard lunch breaks.

These data develop a power profile for work laptop computers.
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APPROXIMATE TIME PERCENT MEETING REQUIREMENTS

0:00 0.00
1:00 0.00
2:00 0.00
3:00 0.00
4:00 0.00
5:00 0.00
6:00 0.00
7:00 13.50
8:00 27.00
9:00 40.50
10:00 54.00
11:00 27.00
12:00 27.00
13:00 54.00
14:00 54.00
15:00 40.50
16:00 27.00
17:00 13.50
18:00 0.00
19:00 0.00
20:00 0.00
21:00 0.00
22:00 0.00
23:00 0.00

Table 6: Percentage of Work Laptops Meeting Criteria for Inclusion. The data show
the approximate percentage of work laptops that are plugged-in and charging. The
percentage of computers available are reduced by the number of devices that are fully
charged and unused, or below a minimum state of charge.

From the 2014 electric vehicle study, electric vehicles average power consumption

per electric vehicle household are:
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APPROXIMATE TIME AVERAGE CHARGE RATE (KW)

0:00 1.45
1:00 1.52
2:00 1.24
3:00 0.90
4:00 0.63
5:00 0.42
6:00 0.33
7:00 0.25
8:00 0.16
9:00 0.09
10:00 0.03
11:00 0.00
12:00 0.00
13:00 0.00
14:00 0.00
15:00 0.01
16:00 0.08
17:00 0.13
18:00 0.19
19:00 0.22
20:00 0.26
21:00 0.35
22:00 0.38
23:00 0.40

Table 7: Average Charge Rate for Electric Vehicle Owners [74]. The data show the
approximate average charge rate for electric vehicle owners for each daily time period.

This is multiplied by the number of owners in California and converted to

megawatts [55].
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Chapter 4 — Results

The procedures for using existing energy storage to improve electric power delivery
show promise. The benefits appear to be significant. In data centers, reliability
enhancement, economic viability, and emissions reductions are achievable, while the
capital expenditures, if properly optimized, are small relative to the size of the potential
gains. Portable devices, including computers, phones, and electric vehicles, when
aggregated, have the potential to affect the United States power grid by on the order of a
few thousand megawatts.

The results that follow are discussions of representative case studies within the
United States. The data center discussions take load profiles for a real data center on an
existing microgrid and run a series of metrics to optimize grid performance using
supplemental data center battery capacity. The applications of this extend to a variety of
military, government, and commercial situations, but can be extrapolated to develop the

effects for the larger grid. Similarly, demand data is used to understand the effect of using
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existing battery capacity in mobile phones, laptop computers, and electric vehicles to
improve utility power regulation in California. This case study is a proxy for what could

just as easily happen in other jurisdictions.

Data Center Peak Shaving

There are three variables that the data center peak shaving algorithms are designed
to evaluate: reliability, cost-effectiveness, and rate of emissions. This procedure uses the
quantity of supplemental battery storage as a design factor to influence these variables —
and all three are influenced — but the data reveal that there can be negative consequences
to installing too much capacity. The installed supplemental capacity must be carefully
designed reflecting on user requirements, both at the data center and microgrid level.

The effects of supplemental battery on reliability come in two parts. During battery
discharge, as the data center is effectively removed from the microgrid load profile, the
microgrid is a beneficiary of the increase in the supply-demand ratio. Having less demand
to support would generally mean that the probability of failing to properly supply the load
would be reduced. Similarly, the as the load is reduced, the quantity of load that would be
lost during a loss-of-load event is also reduced. Thus we would expect the LOLP and
EDNS metrics to drop when the data center begins operating on batteries — and that is

exactly what the simulation predicts.
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Figure 28: LOLP and EDNS for Varying Battery Capacities. The reliability data

reveal that there are significant benefits to the microgrid for the first few time segments of
peak shaving, but these benefits are reduced as the peak load flattens.

For zero additional battery storage capacity (i.e. baseline — without peak-shaving)
the LOLP for the example microgrid is approximately 8.72 percent. With around 200 kWh
of additional storage capacity, the data center can discharge the nearly 800 kW of UPS
power demand for one discrete time interval, in this case, 0.25 hours. This is done at the
peak of the microgrid demand profile,3? which for the sample microgrid occurs between
3:00 PM and 3:15 PM. Peak load is reduced from 33,264 kW to 32,482 kW during this

interval, causing a reduction in LOLP of about 0.06 percent. The calculation for the EDNS

is slightly different, but the results are similar.

32 As opposed to the data center demand profile, which is relatively flat throughout the day.
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When the batteries are discharged, they must eventually be recharged. From a
reliability perspective, this is best done when the microgrid power demand is low relative
to the available supply of power, again, minimizing the effect on the supply-demand ratio.
However, the grid manager may choose to recharge the batteries earlier for other reasons,
such as a pending storm, to placate data center management, or for cost-optimization.

The second highest microgrid demand interval occurs between 2:30 PM and 2:45
PM where the demand is reduced from 33,000 kW to 32,218 kW. Reducing this peak
causes the LOLP to drop further, to approximately 8.6 percent. The data center requires
nearly 400 kWh of storage capacity to discharge during both periods of time. For this
example, additional battery storage consistently lowers the LOLP until the system reaches
about 800 kWh. After this point, the peak load experienced during each of the next time
intervals is lower than the new peak loads established at the first few intervals. In other
words, the power demand curve is becoming flat, marginalizing efforts to further reduce
the microgrid peak load.

This is important because it identifies a functional maximum for LOLP and EDNS
improvements. The point at which the curve starts to flatten out is the point at which the
gains from the investment become trivial. In economic terms, for this example, it would
cost the data center approximately about $300,000 to reduce LOLP by from 8.72 percent
to 8.35 percent and another $150,000 to reduce to 8.2 percent. Achieving further gains

may be unrealistic at any cost by this method.
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The fact that the microgrid benefits also necessarily means that every other tenant
on the microgrid benefits (1) through increased power reliability and (2) through decreased
operational costs, which could result in lower rates or increased capital improvements.?

The data center itself receives benefits as well. When the microgrid installs

additional battery capacity, it adds to the emergency reserve already installed.
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Figure 29: Daily Battery Charge Profile (800 kWh Supplemental).3* The minimum
battery charge is constant throughout the day, a requirement for data center reliability.
From the point where the batteries begin recharging to the point where they complete
discharging, the available battery backup is significantly higher than required, leading to
greater response time during an emergency outage — in this case, nearly double.

The dashed line shows the design level of battery capacity for the data center in the
case study (i.e. the emergency reserve). This is the quantity of battery storage that must
remain unconsumed by the peak shaving activities. The solid line shows the actual battery

capacity as it changes throughout the day. After peak shaving activities are complete

33 Microgrids are common to the government; reduced operational costs would be a benefit to tax payers.
34 Strictly speaking, KWh is a unit of energy, where Amp-hours are units of charge. Amp-hours tend to be
used when describing individual battery cells, where kWh tends to be used in power system applications.
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around the middle of the afternoon, the actual battery capacity should be close to the
emergency reserve level (800 kWh). The batteries will normally be held at this level until
the peak period has passed.®* From the time when charging begins again until the point
where the batteries are discharged to the emergency reserve level, the total amount of
charge available to the data center is greater than it would be without the peak-shaving
initiative. In this case study, from 10:30 PM until 1:00 PM the next day, the reserve charge
is nearly twice the minimum requirement. Thus, the duration facility managers have to
respond to a major outage is roughly doubled for more than half of the day.%® This would
be a serious incentive for a data center manager, especially one who is mission-driven,
rather than cost-driven (e.g. military applications).

The second variable affected by the peak shaving activity is energy economics. The
data show that, like reliability and emissions reduction, the quantity of supplemental
battery storage installed can have a great deal of influence over the rate of return of

investing in supplemental storage.®’

% For revenue maximization, this will likely be around 9:00 PM. For grid reliability maximization or
emissions minimization, this will likely be around 2:00 AM.

3 This value could be as high as five times the amount of emergency reserve capacity; battery manufacturer
requirements prevent it from being much higher than that.

37 Costs are a proxy for the detrimental behavior of grid loads. There are technical implications for cost
applied in the rate tariffs, normally relating to frequency regulation, reserve requirements, excessive energy
consumption, or managing peak/off-peak power demand.
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Figure 30: Effect of Battery Capacity on Monthly Cost Savings and Losses. The

savings curve increases the most when effects of the peak shaving are dominant, reducing
as the microgrid load curve flattens. The losses curve increases nearly linearly with the
quantity of battery capacity installed. The point at which the curves cross represents the
quantity of battery capacity that can be economically installed. Profit is maximized at the
maximum distance between the curves.

The curves show the average monthly savings and costs spread out over the
expected lifetime of the supplemental batteries.®® The cost curve is simple; given a
particular battery price, the cost of installing batteries is a proportional to the number of
batteries installed, hence the generally linear response. The slight bend in the curve has to
do with the variation in expected battery life due to the change in depth of discharge for

different battery quantities.®® In other words, the higher the battery quantity, the higher the

depth of discharge, the shorter the battery life, and the higher the monthly cost.

3 Depth of discharge and number of cycles are considered. Generic manufacturer data was used for the
equipment ratings. Maintenance and temperature are assumed to be according to specification.

39 In the formulas, battery capital investment costs are divided by battery life (in months). If for some reason,
some new technological development increased battery lifespans, the slope of the cost curve would increase
proportionally.
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The savings curve is principally driven by the difference in peak and off-peak
energy prices and the shape of the microgrid energy demand profile. For this case study
data, the savings curve always increases, yet begins to flatten out with higher quantities of
storage capacity. The reason for this is that for the first few discharging actions, savings
are realized for both reductions in demand (kW) and for transferring energy consumption
(kwWh) from peak hours to off-peak hours. As more discharging takes place, the microgrid
load curve begins to flatten. When this happens, the benefits from demand reduction are
diminished, leaving only the benefits from transferring energy consumption.

The point at which these lines cross is the break-even point for the process — the
point at which money is neither gained nor lost. The third curve (dot-dash line) is the sum
of the savings and loss curves, mapping to the right axis. Two points on this curve are
noteworthy. The peak of the curve, occurring at a battery capacity of nearly 800 kWh, is
the point of maximum revenue. The point where the curve crosses the X-axis is the break-
even point, corresponding to the intersection of the savings and loss curves.

In reality, any point on the curve may be appropriate, depending on the goals of the
grid manager. For example, if the intent of the project is to minimize emissions, net losses
might be acceptable.

The net savings are sensitive to multiple factors; battery cost, utility rate tariff, data
center demand, and grid shape profile are among these.

Battery costs have experienced considerable reductions in price [8]. Projections for
installation costs over the next seven to eight years show a drop to $230 per kWh [23].4°

This would increase the profitability of battery installation systems dramatically, allowing

40 There is enough evidence to debate projections like this.
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for larger and larger quantities to be installed, affecting business revenue, grid reliability,

and emission rates positively.
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Figure 31: Battery Cost Sensitivity. The net monthly savings are highly sensitive to the
cost of batteries. Batteries currently cost approximately $350 per kwh. The data show
that, as battery costs decrease, the profitability increases for larger installed capacities.
This could have important implications for simultaneous improvements in emissions
reduction and reliability enhancement.

Battery prices, especially if costs drift under $200/kWh, would have a significant
effect on the installation of large battery storage systems. The right side of these curves
become almost horizontal, suggesting that the size of the system is less relevant to
profitability. In other words, savings from the transfer of energy consumption (kWh) is
sufficient to justify the capital expenditure.

In the same line of thinking, achieving cost savings is dependent on utility rate

tariffs, particularly time-of-use pricing. Regions that have small differences between peak

and off-peak energy costs, will provide little incentive for investments in battery systems.
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Data center power demand also plays a role in potential for cost savings — but in a
counterintuitive way. Power to the UPS systems is likely going to be controlled by relays,
meaning that power will either be on or off and subject to the data center load and UPS
equipment ratings. This limits the charge and discharge rates to:

Maximum Charge Rate = Pyps — Pyc i, (8)

Maximum Discharge Rate = Py, 9)

There are consequences of having a large data center power demand relative to the
size of the microgrid. First, it takes more battery capacity for each discrete time interval.
Second, the peak shaving can be less cost effective because demand charge reductions are
based on the overall remaining peak load, rather than the reductions in only one, particular

time interval.
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Figure 32: Data Center Power Demand Sensitivity. This graph is somewhat
counterintuitive; in general, the larger the data center is, the more battery capacity is
required to discharge for each discrete time interval. For these curves, battery costs are
$350 per kWh. Increased capacity increases monthly costs, which can make it more
difficult to achieve payback, depending on the grid shape profile.
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Discharging for one interval is more expensive for a larger data center because more
battery capacity is required, so costs tend to offset peak-shaving benefits. For larger data
centers under this scenario, the general smoothness of the microgrid demand curve lower
overall monthly savings opportunity, but increases the battery capacity at which breakeven
occurs. For the profit-motivated, a smaller data center will be a better opportunity under
this scenario, but for a party interested in reducing emissions, larger data centers would
provide better options.

This implies that, in some ways, the smaller the data centers, the more dexterity the
microgrid would have in reducing its load. However, it is much more practical for a
microgrid manager to deal with a few large utility loads than dozens of small ones. This
would have to be balanced.

Along the same lines, the shape of the larger grid load impacts the ability of the
data center to reduce peak demand. For a variety of data center demand load profiles, the

cost savings can change significantly.
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Figure 33: Grid Profile Demand Sensitivity. In general, profiles with steep, short
duration peaks are easier to reduce than wide, flat peaks. Peaks that correspond to the
highest incentives in the rate tariff will also receive the most benefit.

Unsurprisingly, the flat curve is the worst performer, as the peak demand is the
same all day. The curve representing California’s curve fares poorly, due to the fact that
the peak demand occurs after the peak rates; in other words, the peak can be reduced, but
with little financial benefit. Both sinusoidal curves are jagged, which has to do with the
symmetry in the curves. Once a time interval is reduced on one side of the curve, the
opposite interval must also be reduced to achieve a cost-benefit from reducing the peak
demand. The steeper sine curve is more profitable because the steepness allows for the
peak to be reduced in fewer intervals than the wider curve. The sine curve with ripple is

more cost effective than the other sine curves, because the peak can be reduced in fewer

time intervals (less battery required). The ideal step curve, albeit the most unlikely profile,
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is optimal because the peak demand can be reduced by a maximum amount in only one
interval.

This sensitivity analysis shows that the microgrid shape is important, but also points
out a flaw in the rate tariffs for large commercial systems. Peak shaving is beneficial
because it reduces load on the grid during peak hours. If the customer has a flat curve or
some other unfavorable shape, why should that reduce the incentive to assist the larger
grid? A data center has the ability to reduce peak loads for the entire grid system; this
should be reflected in the billing structure so that the opportunities are properly
incentivized. A rate structure of this type would also reduce the requirement to react to
facility and microgrid load changes in real-time, making peak shaving programs more
flexible.

The amount of battery storage employed also has an effect on the emission of CO>
and other pollutants. The strategy for evaluating the effect of battery storage is similar to
reliability and cost evaluations. Generation of power in each time interval results in the
production of a fixed quantity CO2. During peak periods, CO> production is higher than
during off-peak periods due to the types of power generation used at these times [24]. The
difference in production rates is multiplied by the change in power consumption to yield a

quantity of CO reduced as a function of additional battery capacity employed.
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Figure 34: Quantity of CO2 Reduced through Supplemental Battery Capacity. The
emissions reduced by shifting peak demand to off-peak hours corresponds to the kWh of
energy shifted, which in turn corresponds to the quantity of supplemental battery installed.

Reduction of CO, Produced (Ib/year)

The capacity of the battery storage system is limited by the depth of discharge, but
this curve would eventually flatten out as the microgrid load profile became more and more
flattened. The eGrid data employed is limited to fixed values for peak and off-peak
emissions rates. During peak hours, there are probably worse times than others; likewise,
during off-peak hours. If this is the case, more fidelity in the available pollutant data would
show a slight bend to the curve — steeper for less supplemental battery storage and more
gradual as more capacity is added.

The data are also sensitive to the location of the facility. The reduction (or increase)

in emissions due to peak shaving efforts range widely.
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Figure 35: Range of CO2 Emissions Related to Location within the United States.
The dashed line shows the effect additional storage capacity has on a local microgrid in
California. Located elsewhere, the effect can range significantly, from the upper solid line
(Upstate New York) to the lower solid line (Oahu, Hawaii).

The application is that there is a measurable variation in the emissions rate based
on the location of the data center — and that the difference is significant. In most regions,
emissions, costs, and reliability statistics are all improved by the process. In the case of
the few regions where emissions increase during peak shaving, tradeoffs occur that must
be evaluated carefully.*

Several important concerns arise in the discussion of this process. These are (1)
control and security, (2) failure concerns related to operation of the UPS, (3) efficiency
concerns of the battery storage process, and (4) disposal of batteries.

e Control and security. To improve effectiveness of this process, an external means

of controlling the system should be installed. Ability to operate the input relay or

4l The effect is actually negative in the, Oahu, Hawaii and Rockies regions, yielding a counterproductive
effect. In fact, one could argue that to reduce emissions in these regions, the process could be run in reverse
— charge during peak hours and discharge during off-peak hours. The net effect would be fairly small.
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UPS input controls would be essential, as would monitoring of the battery state of
charge. This should become a part of the supervisory control and data acquisition
(SCADA) system operated by the microgrid, allowing grid operators to control the
device manually, or as part of an automatic logic program. In addition, the data
center managers should retain local, electronic overrides that should be
programmed into the building management system (BMS). There are security risks
whenever devices are connected to the internet. SCADA protocols for other
equipment on the installation would be in effect for this system as well. In other
words, this system would be exposed to the same level of risk already accepted for
other systems. Physical, manual overrides should be retained to supersede control
system failures. This is one of the intangible reasons why microgrids are preferred;
there is a natural relationship that will mitigate some of the difficulties negotiating
the control relationships.

Failure rates. The devices that are directly affected by this process are the input
power relay, the rectifier(s), the DC bus, the battery banks/components connecting
them, and the inverter(s). The input power relay, because it is a component in series
with the UPS, will reduce the reliability, but trivially.*? During the peak-shaving
process, the output load will be unaffected — power, voltage, current should be
provided as it normally would. The differences are in the rectifier and upstream

sections of the DC bus. Rather than providing a steady stream of power to the load,

42 Failure rate would be approximately 0.00628 failures per year [57]. Maximum battery life would be eight
years (less in most cases). Reliability over battery life would be on the order of 0.95. MTBF is 1,395,966.7
hours [57]. MTTR is 4.2 hours [57]. Inherent availability would then be approximately 0.999997, or 1.6
minutes of downtime per year, on average. The situation would be even further mitigated by the presence of
static or maintenance bypasses or redundant UPS infrastructure.
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the rectifier will now operate intermittently.** A lack of detail in available power
data prevents a statistical verification of the change in failure rate, but it is possible
that the failure rates would even decrease, owing to the daily periods over which
power will be switched off. There will be risk (or opportunity) in the unknown.

e Efficiency. Efficiency of the battery conversion process is generally poor. Prima
facie, it makes sense that supplemental storage capacity will increase the
inefficiency in the energy conversion process. However, significant changes may
be unlikely — and the opposite may be true. UPS efficiency is a function of system
percent load, that is, the apparent power (KVA) that passes through relative to the
rating of the unit [64]. The power passing through the inverter never changes, so a
significant portion of the efficiency loss is unchanged. During the majority of the
day, the rectifier is operating as it normally does — passing the IT power load. The
difference occurs during charging and discharging periods. When discharging, the
power passing through the rectifier will be essentially zero. Therefore, the
efficiency is irrelevant. During charging periods, the rectifier will be fully loaded,
a condition in which it operates more efficiently [64].*

e Battery disposal. This is a concern for many, especially those interested in the
effect of emissions reduction. U.S. sales of batteries (all types) is expected to be

$16.7 billion in 2015. If this procedure were fully implemented for all data centers,

43 For the example system, the rectifier, upstream side of the DC bus, batteries and components connecting
them, and the upstream power relay will charge at full capacity roughly 6 percent of the time, be switched
off for 36 percent of the time, and operate normally for 60 percent of the time.

44 Losses in the cables and due to internal battery resistance are on the order of a few percent, but occur
only for short durations each day [66, 65]. Self-discharge from the batteries occurs continuously, but only
at a rate of about one percent of capacity per week [63].
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the increase to the U.S. demand for batteries would be on the order of $210 million

or about 1.25 percent per year, all of which would be recyclable [70, 71].#

Personal Device Ancillary Services

The ability for the utility grid to use this procedure to improve grid stability and
lower risks is rooted in the confidence of the available storage capacity. Being able to
establish the potential power storage is critical to demonstrating reliability. Four types
devices meet the criteria required to participate: mobile phones, tablets and laptop
computers, and electric vehicles. Each of these has a different charging-time profile and
battery capacity, meaning that the effects should be considered separately.

For mobile phones in the California dataset, the highest daily aggregated load is a

little over 10 MW, which would be about the size of a large grid-scale battery storage plant.

4 Assumptions: one percent of U.S. power demand of roughly 300 GW for one hour of battery storage
capacity would be approximately 3 GWh of battery capacity. Current prices are around $350 per kwWh for a
total investment of nearly $1.05 billion. Batteries would need replacement every 5 years on average, bringing
the annual cost to around $200 million, or 1.25 percent of the size of the current market.
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Figure 36: Mobile Phone Power Load Profile. The bars show the approximate of power
consumed at any given point by the mobile phones in California. The 10 MW power
demand is on the order of a fairly large grid-scale battery storage plant. The total power
has been significantly reduced to account for devices that are away from chargers or are
already fully charged.

There are several positive characteristics of mobile phones as they relate to battery
charging and discharging. They are extremely abundant; at any given time during the day,
there are approximately nine million users in California charging their phones. Users
charge them at all different times of the day, which results in a very even load profile. They
are nearly constantly connected to the internet, which meets the criteria for participation.

There are a two drawbacks to the mobile phones that weigh heavily on profile.
First, the rate of charge is small, around five watts. Because of this, the large number of
users is a necessity, rather than a convenience. Second, this analysis presumes that a phone
will make a charge/discharge decision based on a regulation signal right at the moment
when the device is plugged in. It will continue with that decision until the grid
requirements change or when the predetermined power settings supersede the discharging

activity. This prevents a phone from being awake more often, expending power resources

tracking state of charge levels and searching for regulation signals when it might be in a
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fully charged state. This restriction is fairly punitive in the model, but it prevents the
protocol from causing the phones to draw more power than they might otherwise.

This rule governing phones in a fully charged state is the primary reason for the
large dip occurring in the load profile between midnight and 5:00 AM. This restriction
applies to phones and electric vehicles, because most of the time, users will operate these
devices only when they are unplugged, with electric vehicles especially, one would hope.
The model for laptop computers is sometimes free of this rule, because computers are often
used while plugged in and fully charged.

Laptop computers and tablets are represented in two groups: personal devices and
work devices. The devices themselves are similar, but the time at which they are used will
vary. For personal computers and tablets in the California dataset, the highest daily
aggregated load is approximately 190 MW, which is a substantial load, about three quarters

of a percent of the peak power consumption in California.
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Figure 37: Personal Laptop and Tablet Power Load Profile. The bars show the
approximate of power consumed at any given point by laptops and tablets in California.
The 190 MW power demand is on the order of three quarters of a percent of peak power
consumption for the state. The total power has been significantly reduced to account for
devices that are away from chargers, are fully charged and unused, or are being used for
regular office work (captured in another dataset).

The quantity of devices contributes significantly; nearly a third of adults in
California own tablets and more than half own laptops [50]. Similar profiles will likely
exist around the country, as California ranked 18" in 2013 among states in individual
household computer use [75]. The results show a similar pattern to cell phones after
midnight as the number of users working while plugged in or with a state of charge less
than 100 percent are marginal. The real benefit here is the increased power consumption.
The procedure assumes an average consumption of 60 watts, ten times higher than the
average mobile phone.

The power demand profile for laptop computers also resembles the power load

profile for the entire California grid demand. This is a useful feature, as more power battery

powered devices conveniently become available as the total demand waxes.
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For work laptops in the California dataset, the highest daily aggregated load is
approximately 180 MW, which is also substantial relative to the peak California power

consumption.
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Figure 38: Work Laptop Power Load Profile. The bars show the approximate of power
consumed at any given point by work laptops in California. The 180 MW power demand
is on the order of three quarters of a percent of peak power consumption for the state. The
total power has been significantly reduced to account for devices that are away from
chargers, are fully charged and unused, or are operated by people away from the office
(leave, meetings, lunch, etc.).

While the time period is completely different, the magnitude of the load is similar.
This profile is heavily reduced because of a variety of factors regarding behavior and
available technology [50, 77].

For electric vehicles in the California dataset, the highest daily aggregated load is

approximately 90 MW, or about a third of a percent of peak California power consumption.
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Figure 39: Electric Vehicle Power Load Profile. The bars show the approximate of
power consumed at any given point by electric vehicles in California. The 90 MW of
power demand is on the order of a third of a percent of peak power consumption for the
state. The total power has been significantly reduced to account for devices that are away
from chargers or fully charged.

The characteristic of the electric vehicle profile is the general absence of load
during the middle of the day. The reason for this is two-fold. First, electric vehicles are
used for commuting to and from work, therefore the charging during the middle of the day
will be minimal. Second, electric vehicles consume a significant amount of household
power — 60 percent more on average [74]. Many owners arrange for a time of use billing
rate tariff with the utility company. This incentivizes them to charge their vehicles during
off-peak hours, causing the shift in the load curve.

When these loads are combined the power load is impressive. The total capacity is

in the neighborhood of one percent of peak load.
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Figure 40: Combined Power Load Profile. The bars show the approximate of power
consumed at any given point by numerous types of devices in California. The 250 MW of
power demand is on the order of one percent of peak power consumption for the state. The
total power has been significantly reduced to account for a variety of factors, such as
devices that are away from chargers or those that are fully charged.

The best part is that the power is (1) large enough to have an impact, (2) widely
distributed throughout the power system, (3) fast-acting, and (4) already installed and
maintained. What remains to do is to determine the best way to use it.

Coordinating the discharging of these devices can have a significant effect on the
ability of the utility grid to regulate frequency and to provide reserve capacity. In terms of
reserve capacity, the aggregated loads would behave as a system, coordinating charging
and discharging activity through software.

Most independent system operators provide a regulation signal that instructs
suppliers of power how much power to produce. In this case, because the devices either

take power from the grid or operate on battery power, the system can only regulate power

in one direction.
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Figure 41: Combined Power Load Profile Mapped to a Sample Regulatlon Signal.
The orange line is the shape of the device power demand profile. The blue bars time
periods when the electrical grid is calling for power. In this case, the devices could
discharge to create an effective power generation up to the device capacity, on the order of
one percent of grid load.

The blue areas indicate where the regulation signal is positive, or when the grid is
calling for additional power to meet the load. The orange line is the load profile of the
combined devices. For this example, there are 63 opportunities in a 24-hour period in
which the system could discharge to assist the frequency regulation. For the sample day,

the grid is calling for power 32 percent of the time. The average duration of a discharging

event is 7.4 minutes.

86



= =
o N

Quantity of Demand Events
oo

0-2 2-4 4-6 6-8 §-10 10-12 12-14 14-16 16-18 18-20 20-22 20-24 24-26 26-28 28-30
Minutes

Figure 42: Power Demand Duration Histogram. The length of time that the grid
requires supplemental power varies. For the 63 events in the regulation signal sample-day,
the average battery discharge duration was 7.4 minutes. Because of the operating
requirements for the different device types, each device would only participate in a fraction
of these daily events.

It should be reiterated that although the grid would require that the aggregated
group of devices participate in these events for their duration, individual devices can,
should, and are expected to operate within predefined rules, which may exclude them from
participation from all or part of an event. The point is that the group participate. Even if
large numbers of devices are excluded by operational rules, the sheer number of remaining
devices can still bring hundreds of megawatts to bear on grid requirements, depending on
the time of day. All of the power calculations reflect this.

Important concerns are raised for this process as well. They are (1) grid security,
(2) detriments to battery life, (3) battery disposal, (4) possible incentives and (5) creation
of charging/discharging resonance.

e Grid security. The introduction of potentially millions of personal IT devices into

the management of the grid initiates questions of security of the grid, and rightly
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so. Protecting the operation of the national grid is of paramount importance,
especially as people seek to exploit vulnerabilities. For this protocol, the devices
would be monitoring a regulation signal sent by system operators and modifying
their behavior accordingly. This is a standard practice for other power producers
participating in frequency regulation services. Neither the grid nor the individual
devices are controlled by the other.

Battery Life. Initiating a protocol that discharges batteries could have an effect on
battery life. Lithium batteries are often rated between 1,000 and 2,000 cycles at a
particular depth of discharge [63, 87, 98]. Unnecessary discharging of batteries —
however small — contributes to the loss of life of such devices.*® In a cell phone,
for example, discharges would be short-duration occurring multiple times per day
— say eight minutes and around three times per day (64 events per day required by
the regulation signal times five percent chance of being available to participate). If
this is the case, the device would experience about 24 watt-minutes of discharge
per day. In one month this would be about 12 watt-hours, or roughly one cycle.
Over a two-year period, the device would experience about 24 cycles, or roughly
two percent battery degradation. Limits for frequency, duration, and depth of
discharge could be set by the user, or operated as a part of a default setting.*’
Battery Disposal. The shortening of battery life likely has some effect on the

quantity of batteries consumed each year, but less than a proportional increase. In

46 Mobile devices often sum cycles, referencing the depth of discharge. For example, discharging to 30
percent and recharging to 100 percent, then discharging to 70 percent and recharging to 100 percent would
count as one cycle.

47 Some manufacturers have identified that battery degradation occurs both at low and high states of charge,
installing software to reduce the maximum state of charge [87]. This protocol would have the effect of
reducing the state of charge, and if these manufactures are right, improve battery life, rather than reduce it.
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the worst case, if every cell phone were replaced because of battery degradation,
we would expect these to occur roughly 24 cycles sooner, or a two percent increase
in the rate of consumption of new batteries. However, Americans, for example,
replace their cell phones on average every 21.7 months — and for a variety of
reasons, only one of which is battery failure* [79, 80]. This means that the rate of
increase in battery degradation-related cell phone replacements should be reduced
by all of the other reasons for replacement (damage, failures, desire for newest
technologies, etc.). While it is difficult to say exactly what this number is, it should
be much less than two percent.

e Incentives. Incentivizing device owners will likely be important to the acceptance
of the system; these incentives could come in many forms (1) pure altruism, (2) a
useful and elegant power management software tool, (3) waiving energy-use taxes
imposed by federal, state, or local governments, or (4) direct reimbursement. The
value of each of these depends largely on the location and user requirements.

e Resonance. Because the protocol is set up to discharge on command and charge
by default, it is possible to create a resonance as the discharging is discontinued. In
other words, the grid calls for power and the batteries begin to support the personal
devices, effectively reducing the load on the grid. The grid event is over and now
all of the devices begin charging at once. This causes a reaction in the grid to call
for more power reduction and the batteries kick in again to take the loads offline —
and so on. The best way to remove this possibility is to dampen the system by

slowly bringing the personal devices back to a charging state. This could be

48 Many of these battery failures are inherent to the battery design, rather than being related to battery
degradation.
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signaled by the grid through the generation of a special signal the devices would
recognize, or there could be a timing function built into the software algorithms in
the individual devices. Half of the devices might begin charging 30 seconds late
for odd numbered months and the other half for even numbered months, for

example.

Future Projections

The presented data represent the potential of existing battery systems to affect grid
performance, such as they are now. However, as each type of device is increasing in
prevalence, it makes sense to project the effect that these devices — and perhaps other
devices — might have on future power systems.

There is a major caveat here; the projections that follow presume something about
the future growth of such devices. These presumptions are rooted in existing data patterns
or are based on the predictions others have made for the different types of devices. Though
care is taken to make reasonable assumptions about growth, the results are far from
guaranteed. In other words, proceed with caution.

To understand the impact that these types of systems might have, the relative
growth of each should be analyzed. This includes the studied devices — mobile phones,
computers, electric vehicles, data centers — and also projections about the growth of the
electric grid itself. In addition, it may be important to consider other emerging devices.
This allows for comparison of the quantity of battery storage available relative to the

demand of the larger grid.
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By the year 2020, the Advanced Research Projects Agency for Energy (ARPA-E)
expects approximately five percent growth in electrical power demand for California for
nighttime hours [4]. However, during daylight hours, it expects dramatic reductions on the

order of 33 percent as a result of offsetting production of energy from solar resources [4].
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Figure 43: Anticipated Change in Callfornia Daily Power Demand [4]. The Advanced
Research Projects Agency for Energy (ARPA-E) expects modest growth in overall power
demand for the State of California through 2020 [4]. However, demand during daylight
hours is expected to drop due to a continued influx of solar energy sources.

The energy storage capacity from personal devices should also increase as a
function of the growth in prevalence of the individual devices.

e Growth trends for mobile phones indicate that by 2020, they will be nearly universal [93].

Though data show that in many countries multiple mobile device accounts per person is

the norm*, this model takes a conservative approach, limiting the total number of devices

to the California population, which is expected to be 41.7 million in 2020 [99, 100].

49 Russia has 1.8 times the number of active accounts as population and Brazil has 1.2 times as many [100].
While a person might use only one device at a time, they certainly might charge both at the same time. A
presumption for multiple devices might be reasonable in that case, but for conservative purposes, this model
limits the available power.
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e Trends for laptop computers are increasing only slightly, but tablets are increasing
dramatically [93]. By 2020, there will likely be more than one for every person in
California. Again this is presumed to be limited to the number of people in California,
though it is possible for multiple devices to be owned and charged simultaneously.

e Projections for electric vehicles vary significantly (and it seems that each day’s news
changes those projections). Tracking the electric vehicle registrations through the last five
years and taking a linear fit to the growth pattern puts the total number of electric vehicles
at around 150,000 by 2020 [55, 101, 102].

e The data for workplace computers is based on information from the 2010 U.S. census.
While we might take growth in teleworking as a proxy for growth of laptops in the
workplace, more data points would make a more statistically defensible claim. This model
presumes that the growth in laptops will only track the population growth.

Assembling all of the data as before, but with the 2020 growth factors in place, the

new profile increases for all time increments — as expected. More devices lead to more

battery capacity and power consumption, with a greater impact to the grid.
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Figure 44: 2020 Projected Combined Power Load Profile. The bars show the
approximate power consumed at any given point in 2020 by numerous types of devices in
California. The 350 MW of power demand is on the order of two percent of peak power
consumption for the state. The total power has been significantly reduced to account for a
variety of factors, such as devices that are away from chargers or are fully charged.

The new load profile must be compared to the projected grid load profile to
determine the net impact. A ratio of personal device power to total grid power indicates

the relative influence for each time interval.
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Figure 45: 2013 and 2020 Power Demand Impact Ratio. The data show the
approximate power consumed by the numerous devices as a percentage of total grid
demand for the State of California. The 2020 impact ranges from approximately 0.5
percent during off-peak hours to around 2.5 percent during peak hours. The dashed line
indicates the ARPA-E NODES target.

In this case, the 2020 device demand as a percentage of grid load is greater than the
2013 data at each time interval, suggesting that this power management capability will
become more relevant than it already is. It is important to note that the data in the model
represent known devices; it is difficult to speculate what devices might be available to
participate in 2020 and beyond, but the impact could be transformative.

Combining the effect of personal devices with that of data centers shows the impact
that these existing sources can have on the grid. Based on the 2013 data, the total impact

of devices supported by existing battery storage systems is on the order of two percent of

grid demand.
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Figure 46: 2013 Data Center and Personal Device Combined Load Profile. The bars
show the approximate power consumed at any given point in 2013 by data centers and
personal devices in California. The 450 MW of power demand is on the order of two
percent of peak power consumption for the state.

The impact of all of these devices can be significant, especially as these systems
continue to grow faster than the grid power demand. The 2020 data show that for existing
battery storage devices, the combined power demand could be on the order of three percent

of total utility power demand.
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Figure 47: 2020 Data Center and Personal Device Combined Load Profile. The bars
show the approximate power consumed at any given point in 2020 by data centers and
personal devices in California. The 600 MW of power demand is on the order of three
percent of peak power consumption for the state.

The approximate battery load at each time interval is also a significant fraction of

the grid load in each interval.
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Figure 48: 2013 and 2020 Data Center and Personal Device Power Demand Impact
Ratio. The data show the approximate power consumed by data centers and personal
devices as a percentage of total grid demand for the State of California. The 2020 impact
ranges from approximately two percent during off-peak hours to around five percent during

peak hours.
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As before, the expected rate of growth of data center capacity outpaces the expected
growth of total grid power demand, yielding a higher potential impact on the operation of

the power system.

Scaling Factors for the United States Grid

The data represent a significant opportunity for the California utility grid; extending
this analysis to the larger U.S. utility grid is important, if only to understand the level of
impact that these devices might have on total battery storage capacity. This calculation is
somewhat academic. There are interconnections between the power systems supplying the
independent system operator regions in North America, but to presume that, for example,
battery storage systems in California significantly impact power loads in New York, is a
bit of a stretch. This analysis approximates the total power available through mobile
phone, laptop and tablet computer, electric vehicle, and data center systems to the total
power demand in the United States.

There are several effects which must be considered to scale the California dataset
to the larger United States grid. Each device is considered independently to evaluate any
unique effects.

e Data Centers. In general, data center power consumption is similar in the United

States as it is in California. In each, data centers consume roughly two percent of

the total electricity consumption (one percent of which is on battery power®®) [92].

%0 The analysis reflects a power usage effectiveness of 2.0, meaning that the power demand on battery (UPS)
systems will be half of the total demand, or one percent of total electricity consumption.
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e Mobile Phones. In 2013, 92 percent of Californian adults have mobile phones,
compared to 91 percent across the United States [75]. The average power is
reduced by this ratio and then increased by the population difference between the
United States and California (315.8 million to 35.7 million) [103].

e Laptop and Tablet Computers. In 2013, 89.8 percent of Californians have home
access to computers versus 88.4 percent of those in the United States [75]. This
ratio has been used as a proxy for the difference in ownership of laptops and tablets,
then scaled by the population difference.

e Work Laptop Computers. Because data for the difference in work laptops from
state to state is limited, only the ratio of relative populations is applied.

e Electric Vehicles. In 2013, California had 34 percent of the electric vehicles in the
United States [102]. Rather than using population in this case, the ratio of electric
vehicles in the United States to those in California is applied.

In addition to population and per capita device energy use, scaling the data across
the United States requires compensation for the four major time zones. Generally, this has
to do with population differences; as the data is scaled, it must be done proportionally to
the power drawn in each time zone. For example, large quantities of available battery
storage at 1:00 PM eastern time, could affect the grid in the central time zone, but one hour
earlier. Time zone populations are as follows: Eastern — 47 percent, Central — 33 percent,
Mountain — 5 percent, Pacific — 14 percent, and Alaska/Hawaii — 1 percent [108].

In the case of electric vehicles, because California, Oregon, and Washington have

such large quantities of electric vehicles, 50 percent of the power drawn from this source
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is calculated as a part of the Pacific time zone. The remaining vehicles are divided

according to population.
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Figure 49: 2013 United States Data Center and Personal Device Combined Load
Profile. The bars show the approximate power consumed at any given point in 2013 by
data centers and personal devices in the United States. The 5,000 MW of power demand
is on the order of 1.5 percent of peak power consumption.

To calculate the impact of data centers and personal devices on the larger U.S. grid,

the load profile must be known.
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Figure 50: 2013 and 2020 United States Power Demand. The data show the power

demand in the United States in 2013 and the anticipated power demand in the United States

in 2020 [104].
power demand at each time interval.
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Figure 51: 2013 and 2020 United States Data Center and Personal Device Power
Demand Impact Ratio. The data show the approximate power consumed by data centers
and personal devices as a percentage of total grid demand for the United States. The 2020

impact is relatively flat throughout the day.
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The impact ratio is greater in California than the remainder of the United States.
This has much to do with the energy use per capita for Californians. Californians consumed
nearly 200 million BTU per capita in 2013, ranking 48™ in the United States. The median
state in the United States consumed nearly 300 million BTU per capita [104]. California
also anticipates a huge mid-day reduction of demand due to solar power installation; this

causes a rise in the impact ratio that is larger than the rest of the United States.
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Chapter 5 — Recommendations and Conclusions

The application of data center and personal device battery storage systems has the
potential to provide significant support to the electric grid, on the order of about 1.5 percent
of peak load. In magnitude, this would be the equivalent of more than two Hoover Dams
to the power supply in the United States — a surprisingly large amount from the aggregation
of small devices and data center systems.

In data centers, the advantages are compelling: consistent power demand, pre-
installed power electronic equipment, banks of battery storage, and favorable relationships
with microgrids and large campuses. This protocol provides a means of making use of the
datacenter equipment to provide benefits to the larger grid, but also to provide benefits to
the data center itself. This symbiosis improves grid and data center reliability, energy costs,
and reduces emissions caused by normal data center operation.

The data show that a single typical data center installed on a microgrid could
simultaneously achieve a four-year payback period, reduce loss of load probability on the
grid by half a percent, and reduce CO2 emissions by hundreds of pounds per year. As a

bonus, the data center itself would enjoy a doubling of back-up battery reserve capacity,
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increasing its resilience to power outages. Results are customizable; users can opt to
maximize a particular variable or operate at a break-even point to improve performance
without a cost penalty, for example.

The power demand of these systems has been steadily increasing despite the best
effort of many to reduce their impact. Technological improvements have been vast in
information technology, green energy, building management — but the demand for data
processing and storage has been insatiable. This is particularly true for the U.S.
government, which has struggled for many years now trying to find ways to reduce total
consumption. As this process is specifically geared toward microgrids, many government
entities would be prime candidates.

There are several caveats to the procedure. The most important of these is the
interaction between data center and microgrid managers. The objectives and expectations
of each should be clearly identified. These systems should also be cautiously analyzed,;
the data show that reliability, profitability, and emissions are all highly sensitive to the
profile of the microgrid power demand curve, the geographic location, the size of the data
center, the electricity costs, and especially the quantity of supplemental batteries installed.

When implementing this procedure, a logical place to start is with military
installations. The relative size of the data centers, the number of microgrids, the
relationships between grid managers and data center managers, and the need for reliability,
emissions reduction, and cost reduction all drive the process. The interest in improving
energy use is both a political and a tactical goal for the military.

One additional recommendation that comes from this process is that independent

system operators, power pools, state governments, et cetera should adjust their rate tariffs
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to reward onsite power production regardless of the size of the peak load. It makes sense
to provide incentives to organizations when they reduce large peak loads, but an
organization with a flat demand curve — like a data center — has little incentive to reduce
load during peak hours, even though the effect on the larger grid would be the same.
Because data centers consume such large amounts of power and have onsite battery
capacity and power generation, they are the most logical customers to ask for peak shaving
assistance, yet they are the least incentivized to do so.

Personal devices — mobile phones, computers, electric vehicles, and the like — have
a very interesting opportunity to contribute to the power management of the grid. The
advantages are many. The total power supply is fast-acting and significant; the data show
that the potential for power demand reduction is on the order of one percent of utility grid
load. Because these devices are themselves loads, it makes sense that they track the utility
grid demand profile, increasing and decreasing in magnitude as the grid load rises and falls.

Mobile phones have the smallest total demand of all the aggregated devices in
California, conservatively reaching a peak of around 11 MW; however, this load is fairly
stable throughout the day and growing rapidly. Personal phones and tablets are the largest
contributors, reaching a peak of approximately 193 MW in the evening. Work computers
have a similar magnitude, reaching 174 MW, but concentrated during the middle of the
day. Electric vehicles fall in the middle at around 90 MW of power demand in the middle
of the night, but they are poised to make the greatest gains as the market continues to mature
into 2020 and beyond.

These personal battery storage devices have another major advantage over other

types of energy storage systems — they are ideally distributed. Where a grid-level energy
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storage system must make use of the power distribution network to push power to loads,
battery storage on personal devices are always co-located with the devices, meaning that
the additional transmission and distribution losses are effectively zero.

The increase in prevalence of such devices has been amazing in the last two decades
and the growth projections point optimistically toward increased capacity. In fact, the
power consumed by personal devices is projected to grow faster than total power consumed
by the grid. Though it varies throughout the day, the data show that by 2020, the ratio of
available personal device power capacity to the United States grid power demand increases
by approximately 30 percent from 2013 levels —and by 50 percent in California. Electronic
devices have become smarter and more portable, leading to increases in candidacy for this

type of grid support.

Grid Battery Storage Systems

= Data Centers and Personal Devices

United States Battery Storage Capacity (MW)
Figure 52: 2013 and 2020 Relative Impact of United States Battery Storage Systems
[1]. Projected data center and personal device energy is significantly greater than deployed
grid-scale battery storage systems. Even presuming continuation of utility battery storage
system growth through 2020, the potential supply of data centers and personal devices far
outpaces traditional battery sources.
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Even if only a small fraction — say ten percent — of data centers and personal devices
were to participate across the United States, the impact could double existing capacity of
battery storage systems.

The opportunity is present, but the challenges are serious. Coordination may be the
biggest obstacle. We claim that this is predominantly a software solution — and it is — but
there are social effects for the willingness of participants and interactions with utility grid
managers that must be navigated with care. There is a sales pitch to be made, one which
is only partially a matter of engineering and data.

These challenges direct future work. One of the biggest unanswered questions is
how to encourage participation. There are financial, operational, and altruistic benefits,
but exactly how strong these will be is a function of many factors: location, rate tariff, type
of equipment, et cetera. It would seem that special rate tariffs are in order for both data
centers and for personal devices. As it is, neither the traditional large commercial facility
rate structure for data centers, nor traditional residential billing schemes for personal
devices provide sufficient incentive for device owners to make use of the substantial and
available power capacity they operate.

A special rate tariff for data centers might cause colocation of data centers and
battery storage systems, a transformative change for the operation of data centers and utility
grid battery storage systems. This would affect reliability for the grid and the data centers,
reduce emissions and battery disposal, and improve revenues by sharing costs.

Universal time-of-use billing for residential loads would also incentivize better
management of charging and discharging activity. This is especially true when coupled

with a battery power management software that could make charging and discharging
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decisions based on the rate structure, state of charge, desired user settings, and a regulation
signal. This software would be somewhat effective when downloaded as an independent
application, but even more so as a seamless integration into standard operating systems.

Another element for future study is to attempt to quantify some of the underlying
statistics. These include availability, response times, and accuracy/control to name a few.
These are better analyzed in a test environment; development of protocols through practice
would improve performance over time.

The results of these efforts are really positive — maybe even surprisingly positive.
Microgrid managers have everything to gain: increased reliability for the grid and all of the
tenants it supports, cost savings from better power management, and emissions reductions
to meet environmental targets or increase revenues through carbon credits. Data centers
themselves stand to gain increased resilience through additional battery capacity.
Regulation of frequency through management and control of grid demand creates more
reliable power infrastructure.

It is easy to underestimate the effect communication technology has on our daily
lives, and by extension, the power system that drives it. In the last 20 years, the battery
storage technology behind these growing systems has been slowly creating opportunities,
which are only now becoming significant enough to have a measurable impact.
Implementing strategies to harness these benefits now will create a medium through which

we can continue to draw on them as they continue to grow and change.
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