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Abstract of Praxis 

Modern retail supply chains face complexity in operations with thousands of 

Stock Keeping Unit (SKU), volatile demand and multi echelon distribution networks. In 

this setup, conventional rule based policies perform poorly and resulting in costly stock 

outs or overstocking. This study develops a scalable, competition aware, cooperation 

enabled, multi agent reinforcement learning system for real world inventory management. 

This study integrates Graph Neural Networks (GNNs) with attention based 

message passing to enable inter agent communication and coordination across multiple 

echelons. Using parameter sharing, policy learning is generalized among similar SKUs to 

stabilize training. It supports both actor-critic and value-based learning paradigms. 

Capacity constraints are added directly into the reward structure to penalize overflow and 

ensure balanced utilization across different echelons. A structured coordination 

mechanism synchronizes replenishment decisions through relational representations of 

demand, supply and lead time dynamics. 

The approach was evaluated based on the multi-agent benchmark for inventory 

management (MABIM) (X. Yang et al., 2023) and a simulated national retail chain. The 

results indicated improvements in profit and model convergence. These findings advance 

reinforcement learning based supply chain optimization in large scale dynamic 

environments. 
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Chapter 1—Introduction 

1.1 Background 

Retailers frequently encounter inventory management challenges that lead to 

stockouts, resulting in an average annual sales loss of 3.8% in the United States. These 

challenges are driven by unpredictable demand, multi-echelon distribution networks, and 

limited storage capacity, and they directly affect both revenue and service levels.  

Traditional rule based replenishment policies like Base-stock and (s, S) 

approaches lack adaptability to dynamic market conditions. The (s, S) policy is a 

periodic-review inventory control rule also known as a min–max system. When the 

inventory position falls to or below s, an order is placed to raise the stock level up to S. 

The base-stock policy is a continuous review rule in which inventory is replenished back 

to a fixed target level whenever it is consumed. This provides a simple benchmark for 

multi-echelon replenishment. They fail to coordinate effectively across multiple echelons.  

Reinforcement learning (RL) offers a data driven framework capable of 

optimizing sequential decisions under uncertainty. RL also demonstrated superior 

performance compared to classical heuristics. However, scaling RL to systems with 

hundreds or thousands of stock keeping units (SKUs) introduces a significant multi-agent 

coordination problem. When agents act independently, they are blind to system level 

dynamics. This leads to a globally suboptimal outcomes. So, central challenge is to 

develop an architecture that enables agents to learn a shared understanding of their 

environment. This study proposes that by modeling the supply chain as a graph, GNN can 
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serve as a powerful communication mechanism. This should allow agents to learn a truly 

coordinated and adaptive replenishment policy. 

1.2 Research Motivation 

Traditional policies such as rule based policies often faces challenges in adapting 

to a volatile demand and limited warehouse capacities. Due to these rigid traditional 

policies, retailers experience stockouts and overstock issues, thereby reducing their 

profits and service levels. However, the multi-agent RL approach adapts and offers 

support for dynamic decision-making; however, it struggles with determining the agent's 

replenishment actions, which are part of the global outcome. To overcome these issues, 

multiple approaches have come into existence. One of them is adopting a value-

decomposition approach such as Q-transformation for cooperative multi-agent 

reinforcement learning (QTRAN) which could solve the problem discussed above by 

using a centralized mixer. Other talks about using actor-critic architecture such as Multi 

Agent Proximal Policy Optimization (MAPPO) and define an on-policy to drive 

replenishment actions. Both approaches have its own pros and cons as discussed in multi-

agent benchmark for inventory management (MABIM) benchmarks (X. Yang et al., 

2023). There are studies talking for GNNs with attention networks, which have shown 

that they can scale to multiple or even thousands of agents by learning policies based on 

the underlying structure of a system (Jiang et al., 2018). There is no proper research 

combining best of these worlds, which is what motivates this study to build a hybrid 

architecture using GNN with attention networks for learned communication at an agentic 

level and pair it with either a centralized value-based mixer such as QTRAN for credit 
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assignment structured at the system level or an on-policy actor-critic method like 

MAPPO for coordinated policy learning.  

1.3 Problem Statement 

Retail supply chains lose nearly 3.8% of revenue annually due to stockouts, and 

this challenge is amplified when managing thousands of SKUs, constrained storage 

capacity, and limited coordination across multiple echelons (Kang & Gershwin, 2005). 

Traditional policies can maintain local inventory stability but often struggle under 

volatile demand and fail to maximize system-wide profitability. 

Modern multi-agent reinforcement learning (MARL) methods offer a promising 

data-driven alternative (Zhang et al., 2021). However, they often encounter situations in 

which independent agents fail to learn effective cooperative strategies. As every agent 

acts based on its local information, it is blind to system level dynamics. This leads to a 

globally suboptimal outcomes such as collective overstocking or cascading stockouts. 

This creates a critical research gap for a scalable MARL framework that can explicitly 

model inter-agent dependencies. Research should also solve the credit assignment 

problem in a complex and constrained environment. This research emphasizes the need 

for a hybrid architecture that helps MARL to learn a coordinated replenishment policy. It 

helps in closing the gap between traditional heuristics and the enormous demand for large 

scale modern retail operations. 

1.4 Thesis Statement 

Integrating graph-based attention into multi-agent reinforcement learning yields more 

cooperative and scalable inventory decisions than IPPO+Base-stock and QTRAN+Base-

stock across complex multi-echelon supply chain systems. 
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1.5 Research Objectives 

The objectives of this research are as follows: 

1. To develop and evaluate a GMAPPO+ to quantify the performance 

improvement of learned communication over a baseline of independent 

agents (IPPO) in a complex multi-echelon inventory system. 

2. To design and validate a hybrid architecture (GNN+QTRAN) that 

combines a GNN agent with a value-based mixer. Should demonstrate its 

ability to solve the credit assignment problem more effectively than a 

standard QTRAN baseline. 

3. To assess the robustness and scalability of GNN-based architectures by 

evaluating the performance of all models in a larger more capacity-

constrained environment than previous phases. This should test the 

hypothesis that GNN is essential for solving realistic and large scale 

problems. 

1.6 Research Questions (RQs) and Hypotheses 

This research is guided by three central questions. Each with a corresponding 

hypothesis to systematically evaluate the impact of GNNs on MARL for inventory 

management. 

(1) Research question (RQ) 1: In a multi-agent actor-critic setting, does an agent with 

a GNN for learned communication (GMAPPO+) outperform a baseline of 

independent agents (IPPO)? 
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(2) RQ 2: In a multi-agent value-based setting, does the synergy of a GNN agent and 

a value-decomposition mixer (GNN+QTRAN) lead to a more profitable policy 

than a baseline using simple, non-communicating agents? 

(3) RQ 3: How does the performance advantage of GNN-based architectures change 

as the scale and complexity of the operational environment increase? 

 

 

(1) Hypothesis 1: A GNN-based actor-critic agent (GMAPPO+) learns a coordinated 

policy that is significantly more profitable than a baseline of independent agents 

(IPPO) with Base-stock in complex multi-agent inventory systems. 

(2) Hypothesis 2: The synergy of a GNN agent for communication with a QTRAN 

learner for credit assignment unlocks a superior, state-of-the-art policy that 

converges faster and to a higher final profit than a standard QTRAN with Base-

stock baseline. 

(3) Hypothesis 3: The performance advantage of GNN-based models over their non-

GNN counterparts widens as the system's complexity and constraints increase. 

1.7 Scope of Research 

This study developed and evaluated GNN-based multi-agent RL architectures for 

large scale multi-echelon inventory management. It simulates realistic retail supply chain 

conditions with hundreds of SKUs, constrained storage capacity and nonstationary 

demand. The scope of this work is defined by the following key investigations: 

(1) GNN enhanced actor-critic architecture: The first phase of this research focused 

on actor-critic architecture. It involved the development and training of a GNN-
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based PPO agent (GMAPPO+) and compare against a top-performing 

independent agent baseline (IPPO+Base-stock). It quantifies the value of learned 

communication. 

(2) GNN-enhanced value-based methods: The second phase deals with value-based 

approach. This included the implementation and validation of a hybrid 

architecture (GNN+QTRAN) that combines the GNN agent with a value 

decomposition mixer. Its performance was benchmarked against the top-

performing hybrid QTRAN+Base-stock architecture. 

(3) Scalability and robustness analysis: The final phase of this research assessed the 

scalability and robustness of GNN based architectures. This involved evaluating 

all four models (IPPO, GMAPPO+, QTRAN+Base-stock and GNN+QTRAN) in 

a more complex supply chain environment than previous phases. 

Total profit and training stability were the main criteria used to validate 

performance of each experiment. Interpretability approaches hold promise for future 

research, but they are outside the scope of this study. This research focuses on proving 

the stability and performance of the suggested structures. 

1.8 Research Limitations 

This research has several limitations that can be considered for future work: 

(1) Environment simulation: This study was conducted within the MABIM 

environment. While this has a realistic simulation, it does not include real world 

complexities such as product perishability and variable supplier lead times. With 

such an environmental simulation, performance of proposed models may 

experience different results. 
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(2) Requirement of a graph structure: The GNN-based models heavily rely on a 

predefined graph that represents supply chain relationships. While this research 

used a known upstream or downstream structure but applying this framework to a 

new environment would generally require domain expertise to define these 

relationships. The performance is contingent on the quality of the input graph. 

(3) Generalization to different topologies: In this study, the scalability hypothesis 

tested the performance on different scales. However, further research is needed to 

assess the model's adaptability and performance on different supply chain 

structures such as those with many-to-many distribution relationships. 

(4) Computational cost of GNNs: The GNN is the core of the proposed agent's 

superior performance. However, it introduces significant computational overhead. 

Training GNN-based models requires significant graphics processing unit (GPU) 

resources and longer runtimes compared to simpler baseline agents. This 

computational cost could be a bottleneck in retraining the models at a high 

frequency in a real world setting. 
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1.9 Organization of the Praxis 

This study is organized as follows: 

1. First chapter presents the background, research motivation, problem 

statement, thesis statement, objectives, RQs, hypotheses, scope, 

limitations and organization. 

2. Second chapter reviews prior work on inventory management, operations 

research methods and MARL. It specifically reviews the literature on 

actor-critic (PPO) and value-based (QTRAN) algorithms and GNNs for 

relational learning. It also provides insights into hybrid architectures 

involving communication based agents and value decomposition methods. 

3. Third chapter describes the experimental framework, including the MARL 

baselines (IPPO+Base-stock and QTRAN+Base-stock). It introduces 

GNN-enhanced architectures (GMAPPO+ and GNN+QTRAN). It also 

details the GNN agent's design and the integration of both PPO and 

QTRAN learners into the MABIM setup. 

4. Fourth chapter reports the valuation of the research hypotheses. It presents 

a comparative analysis of the GNN-enhanced models against their 

respective baselines on profitability and learning stability. 

5. Fifth chapter summarizes the research contributions. It discusses the 

practical limitations of the GNN-based framework for large-scale retail 

supply chains. Outlines the limitations of the study and proposes 

opportunities for future research.  
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Chapter 2—Literature Review 

This chapter presents multiple sections to present the background of the 

underlying inventory management problem in the domain and to discuss possible 

solutions. 

2.1 Introduction 

Inventory management is a highly important task of any retail company. 

Inefficient management leads to either excess or highly limited stocks that affect profits 

(Kang & Gershwin, 2005). Traditional approaches, such as Base-stock and (s, S), are well 

received because of how simple they are to understand and follow (Silver, 1981). 

However, these classical approaches are not insulated against the complexity and 

unpredictability of the current supply chain model (Sanchez-Ruiz et al., 2018). A sudden 

increase or decrease in customer demand could occur and a problem exists related to not 

having ample storage space for the inventory and complicated product flows through 

several locations. These problems have led researchers to explore RL and multi-agent 

systems (MASs) to improve overall inventory management (Hernandez-Leal et al., 

2019). 

Single-agent RL gained popularity because it was capable of effectively learning 

replenishment policies by directly interacting with dynamic environments and auto-

adjusting its inventory management decisions (Khirwar et al., 2023). Yet it has the issue 

of working with many products and locations. Its assumption that environments are 

stagnant is challenged when multiple independent learning agents are involved, as each 

of them has its own perspective, causing it to be unpredictable. This drawback led to the 

innovation of MARL, in which each echelon of a supply chain, such as a warehouse or 
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store, has its own policy. To keep decisions aligned, many MARL methods include a 

central critic or use message passing among agents (Yu et al., 2022). This centralized 

training with decentralized execution (CTDE) paradigm has become a standard approach 

for tackling the multi-agent credit assignment problem. 

Even after all this, scaling RLs to thousands of products is a tedious task. Tools 

such as MABIM have shown that top MARL algorithms, such as IPPO and QTRAN, can 

become unstable and require significant computing power when used on a large scale. 

This is mainly because of how their architecture is designed, as they do not account for 

how agents affect or depend on one another. With rising adoptions of GNNs and Graph 

Attention Networks (GAT), limitations in IPPO and QTRAN can be addressed by 

treating the supply chain as a graph and allowing agents to learn how to communicate 

based on how they are linked in the network's structure. These findings build the 

understanding of the importance of new MARL approaches that are scalable, can 

consequently handle large systems and are competitively aware and cooperative agents. 

The rest of this literature review includes traditional inventory models, RL methods, 

multi-agent systems, MARL algorithms, ways agents communicate and studies on 

scalability to help find the best approach for current retail supply chains. 

2.2 Classical Inventory Management Approaches 

Few researchers treated inventory as a steady-state optimization problem. A study 

(Arrow et al., 1951) demonstrated that when demand stays constant, following a simple 

order-up-to rule reduces the total cost. They also later demonstrated that even when 

demand is not constant, a similar approach called (s, S) policy works well. A study (Clark 

& Scarf, 1960) applied this idea to serial multi-echelon networks and showed that 
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echelon base stock levels stay optimal under convex costs, which later laid the 

groundwork for more advanced multitier analysis. 

These initial models were built on three fundamental concepts: holding costs (for 

storing extra inventory), ordering costs (for placing new orders) and shortage costs (for 

failing to meet customer demand). The main purpose of these policies is to find a balance 

that minimizes these total costs over time. Although later models allowed demand to be 

unpredictable, they still assumed that it followed a known and stable pattern. These 

analytical rules commonly used in retail practice today, as they only need a few inputs 

and there are clear rules for setting safety stock levels. However, these rules strongly rely 

on a few assumptions such as demand must be constant, delivery times must be fixed, 

and storage space must be unlimited. These assumptions are highly fragile and can cause 

disturbed system dynamics. For instance, when each part of the supply chain makes 

decisions independently without considering the larger picture, it can lead to disturbances 

in demand further up the chain, which is called the bullwhip effect (Chen et al., 2000). 

When supply or storage capacity is tight, classical reorder or base-stock rules often break 

down, especially under demand surges. Prior studies show this in finite-capacity 

production models (Federgruen & Zipkin, 1986), two-level lot-sizing with inventory 

bound and multi-stage systems where monotonic policies fail under constraints. 

To capture richer limits, few researchers switched to mathematical programming. 

Estrada-Garcia et al. created a multi-objective mixed-integer model that reduced holding, 

shortage and lateness costs after a disruption. Their tests on a 50-node network showed 

cost savings above 20%, as opposed to heuristics. However, these models required long 

runtimes, showing that they were better suited for offline planning (Estrada-Garcia et al., 
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2023). Analytical rules remain useful for fast planning, optimization models offer 

accuracy but with the burden of using more computational power (Burgos & Ivanov, 

2021). This trade-off between speed and accuracy drives the need for adaptive, learning-

based policies, which are covered in the following sections. 

2.3 Distributed and Multi-agent Decision-Making in Supply Chains 

Classical inventory models assume that a single planner sees all the information 

and pulls every lever. Real supply chains rarely work this way. Each tier that includes the 

factory, central warehouse, regional depot and store only holds local data and acts on its 

own incentives. This decentralization creates significant challenges for coordination. 

Laboratory studies (Oroojlooyjadid et al., 2022) using the beer game showed that this 

autonomy, when paired with delayed or noisy signals, produces large-order swings and 

chronic stockouts. In these simulations, actors try to optimize their local inventory and 

collectively create system wide instability. Follow-up work linked the same “bullwhip” 

pattern to real retail data. It provided an evidence that limited visibility, batching and 

price promotions amplify demand variance. 

Few researchers have started using MAS to understand the impact of local 

decisions. In these simulations, every node was an independent agent that observed local 

states, exchanged messages and placed orders. This strategy provided a more realistic 

view of how decentralized supply chains operates. Each node has its own goals and data. 

Early models provided better service by responding quickly to local changes than 

centralized systems. However, overall performance suffered when agents act selfishly 

without coordination. Few researchers added simple ways for agents to negotiate and 

share inventory signals. This helped to reduce total inventory and order fluctuations. 
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However, these methods rely on manually designed rules. They can be risky and require 

extensive supply chain knowledge to build. 

RL introduces adaptability to this setting. Few researchers work on deep MARL 

has allowed each node to learn its own policy while sharing gradients during training. 

This provided an opportunities for agents to discover complex, adaptive coordination 

strategies automatically, overcoming fixed rules to implement policies that could adapt to 

nonstationary market dynamics (Dehaybe et al., 2024). Further, experiments on simulated 

logistics networks showed that using a decentralized actor with a central critic helps 

lower overflow and shortage costs compared to fixed rules, even when demand is 

nonstationary (Omidshafiei et al., 2017). These findings help point to the potential of 

learned coordination; however, they also reveal new challenges: reward design, handling 

communication overhead and scalability when the agent numbers reach the thousands. 

2.4 Reinforcement Learning (RL) for Inventory Control 

RL treats replenishment as a sequential decision problem in which the agent 

observes stock, demand and lead time and receives a reward that reflects holding, 

shortage and ordering costs. Few researchers work used tabular Q-learning on single-

product cases and outperformed the classical (s, S) rule when demand was highly 

variable. Few researchers have replaced tables with deep networks so that the agent can 

process rich state information, such as promotions and seasonality. Gijsbrechts et al. 

showed that a Deep Q-Network trained on historical retail data raised profit by 10% 

compared with a tuned base-stock policy and needed no manual retuning when demand 

variance changed (Gijsbrechts et al., 2022). In addition, Boute et al. (2022) provided a 

design roadmap and warned that hyperparameter search often dominates training cost; 
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they suggested the use of replay-buffer sampling and target-network updates that respect 

the sparse reward structure of inventory tasks. 

Policy gradient methods provide smoother updates and support continuous action. 

A study (Nomura et al., 2025) combined proximal policy optimization (PPO) with order 

size regularization for perishable goods and achieved 15% less waste at the same service 

level. In fact, distributional RL models the entire cost distribution rather than only the 

mean. Few researchers applied a distributional actor-critic algorithm to a multi-echelon 

network and reduced both the expected shortage cost and tail risk relative to the best 

mixed-integer plan. 

A significant challenge in applying RL to real-world problems is the design of the 

action space itself. Directing an agent to output a continuous quantity (e.g., an exact 

number of units to order) creates an infinitely large action space, which can be difficult to 

explore and slow convergence. To address this, researchers have explored parameterized 

action spaces in which the agent learns to select high-level parameters that control a 

lower-level, often heuristic, policy (Hausknecht & Stone, 2016). This hybrid approach 

constrains the learning problem to a more manageable space while retaining the benefits 

of a continuous and nuanced control policy, effectively combining the domain knowledge 

embedded in heuristics with the adaptive power of RL. 

However, handling nonstationary demand is still a hurdle. Dehaybe et al. (2024) 

tackled this by restarting a deep agent whenever demand drift exceeded a threshold; the 

approach maintained dynamic costs within 5% of an oracle that knew the future demand 

path. Further, sample efficiency is another issue because every gradient step needs a full 

demand trajectory. Recent work on model-based RL built a differentiable simulator of the 
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inventory dynamics and back-propagated it, cutting sample use by half but at the cost of 

heavier computation (Madeka et al., 2022). 

These results demonstrated that RL could beat static rules and even large Mixed-

integer programming (MIP) models in realistic settings. However, they also confirmed 

the need for architectures that generalize across many products, lead times and demand 

regimes. The following section reviews how MARL tackles this scalability problem. 

Beyond these results, a few foundational studies have also shown how RL behaves in 

classic supply chain testbeds. In the decentralized beer game, a Deep Q-Network agent 

achieved near-optimal replenishment when paired with rational partners and substantially 

outperformed the base-stock behavior when other stages behaved non-optimally. This 

works as evidence that learned policies can be robust to behavioral noise both upstream 

and downstream (Oroojlooyjadid et al., 2022). Further, a second design lever is the 

hybrid or parameterized action space: rather than predicting the exact order quantity 

directly, the agent selects a discrete policy template (e.g., Base-stock with the safety 

factor) and then fine-tunes its continuous parameters. This reduces the exploration burden 

while preserving the RL literature on parameterized actions (Hausknecht & Stone, 2016). 

Moreover, risk aware objectives are gaining popularity. Distributional RL and 

related constrained formulations explicitly model around cost and service outcomes, 

enabling policies that cap stockout risk or CVaR while keeping operating cost low—an 

appealing property for service-level agreements and perishable flows (Bellemare et al., 

2017). On the sample-efficiency front, model-based approaches build differentiable 

simulators of stochastic demand and lead times to back-propagate through inventory 

dynamics. This halves the data needs in some settings and offers a practical path for 
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offline training on historical traces (Madeka et al., 2022). Finally, moving from single-

SKU cases to networked, multi-echelon settings, few researchers have reported that deep 

RL can generalize across divergent topologies (linear, divergent and general networks) 

when state representations capture cross-node coupling, pointing at architectures that 

scale to thousands of items and mixed lead-time regimes. 

2.5 Multi-agent Reinforcement Learning (MARL) – Centralized Training with 

Decentralized Execution (CTDE) and Value-Based Multi-agent Reinforcement 

Learning (MARL) 

Classical single-agent RL ignores the fact that real supply chains involve many 

decision-makers whose actions affect each other. MARL places one learning agent at 

each node and allows them to train together. The most common training style is CTDE. 

During training, every agent can read a global state or share gradients through a central 

critic. At runtime, each agent acts from its own observation, which keeps the system 

scalable and private. 

A study (Lowe et al., 2017) early work introduced an actor-critic algorithm that 

gives each agent its own policy but shares a critic that sees all observations; the method, 

called multi-agent deep deterministic policy gradient (MADDPG), handled both 

cooperation and competition in simulated robot games. Value decomposition progressed 

differently. A study (Rashid et al., 2020) proposed Q-learning with monotonic mixing 

(QMIX), which factors a joint Q value in monotone per-agent terms and learns strong 

coordination on StarCraft skirmishes. Son et al. (2019) later removed the monotonic 

restriction with QTRAN and improved the final reward on the same benchmark although 

at a higher compute cost. The primary challenge addressed by these CTDE architectures 
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involves multi-agent credit assignment specifically determining how to distribute a team-

level reward among individual agents. The centralized critic provides a learning signal 

that helps each agent's actor understand how its actions contributed to the global 

outcome, mitigating the noise that would arise from purely independent learning. 

Complementing QMIX and QTRAN, value decomposition traces back to value-

decomposition networks (VDNs), which represent the joint Q as a sum of per-agent 

utilities which is often a strong and simple warm start that clarifies when decentralized 

greedy actions remain consistent with the team optimum. In practice, the empirical 

development and removal of these methods were driven by the StarCraft Multi-agent 

Challenge (SMAC), in which partially observed micromanagement tasks stress 

coordinated exploration and credit assignment (Samvelyan et al., 2019). SMAC's 

standardized maps, training or validation protocol and reporting conventions (e.g., win-

rate curves across difficulty tiers) helped establish reproducibility baselines, which are 

now common in cooperative MARL and are directly relevant to the inventory networks 

in which agents act locally, yet they optimize a global reward (Sunehag et al., 2018). 

2.6 MARL and Proximal Policy Optimization (PPO) Variants 

PPO became popular because of its simple trust region update. A study (Yu et al., 

2022) showed that even vanilla single-agent PPO, when extended with a central critic and 

parameter sharing, performs on par with or outperforms specialized algorithms on many 

cooperative tasks; they named the variant multi-agent proximal policy optimization 

(MAPPO). IPPO, in which each agent learns without a shared critic, trains faster but 

often converge with uncoordinated behavior when rewards are sparse. A study provided 

(Papoudakis et al., 2021) a broad comparison across 20 cooperative environments and 
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confirmed that MAPPO offers the best balance of stability, sample efficiency and final 

score. 

Despite these successes, supply chain settings add two extra hurdles. First, 

thousands of agents push GPU memory beyond what MAPPO was tested on. Second, 

capacity limits create competition among agents even when rewards are nominally 

shared. The following section reviews how communication in MARL happens and shares 

credits. 

In practice, scaling MAPPO-style CTDE to hundreds or thousands of nodes 

pushes the limits of the memory and wall clock. Two families of techniques help with 

this issue. First, parameter sharing reduces policy weights across homogeneous agents to 

cut memory and speed learning; crucially, adding an agent ID or role indicator restores 

policy diversity under shared weights and has formal convergence guarantees in 

heterogeneous observation or action spaces (J. K. Terry et al., 2020). A study (Kim & 

Sung, 2023) demonstrated that recent variants prune or reduces shared networks to 

further improve the throughput at scale. Second, trust-region MARL extends PPO or 

Trust region policy optimization (TRPO) with multi-agent advantage decompositions and 

sequential updates, yielding theoretical improvement guarantees for heterogeneous teams 

(Heterogeneous-agent trust region policy optimization [HATRPO] or Heterogeneous-

agent PPO[HAPPO]). A study (Kuba et al., 2022) demonstrated above approaches 

become strong drop-in upgrades when MAPPO destabilizes under mixed lead times or 

asymmetric roles. For credit assignment under sparse, team-level rewards that are 

common in inventories in which costs are realized over long horizons, Counterfactual 

multi-agent policy gradients (COMA) baseline remains a canonical centralized-critic 
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design and Shared experience actor-critic (SEAC) shows that sharing trajectories across 

agents materially boosts exploration efficiency. Both (COMA and SEAC) have provided 

an evidence to be useful precursors or complements to MAPPO in cooperative settings 

(Foerster et al., 2018). Taken together, these directions suggest a pragmatic recipe for 

supply chains with MAPPO+ selective parameter sharing for capacity, add agent 

indication or pruning for heterogeneity and scale and adopt trust-region or counterfactual 

critics to stabilize learning when reward signals are delayed or entangled across echelons. 

Beyond generic parameter sharing, selective parameter sharing partitions agents 

into clusters that benefit from sharing. Simultaneously, others are left with separate 

weights; this preserves heterogeneity without sacrificing throughput and has shown 

consistent wins over “share-all” or “share-none” baselines in cooperative suites. For 

domains such as inventory control, in which many agents are role homogeneous (e.g., 

similar stores and SKUs) but experience different local signals, selective sharing and 

agent-ID or role features offer a practical balance of capacity and specialization. 

Historically, early studies on parameter-shared policy gradients established strong 

performance and sample-efficiency gains in cooperative tasks, motivating today's 

MAPPO or IPPO implementations (Gupta et al., 2017). Together, these approaches make 

PPO-style CTDE viable at the thousands-of-agents scale, which is common in supply 

chains; they do so while retaining coordination quality under sparse rewards. 

2.7 Communication in MARL 

Local observations alone seldom give each agent enough context to act well in a 

large supply chain. Explicit communication allows agents to share demand, stock and 

lead-time signals so that their individual policies stay aligned. The first differentiable 
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channel, CommNet, simply averaged hidden states from every agent at each step and 

back-propagated through the whole message pass (Sukhbaatar et al., 2016). This dense 

broadcast lifted team reward in small grid worlds; however, it scales poorly because 

every extra agent adds a full vector to the shared pool. 

Few researchers added an attention gate that allows each sender to decide what to 

say and their model cuts unusable chatter and sped convergence on cooperative 

navigation games. It was further pushed with ATOC. Each agent first queries an attention 

unit to decide if talking is useful and then forms a temporary group in which messages 

are pooled only inside that cluster. ATOC improved the final score by 10% while sending 

40% fewer messages on predator prey tasks (Jiang et al., 2018). 

Communication is even harder when some agents compete for storage space. 

Singh et al. (2018) introduced IC3Net, which adds a binary gate driven by individual 

rewards so that an agent can opt out of sharing if its local goal conflicts with the team's 

objective. This gate helps the network hold the service level in mixed cooperative–

competitive StarCraft scenarios. Few researchers demonstrated multi-agent graph-

attention communication (MAGIC) learns not only when to speak but also whom to 

address. A graph attention scheduler builds a sparse communication graph that routes 

each message to the most relevant partners. On the benchmark, MAGIC boosted team 

reward by 10% and reduced the total bytes sent by 27%, showing promise for bandwidth-

constrained retail networks. 

Beyond gating and clustering, targeted messaging and learned topology further 

cut bandwidth while preserving coordination. Targeted multi-agent communication 

(TarMAC) trains agents to decide what to say and whom to address, learning recipient-
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specific keys so that messages are routed only to useful peers. This consistently improves 

success under partial observability while reducing chatter and is also an attractive 

property for stores that only need to alert upstream warehouses or the nearest cross-docks 

(Das et al., 2019). More recently, MAGIC began combining a scheduler with graph 

attention message processing to induce sparse, directed communication graphs. On 

Traffic Junction, it raised team rewards and lowered total bytes, illustrating a practical 

way to implement explicit message budgets in bandwidth-limited retail networks. Finally, 

theory and benchmarks on expressive communication show that rich but sparse channels 

can match centralized performance in cooperative tasks, guiding design choices for 

supply-chain agents (Morris et al., 2022). 

In conclusion, these studies agree on two lessons. First, a full broadcast is simple 

but wasteful once agent counts rise. Second, gating and learned attention give large gains 

in both reward and bandwidth. The supply chain setting can exploit these insights by 

letting stores broadcast only when local stockouts loom and by routing messages mainly 

to the upstream warehouse, which can react the fastest. The following section reviews 

how competition is handled in a limited space. 

2.8 Competition for Shared Capacity and Constrained RL 

A single warehouse has fixed space. If many store agents raise orders at once, the 

inventory may exceed this limit and trigger back orders or rush freight. Few researchers 

model the warehouse as a constrained resource and embed that limit inside the learning 

loop. This problem falls under the broad research area of constrained reinforcement 

learning (CRL), in which an agent aims to maximize a reward function while 
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simultaneously satisfying a set of environmental or safety constraints. A common 

approach in CRL is to augment the reward signal with penalties for constraint violations. 

Beyond simple penalty shaping, capacity limits can be handled more reliably by 

casting the problem as a constrained Markov decision process (MDP) and optimizing it 

with Lagrangian or trust-region methods. Constrained policy optimization (CPO) 

enforces near-feasible policies throughout training via a surrogate objective with 

constraint back-offs, thereby reducing oscillations common in ad hoc penalties (Achiam 

et al., 2017). Reward-constrained policy optimization (RCPO) updates a Lagrange 

multiplier on a slower time scale, allowing the agent to automatically tune the penalty 

weight rather than relying on manual schedules (Tessler et al., 2019). For tail-risk control 

(e.g., limiting stockout bursts), CVaR-based objectives and risk-constrained policy 

gradients offer principled ways to cap extreme outcomes, complementing average-cost 

formulations (Tamar et al., 2015). Finally, Lyapunov-based safe RL provides feasibility 

guarantees during learning, which are valuable when violating capacity incurs real 

operational costs (Chow et al., 2018). 

(1) Capacity in the state: Sultana et al. (2020) included current free pallets in every 

observation. An actor-critic algorithm then learns to throttle orders when space is 

scarce and lowers overflow events by about 20% in a three-store testbed. 

(2) Soft penalties: Eisenach et al. (2024) added a smooth quadratic cost once the total 

stock passed a 90% capacity. The term was differentiable; therefore, the gradients 

flowed smoothly, and the shortage cost dropped by 15% on a 50-SKU dataset. 

This technique, known as reward shaping, must be applied carefully to avoid 

reward hacking by which an agent finds a loophole to minimize the penalty 
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without learning the desired behavior. Adaptive penalty schedules, in which the 

weight of the penalty term increases during training, can help mitigate this by 

allowing exploration before enforcing strict adherence to constraints. 

(3) Mean-field critic: A study (Y. Yang et al., 2018) treated each agent as interacting 

with the mean peer order. Their results demonstrate critic converged and trained 

stably, with 1,000 store agents sharing one buffer. 

(4) Congestion view: Cooperative MARL by Heidari et al. framed slot allocation as a 

congestion game; deep Q-learning cut the picker travel distance by 12% at a high-

density warehouse (Khirwar et al., 2023). 

These results support three design choices in the defined framework: exposing 

residual capacity in the state vector, adding a smooth overflow penalty to the reward and 

applying a mean-field critic for tractability when thousands of SKUs compete for space. 

2.9 Scalability and Benchmark Suites 

Large retail chains hold thousands of SKUs. A practical agent must learn fast, 

integrate GPU memory and stay stable when the agent count grows. Early multi-agent 

tasks, such as Predator-Prey problem, use fewer than 20 agents, so many algorithms look 

good there but fail at scale. Few researchers have built large test beds to expose this 

weakness. Further, standardized platforms and large-population simulators are key to 

stress-testing MARL at realistic scales. PettingZoo provides a unified Application 

Programming Interface(API); therefore, the results are comparable across many 

environments, reducing code variance as agent counts rise (J. Terry et al., 2021) . For 

population scaling, MAgent demonstrates hundreds to millions of agents on a single GPU 

via network sharing and ID embedding; this is useful when evaluating load-sensitive 
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design choices, such as shared critics and mean-field updates (Zheng et al., 2018). GPU-

native simulators, such as WarpDrive, further cut wall-clock time by running simulation 

and learning end-to-end on the GPU, enabling rapid sweeps over clip ratios, batch sizes 

and sharing schemes under thousands of concurrent agents. For generalization under 

scale, Melting Pot offers greater than 80 substrates and hundreds of held-out test 

scenarios that uncover coordination failures not visible from training curves, 

complementing supply chain-specific suites, such as MABIM. 

Moreover, parameter sharing is the first tool in multi agent communication. All 

store agents use one actor network and one critic but obtain different ID vectors as input. 

Christianos et al. (2021) showed that shared weights cut memory and keep policy 

gradients smooth when agent numbers rise above 500. 

Graph parameterized policies surpass this. Jiang et al. encoded each SKU node 

with its demand features and reused the same network across the graph. This design 

generalized to unseen SKUs and supported the online addition of new items (Y. Yang et 

al., 2018). This approach leveraged the power of GNNs, which were specifically 

designed to perform learning on graph-structured data (Kipf & Welling, 2017). By 

propagating and aggregating information along the edges of the graph, GNNs allow an 

agent to develop a rich, context-aware representation of its environment that explicitly 

accounts for its relationships with other agents, making them a natural fit for modeling 

supply chain networks. 

Further, mean-field critics remove the joint action explosion. (Y. Yang et al., 

2018) demonstrated convergence when each agent reacted to the empirical action 
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distribution of peers instead of reacting to each peer alone. Training stayed stable with 

1,000 agents on a single GPU. 

MABIM bundles these ideas into a supply chain simulator with two echelons and 

up to 2,000 SKUs. Standard baselines, such as IPPO and QTRAN, crash or exhaust 

memory at such a size, while mean-field PPO remains stable (X. Yang et al., 2023). 

The studies confirm that parameter sharing, graph encoders and mean-field critics 

are necessary to scale learning to real warehouse sizes, matching the approach proposed 

in Chapter 1. 

2.10 Graph Neural Networks (GNNs) 

Supply chains are naturally graphs: stores, Distribution centers (DCs) and carriers 

are nodes, while transport, capacity and information links are edges. GNNs exploit this 

structure by propagating (“message passing”) demand, stock and lead-time signals along 

edges, letting each agent embed local state and relational context before choosing an 

action. Canonical GNNs, such as Graph convolutional networks (GCN), provide efficient 

neighborhood aggregation and scale linearly at the edges, which is attractive for large 

SKU  and location graphs (Kipf & Welling, 2017). The more general message-passing 

neural network (MPNN) view unifies many variants and clarifies how updates combine 

messages and node states, which are useful lenses when designing multi-echelon 

encoders (Gilmer et al., 2017). For inductive generalization (adding new SKUs or 

locations unseen in training), GraphSAGE learns aggregation functions that transfer to 

unseen nodes, supporting rolling assortment changes (Hamilton et al., 2017). From a 

theoretical standpoint, Graph isomorphism network (GIN) characterizes the expressive 

power of GNNs (tied to the Weisfeiler–Lehman test), guiding choices when subtle 
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structural distinctions matter (e.g., parallel inbound lanes as opposed to single-lane 

docks) (Xu et al., 2019). 

In MARL, graph encoders connect to CTDE pipelines in two ways: through (i) 

policy or value encoders that turn per-agent observations and neighbor summaries into 

actions or advantages and (ii) graph mixers that factorize team value functions while 

performing structured credit assignment (e.g., GraphMIX uses a mixing GNN with 

attention over agent relations) (Naderializadeh et al., 2020). GNN-based critics also 

enable implicit communication messages flow through the encoder even when explicit 

comms are rate limited and help stability at thousand-agent scales (Du et al., 2025). 

Finally, the relational inductive bias of graph networks improves sample efficiency and 

interpretability (edge weights or aggregation reveal which upstream nodes matter), 

aligning with operational needs in retail networks (Battaglia et al., 2018). 

2.11 Attention Network (GAT) 

While vanilla GNNs treat neighbor information uniformly, graph attention (GAT) 

networks allow each agent to weigh neighbors dynamically, learning sparse, directed 

influence patterns that are ideal when only a few upstream partners (e.g., a primary DC or 

cross-dock) truly matter. GAT replaces fixed aggregations with masked self-attention 

over local neighborhoods, improving performance and avoiding expensive spectral 

operations (Veličković et al., 2017). In MARL, attention naturally doubles as learned 

communication routing: agents emphasize high-utility peers while down-weighting noisy 

ones, giving the benefits of communication without full broadcast. Early graph-

convolutional RL demonstrated this by using multi-head attention as the convolution 

kernel, yielding stronger cooperation on dynamic interaction graphs. 
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Building on above, GAT-style mixers and actor-critics factorize value or policy 

across agents with attention over relations, improving coordination and explicit credit 

assignment (e.g., GraphMIX and MAGNet) (Naderializadeh et al., 2020). Recent 

hierarchical graph-attention actor-critic models further stack attention at multiple levels 

(local groups to global constraints), a pattern that mirrors the store to region, region to 

DC hierarchies and can capture capacity spillovers. Practically, GAT layers offer three 

wins for supply chains:  

(1) Bandwidth awareness: Attention induces sparsity, lowering communication or 

computation. 

(2) Heterogeneity: Role or edge-type features steer attention to the right counterpart 

(perishables as opposed to general merchandise). 

(3) Adaptability: Ability to adjust its operations and strategies to respond effectively 

to changing conditions such as fluctuations in lead times, supply chain congestion 

networks and marketing promotions. 

Together, GAT provides a principled way to couple communication, credit 

assignment and control in large, dynamic retail graphs (Battaglia et al., 2018). 

2.12 Advanced Training Strategies for Complex Environments 

Beyond architectural choices, the strategy used to train agents is critical for 

success in complex domains, such as inventory management. Training a complex MARL 

system on a difficult task from scratch can be unstable and inefficient. To address this 

issue, few researchers have developed several advanced training methodologies. 

One such technique is curriculum learning, in which the agent is initially trained 

on a simplified version of the task and the complexity is gradually increased as the 
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agent's performance improves. For inventory management, starting with a small number 

of SKUs and stable demand is a good choice. Then, progressively adding more SKUs, 

demand volatility and tighter capacity constraints. This approach helps stabilize the 

learning process and prevents the agent from being overwhelmed by the full complexity 

of the problem. 

A study (Schaul et al., 2015) introduced a  key strategy prioritized experience 

replay (PER) for improving learning efficiency. Standard experience replays samples of 

past transitions uniformly from a memory buffer. PER prioritizes sampling transitions in 

which the agent's expectation was highly incorrect (high temporal difference error). By 

replaying these experiences more frequently, agent can learn more efficiently from its 

most significant mistakes. In an inventory context, this means that the agent focuses its 

learning on rare but critical events like stockouts. These training strategies often help core 

RL algorithm in achieving better performance in large scale real world applications. 

2.13 Summary of Literature and Research Gaps 

The literature provides insights into static, analytical inventory vs adaptive and 

learning based systems. Single agent RL has demonstrated effective for isolated 

optimization tasks. However, interconnected and competitive nature of modern supply 

chains necessitates a multi-agent approach. Current state-of-the-art MARL methods face 

significant challenges in scalability, coordination and handling resource constraints. 

Techniques such as parameter sharing and mean field approximations have begun to 

address scalability. Attention based communication improves coordination. A unified 

framework that integrates these advances for a complex multi echelon capacity 

constrained inventory management remains an open area of research. This study aims to 
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fill this gap by developing a framework that explicitly models the supply chain's graph 

structure. This study adds competition for shared capacity directly into the learning 

objective. It uses advanced training to ensure stable and efficient learning at a scale 

relevant to real world retail operations. 
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Chapter 3—Methodology 

3.1 Introduction 

Based on the literature review, applying MARL to a supply chain of any realistic 

size is difficult. As established by benchmarks such as MABIM (X. Yang et al., 2023), 

standard algorithms often fail to scale effectively. They suffer from the curse of 

dimensionality. As the number of agents increases and constrains capacity, they seem to 

be lacking ability to effectively solve the credit assignment problem and agent 

coordination (Busoniu et al., 2008). For example, an agent representing a warehouse 

often lacks visibility into a potential stockout at the retail node that it supplies. This leads 

to globally inefficient decisions resulting in significant training instability. It will 

converge to suboptimal policies. 

This study revisited the agent architecture. It chose to explicitly model the supply 

chain topology as an interconnected graph. This approach introduces GNNs, a class of 

models designed for graph structured data (Kipf & Welling, 2017). GNNs utilize a 

message passing scheme between nodes. It allows an agent policy to rely on the 

aggregated state information of its neighbors. This learned communication protocol is 

key to achieving cooperative behavior across the system. 

As illustrated in Figure 3-1, the overall methodology follows a five-stage 

workflow encompassing Problem Identification & Motivation, Dataset Selection & 

Preprocessing, Model Architecture Design, Model Development & Evaluation and 

Results Interpretation & Research Outcome. Each stage defines What, why and how 

elements that guide the experimental design. 
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To test this hypothesis, this experiment needed to validate the approach across 

different classes of MARL algorithms. It ensured that the GNN architecture was robust 

and that any observed benefits were global and not limited to an artifact of a specific 

algorithmic framework. It was designed using these two fundamentally different 

architectures: 

(1) GMAPPO+, an on-policy actor-critic method based on MAPPO (Yu et al., 2022). 

(2) GNN+QTRAN, an off-policy value-based method based on QTRAN (Son et al., 

2019). 

If the approach offers superior performance in both experiments, shows a strong 

evidence that the performance gains were the result of the GNN architecture itself. 
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Figure 3-1: High-Level Graphical Model of the Methodology 

3.2 Dataset Selection 

Selecting the right simulation environment is a critical step in validation of the 

proposed GNN based agents. This study needed a benchmark that captures the 

complexities of a real world supply chain. Also, should provide a significant challenge 

for multi agent coordination. With a detailed literature review, MABIM environment was 

selected (X. Yang et al., 2023). It is one of the few benchmarks designed specifically to 

test MARL algorithms on large scale multi echelon inventory problems. This aligns 

perfectly with the project’s research goals. Using a standardized benchmark framework 
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such as MABIM (X. Yang et al., 2023)  ensures that the findings are reproducible and 

can be directly compared with existing and future state-of-the-art models. 

The MABIM environment simulates a three-echelon supply-chain network with 

stochastic daily consumer demand and variable lead times for replenishment. Shared 

resources such as warehouse capacity introduce competition among agents and encourage 

the development of cooperative policies. This setup inherently reflects challenges of 

scalability, coordination, and competition offering a robust environment for evaluating 

GNN-based agents. 

The master dataset used in this research contains 2,778 SKUs across multiple 

retail locations, each representing the weekly replenishment and inventory behavior of a 

store–distribution-center pair. For scalability analysis, subsets of 50, 200, 500, and 1,000 

SKUs were sampled to evaluate how model performance varies with network size. Key 

fields include on-hand inventory (oh_qty), replenishment quantity (receiving_qty), 

forecasted demand (sales_forecast_sum_end_of_coverage_period), lead-time duration 

(total_lt_dur_mins), and distribution-center availability (raw_dc_oh_qty). 

Each record follows a three-echelon structure(store à regional DC à supplier) 

consistent with classical formulations in multi-echelon inventory theory. The dataset 

feeds the MABIM (Multi-Agent Benchmark for Inventory Management) simulator, which 

models stochastic demand, variable lead times, and shared warehouse capacity 

constraints that create competition among agents. This setup enables testing of multi-

agent coordination strategies under realistic supply-chain conditions. Detailed 

configuration parameters for experiments such as GNN+QTRAN and GMAPPO+ (e.g., 

batch_size = 16, gamma = 0.985, buffer_size = 200, lr = 4.5 × 10⁻⁵) are included. 
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3.3 Data Preprocessing 

The preprocessing pipeline for this study was defined to ingest, structure and 

normalize real world datasets. A key feature of MABIM is its data, which are built on 

actual retail data. It provides a high quality simulation environment for developing robust 

and applicable MARL agents. This involves loading configuration files, corresponding 

static and dynamic datasets. Loaded files are transformed into a format suitable for 

research experiments. The following subsections outline the detailed stages of the 

preprocessing pipeline. 

3.3.1 Data Structure 

The data architecture of the MABIM is structured with configuration files (.yml) 

found under “ReplenishmentEnv/config/” and real-world data files (.csv) available under 

“ReplenishmentEnv/data/”. The configuration files include the static parameters and 

topology of a given supply chain environment. Real-world data files provide the 

authentic time-series data that drives the simulation dynamics. 

3.3.1.1 Configuration Files (config/*.yml) 

These YAML files contain experimental scenarios that discuss data files to load 

and set the core economic and physical parameters of the supply chain network. The file-

naming convention (e.g., sku200.3_stores.standard.yml) denotes the scale and specific 

challenge being tested. 
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Table 3-1: Structure of MABIM Scenario Configuration Files 

Parameter 
Group 

Key 
Attributes Description 

Environment 
Settings 

name, duration, 
num_of_store 
and 
num_of_sku 

This defines the scenario name, episode length 
and the scale of the network. 

Cost 
Parameters 

backlog_ratio, 
holding_cost 
and order_cost 

This sets the unit costs for inventory 
management actions. 

Network 
Topology 

warehouse_list, 
store_list and 
sku_list 

This specifies the paths to the Comma-separated 
values (CSV) files containing detailed facility 
and product data. 

Warehouse 
Parameters 

capacity, 
init_stock and 
if_capacity 

This defines the physical constraints of 
warehouse nodes. 

 

3.3.1.2 Raw Data Files (data/**/*.csv) 

These files contain the real world data used to drive the simulation. They were 

sourced from a retail partner as stated in the MABIM research paper. The “/data” 

directory is structured by a scenario. It contains the specific files referenced in the 

configuration. 

(1) SKU information (sku_list.csv) is the master file that contains details of all 

products in the scenario. It includes each product unique SKU code, unit volume 

and base procurement cost. This information helps identify products accurately 

and ensures consistency across different datasets. 

Table 3-2: Data Structure of the Stock-Keeping Unit (SKU) Information File 

Column Data Type Example Description 

SKU Categorical sku_0 Unique product 
identifier 

Volume Float 0.01 Physical volume 
per unit 

unit_cost Float 10.5 Base procurement 
cost 
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(2) Facility information (*.info.csv) defines key static properties of each echelon. It 

includes the echelons unique name, upstream source and its total storage capacity. 

This information helps to understand how inventory flow and capacity 

management in given supply chain environment. 

Table 3-3: Data Structure of Facility Information Files 

Column Data Type Example Description 

Name Categorical store_1 Unique facility 
identifier 

Upstream Categorical store_2 Parent node for 
replenishment 

Capacity Integer 5000 Storage capacity of 
the facility 

 

(3) Time-series data files capture the dynamic changes observed in real world. They 

include historical records of consumer demand, variable lead times and selling 

prices for each SKU and store. This information forms the foundation for 

simulating real world supply chain behavior. 

Table 3-4: Data Structure of Time-Series Data Files 

File Type Columns Description 

demand.csv date, SKU, store and 
demand 

This is the real historical 
consumer demand data for 
each SKU at each retail 
store and the primary 
driver of the simulation. 

vlt.csv date, SKU, store and vlt 

This is the historical 
variable lead time (VLT) 
for each SKU–store 
combination. 

selling_price.csv date, SKU, store and price 
The historical retail price 
for each SKU-store 
combination. 
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3.3.2 Exploratory Data Analysis (EDA) 

An exploratory data analysis (EDA) was performed on the real world time series 

data within the “ReplenishmentEnv/data/” directory. The primary goal was to understand 

the statistical properties of the key variables that the agents encountered. The time series 

plots of the demand.CSV data were generated to identify underlying patterns of trends, 

seasonality and volatility. Histograms of the variable lead times (VLTs) from “vlt.csv” 

were created to analyze the distribution of replenishment lead times. This analysis of the 

real data helped validate the complexity of the environment and drive feature engineering 

accordingly. Feature engineering included setting appropriate lookback windows for 

historical demand features. 

3.3.3 Data Cleaning and Filtering 

The real-world data provided within the MABIM were preprocessed and tuned for 

the simulation environment. The datasets were complete and well structured. There were 

no missing values or formatting errors that were often present in raw operational data. So, 

the preprocessing pipeline for this research did not require any further data cleaning or 

filtering steps. All data loaded from the MABIM repository CSV files were considered 

clean. 

3.3.4 Categorical Data Encoding 

Categorical identifiers such as sku_id and facility_id, were transformed into a 

numerical format suitable for neural network models. One hot encoding was used. Each 

unique ID was converted into a sparse binary vector. This technique helped prevent the 

model from inferring a false and misleading relationship between distinct entities. For 

instance, store2 was numerically greater than store1. 
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3.3.5 Data Standardization 

As part of the agent’s observation, there were a few numerical features such as 

on-hand inventory and historical demand. They could exist on vastly different scales. All 

numerical features were normalized using min-max scaling. This rescaled each feature to 

a consistent range of [0,1]. This normalization was a critical step that prevented features 

with larger magnitudes from wrongly influencing the learning process. 

3.3.6 Data Splitting into Training and Testing Datasets 

The separation between training and testing was managed at the scenario level 

using MABIM configuration files. A specific set of YAML files that pointed to the 

historical data contained details about how to split time series data between training, 

validation and test datasets. Validation data were used for hyperparameter tuning. Test 

data were reserved exclusively for evaluation at an interval of 50,000 timesteps 

throughout the training period (~5M timesteps). These test configurations introduced new 

challenges that are not seen during training. For example, reduced capacity or altered 

demand patterns. This allows for a better assessment of the learned policies 

generalization. 

3.3.7 Data Balancing 

In this RL context, data balancing is not about resampling a static dataset; 

however, it is about learning effectively from the complete distribution of states 

encountered in the environment. The off-policy GNN+QTRAN algorithm addresses this 

problem through an experience replay buffer. This buffer stores a large history of 

transitions (state, action, reward and next states). By sampling mini batches uniformly 

from this buffer, the agent learns from both common and rare events (e.g., a sudden 
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stockout) multiple times. This helps stabilize the learning process and prevents the policy 

from becoming greedy’. 

3.3.8 Feature Selection 

All relevant state variables provided under the MABIM environment in the agents 

observation vector are included, avoiding automated feature selection. This approach is 

based on the goal of satisfying the Markov property, which requires the current state to 

have all the information necessary for optimal decision-making. By providing complete 

state representation, the agents have maximum visibility in their local environment. This 

enables them to learn more complex and optimal policies without losing information that 

can happen with feature reduction. 

3.4 Model Architecture 

This section provides the technical details of the MARL models developed and 

evaluated in this study. It begins by establishing architectural foundations and limitations 

of the two baseline models, IPPO+Base-stock and QTRAN+Base-stock. MABIM paper 

identifies them as state-of-the-art models in actor-critic and value-based approaches. The 

subsequent section introduces GNN-based architectures. These proposed models are 

specifically designed to use the learned communication protocol as part of the agents 

structure. This should overcome scalability, coordination and competition challenges 

faced by the baselines. 

3.4.1 Baseline Architectures 

Before introducing GNN-based architectures, it is necessary to establish the 

performance of strong state-of-the-art MARL baselines. These baselines are critical for 
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assessing the results and quantifying the specific contributions of the GNN. This research 

evaluates two distinct and influential methods of MARL algorithms: 

(1) Actor-critic methods 

(2) Value-based methods 

For each family, a powerful baseline was selected based on its strong performance 

in the MABIM paper and its widespread use in the MARL research community. 

3.4.1.1 IPPO with Base-stock Policy on the Lower Echelon 

Figure 3-2 illustrates the decentralized nature of the IPPO agent, which processes local 

observations through its own actor and critic networks to make independent 

replenishment decisions. The first baseline is IPPO+Base-stock, an actor-critic model 

based on the IPPO. As illustrated in Figure 3-1, in this framework, each of the N agents 

learns its own policy (actor) and value function (critic) independently. The agents process 

their local observations through a simple RNN-based architecture (n_rnn) and select 

actions with no explicit coordination. This decentralized execution is a common 

approach. However, as demonstrated by (X. Yang et al., 2023) it struggles with the multi-

echelon coordination problem, as agents cannot form a reasonable global strategy. 

The IPPO Value Loss, which measures the squared error between the predicted value and 

the temporal-difference target, is defined in Equation 3-1. 

IPPO Value Loss:  

!L!""#$ # = 	 (V(s%) −	y%)& (Equation 3-1) 

where V(st) represent value-function estimate, yt denotes temporal-difference target for 

state st. 
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The policy gradient update, which optimizes the parameters of the policy network based 

on the advantage estimate, is expressed in Equation 3-2. 

IPPO Policy Gradient Update:  

!∇'J(θ)# = 	E[∇'logπ'( a% ∣∣ s% )A%] (Equation 3-2) 

where At denotes the advantage estimate and πθ is the policy network. 

 

Figure 3-2: Architectural Overview of the IPPO+Base-stock Baseline Model 

3.4.1.2 QTRAN with Base-stock Policy on the Lower Echelon 

Figure 3-3 shows the CTDE framework. During training (left), a centralized 

mixer uses a replay buffer to learn a joint action-value function from per-agent utilities. 

During execution (right), each agent acts based on its local utility. The second baseline is 

QTRAN+Base-stock, a state-of-the-art value-based method that is architecturally more 

advanced. QTRAN is designed to solve the credit assignment problem in cooperative 
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settings by learning a joint action-value function (Qtot) that is factored into per-agent 

utilities (Son et al., 2019). Individual agents remain simple and non-communicating 

n_rnn agents as in the IPPO baseline. The centralized QTRAN mixer allows for a 

powerful mechanism for credit assignment. The MABIM paper (X. Yang et al., 2023) 

found QTRAN architecture to be more stable and a better performer than IPPO in multi-

echelon settings. This performance benchmark established by the Microsoft research 

team is challenging to surpass. By establishing these two strong but architecturally 

distinct baselines, this research evaluates the specific performance contributions of the 

GNN-based communication model when applied to both actor-critic and value-based 

frameworks. 

The QTRAN decomposition constraint, which defines the relationship between the joint 

and individual utilities, is given in Equation 3-3: 

QTRAN Decomposition Constraint: 

Q%(%(s, a) = 	 ; Q)(o), a)) + δ(s, a)
{+}

{-./}

 
(Equation 3-3) 

where Qi represents local utility of agent i, and δ is the correction term applied to joint 

action a. 

The QTRAN consistency constraint, which enforces that the optimal joint action value 

equals the sum of optimal per-agent utilities, is expressed in Equation 3-4: 

QTRAN Consistency Constraint: 

Q%(%(s, a∗) = ; Q)(o), 𝑎-∗)
{+}

{-./}

 
(Equation 3-4) 

where a* represents the greedy joint action selected by all agents. 
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Figure 3-3: Architectural Overview of the QTRAN+Base-stock Baseline Model 

3.4.2 Proposed GNN-Based Architectures 

The primary limitation of the baseline models is the agent’s inability to explicitly 

reason about the state of peer agents. This is critical for effective coordination and 

competition in a tightly coupled system, such as a supply chain. To overcome this, this 

research proposes an agent architecture founded on GNNs. This approach provides a 

principled and scalable framework for managing interactions among thousands of agents 

by explicitly exploiting the inherent graph structure of the supply chain. In a graph 

structure, facilities or echelons are nodes and transit routes are edges. GNNs are a class of 

neural networks specifically designed to perform inferences on data with a graphical 

structure (Scarselli et al., 2009). Therefore, this is a natural fit. 

The core of the proposed architecture is a GNN-based agent that replaces the 

simple RNN agent used in the baselines. The information flow through this agent is 
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designed to aggregate neighborhood information before deciding. First, an agents raw 

local observation vector is passed through a multilayer perceptron (MLP) and this 

produces an initial hidden state embedding hi0. This embedding is refined through a series 

of message-passing layers, following the general framework of message-passing neural 

networks (Gilmer et al., 2017). In each layer k, the agent i receives the hidden states hjk 

from all its immediate neighbors j in the supply chain graph (i.e., its upstream supplier 

and downstream customers). These messages are aggregated and merged with the agents 

own state using an update function. It produces a new, more contextually aware and 

hidden representation, hik+1. 

Additionally, a GAT mechanism is integrated into this message-passing process 

(Veličković et al., 2017). Unlike simpler GNNs that use fixed aggregation weights (e.g., 

graph Laplacian), the attention mechanism allows each agent to learn dynamically the 

importance of messages from different neighbors. For instance, a warehouse agent can 

learn to assign a higher attention weight to a downstream retail store whose inventory is 

critically low, thereby prioritizing its replenishment signal. This self-attention mechanism 

helps compute attention coefficients for each neighboring node and uses them to create a 

weighted combination of neighbor messages. This leads to a more expressive and 

adaptive communication protocol. After one or more rounds of this attention-based 

message passing, the agents final hidden state should now be enriched with learned, 

context-aware information from its local neighborhood. This state is passed to two 

separate output heads as below: 

(1) A policy head that outputs the action probabilities (the actor) 

(2) Value head that estimates the state value (the critic) 
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This GNN-based agent architecture is integrated into both MARL frameworks, 

resulting in the following two proposed models. 

3.4.2.1 GNN-Enhanced MAPPO (GMAPPO+) 

Figure 3.5 shows the integration of the GNN encoder into the PPO agent. The 

GNN processes the supply chain structure to generate a context embedding, which 

augments the agent’s local observation before being passed to the actor-critic networks. 

This model proposes a direct fusion of the proposed GNN agent architecture with 

an on-policy, actor-critic MARL framework. In GMAPPO+, each agents policy (actor) 

and value function (critic) are parameterized by the GNN architecture. During an episode, 

each agent i takes its local observation and encodes it into an initial embedding hi0. It then 

goes through one or more rounds of attention-based message passing with its neighbors 

and produces a final context-aware state representation, hif. This final embedding serves 

as input for both the actor and critic heads. The actor head (MLP) maps hif to a 

probability distribution over the agent’s action space (i.e., replenishment quantities). 

Simultaneously, the critic head maps hif to a scalar value that estimates the expected 

return from that coordinated state. The key advantage of this architecture over the IPPO 

baseline is that the policy is no longer greedy. It is explicitly conditioned on the 

communicated states of an agents supply chain partners. This allows the model to 

effectively learn cooperative strategies, such as an upstream warehouse proactively 

increasing its stock by predicting future demand surges communicated through its 

downstream retail partners. 

The PPO clipped surrogate objective, which stabilizes training by limiting the magnitude 

of policy updates, is defined in Equation 3-5: 
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PPO Clipped Surrogate Objective: 

L""#(θ) = E[min(r%(θ)A%, clip(r%(θ), 1 − ϵ, 1 + ϵ)A%)] (Equation 3-5) 

  

where rt(θ) denotes the probability ratio between the new and old policies and At is the 

advantage estimate. 

The generalized advantage estimation (GAE), which reduces variance in advantage 

computation, is expressed in Equation 3-6: 

Generalized Advantage Estimation (GAE): 

𝐴1 =	 ; (γλ)2δ%3/

{4}

{5.6}

	 

 

(Equation 3-6) 

and the temporal-difference (TD) error used in GAE is defined in Equation 3-7: 

TD Error for Advantage: 

δ% = r% + γV(s% + 1) − V(s%) 

 

(Equation 3-7) 

where rt is the immediate reward, V(st) is the estimated state value, and γ is the discount 

factor. 
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Figure 3-4: Graph-aware agents in GMAPPO+ 



 48 

 

Figure 3-5: Architectural Overview of the Proposed GMAPPO+ Model with GNN 
Encoder 

 

3.4.2.2 GNN-Enhanced QTRAN (GNN+QTRAN) 

Figure 3-6 illustrates how the GNN encoder generates a context embedding that is 

used by each QTRAN agent at runtime to produce a coordinated utility value, which is 

then used in the centralized training loop. This model integrates the GNN agent 

architecture into a value-based framework that specifically targets the credit assignment 

problem. In GNN+QTRAN, each agent is a GNN that outputs a per-agent utility function, 

Qi (oi, ui). Observation oi has been enriched through the same message-passing 
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mechanism described previously. The output of these GNN agents is a set of locally 

coordinated values. These values are fed into the centralized QTRAN mixer network. The 

mixer role is to learn a transformation that ensures sum of these individual utilities 

matches the true global action-value function, Qtot. A significant architectural 

improvement is the quality of the inputs ingested into the mixer. QTRAN baseline needs 

mixer to assign credit among non-communicating agents. However, GNN+QTRAN 

model mixer receives utilities that already adds a degree of local cooperation. The GNN 

agents have already communicated with their neighbors before computing their utilities. 

This makes the credit assignment task simpler and more effective. This hybrid approach 

combines the strengths of explicit and localized communication to ensure global 

optimality. So, this is well suited for solving problems with complex dependencies and 

resource competition. 

The GNN message-passing layer, which propagates contextual information among 

neighboring agents, is defined in Equation 3-8: 

GNN Message Passing Layer: 

ℎ-
(83/) = 	𝜎 L	𝑊/ℎ-

{8}+;	 ; α):	<W&h:<

=e+(-)

R 
(Equation 3-8) 

where hi(k) represents the hidden embedding of agent i at layer k, W1 and W2 are learnable 

weight matrices, αij(k) denotes the attention coefficient between agents i and j, and σ(⋅) is 

a nonlinear activation function. 

The graph-attention coefficients, which determine the relative influence of neighboring 

agents during message passing, are computed as shown in Equation 3-9: 

Graph Attention Coefficients: 
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α):< =	
(𝑒𝑥𝑝 W𝐿𝑒𝑎𝑘𝑦𝑅𝑒𝐿𝑈 ]𝑎> ^𝑊	ℎ-

{8} ∥ 𝑊	ℎ=8`ab	

∑ (𝑒𝑥𝑝 W𝐿𝑒𝑎𝑘𝑦𝑅𝑒𝐿𝑈 ]𝑎> ^𝑊	ℎ-
{8} ∥ 𝑊	ℎ?8 `ab?e+(-)

 
(Equation 3-9) 

where 𝑎 is a learnable attention vector, ∥ denotes concatenation, and Ni is the set of 

neighbors of agent i. 

 

Figure 3-6: Architectural Overview of the Proposed GNN+QTRAN Hybrid Model 
 

A learned attention based communication protocol is incorporated into agent’s 

architecture. This framework facilitates synchronized replenishment decisions. It also 

enables the system to intelligently address the core MARL challenges of inter-echelon 

cooperation and competition for shared resources. 

3.5 Model Development and Evaluation 

This section details the experimental process for training, hyperparameter tuning 

and evaluating the baseline and proposed GNN-based models. The development process 

was designed to ensure a rigorous and unbiased comparison of all architectures. The 
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initial phase involved hyperparameter tuning for each model (IPPO+Base-stock, 

QTRAN+Base-stock, GMAPPO+ and GNN+QTRAN). Key hyperparameters include 

learning rate, discount factor (gamma), network layer sizes and number of message 

passing steps for the GNN models. They were optimized using a grid search 

methodology. The performance for each hyperparameter set was evaluated on a dedicated 

validation set. 

For the final evaluation, the best performing version of each model was trained 

until convergence occurred with the complete training set. The trained models were then 

subjected to a final evaluation of unseen test data. Model performance was quantified 

using the total accumulated profit across all agents over the duration of the simulation 

episode. This metric directly reflects the core business objective of inventory 

management. Secondary metrics such as the mean stock sum, were also recorded to 

provide better understanding of each model policy. 

3.5.1 Model Hyperparameter Tuning 

The performance of deep RL models is highly sensitive to the choice of 

hyperparameters. So, tuning was done to identify the optimal configuration for each of 

the four architectures (IPPO+Base-stock, QTRAN+Base-stock, GMAPPO+ and 

GNN+QTRAN). The tuning process was based on the hyperparameters reported in the 

MABIM paper which served as a strong starting point. 

Hyperparameter optimization was conducted for both GMAPPO+ and 

GNN+QTRAN to ensure the reported results represent well-tuned configurations rather 

than arbitrary defaults. A grid-search procedure was executed across 20 cycles of 500 K 

training steps each, tracked through Weights & Biases for reproducibility. Core 
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parameters explored included learning rate (1 × 10⁻⁵ – 5 × 10⁻⁴), discount factor γ (0.95 – 

0.99), ε-greedy decay interval (10 K – 100 K steps), and hidden-layer dimension (32 – 

128 units). Each trial was evaluated for convergence stability, test profit, and training 

variance. The final configuration reflected the best trade-off between exploration, 

stability, and computational efficiency. 

Table 3-5: Hyperparameter ranges and final selections for GNN+QTRAN and 
GMAPPO+ 

Parameter Search 
Range 

Final 
(GNN+QTRAN) 

Final 
(GMAPPO+) 

Remarks 

Learning rate 
(lr) 

1 × 10⁻⁵ – 5 × 
10⁻⁴ 

4.5 × 10⁻⁵ 4.5e-05 Lower rates 
improved loss 
stability. 

Discount 
factor (γ) 

0.95 – 0.99 0.985 0.985 Balanced long-
term return 
with 
convergence. 

Epsilon 
anneal time 

10 K – 100 K 50 K 50 K Prevented 
premature 
exploitation. 

Batch size 8 – 64 16 32 Smaller 
batches 
enhanced 
sample 
diversity. 

Buffer size 
(QTRAN 
only) 

100-500 200  Larger buffers 
gave no further 
gain. 

 

3.5.2 Model Evaluation Metrics 

To quantitatively evaluate the models, performance metrics used to evaluate the 

final policy quality are distinguished from diagnostic metrics used to monitor the stability 

and convergence of the training process. The primary performance metric is the total 

accumulated profit over a simulation episode. As defined in the MABIM, this single 

metric encapsulates the core business objective by aggregating sales revenue and 



 53 

subtracting all relevant costs (procurement, holding and backlog among others) (X. Yang 

et al., 2023). This serves as the ultimate measure of a model effectiveness. The secondary 

tracked performance metric was the mean stock sum across all facilities at any given time 

step. While it is a direct measure of cost, this provides critical insights into the capital 

efficiency and the risk profile of a learned policy. Higher values indicating a potentially 

expensive inventory strategy. 

During training, several diagnostic metrics were monitored to ensure the health of 

the learning process. The most important of these was the loss function where an 

optimization algorithm aims to minimize. For the actor-critic models, this included both a 

policy loss and a value loss. Tracking the convergence of these loss values over training 

iterations will convey if neural networks are learning effectively. Additionally, gradient 

updates were observed to look for exploding/vanishing gradients and diagnose 

accordingly. 

3.6 Summary 

This chapter has detailed the complete methodology used to investigate the 

application of GNNs in a large scale multi agent inventory management environment. 

The research framework was designed to directly address the key challenges of 

scalability, inter-echelon cooperation and competition inherent in this domain. The 

foundation of the experimental work is MABIM with a simulation environment built on 

real-world retail data. Data preprocessing pipeline was established to structure, normalize 

and prepare static/dynamic data from this benchmark. 

The core of the research is the comparison between the two classes of models. 

This study starts with baselines IPPO+Base-stock and QTRAN+Base-stock and establish 
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state-of-the-art in actor-critic and value-based methods. Then, two architectures 

(GMAPPO+ and GNN+QTRAN) were proposed. These models integrate a GNN-based 

agent architecture with an attention mechanism enabling learned communication among 

agents. Finally, an effective evaluation protocol was defined that includes a clear set of 

performance and diagnostic metrics. This should ensure a fair and robust comparison. 

This comprehensive methodology provides a solid foundation for the experimental results 

and analysis presented in the following chapter. 
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Chapter 4—Experiments and Results 

4.1 Introduction 

This chapter presents comprehensive analysis of the experimental results. Primary 

objective is to demonstrate the effectiveness of incorporating GNNs into MARL 

frameworks. A series of experiments were designed to systematically evaluate the 

performance of GNN enhanced agents against baselines established through MABIM 

framework. The experiments were designed to answer three primary RQs each 

corresponding to a core hypothesis. 

(1) In an actor-critic approach, does a GNN based agent (GMAPPO+) learn a more 

profitable policy than a baseline of independent agents (IPPO+Base-stock)? 

(2) Can the superior credit assignment of a value-based method (QTRAN) be further 

enhanced by replacing its simple independent agents with a communication 

enabled GNN agent? 

(3) How does the performance of GNN based architectures change with an increase 

in scale and complexity of the operational environment? 

The following sections first detail the experimental setup for each of these 

investigations. Subsequently, a deep analysis of the results for each of the three 

comparative studies are presented. The evaluation is multi-dimensional focusing not only 

on the primary metric of total profit but also on the stability of the learning process. 

Overall, this study is trying to provide evidence for the superiority of the GNN based 

hybrid architecture in complex realistic world. 

4.2 Experimental Setup 
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To validate the research hypotheses, a set of experiments were designed. This 

section provides a detailed methodology covering the simulation environment and data 

sources. Specific configurations were used to create different levels of environment 

complexity, model and protocol for training and evaluation. 

4.2.1 Data Source and Simulation Environment 

All experiments were based on MABIM framework with multi echelon inventory 

simulator. A key strength of this benchmark is the real world data from a retail partner. 

This ensures that the challenges faced by the agents such as demand volatility and 

complex cost definitions are representative of real world operational scenarios. The 

simulation was built upon the OpenAI Gym framework providing a standardized 

interface for RL research. 

The environment state is constructed from a combination of data sources 

providing a good feature set for the agents. These data are organized into three distinct 

categories within the repository under “Replenishment/ReplenishmentEnv/data/” folder. 

(1) Static data: It contains SKU specific features that are constant over the simulation 

period. This includes critical attributes such as VLT (variable lead time for a 

specific SKU per warehouse) and initial stock. These data are loaded from files 

such as “sku2778.store1.info.csv”. 

(2) Dynamic data: This contains time series features that vary for each SKU at each 

step of the simulation. This includes critical features such as selling price, 

procurement cost and historical demand. These are loaded from time series CSV 

files such as “sku2778.store1.selling_price.csv”. 
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(3) Shared data: This contains parameters that are common to all SKUs within a 

specific warehouse such as unit order cost and basic holding cost. These are 

defined directly in the environment YAML configuration files. 

This data structure allows for the creation of complex and heterogeneous 

environments. Different warehouses can have different costs, product assortments and 

supply chain features. 

4.2.2 Environment Configurations 

Two primary environment configurations were designed to test the models under 

different levels of complexity and scale. This allows for a robust evaluation of the 

hypotheses. 

(1) High complexity environment (sku200.3_stores.lowest_capacity): This serves as 

the primary testbed for evaluating the model ability to handle large scale 

constrained coordination problems. It features 200 unique SKUs distributed 

across a three echelon supply chain. The “lowest capacity” setting is a critical 

feature with significant constraints on the total inventory that can be held at each 

warehouse. This directly simulates the “competition” challenge described in the 

MABIM paper. Agents must compete for limited storage space requiring inter 

agent coordination essential for success. 

(2) Low complexity environment (sku50.3_stores.lowest_capacity): A low 

complexity environment needed to test the model adaptability and analyze 

tradeoff between architectural and problem complexity. This configuration 

reduced the number of agents to 50 SKUs while maintaining the three echelon 

structure and capacity constraints. This offers a direct evaluation of how each 
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model performance and learning dynamics changed as the scale of the 

coordination problem was reduced. 

For all comparative experiments, a generic reward(reward2) function was used. 

This function calculated profits based on sales revenue minus procurement, holding and 

backlog costs. Using a consistent reward function across all experiments ensures a fair 

and direct comparison of the algorithm abilities. It helps to better compare optimal policy 

learning isolating the impact of the agent architecture from the reward signal itself. 

4.2.3 Training and Evaluation Protocol 

A rigorous and consistent training and evaluation protocol was established to 

ensure a fair and reproducible comparison between all baseline and proposed models. All 

models were trained for a total of 5,020,000 timesteps (t_max), a duration chosen to be 

consistent with the long-horizon experiments in the MABIM and to provide sufficient 

opportunity for the complex agents to converge. 

Data collection was accelerated using parallel_runner, which instantiated multiple 

copies of the environment in separate processes. The number of parallel environments 

(batch_size_run) was set to 32 for the less memory-intensive models but was reduced to 

eight for the GNN-based agents to manage their higher memory footprint. Each episode 

within the simulation had a fixed horizon of 100 steps (time_limit) representing a 

standard evaluation period in the retail environment. 

All training jobs were conducted on a single NVIDIA A100 Tensor Core GPU 

accessed via the Google Collab platform. This high performance hardware provided the 

necessary computational power for these large scale multi agent experiments. Even with 

the powerful hardware, some of the most complex runs such as GNN+QTRAN on the 
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200 SKU environment were terminated after approximately 4.3 million steps. This 

happens due to the platform 24 hour runtime limitation. However, the model’s 

performance already and clearly converged by this point making the results valid and 

reliable. All experiments were implemented in Python 3.10 using the PyTorch 2.2.0 deep-

learning framework. The simulation and environment interface were built on OpenAI 

Gym 0.26 (retained instead of the newer Gymnasium for backward compatibility with 

MABIM) and NumPy 1.24 for data manipulation. 

The evaluation protocol was consistent across all experiments. At every 50,000 

timesteps, training was paused where current policy was evaluated greedily for 32 

episodes. It was done using a separate unseen test environment. The average return from 

these episodes was recorded as the primary performance metric. The model checkpoint 

that achieved the highest average return on the validation set during the entire training 

run was saved as the final “best” model for that experiment. This ensures a rigorous and 

fair comparison based on peak performance rather than the final potentially unstable 

training state. 

Model fit and stability were further evaluated using logged metrics such as 

actor_loss, critic_loss, reward, test_mean_in_stock_sum, and test_return_old. 

Convergence was confirmed when both actor and critic loss variances stayed below 5 % 

for consecutive checkpoints. Each model was trained across random seeds and mean with 

standard error was analyzed to ensure reproducibility. Confidence intervals were 

inspected to confirm that improvements over baseline models were statistically consistent 

and not due to random fluctuations. 
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The correlation between reward and test_mean_in_stock_sum remained above 

0.85 across experiments, demonstrating that the reward formulation effectively captured 

inventory stability and profit balance. Compared with baseline models, both GMAPPO+ 

and GNN+QTRAN exhibited smoother convergence, lower variance, and stable 

improvement trends indicating statistically validated generalization and coordination 

efficiency. 

4.2.4 Experiment Tracking and Reporting with Weights & Biases 

To ensure strict reproducibility and transparent comparison across runs, all 

experiments were logged with Weights & Biases (W&B). Each training job initialized a 

W&B run in a project corresponding to the environment variant (e.g., 

sku200.3_stores.lowest_capacity) and recorded configuration, metrics, artifacts and 

system information. A run is the atomic unit of computation in W&B and stores 

hyperparameters, metrics, logs and metadata for later analysis. The Artifact Lineage view 

links the run to its versioned artifact (e.g., run-…-events: v0 and latest) and provides 

auditable data for the experiments. Console output from the trainer (loss terms and 

evaluation prints) was ingested automatically by W&B and rendered as a time series. In 

this study runs, this yielded panels for td_error_abs, td_chosen_qs, td_targets, loss, 

opt_loss, nopt_loss and grad_norm and evaluation curves, such as train_return_old, 

val_return_old and test_return_old. This study also logged inventory diagnostics, such as 

*_mean_in_stock_sum and *_max_in_stock_sum. 

System telemetry was captured by the W&B host monitors. The system panel set 

included GPU memory allocated in bytes and percent, GPU utilization, temperature and 

power, CPU threads, process memory in MB and percent, disk Input output (I/O) and 
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utilization and network traffic. These traces helped verify stability on the A100 and 

explained interruptions such as memory plateaus and I/O saturation. 

For cross-experiment comparison, runs were grouped by tags, such as the model 

family and SKU scale and then assembled into W&B reports. Each report page combines 

the key learning curves with selected system panels, which enables the side-by-side 

inspection of convergence and resource behavior under the same wall-clock budgets. 

Because artifacts store parameter snapshots for every run, any result cited in Chapter 4 

references the corresponding artifact version. This ensures exact reproducibility without 

exposing raw retail data. 

4.3 Hypothesis 1: Actor-Critic Methods (GMAPPO+ as Opposed to IPPO) 

This section analyzes the results of the first experiment, which was designed to 

validate the effectiveness of the GNN within an actor-critic framework. 

4.3.1 Profitability and Performance 

Primary performance metric such as test_return_old (profit) demonstrates a clear 

and significant advantage for the GMAPPO+ agent. As shown in Figure 4-1, GMAPPO+ 

performed better than IPPO with Base-stock. The baseline line (red) is almost flat and 

stays on the negative side around –500k. However, GMAPPO+ (green) performed well 

and stays on positive side with few variances. GMAPPO+ offered a high profit of around 

+814k at step 1.28 million. This shows that GMAPPO+ is learning a more profitable 

policy while IPPO with Base-stock cannot improve much and is stuck in a loss. Overall, 

GMAPPO+ outperformed the baseline in 50 SKUs in a three-echelon setup. 
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Figure 4-1: Test Return (Profit) Comparison between GMAPPO+ and the 
IPPO+Base-stock Baseline over Five Million Timesteps 

 

4.3.2 Learned Inventory Strategy 

Another metric (“test_mean_in_stock_sum”) graph provides clear insights into 

the inventory policy learned by each agent. It is averaged across all test episodes. Figure 

4-2 reveals a fundamental difference in learned strategies. The IPPO+Base-stock baseline 

follows a conservative approach keeping inventory levels low and close to zero. This 

avoids holding costs but increases the risk of frequent stockouts. In contrast, GNN-based 

GMAPPO+ agent shows a more balanced policy maintaining high stock levels with 

fluctuations across episodes. This behavior reflects active exploration and eventual 

stability into a policy that secures availability while controlling holding costs. The result 

shows that GMAPPO+ can better capture the tradeoff between inventory cost and service 

level, leading to more profitable outcomes compared to the baseline. 
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Figure 4-2: Mean On-Hand Inventory Levels during Test Episodes 
 

Table 4-1 compares the profitability and inventory stability of GMAPPO+ against 

the IPPO + Base-stock baseline. GMAPPO+ achieves higher profit and maintains more 

balanced inventory levels. The results validate the effectiveness of learned 

communication and coordination in actor-critic architectures. 

Table 4-1: Performance Comparison between GMAPPO+ and IPPO+Base-stock 

Metric Model Mean 
Profit 

Best Profit Mean 
Inventory 
Level 

Profit(test_return_old) GMAPPO+ +0.41 M +0.81 M 4369 
Profit(test_return_old) IPPO+Base-

stock (Baseline) 
-0.54 M -0.12 M 583 

Improvement - +0.95 M  +3766 
 

4.4 Hypothesis 2: Value-Based Methods (GNN+QTRAN as Opposed to 

QTRAN+Base-stock) 

This section analyzes the results of the second experiment, which was designed to 

validate the effectiveness of the GNN within a value-based method. The hypothesis is 
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that a GNN for communication and QTRAN for credit assignment gives a stronger 

policy. To check this, the new GNN+QTRAN hybrid is compared with the 

QTRAN+Base-stock baseline in sku50, 3 Echelon, the lowest capacity case. 

4.4.1 Profitability and Convergence Speed 

The test_return_old(profit) graph shows the profit trend as in the previous 

hypothesis. Figure 4.3 shows a baseline QTRAN+Base-stock that is mostly negative. In 

many steps, it drops below –1,000,000 and even when it improves, it stays close to zero. 

GNN+QTRAN, after a small fluctuation in the beginning, moves to the positive side and 

remains mostly between +300,000 and +500,000. The curve is also more stable compared 

to the baseline, which oscillates heavily between losses and small gains. This result 

shows that the GNN benefits the coordination between agents, while the QTRAN mixer 

still takes care of credit assignment. Together, this hybrid model reached higher and more 

consistent profits compared to the baseline. Overall, GNN+QTRAN gives a clear 

advantage and provide strong evidence for the second hypothesis. 
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Figure 4-3: Test Return (Profit) Comparison between the GNN+QTRAN Hybrid 
and the QTRAN+Base-stock Baseline 

 

4.4.2 Learning Stability and Value Accuracy 

The td_loss provides insight into the learning process of the Q-network and the 

overall stability of the training process. Figure 4-4 shows decreasing TD loss for both 

models representing stable learning. However, GNN+QTRAN model ability to achieve a 

lower and less noisy final TD loss suggests that it learns a more accurate Q value 

function. These inputs from GNN provide a better signal to the QTRAN learner. With a 

more precise environment dynamics, it helped to build an effective policy. A more 

accurate value function is a cornerstone of high performing RL agents (Sutton & Barto, 

2018). 
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Figure 4-4: Temporal-Difference (TD) Loss for the GNN+QTRAN and 
QTRAN+Base-stock Models 

In Table 4-2, performance and convergence metrics of GNN + QTRAN vs 

QTRAN + Base-stock are presented. GNN-enhanced model achieves significantly higher 

mean profit and over 80% reduction in long-term TD loss. These results confirm 

improved coordination and more accurate credit assignment through graph based 

message passing. 

Table 4-2: Comparative Results of GNN+QTRAN and QTRAN+Base-stock 

Metric Model Mean 
Profit 

Best 
Profit 

Mean TD 
Loss (last 
0.5M steps) 

Final 
TD 
Loss 

Profit(test_return_old) GNN + 
QTRAN 

+0.41 M +0.52 M 1.68 1.73 

Profit(test_return_old) QTRAN + 
Base-
stock 

-1.05 M -0.1 M 12.18 5.87 

Improvement  +1.46 M    
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4.5 Hypothesis 3: Impact of Environmental Complexity 

The third and final hypothesis provide strong evidence for the performance 

advantage of GNN-based architecture will be more in highly complex environments. To 

validate this, a comparative analysis was conducted on GNN+QTRAN and 

QTRAN+Base-stock using below experiments. 

(1) High complexity environment: sku200.3_stores.lowest_capacity 

(2) Low complexity environment: sku50.3_stores.lowest_capacity 

This experiment shows a crucial and insightful tradeoff between model 

complexity and problem complexity. It defines the conditions under which the GNN 

architecture is most effective. 

4.5.1 Performance in a Low-Complexity (50 SKU) Environment 

As established in the previous hypothesis using 50 SKU environment, 

GNN+QTRAN model outperformed its non-communicating baseline model. This result 

provides strong evidence showing that in a small-scale, capacity-constrained system in 

which coordination is essential, the relational learning capability of the GNN is a critical 

architectural component for success. 

4.5.2 Performance in the High-Complexity (200 SKU) Environment 

The test_return_old graph shows the results for 200 SKUs and a three-echelon 

setup. Figure 4-5 shows a baseline QTRAN+Base-stock, on the one hand, staying close 

to zero or negative and several times dropping to losses between –100,000 and –150,000. 

On the other hand, GNN+QTRAN reaches much higher returns, staying in the millions, 

often between +2 million and +5 million during test runs. The difference here is much 
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larger compared to the earlier 50 SKU experiment, showing that the gap between the 

baseline and GNN+QTRAN becomes wider as the environment becomes more complex.  

 

Figure 4-5: Test Return Comparison for GNN+QTRAN and QTRAN+Base-stock in 
200 Stock-Keeping Units (SKUs), Three-Echelon Environment 

 

Table 4-3 summarizes the GNN + QTRAN results across low (50 SKU) and high 

(200 SKU) complexity environments. The model maintains scalability with stable and 

low TD loss. Profit margins increase as the environment complexity increases. These 

findings support the hypothesis that GNN architectures scale effectively in large multi-

echelon systems. 

Table 4-3: GNN+QTRAN Performance under Varying Complexity Levels 

Environment Metric QTRAN+Base-
stock 

GNN+QTRAN 

Low Complexity 
(50 SKU, 3 
Echelon) 

Mean Profit – 1.05 M +0.41 M 
Peak Profit – 0.10 M +0.52 M 

Mean Profit –0.15 M +3.8 M 
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High Complexity 
(200 SKU, 3 
Echelon) 

Peak Profit –0.13 M +5.2 M 

 

4.5.3 Conclusion of Hypothesis 3 

The results from these two separate environments provide strong support for 

Hypothesis 3. The performance advantage of the GNN-based model is not fixed but is 

directly proportional to the complexity of the problem. The performance gap between 

GNN+QTRAN model and its non-communicating baseline increases as the system scales 

from 50 to 200 SKUs. This confirms that the GNN is not just an incremental 

improvement but an essential architectural component. GNN enhanced QTRAN is well 

suited for large scale, complex and constrained inventory management problems that 

reflects real world challenges. 
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Chapter 5—Discussion and Conclusions 

This chapter presents experimental findings and their impact for the field of 

supply chain management. A direction for future research is also discussed in this 

section. It starts with a discussion of the key insights coming from the comparative 

analysis of the GNN-based models and their baselines. A formal conclusion that 

summarizes the primary contributions of this praxis will be defined. Chapter concludes 

by addressing the limitations of the current work and proposing directions for future 

research. This includes the development of more sophisticated models and their 

application in more complex and realistic environments. 

5.1 Discussion 

The experimental results presented in the preceding chapter consistently provide 

evidence for the value of incorporating GNNs into MARL frameworks for inventory 

management. The GNN-based agents (GMAPPO+ and GNN+QTRAN) significantly 

outperformed their respective non-communicating baselines. This provides a strong 

validation for the core hypotheses of this research. This section discusses the key insights 

derived from these results and their implications for the field. 

The core finding of this research is that explicitly modeling the relational structure 

of the supply chain enables agents to learn better cooperative policies. This was evident 

in both the actor-critic and value-based experiments. In the actor-critic comparison, 

GMAPPO+ agent learned a more profitable policy than the independent IPPO agents by 

discovering the importance of maintaining a non-zero inventory level. This demonstrates 

that even a basic form of learned communication is sufficient to overcome the limitations 

of purely independent learning. 
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However, the most powerful results are coming from hybrid architecture 

(GNN+QTRAN). GNN enhanced communication and QTRAN credit assignment 

mechanism provided an evidence to be a decisive combination. QTRAN mixer is fed 

with high quality and context aware Q values. This allows mixer to learn a more accurate 

and globally optimal joint action value function. This directly addresses two of the most 

significant challenges (inter-agent communication and credit assignment) in cooperative 

MARL. GNN+QTRAN model ability to achieve four times the improvement in profit 

while simultaneously learning a more efficient low inventory policy is a strong finding. 

This suggests that the GNN is not merely enabling a more aggressive strategy but a more 

intelligent one. It allows the agents to make more precise, proactive decisions that 

maximize sales while minimizing waste. 

Additionally, comparative results from the 50-SKU and 200-SKU environments 

highlight a crucial tradeoff between model complexity and problem complexity. The 

GNN-based agent’s superior performance was better in the more complex 200-SKU 

environment. This finding is significant as it validates the hypothesis that advanced, 

relational learning architectures such as GNNs are not just an incremental improvement. 

They are essential for solving the kind of large scale, complex and constrained inventory 

management problems reflecting real world challenges. 

5.2 Conclusion 

This research has successfully designed, implemented and validated a GNN-based 

MARL architecture for complex multi-echelon inventory management. The experiments 

systematically provided evidence for the value of learned communication in both actor-

critic and value-based frameworks. The key contributions of this work are as below. 
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(1) It provided an evidence that a GNN-enhanced actor-critic agent (GMAPPO+) can 

learn a coordinated policy that is significantly more profitable than a baseline of 

independent agents (IPPO) with Base-stock. 

(2) A hybrid architecture (GNN+QTRAN) was proposed and validated. This model 

combines the relational learning of a GNN with the structured credit assignment 

of a value-decomposition mixer. It was shown to be a state-of-the-art solution 

achieving superior performance improvement over a strong baseline 

(QTRAN+Base-stock) with fast convergence and great stability. 

(3) The research established that the performance advantage of GNN-based models is 

most significant in highly complex and constrained environments. This provides a 

clear justification for their use in realistic large scale supply chain environments. 

 

The results validate the central thesis of this research by explicitly modeling the 

structure of the supply chain, GNN-based agents can learn sophisticated, coordinated 

policies that are inaccessible to non-communicating baselines. This work represents a 

significant step towards the application of MARL to real world industrial problems. It 

provides a strong foundation for future research on more complex and dynamic supply 

chain optimization. 

5.3 Future Work 

Despite the promising results, this research has several limitations that provide 

clear direction for future work. The following areas are identified as the most promising 

for extending this research and pushing the boundaries of autonomous supply chain 

optimization. 
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(1) Exploration of more complex environments: MABIM environment used in the 

study is built on real data representing a structured and relatively clean version of 

a supply chain. A primary challenge in this field is the difficulty of obtaining and 

modeling the true complexity of real time logistics networks. Future work should 

focus on developing and evaluating these models in more complex environments. 

This includes supply chain graphs with multiple, dynamic upstream suppliers and 

downstream distribution channels for a single node. Environments should 

incorporate item perishability and variable lead times per day reflecting real world 

disruptions and supplier variability. 

(2) Leveraging pretrained foundation models: A significant source of instability and 

inefficiency in RL is the “cold start” problem, in which agents begin with 

randomly initialized weights. Future research should explore the use of pretrained 

foundation models to initialize agent networks. By pretraining a general supply 

chain model on a vast corpus of diverse inventory management scenarios, it may 

be possible to transfer this knowledge to a new, specific environment. This would 

provide the agents with a much better starting point than random initialization, 

potentially accelerating convergence, improving final performance and increasing 

the stability of the training process across different random seeds. 

(3) The large language model (LLM) agent, a new frontier: The next definitive step 

beyond the current GNN architecture is the development of an agent with more 

advanced reasoning capabilities. The proposed “sure shot winner” approach is the 

LLM Agent. This architecture may replace the simple MLP encoder with an LLM 

capable of processing a much richer and more diverse set of inputs. An LLM 
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agent could take the structured, numerical state data (inventory and demand, 

among others) and combine it with unstructured, text-based information, such as 

news reports about port closures, social media trends affecting consumer demand 

and weather forecasts that could disrupt logistics. By reasoning over this 

combined context, an LLM agent could learn to make more sophisticate. It can be 

proactive and like how humans take strategic decisions.  
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