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Abstract

Efficient Virtualization and Scheduling for Productive GPU-based High
Performance Computing Systems

Modern Graphics Processing Units (GPUs) are widely used as application accel-

erators in High Performance Computing (HPC) due to their massive floating-point

computational capabilities and highly data-parallel computing architecture. GPU co-

processors are present in top supercomputers, such as the Titan, Blue Waters, and

Tianhe-1A, to name a few. However, there are productivity challenges in harnessing

the full potential of these systems, while limiting power/energy consumption to the

extent possible.

In order to improve productivity, one must recognize the following facts. First,

the most prevailing execution model in these heterogeneous supercomputers is Single-

Program Multiple-Data (SPMD). The use of the SPMD model calls for a balance in

the compute resources, namely GPUs and CPU cores, which is often not the case

due to architectural, cost and system constraints. This gives rise to performance

and portability issues for parallel applications. Additionally, multitasking, which

is well-supported on CPU-based systems, is currently inefficient on heterogeneous

GPU-based computers. Second, as an expensive resource, the GPU is most likely to

be simultaneously shared by two or more processes, which can lead to a degradation

in performance if the sharing is not synergistic and application-aware. Third, with

thousands of active nodes in contemporary high-performance computers, and with

each GPU board consuming two to three times power compared with a microprocessor

chip, the power consumption is very high.

This research seeks to address the above challenges by proposing three core ideas

based on which productive run-time systems can be built. These are:

1. A GPU virtualization approach that hides the underlying asymmetry in the
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number of computational resources. The framework is based on a resource-

management layer that handles the GPU on behalf of all microprocessors, and

is supported by a detailed theoretical model to predict the achievable gains for

a given application.

2. A symbiotic task-scheduling technique that maximizes the performance of a set

of tasks that are destined to share the GPU. The proposed symbiosis is achieved

by reducing resource contention among concurrent GPU tasks, and by matching

tasks with complementary execution characteristics.

3. A power-efficient GPU task scheduling approach coupled with both power and

performance optimization techniques. The proposed technique is a model-driven

approach that predicts the power consumption of various schedules.

The experimental results demonstrated up to 16 times speedup with the proposed

GPU virtualization approach, and measurements indicated minimal overhead within

the virtualization layer. These results also verified the accuracy of the theoretical

model that analyzes GPU sharing through virtualization. Further benchmarking

results also demonstrated the efficacy of the proposed symbiotic scheduling technique,

by showing near-optimal performance and energy saving results as verified with an

exhaustive search. By also considering the additional optimization objective of power,

the proposed symbiotic scheduling solution has also shown the potential for effective

power-reduction.
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Chapter 1 - Introduction

In this chapter, we present an overall introduction of this dissertation work. The

chapter starts with the background information and motivations, followed by the

problem statement and discussions on the scope and limitations. The proposed ap-

proaches are further laid out and will be discussed in detail in the following chapters.

1.1 Background

Recent years have seen the proliferation of GPUs as application accelerators in

HPC systems. This is due to the introduction of programmable processors in GPUs,

also known as General-Purpose computation on Graphic Processing Units (GPGPU)

[2]. A single modern GPU can achieve very high floating point performance in terms

of Floating-point Operations Per Second (FLOPS) which can exceed TeraFLOPS

[3, 4, 5]. As a result, a wide range of HPC systems have incorporated GPUs to

accelerate applications. Such systems range from clusters of compute nodes to par-

allel supercomputers. Examples of GPU-based computer clusters can be found in

academia for research purposes, such as [6] and [7]. The contemporary offerings from

supercomputer vendors have begun to incorporate professional GPU computing cards

into their parallel computer products. These GPU-based supercomputer products in-

clude the Cray XK7 [8], and SGI Altix UV [9] supercomputers. The Cray XK7m

based “George” supercomputer from High Performance Computing Lab (HPCL) at

the George Washington University (GWU) is one such example. Yet another glob-

ally notable example is the Titan supercomputer [10], a former No. 1 and currently

ranking 2nd in the Top 500 supercomputer list [11]. Titan is a large-scale Cray XK7

system with 18,688 NVIDIA Tesla GPUs, and is able to achieve a sustained 17.59

PFLOPS LINPACK performance [11].

Development of heterogeneous applications requires the use of both CPU and

GPU parallel programming techniques to fully utilize the computing resources. Due
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to the portability and ease of use, the most commonly followed parallel program-

ming approach is the Single-Program Multiple-Data (SPMD) model [12]. Under the

SPMD model, multiple processes execute the same program on different CPU cores

simultaneously, but operating on different data sets in parallel. The majority of

the parallel programming paradigms regardless of the used programming model (e.g.

message passing [13] or global address space) are based on SPMD. The SPMD model

allows autonomous execution of processes at independent points of the same program.

Therefore, it serves as a convenient yet powerful approach for efficiently making use of

the available hardware parallelism. Additionally, current CPU-based HPC systems

provide efficient multitasking support, which enables improved resource utilization

and performance for GPUs.

Modern GPUs are composed of up to thousands of Streaming Processors (SPs), or

CUDA cores, which are organized into Streaming Multiprocessors (SMs). The massive

parallel architecture requires the application (kernel) to exhibit enough parallelism to

fully utilize the computation power. However, since the internal parallelism expressed

by a kernel heavily depends on the programming style as well as the problem size,

devices can be underutilized. As a result, improving the GPU resource utilization has

been one of the major focuses for both GPU vendors and the research community.

1.2 Motivations

With the introduction of hardware accelerators, such as GPUs, as co-processors,

HPC systems are exhibiting architectural heterogeneity. The heterogeneous architec-

ture has given rise to programming challenges not previously existing in traditional

homogeneous platforms. With the SPMD approach, directly offloading the program

instances onto GPUs is not feasible due to the different Instruction Set Architectures

(ISAs) of CPUs and GPUs. Moreover, GPUs are primarily suited for the Compute-

Intensive portions of the program, serving as co-processors to the CPUs in order

2



Table 1: A List of Representative GPU-based Supercomputers in the Top 20 List
Supercomputer (Ranking) # of CPUs (Cores) # of GPUs CPU/GPU Ratio

Titan (2nd) 299,008 18,688 16
Piz Daint (6th) 42,176 5,272 8
HPC2 (12th) 26,100 2,610 10

Tsubame 2.5 (15th) 16,896 4,224 4
Tianhe-1A (17th) 102,400 7,168 14.3

to accelerate these sections of the parallel program. The “single program” require-

ment of SPMD therefore means that every program instance running on the CPUs

must necessarily have access to a GPU accelerator. In other words, it is necessary to

maintain a one-to-one correspondence between CPUs and GPUs, that is, the number

of CPU cores must equal the number of GPUs. However, due to the proliferation

of many-core microprocessors in HPC systems, the relatively higher cost of GPUs

and system constraints, the number of CPU cores generally exceeds the number of

GPUs. For example, five representative GPU-based supercomputers in the top 20

list exhibit asymmetric distributions between CPUs and GPUs, as shown in Table 1

[10, 11, 14, 15, 16]. Therefore, the problem of system resource underutilization with

the SPMD approach applies to most GPU-based heterogeneous platforms. As the

number of cores within a single CPU continues to grow due to the fast advancement

of multi/many core technologies, this problem urgently needs to be addressed.

Additionally, users tend to expect GPU-based heterogeneous systems to exhibit

the same level of multitasking support provided in purely CPU-based machines. How-

ever, existing GPU accelerators do not natively support multitasking without perfor-

mance degradation. With the increasing number of CPU cores independently launch-

ing many GPU tasks, efficient multitasking support is crucial.

Modern GPU architectures are massively parallel. For instance, a current high-end

GPU can be composed of up to thousands of GPU processing cores [17]. Moreover,

GPU programs are composed of parallel threads executed in parallel on these many

3



processing cores. Furthermore, it is possible to deploy multiple GPU programs con-

currently on a single GPU. Concurrent kernel execution is one such feature available

for both Kepler and Fermi GPUs by NVIDIA [17, 18]. Concurrent kernel execution

aspires to improve the device utilization, by allowing thread blocks from multiple

kernels to be concurrently executed. The Kepler [17] architecture from NVIDIA con-

sisting of up to 2,880 SP cores allows concurrent execution of up to 32 GPU kernels

[19]. The increasing parallel computation capabilities of modern GPUs enables the

possibility of sharing a single GPU to compute multiple applications. Concurrent ex-

ecution can be achieved when the application problem size and parallelism is smaller

than the inherent parallelism capacity of the GPU.

For both Fermi and Kepler GPUs, when there are several kernels ready for exe-

cution, all thread blocks from the earliest issued kernel are first assigned to the SMs.

Thread blocks from the next issued kernel can only follow the earlier issued ones [20].

Note that the Kepler architecture provides an improvement over Fermi by eliminat-

ing false dependencies [17] with multiple hardware work queues (HyperQ). However,

we have observed from our experiments that the allocation of thread blocks to SMs

still follows the kernel launch order. In other words, current GPU work distributor

[17] (in charge of assigning thread blocks to SMs) on both generations of devices

assigns thread blocks by following the kernel launch order. The kernel launch order

further determines how thread blocks from different kernels are co-scheduled on the

SMs. Thread blocks from different concurrent kernels exhibit a varied extent of the

SM static resource usage and the dynamic resource demand. Launching indepen-

dent kernels through individual streams allows all kernels to be queued for the work

distributor. The work distributor further sequentially processes through the kernel

queue and assigns thread blocks to an SM till one of the SM resource limits is met.

As a result, näıvely co-scheduled kernels conflicting on one or more SM resources can-

not be co-executed simultaneously within the same execution round. Instead, they
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will be executed in separate execution rounds and thus potentially underutilize the

GPU. Note that we here define the term execution round as each round of simulta-

neous thread block execution on the SMs. (The same as the term wave [21] used by

NVIDIA)

Finally, with a single modern high-end GPU consuming up to 300 watts, reducing

the GPU power and energy consumption has continuously been an ongoing chal-

lenge. For instance, a GPU-based supercomputer such as Titan additionally requires

up to 4.2MW to support the 18,688 GPUs [11]. Vendors such as NVIDIA applied

the Dynamic Voltage and Frequency Scaling (DVFS) technology to most of their

GPUs. DVFS primarily serves the purpose of reducing the power consumption by

lowering both the GPU and memory frequencies. However, under the scenario of

concurrent kernel execution, optimizing for reduced run-time GPU power and energy

consumptions has been barely addressed by previous studies. Few previous works

have focused on studying the impact of frequency scaling on both performance and

energy consumption for concurrent kernels. Therefore, it is also imperatively nec-

essary to explore power and energy optimization techniques for concurrent kernel

execution under GPU-based heterogeneous computing.

1.3 Problem Statement

This research is aimed at improving the productivity of GPU-based heterogeneous

HPC systems. Based on the discussion in Section 1.2, the productivity hurdles faced

in these heterogeneous systems may be summarized as follows: (a) An asymmet-

ric/imbalanced distribution of CPU/GPU resources, which makes it hard to provide

performance portability, (b) Inefficiencies that are inherent in sharing the limited

GPU resources, when multiple GPU tasks are näıvely scheduled for concurrent exe-

cution, and (c) Relatively large power consumption of GPUs compared with CPUs,

giving rise to high energy consumption in heterogeneous computers with thousands
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of active nodes.

To effectively address all of these issues, a productive run-time system is essential.

To build such a run-time system, it is necessary to support efficient SPMD program-

ming and multitasking. This run-time system should enable efficient GPU resource

sharing among SPMD programs and GPU tasks. Furthermore, to simultaneously

achieve improvements in performance and power consumption, a combined perfor-

mance and power optimization approach is necessary. Therefore, this research seeks

to develop and demonstrate methodologies to:

• Support SPMD style programming and execution and improve the utilization

of CPU cores underutilized by a SPMD program in imbalanced heterogeneous

HPC systems that have asymmetrical CPU/GPU distributions.

• Improve the utilization of GPU resources under SPMD programs and multitask-

ing through concurrent execution, and maximize the achievable performance

through efficient concurrent GPU task scheduling.

• Minimize the total energy consumption of concurrent tasks, as well as enable

the optimization on reducing the power consumption.

1.4 Scope and Limitations

Heterogeneous HPC system architectures come in different variations and flavors.

In this work, the considered heterogeneous HPC system is a multi-processor / multi-

core based architecture with asymmetrical / imbalanced heterogeneity at the node

level. Each node is composed of a number of microprocessors or processor cores and

a number of heterogeneous GPU accelerators. The number of GPUs cannot generally

match the number of CPU cores due to constraints on architecture, power and cost.

Note that all nodes are generally identical in a heterogeneous HPC system. Therefore,

in this work, we primarily target a single node without the loss of generality. On the
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other hand, this work assumes that the target heterogeneous HPC system is equipped

with GPUs that provide concurrent execution support. The support allows GPU tasks

to be concurrently executed as well as to achieve overlapping between execution and

I/O transfers. Such example devices include both NVIDIA Fermi and Kepler series

of GPUs with computational capabilities higher than 2.0. [19]

Application workloads for heterogeneous HPC systems vary depending on their

nature. In this work, we primarily consider heterogeneous GPU tasks that do not

fully utilize the whole GPU. In other words, several large tasks utilizing the whole

GPU will be executed sequentially and thus are not able to share the GPU. For

the scheduling purpose, we implement GPU tasks as distinct GPU kernels / library

components. As this work aims at improving the resource utilization of many GPU

tasks, it is required to conduct detailed resource profiling of each GPU task. Profiling

tools such as CUDA profiler are available for such purposes. Therefore, we are under

the scope that detailed profiling is available for each GPU task. We also assume that

application tasks that can be concurrently executed are independent of each other

with no data dependence or need for security and memory protection. Furthermore,

from the optimization perspective, we are under the assumption that each task does

not have a specific deadline. Instead, the ultimate optimization goal is to improve

the overall execution performance as well as to reduce the total energy consumption.

1.5 Proposed Approach

1.5.1 Efficient GPU Sharing Through Virtualization

One of the primary goals of this research is to improve productivity and support

efficient heterogeneous SPMD and multitasking execution. To achieve this goal, our

solution is to enable efficient GPU sharing through GPU virtualization. This is

realized by creating a run-time framework such as a daemon process running in the

user space. The created run-time framework provides a virtual balanced (1:1) ratio
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between CPUs and GPUs to support SPMD programming. The established virtual

CPU/GPU symmetry enables the full utilization of all available CPU cores. On the

GPU side, the proposed run-time framework creates the single required GPU context

and executes all GPU tasks within the single GPU context. It is therefore able to

eliminate the heavy GPU context-switching overhead, and in the meantime, enable

the concurrent execution of GPU tasks.

1.5.2 Efficient GPU Task Scheduling Through Kernel Symbiosis

Another major focus of this work is to efficiently schedule multiple concurrent

GPU kernel tasks to avoid GPU resource conflicts, and thus achieve resource symbio-

sis. This is due to the fact that concurrent kernel execution support cannot efficiently

schedule multiple kernels according to each kernel’s GPU resource requirement. In

other words, programmers are fully responsible for specifying the kernel launch sched-

ule, with which concurrent kernels are executed within the GPU. As a result, the GPU

resource can be underutilized due to the potential resource conflicts among tasks. To

overcome this problem, this work proposes to develop a symbiotic scheduling al-

gorithm, which reschedules the concurrent kernels based on each kernel’s resource

requirement. Note that two of the resource requirements that are considered in this

work include: (a) the static on-chip resource (such as register and shared memory

usage), and (b) dynamic run-time resource demands. The fundamental idea for sym-

biotic scheduling is to execute kernel tasks with complimentary resource requirements

to improve the GPU resource utilization.

1.5.3 Power/Energy Optimizations with Symbiotic Task Scheduling

In this work, we conduct power/energy optimizations through task scheduling. In

other words, the proposed symbiotic technique aims to provide a scheduling solution

reducing the power/energy consumption while improving the performance.
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1.5.4 Formal Analysis and Modeling of Concurrent GPU Tasks

To gain in-depth understanding of the sharing efficiency with GPU virtualization,

this work proposes to build a GPU sharing model as a theoretical performance guide-

line. The GPU sharing model enables the detailed theoretical performance analysis

of the proposed virtualization approach. Furthermore, in order to aid scheduling de-

cisions under power optimization, this work further proposes to conduct the GPU

power modeling. The power modeling is mainly focused on the power consumption

of multiple concurrent GPU kernel tasks. Empirical data and profiling results of

each GPU task are to be utilized to predict the overall power consumption. Accord-

ingly, the power consumption can be modeled by considering the utilization ratios of

different on-chip functional units.

1.5.5 Experimental Analysis and Verification

Finally, this work proposes to conduct a series of experimental analysis and ver-

ifications on several supercomputer testbeds as the proof of concept. Representative

real-life workloads are to be utilized to analyze the performance improvements with

the proposed GPU virtualization and symbiotic scheduling approach. Further ex-

periments will be conducted to verify the modeling. Testbeds such as Cray XK7

and computing nodes with the latest NVIDIA Tesla GPUs will be used for collect-

ing/analyzing experimental results.

1.6 Organization of This Dissertation

This dissertation is organized as follows. Chapter 2 provides a discussion of re-

lated work. Chapter 3 details the approaches taken for virtualization and scheduling

of GPUs. Chapter 4 provides the theoretical analysis and experimental results of the

GPU virtualization. Chapter 5, on the other hand, presents the theoretical analy-

sis and experimental results for the symbiotic and power-aware scheduling. Finally,

Chapter 6 concludes the dissertation and suggests future directions.

9



Chapter 2: Related Work

This chapter discusses several directions of previous works that are related to

this dissertation research. These related works are primarily focused on the following

aspects: (a) Achieving heterogeneous resource virtualization, (b) Improving heteroge-

neous resource utilization through efficient sharing, (c) Improving CPU/GPU resource

utilization through scheduling, and (d) GPU power/energy studies and optimization

techniques. Each of these research focuses is further discussed respectively.

2.1 Heterogeneous Resource Virtualization

The term “Virtualization” has been used since the 1960s. In the computing world,

virtualization generally refers to the practice of creating virtual versions of computing

resources including computer hardware, OS, storage and network resources [22]. Cre-

ating virtual versions of computing resources allows hiding of technical details of the

underlying physical resources from user applications. Thus, virtualization generally

creates a virtual interface that allows underlying physical resources to be shared in a

multiplexed or partitioned fashion. As such, a single physical resource can appear to

users and applications as multiple virtual resources. The single physical resource can

be, but it is not limited to, a homogeneous/heterogeneous processor, a server, an OS,

an application, or a storage device. It it also possible to aggregate multiple physical

resources and virtualize them as a single virtual resource if needed[23].

Since virtualization can be applied to many different computing resources, dif-

ferent virtualization methodologies can be employed for different purposes. As cat-

egorized in Figure 1, resource virtualization can be implemented using the following

approaches [1]: (a) virtual runtimes, (b) virtual OS environments, and (c) virtual ma-

chines. The virtual runtime technique generally implements the runtime middleware

on top of the OS level. The virtual runtime provides necessary resource abstraction

for each user application, and can be implemented as a light-weight OS-independent
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Figure 1: Virtualization Methodologies [1]

layer. Examples of such include JVM and J2EE. The virtual OS environment tech-

nique creates multiple virtual OS environments for different applications through es-

tablishing an OS middleware within the OS level. This virtualization method allows

for extended application portability among different OSs, due to the fact that each

container has its own namespace, root and files. For instance, running an application

with a different compatibility mode within Windows is one such example. The third

category of virtualization methodologies utilizes the virtual machine(VM) technique.

It employs the use of hypervisor to provide virtual hardware interfaces to multiple

OSs. Applications running within each individual virtual OS are strongly isolated

and share the underlying hardware resources. However, it is relatively heavy-weight

compared with the previous two and less efficient in general due to the additional

overhead.

With the continued proliferation of GPGPU in the HPC field, virtualization of

GPUs as computing devices is gaining considerable attention in the research com-

munity. Thus, different directions of research have been conducted to produce GPU

resource virtualization.

By following the virtual machine methodology, one research direction has focused

on providing access to GPU accelerators within VMs [24] [25] [26]. Research studies in

this stream focus on providing native CUDA programmability support within VMs, on

computing systems equipped with NVIDIA GPUs. Gupta et al. [24] presented their
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GViM software architecture, which allows CUDA applications to execute within VMs

under the Xen virtual machine monitor. The GPU is controlled by the management

OS, called “dom0” in Xen parlance. The actual GPU device driver therefore runs

in dom0, while applications execute on the guest OS or VM. By using a split-driver

approach, the CUDA run-time API function calls from the application are captured by

an interposer library within the VM. The function parameters are further transferred

to dom0 for the actual interaction with the GPU. A similar approach is adopted in

vCUDA by Shi et al. [25], also on Xen. They additionally provided suspend and

resume facilities by maintaining a record of the GPU state in both the guest and the

management OS domains.

However, the primary drawback of providing GPU access by using Xen is that

NVIDIA drivers do not officially support Xen. Therefore, CUDA drivers with versions

later than 2.2 do not work under Xen, which makes the aforementioned approach

unportable. Giunta et al. [26] circumvented this problem by using the Kernel Virtual

Machine (KVM) and following a similar split-driver approach coupled with API call

interception. Their software infrastructure, termed gVirtuS, focuses on providing

GPU access to VMs within virtual clusters, as part of a cloud computing environment.

For cases when the host machine does not have a local GPU, they envisioned that

the VMs will use TCP/IP to access remote GPUs.

Achieving GPU virtualization by providing CUDA support within VMs appears

to be an attractive solution for our problem. However, launching multiple VMs

within the same compute node can result in significant overhead for HPC applications

targeting performance. To elaborate, efficient SPMD execution requires all CPU cores

(processes) to have a virtual view of a GPU. With the VM approach, this would

require a VM to be launched for every CPU core within the compute node. Since

the number of CPU cores per node would rapidly rise, this can significantly increase

overhead for such VM-based approach for GPU sharing. Further, all the available
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VM-based GPU sharing approaches time-share the GPU. Thus, the potential for

simultaneously executing GPU functions from multiple processes cannot be exploited.

Therefore, in this work, we are seeking a light-weight virtual runtime methodology

to establish necessary GPU resource virtualization for user processes.

By following the same virtual runtime methodology, other types of solutions have

also been proposed for GPU virtualization in HPC systems. For example, Duato et

al [27] proposed the use of remote GPU access similar to [26], for cases when high

performance clusters do not have a GPU within every compute node. Instead of using

a VM, they proposed a GPU middleware solution consisting of a daemon running on

GPU-capable nodes that serves requests from non-GPU node clients. The client nodes

incorporate a CUDA wrapper library to capture and transfer API function calls to the

server using TCP/IP. Although the VM overhead is removed, their proposed solution

can result in communication overhead in accessing GPUs from remote compute nodes.

Moreover, simultaneous execution of multiple GPU kernels is not discussed.

Virtualization of co-processors has been studied for other technologies as well, such

as Field-Programmable Gate Arrays (FPGAs). For example, El-Araby et al. [28] used

the partial run-time reconfiguration feature of the FPGA to enable efficient SPMD

execution in HPC systems. This work partitions the FPGA into multiple regions,

and allocates each region to a CPU core within the compute node. Thus it provides

a virtual FPGA to every CPU core to achieve the required 1:1 ratio of the number of

CPU cores to the number of virtual FPGAs. This work provides some bases for the

proposed GPU virtualization solution. Huang and Hsiung [29] provided an OS-based

infrastructure that allows multiple hardware functions from different processes to be

configured in the FPGA. By using the partial run-time reconfiguration feature, their

virtual hardware mechanism allows a given hardware function to be used by multiple

applications. The implementation also enables one application to access multiple

hardware functions simultaneously in the FPGA. The proposed GPU virtualization
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approach effectively utilizes the concurrency features of modern GPUs to improve

the execution performance. Overhead is kept small by following the virtual runtime

methodology as well as maintaining a simple communication mechanism.

2.2 Improving Heterogeneous Resource Utilization Through Efficient Shar-
ing

Another component of my research work has concentrated on improving the re-

source utilization through efficient sharing. Guevara et al. [30] proposed an approach

that involves run-time interception of GPU invocations from one or more processes,

followed by merging them into one GPU context. Currently their solution is demon-

strated for two kernels, with the merged kernels predefined manually. Similarly, Saba

et al. [31] presented a technique that allocates GPU resources for tasks based on

the resource goals and workload sizes. Their approach optimizes the execution path

and output quality by merging kernels to share the GPU. Although kernel merging

can be useful for SPMD execution, it would need compiler support for the generation

of the combined kernels a priori. By using the concurrent kernel execution support

from the latest GPU architectures, kernel merging can be avoided. Improving the

GPU resource utilization has also been studied for cloud computing. Ravi et al. [32]

proposed a GPU sharing framework for the cloud environment. Their proposed shar-

ing framework consolidates kernel workloads in order to achieve an improved overall

throughput within the cloud.

To provide efficient GPU sharing among threads, Peters et al. [33] proposed

a persistent-kernel technique for sharing a GPU among multiple host threads on a

compute node. Their technique involves the use of persistent kernels that are initial-

ized together within a single execution context, and remain executing on the GPU

indefinitely. Each of these persistent kernels occupies a single thread block on the

GPU. The persistent kernels execute the appropriate function based on commands

written to the GPU memory by the host process running on the CPU. This “manage-
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ment thread” accepts requests from other CPU threads for the use of GPU resources.

Their approach allows for multiple kernels to simultaneously execute even on devices

that do not support concurrent kernel execution. However, due to the persistent na-

ture of the kernels, the number of thread blocks is severely limited, which means that

the memory latency may not be hidden effectively. As a result, highly data-parallel

applications will not be able to take full benefit of the GPU resources. Furthermore,

their approach requires significant changes to the application code to fit within a

thread block. Also, the communication mechanism between the management thread

and other threads is not clear. Nevertheless, the use of a management daemon to

control the GPU and manage the resources is a common feature shared with the

proposed solution.

To provide efficient GPU sharing among processes, one solution was proposed by

the S GPU project [34]. It provides a software layer that resides between the applica-

tion and the GPU, typically used for GPU time-sharing between MPI processes in a

parallel program. Each MPI process is provided the view of a private GPU, through a

custom stream-based API. Each process inserts the GPU commands, such as memory

copy and kernel launch, in the required sequence into a stream object, irrespective of

the number of GPUs available. When the process initiates the execution of a stream,

all the enqueued GPU commands are then executed in the required sequence. The

S GPU software stack takes care of sharing the available GPUs among the streams

from multiple processes. The approach followed by S GPU is complementary to the

proposed virtualization approach in this work. Therefore, it may be combined with

the proposed virtualization approach by simultaneously executing kernels from mul-

tiple processes for efficient GPU sharing.
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2.3 Improving CPU/GPU Resource Utilization Through Scheduling

There are several research endeavors targeting improving CPU/GPU resource uti-

lization through efficient task scheduling. However, none of these research works

has focused on improving the GPU utilization when multiple concurrent kernels are

present. In other words, researchers have overlooked the fact that the launch sched-

ule of concurrent GPU kernels significantly affects the GPU SM resource utilization.

A recent study [35] has even reported that the effect of kernel launch order on the

performance side (total execution time) is trivial. However, their conclusion was erro-

neous because it was based on identical kernels differing only in the number of thread

blocks (grid size) within each experiment. Thus, it is counter-intuitive that the order

of issuing concurrent kernels can affect the performance and energy consumption.

This “non-commutative concurrency” has only very recently been mentioned by Pai

et al. for GPUs [20]. Their work followed a different approach through source-to-

source transformation of kernels into elastic versions. Similar research such as the

work proposed by Gregg et al. also identified the necessity to co-execute kernels

with complementary resource boundaries (compute/memory) [36]. With a different

focus, they primarily studied the possible performance gain with the kernel merging

approach specifically for OpenCL [37] kernels. On the CPU side, Snavely et al. has

brought in the term “symbiosis” and presented several predictors that can reduce

the resource contention among OS workload time-slices [38, 39]. Their studies are

primarily concerned with co-executing time-slices of OS workloads on Simultaneous

Multi-Threading (SMT) microprocessors. The experiments simply analyzed several

CPU performance counters as the basic predictors to co-execute workload time-slices.

2.4 GPU Power/Energy Studies and Optimization Techniques

A few research studies have focused on GPU power and energy optimizations.

These studies have primarily discussed possible modeling and optimization techniques
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for the GPUs. Similar as the work proposed by Gregg et al., Wang et al. proposed a

kernel-fusion method to fuse independent kernels to reduce energy consumption [40].

Fusion/merging kernels requires kernel source code modification and imposes non-

negligible overhead. Thus programmability and portability can be some of the main

issues. Drebler et al. studied the energy consumption of single CUDA kernels with

varied thread topology [41]. Even though not directly stated, their results demon-

strated that energy consumption can be improved by increasing the number of warps

per SM. In their work, the number of warps per SM is varied through changing the

thread topology (different grid and block sizes). Studies conducted by Ge et al. and

Jiao et al. have investigated the potential energy behaviors with DVFS [42, 43]. Ge

et al. studied the effect of DVFS on the energy consumption for the latest NVIDIA

K20 GPU. While only the single-kernel execution scenarios were studied, their work

has found that the highest clock setting brings the best energy efficiency. Similarly,

Jiao et al. has experimentally analyzed DVFS for both compute and memory-bound

kernels on an older GTX 280 GPU. They have observed that scaling down the GPU

core frequency can save energy for memory-bound kernels. Furthermore, the research

work conducted by Hong et al. [44] and Nagasaka et al. [45] proposed detailed GPU

power modeling techniques by using the performance counters and provided modeling

basis for this dissertation work.
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Chapter 3: Efficient GPU Sharing Through GPU Virtualization and
Symbiotic Scheduling

This chapter starts with a brief background on GPU computing. Then, the imple-

mentation details of the proposed GPU virtualization are presented in the following

section. Finally, the optimization strategies, the scheduling problem, and the details

of the proposed symbiotic scheduling approach are described.

3.1 Background on GPU Computing

A brief overview of the GPU programming and architectural model is presented in

this section. Further, analyses and implementations are based on two widely adopted

programming modes, namely, Compute Unified Device Architecture (CUDA) [19] and

Open Computing Language (OpenCL) [37]. The NVIDIA GPU architecture [17] is

used for discussions on the GPU hardware architecture.

3.1.1 Programming Models of Modern GPUs

CUDA and OpenCL are two prevalent GPU computing programming models

provided by NVIDIA and Khronos Working Group, respectively. Both paradigms

follow the Single Instruction Multiple Thread (SIMT) model [46] by executing data-

parallel GPU kernel functions within the GPU. Abstractions of thread group hier-

archy and shared memory hierarchy are provided by both paradigms. In terms of

thread group hierarchy, both paradigms (CUDA/OpenCL) provide three hierarchy

levels: Grid/NDRange, Block/Workgroup and Thread/Workitem. For convenience,

we will use CUDA terminology in the rest of this dissertation, namely, grids, blocks

and threads. GPU kernels are launched per grid and a grid is composed of a number

of blocks, which have access to the global device memory. Each block consists of

a group of threads, which are executed concurrently and share the accesses to the

on-chip shared memory. Each thread is a very lightweight execution of the kernel

function. From the programming perspective, a programmer needs to write the ker-
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nel program for one thread and decide the total number of threads to be executed on

the GPU device. The threads need to be further grouped into blocks based on the

data-sharing pattern, memory sharing and architectural considerations.

3.1.2 Architectural Models of Modern GPUs

Modern GPUs are composed of massively parallel processing units and hierarchies

of memories. From the hardware architectural perspective, the Kepler GPU archi-

tecture from NVIDIA, as shown in Figure 2, is composed of up to 15 SMs. Each SM

can be further decomposed of 192 SPs or CUDA cores and 32 Double Precision (DP)

units as the second processing element hierarchy. Memory hierarchies are composed

of the global device memory shared by all SMs and private shared memories of each

SM that are shared by all SPs and DPs within each SM. Each thread is executed on

an SP/DP core and each block runs on an SM at a given time. While each SP/DP

holds a number of registers for each thread and executes threads sequentially; within

each SM, threads are scheduled as a batch of 32 threads called a warp. Four warp
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schedulers exist in an SM and multiple warps are allowed to co-exist on the same

SM. Especially when threads have high memory access latency, increasing the warp

occupancy by having multiple warps co-executed on an SM can improve the overall

performance.

3.1.3 Concurrent Kernel Execution Flow of Modern GPUs

Upon the launching of a kernel composed of multiple blocks, each block can only

be executed on an SM. Multiple blocks can only reside on the same SM provided

there are enough SM resources, including registers and shared memory. Further-

more, the total number of warps cannot exceed the maximum number that can be

scheduled within an SM. Each SM has a limited number of registers, a fixed size of

shared memory and a maximum number of warps that can co-exist and be sched-

uled. Only multiple blocks meeting these constraints can be scheduled within a single

SM. However, blocks are only limited to a single kernel. In other words, blocks from

different kernels cannot be concurrently scheduled in conventional GPU devices. Nev-

ertheless, current CUDA devices with computing capability higher than 2.0 (Fermi

or later) support concurrent kernel execution. Concurrent kernel execution allows

different kernels to be launched from the same process (GPU program) using CUDA

streams. In other words, blocks from different concurrent kernels can be scheduled

and executed simultaneously. Furthermore, by using asynchronous CUDA streams,

concurrent data transfer and kernel execution can also be achieved among multi-

ple streams, each of which carries a GPU kernel. Note, however, that GPU kernels

launched from independent CPU processes cannot be concurrently executed. Thus,

the single process/GPU context requirement for concurrent execution necessitates the

proposed virtualization approach in this dissertation work.

Concurrent kernel execution provided by NVIDIA’s Kepler and Fermi devices al-

lows thread blocks from multiple kernels to be simultaneously executed on an SM.
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Table 2: Memory and GPU Frequencies Supported by K20
Global Memory Clocks
(MHz)

Possible GPU Clocks (MHz) Under the
Global Memory Clock

2600 (Default) 758, 705 (Default), 666, 640, 614
324 324

With a fixed kernel launch order specified by the programmer using CUDA streams,

the GPU work distributor launches the kernels sequentially. Thread blocks are as-

signed on the SMs in a round-robin fashion until one SM resource limit is met. The

remaining thread blocks are left for execution in the following execution rounds until

all blocks are scheduled on the SMs. For a given single kernel or multiple kernels

with identical thread blocks, the launch order does not affect the SM resource con-

tention behaviors within each execution round. This is due to the fact that each block

requests identical amount of SM resources. (the number of blocks from each kernel

does not have to be the same, note that this is also the only scenario studied and

concluded by [35].) However, for multiple non-identical kernels, which is usually the

case, kernel launch order determines the consecutive thread blocks, and thus the SM

resource contention behavior. Also note that if the total number of blocks from all

kernels does not exceed the number of SMs, the kernel launch order does not affect

the SM resource utilization. In other words, there is no resource contention among

blocks since each block has a dedicated SM.

3.1.4 Dynamic Voltage & Frequency Scaling (DVFS) on the GPUs

For Fermi or earlier GPU architectures, SMs and SPs operate at different clocks,

with the clock of SP running at double the frequency of SM clock. For the latest

Kepler GPU architecture, SMs and SPs operate at the same frequency with many

more SPs integrated into a single SM. Therefore, the Kepler architecture further

expands the parallelism within each SM and thus greatly increases the available SM

resources. Current DVFS techniques provided by NVIDIA allows programmers to

21



S
y

ste
m

 In
te

rco
n

n
e

ctio
n

 N
e

tw
o

rk
s

Node 1

Processor 1

Processor N

GPU

G
P

U
 D

e
v

ice
 M

e
m

o
ry

Processor 1

Processor N

GPU

G
P

U
 D

e
v

ice
 M

e
m

o
ry

VGPU 

View 1 for 

Process 1

VGPU 

View N for 

Process N

Node N

VGPU 

View 1 for 

Process 1

VGPU 

View N for 

Process N

Figure 3: A Virtual SPMD GPUs View of Asymmetric HPC Systems with GPUs

adjust the application clock settings for both GPU and global memory. As shown

in Table 2, under two different memory clock states, only a few corresponding GPU

clocks are supported for the latest Tesla K20. By using NVML API [47], the clock

settings can be preset for a given GPU context (program). However, fine-grained

control of the frequencies within a CUDA program is not yet possible.

3.2 Efficient GPU Sharing Through Virtualization

3.2.1 SPMD Model with GPU Virtualization

Figure 3 shows a representative HPC system architecture with several nodes con-

nected by an interconnection network. Within each node there is a heterogeneous

asymmetry between the microprocessors and GPU. Under the SPMD scenario, each

processor runs the same application on different data while the application has a few
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computationally intensive functions to be executed on the GPU. Note that it is con-

ventional for most supercomputer vendors to set the GPU for exclusive access mode

to effectively support multi-user environments. If GPUs are set to exclusive access

mode, each of the single GPUs only allows a single process to launch a GPU task

while blocking all others. In this case, due to the architectural CPU/GPU imbalance,

parallel programs under SPMD execution model cannot fully utilize the underlying

computing resources. In other words, the outnumbered CPU cores are underutilized.

With the proposed GPU virtualization approach, each single GPU within a com-

pute node will expose a virtual view of the GPU to each microprocessor. A virtu-

alization layer is created so that each microprocessor “sees” its own Virtual GPU

(VGPU) and executes its own GPU functions within each node [48]. Therefore, by

creating a virtual “view” for each CPU core (e.g. with an MPI process running),

the virtualized CPU/VGPU symmetry establishes a virtual 1 to 1 CPU to VGPU

ratio. Thus, the virtualized CPU/VGPU symmetry is able to eliminate the potential

problem of system resource utilization. As a result, with GPU virtualization, SPMD

programs can effectively and fully utilize all the available system resources.

3.2.2 Conventional GPU Sharing Among Processes

Even though GPU-equipped HPC systems generally preset the GPUs to be exclu-

sive access mode, GPU vendors have also provided the shared access mode. Under the

shared access mode, multiple processes can access the GPU simultaneously. However,

this incurs heavy overhead due to the fact that each process creates its own single

GPU context. In other words, the native GPU sharing among processes under shared

access mode incurs heavy context-switching overhead. Furthermore, as discussed ear-

lier, both kernel and I/O concurrencies can only be achieved through a single GPU

context. Due to the many contexts created, native GPU sharing among processes

cannot achieve either kernel or I/O concurrencies and can be very inefficient.
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Under the native GPU sharing scenario, each of the processes (e.g. MPI pro-

cesses) has direct access to the physical GPU. Here we base our analysis on a sim-

plified scenario that a single GPU is requested from multiple processes running on

multi-processors (cores) within each cluster node. Multiple GPU requests from pro-

cessors within each node will place individual GPU tasks/kernels on the shared single

physical GPU simultaneously. As a result, each process creates its own GPU context

and keeps switching among GPU contexts with heavy overhead. In the meantime,

no concurrency can be achieved due to the multiple GPU contexts created. Thus,

allowing multiple processes to natively share a single GPU can heavily underutilize

the GPU resource as well.

3.2.3 Concurrency-driven GPU Sharing Among Processes

Considering the potential performance advantage with concurrent kernel execu-

tion, here we propose a concurrency-driven GPU sharing scheme. Under concurrency-

driven GPU sharing, requests from multiple processes are launched using separate
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Figure 5: A Hierarchical View of the GPU Virtualization Infrastructure

CUDA streams within a single GPU context. The proposed virtualization technique

creates a single daemon process that handles GPU requests from multiple processes, as

shown in Figure 4. The single daemon process further creates the single required GPU

context. Therefore, launching GPU kernel requests inside the daemon process with

separate CUDA streams allows the potential concurrencies among multiple processes.

Additionally, concurrency-driven GPU sharing is able to avoid context-switching over-

head among processes as well as eliminate the GPU initialization overhead. This is

due to fact that the single daemon process only needs to be initialized once in the

beginning instead of multiple times. Further virtualization implementation details

will be discussed in the following sections.

3.2.4 The GPU Virtualization Infrastructure

In this section, we lay out the GPU virtualization implementation, which achieves
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concurrency-driven GPU sharing among processes. Figure 5 shows the hierarchical

view of the virtualization infrastructure and data flows between layers. The base layer

of the infrastructure manages the underlying GPU computing and memory resources.

On top of the base layer lies the user process API layer. The base layer is consisted

of the GPU Virtualization Manager (GVM), virtual shared memory space for each

processor as well as request/response message queues. The API layer, which provides

a virtual GPU abstraction to each of the user processes, physically handles the inter-

layer communication as well as data-transfer.

In the base layer, the GVM is an active CPU process responsible for initializing all

virtualization resources, handling requests from processes and processing requests on

the GPU device. The initialization of the GVM creates the virtualization resources

including the virtual shared memory spaces and the request/response queues. The

virtual shared memory space is implemented as POSIX shared memories for each of

the processes so that each process has its own virtual memory space. The virtual

shared memory space handles data exchanges between processes and the GVM. Fur-

thermore, the shared memory size is user-customizable to ensure the total size does

not exceed the GPU memory size. The request/response queues are implemented

as POSIX message queues to stream the process requests into the GVM and pro-

vide handshaking synchronization responses. By using streaming queues, resource

contention problems are prevented. The GVM also sets request barriers to ensure

that tasks from different processes can be executed in parallel. On the GPU side,

when initialized, the GVM creates the necessary GPU resources including the only

required GPU context and CUDA streams for each process. It also creates different

memory objects for each process separately to ensure data from different processes

can co-exist in the GPU memory safely. These memory objects include both GPU

device memory and host pinned memory. While host pinned memory provides better

I/O bandwidth, it is also required to be set up for achieving concurrent I/O and ker-
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nel execution using asynchronous streams. Moreover, the GVM takes the requested

CUDA kernel functions and prepares the kernels to be executed when initialized.

The abstraction of the API layer allows the user processes to interact with the

underlying run-time virtualization layer in a transparent way. In other words, the API

layer exposes the user processes (the programmers) with a virtual GPU resource view.

The programmers need to provide the base layer with the GPU kernel function they

wish to execute on their individual VGPUs. The programmers also need to take care

of data exchange with the virtual shared memory, by following the procedure shown in

Figure 6 using the provided API routines. For example, the API routines include but

are not limited to: (a) SND()-send data routine, (b) STR()-start execution routine,

and (c) RCV()-receive data routine. Thus it requires very little effort to port existing

GPU programs into the virtualization infrastructure.

3.3 Symbiotic Scheduling of Concurrent GPU Tasks

As another major core idea of this work, this section discusses the optimization

and implementation details of the proposed symbiotic scheduling approach [49]. Here

we are primarily focused on optimizing the performance, energy, and power consump-

tion of concurrent kernels through scheduling. The major optimization objective is

to improve different resource utilizations (e.g. static resources, dynamic resources,

and power resources) when thread blocks from multiple kernels are scheduled. The

proposed symbiotic scheduling approach is further implemented with different opti-

mization objectives - performance, energy, and power consumption.

3.3.1 Concurrent Kernel Symbiotic Scheduling Algorithm for Perfor-
mance and Energy Optimizations

3.3.1.1 Resources To Be Optimized

For the performance and energy driven symbiotic scheduling technique, we focus

our optimizations on the following two aspects.
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First, GPU static device (SM) resources include shared memory, registers, co-

existing blocks, and co-existing warps. Optimizing kernel co-schedules to utilize all

SM resources can increase the total number of warps within each execution round

(also known as the warp occupancy). It can also possibly reduce the total number of

execution rounds.

Second, current GPU architectures are characterized by multi-threading as well

as high memory throughput. As a result, the utilizations of compute instruction

throughput (from many threads) as well as the global memory bandwidth are inter-

correlated and need to be balanced. In other words, unbalanced utilizations can result

in either the memory-bound or compute-bound behavior. Therefore, co-scheduling

kernels with complementary compute/memory boundaries can improve and balance

both compute and memory throughputs.

With both optimization aspects in mind, we present the optimization strategies,

the scheduling problem, the approach, and implementation of the proposed symbiotic

algorithm in the rest of this chapter. Further theoretical and experimental analysis

are discussed in Chapter 5.

3.3.1.2 Optimization Strategies

We believe a fundamental solution without complicated kernel source modification

is to design a scheduling algorithm. The algorithm needs to provide a kernel launch

sequence that maximizes both static and dynamic resource utilizations. Considering

that concurrent kernel blocks are co-executed through multiple consecutive execution

rounds, the proposed approach sets the optimization unit to be each execution round.

By considering the static resources, we aim to increase the warp occupancy (the

number of warps that can be executed within each execution round) by eliminating

the static resource conflicts. Under concurrent kernel execution, the warp occupancy

is limited by multiple SM static resources. These static resource limitations include
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Table 3: Resource Metrics Defined for the Symbiotic Algorithm
Static Resource Definition
Nreg SM The # of registers in each SM
Sshm SM The size of shared memory in each SM
nwarps sm The maximum # of warps allowed in each SM
Ntblk SM The maximum # of thread blocks allowed in each SM

Dynamic Resource Definition
IPCsp # of single-precision instructions per clock cycle assuming

there is no memory latency for each SM
IPCdp # of double-precision instructions per clock cycle assuming

there is no memory latency for each SM
IPCmem # of memory instructions per clock cycle for each SM
Bmax mem The maximum global memory bandwidth (byte/cycle)
Ugpu b The optimum GPU utilization balance

Power Resource Definition
PMsp Empirically derived power prediction metric for single-

precision instructions
PMdp Empirically derived power prediction metric for double-

precision instructions
PMmem Empirically derived power prediction metrc for memory in-

structions
PMpeak Peak power consumption of the GPU

Nreg SM, Sshm SM, Nwarps SM, and Ntblk SM, as defined in Table 3. For each execution

round of concurrent kernels, meeting either one of these static resource limitations

will block further thread blocks to be scheduled in. Therefore, for static resources, the

proposed approach aims to derive an optimal kernel launch sequence with minimized

static resource conflicts among consecutive kernels within each execution round.

For the dynamic SM resources, the proposed approach considers the following two

metrics: (a) The peak compute instruction throughput, which can be captured by

Instructions Per Cycle (IPC), and (b) The peak global memory bandwidth, Bmax mem,

as defined in Table 3. Due to the varied peak IPC for different instruction types,

Table 3 also defines IPCsp, IPCdp, and IPCmem. Under the current GPU architecture,

the best performance can only be achieved when the utilizations of the peak IPC

and Bmax mem are balanced (defined as Ugpu b). In other words, imbalanced utilization
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generally results in either memory-bound or compute-bound behaviors. Therefore,

we focus our optimization on minimizing the utilization imbalance between IPC and

Bmax mem for each execution round. In other words, the proposed symbiotic approach

aims to derive an optimal kernel launch sequence with minimized dynamic resource

utilization balance. Note that the dynamic resource utilization balance of each execu-

tion round can be established based on a multi-threading model. Detailed modeling

analysis is further discussed in Chapter 5.

3.3.1.3 The Scheduling Problem

With both optimization strategies in mind, we here formalize the scheduling prob-

lem. In order to optimize for performance and energy consumption, the proposed

optimization technique tries to schedule multiple concurrent kernels into the mini-

mum number of execution rounds. In other words, considering that each execution

round has limited static and dynamic resources, the scheduling problems can be de-

scribed as the following. For a given number of concurrent kernels to be scheduled, an

optimal scheduling algorithm should schedule kernels into different execution rounds

while ensuring both static and dynamic resource limits are met for each execution

round. The algorithm should provide an optimal schedule that minimizes the number

of execution rounds.

For each of the static resources, each execution round has the following static

resource limits: Nreg SM, Sshm SM, Sshm SM, and Ntblk SM. On the dynamic resource side,

our optimization goal is to achieve the dynamic resource utilization balance as close

to Ugpu b as possible for each execution round. Therefore, we formalize the dynamic

resource limit for each execution round as the following. For each execution round, a

maximum deviation from Ugpu b is predefined to specify the degree of dynamic resource

imbalance. Here we define the maximum deviation to be the dynamic resource limit.

With both static and dynamic resource limits defined, the scheduling problem
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can be formalized as a general multi-dimensional bin-packing problem [50, 51] with

additional restrictions. In the concurrent kernel scheduling problem, each execution

round can be treated as a bin with multiple resource limitations. Thus, the scheduling

problem can also be defined as minimizing the number of bins while ensuring the

each bin’s resource limitations are satisfied. However, the additional restriction is

that each kernel can be scheduled only into the “current” or “next” execution round.

In other words, unscheduled kernels can be only scheduled into the last bin, or a

new bin. Considering that the bin-packing problem has been proved to be NP-hard

[50], different bin-packing heuristics have been studied to solve the problems such as

FirstFit [52, 53]. FirstFit is the heuristic that places the item in the first bin where

the item fits. Note that for FirstFit heuristic, a pre-sorting of resources of different

items(kernels) helps improve the performance [53]. In other words, the sorting allows

packing more items into a given bin by using a greedy approach. As it will be shown

later, the technique of choice in this work is a worst fit one.

By formulating the scheduling problem through a similar greedy approach, we will

present the symbiotic scheduling algorithm for concurrent kernels with performance

and energy optimizations next.

3.3.1.4 Concurrent Kernel Symbiotic Algorithm for Performance
and Energy Optimizations

The fundamental concept of scheduling kernel launch order allows each kernel to be

co-executed with different other kernels within each execution round. Therefore, two

or more kernels with complementary resource requirements can be mutually beneficial

in terms of resource exploitation. Note that the term Symbiosis is defined as the

mutually beneficial living together of two dissimilar organisms in close proximity [38].

We here adapt this term to refer to the improvements of the SM resource utilization by

co-scheduling thread blocks from two or more kernels. As a result, possible reduction
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Table 4: Analytical Parameters Defined for the Symbiotic Algorithm
NSM The # of SMs in the GPU
Ntblk i The # of thread blocks for kernel i
Nthd per tblk i The # of threads per block for kernel i
Ninst i The # of instructions for kernel i
Nreg i The # of registers for kernel i
Nshm i The size of shared memory used by kernel i
Nwarp i The # of warps for kernel i
Nwarp SM i The # of warps per SM for kernel i
Ntblk SM i The average # of thread blocks per SM for kernel i
Rsp i The single-precision instruction ratio for kernel i
Rdp i The double-precision instruction ratio for kernel i
Rmem i The memory instruction ratio for kernel i
Nmem i The average memory access size (byte) for kernel i
Bmem i The memory bandwidth (byte/cycle) for kernel i
Tavg data i The average data access latency (cycle) for kernel i
IPCmax i The # of compute instruction (per SM, including single and double

precision) per cycle on average for kernel i assuming there is no mem-
ory latency

IPCmax r The # of compute instruction (per SM, including single and double
precision) per cycle on average for execution round r assuming there
is no memory latency

Uipc i The compute instruction throughput (IPC) utilization for kernel i
Umemb i The memory bandwidth utilization for kernel i
Uipc r The IPC utilization for execution round r
Umemb r The memory bandwidth utilization for execution round r
Ugpu b i The GPU utilization balance for kernel i
Ugpu b r The GPU utilization balance for execution round r
Ugpu b devlim The Deviation limit on the GPU utilization balance
PMi The overall power prediction metric for kernel i
PMr The overall power prediction metric for execution round r

on both execution time and energy consumption can be achieved. Here we present

and implement a resource-aware symbiotic algorithm that provides a suitable launch

order for a sequence of concurrent kernels. One fundamental symbiosis consideration

is to maximize the number of kernels that can be executed within a single execution

round. By doing this, it allows a possibly large number of threads for each SM to

schedule and execute simultaneously in each execution round. Therefore, a desired

algorithm should maximally eliminate the static resource conflicts, and thus improve

33



N Kernel Tasks 

K
1
 K

2
 K

3
 K

4
 K

n
 Input: 

Step 1: Choose the kernel pair  

(Ki  Kj) with highest symbiotic 

score  

Step 2: Virtually combine the 

kernel pair into Kcomb by static/

dynamic resources 

Kcomb 

K
4
 

Step 3: Choose the next 

kernel Kq such that (Kcomb  

Kq) has the highest score 

Kcomb 

Step 4: Repeat steps 2 and 3 until kernels cannot be accommodated into the current execution round.  

Step 5: Open a new execution round and repeat steps 1-4.  Stop when all kernels are scheduled 

% remaining max blks/SM 

ScoreGen: 
 Score = 

% remaining shm 
% remaining regs 
% remaining max threads/SM 

% deviation from the  balanced 
compute to memory ratio 

Static Resources 

Dynamic Resources 

K
1
 K

3
 

K
1
 K

3
 

Symbiotic score 
generated with 

ScoreGen 

Output: An optimized kernel launch sequence  

Symbiotic score 
generated with 

ScoreGen 

Figure 7: The Basic Concept: Concurrent Kernel Symbiotic Algorithm for Perfor-
mance and Energy Optimizations

the warp occupancy of each execution round. The other optimization consideration is

focused on balancing the utilization of compute throughput and memory bandwidth of

a given execution round. Thus, a desired algorithm also needs to schedule the launch

order of kernels so that each execution round is symbiotically optimized. In other

words, each execution round needs to be optimized with balanced compute/memory

utilization and eliminated SM static resource conflicts. We here further define and

list the necessary parameters in Table 4 for describing the proposed algorithm as well

as further theoretical analysis.

With the scheduling problem formally defined, we here present the proposed sym-

biotic scheduling algorithm. The algorithm incorporates all the previously described

optimization strategies and is based upon the greedy approach that has been used for

these BinPacking heuristics. Figure 7 demonstrates the basic concept of the proposed

symbiotic scheduling algorithm. The algorithm uses a ScoreGen method to generate

a score for every kernel pair based upon both the static and dynamic resources. The
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Input: the set of Nknl kernels (K ) with profiling results (PR): Ntblk i, Nreg i, Nshm i, Nwarp i,
Ugpu b i

Output: Kernel order from symbiotically optimized Rd1 to Rdr

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Denote Rdr to be the set storing symbiotically optimized kernel order within execution round

r ; r=0
SymbiosisScoreMatrix[ ][ ]=SymbiosisScoreGen(K, K, PR)
while K != null do

5: r++ ⊲ Counting towards the next execution round

Within K, find kernel: Ka,Kb with the highest score in SymbiosisScoreMatrix[ ][ ]
Push Ka,Kb into Rdr (using the decreasing order of Nshm a, Nshm b) and remove Ka and

Kb from K

Kcomb=ProfileCombine(Ka,Kb)
for All kernels Kr (from K ) whose utilized SM resource can fit within Rdr do

10: SymbiosisScoreVec[ ]=SymbiosisScoreGen(Kcomb, Kr, PR)
Push Kc with the highest score in SymbiosisScoreVec[ ] into Rdr (Sort by Nshm c,

Nshm comb with decreasing order)
Kcomb=ProfileCombine(Kcomb,Kc) and remove Kc from K

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
function SymbiosisScoreGen(KM, KN, PR) ⊲ KM & KN are two kernel sets

15: for All kernels Ki within KM do

for All kernels Kj within KN do

if Ki and Kj cannot fit within an execution round then S[i][j] = 0
else

S[i][j] += max{
Nshm SM−Nshm i−Nshm j

Nshm SM
, 0}

20: S[i][j] += max{
Nreg SM−Nreg i−Nreg j

Nreg SM
, 0}

S[i][j] += max{
Nwarp SM−Nwarp i−Nwarp j

Nwarp SM
, 0}

S[i][j] += max{
Ntblk SM−Ntblk SM i−Ntblk SM j

Ntblk SM
, 0}

if Ugpu b i≤Ugpu b≤Ugpu b j or Ugpu b j≤Ugpu b≤Ugpu b i then

if Ugpu b comb(i,j) = Ugpu b then

25: S[i][j]+= 1 ⊲ Ugpu b comb(i,j) is the combined utilization balance

if Ugpu b comb(i,j) > Ugpu b then

S[i][j]+= max{(1−
Ugpu b comb(i,j)

Ugpu b·Ugpu b devlim
), 0} ⊲ Ugpu b devlim set the upper limit on

Ugpu b comb(i,j)

if Ugpu b comb(i,j) < Ugpu b then

S[i][j]+= max{(1−
Ugpu b

Ugpu b comb(i,j)·Ugpu b devlim
), 0} ⊲ Ugpu b devlim set the lower limit

on Ugpu b comb(i,j)

return S[ ][ ]
30: end function

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
function ProfileCombine(Ka, Kb)
Nshm comb=Nshm a+Nshm b;
Nreg comb=Nreg a+Nreg b;

35: Nwarp comb=Nwarp a+Nwarp b;
Ntblk comb=Ntblk a+Ntblk b;
Ntblk SM comb=Ntblk SM a+Ntblk SM b;

Ugpu b comb(a,b) =
Bmax mem·

∑
i=a,b

Ninst i

IPCmax r·NSM·

∑
i=a,b

Rmem i·Ninst i·Nmem i
⊲ Derived from Equation (26)

return Kcomb ⊲ Virtual “kernel” with combined profile
40: end function

Figure 8: Pseudocode: Concurrent Kernel Symbiotic Algorithm for Performance and
Energy Optimizations
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ScoreGen method uses the two aforementioned optimization strategies and aims to

maximize the resource utilizations. For each execution round, the algorithm starts

by choosing an unscheduled kernel pair with the highest score, which corresponds to

maximum symbiosis and lowest resource usage. The selected kernel pair is virtually

combined by resources to keep track of the total resource usage of the current exe-

cution round or bin. If resources allow, further kernels with the highest score can be

scheduled in within the current execution round. Otherwise, a new execution round

or bin is opened. The algorithm repeats until all kernels are scheduled.

Figure 8 further presents the pseudocode of the proposed symbiotic heuristic.

All symbols used in the algorithm are defined in Table 3 and Table 4. The algo-

rithm sequentially selects kernels based on a pre-calculated Symbiosis Score. Function

SymbiosisScoreGen(KM, KN, PR) computes the score between every kernel pair taken

from the set KM and KN respectively. The resultant score matrix is two dimensional

or one dimensional depending on the input dimensions. For every kernel pair, the

resulting SM hardware resources that remain available add to the score, shown in

lines 19-22 in Figure 8. For all kernels to be scheduled, kernel pairs resulting in a

lower and balanced usage of all four resource metrics are calculated with the highest

Symbiosis Score. This allows more subsequent kernels to co-execute within the same

execution round. On the other hand, a score component is also given by compar-

ing the combined GPU resource utilization balance Ugpu b comb(i,j) with the optimum

(desired) balance Ugpu b. Ugpu b comb(i,j) is derived in function ProfileCombine(Ka, Kb)

according to Equation (26), which will be discussed in Chapter 5. The score contri-

bution of this component to the total score is only considered when both kernels are

of the complementary resource (compute/memory) characteristics. (For example, Ki

is compute-bound while Kj is memory-bound.) Here we set a customized deviation

limit Ugpu b devlim to capture the maximum allowed value by which Ugpu b comb(i,j) is

greater or smaller than Ugpu b. In other words, a score of zero is given if Ugpu b devlim
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is exceeded on either side. Otherwise, an extra Symbiosis Score is given based on

the closeness of Ugpu b comb(i,j) to the optimum balance requirement Ugpu b, as shown

in lines 23-29.

The main algorithm takes the set of concurrent kernels to be reordered along

with required profiling results as inputs. (Profiling results are collected through the

CUDA profiler). Initially, the SymbiosisScoreMatrix is built to analyze the pair-wise

resource-based Symbiosis Score among all kernels. The algorithm continues for each

execution round r. The pair of kernels with the highest Symbiosis Score is selected for

symbiosis within current execution round r, denoted by the set Rdr. Note that for each

symbiotic kernel pair, we order the pair decreasingly by the shared memory usage.

This is because it allows the kernel with more Nshm i to release the resource sooner.

In order to evaluate the symbiosis of current kernel pair with other unscheduled

kernels, the current kernel pair is virtually combined by profile into a single virtual

kernel Kcomb. This is done with the function ProfileCombine(). The virtual kernel

Kcomb tracks multiple resource utilizations of the current execution round, which is

taken into consideration when choosing the next kernel for symbiosis. Therefore, a

single dimension matrix SymbiosisScoreVec[ ] in line 10 is created to demonstrate

the Symbiosis Score between current execution round and all unscheduled kernels.

Kernels continue to be incorporated into the round r as long as the SM hardware

resource permits, until a new execution round r+1 needs to be opened. The algorithm

repeats until all kernels are scheduled into Rdr and outputs the kernel launch schedule

from Rd1 to Rdr that are symbiotically optimized.

3.3.2 Power-Aware Concurrent Kernel Symbiotic Algorithm

3.3.2.1 Power Resource

In this section, we further propose a power-aware symbiotic algorithm, by incor-

porating power as an additional resource to be optimized. We define several power
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resource metrics that capture the potential GPU power consumption, as shown in

Table 3. For each GPU kernel, there are mainly three kinds of warp instructions to

be executed on the GPU: (a) single-precision warp instructions executed on the SPs,

(b) double-precision warp instructions executed on the DPs, and (c) global memory

warp instructions executed on the LD/ST units. Due to different function units uti-

lized with each of the three types of warp instructions, power consumption can vary

across tasks. Therefore, we here define the GPU power consumption mainly based on

these three types of instructions. Details of the power predictor (which is used to aid

the decision making in the proposed power-aware algorithm) are further presented in

Chapter 5.

3.3.2.2 Optimization Strategies

To optimize performance as well as power, we here consider both the SM static

resource utilization as well as the power prediction metrics. The optimization unit

is similarly set to be each execution round. By optimizing the overall SM static

resource utilization, we are able to eliminate the static resource conflicts and reduce

the number of execution rounds, thereby potentially achieving improved performance.

On the other hand, the power predictor (which is discussed in Chapter 5) captures the

potential power difference with variation in the instruction mix within each execution

round. By optimizing for a reduction in the estimated power, we are able to potentially

separate power-intensive instructions into different execution rounds, thereby reducing

the overall power consumption. In other words, the proposed power-aware scheduling

algorithm aims to improve performance through SM static resource symbiosis and

reduce the overall power consumption by separating power-intensive instructions.

3.3.2.3 The Scheduling Problem

By considering both static and power resources, following an approach similar to

the previous case, we here formally define the scheduling problem. In order to optimize
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for performance and power, the proposed optimization technique tries to schedule

multiple concurrent kernels into the minimum number of execution rounds. In other

words, considering that each execution round has limited static and power resources,

the scheduling problems can be described as the following. For a given number of

concurrent kernels to be scheduled, an optimal scheduling algorithm should schedule

kernels into different execution rounds while ensuring both static and power resource

limits are met for each execution round. The algorithm should provide an optimal

schedule that minimizes the number of execution rounds to the extent possible.

For static resources, we here consider the SM static resource limits identical to

the previously described algorithm. For power-aware optimization, we here define an

upper limit on the predicted power for each execution round, thus considering power as

an additional resource. Therefore, the scheduling problem can be similarly formalized

as a general multi-dimensional bin-packing problem with additional restrictions. In

the power-aware concurrent kernel scheduling problem, each execution round can be

similarly treated as a bin with both static and power resource limitations. Thus,

the scheduling problem can also be defined as minimizing the number of bins while

ensuring the each bin’s resource limitations are satisfied. Similar to the previous case,

each unscheduled kernel can only be scheduled into the last bin, or a new bin. By

following a similar greedy approach based heuristics for this problem, we lay out the

power-aware concurrent kernel symbiotic algorithm in the following section.

3.3.2.4 Power-Aware Concurrent Kernel Symbiotic Algorithm

Rescheduling of the kernel launch order allows each kernel to be co-executed with

characteristically different kernels within each execution round. Similar to the pre-

vious algorithm, for SM static resource symbiosis, the proposed approach is to max-

imize the number of kernels that can be executed within a single execution round.

In other words, the algorithm aims to maximize the warp occupancy (the number
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Figure 9: The Basic Concept: Power-Aware Concurrent Kernel Symbiotic Algorithm

of threads running concurrently) in each execution round. In order for the algo-

rithm to be “power-aware”, the proposed algorithm focuses on minimizing the power

consumption by using a power predictor for each execution round. In other words,

the algorithm is designed to select the next kernel that brings in the lowest power

prediction metric into the current execution round.

Similarly, Figure 9 demonstrates the basic concept of the proposed power-aware

symbiotic algorithm. On the implementation side, as shown in Figure 10, the power-

aware algorithm uses a different scoring scheme compared with the earlier algorithm.

For static resources, the scoring scheme show in lines 19-22 is identical with the

earlier algorithm. Additionally, for the power optimization, a score component is

incorporated by comparing PM(i, j) (the overall power predictor for concurrently ex-

ecuting kernel i and j) with the peak power metric, PMpeak. Therefore, the lowest

PM(i, j) corresponds to the highest power optimization score component. Note that

the derivation of PM(i, j) will be further discussed in Chapter 5 as well.
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Input: the set of Nknl kernels (K ) with profiling results (PR): Ntblk i, Nreg i, Nshm i,
Nwarp i, Ugpu b i

Output: Kernel order from symbiotically optimized Rd1 to Rdr

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Denote Rdr to be the set storing symbiotically optimized kernel order within execution

round r ; r=0
SymbiosisScoreMatrix[ ][ ]=SymbiosisScoreGen(K, K, PR)
while K != null do

5: r++ ⊲ Counting towards the next execution round

Within K, find kernel: Ka,Kb with the highest score in SymbiosisScoreMatrix[ ][ ]
Push Ka,Kb into Rdr (using the decreasing order of Nshm a, Nshm b) and remove Ka

and Kb from K

Kcomb=ProfileCombine(Ka,Kb)
for All kernels Kr (from K ) whose utilized SM resource can fit within Rdr do

10: SymbiosisScoreVec[ ]=SymbiosisScoreGen(Kcomb, Kr, PR)
Push Kc with the highest score in SymbiosisScoreVec[ ] into Rdr (Sort by Nshm c,

Nshm comb with decreasing order)
Kcomb=ProfileCombine(Kcomb,Kc) and remove Kc from K

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
function SymbiosisScoreGen(KM, KN, PR) ⊲ KM & KN are two kernel sets

15: for All kernels Ki within KM do

for All kernels Kj within KN do

if Ki and Kj cannot fit within an execution round then S[i][j] = 0
else

S[i][j] += max{
Nshm SM−Nshm i−Nshm j

Nshm SM
, 0}

20: S[i][j] += max{
Nreg SM−Nreg i−Nreg j

Nreg SM
, 0}

S[i][j] += max{
Nwarp SM−Nwarp i−Nwarp j

Nwarp SM
, 0}

S[i][j] += max{
Ntblk SM−Ntblk SM i−Ntblk SM j

Ntblk SM
, 0}

S[i][j] += 1 - PM(i, j)/PMpeak ⊲ Power predictor
return S[ ][ ]

end function

25: . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
function ProfileCombine(Ka, Kb)
Nshm comb=Nshm a+Nshm b;
Nreg comb=Nreg a+Nreg b;
Nwarp comb=Nwarp a+Nwarp b;

30: Ntblk comb=Ntblk a+Ntblk b;
Ntblk SM comb=Ntblk SM a+Ntblk SM b;
PM(a, b) = (PMsp ·

∑

i=a,bNinst i · Rsp i + PMdp ·
∑

i=a,bNinst i · Rdp i + PMmem ·
∑

i=a,bNinst i · Rmem i)/
∑

i=a,bNinst i

⊲ Derived from Equation (28);
return Kcomb ⊲ Virtual “kernel” with combined profile

35: end function

Figure 10: Pseudocode: Power-Aware Symbiotic Algorithm for Concurrent GPU
Kernels
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Chapter 4 - Analytical Studies and Experimental Results of The GPU
Virtualization

In this chapter, for the GPU virtualization approach, we first present the the-

oretical modeling, followed by experimental results. In the theoretical analysis, we

formally define all GPU sharing scenarios that can be achieved under GPU virtual-

ization. The performance of each GPU sharing scenario is analyzed with a SPMD

execution model. Experimental results are then presented in order to demonstrate

the performance improvements with the proposed GPU virtualization approach.

4.1 GPU Virtualization: Theoretical Analysis

4.1.1 GPU Sharing Scenarios

In this section, we analyze the scenarios when multiple concurrent GPU kernels

share a single, physical GPU. We here primarily study the SPMD case, wherein

multiple CPU processes launch identical GPU kernels. Based on how blocks from

different concurrent kernels occupy the SMs, we expect the following GPU sharing

scenarios: Space Sharing, Time Sharing, and Space/Time Sharing [54, 55, 56]. These

sharing scenarios are demonstrated using an example GPU with six SMs that are

shared by three SPMD parallel processes (represented as SPMD P1, SPMD P2 and

SPMD P3), as shown in Figure 11 to 13. In order to generalize the required condition

for each sharing scenario, we define several necessary parameters in Table 5.

4.1.1.1 Space Sharing

Depending upon whether each kernel block has a dedicated SM, Space Sharing

can be further categorized as exclusive and non-exclusive.

4.1.1.1.1 Exclusive Space Sharing

As shown in Figure 11, as an example, each SPMD kernel has two thread blocks.

Each of the six blocks from all three concurrent kernels are executed on a dedicated
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Figure 11: Exclusive Space Sharing
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Figure 12: Non-Exclusive Space Sharing
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Figure 13: Time Sharing scenario.
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Figure 14: Space/Time Sharing Scenario

SM. Thus, kernels from different SPMD Ps exclusively space-share the GPU and can

be executed by different SMs simultaneously.

4.1.1.1.2 Non-Exclusive Space Sharing

The Non-Exclusive Space Sharing scenario occurs only when: (a) The number

of blocks that can be mapped to an SM is greater than unity, that is, Ntblk SM > 1,

and (b) All kernels are executed within a single execution round. An illustration

is given in Figure 12, with three kernels each comprised of four blocks each. After

blocks from SPMD P1 fill four SMs, only two blocks from SPMD P2 can be scheduled

on the remaining two free SMs. Since all SMs still have room for more blocks, the

remaining two blocks from SPMD P2 and all blocks from SPMD P3 can be scheduled

to co-execute on the same six SMs.
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Table 5: Additional Parameters Defined for GPU Sharing Scenarios
Symbol Definition
Nthd warp # of threads per warp
Nregs per thd # of registers per thread
Nregs per blk Nthd per tblk i × Nregs per thd

Sshm per blk The size of shared memory per block
Nwarps per blk Nthd per tblk i / Nthd warp

Nblks per SM # of blocks per SM within one SM round
NSPMD P # of SPMD parallel processes sharing the GPU

4.1.1.2 Time Sharing

We classify the execution to be in a Time Sharing scenario when: (a) Multiple

execution rounds are required to execute all kernels, and (b) The number of thread

blocks within a single kernel is large enough to occupy at least one execution round.

In other words, the number of blocks in a single kernel must exceed the single-round

thread block capacity of the GPU for that kernel, Ntblk SM × NSM . An illustration

is provided in Figure 13, with Ntblk SM = 1, Ntblk i = 6 and NSM = 6.

4.1.1.3 Space/Time Sharing

We define the execution to be in a Space/Time sharing scenario when (a) Multiple

execution rounds are required to execute all kernels, and (b) Two or more kernels are

executed within one of the execution rounds. It thus qualifies for both space and time

sharing. An illustration for this case is shown in Figure 14.

Table 6 summarizes the required conditions for each of the aforementioned sharing

scenarios. By using the analysis of different sharing scenarios as the foundation, we

build the SPMD-based GPU sharing and execution model as described next.

4.1.2 The GPU Execution Model Under Virtualization

To study the potential performance gain with the proposed virtualization ap-

proach, we develop a series of execution models to demonstrate the overlapping be-

havior of different phases of execution in different kernels [48, 52]. The execution
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Table 6: GPU Sharing Scenario Conditions
Sharing Scenario Condition

Exclusive Space Ntblk i × NSPMD P ≤ NSM (1)

Non-Exclusive Space
Ntblk SM > 1 (2)

NSM < Ntblk i NSPMD P ≤ Ntblk SM NSM (3)

Time
Ntblk i NSPMD P > Ntblk SM NSM (4)

Ntblk i ≥ Ntblk SM NSM (5)

Space/Time
Ntblk i NSPMD P > Ntblk SM NSM (6)

Ntblk i < Ntblk SM NSM (7)

Send Data Compute Retrieve Data

Tdata_in Tcomp Tdata_out

Initialization

Tinit

Figure 15: GPU Execution Stages

models are further used to estimate the total GPU execution time. For our analysis,

we model the execution of a GPU program to consist of the following stages: (a)

GPU device initialization, (b) transferring input data into GPU memory, and (c)

executing the GPU kernel and transferring the result data to the main memory, as

shown in Figure 15. In addition, we define the necessary analytical parameters for

the execution model in Table 7.

As the first step, we set our performance evaluation baseline as the native GPU

sharing, wherein multiple processes share the GPU in a sequential manner. The

native GPU sharing among processes incurs context-switching overhead. This is be-

cause each process creates its own GPU context, and there is no concurrency possible

among multiple GPU contexts. As shown in Figure 16, we model an average context-

switching overhead by switching from one process to another, as well as an average

GPU initialization overhead. This is due to the fact that the GPU resource needs to

be initialized in each new context. With this execution model, we derive the Tnative sh
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Figure 16: The Native Sequential GPU Sharing Among Processes

accordingly, as shown in (8):

Tnative sh = NSPMD P(Tinit + Tdata in + Tcomp + Tdata out) + (NSPMD P − 1)Tctx switch

(8)

Different from the native sharing approach, the proposed GPU virtualization ap-

proach can achieve parallelism across the various phases. Three types of overlapping

are possible: (a) the overlapping of the execution of multiple concurrent kernels,

(b) the overlapping of kernel execution with either the GPU input or output data

transfer, and (c) the overlapping of the input data transfer with the output data

transfer. These options for achieving concurrency are to be incorporated into our

model. Note that the current GPU programming model (CUDA, for example) sup-

ports two programming styles aimed at achieving either kernel execution concurrency

or I/O concurrency [19]. When targeting I/O concurrency (Programming Style-2 or

PS-2), both input and output I/O can be inter-overlapped and also overlapped with

kernel execution. However, the execution phases of different kernels cannot overlap.

On the other hand, when aiming to achieve kernel concurrency (Programming Style-1

or PS-1), the output data transfer can overlap with only a very small portion of ker-

nel execution. Instead, concurrent execution of multiple kernels, as well as execution

overlapping with input data transfer can be maintained. The latter programming

style (PS-1) is adopted by us for analyzing GPU sharing scenarios, unless otherwise

specified.

To model the execution flow of the aforementioned sharing scenarios, we mainly
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Table 7: Additional Parameters Defined for the GPU Execution Model
Symbol Definition
Tdata in The time to transfer input data into the GPU memory
Tdata out The time to transfer the result data into the main memory
Tcomp The time for the GPU kernel computation
Tinit The time overhead for the GPU resource to be initialized
Tctx switch The average context-switching overhead between processes
Tnative sh The total time to execute all SPMD process using the native sharing

approach
Tsh sce The total execution time for a given sharing scenario
Tex sp The total execution time for Exclusive Space Sharing
Tn ex sp The total execution time for Non-Exclusive Space Sharing
Tsp tm The total execution time for Space/Time Sharing
Ttm The total execution time for Time Sharing
Ttm io i The total execution time for I/O-intensive applications
TSM str The SM time stretch of adding a block per SM
TSM str

(Nblks per SM)
The SM time stretch of adding a block per SM with current Nblks per SM

RSM The total number of SM execution rounds
Tfull rnd str The time stretch of one full SM execution round
Tfs rnd str The stretch of adding the first SM execution round to the full one
Tls rnd str The stretch of the last SM execution round (may not be full)
T
(Nblks per SM)

The execution time when there are Nblks per SM blocks per SM

focus our analysis on the execution overlapping. In other words, we bear in mind

that there is the possibility of overlapping computation phases from multiple kernels

only if the I/O transfer time is sufficiently small. To elaborate, consider the case

when multiple kernels are concurrently initialized, each requiring input data transfer,

execution and output data transfer. Note that the input data transfers need to occur

sequentially. If we have Tdata in ≥ Tcomp, the input data transfer of a subsequent

kernel can only finish after the computation phase of the earlier kernel. In other words,

the computation phases cannot overlap, and we categorize this as I/O-intensive. Only

time-sharing can thus occur for I/O-intensive cases. We therefore begin our analysis

for the compute-intensive case, for which Tdata in < Tcomp with PS-1 adopted.
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4.1.2.1 Execution Model for Compute-Intensive Applications

We first lay out the GPU execution and sharing models for compute-intensive

applications. We make the following assumption for the model: (a) I/O in each

direction consumes the full I/O bandwidth and cannot be overlapped with another

I/O transfer in the same direction, and (b) the output I/O cannot be overlapped with

kernel execution, due to PS-1. Furthermore, we assume that kernels finish execution

following the order in which they are initiated. In other words, the output data

transfer sequence follows the kernel launching sequence, even though output needs to

wait until all kernels have finished execution. This last assumption on the sequence

does not affect the estimation of total execution time.

4.1.2.1.1 Exclusive Space Sharing

As discussed earlier, Exclusive Space Sharing allows all kernels to achieve complete

concurrency, due to the fact that all kernel blocks are executed on different SMs.

Input data transfer can also be overlapped with kernel execution. However, the data

retrieval stages have to wait until all computing stages have finished. Thus, we define

the execution model as in Figure 17 and derive the total execution time as given in

(9) below:

Tex sp = NSPMD P(Tdata in + Tdata out) + Tcomp (9)

4.1.2.1.2 Non-Exclusive Space Sharing

Non-Exclusive Space Sharing allows blocks from all kernels to reside in all SMs

simultaneously without moving to the next SM execution round. However, schedul-

ing more blocks on each of the single SM stretches the execution time of each SM,

compared with when only one kernel is executed on the GPU. We use the term “SM

time stretch” to denote increased execution time when the number of blocks per SM
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Figure 17: Execution Model for Exclusive Space Sharing

increases. We define TSM str as the time stretch when the number of blocks per SM

increases by one. TSM str can be expressed as a function of the number of blocks per

SM (Nblks per SM), as shown in (10). Depending upon the nature of the GPU kernel,

TSM str can be derived empirically in our following experimentation section.

TSM str ≡ TSM str(Nblks per SM) = T(Nblks per SM + 1)− T(Nblks per SM) (10)

Thus, under Non-Exclusive Space Sharing, we determine the total time stretch

of the execution time component Tcomp. In other words, we compute the SM time

stretch when the number of blocks per SM increases with the added (NSPMD P-1 )

SPMD kernels. We describe the model for this scenario in Figure 18, based on which

we derive the execution time in Equation (11) below. The number of blocks per

SM with only one kernel executing is: N1 =

⌈

Ntblk i

NSM

⌉

. Under SPMD execution

with NSPMD P processes, the number of blocks executing on each SM increases to

N2 =

⌈

Ntblk i · NSPMD P

NSM

⌉

. The total execution time is therefore:

Tn ex sp = NSPMD P(Tdata in + Tdata out) + Tcomp +
N2−1
∑

i=N1

TSM str(i) (11)

51



1

Finish Time For N 

Processes/Threads

Send 

Data

Rtrv

Data

Send 

Data

Send 

Data

Rtrv

Data

Rtrv

Data

2

3

N Rtrv

Data

Increased Number of 

Blocks Per SM

Send 

Data

SM Stretch 

Per Block

Compute

Compute

Compute

Compute
SM Stretch 

Per Block

Figure 18: Execution Model for Non-Exclusive Space Sharing

1

Finish Time For N 

Processes/Threads

Send 

Data

Rtrv

Data

Send 

Data

Send 

Data

Rtrv

Data

Rtrv

Data

2

3

N Rtrv

Data

Full Rnd 

Stretch

Total SM Execution Rounds

Send 

Data
Compute 1st Rnd 

Stretch

Compute

Compute

Compute

Full Rnd 

Stretch

Full Rnd 

Stretch

Last Rnd 

Stretch

Figure 19: Execution Model for Space/Time and Time Sharing

4.1.2.1.3 Space/Time Sharing

Under Space/Time Sharing, each SM needs to execute one or more blocks. The

increased block number per SM due to the added kernels from other processes can

be accounted for using the same TSM str as previously defined. The time taken for

the execution phase is given by the sum of the execution phases in each computation

round. An illustration of this case under the SPMD scenario is given in Figure 19.

However, since the execution phases of the different kernels are intermingled, they

cannot be separately depicted in the figure. Instead, for ease of calculation, we show

the execution times for the different rounds that need to be added to the execution

time of the first kernel, shown in Figure 19 for SPMD P1. The added components

consist of the following:

1. Tfs round str: This term captures the stretch in the execution time of the first
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kernel during the first round. The first execution round will definitely execute

according to its full capacity; that is, each SM will execute Ntblk SM thread

blocks. Accordingly, the stretch is computed based on an increase in the number

of blocks per SM from N fs
1

=

⌈

Ntblk i

NSM

⌉

to N fs
2

= Ntblk SM. Therefore:

Tfs rnd str =

N
fs
2

−1
∑

i=N
fs
1

TSM str(i) (12)

2. Tfull rnd str: This term quantifies the execution time of every execution round

that occurs subsequent to the first round. Effectively, this is the stretch in

execution time that occurs due to the presence of the particular execution round.

Again, the round is expected to execute according to its full capacity, with

Ntblk SM blocks per SM. The execution time of the round is computed as a stretch

that occurs when the number of blocks per SM is increased from N full
1

= 0 to

N full
2

= Ntblk SM. We therefore have:

Tfull rnd str =

N
full
2

−1
∑

i=N
full
1

TSM str(i) (13)

Note that the final execution round may not be able to run at its full capacity

and is therefore modeled separately, as explained next.

3. Tls rnd str: This term captures the time duration of the final execution round.

This is due to the fact that the last round may not have the required number of

thread blocks to occupy SMs at their maximum capacity. If there are a total of

RSM rounds, the number of thread blocks available for the final round, defined

as F , is:

F = Ntblk i · NSPMD P − (RSM − 1) · Ntblk SM (14)
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which is based on the assumption that all the earlier (RSM-1 ) rounds will exe-

cute SMs with their maximum capacity. The time duration of the final round,

computed as a stretch resulting from increasing the number of SMs per block

from N ls
1
= 0 to N ls

2
=

⌈

F
NSM

⌉

, is therefore:

Tls rnd str =

N ls
2
−1

∑

i=N ls
1

TSM str(i) (15)

The total number of execution rounds in the foregoing analysis is computed by

dividing the total number of thread blocks from all kernels by the maximum SM

capacity that is possible in each round:

RSM =

⌈

Ntblk i · NSPMD P

NSM · Ntblk SM

⌉

(16)

The total execution time for the SPMD application can now be computed by

referring to Figure 19:

Tsp tm = NSPMD P(Tdata in + Tdata out) + Tcomp + Tfs rnd str

+(RSM − 2)Trnd str + Tls rnd str (17)

4.1.2.1.4 Time Sharing

We define Time Sharing for compute-intensive applications (under PS-2) to be

the scenario when a single kernel is large enough to be executed for one or more SM

round. While merely many more SM execution rounds are present, time sharing can

be modeled the same as Space/Time Sharing, as shown in Figure 19.

Accordingly, the execution time for the Time-Sharing scenario can be derived as
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in (18) below, similar to (17):

Ttm = NSPMD P(Tdata in + Tdata out) + Tcomp + Tfs rnd str

+(RSM − 2)Trnd str + Tls rnd str (18)

4.1.2.2 Execution Model for I/O-intensive Applications (Always
Time Sharing)

For I/O-intensive applications, the data transfer time dominates and leaves no

kernel execution concurrency. As described previously, this scenario occurs when

Tdata in≥Tcomp. In other words, computations will always occur in a time-shared

fashion. Since we are sure that kernel executions cannot overlap, our sharing ap-

proach adopts the programming style aimed at I/O concurrency (PS-1), as previously

described. This allows overlap to occur between output data transfer and kernel ex-

ecution, while maintaining concurrency between input transfer and kernel execution.

Bidirectional I/O concurrency can be maintained as well.

These features are captured in the execution model shown in Figure 20. Both

Tdata in and Tdata out can be inter-overlapped, as well as overlapped with Tcomp, while

Tdata out can only be sequential and possibly wait, as shown in the figure. In other

words, the output “wait” happens when Tdata in<Tdata out and vice versa. Thus, by

55



combining two conditions, the total time can be derived as shown in (19):

Ttm io i =NSPMD PMax(Tdata in,Tdata out) + Tcomp +Min(Tdata in,Tdata out) (19)

4.1.2.3 Theoretical Performance Gains

Our analytical model provides an estimate of the total execution time under dif-

ferent sharing scenarios. Using our baseline as described in (8), the performance gain

in terms of speedup can be derived accordingly using Tnative sh/Tsh sce. It provides

the theoretical performance estimate for GPU sharing among processes using the

proposed GPU virtualization approach.

4.2 GPU Virtualization: Experimental Results

In this section, we conduct a series of experiments to demonstrate that efficient

multitasking and SPMD execution can be achieved with the proposed GPU virtu-

alization approach. Here we first use process-level multitasking benchmarks, which

launch the same application from different processes. The affinity of each process

is set to a unique CPU core. Note that we here utilize the same application from

each process merely for emulating a simple multitasking scenario. This is due to the

fact that multiple identical kernels are deployed in order to match our SPMD model

described in detail earlier. We further use multiple non-identical benchmark kernels

to demonstrate the GPU sharing efficiency under generic multi-tasking scenarios with

GPU virtualization. The multitasking experiments are conducted to compare with

the non-virtualization scenario. In other words, the performance when each pro-

cess shares the GPU natively, is used for comparisons. We are mostly interested in

comparing the process turnaround time, which is the time for all processes to finish

executing the benchmarks after they start simultaneously. Furthermore, we utilize

several MPI benchmarks to demonstrate the efficient SPMD execution with the GPU
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virtualization approach.

The experiments are conducted on our GPU computing node with the following

specs: (a) dual Intel Xeon X5570 quad-core processors (eight cores in total) running

at 2.93 GHz, (b) 48GB system memory, (c) the NVIDIA Tesla C2070 GPU with

6GB device memory, and (d) NVIDIA Tesla K20 GPU with 5GB device memory.

Tesla C2070 consists of 14 SMs running at 1.15GHz and allows a maximum of 16

concurrent running kernels. Tesla K20 consists of 13 SMs running at 705MHz and

allows a maximum of 32 concurrent kernels. For the multitasking experiments, the

versions of both CUDA driver and SDK are 4.0, which run under Ubuntu 10.10 with

2.6.32-29 Linux kernel.

4.2.1 Performance Improvements with GPU Virtualization

4.2.1.1 Process-level Multitasking Benchmarks

We first utilize two extreme benchmark cases (Compute-Intensive (C-I) and I/O-

Intensive (IO-I)) for experimental verification of the potential overlapping behaviors.

The IO-I application we use is a very large vector addition benchmark while the C-

I benchmark is the GPU version of EP (Problem Size: M=30) from NAS Parallel

Benchmarks (NPB) [57, 58]. The EP kernel grid size is designed small merely to

show the effectiveness of concurrency under virtualization. Table 8 lists the detailed

kernel profiles. The experiment with EP(M30) and VecAdd is primarily focused on

evaluating the process turnaround time by emulating simple multitasking scenarios.

Multiple processes are launched with the same benchmark kernel simultaneously. We

varied the number of processes from 1 to a maximum of 8. Figures 21 and 22 demon-

strate the effectiveness of GPU virtualization in reducing the process turnaround time.

When the number of processes increases, without virtualization, the turnaround time

increases sharply due to absence of concurrency and the introduction of context-

switching overhead. With virtualization, the turnaround time increases much more
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Table 8: GPU Virtualization: Multitasking Benchmark Profiles
Benchmark Problem Size Grid Size Class
NPB EP(M30) M=30 4 Compute-Intensive
Vector Addition
(VecAdd)

50M Float 50K I/O-Intensive

NPB EP(M24) M=24 1 Compute-Intensive
Vector Multiplication
(VecMul)

16M Float / 15 Iters 16K I/O-Intensive

Matrix Multiplication
(MM)

2Kx2K Matrix 4K Intermediate

NPB MG S (32x32x32 / 4 Iters) 64 Compute-Intensive
BlackScholes (BS) 1M Calls / 512 Iters 480 I/O-Intensive
NPB CG S (NA=1400 / 15

Iters)
8 Compute-Intensive

Electrostatics (ES) 100K Atoms / 25 Iters 288 Compute-Intensive

slowly for both cases. For the case of EP, the bared increasing turnaround demon-

strates the complete execution concurrencies for small C-I kernels. For the IO-I (no

execution concurrency) case of VecAdd, virtualization still enables the overlapping of

I/O as well as the elimination of the context-switching and initialization overhead.

Considering that the virtualization infrastructure is an add-on layer, overhead can

be possibly added on top of the theoretical modeling results. As discussed earlier,

the implementation is mainly based on POSIX shared memories and message queues.

Thus, the vast majority overhead comes from the data movement and message syn-

chronization between the API layer and base layer. We here conduct a microbench-

mark using the IO-I VecAdd benchmark with multiple data sizes. We measure the

overhead by launching a single process and compare the time purely spent on the

GPU in the base layer against the process turnaround time. As shown in Figure 23,

the overhead, which is the difference between the turnaround time and pure GPU

time, increases with the size of data being transferred as expected. Even in the case

when the data size is very large (400MB in our case), the virtualization overhead is

measured to be around 20%. Therefore, Figure 23 demonstrates that the virtualiza-

tion implementation incurs comparatively low overhead, considering that an add-on
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virtualization layer is generally heavy-weighted.

We conduct several additional process-level multitasking benchmarks to demon-

strate the efficiency of the proposed virtualization approach in addressing real-life

applications. As shown in Table 8, MM refers to the 2048x2048 single precision

floating-point matrix multiplication. MG and CG refer to GPU versions of NPB

[57, 58] kernel MG and CG, respectively. Black Scholes [59] is a European option

pricing benchmark used in the financial area, adapted from NVIDIA’s CUDA SDK.

Electrostatics refers to fast molecular electrostatics algorithm that is part of the

molecular visualization program VMD [60]. By evaluating I/O and computing time

ratio, we further profile the class of each benchmark as shown in Table 8. Similarly,

we here compare the process turnaround time. Figures 24, 25, 26, 27, and 28 respec-

tively compare the process turnaround time with and without GPU virtualization.

It is worth mentioning that the performance improvement using one process is due

to the elimination of initialization overhead by the virtualization implementation.

Since MM is profiled as intermediate and the grid size is large enough to occupy the

whole GPU, it partially benefits from both I/O and kernel computing overlapping

with virtualization. Note that both MG and CG are C-I benchmarks and the small

problem sizes only make MG and CG utilize partial GPU resource. Therefore, MG

and CG can achieve more execution concurrencies under GPU virtualization. With

the default problem size and a grid size of 480, a single Black Scholes benchmark

can utilize the full GPU resource and can hardly be concurrently executed under

virtualization. Since it is also an IO-I application, it is only able to achieve limited

overlapping between the I/O and kernel-computing as described earlier. As for the

Electrostatic benchmark, since it is C-I and the grid size of 288 makes it occupy the

whole GPU, the overlapping potential is small using virtualization. However, it still

benefits from zero context-switching and initialization overhead provided by GPU vir-

tualization. Therefore, each benchmark achieves certain amount of performance gain
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Table 9: GPU Virtualization: SPMD MPI Benchmark Profiles
Benchmark Problem Size Grid Size I/O Transfer
NPB EP(M28) M=28 2 Very Small
BlackScholes (BS) 512K options / 1024 Iters 480 Medium/Large
Vector Add (VecAdd) 800K Float / 50K Iters 288 Small/Medium

through virtualization due to the execution concurrency and elimination of overhead.

Benchmarks with smaller kernel sizes such as MG and CG achieve better performance

gains due to the higher potentials for execution concurrencies.

Furthermore, we conduct two process-level multitasking experiments by launching

different kernel tasks from each user process. These two particular experiments are

conducted using the latest NVIDIA Kepler K20 GPU. Here we similarly measure

the process turnaround time by launching 8 user processes, each of which carries a

single GPU application. We utilize the following three applications from NAS Parallel

Benchmarks: EP(M = 28), MG(S), and CG(S). As shown in Figure 29, the 4EP-2CG-

2MG experiment consists of 8 processes with 4 EP, 2 CG, and 2 MG kernels. Similarly,

the 2EP-3CG-3MG experiment consists of 2 EP, 3 CG, and 3 MG kernels. Figure

29 shows the performance (process turnaround time) comparisons between the native

GPU sharing and virtualization. It demonstrates the considerable performance gains

by using the proposed GPU virtualization approach under a more generic multitasking

scenario with different user application tasks.

4.2.1.2 SPMDMPI Benchmarks with Comparison to NVIDIA MPS

We further conduct three experiments using three MPI benchmarks following the

SPMD execution model, as shown in Table 9. Note that the proposed virtualization

approach was published in 2011. NVIDIA has subsequently attempted to address

the inefficient process-level GPU sharing and adopted the similar daemon-process

approach. They introduced their Multi Process Service (MPS) [61] for MPI pro-

grams in 2013. Note that MPS is only supported by the latest Kepler GPUs and
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Figure 29: Multitasking Performance: 4EP-2CG-2MG and 2EP-3CG-3MG

CUDA release. Therefore, all the MPI benchmarks are conducted on the NVIDIA

Kepler K20 GPU with CUDA 5.5. We also compare the performance of the proposed

virtualization approach against NVIDIA MPS.

Figure 30, 32 and 34 demonstrate the comparisons of the total execution time of

the three MPI benchmarks with varied number of MPI processes. Correspondingly,

Figure 31, 33 and 35 depict the performance scaling by increasing the number of MPI

processes. For all three benchmarks, as we discussed earlier, each process needs to

initialize the GPU context and is subjected to repeated context-switches incurring

heavy overhead. As a result, all three benchmarks show performance degradation

when the number of MPI processes is increased. As a comparison baseline, we also

include the execution time without considering the one-time GPU initialization over-

head, Tinit, for each process. We can observe that the current NVIDIA MPS is

able to eliminate GPU initialization overhead as well as the context-switching over-

head. However, our benchmarks indicate that NVIDIA MPS is unable to achieve
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Figure 30: MPI Performance: EP
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Figure 31: MPI Performance Scaling: EP
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Figure 32: MPI Performance: BS

kernel execution concurrency compared with the proposed GPU virtualization ap-

proach. For small-size kernels such as EP with very little I/O, as shown in Figures

30 and 31, GPU virtualization can achieve complete concurrency due to Space Shar-

ing (Exclusive/Non-Exclusive). For medium-size kernels such as BS with large I/O,

as shown in Figure 32 and 33, GPU virtualization can achieve up to 6.5 speedup

with 8 MPI processes over a single MPI process. Note that MPS achieves a small

performance gain compared with native sharing without Tinit due to possible I/O

overlapping. However, the performance barely scales. For large-size kernels such as

VecAdd, as shown in Figure 34 and 35, the proposed approach can still achieve 1.1

speedup due to Time Sharing and I/O concurrency with 8 processes. Similarly, the

NVIDIA MPS barely scales and the performance of native GPU sharing degrades

even more with increasing number of processes.
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Figure 34: MPI Performance: VecAdd
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4.2.1.3 Speedups with GPU Virtualization

Figure 36 shows the speedups from the multitasking benchmarks when all avail-

able CPUs (thus 8 processes) are used. All benchmarks achieve speedups from 1.4

to 7.4 under GPU virtualization. As discussed earlier, the GPU sharing efficiency

under virtualization also depends on the application profiles, which include but are

not limited to: (a) the ratio between the I/O time and computing time, and (b) the

GPU resource usage of the application kernel. Figure 37 demonstrates the speedups

from the additional multitasking benchmarks with 8 processes launching different

applications. It shows speedup of 12.1 and 11.6 for 4EP-2MG-2CG and 2EP-3MG-

3CG respectively. Figure 38 further depicts the speedups of the MPI benchmarks (8

MPI processes) under GPU virtualization. It demonstrates up to 16 times speedups

compared with native GPU sharing. Thus, as a summary, the experimental results

demonstrate that the proposed GPU virtualization implementation is effective. It en-

ables multiple processes to share the GPU resource efficiently under both multitasking

and SPMD execution, while maintaining the programmability and portability.

4.2.2 Experimental Validation of The Proposed Analytical Model

In the section, we further conduct several benchmarks to experimentally verify the

proposed execution model. Here, we utilize five application benchmarks from different

scientific fields representing each of the sharing scenarios. Each benchmark is profiled

a priori with necessary parameters, as shown in Table 10. By also considering the

SM specification of NVIDIA C2070 (Nwarps SM=48; Sshm SM=48KB; Nreg SM=32K), we

are able to derive Ntblk SM for each application. The profiled five benchmarks are

used to cover all described scenarios, so that each benchmark is used to verify a

specific sharing scenario, as also shown in Table 10. All benchmarks in this section

are conducted on NVIDIA Fermi C2070.

We then utilize the multitasking benchmarks for the model verification. We here
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Table 10: Benchmark Profiling Results for Model Validation
EP BS ES MG VecM

Class Comp-
intensive

Comp-
intensive

Comp-
intensive

Comp-
intensive

I/O-
intensive

Problem Size M=24 3.92M / 64
iters

100,000
atoms

Class W 16M / 15
iters

Grid Size(Blocks) 1 14 48 4096 16’000
Block Size(Threads) 128 128 256 64 1024
Tdata in(ms) 0 8.67 0.03 6.71 36.20
Tcomp(ms) 494.49 423.29 210.457 50.51 11.98
Tdata out(ms) 0.013 18.37 1.97 12.82 15.51
Nregs per thd 35 16 24 52 10
Sshm per blk(Byte) 0 0 0 0 0
Ntblk SM 7 8 5 8 1
Profiled Sharing
Scenario

Exclusive
Space

Non-Ex.
Space

Space /
Time

Time Time
(IO-I)

compare the GPU time with the execution time analyzed through the model. The

GPU time refers to the time that all processes spend on sharing the GPU within the

GVM. The model results are derived by using the previously defined equations with

the profiling results. With each process being set with affinity to a CPU core to a

maximum number of 8 cores, we vary the number of processes from 1 to 8.

We first utilize the NPB EP kernel written with a single thread block. Since each

single block has a dedicated SM, all processes exclusively space-share the GPU when

the number of processes increases from 1 to 8. The verification comparison is shown

in Figure 39, and all 8 model cases perfectly match the GPU results.

To verify both Non-Exclusive Space and Space/Time Sharing scenarios, we utilize

the aforementioned BlackScholes (BS) and Electrostatics (ES) benchmarks respec-

tively. Two initial microbenchmarks are conducted to analyze the TSM str, for both

BS and ES, respectively, when Nblks per SM increases. This is performed by increasingly

feeding the same benchmark kernel blocks into the GPU until the number of blocks

per kernel reaches Ntblk SM. With the experimentally analyzed TSM str, the model

validation comparison is further shown in Figure 40 and Figure 41.
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Figure 39: Model Validation (Ex. Sp.)
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Figure 40: Model Validation (N-Ex. Sp.)

73



 0

 0.2

 0.4

 0.6

 0.8

 1

 1.2

 1.4

 1.6

 1.8

1 2 3 4 5 6 7 8

E
x
e
c
u
ti
o
n
 T

im
e
 (

s
)

# of Processes

Comparisons between Model and GPU - Electrostatics

Model Time
GPU Time

Figure 41: Model Validation (Space/Time)
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Figure 43: Model Validation (Time Sharing: IO-I)

Table 11: Average Model Deviations for All GPU Sharing Scenarios
Ex. Space Non-Ex. Space Space/Time Time Time: I/O-I
0.42% 2.73% 1.92% 4.10% 4.76%

Similarly, Figure 42 describes the model validation results for the Time Sharing

scenario. Figure 43 further shows the Time Sharing scenario for IO-I applications.

Both model results agree nicely with the GPU results. Thus, in Table 11, we summa-

rize the average model deviations (averaged from 1 to 8 processes) for each sharing

scenario. The results demonstrate less than 5% model deviation for all cases.

75



Chapter 5 - Analytical Studies and Experimental Results of The
Symbiotic and Power-Aware Scheduling

In this chapter, we provide a detailed discussion of the proposed symbiotic and

power-aware scheduling approaches. Theoretical analysis underlying the modeling of

GPU dynamic resource is presented, followed by experimental results to demonstrate

the effectiveness of the proposed symbiotic scheduling. The power modeling is further

described, followed by experimental results supporting the power-aware scheduling

approach.

5.1 Symbiotic GPU Task Scheduling: The Supporting Analytical Model

As discussed in Chapter 3, one of the optimization objectives for the proposed

symbiotic approach is to balance the dynamic resource utilization. In other words,

we aim to balance the utilization of compute instruction throughput (from many

threads) as well as the global memory bandwidth. The proposed symbiotic scheduling

technique relies on an analytical model in order to estimate the required instruction

throughput and global memory bandwidth. Therefore, in this section, we present a

multi-threading model that is able to capture both of these metrics.

Due to the multi-threading architecture of GPUs, each SM can keep track of many

warps (groups of 32 threads) within an execution round. Note that warps are the fun-

damental scheduling units on the SM. In other words, the instructions issued within

the SM are all warp instructions. The very low context-switching overhead among

threads (warps) allows the execution phase of the compute warp instructions from

many warps to hide the global memory access latency. Under concurrent kernel exe-

cution, different thread blocks (from different kernels) with varied dynamic resource

utilization ratios are to be executed. By extending the multi-threading principles

available in the literature [62], we here derive a GPU utilization model to predict the

utilizations of the aforementioned dynamic resources. The model aims to derive the
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following metrics: (a) the utilization ratio of the peak compute instruction through-

put, (b) the utilization ratio of the peak global memory bandwidth, and (c) the GPU

utilization balance, which is the metric defined to measure the ratio between the for-

mer two utilization ratios. As Table 3 and Table 4 define necessary parameters for

our modeling analysis, we initially analyze the scenario with a single kernel i to be

executed. We further extend the analysis to cover an execution round with multiple

kernels. Note that we focus our analysis on a single SM, which can be easily extended

to many SMs. We also assume that there is no dependency among all warps and

context-switching overhead among warps is negligible.

For a given kernel i composed of memory, single-precision and double-precision

warp instructions, a warp needs to stall when executing a memory warp instruction so

that other warps can switch in. Assuming Rmem i+Rsp i+Rdp i=1, for every 1/Rmem i

warp instructions on average, a warp needs to stall to wait for the global memory

access. With the multi-threading architecture of each SM, stalled warps are filled

with other warps executing compute instructions. The maximum achievable average

warp Instructions Per Cycle (IPC) can be derived from (20). As we previously de-

fined the total number of SMs on the GPU as NSM, for each SM on the GPU, the

number of extra warps required to switch in to fully hide the data access latency

is Tavg data i · Rmem i · IPCmax i. Note that Tavg data i defines the average number of

clock cycles to access the global memory. As one of our purposes to conduct the

multi-threading modeling is to demonstrate a simple way of deriving the compute in-

struction throughput utilization Uipc i, here for simplicity, we do not take the impact

of cache on Tavg data i into consideration.

IPCmax i =
Rsp i + Rdp i + Rmem i

Rsp i/IPCsp + Rdp i/IPCdp + Rmem i/IPCmem

=
1

Rsp i/IPCsp + Rdp i/IPCdp + Rmem i/IPCmem

(20)
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We here consider the case when the current warp is issuing the memory warp instruc-

tion and all other additional warps need to switch in to fully hide memory latency. A

total number of (Tavg data i ·Rmem i · IPCmax i +1) ·NSM warps will satisfy the memory

latency hiding requirement and thus achieve IPCmax i theoretically. Therefore, based

on the number of warps requested by kernel i, which is defined as Nwarp i, compute

(IPC) utilization of kernel i can be derived from (21). Note that here we assume that

kernel i can be fit within a single execution round.

Uipc i = MIN

(

Nwarp i

(Tavg data i · Rmem i · IPCmax i + 1) · NSM

, 1

)

(21)

For the memory bandwidth of kernel i, Rmem i ·Ninst i memory warp instructions need

to request Rmem i ·Ninst i ·Nmem i bytes of data within
Ninst i

IPCmax i·Uipc i·NSM
cycles. Therefore

Bmem i can be derived with (22). Accordingly, the utilization of memory bandwidth

for kernel i, Umemb i, can be calculated using (23).

Bmem i =
Rmem i · Ninst i · Nmem i · IPCmax i · Uipc i · NSM

Ninst i

= Rmem i · Nmem i · IPCmax i · Uipc i · NSM (22)

Umemb i =
Bmem i

Bmax mem

=
Rmem i · Nmem i · IPCmax i · Uipc i · NSM

Bmax mem

(23)

Furthermore, to demonstrate the balance between the utilizations of compute through-

put and memory bandwidth, we use the metric Ugpu b i and derive it with (24).

Ugpu b i =
Uipc i

Umemb i

=
Bmax mem

Rmem i · Nmem i · IPCmax i · NSM

(24)

In our modeling analysis, we are mostly interested in Ugpu b i and have further used

it as one symbiosis metric in the proposed algorithm. Note that Ugpu b i is able to

78



demonstrate the compute/memory utilization boundaries of each kernel. (kernel i

is memory-bound when Ugpu b i < 1 and vice versa.) Therefore, combining Ugpu b i

from concurrent kernels (further defined as Ugpu b r) for each execution round allows

us to derive the overall compute and memory utilization balance. It also provides

us insights on co-scheduling kernels with complementary resource requirements. We

therefore extend the modeling analysis to multiple concurrent kernels. We here focus

our compute/memory utilization analysis on a single execution round composed of

multiple kernels. The analysis is identical for all execution rounds and thus can be

applied for every round. Therefore, assuming m kernels can be executed within an

execution round, IPCmax r can be derived with (25) by considering Ninst i of each

kernel within the execution round. By following (24) and combining the contribution

of each kernel, the compute/memory utilization balance for a specific execution round,

Ugpu b r, can be derived using (26). Note that Uipc r can be derived similarly as (21) for

multiple kernels. Since we are primarily interested in studying Ugpu b r, which is not

directly correlated to Uipc r as evident from (24), the detailed equation for deriving

Uipc r is not discussed here.

IPCmax r =

∑m

i=1
Ninst i

∑m

i=1

(

Rsp i/IPCsp + Rdp i/IPCdp

+ Rmem i/IPCmem

)

· Ninst i

(25)

Ugpu b r =
Bmax mem ·

∑m

i=1
Ninst i

IPCmax r · NSM ·
∑m

i=1
Rmem i · Ninst i · Nmem i

(26)

5.2 Symbiotic GPU Task Scheduling: Experimental Results

In this section, we use a series of application benchmarks with varied profiles

to demonstrate the scheduling efficiency of the proposed symbiotic algorithm. The

experimental analysis aims to demonstrate the improvements of execution time and

energy consumption through symbiotic scheduling. All experiments are conducted un-
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der a single GPU computing node of our Cray XK7 supercomputer. The GPU node of

Cray XK7 consists of an NVIDIA Tesla K20 GPU, a single socket AMD Opteron 6272

with 16 cores @2.1GHz and 16GB system memory. As discussed earlier, the NVIDIA

K20 GPU is composed of 13 SMs @705 MHz with 4.8GB global memory @2600 MHz.

It further allows up to 32 concurrent kernels to be executed. All benchmark results

are collected under Cray Linux environment with CUDA 5.0. All resource metrics

are experimentally collected using the CUDA profiler independently for each kernel.

Note that all the resource metrics from Table 3 are accordingly derived for K20 as per

the following [19]: NSM=13; Nreg SM=64K; Sshm SM=48K; Nwarps SM=64; Ntblk SM=16;

IPCsp=6; IPCdp=2; IPCmem=1; Bmax mem=302 Bytes/cycle. In our experiments, we

use Ugpu b=1 as the targeting optimum GPU utilization balance.

For power measurement, we utilize the on-board power measurement feature of

the K20 with NVML[47] support. NVML provides the programmers with the API

to check the instantaneous power draw from the GPU sensor. Here we use a single

POSIX thread (Pthread) that keeps recording the instantaneous power with a preset

frequency (100Hz in our experiments) during the period of kernel execution. The

Pthread also accumulates the total energy consumption over the time of concurrent

kernel execution. We will mainly use the metric of total energy consumption for

further analysis unless otherwise stated. On the performance side, we are mainly

focused on the total execution time of a given concurrent kernel launch order.

5.2.1 Effectiveness of the Symbiotic Algorithm on Performance and
Energy Optimization

The experiments are conducted to demonstrate the achievable reduction on both

execution time and energy consumption of a kernel order with the proposed symbi-

otic algorithm. All of the following experiments evaluate the concurrent execution

time and corresponding energy consumption of all possible kernel orderings. In other

words, we conduct our experiment within the permutation (solution) space of kernel
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Table 12: Symbiotic Algorithm: Benchmark Profiles
Experiment Constant

Metrics
Variables Across Kernels

EpShm-6 Ugpu b i=0.224,
Ntblk i=26,
Nthd per tblk i=128

Nshm i = 12K, 16K, 20K, 22K, 26K, 48K

EpGrid-6 Ugpu b i=0.224,
Nshm i = 0,
Nthd per tblk i=128

Nwarp SM i = 8, 16, 24, 32, 40, 48 (Ntblk i =
26, 52, 78, 204, 130, 156)

BsBlk-6 Ugpu b i=1.361,
Nshm i = 0,
Ntblk i=26

Nwarp SM i = 4, 8, 12, 16, 32, 64 (Nthd per tblk i

= 64, 128, 256, 512, 768, 1024)

EpBsWarp-6 Nshm i = 0 3 EP kernels with Nwarp SM i=8,
Ugpu b i=0.224,
3 BS kernels with Nwarp SM i=24,
Ugpu b i=1.361

EpBsShm-6 — 3 EP with Nshm i=16K,24K,48K
3 BS with Nshm i=16K,24K,48K

EpBsEsSw-8 — EP, BS, ES and SW kernels, 2 each

launch ordering and find the ranking of the kernel order given by the algorithm. The

rankings are collected for both performance and energy consumption, respectively.

Initially, to demonstrate the effectiveness of the proposed algorithm on different re-

source metrics, we conduct five experiments, each of which consists of six concurrent

kernels. We use NPB kernel EP (M=24, Ugpu b i<1) and the European option pricing

benchmark BlackScholes (BS) [59] (4M options, Ugpu b i>1) to represent memory-

bound and compute-bound respectively. The benchmark profile of each experiment

is listed in Table 12. Figure 44 to Figure 55 show the performance (execution time)

and energy consumption (mJoules) for the permutation space of all six benchmarks.

The performance and energy consumption of all possible sequences for each experi-

ment are ranked with the execution time for each of the figures. As shown from Figure

44 to Figure 55, we are able to observe that the total energy consumption in general

increases proportionally with the execution time. Therefore, the kernel symbiosis

provided by the performance-driven algorithm optimizes the energy consumption as
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Figure 44: Performance: EpShm-6

well. Detailed results of each benchmark are explain as the following.

• Single Application (constant Ugpu b i), varying shared memory usage only : The

experiment EpShm-6 consists of six EP kernels that varies only the shared

memory usage. We use EpShm-6 to demonstrate the algorithm’s effectiveness

on shared memory resource conflicts among kernels. Figure 44 plots the per-

formance of EpShm-6 ’s permutation space ranked by the total execution time.

Figure 45 demonstrated the measured total energy consumption of each corre-

sponding sequence of Figure 44. Both figures demonstrate that the algorithm

can produce the concurrent kernel launch schedule with 96.1% and 96.4% per-

centile rank for performance and energy respectively.

• Single Application (Constant Ugpu b i), varying warp usage only : The exper-

iment EpGrid-6 varies the warp usage by only changing the kernel grid size

among kernels whereas BsBlk-6 instead varies only the block size. The purpose

of using EpGrid-6 and BsBlk-6 is to demonstrate the two scenarios when the

kernel warp usage is varied by grid and block size respectively.
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Figure 45: Energy: EpShm-6

– Through varying grid sizes : As shown in Figure 46 and 47, for EpGrid-6,

both performance and energy stay approximately the same for all possible

launch orders. This is because all six kernels have identical thread blocks.

As discussed earlier in Section 3, both the composition of thread blocks for

each execution round and the number of rounds are the same regardless of

the launch order. Thus, results and ranking shown in Figure 46 and 47 are

merely to demonstrate this special scenario that kernel launch order does

not matter.

– Through varying block sizes : However, under varied warp usage of BsBlk-

6 due to different block sizes, both performance and energy are greatly

impacted by the launch order, as shown in Figure 48 and 49. In this case,

the proposed algorithm provides the kernel order with 100% percentile

rank in performance and 99.6% in energy.

• Two Applications, varying warp usage only across the two applications : The

next experiment, EpBsWarp-6 tests two different kernels with different warp
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usage and compute/memory utilization balance (Ugpu b i). Figure 50 and 51

demonstrate that the proposed algorithm provides the performance and energy

percentile rank of 97.1% and 99.2% for EpBsWarp-6.

• Two Applications, varying warp usage across the two applications; varying

shared memory usage across the 3 kernels of each application: In the EpBsShm-

6 experiment, the effect of varying the shared memory is additionally further

factored in compared with EpBsWarp-6. As shown in Figure 52 and 53, the

sequence delivered by the algorithm achieves 97.9% and 95.8% percentile rank

in performance and energy respectively.

• Four Applications, varying all metrics across 8 kernels : We further conduct

a more generic benchmark with four applications from different fields: the

Electrostatics (ES) algorithm (40K atoms) from Visual Molecular Dynamics

[60], the Smith Waterman algorithm (SW) plus BS and EP. The experiment

of EpBsEsSw-8 is composed of 2 kernels of each application with a total of

8 kernels. Each kernel of the eight is varied with each other for all metrics

including Nreg i, Nshm i, Nwarp i (thus Nwarp SM i), Ntblk SM i and Ugpu b i. Both

Figure 54 and 55 demonstrate near-optimal performance and energy results for

EpBsEsSw-8 due to the kernel symbiosis provided by the proposed algorithm.

In other words, within the 40,320 possible kernel launch orders, the proposed al-

gorithm provides the sequence with 99.7% performance rank and 99.4% energy

rank. Additionally, Figure 56 and 57 depict the distribution of GPU time and

energy consumption respectively. By comparing the algorithm sequence and the

median sequence, we are able to demonstrate the scheduling efficiency of the

proposed symbiotic algorithm. To elaborate, compared with a random solution,

the algorithm has 50% of the probability to provide at least 1.201 speedup and

22.6% energy saving respectively.
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Figure 47: Energy: EpGrid-6
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Figure 48: Performance: BsBlk-6
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Figure 49: Energy: BsBlk-6
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Figure 50: Performance: EpBsWarp-6
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Figure 51: Energy: EpBsWarp-6
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Figure 52: Performance: EpBsShm-6
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Figure 53: Energy: EpBsShm-6
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Figure 54: Performance:EpBsEsSw-8
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Figure 55: Energy: EpBsEsSw-8

89



 0

 200

 400

 600

 800

 1000

 162  184  206  228  250  272

GPU Time Distribution (EpBsEsSw-8)Count

Sequence from the 
           algorithm

Sequence with
    median
    performance

Time(ms)

Figure 56: GPU Execution Time Distribution: EpBsEsSw-8

 0

 200

 400

 600

 800

 1000

 1200

 1400

 10500 12900 15300 17700 20100 22500

Energy Distribution (EpBsEsSw-8)

mJoules

Count

Sequence from the 
algorithm

Sequence with 
median energy

Figure 57: Energy Distribution: EpBsEsSw-8

90



Table 13: Symbiotic Algorithm: Comparisons of Benchmark Results

Experiment
Performance Improvement Energy Saving
Dev. from
optimal

Over
median

Over
worst

Dev. from
optimal

Over
median

Over
worst

EpShm-6 1.64% 1.204 1.424 12.88% 20.85% 37.41%
BsBlk-6 0.00% 2.047 4.627 0.26% 63.47% 80.88%
EpBsWarp-6 0.15% 1.064 1.142 0.11% 2.27% 24.26%
EpBsShm-6 1.09% 1.070 1.202 5.54% 10.55% 22.65%
EpBsEsSw-8 4.43% 1.201 1.826 9.61% 22.60% 50.52%

Table 13 further summarizes the performance and energy result comparisons for

all the five benchmarks that are within the scope of the proposed algorithm. In Table

13, we compare the algorithm results with the optimal (best ranking), median ranking

and worst ranking sequence for both performance and energy. The deviation from

the optimal, the performance/energy improvement over the median and worst results

are presented. All experiments demonstrate the near-optimal scheduling results with

up to 4.627 speedup and 80.88% energy saving.

5.2.2 The Impact of DVFS on Performance and Energy for Concurrent
Kernels

We further conduct a series of benchmarks to experimentally study the impact of

frequency scaling on both performance and energy consumption. It is worth noting

that our study is primarily focused on the impact of DVFS over many concurrent

kernels instead of the single kernel scenario [42]. Table 2 describes the supported

GPU/memory frequencies that can be set through NVML [47]. We here carry out

the similar performance and energy evaluations for two previously mentioned bench-

marks: EpShm-6 (memory-bound) and BsBlk-6 (compute-bound). Both benchmarks

are evaluated through the kernel order solution space for performance and energy con-

sumption under all supported frequencies. Note that the GPU clock needs to be set

according to the two supported memory clocks as shown in Table 2. Figure 58 and

59 respectively plot the execution time and energy consumption of EpShm-6 under
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all possible GPU frequencies. Figure 60 and 61 show the similar plots for BsBlk-6.

From Figure 58 to 61, we observe that the highest GPU frequency produces the best

performance and lowest energy consumption for both compute-bound and memory-

bound workloads. While lowering the GPU frequency can help reduce the power,

it increases the total energy consumption for concurrent kernels. Note that due to

the limited GPU/memory clock frequency combinations possible in K20, shown in

Table 2, lowering the GPU clock to 324MHz forces the memory clock to be lowered

to 324MHz as well. In other words, it is currently not possible to separately lower

the GPU or memory frequency alone to 324MHz without affecting the other. As a

result, we are not able to provide the DVFS setting of high GPU clock / low memory

clock for the compute-bound benchmark (BsBlk-6) and vice versa. Therefore, due

to DVFS limitations, over-clocking on the K20 in general provides the best energy

efficiency for concurrent kernel execution. For instance, over-clocking from 705MHz

(stock) to 758MHz achieves 7.06% and 7.18% performance gain for EpShm-6 and

BsBlk-6 respectively. In addition, the over-clocking also provides energy savings.

To summarize, the proposed symbiotic algorithm aims to optimize both perfor-

mance and energy consumption of concurrent kernels through scheduling. We demon-

strated that the algorithm can provide a near-optimal kernel launch schedule with

significant performance gain and energy saving compared with a näıve schedule. With

the focus on the execution of multiple concurrent kernels, the experimental results

also demonstrated the impact of DVFS on both performance and energy consumption.

In other words, over-clocking through DVFS further improves both performance and

energy consumption while under-clocking surprisingly does the opposite. The DVFS

experimental study can help the programmers make optimization decisions under

specific performance and energy constraints. The proposed symbiosis approach can

be effortlessly adopted by GPU programmers with minimal code change to achieve

optimized performance and energy consumption. It further eliminates the necessities
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of over-clocking under specific performance and energy constraints.

5.3 Power-Aware Symbiotic GPU Task Scheduling: The Supporting An-
alytical Model

As previously discussed, for each GPU kernel, there are mainly three kinds of

warp instructions to be executed on the GPU: (a) single-precision warp instructions

executed on the SPs, (b) double-precision warp instructions executed on the DPs,

and (c) global memory warp instructions executed on the LD/ST units. Due to

different function units utilized with each of the three types of warp instructions,

power consumption can vary across tasks. Therefore, we here model the GPU power

consumption mainly based on the overall warp instruction mix. We thus developed a

simple power predictor, and incorporated it into our previously described symbiotic

scheduling algorithm.

For each class of warp instructions, namely, single precision, double precision, and

memory, we are interested in empirically determining their contribution toward the

total power consumption. Therefore, several low-level benchmarks are conducted for

this purpose. We here utilized the low-level (level 0) benchmarks from the Scalable

Heterogeneous Computing (SHOC) benchmark suite [63] developed by Oak Ridge

National Lab. Each of the low-level benchmarks specifically stress-tests a different

GPU device function unit to achieve the peak FLOPS for single/double-precision

instructions as well as peak global memory bandwidth for memory instructions. The

power consumption during these stress tests are measured, thus characterizing the

peak power consumption of the three instruction classes as PMsp, PMdp, and PMmem

respectively (as shown in Table 4). The detailed benchmark results will be discussed

in the next section. In Table 4, we further define the necessary parameters for our

power model.

We here first describe the power predictor modeling for a single kernel. The

same model is applicable for every execution round, allowing it to be directly used
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within the scheduling algorithm. For a given kernel i composed of memory, single-

precision and double-precision instructions, we model the power predictor as follows.

As shown in Equation (27), we model the power consumption of a kernel to be the

linear contribution of three types of warp instructions’ peak power metrics. Therefore,

the power predictor is primarily based on the instruction mix ratio of a given kernel.

PMi = PMsp · Rsp i + PMdp · Rdp i + PMmem · Rmem i (27)

We now apply the power model to each execution round, since this enables us to

predict the power consumption when kernels are concurrently executed. The same

power characterization metrics, PMsp, PMdp, and PMmem, are applicable here. Under

concurrent kernel execution, multiple execution rounds composed of multiple thread

blocks from different kernels (thus different warp instruction mixes) are executed.

Therefore, assuming m kernels can be executed within an execution round, the overall

power predictor for a given execution round r, PMr, can be derived using Equation

(28). Note that Ninst i was previously used for denoting instructions in an entire

kernel. We here use the same symbol on a per execution round basis for simplicity.

PMr = (PMsp ·
m
∑

i=1

Ninst i · Rsp i + PMdp ·
m
∑

i=1

Ninst i · Rdp i

+PMmem ·

m
∑

i=1

Ninst i · Rmem i)/
m
∑

i=1

Ninst i (28)

Equation (28) models the overall power prediction of a given execution round that is

composed of thread blocks from multiple concurrent kernels. It is therefore derived

by considering the overall instruction mix of the m concurrent kernels by giving each

type of the three instructions a power prediction weight similar to Equation (27).
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Figure 62: Power Characterization for Three Types of Warp Instructions: SP, DP
and Global Memory

5.4 Power-Aware Symbiotic GPU Task Scheduling: Experimental Re-
sults

To demonstrate the effectiveness of the proposed power-aware symbiotic schedul-

ing technique, we conducted a series of experiments using the same application bench-

marks as before. All experiments are similarly conducted using a single GPU com-

puting node of our Cray XK7 (George) supercomputer. Also similarly, on the power

experiment side, we use an extra power measurement POSIX thread (Pthread) to keep

polling the instantaneous power draw of the GPU at a preset frequency of 100Hz. The

periodic power measurement is achieved by utilizing NVML [47], which provides the

programmers with the API to query the GPU power sensor. The power measurement

Pthread is synchronized with the main GPU execution thread to ensure that it only

measures the power draw during the period of concurrent kernel execution.
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Table 14: Benchmark Profiles
Experiment Profiles Variable Resources
BsBlk-6 All SP Inst.

No DP Inst.
Nshm i = 0, Ntblk i=26

Nwarp SM i = 4, 8, 12, 16, 32, 64 (Nthd per tblk i

= 64, 128, 256, 512, 768, 1024)

EpBsShm-6 DP & SP Inst. 3 EP with Nshm i=16K,24K,48K
3 BS with Nshm i=16K,24K,48K

EpBsEsSw-8 DP & SP Inst. EP, BS, ES and SW kernels, 2 each

5.4.1 GPU Device Characterization

To empirically derive the peak power consumption for single-precision, double-

precision, and global memory warp instructions (PMsp, PMdp and PMmem), we here

utilize the level 0 benchmarks from the SHOC [63] benchmarks suites, as discussed

earlier. Each of the benchmarks stress-tests the SP, DP and LD/ST function units

respectively. As shown in Figure 62, three different warp instructions require varied

amount of peak power. Note that, for both single and double precision stress-tests,

there are 20 benchmark trials of different settings, while each trial exercising different

SP or DP instructions respectively. This explains the reason that both tests hit the

peak power consumption for 20 times. Also note that each of the 20 SP and DP

trials (with different SP and DP instructions) reaches nearly identical peak power.

This allows us to lump together different types of SP (DP) instructions and cap-

ture their power contribution through a single parameter PMsp (PMdp), as we did in

our power model. With the benchmark results from Figure 62, we empirically char-

acterize the power consumption for K20 with the following results: PMsp=100.7W;

PMdp=127.1W; PMmem=109.2W; PMpeak=225W.

5.4.2 Performance/Power Improvements

In order to demonstrate the performance and power improvements with the pro-

posed scheduling algorithm, we conduct several experiments using the application

benchmarks shown in Table 14. For all the benchmarks, we evaluate the performance
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Figure 63: Experimental Results: BsBlk-6

Figure 64: Experimental Results: EpBsShm-6
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Figure 65: Experimental Results: EpBsEsSw-8

(execution time) and power (watt) when all kernels are concurrently executed. Our

experiments explore the solution space (all possible permutations) of the concurrent

kernel launch schedules. In other words, the performance and power consumption of

all possible schedules are recorded in order to evaluate the solution obtained by using

our proposed technique.

Initially we conduct a single experiment, which consists of six concurrent ker-

nels that are the same application. We use the European option pricing benchmark

BlackScholes (BS) [59] (4M options, single precision only) to represent the scenario

with predominantly one instruction type. This benchmark only uses one type of

floating-point instruction (single precision in our case). On the SM static resource

side, the experiment BsBlk-6 has six BS kernels that varies the warp usages with

different block sizes. On the power predictor side, the benchmark has limited ex-

tent of instruction variation due to the lack of double-precision instructions. Figure

63 shows the performance and power distribution of all possible kernel schedules for

100



Table 15: Comparisons of Benchmark Results

Experiment
Performance Improvement Power Saving
Dev. from
optimal

Over
median

Over
worst

Dev. from
optimal

Over
median

Over worst

BsBlk-6 0.00% 2.0468 4.6266 3.33% 19.24% 30.47%
EpBsShm-6 4.91% 1.0311 1.1585 7.15% 6.01% 14.11%
EpBsEsSw-8 15.26% 1.0878 1.6547 10.83% 11.63% 24.69%

BsBlk-6. We are able to demonstrate that the proposed algorithm can produce a

schedule with near-optimal performance. With the power predictor considering the

overall instruction mix (single-precision and memory instructions in this case), the

proposed symbiotic algorithm can also optimize the power consumption by providing

a schedule with well-reduced power consumption.

We further conduct two benchmarks using multiple application kernels to intro-

duce greater variations in the type of instructions as well as static SM resources. The

EpBsShm-6 experiment consists of 3 EP kernels and 3 BS kernels. EpBsShm-6 car-

ries varied shared memory sizes and warp usages on the SM static resource side and

also brings in both SP and DP instructions for the computation. Figure 64 demon-

strates the performance and power distribution of the scheduling solution space. We

can observe that the proposed power-aware symbiotic algorithm is effective in reduc-

ing the execution time by achieving GPU resource symbiosis and lowering the power

consumption through the instruction mix optimization for each execution round. A

more generic benchmark (EpBsEsSw-8 ) with four applications from different fields

(the Electrostatics (ES) algorithm (40K atoms) from Visual Molecular Dynamics [60],

the Smith Waterman algorithm (SW) plus BS and EP) are conducted. EpBsEsSw-8

is composed of 2 kernels of each application with a total of 8 kernels. All SM static

resources and the instruction mix are thus further varied with the four different ap-

plications. Figure 65 demonstrates the performance and power distribution of the

40,320 schedules in the solution space. We can again observe that the schedule from

the algorithm achieves reduced power consumption without significant degradation
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in performance.

To further quantify the potential performance improvement and power saving

using the proposed scheduling approach, we summarize the key results in Table 15.

For both performance and power consumption, the improvement over median and

worst schedules as well as the deviation from the best schedule are presented. To

summarize, in the more generic scenario such as EpBsEsSw-8, the proposed power-

aware symbiotic algorithm demonstrates that it has 50% of the chance to achieve

at least 1.0878 speedup and 11.63% power saving over a randomly selected schedule

(as indicated by the median result). It can further provide up to 1.6547 speedup

and 24.69% power saving over the worst schedule. Furthermore, the proposed power-

optimization approach by considering the instruction mix can be readily adopted and

serve as a basis for fine-grained GPU power tuning and power-performance trade-offs.
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Chapter 6 - Conclusions and Future Directions

6.1 Summary and Conclusions

This research is aimed at solving the interrelated set of problems of productivity,

portability, and inefficiency in the use of the heterogeneous resources in GPU-based

HPC systems. To achieve this goal, the proposed work lays out three core ideas based

on which productive run-time systems can be built.

Modern heterogeneous HPC systems have been incorporating an increasing num-

ber of microprocessor cores due to the multi/many core technologies. As a result, the

number of GPU accelerators cannot generally match the number of CPU cores due

to the constraints on interface, power consumption and cost. However, the prevalent

SPMD model generally requires balanced computing resources to ensure the efficient

execution. A GPU-accelerated SPMD program can thus underutilize resources due

to the asymmetrical CPU/GPU distribution. Therefore, to improve productivity and

execution efficiency, this work proposes a GPU virtualization approach which can be

summarized as the following:

• The proposed GPU virtualization approach provides a virtual 1 to 1 CPU to

GPU ratio to improve productivity and application portability.

• The GPU virtualization framework enables efficient GPU sharing for SPMD

programs as well as multiple independent tasks. The established concurrent

execution greatly improves the GPU sharing efficiency among user processes.

Due to the application-agnostic nature of virtualization, the multitasking scenario

does not fully reap the potential performance benefits. In other words, even though

concurrently executing multiple GPU tasks/kernels considerably improves GPU shar-

ing, different kernel launch schedules greatly impact the GPU sharing efficiency. This

is mainly due to the potential SM resource contentions and imbalanced resource uti-
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lization among adjacent kernels. Therefore, to efficiently launch multiple concurrent

GPU tasks, a resource-aware scheduling approach is further desired. The second

core idea seeks to improve GPU resource utilization by proposing a symbiotic task

scheduling technique, which can be summarized as the following:

• The proposed symbiotic scheduling technique improves multitasking perfor-

mance by reducing resource contention among concurrent GPU tasks, and by

matching tasks with complementary execution characteristics.

• The proposed symbiotic algorithm shows near-optimal multitasking performance

and energy reduction within the scheduling solution space.

Finally, power and energy consumption are both important parameters in HPC

systems. To improve power/energy efficiency, the third core idea is focused on a

power-aware GPU task scheduling approach, which can be summarized as the follow-

ing:

• The proposed power-aware symbiotic algorithm considers the power consump-

tions of different GPU warp instructions. Power-hungry instructions are sep-

arated into different execution rounds through symbiotic scheduling to reduce

the overall power consumption.

• The proposed power-aware symbiotic algorithm has achieved notable reduc-

tion in the total power consumption while simultaneously improving the per-

formance.

6.2 Future Directions

In this dissertation, we presented three core ideas that are essential to support

a productive run-time system. It would be interesting to further realize an inte-

grated run-time system that embodies the proposed three ideas. In other words, the
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integrated run-time system would provide the virtualization of GPU resources for per-

formance portability and programmability. It would also incorporate the symbiotic

and power-aware scheduling to improve the performance and reduce the power/energy

consumption.

The proposed scheduling techniques in this work are static. Dynamic scheduling

of tasks should be also explored. Thus, although the proposed symbiotic scheduling

approach is highly efficient, it may benefit from dynamic scheduling where tasks are

not known a priori. In support of embedded systems, real-time scheduling, subject

to deadlines, is another important area for exploration. This is of great interest as

new devices integrating GPUs and CPUs on the same chip are emerging. Further-

more, the proposed power modeling and optimization approach can be improved by

considering additional types of instructions as well as the effects of the memory hi-

erarchy. Improvements to symbiosis by reducing task contentions in various levels of

the memory hierarchy is another research direction worthy of investigation.

Finally, it would also be of interest to extend this work to incorporate different

types of accelerators such as FPGAs. Since the programming models of different

accelerators further pose challenges on performance, programmability and portability,

this work can be extended to be accelerator agnostic. This would have to be achieved

by providing an abstraction layer that completely hides the type of heterogeneous

accelerators used. Accelerators and many-core processors have contributed to the

growing complexity of HPC systems that exhibit deeply hierarchical architectures.

Extending our work across the cluster for “hierarchical symbiosis” would provide

opportunities for addition performance and power improvements.
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