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Abstract

Improving and Repurposing

Data Center Resource Usage with Virtualization

Growing demands for storage and computation have driven the scaling up of data

centers−the massive server pools that run the applications of businesses, individuals, and

research groups. A data center can comprise thousands of physical servers and each

physical server, technically, can have hundreds of virtual machines depending on data

center resources−CPU, memory, disk, and network. These data center resources are

used by highly distributed applications, causing many interesting resource management

problems. In this dissertation we investigate challenges to improve the efficiency of

data center resources. Specifically, we emphasize how the design of new virtualization

technologies and distributed-aware systems can improve the efficiency of data center

resources, and enhance application performance and data center management.

We first study the performance aspects of the most widely used virtualization technologies

(Hyper-V, KVM, vSphere, and Xen), and data center resource usage statistics to show

the main problems we are facing. Then we suggest three major causes to the problems
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are interference, under-utilized resources and virtualization overheads, resulting in failure

to maximize application performance. In many cases, these problems can be solved by

analyzing application workload characteristics, granting the hypervisor greater control over

data center resources, and/or bypassing virtualization overheads.

The dissertation’s first focus is on how using application workload characteristics can help

schedule resources. We propose a new CPU scheduler in a virtualization layer to help the

system decide how to prioritize virtual machines based on their workload characteristics.

This provides better user experience by adaptively scheduling virtual machines based on

the priority. We also develop a hash space scheduler to control distributed memory cache

systems. As opposed to the current method of assigning hash space statically, we utilize

application workload characteristics to decide how to allocate the hash space to achieve the

maximum performance.

We then investigate how the virtualization layer can better manage under-utilized data

center resources. Data center servers are typically overprovisioned, leaving spare memory

and CPU capacity idle to handle unpredictable workload bursts by the virtual machines

running on them. We propose a new memory management system to repurpose the use

of spare memory that is not used actively. We extend this work even further to support a

hierarchical memory structure by using a second-layer of flash to substantially increase the

cache size.

Lastly, we propose a way of bypassing virtualization overheads. Specifically, software

routers, software defined networks, and hypervisor based switching technologies have

sought to reduce the cost of virtualization overheads and increase flexibility compared

to traditional network hardware. However, these approaches have been stymied by the

performance achievable with commodity servers. These limitations on throughput and

vii



latency have prevented software routers from supplanting custom designed hardware. To

improve this situation, we propose a platform for running complex network functionality

at line-speed using commodity hardware by bypassing virtualization overheads.
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Chapter 1

INTRODUCTION

Modern data centers are comprised of tens of thousands of servers, and perform the

processing for many Internet business applications [55]. Data centers are increasingly

using virtualization to simplify management and make better use of server resources. This

dissertation discusses the challenges faced by these massive data centers, and presents

how improving virtualization and performance-aware distributed systems can provide

innovative solutions.

1.1 Background and Motivation

Businesses and individuals have no wonder anymore about what “cloud computing” is

used for. Their applications are increasingly being moved to large data centers that hold

massive server and storage clusters. An infrastructure as a service (IaaS) business model

has become more diverse with demands for deploying different types of applications−for

example, a leading company in a cloud computing, Amazon, now has 25 different services
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customers can choose [44]. The large scale data centers ease the deployment of distributed

applications so that the applications can scale elastically up and down according to traffic

influx or outflux. In all of these data centers, the massive amounts of computation

power required to drive these systems results in many challenging resource management

problems.

Virtualization is hardware technology that promises to utilize the physical machines better

by separating the physical servers from the resource shares granted to applications. This

can be useful in a hosting environment where customers or applications do not need the full

power of a single server or run in different time frames. In such a case, virtual machines

(VMs) running on a physical machine can be assigned a fraction of the resource divided in

a timely manner. This way, virtualization controls critical resources−CPU, memory, disk,

and network−, determining performance of applications. A main goal of virtualization is

to isolate or partition performance of VMs so that they do not realize they are running on

a virtualized environment. The CPU and memory allocated to a VM can be dynamically

adjusted, and live migration techniques allow VMs to be transparently moved between

physical hosts without impacting any running applications [130]. Even with these features,

since VMs inevitably share the hardware resources, performance isolation still yields many

challenging problems.

While it is now extremely easy to deploy many VMs over many physical machines by

paying-as-you-go in data centers, applications achieve better performance by dividing

functional components, each of which takes a specific job to perform−for example, a web

service comprises of a load-balancer, web servers, cache servers, and databases in different

VMs, jointly collaborating to service HTTP requests. Multi-tier applications will more

prevale as more customers use services served in the cloud infrastructure in that managing
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holistic resource management is critical.

As more businesses and individuals continue to deploy various types of services, new

problems have emerged such as deploying intelligent resource allocation system and

minimizing virtualization overheads. Simultaneously, virtualization enables new and better

solutions to existing data center problems by adapting smart solutions. A core theme of this

dissertation is to explore how to achieve better application performance and efficiency of

data centers by improving and repurposing the virtualized resources or distributed systems.

Specifically, we try to answer the following questions:

• We firstly have to identify the problems in virtualized resource management. So

the question is what are the main problems to degrade application performance in a

virtualized environment?

• How do we solve the problems found, mainly three directions: using application work-

load characteristics, granting the hypervisor greater control over data center resources,

and/or bypassing virtualization overheads?

• Are our solutions working in real systems? We target to implement and test the solutions

in real systems.

1.2 Dissertation Contributions

Many of the challenges described in this dissertation have different ways of solving the

problems, but they have common goals: improving application performance and efficiency

of data centers. They are main goals that are often further compounded by the massive

scale of modern data centers. However, in each case, we propose novel techniques that

improve the flexibility or the efficiency of data center resources to achieve these goals.
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Figure 1.1: The systems described in this dissertation explore the challenges to improve
and repurpose the resources in a virtualized environment.

1.2.1 Contribution Summary

This dissertation proposes methods of improving application performance by consider-

ing virtualization and performance-aware distributed systems, resulting in assisting and

automating resource management, and providing greater performance improvement in

modern data centers. The core thesis of this dissertation is that virtualization and

performance-aware distributed systems can provide powerful techniques to improve appli-

cation performance, and data center efficiency. With thorough virtualization performance

analysis among four widely used hypervisors (Hyper-V, KVM, vSphere, and Xen) [60, 61],

we identify three key problems: interference, under-utilized resources, and virtualization

overheads. Then we propose solutions with one or a combination of the methods: using

application workload characteristics, granting the hypervisor greater control over data

center resources, and/or bypassing virtualization overheads. We evaluate the proposed

solutions by implementing them in the real systems and testing them on realistic workloads.

The systems proposed are:
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• Using application workload characteristics:

- D-PriDe: Dynamic-Priority Desktop Scheduler, a new CPU scheduler that prioritizes

applications based on the types of the applications [58].

- DHT Scheduler: A performance-aware distributed hash table (DHT) scheduler that

balances loads among memory cache servers based on their performance. This

scheduler is designed by the knowledge of “distributed-aware systems” [59].

• Granting the hypervisor greater control over data center resources:

- Mortar: A hypervisor-based system that repurposes spare memory to improve

application performance [57].

- CacheDriver: A SSD-assisted secondary memory cache that significantly improves

application performance [62].

• Bypassing virtualization overheads:

- NetVM: NetVM brings virtualization to the Network, by enabling high bandwidth

network functions to operate at near line speed [56].

These systems cover an improvement of utilization of four hardware components−CPU,

memory, disk, and network−that affect application performance and data center efficiency,

and are locationally illustrated in Figure 1.1.

1.3 Dissertation Outline

This dissertation is structured as follows. Chapter 2 provides background and related

works on data centers and virtualization, and problems of currently popular hypervisors

and data centers to set the context of our work. The dissertation then starts to describe how

to improve the current CPU scheduler to enhance application performance in Chapter 3.
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Chapter 4 then describes how to repurpose the spare memory in a hypervisor level and

improve application performance. This is followed in Chapter 5 with an explanation of how

repurposing disk can be used to improve application performance by storing application

data. Chapter 6 describes how to improve distributed memory cache servers by scheduling

distributed hash table with knowledge of application workload characteristics. In Chapter 7,

we propose a platform for running complex network functionality at line-speed using

commodity hardwares. Finally, Chapter 8 summarizes the full dissertation contributions

and discusses future works.
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Chapter 2

BACKGROUND AND RELATED

WORK

This chapter presents background material on virtualization technologies and current

performance thereof to set the context for our contributions. More detailed related work

sections are also provided in the remaining chapters.

2.1 Virtualization in Data Center

Virtualization technology provides a way to share computing resources among VMs

by using hardware/software partitioning, emulation, time-sharing, and dynamic resource

sharing. Traditionally, the operating system (OS) controls the hardware resources, but

virtualization technology adds a new layer between the OS and hardware. A virtualization

layer provides infrastructural support so that multiple VMs (or guest OS) can be created

and kept independent of and isolated from each other. Often, a virtualization layer is
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Figure 2.1: Three Types of Virtualization Technologies

called a hypervisor or virtual machine monitor (VMM). While virtualization has long been

used in mainframe systems [37], VMware has been the pioneer in bringing virtualization

to commodity x86 platforms, followed by Xen and a variety of other virtualization

platforms [12, 124].

Figure 2.1 shows three different approaches to virtualization: para-virtualization (PV),

full virtualization (FV), and hardware-assisted virtualization (HVM). Paravirtualization

requires modification to the guest OS, essentially teaching the OS how to make requests

to the hypervisor when it needs access to restricted resources. This simplifies the level

of hardware abstraction that must be provided, but version control between the hypervisor

and paravirtualized OS is difficult since they are controlled by different organizations. Full

virtualization supports running unmodified guests through binary translation. VMware uses

the binary translation and direct execution techniques to create VMs capable of running

proprietary operating systems such as Windows [124]. Unfortunately, these techniques

can incur large overheads since instructions that manipulate protected resources must be

intercepted and rewritten. As a result, Intel and AMD have begun adding virtualization

support to hardware so that the hypervisor can more efficiently delegate access to restricted
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resources [124]. Some hypervisors support several of these techniques; in our study we

focus solely on hypervisors using hardware-assisted virtualization as this promises to offer

the greatest performance and flexibility.

2.2 Interference

Both research and development efforts have gone into reducing the overheads and

interference incurred by virtualization layers. Prior work by Apparao, et al., and Menon, et

al., has focused on network virtualization overheads and interference and ways to reduce

them [6, 23, 91].

As virtualization platforms attempt to minimize the interference between VMs, multiplex-

ing inevitably leads to some level of resource contention. That is, if there is more than

one VM which tries to use the same hardware resource, the performance of one VM can

be affected by other VMs. Even though the schedulers in hypervisors mainly isolate each

VM within the amount of assigned hardware resources, interference still remains in most

of hypervisors [66, 86, 87, 108].

As the web server is a popular service in cloud infrastructures, we want to see how its

performance changes when other VMs run applications on the same host. In order to see

the impact of each component, CPU, Memory, Disk, and network, we measure the HTTP

response while stressing each of the resource components with different benchmarks.

Figure 2.2 shows the impact of interference in each hypervisor. There are four VMs: one

VM runs a simple web service being accessed by a client, and the other three are used

for interference generators. The experiment is divided into four phases: first a CPU based

benchmark is run, followed by memory, disk, and finally a network intensive application.
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Figure 2.2: Interference Impact for Web Requests: 4 VMs (1 web server, 3 workload
generators) are used. 3 VMs run the same workload at the same time. The workloads run
in the sequence of CPU, memory, disk, and network workloads over time span. We can
easily identify 4 interference sections from each graph.
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During each phase, all three interfering VMs run the same benchmark workload and we

measure the performance impact on the web VM. Note that due to benchmark timing

constraints, the start and end of some phases have short periods where no interfering

VMs are running. With no interference, all hypervisors have a base web response time

of approximately 775 ms.

Figure 2.2(a) illustrates Hyper-V is sensitive to CPU, memory, and network interference.

Not surprisingly, the interfering disk benchmarks have little impact on the web server

since it is able to easily cache the files it is serving in memory. Figure 2.2(b) shows the

interference sensitivity of KVM; while KVM shows a high degree of variability in response

time, none of the interfering benchmarks significantly hurt performance. Figure 2.2(c)

shows the interference sensitivity of vSphere to memory is high, whereas the sensitivity

to CPU, disk, and network is very small. Finally, Figure 2.2(d) shows the interference

sensitivity of Xen on memory and network is extremely high compared to the other

hypervisors. Figure 2.2(e) shows the direct comparison of four hypervisors. A base line

shows the average response time without using hypervisors.

Interference is the main reason that the performance of VMs degrades time to time. In

this dissertation , we solve this problem by prioritizing applications depending on their

characteristics.

2.3 Under-Utilized Resources

Cloud data centers can comprise thousands of servers, each of which may host multiple

VMs. Making efficient use of all those server resources is a major challenge, but a

cloud platform that can obtain better utilization can offer lower prices for a competitive
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advantage. A resource such as the CPU is relatively simple to manage because it can be

allocated on a very fine time scale, greatly simplifying how it can be shared among multiple

VMs. Memory, however, typically must be allocated to VMs in large chunks at coarse time

scales, making it far less flexible. Since memory demands can change quickly and new

VMs may frequently be created or migrated, it is common to leave a buffer of unused

memory for the hypervisor to manage. Even worse, operating systems have been designed

to greedily consume as much memory as they can − the OS will happily release the CPU

when it has no tasks to run, but it will consume every memory page it can for its file cache.

The result is that many servers have memory allocated to VMs that is inefficiently utilized,

and have regions of memory left idle so that the machine can be ready to instantiate new

VMs or receive a migration.

R
A

M
 F

re
e 

(%
)

Time (1 month total)

Host 1
Host 2
Host 3
Host 4
Host 5

 0

 20

 40

 60

 80

 100

minimum memory

Figure 2.3: The amount of free memory on a set of five hosts varying over time.

As a motivating example, we have gathered four months of memory traces within our

university’s IT department. Each server is used to host an average of 15 VMs running a mix

of web services, domain controllers, business process management, and data warehouse

applications. The servers are managed with VMware’s Distributed Resource Management

software [123], which dynamically reallocates memory and migrates VMs based on their

workload needs. Figure 2.3 shows the amount of memory left idle on a set of five

representative machines over the course of a month. We find that at least half of the
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machines have 30% or more of their memory free. Details of a holistic statistics is

illustrated in Chapter 4. This level of overprovisioning was also shown in the resource

observations from [13]. Clearly it would be beneficial to make use of this spare memory,

but simply assigning it back to the VMs on each host does not guarantee it will be used

in a productive way. Further, reallocating memory from one VM to another can be a slow

process that may require swapping to disk.

2.4 Virtualization Overheads

As shown in Figure 2.1, user applications running in VMs (guests) have one additional

layer called VMM (host), and the VMM is a special type of another operating system

that itself is divided by kernel space (host OS) and (host) user space. In order for

user applications to use hardware resources, they have to go through this layer to be

managed for isolation among VMs. The isolation involves many functions such as access

permission (security), schedulability, shareability, and so on. This additional step comes

with large cost, especially when processing network traffics. Figure 2.4 illustrates a generic

virtualization architecture including critical steps−host OS, virtual NIC, guest OS, and

guest user space−that include memory copies. Obviously, the overheads through these

layers are performance bottlenecks in that the performance can be improved by bypassing

the overheads.

Software routers, SDNs, and hypervisor based switching technologies have sought to

reduce the cost of deployment and increase flexibility compared to traditional network

hardware. However, these approaches have been stymied by the performance achievable

with commodity servers [5, 51, 116]. These limitations on throughput and latency have
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Figure 2.4: Packets must go through many layers that incur processing overheads to reach
applications in VMs.

prevented software routers from supplanting custom designed hardware [16, 71, 73].

There are two main challenges that prevent commercial off the shelf (COTS) servers

from being able to process network flows at line speed. First, network packets arrive

at unpredictable times, so interrupts are generally used to notify an operating system

that data is ready for processing. However, interrupt handling can be expensive because

modern superscalar processors use long pipelines, out-of-order and speculative execution,

and multi-level memory systems, all of which tend to increase the penalty paid by an

interrupt in terms of cycles [42, 133]. When the packet reception rate increases further,

the achieved (receive) throughput can drop dramatically in such systems [93]. Second,

existing operating systems typically read incoming packets into kernel space and then

copy the data to user space for the application interested in it. These extra copies can

incur even greater overhead in virtualized settings, where it may be necessary to copy an

additional time between the hypervisor and the guest operating system. These two sources

of overhead limit the the ability to run network services on commodity servers, particularly

ones employing virtualization [72, 131].
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Chapter 3

D-PRIDE: IMPROVING CPU

SCHEDULER FOR VIRTUAL

DESKTOP ENVIRONMENTS

Cloud computing infrastructure has seen explosive growth in the last few years as a source

of on-demand storage and server power. Beyond simply being used to run web applications

and large data analytic jobs, the cloud is now being considered as an efficient source of

resources for desktop users. Virtual Desktop Infrastructure (VDI) systems seek to utilize

network connected virtual machines to provide desktop services with easier management,

greater availability, and lower cost.

Businesses, schools, and government agencies are all considering the benefits from

deploying their office environments through VDI. VDI enables centralized management,

which facilitates system-wide upgrades and improvements. Since the virtualized desktops

can be accessed through a thin terminal or even a smartphone, they also enable greater
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mobility of users. Most importantly, companies can rely on cloud hosting companies to

implement VDI in a reliable, cost-effective way, thus eliminating the need to maintain in-

house servers and support teams.

To offer VDI services at a low cost, cloud providers seek to massively consolidate desktop

users onto each physical server. Alternatively, a business using a private cloud to host VDI

services may want to multiplex those same machines for other computationally intensive

tasks, particularly since desktop users typically see relatively long periods of inactivity. In

both cases, a high degree of consolidation can lead to high resource contention, and this

may change very quickly depending on user behavior. Furthermore, certain applications

such as media players and online games require high quality of service (QoS) with respect

to minimizing the effects of delay. Dynamic scheduling of resources while maintaining

high QoS is a difficult problem in the VDI environment due to the high degree of resource

sharing, the frequency of task changes, and the need to distinguish between actively

engaged users and those which can handle higher delay without affecting their quality of

service.

Existing real-time scheduling algorithms that consider application QoS needs [31, 32, 74,

111] use a fixed-priority scheduling approach that does not take into account changing

usage patterns. Similarly, the scheduling algorithms included in virtualization platforms

such as Xen [12] provide only coarse grain prioritization via weights, and do not support

dynamic adaptation. This has a particularly harmful effect on the performance of

interactive applications, and indicates that Xen is not ready to support mixed virtual desktop

environments with high QoS demands.

We have enhanced the Xen virtualization platform to provide differentiated quality of

service levels in environments with a mix of virtual desktops and batch processing VMs.
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We have built a new scheduler, D-PriDe1, that uses utility functions to flexibly define

priority classes in an efficient way. The utility functions can be easily parameterized to

represent different scheduling classes, and the function for a given virtual machine can be

quickly adjusted to enable fast adaptation. Utilities are also simple to calculate, helping

our scheduler make decisions efficiently even though it uses a smaller scheduling quantum.

Our utility driven scheduler is combined with a monitoring agent built inside the hypervisor

that enables automatic user behavior recognition. In a VDI consisting of a hypervisor

and multiple VMs, the hypervisor is unaware of the types of applications running in

each VM. However, knowledge of application behavior is important to the scheduler

responsible for allotting system resources, e.g., to distinguish between VMs that have a

user actively connected to them and ones which do not have any user interaction and

thus are more tolerant to service delays. In order to recognize user behavior and group

VMs into scheduling classes, the proposed scheduler uses information obtained by the

management domain about packets transmitted between the guest domains (VMs) and the

external network.

This work has the following main contributions:

1. A utility function-based scheduling algorithm that assigns VM scheduling priority based

on application types, where fast adaptation is accomplished via linear functions with a

single input argument.

2. A classification system that determines application type based on networking communi-

cation, and dynamically assigns VM scheduling priority using this information.

3. Experimental results that justify using smaller scheduling quanta than the quanta that are

used in existing algorithms.

1 D-PriDe stands for Dynamic-Priority Desktop Scheduler.
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3.1 Background and Motivation

The Xen hypervisor is used by many companies in the cloud computing business, including

Amazon and Citrix. We describe the evolution of Xen’s scheduling algorithms from the

Borrowed Virtual Time (BVT) and Simple Earliest Deadline First (SEDF), to the currently

used Credit algorithm [22].

BVT [43] is a fair-share scheduler based on the concept of virtual time. When selecting

the next VM to dispatch, it selects the runnable VM with the smallest virtual time.

Additionally, BVT provides low-latency support for real-time and interactive applications

by allowing latency sensitive clients to “warp” back in virtual time and to gain scheduling

priority. The client effectively borrows virtual time from its future CPU allocation.

SEDF uses real-time algorithms to deliver performance guarantees. Each domain Domi

specifies its CPU requirements with a tuple (si, pi, xi), where the slice si and the period pi

together represent the CPU share that Domi requests: Domi will receive at least si units of

time in each period of length pi. The boolean flag xi indicates whether Domi is eligible to

receive extra CPU time (in WC-mode). SEDF distributes this slack time in a fair manner

after all runnable domains receive their CPU share. For example, one can allocate 30%

CPU to a domain by assigning either (3 ms, 10 ms, 0) or (30 ms, 100 ms, 0). The time

granularity in the definition of the period impacts scheduler fairness.

Credit1 is Xen’s latest proportional share scheduler featuring automatic load balancing

of virtual CPUs across physical CPUs on a symmetric multiprocessing (SMP) host [96].

Before a CPU goes idle, Credit considers other CPUs in order to find a runnable VCPU,

1 Credit-based cpu scheduler, http://wiki.xen.org/wiki/Credit Scheduler
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if one exists. This approach guarantees that no CPU idles when runnable work is present

in the system. Each VM is assigned a weight and a cap. If the cap is 0, then the VM can

receive extra CPU (in WC-mode). A non-zero cap (expressed as a percentage) limits the

amount of CPU a VM receives in NWC-mode. The Credit scheduler uses a 30 ms time

quantum for CPU allocation. A VM (VCPU) receives 30 ms of CPU throughput before

being preempted by another VM. Once every 30 ms, the priorities (credits) of all runnable

VMs are recalculated. The scheduler monitors resource usage every 10 ms.
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Figure 3.1: The Credit scheduler causes the performance of a desktop VM to become
increasingly variable as more interfering VMs are added to the machine.

Existing Scheduler Limitations: To demonstrate the performance issues seen when using

these schedulers, Figure 3.1 shows how the time between screen updates for a desktop

virtualization client (measured by inter-packet arrival time) changes when adjusting the

number of computationally intensive VMs causing interference. We see that with the

Credit scheduler, the background VMs can increase the delay between Virtual Desktop

Infrastructure (VDI) client updates by up to 66%. Further, the standard deviation of arrival

times can become very large, making it impossible to offer any kind of QoS guarantees.

The existing scheduling algorithms satisfy fairness among VMs, but they are not well

designed to handle latency sensitive applications like virtual desktops, nor do they provide
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support for dynamic changes of VM priorities. While the Credit scheduler used in our

motivating experiment could be tweaked to give a higher weight to the VDI VM, this would

only increase the total guaranteed share of CPU time it is allocated, not affect the frequency

with which it is run. We propose D-PriDe, a scheduler that confronts these issues by using

a low overhead priority scheduling algorithm that allocates VMs on a finer time scale than

Credit. In addition, D-PriDe can detect when users log on or off of a desktop VM, allowing

it to dynamically adjust priorities accordingly.
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Figure 3.2: Xen Networking Diagram with Simplified VDI Flow

3.2 Scheduler Class Detection

In a virtualized system such as Xen, the hypervisor is responsible for managing access to

I/O devices, thus it has the capability of monitoring all network traffic entering and leaving

a virtual machine. D-PriDe uses information about the network traffic sent from a VM to

determine its scheduling class. D-PriDe uses packet information to distinguish between

two main priority classes: VMs which have an active network connection from one or

more desktop users, and those which are either being used for batch processing or have no

connected users. If there are virtual machines detected that have online users, then they are
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granted a higher priority class and the system is switched to use a finer grain scheduling

quantum, allowing interactive applications to achieve higher quality of service levels.

In Xen, the management domain is called Dom0, and we term a particular guest domain

as DomU. D-PriDe modifies the scheduling operation hypercall (hypercall number 29) to

enable cooperation between Dom0 and the hypervisor. As depicted in Figure 3.3, when

DomU attempts to send a network packet, it is prepared in the netfront driver and then

handed off to the netback driver to be fully processed. At this point, D-PriDe can inspect

the packet and determine whether it matches the characteristics of an active VDI connection

(e.g., based on port number). Dom0 then must make a hypercall so that the Xen scheduler

will determine which virtual machine to schedule next. D-PriDe modifies this call so that

it passes priority class information along with the hypercall. Thus whenever a VDI packet

is detected in the outbound TCP buffer of a virtual machine, the Xen scheduler will elevate

the virtual machine’s priority level; if a timeout occurs before another VDI packet is seen,

the priority level is reduced.
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Figure 3.3: D-PriDe Scheduler Architecture

D-PriDe places top emphasis on providing a positive user experience, and assigns
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scheduling classes to clients in order to schedule jobs with proper scheduling priority. We

define three different VM scheduling classes as follows:

• Online Active (ONA): Client is actively using virtual desktop (VD), and applications are

running.

• Online Inactive (ONI): Client has VD connection and applications are running, but client

is currently in idle mode (i.e., no VD packets are sent to the client).

• Offline (OFF): Client is not connected, but applications may be running.

Once the scheduling hypercall with SCHEDOP service option is called, the scheduling

class is updated for the corresponding DomU. The hypervisor stores the scheduling class

value itself in the domain’s meta data. If the scheduling class does not update for a long

period of time (e.g., 10 seconds), it will degrade to a lower scheduling class, and the utility

value of this VM will decrease. This situation occurs when no outbound VDI traffic leaves

DomU.

Xen uses soft interrupt requests (IRQs) as a scheduling trigger. The soft IRQ is not

interrupted by hardware, so it does not have a preset time period. When initializing, the

scheduler registers the soft IRQ with the schedule() function through open softirq. This

can be adjusted to control the time quantum between scheduling calls. D-PriDe uses a

quantum of 5 ms if there are any ONA or ONI priority VMs, and a quantum of 30 ms (the

default of the Credit scheduler) otherwise.

3.3 Utility Driven Priority Scheduling

A utility function enables fast calculation and reduces scheduling overhead. When the

proposed scheduler is called, utility values for VMs are compared, and the VM with the
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largest utility value is returned to the scheduler. This section describes how we use a VM’s

priority and time share to determine its utility, and how the utility functions are used to

make scheduling decisions.

3.3.1 Time Share Definition

Consider a hypervisor with a set of N VMs. The proposed algorithm schedules VMs

according to their current utility values. Each VM has its own scheduling class, which is

ONA, ONI, or OFF. Each VM x ∈ N is assigned a time slot whenever the Xen hypervisor

uses soft IRQ to trigger a scheduling event. The duration of time slots is not fixed because

the time granularity of soft IRQ can range from tens of microseconds to tens or thousands

of milliseconds. This irregularity makes hard real time scheduling difficult.

The scheduling algorithm selects a VM at time slot t. Based on its received time (CPU

utilization) and its delay (time since last scheduling event), each VM is assigned a utility

value. We define trx(t) as a moving average of the received time assigned to a VM x at

time slot t over the most recent time period of length t0.

If VM x has been in the system for at least time period t0,

trx(t) = trx(t− 1) +
sx(t)hx(t)

t0
− trx(t− 1)

t0
, (3.1)

and if VM x enters the system at time ux such that (t− ux) < t0,

trx(t) =

∑ux

j=0 sx(t− j)hx(t− j)
t0

, (3.2)

where sx(t) is the time period from time slot t − 1 to time slot t of VM x, and hx(t) = 1
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if VM x is scheduled from time slot t− 1 to time slot t and hx(t) = 0 otherwise. If VM x

is scheduled at time t, trx(t) increases. Otherwise, trx(t) decreases by trx(t−1)
t0

. Intuitively,

if trx(t) increases, the utility value decreases and VM x will have fewer chances to be

scheduled in subsequent time slots.

In addition, we consider the situation when a high priority VM x is scheduled consecutively

for a long period of time. In order to maintain fairness to other VMs, VM x is not scheduled

until trx(t) decreases. Therefore, we need one more dimension to distribute the scheduling

time evenly for VMs. We define the scheduling delay tdx(t) as

tdx(t) =
now(t)− p(x)

t0
, (3.3)

where now(t) is the current scheduling time value at time slot t and p(x) is the last

scheduled time. tdx(t) is employed in order to avoid the case when a VM receives enough

CPU utilization at first, but is not later scheduled until the average utilization becomes

small by Equation (3.1).

Together with Equations (3.1) and (3.3), we define the composite time unit (time share)

containing CPU utilization trx(t) and delay tdx(t) as

tx(t) =
trx(t)

tdx(t) + 1
. (3.4)

tx(t) decreases if, during the time period t0, the delay increases or the average utilization

decreases. We use this equation in our definition of the utility function, as describing in

Section 3.3.4.
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3.3.2 CPU Allocation Policy

We now introduce policies that recognize different CPU allocation time-based types. These

policies define rules that govern relationships between VM scheduling classes. Let C(x)

denote the scheduling class of VM x, as determined by our detection method described in

Section 3.2. Given two VMs x and y, C(y) < C(x) means that scheduling class C(x) has

a higher preference value than C(y). Note that VMs in the same scheduling class have the

same guaranteed (or minimum) time period. Let T (x) denote the guaranteed time share of

VM x, and let T (x) = T (y) when C(x) = C(y). For any two VMs x, y ∈ N , we define

the following policy rules:

• Policy Rule 1: In any time slot t, VM x ∈ N with time share tx(t) < T (x) has a higher

scheduling priority than any other VM y ∈ N with scheduling class C(y) < C(x). Hence,

a VM y can be scheduled if and only if every VM x such that C(y) < C(x) has time share

tx(t) ≥ T (x).

• Policy Rule 2: In any time slot t, VM x ∈ N with tx(t) ≥ T (x) has a lower scheduling

priority than any other VM y ∈ N with scheduling class C(y) < C(x) and time share

ty(t) < T (y). This means that once the utilization guarantees of all VMs in a particular

scheduling class are satisfied, the scheduling priority shifts to VMs with lower scheduling

classes.

• Policy Rule 3: In any time slot t, if all VMs meet their guaranteed time share, the

remaining time must be distributed such that for any two VMs x, y ∈ N , the time ratio

tx(t)/ty(t) = αC(x),C(y), where αC(x),C(y) is an arbitrary number given as a part of the

policy rules.
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3.3.3 Scheduling Algorithm

The scheduling algorithm is based on a marginal utility function that takes into account

scheduling class. Given a VM x with scheduling class C(x) and time share tx(t), let

fC(x)(tx(t)) denote the marginal utility function.

In each time slot t, the scheduling algorithm selects and schedules VM x∗i of CPU i such

that

x∗i = argmaxx∈Ni
{fC(x)(tx(t))}, (3.5)

whereNi is the set of VMs in CPU i. Accordingly, hx(t) is set to 1 for the selected VM and

to 0 for all other VMs. ∀x ∈ Ni, time share tx(t) is updated according to Equation (3.4).

3.3.4 Marginal Utility Function

Suppose k different VM scheduling classes C1, ..., Ck such that the guaranteed minimum

time share for VMs in scheduling class Ci is denoted by Ti, where T1 < ... < Tk. The k

scheduling classes are given a preference order that is independent from the minimum time

share requirement. If Ti < Tj for some i, j such that 1 ≤ i, j ≤ k, Ci may have a higher

preference than Cj .

Let Ci and Cj be arbitrary VM types with Ti < Tj . Assuming that Cj has a higher

preference than Ci, we define marginal utility functions fi and fj for types Ci and Cj ,

respectively, as

26



u


Uj


Ui


t
tmax
Tj
Ti


fj


fj


fi


fi


t0
 αt0


!
"
#$
%&
'(
)
#*
+
'

,$-+'./)0+'

Figure 3.4: Marginal Utility Function: fj = −t+ tmax; fi = −αt+ tmax

fj(t) =

 Uj if 0 ≤ t < Tj

−t+ tmax if Tj ≤ t ≤ tmax

(3.6)

and

fi(t) =

 Ui if 0 ≤ t < Ti

−αCj ,Ci
t+ tmax if Ti ≤ t ≤ tmax

(3.7)

where Ui and Uj are constants defined such that Ujtmin > Uitmax and 0 < tmin < tmax.

Policy Rule 1 is satisfied even if a VM in scheduling class Cj has a low time share.

Similarly, fj(Tj) is defined with Uitmin > fj(Tj)tmax in order to satisfy Policy Rule 2.

Suppose the current utilization of a VM x in scheduling class Ci and that of a VM y in

scheduling class Cj are t0 and αt0, respectively, where α = αCj ,Ci
. Then, fi(t0) = fj(αt0),

as shown in Figure 3.4. α ratio can be easily extended to k different utility functions with k

different scheduling classes. Hence, if the time shares are same for x and y, Policy Rule 3

will also be satisfied. When Ci has a higher preference than Cj , fi and fj can be similarly

constructed with minor changes.

In practice, D-PriDe defines only three scheduling classes (ONA, ONI, and OFF), however,

the utility function scheme described above could be used to support a much broader range
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of priority types. This could also be used to allow for differentiated priority levels within a

scheduling class (i.e., multiple tiers within ONA), or to support a set of scheduling classes

outside of the VDI domain.

3.4 Evaluation

In this section, we analyze the D-PriDe scheduler’s performance and overheads, and

compare to existing Credit and SEDF scheduling algorithms. Our performance metrics

are packet inter-arrival time, CPU utilization/interference, and scheduling overhead. Since

the proposed algorithm uses a smaller time quantum than existing algorithms in order to

provide fast adaptation, we experiment with a range of quantum granularities to see the

best time quantum.

3.4.1 Experimental Setup

Hardware: Our experimental testbed consists of one server (2 cores, Intel 6700, 2.66 GHz,

with 8GB memory and 8MB L1 cache) running Xen and one PC running VDI clients.

Xen and VM Setup: We use Xen version 4.1.2 with linux kernel version 3.1.1 for Dom0

and linux kernel version 3.0.9 for DomU. Xentop is used for measuring CPU utilization.

We use a 5 ms quantum in all the experiments except Section 3.4.6, where we experiment

with other quanta.

VDI Environment Setup: We use tightVNC server (agent) with the JAVA-based tightVNC

client (vncviewer). VDI clients, which connect to VM servers through vncviewer, are co-

located in the same network with the server in order to prevent network packet delay. To
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measure packet inter-arrival time in a VDI client, we modify the packet receiving function

processNormalProtocol (located in the V ncCanvas class of vncviewer) by adding a

simple statistics routine. We generate packets by playing a movie (23.97 frames per second

and 640×480 video resolution) on the VDI agent. While the video is at 23.97 frames per

second, in practice VNC delivers a slower rate because of how it recompresses and manages

screen updates. A VM is called VD-VM when it is connected to a client and runs a video

application, whereas a VM is called CPU-VM when it is or is not connected to a client and

runs CPU intensive application such as a linux kernel compilation.

3.4.2 Credit vs. D-PriDe

We performed experiments for the existing Credit scheduling algorithm in a VDI setting,

and found that packet inter-arrival time degraded when CPU-VMs ran in the background.

Figure 3.5 and Figure 3.6 show the results when one VM runs a VDI agent connected to a

VDI client and maximum seven CPU-VMs compile the linux kernel. We play a movie on

the VD-VM in order to generate screen refreshments, so that the VDI agent on the VD-VM

will send data to the VDI client. Watching a movie on the VDI client requires high QoS

with respect to packet inter-arrival time. In order to measure packet inter-arrival time, we

quantify the time difference between screen updates (a set of packets) from a client side.

When there are no interfering VMs, both schedulers see an average screen update interval

time of 69ms (as shown for Credit in Figure 3.1). Figure 3.5(a) illustrates the average

additional packet delay when CPU intensive VMs are added. For the Credit scheduler, as

the number of CPU-VMs increases, the added packet inter-arrival time becomes large due

to CPU interference. For the D-PriDe scheduler, however, the added packet inter-arrival
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(a) Added Packet Inter-Arrival Time
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(b) Standard Deviation

Figure 3.5: Packet Delay Comparison between the Credit scheduler and the D-PriDe
scheduler for a VM playing a video (VD-VM) via VDI protocol, and maximum seven
CPU intensive VMs running a linux kernel compile: (a) shows added packet delay defined
as added delayi = packet delayi − packet delay0 where i is the number of CPU-VMs;
(b) describes a standard deviation for the packet delay.

time remains almost unchanged due to the priority-based scheduling. Figure 3.5(b) shows

that the packet inter-arrival time fluctuation of the Credit scheduler becomes very high

when many CPU intensive VMs run in the background, but the D-PriDe scheduler limits

the standard deviation even though the number of CPU-VMs increases. In the worst case,

the packet delay overhead of Credit is 66%, whereas the overhead of D-PriDe is less than

2%.

Figure 3.6(a) shows the CPU share given to the VD-VM. With no other VMs competing

for a share, both schedulers allocate approximately 31% of one core’s CPU time to the

video streaming VM. When additional VMs are added, this share can decrease due to

competition. However, when using a fair share scheduler we would not expect the VM to

receive less than this base allocation until there are more than six VMs (i.e., our two CPU

cores should be able to give six VMs equal shares of 33% each). In practice, imprecise

fairness measures prevent this from happening, and the CPU dedicated to the VD-VM
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(a) CPU Utilization
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(b) CPU Interference

Figure 3.6: CPU Utilization Comparison between the Credit scheduler and the D-PriDe
scheduler for a VM playing a video (VD-VM) via VDI protocol, and maximum seven
CPU intensive VMs running a linux kernel compile: (a) and (b) illustrate CPU utilization
and CPU interference of a VD-VM. CPU interference is defined as cpu interferencei =
cpu usagei − cpu usage0.

drops by over 7% when there are six or more VMs in the Credit scheduler as shown by

Figure 3.6(b). The priority boost given to the VD-VM with D-PriDe prevents as much

CPU time being lost by the VD-VM, with a drop of only 2.8% in the worst case.

Figure 3.7 shows that the cumulative density function of packet inter-arrival times in D-

PriDe is more densely weighted towards lower delays. The graph shows that 95% of screen

update packets arrive within 90 ms for D-PriDe, whereas only 40% of packets arrive within

90 ms and takes as long as 190 ms to achieve 95% CDF with Credit. This guarantees the

user experience when using D-PriDe is better than when using the credit scheduler.

3.4.3 Multiple VD-VMs

In this experiment, we run multiple VD-VMs simultaneously and show how competition

between VD-VMs (of the same scheduling class) affects packet inter-arrival time and its
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Figure 3.7: Cumulative Density Function (CDF) for Packet Inter-Arrival Time from Credit
and D-PriDe.
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Figure 3.8: The figure shows the added packet delay defined as added delayi =
packet delayi − packet delay0 where i is the number of VD-VMs, with the standard
deviation of the packet delay.

standard deviation. The results of this experiment are shown in Figure 3.8. Since now

all the VD-VMs are given the same high priority, we expect the packet delay to increase

due to competition. However, the figure shows that D-PriDe still achieves better results

than Credit. The primary reason is that D-PriDe uses a smaller quantum than Credit, which

makes the scheduler respond quickly for the short sporadic requests. While D-PriDe cannot

prevent competition between equivalently classed VMs, it still lowers the total overhead

and keeps the deviation of the packet delay in a reasonably small cap.
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3.4.4 Automatic Scheduling Class Detection

One characteristic of VDI setups is that users may have bursts of high interactivity followed

by periods of idleness. The goal of D-PriDe is to automatically detect these events with

help from the hypervisor, and adjust the priority of VD-VMs accordingly. To test D-

PriDe’s ability to detect and adjust scheduler classes, we consider an experiment where

three VMs all initially have virtual desktop clients actively connected to them. The users

of two of the VMs initiate CPU intensive tasks and then disconnect after a four minute

startup period. The two CPU intensive VMs are assigned two VCPUs each so that they

can saturate the CPU usage across all the cores, interfering with a video streaming task

performed by the third VM. Figure 3.9 shows the average packet arrival rates for the third

VM watching a video stream during the entire experiment. The two CPU intensive VMs

get disconnected at 4 min for both Credit and D-PriDe schedulers. The Credit scheduler

does not know anything about which users are performing interactive tasks, whereas the

D-PriDe scheduler detects the scheduling class based on the user traffic so that it can adjust

the priority of VMs. By minute 5, the two CPU VMs have been lowered from scheduler

class ONA to ONI since no VDI packets have been detected by D-PriDe; they are further

lowered to OFF after a timeout expires in minute 6 and the two VMs are considered low

priority. This results in a decrease in packet inter-arrival times for D-PriDe, increasing the

user perceived quality of service.

3.4.5 Scheduling Overhead

We compare the scheduling overhead of the D-PriDe scheduler to the SEDF and Credit

schedulers. We implement an overhead checker in scheduler.c, which reports the scheduler
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Figure 3.9: Automatic Scheduling Class Detection in the D-PriDe scheduler improves
the performance of an interactive user once competing VMs no longer have active client
connections.

Table 3.1: Scheduling Overhead

Scheduler Average per call (ns) Max (ns) Min (ns) Total (µs)
D-PriDe 527 12057 32 1801
Credit 493 12082 64 874
SEDF 546 13201 56 645

overhead (average time per call, maximum time, minimum time, and total scheduling

time) through xm dmesg every five seconds. Among eight VMs created, four VMs run

VD services connected to a VDI client playing a video, and the other four VMs run a

linux kernel compile in the background. Table 3.1 shows the overhead of the scheduling

algorithms. Credit has the most efficient overhead time on average, but the average time

difference between Credit and D-PriDe is 34 ns, which is negligible. Also, there is almost

no difference in the maximum scheduling times of the Credit and D-PriDe schedulers.

Since the time quantum of the D-PriDe scheduler is smaller than the Credit scheduler, the

D-PriDe scheduler is called more frequently, resulting in greater total overhead. However,

the absolute cost of scheduling remains small: in an average 5 second monitoring window

only 0.036% of CPU time is spent on scheduling.

34



3.4.6 Quantum Effects

The Credit scheduler uses a coarse-grained scheduling quantum of 30 ms which does not

perform well when VMs run applications requiring short, irregularly-spaced scheduling

intervals (e.g., VD, voice, video, or gaming applications). In this experiment, we try a

range of quanta in order to find a fine-grained quantum for the D-PriDe scheduler that

yields good performance with respect to packet inter-arrival time and CPU utilization. All

VMs are VD-VMs.

Figure 3.10 shows how scheduling quantum impacts packet delay from the clients

perspective and CPU utilization on the server; in the best case we would like to minimize

both, but lower time quantums typically improve client responsiveness at the expense of

increased CPU overhead. We normalize the packet delay by the score achieved by the

scheduler with a 30ms quantum (the default used by Credit), and normalize the total CPU

utilization by the amount consumed with a very fine 1ms quantum. We run eight VD-

VMs simultaneously with quantum times between 1 ms and 30 ms. The figure shows that

average packet inter-arrival time increases when the quantum increases, whereas the CPU

utilization decreases. The D-PriDe scheduler uses a time quantum of 5 ms, which provides

a balance between packet inter-arrival time and CPU utilization. We have also tested the

impact of the 5ms quantum when running CPU benchmarks inside competing VMs and

found less than 2% overhead.
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Figure 3.10: Normalized Performance for Packet Inter-Arrival Time and CPU Utilization
to show the best quantum to satisfy both criteria.

3.5 Related Work

The deployment of soft real-time applications are hindered by virtualization components

such as slow performance virtualization I/O [78, 98], lack of real-time scheduling, and

shared-cache contention.

Certain scheduling algorithms [50, 70] use network traffic rates to make scheduling deci-

sions. [50] modifies the SEDF scheduling algorithm in order to provide a communication-

aware CPU scheduling algorithm to tackle high consolidation required circumstances,

and conducts experiments on consolidated servers. [70] modifies the Credit scheduling

algorithm by providing a task-aware virtual machine scheduling mechanism based on

inference techniques, but this algorithm uses a large time quantum that is not conducive

to interactive tasks. The network traffic rate approach in general is not suitable for VDI

environments because high traffic rate does not directly imply high QoS demands.

Real-time fixed-priority scheduling algorithms [32, 111] are based on a hierarchical

scheduling framework. RT-Xen [111] uses multiple priority queues that increase schedul-

ing processing time by considering instantiation and empirical evaluation of a set of fixed-
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priority servers within a VMM. [32] proposes fixed priority inter-VM and reservation-

based scheduling algorithms to reduce the response time by considering the schedulability

of tasks. Instead of using SMP load balance, these algorithms dedicate each VM to a

physical CPU. This approach can give better performance when a consistent level of CPU

throughput is required, but results in degraded performance in a general VDI setting.

3.6 Conclusions

We have designed and developed D-PriDe, a priority based scheduler with an automated

priority detection to reduce interference between VMs. D-PriDe tries to minimize VM

interference in order to provide high-performing virtual desktop services even when the

same machines are being used for computationally intensive processing tasks. D-PriDe’s

improved scheduling methods have the potential to increase revenue for hosting companies

by improving resource utilization through server consolidation. We have shown that

our scheduler reduces interference effects from 66% to less than 2% and that it can

automatically detect changes in user priority by monitoring network behavior.
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Chapter 4

MORTAR: REPURPOSING DATA

CENTER MEMORY

Cloud data centers can comprise thousands of servers, each of which may host multiple

virtual machines (VMs). Making efficient use of all those server resources is a major

challenge, but a cloud platform that can obtain better utilization can offer lower prices

for a competitive advantage. A resource such as the CPU is relatively simple to manage

because it can be allocated on a very fine time scale, greatly simplifying how it can be

shared among multiple VMs. Memory, however, typically must be allocated to VMs in

large chunks at coarse time scales, making it far less flexible. Since memory demands

can change quickly and new VMs may frequently be created or migrated, it is common

to leave a buffer of unused memory for the hypervisor to manage. Even worse, operating

systems have been designed to greedily consume as much memory as they can—the OS

will happily release the CPU when it has no tasks to run, but it will consume every memory

page it can for its file cache. The result is that many servers have memory allocated to VMs
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that is inefficiently utilized, and have regions of memory left idle so that the machine can

be ready to instantiate new VMs or receive a migration.
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Figure 4.1: The amount of free memory on the histogram on 58 servers from GWU’s data
center.

To illustrate this inefficiency, we have gathered four months of memory traces from

over fifty servers within our university’s IT department. Each server is used to host an

average of 15 VMs running a mix of web services, domain controllers, business process

management, and data warehouse applications. The servers are managed with VMware’s

Distributed Resource Management software [123], which dynamically reallocates memory

and migrates virtual machines based on their workload needs. Figure 4.1 shows the amount

of memory left idle on the histogram of the amount of free memory on the full set of 58

servers, ignoring maintenance periods where VMs have not yet been started and nearly

all memory is free. We find that at least half of the machines have 30% or more of their

memory free. This level of overprovisioning was also shown in the resource observations

from [13]. Clearly it would be beneficial to make use of this spare memory, but simply

assigning it back to the VMs on each host does not guarantee it will be used in a productive
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way. Further, reallocating memory from one VM to another can be a slow process that may

require swapping to disk.

To improve this situation, we present the design of Mortar, a system that enhances the

Xen hypervisor to pool together spare memory on each machine and expose it as a volatile

data cache. When a server has spare memory capacity, VMs are free to add data to the

hypervisor managed cache, but if memory becomes a constrained resource, the hypervisor

can immediately evict objects from the cache to reclaim space needed for other VMs. This

grants the hypervisor far greater control over how memory is used within the data center,

and improves performance by making opportunistic use of any spare memory available.

We present two example usages for the Mortar framework. Our first prototype aggregates

free memory throughout the data center for use as a distributed cache following the standard

memcached protocol. This allows unmodified web applications to achieve performance

gains by opportunistically using spare data center memory. Next, we demonstrate how

Mortar can be used at the OS-level to transparently cache and prefetch disk blocks for

applications. Pre- fetching is an ideal candidate for Mortar’s volatile data store because

the aggressiveness of the algorithm can be tuned based on the amount of free memory

available.

The contributions of this work are as follows:

1. A framework for repurposing spare system memory that otherwise would be idle or

poorly utilized.

2. A prototype disk prefetching system that aggressively reads disk blocks into spare

hypervisor memory to reduce the latency of future disk reads.

3. An enhanced memcached server that can utilize this hypervisor controlled memory to
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build a distributed application-level cache accessible by web applications.

4. Cache allocation and replacement algorithms for prioritizing access to spare memory

and balancing the need to retain hot data in the cache against the goal of being able to

immediately reclaim memory for other uses.

We have thoroughly evaluated Mortar using microbenchmarks, realistic web applications,

and disk access traces. Our results demonstrate that Mortar incurs an overhead under

0.03ms on individual read accesses, and illustrates the benefit of making use of all free

memory in a data cecnter. Our fast cache release algorithm can reclaim gigabytes of

memory within 0.1ms. In experiments driven by real server memory traces, Mortar

improves web performance by over 35% by using a spare memory based cache. When

using only 500MB of idle server memory for a prefetch cache, Mortar makes disk reads in

an OLTP benchmark three times faster.

4.1 Background and Motivation

In this work we assume Mortar is run in a public or private cloud environment that makes

use of a virtualized infrastructure to adapt quickly to different user demands. As is now

common, we assume that dynamic resource provisioning techniques [12, 59, 97, 119,

123, 126] are frequently readjusting resource shares for virtual machines based on their

workloads. Even in these automated systems, overprovisioning is still common since some

spare capacity is left on each machine to handle rising workloads locally without resorting

to more expensive VM migrations.

Ideally, this spare capacity would be opportunistically used, but then freed when it is
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Figure 4.2: Architecture Comparison: Physical RAM map shows how a physical machine
(PM) composes its memory. (a) Traditional Memcached architecture uses only dedicated
memcached space for cache; (b) Mortar architecture uses all the spare memory in the whole
system.

needed for a more important purpose. For resources such as CPU time, this can be easily

accomplished using existing CPU schedulers that can assign weights for different VMs and

can adjust scheduling decisions on the order of milliseconds [58]. Unfortunately, memory

cannot be reassigned as efficiently or as effectively as CPU shares.

There are two challenges that prevent memory from being used as a flexible resource like

CPU time. First, memory is generally only helpful if it is allocated in large chunks over

coarse time scales (i.e., minutes or hours). If a VM has processing to do, it can immediately

make use of more CPU time, but an increased memory allocation can take time to fill up

with useful data. Further, rapidly increasing and decreasing a VM’s memory share can

lead to disastrous swapping. The second challenge is that adjusting a VM’s memory share

generally has an unpredictable impact on performance. This is partly because operating

systems have been designed to greedily hoard whatever memory they can make use of.

Over time, a VM will consume any additional memory pages it is given for its disk cache,

but this will not necessarily have a significant impact on application-level performance.

One approach that has gained popularity for directly translating more memory into better

performance is the use of in-memory application-level caches such as memcached. Many
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web applications, such as Wikipedia, Flickr, and Twitter, use memcached to store volatile

data such as the results of database queries, allowing for much faster client response times

as depicted in Figure 4.2(a). Each memcached node holds a simple key-value based data

store, and these nodes are then grouped together to create a distributed in-memory cache.

However, memcached works by allocating fixed size caches on each server. Thus by itself,

memcached is not effective for making use of varying amounts of spare memory.

Our goal in Mortar is to expose unallocated system memory so that applications such as

memcached can make better use of it. By having the hypervisor control access to this

volatile storage area, Mortar can prioritize how different guests access the memory and

allows it to be reclaimed much more quickly than if it must be ballooned out of the guest.

Mortar uses a modified Xen hypervisor that exposes a new hypercall interface for putting

and retrieving data in the free memory pool. We believe that this interface will be useful for

a wide range of scenarios at both the system and application level. In this paper we present

two examples: a modified version of memcached that taps into spare hypervisor memory

and an OS-level disk block prefetching system.

4.2 Why Not Use Ballooning?

Dynamic resource management using memory balloon drivers has been integrated into

several virtualization platforms such as VMware, Hyper-V, and Xen [126]. However,

while dynamic memory management systems are effective at granting VMs the amount of

memory needed for changing workloads, we believe that they are not practical for figuring

out what to do with spare data center memory. If the hypervisor’s memory manager simply

allocates unused memory to a VM, it has no way of knowing what the memory will be
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Figure 4.4: Swap Time For Guest OS Opportunistically To Swap Out Memory Pages

used for. Even worse, if the hypervisor must reclaim that memory it can lead to disastrous

swapping.

Consider a naive automated memory management system which allocates any spare

memory to a VM running memcached—an application which is designed to turn spare

memory into increased performance. While combining these sounds like a winning

combination, in reality there are crucial obstacles that prevent current systems from

supporting this efficiently. Adding memory to the memcached VM causes no problem, but

removing memory can lead to bad performance because there is no way for memcached to

know that it should discard data; instead, the operating system will simply swap the data to
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disk.

Figure 4.3 shows how bad the performance can be when memcached is run in an

environment with automated memory ballooning. In the experiment, the memcached VM

is assigned all spare memory, and taken away if needed as shown in the upper part of

Figure 4.3 (see Section 4.5.5 for the full experimental setup). As the memory allocated

to the VM varies over time, pages from the cache must be swapped to disk, causing the

response time to rise to several seconds. In contrast, the approach used by Mortar is able to

adjust gracefully to memory allocation changes.

Not only is performance terrible due to swapping, the fact that data needs to be written

to disk for each memory reconfiguration can dramatically increase the amount of time

required for resource management operations. Figure 4.4 shows the time needed to reduce

the memory allocation when using ballooning on a VM with resident data in memory. This

can easily take tens of seconds if multiple gigabytes must be written to disk. In contrast,

Mortar treats its memory store as volatile, so data can instantly be freed and used for another

purpose.

Memory ballooning performs poorly when reallocating fluctuating amounts of spare

memory because of the semantic gap between the hypervisor and VM: the operating system

and applications within the virtual machine cannot distinguish between memory dedicated

to the VM and memory which may soon be reclaimed by the hypervisor. Mortar eliminates

this problem by exposing an interface to spare memory that makes its volatility explicit.

This solution does puncture the hypervisor-guest abstraction layer, but we believe that the

benefits of having this new interface outweigh the cost.
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4.3 Mortar Framework

The Mortar framework is divided into two main components as shown in Figure 4.5. The

Mortar Bridge is composed of a pair of interfaces at the hypervisor and kernel levels that

allow user applications to transfer data to and from the hypervisor’s free memory pool.

This interface can be accessed via system calls within user-space, or with direct hypercalls

in kernel-space. The request to put or retrieve data from the hypervisor is passed to the

Mortar Cache Manager, which is responsible for managing the hypervisor’s free memory

pool. This section describes the interface of the Mortar Bridge and how it is used by our two

prototype applications. We then describe the eviction and management policies supported

by Mortar in Section 4.4.

4.3.1 Repurposing Unallocated Memory

A hypervisor maintains a list of spare memory that can be allocated to VMs on demand.

In order to use this spare memory as a cache, we need a way to easily and quickly transfer

data between a guest VM and the hypervisor controlled free memory pool. Mortar does

this by defining a new Linux system call and a Xen hypercall which together provide the

interface to a key-value store. Both of these calls take a key, a value, an operation (put,
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Figure 4.6: Mortar Protocol Processing Flow: (a) Equivalent protocol with memcached
supports the same access method to Mortar so that we do not need to change applications;
(b) System call moves data from user to kernel; (c) Hypercall bridges between kernel and
hypervisor.

get, or invalidate), and an optional field that can set an expiration time for a new object.

Communication between a VM and the hypervisor in Xen can be done through hypercalls,

event channels plus shared memory, or the xenstore. Event channels plus shared memory

and xenstore have limitations when transferring large amounts of data, whereas a hypercall

delivers a physical address to the hypervisor, which can translate the physical address into

the machine address and copy the data, so we use this approach. Depending on how Mortar

is being used, these calls can originate in a user-space application or inside the guest VM’s

kernel; for this explanation we assume requests originate in user-space since this subsumes

all the steps needed for the kernel case.

On a put operation, the calling application provides a key and value to the Mortar kernel

module, which copies the data from user space to kernel space and invokes a hypercall.

Moving objects from user space to hypervisor space via kernel space is necessary because

no direct connection is possible from the user perspective. While the memory copies

from user space to kernel space and then hypervisor space has a processing overhead,

directly copying non-contiguous memory from user space is a non-trivial problem since
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the hypervisor does not know how the virtual address space is organized. If the hypervisor

has enough unallocated pages to store the object, it is copied into the host’s free memory.

The pages used for the object are then moved from the hypervisor’s free page list to a new

“volatile page list”, indicating that the page is being used to store cache data, but that it

can be immediately reclaimed if necessary. A get operation reverses this procedure: the

key is used as an index to a chained hash table which verifies the object is still in memory

and copies it back to the kernel and then the user space application. Since the hypervisor

is invoked on each operation it can verify the VM should have access rights to the data and

can enforce prioritization across VMs.

4.3.2 Mortar-based Memcached

While Mortar’s data store could be used for many purposes, our first prototype uses it

to store data following the memcached architecture. We have modified the memcached

application so that instead of using a fixed memory region to store all cached data, it invokes

the Mortar system call to ask the hypervisor to hold the data. This modified memcached

process can then be run in Dom-0 or a guest VM, and can be seamlessly merged with

an existing memcached server pool. This lets Mortar instantly be used by many existing

applications to access a distributed memory pool available throughout the data center.

Mortar modifies the backend memory management routines in memcached to change the

course of the put and get functions so they route data to the hypervisor rather than user

memory. Since the hypervisor may revoke memory storing an object without notifying

memcached, a get request may return an error code for a missing object. Note that this is

no different from what would happen in a regular memcached server if the object has been
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Figure 4.7: Mortar disk caching and prefetching.

evicted, so we require no changes to existing applications.

Figure 4.6 shows the protocols of applications, Mortarcached (our modified memcached),

kernel, and hypervisor. First, a web application issues a request to Mortarcached using

the standard memcached protocol. Mortarcached receives the binary packet and checks

the operation code. A get or put system call is then issued to the Mortar kernel module,

then the kernel module simply delivers the request to hypervisor space by calling a new

hypercall. Later in Section 4.5.2, we will show how much overhead occurs due to this

additional processing. Modifying an application such as memcached to work with Mortar

is a straightforward process (e.g., adding about 500 lines of code).

4.3.3 Mortar-based Prefetching

This section describes the design and implementation of our prefetching and caching

system, Mortar. This system leverages the easy access to the free memory pool that is

provided by Mortar to automatically prefetch data from storage systems (local or network
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disks) based on access predictions, and store the data in Mortar memory to expedite future

accesses. Mortar is completely transparent to user applications. At the highest level, an

application requests I/O operations through standard read() and write() system calls, which

will be forwarded to Mortar. Depending on where the data is, Mortar will fetch it from

Mortar, or pass the request to underlying storage systems.

Mortar can be implemented in both kernel and user spaces. In this work for easy

implementation, we implement a prototype of Mortar in Linux as a FUSE filesystem with

backend calls through the Mortar hypervisor API. We leave a kernel implementation as

future work and expect to achieve higher efficiency and performance. Figure 4.7 presents

the overall architecture of Mortar.

Mortar adds an additional cache layer beyond the operating system’s standard disk cache.

This second-level cache uses spare memory provided by the Mortar framework. The

cache management and replacement algorithms are managed by Mortar in the same way as

memcached. In fact, requests from memcached and the disk can be stored simultaneously.

Mortar translates every I/O request into a tuple of <key, value>, where the key into the

cache represents the inode of the requested file, file offset, and size of the operation, i.e., a

function f (inode, size, offset). Requests are automatically aligned to 128KB-sized blocks

by the FUSE layer.

For a read request, the Mortar cache is checked for the presence of this key. This call

crosses the system call boundary into the kernel and then as a hypervisor call across the

VM boundary. If the request can be satisfied from cache, a copy of the data is copied back

from the hypervisor by Mortar. If the request is not in cache, it is enqueued for a separate

I/O thread to handle. Serializing disk I/Os through a separate thread is to improve the
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performance when there are many simultaneous readers, especially when there are prefetch

requests. This thread has an input request queue and an associated condition variable that

it waits on.

Each request enqueued to the I/O thread also has a destination buffer and a blocking

semaphore. When the I/O thread wakes up, it dequeues the latest request, performs an

additional cache lookup (in case different threads requested the same block), and if not

found, reads the data from the disk with a call to pread(). The resulting data and return

code are copied to the location pointed to by the request and the associated semaphore

increased. Another call is also made to place the key inode, size, offset and data result

code, data bytes into the cache. When the calling context is woken up after waiting on the

semaphore, it copies the data back into FUSE which then copies it to the application.

Prefetching is handled by having the calling thread place additional requests on the I/O

queue that read several blocks ahead of the current request. The amount of prefetching is

an adjustable start-up parameter. These requests have no waiting semaphore, but are still

placed into the cache after being read from disk. Our experiments have shown that the

prefetching accuracy is very high (> 99%) for many workloads that perform sequential

reads [121]. As an enhancement, we plan to investigate the use of feedback-directed

prefetching to vary the aggressiveness based on recent performance and the size of memory

available to Mortar.

For a write request, Mortar currently puts the request straight into the I/O thread’s input

queue without any cache lookup. In other words, writes are handled with a simple write-

through policy. If the I/O request is a write and is writing to an already-cached block, that

block is first removed from the cache, and then written to disk normally. As a possible

enhancement, we plan to investigate optimizations including a write-back cache.
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There are other filesystem operations which as currently implemented do not make use of

the cache at all, to name a few, getattr, access, readdir, chmod, chown, and fsyn. Instead,

these operations write directly to the disk, bypassing the I/O thread, and invalidate the

corresponding cache entries as needed.

4.4 Cache Management Mechanisms

Mortar’s cache management has two important roles: (1) handling data replacement/eviction;

(2) enforcing VM priorities based on weights.

4.4.1 Cache Replacement Algorithms

Mortar uses inactive memory to store application data, but it is possible that this memory

will suddenly be needed for either a new, migrated, or overloaded VM. Fortunately, since

the data store is considered volatile, Mortar can invalidate cache entries without needing to

worry about consistency. Ideally, cache eviction should follow an intelligent policy such

as removing the least recently used (LRU) entries first, however, this can be too slow if

gigabytes must be freed and each cache entry is on the order of kilobytes.

The Xen hypervisor uses Two-Level Segregate Fit (TLSF) [88], which is a general purpose

dynamic memory allocator specifically designed to meet real-time bounded response times.

The worst-case execution time of TLSF memory allocation and deallocation has to be

known in advance and be independent of application data. With this, Mortar must support

two different memory release schemes: a slower, but more intelligent scheme used to

replace objects when the cache is full or when only a relatively small amount of memory
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needs to be freed, and a fast release approach that can quickly purge a large portion of

memory. This allows efficient cache management in the normal case, but still allows

memory to be rapidly reclaimed when needed for other purposes.

Slow Cache Replacement Algorithm (SCRA): We use a hybrid cache replacement

algorithm, which prefers to evict expired objects, but falls back to a combination of LRU

and least frequently used (LFU), called LRFU, to improve the combined results [63]. LRU

requires keeping age records for caches, and LFU needs to keep reference counts; Mortar

tracks this information on a per-object basis, and also indexes objects by VM in order to

support the cache prioritization scheme described in the next section. The algorithm works

by alternating between removing the least recently used item or the least frequently used

one. The combination of LRU and LFU tries to balance the drawbacks of each: unpopular

objects that happen to have been accessed recently may still be evicted, and content that was

briefly popular some time in the past may be removed if it has not been touched recently.

Mortar uses SCRA when replacing objects in the cache, or when a relatively small amount

of memory (e.g., up to 1GB) must be freed for other uses.

Fast Cache Replacement Algorithm (FCRA): Since Mortar tries to fill all the spare

memory in the system, it must be prepared for the situation when the system needs to free a

large amount of memory instantly. Dynamic resource management techniques may require

additional RAM to be allocated to an important VM, and since the cloud service model

is pay-as-you-go, users may turn off and turn on their VMs frequently, causing sudden

demands for large amounts of memory. In these scenarios, Mortar must guarantee fast

cache eviction to prevent delays in resource management operations.

Mortar’s fast cache eviction algorithm works by simply stepping through the hash-chain

used to store all of the object keys, removing them in order. Since the hash function
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essentially randomizes the object keys, this results in a random eviction policy. Since no

cache frequency or recency information needs to be used or updated, this can be performed

very quickly. While FCRA allows large numbers of objects to be removed from the cache

in a short period of time, it may harm the performance of applications since hot data may

be inadvertently evicted from the cache.

4.4.2 Weight-based Fair Share Algorithm

Mortar uses a weight-based prioritization system to determine how cache space is divided

when multiple VMs compete for cache memory. If one VM is assigned twice the weight of

another, then the higher weight VM will be allocated twice as much cache space. However,

if a high weight VM does not use its entire allocation, a lower weight VM will be able to

fill the spare capacity with its own data. If the high weight VM later needs more storage

space, the lower priority VM’s data will be evicted.

Mortar’s weight-based proportional fair partitioning scheme works as follows. Let W =

{w1, w2, ..., wN} be a set of weights and C = {c1, c2, ..., cN} be a set of current cache

utilizations, where wi and ci are the weight and current cache use of VM i, and N is the

number of VMs. We denote P as the total cache capacity. The weight ratio of VM i is

ri =
wi∑N

j=1 wj
, and the fairness parameter is fi =

ci/P
ri

. If a virtual machine has fi > 1, this

indicates that it is using more than its weighted fair share of the cache.

When the cache is fully utilized, the objective is to ensure:

f1 = f2 = ... = fN . (4.1)
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Figure 4.8: (a) The overhead of Mortar is on the order of 0.03ms compared to memcached;
(b) Mortar has better performance over memcached when the value size becomes larger
than 50KB.

Equation (4.1) divides the cache size proportionally based on the N virtual machines’

weights. This is achieved by Mortar’s Cache Manager with consideration of the fairness

metrics when handling a put request. If there is spare capacity in the cache, then Mortar

will always allow a VM to add the object, regardless of its current fairness value. However,

when there is no cache space left, Mortar finds the VM with the largest fairness metric f

and evicts data stored by that VM in order to fit the new object. This ensures that VMs

unfairly utilizing excess capacity must release their data when another VM wishes to use

its weight-based allocation.

4.5 Experimental Evaluation

Our goals for the evaluation is to see the overheads of Mortar through micro-benchmarks,

and to check the performance for both Mortar-based memcached and prefetching through

real workload-based benchmarks.
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Figure 4.9: When combined with a realistic web application, Mortar’s overheads are
insignificant.

4.5.1 Environmental Setup

System Setup: Six experimental servers, each of which has quad-core Intel Xeon X3450

2.67GHz processor, 16GB memory, and a 500GB 7200RPM hard drive. Dom-0 is deployed

with Xen 4.1.2 and Linux kernel 3.5.0-17-generic, and the VMs use Linux kernel 3.3.1.

Memslap1 (micro-benchmark): For our micro-benchmark experiments, memslap from

1 http://www.libmemcached.org
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a memcached client library is used. It generates a load against a cluster of memcached

servers with configuration options including number of concurrent users, operation type,

and number of calls.

CloudStone Benchmark [117]: CloudStone is a multi-platform benchmark for Web

2.0 and Cloud Computing. It is composed of a load injection framework called Faban

(client), and a social online calendar Web application called Olio (server). CloudStone

provides a framework to generate workloads of varying strengths and measure application

performance. The PHP-based Olio web application queries a memcached node before

issuing read requests to its MySQL database.

4.5.2 Mortar Overheads

Mortar keeps data in hypervisor space, but allows it to be accessed from both kernel

modules and user space applications. To evaluate the overhead of Mortar’s operations,

Figure 4.8(a) shows the time to perform a get request using both standard memcached and

our Mortar-based version. Kernel-based applications that make use of Mortar’s data store

should see a lower level of overhead since data will not need to be moved to user space.

Since Mortar requires two data copies for each request, it incurs a higher overhead than a

traditional memcached server, which uses only preallocated user space memory.

We test each system using the memslap benchmark, and report the average response time

and standard deviation for 100 requests, each of which has a 100B key and 5KB value. We

test three scenarios: 1) when the memslap client is in the same VM as the cache daemon,

2) when in a different VM but the same host, and 3) when the client is on an entirely

different physical machine (the most common case in practice). In each case, we find that
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the overhead of Mortar is quite small, on the order of 0.03ms, less than 15% overhead if

the cache must be accessed over the network. We believe this overhead is a small price to

pay in exchange for opening up a larger amount of memory for the cache. Of course, our

approach can be used in conjunction with regular memcached servers, allowing for fast,

guaranteed access for priority applications and slower, best-effort service to applications

using the Mortar memory pool.

We next consider how the data value size affects Mortar’s overhead. Figure 4.8(b)

shows that data size does not have a significant impact on Mortar’s response time.

Memcached is designed primarily for web applications that must store relatively small

objects (maximum size ≤ 1MB), but Mortar is a general data storage framework, so

we specifically use a memory allocator, TLSF, that supports a more consistent memory

(de)allocation speed regardless of size.

4.5.3 Web App. Performance Overheads

The previous experiments show the low-level overheads of Mortar, but it is also important

to see how it performs with a more realistic web application. We use the CloudStone

benchmark [117] to measure how Mortar’s overheads affect the performance of a real

application. We dedicate an identical amount of memory to both Mortar and regular

memcached and measure the client performance under a range of workloads.

Figure 4.9 shows the performance of CloudStone when 25 to 100 concurrent users connect

to Olio. We consider the four most common operation types since together they make

up over 95% of all requests; the other request types perform similarly. The results show

that the Home Page (Figure 4.9(a)) and Login (Figure 4.9(b)) operations have the biggest
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difference between no-cache and cache because they involve many database accesses to a

small set of hot content. We find that Mortar and memcached have essentially no difference

in application-level response time, despite the minor overheads shown by Mortar when

handling small requests in the previous section.

The Tag Search and Event Detail operations shown in Figures 4.9(c) and 4.9(d) have similar

performance. Since these operations access a much wider range of database records, it is

less likely that requests will be found in cache, reducing the overall performance benefit

compared to the no-cache case. Once again, we find that Mortar incurs no overhead

compared to a standard memcached deployment.

In all of the tests, we find that the performance for Mortar and standard memcached scales

identically as the number of clients rises. This suggests that our Mortar-enhanced version

of memcached has both minimal additional latency and can support a similar level of

concurrency as traditional memcached.

4.5.4 Impact of Cache Size

The goal of Mortar is to opportunistically make use of all free memory, so we next consider

how application performance varies with the size of cache available. We use a simple web

application that maintains a database filled with 10GB worth of entries, each sized at 50KB.

We vary the size of the cache and measure Mortar’s response time and hit rate. We allow

the cache to warm up to a consistent hit rate after each size changes.

To demonstrate the benefits of more cache space, Figure 4.10 shows how cache perfor-

mance changes while varying the available memory both in a single machine (accessed

either locally or by a remote client) and for multiple machines (one local and up to four
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Figure 4.10: Increasing the total cache size (either on a single machine, or divided across
multiple), increases hit rate and reduces respones time when Mortar is accessed with a Zipf
(α = 0.8) request distribution.

remotes, each adding 2GB of cache space). As expected, performance improves as the size

rises.

4.5.5 Dynamic Cache Sizing

To truly see the benefits of using Mortar, we need to consider a scenario where the amount

of memory available for the cache varies over time—a scenario which memcached is unable

to take advantage of since the cache is statically sized. To demonstrate this, we take one of

the memory traces from our IT department shown in Figure 4.1 and condense it down to

a six hour period. We compare two cases: 1) a traditional memcached server with a fixed

cache size of 1.2 GB (the largest a fixed sized cache can be over the entire trace) and 2)

our Mortar implementation that can scale the cache size up and down based on the server’s

free memory. We use the cache as a frontend to a MySQL database that is filled with 16GB

of data, with an average record size of 50KB. When memory needs to be reclaimed from

the cache, we use Mortar’s slower, but more accurate, eviction policy; as will be shown in

Section 4.5.8, this still allows memory to be freed in under one second.
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Figure 4.11: Mortar makes use of all spare memory, leading to lower response times and
a higher hit rate than memcached.

Figure 4.11 illustrates the memory available to each cache, the response time, and the hit

rate as web requests are processed over the course of the experiment. The clients make

requests at a constant rate, but queries follow a Zipf distribution with α = 0.8, resulting in

the type of skewed distribution commonly seen by web applications that have a relatively

small portion of more popular content [138]. Since memcached has a fixed size cache

throughout the trace, its performance is relatively steady with an average response time

of 0.57 seconds and a hit rate consistently below 20%. In contrast, Mortar’s performance

varies based on the amount of available cache space, with a response time ranging from

0.3 to 0.52 seconds. Overall, Mortar has an average response time of 0.38 seconds, a 35%

improvement over memcached.

We next study the impact of the request distribution on cache performance. Figure 4.12

shows the total number of cache hits when changing the request distribution for the

experiment described above. With a uniform distribution or a Zipf distribution with a low

α value, it is less likely that requested content will have been seen recently enough to still
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Figure 4.12: Varying the request distribution affects the likelihood of data being within
the cache. In all cases, Mortar has substantially more cache hits since it has more memory
available to it.

be in the cache. In all cases, Mortar provides a substantial benefit over memcached since

it is able to make use of about 2.6 times as much cache memory over the course of the

experiment.

4.5.6 Multi-Server Caching

The previous experiment illustrates the benefits of Mortar, but also shows how the

variability in free memory on the caching server can result in less predictable performance.

To mitigate this drawback, we next experiment with Mortar in a larger scale setting where

multiple hosts each run both applications and a Mortar cache. We use a set of five memory

traces from our university’s data center, which have been scaled down to prevent the

free memory on each host from becoming over half of the total memory size, as shown

in Figure 4.13(a). The total spare memory is initially close to 25GB, but goes through

several changes before ending around 13GB. No host has memory size below 1.2GB (min

memory).

Our goal is to understand how having a larger number of servers available for caching
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Figure 4.13: Running Mortar on more servers reduces performance variability; (a) depicts
the system memory traces over time; (b) shows the average response times; (c) illustrates
the hit rates; (d) cumulative density functions (CDFs) for response time.

data can reduce the performance variability of the applications using the cache. Towards

this end, we compare two setups: the single-server case where a single server acts as a

cache, and the multi-server case where five servers use their combined spare memory for

the cache. In each case we vary the number of applications active on each physical host

from one to five. For the single-server case we select the trace that on average has the most

free memory available, and this is used to cache data by up to five applications. In the

multi-server case, up to twenty-five applications distribute their data across all five hosts.
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If the data cannot be stored in the cache it must be retrieved from a MySQL database.

Figures 4.13(b) and 4.13(c) illustrate the average response time and the hit rate over the

entire memory trace. Even though the multiple server scenario has a larger number of total

applications running, it has both a 20ms better response time and 20% better hit rate than

the single server setting. This happens because the variations in free memory on each of

the five hosts do not generally occur at the same time, increasing the chance that at least

some application data will be found in the cache compared to the single server case where

periods of memory scarcity significantly impact all applications. Figure 4.13(d) depicts the

distribution on response times, and further reaffirms the result that spreading Mortar’s data

across multiple servers leads to not only improved response times, but a lower standard

deviation.

4.5.7 Disk Prefetching with Mortar

We next evaluate the overheads and benefits of Mortar using the following I/O benchmarks:

Slowcat is a synthetic benchmark written by us to compute typical I/O times in a carefully

controlled manner. This program will read in a file in increments of a configurable block

size and sleep for a configurable amount of time per read. It reports several usage statistics,

including the total time spent waiting for read operations to complete. Videoserver is

part of the Filebench suite of I/O benchmarks [47]. It is intended to mimic the behavior

of a streaming video server that reads and writes to several video files at a time. In our

configuration, we set it up for reading three videos and writing one. The overall I/O

amount is approximately 8GB read and 1.5GB written. OLTP is the database application

benchmark in Filebench, which has a significant percentage of non-sequential reads.
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Figure 4.14: Caching + Prefetching Experiments

Mortar Overheads: We first study the overheads of our FUSE based Mortar when

prefetching is turned off. Figure 4.14(a) shows the average read time in milliseconds

measured with slowcat for a 1GB input file read with 1 MB block sizes under different

conditions. We first measure the uncached base Linux time by forcibly dropping caches,

and executing the program. Once this completes, we re-run it to measure the time taken

when the entire file fits in the Linux page cache. To measure the impact of Mortar, we

mount the Mortar file system to act like a caching loop back file system with a Mortar cache

size greater than the input file size. We perform a similar measurement, this time flushing

the Mortar cache (and Linux cache) before the first pass and re-running for a second pass

(with just Linux caches dropped) over the Mortar cached data. The final bar measures the

cache miss cost on vanilla FUSE, which is known to actually improve performance for

certain cases, which turns out to be the case for this particular workload.

Cache Size (MB)
100 500 1000

Avg. Read Latency Speedup 2.84 3.14 3.79
Avg. Hit Percentage 4.51 22.06 59.72

Table 4.1: Data prefetching with different memory sizes running the OLTP benchmark.
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Our results show that Mortar has similar performance to Linux when they experience a

cache miss and must read from disk. A Mortar cache hit is slower than a standard Linux

cache hit but in normal operation, the Linux page cache acts as a first-level cache, only

reading from Mortar when it fails to hit in the page cache. This means there is not a

performance reduction to regular cache hits from using Mortar, but that a second-level

cache hit to the prefetched data is somewhat slower than the base cache. We expect that

the Mortar cache hit latency can be reduced by further optimizing our implementation and

moving it into the kernel.

Cache and Prefetching Benefits: We next study how Mortar can improve the performance

of the Videoserver benchmark by providing both a larger cache and prefetching. Fig-

ure 4.14(b) shows the overall speedup with and without prefetching compared to a baseline

without FUSE. These results are measured using an initially empty 1GB cache. The

benefits of using prefetching are substantial over using a plain LRU disk cache (speedup of

45% compared to 15%).

We next evaluate the performance of the OLTP server while we vary the size of Mortar

cache. As shown in Table 4.1, with a 100MB cache, the server sees 2.8× speedup on

average read latency when compared to the case of native read. When the cache size is

set to 1GB, the hit rate is further increased to 60% and as the result the read improvement

reaches 3.8×.

Our results illustrate how re-purposing spare memory for an extended disk cache with

prefetching provides substantial performance improvements. Further, Mortar transitions

the management of memory from inside each VM’s OS to the hypervisor, which allows for

higher-level decision making as shown in the following sections.
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4.5.8 Responding to Memory Pressure

Mortar’s goal is to opportunistically use all free memory, but it must be ready to release

memory for various situations: when a new VM enters the system, when a VM in another

physical machine live migrates to this host, or when a VM’s memory allocation needs to

be adjusted.

In this experiment, we measure how much time it takes to release the demanded amount

of memory when the cache is filled with 50KB objects. We compare the two cache

replacement algorithms, SCRA (slow but accurate) and FCRA (fast but random), discussed

in Section 4.4.1. Figure 4.15(a) shows the release time as the amount of memory requested

increases. As expected, both approaches take more time for larger requests, but the FCRA

approach can keep the release time under 0.1 seconds even when releasing the full 8GB

cache (approximately 168 thousand objects), while SCRA takes more than ten times as

long.

Depending on the speed with which memory requests must be handled, Mortar can be tuned

to select which replacement algorithm is used for different size requests. In many systems,

a two second latency for memory requests is acceptable, meaning that SCRA can be used

exclusively, increasing the likelihood that hot data will remain in cache. Other systems

may not be able to tolerate this latency, so, for example, a 1GB threshold might be used to

switch between SCRA and FCRA. This would allow all memory reallocation requests to

be handled within only 0.1 seconds.

While FCRA is clearly faster at relinquishing memory, this comes at a cost since it removes

objects without considering cache locality. To study how the eviction algorithm affects

cache performance, we next test a scenario where the cache is rapidly resized, and then the
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Figure 4.15: (a) FCRA releases memory an order of magnitude faster than SCRA. (b)
However, the speed of FCRA has the cost of reducing cache performance for a longer
period.

time it takes to rewarm the cache is measured. We start the experiment with a hot cache

filled with 15GB of data. We then cut the cache size by 8GB, causing more than half of

the data to be evicted by one of our two replacement algorithms. We then immediately

increase the Mortar memory pool back to 15GB and observe the time required to recover

the previous hit rate.

Figure 4.15(b) shows how the hit rate of the FCRA and SCRA managed caches recover

over time. During the mass eviction, SCRA is able to preserve a larger amount of hot

data by using frequency and recency data, so its initial hit rate is higher than FCRA which

randomly removes data from the cache. This gives SCRA a significant edge on rebuilding

its cache, allowing it to reach a 90% hit rate 39 percent faster than FCRA.

4.5.9 Weight-based Memory Fairness

Mortar supports weight-based proportional fair partitioning to divide the cache between

competing VMs. VM’s receive cache space proportional to their weight, but if there is

spare capacity, even a lower weight VM can make use of it. Figure 4.16 shows hit rates
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Figure 4.16: Three VMs with weights 200, 300, and 600 run web applications starting at
times 0, 100, and 300, respectively.

of three VMs when they are assigned different weights. Each VM uses web server-type

applications with request arrival rates following Zipf distribution (α = 0.8). Each VM

starts at a different time, causing the relative weights to adjust over the course of the

experiment. A VM with weight 200 (VM 200) starts at time 0, and uses the whole cache

because no other VMs are active. At time 100, a VM with weight 300 (VM 300) starts

pushing data into the cache, so VM 200 surrenders cache space to VM 300 according to

Equation (4.1). At time 300, a VM with weight 600 (VM 600) starts causing the cache to

be rebalanced again.

While Mortar is able to correctly reallocate cache space to each of the VMs based on

their weights (e.g., VM 600 receives 6
11

of the cache), the same proportion does not

necessarily hold for the hit-rate or response time achieved by each VM. This is because

in a skewed distribution like Zipf a smaller cache may still fit the most important hot

data. This illustrates one of the challenges in partitioning a shared cache such as Mortar:

weights can be used to control resource shares, but they may not be directly proportional

to performance.
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4.6 Related Work

Our system draws inspiration from the Transcendent Memory (tmem) system [85]. Tmem

is made up of a set of pools in the hypervisor that can be used to store the disk cache pages

of each VM. Tmem provides an efficient way to manage the cache by providing functions

such as compression and remote cache access. Mortar provides a general purpose data

store, while tmem focuses on swapping the ownership of full memory pages between the

guest and hypervisor to facilitate disk cache management.

Dynamic memory management systems automatically control memory allocations for

multiple VMs, typically by using a “ballooning” mechanism to add and subtract pages

from the guest [126, 136]. Waldspurger [126] tracks individual VM memory usage by

monitoring page access rates. This allows it to grow and shrink VM allocations as needed.

Zhao et al. [136] look at multiple VMs at once and decide how to divide up memory.

Perfectly allocating memory is impossible since workloads may change over time, so even

when using these systems system admins often leave spare memory to handle new or rising

workloads. The Overdriver system proposes using network based RAM in times of high

load [128]. In contrast, Mortar focuses on opportunistically using memory during periods

of light load.

Page sharing schemes such as transparent page sharing (TPS) [53, 126] have been proposed

to maximize memory efficiency. TPS provides a level of abstraction over physical memory

and is able to share pages by identifying identical content. TPS is another way of freeing up

a moderate amount of memory, but this memory often does not last for long periods of time,

as shown by the Satori [92] system. We believe that Mortar can be used very effectively in

conjunction with TPS systems by allowing even small numbers of briefly shared pages to
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be put to an effective purpose.

Data prefetching has been extensively studied on CPU cache [118], hard drives [38, 48,

104], and most recently, solid-state drives [65, 121]. Another very related topic, disk

caching, also draws a great amount of interests for improved performance, as well as energy

efficiency [101, 137], and here we cannot possibly present a complete list. To name a few,

[7, 17] propose a gray-box approach to infer and utilize OS and file caches, and [18, 20]

present work combining the study of both.

Smart caching mechanisms in the hypervisor have also been proposed, for example, [127]

combines all persistent storage in a virtualized cluster and uses local persistent storage as

cache to VMs, [64] infers disk block liveness to manage VMM memory cache, and [82]

describes a caching policy split between the hypervisor and guest VMs. While [3] argues

lack of disk locality for certain workloads, it suggests to use memory as a cache in data

centers based on the observation of memory locality. Mortar focuses on data prefetching

for file-level accesses within each guest VM, and is able to leverage the free memory pool

managed by Mortar, which is otherwise unavailable to the guest VMs.

Mortar requires hypervisor modifications, preventing it from being deployed by users onto

public clouds such as Amazon EC2. However, we believe this can be resolved by using

nested virtualization techniques such as Xen-Blanket [129], which we leave as future work.

4.7 Discussion

To be effective, Mortar needs to have some amount of spare memory available throughout

the data center. While the traces from our IT department and anecdotal discussions with

system administrators indicate that this is commonly the case, a valid concern is that Mortar
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will lead to deceptively high performance when workloads are light, and poor performance

when workloads rise and there is less spare capacity. Of course one solution is to use

Mortar as a supplemental cache in addition to a set of regular memached nodes. In practice

however, if Mortar is deployed in a cloud-scale data center we do not expect this to be a

major concern since different applications will see workload spikes at different times.

Private Clouds: Within a private data center, system administrators can use Mortar both

for exploiting spare capacity and as a way to gain finer control over memory allocations.

Mortar moves memory management from within each VM’s operating system down into

the hypervisor, which may have more information about the relative priority of different

virtual machines. If an important application is known to require a memcached size ranging

from 100MB to 1GB depending on its workload, then the administrator can assign 1GB of

memory to Mortar, and mark the application with a high priority so that it will be able

to get the cache space it needs when its workload is high, but allow another VM to use

the spare memory (perhaps for disk prefetching), when the workload is low. This kind of

flexible, fine grained memory management is impractical with existing memory ballooning

techniques.

Public Clouds: We envision that a public cloud may use Mortar to pool together its spare

memory resources and sell them at a discounted price. For example, Amazon’s spot-

instance market auctions off spare resource capacity in the form of VMs which may be

instantly shutdown if the provider needs those resources for a higher paying customer.

Mortar allows a similar approach to be used for memory at a very fine grain. The popularity

of the spot market illustrates that developers will eagerly make use of even highly transient

resource capacity if the price is right.
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4.8 Conclusion

Mortar represents the start of our vision for new techniques that opportunistically consume

idle resources in a data center without imposing overheads on other active applications.

It does this by taking the unallocated memory on each server and exposing it as a volatile

data store that can be rapidly reclaimed by the hypervisor if needed. Our prototype modifies

the Xen hypervisor to expose this interface to a memcached server and a disk prefetcher.

This allows existing web applications and the OS to immediately make use of memory

that currently is left idle as a buffer for rising workloads. Mortar moves the control of

memory from within each VM’s operating system to the hypervisor level, and allows it to

be managed at finer granularity than existing approaches that rely on resizing VM memory

allocations. In our future work we will investigate further uses of the Mortar framework,

as well as how shifting the control of resources from inside a VM’s operating system to the

hypervisor can allow cloud platforms to make smarter management decisions.
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Chapter 5

CACHEDRIVER: REPURPOSING

DATA CENTER DISK

Applications and operating systems have many opportunities to improve I/O performance

by caching data in memory. Operating systems aggressively use buffer and page caches

to store data that would otherwise have to be retrieved from disk at much longer latency.

Likewise, application-level caches such as memcached [59, 90] are used to store data such

as the results of expensive to compute database queries. Applications and operating systems

are eager to make this trade of memory consumption for performance because the cache

can often be shrunk if memory is needed for another purpose.

Unfortunately, this is not necessarily the case in a virtual setting where multiple virtual

machines (VMs) may aggressively consume whatever memory they are allocated for a

cache. The hypervisor (a.k.a. VMM – virtual machine manager) is unaware of the

distinction between volatile data pages that can easily be recovered, and those which hold

critical application or OS state. This lack of information prevents the hypervisor from
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efficiently managing memory resources since each VM appears to be actively using all

of its memory, while in fact some of it may be able to be reclaimed without a significant

impact to performance.

We have developed CacheDriver to increase the hypervisor’s control over the storage

hierarchy. CacheDriver allows applications and operating systems to make calls into the

hypervisor to access a key-value store spread across DRAM and Flash-based memory, e.g.,

a set of solid state drives (SSD) configured as a RAID array [10, 81, 99]. Here we utilize the

new Flash memory layer to complement a main memory cache with large memory capacity

and fast access [11, 35]. This requires CacheDriver to more carefully allocate memory and

SSD resources to a set of competing VMs with volatile data to store.

One of the insights in our work is that not all volatile data caches are equivalent, nor are the

objects stored inside of them. For example, traditional disk caches employ least recently

used (LRU) information to guide eviction [39, 52, 100]. This makes the assumption that the

cost of bringing any object back into the cache is roughly the same, yet this is not the case

for application-level caches such as memcached, where some objects may represent the

results of very long running queries while others can be trivially recomputed. CacheDriver

is able to predict the cost of recovering an object by tracking previous get/put request pairs.

To efficiently support a wide range of cache types, CacheDriver uses an eviction policy that

can weight the importance of recency information, object recovery cost, and object size.

CacheDriver’s focus is on determining where data should be stored in a cache that spans

multiple levels of the storage hierarchy, particularly when these storage areas need to be

partitioned for multiple competing VMs. Our work on CacheDriver offers three primary

contributions:
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1. An interface that allows applications and operating systems to store data across a storage

hierarchy,

2. A cache eviction algorithm that accounts for both temporal locality and data-specific

features such as cost to recompute and size, and

3. A cache partitioning scheme that estimates the performance benefit provided by the

cache to each VM without requiring any application-specific data.

We have built a prototype system that can support a variety of uses such as memcached for

web applications and an OS-based disk prefetching system.

5.1 Background and Motivation

CacheDriver is motivated by two converging challenges: the growing importance of cached

data for meeting performance goals and the increasing density of virtual environments

where resources are multiplexed for multiple users. Single purpose caching solutions

such as OS disk caches and database query caches have long been employed, but

general purpose caches such as Memcached have seen growing popularity for maintaining

web application performance; for example, Facebook is said to run more than 10,000

memcached servers [46]. Caching has become popular enough that several cloud platforms

such as Amazon AWS and Windows Azure now offer “cache-as-a-service” products [9, 28].

These caches come in two varieties: dedicated deployments such as memcached where

each node is allocated a fixed amount of memory, and opportunistic caches such as the

Linux buffer and page caches that expand to consume underutilized memory [119, 138].

However, the use of virtual environments complicates and provides new opportunities for
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both of these approaches. An opportunistic cache within one VM may greedily consume

memory pages for itself if no other process inside the VM is using the memory, but it is

possible that a different, potentially higher priority VM on the same host could make better

use of that memory. Similarly, dedicating fixed size memory regions to a memcached node

can be convenient for offering a predictable quality of service level, but if spare memory

is available on the host (either owned by the hypervisor or a lightly loaded VM), then why

not allow the memcached process to expand into that memory space?

CacheDriver attempts to allow more flexible allocations of storage resources to operating

systems and applications that wish to cache data by offering a unified caching service

at the hypervisor level. Data is split between hypervisor controlled main memory and

Flash memory to provide varying levels of performance based on application behavior and

VM priority. Expanding the cache to include both memory and SSDs allows for a much

larger amount of data to be stored at lower cost, which is very important for virtualized

environments where competing VMs want to make use of limited memory resources.

However, by combining many diverse caches into one, CacheDriver must deal with several

challenges caused by differences in the types and access patterns of data stored there.

Related Work: These challenges have been tackled indirectly through dynamic virtual

machine memory management and hypervisor or SSD based cache systems. The first body

of work seeks to manipulate the allocation of each VM’s memory based on its needs [126],

but such systems cannot differentiate between memory pages used to store critical data

and those used as a cache. CacheDriver enables the hypervisor to differentiate volatile

data from other types, and also extends the storage area that can be used to include SSDs.

Several prior projects have focused on using SSDs or hypervisor memory to improve the

performance of a particular cache, e.g., a VM’s disk cache [82] or a database’s query
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Figure 5.1: CacheDriver stores data either in hypervisor RAM or on an SSD RAID, which
must be accessed via Dom0. Applications issue requests via a new system- / hyper-call
interface.

cache [19, 40, 83]. A key aspect of CacheDriver is that it must use more information

about its data objects to determine where to store them (memory or SSD) and how to guide

eviction policies. We also focus on multi-tenant environments that must specifically deal

with partitioning the cache among users.

5.2 CacheDriver Framework

CacheDriver is a generic volatile key-value store for both applications and OSes. We use

DRAM memory as the first-layer cache and extend this to Flash memory for the second-

level. In the current setup, we use a set of SSDs configured as a RAID array, and plan to

evaluate other forms of Flash memory (e.g., PCI-based) in future work. In this section, we

discuss the data store’s interface and storage architecture.

Cache Interface: Our cache is structured as a key-value store, so we use the simple

get/put/invalidate interface commonly used in systems such as memcached [90]. Since

the cache is managed by the hypervisor, these functions are accessed via hypercalls, which
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in turn can be accessed by regular user-space applications through a set of new system

calls. We have developed two applications to make use of this interface: a FUSE-based

prefetching file system and a modified version of memcached. Unmodified applications

can then either mount this file system or interact with memcached, and their data will be

transparently stored within one of CacheDriver’s cache layers.

Storage Architecture: Figure 5.1 illustrates CacheDriver’s architecture. When a request

is sent to the Cache Manager component, the data, if managed by CacheDriver, can either

be directly accessed in a region of memory reserved by the hypervisor for the cache, or

it may need to be retrieved from the SSDs. Since the Xen hypervisor does not contain

device drivers, if the SSD storage layer must be accessed, the request must be passed to

the CacheDriver Backend component running in Domain-0 (Dom0, a special privileged

domain). To communicate with Dom0, the hypervisor must first create an event channel for

notification, and shared memory and a descriptor ring for actual data transfer. Once there is

an event in hypervisor that must put data into the SSDs, the Cache Manager notifies Dom0

via an event channel, puts a request into descriptor ring and data into shared memory. When

the CacheDriver backend gets the notification via the event channel, it reads the descriptor

ring and data, puts a response into the descriptor ring and data into shared memory, and

notifies CacheDriver via hypercall. A get request will complete in a reverse fashion.

5.3 Cache Management Mechanisms

CacheDriver’s Cache Manager component is responsible for deciding which objects to keep

in each layer of the cache, which objects to evict when a layer is full, and how to partition

the different layers among VMs.
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5.3.1 Cache Replacement Algorithm

Many caches use locality schemes such as LRU to determine which objects to evict.

However, LRU’s effectiveness depends on the data stored in the cache being equivalent

other than their access pattern. While this is true in a disk cache, where all cached blocks

are of identical size and will take a similar amount of time to read back from disk if they

are evicted, it is not necessarily the case in more generic caches. Since CacheDriver’s goal

is to simultaneously cache data for a diverse set of use cases, we believe it is important to

consider multiple factors in the cache replacement policy: locality, recovery time, and data

size.

The benefits of using temporal locality to improve cache performance are well known, so

here we focus on its limitations. Intuitively, every time a cache decides on an object to

evict, it is making a cost-benefit trade off about how to use its resources. However, LRU

only considers the potential benefit of keeping an object (the likelihood of it being accessed

again), but does not consider either the cost of recovering the data if it needs to be brought

into cache again or the relative cost of storing the object inside the cache. Nevertheless,

temporal locality effectively captures the impact of application workloads, so CacheDriver

assigns a locality score to each object j:

lj = getj/curr ∈ [0, 1] (5.1)

where getj is the last time the object was accessed, and curr is the current time.

In addition to locality, CacheDriver also considers the recovery cost of each object. Most

applications will initially check the cache for a piece of data, and if this fails, will read the
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data from its original source (e.g., the disk or database) before putting it into the cache.

By measuring the time between the initial failed “get” operation and the subsequent “put”,

CacheDriver is able to estimate the amount of time it would take to recover a piece of data

if it is ever evicted from the cache.

We have measured the caching behavior of three different applications: a social calendar

web application that caches MySQL database query results and image files, a prefetching

system that caches disk blocks for a video server, and a Wikipedia-based benchmark that

caches both HTML content and database queries. Figure 5.2(a) illustrates the CDF of

recovery times from each of our three sample applications. We find that the recovery time

both for different applications and different objects within a single application can vary

significantly. For example, nearly all of the video server blocks take approximately 5ms to

recover since each is a simple disk read. In contrast, Wikipedia has a much wider range of

recovery times, since much of the data stored in the cache is the result of multiple complex

database queries. These results demonstrate that recovery time is an important metric that

needs to be considered by caches storing heterogeneous data types. To account for this,
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CacheDriver assigns each object a recovery cost metric:

rj = (putj − checkj)/rmax ∈ [0, 1] (5.2)

where rmax is the largest recovery cost among all the objects in the cache, checkj is the

time when an application first tried to retrieve data from the cache, and putj is the time

when an application pushed the data into the cache.

Finally, the size of an object impacts both the cost of storing it in the cache and the overhead

of reading the data back out of each level of the cache. To demonstrate this, we have

measured the time to put or get objects of different sizes into the memory and SSD-based

layers of CacheDriver, as shown in Figure 5.2(b). The relative cost of accessing an object

in RAM vs SSD actually decreases as the size rises, i.e., reading a 100KB object from SSD

adds about 100% overhead compared to RAM, but this falls to 60% for a 1MB object.

Of course, the SSD caching layer is also substantially larger than RAM. CacheDriver

represents the size of each cached value as:

vj = sizej/sizemax ∈ [0, 1] (5.3)

where sizemax is the maximum key-value length among objects in the cache.

The composite score of object j in VM i from Equations (5.1), (5.2), and (5.3) is defined

as

scorei,j = αi · li,j + βi · ri,j + (1− αi − βi) · vi,j (5.4)

where αi and βi, respectively, are locality sensitivity and recover time sensitivity parame-

ters, and αi + βi ≤ 1. αi and βi are the knobs to control the importance depending on the
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Figure 5.3: Overheads for basic operations of CacheDriver.

type of a workload. We will show the impact of each parameter to each workload in our

experiments. When CacheDriver needs to replace an object from VMi’s cache, it finds the

one with the lowest score based on Equation 5.4.

5.3.2 Cache Partitioning

The second key area explored by CacheDriver is how the hypervisor should partition its

storage areas for multiple VMs. These algorithms must be used both to divide up the

memory region dedicated to the hypervisor cache and to partition the SSD resources. In

effect, the cache partitioning algorithm determines which VM is selected to run the cache
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eviction algorithm described above when there is insufficient space in the cache.

Best-Effort Cache Partitioninig: In the simplest case, no explicit partitioning is per-

formed, and CacheDriver’s cache is offered to users on a “first come first served” basis,

we call Best-Effort. This simple scheme does not account for either VM priority or

performance.

Weight-Based Cache Partitioning: Our second cache partitioning scheme uses weights

assigned to each VM to determine the relative portion of the cache they should have access

to. If one VM is assigned twice the weight of another, then the higher weight VM will be

allocated twice as much cache space. However, if a high weight VM does not use its entire

allocation, a lower weight VM will be able to fill the spare capacity with its own data.

Performance-Aware Cache Partitioning: While weights allow administrators to desig-

nate the priority of each VM, tuning the weights to provide performance guarantees can be

very difficult. Our Performance-Aware cache partitioning scheme attempts to automate this

process by adaptively adjusting the cache partitioning algorithm based on the performance

metrics of each VM. CacheDriver is able to infer this information from measurements of

hit rate and the recovery time of different request types—no additional application specific

statistics or modifications are required.

To adaptively adjust the cache size across multiple VMs, we consider two factors that

are the keys to optimize the system performance: the cache miss rate and the average

recovery cost shown in Equation (5.2). The cache miss rate Mi of VM i (Mi ∈ (0, 1)) is

the number of failed data fetches divided by the total number of requests. On the other

hand, the average recovery cost is calculated as the mean recovery time for a stream of

objects. That is, assuming there are already k objects and a new object k + 1 comes in,
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the average recovery time Ri of VM i (Ri ∈ (0, 1)) can be computed in the manner as

Ri,k+1 = (Ri,k × k + rk+1)/(k + 1), where rk+1 is the recovery time for object k + 1

(Equation (5.2)). As a result, the final cost for VM i is Ci = Mi × Ri. Intuitively, this

metric represents the performance benefit provided to each VM by the cache; a VM with a

low cost must have either a low miss rate or only a small performance impact when misses

occur.

Repartitioning should be performed when there is no sufficient cache space and the VMs

are competing to get more room. We use a simple heuristic—when a new object is put

in CacheDriver and there is no space to accommodate it, the Performance-Aware cache

partitioning algorithm finds the VM with the minimum cost, i.e., the VM has low miss rate

and/or low recovery cost, and likely will suffer a smaller performance degradation than

other VMs. Subsequently, this VM is asked to surrender cache space for the new object.

5.4 Experimental Evaluation

Our goals for the evaluations are to see the overheads of CacheDriver through micro-

benchmarks, and to check the performance for both CacheDriver-based memcached and

prefetching through real workload-based benchmarks.

5.4.1 Environmental Setup

System Setup: Two experimental servers, each of which has 4× Intel Xeon X3450

2.67GHz processor, 16GB memory, a 500GB 7200RPM hard drive, and 180GB Intel SSD

520 Series (SATA 6GB/s). Dom0 is deployed with Xen 4.1.2 and Linux kernel 3.5.0-23-
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generic, and the VMs use Linux kernel 3.3.1.

Benchmarks: We use realistic workloads to test the system: a video server [47] on a

FUSE prefetching filesystem, Wikipedia with real request traces [122], and a social online

calendar web app, CloudStone [117].

5.4.2 CacheDriver Overheads

Firstly, we identify the cost of accessing data with CacheDriver. Figure 5.3 shows the

overheads of put and get operations across different storage areas including memcached

(mcd) in user space, hypervisor-controlled RAM, SSD, Disk and NFS, or a database (DB).

When the value size is 50KB, the put and get overheads of moving data between user space

and hypervisor RAM instead of memcached are 0.1975 ms and 0.1445 ms, respectively;

The put and get overheads between hypervisor RAM and SSD are 0.6266 ms and 0.7225

ms, respectively.
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5.4.3 Cache Benefits

Figure 5.4 illustrates performance improvement for three applications when using 500MB

memory cache and an SSD that is not space constrained. Wikipedia sees a 18%

improvement with only memory, and an additional 18% with SSD support relative to the

base case where there is no cache assistance. CloudStone shows a significant improvement

− 32% with memory and an additional 28% with SSD support, since it stores both

database queries and image files from file system. Video server with prefetching also shows

performance improvement about 12% with memory only and extra 4% with SSD support.

For these workloads, more than 4GB of data are populated on the SSDs. We expect that

more flash memory will be utilized as the workloads increase.

5.4.4 Cache Replacement

We next test the impact of our cache replacement algorithms for both the prefetching video

server and the Wikipedia workload. In the Wikipedia benchmark shown in Figure 5.5(a),

we find that combining both LRU and recovery time information actually gives the best

performance (lower response time is better) − an improvement of 10% over LRU and

nearly 20% compared to the random eviction policy. This confirms our hypothesis that

different application types can benefit from different caching policies, and that recovery

time can be an important factor for applications that cache a mix of simple and complex

query results.

The video server benchmark provides very different results. Figure 5.5(b) shows how

the average operations per second change when using each algorithm. We find that the

faster, random eviction algorithm actually gives the best performance. However, this is not
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Figure 5.5: Comparison of Cache Replacement Algorithms for Wikipedia and Video
Server with Prefetching; LRU = (1,0).

surprising since the size and recovery time metrics of every object in the cache is nearly

identical since they are all disk blocks. Similarly, since the videoserver mostly performs

sequential reads, LRU is not a good eviction policy. As a result, none of the replacement

algorithms are statistically better due to high variance in throughput.

5.4.5 Cache Partitioning

In this section we study CacheDriver’s partitioning schemes by using a small 100MB first-

level cache for three competing VMs. Wikipedia starts to fill up the cache, followed

by CloudStone at some point later, and a video server with prefetching capability last.

CacheDriver uses the LRU replacement algorithm.

In Figure 5.6, the first row of the figure demonstrates cache size changes over time (600

seconds), and the second row shows miss rates of each VM. As shown in Figure 5.6(a), the

Video Server application is very aggressive, so it dominates the cache when using the Best-

Effort algorithm, so that Wikipedia and CloudStone do not get enough cache space. The
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Figure 5.6: Cache size vs. cache-miss rate for three partitioning algorithms (Best-Effort,
Weight-Based, Performance-Aware) and three applications (Wikipedia, CloudStone, Video
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Figure 5.7: Average response time with three different partitioning algorithms shows the
performance impact of three applications: Wikipedia, CloudStone, and Video server.

Weight-Based partitioning algorithm (Figure 5.6(b)) can equalize the portion given to each

VM, causing CloudStone and Video Server to maintain a similar size, and Wikipedia to

keep increasing until it obtains the equal amount as others. However, an equal weight does

not result in an equal miss-rate, as shown in 5.6(e), and this in turn means that performance

measured in response time will vary (Figure 5.7).

The Best-Effort scheme only benefits the Video Server, causing significant performance
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issues for both Wikipedia and CloudStone (Figure 5.7 (a) and (b)). The Weight based

scheme is acceptable for Wikipedia, since its size is smaller than its weight. However,

CloudStone suffers from the Weight-Based scheme because it cannot store some important

data in the first level of the cache. The Performance-Aware scheme provides the best

performance for both Wikipedia and CloudStone, but the Video Server benchmark cannot

reach its peak performance. We believe that Performance-Aware is providing a good trade-

off for each application: it gives CloudStone more space than the Video Server because

misses for the CloudStone application have greater cost. In this experiment, Wikipedia

gradually increases its share, and we expect that it will continue to take space away from the

video server (and possibly CloudStone), since it has some objects with very high recovery

cost, as was shown in Figure 5.2(a).

Response Time Best-Effort Weight Perf-Aware
Wikipedia 84 ms 36 ms 36 ms
CloudStone 12 sec 400 ms 170 ms
VideoServer 4 ms 7 ms 7 ms

Table 5.1: Average Response Time for Three Partitioning Algorithms: Best-effort, weight-
based, and performance-aware algorithms.

Table 5.1 summarizes the average response time over the last 100 seconds of the

experiment, when the partitions have somewhat stabilized. Wikipedia shows a 234%

better performance with the Performance-Aware partitioning algorithm and Weight-Based

algorithm compared to the Best-Effort algorithm. CloudStone experiences performance

anomalies in the Best-Effort case since the cache performs so poorly, but we see that the

Performance-Aware approach provides a significant benefit compared to the Weight-Based

algorithm. Only VideoServer shows better performance under Best-Effort, but clearly that

comes at a high cost to the other applications.
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5.5 Conclusion

Managing memory in a virtualized environment is difficult since the hypervisor does not

know how memory is being used within each VM. We have developed CacheDriver to

transfer the management of volatile data directly to the hypervisor. CacheDriver stores data

in either main memory or on an SSD RAID array. Since CacheDriver is designed to store

data for a wide variety of applications simultaneously (e.g., disk blocks and web database

queries), we have developed an advanced cache replacement policy that can account for

both object popularity and its cost to bring back into the cache if it is needed later. We

believe that CacheDriver holds promise as a way to more effectively share multiple layers

of the storage hierarchy among competing VMs.
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Chapter 6

DHT SCHEDULER:

PERFORMANCE-AWARE

DISTRIBUTED MEMORY CACHE

MANAGEMENT

Many enterprises use cloud infrastructures to deploy web applications that service cus-

tomers on a wide range of devices around the world. Since these are generally customer-

facing applications on the public internet, they feature unpredictable workloads, including

daily fluctuations and the possibility of flash crowds. To meet the performance require-

ments of these applications, many businesses use in-memory distributed caches such as

memcached to store their content. Memcached shifts the performance bottleneck away

from databases by allowing small, but computationally expensive pieces of data to be

cached in a simple way. This has become a key concept in many highly scalable websites;
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for example, Facebook is reported to use more than ten thousand memcached servers.

Large changes in workload volume can cause caches to become overloaded, impacting

the performance goals of the application. While it remains common, over-provisoining

the caching tier to ensure there is capacity for peak workloads is a poor solution since

cache nodes are often expensive, high memory servers. Manual provisioning or simple

utilization based management systems such as Amazon’s AutoScale feature are sometimes

employed [36], but these do not intelligently respond to demand fluctuations, particularly

since black-box resource management systems often cannot infer memory utilization

information.

A further challenge is that while memcached provides an easy to use distributed cache, it

leaves the application designer responsible for evenly distributing load across servers. If

this is done inefficiently, it can lead to cache hotspots where a single server is selected to

host a large set of popular data while others are left lightly loaded. Companies such as

Facebook have developed monitoring systems to help administrators observe and manage

the load on their memcached servers [97, 112], but these approaches still rely on expert

knowledge and manual intervention.

We have developed adaptive hashing that is a new adaptive cache partitioning and replica

management system that allows an in-memory cache to autonomically adjust its behavior

based on administrator specified goals. Compared to existing systems, our work provides

the following benefits:

1. A hash space allocation scheme that allows for targeted load shifting between unbalanced

servers.

2. Adaptive partitioning of the cache’s hash space to automatically meet hit rate and server
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utilization goals.

3. An automated replica management system that adds or removes cache replicas based on

overall cache performance.

We have built a prototype system on top of the popular moxi + memcached platform, and

have thoroughly evaluated its performance characteristics using real content and access

logs from Wikipedia. Our results show that when system configurations are properly set,

our system improves the average user reponse time by 38%, and hit rate by 31% compared

to the current approaches.

6.1 Background and Motivation

Consistent hashing [67] has been widely used in distributed hash tables (DHT) to allow

dynamically changing the number of storage nodes without having to reorganize all the

data, which would be disastrous to application performance. Figure 6.1 illustrates basic

operations of a consistent hashing scheme: node allocation, virtual nodes, and replication.

Firstly, with an initial number of servers, consistent hashing calculates the hash values of

each server using a hash function (such as md5 in the moxi proxy for memcached). Then,

according to the pre-defined number of virtual nodes, the address is concatenated with “-

X”, X is the incremental number from 1 to number of virtual nodes. Virtual nodes are used

to distribute the hash space over the number of servers. This way is particularly not efficient

because the hash values of server addresses are not guaranteed to be evenly distributed over

the hash space, which makes imbalances. This inefficiency is shown in Section 6.3.2.

Once the hash size for each server is fixed, it never changes even though they may
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Figure 6.1: Consistent Hashing Operations; Ni is ith cache node. Integer (32 bits) hash
space consists of 232 possible key hashes. Using virtual nodes somewhat helps to solve
non-uniform key hash distribution, but it is not guaranteed; Also, data replication can help
cache node faults.

have serious imbalances. Moreover, adding a new server may not significantly improve

performance since node allocation is determined by hash values, which is a random

allocation. Even worse, the consistent hashing scheme has no knowledge about the

workload, which is a highly important variant [8].

As a motivating example, we randomly select 20,000 web pages among 1,106,534 pages

in Wikipedia wikibooks database to profile key and value statistics. Figure 6.2(a) shows

the number of objects when using 100 cache servers. Even though the hash function tends

to provide uniformity, depending on the workloads the number of objects in each server

can largely vary. The cache server that has the largest number of objects (659) has 15×

more objects than the cache server with the smallest number of objects (42). This means

that some cache servers use a lot more memory than others, which in turn worsens the

performance. Figure 6.2(b) illustrates the object size has a large variation, potentially

resulting in irregular hit rate to each server. Figure 6.2(c) describes the comparison between

the number of objects and the size of objects in total. The two factors do not linearly

increase so that it makes harder to manage the multiple number of servers. Figure 6.2(d)
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Figure 6.2: Wikibooks object distribution statistics shows the number of objects in each
server and used cache size are not uniform so that cache server performance is not
optimized.

shows the average cache size per each object by dividing the total used cache size with the

number of objects. From these statistics, we can easily conclude that consistent hashing

needs to be improved with the knowledge of workloads.
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6.2 System Design

The main argument against consistent hashing is that it can become very inefficient if the

hash space does not represent the access patterns and cannot change over time to adapt to

the current workload. The main idea of system design is that we adaptively schedule the

hash space size for each memory cache server so that the overall performance over time

improves. This is essential because currently once the size of hash space for each memory

cache server is set, it never changes the configuration unless a new cache server is added or

the existing server is deleted. However, adding/deleting a server does not have much impact

since the assigned location is chosen randomly ignoring workload characteristics. Our

system has three important phases: initial hash space assignment using virtual nodes, space

partitioning, and memory cache server addition/removal. We first explain the memory

cache architecture and assumptions used in the system design.

6.2.1 System Operation and Assumptions

There exist three extreme ways to construct a memory caching tier depending on

the location of load-balancers: centralized architecture, distributed architecture, and

hierarchically distributed architecture as shown in Figure 6.3. The centralized architecture

handles all the requests from applications so that it can control hash space in one place

which means object distribution can be controlled easily, whereas the load-balancers in

the distributed architectures can have different configurations so that managing object

distribution is hard. Since the centralized architecture is widely used structure in real

memory caching deployments, we use this architecture in this paper. As load-balancers
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are implemented in a very efficient way minimizing the processing time, we assume that

the load-balancer does not become the bottleneck.

App App App 
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Centralized Distributed

LB LB LB
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Figure 6.3: Memory Cache System Architecture; LB is load-balancer or proxy.

When a user requests a page from a web server application, the application sends one or

more cache requests to a load-balancer – applications do not know there is a load-balancer

since the implementation of the load-balancer is transparent. The load-balancer hashes the

key to find the location where the corresponding data is stored, and sends the request to

one of the memory cache servers (get operation). If there is data already cached, the data

is delivered to the application and then to the user. Otherwise, the memory cache server

notifies the application that there is no data stored yet. Then, the application queries the

source medium such as database or file system to read the data, then sends it to the user and

stores in the cache memory (set operation). Next time another user wants to read the same

web site, the data is read from the memory cache server, resulting in a faster response time.

6.2.2 Initial Assignment

Consistent hashing mechanism can use “virtual nodes” in order to balance out the hash

space over multiple memory cache servers so that different small chunks of the hash space

can be assigned to each cache server. The number of virtual nodes is an administrative
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decision based on engineering experience, but it has no guarantee on the key distribution.

Since our goal is to dynamically schedule the size of each cache server, we make a

minimum bound on how many virtual nodes we need for schedulability.

Let S = {s1, ..., sn0} be a set of memory cache servers (the terms, memory cache server

and node, are exchangeably used), where n0 is the initial number of nodes. We denote v as

the number of virtual nodes that each node has in the hash space H , and vi as a virtual node

i. That is, a node i can have |si| = |H|
n0

objects, and a virtual node i can have |vi| = |H|
n0×v

objects, where |H| is the total number of possible hash value. One virtual node can affect

the other cache server in a clockwise direction as shown in Figure 6.1.

The key insight in our system is that in order to enable efficient repartitioning of the hash

space, it is essential to ensure that each node has some region of the total hash space that

is adjacent to every other node in the system. This guarantees that, for example, the most

overloaded node has some portion of its hash space that is adjacent to the least loaded node,

allowing a simple transfer of load between them by adjusting just one boundary. In order

to allow every pair to influence each other, we need to make at least

v ≥
n0P2

n0

= n0 − 1, (6.1)

virtual nodes, where P is a permutation operation. Equation (6.1) guarantees that every

node pair appears twice in a reverse order. So each physical node becomes (n0− 1) virtual

nodes, and the total number of overall virtual nodes becomes n0 × (n0 − 1). Also, we can

increase the total number of virtual nodes by multiplying a constant to the total number.

Figure 6.4 depicts an example assignment when there are five nodes. In a clockwise

direction, every node influences all the other nodes.
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Figure 6.4: Assignment of Five Memory Cache Servers in Ring; As the example shows,
N1 can influence all the other nodes N2, N3, N4, and N5. This applies to all the nodes.

Our node assignment algorithm is as follows. Let each node si have an array si,j =

{(x, y) | 1 ≤ x ≤ n0 and y ∈ {0, 1}}, where 1 ≤ i ≤ n0 and 1 ≤ j ≤ (n0 − 1).

Let sxi,j and syi,j be x and y values of si,j , respectively. sxi,j is defined as

sxi,j =

 j if j < i

j + 1 if j ≥ i,

and all syi,j are initialized to 0. We pick two arbitrary numbers w1 and w2, where 1 ≤ w1 ≤

n0 and 1 ≤ w2 ≤ n0 − 1, assign w1 in the ring, and label it as virtual node v∗ in sequence

(∗ increases from 1 to n0 × (n0 − 1)). Set syw1,w2
= 1, and w3 = sxw1,w2

. We denote

w4 = (w2+ k) mod n0, where 1 ≤ k ≤ n0− 1. We then increment k from 1 to n0− 1, and

check entries satisfying syw3,w4
= 0, and assign w3 to w1, w4 to w2, and sxw3,w4

to w3. Repeat

this routine until the number of nodes reaches n0× (n0− 1). For performance analysis, the

time complexity of the assignment algorithm is O(n3
0) because we have to find syw3,w4

= 0

to obtain one entry each time, and there are n0 × (n0 − 1) virtual nodes. Therefore, the

total time is n0(n0 − 1)2. Note that this cost only needs to be paid once at system setup.
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6.2.3 Hash Space Scheduling

As seen in Figure 6.2, key hash and object size are not uniformly distributed so that the

number of objects and the size of used memory are significantly different, which in turn

gives different performance for each memory cache server. The goal to use memory cache

servers is to speed up response time to users by using a faster medium than the original

source storage. Therefore, the performance of memory cache servers can be represented

by the hit rate with the assumption that response time for all the cache servers are the same.

However, usage ratio of each server should also be considered because the infrequent use

of a cache server usually means the memory space is not fully utilized.

We define t0 as the unit time slot for memory cache scheduling, which means the load-

balancer repartitions the cache every t0 time units. t0 is an administrative preference that

can be determined based on workload traffic patterns. Typically, only a relatively small

portion of the hash space controllable by a second system parameter is rearranged during

each scheduling event. If workloads are expected to change on an hourly basis, setting t0

on the order of minutes will typically suffice. For slower changing workloads t0 can be set

to an hour.

In the load-balancer which distributes cache requests to memory cache servers, we can

infer the cache hit rate based on the standard operations: set and get. A hit rate of a node

si is

hi = 1− set(i)

get(i)− set(i)
,

where if hi > 1, hi = 1, and if hi < 0, hi = 0. “Hit rate” is a composite metric to
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represent both object sizes and key distribution, and this also applies when servers have

different cache size. A simplified weighted moving average (WMA) with the scheduling

time t0 is used to estimate the hit rate smoothly over the scheduling times. Therefore,

hi(t) = hi(t − 1)/t0 + (1 − set(i)/get(i)), where t is the current scheduling time and

t − 1 is the previous scheduling time. In each scheduling, set(i) and get(i) are reset to 0.

We can also measure the usage ratio meaning how many requests are served in a certain

period of time. The usage of a node si is ui = set(i) + get(i), and the usage ratio is

ri = ui/max1≤j≤n{uj}, where n is the current number of memory cache servers, The

usage ratio also uses a simplified WMA so that ri(t) = ri(t)/t0 + ui/maxa≤j≤n{uj}. In

order to build up a scheduling objective with the hit rate and the usage ratio, we define a

composite cost from hit rate and usage rate as c = α · h + (1 − α) · r, where α ∈ [0, 1] is

the impact factor to control which feature is more important and h = 1 − h is a miss rate,

and state the scheduling objective as follows:

minimize
∑n

i=1 (α · hi + (1− α) · ri)

subject to hi ∈ [0, 1] and ri ∈ [0, 1], 1 ≤ i ≤ n

α ∈ [0, 1]

where n is the current number of the memory cache servers, and the objective is the sum of

cost, and the conditions bind the normalized terms. This remains in a linear programming

because we do not expand this to an infinite time span, which means the current scheduling

state information propagates to the next scheduling only through hit rate WMA and usage

ratio WMA. That is, we do not target to optimize all future schedulings, but the current

workload pattern with small impact from past workload patterns. To satisfy the objective,
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we define the simple heuristic that finds the most cost disparity node pair with

s∗i,j = max1≤i,j≤n{ci − cj}. (6.2)

For performance analysis, since c is always non-negative, this problem becomes the

problem finding a maximum cost and a minimum cost. Therefore, we can find proper

pairs in O(n) because only neighbor nodes are considered to be compared. Equation (6.2)

outputs a node pair where ci > cj , so a part of the hash space in ci needs to move to cj for

balancing out. The load-balancer can either just change the hash space or migrate objects

from ci to cj . Changing just hash space would provide more performance degradation than

data migration because the old cache space in ci should be filled in cj again by reading slow

data source medium. The amount of hash space is determined by the ratio of two nodes as

cj/ci to balance the space. Also, we define β ∈ (0, 1] to control the amount of hash space

moved from one node to the other node. Therefore, we move data from node si in a counter

clockwise direction (i.e., decreasing direction) of the consistent hash ring for the amount

of

β · (1− cj
ci
)× |si|. (6.3)

For example, if we start with five inital memory cache servers, and at the first scheduling

point with ci = 1, cj = 0.5 and β = 0.01 (1%), we have to move ci with the amount of

0.01 · (1− 0.5
1
)× 232

20
= 1, 073, 741. This means 0.5% of the hash space from si moves to sj .

With traditional consistent hashing, there is no guarantee that si has hash space adjacent

to sj , but our initial hash assignment does guarantee all pairs of nodes have one adjacent

region, allowing this shift to be performed easily without further dividing the hash space.

103



6.2.4 Node Addition/Removal

Most current memory cache deployments are fairly static except for periodic node failures

and replacements. We believe that these cache deployments can be made more efficient

by automatically scaling them along with workloads. Current cloud platforms allow

virtual machines to be easily launched based on a variety of critiera, for example by

using EC2’s as-create-launch-config command along with its CloudWatch monitoring

infrastructure [24].

The main goal of adding a new server is to balance out the requests across replicas that

overall performance improves. Existing solutions based on consistent hashing rely on

randomness to balance the hash space. However, this can not guarantee that a new server

will take over the portion of the hash space that is currently overloaded. Instead, our system

tries to more actively assign a balanced hash space to the new server. The base idea is that

when servers are overloaded− the loads cross upward the threshold line defined in advance

based on service level agreement (SLA) and sustain the overloaded states for a predefined

period of time − we find the most overloaded k servers with s∗i = maxk1≤i≤n{ci} and

support them with new servers, where an operator maxk denotes finding top k values. So,

n0 number of virtual nodes are added as neighbors of s∗i ’s virtual nodes in the counter

clockwise direction. The new server takes over exactly half of the hash space from s∗i ,

which is |si|
2

. The left part of Figure 6.5 illustrates that sj is overloaded and sk is added. sk

takes over a half of the hash space sj has.

When a server is removed, the load-balancer knows about the removal by losing a

connection to the server or missing keep-alive messages. Existing systems deal with node

removal by shifting all the objects belonging to the removed node to the next node in a
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Figure 6.5: Object Affiliation in Ring After Node Addition and Removal

clockwise direction. However, this operation may make the next node overloaded and also

misses a chance to balance the data over all the cache servers. When a node is removed

in our system due to failure or managed removal − as with the adding criteria, the loads

cross downward the threshold line and sustain the states − the two immediately adjacent

virtual nodes will divide the hash space of the removed node. As shown in the right part

of Figure 6.5, when there are three nodes si, sk, and sj in a clockwise sequence, and sk is

suddenly removed due to some reasons, the load-balancer decides how much hash space

si moves based on the current costs ci and cj . si needs to move cj
ci+cj

× |sj| amount of the

hash space in a clockwise direction.

Of course, after a node is added or removed, the hash space scheduling algorithm will

continue to periodically repartition hash space to keep the servers balanced.

6.2.5 Implementation Considerations

To end our discussion of the system design, it is worth highlighting some of the practical

issues involved in implementing the system in a cloud infrastructure. The scheduling

algorithm is simple, and so is reasonable for implementation; however there exist two

crucial aspects that must be addressed to deploy the system in the real infrastructure.

Data migration: When the scheduling algorithm schedules the hash space, it inevitably

has to migrate some data from one server to another. Even though data are not migrated,
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the corresponding data are naturally filled in the moved hash space. However, since a

response time between an original data source and a memory cache server are significantly

different, users may feel slow response time [49]. The best way is to migrate the affected

data behind the scene when the scheduling decision is made. The load-balancer can control

the data migration by getting the data from the previous server and setting the data to

the new server. The implementation should only involve the load-balancer since memory

cache applications like memcached are already used in many production applications. Also,

Couchbase [30], an open source project, currently uses a data migration so that it is already

publicly available.

Scheduling cost estimation: In the scheduling algorithm, the cost function uses the hit rate

and the usage ratio because applications or load-balancers do not know any information

(memory size, number of CPUs, and so on) about the attached memory cache servers.

Estimating the exact performance of each cache server is challenging, especially under the

current memory cache system. However, using the hit rate and the usage ratio makes sense

because these two factors can represent the current cache server performance. Therefore,

we implement the system as practical as possible to be deployed without any modifications

to the existing systems.

6.3 Experimental Evaluation

Our goal is to perform experiments in a laboratory environment to find out the scheduler

behavior, and in a real cloud infrastructure to see the application performance. We use the

Amazon EC2 infrastructure to deploy our system.
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Figure 6.6: Experimental Setup

6.3.1 Experimental Setup

Laboratory System Setup: Five experimental servers, each of which has 4× Intel Xeon

X3450 2.67GHz processor, 16GB memory, and a 500GB 7200RPM hard drive. Dom-0

is deployed with Xen 4.1.2 and Linux kernel 3.5.0-17-generic, and the VMs use Linux

kernel 3.3.1. A Wikipedia workload generator, a web server, a proxy server, and memory

cache servers are deployed in a virtualized environment. We use MediaWiki 1.14.1 [89],

moxi 1.8.1 [95], and memcached 1.4.15 [90]. MediaWiki has global variables to

specify whether it needs to use memory cache: wgMainCacheType, wgParserCacheType,

wgMessageCacheType, wgMemCachedServers, wgSessionsInMemcached, and wgRevi-

sionCacheExpiry. In order to cache all texts, we need to set wgRevisionCacheExpiry with

expiration time, otherwise MediaWiki always retrieves text data from database.

Amazon EC2 System Setup: As shown in Figure 6.6(a), web servers, proxy, and memory
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cache servers are deployed in Amazon EC2 with m1.medium – 2 ECUs, 1 core, and 3.7

GB memory. All virtual machines are in us-east-*. Wikipedia clients are reused from our

laboratory servers.

Wikipedia Trace Characteristics: Wikipedia database dumps and request traces have

been released to support research activities [122]. January 2008 database dump and request

traces are used in this paper. Figure 6.6(b) shows the trace characteristics of Wikipedia after

we have scaled down the logs through sampling. Figure 6.6(b)(1) illustrates the number of

requests per second from a client side to a Wikipedia web server. Requests are sent to a

web server, which creates the requests sent to a proxy server and to individual memory

cache servers depending on the hash key. Figure 6.6(b)(2) depicts the key distribution

over the hash space 232 range – most keys are the URL without a root address (e.g.,

http://en.wikipedia.org/wiki/3D Movie).

6.3.2 Initial Assignment

As we explain in Section 6.1 and 6.2.2, the initial hash space scheduling is important.

Firstly, we compare the hash space allocation with the current system, ketama [68] –

an implementation of consistent hashing. Figure 6.7 illustrates the initial hash space

assignment. Figure 6.7(a) shows the difference between the consistent hashing allocation

and adaptive hasing allocation when there are five memory cache servers. The number of

virtual nodes is 100 (system default) for the consistent hashing scheme so that the total

number of virtual nodes is 5 × 100. Our system uses the same number of virtual nodes by

increasing the number of virtual nodes per physical node by a factor of 100
(n0−1) . With n0 = 5,

the total number of virtual nodes in our system is 5×4× 100
4

= 500. Consistent hashing has
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Figure 6.7: Initial hash space assignment with 5 - 20 memory cache servers.

an uneven allocation without knowledge of workloads, which is bad. Adaptive hasing starts

with the same size of hash space to all the servers, which is fair. Figure 6.7(b) compares

the size of hash space allocated per node with each technique. In consistent hashing, the

largest gap between the biggest hash size and the smallest hash size is 381,114,554. This

gap can make a huge performance difference between memory servers. Figure 6.7(c) shows

the hash size distribution across 20 servers—our approach has a less variability in the hash

space assigned per node. Even worse, the consistent hashing allocation fixes the assignment

based on a server’s address, and does not adapt if the servers are not utilized well. We can

easily see that without knowledge of workloads, it is hard to manage this allocation to make

all the servers perform well in a balanced manner.
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Figure 6.8: Hash Space Scheduling with Different Scheduling Impact Values α and β.

6.3.3 α Behavior

As described in Section 6.2.3, we have two parameters α and β to control the behaviors

of the hash space scheduler. α gauges the importance of hit rate or usage rate. α = 1

means that we only consider the hit rate as a metric of scheduling cost. α = 0 means
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Figure 6.9: Memory Cache Node Addition / Deletion (α = 0.5 and β = 0.01).

that we only consider the usage rate as a metric of scheduling cost. β is the ratio of the

hash space size moved from one memory server to another. Since β changes the total

scheduling time and determines fluctuation of the results, we fix β as a 0.01 (1%) based

on our experience running many times. In this experiment, we want to see the impact of α

parameter. Particularly, we check how α changes hit rate, usage rate, and hash space size.

Our default scheduling frequency is 1 min.

As a reference, Figure 6.8(a) illustrates how the current consistent hashing system works

under the Wikipedia workload. The default hash partitioning leaves the three servers

unbalanced, causing significant differences in the hit rate and utilization of each server.

Figure 6.8(b) shows the performance changes when α = 1.0, which means we only

consider balancing hit rates among servers. As Host 3 starts with a lower hit rate than

other two hosts, the hash scheduler takes a hash space from Host 3 in order to increase its
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hit rate. The usage rate of host 3 decreases as its hash allocation decreases.

Figure 6.8(c) depicts the results when α = 0.0, which means we only seek to balance

usage rates among servers. The system begins with an equal hash space allocation across

each host, but due to variation in object popularity, each host receives a different workload

intensity. Since Host 1 initially has about 2.5 times as many requests per second arriving

to it, the scheduler tries to rebalance the load towards Hosts 2 and 3. The system gradually

shifts data to these servers, eventually balancing the load so that the request rate standard

deviation across servers drops from 0.77 to 0.09 over the course of the experiment. This

can be seen from the last (fourth) figure in Figure 6.8(c).

To balance these extremes, we next consider how α value (0.5) affects the performance.

Figure 6.8(d) shows hit rate and usage rate of each server with α = 0.5. Since the cost of

each server is calculated out of hit rate and usage rate, the scheduler tries to balance both of

them. As shown in the third graph in Figure 6.8(d), the costs balance among three servers

which also means balancing both hit rate and usage rate.

Since workloads have different characteristics, the parameters α and β should be adjusted

accordingly. We show further aspects of this adjustment while experimenting the system in

the Amazon EC2 infrastructure.

6.3.4 β Behavior

β value is the ratio of the amount of hash size moved in each scheduling time. We can show

the behavior of β by illustrating the number of requests from each server (Figure 6.10(a))

and the amount of hash size per scheduling time (Figure 6.10(b)). As β value 0.01 yields

approximately 1% of hash space from Equation (6.3), the moved hash size is decreasing
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Figure 6.10: Hash Space Scheduling Analysis

as the hash space of an overloaded server decreases. Figure 6.10(b) shows the amount of

hash space moved each interval. This continues to fall as Host 1’s hash space decreases,

but has relatively little effect on the request rate. However, after 180 minutes, a small, but

very popular region of the hash space is shifted to Host 2. The system responds by trying to

move a larger amount of data between hosts in order to rebalance them. This illustrates how

the system can automatically manage cache partitioning, despite highly variable workloads.

6.3.5 Scaling Up and Down

As we explained in Section 6.2.4, adaptive hasing can autonomously add or delete memory

cache servers based on the current performance. Since cloud infrastructure hosting

companies provide a function to control the resources elastically, this is a very useful

feature to prevent performance issues due to traffic bursts situation. Figure 6.9 shows the

performance impact when adding a new server or deleting a server from the memory cache

tier. Figure 6.9(a) starts with three memory cache servers, and a new server is added at

100 minutes due to an overloaded server. When a new server is added, the overloaded
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server gives 30% of its traffic to the new server so that overall usage rates of all servers are

balanced. Conversely, Figure 6.9(b) assumes that one server out of five servers crashes at

100 minutes. As our initial hash allocation assigns the servers adjacent to one another, this

gives a good benefit by distributing hash space to all other servers. This can be seen from

the third graph in Figure 6.9(b).

6.3.6 User Performance Improvement

The previous experiments have demonstrated how the parameters affect the adaptive hash

scheduling system; next we evaluate the overall performance and efficiency improvements

it can provide. We use Amazon EC2 to run up to twenty total virtual machines — three web

servers, one proxy server, one database, and between 3 and 15 memory cache servers. We

use five servers in our own lab to act as clients, and have them connect to the web servers

using the Wikipedia workload.

We compare two caching approaches: a fixed size cluster of fifteen caches partitioned using

Ketama’s consistent hashing algorithm and our adaptive approach. The workload starts at

30K req/min, rises to 140K req/min, and then falls back to the original load over the course

of five hours, as shown in Figure 6.12. We configure Ketama for a “best case scenario”—it

is well provisioned and receives an average response time of 105 ms, and a hit rate of 70%.

We measure our system with α values between 0 and 1, and initially allocate only 3 servers

to the memcached cluster. Our system monitors when the request rate of a cache server

surpasses a threshold for more than 30 seconds to decide whether to add or remove a node

from the memory server pool. For this experiment, we found that more than 6K requests/sec

caused a significant increase for the response time, so we use this as the threshold.
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Figure 6.11 shows (a) average hit rate; (b) average response time from clients; (c) average

standard deviation on number of requests to the EC2 cache servers; (d) number of used

servers including dynamically added ones. Horizontal lines show the average performance

of the current consistent hashing system used by moxi, and bars represent our system with

different α values.

As expected, increasing α causes the hit rate to improve, providing as much as a 31%

increase over Ketama. The higher hit rate can lower response time by up to 38% (figure b),

but this is also because a larger α value tends to result in more servers being used (figure

d). Since a large α ignores balance between servers (figure c), there is a greater likelihood

of a server becoming overloaded when the workload shifts. As a result, using a high α does

improve performance, but it will come at increased monetary cost for using more cloud

resources. We find that for this workload, the system administrators may want to assign

α = 0.5, which achieves a reasonable average response time while requiring only a small

number servers compared to Ketama.

Figure 6.12 shows how the workload and number of active servers changes over time for

α = 1. As the workload rises, the system adapts by adding up to five additional servers.

While EC2 charges in full hour increments, our system currently aggressively removes

servers when they are no longer needed; this behavior could easily be changed to have the

system only remove servers at the end of each instance hour.

6.4 Related Work

Peer-to-peer applications gave rise to the need for distributed lookup systems to allow users

to find content across a broad range of nodes. The Chord system used consistent hashing
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Figure 6.11: Amazon EC2 Deployment: Five Workload Generators, Three Web Servers,
One Database, and Total 15 Memory Cache Servers in Memory Cache Pool; Three memory
cache servers are used initially.

algorithms to build a distributed hash table that allowed fast lookup and efficient node

removal and addition [120]. This idea has since been used in a wide range of distributed

key-value stores such as memcached [90], couchbase [30], FAWN [4], and SILT [79].

Rather than proposing a new key-value store architecture, our work seeks to enhance

memcached with adaptive partitioning and automated replica management. Previously,

memcached has been optimized for large scale deployments by Facebook [97, 112],

however their focus is on reducing overheads in the network path, rather than on load

balancing. Zhu et. al. [138] demonstrate how scaling down the number of cache servers

during low load can provide substantial cost savings, which motivates our efforts to build a
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Figure 6.12: Number of cache servers adapting dynamically based on the workload
intensity.

cache management system that is more adaptable to membership changes. Christopher et.

al. [119] proposes a prediction model to meet the strict service level objectives by scaling

out using replication.

There are many other approaches for improving the performance of key-value stores.

Systems built upon a wide range of hardware platforms have studied, including low-power

servers [4], many-core processors [15], having front-end cache [45], and as combined

memory and SSD caches [99]. While our prototype is built around memcached, which

stores volatile data in RAM, we believe that our partitioning and replica management

algorithms could be applied to a wide range of key-value stores on diverse hardware

platforms.

Centrifuge [1] proposes a leasing and partioning model to provide the benefits of fine-

grained leases to in-memory server pools without their associated scalability costs.

However, the main goal of Centrifuge is to provide a simplicity to general developers who

can use the provided libraries to model leasing and partioning resources. This work can be

applied to managing the memory cache system, but Centrifuge does not support dynamic

adaptation to workloads.
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6.5 Conclusion

Many web applications can improve their performance by using distributed in-memory

caches like memcached. However, existing services do not provide autonomous adjustment

based on the performance of each cache server, often causing some servers to see

unbalanced workloads. In this paper we present how the hash space can be dynamically re-

partitioned depending on the performance. By carefully distributing the hash space across

each server, we can more effectively balance the system by directly shifting load from the

most to least loaded servers. Our adaptive hash space scheduler balances both the hit rate

and usage rate of each cache server, and the controller can decide automatically how many

memory cache servers are required to meet the predefined performance. The partitioning

algorithm uses these parameters to dynamically adjust the hash space so that we can

balance the loads across multiple cache servers. We implement our system by extending

memcached and an open source proxy server, and test both in the lab and in Amazon EC2.

Our future works include an automatic α value adjustment according to the workloads and

a micro management of hot objects without impacting application performance.
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Chapter 7

NETVM: HIGH PERFORMANCE

AND FLEXIBLE NETWORKING

USING VIRTUALIZATIOIN ON

COMMODITY PLATFORMS

Virtualization has revolutionized how data center servers are managed by allowing

greater flexibility, easier deployment, and improved resource multiplexing. A similar

change is beginning to happen within communication networks with the development

of virtualization of network functions, in conjunction with the use of software defined

networking (SDN). While the migration of network functions to a more software based

infrastructure is likely to begin with edge platforms that are more “control plane” focused,

the flexibility and cost-effectiveness obtained by using common off-the-shelf hardware and

systems will make migration of other network functions attractive. One main deterrent
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is the achievable performance and scalability of such virtualized platforms compared to

purpose-built (often proprietary) hardware using custom ASICs, for comparable cost.

The advantage of having a high throughput platform based on virtual machines (VMs) is

that network functions can then be deployed dynamically at nodes in the network. Once

data can be moved to, from and between VMs at line rate for all packet sizes, we approach

the long-term vision where the line between data centers and network resident “boxes” can

begin to blur - the “network” and the “cloud” become one and the same.

Progress has been made by network virtualization standards and SDN to provide greater

configurability in the network [69, 94, 105, 134]. SDN improves flexibility by allowing

software to manage the network control plane, while the performance-critical data plane is

still implemented with proprietary network hardware such as routers and firewall devices.

SDNs allow for new flexibility in how data is forwarded, but their focus on the control plane

does not yet enable many types of network functionality from being dynamically managed.

This limits the types of network functionality that can be “virtualized” into software,

leaving networks to continue to be reliant on relatively expensive network appliances that

are based on purpose-built hardware.

Recent advances in network interface cards (NICs) allow high throughput, low-latency

packet processing using technologies like Intel’s Data Plane Development Kit (DPDK)

library [25]. This software framework allows end-host applications to receive data directly

from the NIC, eliminating overheads inherent in traditional interrupt driven OS-level packet

processing. Unfortunately, the DPDK framework has a somewhat restricted set of options

for support of virtualization, and on its own cannot support the type of flexible, high

performance network functionality that network and data center administrators desire.
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To improve this situation, we have developed NetVM, a platform for running complex

network functionality at line-speed using commodity hardware. NetVM takes advantage

of DPDK’s high throughput packet processing capabilities, and adds to it abstractions that

enable in-network services to be flexibly created, chained, and load balanced. Since these

“virtual bumps” can inspect the full packet data, a much wider range of packet processing

functionality can be supported than in frameworks utilizing existing SDN based controllers

manipulating hardware switches. As a result, NetVM makes the following innovations:

1. A virtualization-based platform for flexible network service deployment that can meet

the performance of customized hardware, especially those involving complex packet

processing.

2. Provide a shared-memory framework that truly exploits the DPDK library to provide

zero-copy delivery to VMs and between VMs.

3. A hypervisor-based switching algorithm that can dynamically adjust a flow’s destination

in a state-dependent (for instance, VM status or load) and/or data-dependent (for

instance, through deep packet inspection) manner.

4. An architecture that supports high speed inter-VM communication, enabling complex

network services to be spread across multiple VMs.

5. Security domains that restrict access of packet data to only trusted VMs.

We have implemented NetVM using the KVM and DPDK platforms. Our results show

how NetVM can compose complex network functionality from multiple pipelined VMs

and still obtain line rate throughputs of 10Gbps, an improvement of more than 250%

compared to existing SR-IOV based techniques. We believe NetVM will scale to even

higher throughputs on machines with additional NICs and processing cores.
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7.1 Background and Challenges

This section provides background on the two key requirements on the NetVM platform:

1) efficiently processing network flows on commodity servers and 2) providing a flexible

platform to support dynamic network functionality.

7.1.1 Highspeed COTS Networking

Software routers, SDNs, and hypervisor based switching technologies have sought to

reduce the cost of deployment and increase flexibility compared to traditional network

hardware. However, these approaches have been stymied by the performance achievable

with commodity servers [5, 51, 116]. These limitations on throughput and latency have

prevented software routers from supplanting custom designed hardware [16, 71, 73].

There are two main challenges that prevent commercial off the shelf (COTS) servers

from being able to process network flows at line speed. First, network packets arrive

at unpredictable times, so interrupts are generally used to notify an operating system

that data is ready for processing. However, interrupt handling can be expensive because

modern superscalar processors use long pipelines, out-of-order and speculative execution,

and multi-level memory systems, all of which tend to increase the penalty paid by an

interrupt in terms of cycles [42, 133]. When the packet reception rate increases further,

the achieved (receive) throughput can drop dramatically in such systems [93]. Second,

existing operating systems typically read incoming packets into kernel space and then

copy the data to user space for the application interested in it. These extra copies can

incur even greater overhead in virtualized settings, where it may be necessary to copy an
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Figure 7.1: DPDK’s run-time environment over Linux.

additional time between the hypervisor and the guest operating system. These two sources

of overhead limit the the ability to run network services on commodity servers, particularly

ones employing virtualization [72, 131].

The Intel DPDK platform tries to reduce these overheads by allowing user space applica-

tions to directly poll the NIC for data. This model uses Linux’s huge pages to pre-allocate

large regions of memory, and then allows applications to DMA data directly into these

pages. Figure 7.1 shows the DPDK architecture that runs in the application layer. The

poll mode driver allows applications to access the NIC card directly without involving

Kernel processing, while the buffer and ring management systems resemble the memory

management systems typically employed within the kernel for holding sk buffs.

While DPDK enables high throughput user space applications, on its own it does not

easily enable network services to be moved from specialized hardware to these cheaper

and more flexible commodity servers. Further, DPDK’s passthrough mode that provides

direct DMA to and from a VM can have significantly lower performance than native IO1.

1 Until Sandy-bridge, the performance was close to half of native performance, but with the next generation
Ivy-bridge processor, the claim has been that performance has improved due to IOTLB super page support.
But no performance results have been released.
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For example, DPDK supports Single Root I/O Virtualization (SR-IOV1) to allow multiple

VMs to access the NIC, but packet “switching” (i.e., demultiplexing or load balancing)

can only be performed based on the L2 address, and can be expensive. As depicted in

Figure 7.2(a), when using SR-IOV, packets are switched through per-port in the NIC, which

means a second data copy is required if packets are forwarded between VMs on a shared

port. Even worse, packets must go out of the host and come back via an external switch

to be transmitted to another VM that is connected to a virtual function in another port.

Similar overheads appear for other VM switching platforms, e.g., Open vSwitch [125] and

VMware’s vNetwork distributed vswitch [102]. We seek to overcome this limitation in

NetVM by providing a flexible switching capability without copying packets as shown in

Figure 7.2(b).

1 SR-IOV makes it possible to logically partition NIC and expose to each VM as a separate PCI function
called a “Virtual Function” [26].

124



7.1.2 Flexible Network Services

While platforms like DPDK allow for much faster processing, they still have limits on the

kind of flexibility they can provide, particularly for virtual environments as we outlined

above. The NIC based switching supported by DPDK + SR-IOV is not only expensive, as

shown in Figure 7.2, but limited because of the restricted visibility of the NIC to only Layer

2 headers. Existing models for communication with DPDK thus are also limited in the

ways in which incoming packets can be demultiplexed to VMs for load balancing (either

for performance or functionality). With current techniques, each packet with a distinct

destination MAC can be delivered to a different destination VM. However, in a network

resident box (such as a middlebox acting as a firewall, a proxy, or even if the COTS platform

is acting as a router), the destination MAC of incoming packets is the same. Currently, to

do more complex load balancing or demultiplexing requires external hardware support, yet

much greater flexibility is required to build truly dynamic network platforms.

For example, each application that supports a distinct function may reside in a separate

VM, and it may be necessary to exploit flow classification to properly route packets through

VMs. Ideally, this could be done using the DiffServ 5-tuple made up of the IP and transport

layer packet headers may be used: Source IP Address, Destination IP Address, Protocol,

Source Port, Destination Port [26, 103]. Unfortunately, delivery of such packets using the

zero-copy semantics of DPDK is not feasible with current platforms.

7.1.3 NetVM’s Challenges

NetVM must provide line-rate packet delivery to VMs with flexible switching (demulti-

plexing) and dynamic control. Achieving these goals requires multiple innovations in the
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Figure 7.3: Architectural Differences for Packet Delivery in Virtualized Platform.

design and implementation of NetVM:

1. Zero-copy based packet reception and transmission to minimize packet delivery time

between the NIC and a VM.

2. A huge-page, shared memory system for inter-VM communication of network packets,

enabling chaining of network functions on the platform.

3. Careful processor management and lockless algorithms to prevent concurrency over-

heads and avoid non-uniform memory architecture (NUMA) inefficiencies.

4. Security controls to limit the availability of network data to only VMs within a trust

domain.

The following sections detail how NetVM uses these techniques to provide line-speed,

flexible network services on COTS servers.

7.2 System Design

Figure 7.3 compares two existing, commonly implemented network virtualization tech-

niques against NetVM. In the first case, representing traditional virtualization platforms,

126



packets arrive at the NIC and are copied into the hypervisor. A virtual switch then performs

L2 (or a more complex function, based on the full 5-tuple packet header) switching to

determine which VM is the recipient of the packet and notifies the appropriate virtual NIC.

The memory page containing the packet is then either copied or granted to the Guest OS,

and finally the data is copied to the user space application. Not surprisingly, this process

involves significant overhead, preventing line-speed throughput.

In the second case (Figure 7.3(b)), SR-IOV is used to perform L2 switching on the NIC

itself, and data can be copied directly into User Space of the appropriate VM. While this

minimizes data movement, it does come at the cost of limited flexibility in how packets

are routed to the VM, since the NIC must be configured with a static mapping and packet

header information other than the MAC address cannot be used for routing.

The architecture of NetVM is shown in Figure 7.3(c). It does not rely on SR-IOV, instead

allowing a User Space application in the hypervisor to analyze packets and decide how

to forward them. However, rather than copy data to the Guest, we use a shared memory

mechanism to directly allow the Guest User Space application to read the packet data it

needs. This provides both flexible switching and high performance.

7.2.1 Zero-Copy Packet Delivery

NetVM employs two communication channels to quickly move data between the NIC and

guest VM applications as shown in Figure 7.4. The first is a small, shared memory region

(shared between the hypervisor and each individual VM) that is used to transmit packet

descriptors. The second is a huge page region that allows applications to directly read or

write packet data.
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NetVM Core, running as a DPDK enabled user application, polls the NIC to read packets

directly into the Huge Page area using DMA. It decides where to send each packet based

on information such as the packet headers, possibly content, and/or VM load statistics.

NetVM inserts a descriptor of the packet in a ring buffer that is setup between the individual

destination VM and hypervisor. Each individual VM is identified by a “role number”,

that is assigned by the VM manager. The descriptor includes a mbuf location (equivalent

to a sk buff in the Linux kernel) and huge page offset for packet reception. When

transmitting or forwarding packets, the descriptor also specifies the action (transmit out

on the wire through the NIC, discard, or forward to another VM) and role number (i.e., the

destination VM ID when forwarding). While this descriptor data must be copied between

the hypervisor and guest, it allows the guest application to then directly access the packet

data stored in the shared huge pages.

After the guest application (typically implementing some form of network functionality
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like a router or firewall) analyzes the packet, it can ask NetVM to forward the packet

to a different VM or transmit it over the network. Forwarding simply repeats the above

process—NetVM copies the descriptor into the ring buffer of a different VM so that it

can be processed again; the packet data remains in place in the Huge Page area and never

needs to be copied (although it can be independently modified by the guest applications if

desired).

7.2.2 Lockless Design

Shared memory is typically managed with locks, but locks inevitably degrade performance

by serializing data accesses and increasing communication overheads. This is particularly

problematic for high-speed networking: to maintain full 10 Gbps throughput independent

of packet size, a packet must be processed within 67.2 ns [25], yet context switching for a

contested lock takes on the order of micro-seconds [33, 76], and even an uncontested lock

operation may take tens of nanoseconds [34]. Thus a single context switch may cause the

system to fall behind, and thus result in tens of packets being dropped.

We avoid these issues by having parallelized queues with dedicated cores that service

them. When working with NICs that have multiple queues and Receive Side Scaling (RSS)

capability1, the NIC receives packets from the link and places them into one of several flow

queues based on a configurable (usually an n-tuple) hash [103]. NetVM allows only two

threads to manipulate this shared circular queue—the (producer) DPDK thread run by a

core in the hypervisor and the (consumer) thread in the guest VM that performs processing

on the packet. There is only a single producer and a single consumer, so synchronization is

1 Intel NICs support RSS to allow packet processing to be load balanced across multiple processors or cores.
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not required since neither will read or write simultaneously to the same region.

Our approach eliminates the overhead of locking, but it does prevent NetVM from

employing multiple producer or consumer threads. However, this is not a scalability

problem since we can simply create additional queues (each managed by a pair of

threads/cores). This works well with the NIC’s support for RSS, since incoming flows

can automatically be load balanced across the available queues. Note that synchronization

is not required to manage the Huge Page area either, since only one application will ever

have control of the descriptor containing a packet’s address.

Figure 7.5(a) depicts how two threads in a VM deliver packets without interrupting each

other. Each core (marked as a circle) in the hypervisor receives packets from the NIC

and adds descriptors to the tail of its own queue. The guest OS also has two dedicated

cores, each of which reads from the head of its queue, performs processing, and then adds

the packet to a transmit queue. The hypervisor reads descriptors from the tail of these

queues and causes the NIC to transmit the associated packets. This thread/queue separation

guarantees that only a single entity accesses the data at a time.

7.2.3 NUMA-Aware Design

Multi-processor systems exhibit NUMA characteristics, where memory access time de-

pends on the memory location relative to a processor. Under NUMA, a processor should

preferentially access data in its local memory DIMMs. Having cores on different sockets

access memory that maps to the same cache line should be avoided, since this will cause

expensive cache invalidation messages to ping pong back and forth between the two

cores. As a result, ignoring the NUMA aspects of modern servers can cause significant
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performance degradation for latency sensitive tasks like network processing [54, 77].

Quantitatively, a last-level-cache (L3) hit on an Intel Xeon processor 5500 takes up to 40

cycles, but the miss penalty is up to 201 cycles (with 3 GHz processor) [75]. Thus if two

separate sockets in NetVM end up processing data stored in nearby memory locations, the

performance degradation can potentially be up to five times, since cache lines will end up

constantly being invalidated.

Fortunately, NetVM can avoid this issue by carefully allocating and using huge pages in a

NUMA-aware fashion. When a region of huge pages is requested, the memory region is

divided uniformly across all sockets, thus each socket allocates a total of (total huge page

size / number of sockets) bytes of memory from DIMMs that are local to the socket. In the

hypervisor, NetVM then creates the same number of receive/transmit threads as there are

sockets, and each is used only to process data in the huge pages local to that socket. The

threads inside the guest VMs are created and pinned to the appropriate socket in a similar

way. This ensures that as a packet is processed by either the host or the guest, it always

stays in a local memory bank, and cache lines will never need to be passed between sockets.
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Figure 7.5 illustrates how two sockets (gray and white) are managed. That is, a packet

handled by gray threads is never moved to white threads, thus ensuring fast memory

accesses and prevents cache coherency overheads. This also shows how NetVM pipelines

packet processing across multiple cores—the initial work of handling the DMAed data

from the NIC is performed by cores in the hypervisor, then cores in the guest perform

packet processing. In a multi-VM deployment where complex network functionality is

being built by chaining together VMs, the pipeline extends to an additional pair of cores in

the hypervisor that can forward packets to cores in the next VM. Our evaluation shows that

this pipeline can be extended as long as there are additional cores to perform processing

(up to three separate VMs in our testbed).

7.2.4 Huge Page Virtual Address Mapping

While each individual huge page represents a large contiguous memory area, the full huge

page region is spread across the physical memory address both because of the per-socket

allocations described in Section 7.2.3, and because it may be necessary to perform multiple

huge page allocations to reach the desired total size if it is bigger than the default unit

of huge page size−the default unit size can be found under /proc/meminfo. This poses a

problem since the address space layout in the hypervisor is not known by the guest, yet

guests must be able to find packets in the shared huge page region based on the address in

the descriptor. Further, looking up these addresses must be as fast as possible in order to

perform line-speed packet processing.

NetVM overcomes the first challenge by mapping the huge pages into the guest in a

contiguous region, as shown in Figure 7.6. NetVM exposes these huge pages to guest
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Figure 7.6: The huge pages spread across the host’s memory must be contiguously aligned
within the VM. NetVM must be able to quickly translate the address of a new packet from
the host’s virtual address space to an offset within the VM’s address space.

VMs using an emulated PCI device. The guest VM runs a driver that polls the device and

maps its memory into user space, as described in Section 7.3.3. In effect, this shares the

entire huge page region among all trusted guest VMs and the hypervisor. Except for the

trusted VMs, other VMs use a regular network interface through the hypervisor, which

means they are not able to see the packets received from NetVM.

Even with the huge pages appearing as a contiguous region in the guest’s memory space, it

is non-trivial to compute where a packet is stored. When NetVM DMAs a packet into the

huge page area, it receives a descriptor with an address in the hypservisor’s virtual address

space, which is meaningless to the guest application that must process the packet. While it

would be possible to scan through the list of allocated huge pages to determine where the

packet is stored, that kind of processing is simply too expensive for high-speed packet rates

because every packet needs to go through this process. To resolve this problem, NetVM

uses only bit operations and precomputed lookup tables; our experiments show that this

improves throughput by up to 10% (with 8 huge pages) and 15% (with 16 huge pages) in

the worst case compared to a naive lookup.

In order to find an offset in the VM’s huge page mapping, when a packet is received,
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we need to know which huge page it belongs to. Firstly, we build up an index map that

converts a packet address to a huge page index. The index is taken from the upper 8 bits of

its address (31st bit to 38th bit). The first 30 bits are the offset in the corresponding huge

page, and the rest of bits (the left of the 38th bit) can be ignored. We denote this function as

IDMAP (h) = (h >> 30)&0xFF , where h is a memory address. This index is mapped

to the huge page number using an array HMAP [i], where i is the huge page number.

In order to get the address base (i.e., a starting address of each huge page in ordered and

aligned huge pages) of the huge page where the packet belongs to, we need to establish an

accumulated address base. If all the huge pages have the same size, we do not need this

address base−instead, just multiplying is enough, but since there can be different huge page

sizes, we need to keep track of an accumulated address base. A function HIGH(i) keeps

a starting address of each huge page index i. Lastly, the residual address is taken from

last 30 bits of a packet address using LOW (a) = a&0x3FFFFFFF . OFFSET (p) =

HIGH(HMAP [IDMAP (p)]) | LOW (p) returns an address offset of contiguous huge

pages in an emulated PCI.

7.2.5 Trusted and Untrusted VMs

As is well known, security is a key concern in virtualized cloud platforms. Since NetVM

aims to provide zero-copy packet transmission while also having the flexibility to steer

flows between VMs incorporating additional functionality, it shares huge pages assigned

in hypervisor with multiple guest VMs. A malicious VM may be able to guess where

the packets are in this shared region to eavesdrop or manipulate traffic for other VMs.

Therefore, there must be a clear separation between trusted VMs and non-trusted VMs.
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NetVM provides a group separation to achieve the necessary security guarantees. When a

VM is created, it is assigned to a trust group, which determines what range of memory (and

thus which packets) it will have access to.

While our current implementation supports only trusted or untrusted VMs, it is possible

to subdivide this further. Prior to DMAing packet data into a huge page, DPDK’s

classification engine can perform a shallow analysis of the packet and decide which huge

page memory pool to copy it to. This would, for example, allow traffic flows destined for

one cloud customer to be handled by one trust group, while flows for a different customer

are handled by a second NetVM trust group on the same host. In this way, NetVM enables

not only greater flexibility in network function virtualization, but also greater security when

multiplexing resources on a shared host.

Figure 6.3 shows a separation between trusted VM groups and a non-trusted VM. Each

trusted VM group gets its own memory region, and each VM gets a ring buffer for

communication with NetVM. In constrast, non-trusted VMs only can use generic network

paths such as those in Figure 7.3 (a) or (b).

7.3 Implementation Details

NetVM’s implementation includes the NetVM Core Engine (the DPDK application running

in the hypervisor), a NetVM manager, drivers for an emulated PCI device, modifications

to KVM’s CPU allocation policies, and NetLib (our library for building in-network

functionality in VM’s userspace). Our implementation is built on QEMU 1.5.0 (KVM

included), and DPDK 1.4.1.

KVM and QEMU allow a regular Linux host to run one or more virtual machines. Our
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functionality is split between code in the guest virtual machine, and code running in user

space of the host operating system. We use the terms host operating system and hypervisor

interchangeably in this discussion.

7.3.1 NetVM Manager

The NetVM manager runs in the hypervisor and provides a communication channel so that

QEMU can pass information to the NetVM core engine about the creation and destruction

of VMs, as well as their trust level. When the NetVM manager starts, it creates a server

socket to communicate with QEMU. Whenever QEMU starts a new VM, it connects to the

socket to ask the NetVM Core to initialize the data structures and shared memory regions

for the new VM. The connection is implemented with a socket-type chardev with “-chardev

socket,path=<path>,id=<id>” in the VM configuration. This is a common approach to

create a communication channel between a VM and an application running in the KVM

host, rather than relying on hypervisor-based messaging [84].

NetVM manager is also responsible for storing the configuration information that deter-

mines VM trust groups (i.e., which VMs should be able to connect to NetVM Core) and

the switching rules. These rules are passed to the NetVM Core Engine, which implements

these policies.

7.3.2 NetVM Core Engine

The NetVM Core Engine is a DPDK userspace application running in the hypervisor.

NetVM Core is initialized with user settings such as the processor core mapping, NIC port

settings, and the configuration of the queues. These settings determine how many queues
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are created for receiving and transmitting packets, and which cores are allocated to each

VM for these tasks. NetVM Core then allocates the Huge Page region and initializes the

NIC so it will DMA packets into that area when polled.

The NetVM core engine has two roles: the first role is to receive packets and deliver/switch

them to VMs (using zero-copy) following the specified policies, and the other role is to

communicate with the NetVM manager to synchronize information about new VMs. The

main control loop first polls the NIC and DMAs packets to huge pages in a burst (batch),

then for each packet, NetVM decides which VM to notify. Instead of copying a packet,

NetVM creates a tiny packet descriptor that contains the huge page address, and puts that

into the private shared ring buffer (shared between the VM and NetVM Core). The actual

packet data is accessible to the VM via shared memory, accessible over the emulated PCI

device described below.
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7.3.3 Emulated PCI

QEMU and KVM do not directly allow memory to be shared between the hypervisor and

VMs. To overcome this limitation, we use an emulated PCI device that allows a VM to

map the device’s memory—since the device is written in software, this memory can be

redirected to any memory location owned by the hypervisor. NetVM needs two seperate

memory regions: a private shared memory (the address of which is stored in the device’s

BAR#0 register) and huge page shared memory (BAR#1). The private shared memory is

used as ring buffers to deliver the status of user applications (VM→ hypervisor) and packet

descriptors (bidirectional). Each VM has this individual private shared memory. The huge

page area, while not contiguous in the hypervisor, must be mapped as one contiguous chunk

using the memory region add subregion function. We illustrated how the huge pages map

to virtual addresses, earlier in Section 7.2.4. In our current implementation, all VMs access

the same shared huge page region, although this could be relaxed as discussed in 7.2.5.

Inside a guest VM that wishes to use NetVM’s highspeed IO, we run a front-end driver that

accesses this emulated PCI device using Linux’s Userspace I/O framework (UIO). UIO

was introduced in Linux 2.6.23 and allows device drivers to be written almost entirely in

userspace. This driver maps the two memory regions from the PCI device into the guest’s

memory, allowing a NetVM user application, such as a router or firewall, to directly work

with the incoming packet data.

7.3.4 NetLib and User Applications

Application developers do not need to know anything about DPDK or NetVM’s PCI device

based communication channels. Instead, our NetLib framework provides an interface
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between PCI and user applications. User applications only need to provide a structure

containing configuration settings such as the number of cores, and a callback function. The

callback function works similar to NetFilter in the linux kernel [110], a popular framework

for packet filtering and manipulation. The callback function is called when a packet is

received. User applications can read and write into packets, and decide what to do next.

Actions include discard, send out to NIC, and forward to another VM. As explained in

Section 7.3.1, user applications know the role numbers of other VMs. Therefore, when

forwarding packets to another VM, user applications can specify the role number, not

network addresses. This abstraction provides an easy way to implement communication

channels between VMs.

Figure 7.8 illustrates a packet flow. When a packet is received from the hypervisor, a thread

in NetLib fetches it and calls back a user application with the packet data. Then the user

application processes the packet (read or/and write), and returns with an action. NetLib puts

the action in the packet descriptor and sends it out to a transmit queue. NetLib supports

multi-threading by providing each user thread with its own pair of input and output queues.

There are no data exchanges between threads since NetLib provides a lockless model as

NetVM does.
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7.4 Evaluation

NetVM enables high speed packet delivery in-and-out of VMs and between VMs, and

provides flexibility to steer traffic between function components that reside in distinct VMs

on the NetVM platform. In this section, we evaluate NetVM with the following goals:

• Demonstrate NetVM’s ability to provide high speed packet delivery with typical applica-

tions such as: Layer 3 forwarding, a userspace software router, and a firewall (§ 7.4.2),

• Show that the added latency with NetVM functioning as a middlebox is minimal (§ 7.4.3),

• Analyze the CPU time based on the task segment (§ 7.4.4), and

• Demonstrate NetVM’s ability to steer traffic flexibly between VMs(§ 7.4.5).

In our experimental setup, we use two Xeon CPU X5650 @ 2.67GHz (2x6 cores) servers—

one for the system under test and the other acting as a traffic generator—each of which has

an Intel 82599EB 10G Dual Port NIC (with one port used for our performance experiments)

and 48GB memory. We use 8GB for huge pages because Figure 7.9 shows that at least 6GB

is needed to achieve the full line-rate (we have seen in Intel’s performance reports setting

8GB as a default huge page size). The host OS is Red Hat 6.2 (kernel 2.6.32), and the guest

OS is Ubuntu 12.10 (kernel 3.5). DPDK-1.4.1 and QEMU-1.5.0 are used. We use PktGen

from WindRiver to generate traffic [109].

We also compare NetVM with SR-IOV, the high performance IO pass-through system

popularly used. SR-IOV allows the NIC to be logically partitioned into “virtual functions”,

each of which can be mapped to a different VM. We measure and compare the performance

and flexibility provided by these architectures.
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Figure 7.9: Huge page size can degrade throughput up to 26% (64-byte packets). NetVM
needs 6GB to achieve the line rate speed.

7.4.1 Applications

L3 Forwarder [27]: We use a simple layer-3 router. The forwarding function uses a hash

map for the flow classification stage. Hashing is used in combination with a flow table

to map each input packet to its flow at runtime. The hash lookup key is represented by

a DiffServ 5-tuple. The ID of the output interface for the input packet is read from the

identified flow table entry. The set of flows used by the application is statically configured

and loaded into the hash at initialization time (this simple layer-3 router is similar to the

sample L3 forwarder provided in the DPDK library).

Click Userspace Router [73]: We also use Click, a more advanced userspace router

toolkit to measure the performance that may be achieved by ‘plugging in’ an existing

router implementation as-is into a VM, treating it as a ‘container’. Click supports the

composition of elements that each perform simple computations, but together can provide

more advanced functionality such as IP routing. We have slightly modified Click by adding

new receive and transmit elments that use Netlib for faster network IO. In total our changes

141



 0

 2000

 4000

 6000

 8000

 10000

 12000

 14000

 0  2000  4000  6000  8000  10000  12000  14000

F
o
rw

ar
d
in

g
 R

at
e 

(K
p
ac

k
et

s/
s)

Input Rate (Kpackets/s)

NetVM
Click-NetVM
SR-IOV-VM

Click-Native-Linux

Figure 7.10: Forwarding rate as a function of input rate for NetVM, Click using NetVM,
SR-IOV, and Native Linux Click-NetVM router (64-byte packets).

comprise approximately 1000 lines of code. We test both a standard version of Click using

Linux IO and our Netlib zero-copy version.

Firewall [114]: Firewalls control the flow of network traffic based on security policies. We

use Netlib to build the foundational feature for firewalls—the packet filter. Firewalls with

packet filters operate at layer 3, the network layer. This provides network access control

based on several pieces of information in a packet, including the usual 5-tuple: the packet’s

source and destination IP address, network or transport protocol id, source and destination

port; in addition its decision rules would also factor in the interface being traversed by the

packet, and its direction (inbound or outbound).

7.4.2 High Speed Packet Delivery

Packet Forwarding Performance: NetVM’s goal is to provide line rate throughput,

despite running on a virtualized platform. To show that NetVM can indeed achieve this,

we show the L3 packet forwarding rate vs. the input traffic rate. The theoretical value for

the nominal 64-byte IP packet for a 10G Ethernet interface−with preamble size of 8 bytes,

142



a minimum inter-frame gap 12 bytes−is 14,880,952 packets.

Figure 7.10 shows the input rate and the forwarded rate in packets/sec for three cases:

NetVM’s simple L3 forwarder, the Click router using NetVM (Click-NetVM), and Click

router using native Linux (Click-Native-Linux). NetVM achieves the full line-rate,

whereas Click-NetVM has a maximum rate of around 6Gbps. This is because Click has

added overheads for scheduling elements (confirmed by the latency analysis we present

subsequently in Table 7.1). Notice that increasing the input rate results in either a

slight drop-off in the forwarding rate (as a result of wasted processing of packets that

are ultimately dropped), or plateaus at that maximum rate. We believe Click-NetVM’s

performance could be further improved by either adding multi-threading support or using

a faster processor. Not surprisingly, Click-Native-Linux performance is extremely poor,

illustrating the dramatic improvement provided simply by zero-copy IO. [73].

With SR-IOV, the VM has two virtual functions associated with it and runs DPDK with

two ports using two cores. SR-IOV achieves a maximum throughput of 5Gbps. It is the

maximum achieved even if the number of virtual functions or cores is increased.

Figure 7.11 now shows the forwarding rate as the packet size is varied. Since NetVM does

not have further overheads as a consequence of the increased packet size (data is delivered

by DMA), it easily achieves the full line-rate. Also, Click-NetVM also can provide the full

line-rate for 128-byte and larger packet sizes.

Inter-VM Packet Delivery: NetVM’s goal is to build complex network functionality by

composing chains of VMs. To evaluate how pipelining VM processing elements affects

throughput, we measure the acheived throughput when varying the number of VMs through

which a packet must flow. We compare NetVM to a set of SR-IOV VMs, the state-of-the-art
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Figure 7.11: NetVM provides a line-rate speed regardless of packet sizes. Due to large
application overhead, Click-NetVM achieves 6.8GB with 64-byte packet size.

for virtualized networking.

Figure 7.12 shows that NetVM achieves a significantly higher base throughput for one

VM, and that it is able to maintain nearly the line rate for chains of up to three VMs.

After this point, our 12-core system does not have enough cores to dedicate to each

VM, so there begins to be a processing bottleneck (e.g., four VMs requires a total of 14

cores: 2 cores−one from each processor for NUMA-awareness−to receive packets in the

host, 4 cores to transmit/forward between VMs, and 2 cores per VM for application-level

processing). We believe that more powerful systems should easily be able to support longer

chains using our architecture. For a more realistic case, we mix chaining (60% of the total

incoming traffic is processed by the VM chain before being finally transmitted on the wire)

with the traffic that is just being forwarded by the single VM back out on the wire using

L3 forwarding (40%). The input traffic meant to be just forwarded is load-balanced among

the VMs. We achieve near line-rate processing even with more than 3 VMs in the chain. In

contrast, SR-IOV performance is limited because of the negative impact of IOTLB cache-

misses, preventing it from reaching the full throughput. Input/output memory management
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Figure 7.12: Inter-VM communication using NetVM can achieve a line-rate speed when
VMs are well scheduled in different CPU cores (here, up to 3 VMs).

units (IOMMUs) use an IOTLB to speed up address resolution, but still each IOTLB cache-

miss renders a substantial increase in DMA latency and performance degradation of DMA-

intensive packet processing [2, 14].

For the 3 VM case, we consider the following realistic chain of processing elements used

in networking: VM#1: L2 forwarding, VM#2: firewall + L2 Forwarding, and VM#3: L3

forwarding. With NetVM, this combination is still able to achieve very close to the full

line-rate (as indicated in Figure 7.12).

7.4.3 Latency

While maintaining line-rate throughput is critical for in-network services, it is also

important for the latency added by the processing elements to be minimized. We quantify

this by measuring the average roundtrip latency for L3 forwarding in each platform. The

measurement is performed at the traffic generator by looping back 64-byte packets sent

through the platform. We include a timestamp on the packet transmitted. Figure 7.13 shows

the roundtrip latency for the three cases: NetVM, Click-NetVM, and SR-IOV. Latency for
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Figure 7.13: Average roundtrip latency for L3 forwarding.

Click-NetVM and SR-IOV increases especially at higher loads when there are additional

packet processing delays under overload. We speculate that at very low input rates, none of

the systems are able to make full benefit of batched DMAs and pipelining between cores,

explaining the initially slightly worse performance for all approaches. After the offered

load exceeds 5Gbps, SR-IOV and Click are unable to keep up, causing overheads due to

packet backlogs; this matches the point where throughout drops for these approaches as

shown earlier, because of wasted processing on packets not forwarded (dropped) by the

platform.

7.4.4 CPU Time Breakdown

Table 7.1 breaks down the CPU cost of forwarding a packet through NetVM. Costs were

converted to nanoseconds from the Xeon’s cycle counters [29]. Each measurement is the

average over a 10 second test. These measurements are larger than the true values because

using Xeon cycle counters has significant overhead (the achieved throughput drops from

10Gbps to 8.7Gbps). Most of the tasks performed by a NetVM’s CPU are included in the

table.
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“NIC → Hypervisor” measures the time it takes DPDK to read a packet from the NIC’s

receive DMA ring. Then NetVM decides which VM to send the packet to and puts a small

packet descriptor in the VM’s receive ring ( “Hypervisor → VM”). Both of these actions

are performed by a single core. “VM → APP” is the time NetVM needs to get a packet

from a ring buffer and delivers it to the user application; the application then spends “APP

(L3 Forwarding)” time; the forwarding application (NetVM or Click) sends the packet back

to the VM (“APP → VM”) and NetVM puts it into the VM’s transmit ring buffer (“VM

→ Hypervisor”). Finally, the hypervisor spends “Hypervisor → NIC” time to send out a

packet to the NIC’s transmit DMA ring.

Core# demonstrates how packet descriptors are pipelined through different cores for

different tasks. As was explained in Section 7.2.3, packet processing is restricted to the

same socket to prevent NUMA overheads. In this case, only “APP (L3 Forwarding)”

reads/writes the packet content.

Time (ns/packet)
Core# Task Simple Click

0 NIC→ Hypervisor 27.8 27.8
0 Hypervisor→ VM 16.7 16.7
1 VM→ APP 1.8 29.4
1 APP (L3 Forwarding) 37.7 41.5
1 APP→ VM 1.8 129.0
1 VM→ Hypervisor 1.8 1.8
2 Hypervisor→ NIC 0.6 0.6

Total 88.3 246.8

Table 7.1: CPU Time Cost Breakdown for NetLib’s Simple L3 router and Click.
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7.4.5 Flexibility

NetVM allows for flexible switching capabilities, which can also help improve perfor-

mance. Whereas Intel SR-IOV can only switch packets based on the L2 address, NetVM

can steer traffic (per-packet or per-flow) to a specific VM depending on system load

(e.g., using the occupancy of the packet descriptor ring as an indication), shallow packet

inspection (header checking), or deep packet inspection (header + payload checking) in

the face of performance degradation. Figure 7.14 illustrates the forwarding rate when

load-balancing is based on load of packets queued−the queue with the smallest number

of packets has the highest priority. The stacked bars show how much traffic each VM

receives and the total. NetVM is able to evenly balance load across VMs. Click-NetVM

shows a significant performance improvement with multiple VMs since additional cores

are able to load balance the more expensive application-level processing. The SR-IOV

system is simply unable to make use of multiple VMs in this way since the MAC addresses

coming from the packet generator are all same. Adding more cores to the single SR-IOV

VM does also not improve performance. We believe this will be a realistic scenario in the

network (not just in our testbed) as the MAC addresses of incoming packets at a middlebox

or a router will likely be the same across all packets.

We also have observed the same performance graph for NetVM’s shallow packet inspection

that load-balances based on the protocol type; deep-packet inspection overhead will depend

on the amount of computation required while analyzing the packet.
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Figure 7.14: State-dependent (or data-dependent) load-balancing enables flexible steering
of traffic. The graph shows a uniformly distributed load-balancing.

7.5 Discussion

We have shown NetVM’s zero-copy packet delivery framework can effectively bring high

performance for network traffic moving through a virtualized network platform. Here we

discuss related issues, limitations, and future directions.

Scale to next generation machines: In this work, we have used the first CPU version

(Nehalem architecture) that supports Intel’s DPDK. Subsequent generations of processors

from Intel, the Sandy-bridge and Ivy-bridge processors have significant additional hard-

ware capabilities (i.e., cores), so we expect that this will allow both greater total throughput

(by connecting to multiple NIC ports in parallel), and deeper VM chains. Reports in the

commercial press and vendor claims indicate that there is almost a linear performance

improvement with the number of cores for native Linux (i.e., non-virtualized). Since

NetVM eliminates the overheads of other virtual IO techniques like SR-IOV, we also

expects to see the same linear improvement by adding more cores and NICs.

Building Edge Routers with NetVM: We recognize that the capabilities of NetVM to
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act as a network element, such as an edge router in an ISP context, depends on having

a large number of interfaces, albeit at lower speeds. While a COTS platform may have

a limited number of NICs, each at 10Gbps, a judicious combination of a low cost Layer

2 (Ethernet) switch and NetVM will likely serve as an alternative to (what are generally

high cost) current edge router platforms. Since the features and capabilities (in terms of

policy and QoS) required on an edge router platform are often more complex, the cost

of ASIC implementations tend to rise steeply. This is precisely where the additional

processing power of the recent processors combined with the NetVM architecture can be an

extremely attractive alternative. The use of the low cost L2 switch provides the necessary

multiplexing/demultiplexing required to complement NetVM’s ability to absorb complex

functions, potentially with dynamic composition of those functions.

Open vSwitch and SDN integration: SDNs allow greater flexibility for control plane

management. However, the constraints of the hardware implementations of switches and

routers often prevent SDN rules from being based on anything but simple packet header

information. Open vSwitch has enabled greater network automation and reconfigurability,

but its performance is limited because of the need to copy data. Our goal in NetVM is to

build a base platform that can incorporate the functionality and flexibility typically needed

in the network while providing high speed data movement underneath. We aim to integrate

Open vSwitch capabilities into our NetVM Manager. In this way, the inputs that come

from a SDN Controller using OpenFlow could be used to guide NetVM’s management

and switching behavior. Presumably, as the control primitives in SDN evolve, the use

of NetVM’s flexibility in demultiplexing will allow the NetVM Manager acting as the

equivalent ’vSwitch’ to accommodate more complex rule sets, that also scale up (as the

newer processors have more, faster cores).
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Other Hypervisors: Our implementation uses KVM, but we believe the NetVM archi-

tecture could be applied to other virtualization platforms. For example, a similar setup

could be applied to Xen; the NetVM Core would run in Domain-0, and Xen’s grant table

functionality would be used to directly share the memory regions used to store packet data.

However, Xen’s limited support for Huge Pages would have to be enhanced.

Server Type Applications: NetVM focuses on middle-box type applications, but end-

host applications can also run in the NetVM platform. Server type applications, such as a

high throughput video server, may generate large packet streams themselves (rather than

simply analyze or reroute existing flows). Existing DPDK server type applications can be

trivially ported to NetLib, since both use the same (rte mbuf) networking data structure and

programming interface. Since SR-IOV transmit performance generally does not have the

same overheads as receive, server applications built on NetVM could send external traffic

with SR-IOV, while allowing inter-VM communication to exploit our fast shared pages.

7.6 Related Work

The introduction of multi-core and multi-processor systems has led to significant advances

in the capabilities of software based routers. The RouteBricks project sought to increase the

speed of software routers by exploiting parallelism at both the CPU and server level [41].

Similarly, Kim et. al. [71] demonstrate how batching I/O and CPU operations can

improve routing performance on multi-core systems. Rather than using regular CPU cores,

PacketShader [54] utilizes the power of general purpose graphic processing units (GPGPU)

to accelerate packet processing. Hyper-switch [107] on the other hand uses a low-overhead

mechanism that takes into account CPU cache locality, especially in NUMA systems. All

of these approaches demonstrate that the memory access time bottlenecks that prevented
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software routers such as Click [73] from performing line-rate processing are beginning

to shift. However, none of these existing approaches support deployment of network

services in virtual environments, a requirement that we believe is crucial for lower cost

COTS platforms to replace purpose-built hardware and provide automated, flexible network

function management.

The desire to implement network functions in software, to enable both flexibility and

reduced cost because of running on COTS hardware, has recently taken concrete shape

with a multitude of network operators and vendors beginning to work together in various

industry forums. In particular, the work spearheaded by European Telecommunications

Standards Institute (ETSI) on network function virtualization (NFV) has outlined the

concept recently [115, 135]. While the benefits of NFV in reducing equipment cost

and power consumption, improving flexibility, reduced time to deploy functionality and

enabling multiple applications on a single platform (rather than having multiple purpose-

specific network appliances in the network) are clear, there is still the outstanding problem

of achieving high-performance. To achieve a fully capable NFV, high-speed packet delivery

and low latency is required. NetVM provides the fundamental underlying platform to

achieve this.

Improving I/O speeds in virtualized environments has long been a challenge. Renato et al.

narrow the performance gap by improving the performance of the driver domain model

to reduce execution costs for gigabit Ethernet NICs [113]. vBalance dynamically and

adaptively migrates the interrupts from a preempted vCPU to a running one, and hence

avoids interrupt processing delays to improve the I/O performance for SMP-VMs [21].

vTurbo accelerates I/O processing for VMs by offloading that task to a designated core

called a turbo core that runs with a much smaller time slice than the cores shared by
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production VMs [132]. VPE improves the performance of I/O device virtualization by

using dedicated CPU cores [80]. However, none of these achieve full line-rate packet

forwarding (and processing) for network links operating at 10Gbps or higher speeds.

Middleboxes have traditionally been combined hardware-software packages that come

together on a special-purpose appliance, often at high cost. To deploy low-cost and easily

manageable middleboxes, other researchers have looked into middlebox virtualization

on commodity servers. Split/Merge [106] describes a new abstraction (Split/Merge),

and a system (FreeFlow), that enables transparent, balanced elasticity for stateful virtual

middleboxes to have the ability to migrate flows dynamically. xOMB [5] provides flexible,

programmable, and incrementally scalable middleboxes based on commodity servers and

operating systems to achieve high scalability and dynamic flow management. CoMb [116]

addresses key resource management and implementation challenges that arise in exploiting

the benefits of consolidation in middlebox deployments. These systems provide flexible

management of networks and are complementary to the the high-speed packet forwarding

and processing capability of NetVM.

7.7 Conclusion

We have described a high-speed network packet processing platform, NetVM, built from

commodity servers that use virtualization. By utilizing Intel’s DPDK library, NetVM

provides a flexible traffic steering capability under the hypervisor’s control, overcoming the

performance limitations of the existing, popular SR-IOV hardware switching techniques.

NetVM provides the capability to chain network functions on the platform to provide a

flexible, high-performance network element incorporating multiple functions. At the same
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time, NetVM allows VMs to be grouped into multiple trust domains, allowing one server

to be safely multiplexed for network functionality from competing users.

We have demonstrated how we solve NetVM’s design and implementation challenges.

Our evaluation shows NetVM outperforms the current SR-IOV based system for both

forwarding functions and for functions spanning multiple VMs, both in terms of high

throughput reduced packet processing latency. NetVM provides greater flexibility in packet

switching/demultiplexing, including support for state-dependent load-balancing. NetVM

demonstrates that recent advances in multi-core processors and NIC hardware have shifted

the bottleneck away from software-based network processing, even for virtual platforms

that typically have much greater IO overheads.
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Chapter 8

SUMMARY AND FUTURE WORK

8.1 Thesis Summary

This dissertation has explored improving and repurposing data center resources with

virtualization and performance-aware distributed systems that can improve application

performance, and data center efficiency. We propose solutions with one or a combination

of the methods: using application workload characteristics, granting the hypervisor greater

control over data center resources, and/or bypassing virtualization overheads.

Using application workload characteristics: First we showed how using application

workload characteristics can help schedule resources. We proposed a new CPU scheduler

in a virtualization layer to help the system decide how to prioritize VMs based on their

workload characteristics. This provides better user experience by adaptively scheduling

VMs based on the priority. Secondly, we also developed a hash space scheduler to control

distributed memory cache systems. As opposed to the current method of assigning hash
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space statically, we utilize application workload characteristics to decide how to allocate

the hash space to achieve the maximum performance.

Granting the hypervisor greater control over data center resources: We investigated

how the virtualization layer can better manage under-utilized data center resources. Data

center servers are typically overprovisioned, leaving spare memory and CPU capacity idle

to handle unpredictable workload bursts by the VMs running on them. We proposed a

new memory management system to repurpose the use of spare memory that is not used

actively. We extended this work even further to support a hierarchical memory structure by

using a second-layer of flash to substantially increase the cache size.

Bypassing virtualization overheads: We proposed a way of bypassing virtualization

overheads. Specifically, software routers, software defined networks, and hypervisor based

switching technologies have sought to reduce the cost of virtualization overheads and

increase flexibility compared to traditional network hardware. However, these approaches

have been stymied by the performance achievable with commodity servers. These

limitations on throughput and latency have prevented software routers from supplanting

custom designed hardware. To improve this situation, we proposed a platform for running

complex network functionality at line-speed using commodity hardware.

To summarize, we have used various approaches to better utilize the data center resources−CPU,

memory, disk and network−, targeting to improve application performance. Our contri-

butions include new virtualization frameworks, CPU scheduling algorithms, memory and

disk partitioning algorithms, and a high-speed network platform. All the systems in this

dissertation are implemented in real virtualized system environments using Xen and KVM.
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8.2 Future Work

In this section we discuss about future research directions derived from this dissertation

work.

Hardware Architecture-Aware Scheduling: Since the virtualization technology is all

about how to efficiently utlize hardware resources and isolate performance between VMs,

the perspective of hardware architectures should be taken into consideration. D-Pride can

be extended with the knowledge of cache and NUMA architectures to provide a better

CPU scheduling algorithm. Also, NetVM can be further enhanced with this knowledge to

automatically coordinate the CPU cores and network transmission.

Cache Stack in Data Ceters: Mortar and CacheDriver in this dissertation aim to improve

data center memory usage by repurposing spare memory and disk as a supplimentary cache

layer. The DHT scheduler provides a way of coordinating the distributed cache layer. We

envision to merge these works to provide an extra cache layer across holistic data centers

to better utilize spare memory and disk resources in order to achieve better application

performance and data center efficiency.

Network Function Virtualization (NFV) on Commodity Servers: The desire to

implement network functions in software, to enable both flexibility and reduced cost

because of running on COTS hardware, has recently opened broader research problems.

While the benefits of NFV in reducing equipment cost and power consumption, improving

flexibility, reduced time to deploy functionality and enabling multiple applications on a

single platform (rather than having multiple purpose-specific network appliances in the

network) are clear, there is still the outstanding problem of achieving high-performance.
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To achieve a fully capable NFV, high-speed packet delivery and low latency is required.

NetVM aims to provide the fundamental underlying platform to achieve this, but still

integrating NetVM with softwares is challenging.

Topology and Service Discovery: Cloud data centers are difficult to manage because

providers have no knowledge of what applications are being run by customers or how

they interact. As a consequence, current clouds provide minimal automated management

functionality, passing the problem on to users who have access to even fewer tools since

they lack insight into the underlying infrastructure. Ideally, the cloud platform, not the

customer, should be managing data center resources in order to both use them efficiently

and provide strong application-level performance and reliability guarantees. To do this,

we believe that clouds must become “distibuted-aware” so that they can deduce the overall

structure and dependencies within a client’s distributed applications and use that knowledge

to better guide management services. Towards this end we are developing a light-weight

topology detection system that maps distributed applications and a service classification

algorithm that can determine not only overall application types, but individual VM roles as

well.
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