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Abstract of Dissertation

Novel Methodologies in Categorical Data Analysis 

Categorical response data is ubiquitous across virtually every applied field of statistics. In 

general, there are three ways in which categorical data are modeled. With standard classi- 

fication, the aim is simply to predict the most likely category for a response on the basis 

of covariate data. A similar approach extends this paradigm by ranking the response cate- 

gories by order of likelihood. Probabilistic classification offers the most general approach 

by assigning a probability estimate to each potential response category. The goal of this 

dissertation is twofold. First, we advance the theory and methods used in probabilistic 

classification when there is a single, categorical covariate from which to make inference. 

Distributional estimators are developed and evaluated through a frequentist framework in 

Chapter 1 and through a Bayesian lens in Chapter 2. In each framework, the estimators 

developed outperform their empirically-based counterparts by way of reducing the mean 

integrated squared error. The second aim of this dissertation is to model categorical re- 

sponse data in the field of baseball statistics or sabermetrics. In Chapter 3, we develop 

highly-tailored distributional estimates of batting outcomes conditional on a large, multi- 

variate set of pitching predictors. These estimators, along with win-probability estimators 

developed in Chapter 4, are used to assign novel Wins Above Replacement scores to players 

in Major League Baseball. 
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Chapter 1

Conditional Kernel Estimation for

Categorical Response Data

Abstract

In this chapter, we present a novel, kernel-based estimator of categorical distributions

conditional on a single covariate. We develop a transformation-invariant estimator which

can be expressed as both a kernel estimator and as a linear combination of baseline estima-

tors. We derive the asymptotic mean and variance of the estimator and show that it has a

limiting normal distribution. An extensive focus is placed on the bandwidth function asso-

ciated with the estimator’s response kernel. Various forms of this bandwidth function are

considered and estimators are constructed which are designed to reduce the mean squared

error of the estimator. Additionally, we calculate the asymptotic order of the bandwidth es-

timators. The chapter concludes with a simulation study which examines the performance

of the estimator in a variety of settings.

1.1 Introduction

The modeling of categorical response data conditional on one or more covariates is a com-

mon problem in statistics and machine learning. Kernel estimation is one commonly used
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nonparametric approach based on the intuitive notion of “smoothing” data. However, when

the response variable is categorical, the idea of smoothing becomes more ambiguous. In

general, kernel estimators have less facility with categorical response variables due to re-

strictive kernel functions which do not account for “connections” between categories. The

aim of this chapter is to propose a novel two-step kernel estimator which is specifically

tailored to the problem of categorical response estimation.

The formal layout for the proposed categorical kernel estimator (CKE) is as follows:

Let Y be a categorical random variable with K supported categories. Let X be a cate-

gorical covariate with marginal pmf, m(x), with R supported categories. Take g(y | x) to

be the conditional pmf of Y given X and set f (x,y) = m(x)g(y | x) as the joint pmf. Let

(X1,Y1), . . . ,(Xn,Yn) be n iid random variables from f . Our aim is to estimate g(y | x) using

a kernel estimator. This is typically done by choosing estimators of f , m and g to take the

form

f̂ (x,y) =
1
n

n

∑
i=1

K(x,Xi)L(y,Yi), m̂(x) =
1
n

n

∑
i=1

K(x,Xi),

ĝ(y | x) = f̂ (x,y)
m̂(x)

,

(1.1)

where K and L denote the covariate-kernel and the response-kernel, respectively. This

approach relies heavily on the assumption that conditional probabilities vary smoothly with

respect to x. In other words, for a fixed outcome y, g(y | x) should be a continuous function

of x. The less statistical roughness g has, the better suited it will be for kernel estimation.

1.1.1 Background

One of the biggest challenges in modeling categorical-response data stems from the fact

that traditional kernel estimation typically relies on “metric-based” kernels. Note that ker-

nels are typically expressible in the form K(x1,x2) = K∗(d(x1,x2)), where d is a metric

on X 2 and K∗(·) is an arbitrary kernel centered at zero. However, given a categorical re-

sponse Y , the available choices for a metric-based kernel are limited. At best, one can only
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construct a trivial distance metric on a categorical set: d(y1,y2) = I(y1 = y2)×δ + I(y1 6=

y2)× (1− δ ). This metric leads to the response-kernel first examined by Aitchison and

Aitken (1976),

L(y,Yi) =


1−hδ , if y = Yi

hδ

K−1 , if y 6= Yi

. (1.2)

Titterington (1980) argues that this approach is equivalent to a naı̈ve shrinkage estimator

which can outperform MLEs on the basis of risk. More recently, Kokonendji and Kiessé

(2011) derived several important properties of a kernel estimator supplied with this trivial

kernel. Namely, they showed that under weak conditions, the estimator maintains global

consistency and it has an asymptotically normal distribution.

Kernel estimation can also be used in a way that avoids the issues presented by the

trivial-kernel. In order to describe this approach, we will need to lay out an alternative

framework. Note that an equivalent way to model conditional categorical data is to treat

it as multinomial data instead. Suppose the covariate X takes on R distinct values. Then,

(X1,Y1), . . . ,(Xn,Yn) can be converted to the multinomial counts, {Nx,y : x= 1, . . . ,R and y=

1, . . . ,K}. Here, Nx,y denotes the number of instances of (Xi,Yi) = ( j,k) in the original

data. A natural estimator of g(y | x) is given by ĝ1(y | x) =
Nx,y
Nx,·

, where Nx,· = ∑
K
k=1 Nx,k.

One limitation of this multinomial-data conversion is that Nx,· will need to be sufficiently

large in order for ĝ1(y | x) to be a useful estimator. If X is a continuous covariate, then

Nx,· ∈ {0,1} for each x unless the covariate is binned — possibly at the expense of losing

significant information.

Simonoff (1998) used kernel estimation in this multinomial framework to estimate

probabilities for categorical response-data with a continuous, univariate predictor. He im-

plemented a local polynomial regression estimator to smooth the data. This estimator can

be expressed as ĝS(y | x) = β̂0, where

β̂ = argmin
βββ

{ R

∑
j=1

K(x,x j)[ĝ1(y | x)−β0−·· ·−βt(x− x j)
>]

}
.

3



Simonoff further incorporated a penalty function to regulate the underlying roughness. He

argued that the usefulness of this smoothing approach lied in its amenability to asymptotic

analysis and its good behavior near boundaries.

Okumura and Naito (2006) also used a smoothing approach based on the multino-

mial framework. They developed the following estimator which generalizes the Nadaraya-

Watson estimator,

ĝON(y | x) =
{

∑
R
j=1 K(x,x j)[ĝ1(y | x j)]

λ+1} 1
λ+1

∑
K
`=1
{

∑
R
j=1 K(x,x j)[ĝ1(y` | x j)]λ+1

} 1
λ+1

.

where ĝ1(y | x j) is the empirical estimate of g(y | x j). The new parameter λ is based on

the power-divergence measure for distributions. The authors showed that λ acts as a form

of smoothing in addition to the standard bandwidth associated with K. One important

aspect of the estimator is that as λ increases, ĝ(y | x) shifts closer to the marginal estimate,
N·,y
n . They also show that a bias-corrected version of their estimator exhibits asymptotic

normality.

Of course, kernel estimation is not the only approach to modeling categorical data.

Perhaps the most important parametric model of categorical data is the multinomial logistic

regression model. This model takes the form,

P(Y = y | X = x) =
exp{βy · x}

∑
K
k=1 exp{βk · x}

, (1.3)

where βK := 0. A common obstacle in implementing logistic regression is the fact that the

X may require some unknown transformation to be of any use. Tutz and Scholz (2004)

adapted this logistic model into the nonparametric setting by dropping the assumption of

linearity, βy ·X , and replacing it with smooth functions of the covariates, βy(X). These

functions can then be estimated using a finite number of basis functions linked to knots.

Each of the methods discussed offers a way to estimate categorical probabilities con-

ditional on certain covariates. To date, Aitchison and Aitken’s work represents the only
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effort to use kernel estimation on categorical rather than multinomial data. Yet the trivial

nature of their estimator ignores important probabilistic connections between categories.

The multinomial framework is an alternative approach for utilizing kernel estimation. But,

again, this approach requires a sufficient number of observations at each level of the co-

variate. This makes it difficult to incorporate continuous or multivariate covariates in this

framework. Lastly, Tutz and Scholz offered a flexible semi-parametric method for esti-

mating categorical outcomes. Their approach requires the specification and estimation of

many basis functions. In what follows, we propose a nonparametric estimator using the

categorical-data framework. We will expand on the trivial estimator from (1.2) by devel-

oping a response-kernel which borrows information from observed categories and applies

it to target categories.

1.2 Framework

As discussed previously, a nontrivial distance metric cannot be defined on a categorical set.

However, this fact does not imply that meaningful connections do not exist between dif-

ferent categorical outcomes. In fact, such “categorical connections” can be used to greatly

improve the estimation of the conditional pmf and will serve as the basis for the CKE.

Before we formally define the concept of connected categories, it is useful to consider

a motivational heuristic. Using a metric-based kernel estimator, we can say that a value k

is connected to y if the metric evaluation, d(k,y), is small. Thus, given Xi = x, observing

Yi = k provides reason to add weight to the value ĝ(k | x) and also the value ĝ(y | x). In

other words, if we observe Yi = k, we have obtained evidence that Yi = y could also have

occurred with a similar proportion of the probability that k occurs. This notion serves as a

first principle in our definition of connected values.
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1.2.1 Conditional Mean and Error Functions

In categorical spaces, we can define situations in which categories k and y might be con-

nected using the first principle described in the previous section. We begin by defining ter-

minology which will formalize this notion. Let k and y be fixed values of Y = {1, . . . ,K}.

Throughout this chapter, we use k to refer to an observed or reference category and y to

refer to a target category whose probability we wish to predict. For notational simplicity,

let zk,x = g(k | x) for each k and x. Define the mean function from k to y as

µ(zk,x;k,y) =
m

∑
`=0

βk,y,`z`k,x, (1.4)

where

βββ k,y = argmin
βββ
′
k,y∈Rm+1

{ R

∑
j=1

[
g(y | x j)−

( m

∑
`=0

β
′
k,y,`z

`
k,x j

)]2
}
.

In other words, µ(·;k,y) defines the least squares polynomial regression line between the

probabilities of the reference category and that of the target category. We informally say

that categories k and y are connected if their corresponding conditional probabilities, (g(k |

1),g(y | 1)), . . . ,(g(k | R),g(y | R)), exhibit significant correlation. Equivalently, the two

categories are connected if µ(·;k,y) reduces the mean squared error relative to the mean

of conditional y-probabilities, 1
R ∑

R
x=1 g(y | x). We also define an additional error function

to be the difference between the true probability of a category and an associated mean,

ε(x;k,y) = g(y | x)−µ(g(k | x);k,y). In this way, we may then decompose the conditional

pmf as

g(y | x) = µ(g(k | x);k,y)+ ε(x;k,y), (1.5)

for each k = 1, . . . ,K. While this formulation resembles a standard linear regression, it

is important to note a key distinction: The values of the error function are fixed and no

assumptions are placed on them. The usefulness of this decomposition is detailed in the

next section.
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1.2.2 Two-Step Estimator

Categorical kernel estimators can be used to estimate conditional pmfs for arbitrary covari-

ates. They are defined through a two-step process. In our first step, we define the step-one,

baseline estimator to be a local empirical proportion for each category,

ĝ1(y | x) =
∑

n
i=1 I(x,Xi)I(Yi = y)

∑
n
i=1 I(x,Xi)

. (1.6)

Here, K1 denotes an arbitrary covariate-kernel. Similarly, the indicator function serves as a

crude response-kernel. This step-one estimator can be thought of as a baseline estimator of

g(y | x). Once this baseline is established, we then fit the step-two CKE given by

ĝ2(y | x)(y | x) =
∑

n
i=1 I(x,Xi)L(x;Yi,y)

∑
n
i=1 I(x,Xi)

, (1.7)

where K2 is a second, possibly distinct, covariate-kernel. The response-kernel, L(x;Yi,y)

is the key component of the step-two estimator and we consider two competing functional

forms. The primary form that we consider for the response-kernel is given by

L(x;Yi,y) = µ(ĝ1(Yi | x);Yi,y)(1− e−h(·))+ I(Yi = y)e−h(·), (1.8)

Note that the response-kernel is a weighted average of two different estimates of g(y | x).

Unlike the baseline estimator whose response kernel is zero whenever Yi 6= y, this new

kernel always assigns some weight to each category, y, regardless of the value of Yi.

The response-kernel in (1.8) is distinguished from the traditional kernels discussed in

Section 1.1.1. Though it still maintains a bandwidth to concentrate weight around the

observed category, it is not a composition of a distance-metric over the response space.

Instead, the closeness of the observed category, Yi, to the target category, y, is represented

through the mean function, µ(·;Yi,y). If Yi is strongly connected to category y, then it

is more likely that µ(ĝ1(Yi | x);Yi,y) will result in a value that is further from the mean

7



probability of the target category as there is more information available to make this deter-

mination.

The secondary response-kernel form under consideration is defined in the specific case

where the mean function is chosen to be linear, µ(zk,x;k,y) = β0,k,y +β1,k,yzk,x, where the

parameters are estimated using least squares. In this setting, we define a bandwidth-free

response-kernel as

L(x;Yi,y) =
K

∑
k=1

wk,x(β0,k,y +β1,k,yI(Yi = k)), (1.9)

where wwwx = [w1,x, . . . ,wK,x]
> denotes an arbitrary weight vector. With this kernel, the objec-

tive is to determine optimal weights instead of a bandwidth function to facilitate prediction

of the conditional probabilities.

1.2.3 Mean Function Estimation

Implementation of the two-step CKE requires the estimation of (K−1)2 conditional mean

functions: One for each pair of distinct categories. Formally, for each ordered (k,y) where

k 6= y, we want to estimate µ(z;k,y) over all z. This is a challenging problem in several

respects. Evaluating µ analytically requires knowledge of g as well as the marginal distri-

bution of X — both of which are unknown in practice. We are instead left to estimate µ

using baseline estimates of g and an estimate of the marginal distribution. Ultimately, the

two primary issues to consider when estimating µ are the regression type and the weighting

scheme.

Perhaps the simplest estimation methodology to implement is polynomial regression.

More specifically, the special cases of linear and quadratic regression are flexible enough to

model many common problems. If linear regression is used to estimate the mean function,
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then the estimator will take the form,

µ̂(z;k,y) = β̂0,k,y + β̂1,k,yz.

The estimation of β̂0,k,y and β̂1,k,y requires modeling how the pair (ĝ1(k | x), ĝ1(y | x)) varies

as a function of x. One simple approach would be to regress ĝ1(y | Xi) on ĝ1(k | Xi) for i =

1, . . . ,n. This uniform weighting scheme is an obvious approach which implicitly estimates

the marginal distribution of X . However, there are advantages to using different weighting

methods. For instance, another useful approach is to estimate least squares coefficients

using weights w1, . . . ,wn, where wi ∝ ∑
n
j=1 I(X j = Xi).

To illustrate the two different weighting methods, consider the following example from

Major League Baseball. In 2015, a total of 702,285 pitches were thrown by 735 different

pitchers. For the ith pitch, let Xi denote the pitcher who threw it (a categorical level) and

let Yi denote the resulting outcome (also a categorical level). The baseline estimator was

fitted and the pairs, (ĝ1(k | x), ĝ1(y | x)), are plotted below, where k = Swinging Strike and

y = Double. The size of the point is proportional to the number of pitches each pitcher

threw. In this example, a linear mean function seems appropriate. However, markedly

different results are obtained by weighting each point evenly instead of proportional to

counts.
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Figure 1.1: The uniformly weighted mean function (green) is much flatter than the count-
weighted mean function (red).

Although polynomial regression is easy to implement, there is no guarantee that the

mean function estimators will be consistent. This is not an egregious deficiency because

consistency of mean functions is not the ultimate concern of the CKE: Rather, our aim is

to maintain consistency of the estimator. However, an alternative approach which is aimed

at preserving consistency of the mean function is an adaptation of the classic Nadaraya-

Watson estimator. For some arbitrary kernel K, we can define a mean function estimator

as

µ̂(z;k,y) =
∑

n
i=1 K(z, ĝ1(k | Xi))ĝ1(y | Xi)

∑
n
i=1 K(z, ĝ1(k | Xi))

,

As with polynomial regression, the Nadaraya-Watson estimator still suffers from one

major theoretical shortcoming. Namely, the substitution of baseline estimators for the true

probabilities implies that there is measurement error in the independent variables. Thus,

regression dilution is likely to produce an additional bias in the estimates. There are

methods for adapting these estimators to the measurement error setting. One potentially

fruitful approach is to view the regression problem in a Bayesian framework. If we view

(g(k | x),g(y | x)) as a random variable with some prior distribution, then a useful mean
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function estimator is the posterior mean

µ̂ (z;k,y) = E[g(y | x) | g(k | x) ∈ B(z,r),(ĝ1(k | Xi), ĝ1(y | Xi)), i = 1, . . . ,n].

The fact that the observations have additional measurement error is just another layer 

of randomness which can be accounted for in the posterior mean. The Bayesian 

viewpoint of this particular problem is examined more closely in Chapter 2.

1.3 Theoretical Performance

Under the following conditions, we derive several asymptotic properties of the CKE. 

Namely, we present the asymptotic mean, variance, and normality of the estimator.

   Assumption 1: The covariate X has a categorical distribution with R < ∞ supported cat-

egories.

Assumption 2: The bandwidth function h(·) in the response-kernel is a function only of

(x,y) — it is independent of each observation, Yi. Additionally, n→ ∞ and for each

pair (x,y), h→ 0 in a manner such that h =O(n−1).

Assumption 3: For each pair (k,y) ∈ Y2, µ
′′′
(z;k,y) is bounded over z ∈ (0,1) and

µ
′′
(z;k,y) is continuous for z ∈ [0,1].

Lemma 1.3.1 Using the bandwidth-based response-kernel, the CKE can be expressed as

a linear combination of the baseline estimates,

ĝ2(y | x) = e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x,

where Zk,x = ĝ1(k | x), the baseline estimator, for each k. The alternative, weight-based

response kernel also leads to a linear combination for the step-two estimator,

ĝ2(y | x) =
K

∑
k=1

wk,xµ(Zk,x;k,y).
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Although ĝ2(y | x) is defined as a ratio of sums, it can be re-expressed in the form of a

linear combination of baseline estimates. While our main focus in this chapter is on the

bandwidth-based kernel, it is worth noting the analytic form of the optimal weight vector

for a given covariate level.

Theorem 1.3.2 The weight vector that minimizes the variance for a fixed covariate level,

x, is given by

[w1,x, . . . ,wK,x]
> =

ΣΣΣ
−1111

111>ΣΣΣ
−1111

,

where ΣΣΣ =Cov(µ(Zk,x;k,y),µ(Z`,x;`,y)).

The next result concerns the asymptotic bias of the bandwidth-based estimator.

Theorem 1.3.3 The asymptotic bias of the CKE is given by

Bias[ĝ2(y | x)] =−(1− e−h)E[ε(x;Y,y)]+O(n−1),

where ε(·) is the error function.

Following directly from the definition of ε , we have that the leading bias term will be close

to zero whenever E[µ(g(Y | x);Y,y)] is close to g(y | x).

Theorem 1.3.4 The asymptotic variance of the CKE is given by

Var[ĝ2(y | x)] =
g(y | x)(1−g(y | x))

n×m(x)
+O(n−2).

Note that the variance of ĝ2(y | x) is asymptotically equivalent to the variance of the baseline

estimator. This fact is unsurprising since ĝ2(y | x) naturally approaches ĝ1(y | x) as h→ 0.

Consider that ĝ2(y | x) is ultimately a linear combination of K distinct estimators of g(y | x).

The estimators are ĝ1(y | x), and µ(ĝ1(k | x);k,y) for k ∈ {1, . . . ,K} \ {y}. As n→ ∞,

ĝ1(y | x)→ g(y | x) whereas µ(ĝ1(k | x);k,y) is not necessarily consistent. This property is

reflected in the CKE.
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Theorem 1.3.5
√

n
(
ĝ2(y | x)−g(y | x)

)
is asymptotically normal with zero mean and vari-

ance g(y|x)[1−g(y|x)]
m(x) .

1.3.1 Continuous Covariate

The assumption that the covariate is a categorical random variable appears limiting at first

glance. Ultimately, we are interested in the performance of the CKE outside of the joint-

categorical context. Of particular interest is the setting in which X is a continuous random

variable. However, we can relate all of the previous results to the this setting by defining a

specialized covariate-kernel.

Let X be a univariate and continuous covariate and let Q = {x0,x1, . . . ,xR−1,xR} be a

partition of the domain of X . If the domain is infinite, then x0 and xR can be set to −∞ and

∞, respectively. Define the bin-kernel as follows

K(x,Xi) =


1

x j+1−x j
, if x,Xi ∈ (x j,x j+1]

0, otherwise
. (1.10)

This can be re-expressed as a sum of indicators,

K(x,Xi) =
R−1

∑
j=0

1
x j+1− x j

I(x ∈ (x j,x j+1])I(Xi ∈ (x j,x j+1]).

Additionally, for a given partitionQ, there exists a categorizing function c : X →{1,2, . . . ,R}

where c(x) is defined as the integer j such that x ∈ (x j,x j+1]. This can also be equivalently

written as

c(x) = 1+
R−1

∑
j=0

j× I(x ∈ (x j,x j+1]),

Thus, the bin kernel can be re-expressed as

K(x,Xi) =
1

xc(x)− xc(x)−1
I(c(Xi) = c(x)).
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The categorizing function associated with a bin kernel is a particularly useful theoretical

tool. Suppose we observe the iid sample, X1, . . . ,Xn. Then, c(X1), . . . ,c(Xn) is an iid sample

of categorical random variables. If a bin kernel is used in the CKE, then we will make the

same inference regarding g(y | x) regardless of whether we use the original continuous

sample or the categorized sample. Therefore, each of the asymptotic results can directly

carry over into the continuous covariate setting.

1.4 Choice of Smoothing Parameters

In this section, our primary objective is to formulate a suitable bandwidth function h(·)

to be used in the response-kernel. In particular, we will consider two distinct flavors of

bandwidths. First, we examine a variable-bandwidth which maintains a dependence on

both the covariate and the category we wish to predict. In this way, our response-kernel

will take the form

L(x;y,Yi) = µ̂(ĝ1(Yi | x);Yi,y)(1− e−h(x,y))+ I(Yi = y)e−h(x,y).

This approach has obvious advantages and disadvantages. By allowing for such a strong

dependence, the bandwidth can adapt to many types of data. But with a total of R×K

bandwidth estimators, there can be insufficient data to determine precise estimates for

small sample sizes. The second bandwidth formulation we consider is greatly simplified.

Namely, we choose a constant-bandwidth, h, so that for each (x,y),

L(x;y,Yi) = µ̂(ĝ1(Yi | x);Yi,y)(1− e−h)+ I(Yi = y)e−h.

In the results that follow, we take distinct approaches toward the estimation of the two

types of bandwidths. For the variable-bandwidth, we will seek to minimize the MSE of

each estimate, ĝ2(y | x), conditional on the number of instances of Xi = x. This is a robust
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approach and will greatly facilitate computation. It has the added property of minimiz-

ing the overall mean integrated squared error (MISE) conditional on X . When using the

constant-bandwidth approach, we seek to minimize the MISE of ĝ2 without first condition-

ing on the covariate counts.

Theorem 1.4.1 Define Nx =∑
n
i=1 I(Xi = x) and ZZZ·,x = [Z1,x, . . . ,ZK,x] = [ĝ1(1 | x), . . . , ĝ1(K |

x)]. If h̃(x,y) = argmin
h≥0

{MSE[ĝ2(y | x) | Nx]}, then

h̃(x,y) = log

{
E[(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)

2 | Nx]

E[(g(y | x)−∑
K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]

}

provided that the denominator in the log is positive. Otherwise, h̃(x,y) = 0. The expecta-

tions are taken with respect to ZZZ·,x ∼ 1
Nx

Multinomial(Nx, [g(1 | x), . . . ,g(K | x)]).

This theorem reveals that the optimal bandwidth can be a positive value. This means

that it is possible to derive an estimator of h̃(x,y) which can be used to outperform the base-

line estimator. Before we consider estimation, we first examine the asymptotic behavior of

this optimal estimator in the next theorem. After all, this result is of little use if h̃(x,y) is

unlikely to be a positive value.

Theorem 1.4.2 Suppose that µ and ε satisfy the following regularity conditions: For each

(x,k,y),

1. 1− g(y | x) > E(ε(x;Y,y) | X = x)−E(µ ′(g(Y | x);Y,y)g(Y | x) | X = x). Heuristi-

cally, this means that µ(z;k,y) is not too steep and is a sufficiently close approxima-

tion to g(y | x).

2. Zy 6=∑
K
k=1 µ(Zk;k,y)Zk. This means that µ(z;k,y) is an imperfect predictor of g(y | x)

for some k. If this condition does not hold, then the optimal bandwidth is h̃n(x,y)=∞.

Let h̃n(x,y) be the optimal bandwidth conditional on Nx = n ·m(x). Then, as n→∞, h̃n(x,y)

decreases to zero at a rate of O(n−1).
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The fact that h̃n(x,y) decreases to zero is important because it indicates that for suffi-

ciently large sample sizes, a positive bandwidth can be chosen which outperforms the base-

line estimator. In practice, n does not need to be very large to ensure positivity of h̃n(x,y).

We now turn our attention to the constant-valued bandwidth discussed at the beginning of

this section.

Theorem 1.4.3 If the CKE uses a constant bandwidth h and h̃ = argmin
h≥0

{MISE[h]}, then

h̃= log

{
∑

K
y=1 ∑

R
x=1 m(x)E[(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)

2]

∑
K
y=1 ∑

R
x=1 m(x)E[(g(y | x)−∑

K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)]

}
.

Once again, we set h̃ = 0 if the denominator is negative. The respective expectations are

taken with respect to (Nx,ZZZ·,x), where

ZZZ·,x | Nx ∼
1

Nx
Multinomial(Nx, [g(1 | x), . . . ,g(K | x)]), and Nx ∼ Binomial(n,m(x)).

The next theorem shows that natural plugin estimators of h̃(x,y) and the constant band-

width, h̃, are asymptotically equivalent in probability.

Theorem 1.4.4 Let p̂(z∗) := P̂(Z∗= z∗), where NxZ∗∼Multinomial(Nx, [ĝ1(1 | x), . . . , ĝ1(K |

x)]). The optimal bandwidth, h̃(x,y), can be estimated by

ĥ(x,y) = log

{
∑z∗∈Z p̂(z∗)(z∗y−∑

K
k=1 µ̂(z∗k ;k,y)z∗k)

2

∑z∗∈Z p̂(z∗)(z∗y−∑
K
k=1 µ̂(z∗k ;k,y)z∗k)(ĝ1(y | x)−∑

K
k=1 µ̂(z∗k ;k,y)z∗k)

}
.

Additionally, ĥn(x,y) and h̃n(x,y) are asymptotically equivalent in probability: ĥn(x,y)
h̃n(x,y)

p−→ 1.

A similar plugin estimator of the optimal constant bandwidth can be defined in an analo-

gous manner with the same result: The optimal constant bandwidth and its estimator are

asymptotically equivalent in probability.
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1.5 Simulation Study

An asymptotic expression for the mean integrated squared error is available but the real

utility of the CKE lies in its ability to reduce the MISE for moderate samples relative to the

baseline estimator. In this setting, the bias and variance formulas are generally intractable.

The best way to gauge the quality of the estimator is to examine its performance for a

variety of populations.

As was noted in Section 1.3, continuous covariates can be equivalently treated as cat-

egorical random variables by using a bin-kernel. Therefore, in this simulation study, we

consider only categorical covariate populations. We expect that the estimator will perform

best when many strong connections exist between categories. In other words, there should

exist categories k and y such that a plot of ĝ1(k | x) versus ĝ1(y | x) over all levels of x

should reveal a strong correlation. Additionally, the domain of Y must have at least K = 3

categories in order to use the CKE.

We define a baseline example (Population 1) with K = 3 and R = 10 as follows: Set

m(x) = 1
10 for x = 1, . . . ,10 and define the conditional pmf as follows:

g(y | x) x = 1 2 3 4 5 6 7 8 9 10

y = 1 0.05 0.10 0.10 0.15 0.15 0.20 0.20 0.25 0.25 0.30

2 0.10 0.25 0.15 0.35 0.25 0.45 0.35 0.55 0.45 0.60

3 0.85 0.65 0.75 0.50 0.60 0.35 0.45 0.40 0.30 0.10

Table 1.1: Population 1 has 3 response categories and 10 covariate categories with strong
linear relationships.

The plots below illustrate the strong connections between each pair of categories.
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Figure 1.2: Population 1 pair-plots are shown along with the corresponding linear mean
function (red).

Population 1 is designed to be optimally suited for the CKE — each category has a

strong, linear relationship with every other category. Nine additional populations are con-

sidered in the simulation analysis. A brief description of each population is presented be-

low. We assume the marginal distribution of X is uniform on its support in each population.

That is, m(x) = 1
R for x = 1, . . . ,R.

Population 1: (K,R) = (3,10) - Baseline Example (defined in Table 1.1).

Population 2: (K,R) = (3,10) - Extremely weak connections between all categories.

Population 3: (K,R) = (3,10) - Similar to Pop. 1 but is altered such that each pair has

a slightly weakened connections (i.e. the slopes are smaller for each pair).

Population 4: (K,R) = (3,20) - Similar to Pop. 1 but has twice as many covariate

categories. Each of the category plots is visually similar to those pictured above.

Population 5: (K,R) = (3,10) - Similar to Pop. 1 but has a bigger error variance for

each categorical pair.
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Population 6: (K,R) = (3,10) - Similar to Pop. 1 but has zero error variance for each

categorical pair.

Population 7: (K,R) = (8,10) - This population has several moderately strong connec-

tions.

Population 8: (K,R) = (8,10) - This population has one very strong connections and

everything else is weak.

Population 9: (K,R) = (16,10) - This population has several moderately strong con-

nections.

Population 10: (K,R) = (16,10) - This population has one very strong connection and

everything else is weak.

The plots below display the simulated Relative Efficiency of the CKE versus the base-

line estimator for each population. The relative efficiency is formally defined as

RE =
MISE[ĝ2;h(·) = ĥ(x,y)]

MISE[ĝ1]
=

E[∑x,y m(x)(ĝ2(y | x)−g(y | x))2]

E[∑x,y m(x)(ĝ1(y | x)−g(y | x))2]
.

The simulated RE of the CKE with respect to the baseline estimator is evaluated using

two different bandwidths. Blue dots denote the simulated RE using the estimated constant

bandwidth and red dots denote the simulated RE using the estimated variable bandwidth.

Figure 1.3: Simulated Relative Efficiency of CKE for populations 1 and 2.
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Figure 1.4: Simulated Relative Efficiency of CKE for populations 3 and 4.

Figure 1.5: Simulated Relative Efficiency of CKE for populations 5 and 6.

20



Figure 1.6: Simulated Relative Efficiency of CKE for populations 7 and 8.

Figure 1.7: Simulated Relative Efficiency of CKE for populations 9 and 10.

It is important to consider what happens to the bandwidth as n tends to infinity. We

found similar trends with each population so we restrict our focus to the baseline example

(Population 1) where the constant-bandwidth is used.
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Figure 1.8: The optimal constant bandwidth (black) and the estimated bandwidth (red) are
depicted for population 1.

The black points in Figure 1.8 denote the value of h̃n. The optimal bandwidth initially

starts at large values as there is little information contained in the baseline estimates. How-

ever, as the sample size increases, h̃n diminishes to zero at a rate of n−1. The estimator

ĥn also starts out at large values but underestimates h̃n. Because of this, the CKE is bi-

ased toward the baseline estimator. However, as n→ ∞, the bias begins to vanish so that

ĥn
h̃n

p−→ 1. The plot of ĥn versus h̃n illustrates this result more clearly where the red dashed

line denotes the line of equality.
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Figure 1.9: The estimated bandwidth tends to underestimate the optimal bandwidth. This
effect diminishes as n increases.

1.6 Application: Major League Baseball

We consider data obtained from the MLB Advanced Media Gameday website. This database

is particularly useful as a tool to evaluate the CKE due to the vast amount of data. The web-

site contains data on over seven million individual — and approximately independent —

pitches. After gathering and processing the data, we restrict our attention to two joint-

categorical variables. We define the covariate X to be the Count within a particular plate

appearance. In baseball, the Count is a pair of integers denoting the current number of balls
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and strikes in a plate appearance. However, it is appropriate to treat each of the 12 levels

as categorical events. The response Y is the recorded Outcome of the pitch.

Those familiar with baseball understand that the Count is a bivariate variable consisting

of Balls and Strikes. Prior to each pitch, the Ball count is an integral value between zero

and three while the Strike count is between zero and two. Thus, the Count can assume one

of R = 12 distinct values. In general, a useful order structure cannot be established for the

Count and it is best modeled as a categorical variable. In this analysis, we only consider

pitches which have been put in play and result in one of the following outcomes, {Out,

Single, Double, Triple, Home Run}. Between 2008 and 2015, roughly 1.1 million pitches

resulted in of these K = 5 distinct outcomes. This means that an average of 17,000 observa-

tions were recorded for each response category at every level of the Count. We can use the

complete data set along with the baseline estimator to obtain a very good approximation of

the true pmf. Denote this complete-set, baseline estimator by ĝ∗1 so that ĝ∗1(y | x)≈ g(y | x).

It should be noted that there is no obvious alternative methodology for estimating the

distribution of pitch outcome given the Count. However, an examination of categorical

pairs reveals strong connections between each of the five categories which suggests that

the CKE may be a useful estimator. This is best illustrated by the correlation matrix of ĝ∗1

over the five different outcomes:

Corr(ĝ∗1) =



1.00 −0.80 −0.69 −0.97 0.83

−0.80 1.00 0.96 0.91 −0.99

−0.69 0.96 1.00 0.84 −0.96

−0.97 0.91 0.84 1.00 −0.94

0.83 −0.99 −0.96 −0.94 1.00


Interestingly, the correlation matrix displays a mix of positive and negative connections be-

tween categories. The following plot illustrates the strongest categorical connection which

is between the outcome, Double, and the outcome, Out.
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Figure 1.10: The strongest categorical connection is between outcomes “Double” and
“Out.”

We can consider the quality of ĝ2 versus ĝ1 by reducing our focus to a subset of the data.

In order to calculate quality-of-fit measures, we assume ĝ∗1 denotes the true conditional pmf.

We draw a random sample of 100,000 pitches from the complete data set and calculate ĝ1

and ĝ2 using the optimal constant bandwidth h̃ along with its estimator ĥ. We then obtain

values for the integrated squared error of each estimator. After repeating this process 100

times, we found that ĝ1 had a MISE of 5.14× 10−5 while ĝ2 had a significantly smaller

MISE of 3.79×10−5 when evaluated at ĥ. Additionally, when ĝ2 was evaluated at the true

optimal bandwidth, the MISE was just 2.79×10−5 which serves as a lower-bound for the
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improvement. The relative error of the CKE with respect to the baseline estimator was

73.8% and 54.2% when evaluated at ĥ and h̃, respectively.

1.7 Summary and Further Discussion

We have proposed a novel categorical kernel estimator of a conditional probability mass

function. This approach is based on the notion that categorical random variables often

exhibit strong “categorical connections.” More specifically, the conditional probability es-

timates of one category can be used to make estimates for another category. This idea is

formalized in Section 1.2 and is encapsulated in the mean functions which form the basis

of the two-step CKE.

We also determined the asymptotic behavior of the CKE and performed various simu-

lations to examine its performance for moderate samples. Although the CKE is asymptot-

ically equivalent to a baseline estimator, we showed that it significantly reduces the MISE

under moderate sample sizes for a variety of populations.

Data-based procedures for estimating both the mean functions and the smoothing pa-

rameters were also proposed. A central question concerning the estimator is whether one

can choose a bandwidth function which can reduces the MISE relative to the baseline esti-

mator. To this end, we derived theoretical, optimal bandwidths which minimize the MISE.

Additionally, we proposed plugin estimators of these bandwidths which are motivated by

replacing population parameters with their corresponding sample estimates.

Although the proposed estimator proved quite useful in the univariate context, a logical

extension would be to generalize the CKE to take in multivariate covariate data. This will

pose additional challenges in the development of theoretical properties of the estimator.

Additionally, the plugin bandwidth, in its current form, requires an order structure to the

covariate data. An interesting extension of the variable bandwidth — one motivated by a

Bayesian framework — would be to consider using a weighted average of the variance of
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ĝ1(y | x) and the variance of ε(X ;k,y).
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Chapter 2

Analysis of Count-Compositions with

Additive Logistic Normal Coordinates

Abstract

The study of joint-categorical data is constrained by the lack of structure in the bivari-

ate space. Since ordering is not permitted with categorical data, there are few statistical

techniques which facilitate the estimation of a conditional categorical distribution given a

categorical covariate. In Chapter 1, we showed that a nonparametric estimator could lever-

age connections between categories to produce an efficient distribution estimator. In this

chapter, we consider joint-categorical data from a Bayesian perspective by placing a prior

on the conditional distribution of interest. We further pair this Bayesian approach with the

framework used within the field of compositional data analysis. We use the additive logis-

tic normal distribution as a prior for random compositions and estimate the corresponding

probability distribution using a parametric empirical Bayes approach.

2.1 Introduction

The focus of this chapter is to extend the study of joint-categorical data from Chapter 1 but

from a different perspective. In the previous chapter, we developed a nonparametric, kernel-
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based estimator of the conditional distribution of a response Y given the covariate X = x.

This estimator was developed and analyzed entirely within a frequentist framework. In this

chapter, we view this conditional distribution from a Bayesian perspective and specify a

broad family of prior distributions for it. In order to best utilize this Bayesian approach, we

also approach the data with a framework from the field of compositional data analysis.

A vector ggg is called a composition whenever its K components represent the relative

weight or importance of a set of parts forming a whole. For instance, if ggg= [1000,4000,5000]>

denotes the number of votes that three different parties receive in an election, then it is

a composition because the total number of votes is irrelevant. Only the relative propor-

tions affect the outcome of the election. The vector ggg is compositionally equivalent to

the rescaled vector hhh = 1
10000ggg. Compositional data sets can warrant a statistical frame-

work which differs from the standard framework of multivariate statistics for a number of

reasons. One of the chief issues with compositional data is the existence of spurious cor-

relations first described by Pearson (1897). Pearson noted that for uncorrelated random

variables, X , Y and Z, the ratios X/Z and Y/Z will exhibit nonzero correlation. Chayes

(1960) later demonstrated that compositional data exhibits such spurious correlations due

to the unit-sum constraint. Another issue resulting from the unit-sum constraint is the

fact that any compositional covariance matrix must be singular. This fact is at odds with

most popular methods of multivariate statistical analysis which require full-rank covariance

forms. Additionally, compositional data cannot be normally distributed due to the bounded

space which compositional data lies in. Aitchison (1986) laid out an axiomatic framework

to deal with the unique issues posed by compositional data. In the years since, the field of

compositional data analysis has expanded both theoretically and in its practical use. Most

notably, Pawlowsky-Glahn (2003) originated the principle of working in coordinates which

facilitates the use of standard techniques of multivariate analysis within the compositional

data setting. In this chapter, we rely heavily on this approach to develop an estimator of the

conditional distribution of Y |X = x.
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The remainder of this chapter is organized as follows. In Section 2.2, we review the

Aitchison geometry which serves as the backbone for the study of compositional data. In

Section 2.3, we lay the framework for the study of joint-categorical data from a composi-

tional perspective. We then motivate the additive logistic normal distribution as a natural

prior distribution for joint-categorical data in Section 2.4. We also review the prerequisite

tests of degeneracy and lay out asymptotic results which motivate our primary distribution

estimator. In Section 2.5, we address the need to preprocess compositional data containing

count zeros by proposing two methods depending on their frequency. A simulation study is

performed in Section 2.6 which addresses the effects of varying parameters on the perfor-

mance of our estimator. In Section 2.7, we apply the estimator to a real data set involving

hall of fame baseball players. In the final section, we conclude the chapter with a summary

of our findings.

2.2 Aitchison Geometry

In a seminal paper, Aitchison (1986) developed a set of methods and operations for the

analysis of compositional data. The domain of compositional data, along with these oper-

ations is often referred to as the “Aitchison geometry.” In this section, we discuss some of

the important mathematical structures used throughout this chapter. It is natural to begin

with the domain of compositional data, the K-part probability simplex,

SK = {ggg ∈ RK : g1 ≥ 0, . . . ,gK ≥ 0,
K

∑
k=1

gk = 1}.

Note that this set has dimension K− 1 due to the fact that ggg sums to unity. Due to this

constraint, some authors alternatively denote the set at SK−1. As in Chapter 1, we restrict

our focus to the setting in which K ≥ 3.

As noted in the introduction, compositional data may also refer to positive vectors

which sum to a constant, κ , but where only the relative sizes of the components are of
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interest. In this way, vectors ggg and hhh are equivalent if hk
gk

= κ , for each k. Thus, the closure

operation, C(hhh) = hhh
111>hhh

, maps non-unitary vectors to their equivalent composition in SK .

This is the most fundamental unitary operation in the Aitchison geometry. Similarly, the

most important binary operation is the perturbation of two compositions defined as,

ggg⊕hhh =

[
g1h1

∑
K
i=1 gihi

, . . . ,
gKhK

∑
K
i=1 gihi

]>
= C([g1h1, . . . ,gKhK]

>). (2.1)

Perturbation can be understood intuitively as a unit conversion operation. Suppose that

on a given day, a restaurant serves 200 patrons between 80 different parties: 10 parties

of one, 40 parties of two, 10 parties of three, and 20 parties of four. Thus, the vector

ggg = 1
80 [10,40,10,20]> denotes the proportion of parties with a given number of patrons to

the total number of parties. The vector hhh = 1
10 [1,2,3,4]

> denotes the proportion of patrons

per party among all possible types of parties. Then, the perturbation hhh⊕ggg = 1
200 [1 ·10,2 ·

40,3 ·10,4 ·20]> represents the proportion of patrons who belonged to each of the four party

types (e.g. 40% of patrons belonged to a party of two). Similar to addition in Euclidean

space, perturbation is commutative and associative operation. There also exists an additive

identity given by 1= 1
K 1 and an additive inverse 	ggg = C([ 1

g1
, . . . , 1

gK
]>). Additionally, the

n-ary perturbation analog is a generalization of (2.1) and is denoted by

n⊕
i=1

gggi = ggg1⊕ggg2⊕·· ·⊕gggn. (2.2)

The power transformation (or simply powering) is another fundamental operation de-

fined as

λ �ggg = C([gλ
1 , . . . ,g

λ
K]
>).

The compositional mean of a data set is then the perturbation of ggg1, . . . ,gggn to the power of

1/n

ḡgg =
1
n
�

n⊕
i=1

gggi. (2.3)
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Using λ = 1 as a multiplicative identity, it is straightforward to see that the Aitchison ge-

ometry is a vector space since powering is a distributive operation. Moreover, the Aitchi-

son geometry is a normed vector space where the norm of a composition is defined as

‖ggg‖A =
√
〈ggg,ggg〉A and 〈ggg,hhh〉A is the Aitchison scalar product of compositions given by

〈ggg,hhh〉A =
1

2K

K

∑
i=1

K

∑
j=1

ln
{ gi

g j

}
ln
{ hi

h j

}
.

The Aitchison geometry can be further equipped with a distance metric defined as

dA(ggg,hhh) = ‖ggg	hhh‖A. (2.4)

There are three commonly used log-ratio transformations which map compositions in

SK to some subset of RK . The additive log-ratio transformation (alr) is the original trans-

formation proposed by Aitchison (1986) and used throughout much of the early literature

on compositional data. The transformation is defined as

alr(ggg) =
[

ln
{ gi

gK

}
, . . . , ln

{gK−1

gK

}]>
.

The clear advantage of this transformation — aside from changing the domain from SK to

the more familiar RK−1 — is that it removes the linear dependence imposed on composi-

tional data. Each of the K−1 components of alr(ggg) may vary freely. One apparent short-

coming of this this transformation is that it violates the principle of permutation invariance.

A composition’s elements may be listed in any arbitrary order. Thus, any permutation of

the order should not change the conclusions of any ensuing analysis. To work around this

issue, Kvalhelm et al. (1994) introduced the centered log-ratio transformation (clr) defined

as

clr(ggg) =
[

ln
{ gi

GM(ggg)

}
, . . . , ln

{ gk

GM(ggg)

}
)
]>

.

where GM(ggg) denotes the geometric mean of the composition. In this way, the clr trans-
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formation retains each component ggg and replaces the reference component gK with the

geometric mean of the composition. Although this is a popular and interpretable trans-

formation, it maintains permutation invariance at the expense of reintroducing a linear de-

pendence back into the data. Recognizing the difficulties associated with both of these

transformations, Egozcue et al. (2003) introduced the isometric log-ratio (ilr) transforma-

tion given by

ilr(ggg) =VVV> ln(ggg),

where VVV is an arbitrary quasi-orthonormal K× (K−1) matrix satisfying

VVV>VVV = IIIK−1, VVVVVV> = IIIK−
1
K

1K×K.

Unlike the other log-ratio transformations, the mapping ilr : SK → RK−1 is bijective and

defines an isometry with respect to the Aitchison distance metric and the standard Euclidean

distance. Throughout this chapter, we take VVV to be the matrix defined component-wise as

Vi j =


0, if i > j+1√

j/(1+ j), if i = j+1

−1/
√

j(1+ j), otherwise

. (2.5)

If uuu = ilr(ggg), then we refer to uuu as the (orthonormal) coordinates of the composition ggg.

2.3 Framework

2.3.1 Realizations

In Chapter 1, we considered iid random variables, (X1,Y1), . . . ,(Xn,Yn), drawn from a popu-

lation f ( j,k) = m( j)g(k | j), where both m( j) and g(k | j) are fixed, unknown distributions.

It is assumed that both random variables are categorical where X is a predictor with levels
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1, . . . ,R and Y is a response with levels 1, . . . ,K. In this chapter, we modify the notation by

setting f j,k := f ( j,k), m j := m( j) and g j,k := g(k | j). Additionally, we will assume that the

conditional distribution of Y given X is also random. Let GGG1, . . . ,GGGR denote R latent random

compositions which are independently drawn from an unknown prior distribution, πGGG(·).

We use ggg1, . . . ,gggR to denote the respective realizations of these draws which are fixed be-

fore the observed data is sampled. In this way, we have a hierarchical framework in which

GGG1, . . . ,GGGR are sampled but not observed. Then, conditional on GGG1 = ggg1, . . . ,GGGR = gggR, we

observe (X1,Y1), . . . ,(Xn,Yn)
iid∼ f , where f j,k = m jg j,k. In referencing these compositions,

we use Gk to denote random kth element of an arbitrary GGG while GGG j refers to the jth vector

sampled from πGGG(·). Our objective is to estimate g j,k at each ( j,k) level on the basis of

(X1,Y1), . . . ,(Xn,Yn).

In this framework, it is important to note that the X-marginal, mmm = [m1, . . . ,mR]
>, is

treated as a fixed quantity rather than a random composition. This practice leads to the

slightly unnatural combination of Bayesian and frequentist treatments within the same

framework. However, we choose to treat the X-marginal this way for the following rea-

sons. Our only interest is in the estimation of GGG1, . . . ,GGGR which means that mmm is a nuisance

parameter. While a nuisance parameter can still be supplied with a prior of its own, it would

have an outsized impact on the analysis as there will ultimately be a single observation with

which to make inference about mmm. Another more serious issue is the fact that in certain ex-

perimental settings, a researcher may actually fix mmm in advance. In this case, treating mmm as a

random composition would not accurately reflect the true data generating process. If, say,

an experimenter chose to sample each level of X in equal proportions, then it would only

be reasonable to perform an analysis conditional on the observed marginal counts.
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2.3.2 Baseline Estimators

Distributional estimators based on simple averages play a central role in this chapter. We

define the baseline estimator of the X-marginal as

m̂ j =
1
n

n

∑
i=1

I(Xi = j), j = 1, . . . ,R.

Similarly, the baseline estimator of the joint distribution is

f̂ j,k =
1
n

n

∑
i=1

I(Xi = j)I(Yi = k), j = 1, . . . ,R and k = 1, . . . ,K,

and the corresponding baseline estimator of the conditional distribution ggg j is ĝgg j, where

ĝ j,k =
f̂ j,k
m̂ j

. In compositional data analysis, it is common to refer to the quantity, nm̂ j, as

the total associated with a count-composition, ĝgg j. Additionally, n f̂ j,k is referred to as the

amount at predictor-level j and response-level k. Individual components of the composition

ĝgg j are called portions so that ĝ j,k is the kth portion of ggg j.

One useful aspect of the baseline estimators is that they can drastically reduce the di-

mensionality of the data. The observable data has dimension 2n but the baseline estimates

ĝ j,k and m̂ j, j = 1, . . . ,R and k = 1, . . . ,K−1, are minimal sufficient for ggg1, . . . ,gggR and have

constant dimension, RK.

2.3.3 Evaluation Measures

There are many ways to evaluate the goodness-of-fit of a categorical distribution estima-

tor. Additionally, since the distribution under study is conditioned on another categorical

variable, this increases the necessary complexity of any measure evaluating its nearness

to an underlying true distribution. There are local and global measures and the two are

often closely related. In this setting, local measures are not to be confused with pointwise

measures which represent the most granular method for evaluating a distribution. The most
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ubiquitous pointwise measure is the squared error. The squared error of a distribution esti-

mator of predictor level j at response level k is (ĝ jk− g jk)
2. The integrated squared error

(ISE) as defined in chapter one builds off the squared error by summing over each of the K

response categories and taking a weighted average with respect to the X-marginal,

ISE(ggg) =
R

∑
j=1

m j

K

∑
k=1

(ĝ jk−g jk)
2.

The ISE is a local measure in the sense that it depends only on the observed sample, (XXX ,YYY ),

and not its distribution. The mean integrated squared error (MISE) is corresponding global

version of the ISE. It is defined as

MISE(ggg) = E[ISE(ggg)],

where the expectation is taken with respect to the distribution of both ĝgg1, . . . , ĝggR | GGG1 =

ggg1, . . . ,GGGR = gggR and also GGG1, . . . ,GGGR. In a frequentist setting, we can think of the expecta-

tion the same where the distribution of GGG is degenerate. Whenever data follow a bivariate

categorical distribution, the baseline estimators, ĝgg1, . . . , ĝggR, are the most natural estimators

of the true conditional distributions. Because of this, they serve as a baseline with which to

compare other estimators. If g̃gg1, . . . , g̃ggR are alternative estimators, then one way to compare

them to the baseline estimator is through the ISE-relative efficiency

REISE(g̃gg, ĝgg) =
MISE(g̃gg)
MISE(ĝgg)

.

Under this measure, g̃gg is preferable to ĝgg whenever RE(g̃gg, ĝgg)< 1.

One shortcoming of the squared error and its associated measures, is the fact that it

treats all probabilities the same. There are some settings in which this is not ideal. For

instance, an estimate of ĝ jk = .04 of the probability g jk = .02 may be considered a poor

estimate as it is twice the true value. Yet this difference is treated the same under squared
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error loss as an estimate of ĝ jk = .54 of the probability g jk = .52 though the relative error

in this case is less than 4%. A simple alternative to the ISE is to include a weight function

ISE(ĝgg,w(·)) =
R

∑
j=1

m j

K

∑
k=1

w(g jk)(ĝ jk−g jk)
2.

In this way, one can set w(g jk) = 1/g jk resulting in a Pearson’s chi-squared type weight.

In the field of compositional data analysis, it is common to use evaluation measures

based off of the Aitchison distance metric defined by equation (2.4). Pawlowski-Glahn et

al. (2001) introduced the metric variance of a composition

E[d2
A(GGG,mcen(GGG))],

where mcen(GGG) = clr−1(E[clr(GGG)]). This quantity is estimated with the sample metric

variance 1
R−1 ∑

R
j=1 d2

A(GGG j, ḠGG). In this chapter, we adapt this metric slightly to account for

the marginal distribution and the fact that we wish to estimate varying quantities. We define

the weighted metric variance of ĝgg j	ggg j as

mvar(ĝgg j	ggg j) =
R

∑
j=1

m jd2
A(ĝgg j,ggg j)

Note that we are assuming that the true population mean is the additive identity, 1 = 1
K 1.

Similar to the ISE, the weighted metric variance is a measure which evaluates a specific

sample. The mean weighted metric variance is analogous to the MISE and is given by

Mmvar(ĝgg) = E[mvar(ĝgg	GGG)].

The corresponding mvar-relative efficiency of g̃gg with respect to ĝgg is then

REmvar(g̃gg, ĝgg) =
Mmvar(g̃gg)
Mmvar(ĝgg)

. (2.6)
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Showing that the relative efficiency of g̃gg with respect to ĝgg (for either metric) is less than

one is sufficient to show that g̃gg is a preferable estimator. However, there is an additional

criterion which compares the two estimators in a different manner. The (mvar) Pitman

closeness of g̃gg with respect to ĝgg is defined as

PCmvar(g̃gg, ĝgg) = P(mvar(g̃gg)< mvar(ĝgg)).

The estimator g̃gg is preferable to ĝgg if PCmvar(g̃gg, ĝgg) > 0.5. The Pitman closeness is an in-

teresting alternative criterion given that it is possible that as n → ∞, REmvar(g̃gg, ĝgg) → 1

suggesting that the estimators are equivalent yet PCmvar(g̃gg, ĝgg)→ 1 which implies that g̃gg is

always preferable.

2.4 Additive Logistic Normal Distribution

The additive logistic normal (ALN) distribution plays a fundamental role in the field of

compositional data analysis. A random composition GGG is said to follow the ALN distribu-

tion with mean µµµ0 and covariance ΣΣΣ0 if its coordinates are distributed multivariate normal

with the same mean and covariance. In other words, if ilr(GGG) = UUU ∼ N(µµµ0,ΣΣΣ0), then

GGG ∼ ALN(µµµ0,ΣΣΣ0). Of course, the ilr-transformation depends on the chosen basis of the

simplex, VVV , so this must be explicitly stated in advance.

The ALN distribution is also referred to as the normal distribution on the simplex and

it was popularized by Aitchison and Shen (1980) who first studied its statistical properties.

Since then, generalizations of this distribution have appeared in the form of the additive lo-

gistic skew-normal distribution (Mateu-Figueras et al. 2005) and the Aitchison distribution

(Aitchison, 1985) which generalizes both the Dirichlet distribution and the ALN distri-

bution. The simplex normal distribution has found application in diverse fields ranging

from agronomy (da Silva Braga, Altemir, et al., 2016) to pharmacology (Tsamandouras,

Nikolaos, et al., 2015) to the geological sciences (Otero et al. 2005).
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2.4.1 Data Generating Process

Although the simplex normal distribution has been widely studied, it is important to un-

derstand how it may arise through a particular data generating process. The limiting com-

positional mean from equation (2.3) is perhaps the best-known process leading to addi-

tive logistic normality (i.e. ḡgg→ ALN(µµµ0,ΣΣΣ0) as n→ ∞). Additionally, Aitchison (1986)

showed that the ALN distribution is the limiting distribution of the Dirichlet distribution

as the parameters increase. However, these results give no indication as to why we may

expect conditional probabilities from joint-categorical data to exhibit normality on the sim-

plex. In this section, we outline a novel data generating process which leads to conditional

probabilities of the form P(Y = y | X = x) following an ALN distribution.

Suppose that Y is a discrete random variable assuming values 1, . . . ,K. However, this

concept works in a more general case for a broader set of outcomes. Let ZZZ1, . . . ,ZZZp be

conditionally independent given Y . This property is often referred to as the naı̈ve Bayes

conditional independence assumption. It follows then that the distribution of Y conditional

on the covariates is

P(Y = y | ZZZ1, . . . ,ZZZp) =
[P(Y = y)]−(p−1)

∏
p
i=1 P(Y = y | ZZZi = zzzi)

∑
K
k=1[P(Y = k)]−(p−1)

∏
p
i=1 P(Y = k | ZZZi = zzzi)

, (2.7)

assuming the probability is nonzero. This probability expression, or reformulations thereof,

is the classic naı̈ve Bayes classifier (Lewis 1998). An examination of this formula reveals

a striking resemblance to the formula for the perturbation of a sequence of compositions in

equation (2.2). Let uuu = [P(Y = 1), . . . ,P(Y = K)]> denote the fixed marginal distribution

of Y and for each i, let VVV i = [P(Y = 1 | ZZZi), . . . ,P(Y = K | ZZZi)]
> denote the distribution

conditional on the random ZZZi. Then, we can rewrite equation (2.7) as

P(Y = y | ZZZ1, . . . ,ZZZp) = uuu⊕
p⊕

i=1

(VVV i−uuu).

If VVV 1, . . . ,VVV p are iid with mean uuu and p is sufficiently large, then the central limit theorem
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implies that the random function h(ZZZ1, . . . ,ZZZp)=P(Y = y | ZZZ1, . . . ,ZZZp) will have an approx-

imately normal distribution on the simplex. Although this data generating process involves

multivariate predictors and a categorical response, it can be tied into the joint-categorical

setting that is the focus in this chapter. In Section 2.7, we examine a collection of baseball

players whom we can denote with categorical random variables, X1, . . . ,XR. It is natural to

consider that each player has a collection of random attributes, ZZZ1, . . . ,ZZZp, which affect the

likelihood that he produces a categorical batting outcome Y in a given plate appearance.

In this way, we can replace the continuous multivariate predictors in equation (2.7) with a

univariate categorical predictor (e.g. P(Y = y | ZZZ1, . . . ,ZZZp)↔ P(Y = y | X = x)).

2.4.2 Tests of Degeneracy

Given baseline estimates, ĝgg1, . . . , ĝggR, we may wish to estimate the true underlying com-

positions, ggg1, . . . ,gggR. The first step in this type of analysis should be to consider whether

the true compositions are all equal. Depending on the sample size, biplots of the base-

line estimators may reveal significant variation — even when there is a single underlying

population. Therefore, it is imperative to test the hypotheses,

H0 : gggi = ggg j for each i, j vs. H1 : gggi 6= ggg j for some i, j.

We refer to this hypothesis test as a test of degeneracy as the null states that the empirical

distribution of ggg1, . . . ,gggR is degenerate. These hypotheses can be reformulated as a test of

independence for a two-way R×K table. Let hhh denote the marginal distribution of Y so

that hk = P(Y = k) for each k. Then, an equivalent and more familiar set of hypotheses is,

H0 : f jk = m jhk for each j,k vs. H1 : f jk 6= m jhk for some j,k.

Two common asymptotic tests of these hypotheses are Pearson’s chi-squared test and the

likelihood ratio test. For a given sample (XXX ,YYY ), let ni j = n f̂i j,n j+ = nm̂ j and n+k = nĥk.
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Then, Pearson’s chi-squared test statistic is defined as

X2 =
R

∑
j=1

K

∑
k=1

(ni j−nm̂ jĥk)
2

nm̂ jĥk
,

while the likelihood ratio test is given by

Λ
2 =

∏
R
j=1 ∏

K
k=1(n j+n+k)

n jk

nn ∏
R
j=1 ∏

K
k=1 n jk

n jk
.

The corresponding likelihood ratio chi-squared statistic is G2 =−2ln(Λ). Both X2 and G2

have a limiting chi-squared distribution under H0 with degrees of freedom (R−1)(K−1).

The tests are asymptotically equivalent though convergence is quicker for X2 (Agresti,

2003). Because these tests are asymptotic, it is also useful to consider an exact test when-

ever the sample size is small. For fixed marginal counts, n j+ and n+k for j = 1, . . . ,R

and k = 1, . . . ,K, the cell counts, n jk, follow a multiple hypergeometric distribution with

probability
(∏R

j=1 n j+!)(∏K
k=1 n+k!)

n!∏
R
j=1 ∏

K
k=1 n jk!

.

Using this distribution, Freeman and Halton (1951) defined a p-value as the probability

of a set of cell counts with the same margins that are no more likely to occur than the

cell counts which were observed. If it is determined — using one of these tests — that

there is insufficient evidence to reject H0, then ggg1, . . . ,gggR should each be estimated with the

weighted average of baseline estimates whose kth component is

ḡk =
1
n

n

∑
i=1

I(Yi = k) =
R

∑
j=1

m̂ jĝ jk.

2.4.3 Asymptotic Results

To derive theoretical results in an asymptotic setting, we utilize the principle of working

in coordinates. This compositional data analysis approach stipulates that compositional
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data should first be transformed via a log-ratio transformation. Once the data have been

converted into their respective coordinates, a suitable analysis may be performed on the

transformed data. The final step of this approach is to transform the data back into the

simplex for inference and interpretation. In each of the results that follow, we assume that

GGG1, . . . ,GGGR
iid∼ ALN(µµµ0,ΣΣΣ0) and we implicitly condition on the baseline estimate of the

marginal distribution, m̂mm = m̂mm0.

We begin by noting that the baseline composition ĝgg j has a scaled multinomial distribu-

tion conditional on GGG j = ggg j so that

P(ĝgg j = ĝgg0 j | GGG j = ggg j, m̂ j = m̂0 j) =
m̂0 j!

∏
K
k=1(m̂0 jĝ0 jk)!

K

∏
k=1

g
m̂0 j ĝ0 jk
j,k .

The first result follows by considering this distribution in an asymptotic setting.

Lemma 2.4.1 Conditional on the data, the asymptotic distribution of the baseline compo-

sition is
√

n
(
ĝgg j−µµµ ĝgg j

) D−→ N(000,ΣΣΣĝgg j
), where

µµµ ĝgg j
= ggg j and ΣΣΣĝgg j

=
1

m̂0 j
(diag{ggg j}−ggg jggg

>
j ).

Using this lemma, we are able consider what happens to this distribution by converting ĝgg j

and ggg j into their respective coordinates. Let uuu j = ilr(ggg j) denote the coordinates of the true

composition ggg j, where the implicit matrix used is given by equation (2.5). Similarly, let ûuu j

denote the coordinates of the baseline composition ĝgg.

Theorem 2.4.2 Conditional on the data, the asymptotic distribution of the baseline coor-

dinates is
√

n
(
ûuu j−uuu j

) D−→ N(000,ΣΣΣ1 j), where

ΣΣΣ1 j =
1

m̂0 j
VVV>(DDD j− JJJ)VVV , DDD j = diag

{ 1
ggg j

}
, JJJ is the K×K matrix of ones.

Following an application of Bayes’ rule, we obtain the next theorem regarding the distribu-

tion of the true coordinates conditional on the baseline.
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Theorem 2.4.3 Conditional on the data, the asymptotic distribution of the baseline coor-

dinates is
√

n
(
UUU j− ŭuu j

) D−→ N(000,ΣΣΣpost), where

ŭuu j = ΣΣΣpost(ΣΣΣ
−1
0 µµµ0 +ΣΣΣ

−1
1 ûuu0 j) and ΣΣΣpost =

1
m̂0 j

VVV>(DDD j− JJJ)VVV .

The final step specified by the principle of working in coordinates is to transform the coor-

dinates back into the simplex. The next result is essential for inference and the development

of an estimator.

Theorem 2.4.4 Conditional on the data, the asymptotic distribution of the baseline coor-

dinates is
√

n
(
GGG j− ğgg j

) D−→ N(000,ΣΣΣğgg j
), where

ğgg j = ilr−1(ŭuu j), ΣΣΣğgg j
= QQQΣΣΣpostQQQ>, QQQ = ğgg j1

>
K−1 ◦VVV − ğgg jğgg

>
j VVV ,

and ◦ denotes the Hadamard product.

Since ğgg j is the conditional expectation of GGG j given the data, it is a particularly useful

quantity for estimation. However, ğgg j, is not an estimator in its own right as it depends on

both µµµ0 and ΣΣΣ0. One can modify ğgg j by estimating both hyperparameters to turn it into

an estimator. Despite this fact, we can consider the performance of ğgg j — treated as an

estimator — with respect to the evaluation measures introduced in Section 2.3.3.

Theorem 2.4.5 The mean weighted metric variance of ğgg is less than that of ĝgg: Mmvar(ğgg)<

Mmvar(ĝgg).

Theorem 2.4.5 indicates that ğgg outperforms ĝgg under the primary compositional data evalu-

ation measure. Provided that the hyperparameters µµµ0 and ΣΣΣ0 can be estimated effectively,

then a simple substitution will yield an estimator which outperforms the baseline.

Theorem 2.4.6 The Bayes decision rule using the standard (unweighted) MISE as the

Bayes risk is the conditional expectation, ğgg j, for each j. Using the Pearson’s chi-squared
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weighted MISE, the Bayes decision rule is the conditional harmonic mean, g∗jk =
{

E
[

1
g jk

∣∣∣
ĝgg j

]}−1
, for each j,k.

2.4.4 Hyperparameter Estimation

Given compositional data suspected of being normally distributed on the simplex, it is un-

realistic to expect that the prior mean and covariance will be known in advance. Thus, these

hyperparameters will typically need to be estimated. We take a parametric empirical Bayes

(PEB) approach to estimate the unknown hyperparameters. We examine two estimators, in

particular: the type II maximum likelihood hyperparameters and estimators derived from

moment-based calculations.

ML-II Hyperparameters

By applying Bayes’ rule to the distribution in Lemma 2.4.1, it follows that the log-likelihood

of µµµ0 and ΣΣΣ0 given ĝgg1 = ĝgg01, . . . , ĝggR = ĝgg0R, m̂mm = m̂mm0 is

`(µµµ0,ΣΣΣ0 | ĝgg1 = ĝgg01, . . . , ĝggR = ĝgg0R, m̂mm = m̂mm0) =
R

∑
j=1

ln{p j(ĝgg0 j | m̂0 j,µµµ0,ΣΣΣ0)},

where

p j(ĝgg0 j | m̂0 j,µµµ0,ΣΣΣ0) =∫
RK−1

f (UUU j = uuu j | µµµ0,ΣΣΣ0)P(ĝgg j = ĝgg0 j | m̂ j = m̂0 j,GGG j = ilr−1(uuu j))duuu j

. (2.8)

Unfortunately, this expression does not simplify further into, say, a normal distribution.

This is because the asymptotic distribution ĝgg j | m̂ j = m̂0 j,GGG j = ilr−1(uuu j) (which is normal)

has a variance which depends on a nonlinear function of uuu j. Therefore, an analytic solution

of the ML-II hyperparameters, µ̂µµ
ML
0 , Σ̂ΣΣ

ML
0 , cannot be easily derived.

Depending on the size of K, it can be quite difficult to obtain the ML-II estimates com-

putationally. In total, a (K− 1)2-dimensional grid must be searched in order to optimize
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the hyperparameters. The fact that Σ̂ΣΣ
ML
0 must be restricted to the set of positive semidefinite

matrices further compounds the estimation challenge. Additionally, the integral in equation

(2.8) is over a (K−1)-dimensional space and is slow to evaluate. If K is sufficiently small,

then numerical optimization of the log-likelihood can be facilitated by a few key facts.

First, there is a high probability that µ̂µµ
ML
0 is near, ŪUU , the sample mean of ÛUU1, . . . ,ÛUUR and

is located somewhere in the interior of the convex hull of these baseline coordinates. Simi-

larly, the location of the ML-II covariance can also be narrowed down using the following

observation. Since the baseline coordinates tend to have much greater dispersion relative to

the true coordinates, it follows that Σ̂ΣΣûuu− Σ̂ΣΣ
ML
0 is likely to be positive definite. This suggests

that a grid search only needs to be carried out between 000 and Σ̂ΣΣûuu. Lastly, the probability

in (2.8) can be approximated with a simple Monte Carlo simulation. If UUU1, . . . ,UUUS is a

simulated random sample from πUUU(uuu | µµµ0,ΣΣΣ0), then p j can be estimated with

p j(ĝgg0 j | m̂mm0 j,µµµ0,ΣΣΣ0) =
1
S

S

∑
s=1

P(ĝgg j = ĝgg0 j | m̂ j = m̂0 j,GGG j = ilr−1(UUU s j)).

However, if K is too large, then searching for µ̂µµ
ML
0 and Σ̂ΣΣ

ML
0 is impractical as it will be too

slow to calculate computationally.

Moment-Based Hyperparameters

Moment-based hyperparameter estimators serve as a practical alternative to ML-II estima-

tors when likelihood functions are intractable. To motivate estimators of this variety, recall

from Result 2.4.2 that ûuu j |UUU j = uuu j is asymptotically N(uuu j,ΣΣΣ1 j). Since UUU j ∼ N(µµµ0,ΣΣΣ0), it

follows that the unconditional distribution of ûuu j is N(µµµ0,ΣΣΣ0 +ΣΣΣ1 j). It is natural, then, to

seek a weighted average of ûuu1, . . . , ûuuR which minimizes the variance of the resulting esti-

mator. Let WWW j = (ΣΣΣ0+ΣΣΣ1 j)
−1 for each j and let WWW ∗j = (∑R

`=1WWW `)
−1WWW j. Since E[ûuu j] = µµµ0
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for each j, it follows that the minimum variance weighted average is given by

µ̂µµ
MM
0 =

R

∑
j=1

W ∗j ûuu j.

Of course, WWW ∗j depends on ΣΣΣ0 which is also unknown and must be estimated.

A natural estimator of ΣΣΣ0 is a bit harder to motivate because the covariance of ûuu j de-

pends on j. If this covariance were known and had no dependence on the index, call it ΣΣΣ
∗
1,

then an unbiased estimator of ΣΣΣ0 would be Σ̂ΣΣ0 = Σ̂ΣΣûuu−ΣΣΣ
∗
1. We use this fact to motivate an

index-independent substitute of ΣΣΣ1 j. Note that ΣΣΣ1 j depends on the index through m̂0 j and

DDD j = diag
{

1
ggg j

}
. We can simply replace both of these terms with average-based substitutes,

1
R and D̄DD = diag

{
1

µ̂µµ0

}
, respectively. Thus, an index-independent substitute of ΣΣΣ1 j is given

by Σ̄ΣΣ1 =
R
nVVV>(D̄DD− JJJ)VVV . A moment-based estimator of the covariance is then given by

Σ̂ΣΣ
MM
0 = Σ̂ΣΣûuu− Σ̄ΣΣ1.

Using these results, we define the parametric empirical Bayes estimator of ggg j to be

ǧgg j = ilr−1(ǔuu j), (2.9)

where ǔuu j =ΣΣΣpost

([
Σ̂ΣΣ

MM
0

]−1
µ̂µµ

MM
0 +Σ̂ΣΣ

−1
1 j ûuu j

)
, Σ̂ΣΣ1 j =

1
nm̂0 j

VVV>(D̂DD j−JJJ)VVV , and D̂DD j = diag
{

1
ĝgg j

}
.

2.5 Handling Count Zeros

The potential presence of zeros is perhaps the greatest foil to the methodologies proposed

in compositional data analysis literature. One of the key principles in working with compo-

sitional data is that of scaling invariance. Aitchison (1986) demonstrated that any scaling

invariant function of a composition, ggg, can be re-expressed as a function of ln(gk/g`), for

k, ` ∈ {1, . . . ,K}. But if gk = 0 for some k, then an estimator ĝk can only preserve scal-
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ing invariance if ĝk = 0. In many cases, this can be an undesirable solution. One obvious

consequence of setting an estimate equal to zero is that Mmvar(ĝgg) = ∞. Another issue

is that moment-based hyperparameters cannot be estimated in the usual manner. Simply

disregarding such observations is not an optimal workaround as they are likely associated

with true compositions in the tail of the underlying normal distribution: therefore, these

points will have high-leverage. Like other types of compositional zeros, it is important to

preprocess count zeros before undertaking an analysis of a compositional data set.

2.5.1 Zero-Buffer Preprocessing

Pawlowski-Glahn et al. (2011) outlined various distinct types of zeros and the data gen-

erating processes which cause them. Count zeros are those elemental zeros which occur

whenever a multinomially distributed composition fails to produce an observation in one

or more categories. This type of zero is perhaps the most understudied of the various kinds

of compositional zeros. The first reference to such zeros is due to Daunis i Estadella et

al. (2008) who introduced the Bayesian Multiplicative estimator as a method for assigning

them positive values. They defined this estimator as

BM(ĝ jk; ttt j,s j) =


t jks j

nm̂ j+s j
, if ĝ jk = 0

ĝ jk

(
1−∑k|ĝ jk=0

t jks j
nm̂ j+s j

)
, if ĝ jk > 0

,

for some composition ttt j and positive scalar s j. The idea behind this approach is to assume

GGG j ∼ Dirichlet(ααα j), where ααα j = s jttt j. The BM estimator represents the posterior expec-

tation E[GGG jk | ĝgg j] for those values of j,k which go unobserved. Martı́n-Fernández et al.

(2015) suggested setting ttt j =
1
K 1 and evaluated the theoretical performance of the estima-

tor for various choices of s j. They argue that one of the theoretical benefits of the function
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is that the original ratios are preserved for nonzero components:

BM(ĝ jk; ttt j,s j)

BM(ĝ j`; ttt j,s j)
=

ĝ jk

ĝ j`
.

However, the authors also note that this function is best suited for individual compositions

rather than in the context of an entire data set. They suggested that alternative solutions

may exist which better utilize the information carried by additional observations.

In order to use information from the entire data set, we first define a slightly modified

function,

ZB(ggg,δ ) := C(ggg+δ jjj) =
ggg+δ zzz

1+δ1>zzz
,

where zzz = [I(g1 = 0), . . . , I(gK = 0)]>. We refer to this as the zero-buffer function. This

function takes an arbitrary composition, ggg, adds a small quantity, δ , to any zero values

and recloses the vector. The intuition behind this function is best understood through a

simple example. Suppose a baseline-composition, ĝgg j, is based on nm̂ j observations. In

other words, the original count vector is nm̂ jĝgg j. Then, a pseudo-count vector can be ob-

tained by adding c observations to each zero count: nm̂ jĝgg j + czzz. The baseline-composition

corresponding to this vector is
nm̂ jĝgg j + czzz
nm̂ j + c1>zzz

.

Observe that if we take δ = c
nm̂ j

, then

ĝgg∗j = ZB
(

ĝgg j,
c

nm̂ j

)
=

nm̂ jĝgg j + czzz
nm̂ j + c1>zzz

is this same vector. Note that the Bayesian multiplicative function can also match this

pseudo-composition in a more convoluted way by setting ttt = 1
K 1 and s j =

nm̂ j
1
K (

nm̂ j
c +1)−1

.

By setting δ = c
nm̂ j

, the zero-buffer function depends only on a simple pseudo-count,

c. For notational simplicity, let ĝgg∗j(c) := ZB
(

ĝgg j,
c

nm̂ j

)
and ûuu∗j(c) := ilr(ĝgg∗j(c)). An inter-

esting property of the pseudo-coordinates, ûuu∗j(c), is that they trace a line through RK−1
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as c increases from 0 to ∞. We propose the following rule for choosing a suitable c

for pre-processing of a composition with one or more zeros. If ûuu∗j(c) does not cross

through the convex hull of the baseline coordinates, ûuu1, . . . , ûuuR, then choose the c such that

inf{‖ûuu∗j(c)− vvv‖ : vvv ∈ Conv(ûuu)} is minimized. If ûuu∗j(c) does cross through the convex hull

of the baseline coordinates, then choose the smallest c such that d(ûuu∗j(c),Conv(ûuu)) = 0. It

is possible that this procedure will produce a value c j > min{nm̂ jĝgg j : nm̂ jĝgg j > 0}. This

is undesirable outcome as it would cause the zero category to have more weight after pre-

processing than at least one of the categories that was observed. If this occurs, then set

c j = min{nm̂ jĝgg j : nm̂ jĝgg j > 0} to avoid this issue. This heuristic procedure is designed to

take any count composition with a zero element and place it in the tail of the empirical

baseline coordinate distribution through the use of simple pseudo-counts.

2.5.2 Abundant Count Zeros

Using pseudo-counts to preprocess data is a reasonable procedure when there is a relatively

small number of count zeros. But if count zeros are abundant within a compositional data

set, then this approach can produce too much “junk information” at the outset and lead

to inappropriate conclusions. In fact, this is not an uncommon setting, even within the

family of normally distributed coordinates. Note that if ilr−1(µµµ0) contains one or more

small elements or if nmmm has elements which are insufficiently large, then it can be highly

probable for the resulting baseline estimates to contain numerous zeros.

If count zeros only exist in a small number of response categories, then one straight-

forward workaround is to group these categories together at the outset. Suppose only the

subset Y0 of Y = {1, . . . ,K} contains count zeros (i.e. ĝ j,k 6= 0 if k /∈ Y0). Then, the ele-

ments of Y0 can be reclassified as a single “other” category and the PEB estimator laid out

in Section 2.4.4 can be applied to the new dataset which uses the reduced response-space.

The final estimates of the categories in Y0 can then be set to the baseline compositional

estimates. One drawback to this method, however, is the fact that it violates the principle
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of subcompositional coherence. This important principle of compositional data analysis

is related to the well-known axiom of independence of irrelevant alternatives in decision

theory. It implies that the final estimates of category probabilities should not be altered

when other categories are grouped together or split into multiple sub-categories.

Count zeros may not be limited to just a few categories. In this case, it may be better

to avoid the parametric empirical Bayes method entirely. The categorical kernel estimator

developed in Chapter 1 can be a practical alternative when count zeros are abundant within

a data set. Unlike the conditional expectation estimator from equation (2.9) which depends

on baseline coordinates the CKE can be expressed as a linear function of the baseline

compositions. The estimator of category y of the jth composition is given by

g̃ j,y = e−ĥ(·)ĝ j,y +
(
1− e−ĥ(·)) K

∑
k=1

µ̂(ĝ j,k;k,y)ĝ j,k

One of the properties of the CKE which makes it particularly well-suited to handling zeros

is that the baseline estimators effectively act as weights for the K mean functions. A useful

consequence of this is that g̃ j,y =
(
1− e−ĥ(·))

∑
K
k=1,k 6=y µ̂(ĝ j,k;k,y)ĝ j,k, when ĝ j,k = 0, a

well-defined quantity. This stands in contrast to the PEB estimator in which ǧgg j is unde-

fined whenever ĝ j,k = 0 for any k. Moreover, one of the key requirements for the CKE to

be a useful estimator is that there exist two strongly connected categories. That is, there

exist categories k and y for which |Corr(Gk,Gy)| is sufficiently large. The likelihood that

there will be two such categories is not significantly diminished by the presence of low

probability categories which are prone to producing zeros.

2.6 Simulation Study

We wish to evaluate the performance of the parametric empirical Bayes estimator from

equation (2.9) in various settings where the true compositions follow an Additive Logistic

Normal distribution. The observed data (X1,Y1), . . . ,(Xn,Yn) can be re-expressed in terms of
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baseline estimates (m̂mm, ĝgg1, . . . , ĝggR). We assume that m̂mm∼Multinomial(n,mmm), where the true

marginal distribution, mmm, is fixed. Additionally, we assume that ĝgg j ∼Multinomial(nm̂mm j, ĝgg j),

where ggg j ∼ ALN(µµµ0,ΣΣΣ0). Thus, there are six parameters of interest which may affect the

performance of the PEB estimator:

1. n the sample size

2. R the total number of X-categories

3. K the total number of Y -categories

4. mmm the marginal distribution of X

5. µµµ0 the mean of the ALN distribution

6. ΣΣΣ0 the covariance of the ALN distribution

Due to the large number of parameters characterizing our data model, it is not possible

to simulate distributions covering the entire parameter space. Instead, we take a more

limited approach and define three base-cases consisting of different mean vectors.

Base-Case 1: µµµ0 = [0,1]>, K = 3

Base-Case 2: µµµ0 = [−1.5,−0.5,0.5,1.5]>, K = 5

Base-Case 3: µµµ0 = [−0.5,−0.375,−0.25,−0.125,0,0.125,0.25,0.375,0.5]>, K = 10

In each of these base cases, we take n = 20000, R = 20, m = 1
R1 and {ΣΣΣ0}i j = ρ |i− j|,

where ρ = 0.9. In order to gauge how each parameter affects the performance of the PEB

estimator, we modify the base-cases by consider six different sets of sub-cases.

Sub-Case 1: Five different sample sizes, n, are considered: n ∈ {5000,10000,20000,

40000,75000}.

Sub-Case 2: Five different values of the X-marginal, mmm, are considered. Specifically,

we consider the Zipf distribution for several parameters. Let HR,λ denote the Rth

generalized harmonic number. The distributions are of the form m j =
jλ

HR,λ
, for

j = 1, . . . ,R, where the exponents considered are: λ ∈ {0,0.5,1,1.5,2}.

Sub-Case 3: Seven different values of the total X-categories, R, are considered: R ∈

{5,10,20,40,60,80,100}.
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Sub-Case 4: Four different covariance matrices of the form, {ΣΣΣ0}i j = ρ |i− j| , are con-

sidered: ρ ∈ {0,0.25,0.5,0.7,0.9,0.99}.

Sub-Case 5: Five different mean-location shifts of the form, µµµ ′0 = µµµ0+m1, are consid-

ered: m ∈ {−2,−1,0,1,2}.

Sub-Case 6: Five different covariance-scalings of the form, ΣΣΣ
′
0 = cΣΣΣ0, are considered:

c ∈ { 1
10 ,

1
2 ,1,2,3,4}.

Using the six sub-cases to modify each base-case, we can examine how the PEB esti-

mator performs as a single parameter varies. In each of our simulations, we use the PEB

estimator defined in equation (2.9) and apply the zero-buffer function using the procedure

described in Section 2.5.1. In total, 87 different sets of parameters are considered. Sim-

ulated (XXX ,YYY ) observations are drawn from each parameter set a total of 1000 times. We

evaluate the performance of the PEB estimator relative to the baseline estimator using the

mvar-relative efficiency defined in equation (2.6). This metric ranges between zero and

infinity, where lower values imply better relative performance of the PEB estimator.

The figures below demonstrate the effect of varying the different parameters for the

three base-cases. Base-case 1 is denoted with red circles, base-case 2 is denoted with blue

plusses and base-case 3 is denoted with green triangles.

Figure 2.1: The relative performance of the PEB estimator in sub-case 1 (LHS) and sub-
case 2 (RHS).
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Figure 2.2: The relative performance of the PEB estimator in sub-case 3 (LHS) and sub-
case 4 (RHS).

Figure 2.3: The relative performance of the PEB estimator in sub-case 5 (LHS) and sub-
case 6 (RHS).

Figures 2.1, 2.2, and 2.3 neatly depict the performance of the PEB estimator as each

of the parameters varies. The simulated mvar-RE is less than one in each of the 87 sim-

ulations. Additionally, the estimated standard deviation of the estimates ranges between

0.001 and 0.018 with the majority falling in the middle of this range. This points to the fact

that the PEB estimator performs much better than the baseline estimator, despite the need

to estimate the hyperparameters. Another striking result is that in each of the plots, the
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mvar-RE is lowest for base-case 3 and highest for base-case 1, regardless of the sub-case

parameter. This suggests that, in general, the performance of the PEB estimator increases

as K, the number of response-categories, increases.

Four of the six sub-case parameter sets appear to affect the performance of the PEB es-

timator. Specifically, the relative performance improves whenever n decreases, R increases,

ρ increases or c decreases. Although n is the true sample size of the data, R can also be

thought of as a sample size as this number represents the number of independent draws

from the ALN distribution. The juxtaposition between the differing directional effects of

n and R is an interesting result. On the other hand, it is unsurprising that an increase in ρ

or a decrease in c improves the performance of the PEB estimator. Shifting these param-

eters reduces the entropy of the corresponding ALN distribution; thus making it easier to

estimate ΣΣΣ0. Another surprising and crucially important result is that λ and m produced

no significant changes in the simulated mvar-RE. From this, we can reason that the relative

performance of the PEB estimator has little dependence on the marginal distribution of X

or the mean of the ALN distribution.

Since the entire parameter space is too large to examine fully, we can develop an ad-

ditional metric which can suggest whether the PEB estimator will outperform the base-

line without knowledge of the true underlying data. We do this by creating an estimator

of REmvar(ǧgg, ĝgg) using just the observed data. To do this, note that given the hyperpa-

rameters, µµµ0 and ΣΣΣ0, it is possible to create a simulation in which we generate S sets

of data (GGG11, . . . ,GGG1R, ĝgg11, . . . , ĝgg1R, . . . ,GGGS1, . . . ,GGGSR, ĝggS1, . . . , ĝggSR) (note that m̂mm is fixed at

the observed m̂mm0). For each data set, we can calculate REmvar(ǧggs, ĝggs) given the observed

gggs1, . . . ,gggsR. Then, the sample average, R̄Emvar(ǧgg, ĝgg) = 1
S ∑

S
s=1 REmvar(ǧggs, ĝggs) serves as a

natural estimator of REmvar(ǧgg, ĝgg). However, in a real-world situation, we will have a data

set (XXX ,YYY ) where the true GGG1, . . . ,GGGR are latent and the hyperparameters are unknown. We

can instead use the hyperparameter estimates µ̂µµ
MM
0 and Σ̂ΣΣ

MM
0 as the true values and gener-

ate a simulation to produce an estimator, R̄Emvar(ǧgg, ĝgg). Thus, a good rule-of-thumb is that
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for a given data set, ǧgg can be expected to outperform ĝgg provided that R̄Emvar(ǧgg, ĝgg) is less

than one and that it is also an unbiased estimator of REmvar(ǧgg, ĝgg).

Now, one issue with this approach is that the estimated covariance, Σ̂ΣΣ0, need not be

positive definite, and this is a necessary property in order to generate random samples. In

order to circumvent this issue, we simply find a positive definite matrix which approxi-

mates Σ̂ΣΣ0. There are several ways to do this. First, note that positive definite matrices

are characterized by strictly positive eigenvalues. Since Σ̂ΣΣ0 has positive diagonal entries,

perhaps the simplest approach to generating an approximating matrix is to reduce the off-

diagonal elements until the minimum eigenvalue exceeds some chosen threshold. In other

words, we set Σ̂ΣΣ
∗
0 = pΣ̂ΣΣ0 +(1− p)diagΣ̂ΣΣ0 where p is the largest value in [0,1] such that

min{λk : k = 1, . . . ,K−1}> ε .

Another approach is to choose the nearest positive definite matrix to Σ̂ΣΣ0 in terms of

the Frobenius norm. The set of positive definite matrices is an open set so no such solution

exists. We can, however, obtain the nearest positive semidefinite matrix using a method due

to Higham (1988). First, we rewrite Σ̂ΣΣ0 =UUUhhh as a polar decomposition. Then, Σ̂ΣΣ0F = Σ̂ΣΣ0+hhh
2

is the unique positive approximant of Σ̂ΣΣ0 in the Frobenius norm. The issue with this solution

is that Σ̂ΣΣ0F will contain at least one zero eigenvalue. In order to ensure positive definiteness,

we use the same off-diagonal scaling approach as described above to set our final estimate

Σ̂ΣΣ
∗
0 = pΣ̂ΣΣ0F +(1− p)diag{Σ̂ΣΣ0F}.
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Figure 2.4: Scatterplot of R̄Emvar versus REmvar.

The average of R̄Emvar over the 1000 repetitions is less than one for 76 of the 78 parameter

sets. Additionally, there is little evidence of bias of R̄Emvar as an estimator of REmvar.

2.7 Application to MLB Hall of Famers

We apply the PEB estimator to a real data set from the National Baseball Hall of Fame

(HOF). The HOF is an American history museum devoted to the study of baseball. Each

year, distinguished sports journalists from across the country vote to induct recently re-

tired players into the HOF. Only the most impactful players receive enough votes to enter
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the hall of fame — typically only a handful each year. Since 2000, a total of 31 batters

have been voted into the HOF. Our specific interest is in the variation in the distributions

of batting outcomes among these players. The seven batting outcomes we consider are

Single, Double, Triple, Home Run, Walk, Strikeout, and Other Outcome. Using data from

Baseball-Reference.com, we found that the 31 batters collectively had n∗ = 316812 Plate

Appearances in which one of these outcomes occurred. Table 2.1 shows these distributions

along with the total plate appearances and the relative proportion for each batter.

BatterID 1 2 ... 30 31

Batter Vladimir Guerrero Chipper Jones ... Carlton Fisk Tony Perez

Single 0.179 0.157 ... 0.153 0.163

Double 0.053 0.052 ... 0.043 0.046

Triple 0.005 0.004 ... 0.005 0.007

Home Run 0.05 0.044 ... 0.038 0.035

Walk 0.081 0.142 ... 0.086 0.085

Strikeout 0.109 0.133 ... 0.141 0.172

Other 0.524 0.468 ... 0.534 0.491

Plate Appearances 9059 10614 ... 9853 10861

Relative Proportion 0.029 0.034 ... 0.031 0.034

Table 2.1: Batting outcome distributions for HOF inductees from 2000-2018.

Since each batter in this data set has a large number of plate appearances, it is not par-

ticularly useful to apply the PEB estimator to the original data. The baseline estimator

serves as an asymptotically equivalent estimator. However, due to these large sample sizes,

we can view the baseline estimates as a good approximation of the true underlying distri-

butions for each player. Denote this complete-set, compositional baseline estimator by ĝgg∗

so that ĝgg∗j ≈ ggg for j = 1, . . . ,31. Similarly, let m̂mm∗denote the marginal baseline estimator so
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that m̂mm∗≈mmm. Using these approximations, we can choose subsamples from this data set and

examine the performance of the estimator using evaluation metrics which require the true

population values. Additionally, a visual inspection of the data set reveals that the baseline

coordinates, ûuu∗, are approximately normally distributed. The correlation matrix along with

the variance of each component is given by

Corr(ûuu∗) =



1.00 −0.51 0.68 0.23 0.56 −0.67

−0.51 1.00 −0.59 −0.47 0.44 0.14

0.68 −0.59 1.00 0.09 0.71 −0.71

0.23 0.47 0.09 1.00 0.11 −0.12

0.56 −0.44 0.71 0.11 1.00 −0.60

−0.67 0.14 −0.71 −0.12 −0.60 1.00


,

and vvv = [0.01,0.20,0.43,0.13,0.08,0.04]>, where v j = Var(u∗j).

In order to evaluate the relative performance of the PEB estimator versus the base-

line, we draw a sample of nsub = 20000 observations from the original data, (XXX ,YYY ). Next,

we calculate the two estimators we wish to compare. We repeat this process 1000 times

to get estimate pairs (ĝgg(1), ǧgg(1)), . . . ,(ĝgg(1000), ǧgg(1000))). The mean weighted metric vari-

ance with respect to the true population ĝgg∗ is Mmvar(ĝgg) = 0.444 for the baseline and

Mmvar(ǧgg) = 0.357 for the PEB estimator. This gives an estimated mvar-relative efficiency

of REmvar(ǧgg, ĝgg) = 0.805 for the PEB estimator with respect to the baseline. This result is

not directly helpful in predicting the true HOF batter distributions simply because the true

data set is so large. However, the fact that ǧgg outperforms ĝgg on randomly drawn subsets

of the data implies that the PEB estimator could be useful in other, similar applications.

Consider, for instance, the task baseball general managers face regarding the signing of

new players. Each off-season, these GMs must decide whether to offer players contracts

which can be worth hundreds of millions of dollars. Inherent in this process, is the need to

estimate these batting distributions for players who have accumulated considerably fewer
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plate appearances than the HOF batters. In this setting, it may be very beneficial to use the

PEB estimator which uses group information to predict an individual’s batting-outcome

distribution.

2.8 Discussion

In Chapter 1, we used a frequentist framework to estimate conditional distributions in a

joint-categorical setting. In this chapter, we have followed up on this problem by analyzing

joint-categorical data using a different perspective. We have taken two new vantage points

of the problem; first, by adopting the framework of compositional data analysis. This

approach involves working in coordinates or transforming data from the simplex into the

real plane using a log-ratio transformation. Additionally, we have adopted a Bayesian

methodology by imposing a prior distribution on the true conditional distributions we wish

to estimate. We deliberately chose not to place a prior distribution on the joint distribution

on the count matrix nor on mmm, the marginal distribution of the covariate. Despite our narrow

focus in this chapter, there is merit in approaching the problem with a more general prior

structure. We derive a key result regarding the posterior independence of parameters when

the prior distribution maintains a particular independence property, (Bose, Jeter, 2018).

The additive logistic normal distribution plays a fundamental role in compositional data

analysis. We focused on this distribution by assuming that the true compositions followed

an ALN distribution with an unknown mean and covariance. In order to further motivate

the study of the ALN distribution, we specified a novel, yet ubiquitous data generating

process in which conditional probability distributions follow normal distributions on the

simplex.

We derived asymptotic results regarding the distribution of the compositions and their

associated orthonormal coordinates for both the true population values and their respective

baseline estimators. As a by-product of this work, we proved that the mean of the con-
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ditional distribution minimizes the mean integrated squared error which was the focus of

Chapter 1. We also showed that the conditional mean produces a smaller mean weighted

metric variance compared to the baseline estimator. Since this conditional mean is a func-

tion of the hyperparameters of the ALN distribution, we adopted a parametric empirical

Bayes framework to estimate the conditional mean. In particular, we used a moment-based

approach to estimate the hyperparameters of the prior distribution. To circumvent the is-

sues posed by count zeros, we defined a procedure to preprocess compositional data sets

based on the Bayesian multiplicative approach.

A simulation study was utilized to examine the performance of the PEB estimator for

various sets of parameters. We found that, in general, the estimator performs best for mod-

erate sample sizes, for large numbers of predictor-categories, and when smaller amounts of

entropy exists in the prior distribution. Lastly, we applied the estimator to batting outcome

distributions for baseball players who have recently been inducted into the hall of fame.

We showed that the PEB estimator compared favorably to the baseline estimator as it is

roughly 20% more efficient for sample sizes which are observable for current players.
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Chapter 3

The Conditional Distribution of

Pitch-Outcomes

Abstract

Within the baseball analytics community, there is substantial interest in the relation-

ship between an assortment of pitch-characteristics and the ensuing outcome. To date,

most pitch-related analyses have focused on a small subset of these characteristics or on

transformations of the outcome-space. We propose taking pitch-analysis to its most gran-

ular level by estimating the distribution of the pitch-outcome conditional on an expansive

set of pitch-characteristics. By decomposing the outcome-space, we develop a tractable

method for estimating the categorical pitch-outcome distribution conditional on a high-

dimensional, mixed covariate vector.

3.1 Introduction

Over the past two decades, there has been a rapid evolution in the evaluation of pitcher-

performance in Major League Baseball (MLB). The recent frenzy of research and newly

minted statistics are especially notable given the longstanding dominance of a few crude

measures. The “Triple Crown” statistics of wins, strikeouts and earned run average (ERA),
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were, until recently, the vanguard statistics of pitcher-evaluation. While these measures

are generally useful, they have started to lose the footing they once held in the baseball

community. Each of these statistics is confounded by factors that are out of the pitcher’s

control. For instance, ERA is known to have a significant dependence on both the quality of

the defenders on the field and also the specific ballpark in which a game is played. Pitching

wins are also dependent on these factors as well as a team’s offense — an egregious yet

highly important predictor. With the recent rise in catcher-framing research, strikeouts have

even come into question as a statistic that is supposedly free of confounding factors.

In the early 2000’s, the concept of defense-independent pitching statistics (DIPS) gained

attention in the baseball community as an alternative to popular yet badly confounded pitch-

ing measures. McCracken (2001) performed some of the seminal research in this area not-

ing that pitchers have little influence on a pitch-outcomes conditional on a pitch being put

into play. Shortly thereafter, Tom Tango created a notable measure called Fielding Inde-

pendent Pitching (FIP) as a way to evaluate a pitcher’s performance based solely on Home

Runs, Walks and Strikeouts. Since then, many other measures have been developed which

are based only on simple pitch-outcomes. However, none has gained the same level of

notoriety as FIP.

Alternative pitching statistics were gaining momentum in the early- and mid-2000’s.

However, in 2008, MLB fully implemented a system called PITCHf/x in every stadium.

Using a set of cameras taking high-frequency pictures, the PITCHf/x system accurately

recorded the flight path of almost every pitch thrown until it was replaced by the TrackMan

system in 2017. Using this system, Major League Baseball Advanced Media (BAM) began

to disseminate a broad range of new data describing the flight path of every pitch. This

new data stream triggered a wave of research into the relationship between how a pitch is

thrown and the ensuing outcome.

Some of the earliest work involving PITCHf/x data focused on the strike zone and its

dependence on several unexpected factors. In one of the first major analyses of the strike
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zone, Walsh (2010) made several key observations. He noted that the lower- and upper-

bounds of the strike zone were inconsistent with the rulebook strike zone. Additionally,

he found that the strike zone had rounded edges and that the count had a sizeable effect

on the probability of a strike call. Parsons et al. (2011) found evidence that umpires

express more insidious biases when calling balls and strikes. They found that umpires

call strikes less often for pitchers whose ethnicity differs from their own. Fortunately,

the newfound location data offered umpires a way to address systematic biases in their

strike zone calls. Juarez (2012) found that the proportion of incorrect calls has statistically

significantly decreased after just three seasons.

In more recent years, the focus of PITCHf/x data has shifted away from strike zone

analyses towards more encompassing outcomes. Whiteside et al. (2016) used pitch type,

speed, movement, release location, along with variation in speed, movement, and release

location to gauge the relationship to FIP. They found several of these factors were signif-

icant predictors of FIP but only accounted for 24% of the variance in FIP. Swartz et al.

(2017) used a random forest methodology to examine the role of four primary factors —

pitch type, location, speed, and handedness — in determining how many total bases will

be conceded on a given pitch. Healey and Zhao (2017) showed that increases in fastball

velocity and vertical movement led to higher strikeout rates and pitch predictability led to

lower strikeout rates.

3.1.1 Outline of Chapter

This chapter provides a methodology for estimating the distribution of the pitch-outcome

conditional on various pitch-characteristics. Section 3.2 lays the framework for the model

in two parts. We first outline the available data in Section 3.2.1 and we define many of

the pitch-characteristics of interest. Section 3.2.2 decomposes the set of pitch-outcomes

and redefines the conditional distribution of interest in terms of five component functions.

We begin estimating these functions in Section 3.3 starting with the probability of a Called
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Strike. Section 3.4 examines the probability of a pitch resulting in a Hit By Pitch. Section

3.5 focuses on the characterization and generalization of pitch types through the use of

pitch-profiles – a bivariate subset of pitch characteristics. We leverage the pitch-profiles in

Section 3.6 by using a single framework to estimate the remaining three component func-

tions. Section 3.7 explores the validity of the proposed model by examining its performance

specific to individual pitchers. Section 3.8 summarizes general findings and discusses fu-

ture directions of study.

3.2 Framework

In order to understand how different pitches affect outcomes, we must first identify the

set of characteristics which affect the trajectory of a pitch. In this section, we identify the

data source which will provide information regarding relevant pitch-characteristics. We

then outline a hierarchical model to facilitate estimating the distribution of pitch-outcomes

conditional on a broad set of pitch-characteristics.

3.2.1 Data

There are many different freely available sources of Major League Baseball data. Marchi

and Albert (2013) provide a thorough account of these data sources and note the four main

types of baseball data. In increasing order of granularity, these are season-by-season,

game-by-game, play-by-play, and pitch-by-pitch. The focus of this chapter requires the

use of baseball’s most granular data source, pitch-by-pitch data. Major League Baseball

Advanced Media (BAM) provides open access to this data source on a publicly-available

web server. Several packages exist which facilitate the collection of this data into R (Siev-

ert, 2014), (Baumer et al., 2015). We develop our own web-scraper to collect all available

data between 2008 and 2017.

BAM provides a host of different variables related to the flight path of a pitch. The
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most important of these variables are the nine principal parameters which characterize a

pitch’s approximate trajectory. These parameters are the three-dimensional initial position,

(x0,y0,z0), the initial velocity, (vx,0,vy,0,vz,0), and the mean acceleration over the flight

path, (āx, āy, āz). During the ten-year span of available pitch-by-pitch data, BAM recorded

these values on 99.2% of all pitches thrown. The BAM data source also provides important

contextual information for every pitch. This includes all relevant game state information

along with the pitcher- and batter-handedness and the date. Additionally, estimates of the

top and bottom of the strike zone are provided. The pitch type is also estimated using a

proprietary algorithm and is reported along with a confidence value. Owing to the vague

nature of pitch classification, the pitch type variable will not be used in this analysis except

to identify and disregard knuckleballs.

Since the nine principal flight path parameters are difficult to interpret, BAM also pro-

vides important calculated variables such as the amount a ball breaks and in which direc-

tion. However, notable issues are associated with the calculation and interpretation of these

variables. Instead of using BAM’s calculated variables, we instead use the nine principal

parameters to derive our own estimates of every quantity related to the trajectory of the

pitch. Nathan (2008) outlined a model of the physics governing the flight of a baseball

and developed a publicly-available trajectory calculator (Nathan, 2016). We converted his

Excel-based calculator into an R program (Jeter, 2017) and used the Runge-Kutta method

— rather than Euler’s method — to numerically integrate the equations of motion. Using

this tool, we obtained estimates of the important pitch characteristics listed in Table 3.1.
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v0 Initial velocity of the pitch (measured at y = 50 ft).

xfinal Final horizontal location of the pitch (measured at the front of home plate - y = 1.41 ft).

zfinal Final vertical location of the pitch (measured at the front of home plate - y = 1.41 ft).

ω Initial spin of the pitch (in revolutions per minute).

roll The spin-axis in the x-z plane (responsible for transverse spin).

yaw The spin-axis in the y-z plane (responsible for gyro spin).

mx The horizontal deviation (in feet) from a straight line due to spin.

mz The vertical deviation (in feet) from a straight line due to spin.

Table 3.1: Important calculated variables derived from the nine principal parameters.

In our analysis, the response variable of interest is the pitch-outcome. The BAM data

source provides valuable information about the pitch-outcome. Specifically, every pitch

is reported along with a description variable along with one or more event variables. We

transform this set of variables into one of 25 different pitch-outcomes. Many of these

outcomes rarely occur and are context-dependent or otherwise uninformative. Because of

this, we restrict our attention to only those pitches which result in one of thirteen principal

pitch-outcomes (PPOs). We define the set of PPOs as

SPPO = {Single, Double, Triple, Home Run, Groundout, Lineout, Flyout, Pop Out,

Foul, Swinging Strike, Called Strike, Ball, Hit By Pitch}
.

Over seven million pitches have been thrown during the past ten seasons and just 1.8%

of these were either not tracked or resulted in a non-PPO. These pitches are not entirely

superfluous but will be omitted from the analysis due to their minimal impact.
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3.2.2 PPO Distribution Model

Our primary goal is to estimate the probability of each PPO conditional on a set of arbi-

trary context- and pitch-characteristics. Some of the most predictive context-characteristics

are those which pertain to a specific batter such as their batting average and strikeout rate.

Characteristics like these which depend on a batter’s skill are deliberately omitted from con-

sideration. Removing such skill-dependent characteristics will greatly facilitate estimation

and inference as batter-specific considerations need not be made. The only batter-specific

variables used in our analysis are those relating to handedness and strike zone endpoints.

Additionally, pitch-sequencing and ballpark factors will also be excluded from considera-

tion leaving a tractable set of variables for analysis.

Let Y denote the PPO and let X denote the vector of covariates taking values in X . The

probability of interest can be defined as

g(y | xxx) := P(Y = y | XXX = xxx). (3.1)

We wish to estimate this quantity for every y ∈ SPPO and xxx ∈ XXX . This distribution is diffi-

cult to estimate for two primary reasons. First, there are a large number of pitch covariates

which have an impact on the PPO. Thus, the curse-of-dimensionality greatly complicates

the task of estimating the conditional probability. The fact that the PPO is a categorical

random variable further complicates matters as the probability of each outcome must ef-

fectively be estimated separately.

One important aspect of the conditional PPO distribution is that different outcomes are

affected by different pitch covariates. In other words, the dimensionality of the covariate

space can be reduced when considering specific outcomes. One way to leverage this prop-

erty is to use the law of total probability to rewrite (3.1) in a hierarchical framework. To set

the stage for this approach, we first define five important subsets of SPPO:

1. SSO = {Single, Double, Triple, Home Run, Groundout, Lineout, Flyout, Pop Out,
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Foul, Swinging Strike}— The set of swing-outcomes.

2. SIP = {Single, Double, Triple, Home Run, Groundout, Lineout, Flyout, Pop Out}

— The set of “in-play” outcomes.

3. SNIP = SSO \ SIP — The set of swing-outcomes which do not result in a ball put

in-play.

4. STO = S{SO — The set of take-outcomes.

5. SCO = STO \{Hit By Pitch}— The set of outcomes in which an umpire must call a

ball or strike.

Figure 3.1: Breakdown of the set of principal pitch-outcomes.

The decomposition of the PPO-set using the collection of convenient subsets is illustrated

in Figure 3.1. Albert (2015), used an analogous decomposition of at bat-outcomes to de-

velop an improved batting average estimator. We use this decomposition to rewrite the

conditional PPO distribution in a more convenient form.

g(y | xxx) = fswing(xxx) fSO(xxx,y)+(1− fswing(xxx)) fTO(xxx,y). (3.2)
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where

fTO(xxx,y) = (1− fHBP(xxx))( fCS(xxx)I(y = Called Strike)+(1− fCS(xxx))I(y = Ball))

+ fHBP(xxx)I(y = Hit By Pitch)
.

Therefore, we can arrive at an estimator of g(y | xxx) by estimating five component functions:

fswing(xxx), fCS(xxx), fHBP(xxx), ffoul(xxx), and fIP(xxx,y). These functions are defined as

1. fswing(xxx) = P(Y ∈ SSO | XXX = xxx),

2. fCS(xxx) = P(Y = Called Strike | XXX = xxx,Y ∈ SCO),

3. fHBP(xxx) = P(Y = Hit By Pitch | XXX = xxx,Y ∈ STO),

4. ffoul(xxx) = P(Y = Foul | XXX = xxx,Y ∈ SNIP),

5. fIP(xxx,y) = P(Y = y | XXX = xxx,Y ∈ SIP).

3.3 Strike Zone Model

3.3.1 Background

If a batter takes a pitch and the ball does not hit him, then the umpire must rule the pitch

either a Ball or a (Called) Strike depending on whether the pitch enters the strike zone.

Rule 2.00 of Major League Baseball provides a vague definition of this region:

The STRIKE ZONE is that area over home plate the upper limit of which is

a horizontal line at the midpoint between the top of the shoulders and the top

of the uniform pants, and the lower level is a line at the hollow beneath the

kneecap. The Strike Zone shall be determined from the batter’s stance as the

batter is prepared to swing at a pitched ball.
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Figure 3.2: Diagram of the strike zone as
depicted in the Official Baseball Rules.

Figure 3.3: The three-dimensional strike
zone as defined by the official rules. The
front plane is shaded in red.

The rulebook states that a strike shall be called “if any part of the ball passes through any

part of the strike zone.”

It is worth noting a few issues associated with Rule 2.00 and its associated diagram.

Home plate is a pentagon which projects a type of heptahedron known as a pentagonal

prism between the batter’s knees and torso. The shape has been aptly described as “a house

that has fallen on its side” (Kalk, 2009). Despite this specification, the strike zone is almost

always treated as a two-dimensional region projected upward by the front edge of home

plate. In other words, the common perception of the strike zone is that it is the front plane of

the true strike zone. The Official Baseball Rules illustrates this rectangular region (Figure

3.2) rather than the three-dimensional region depicted in Figure 3.3. In this simplified

approach, a pitch satisfies the strike-condition if any part of the pitched ball intercepts this

rectangle as it passes through the front plane of home plate. This is an intuitive and useful

simplification but it has a limitation. Lang (2015) estimated that roughly 3% of all pitches

thrown pass through the true, three-dimensional strike zone but do not pass through the

two-dimensional rectangular zone.

Another problem associated with Rule 2.00 stems from the fact that a “batter’s stance
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as the batter is prepared to swing at a pitched ball” is an ill-defined concept. There is no

single instant at which a batter prepared to swing. Moreover, it is possible for a batter to

crouch in such a way that the rulebook strike zone has little or no volume. Despite this

obvious rulebook flaw, batters are not known to adopt such extreme crouches.

Perhaps the most well-known issue with the rulebook strike zone is that it is enforced

by umpires. Much has been written about the inadequacy of human-judgement regarding

the enforcement of the strike zone. Umpires misclassify roughly one out every ten true

balls as a strike and a staggering one in five true strikes is misclassified as a ball. This

human-error stems from factors that range from the physiological (e.g. limits of human-

perception) to the psychological (e.g. latent biases). On the physiological side, it has been

demonstrated that there is a wide range in the perceptive capabilities of umpires. Alberts

(2016) analyzed the calls of every umpire and showed that there is significant variation in

individual misclassification rates. Moreover, this variation is partially dependent upon the

umpire’s experience. Mills (2014) found that accuracy improves as umpires work longer in

the Major Leagues.

More troublingly, Green and Daniels (2014) demonstrate the pervasiveness of psycho-

logical biases. They showed that both the count and the previous call can greatly impact

the probability that future calls are made correctly. Additionally, umpires are sometimes

fooled by a catcher’s subtle slight of hand. Upon receiving a pitch, catchers often quickly

move their glove to make it appear as if a pitch were thrown in the strike zone. Deshpande

and Wyner (2017) show that catchers can use such “pitch framing” to save tens of runs each

year. Lastly, it has been noted that the strike zone has shifted in recent years. Mills (2014)

suggests that recent advances in the evaluation of umpires has contributed to a downward

trend in the strike zone’s lower-limit and an inward trend in the strike zone’s outer limits.
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3.3.2 Probabilistic Strike Zone

In modeling the strike zone, we must first choose whether to treat the entity as a two-

or three-dimensional region. We will adopt the common convention of treating the strike

zone as the two-dimensional region, Z , above the front plane of home plate. In order to

provide a concise definition of Z , we first establish a framework for analysis. Suppose a

pitch results in either a Called Strike or a Ball. Let (x,z) denote the location (in feet) at

which the centroid of the baseball crosses the front plane of home plate. The diameter of

home plate is dHP = 17
12 feet and the center of home plate sits at the origin of the x-axis.

From the catcher’s perspective, the leftmost-point of the plate lies at x = −dHP
2 and the

rightmost-point lies at x = dHP
2 . Let szbot be the point on the z-axis denoting the hollow

beneath kneecap and let sztop denote the midpoint of the shoulders and pants. These values

are recorded by a camera operator and reported for every pitch. It is important to note two

key features of the strike zone. First, its boundary must account for the radius of a baseball

which is about 2.9 inches (rball = 0.121 feet). Let LB, RB, BB, TB denote the left-, right-,

bottom- and top-bounds of the strike zone. Thus, it is easy to see that RB = dHP
2 + rball,

LB =−dHP
2 − rball, BB = szbot− rball and TB = sztop + rball. Additionally, the strike zone’s

boundary forms a rounded-rectangle — a rectangle whose corners are “rounded” into the

shape of a quarter-circle. Then, we can define the strike zone as

Z := {[LB,RB]× [BB,TB]}\Rcorner,

where Rcorner denotes the corners of the rectangle which have been removed. In set notation,

Rcorner is given by

Rcorner =
{
(x,z) ∈ [LB,RB]× [BB,TB] :

√
(x− x0)2 +(z− z0)2 > rball

and x0 ∈ {LB,RB},z0 ∈ {BB,TB}
} .
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The strike-condition can be re-expressed through indicator functions as:

SC(x,z,sztop,szbot) := I(x≥ LB)I(x≤ RB)I(z≥ BB)I(z≤ TB)− I
(
(x,z) ∈ Rcorner

)
.

Of course, umpires are unable to perfectly report whether this condition is met. Umpire

rulings instead result in a probabilistic strike zone (PSZ). We define this quantity as the

conditional probability given by

fCS(xxx) := P(Y = Called Strike | XXX = xxx,Y ∈ {Called Strike,Ball}). (3.3)

Estimating this function is the central aim of this section. Note that (3.3) depends on xxx,

an arbitrary set of covariates associated with a pitch. This stands in contrast to the strike-

condition function which depends on just four pitch-covariates, x, z, szbot and sztop. As we

will show shortly, these additional factors can be highly, if wrongly, predictive of whether

a pitch is ruled a strike.

We motivate an estimator of (3.3) by considering the following simple example. Sup-

pose a pitch crosses the plate at location (x,z) but an umpire internally observes this loca-

tion with error. Let (x+ εx,z+ εz) denote the location at which the umpire would mark the

baseball if required to do so. Suppose further that εx and εz are independent and identically

distributed N(0,σ2
ε ). Then, the probability that (x+ εx,z+ εz) satisfies the strike-condition

(disregarding Rcorner) is given by

P
(
(x+ εx,z+ εz) ∈ [LB,RB]× [BB,TB]

)
= φ

(x−LB
σε

)(
1−φ

(x−RB
σε

))
φ

(z−BB
σε

)(
1−φ

(z−TB
σε

)) , (3.4)

where φ denotes the CDF of the standard normal distribution. This product of normal CDFs

provides a useful foundation for an estimator of the PSZ.
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3.3.3 Angular Probit-Product Model

In order to estimate the PSZ, we first form a baseline estimator by generalizing the function

defined in (3.4). As noted previously, the left- and right-bounds of the strike zone are well-

defined. However, umpire rulings are not consistent with these theoretical bounds. Thus,

it is imperative to estimate LB and RB from the data. BB and TB must be estimated

as functions of szbot and sztop, respectively. The error variance, σ2
ε , is another unknown

quantity which is best estimated from the data.

One simple generalization of (3.4) would be to replace LB, RB and σ2
ε with sim-

ple point estimates and model BB and TB as linear functions of szbot and sztop. How-

ever, the data suggests that these terms depend on several additional pitch-covariates. Let

θ := atan2(z−2.5,x) denote the angle of the pitch from the center of the strike zone. Ad-

ditionally, we account for time-based changes in the strike zone with an indicator function,

I2014 := I(Year≥ 2014), and the batter’s handedness, H := I(HandBat = Right). We define

a baseline model of the PSZ as

f̂CS,1(xxx) = φ

(x− L̂B(·)
σ̂ε(·)

)(
1−φ

(x− R̂B(·)
σ̂ε(·)

))
φ

(z− (β̂0,bot(·)+ β̂1,bot(·)szbot)

σ̂ε(·)

)
(

1−φ

(z− (β̂0,top(·)+ β̂1,top(·)sztop)

σ̂ε(·)

)) . (3.5)

Each of the functions in (3.5) is assumed to depend on θ , H and I2014 except for β̂1,bot(·)

and β̂1,top(·) which depend on just H and I2014.

3.3.4 Estimation Methodology

Our aim is to develop useful estimators the seven functions in (3.5). We begin by defining

baseline estimates of each function. Let {θ ∗1 , . . . ,θ ∗300} be a sequence of grid points, where

θ ∗j = 2π
j−0.5
300 for each j. Then, for a given (θ ∗j , I

∗
2014,H

∗) we restrict the data to only the

pitches for which I2014 = I∗2014, H = H∗ and θ ∈
[
θ ∗j − π

300 ,θ
∗
j +

π

300

)
. In other words, we

partition the data set into 1200 non-overlapping parts, PI∗2014,H
∗, j, each of which has between
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875 and 8096 pitches.

Now, consider a given partition PI∗2014,H
∗, j. We begin by setting β̂0,bot(·) = β̂0,top(·) =

0, β̂1,bot(·) = β̂1,top(·) = 1. We then treat equation (3.5) as a function of fixed values LB,

RB and σε and maximize the log-likelihood over the given partition:

`(LB,RB,σε) = ∑
i∈PI∗2014,H

∗, j

log{ f̂CS,1(xxxi)}.

Our initial baseline estimators L̃B(θ ∗j , I
∗
2014,H

∗), R̃B(θ ∗j , I
∗
2014,H

∗), and σ̃ε(θ
∗
j , I
∗
2014,H

∗)

then take the values of the MLEs over each partition. Next, we take new baseline estimates

as fixed values and treat f̂CS,1 as a function only of β0,bot, β0,top, β1,bot and β1,top. We obtain

baseline estimators of these values by maximizing the log-likelihood,

`(β0,bot,β0,top,β1,bot,β1,top) = ∑
i∈PI∗2014,H

∗, j

log{ f̂CS,1(xxxi)}.

Again, we obtain baseline estimators β0,bot(I∗2014,H
∗), β0,top(I∗2014,H

∗), β1,bot(I∗2014,H
∗)

and β1,top(I∗2014,H
∗) for every partition. We then iterate this procedure until each of the

seven functions converges.

After the baseline estimators are calculated on each partition, it is helpful to smooth

the variation over θ to obtain final estimates. A natural way to do this is to employ a

kernel-based regression methodology. However, each of the baseline estimator plots (see

Figure 3.4) reveals suitable parametric alternatives. We formulate the final PSZ functions

as follows:

σ̂ε(θ , I∗2014,H
∗) = γ̂ +

5

∑
i=1

[
α̂i cos(θ)+ β̂i sin(θ)

]
,

L̂Bε(θ , I∗2014,H
∗) = γ̂1 +

5

∑
i=1

[
α̂i,1 cos(θ)+ β̂i,1 sin(θ)

]
+I
(

θ ∈
(5π

12
,
19π

12

))(
γ̂2 +

5

∑
i=1

[
α̂i,2 cos(θ)+ β̂i,2 sin(θ)

]),
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R̂Bε(θ , I∗2014,H
∗) = γ̂1 +

5

∑
i=1

[
α̂i,1 cos(θ)+ β̂i,1 sin(θ)

]
+I
(

θ ∈
(7π

12
,
17π

12

))(
γ̂2 +

5

∑
i=1

[
α̂i,2 cos(θ)+ β̂i,2 sin(θ)

]),

β̂0,bot(θ , I∗2014,H
∗) = γ̂1 +

5

∑
i=1

[
α̂i,1 cos(θ)+ β̂i,1 sin(θ)

]
+I
(

θ ∈
(

π

12
,
11π

12

))(
γ̂2 +

5

∑
i=1

[
α̂i,2 cos(θ)+ β̂i,2 sin(θ)

]),

β̂0,top(θ , I∗2014,H
∗) = γ̂1 +

5

∑
i=1

[
α̂i,1 cos(θ)+ β̂i,1 sin(θ)

]
+I
(

θ ∈
(13π

12
,
23π

12

))(
γ̂2 +

5

∑
i=1

[
α̂i,2 cos(θ)+ β̂i,2 sin(θ)

]).
Note that each of the parameters in these functions depends on I∗2014 and H∗ but this depen-

dence is suppressed in the notation. Since the pitches are partitioned into nonoverlapping

sets, the baseline estimators are independently estimated at each of the 1200 evaluation

points. For this reason, each of the parameters is estimated using weighted least squares

regression. Sample estimates of each component function are illustrated in Figure 3.4.
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Figure 3.4: Component Functions for a lefty after the 2013 season. Final estimates are
overlaid over baseline estimates.

One of the best ways to visualize the PSZ is through the use of heatmaps. The following
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illustration depicts the PSZ for typical values of szbot and sztop for right-handed and left-

handed batters both before and after the 2013 season. Contour lines demarcate the region at

which a Called Strike is 10%, 50% and 90% likely to occur. The black rectangle represents

the theoretical two-dimensional strike zone.

Figure 3.5: Heatmaps depict the value of f̂CS,1(xxx) as (x,z) varies.

3.3.5 Final Estimator

The Angular Probit-Product Model is a useful baseline estimator of the PSZ. It estimates

the probability that a strike is called based on six important pitch-covariates: horizontal and

vertical location of the pitch, a batter’s handedness, knee-height and midpoint height, and
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the given year. These covariates are used within a parametric model motivated by a simple

assumption about an umpire’s ability to register the location of a pitch.

We supplement this baseline estimator by accounting for two additional pitch-covariates

through a generalized linear model with a logit-link. The Count within a plate appearance

is another pitch-covariate which has a big impact on the PSZ. Though the Count has no

bearing on the rulebook strike zone, its effect is the result of the persistent psychological

biases of umpires. In general, a given pitch is more likely to be called a strike as more balls

are present in the current Count. Similarly, a given pitch is less likely to be called a strike

when more strikes are present. We define the Count to be a categorical variable taking the

form B-S, where B ∈ {0,1,2,3} denotes the number of current balls and S is the number of

current strikes.

The other pitch-covariate we wish to account for represents another form of psycholog-

ical bias by the umpire. We hypothesize that the more a pitch “looks like a strike” — at

some point before or after it has crossed the front plane of the plate — the more likely it

is to be called a strike. The front plane of home plate is located y = 17
12 feet in front of the

origin. After analyzing the data we find that the (x,z)-position of the pitch when y = 0.5

feet is most useful in predicting a strike call after accounting for the baseline estimate and

the Count. Therefore, our final model of the PSZ is given by

f̂CS,2(xxx) =
1

1+ exp
{
−
(

logit{ f̂CS,1(xxx)}+ β̂ββ Countccc+ β̂pluslogit
{

f̂CS,1
(

fplus(xxx)
)})}

In this equation, f̂CS,1(xxx) denotes the initial estimator, ccc is a vector such that ck = 1 if the kth

Count occurs and is 0 otherwise. The coefficient β̂Count,k is the point estimate corresponding

to the kth Count. The effect of β̂ββ Count on borderline strike calls is illustrated in Figure

6. fplus(xxx) takes the original covariate vector, xxx, as input and leaves everything unaltered

except for the final location, (x,z). This point denotes the position of the pitch when y = 17
12 .

fplus(xxx) alters this location by calculating the position of the pitch when y = 0.5 and returns
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the new position, (x∗,z∗). f̂CS,1
(

fplus(xxx)
)

can be thought of as calculating the probability

of a strike call if the front plane of the plate were located at y = 0.5. The logit of this

new probability is scaled by β̂plus = 0.053. This coefficient is small in comparison to the

values of β̂Count. However, the average effect size is comparable between the two due to

the variation in logit
{

f̂CS,1( fplus
(
xxx)
)}

.

Figure 3.6: The probability of a strike monotonically increases/decreases with the number
of balls/strikes.
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3.4 Hit By Pitch Model

3.4.1 Background

A Hit By Pitch (HBP) occurs when a pitched ball comes into contact with the batter. When

an HBP occurs, the batter is awarded first base. Rule 5.05(b) of the official rulebook pro-

vides two important caveats worth noting. If a batter is struck by a ball which is in the

strike zone, then no HBP occurs and the pitch is ruled a strike. Since batters typically stand

away from home plate, this condition is almost always satisfied. Additionally, a batter must

make an attempt to avoid being touched by the ball. This rule is typically enforced only

when an umpire judges the batter to be swinging at the pitch.

The two most prevalent PPOs are Balls and Called Strikes, which occur 36.4% and

17.5% of the time, respectively. Accordingly, these events require a sophisticated model

capturing all of the nuance of the conditional probability function. HBPs, on the other

hand, are the second rarest PPO, occurring on just 0.2% of pitches. The two most impor-

tant predictors of a HBP are the location (mainly in the x-dimension) and the batter. There

is a remarkable spread in HBP-rates among players who have seen at least 10,000 pitches

since 2008. Starling Marte leads this group of batters having been hit 87 times over 10,398

pitches — four times more often than the average HBP rate. At the other end of the spec-

trum is Coco Crisp, who was hit just three times over 14,236 pitches, or ten times below

average.

Similar to our PSZ model, we use a three-step process to model HBPs. However, we

develop a less rigorous model for the outcome due to its infrequency. We first develop a

baseline estimator as a function only of location and batter-handedness. We supplement

the baseline with a secondary estimator using a GLM to account for additional covariates.

Finally, a ternary estimator is generated by calibrating the secondary estimator to maintain

an unbiasedness property.
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3.4.2 Baseline Estimator

Our objective is to model the probability of an HBP conditional on a pitch being taken,

fHBP(xxx) := P(Y = Hit By Pitch | XXX = xxx,Y ∈ STO). (3.6)

We use the Nadaraya-Watson estimator to form a baseline estimate of this probability,

f̂HBP,1(xxx) =
∑

n
i=1 φ

(
Xi−x
σ̂(Hi)

)
φ

(
Zi−z
σ̂(Hi)

)
I(Yi = Hit By Pitch)

∑
n
i=1 φ

(
Xi−x
σ̂(Hi)

)
φ

(
Zi−z
σ̂(Hi)

)
I(Yi ∈ STO)

.

The three covariates in this expression are Xi, the horizontal location of the pitch, Zi, the

vertical location and, Hi, the handedness of the batter (0 for left, 1 for right). We use

the standard normal density, φ , as the kernel with an associated bandwidth, σ̂(Hi), which

assumes one of two values depending on whether the batter is right- or left-handed.

We employ a 10-fold cross-validation procedure to estimate the bandwidth at each level.

That is, for a given hand, h, we randomly partition the pitch IDs into ten equally sized parts,

P∗,h = {P1,h, . . . ,P10,h}. Let f̃− j,h(xxx;σ) denote the estimator (3.6) which has been restricted

to the pitch IDs in the set P∗,h \Pj,h and where the constant, σ , is used as the bandwidth

function. The two bandwidths are then obtained by maximizing the pseudo-likelihoods,

σ̂(0) = arg max
σ>0

10

∏
j=1

∏
i∈Pj,0

f̃− j,0(xxxi;σ), σ̂(1) = arg max
σ>0

10

∏
j=1

∏
i∈Pj,1

f̃− j,1(xxxi;σ).

For left-handed batters, the optimizing value is found to be σ̂(0) = 0.196 and for right-

handed batters, the value is σ̂(1) = 0.190. The fact that the σ̂(0) is slightly smaller than

σ̂(1) is reasonable given that about 30% more pitches are thrown to righties than to lefties.
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Figure 3.7: Heatmaps of the baseline HBP-probability for righties and lefties reveal re-
markable similarity about the origin. In either case, a pitch thrown three feet inside and
four feet off the ground results in an HBP-probability over 85%.

3.4.3 Final Estimator

The final location of the pitch has the biggest effect on the probability of an HBP. After ac-

counting for this location-dependence, it is important to consider several additional covari-

ates with predictive value. Although batter-specific HBP-rates are quite useful predictors of

HBP-probability, this covariate is disregarded to maintain our focus on batter-independent

modeling. We consider instead the following three pitch-covariates: (1) v0, the initial-speed

of the pitch, (2) mx, the spin-induced movement in the x-dimension and (3) sss = [s1,s2,s3]
>,

where sk = 1 if there are k−1 Strikes present in the Count. The handedness of the batter,
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h, also factors into the secondary estimator of (3.6) which is given by

f̂HBP,2(xxx)=
1

1+ exp
{
−
(
logit{ f̂HBP,1(xxx)}+ β̂ββ Strikessss+ β̂1mx(−1)h + β̂2mx(v0−90)(−1)h

)} .
(3.7)

The parameters in the expression are estimated via weighted least squares with weights

given by wi = f̂HBP,1(xxxi)
[
1− f̂HBP,1(xxxi)

]
. The five parameter estimates are β̂ββ Strikes =

[0.01,0.19,0.52]>, β̂1 = 0.13 and β̂2 =−0.01.

The Count is found to have an impact on HBP-probability just as it did with the PSZ.

Interestingly though, the Count-effect is a function only of the number of Strikes present.

All else fixed, additional Strikes leads to increases in the probability of an HBP. This is

likely because batters are more inclined to “guard the plate” when more Strikes are present.

The number of Balls present in the Count was not found to have a statistically signifi-

cant effect after accounting for Strikes. While developing this model, we also found spin-

induced movement in the x-dimension to be an important predictor, yet movement in the

z-dimension had no significant effect. In general, positive x-movement, or movement to-

ward a lefty, increases the likelihood that a lefty will be hit by a pitch and decreases the

likelihood a righty will be hit. This movement-based effect is tempered by the interaction

term, mx(v0−90)(−1)h, as β̂1 and β̂2 have opposite signs. A pitch moving toward a batter

is more likely to produce an HBP if it is moving at a slower pace. This may be a result of

slower pitches creating more deception and, counterintuitively, less reaction time to avoid

being hit.

The final step in estimating the probability of an HBP is to calibrate the secondary

estimator. It is crucially important that our final estimator, f̂ , be unbiased in the sense that

P(Y = Hit By Pitch | XXX = xxx,Y ∈ STO, f̂ (xxx) = z) = z for each z ∈ [0,1]. Unfortunately,

f̂HBP,2 does not adequately maintain this property. It systematically overestimates low

HBP-probabilities and underestimates high HBP-probabilities. Our final estimator f̂HBP,3

is generated by fitting a cubic smoothing spline to the calibration plot of f̂HBP,2.
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Overall, f̂HBP,3, performs very well in that HBP-probabilities near zero are almost al-

ways assigned when no HBP occurs. Given that a pitch does not hit the batter, the estimator

assigns an HBP-probability of just 0.001, on average. Moreover, the estimator assigns more

than a 1% chance of an HBP to just 2% of pitches that do not produce an HBP. Conversely,

the estimator is less accurate when HBPs do occur. On average, the estimator assigns just

a 0.320 probability to pitches that ultimately result in an HBP. This result can be justified

intuitively. It is not uncommon in baseball for a pitcher to be suspected of intentionally try-

ing to hit a batter with a pitch. Intentionality can be inferred based on a number of factors

which we will not discuss here. The important point is that in these situations, the batter is

often able to avoid being hit. That is, no matter how a pitch is thrown, there is no guarantee

that it will hit a batter. The distribution of the final estimator conditional on HBPs and

non-HBPs is illustrated in a histogram in Figure 3.8.

Figure 3.8: HBPs are more difficult to predict with high-accuracy than non-HBPs.

3.5 Pitch Profiles

Hitting a baseball moving in excess of 90 miles per hour is a difficult task — even for the

best batters in the world. Compounding this challenge is the fact that pitchers are free to

throw pitches with different spin rates and orientations in different locations of the strike
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zone and at varying speeds. The idea that pitchers can throw pitches in different ways is

typically encapsulated by the notion of pitch types. Pitch types embody a fundamental,

yet ill-defined concept in baseball. In many ways, assigning a type to a given pitch is

similar to classifying a song as belonging to a particular genre: there is a large set of

generally-accepted categories but no firm criteria for class membership. Additionally, there

can be a blurring of lines between categories. There are even distinctions made within well-

established pitch types — often depending on how a pitch is gripped. Regardless of how

pitch types are defined, it is imperative that any model of a swing-based outcome accounts

for pitch types in some fashion.

Major League Baseball Advanced Media (BAM) uses a proprietary algorithm to clas-

sify pitches into seventeen distinct types. The nine most frequent pitch types classified by

BAM occur 99% of the time. Much of the pitch analysis in the baseball literature is based

on the BAM pitch types. However, open-source methods for pitch type classification exist.

Sievert and Mills (2016) offer a good overview of the different approaches one can use

to classify pitches. They argue that the most useful pitch characteristics for this task are

the horizontal and vertical movements, angle of the movement, and velocity of the pitch.

They also outline appropriate modeling approaches such as clustering methods including

hierarchical clustering (agglomerative or divisive), k-means clustering, and model-based

clustering. Pane (2013) uses a multivariate Gaussian mixture model to classify pitches and

shows some improvements over the BAM assignments — particularly for pitchers who

incorporate new pitch types over time.

Pitch type classifications are a useful tool for modeling swing-based outcomes. How-

ever, we take a different approach by digging into the features that characterize pitch types.

It is important to recognize that there is an intuitive ordering property can be defined on

the set of well-established pitch types. To motivate this, note that two key aspects of pitch

types are the speed of the pitch relative to a pitcher’s fastest pitch, and the direction and

extent to which the pitch moves. The fastball is the most frequently thrown pitch type in
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baseball and pitcher’s throw this pitch nearly as fast as they are capable. Fastballs are typ-

ically thrown with predominant backspin causing the ball to resist the downward force of

gravity. A spectrum can be defined over the relative speed and amount of horizonal move-

ment which relates most of the various pitch types. There are three important bands in this

spectrum which link the fastball to the other pitch types.

Figure 3.9: Most pitch types correspond to one of three bands relating relative speed to
total movement.

Figure 3.9 provides an intuitive framework for understanding the relationship between

many different pitch types. There are, however, some notable exceptions. For instance, a

splitter (or forkball) is a pitch which is thrown similar to a fastball but with a wide sepa-

ration between the index and middle finger. This pitch is characterized by the grip used

to throw it. A splitter typically results in minimal spin and a speed somewhere between

that of a fastball and a changeup. The knuckleball is another pitch type which does not fall

on the spectrum and is unlike any other pitch. It is thrown slower than most other pitches
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and with almost no spin. The result is a pitch which moves in an erratic, non-Newtonian

manner.

In order to characterize pitch types, we start by noting that there are nine principal pa-

rameters which determine the trajectory of the pitch to within roughly one inch (Nathan,

2008). These parameters are the initial position, the initial velocity, and the mean accelera-

tion over the flight path. Each of these entities is a three-dimensional vector which denotes

the respective (x,y,z)-components. However, the velocity and acceleration vector are dif-

ficult to interpret in the context of pitch types. It is helpful to transform these parameters

from Cartesian coordinates into more interpretable spherical coordinates.

Initial Location Initial Velocity Average Acceleration

Principal Parameters (x0,y0,z0) (vx,0,vy,0,vz,0) (āx, āy, āz)

Interpretable Parameters (x0,y0,z0) (v0,θ ,φ) (ω, roll,yaw)

Table 3.2: The principal components of a pitch are defined using Cartesian coordinates.
The velocity- and acceleration-components are more interpretable in spherical coordinates.

Taken together, the nine interpretable parameters from Table 3.2 are sufficient to char-

acterize the pitch type. However, most of these parameters have little effect on our intuitive

notion of the pitch type; thus, they are not necessary to characterize the pitch type. To see

this, first consider the initial location, (x0,y0,z0). Although some pitchers throw pitches

from different arm slots, this practice is not generally regarded to affect the pitch type in its

own right. Moreover, the variation in initial location for a given pitcher produces negligibly

small changes from the batter’s vantage point 60 feet away. For these reasons, the initial

location parameters can be disregarded in the consideration of a pitch’s type. Two of the

velocity terms also carry superfluous information. The two velocity-angles, (θ ,φ), which

determine the direction of the pitch, can be regarded as free-parameters since a pitcher can

throw any pitch type in any direction he desires. Among the acceleration terms, the yaw

has almost no effect on the flight path of the pitch and, therefore, has no bearing on the
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pitch type.

This leaves just three terms which characterize the pitch type: the initial speed, v0, the

spin rate, ω , and the axis of the spin, roll. However, there are two factors which preclude

ω from providing information which can be used to classify pitches. The most important

reason for this is that pitchers rarely, if ever, throw a pitch with a fixed v0 and fixed roll with

less spin than they are capable of imparting. Though pitchers certainly attempt to control

the amount of spin they impart on a pitch, this almost always manifests itself in some

change in speed. Splitters and knuckleballs may be the rare exceptions to this rule. Another

reason that ω is an unreliable indicator of the pitch type in that it cannot be measured with

high precision. Nathan (2015) showed that the best method of estimating ω is highly

imprecise. For these reasons, only the initial velocity and the spin-axis carry information

which can profitably be used for pitch type identification.

Although we have identified two key variables which determine the pitch type, there is

one last issue we must confront regarding pitch type identification. Note that two different

pitchers may throw a pitch with the same speed and spin yet our perception of the pitch

type may vary. A classic example of this is the flame-throwing pitcher whose changeup has

the same speed as another pitcher’s fastball. We correct for this issue by considering the

offspeed-index of a pitch rather than its initial speed. This variable as the ratio of a pitch’s

speed to a measure of the maximum speed a particular pitcher can attain,

off =
v0

v0,run
, where v0,run =

ṽ0.9 + ṽ1

2
,

and ṽq is the qth quantile of v0 over a pitcher’s previous 100 pitches. We refer to the

combination of a pitch’s roll and offspeed-index as a pitch profile.
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Figure 3.10: The pitch profiles of Clayton Kershaw and Corey Kluber reveal readily de-
tectable pitch types.

Figure 3.10 depicts the pitch profile plots of Clayton Kershaw and Corey Kluber — two

of baseball’s best pitchers. The power of two simple variables in detecting pitch types is

evident for both pitchers. Kershaw appears to throw four distinct types of pitches. BAM

appears to create a false dichotomy by providing two different labels (two- and four-seam)

to Kershaw’s fastballs. Additionally, we see wide variation in the pitch profile of Kershaw’s

slider. This lends support to the notion that pitches of the same type thrown by the same

pitcher can be perceived differently by the batter. Kluber’s pitch profile plot differs in

several notable ways from Kershaw’s. First, there is less variation in Kluber’s sliders and

less distinction between his slider and curveball. Unlike Kershaw, Kluber appears to have

two substantially different versions of his fastball. However, there is significant overlap in

the pitch profiles of Kluber’s four-seam fastball and sinker.
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3.6 The Swinging Models

3.6.1 Background

When a batter chooses to swing at a pitch, one of ten different PPOs will occur. These 

swinging outcomes can be modeled hierarchically — just as was done with the non-

swinging outcomes. We begin by estimating the probability that a batter will choose to 

swing at a pitch, fswing(xxx). Given that a batter swings at a pitch, we then model the 

probability that an in-play outcome occurs, fIP(xxx,y), for each y ∈ SIP. To do this, we must 

develop eight distinct models, f̂IP(xxx,1), . . . , f̂IP(xxx,8), since there are eight different in-play 

outcomes. However, we refer to f̂IP(xxx,y) as a single, bivariate function as we use the same 

methodol-ogy to model each outcome in SIP. Lastly, we model ffoul(xxx), the probability that 

a Foul occurs given that the PPO results in either a Foul or a Swinging Strike.

A similar modeling paradigm is used for each of the three swinging models with minor 

variations. First, we define a collection of anchor-points (AP) over the range of all 

pitch profiles. At each AP, we restrict the data to only neighboring points. We then 

define and fit a localized split-location logistic regression model at each point. A 

distance-decay rate parameter is then estimated and used for the dual-purposes of 

interpolation and to avoid overfitting. A calibrated probability function is fit as a final 

step to avoid systematic under-or overestimation.

3.6.2 Anchor-Points

Different pitch types are known to greatly impact the ensuing pitch-outcomes. In a way, 

we wish to estimate the swinging models by conditioning on pitch types. In the previous 

section, we characterized the concept of pitch types using the pitch profile — the combi-

nation of a pitch’s Roll and Offspeed-Index. Thus, pitch profiles are continuous, 

bivariate entities. One way to condition on the pitch profile is to use a binning approach. 

In addition to a fixed pitch type, we expect the different hand-combinations of the pitcher 
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and batter to have a large effect on the ensuing outcome. Thus, we will define four sets of 

anchor-points A1, A2, A3 and A4 corresponding to (1) RHP vs. RHB, (2) RHP vs. 

LHB, (3) LHP vs. RHB and (4) LHP vs. LHB.

We start by defining a bivariate grid, G = Groll × Goff, where G roll = {−90,−70, . . . , 

250,270} and Goff = {0.02,0.05, . . . ,0.98,1.01}. Theoretically, we could use G in place 

of each anchor-point set. The drawback to this approach is that G contains 612 points —

relatively few of which contain a large number of neighboring pitches. In fact, only 0.1%

of all pitches thrown have an Offspeed-Index less than 0.7. Therefore, we will need to 

reduce G to only the points which have a sufficient number of neighboring pitches. In order 

to formalize the notion of neighboring pitches, we first define the secant-line metric,

dsec(roll0, roll1)=
√(

cos(cangroll1)− cos(cangroll0)
)2

+
(

sin(cangroll1)− sin(cangroll0)
)2
,

where cang =
2π

360 . This metric returns the length of the secant line between angles, cangroll0

and cangroll1, on the unit circle. The secant-line metric is then used within the important

roll-off metric,

droll-off
(
(roll0,off0

)
,(roll1,off1)

)
=

√(
dsec(cangroll0,cangroll1)

σroll

)2

+

(
off1−off0

σoff

)2

,

where σroll = 10dsec(0,cang) ≈ 0.17 and σoff = 0.02. The anchor-point set, Ak, consists

of the points of G for which there are at least 10,000 pitches whose roll-off distance from

(rolli,offi) is less than cclose and where the hand combination of the pitcher and batter is at

level k and Y ∈ Sswing. We heuristically set cclose = 4 as this value balances the competing

objectives of including enough neighbors while excluding points that are too far from the

source. Formally, Ak is defined as

Ak =
{
(roll j,off j) ∈ G :

n

∑
i=1

f (i, j,k)> 10000
}
,
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where

f (i, j,k) = I
(
Yi ∈ Sswing,HPit = hk,1,HBat = hk,2,droll-off

(
(roll j,off j),(Rolli,Offi)

)
< 4
)
.

Figure 3.11: Each of the four anchor-point sets has between 96 and 144 elements.

3.6.3 Split-Location Logistic Regression Model

The final (x,z)-location of a pitch is often the most significant predictor of the pitch-

outcome. The location’s effect on the PPO distribution is also perhaps the most complicated

aspect to model. A thorough examination of the data reveals six key properties which can

be used to motivate an appropriate model. Let f∗(xxx) generically denote one of fswing(xxx),

ffoul(xxx) or fIP(xxx,y0) for any fixed y0. Then, f∗(xxx) has the following characteristics:

Property 1: f∗(xxx) is a smooth, unimodal or bimodal function.

Property 2: The mode(s) may vary depending on xxx but will be relatively close to the

center of the strike zone.

Property 3: f∗(xxx)→ 0 as
√

x2 +(z−2.5)2 → ∞: The function rapidly diminishes to

zero as the distance from the center of the zone increases.

Property 4: f∗(xxx) may be slanted: The principal axes of f∗(xxx) may not be aligned with

the x- and z-axis.
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Property 5: f∗(xxx) may be curved: The contour lines of f∗(xxx) may exhibit a small degree

of concavity.

Property 6: f∗(xxx) may exhibit skewness: f∗(xxx) may be asymmetric around its principal

axes.

It is important to underscore the fact that f∗(xxx) depends on more than just the final

location, (x,z). We can rewrite f∗(xxx) as a function of the location and all other terms:

f∗(xxx) = f∗(x,z;xxx−loc). For a fixed xxx−loc, note that f∗(x,z;xxx−loc) does not represent a prob-

ability distribution over x and z. However, we can use distribution modeling concepts to

aid in the modeling of f∗. Importantly, we must identify a modeling approach which can

satisfy each of the six fundamental properties. Two-piece or “split” distributions offer a

flexible modeling paradigm for univariate distributions with asymmetry. Various imple-

mentations of split distributions exist and Ley (2014) provides a very general formulation

for such distributions,

f̃ (x) =
a(δ )

σ


f
(
s`(δ )

x−µ

σ

)
, if x < µ

f
(
sr(δ )

x−µ

σ

)
, if x≥ µ

, where a(δ ) =
2

1
s`(δ )

+ 1
sr(δ )

.

This distribution can be rewritten as

f̃ (x) =
a(δ )

σ
f
(
− s`(δ )

σ
rect
(
− (x−µ)

)
+

sr(δ )

σ
rect
(
x−µ

))
,

where rect(·) is the rectifier function defined by, rect(x) = max{0,x}. Thus, the split distri-

bution family can be expressed as a PDF which takes the sum of two activation functions

as input. Using this observation, we generalize the concept of the split distribution for

univariate families in a way that will provide a sufficiently flexible model for f∗(x,z;xxx−loc).

To satisfy each of the properties listed above, we have generalized the univariate split

distribution family and developed a split-location logistic regression (SLLR) model. Four

essential activation or “ramp” functions form the foundation of our logistic regression
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model. They are defined as

x+ = softplus(x,α), x− =−softplus(−x,α),

z+ = softplus(z−2.5,α), z− =−softplus(−(z−2.5),α),

where softplus(x,α) = α log
{

1+ exp
(

x
α

)}
. The softplus function is used in place of

the rectifier as the activation function of choice. Unlike the rectifier, the softplus function

induces a smooth mode. We find that α = 0.5 produces the ideal level of smoothness

without significantly contributing to the model in other unintended ways. The SLLR model

utilizes these four variables along with their associated quadratic and interaction terms.

Two of the interaction terms, x+x− and z+z−, are not included in the model despite the fact

that they are nonzero terms due to softplus functions. In total, we use twelve location-based

variables in our model:

Linear: x+, x−, z+, z−.

Quadratic: x2
+, x2

−, z2
+, z2

−.

Interaction: x+z+, x+z−, x−z+, x−z−.

Together with the logistic link, these terms provide sufficient flexibility to satisfy each of

the six properties of f∗(x,z;xxx−loc).

In addition to the location terms, we must also allow for non-location based variables,

xxx−loc, to affect the probabilities of interest. We have noted that for a given pitch profile and

hand combination, there are just five variables that affect the PPO distribution for a typical

batter: (1) the final x-location of the pitch, (2) the final z-location of the pitch, (3) the initial

velocity, v0 (4) the total movement, mtot and (5) the current count, ccc. The twelve location

terms account for the effect of the final x- and z-location. In our analysis, we found that

each of v0, mtot and ccc has a large effect on fswing(xxx). Additionally, we found that just v0 and

mtot significantly affect ffoul(xxx) and fIP(xxx,y). Some evidence supported the notion that the
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count affects the probability of outcomes conditional on a swing; however, the effect sizes

were small.

3.6.4 SLLR Model Fitting

Let Ak, j = (rollk, j,offk, j) denote the jth anchor-point of the kth hand-combination level.

There is a total of 505 different APs between the four levels. At each of these APs, we ob-

tain three localized estimates: f̃swing(xxx;Ak, j), f̃foul(xxx;Ak, j), and f̃IP(xxx,y;Ak, j). These three

functions are obtained through a five-step process with slight variations in each one. In

step 1, we initially reduce the set of pitches to those whose outcome corresponds to the

function we wish to estimate. For f̃swing, no reduction in the data is necessary — we use

all pitches resulting in a PPO to estimate the function. For f̃foul, we reduce the data to only

those pitches which result in either a Foul or a Swinging Strike. For f̃IP, we reduce the

data to only those pitches which result in one of the ten swing-outcomes. In step 2, we

choose an anchor-point, Ak, j and further reduce the data to the nearest 20,000 pitches to

anchor point Ak, j. Note that this set of pitches is different for each of the three models as

the base-conditioning set is different for each.

Step 3 is applicable to f̃foul and f̃IP but not f̃swing. In this step, we add pseudo-observations

to prevent high-leverage points from disproportionately affecting the fit. Specifically, we

add 10,000 points to the tail region of the distribution of (x,z)-locations for pitches near

anchor point Ak, j. Each of these pseudo-observations is uniformly distributed in a two-

foot boundary of the tail region and supplied with a “negative” result. That is, for f̃foul,

the pseudo-observations represent Swinging Strikes. For f̃IP(xxx,y), the pseudo-observations

represent any outcome except y.
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Figure 3.12: The left-hand plot shows the 20,000 pitches which result in a swing-outcome
and whose pitch profile is nearest to A1,1. Pitches colored red resulted in a Single all other
outcomes are colored black. The right-hand plot depicts the estimated 1% contour line in
blue. Pseudo-observations are colored grey and are assumed to result in a non-Single.

In accordance with Property 3 from Section 3.6.3, we want our estimators to dimin-

ish rapidly to zero as the distance from the center of the strike zone increases. By adding

pseudo-observations, we effectively prevent “positive” outcomes near the tail of the loca-

tion distribution from exerting high leverage on the fitted function.

In step four, we simply choose the covariates to be used for the given model. For

f̃swing, we use the twelve location-based terms along with a normalized velocity term,

v0,norm = v0−90
5 , the total movement, mtot =

√
m2

x +m2
z , and ccc = [c1, . . . ,c11]

>, a count-

indicator vector where

ck =


1, if 3×Balls+Strikes = k

0, otherwise
.

An intercept term is also used to model f̃swing for a total of 26 parameters at each AP.

The remaining two functions, f̃foul and f̃IP, are modeled with a subset of these covariates.

As noted previously, the outcome of a pitch conditional on a swing depends little on the

count. Therefore, we use the twelve location-based terms along with v0,norm and mtot to
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model the two remaining functions. Including the intercept, f̃foul and f̃IP are modeled with

a total of 15 parameters at each AP. Maximum likelihood is used to obtain estimates of the

coefficients for each of these estimators.

3.6.5 Distance-Decay Rate

Let f̃∗(xxx) denote any of three localized swinging models. Our objective now is to obtain a

global estimator, f̂∗(xxx). Certainly, the easiest way to do this is to simply find the nearest AP,

A(xxx), to the pitch profile determined by xxx and then set f̂∗(xxx) = f̃∗(xxx−roll-off;A(xxx)). In other

words, the set of localized models is used in a stepwise manner to form the global model.

However, no information is shared between the local models this way and this problem can

lead to severe overfitting. To mitigate the effect of overfitting, we instead define the global

model to be a weighted average of the local models. In this case, the weights will depend

on the nearness of a pitch’s profile to the surrounding anchor points.

Let xxx = [xxx−roll-off, roll,off]> be a fixed vector of pitch covariates whose hand-combina-

tion is at level k. We define the baseline global model as

f̂∗,0(xxx) =
|Ak|

∑
j=1

w j f̃∗(xxx−roll-off,Ak, j),

where

w j =
exp
{

α̂∗droll-off
(
(roll,off),Ak, j

)}
∑
|Ak|
j=1 exp

{
α̂∗droll-off

(
(roll,off),Ak, j

)} .
The distance-decay rate, α̂∗, is chosen to minimize a cross-validated estimate of the log-

likelihood of f̂∗,0. Additionally, a separate value is used for each of the different swinging

models. In total, ten different distance-decay parameters are estimated — one for each

model.
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3.6.6 Probability Calibration

Once again, we perform the important step of calibrating the final estimators to avoid sys-

tematic over- or underfitting. For each z ∈ [0,1] we wish to have the following properties

P(Y ∈ Sswing | XXX = xxx, f̂swing(xxx) = z) = z,

P(Y = Foul | XXX = xxx,Y ∈ Sswing \SIP, f̂foul(xxx) = z) = z,

P(Y = y | XXX = xxx,Y ∈ Sswing, f̂IP(xxx,y) = z) = z.

To make sure these properties are reasonably satisfied, we calculate empirical proportions

and apply a nonparametric smoother, ŝ(·), to obtain our final estimators. That is, f̂∗(xxx) =

ŝ
(

f̂∗,0(xxx)
)

for each f̂∗ ∈ { f̂swing, f̂foul, f̂IP}.

3.7 Model Evaluation

Quantifying the uncertainty in the probability model requires two principal considerations.

Determining the model estimation variability is perhaps the most obvious way to quantify

uncertainty. This can be formally evaluated by estimating the variance of the probability

estimator, Var[ĝ(y | xxx)], for each y ∈ SPPO and xxx ∈ X . However, the fitted model is trained

on over six million pitches so this source of variability is expected to be relatively small.

A more serious concern is myopia inherent within the fitted model. In order to evaluate

the fitted model, we first examine global and local goodness-of-fit statistics. We then turn

our attention to the subject of model myopia and consider the performance of the estimator

when conditioned on an important predictor which was excluded in the modeling process.

In both cases, we use all pitches thrown between 2008 and 2016 as training data while

pitches thrown in 2017 are used for evaluation.
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3.7.1 Goodness-of-Fit

The estimated entropy of the fitted model for an individual pitch is 1.33 nats. In contrast

the corresponding entropy of the baseline model (the empirical proportions of each PPO) is

1.85 nats. These values can be cast in more interpretable terms using the geometric mean

probability (GMP) or, equivalently, the exponential of the negative entropy. The GMP of

the PPO is 0.265 under the fitted model. Using a baseline model, the GMP of the observed

PPO is just 0.158. We can also examine the performance of the fitted model on a more

local level by considering its performance specific to each PPO.

PPO
Expected

Proportion

Observed

Proportion

Local

Sensitivity

Local

Specificity

Estimate

St. Dev.

Single 0.039 0.038 0.071 0.962 0.035

Double 0.012 0.012 0.023 0.989 0.012

Triple 0.001 0.001 0.003 0.999 0.002

Home Run 0.007 0.009 0.019 0.993 0.009

Pop Out 0.013 0.012 0.035 0.987 0.017

Flyout 0.035 0.029 0.071 0.966 0.035

Lineout 0.012 0.016 0.022 0.988 0.011

Groundout 0.059 0.057 0.114 0.944 0.056

Foul 0.177 0.178 0.278 0.845 0.134

Swinging Strike 0.110 0.114 0.187 0.900 .0100

Called Strike 0.180 0.169 0.451 0.876 0.219

Ball 0.353 0.364 0.726 0.854 0.367

Hit By Pitch 0.002 0.002 0.248 0.999 0.021

Table 3.3: Local summary statistics for each principal pitch-outcome.

Table 3.3 illustrates several important local properties of the fitted model. The observed
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proportion of each PPO and the expected proportion show strong agreement. Localized

versions of the estimator’s sensitivity and specificity are defined as

SEN(y) = E[ĝ(y | xxx) | Y = y], and SPC(y) = E[1− ĝ(y | xxx) | Y 6= y].

For instance, the fitted model estimates a 45.1% chance of a Called Strike, on average, when

the PPO results in a Called Strike. Due to the large number of categories, it is unsurprising

that the local specificity is substantially higher than the sensitivity for each outcome. The

final column denotes the standard deviation in the probability estimates for each outcome.

On average, the estimated probability of a Called Strike is 0.180 but this has an associated

standard deviation of 0.219.

3.7.2 Model Myopia

We explicitly chose to model the conditional probability with a subset of all possible co-

variates. Some of the excluded covariates, such as pitch-sequencing and pitcher-repertoire

information, and ballpark-effects are known to have a significant effect on the conditional

probability of pitch-outcomes. Let XXXadd denote a vector of covariates distinct from the co-

variates, XXX , which were used in the modeling process. We use the term, model myopia, to

refer to the difference between the conditional probabilities E[g(y | XXX) | XXXadd = xxxadd] and

g(y | XXX ,xxxadd). If Y is independent of XXXadd, given XXX , then these two terms will be identical

for any value of xxxadd.

We are particularly interested in pitcher-specific effects on the conditional probability

estimate. Let XXXpit represent the pitcher’s identity and let n(XXXpit) denote the number of

pitches he threw in during the 2017 season. Then, we can naturally estimate E[g(y | XXX) |

Xpit = xpit] with

E(y,xpit) =
1

n(Xpit)

n

∑
i=1

ĝ(y | xxxi)I(Xpit = xpit).

This quantity can be interpreted as the expected proportion of PPOs resulting in y when xpit
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is pitching. A natural estimator of g(y | XXX ,xpit) is given by

O(y,xpit) =
1

n(Xpit)

n

∑
i=1

I(Yi = y)I(Xpit = xpit).

This is simply the observed proportion of PPOs resulting in y when xpit is pitching. We

wish to estimate the degree of myopia induced in the model by failing to account for the

pitcher’s identity. The weighted correlation between the expected and observed proportion

of y’s is useful in measuring such myopia,

c(y) = Corr
(
E(y,Xpit),O(y,Xpit);n(Xpit)

)
.

PPO c(y) cUB(y)

Single 0.393 0.556

Double 0.290 0.368

Triple 0.118 0.182

Home Run 0.408 0.447

Pop Out 0.524 0.643

Flyout 0.545 0.657

Lineout 0.235 0.260

Groundout 0.648 0.799

Foul 0.708 0.809

Swinging Strike 0.707 0.843

Called Strike 0.595 0.827

Ball 0.682 0.938

Hit By Pitch 0.611 0.651

Table 3.4: Correlations between observed and expected pitcher-specific outcome frequen-
cies.
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The correlation measure, c(y), gives an indication of the fidelity of the fitted model

when accounting for the new, Xpit variable. This correlation is affected by the dependence

of Y on Xpit, given XXX , and also the random variation in Y . Due to the random variation

in Y , we cannot expect perfect correlations. Instead, we can estimate an upper-bound

for the correlation, cUB(y), by resampling the observations assuming there is no pitcher-

specific effect. Table 3.4 displays the observed correlations along with the upper-bounds

for each PPO. For instance, the correlation between observed and expected pitcher-specific

Single proportions is 0.393. Part of this error is due to chance and another part is due to

the inadequacy of the model having not accounted for pitcher-specific effects. Assuming

there were no pitcher-specific effects, we would have expected this correlation to be 0.556.

The ratios of the correlations to their respective upper-bounds range from 0.64 for y =

Triple to 0.94 for y = Hit By Pitch. Overall, this suggests that pitcher-identity — or factors

confounded with pitcher-identity — is a significant covariate which is not accounted for by

the model. However, the ratios are all sufficiently large that this is not a critical omission.

3.8 Discussion

The primary objective of this work is to provide a better understanding of the relationship

between key characteristics of a pitch and the ensuing outcome. Instead of focusing on

aggregated outcome measures like strikeouts, total bases or weighted on-base average, we

examine the distribution of the granular principal pitch-outcomes. We focus specifically

on how the distribution of these outcomes is affected by pitches thrown with varying speed

and movement and in different locations of the strike zone over various counts.

To facilitate estimation of the principal pitch-outcome distribution, we use the law of

total probability to re-express the categorical distribution as a function of five narrower

component functions. These functions considered the conditional probabilities of a Called

Strike, a Hit By Pitch, any swing-outcome, any in-play outcome, and a Foul. We modeled

103



the probability of a Called Strike conditional on a Called Strike or Ball by developing a

natural parametric model. We assume that umpires misjudge the final location of a pitch

with random error and are subject to several latent biases. This led to a product of probit

models in which five key parameters were estimated as functions of various inputs. The

probability of a Hit By Pitch conditional on a take-outcome was modeled principally with

a Nadaraya-Watson smoother. Several additional characteristics were incorporated after

fitting an initial location-based model. The remaining three functions — swing, in-play and

Foul — required consideration of the pitch type to develop suitable models. Rather than use

a classifier to categorize the various pitch types based on characteristics, we argue that the

combination of the pitch’s offspeed-index and roll was sufficient to characterize the pitch

type. We call this particular combination the pitch-profile and condition on fixed bivariate

pairs in modeling the remaining functions. Each of the three functions was modeled using

a similar framework based on a flexible, split-location logistic regression model.

In this chapter, we have attempted to quantify how good a particular pitch is in terms

of its effect on the distribution of the principal pitch-outcome. We have considered a wide

range of pitch-characteristics but only a limited set of ancillary, non-trajectory-related co-

variates. In particular, we considered the handedness of the pitcher and batter and a measure

of a pitcher’s typical fastball speed over the previous 100 pitches. We also accounted for

the effect of the count and the year for certain component functions. An important goal for

future research would be to consider taking into account the current repertoire of pitches

a particular pitcher throws. It is suspected that a pitcher’s ability to throw various types

of pitches contributes to his overall success by keeping batters off-balance. The effects of

pitch-sequencing on the PPO distribution is another important topic to consider. Perhaps

the biggest limitation of this work is that it accounts for almost no batter-specific infor-

mation. By taking into account each batter’s proclivities, we expect an estimator could

be developed with far greater sensitivity and specificity for each PPO. Modeling the PPO

distribution in this way is a much more difficult task since each batter has his own unique
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strengths and weaknesses. However, accounting for such batter-specific effects would help

pitchers develop specialized strategies before every game.
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Chapter 4

Estimation of Conditional Win

Expectancy in Major League Baseball

Abstract

Win Expectancy, or in-contest win probabilities, is an important concept which has ap-

plications in every sport. In Major League Baseball, Win Expectancy is a fundamental tool

for understanding the development of a game. In this chapter, we develop an estimator of

Win Expectancy conditional on the nine characteristic states of a baseball game. In doing

so, we introduce the concept of gateway states through which other states must traverse.

These gateway states greatly facilitate estimation by linking every state to its nearest neigh-

boring state. We then use data from every regular season MLB game between 2008 and

2015 to estimate WE for every possible state in a baseball game.

4.1 Introduction

Win Expectancy is a general term which refers to in-contest win probabilities. The concept

gained considerable attention in the mid-2000’s through its applications in Major League

Baseball. Since then, Win Expectancy (WE) models have been developed for all four major

American sports; Basketball (Shirley, 2007), Baseball (Tango et al., 2007), Football (Lock,
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Nettleton, 2014), and Hockey (Kaplan et al., 2014). It has also seen increased coverage off

the playing field, particularly in the world of politics (Silver, 2016). In sports, WE serves

as a useful metric which can highlight the importance of specific plays and suggest optimal

game strategies. Vecer et al. (2007) even argues that the distribution of the WE stochastic

process is inherently tied to the appeal of a sport.

In-contest win probabilities have countless applications so it is useful to provide a gen-

eral definition of Win Expectancy. Let C = {C1, . . . ,Cm} be a collection of contestants

participating in a game and assume that only one contestant can win at the game’s conclu-

sion. Let {Zt : t ∈ T } be a stochastic process where Zt denotes the state of the game at time

t. We assume that Zt takes values in a possibly infinite state-space Z . Additionally, the set

T serves as a time-index which may be either continuous or discrete. The Win Expectancy

for contestant i at time t is defined as the conditional probability,

ψi(z1, . . . ,zt) = P(Ci wins | Z1 = z1, . . . ,Zt = zt). (4.1)

In general, applications of WE typically focus on two-contestant or two-team events.

However, many exceptions to this case exist like racing sports, tournaments and elections

to name just a few. The state variable Zt can be multi-valued and typically contains infor-

mation about the game’s progress — often, the time elapsed — and a cumulative score.

Naturally, the score can be modeled as a random walk. As such, WE is often a simple

transformation of a random walk onto the unit interval through a link function.

The remainder of this chapter is organized as follows: In Section 4.2, we relate the

development of a baseball game to a stochastic process consisting of a collection of sub-

states. We then discuss the data available for analysis in Section 4.3. In Section 4.4, we

define the concept of gateway states which facilitate the development of a WE model.

Lastly, we estimate the gateway-based model in Section 4.5 and provide a brief summary

in Section 4.6.
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4.2 Baseball as a Stochastic Process

Many sports feature continuous time frames over which measurements are made. Scores

and player positions are well-defined in basketball, hockey and soccer games at every in-

stant of time. On the other hand, sports like baseball, tennis and golf take place over a more

discrete set of events. In particular, Major League Baseball games typically have around

300 well-defined events: each event represents the outcome of a pitch within a game.

Let {Zt : t ∈ {0,1, . . . ,T}} be the stochastic process denoting the state of a baseball

game. Here, T is an additional random variable denoting the number of pitches in a game.

In order to define a game’s state, we restrict our attention to the nine most relevant compo-

nents — Zt = [Zt,1, . . . ,Zt,9] — which are outlined in Table 4.1. Thus, the Win Expectancy

for the home team of a baseball game is given by

ψHome(z1, . . . ,zt) = P(Home team wins | Z1 = z1, . . . ,Zt = zt).

Of course, the Away team’s WE is the complement of the Home team’s WE. To simplify

matters, we drop the “Home” subscript and refer only to the Home team’s WE.

The state-space of a baseball game can be viewed as the Cartesian product of nine

principal sub-spaces. The variables which define the state of a baseball game are listed in

the table below:
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Sub-state Domain

Run Difference Zt,1 ∈ Z

Inning Zt,2 ∈ N

Side Zt,3 ∈ {0,1}

First Base Zt,4 ∈ {0,1}

Second Base Zt,5 ∈ {0,1}

Third Base Zt,6 ∈ {0,1}

Outs Zt,7 ∈ {0,1,2}

Balls Zt,8 ∈ {0,1,2,3}

Strikes Zt,9 ∈ {0,1,2}

Table 4.1: Sub-states of a baseball game.

We choose indicators for many of the domains in reference to the available baseball

data. We denote the top side of an inning by a 0 while the bottom side is denoted by a 1.

Similarly, we use a 0 for unoccupied bases and a 1 otherwise. There is no upper-bound

to the number of innings in a baseball but the majority have exactly nine. Lastly, the run

difference refers to the difference between the home team score and the away team score.

By definition, WE depends on the current game state and every state which occurred

before it. This poses obvious issues regarding estimation of WE. The previous states are

of particular importance if “momentum” effects exist in baseball games. Assuming such

momentum effects are minimal, we may then view the process {ZZZt} as a first-order Markov

chain. This property is very useful as it allows WE to be modeled solely on the current state.

In other words, ψ(zzz1, . . . ,zzzt) is a function only of zzzt . Thus, {ψ(ZZZt)} defines a martingale

on the unit interval.

Various attempts have been made to quantify this conditional probability. The popular

baseball websites, Fangraphs.com and Baseball-Reference.com provide WE estimates over

a reduced state space. However, there have been no rigorous attempts to estimate WE in the
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baseball literature. We aim to lay out a practical framework for estimating WE in baseball

in the remainder of this chapter.

4.3 MLB State Data

Major League Baseball data can be obtained from a variety of sources at varying levels of

granularity. The most granular level for which baseball data exists is at the pitch-level. We

collect data for each season from 2008 to 2015 through the MLB Advanced Media website.

A total of 19,437 regular season baseball games were played during this span.

Because of baseball’s many state dimensions, the curse-of-dimensionality poses a major

challenge to the estimation of Win Expectancy. Fortunately, seven of the nine states have

domains with four elements or fewer. The inning state is theoretically infinite — though

most games consist of exactly nine innings. Similarly, the Run Difference can be any

integer but scores rarely deviate by more than 8 runs. If we disregard extra innings and

extreme run differences, then we are left with nearly 1.4 million unique states over which

we wish to make inference. Remarkably, less than a tenth of these states occurred between

2008 and 2015. Due to insufficient sample sizes, we cannot use a straightforward empirical

analysis to estimate WE in baseball.

In order to construct a useful estimation method, we will need to leverage an impor-

tant characteristic of baseball games; namely, we use the fact that there exist many states

which are common to every baseball game. We will refer to these universal game states

as gateways. In fact, such gateway states are not unique to baseball. They can be defined

in countless other sports and provide structure to games which can greatly facilitate the

estimation of WE. We introduce this concept in a fully general setting in the next section.
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4.4 Gateway States

Gateways provide significant utility in the estimation of WE because they impose an al-

gebra on game states. Let us return to the general setting introduced in Section 4.1. We

motivate the definition of gateways by highlighting an important property of any sporting

contest. That is, for each state, there exists another state through which the stochastic pro-

cess must traverse at a later point. For some sports, it may be that the end state is the only

state which satisfies this property though this is typically not the case.

Let {Zt} be a stochastic process for an arbitrary game, where Zt may be multivariate.

Assume that Zt carries distinct information about the game’s progress and score through its

sub-states. This is an unrestrictive assumption among sporting contests. It will be useful

to decompose the stochastic process into a score component and a progress component,

Zt = [Ut ,Vt ]. We restrict our attention to the sub-stochastic process {Vt} in our definition

of gateways.

Suppose a game has the following property: For an arbitrary state v, there exists a state

γ such that Vt = v implies Vs = γ for some s > t. If γ satisfies this property for a given state

v, then we will call γ a gateway of v. It may be the case that a particular state will have

more than one gateway state through which it must later traverse. Let {γi(v) : i = 1,2, . . .}

be the collection of gateways for the sub-state v. We will assume that there is a unique

gateway in this set, γ1(v), such that if Vt = γ1(v) and Vs = γi(v), where γi(v) 6= γ1(v), then

t < s. If a game admits such an ordering of gateways, then we will refer to γ1(v) as the

succedent gateway of v. These new definitions have simple interpretations: If a game is in

state v, then the collection of gateways are the states which must occur at a later point in

time. If the stochastic process must traverse γ1(v) before any other gateway, then that state

is the succedent gateway of v.
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4.4.1 Estimation via Gateways

Using the notion of succedent gateways, we can greatly simplify the task of estimating WE

for each game state. If a given game state z is a gateway, then we may rewrite as z = [u,γ],

where u is the score-component and γ is the gateway which denotes the game’s progress.

For many sports, the score information is best indicated by an integer-valued difference in

scores between two teams. An additional feature shared by many sports is that the set of

gateways is generally moderate in size. Thus, inferring WE at gateway states only requires

the identification of the link function, ψ([u,γ]), over a tractable, two-dimensional space.

This is a simple task for sports with rich historical data sets.

If z is not a gateway, then the task becomes more involved. In this case, it will be prudent

to model the probability distribution of the change in score when the stochastic process

reaches its succedent gateway. In this manner, the WE at state zt will be the expected value

of the WE at the succedent gateway of zt = [ut ,vt ] given by,

ψ(zt) = ∑
u∈U

fSGS(u | ut ,vt)ψ([u,γ(vt)]), (4.2)

where

fSGS(u | ut ,vt) := P
(
Us = u |Ut = ut ,Vt = vt ,Vs = γ(vt)

)
. (4.3)

We refer to the distribution in 4.3 as the succedent gateway score (SGS) distribution for the

state zt . This distribution is closely tied to the Run Expectancy matrix which has received

a considerable amount of attention in the baseball literature. Albert (2014) provides a

particularly comprehensive analysis of the Run Expectancy but in a context which differs

from the focus of this chapter.
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4.4.2 Gateways in Baseball

Baseball games typically consist of nine innings – each with two sides. When a new side of

an inning begins, the states denoting balls, strikes and outs are all reset to zero and all three

bases are vacated. This feature implies that there are eighteen unique states through which

each baseball game must traverse. Additional gateways exist for baseball games in which

extra innings are played. We decompose baseball games into score and progress processes

as follows: Zt = [Ut ,Vt ], where Ut = Zt,1 denotes the run difference, and Vt denotes the

remaining sub-states, [Zt,2, . . . ,Zt,9].

Gateways in baseball take the form vt = [i, j,0,0,0,0,0,0], where i is typically an inte-

ger between 1 and 9 and j ∈ {0,1}. Since nearly 20,000 games have been played betwen

2008 and 2015, it is straightforward to estimate the WE at each gateway for any run differ-

ence using an empirical analysis. The primary challenge is to estimate WE at non-gateway

states. This principally requires estimating the SGS distribution for each state.

4.5 WE Estimation

There are many viable methods one can use to estimate this distribution. In this section,

we develop a method which assumes that the sub-states Zt,4, . . . ,Zt,9 are independent of

the sub-states, Zt,1, . . . ,Zt,3. That is, the events within a side do not depend on the run

difference, the inning and the side itself. Of course, this is an imposing assumption which is

not always valid. However, we posit that independence is a suitable approximation for most

game states. This assumption facilitates the estimation of the SGS distribution through

MCMC. There are a total of just 288 within-side state combinations. By estimating the

transition matrix for these states, we can then estimate the SGS distribution by simulating

sides to obtain numerical estimates.
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4.5.1 Estimation at Gateways

It is straightforward to determine the collection of gateways in Major League Baseball.

These states occur at the beginning each side of every inning. If a state zt can be decom-

posed as [ut ,vt ], where vt = [zt,2, . . . ,zt,9], one only needs to look at components zt,2 (Inning)

and zt,3 (Side) in order to determine the succedent gateway. The succedent gateway is given

by

γ1(vt) =


[z2,t ,1,0,0,0,0,0,0], if z3,t = 0

[1+ z2,t ,0,0,0,0,0,0,0], if z3,t = 1
. (4.4)

The primary challenge in estimating WE at gateway states is the identification of a

suitable link function. Due to the abundance of data, this is a straightforward regression

problem. If z3,t = 0, and z2,t ∈ {1, . . . ,9}, then it is suitable to use a logistic regression

model in which the run difference is the primary predictor and the coefficients depend on

the progress (inning and side). Thus, for gateway states, zt = [u,γ], we have

ψ(zt) =
1

1+ exp{−(β0(zt,2)+β1(zt,2)× zt,1)}
,

where

β0(zt,2) = 0.152−0.00870× zt,2,

β1(zt,2) = exp{−0.588−0.104× zt,2 +0.0234× z2
t,2}.

Similarly, if z3,t = 1, and z2,t ∈ {1, . . . ,8}, then

ψ(zt) =
1

1+ exp{−(β0(zt,2)+β1(zt,2)× zt,1)}
,

where

β0(zt,2) = 0.238+0.0376× zt,2,

β1(zt,2) = exp{−0.650−0.0653× zt,2 +0.0211× z2
t,2}.
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On the other hand, if z3,t = 1 and z2,t ≥ 9, then

ψ(zt) =
1

1+ exp{−(−0.741+0.891× zt,1 +1.356× I(zt,1 = 0))}
.

The fact that the link function needs modification in extra innings (in addition to the ninth)

is not surprising. Since the team with the lead at the end of one of these inning wins,

the Win Expectancy changes accordingly. Regarding the top side of extra innings, WE

estimation becomes much simpler. At the beginning of each extra inning, the score is

necessarily tied. It is natural to hypothesize that the Home team’s WE should be 0.5 in

such cases. Indeed, there is insufficient evidence to suggest otherwise. Thus, if z3,t = 0 and

z2,t > 9, then ψ(zt) = 0.5.

4.5.2 Estimation at Non-Gateways

With only a handful of gateway states in baseball, it is straightforward to estimate WE at

these states. Conversely, there are thousands of non-gateway states; many of which rarely

occur. In order to estimate WE at these states, we first look to estimate the SGS distribution

from equation 4.3. Note that the SGS distribution can be conveniently re-expressed as

fSGS(u | ut ,vt) = P(Us−Ut = u−ut |Ut = ut ,Vt = vt ,Vs = γ(vt)).

We make the additional assumption that Us−Ut — the change in Run Difference between

time s and t — is independent of the Run Difference at time t. Thus, we can rewrite the

non-gateway WE from equation 4.2 in the form,

ψ(zt) = ∑
d∈D

fSGS(d | ut ,vt)ψ(u,γ(vt)),

where D = {0,−1,−2, . . .} if zt,3 = 0 and D = {0,1,2, . . .} if zt,3 = 1. Since we also

assume that the sub-states Zt,4, . . . ,Zt,9 are independent of Zt,1, . . . ,Zt,3, all that remains is
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the estimation of the SGS distribution at 288 within-side states.

SGS Distribution

In order to estimate the SGS distribution at each within-side state, we must first obtain

several relevant transition matrices. We first calculate the state transition matrix (i.e. the

288× 288 matrix of probabilities of transitioning from one within side state to another).

Due to the wealth of data and the sparsity of state transition matrix, its probabilities can

be accurately estimated with empirical averages. Next, we calculate the runs transition

matrix. This is a deterministic 288× 288 matrix denoting the number of runs which are

scored when transitioning from one state to another. In a similar manner, we calculate

the outs transition matrix which gives the deterministic number of outs that occur when

transitioning from one state to another.

For each of the 288 within-side states, we then simulate the remainder of the inning

side using the transition matrices and MCMC. We return as output the change in run dif-

ference for the remainder of that inning side (the succedent gateway score difference). We

run this simulation 10,000 times for each state to obtain an empirical estimate of the SGS

distribution. When the change in run difference is between zero and three, we use the em-

pirical probability in our estimate of the SGS. These estimates have little variability and it

is otherwise difficult to specify a well-fitting parametric model. When the change in run

difference is four or greater, a different approach must be used. The empirical probabilities

are susceptible to greater relative error. Additionally, many run values will have zero esti-

mates which are theoretically undesirable. We found that, conditional on four or more runs

being scored, the number of additional runs can be accurately modeled with a geometric

distribution.

In order to fit the geometric distributions to the tails of the SGS distributions, we must

estimate two parameters. First, we need to estimate the probability that four or more runs

will be scored. Second, we need to estimate the mean number of additional runs scored,
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given that four have already been scored (i.e. the mean of the geometric distribution).

The use of empirical data to estimate these two parameters can lead to wild variability.

Instead, we estimate the two parameters using a regression model for each. The predictors

in both models are the six unaltered sub-states, Zt,4, . . . ,Zt,9. The regression for the cutoff-

probability gives a nearly perfect fit while the regression for the geometric mean gives a

reasonably good fit.

The output of this analysis is available in a Dropbox folder which contains the following

four files:

1. StateIDs.csv - A 288×2 matrix with the State-ID key and the corresponding comma-

separated sub-state information in the form “First Base-Indicator, Second Base-Indi-

cator, Third Base-Indicator, Outs, Balls, Strikes”

2. SGSdist.csv - A 288×31 matrix giving the State-ID key and the probability of scor-

ing r runs in an inning given the state for r = 0,1, . . . ,30.

3. StateTransitionMatrix.csv - A 288×288 matrix indicating the empirically estimated

probability of transitioning from one sub-state to the next.

4. EWPAGivenCountPPO.csv - A 13×13 matrix giving the empirically estimated Ex-

pected Win Probability Added (EWPA) of every PPO at each of the twelve count

levels.
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Figure 4.1: The estimated win expectancy is shown for every pitch of the Nationals-Marlins
game on 5/6/15. Black dots indicate the gateway-based WE estimates and red plusses
indicate estimates from Fangraphs.com. Fangraphs estimates are only available for a subset
of pitches. Red dashes indicate the interpolated values using the last available WE.

4.6 Summary

In this chapter, we developed a general methodology to estimate in-contest Win Expectancy

with a specific focus on Major League Baseball games. To do this, we first defined a

baseball game as a stochastic process consisting of two important pieces of information;

the current score, and the game-state. Although a baseball score typically consists of two

variables — the home team runs and the away team runs — we treated the run difference as

a sufficient statistic. Additionally, we viewed the game-state as the six-dimensional vector

consisting of the three base occupation indicators as well as the current number of Outs,

Balls and Strikes. Previous research has examined baseball WE in a similar manner using

a reduced state space which does not include the Balls and Strikes variables.

Due to the large number of states in a baseball game, it is not practical to use empirical

averages to estimate WE at each game-state. Thus, we developed and utilized the concept

of gateways to facilitate estimation. Gateway game-states occur very frequently so we

employed a simple parametric model to estimate WE at each gateway. For non-gateway
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game-states, we leveraged estimates of the succedent gateway score distribution along with

MCMC simulations to estimate WE.

Although we chose nine canonical variables to characterize the state of a baseball game,

it is possible to consider additional factors. For instance, one may consider the quality of the

teams playing as additional variables which affect Win Expectancy. However, we avoided

such variables for a specific purpose. By using a limited set of state-variables to predict

WE, it is possible to infer the expected change in WE (called Win Probability Added or

WPA) for specific pitch-outcomes. Estimating the Expected WPA conditional on specific

outcomes was one of the central reasons for carrying out this analysis.
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Chapter 5

Future Research

The two primary goals of this research are to develop estimators of categorical distributions

conditional on categorical covariates using both a frequentist and Bayesian framework and

to develop a highly-tailored models to predict the categorical pitch-outcome conditional on

mixed pitch-covariates. In what follows, we list potential extensions of the work performed

in each chapter.

Chapter 1

1. The principal focus of Chapter 1 is on the development of a CKE characterized by a

particular bandwidth function. The chosen bandwidth function ultimately produces

weights used in a linear combination which are constrained by the range of the band-

width function and the observed likelihood of each category. A weight-based CKE

can also be constructed which again leads to a linear combination of baseline esti-

mates. However, the weights in this setting can be set to any desired values. While

the weight vector that minimizes the mean squared error is known, it depends on

the covariance of the estimated mean functions which is an unknown quantity. Esti-

mating this covariance via bootstrap methods could potentially lead to an estimator

which can outperform the bandwidth-based CKE.

2. Two types of bandwidth-functions were studied in Chapter 1: the constant-bandwidth
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and the variable-bandwidth. Each of these functions leads to nice simplifications in

the CKE and offers convenient methods for estimation. The more general, variable-

bandwidth depends on both the covariate, x, as well as the target category, y. A

generalization of this bandwidth would be to also allow it to depend on the observed

category, k. Doing so would prevent the simplification of the CKE into a linear

combination but could offer potential performance improvements. We expect that a

bandwidth-function chosen in this way can be particularly useful when only a small

subset of response-categories is highly connected.

3. A single categorical variable served as the lone predictor throughout Chapter 1.

While a continuous predictor was discussed briefly in Section 1.3.1, it first required

binning so that it was effectively a categorical variable. One could conceivably use a

continuous predictor in the CKE by instead altering the covariate-kernel from an in-

dicator to a smooth function over the real line. We do not expect such an application

to generate performance advantages relative to parametric distributional estimators.

This is due to a unique property of univariate, continuous predictors of categorical

responses. However, we do anticipate that the CKE might perform well given a mul-

tivariate predictor (continuous or otherwise) by employing a simple modification of

the covariate-kernel.

Chapter 2

1. In Chapter 2, we used a parametric empirical Bayes estimator to estimate random

compositions endowed with an additive logistic normal prior distribution. An obvi-

ous alternative to the PEB estimator would be to employ a fully-Bayesian framework

by placing a flat prior on the compositional mean, µµµ0, and another noninformative

prior on the compositional covariance, ΣΣΣ0. The setup would obviate the need to es-

timate µµµ0 and ΣΣΣ0, the latter of which is especially difficult to estimate when one or

more cell counts are small. This doubly-hierarchical approach can offer additional

robustness but would require the use of MCMC in calculating posterior estimates of
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the random compositions.

2. The additive logistic normal distribution is exclusively used as the prior of the ran-

dom compositions in Chapter 2. While this distribution is of fundamental importance

in compositional data analysis, it would be useful to consider analogous settings in

which the prior is non-normal. In some applications, there is reason to believe that

outlier compositions may be present. In this case, it would be useful to substitute

a normal distribution over the coordinates with a heavier-tailed, symmetric distribu-

tion.

Chapter 3

1. In Chapter 3, a large set of pitch covariates was used to estimate the probability of

every possible pitch-outcome. Despite our efforts to account for each of the key

predictors of pitch-outcomes, several known predictors were intentionally excluded

to keep the scope of the research manageable. Potentially predictive covariates that

were excluded include a pitcher’s repertoire, pitch sequencing and individual bat-

ter characteristics. These variables could not be considered in the present research

because they break the assumption of independence between pitches and alter the

interpretation of predicted values. Accounting for these variables and others in a

comprehensive framework would be a big undertaking but could drastically improve

the predictive performance of an estimator of the pitch-outcome distribution.

2. The fundamental objective of Chapter 3 is to determine the quality of a pitch based

on the characteristics of its trajectory. This is done by assessing how it affects the

estimate of the pitch-outcome distribution. We used data from 2008-2017 to estimate

this distribution. Yet in 2015, a new, more granular data source was introduced which

provides the characteristics of not only the pitch, but also the ensuing batted ball

provided that it is put into play. This new data source offers a potentially useful

avenue to improve estimates of the pitch-outcome distribution.
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Chapter 4

1. As in Chapter 3, we use an intentionally limited set of covariates to estimate the Win

Expectancy. Specifically, we use the eight principal game state variables along with

the run differential as predictors in the model. There are additional important co-

variates which can be included to improve the predictive performance of the model.

Variables denoting the quality of the present teams’ offense and defense are espe-

cially important predictors of Win Expectancy. These variables were excluded from

analysis because they were not needed to reliably estimate the average change in

Win Expectancy of the various pitch-outcomes. To include additional covariates in a

model of WE, one would likely have to use a more general model than the one based

on gateways as described in Chapter 4.

2. We define a general methodology for estimating Win Expectancy given information

about the game-state and the score of a general contest. We specifically focused on

the application of such a model using data from Major League Baseball. But the

model is fully general and might find useful application in any sport or contest in

which numerous gateway states exist. Thus, future research might usefully explore

the application of this model to other sports like cricket or tennis in which games

consist of many subcomponents.

There is one additional future research problem that is especially important to bring-

ing widespread attention and adoption of the pitch-related research. In Appendix C, we

introduce a web-application which allows one to specify the flight path of a pitch (or batted

ball) using a broad set of parameters. The application provides graphical views of the pitch

and lists many relevant and interpretable summary statistics of the ball’s trajectory. While

this is an excellent tool for assess the physical elements of a pitch, it currently offers no

understanding of the quality of a pitch. However, we can tie together the results of Chapters

3 and 4 and Appendices C and D to develop an application which offers novel information

that is of general interest to baseball fans and analysts alike. In particular, we might include
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an option for a user to query any pitch within any game since 2008 and view the estimated

pitch-outcome distribution, the actual pitch-outcome, the expected win probability added

and the observed win probability added. It is also crucial that the tool be able to roll-up

information and return relevant statistics at the player level. We envision the tool allow-

ing a user to select any player and see season-level statistics generated from the estimated

pitch-outcome distribution and Win Expectancy. The most important statistic a user should

be able to query is the pitch-based WAR estimator along with the four other popular WAR

estimators that are available to the public. Adding this additional functionality to the cur-

rent web-application is likely a necessary condition for this research to gain the attention

of the public and adoption within the sabermetrics community.
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Appendix A

Chapter 1: Proofs

Lemma 1.3.1 The CKE can be expressed as a linear combination of the conventional esti-

mates:

ĝ2(y | x) = e−hZy,x +(1− e−h)
K

∑
k=1

(Zk,x;k,y)Zk,x,

where Zk,x = ĝ1(k | x), the baseline estimator, for each k.

Proof: The CKE is defined as

ĝ2(y | x) =
∑

n
i=1 K2(x,Xi)L(x;y,Yi)

∑
n
i=1 K2(x,Xi)

.

Since X is assumed to be categorical, K2 must be an indicator function. Let Zy,x = ĝ1(y | x)

so that

ĝ2(y | x) =
∑

n
i=1 I(x,Xi)[µ(ZYi,x;Yi,y)(1− e−h)+ I(Yi = y)e−h]

∑
n
i=1 I(x,Xi)

=
∑

n
i=1 I(x,Xi)µ(ZYi,x;Yi,y)(1− e−h)

∑
n
i=1 I(x,Xi)

+
∑

n
i=1 I(x,Xi)I(Yi = y)e−h

∑
n
i=1 I(x,Xi)

= (1− e−h)
∑

n
i=1 I(x,Xi)µ(ZYi,x;Yi,y)

∑
n
i=1 I(x,Xi)

+ e−hZy,x.

Define the sets Ak = {i : Yi = k} for k = 1, . . . ,K. Thus, we may rearrange the summation
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in the numerator so that

∑
n
i=1 I(x,Xi)µ(ZYi,x;Yi,y)

∑
n
i=1 I(x,Xi)

=
∑

K
k=1 ∑i∈Ak

I(Xi = x)I(Yi = k)µ(Zk,x;k,y)

∑
n
i=1 I(Xi = x)

=
∑

K
k=1 µ(Zk,x;k,y)∑i∈Ak

I(Xi = x)I(Yi = k)

∑
n
i=1 I(Xi = x)

=
K

∑
k=1

µ(Zk,x;k,y)Zk,x

.

Therefore, in this categorical covariate setting, the CKE simplifies to

ĝ2(y | x) = e(−h)Zy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x.

�

Theorem 1.3.2 The optimal weights for a fixed covariate level, x, is given by

[w1,x, . . . ,wK,x]
> =

ΣΣΣ
−1111

111>ΣΣΣ
−1111

,

where ΣΣΣ =Cov(µ(Zk,x;k,y),µ(Z`,x;`,y)).

Proof: We wish to minimize f0(www) = www>ΣΣΣwww where h(www) = 111>www = 1 and individual com-

ponents, wk, are not necessarily restricted to be positive. The Lagrangian is given by

L(www,ν) = f0(www)+νh(www),

and the Lagrange dual function is given by

g(ν) = inf
www

L(www,ν) = inf
www
{www>ΣΣΣwww+ν(111>www−1)}= 2ΣΣΣwww−ν111.

Solving for the weight vector yields www = ν

2 ΣΣΣ
−1111 and in order to satisfy the equality con-

straint, we must have that ν = 2
111>ΣΣΣ

−1111
. �
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Lemma A.1 The expected value of the CKE is

E[ĝ2(y | x)] = e−hg(y | x)+(1− e−h)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j],

where Nx = ∑
n
i=1 I(Xi = x) and Zk,x = ĝ1(k | x) for each k.

Proof: From Lemma 1.3.1, we have that the CKE can be expressed as a linear combi-

nation. Let Zy,x = ĝ1(y | x) for each y. Since the bandwidth is fixed, this estimator is

determined solely by the random vector, [Z1,x, . . . ,ZK,x]. For brevity, denote this vector Z·,x

and let Nx = ∑
n
i=1 I(Xi = x). Note that

Nx ·Z·,x ∼Multinomial(Nx, [g(1 | x), . . . ,g(K | x)]),

Nx ∼ Binomial(n,m(x)).

Now, consider the expectation of the CKE with respect to the joint distribution,

E[ĝ2(y | x)] =
n

∑
j=0

P(Nx = j)E[ĝ2(y | x) | Nx = j]

= e−h
n

∑
j=0

P(Nx = j)E[Zy,x | Nx = j]

+(1− e−h)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j].

In the rather trivial case that Nx = 0, there is no information with which to estimate g(y | x).

If this occurs, we will assume that we are ’vacuously omniscient’ by setting ĝ2(y | x) =

g(y | x) when Nx = 0. This gives us E[Zy,x | Nx = j] = g(y | x) for each j and

E[ĝ2(y | x)] = e−hg(y | x)+(1− e−h)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j].

�
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Lemma A.2 The asymptotic expectation of the product of mu and the baseline estimator is

E[µ(Z;k,y)Z] = µ(z0;k,y)z0 +o(n−1),

where Z = ĝ1(k | x) and z0 = g(k | x).

Proof: For simplicity, define Z = ĝ1(k | x), z0 = g(k | x) and q(Z) = µ(Z;k,y)Z. It is

straightforward to show that the rth derivative of q is

q(r)(Z) = µ
(r)(Z;k,y)Z + rµ

(r−1)(Z;k,y),∀r ∈ N.

Since, q′′′(z) is finite for z ∈ (0,1) and q′′(z) is continuous on [0,1], we can use the Taylor

series expansion of q about z0 to get

q(z) = q(z0)+q′(z0)(z− z0)+
1
2

q′′(z0)(z− z0)
2 +O(|z− z0|3)

= µ(z0;k,y)z0 +(µ ′(z0;k,y)z+µ(z0;k,y))(z− z0)

+
1
2
(µ ′′(z0;k,y)z+2µ

′(z0;k,y))(z− z0)
2 +O(|z− z0|3).

We are interested in the expectation of this term, E[q(Z)], over the distribution of the

random sample (X1,Y1), . . . ,(Xn,Yn). However, the distribution of Z depends only on X

through the statistic Nx = ∑
n
i=1 I(Xi = x). Hence,

E[q(Z)] = EX [EY |X [q(Z) | X ]] = ENx [EY |Nx [q(Z) | Nx]] =
n

∑
j=0

P(Nx = j)E[q(Z) | Nx = j].

Of course, Nx ∼ Binomial(n,m(x)) and Z | Nx ∼ Binomial(Nx,g(y | x)). The fact that Nx

can be zero with positive probability is problematic for analysis as Z can only be trivially

defined in this situation. However, the probability diminishes to zero very rapidly. For

convenience, define q(Z) = c, an arbitrary constant, when Nx = 0.
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It can be shown that for j > 0, E[|Z− z0|3 | Nx = j] =O( j−3/2). This gives us

E[q(Z)] = [m(x)]nc+
n

∑
j=1

P(Nx = j)[µ(z0;k,y)z0

+
1
4
(µ ′′(z0;k,y)Z +2µ

′(z0;k,y))2 z0(1− z0)

j
+O( j−3/2)]

.

Since ∑
n
j=1

1
j

(n
j

)
z j

0(1− z0)
n− j =O(n−1), we can conclude that

E[µ(Z;k,y)Z] = µ(z0;k,y)z0 +O(n−1).

�

Theorem 1.3.3

Bias[ĝ2(y | x)] =−(1− e−h)E[ε(x;Y,y) | X = x]+O(n−1),

where ε(·) is the error function.

Proof: Since the CKE can be expressed as a linear combination, it is straightforward to

show that the expectation is

E[ĝ2(y | x)] = e−hg(y | x)+(1− e−h)
K

∑
k=1

E[µ(ĝ1(k | x);k,y)ĝ1(k | x)].

Using the asymptotic expectation of a mu product result, we have that

E[ĝ2(y | x)] = e−hg(y | x)+(1− e−h)
K

∑
k=1

[µ(g(k | x);k,y)g(k | x)+O(n−1)].
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But by definition ε(x;k,y) = g(y | x)−µ(g(k | x);k,y) which we can substitute in to get

e−hg(y | x)+(1− e−h)
K

∑
k=1

[(g(y | x)− ε(x;k,y))g(k | x)+O(n−1)]

= e−hg(y | x)+(1− e−h)
K

∑
k=1

[g(y | x)g(k | x)]

−(1− e−h)
K

∑
k=1

[ε(x;k,y)g(k | x)]+O(n−1)

= g(y | x)− (1− e−h)E[ε(x;Y,y) | X = x]+O(n−1).

where the expectation in the final equation is taken with respect to g(· | x). �

Theorem 1.3.4 The asymptotic variance of the CKE is given by

Var[ĝ2(y | x)] =
g(y | x)(1−g(y | x))

n×m(x)
+O(n−2).

Proof: The variance of the CKE with respect to the joint distribution is given by

Var[ĝ2(y | x)] = E[{ĝ2(y | x)}2]−E2[ĝ2(y | x)]

=

( n

∑
j=0

P(Nx = j)E[{ĝ2(y | x)}2 | Nx = j]
)
−E2[ĝ2(y | x)]

.

Let us focus on solely on the expectation within the summand. If j = 0, then the estimator

must be trivially defined as some arbitrary constant. For convenience, we may assume ĝ2(y |

x) = g(y | x) when Nx = 0 as this will have negligible effect on asymptotic calculations.
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Otherwise, for j > 0 we have

E[{ĝ2(y | x)}2 | Nx = j]

= e−2hE[Z2
y,x | Nx = j]+ (1− e−h)2E[{

K

∑
k=1

µ(Zk,x,k,y)Zk,x}2 | Nx = j]

+2e−h(1− e−h)E[Zy,x

K

∑
k=1

µ(Zk,x;k,y)Zk,x | Nx = j]

= e−2h(
1
j
g(y | x)+(1− 1

j
)[g(y | x)]2)

+(1− e−h)2
K

∑
`=1

K

∑
k=1

E[µ(Z`,x; l,y)µ(Zk,x;k,y)Z`,xZk,x | Nx = j]

+2e−h(1− e−h)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,xZy,x | Nx = j].

Now, consider the squared expectation. From the result regarding the estimator expected

value, we have that:

E2[ĝ2(y | x)]

= {e−hg(y | x)+(1− e−h)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j]}2

= e−2h[g(y | x)]2 +(1− e−h)2(
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j])2

+2e−h(1− e−h)g(y | x)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j].
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Upon combining several like-terms, the variance can be shown to have the unwieldy form,

Var[ĝ2(y | x)] = e−2hg(y | x)(1−g(y | x))
n

∑
j=0

P(Nx = j)
1
j

+(1− e−h)2

(
n

∑
j=0

P(Nx = j)
K

∑
`=1

K

∑
k=1

E[µ(Z`,x;`,y)µ(Zk,x;k,y)Z`,xZk,x | Nx = j]

−
( n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j]
)2
)

+2e−h(1− e−h)

(
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,xZy,x | Nx = j]

−g(y | x)
n

∑
j=0

P(Nx = j)
K

∑
k=1

E[µ(Zk,x;k,y)Zk,x | Nx = j]

)
.

Note that this variance consists of three primary terms which are of different orders as

h→ 0 and n→ ∞ simultaneously. Specifically, we have that e−2h = O(1), (1− e−h)2 =

O(h2) = o(h) and e−h(1− e−h) =O(h).

It is straightforward to show that the first term can be written asymptotically as ∑
n
j=1 P(Nx =

j)1
j =

1
n×m(x)+(1−m(x)) +O(n

−3). Moreover, the middle term, which is scaled by (1−

e−h)2 = O(h2) = O(n−2). The final term, scaled by 2e−h(1− e−h), can also be rewritten

as
n

∑
j=0

P(Nx = j)
K

∑
k=1

Cov[Zy,x,µ(Zk,x;k,y)Zk,x | Nx = j],

which converges to

K

∑
k=1

Cov[Zy,x,µ(Zk,x;k,y)Zk,x | Nx = n×m(x)]

= Var[Zy,x | Nx = n×m(x)]+
K

∑
k=1,k 6=y

Cov[Zy,x,µ(Zk,x;k,y)Zk,x | Nx = n×m(x)]

.

But because µ is sufficiently smooth, we can use Taylor expansions to write this term
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asymptotically as

g(y | x)(1−g(y | x))
n×m(x)

−
K

∑
k=1,k 6=y

βk,yg(y | x)g(k | x)
n×m(x)

+O(n−2).

for finite values, β1,y, . . . ,βK,y. But since e−h(1− e−h) = O(h) = O(n−1), the complete

term is of order O(n−2).

Putting these pieces together leaves us with

Var[ĝ2(y | x)] =
g(y | x)(1−g(y | x))

n×m(x)
+O(n−2).

�

Theorem 1.3.5 The CKE, ĝ2(y | x) is a consistent and asymptotically normal estimator of

g(y | x) with an asymptotic variance of g(y|x)[1−g(y|x)]
m(x) .

Proof: In order to show that ĝ2(y | x) is asymptotically normal with mean g(y | x) and

variance g(y|x)[1−g(y|x)]
m(x) , we must show that

√
n×m(x)

g(y | x)[1−g(y | x)]
[ĝ2(y | x)−g(y | x)] d−→ N(0,1).

We begin by examining the difference, ĝ2(y | x)−g(y | x). We can rewrite this more prof-

itably as

[ĝ2(y | x)− ĝ1(y | x)]+ [ĝ1(y | x)−g(y | x)].

Our aim now is twofold: We want to show that ĝ1(y | x)−g(y | x) is asymptotically normal

with mean zero and variance g(y|x)[1−g(y|x)]
m(x) , while ĝ2(y | x)− ĝ1(y | x) = O(n−1). First,

note that the distribution of ĝ1(y | x) can be identified hierarchically: Nxĝ1(y | x) | Nx is

distributed Binomial(Nx,g(y | x)) and Nx ∼ Binomial(n,m(x)). Thus, as n→ ∞, E[Nx] =

n×m(x) and the variance of ĝ1(y | x) tends to g(y|x)[1−g(y|x)]
n×m(x) while the expected value is a

constant g(y | x). Moreover, we have that binomial distributions are asymptotically normal
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and, therefore, so are mixtures of binomial random variables such as ĝ1(y | x). Thus, ĝ1(y |

x)−g(y | x) is asymptotically normal with mean zero and variance g(y|x)[1−g(y|x)]
m(x) .

It remains to show that ĝ2(y | x)− ĝ1(y | x) =O(n−1). We start with the fact that

ĝ2(y | x)− ĝ1(y | x) = (1− e−h)

([ K

∑
k=1

µ(ĝ1(k | x);k,y)ĝ1(k | x)
]
− ĝ1(y | x)

)
.

But note that [∑K
k=1 µ(ĝ1(k | x);k,y)ĝ1(k | x)]− ĝ1(y | x) converges to [∑K

k=1 µ(g(k | x);k,y)g(k |

x)]− g(y | x), a constant. Meanwhile, (1− e−h) = O(n−1) which implies that ĝ2(y |

x)− ĝ1(y | x) =O(n−1). Putting these results together gives us the desired result:

√
n×m(x)

g(y | x)[1−g(y | x)]
[ĝ2(y | x)−g(y | x)]

=

√
n×m(x)

g(y | x)[1−g(y | x)]
[ĝ1(y | x)−g(y | x)]+O(n−1/2)

d−→ N(0,1)

.

�

Theorem 1.4.1 Define Nx =∑
n
i=1 I(Xi = x) and ZZZ·,x = [Z1,x, . . . ,ZK,x] = [ĝ1(1 | x), . . . , ĝ1(K |

x)]. If h̃(x,y) = argmin
h≥0

{MSE[ĝ2(y | x) | Nx]}, then

h̃(x,y) = log

{
E[(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)

2 | Nx]

E[(g(y | x)−∑
K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]

}

provided that the denominator in the log is positive. Otherwise, h̃(x,y) = 0. The expecta-

tions are taken with respect to ZZZ·,x ∼ 1
Nx

Multinomial(Nx, [g(1 | x), . . . ,g(K | x)]).

Proof: We assume that a distinct bandwidth is used for each (x,y) pair. Without loss of

generality, let (x,y) be an arbitrary pair and let h := h(x,y) be the associated bandwidth.

We want to determine the constrained value, h̃, which minimizes the conditional MSE,

h̃ = argmin
h≥0

{MSE[ĝ2(y | x) | Nx]},
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where Nx := ∑
n
i=1 I(Xi = x). We begin this optimization problem by taking the derivative,

d
dh

MSE[ĝ2(y | x) | Nx] =
d
dh

E[(ĝ2(y | x)−g(y | x))2 | Nx].

The expectation here can be taken with respect to the distribution of

ZZZ·,x = [Z1,x, . . . ,ZK,x] := [ĝ1(1 | x), . . . , ĝ1(K | x)],

where NxZ·,x ∼Multinomial(Nx, [g(1 | x), . . . ,g(K | x)]). Substituting in for ĝ2(y | x) gives

us

d
dh

E[(e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x−g(y | x))2 | Nx]

= 2e−hE[(e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x−g(y | x))(−Zy,x +
K

∑
k=1

µ(Zk,x;k,y)Zk,x) | Nx]

=−2e−2hE[(Zy,x−
K

∑
k=1

µ(Zk,x;k,y)Zk,x)
2 | Nx]

+2e−hE[(g(y | x)−
K

∑
k=1

µ(Zk,x;k,y)Zk,x)(Zy,x−
K

∑
k=1

µ(Zk,x;k,y)Zk,x) | Nx].

If we set this expression equal to zero, a simple rearrangement yields,

e−h =
E[(g(y | x)−∑

K
k=1 (Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]

E[(Zy,x−∑
K
k=1 µ(Zk,x;k,y)Zk,x)2 | Nx]

.

It is, of course, necessary to check whether this solution denotes a minimum or a maximum

by looking to the second derivative test:

d2

dh2 MSE[ĝ2(y | x) | Nx]

= 4e−2hE[(Zy,x−
K

∑
k=1

µ(Zk,x;k,y)Zk,x)
2 | Nx]

−2e−hE[(g(y | x)−
K

∑
k=1

µ(Zk,x;k,y)Zk,x)(Zy,x−
K

∑
k=1

µ(Zk,x;k,y)Zk,x) | Nx].
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If we evaluate the MSE at the value of e−h given above, this expression reduces to

2
{E[(g(y | x)−∑

K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]}2

E[(Zy,x−∑
K
k=1 µ(Zk,x;k,y)Zk,x)2 | Nx]

.

Therefore, if E[(g(y | x)−∑
K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]> 0, the

minimizing bandwidth is given by

h̃ = log

{
E[(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)

2 | Nx]

E[(g(y | x)−∑
K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x) | Nx]

}
.

Unfortunately, pathological situations exist in which this expectation is less than or equal

to zero. Since there is no positive value of h for which e−h can become negative, h̃ = 0 in

such cases because there is only one local optimum. However, in most practical situations,

the expectation above remains positive.

�

Theorem 1.4.2 Let h̃n(x,y) be the optimal bandwidth conditional on Nx = n ·m(x). Under

certain regularity conditions, we have that as n→ ∞, h̃n(x,y) decreases to zero at a rate of

O(n−1).

Proof: For simplicity, let nx = n ·m(x) and let Zy represent the random variable, ĝ1(y | x) =
∑

n
i=1 I(Xi=x,Yi=y)
∑

n
i=1 I(Xi=x) . Again, we condition on Nx =∑

n
i=1 I(Xi = x)= nx in each of the expectations

to follow but this is not explicitly denoted.

The numerator term can be rewritten as E[(Zy−∑
K
k=1 µ(Zk;k,y)Zk)

2] where the expectation

is taken with respect to the distribution of Z conditional on Nx = nx. Clearly, we have that

nxZZZ ∼ Multinomial(nx, [g(1 ∼ x), . . . ,g(K ∼ x)]). Note that condition (3) implies that as

n→ ∞, the numerator converges to a positive constant.

Similarly, the denominator takes the form,

E[(Zy−
K

∑
k=1

µ(Zk;k,y)Zk)(g(y | x)−
K

∑
k=1

µ(Zk;k,y)Zk)].
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This easily rearranges to give

E[(Zy−
K

∑
k=1

µ(Zk;k,y)Zk)(g(y | x)−Zy)]+E[(Zy−
K

∑
k=1

µ(Zk;k,y)Zk)
2].

Note that the second expectation is equal to the numerator. Now, we need to show that the

first expectation is negative and increases to zero at a rate of O(n−1). Equivalently, we can

show that

E[(Zy−
K

∑
k=1

µ(Zk;k,y)Zk)(Zy−g(y | x))] =
K

∑
k=1

E[(Zy−µ(Zk;k,y))(Zy−g(y | x))Zk].

is positive and decreases to zero at a rate of O(n−1). Since condition (1) holds, we can use

the Taylor expansion at g(k | x) to get

µ(z;k,y) = µ(g(k | x);k,y)+µ
′(g(k | x);k,y)(z−g(k | x))+O((z−g(k | x))2).

Thus, the expectation becomes

K

∑
k=1

E[(Zy− [µ(g(k | x);k,y)+µ
′(g(k | x);k,y)(Zk−g(k | x))+

O((Zk−g(k | x))2)])(Zy−g(y | x))Zk].

The pmf decomposition is defined as g(y | x) = µ(g(k | x);k,y)+ε(x;k,y) which allows the

expectation to further reduce to

K

∑
k=1

E[(Zy−g(y | x))2Zk]+
K

∑
k=1

ε(x;k,y)E[(Zy−g(y | x))Zk]

−
K

∑
k=1

µ
′(g(k | x);k,y)E[(Zk−g(k | x))(Zy−g(y | x))Zk]

−
K

∑
k=1

E[O((Zk−g(k | x))2)(Zy−g(y | x))Zk].

Now, consider each of the four sums individually. Each expectation is taken with respect
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to a trinomial random variable which can easily be evaluated. Observe that the first sum

becomes

K

∑
k=1

E[(Zy−g(y | x))2Zk] =
K

∑
k=1

g(y | x)g(k | x)((1−g(y | x))(n−1)+g(y | x))
n2

=
g(y | x)((1−g(y | x))(n−1)+g(y | x))

n2

=
g(y | x)(1−g(y | x))

n
− g(y | x)(1−g(y | x))+ [g(y | x)]2

n2 .

The second sum reduces to single O(n−1) term,

K

∑
k=1

ε(x;k,y)E[(Zy−g(y | x))Zk] =−
g(y | x)

n

K

∑
k=1

ε(x;k,y)g(k | x).

The third sum becomes

−
K

∑
k=1

µ
′(g(k | x);k,y)E[(Zk−g(k | x))(Zy−g(y | x))Zk]

=
K

∑
k=1

µ
′(g(k | x);k,y)

g(y | x)g(k | x)((n−2)g(k | x)+1)
n2

= g(y | x)1
n

K

∑
k=1

µ
′(g(k | x);k,y)[g(k | x)]2

+g(y | x) 1
n(n−2)

K

∑
k=1

µ
′(g(k | x);k,y)g(k | x)

−2g(y | x) 1
n2

K

∑
k=1

µ
′(g(k | x);k,y)g(k | x)(g(k | x)+ 1

n−2
).

Lastly, the fourth sum has no leading O(n−1) term,

−
K

∑
k=1

E[O((Zk−g(k | x))2)(Zy−g(y | x))Zk] =−O(n−2).
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The remaining O(n−1) terms in the sum are

g(y | x)(1−g(y | x))
n

− g(y | x)
n

K

∑
k=1

ε(x;k,y)g(k | x)+ g(y | x)
n

K

∑
k=1

µ
′(g(k | x);k,y)[g(k | x)]2

=
g(y | x)

n
[1−g(y | x)+E(µ ′(g(Y | x);Y,y)g(Y | x) | X = x)+E(ε(x;Y,y) | X = x)].

But by condition (2), we have that

1−g(y | x)> E(ε(x;Y,y) | X = x)−E(µ ′(g(Y | x);Y,y)g(Y | x) | X = x),

which implies that g(yx)
n [1− g(y | x)+E(µ ′(g(Y | x);Y,y)g(Y | x) | X = x)+E(ε(x;Y,y) |

X = x)] is positive. Therefore, we can conclude that

E[(Zy−
K

∑
k=1

µ(Zk;k,y)Zk)(g(y | x)−
K

∑
k=1

µ(Zk;k,y)Zk)],

increases to zero at a rate of O(n−1). Finally, we note that for a > 0 and b < 0,

log
( a

b/n+a

)
=− b

na
+O(n−2) =O(n−1).

Using this result, it immediately follows that h(x,y) decreases to zero at a rate of O(n−1).

�

Theorem 1.4.3 If the CKE uses a constant bandwidth h and h̃ = argmin
h≥0

MISE[h], then

h̃= log

{
∑

K
y=1 ∑

R
x=1 m(x)E[(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)

2]

∑
K
y=1 ∑

R
x=1 m(x)E[(g(y | x)−∑

K
k=1 µ(Zk,x;k,y)Zk,x)(Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x)]

}
.

We set h̃ = 0 if the denominator is negative.

Proof: If the bandwidth is constant, we can express the estimator compactly as

ĝ2(y | x) = e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x.
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Now we solve for the MISE of the estimator,

MISE[h] = E[
K

∑
y=1

R

∑
x=1

m(x)(ĝ2(y | x)−g(y | x))2].

This can be rewritten as

E
[ K

∑
y=1

R

∑
x=1

m(x)
(

e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x−g(y | x)
)2
]
,

where the expectation is with respect to the distribution of [Z·,1, . . . ,Z·,R] and

ZZZ·,x ∼Multinomial(Nx,gggx) and NNN ∼Multinomial(n,mmm). But this can be further rewritten

as
K

∑
y=1

R

∑
x=1

m(x)E
[(

e−hZy,x +(1− e−h)
K

∑
k=1

µ(Zk,x;k,y)Zk,x−g(y | x)
)2
]
.

and now we have multiple expectations where each is with respect to just

ZZZ·,x ∼Multinomal(Nx,gggx) and Nx ∼ Binomial(n,m(x)).

Now, we can differentiate to get

d
dh

MISE[h] =
K

∑
y=1

R

∑
x=1

m(x)E
[

d
dh

(
e−hZy,x +(1− e−h)

K

∑
k=1

µ(Zk,x;k,y)Zk,x−g(y | x)
)2
]

=−2e−2h
K

∑
y=1

R

∑
x=1

m(x)E
[(

Zy,x−
K

∑
k=1

µ(Zk,x;k,y)Zk,x

)2
]

+2e−h
K

∑
y=1

R

∑
x=1

m(x)E
[(

g(y | x)−
K

∑
k=1

µ(Zk,x;k,y)Zk,x

)(
Zy,x−

K

∑
k=1

µ(Zk,x;k,y)Zk,x

)]
.

Setting this equal to zero and solving for h leaves us with

e−h =
∑

K
y=1 ∑

R
x=1 m(x)E

[(
g(y | x)−∑

K
k=1 µ(Zk,x;k,y)Zk,x

)(
Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x

)]
∑

K
y=1 ∑

R
x=1 m(x)E

[(
Zy,x−∑

K
k=1 µ(Zk,x;k,y)Zk,x

)2] .

�

Theorem 1.4.4 The bandwidths ĥn(x,y) and h̃n(x,y) are asymptotically equivalent in prob-
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ability: ĥn(x,y)
h̃n(x,y)

p−→ 1.

Proof: For a given (x,y) pair, the optimal bandwidth is given by

h̃(x,y) = log

{
∑zzz∈Z p(zzz)(zy−∑

K
k=1 µ(zk;k,y)zk)

2

∑zzz∈Z p(zzz)(zy−∑
K
k=1 µ(zk;k,y)zk)(g(y | x)−∑

K
k=1 µ(zk;k,y)zk)

}
,

where p(zzz) = P(ZZZ = zzz | Nx = n ·m(x)) and

n ·m(x)ZZZ ∼Multinomial(n ·m(x), [g(1∼ x), . . . ,g(K | x)]).

The estimated optimal bandwidth is defined as

ĥ(x,y) = log

{
∑zzz∈Z p̂(z)(zy−∑

K
k=1 µ̂(zk;k,y)zk)

2

∑zzz∈Z p̂(zzz)(zy−∑
K
k=1 (̂zk;k,y)zk)(ĝ1(y | x)−∑

K
k=1 (̂zk;k,y)zk)

}
,

where p̂(zzz) = P(ZZZ∗ = zzz | Nx = n ·m(x)) and n ·m(x)ZZZ∗ ∼ Multinomial(n ·m(x), [ĝ1(1 |

x), . . . , ĝ1(K | x)]) But note that ZZZ d−→ N(µµµ0,ΣΣΣ) and ZZZ∗ d−→ N(µµµ0,ΣΣΣ), where µµµ0 = [g(1 |

x), . . . ,g(K | x)]> and Σi j = −g(i|x)g( j|x)
n if i 6= j and g(i|x)[1−g(i|x)]

n if i = j.

The two bandwidths only differ in two additional ways: g(y | x) is substituted with ĝ1(y | x)

in the denominator and the conditional means are replaced with the respective estimates. It

is clear that ĝ1(y | x)
p−→ g(y | x). Lastly, µ̂(z;k,y)

µ−→ (z;k,y),∀(z,k,y), we have that each

of the random variables of ĥ converges in probability to the fixed variables in h̃. Hence,

we can conclude that ĥn(x,y)
h̃n(x,y)

p−→ 1 as desired. Proving that the constant bandwidth estimator

is asymptotically equivalent in probability can be shown through an analogous argument.

Each of the component random variables of h̃n converges to the fixed variables of ĥn which

implies asymptotic equivalence. �
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Appendix B

Chapter 2: Proofs

Lemma 2.4.1 The asymptotic distribution of ĝgg j | GGG j = ggg j is N(µµµ ĝgg j
,ΣΣΣĝgg j

), where

µµµ ĝgg j
= ggg j and ΣΣΣĝgg j

=
1

nm̂0 j
(diag{ggg j}−ggg jggg

>
j ).

Proof: If GGG j = ggg j, then m jĝgg j follows a multinomial distribution

P(m jĝgg j = c | GGG j = ggg j, m̂ j = m̂0 j) =
m̂0 j!

∏
K
k=1 ck!

K

∏
k=1

gck
j,k,

for every ccc such that ck ∈ N and ∑
K
k=1 ck = m̂mm0 j. Thus, ĝgg j follows a scaled multinomial

distribution,

P(ĝgg j = ppp | GGG j = ggg j, m̂ j = m̂0 j) =
m̂0 j!

∏
K
k=1(m j pk)!

K

∏
k=1

gm j pk
j,k ,

for every ppp in the discrete (K, m̂0 j)-simplex. The mean and covariance of this distribution

are

µĝgg j
= E(ĝgg j | GGG j = ggg j, m̂ j = m̂0 j) = ggg j,

and

Σĝgg j
= Cov(ĝgg j | GGG j = ggg j, m̂ j = m̂0 j) =

1
nm̂0 j

(diag{ggg j}−ggg jggg
>
j ).
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Asymptotically, ĝgg j | GGG j = ggg j, m̂ j = m̂0 j follows a multivariate normal distribution with the

same mean and covariance. �

Theorem 2.4.2 The asymptotic distribution of ûuu j |UUU j = uuu j is N(uuu j,ΣΣΣ1 j), where

ΣΣΣ1 j =
1

nm̂0 j
VVV>(DDD j− JJJ)VVV , DDD j = diag

{ 1
ggg j

}
, JJJ is the K×K matrix of ones.

Proof: Using the result of Lemma 2.4.1, we know the asymptotic distribution of have that

ĝgg j |GGG j = ggg j. Now, note that ûuu j =VVV>WWW j, where WWW j = ln(ĝgg j). If n is sufficiently large, then

an application of the delta method gives us that WWW j | GGG j = ggg j, m̂ j = m̂0 j is asymptotically

normal with mean ln(ggg j) and covariance

ΣΣΣ2 = (Jacggg j(ln(zzz)))
>

ΣΣΣĝgg j
Jacggg j(ln(zzz)),

where

Jacggg j(ln(zzz)) =


∂ ln(z1)

∂ z1
· · · ∂ ln(z1)

∂ zK
... . . . ...

∂ ln(zK)
∂ z1

· · · ∂ ln(zK)
∂ zK

 |ggg j= diag
{

1
ggg j

}
= DDD j.

Now, we are interested in the distribution of ûuu j = VVV>WWW j where WWW j | GGG j = ggg j, m̂ j = m̂0 j

is N(ln(ggg j),DDD
>
j ΣΣΣ1DDD j). It follows that ûuu j | GGG j = ggg j, m̂ j = m̂0 j is normally distributed with

mean VVV> ln(ggg j) = uuu j and covariance VVV>DDD>j ΣΣΣĝgg j
DDD jVVV . The covariance can be simplified as

VVV>DDD>j ΣΣΣĝgg j
DDD jVVV =

1
nm̂0 j

VVV>(DDD j− JJJ)VVV .

�

Theorem 2.4.3 The asymptotic distribution of UUU j | XXX ,YYY is N(ŭuu j,ΣΣΣpost), where

ŭuu j = ΣΣΣpost(ΣΣΣ
−1
0 µµµ0 +ΣΣΣ

−1
1 ûuu0 j) and ΣΣΣpost = (ΣΣΣ−1

0 +nm̂0 j[VVV>(DDD j− JJJ)VVV ]−1)−1.
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Proof: The asymptotic distribution of UUU j | ûuu j = ûuu0 j, m̂mm= m̂mm0 is equivalent to the asymptotic

distribution of UUU j | XXX ,YYY since ûuu j = ûuu0 j, m̂mm = m̂mm0 is a one-to-one transformation of XXX ,YYY .

Now, to start, note that if the exact (rather than the asymptotic) distribution of ûuu j |UUU j =

uuu j, m̂mm = m̂mm0 is N(uuu j,
1

nm̂0 j
VVV>(DDD j − JJJ)VVV ), then we can use a standard conjugacy result to

show that UUU j | XXX ,YYY is normal with covariance

ΣΣΣpost = (ΣΣΣ−1
0 +nm̂mm0 j[VVV>(DDD j− JJJ)VVV ]−1)−1,

and mean

µµµpost = ΣΣΣpost(ΣΣΣ
−1
0 µµµ0 +ΣΣΣ

−1
1 ûuu0 j).

We wish to show that µµµpost and ΣΣΣpost are the asymptotic mean and covariance of UUU j |

XXX ,YYY . Since 2.4.2 gives us that the asymptotic distribution of ûuu j | UUU j = uuu j, m̂mm = m̂mm0 is

N(uuu j,
1

nm̂0 j
VVV>(DDD j− JJJ)VVV ), this implies that the asymptotic distribution UUU j | XXX ,YYY is normal

with a mean and covariance given by

µµµ∗ = ûuu0 j and ΣΣΣ∗ =
1

nm̂0 j
VVV>(DDD j− JJJ)VVV .

Observe that the mean and covariance depend only on the data and not on the hyperparame-

ters. Now, it is straightforward to show that the difference between the mean and covariance

above and the desired mean and covariance converges to zero in probability: µµµpost−µµµ∗
p−→ 0

and ΣΣΣpost−ΣΣΣ∗
p−→ 0. Let SSSn = ΣΣΣ

1/2
∗ (UUU j− µµµ∗) and TTT n = ΣΣΣ

1/2
post(UUU j− µµµpost). It follows then

that SSSn− TTT n also converges to zero in probability. Since SSSn | XXX ,YYY converges weakly to

ZZZ ∼ N(000, III) and SSSn−TTT n
p−→ 000, Slutsky’s theorem guarantees that TTT n | XXX ,YYY also converges

weakly to ZZZ. Hence, we can conclude that UUU j | XXX ,YYY is asymptotically N(µµµpost,ΣΣΣpost). �

Theorem 2.4.4 The asymptotic distribution of GGG j | XXX ,YYY is N(ğgg j,ΣΣΣğgg j
), where

ğgg j = ilr−1(ŭuu j), ΣΣΣğgg j
= QQQΣΣΣpostQQQ>, QQQ = ğgg j1

>
K−1 ◦VVV − ğgg jğgg

>
j VVV ,
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and ◦ denotes the Hadamard product.

Proof: Since the baseline estimators are sufficient statistics, we have that the distribution

of GGG j | XXX ,YYY is the same as the distribution of GGG j | ĝgg1, . . . , ĝggR, m̂mm. Note that ĝgg` depends only

on GGG` and m̂` for each `. Using this fact along with the assumption that GGG1, . . . ,GGGR are

independent implies that GGG j | ĝgg j, m̂ j has the distribution of interest. Now, it is clear that

this distribution can be further re-expressed as ilr−1(UUU j) | ûuu j, m̂ j. From Theorem 2.4.3,

we have that UUU j | ûuu j = ûuu0 j, m̂mm = m̂mm0 is N(µµµpost,ΣΣΣpost). Using the delta method, it follows

that ilr−1(UUU j) | ûuu j = ûuu0 j, m̂mm = m̂mm0 is asymptotically normal with mean ilr−1(µµµpost) and

covariance

Jacµµµpost(ilr
−1(zzz))ΣΣΣpost(Jacµµµpost(ilr

−1(zzz)))>.

The Jacobian function is given by

Jacµµµpost(ilr
−1(zzz)) =


∂ [ilr−1(zzz)]1

∂ z1
· · · ∂ [ilr−1(zzz)]1

∂ zK
... . . . ...

∂ [ilr−1(zzz)]K
∂ z1

· · · ∂ [ilr−1(zzz)]K
∂ zK

 |µµµpost .

For each i = 1, . . . ,K−1 and j = 1, . . . ,K−1, we have

∂ [ilr−1(zzz)] j

∂ zi
=

∂

∂ zi

[exp{VVV zzz}] j

1> exp{VVV zzz}
=

∂

∂ zi

exp{∑K
k=1Vjkzk}

∑
K
`=1 exp{∑K

k=1V`kzk}

=
Vi j exp{∑K

k=1Vikzk}1> exp{VVV zzz}− exp{∑K
k=1Vikzk}∑

K
`=1V` j exp{∑K

k=1V`kzk}
[1> exp{VVV zzz}]2

=
exp{VVV i·zzz}

[1> exp{VVV zzz}]2
(Vi j1−VVV · j)> exp{VVV zzz}.

Upon rewriting this in matrix form, it can then be shown that

Jacµµµpost(ilr
−1(zzz)) =

1
[1> exp{VVV µµµpost}]2

(
(1> exp{VVV µpost})exp{VVV µµµpost}1>K−1 ◦VVV

−exp{VVV µµµpost}exp{VVV µµµpost}>VVV
)
= QQQ.
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Now, we have that for any ggg ∈ SK , exp{VVV ggg}= ggg
GM(ggg) , where GM(ggg) is the geometric mean

of ggg. Using this identity, we can simplify the expression above to get

Jacµµµpost(ilr
−1(zzz)) = ğgg j1

>
K−1 ◦VVV − ğgg jğgg

>
j VVV = QQQ.

�

Theorem 2.4.5 The mean weighted metric variance of ğgg is less than that of ĝgg: Mmvar(ğgg)<

Mmvar(ĝgg).

Proof: By definition, Mmvar(ĝgg)=E[mvar(ĝgg	GGG)], where mvar(ĝgg	ggg)=∑
R
j=1 m jd2

A(ĝgg j,ggg j).

The ilr-transformation defines an isometry between the metric spaces, (SK,dA(xxx,yyy)) and

(RK,‖xxx− yyy‖). This fact allows us to rewrite

mvar(ĝgg	ggg) =
R

∑
j=1

m jilr(ĝgg j	ggg j)
>ilr(ĝgg j	ggg j) =

R

∑
j=1

m j(ûuu j−uuu j)
>(ûuu j−uuu j).

Thus, Mmvar(ĝgg) = E[∑R
j=1 m j‖ûuu j−UUU j‖2]. In a similar fashion, it can be shown that

Mmvar(ğgg) = E

[
E

(
R

∑
j=1

m j(ddd j + ûuu j−UUU j)
>(ddd j + ûuu j−UUU j)

∣∣∣∣∣UUU j

)]

= E

[
E

(
R

∑
j=1

m j(ŭuu j−UUU j)
>(ŭuu j−UUU j)

∣∣∣∣∣UUU j

)]

=
R

∑
j=1

m jE
[
E
(
ddd>j ddd j +2ddd>j (ûuu j−UUU j)

∣∣UUU j
)]

+Mmvar(ĝgg).

where ddd j = ŭuu j− ûuu j. If we can show that E
[
E
(
ddd>j ddd j +2ddd>j (ûuu j−UUU j)

∣∣UUU j
)]

< 0 for each j,

then the desired inequality follows. This can be demonstrated by refactoring the expression
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as follows:

E
[
E
(
ddd>j ddd j +2ddd>j (ûuu j−UUU j)

∣∣UUU j
)]

= E
[
E
(
− (ûuu j− ŭuu j)

>(ûuu j− ŭuu)−2(ûuu j−UUU j)
>(ŭuu j−UUU j)+2(ŭuu j−UUU j)

>(ŭuu j−UUU j)
∣∣UUU j

)]
= E

[
E
(
(ŭuu j−UUU j)

>(ŭuu j−UUU j)− (ûuu j−UUU j)
>(ûuu j−UUU j)

∣∣UUU j
)]

= E
[
E
(
‖ŭuu j−UUU j‖2 ∣∣UUU j

)]
−E

[
E
(
‖ûuu j−UUU j‖2 ∣∣UUU j

)]
.

Now, note that both ŭuu j and ûuu j are functions of the observable data, (XXX ,YYY ). Moreover,

ŭuu j = E(UUU j | XXX ,YYY ) so it is the MMSE estimator of UUU j given the data. Therefore, E
[
E
(
‖ŭuu j−

UUU j‖2
∣∣UUU j

)]
< E

[
E
(
‖ûuu j−UUU j‖2

∣∣UUU j
)]

and it follows that Mmvar(ğgg)< Mmvar(ĝgg). �

Theorem 2.4.6 The Bayes decision rule using the standard (unweighted) MISE as the

Bayes risk is the conditional expectation, ğgg j, for each j. Using the Pearson’s chi-squared

weighted MISE, the Bayes decision rule is the conditional harmonic mean, g∗jk =
{

E
[

1
g jk

∣∣∣
ĝgg j

]}−1
, for each j,k.

Proof: Let zzz = [ĝgg1, . . . , ĝggR] denote the observed baseline estimates and let θ = [ggg1, . . . ,gggR].

Let the loss function be the weighted ISE,

L(θ ,δ (zzz)) = ISE(δ (zzz),w(·)) =
R

∑
j=1

m j

K

∑
k=1

w(g jk)(a jk−g jk)
2.

where a jk values are produced by δ (zzz). Then, the posterior expected loss is

PEL(δ (zzz)) =
∫

Θ

L(θ ,δ (zzz))π(θ | zzz)dz = E
[ R

∑
j=1

K

∑
k=1

m jw(g jk)(a2
jk−2a jkg jk +g2

jk)

∣∣∣∣ zzz
]

=
R

∑
j=1

K

∑
k=1
{a2

jkE[m jw(g jk) | zzz]−2a jkE[m jw(g jk)g jk | zzz]+E[m jw(g jk)g2
jk | zzz]}.

Thus, for a given j,k, the value a jk which minimizes the expression in the braces is

a jk =
E[m jw(g jk)g jk | zzz]

E[m jw(g jk) | zzz]
.
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Since m j is a constant, this can be rewritten as a jk =
E[w(g jk)g jk|zzz]

E[w(g jk)|zzz]
. Therefore, setting

w(g jk) = 1 implies that the Bayes decision rule for the standard MISE is

aaa j = E[ggg j | zzz] = E[ggg j | ĝgg j] = ğgg j.

If we set w(g jk) =
1

g jk
, then

a jk =

{
E
[

1
g jk

∣∣∣∣ zzz
]}−1

=

{
E
[

1
g jk

∣∣∣∣ ĝgg j

]}−1

.

Thus, the Bayes decision rule in this case is the conditional harmonic mean. �
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Appendix C

Chapter 3: Calculated Pitch Variables

Between 2008 and 2017, roughly 7 million pitches were thrown in Major League Baseball

games. In 2008, pitch-tracking cameras were installed in every ballpark and began record-

ing vast amounts of data about these pitches. Each ballpark has two separate cameras which

take 60 pictures per second. Since pitches travel from the pitcher’s mound to home plate in

about four-tenths of a second, each pitch has roughly 50 associated pictures. Two images

are required to determine the 3D location of a pitch at any point in time. Therefore, MLB

obtains roughly 25 observations of the pitch at evenly-spaced time intervals,

(x̃(t), ỹ(t), z̃(t)), t = 0, . . . ,24.

These observations are not made without error. Thus, we can distinguish between the

observed locations and the true locations given by

(x(t),y(t),z(t)), t = 0, . . . ,24.

Unfortunately, MLB Advanced Media does not report the observed positional data. Instead,

just nine covariates are reported for each pitch which are intended to facilitate reconstruc-

tion of the flight-path. The nine covariates are given by

• (x0,y0,z0): The 3-dimensional initial position of the pitch.
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– Technically, what is reported is the position of the baseball when y0 = 50. This

closely corresponds with the initial y-position.

• (vx,0,vy,0,vz,0): The initial velocity of the pitch.

• (ax,ay,az): The average acceleration of the pitch.

– Unlike the position and velocity of the pitch, the acceleration is incorrectly

assumed to be constant over the entire trajectory.

In order to produce the nine covariates from the observed data, MLB uses the least squares

estimators to the equations:

x̄(t) = x0 + vx,0t +
1
2

axt2

ȳ(t) = y0 + vy,0t +
1
2

ayt2

z̄(t) = z0 + vz,0t +
1
2

azt2

for t = 0, . . . ,24. Thus, the nine covariates minimize the objective function

Q() =
1

24

24

∑
t=0

∥∥(x̄(t), ȳ(t), z̄(t))− (x̃(t), ỹ(t), z̃(t))∥∥
This is generally referred to as the 9P fit. It is also worth noting that the nine covariates

themselves are not particularly useful in their own right. Most baseball analysts are inter-

ested in more interpretable quantities derived from these covariates. However, before we

derive such quantities from the 9P fit, we first attempt to improve the estimated constant-

acceleration trajectory by using the correct laws of physics.

Newton’s second law tells us that if the acceleration of the pitch is constant, then the

forces acting on the baseball are also constant. Although gravity acts as a constant force in

the z-direction, there are two additional forces that act on a pitch which are non-constant.

The more obvious of these forces is drag. Drag is the force of air resisting motion of

the baseball. The faster a ball travels, the greater the drag force it will experience drag.

Therefore, the drag force is maximized when the pitch is first released. By the time the

pitch reaches home plate, it will have slowed considerably which lessens the associated
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drag. The Magnus force also acts on a pitch and is a byproduct of spin. The Mangus force

acts in the direction which is orthogonal to both the velocity and the axis of spin. Nathan

(2008) gives the true equations of motion which are implicitly defined by

x(t) =−KCD‖vvv(t)‖vx(t)−KCL‖v(t)‖vy(t)sin(φ),

y(t) =−KCD‖vvv(t)‖vy(t)+KCL‖v(t)‖[vx(t)sin(φ)− vz(t)cos(φ)],

z(t) =−KCD‖vvv(t)‖vz(t)+KCL‖v(t)‖vy(t)cos(φ)−g.

where φ is the spin axis in the x-z plane, g is the acceleration due to gravity, K is a numerical

factor and CD and CL are drag and lift coefficients.

Nathan (2016) provides a Microsoft Excel-based tool which uses the correct laws of

motion to calculate the trajectory of a baseball given a broad set of initial conditions.

However, one limitation of this tool is the fact that it uses Euler’s method to numerically

solve the differential equations. We have retooled Nathan’s algorithm using the Runge-

Kutta algorithm in an R-based web application (Shiny) which reduces the global truncation

error from O(h) to O(h5). The web application is available at https://jessejeter.

shinyapps.io/ballPath/. The web app primarily allows one to input nine principal pa-

rameters (using Cartesian or spherical coordinates) and returns the flight path of the pitch

at any instant in time. One can do this by inputting a total flight time, T , and a time-

increment, h, to produce plots of the flight path. For computational efficiency, one can also

input an interpolation integer, j, which generates linearly interpolates the flight bath be-

tween times t and t+h at j even increments. The flight path can be visualized on a baseball

field from either a bird’s-eye view, a side view, or from the catcher’s angle of view. There

are several additional parameters that affect the flight path of a baseball which can also be

altered. These include the atmospheric conditions, temperature, elevation, humidity, pres-

sure, along with wind speed, direction and height. One can also input a baseball’s mass

and circumference in addition to other compositional coefficients related to a ball’s drag,

lift and spin reduction.
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Using the Runge-Kutta-based trajectory calculator, we wish to refit the flight path of

every pitch using only the covariates provided by the 9P fit. We do this by fitting the new

model to the pseudo-observations, (x̄(t), ȳ(t), z̄(t)), in order to obtain improved positional

estimates, (x̂(t), ŷ(t), ẑ(t)). In other words, for a given pitch, we assume that

(x̄(t), ȳ(t), z̄(t)), t = 0,1, . . . ,24

denote the true position of the baseball. We then numerically estimate the vector parameter,

θθθ
∗, which minimizes

Q(θθθ ∗) =
1
24

24

∑
t=0
‖(x̂(t), ŷ(t), ẑ(t))− (x̄(t), ȳ(t), z̄(t))‖.

Using these new estimated parameters – along with typical atmospheric and compositional

parameters – we derive the following important calculated variables:

1. The final 3D location of the pitch, (x∗,y∗,z∗).

2. The initial speed of the pitch, ‖vvv(0)‖.

3. The time it takes for a pitch to reach home plate after release.

4. The initial roll of the pitch – the angle of the spin axis in the x-z plane.

5. The initial yaw of the pitch – the angle of the spin axis in the x-y plane.

6. The initial spin rate of the pitch.

7. The spin-induced movement of the pitch in the x- and z-directions, (mx,mz).

8. The initial “angle of view” angle – the angle a pitch initially appears to be traveling

as seen by the catcher.

9. The final “angle of view” angle – the angle a pitch appears to be traveling as it crosses

the front plane of home plate.

10. The time at which the angle of view perspective of the pitch reaches its maximum

curvature. This variable is associated with the time at which a batter can distinguish

the pitch type.
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11. An indicator of whether a pitch is a Ball or Strike. If it is a Strike, the Strike type is

denoted as one of Main Entrance, Front Door, Back Door, Attic Door or Cellar Door.
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Appendix D

Evaluation of WAR

D.1 Overview

The fundamental goal of every Major League Baseball team is to win as many games as

possible. On a given day, a team will have 25 active players on its roster. These players

can play different positions and use different methods for achieving success. Ultimately,

though, each player will in some way attempt to help his team win games. In the late

2000’s, the statistic, Wins Above Replacement (WAR), was established to credit each player

for his contribution to his team’s success in the form of theoretical wins added. Due to

its versatility and interpretability, WAR has become the most prominent holistic evaluation

measure in baseball. Despite the newfound ubiquity of WAR, there is no generally accepted

mathematical definition of the statistic. In fact, there is considerable debate within the

baseball statistics community regarding the calculation of this statistic1.

One commonly accepted interpretation of WAR can be stated as follows: Given the

performance of a certain player, his associated WAR represents the expected number of

additional wins his team will have over the course of a season relative to the same team

using a “replacement player.” The concept of a replacement player is a somewhat nebulous

1See https://www.baseball-reference.com/about/war explained.shtml for further discussion on the theo-
retical underpinnings of WAR.
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but it generally refers to a readily accessible player whose performance is constant and well

below average. A useful mathematical definition of the WAR function is given by

WAR(Player A)

:= E(Team Wins | Player A performance)

−E(Team Wins | Rep. player performance, # Player A opportunities).

(D.1)

In this general definition, WAR takes a specific player as input, uses any of the player’s

associated performance data and calculates the number of wins one would expect his team

to have as a result. Then, one subtracts the expected number of wins the same team would

have if it used a replacement player instead. It is important to note that this definition does

not depend on the number of games a player’s team actually wins — though this is a point

of contention among baseball researchers.

The general definition of WAR is suitable for interpretation but it does not specify how

the expectations should be calculated. It is generally agreed that calculating these expecta-

tions is a complicated process — many aspects of a player’s performance must be consid-

ered in addition to the environment he plays in. Three popular baseball statistics websites,

baseball-reference.com, fangraphs.com, and baseballprospectus.com, produce estimates of

WAR which are regularly cited. We refer to these websites as the Big Three. A major

issue with the Big Three WAR implementations is that each website provides only general

indications of the underlying formulas used to calculate WAR. Instead of providing the re-

spective WAR formulas, the Big Three simply list the estimated WAR for each player in

every season.

The remainder of this appendix is organized as follows. First, we decompose the WAR

function into its component parts in Section D.2. In Section D.3, we motivate a new imple-

mentation of WAR by introducing the Expected Win Probability Added function. We then

use this function in conjunction with a conservation of wins framework to produce the new
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statistic, moveWAR. In Section D.4, we conclude the report by examining the predictive

performance of the four WAR implementations under consideration.

D.2 Decomposition of WAR

Due to the competing nature of the Big Three WAR implementations, it is natural to ques-

tion which version is best. To answer this question, we first need to dig deeper into the

definition of WAR to better understand its component functions. In equation (D.1), we see

that WAR consists of two important terms; one specific to a given player and the other

specific to an arbitrary replacement player. Let us define two related functions, Wins Above

Average (WAA) and Replacement Wins (RW) given by,

WAA(Player A)

:= E(Team Wins | Player A performance)

−E(Team Wins | Avg. player performance, # Player A opportunities),

(D.2)

RW(# Player A Opportunities)

:= E(Team Wins | Avg. player performance, # Player A opportunities)

−E(Team Wins | Rep. player performance, # Player A opportunities).

(D.3)

WAA is the more intuitive quantity which strips WAR of its dependence on a replace-

ment factor. On the other hand, RW is a negative quantity which depends only on the

number of opportunities a given player receives. Now, we can rewrite (D.2) as a win-rate

function and an opportunity function,

WAA(Player A) = χ(Player A)Opp(Player A).
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Similarly, we can rewrite (D.3) as

RW(# Player A opportunities) = αrepOpp(Player A).

The function, χ(Player A), depends on the performance of Player A and represents the

expected number of wins Player A contributes per opportunity and Opp(Player A) sim-

ply counts the number of opportunities he is given. Conversely, αrep is a negative known

constant – independent of Player A – representing the (negative) expected number of wins

a replacement player contributes per opportunity. Using these new functions, we can re-

express WAR as,

WAR(Player A) = [χ(Player A)−αrep]Opp(Player A). (D.4)

WAR is often viewed as the preeminent measure of a player’s quality. However, as

equation (D.4) demonstrates, WAR is confounded by both quality- and quantity-measures

of performance. The quantity-measure, Opp(·), is best characterized by the number of

plate appearances a given player has. The quality-measure, χ(·), depends on all aspects

of a player’s performance. We refer to χ(·) as the caliber function. Although the caliber

of a player may afford him more opportunities, this is not always the case. Additionally,

there are many high-caliber players who have less opportunity to perform due to injury.

Thus, the number of opportunities a player has offers little information regarding a player’s

quality that is not already represented by the caliber. The caliber function is also the only

component of WAR which must be estimated and the only source of differences in the Big

Three WAR estimates. For these reasons, it is essential that the caliber function be the

primary focus in discussing the notion of a player’s quality.
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D.3 Expected Win Probability Added

In order to motivate a new implementation of WAR, it is necessary to introduce the con-

cept of Expected Win Probability Added (EWPA). In Chapter 4, we considered the Win

Expectancy as a function of the state of a baseball game. The change in Win Expectancy

from one state to the next is often referred to as Win Probability Added (WPA). Certain

pitch-outcomes are known to have bigger general effects on WPA than others. The func-

tion, EWPA, is designed to represent such effect sizes. To define these terms in a formal

manner, let ψ(zt) denote the Win Expectancy of the home team in a given game state zt

at time t. Additionally, let ∆ψ = ψ(zt+1)−ψ(zt) denote the WPA at time t. In a general

sense, we can define the conditional EWPA function as the expectation of ∆ψ over some

subset of events which may occur at time t,

EWPA(A) := E[∆ψ | A].

A special case of this function is the count-outcome-EWPA which depends only on the

pitch-outcome, y, and the count, c,

EWPA(y,c) = E[∆ψ | y,c].

For instance, a Home Run hit on a (3,2) count produces an average WPA of 0.128. Table

D.1 displays the value of EWPA(y,c) for each PPO and count.
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(0,0) (0,1) (0,2) (1,0) (1,1) (1,2) (2,0) (2,1) (2,2) (3,0) (3,1) (3,2)

Ball 0.52 0.31 0.33 0.56 0.44 0.39 0.79 0.87 0.81 1.04 1.55 2.28

Called Strike -0.24 -0.58 -1.43 -0.50 -0.58 -1.76 -0.64 -0.65 -2.18 -0.55 -0.78 -3.24

Swinging Strike -0.40 -0.63 -1.62 -0.53 -0.61 -1.92 -0.65 -0.69 -2.38 -0.53 -0.76 -3.42

Foul -0.37 -0.64 0.00 -0.53 -0.62 0.00 -0.63 -0.68 0.00 -0.54 -0.75 0.00

Single 4.38 4.53 5.07 3.88 4.24 4.75 3.22 3.74 4.44 3.53 2.81 3.91

Double 7.28 7.36 7.92 6.67 7.07 7.48 6.11 6.39 7.35 7.41 5.63 6.63

Triple 10.34 10.40 10.93 9.39 10.08 11.02 8.66 9.49 9.71 9.61 7.91 9.26

Home Run 13.91 14.21 14.81 13.70 13.83 14.40 12.57 12.79 13.69 14.52 11.84 12.77

Groundout -3.03 -2.27 -1.64 -3.28 -2.59 -1.91 -3.85 -3.00 -2.26 -5.52 -3.91 -2.98

Lineout -2.52 -1.98 -1.48 -2.90 -2.29 -1.67 -3.39 -2.76 -2.12 -3.72 -3.64 -2.89

Pop Out -2.67 -2.08 -1.52 -3.05 -2.47 -1.83 -3.52 -2.92 -2.22 -4.74 -3.81 -3.05

Flyout -2.04 -1.71 -1.13 -2.56 -2.01 -1.38 -3.07 -2.43 -1.84 -4.19 -3.25 -2.62

Hit By Pitch 3.07 3.22 4.07 2.35 2.81 3.55 1.90 2.53 3.33 2.34 2.07 2.42

Table D.1: The empirically estimated conditional EWPA (in hundredths of a win) for each
of the 13 PPOs and 12 counts.

Another crucially important special case of the EWPA function is the pitch-EWPA

where we condition on the set of instances of pitches thrown with certain characteristics,

xxx. Thus, the pitch-EWPA is given by EWPA(xxx) = E[∆ψ | xxx]. Unlike the count-outcome-

EWPA, the pitch-EWPA cannot be estimated empirically. Instead, we use a shortcut for-

mula to approximate this quantity,

EWPA(xxx)≈ ∑
y∈SPPO

EWPA(y,c)ĝ(y | xxx)

where EWPA(y,c) is the count-outcome-EWPA and ĝ(y | xxx) is the estimator of the PPO

distribution described in Chapter 3. A proof of this approximation is provided below.

Proof: Let Z = ∆ψ so that any realization of Z is denoted by z. Using the law of total
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probability, we have that

E[Z | xxx] =
∫

z fZ|XXX(z | xxx)dz =
∫

z ∑
y∈SPPO

fZ,Y |XXX(z,y | xxx)dz

=
∫

z ∑
y∈SPPO

g(y | xxx) fZ|Y,XXX(z | y,xxx)dz.

By swapping the sum and the integral we get

E[Z | xxx] = ∑
y∈SPPO

g(y | xxx)
∫

z fZ|Y,XXX(z | y,xxx)dz.

By definition of the EWPA function, we have that EWPA(y,xxx) =
∫

z fZ|Y,XXX(z | y,xxx)dz. Now,

note that a given PPO, y, has much more influence than xxx on the resulting change in Win

Expectancy. Aside from the game state – and specifically, the count – there is little addi-

tional dependence of Z on xxx (the count variable is included in xxx). Thus, we can approximate

fZ|Y,XXX(z | y,xxx) with fZ|Y,C(z | y,c). Substituting this in gives us the desired result. �

In order to utilize the count-outcome-EWPA and pitch-EWPA to produce a new WAR

estimator, we need a way to assign realizations of these functions to individual players. We

can do this by establishing a conservation of win probability framework in which we set

∆ψ = δpitch +δbat +δfield +δrun +δchance, (D.5)

where the individual contributions of the pitcher, batter, fielders, runners and chance are

accounted for. Define a move to be the most granular level of a baseball game consisting

of any change in the nine canonical game states discussed in Chapter 4. Note that a pitch

need not be thrown for a move to occur. Each move within a game is associated with a

change in win probability, ∆ψ , which is apportioned between five essential actors within

a game. Since our current research is not focused on fielding or running contributions,

we set these terms equal to zero on every play but we denote them in (D.5) for the sake
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of completeness. This leaves us with three remaining components which we define as

δpitch = EWPA(xxx), δbat = EWPA(y,c) and δchance = ∆ψ −EWPA(y,c)−EWPA(xxx). This

framework for conservation of win probability can be rationalized in the following way.

A pitcher’s central task is to deliver the baseball. Once the ball is released, the pitcher’s

only remaining duty is to field his position. Since we evaluate the quality of a pitch based

solely on its characteristics, we need not know the resulting outcome to assess the pitcher’s

contribution. Meanwhile, the batter is given credit only for the resulting pitch-outcome

while the chance component assumes the difference between the observed WPA and that

which was expected.

We can naturally calculate a version of WAR as a byproduct of the conservation of win

probability framework. Suppose Player A throws n pitches, xxx1, . . . ,xxxn, over the course of a

season. His move-based WAA is defined to be

WAAmove(Player A) =
n

∑
i=1

(−1)sideiEWPA(xxxi),

where the top of an inning is denoted by sidei = 0 and the bottom is denoted by sidei = 1.

The (−1)sidei term adjusts for the fact that Win Expectancy uses the home team as the

reference team. If Player B has n pitches thrown to him on counts c1, . . . ,cn and he produces

outcomes y1, . . . ,yn, his move-based WAA is

WAAmove(Player B) =
n

∑
i=1

(−1)1+sideiEWPA(yi,ci).

To define the associated WAR and caliber functions, we first set the replacement-level

constant to be αrep =−0.00267. Following from equation (D.4), we have that the WAR is

given by

WAR(Player A) = WAA(Player A)−αrepOpp(Player A),
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and the caliber is

χ(Player A) =
WAA(Player A)

Opp(Player A)
.

D.4 WAR Comparison

There are four WAR implementations we wish to compare; the versions from the Big Three

websites and moveWAR — our own estimate of WAR based on the granular moves within

a game. Evaluation is complicated by the fact that an individual’s seasonal WAR is never

truly observed. WAR is a theoretical construct – it is a function which takes performance

and opportunity as input and returns an unobservable, context-independent quantity. For

this reason, it is instructive to evaluate and compare WAR implementations through their

predictive capacity. Specifically, we wish to compare the implied caliber estimates from

one season to the next.

In our analysis, we use all data from 2008-2017. In this time span, we record a total

of 13,054 player-seasons for each of the four caliber estimators. We use χBR,i, χFG,i, χBP,i,

and χMV,i to denote the ith caliber estimate for baseball-reference.com, fangraphs.com,

baseballprospectus.com and the move-based implementation, respectively. Since we are

interested in season-to-season prediction, we must also consider player-season-pairs or two

consecutive seasons in which a given player plays in at least one game. In total, there are

9,026 such pairs in the data which we denote by (χ0, j,i,χ1, j,i) for each version j and each

pair i. However, we begin by considering contextual information regarding the player-

season estimates. Tables D.2, D.3, D.4, and D.5 show the cross-correlation matrices for

WAR and Caliber for both pitchers and batters.
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BR-WAR FG-WAR BP-WAR MV-WAR

BR-WAR 1.000 0.850 0.777 0.697

FG-WAR 0.850 1.000 0.848 0.819

BP-WAR 0.777 0.848 1.000 0.689

MV-WAR 0.697 0.819 0.689 1.000

Table D.2: Cross-correlation matrix for WAR among pitchers.

BR-WAR FG-WAR BP-WAR MV-WAR

BR-WAR 1.000 0.960 0.899 0.861

FG-WAR 0.960 1.000 0.919 0.891

BP-WAR 0.899 0.919 1.000 0.862

MV-WAR 0.861 0.891 0.862 1.000

Table D.3: Cross-correlation matrix for WAR among batters.

BR-cal FG-cal BP-cal MV-cal

BR-cal 1.000 0.726 0.596 0.392

FG-cal 0.726 1.000 0.715 0.458

BP-cal 0.596 0.715 1.000 0.478

MV-cal 0.392 0.458 0.478 1.000

Table D.4: Cross-correlation matrix for caliber among pitchers.
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BR-cal FG-cal BP-cal MV-cal

BR-cal 1.000 0.924 0.798 0.777

FG-cal 0.924 1.000 0.830 0.828

BP-cal 0.798 0.830 1.000 0.761

MV-cal 0.777 0.828 0.761 1.000

Table D.5: Cross-correlation matrix for caliber among batters.

Cross-correlations are stronger between WAR estimates for batters than for pitchers.

The same also holds true for the caliber estimates. This is an interesting result and sug-

gests that, in general, it is easier to measure the value of batting objectives than pitching

objectives. Unsurprisingly, the cross-correlations between caliber estimates are smaller

than that of WAR estimates for every comparison. This is because each WAR estimator

accounts for the number of plate appearances a player has while the caliber does not. It

is interesting to note that among pitchers, the correlation between the caliber estimates

of baseball-reference and fangraphs is strongest and the correlation between fangraphs

and baseballprospectus estimates is nearly as strong. However, the correlation between

baseball-reference and baseballprospectus estimates is significantly weaker. In addition,

the correlation between the move-based caliber estimates and every other estimate is much

weaker than all other comparisons.

While the cross-correlation matrices are interesting in that they relate the estimators

to each other, they do not provide a sense of how well they can predict the future. We

could simply extend the cross-correlation analysis to include subsequent seasons. In this

way, we could observe the autocorrelation of each estimator with itself one season in the

future. This type of analysis, however, is limited by the fact that some estimators may be

measuring features that are very reliable, but not necessarily important.

Rather than focus on cross-correlations, we look to predict the caliber of a player in a

subsequent season using each of the four caliber estimates from the current season. In this
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analysis, we use a straightforward multiple linear regression approach. Since the variability

in caliber estimates depends on the number of plate appearances, we weight the observa-

tions by the minimum number of plate appearances in either of the paired seasons. As was

done with the cross-correlation matrices, we examine caliber estimators separately for both

pitchers and batters. We use the correlation coefficient, R, as the measure of goodness-of-fit

for each of the regressions. We do not use R2 as is customary due to the lack of interpretabil-

ity of squared differences in caliber estimates nor do we use scaling (adjustment) factors as

each regression has a small, fixed number of predictors.

To start, we use χ0,BR, χ0,FG, χ0,BP, and χ0,MV as predictors to obtain a least squares

estimate χ̂1,BR of χ1,BR. We then calculate R j = Corr(χ̂1, j,χ1, j) for j = BR,FG,BP,MV.

The resulting vector of correlations for pitchers is shown in Table D.6 and the correlations

for batters is shown in Table D.7. Below the correlation vectors, we show the relative

change in correlation when a single one of the estimators is removed from the regression.

In other words, we calculate

ηk, j =
Corr

(
χ̂
(−k)
1, j ,χ1, j

)
−Corr(χ̂1, j,χ1, j)

Corr(χ̂1, j,χ1, j)
,

where χ̂
(−k)
1, j is the estimate of χ1, j using each of the previous seasons estimators except

χ0,k.
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RBR RFG RBP RMV

Full Regression 0.383 0.488 0.548 0.684

ηk,BR ηk,FG ηk,BP ηk,MV

BR-Removed -0.002 -0.004 -0.006 -0.001

FG-Removed -0.032 -0.088 -0.004 >-0.001

BP-Removed -0.013 -0.016 -0.185 >-0.001

MV-Removed -0.093 -0.042 -0.017 -0.566

Table D.6: Correlation and its relative change by removing a predictor for pitchers.

RBR RFG RBP RMV

Full Regression 0.402 0.467 0.460 0.478

ηk,BR ηk,FG ηk,BP ηk,MV

BR-Removed -0.049 -0.006 >-0.001 >-0.001

FG-Removed -0.001 -0.017 >-0.001 -0.007

BP-Removed -0.004 -0.010 -0.204 >-0.001

MV-Removed -0.001 >-0.001 -0.003 -0.292

Table D.7: Correlation and its relative change by removing a predictor for batters.

In Table D.7, we see a marked difference in goodness-of-fit between the different caliber

estimators. The BR caliber is the most difficult to predict with a correlation coefficient of

0.383. Meanwhile, the MV caliber is the easiest to predict with a correlation nearly twice

as large. Since each of the estimators are calculated using distinct formulas, we would

expect that removing the same estimator in the previous year would lead to the largest drop

in correlation. But for BR-caliber, this is not the case. Removing MV-caliber as a predictor,

leads to the biggest correlation drop by far – a -9.3% change. Removing FG-caliber leads
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to the next biggest change (-3.2%). This may indicate that BR-caliber measure unreliable

performance data and that MV-caliber is best-suited to predict it. For both FG-caliber and

BP-caliber, we see that the previous season’s estimates are best suited to predicting the

subsequent season. Again, MV-caliber is also a significant predictor of the subsequent

season’s caliber – much more so than the remaining predictors. Lastly, removing BR-,

FG- or BP-caliber has a negligible impact on the prediction of the subsequent season’s

MV-caliber while removing the previous MV-caliber has an enormous effect. This result is

unsurprising because the move-based caliber is estimated in an entirely novel manner.

Table D.6 is analogous to Table D.7 but displays the results for batters. Since MV-

caliber for batters measures performance data in much the same way as conventional ap-

proaches, we see similar results for each estimator. Removing the previous season’s esti-

mator for a particular implementation causes the biggest drop in predicting the subsequent

season’s estimator. Removing any of the other predictors leads to much smaller correlation

changes.
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