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Abstract 

Detecting Yield Excursions with Spatiotemporal Correlation in Planar Lightwave 

Circuit Fabrication  

 

Planar Lightwave Circuits (PLCs) are passive optical chips built using optical 

fiber techniques and large-scale integrated circuit (LSI) patterning. These processes 

enable low-loss transmission and require tolerances on the order of femtoseconds to meet 

operational specifications. Strict process controls and high-precision measurements are 

used to control fabrication. Increasing the frequency and coverage of measurements 

improves defect detection rates; however, such measures are cost-prohibitive for smaller 

fabrication facilities. This lack of comprehensive measurement coverage across 

fabrication steps complicates efforts to establish correlations between process parameters 

and test outcomes. These limitations result in spatially and temporally sparse datasets 

which impact the ability to correlate yield losses with fabrication excursions. 

This research proposes exploiting the changes in multivariate relationships to 

enhance process control and reduce excursion investigation cycle time. Dimensionality 

reduction was performed using wafer maps, analogous to spatial kernels, to pool median 

aggregate chip results into wafer regions. Temporal dimensionality reduction was 

performed by joining each wafer spatial measurement (left, top, center, bottom, right) to 

all its future region pooled results. Multivariate relationships were distilled with rolling 

30-day spatiotemporal correlation, creating a time series of fabrication relationship 

changes. Inter-series relationships were determined through clustering and excursion 

event labeling. The result is the framework for extensible system for monitoring and 

labeling the changes in multivariate relationships with excursions in fabrication. 
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This novel approach to spatiotemporal correlation control (SCC) proposed in this 

research has the potential to augment statistical process control (SPC) by incorporating 

multivariate temporal observations that reflect historical and leading indicators of process 

deviations. 

These methods are intended to assist small and medium business (SMB) PLC 

Fabricators in scaling production by reducing cycle time, localizing yield excursions, and 

enhancing accuracy in monitoring and yield estimation. The proposed solutions achieve 

these objectives without requiring hardware-level metrology innovations, direct 

modifications to fabrication processes, or capital-intensive interventions such as 

expanded physical measurement infrastructure or advanced automation systems. 
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Glossary of Terms 

Adjacent Channel Crosstalk: The maximum unidirectional crosstalk originating 

from an adjacent channel, considering all polarization states. See non-adjacent crosstalk. 

Arrayed Waveguide Grating: A photonic integrated device that uses an array of 

optical waveguides with incrementally varying path lengths to perform wavelength 

multiplexing and demultiplexing in optical communication systems. See CWDM. 

Automated Material Handling System: Integrated network of robotic transport 

systems used in semiconductor manufacturing to efficiently move wafers, masks, and 

other materials between processing equipment with minimal human intervention. 

Chemical Vapor Deposition: A fabrication process where gaseous precursors 

react on a heated substrate to form high-purity, uniform thin films for optical and 

electronic applications. 

Chip Test Measures: The dataset of measurements obtained from individual 

chips on a wafer during post-fabrication testing. 

Coarse Wavelength Division Multiplexing: An optical multiplexing technique 

that combines multiple signals onto a single fiber using widely spaced wavelength 

channels. Unlike Dense Wavelength Division Multiplexing (DWDM), CWDM operates 

with fewer channels and broader wavelength spacing, simplifying the systemôs optical 

components. 



 

 xxi 

Complementary Metal-Oxide-Semiconductor: A semiconductor technology 

used for fabricating integrated circuits, characterized by low power consumption and high 

noise immunity, widely employed in microprocessors, memory chips, and image sensors. 

Decibel: A measure of optical power loss or attenuation in transmission. 

Deep Ultraviolet Light:  Ultraviolet radiation with wavelengths in the range of 

100ï300 nm, used in bake ovens during semiconductor and PLC fabrication to enhance 

photoresist curing and improve lithographic resolution. 

Dense Wavelength Division Multiplexing: An optical communication 

technology that increases bandwidth by transmitting multiple data channels on different 

closely spaced wavelengths through a single optical fiber. See CWDM. 

Development Inspection Critical Dimension: Critical Dimension Inspection 

that measures waveguide width in the photoresist layer during wafer fabrication to detect 

anomalies before etching. 

Electronic Integrated Circuit:  A semiconductor device that integrates multiple 

electronic components, such as transistors, resistors, and capacitors, onto a single chip to 

perform specific functions. 

Euclidean Distance: The straight-line distance between two points in 

multidimensional space. 

Expectation Maximization Algorithm:  An algorithm that iteratively estimates 

missing or hidden data by alternating between expectation (estimating data likelihoods) 

and maximization (optimizing model parameters). 



 

 xxii  

Feature: An original or engineered attribute that extends the dimensional context 

of a parameter. Features may represent temporal (e.g., date_idx ), categorical (e.g., 

wafer_name ), or derived constructs (e.g., parameter_order ) that provide 

additional structure for modeling and analysis. For example, date_idx  temporally 

indexes a parameter such as CORE_LAYER_THICKNESS, while wafer_name  

defines a categorical grouping for the associated parameters and measurements. See 

Parameter. 

Final Inspection Critical Dimension: Critical Dimension Inspection that verifies 

accurate pattern transfer during fabrication by measuring the final waveguide width after 

etching. 

High-Volume Manufacturing:  Large-scale semiconductor or photonic 

manufacturing leveraging advanced automation and process optimization to achieve high 

throughput and yield. 

Insertion Loss: A chip test measurement of maximum optical power loss (in 

decibels, dB) within the defined loss window for each channel, accounting for all 

polarization states. See loss window. 

International Telecommunication Union: A specialized agency of the United 

Nations that develops global standards and regulations for telecommunications, including 

optical communication and networking protocols. 

Interquartile Range:  A measure representing the spread of the middle 50% of 

data, calculated as the difference between the 75th percentile (Q3) and the 25th percentile 

(Q1). 



 

 xxiii  

Large-Scale Integrated Circuit: A type of integrated circuit that contains 

thousands to hundreds of thousands of transistors on a single chip, enabling complex 

digital and analog functionalities in electronic systems. 

Loss Window: A symmetric wavelength window around the ITU grid channels 

for an arrayed waveguide grating (AWG), defined in nanometers, where the specific 

where the specific product type and customer requirements determine the windowôs 

width. 

Manufacturing Execution System: A computerized system that tracks, 

documents, and controls the transformation of raw materials into finished products, 

enabling real-time monitoring, quality control, and production optimization. 

Measurement: A recorded value corresponding to a specific parameter for a 

given wafer under defined fabrication or test conditions. Each measurement is indexed by 

contextual features such as date_idx , wafer_name , and operation_id , and 

represents a single observation. Measurements serve as the atomic units of analysis, 

combining parameters with their associated feature dimensions. See parameter and 

feature. 

Multicollinearity:  A condition in which two or more independent variables in a 

dataset are highly correlated, making it difficult to determine their individual effects on a 

dependent variable. In PLC fabrication, multicollinearity arises when fabrication 

parameters such as waveguide width, etch depth, and deposition thickness are 

interdependent, affecting yield analysis and predictive modeling. 
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Non-Adjacent Channel Crosstalk: The maximum unidirectional crosstalk 

originating from any non-adjacent channel, considering all polarization states. See 

adjacent channel crosstalk. 

Optical Demultiplexer:  A device that separates a combined, multiplexed input 

signal back into its original, individual output signals. In the context of optical 

communications, a DEMUX splits combined wavelengths into distinct channels for 

processing. See CWDM. 

Parameter: A categorical label for grouping measurements (e.g., 

CORE_LAYER_THICKNESS, NAX) used as the atomic unit of series and derived 

features. See feature. 

Passband: The total wavelength range over which transmission remains within 

ñX dBò of the peak transmission level. 

Photonic Integrated Circuit:  A semiconductor-based device that integrates 

multiple optical components, such as waveguides, modulators, and detectors, onto a 

single chip to enable high-speed optical signal processing and communication. 

Physical Vapor Deposition: A vacuum-based fabrication process to deposit thin 

films of material onto a substrate through the physical transfer of vaporized atoms or 

molecules. 

Planar Lightwave Circuit:  A photonic integrated circuit using waveguides on a 

planar substrate to manipulate and route optical signals for telecommunications and 

signal processing applications. 



 

 xxv 

Polarization Dependent Loss: The maximum variation in transmission within 

the loss window caused by differences in propagation between Transverse Electric (TE) 

and Transverse Magnetic (TM) polarizations, measured in decibels (dB). 

Polarization Dependent Wavelength: The wavelength shifts between 

Transverse Electric (TE) and Transverse Magnetic (TM) modes in an optical device, 

caused by differences in their effective refractive indices. This shift affects spectral 

response and is typically measured as the separation between TE and TM transmission 

peaks. 

Predictive Mean Matching: An imputation method that replaces missing values 

with observed values from similar cases, selected based on predicted means from a 

regression model. 

Principal Component Analysis: A dimensionality reduction technique that 

transforms correlated variables into a smaller set of uncorrelated components, preserving 

maximum variance in the data. 

Refractive Index: A dimensionless optical property that quantifies the ratio of 

the speed of light in a vacuum to its speed in a material, determining how much light 

bends in the material. 

Silicon Photonics: Silicon Photonics is a technology that integrates optical and 

electronic components on a silicon substrate to enable high-speed data transmission, 

leveraging CMOS-compatible fabrication for scalable and cost-effective photonic 

integrated circuits. 
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Small Medium Business: Independent or mid-sized companies that specialize in 

the design, prototyping, or small-scale production of photonic integrated circuits. 

Spatial Measurements: Features representing the physical attributes in wafer and 

chip-level data. In the context of Wafer Fabrication, spatial measures comprise the 

features data_left , data_top , data_center , data_bottom , and 

data_right , which denote distinct physical regions of a wafer. In the context of Chip 

Test for CWDM PLC devices, spatial measures comprise the spectral channel features 

channel_1 , channel_2 , channel_3 , and channel_4 , each corresponding to a 

spatially distinct wavelength position within the optical spectrum. See features. 

Spatiotemporal Correlation: A time series of correlations computed between 

paired measurements using a fixed length moving window. 

Spatiotemporal Correlation Control:  A methodology to reduce variability by 

monitoring temporal multicollinearity among measured parameters. See spatiotemporal 

correlation. 

Statistical Process Control: A methodology to reduce variability by statistically 

monitoring and controlling process measurements. 

Total Channel Crosstalk: The cumulative crosstalk measured across all 

channels, accounting for all polarization states. See adjacent and non-adjacent channel 

crosstalk. 

Transverse Electric: A light polarization mode where the electric field oscillates 

parallel to the waveguide surface and perpendicular to the direction of light propagation. 
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The magnetic field oscillates normal to the surface (into and out of the plane). See 

transverse magnetic. 

Transverse Magnetic: A light polarization mode where the magnetic field 

oscillates parallel to the waveguide surface and perpendicular to the direction of light 

propagation. The electric field oscillates normal to the surface (into and out of the plane). 

See transverse electric. 

Tungsten Nitride: A refractory metal compound used in fabrication for thin-film 

coatings, diffusion barriers, and electrode materials due to its high thermal stability and 

conductivity. 

Value Measurements: Collective term for spatial measurements and their 

averages (parameter_value). See spatial measurements. 

Wafer Fabrication Measures: The dataset of spatial measurements taken during 

wafer fabrication. 

Wavelength Shift: ȹɚ (wavelength shift) is the change in a circuitôs operating 

(center) wavelength, arising from variations in waveguide parameters, environment, or 

other external influences. 
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Introduction  

1.1. Background 

Planar Lightwave Circuits (PLCs) are passive optical chips built using optical 

fiber techniques and large-scale integrated circuit (LSI) patterning. These processes 

enable low-loss transmission and efficient energy consumption (Miya, 2000; Ning et al., 

2024). PLC wafers contain hundreds of photonic devices and are fabricated using 

processes adapted from semiconductor manufacturing (Mack, 2007). The cumulative 

fabrication sequence (substrate preparation, core deposition, lithography, etching, and 

cladding) introduces systematic and stochastic variations that affect final chip 

performance (Xing, Dong, Khan, & Bogaerts, 2022). These devices require tolerances on 

the order of femtoseconds to meet operational specifications (Bulthuis, 2022), which 

necessitates strict process control and high-precision measurements (Zhai, Shi, Wong, 

Han, & Chen, 2024; Dong, 2016). However, in-process measurement tools often lack the 

resolution to detect these deviations (Yadav et al., 2024). 

Concurrent production of multiple product lines requires continuous adjustments 

to operational parameters, measurement protocols, process configurations, and tooling. 

These process changes expose highly sensitive photonic components to increased 

variability, which can affect optical performance (Xing, Dong, Khan, & Bogaerts, 2022). 

Wafer and device designs are frequently modified to account for these evolving foundry 

conditions (Yadav, Bidnyk, & Balakrishnan, 2023), creating a recursive pattern where 

fabrication and design are continuously evolving in response to each other. 

To manage this variability and maintain throughput within cost constraints, 

fabricators employ Statistical Process Control (SPC) and selective sampling. However, 
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these systems are limited by time, capacity, and cost, constraining the number of wafers, 

spatial areas, and process conditions that can be monitored (Lee & Roh, 2023). This lack 

of comprehensive measurement coverage across fabrication steps complicates efforts to 

establish correlations between process parameters and test outcomes (Zhai, Shi, Wong, 

Han, & Chen, 2024). These limitations result in spatially and temporally sparse datasets 

which impact the ability to correlate yield losses with fabrication excursions. 

1.2. Research Motivation 

Generative AI has the potential to add $2.6 to $4.4 trillion annually to the global 

economy and automate 60% to 70% of existing tasks across industries (Chui et al., 2023). 

According to McKinsey & Company, total generative AI compute demand is projected to 

rise from 0.2 quintillion FLOPS (0.2 Ĭ 10į  floating point operations) in 2024 to 25 

quintillion FLOPS (25 Ĭ 10į ) by 2030; representing a 125-fold increase in computational 

requirements (Burkacky et al., 2024). This rapid increase in compute density presents 

critical challenges for data center interconnects as generative AI workloads require high-

bandwidth, low-latency connectivity between servers and components. 

Current data center infrastructure predominantly employs copper-based 

connections. These connections are insufficient to meet the increased demand and 

accelerating the transition to optical connectivity solutions (Burkacky et al., 2024). PLCs 

are core components of scalable, high-performance optical communication infrastructure, 

and are increasingly in demand to support next-generation AI systems. Scaling the 

production of these devices to achieve high-yield wafer fabrication is capital-intensive, 

imposing cost and time pressures on small and medium business (SMB) fabricators. This 

research seeks to assist these fabricators in scaling production without incurring 
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additional costs or delays by deriving measurements and monitors that enhance the 

localization of excursion sources. 

1.3. Problem Statement 

Planar Lightwave Circuit (PLC) device testing accounts for up to 29% of total 

production costs (Latkowski et al., 2019); however, sampling strategies used to reduce 

this expense hinder the correlation of yield losses with fabrication causes (Zhai, Shi, 

Wong, Han, & Chen, 2024). 

In-line inspection and metrology are utilized to detect high-risk defects that can 

lead to yield excursions (Leachman & Ding, 2011). Increasing the frequency and 

coverage of inspections improves defect detection rates; however, such measures are 

cost-prohibitive for smaller fabrication facilities. Higher measurement frequency extends 

production timelines and increases costs (Kim, Kim, & Kim, 2020), with complete 

fabrication cycles frequently requiring several weeks or months to complete (Lee & Roh, 

2023). 

Manufacturing control systems, such as Statistical Process Control (SPC) mitigate 

process variance to maintain high yield and device performance (Rauch, 2001); enabling 

cost reductions through statistical sampling. This approach results in a high-performance, 

cost-efficient fabrication process. Conversely, sampling increases the probability that 

excursions remain undetected until final testing, reducing profitability due to prolonged 

investigation and remediation efforts (Lee & Roh, 2023). Determining the root cause and 

remediating these excursions is complicated by the lack of complete measurements of the 

fabrication process (Zhai, Shi, Wong, Han, & Chen, 2024). 
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1.4. Thesis Statement 

Localization of excursion sources in PLC fabrication can be identified by 

temporally and spatially correlating low-dimensional wafer measurements with high-

dimensional chip measurements. 

Traditional yield failure analysis relies on historical knowledge, domain expertise, 

and heuristics to infer sources of failure in statistically controlled fabrication processes 

(Zhai, Shi, Wong, Han, & Chen, 2024). Identifying the causes of low wafer yields under 

controlled conditions typically requires engineers and chip designers to hypothesize 

potential failure mechanisms and investigate multiple alternatives, increasing exposure of 

additional wafers. Spatiotemporal correlation of wafer fabrication and chip test 

measurements offers a data-driven approach to localize failure sources, reduce 

investigation time and expedite remediation efforts. 

1.5. Research Objectives 

This research has the following objectives: 

OBJ1: Quantitatively evaluate whether statistically sampled wafer fabrication and 

chip test measurements can be accurately reconstructed to improve existing sampling 

strategies. 

OBJ2: Identify and quantify spatiotemporal correlations between wafer 

fabrication measurements and chip-level test measurements, assessing their predictive 

strength for identifying sources of fabrication excursions. 

OBJ3: Assess the accuracy and limitations of the current chip sampling 

methodology, quantifying its predictive reliability for wafer yield. 
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1.6. Questions And Hypotheses 

This research investigates the correlation of wafer fabrication and chip test 

measurement to localize sources of yield failures. The research questions are as follows: 

RQ1: Can the missing 30% of parameter measurements from wafer fabrication 

and chip test be accurately imputed without distorting the underlying data distribution? 

RQ2: Are wafer fabrication measurements spatially and temporally correlated 

with chip test measurements? 

RQ3: How effectively does the current chip sampling methodology predict wafer 

yield? 

To address these questions, this research quantitatively evaluates data 

reconstruction methods, spatiotemporal correlations, and sampling efficacy within the 

context of this dimensional disparity. 

H1: Reconstructed wafer fabrication measurements will not statistically differ 

from observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov (K-S) and Mann-Whitney U (MW) tests (Ŭ = 0.05). 

H2: Reconstructed chip test measurements will not statistically differ from 

observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov (K-S) and Mann-Whitney U (MW) tests (Ŭ = 0.05). 

H3: Spatial and temporal clustering of chip test outliers will identify fabrication 

excursions with 80% accuracy. 
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H4: Imputing missing measurements using algorithmic computation will detect 

excursions in fabrication processes with 80% accuracy. 

H5: Spatiotemporal correlations between wafer fabrication and chip test 

measurements will identify fabrication excursions with 80% accuracy. 

H6: The current wafer fabrication yield prediction methodology results in an 

estimation error exceeding 20%. 

1.7. Scope 

This research focuses on PLC fabrication processes in SMB environments. The 

methodologies developed are intended to be broadly applicable to other domains that 

encounter similar dimensional measurement constraints, particularly where increasing 

measurement frequency is constrained by cost or time. This research explicitly excludes 

hardware-level metrology innovations, direct modifications to fabrication processes, and 

capital-intensive interventions such as expanded physical measurement infrastructure or 

advanced automation systems. 

The PLCs examined in this research are Coarse Wavelength Division 

Multiplexing (CWDM) devices, which divide optical signals into multiple closely spaced 

wavelength channels, each carrying distinct data. These devices are especially susceptible 

to cumulative fabrication variations, as their functionality relies on precise control of 

optical path lengths through configured delay lines (Xing, Dong, Khan, & Bogaerts, 

2022). 
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1.8. Limitations 

This research relies on data from a single PLC fabricator, where process 

conditions, measurement protocols, and operational challenges may differ substantially 

from other fabrication environments. It focuses on one product line over a defined 18-

month period, which may limit applicability to other product variants or manufacturing 

intervals. Additional constraints include variability in measurement quality, evolving 

fabrication conditions, and the selective nature of statistical sampling. As a result, while 

the methodologies and insights presented offer useful guidance, they should be adapted to 

suit different fabrication contexts, product lines, and operational conditions. 

1.9. Organization of Praxis 

This research praxis is organized into the following chapters: Chapter 2 provides a 

literature review covering sources and classification of variance, imputation of high-

dimensional data, temporal correlation, and time-series clustering. Chapter 3 outlines the 

research methodology, including domain investigation, data collection and preparation, 

imputation, spatiotemporally correlated time series, and yield prediction. Chapter 4 

presents the results without interpretation. Chapter 5 details the findings, outlines the 

conclusions, discusses contributions to the body of knowledge, and offers 

recommendations for future research. 
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Literature Review 

2.1. Introduction 

The objective of this research is to evaluate whether spatial and temporal 

correlations between PLC wafer fabrication (WF) and chip test (CT) measurements can 

be leveraged to identify sources of yield loss in SMB fabrication environments. This 

literature review examines four technical domains relevant to this objective: (1) sources 

and classifications of variance, (2) imputation techniques for high-dimensional datasets, 

(3) temporal correlation analysis, and (4) time-series clustering methods. Each domain 

informs the research methodology supporting three primary questions: (RQ1) Can 

missing parameter values be accurately reconstructed? (RQ2) Are fabrication and test 

measurements spatially and temporally correlated? (RQ3) Do current sampling methods 

constrain yield prediction? 

2.2. Sources And Classification of Variance 

The ability of a fabricator to improve yield is closely linked to its capacity to 

rapidly identify and eliminate sources of variation (Cunningham, Spanos, & Voros, 

1995). These variations can occur physically, temporally and spatially, either distinctly or 

in combination. External factors must also be considered, including ambient temperature, 

relative humidity, process variation, and equipment aging (Zheng et al., 2019). SPC 

controls for these variations by monitoring parameters that serve as proxies for these 

sources of variation and constraining these variations within the expected run-to-run 

range (Spanos, 1991). Fabricators that invest in identifying the underlying causes of low 

yield achieve better performance outcomes than those that do not (Cunningham, Spanos, 

& Voros, 1995). 
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Variation in fabrication is classified as either within or between wafers and occurs 

either systematically (repeatable) or stochastically (random) (Spanos, 1991). The cross-

product of these creates four classifications specific to wafer fabrication: intra-wafer 

systematic (ὠ ), intra-die systematic (ὠ ), intra-wafer random (ὠ ), and intra-die 

random (ὠ ) (Xing, Dong, Khan, & Bogaerts, 2022). Physical processes that introduce 

systematic variations (e.g., chemical vapor deposition) across a wafer are classified as 

ὠ ; when they impact multiple wafers they are classified as ὠ . These variations 

result in baseline yield losses characterized by stationary distributions until changes are 

made to mitigate (Leachman & Ding, 2011). Stochastic variations (ὠ  and ὠ ) can 

lead to ñdeadlyò excursions that are not detected unit final testing and ñnon-deadlyò 

excursions that are detected by in-process measurements (Leachman & Ding, 2011). 

These types of variations emit temporal signatures which are central to Research 

Objective 2 (OBJ2) and Research Question 2 (RQ2). 

2.2.1. Physical 

Foundational principles of light propagation, refraction, polarization, and optical 

multiplexing in PLCs are detailed in Chris Mackôs Fundamentals of Optical Lithography 

(Mack, 2012) and Katsunari Okamotoôs Fundamentals of Optical Waveguides (Okamoto, 

2005). These works establish the theoretical basis for interpreting optical test 

measurements in PLC devices, including crosstalk (AX), non-adjacent crosstalk (NAX), 

polarization-dependent loss (PDL), transverse electric and magnetic modes (TE/TM), 

insertion loss (IL), ripple (RP), refractive index (RI), and passband (PB). Their 

application informs the relationship between physical design parameters and expected 

measurement behavior in fabricated photonic circuits. 
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Physical variations and their correlation to measurements is extensively studied in 

research. There are measurable correlations between physical fabrication parameters 

(e.g., waveguide geometry, layer thickness) and optical test characteristics (e.g., IL, AX, 

NAX, PDL) in PLC fabrication processes (Rauch, 2001). These physical variations and 

their impact on yield inform domain understanding and analysis of measurement 

correlation in PLC fabrication. 

Physical parameters such as waveguide width, etch depth, refractive index (RI), 

and deposition thickness are known to affect chip performance, including spectral 

response and signal integrity (Rauch, 2001). Variations in waveguide geometry (width 

and thickness) directly influence PB characteristics, AX and NAX performance, with 

studies showing that even nanometer-scale deviations (1 nm = 0.001 µm) can cause 

observable spectral shifts (Bulthuis, 2022). Deviations in waveguide fabrication alter the 

transit time and phase of photons on-chip, originating from local etch chemistry, imaging 

errors, wafer bow, resist spin inconsistencies, and deposition non-uniformities (Bulthuis, 

2022). High-index-contrast waveguides are particularly sensitive to sidewall roughness 

and waveguide width fluctuations; such imperfections can introduce phase and increased 

AX, NAX, and TX (Martens et al., 2015). Non-uniformity in layer thickness or etch 

depth across a wafer causes fluctuations in effective RI, shifting arrayed waveguide 

grating (AWG) channel wavelengths and distorting the PB shape, thereby narrowing the 

1 dB/3 dB bandwidth (Han, Robin, Gervais, Ménard, & Shi, 2022). Further, Han, Robin, 

Gervais, Ménard, & Shi, 2022 demonstrated that process variations in wafer thickness, 

etch depth, waveguide width, and RI lead to changes in waveguide effective index, 

introducing response uncertainty in photonic devices. 
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2.2.2. Temporal 

The fabrication of a PLC wafer is a series of sequential steps (Ὧ), progressing 

from an initial state (ὡȟ ) to a final product (ὡȟ), accumulating systematic and 

stochastic variations (‏) at each step. These temporal variations accumulate during 

fabrication, degrading chip performance and increasing yield losses (Xing, Dong, Khan, 

& Bogaerts, 2022). Fabrication systems generate extensive temporal, spatial, and 

multivariate measurements to detect these accumulating variations (Zhang et al., 2018). 

Excursions, stochastic variations, and long cycle times increase the volume of wafers 

exposed, resulting in yield losses (Leachman & Ding, 2011). 

Outliers (i.e., excursions) arise as a consequence of a temporal or continuous 

anomalous behavior of a system. They can be classified as unexpected spikes, drops, 

trend changes, and level shifts (Hanni, 2020). The classification of outliers, as detailed by 

Tsay, 1988, are temporal signatures for detecting episodic (ὠ  ) events in wafer 

fabrication. An additive outlier (AO) is characterized by a single observation that 

deviates markedly from the dataôs typical range but returns to baseline immediately 

thereafter. Whereas an innovational outlier (IO) arises when an event occurs (e.g., 

excursion) that affects the current observation and subsequent observations. This event 

can either be transient (TC) or permanent (LC). The objective of this research (OBJ3) is 

to identify spatiotemporal correlation changes as excursion signatures, specifically ὠ  

innovation outliers (IO) that are either transient (TC) or permanent (LC) 

2.2.3. Spatial 

Process variations can be classified into three types: location-dependent, layout-

dependent, and random effects. Location-dependent effects are influenced by the circuitôs 
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position on the wafer; layout-dependent effects arise from translating circuit schematics 

into physical mask layouts; and random effects occur independently of spatial or layout 

factors (Xing, Dong, Khan, & Bogaerts, 2022). Defective chips often form spatially 

correlated clusters, revealing process-induced deviations such as lithography 

misalignment, etch non-uniformity, or localized contamination events (Taha, 2023). The 

propagation of systematic errors is influenced by the devices on the wafer and its 

proximity to neighboring devices (Xing, Dong, Khan, & Bogaerts, 2022). This spatial 

dependency introduces multicollinearity into wafer datasets, as adjacent regions tend to 

exhibit correlated deviations. Such multicollinearity complicates the identification of 

independent defect sources and must be addressed in downstream modeling and 

correlation analysis. 

2.3. Excursion Detection and Remediation 

Excursions are identified when failure rates increase above control thresholds 

(Leachman & Ding, 2011). Defect detection is critical for maintaining production yield in 

chip fabrication; however, traditional manual inspection methods are resource-intensive 

and often lack the precision required for consistent defect detection (Taha, 2023). Data-

driven control strategies (i.e., in-process measurements and control charts) are used for 

statistical process monitoring and variance detection (Spanos, 1991). Innovative 

approaches for extending in-situ testing of intact wafers extend techniques while reducing 

the associated costs (Yadav et al., 2024). Once an excursion is detected, follow-up 

engineering investigations often lead to identification of the root cause and subsequent 

modifications to equipment or process parameters to prevent recurrence (Leachman & 

Ding, 2011). 
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Research into defect remediation targets both measurement-based identification 

and process-specific interventions. Fabrication refinement can be achieved by optimizing 

individual steps or by deploying advanced, though often expensive, fabrication tools 

(Xing, Dong, Khan, & Bogaerts, 2022). The performance of circuit building blocks can 

be enhanced under imperfect fabrication conditions to reduce yield degradation (Yadav et 

al., 2024). Design adaptations can increase tolerance to variability without altering 

existing fabrication protocols (Xing, Dong, Khan, & Bogaerts, 2022). Physical and 

virtual measurement methodologies can be expanded or refined to improve detection of 

fabrication variance and decrease the time required for remediation (Kim, Kim, & Kim, 

2020). 

2.4. Imputation of High-Dimensional Data 

Missing data mechanisms are classified into three categories relevant to this 

research: Missing Completely at Random (MCAR), Missing at Random (MAR), and 

Missing Not at Random (MNAR). MCAR occurs when the likelihood of missingness is 

independent of both observed and unobserved data (i.e., all cases have an equal 

probability). MAR applies when the probability of missingness is related to groupings 

within the observed data and is generally the initial assumption for most modern 

imputation approaches. In contrast, MNAR refers to cases where missingness depends on 

unobserved data in ways that cannot be explained by the observed variables (van Buuren, 

S., 2018). 

A central challenge in missing data imputation lies in utilizing the available 

ñobservedò entries to infer the unobserved ones by capturing higher-order correlations 

and dependencies within the dataset (Chen, Yang, & Sun, 2020). Missing values that are 
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clustered or follow a specific pattern may impact the effectiveness of imputation methods 

and simple approaches like mean and median can result in biased estimates and 

underestimation of standard errors (Alwateer, Atlam, El-Raouf, Ghoneim, & Gad, 2024). 

Effective imputation requires the modeling of complex spatial and temporal dependencies 

to accurately reconstruct missing entries (Chen, Lei, Saunier, & Sun, 2021). The 

objective of imputation is not only to estimate missing values (predictive accuracy) but 

also to enable valid inference from incomplete data (inferential accuracy) (Thurow et al., 

2021). 

No single imputation method is universally optimal; the most suitable approach 

depends on the specific research question being addressed (Thurow et al., 2021). 

Selecting the appropriate method based on the data characteristics and domain is required 

to achieve the best possible results (Pereira, Abreu, Rodrigues, & Figueiredo, 2024). The 

choice of imputation methods must be informed by the specific characteristics, analytical 

objectives, and mechanism of missingness (Alwateer, Atlam, El-Raouf, Ghoneim, & 

Gad, 2024). Imputation methods should preserve the statistical characteristics of the 

original dataset, including both the underlying distributions and the inter-variable 

relationships (Alwateer, Atlam, El-Raouf, Ghoneim, & Gad, 2024). Imputation methods 

should preserve the multicollinearity, including location, variance, and correlation among 

variables, as well as the datasetôs distributional characteristics, such as quantiles and 

shape (Thurow et al., 2021). Distribution preservation is the core objective of RQ1, H1, 

and H2. 
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2.4.1. Methods 

Traditional statistical imputation methods (e.g., mean, last observed value, 

median) and time series models (e.g., autoregressive integrated moving average) have 

historically been employed to replace missing values with statistical estimates (Wang et 

al., 2024). These low-dimensional methods are deterministic, computationally efficient, 

and widely adopted due to their ease of implementation (Alwateer, Atlam, El-Raouf, 

Ghoneim, & Gad, 2024). These imputation methods often assume that data follows a 

specific distribution (e.g., normal distribution), and deviations may cause imputed values 

to not be representative (Alwateer, Atlam, El-Raouf, Ghoneim, & Gad, 2024). They also 

assume low dimensionality where the number of covariates ( ὴ ) is fixed or grows slowly 

relative to the number of units ( ὲ ), facilitating theoretical approximations such as the 

Laws of Large Numbers and the Central Limit Theorem (Johnstone & Titterington, 

2009). Whereas in high-dimensional datasets the number of covariates ( ὴ ) exceeds the 

number of units ( ὲ ) (Brini & Heuvel, 2023), and including all variables in an imputation 

model is often computationally infeasible and statistically unstable (Deng, Chang, Ido, & 

Long, 2016). 

Dimensional reduction techniques, such as matrix factorization, are often used to 

overcome the challenges of inputting missing high-dimensional data (Brini & Heuvel, 

2023). The Probabilistic Principal Component Analysis (PPCA) model assumes data are 

generated by a few latent variables with Gaussian noise and uses the expectation 

maximization (EM) algorithm to infer the principal components, filling in missing values 

in a way that maximizes data likelihood (Tipping & Bishop, 1999). Soft-Impute 

iteratively performs truncated Singular Value Decomposition (SVD) on the incomplete 
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data, shrinking the singular values of a matrix toward zero, to smooth out noise and 

prevent overfitting (Mazumder et al., 2010). While these methods are effective, they are 

invariant to the spatial, temporal (Chen, Lei, Saunier, & Sun, 2021), and complex 

patterns present in these additional dimensions (Lyu et al., 2024). 

Tensor completion extends low-rank approximation techniques to multi-

dimensional arrays (tensors), enabling the preservation of intrinsic data structures such as 

space × time × variable configurations through multi-way low-rank assumptions (Liu, 

Musialski, Wonka, & Ye, 2009). Unlike matrix factorization, which flattens data into two 

dimensions, tensor models maintain the higher-order format and extract latent 

components across each mode of the tensor (Acar, Kolda, Dunlavy, & Mørup, 2010). 

Tensor-based methods, including CANDECOMP/PARAFAC (CP) and Tucker 

decomposition, enable expressive modeling by decomposing data into structured 

components tailored to multidimensional relationships (Rabanser, Shchur, & 

Günnemann, 2017). These approaches have been shown to deliver accurate imputations 

even with high missing rates (e.g., 70%) by leveraging the multilinear interactions among 

modes (Chen, Yang, & Sun, 2020). When applied to spatiotemporal data, tensor 

completion outperforms matrix-based alternatives by preserving correlations across time, 

space, and variables, making it especially suitable for high-dimensional and structured 

datasets (Chen, Lei, Saunier, & Sun, 2021). 

Multiple imputation (MI) is generally accepted as the most effective method for 

imputing missing data (van Buuren, S., 2018; Brini & Heuvel, 2023). MI techniques are 

categorized as Multivariate Normal (MVN) models and Multivariate Imputation by 

Chained Equations (MICE) models (van Buuren, 2018). MVN models assume that data 
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follows a joint normal distribution, estimating missing values by sampling from a 

conditional multivariate normal distribution derived from the covariance structure of the 

observed data (van Buuren, 2018). This assumption enables MVN models to estimate 

missing values using the inter-variable relationships encoded in the covariance matrix of 

the observed data. MICE models, in contrast, impute missing values through a sequence 

of regression models, where each variable with missing entries is modeled conditional on 

the others (van Buuren, 2018). Unlike the one-pass approach of MVN, MICE iteratively 

cycle through the variables, fitting regression models appropriate to the data type and 

distribution of each variable. Both MVN and MICE depend on learning inter-variable 

relationships from the observed data. However, when ὴ ὲ, the available data is 

insufficient to reliably estimate these relationships; the covariance matrix becomes non-

invertible or poorly conditioned, thereby limiting the ability to estimate inter-variable 

dependencies accurately (Ledoit & Wolf, 2004). Imputing data with hierarchical 

dependencies and temporal autocorrelation remains a recognized challenge, not because 

multiple imputation is theoretically unsuited, but because these structural complexities 

hinder its practical application (van Buuren, S., 2018). 

Hot deck imputation replaces missing values with observed values from similar 

cases, thereby preserving the distribution (Alwateer, Atlam, El-Raouf, Ghoneim, & Gad, 

2024). Hot deck methods rely on predefined ñdonor poolsò of observed values, which 

may be sampled with or without replacement during imputation. These approaches do not 

involve model estimation and are generally less affected by model misspecification 

compared to parametric methods such as regression imputation (Andridge & Little, 

2010). The basic form, random hot deck imputation, draws replacement values from the 
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complete set of observed measurements within the same group (Andridge & Little, 2010). 

A standard extension incorporates a proximity criterion (e.g., temporal) to restrict the 

donor pool to contextually similar records. Hot deck imputation remains prevalent due to 

its use of empirical values and the ability to integrate covariate-level constraints in donor 

selection (Andridge & Little, 2010). 

Predictive Mean Matching (PMM) is categorized as a hot deck technique in which 

imputation values are drawn from complete cases that exhibit minimal distance from the 

predicted mean of the incomplete case (van Buuren, S., 2018). One drawback of PMM is 

the tendency for identical donor values to be selected repeatedly, a condition that 

becomes more pronounced when datasets have limited sample sizes or when missingness 

exceeds the count of observed measurements (van Buuren, S., 2018). A simulation 

analysis by Marshall, Altman, Royston, & Holder (2010) suggested that PMM may be the 

most appropriate multiple imputation method when data are not characterized as MNAR 

and missingness levels remain below 50%. 

Complex imputation models should be decomposed into simpler components and 

imputed with less complex methods when they produce valid outcomes (van Buuren, S., 

2018). These findings suggest that hot deck-based imputation strategies offer the most 

promise for handling temporally and hierarchically structured missing data. 

2.4.2. Evaluation 

Evaluating the performance of imputation methods is essential for ensuring that 

the imputed data retains the structure and statistical properties of the original dataset 

(Alwateer, Atlam, El-Raouf, Ghoneim, & Gad, 2024). This is commonly tested using the 

KolmogorovïSmirnov (K-S) and MannïWhitney (MW) tests, which assess whether two 
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independent samples come from the same population and have similar distributions 

(Özçomak et al., 2013). The K-S test compares the cumulative distribution functions of 

the original and imputed samples, detecting differences in central tendency, dispersion, 

skewness, and kurtosis (Sheskin, 2000). The MW test focuses on central tendency by 

ranking all values across two independent samples and comparing the distribution of 

those ranks: reducing the influence of outliers (Sheskin, 2000). Together, they support 

evaluation of whether imputed data differs meaningfully from the original distribution 

(Sheskin, 2000). 

2.5. Temporal Correlation 

Monitoring the covariance among multivariate parameters is essential in 

statistically controlled systems because control mechanisms designed to stabilize 

variables at fixed levels may inadvertently alter the inter-variable correlation structure 

(Weix, Cath, & Hering, 2024). Multivariate Statistical Process Monitoring (MSPM) 

techniques are designed to evaluate system performance in real time using multivariate 

data; however, these methods often assume independence among variables, making them 

less applicable to time-series data (Weix, Cath, & Hering, 2024). 

The Pearson product-moment correlation coefficient ( ὶ ) is a descriptive 

statistical measure that quantifies the degree to which a linear relationship exists between 

two variables. The sign of ὶ indicates the direction of the linear relationship, where a 

positive value denotes a direct relationship and a negative value denotes an inverse 

relationship. The absolute value of ὶ ( ȿὶȿ ) represents the strength of the linear 

relationship, enabling prediction of a criterion variable ( ὣ ) based on a predictor variable 

( ὢ ) (Sheskin, 2000). 
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Extended to time series, Pearsonôs coefficient quantifies the strength of linear 

relationship between two time series ἦ ὢȟȣȟὢ  and ἧ ὣȟȣȟὣ  of equal length, 

with values exceeding 70% typically indicating strong correlation (aligned with H3). 

Correlation values in time series are dynamic and evolve as inter-variable relationships 

shift, necessitating the use of a moving window to capture these changes accurately. This 

non-stationary behavior results in a broad spectrum of correlation values, with similar 

temporal patterns appearing intermittently or only over limited intervals (Hanni, 2020). 

2.6. Time-Series Clustering 

Clustering is among the earliest methods in unsupervised machine learning (ML) 

and has been demonstrated to effectively reveal latent structure within raw data 

(Paparrizos et al., 2024). Most clustering algorithms operate iteratively and rely on a 

predefined criterion to determine when a clustering solution has been reached, thereby 

guiding the termination of the iterative process (Liao, 2005). When extended to time-

series data, clustering is utilized to identify frequent and episodic patterns (Aghabozorgi 

et al., 2015). Effective implementation of time-series clustering requires a detailed 

understanding of dataset-specific characteristics and the selection of appropriate 

similarity metrics (Liao, 2005). Time-series clustering involves applying a clustering 

algorithm to group unlabeled data, with algorithm selection influenced by both the 

characteristics of the data and the intended analytical objectives (Liao, 2005). Clustering 

of multivariate time-series enables identification of recurring temporal patterns; however, 

the detection and interpretation of these patterns become increasingly complex in high-

dimensional datasets (Hallac, Vare, Boyd, & Leskovec, 2017). 
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2.6.1. Methods 

K-Means iteratively applies Euclidean distance (ED) to compute the proximity 

between each data point and all centroids for cluster assignment, partitioning data into 

groups that maximize inter-cluster similarity while minimizing intra-cluster similarity 

(Paparrizos et al., 2024). The algorithm begins with arbitrarily selected initial cluster 

centroids, iteratively assigns data points to the nearest cluster, updates the centroids based 

on current assignments, and repeats until the objective function converges (Liao, 2005). 

The performance of K-Means deteriorates in high-dimensional time-series contexts due 

to the sensitivity of ED to temporal distortions such as shifts and scaling (Paparrizos et 

al., 2024) and its assumption of spherically shaped clusters (Hanni, 2020). Defining 

weight vectors consistently across unequal-length series complicates the effective use of 

K-Means clustering (Liao, 2005). Statistical sampling can create these types of ragged 

series due to temporal gaps in measurements. 

Dynamic Time Warping (DTW) extends classical sequence comparison 

algorithms by enabling the alignment of sequences with continuous values. This enables 

non-linear mapping between time indices (Liao, 2005). DTW uses an elastic measure to 

find an optimal warping path that minimizes the total distances between sequences 

(Paparrizos et al., 2024) and identifies the optimal alignment between series by non-linear 

temporal compression or expansion to minimize the cumulative distance (Hanni, 2020). 

Agglomerative clustering, a hierarchical distance-based method, constructs a 

dendrogram by initially treating each time series as an independent cluster and 

successively merging the most similar cluster pairs based on a selected distance metric 

(Liao, 2005). Hierarchical algorithms offer the advantage of not requiring pre-specified 
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cluster counts and can accommodate time series of varying lengths using appropriate 

distance measures (Paparrizos et al., 2024). However, their merge/split mechanism 

renders them less suitable for large-scale datasets and relatively inflexible, often 

necessitating integration with other algorithms to achieve efficient clustering 

performance (Aghabozorgi et al., 2015). 

Gaussian Mixture Models (GMM), a probabilistic model-based approach, assume 

that all data points are generated from a finite set of Gaussian distributions, each 

representing a cluster, and learn these distributions accordingly (Hanni, 2020). This 

method uses an EM algorithm to estimate the maximum likelihood of a data pointôs 

cluster membership in cases of incomplete data (Morad, 2020; Dempster, Laird, & Rubin, 

1977). GMMs are sensitive to parameter initialization and often require multiple runs to 

converge on an adequate solution (Hanni, 2020). 

2.6.2. Evaluation 

Time-series clustering is a technically demanding task, particularly when 

temporal distortions are not easily minimized (Paparrizos et al., 2024). Evaluation of 

clustering quality and performance is inherently domain-specific and subjective in the 

absence of labeled data (Aghabozorgi et al., 2015). The number, size, similarity of 

clusters, and identification of outliers, depend heavily on the specific goals and 

constraints of the clustering task (Aghabozorgi et al., 2015). Standard evaluation 

methods, such as external indices that rely on class labels or internal metrics like Sum of 

Squared Errors (SSE), are widely used to assess clustering performance (Aghabozorgi et 

al., 2015). 
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The objective of this research (OBJ2) is to identify spatiotemporal correlations 

between wafer fabrication and test measurements in the absence of labeled data. Unlike 

studies that evaluate cluster validity based on time series similarity or dissimilarity, this 

work does not assess clustering accuracy using traditional metrics. Instead, the clustering 

process is guided by the goal of generating the smallest number of clusters that contain 

the largest number of series, exhibit minimal internal variance (spread), and include the 

fewest outliers. While optimizing clustering configurations could be an independent area 

of study, clustering in this context serves a functional role in excursion localization. 

2.7. Summary And Conclusion 

Research on manufacturing optimization tends to focus on capital-intensive HVM 

environments, which accumulate ñtrillions of production records and billions of daily 

data increments in petabyte levelsò (Zhai, Shi, Wong, Han, & Chen, 2024). In 2020, these 

HVM environments produced 100,000 wafer starts per week (14,285 daily), with 

corresponding costs of approximately $5.4 billion (Bauer et al., 2020). In contrast, SMB 

fabricators, such as the one examined in this study, operate at a scale of 500 to 1,000 

wafer starts per week: frequently relying on older semi-automated tools and human 

operators due to financial or infrastructural constraints. 

These fabricators operate under constraints including limited data availability, 

manual operations, and fragmented monitoring systems. They need virtual measurement 

approaches that enhance their ability to localize excursions and mitigate losses from 

unresolved excursions in the fabrication cycle (Leachman & Ding, 2011). This research 

addresses these limitations by applying spatiotemporal measurement correlation and 
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clustering methods to reveal latent failure patterns without requiring labeled data or 

additional measurements. 

While prior literature has addressed various aspects of time-series clustering and 

yield enhancement, no studies were identified that systematically construct rolling, 

pairwise correlation time-series between fabrication and test measurements specifically to 

localize excursions. Unlike traditional applications that evaluate correlation between 

complete time series, this approach computes Pearsonôs correlation coefficient between 

wafer fabrication (WF) and chip test (CT) spatial measurements at each time index using 

the preceding ὲ values. This produces a spatiotemporal correlation series where 

variations indicate the likelihood of excursions. Clustering these series to identify 

multicollinearity relationships to isolate excursion events remains underexplored, 

particularly within the context of SMB PLC fabrication. These gaps underscore the need 

for research that incorporates temporal and spatial correlation analysis tailored to 

excursion detection in resource-constrained fabrication environments. 
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Methodology 

3.1. Introduction 

This methodology is organized into five sections: domain investigation, data 

transformation and analysis, data imputation, spatiotemporal correlation, clustering, and 

yield estimation. Domain investigation established the context by examining the 

fabrication environment, process flows, tooling, product architecture, and the principles 

of optical lithography and planar lightwave circuits. This foundational knowledge is used 

to guide the integration of heterogeneous data sources, identify potential sources of 

variance, inform imputation strategies, and define the structural relationships between 

wafer-level parameters and chip-level outcomes relevant to correlation and yield analysis. 

The data transformation and analysis section outline the extraction and transformation of 

data from the production execution and analytics systems, including the development of 

pipelines for feature engineering, spatial mapping, and the temporal alignment of 

fabrication and test operations. Data imputation describes the methods used to reconstruct 

missing parameter measurements across both wafer fabrication (WF) and chip test (CT) 

datasets. This is followed by a section on spatiotemporal correlations that discusses 

construction of pairwise time-series, temporal correlation, series clustering, and excursion 

event labeling based on the WF and CT datasets. The final section addresses the 

methodology for evaluating current wafer yield prediction practices. 

3.2. Domain Investigation 

The fabrication process, associated systems, and datasets were examined through 

a combination of empirical analysis, expert consultation, site inspection, and literature-

based validation. Interviews were conducted with fabrication process engineers, system 
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developers, and executives to contextualize both system-level and process-specific 

constraints. A multi-day on-site visit was conducted at the photonic chip fabrication 

facility in Fremont, California. During the visit, cleanroom operations were directly 

observed, including wafer processing and metrology procedures, tool calibration 

protocols, and environmental controls. This included a detailed review of wafer and chip 

measurement procedures in collaboration with process engineers. 

This investigation supported the modeling of the wafer fabrication process and 

associated data flows. It was used to analyze discrepancies between measured and 

derived features (e.g., substrate wafer thickness), guide feature selection (e.g., exclusion 

of scratch and particulate-related features), and evaluate results. The feasibility of 

proposed research approaches and machine learning (ML) models was assessed by 

evaluating the coverage of WF measurements relative to the complete fabrication process 

and identifying sources of variance not captured. The availability and completeness of 

missing measurements (e.g., trimming adjustments, equipment calibration, and 

environmental factors) were reviewed for inclusion in the research. The complete 

process, including assumptions, data gaps, and findings, were reviewed with data 

scientists, process engineers, and executives. This collaborative review helped refine the 

research direction, data selection, and methodology. 

3.3. Data Transformation and Analysis 

3.3.1. Extract and Transform 

A data asset pipeline was developed using a Dagster (Elementl, 2024) to extract 

and shape wafer fabrication (WF) and chip test (CT) measurements (see Figure 1). WF 

measurements were sourced from the companyôs Manufacturing Execution System 
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(MES) and CT measurements were sourced from the Data Analytics System (DAS). 

These assets were transformed in distinct pipelines, with integrated reporting, and then 

cross-filtered to the same set of wafers. The generated datasets were used in downstream 

pipelines (e.g., imputation and correlation) to meet the research objectives. 

 

Figure 1. Extract and Transform Pipeline 

Chip testing evaluates each product against an average of 10 specifications, 

defined by customer segment tolerances. A single target specification was selected in 

consultation with the Fabricator, which was used to filter the CT measurements. The 

selected and filtered specifications were not retained in the dataset. The chip results 

dataset (CR) records binary pass/fail specification-dependent outcomes, reflecting the 

target performance characteristics of the device. 

Datasets were integrated, cleaned, and transformed into a standardized format 

comprising the date_idx  and the primary features: wafer_name , parameter , and 

parameter_value . Spatial measurements for WF (data_left , data_top , 

data_center , data_bottom , data_right ) and CT (channel_1 to channel_4) 

were included, with their means stored in parameter_value . Statistical measures 

initially provided by the data source were recomputed locally to ensure numerical 
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consistency. Spatial measurements and their averages (parameter_value ) are 

collectively referred to as value measurements. 

Column names containing special characters (e.g., @, ȹ, ŭ, ɚ, ȿ) were converted 

to standardized formats (e.g., replacing ȹ with _delta_). Spaces were replaced with 

underscores, and timestamps were standardized. The final consolidated dataset, 

containing both ITU (relative to ITU specifications) and SELF (relative to individual chip 

characteristics) measurements, was created by concatenating all per-wafer JSON files 

into a single Pandas data frame. All SELF measurements were filtered from the final 

dataset. 

All date columns were converted to a numeric date index (date_idx ), 

calculated as the number of days between an event date and anchor date. The anchor date 

set at the publication date (31 January 1987) of the paper by Soref & Bennett, 1987 that is 

considered the birth of silicon photonics (Siew et al., 2021). All date index fields will be 

referred to as dates in this research. Minimum and maximum dates were calculated per 

wafer (wafer_name ) and added as min_date_idx  and max_date_idx  features. 

Inconsistencies in timestamp data from MES were resolved by selecting the earliest 

recorded date for each record. 

The chip_location  feature was constructed by concatenating the string óRô 

with the row value and óCô with the column value to facilitate simplified access and 

reporting. The original row and column parameters were retained in the dataset to support 

faster indexing and computation. 
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3.3.1.1. Descriptive Statistics 

Statistics were computed pre- and post-clipping for the WF and CT datasets for 

each parameter using numpy and scipy. Central tendency was calculated using np.mean  

and np.median . Dispersion was quantified using np.std  for standard deviation and 

np.percentile  for quartile-based metrics, including the first quartile (25th 

percentile), third quartile (75th percentile), and interquartile range (IQR). Additional 

metrics computed included count (len ), minimum (np.min ), maximum (np.max ), and 

coefficient of variation (CV), derived as (np.std/np.mean)*100 , where the mean 

was non-zero. All statistics were computed after excluding non-numeric and missing 

values. 

Kurtosis was used to quantify the frequency of extreme values and was computed 

using scipy.stats.kurtosis  with its default configuration, which applies Fisherôs 

definition (fisher=True). Under this definition, kurtosis is expressed as excess kurtosis, 

where a value of 0 corresponds to the normal distribution. Positive values indicate 

heavier tails (leptokurtic), implying increased potential for outliers; negative values 

indicate lighter tails (platykurtic), suggesting reduced likelihood of outliers. For 

implementation details, see the SciPy documentation (https://docs.scipy.org). 

Skewness was used to evaluate distribution asymmetry and was calculated using 

scipy.stats.skew  with default parameters. A skewness of 0 reflects a symmetric 

distribution, while positive and negative values indicate right and left skew, respectively. 

Absolute values greater than 1 are generally interpreted as highly skewed. For further 

details, see the SciPy documentation (https://docs.scipy.org). 
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The datasets, WF and CT, were clipped using a 1.5 × interquartile range (IQR) 

threshold. Descriptive statistics were recomputed post-clipping and compared to pre-

clipping values to assess the impact of outlier removal on the distribution shape and 

spread. Histograms with 30 bins and overlaid Gaussian kernel density estimates (KDE) 

were used to visualize the distribution shape and assess its modality. Box plots, generated 

before and after clipping, provided a top-down perspective to support visual evaluation of 

distributional changes and shifts in central tendency. 

Comparison histograms of CV, skewness, and kurtosis were created to evaluate 

the distribution of these parameter data. Each measure was plotted as a histogram using 

20 bins, with a vertical red dashed line indicating the median value of the distribution. 

CV and skewness were plotted on linear scales using their raw values. Kurtosis, which 

ranged from approximately 100 to over 600,000 across six orders of magnitude, was 

transformed using log (kurtosis + 1) to accommodate its extensive range. 

3.3.1.2. Scoping 

WF measurements were scoped to the CWDM product and associated core 

wafers, which are shared across multiple product lines. The product fabrication lifecycle 

of a wafer consists of three phases: core, product, and test (See Figure 2). Wafers 

transition from the core phase to a product-specific state at lithography 

(operation_id = 420 ). The initial dataset included a single product_name  

column that conflated core and product labels, encompassing wafers that would and 

would not become part of the CWDM product. These labels were separated into 

temporary features, and the product-specific label was back-propagated to the 

corresponding core records. The resulting mixed dataset was analyzed and subsequently 
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cross-filtered with CT to produce the raw dataset, after which the temporary features 

were removed. 

 

Figure 2. WF Measurement - Product Fabrication Lifecycle 

3.3.2. Feature Engineering 

3.3.2.1. Categorical 

A hierarchical structure was implemented to support the aggregation and 

sequencing of measurements. An aggregate parameter_category  feature was 

defined to group parameters representing similar wafer characteristics (e.g., thickness). 

This parameter grouping was used to rename parameter values by removing equipment 

identifiers and outdated process descriptors, standardizing parameter_category  as 

the terminal element (e.g., TC0_THK_F50 renamed to 

POST_ETCH_LAYER_THICKNESS). 
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WF measurements were collected in 9 operations, each identified by a unique 

operation_id . These operations were added to operation_layer  and grouped as 

lower cladding, core, lithography, etching, top cladding, and capping. As the parameter 

field lacked an inherent sequence within each operational step, an ordering was 

established by calculating the per-wafer parameter sequence and assigning the median 

positional rank across all wafers to the parameter_order  feature. 

3.3.2.2. Calculated 

Wafer fabrication (WF) measurements contain wafer and layer thickness 

parameters that track the changes during fabrication. These parameters are a mixture of 

full thickness measures (POST_HM_WAFER_THICKNESS, 

POST_CAP_WAFER_THICKNESS), specific layer measurements 

(PR_LAYER_THICKNESS), and measurements based off an underlying and 

unmeasured substrate layer (TOX_LAYER_THICKNESS, 

POST_ETCH_LAYER_THICKNESS). They contain a mixture of both singular and 

spatial measurements. These measurements enable fabrication control at specific points, 

yet do not represent the complete transition cycle, which are potential sources of 

variation. 

Wafer fabrication (WF) thickness features were engineered to isolate sources of 

variance by calculating and imputing the derived measures. These measurements were 

constructed in sequential operations, progressively calculating the values. The 

methodology for engineering these features adhered to three principles: (1) broadcast 

single measurements to all spatial features to align with fabrication assumptions (2) 

extract a measurement only if it can be systematically differentiated (3) set the date_idx 
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to the source measurement for single sources and between sources using domain 

knowledge for multiple sources. 

These engineered feature calculations were forward and backward calculated, 

then compared to the ground truth data. The deltas were inserted to account for unknown 

variance. These were then spatially and temporally analyzed for consistency. Figure 3 

summarizes the derived features and formulas applied. 

 

Figure 3. WF Feature Engineering - Thickness Equations 

A cluster-separated time series visualization of the inserted delta measurements 

was constructed for temporal analysis. This visualization was generated by Gaussian 

Mixture Model (GMM) clustering scaled measurement into groups of similar 

measurements. The number of clusters (group_count ) and the rolling mean window 

size were determined based on visual inspection of the distribution and the segmentation 

of the series. Each data point was assigned to its corresponding cluster using Euclidean 

Distance. These cluster labels were used to segment the time series into distinct groups, 

which were plotted as separate trajectories. For each cluster, both the raw measurements 

(as scatter points) and a rolling mean trend line were included. Trend lines were rendered 
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with 50% transparency to preserve visibility of the underlying point distribution while 

differentiating cluster structure. 

3.3.2.3. Spatial Region Mapping 

A wafer region map was developed to assign spatially located chips 

(chip_location ) to defined regions tested in fabrication (wafer_region ). After 

establishing the initial mapping, the minimum and maximum number of measurements 

per wafer and region were computed. This analysis identified wafers with minimal 

regional coverage, including cases with only a single chip in the bottom region. To 

address this imbalance, regional boundaries were adjusted to maximize chip coverage and 

ensure that no region contained zero measurements. The finalized map was applied to the 

CT dataset to generate the wafer_region  feature. 

Region shape influences per-region analysis, and the actual spatial regions exhibit 

overlap. For instance, the left corner of the top region represents a spatial blend of the 

left, top, and center regions. WF test region (wafer_region ) is a categorical variable, 

and fabrication does not record the specific locations of these measurements, which 

constrained the feasibility producing a more granular mapping. Creating this granularly 

mapping using interpolation, correlated chip locations or other methods is a potential area 

of future research. 
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Figure 4. WF/CT Wafer Region to Chip Location Map 

CT and CR measurements are stored in a jagged matrix structure aligned at the 

top-left origin. Wafers have a circular physical geometry, resulting in spatial 

misalignment of raw chip positions. This misalignment was corrected using a wafer mask 

that offset the value of the row feature to reposition chips according to the waferôs 

circular layout. When pivoted and transformed into a 2D tensor, this adjustment produced 

a matrix that accurately reflects chip positions relative to their location on the physical 

wafer, with NaN masking applied to invalid positions (see Figure 4). While suitable for 

spatial correlation analysis, this is not representative of waferôs physical geometry: the 

CWDM PLC wafer comprises 12 columns and 43 rows of rectangular chips, which 

produces an oblong oval shape in tensor form. Further transformation to approximate a 

circular shape would require inserting duplicative columns, introducing potential bias 

into modeling and analysis. Conversely, retaining the oblong shape introduces visual 
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bias. This was addressed by preserving the oblong tensor structure for analytical use (see 

Figure 5) and applying a reshaping transformation when generating maps for visual 

inspection (see Figure 6). 

 

Figure 5. CT - Tensor Representation 

 

Figure 6. CT - Wafer Map Representation 
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3.3.3. Temporal Analysis 

3.3.3.1. WF Operation and Measurement Groups 

The relationship between operation (operation_id ), measurement 

(parameter ), and time (date_idx ) was evaluated to assess whether sparsity in WF 

measurements was temporally related. 

The WF dataset was first grouped by wafer_name , then a distinct list of 

alphanumerically sorted measures and operations was created. These were counted per-

wafer and added to measure_count  and operation_count . This dataset was then 

grouped by measures and by operations, creating two composite keys: 

measures_group_number  and operations_group_number  respectively. A 

composite of these two keys was created (group_number ) classifying wafers into 

distinct operational and measurement process groups. A dataset of the minimum 

date_idx  and wafer_name  was then joined to the group dataset, creating a 

temporally ordered dataset of wafers and groups. This methodology was repeated after 

cross-filtering the WF and CT datasets by wafer_name . 

This data was visualized as a temporal bubble timeline using date_idx  and 

group_number . Each point in the scatter plot indicates wafers from a specific group on 

a given date, with point size scaled by the number of wafers. Group identifiers are shown 

on the y-axis, and the x-axis represents date_idx . Distinct colors were used to 

differentiate groups. 
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3.3.3.2. WF Intervals 

The Intra-wafer temporal intervals between WF measurements were analyzed to 

determine suitability for time-dependent models. These intervals were derived by first 

sorting the WF dataset by wafer_name  and date_idx . The 

time_since_last_op  feature was computed as the difference in date_idx  

between the current row and the previous row within each wafer, using a 

groupby(wafer_name)  operation followed by .diff() . Missing values, 

corresponding to the first measurement in each wafer sequence, were filled with 0.0. To 

calculate the time until the next operation, the time_until_next_op  feature was 

computed as the difference in date_idx  between the current row and the next row 

within each wafer group. This was implemented using .diff( - 1) , which returns 

negative values when moving forward in time. The abs()  function was then applied to 

convert these into positive durations, representing the time until the next recorded 

operation. Missing values, which occur at the final measurement for each wafer, were 

also filled with 0.0. A horizontal box plot was constructed to visualize and evaluate the 

distribution of time intervals between successive parameter measurements. Parameters 

were grouped by their associated operations, with background shading applied by 

operation_name  to support visual delineation 

3.3.3.3. CT Intervals 

The intra-test interval per wafer was calculated to quantify the delay between the 

initial and final test dates. The test_date_span  for each CT record was defined as 

the absolute difference between the minimum date index (min_date_idx ) and 

maximum date index (max_date_idx ). Three binary feature flags were introduced to 
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classify wafers based on test timing: same day (test_date_span = 0 ), short span 

(0 < test_date_span <= 7 ), and long span (test_date_span > 7 ). The 

resulting dataset was grouped by date_idx  and span_category , with counts 

aggregated and reshaped into a wide format where each span_category  formed a 

distinct column. This grouped data was visualized using a stacked time-series histogram 

for temporal analysis. 

3.3.3.4. CT Outliers 

Outliers were evaluated to identify correlations between outlier events and time. 

A chip parameter series was created by concatenating chip_location  and 

parameter . Outliers were identified by comparing the original value measurements to 

their clipped counterparts. The total count of outliers, overall measurements, and 

percentage (n_outliers / n_measures) were computed for each date. These percentages 

were then evaluated using both simple and weighted rolling averages in 7, 14, and 21-day 

windows, which were selected using visual inspection and experimentation of smoothing 

behavior to optimize excursion event detection. 

Outlier clustering was performed using GMM. A secondary clustering stage was 

executed to partition global clusters into granular sub-groups. The clustered groups were 

inspected to identify episodic (temporary, resolved) and systemic (persistent) events. 

Outlier clusters were plotted using the same methods as spatiotemporal correlation series. 

Wafer heat maps were created of the resultant clusters to identify spatial correlations and 

failure patterns. 
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3.4. Data Imputation 

Two methodologies were used for imputing missing value measurements: 

broadcast and imputation. Data was broadcast to all spatial features for series that contain 

only a single measure. Missing data is imputed on non-engineered features consistent 

with OBJ1 and RQ1. The data imputation pipeline for WF measurements is depicted in 

Figure 7. 

 

Figure 7. WF Measurement - Imputation Pipeline 

The two imputation methods evaluated were: random sampling imputation and 

Predictive Mean Matching (PMM). The imputation methodology utilizes the three main 

steps as defined by van Buuren (2018): imputation, analysis, and pooling. These steps 

were codified in the WF and CT imputation pipelines that extract parameters, insert 

missing records, broadcast to spatial areas (WF only), and impute the missing 

measurements. A separate pipeline was created for each parameter series that performs a 

hyperparameter search by imputation method, per parameter and value measurement, 

scoring each independently. 
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To evaluate the distribution and central tendency effect of PMM imputation, a 

grid search was conducted across five combinations of imputation_order  and 

sample_posterior  settings. Each configuration was applied to the same dataset, and 

imputations were generated under specific ordering constraints (random, ascending, 

descending, roman) and posterior sampling toggles. For each configuration, the resulting 

imputations were validated per spatial feature. 

Two non-parametric hot deck imputation methods, random imputation and 

random rolling imputation, were evaluated using a grid search conducted independently 

for each value measurement. The first approach randomly sampled from all available 

non-missing values within the series and value measurement. The second approach used 

a rolling window centered on each measurementôs date, drawing random values from 

historical data within a set of window sizes of (5, 10, 15, and 20). The results of each 

approach were then scored independently. 

Imputation performance was validated for distribution and central tendency (per 

H1 and H2) using the pre-imputed and post-imputed datasets for hypothesis testing. 

Distributional similarity was evaluated using the KolmogorovïSmirnov (K-S) test at a 

significance level of alpha = 0.05. This was implemented using the scipy.stats  

function ks_2samp with the default alternative='two - sided'  and specified 

method='asymp' . This method uses an asymptotic approximation of the cumulative 

distribution function (CDF) for computational efficiency in large sample sizes (ὲ ςυ). 

Central tendency was evaluated using the MannïWhitney U (MW) test at the same 

significance level, implemented with the scipy.stats  package mannwhitneyu, 

configured with alternative='two-sided' to explicitly evaluate both tails of the distribution. 
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Application of both tests was conditional on sample size (Ó 20) and the presence of more 

than one unique value in each distribution to ensure statistical validity. 

3.5. Spatiotemporal Correlation 

3.5.1. Correlation 

The WF dataset contains 27 parameters measured in 5 spatial locations 

(data_left , data_top , data_center , data_bottom , data_right ) 

and a spatial mean (parameter_value ). This results in a maximum of 162 

measurements per wafer, assuming complete sampling: parameters x (spatial locations + 

spatial mean). The CT dataset consists of 21 parameters measured in 4 spatial locations 

(channel_1 , channel_2 , channel_3 , channel_4 ) and a spatial mean 

(parameter_value ) for each of the 416 chips on a wafer. This results in a maximum 

of 43,680 measurements per wafer, also assuming complete sampling: parameters x 

(spatial locations + spatial mean) x number of chips. Measurements are temporally spread 

in both datasets. WF measurements are taken throughout the weeks or months of 

fabrication, followed by days to months of chip testing. Evaluating whether WF and CT 

measures are temporally and spatially correlated requires bridging this temporal and data 

dimensional disparity. 
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Figure 8. Spatiotemporal Correlation Excursion Detection System 

CT measures were anchored to the earliest test date per wafer to reduce the testing 

temporal dimension. This data was then pivoted on date_idx , wafer_name , and 

parameter , with duplicates removed. The engineered wafer_region  feature was 

used to define columns, producing a data structure with wafer spatial features. The 

feature parameter_value  was recalculated as the mean of the corresponding spatial 

measurements. This dataset was merged with the WF dataset on wafer_name , 

duplicating each chip test measure for each wafer measurement. A correlation series 

identifier was created by concatenating the wafer and chip parameter names, using a 

double underscore, to generate pairwise correlation series of time-synchronized 

measures. 

The Pearson correlation coefficient was calculated between each correlation series 

and value measurement using a 30-day window, corresponding to the change cycle 
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recommended by the Fabricator. This process produced a time series of temporally and 

spatially correlated measurements between wafer fabrication and subsequent chip test 

outcomes (see Figure 9). 

 

Figure 9. WF/CT Spatiotemporal Correlation - Dataset 

3.5.2. Clustering 

Four clustering methods were evaluated for applicability to spatiotemporal 

correlated series clustering: Agglomerative, Gaussian Mixture Model (GMM), K-Means 

and Time-Series K-Means. Agglomerative was selected to cluster based on macro and 

micro patterns. K-Means and Time-Series K-Means were selected as widely used 

methods. GMM was selected for its probabilistic approach and expected series gaussian 

distribution. Each method was evaluated on the same 30-day window. 

3.5.2.1. Selecting Cluster Count 

The optimal number of clusters or components (best_k or n_components) is a 

required hyperparameter for each of the evaluated methods. It was determined through a 

sequential procedure integrating Principal Component Analysis (PCA), GMM clustering 

and penalized Bayesian Information Criterion (BIC). The input correlation series was 

reshaped into long-format, preserving both the series_index  and date_idx  

columns for temporal alignment. A maximum cluster count (k_max) was computed as a 

fixed proportion (0.25) of the total sample count to prevent over-segmentation. 

Dimensionality reduction was performed using sklearn.decomposition.PCA  
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function. The number of components was selected to meet a cumulative explained 

variance threshold of 0.95. This value was implemented as a configurable parameter in 

the clustering pipeline to support future tuning and selected to preserve sufficient 

variance while avoiding the persistent under-clustering behavior (e.g., 2ï3 clusters) 

observed at lower thresholds. As the focus of this research is on detecting spatiotemporal 

correlations rather than optimizing cluster structure, exploration of alternative thresholds 

is left to future research. 

The dataset was then projected into the resulting lower-dimensional PCA space. 

For each candidate cluster count k in the range [k_min , k_max],  a Gaussian Mixture 

Model (GMM) was fitted using sklearn.mixture.GaussianMixture  function. 

The Bayesian Information Criterion (BIC) was computed for each fit to assess model 

performance while penalizing model complexity. A penalty term, proportional to the ratio 

ὯȾὯ  and scaled by penalty_weight , was added to the raw BIC to discourage 

over or under-fitting. The value of k that minimized the penalized BIC was selected as 

best_k and subsequently used as the cluster count for method evaluation. 

3.5.2.2. Method Evaluation 

K-Means clustering was performed using the K-Means algorithm from the 

sklearn.cluster  module. Input data were normalized using StandardScaler to 

standardize the mean and variance across features. This algorithm was configured with 

the number of clusters set to the best_k count, a fixed random seed to ensure 

reproducibility, and n_init  set to 10 (the default for auto) to allow multiple centroid 

initializations for improved convergence stability. Cluster assignments were generated 

using the fit_predict  method. 
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Time-series K-means clustering was performed using the TimeSeriesKMeans  

algorithm from the tslearn.clustering  module with Dynamic Time Warping 

(DTW) as the similarity metric. Input data were down sampled along the time axis and 

reshaped into three-dimensional arrays required by the algorithm. Down sampling was 

applied to reduce the computational cost associated with DTW-based time-series 

clustering, resulting in partial utilization of the original series. Sequence-level 

normalization was applied using TimeSeriesScalerMeanVariance  to standardize 

mean and variance across individual time series, which supports shape-based clustering 

by reducing variance-driven distortions. The algorithm was configured with the number 

of clusters set to the best_k  count, DTW as the distance metric and a fixed random 

seed for reproducibility. Cluster assignments were generated using the fit_predict  

method. 

Agglomerative clustering was performed using the 

AgglomerativeClustering  algorithm from the sklearn.cluster  module. 

Input data were normalized using StandardScaler . The algorithm was configured 

with the number of clusters set to the best_k  count. The default ward linkage criterion 

was set to minimizes the total within-cluster variance at each merge step and encourage 

formation of compact, variance-homogeneous clusters. Cluster assignments were 

generated using the fit_predict  method. 

Gaussian Mixture Model (GMM) clustering was performed using the 

GaussianMixture  algorithm from the sklearn.mixture  module. Input data 

were normalized using StandardScaler . The algorithm was configured with the 
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number of components set to best_k , a fixed random seed for reproducibility, and the 

covariance type parameter set to 'full' , allowing each mixture component to 

independently model the full covariance structure of the features. This configuration 

supports clusters with distinct orientations and variances. All clustering was performed 

using hard assignment via the fit_predict  method, which assigns each observation 

to a single cluster. Hard assignment was selected to enforce mutually exclusive cluster 

membership and constrain the clustering solution space to identifying excursions rather 

than modeling all possible correlation structures. 

3.5.2.3. Method Ranking 

Clusters were ranked using a quality scoring function applied individually to each 

parameter and value measurement series. For each series, clusters were first extracted and 

then evaluated using a multi-factor scoring function incorporating the mean spread, 

spread variability, and weighted outlier scores. The scoring function computed quality 

scores by taking the inverse of a sum composed of the clusterôs mean spread and a scaled 

weighted outlier score. To prevent division by values near zero, the denominator was 

clipped to a minimum threshold before inversion. Clusters with one series were assigned 

a quality score of zero. Multiple thresholds were evaluated to flag clusters for re-

clustering, including thresholds on the mean and maximum outlier percentages, spread 

metrics, and series count. These were codified as hyperparameters in the imputation 

pipeline for future research and optimization. After scoring, clusters were sorted by 

descending quality score, and a binary top_5 indicator was assigned to identify the 

highest-ranked clusters for each series. The result was sorted by descending quality score 

and series to identify the top scoring cluster for each. 
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The mean, median, minimum, maximum, standard deviation, and 25th / 75th 

percentiles are calculated per cluster, as the aggregate of series measurements per date. 

The spread mean and standard deviation represent the average deviation and variance 

within the cluster, where lower values indicate tighter, higher-quality clusters. The spread 

median and IQR ranges provide a similar metric with the influence of outliers removed. 

These calculations created a time series of statistical measurements per-cluster that could 

be visualized as a median time series and IQR spread. 

To quantify the cluster quality relative to the temporal consistency of its series 

members, an outlier detection metric was defined at both the series and cluster levels. For 

each date, the interquartile range (IQR) was computed across measurements within the 

cluster. Each member series was then evaluated at each date to determine whether its 

value fell outside the IQR bounds of the cluster on that date. The per-series outlier 

percent was calculated as the fraction of dates on which a series exceeded the cluster IQR 

envelope, providing a temporal measure of its deviation from the group. This yielded a 

series_outlier_percent  for each parameter. The 

cluster_outlier_percent  was then computed as the arithmetic mean of all 

series_outlier_percent  values within the cluster, capturing the aggregate 

anomaly behavior across all series. 

 

cluster_outlier_percent
ρ

ὔ
series_outlier_percent 

 

Equation 1. Cluster Evaluation - Outlier Percent 
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To account for the disproportionate likelihood that small clusters will exhibit 

lower outlier rates by chance, a weighted_cluster_outlier_impact  was 

calculated by multiplying the cluster_outlier_percent  by the count of series in 

the cluster. This adjustment penalizes large clusters that contain a high percentage of 

outliers. 

weighted_cluster_outlier_impactcluster_outlier_percentὔ 

 

Equation 2. Cluster Evaluation - Weighted Outlier Impact 

To combine cluster compactness and outlier impact into a single evaluation 

metric, a quality score was defined as the inverse of the sum of the clusterôs average 

internal spread and its weighted outlier impact. The cluster spread feature 

(cluster_spread_mean ), reflects the average intra-series variability within the 

cluster and serves as a measure of compactness. The outlier impact component 

(weighted_cluster_outlier_impact ) quantifies the frequency and scale of 

temporal anomalies, scaled by cluster size. A weighting parameter Ŭ was applied to 

balance the influence of spread versus outlier impact. To avoid instability or inflation of 

scores for near-zero penalties, the denominator was clipped at a minimum value of 0.1. 

This construction ensures that only clusters which are both internally tight and temporally 

consistent receive high quality scores, while diffuse or erratic groupings are penalized 

accordingly. Clusters containing only a single series were assigned a score of zero by 

default. 
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quality_score
ρ

ÍÁØcluster_spread_mean‌ẗweighted_cluster_outlier_impactȟπȢρ
 

 

Equation 3. Cluster Evaluation - Quality Score 

Scoring thresholds used to determine whether re-clustering was necessary were 

derived through experimentation. Clusters were penalized for high spread_mean , 

spread_std , and spread_max , with additional conditions based on outlier 

characteristics such as mean_outlier_percent , max_outlier_percent , and a 

weighted composite outlier_score . The weights for these were codified into the 

pipeline as hyper-parameters for tuning with the below default rules and thresholds (see 

Figure 10). 

 

Figure 10. Cluster Evaluation - Ranking Rules 

Re-clustering was performed using binary partitioning based on scoring outcomes 

to prevent small, unstable clusters. Finally, the entire combined set (original optimal 

clusters, previously flagged sub-optimal clusters, and newly generated sub-clusters) was 

reranked collectively. This methodology compared clusters initially identified as 

suboptimal directly against both original optimal clusters and newly created clusters. 
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These groups served as the baseline clusters for excursion analysis, with targeted re-

clustering performed as required by visual analysis. 

3.5.3. Excursion Event Labeling 

Excursion events were identified manually using an event search function that 

filtered clusters based on a target measure (i.e., WF or CT measurement), minimum 

member count, minimum and maximum spread, outlier percentage, and maximum 

standard deviation. Candidate clusters were plotted (using the methodology described 

below) and evaluated for temporal anomalies. Clusters with large spreads and outliers 

were re-clustered, then added back to the cluster pool for further evaluation. Clusters that 

exhibited the most visually distinct patterns and/or temporally aligned events were added 

to a global candidate pool for cross-cluster event identification. Once identified, these 

events were stored in an event registry file for application to any time-series plot during 

correlative analysis. 

Statistics were pre-computed for all clusters and used in the plotting function. 

Daily statistics were calculated by computing the median, range, and quartiles for cluster 

members on each day. Confidence bounds were defined as the daily median ± half the 

daily range, forming an envelope that may exceed individual parameter maxima due to 

the incorporation of both daily central tendency and inter-parameter variability. This 

additional variability was used to compensate for daily aggregation, characterizing group-

level behavior rather than individual parameter limits. The daily cluster median was 

defined as the median of member medians for correlation values on each day. 

This timeline visualization was generated using the pre-computed daily medians 

and percentile ranges from the parameter measurements, which were rendered as filled 
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bands to highlight temporal spread. A configurable threshold (10% by default) was used 

to color member series in red when, across all dates, more than 10% of a memberôs daily 

measurements exceeded the clusterôs interquartile range (IQR). Support range boundaries 

were overlaid as shaded areas to highlight cluster spread, and event markers were added 

for analysis. 

3.6. Yield Estimation 

The chip test results (CR) dataset was filtered to the chip-level pass/fail results per 

wafer. The filtered data was grouped by wafer_name  and wafer_region , and 

parameter_value  was computed as the mean pass-rate of all chips in region. An 

unstack operation was applied to generate a wide-format dataset with spatial features 

matching those of the WF dataset. A distinct mapping of wafer_name to its earliest test 

date (min_date_idx ) was computed and merged into the dataset, with missing values 

filled using NaN to preserve calculation integrity. The result was a per-wafer dataset 

anchored to min_date_idx  (renamed to date_idx ) and containing mean values for 

chip pass rates across spatial regions. 

Visual inspection of the spatial sampling methodology was enabled by generating 

a median-centered wafer map. A derived feature, measure_count = 1 , was 

appended to each valid record to support spatial frequency aggregation through 

summation. The dataset was reshaped into a two-dimensional matrix using 

pandas.pivot_table , with row as the index and column as the column variable, 

aggregating by summing measure_count  values and filling missing positions with 

zero. This produced a 42×12 matrix corresponding to the spatial structure of wafer-level 

measurements. Median-centering was then applied to the matrix to highlight deviations 
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from the median sampling count at each chip location. The resulting matrix was 

visualized using the seaborn.heatmap  function, with a custom colormap centered at 

zero to illustrate relative over and under-sampling. To better reflect the physical wafer 

geometry, the wafer map was adjusted by inserting additional columns, and a binary 

mask was applied to suppress non-chip areas. 

To quantify the estimation error associated with reliance on columns 3 and 4 for 

wafer yield prediction, a daily error metrics algorithm was implemented. This algorithm 

compares central tendency and distribution spread between two sampling approaches: 

Method A, which includes only columns 3 and 4, and Method B, which comprises all 

columns. For each method, daily statistics (e.g., median, IQR, and full range) were 

computed using pandas groupby operations and numpy percentile functions. Absolute 

percentage errors were calculated for each metric to quantify discrepancies between the 

two methods. A prediction interval coverage error was derived by averaging the IQR and 

range errors, capturing underestimation in distribution spread. These components were 

combined into a single overall estimation error metric using variable weightings on the 

median error and prediction interval error. 
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Results 

4.1. Introduction 

This section presents the results of implementing the methodology to meet the 

research objectives, specifically: (1) does sampling impacts the ability to reconstruct WF 

and CT measurements (RQ1), (2) can fabrication excursions be detected by exploiting 

multivariate relationships (RQ2), and (3) is the yield estimation methodology 

representative of the actual yield (RQ3). Each research question and associated 

hypothesis are addressed in order. 

Ingestion and transformation results are in Appendix A.1. Exploratory Data 

Analysis (EDA) and the results of 1.5 IQR clipping of the WF and CT datasets is in 

Appendix A.2. 

4.2. Research Question 1 

RQ1: Can the missing 30% of parameter values from wafer fabrication and chip 

test measurements be accurately imputed without distorting the underlying data 

distribution? 

This research question was addressed by first analyzing the causes of missingness 

in both WF and CT measures. Then imputing missing measures and evaluating the 

results. 

4.2.1. Hypothesis 1 (H1) Results 

H1: Reconstructed wafer fabrication measurements will not statistically differ 

from observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov and Mann-Whitney U tests (Ŭ = 0.05). 
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4.2.1.1. Causes of Missingness 

Missing measurements in wafer fabrication are temporally related to shifts in 

operations and measurement processes (see Figure 11). This bubble chart displays 63 

distinct groups of wafers, each representing a unique combination of operations and 

measurements. Each group is differentiated by a distinct color. Individual bubbles 

indicate wafers belonging to a specific group on a given date, with bubble size 

proportionally scaled to represent the wafer count. 

 

Figure 11. Temporal Changes in Fabrication Operations and Measurements 

During the timespan between February 1, 2024 (13515) and February 1, 2025 

(13881), five (5) operations and measurement groups are predominantly utilized, with 
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shifts indicative of changing fabrication processes. The primary process (purple) extends 

throughout the period. Primary processing shifts (blue) in March (13560 - 13590), reverts 

for two weeks, then shifts back for the next two months, until revered in July (13660). A 

new process (green) is utilized through the summer months, July (13660) ï August 

(13725). In October (13780) the yellow process is utilized for approximately a month 

until switching to a new process in November (13805). This process continues through 

the research period. 

Cross-filtering to the intersection of wafers between WF and CT measurements 

and focusing on the 12-months between February 2024 (13529) and February 2025 

(13895), clarifies the temporal causes of missingness (see Figure 12). Using Group 1 

(purple) as the baseline, the process changes in June 2024 (13636) to remove the 

ETCH_DEPTH, DICD, FICD measurements (Group 3, teal). Etch depth measurement 

was restarted in late June (13660) with Group 2 (blue) missing only FICD and DICD 

measurements. The shift in mid-September (13740) removes core thickness and RI 

measurements, while the shift in mid-October (13780) removes measurements for 

capping thickness and etch depth. 
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Figure 12. Temporal Changes in Fabrication - Cross-Filtered, Top 5 

As a result of these process shifts, 36.60% of DICD (1020/2790), 31.36% of 

ETCH_DEPTH (875/2790), and 37.24% of FICD (1039/2790) are missing because the 

measurements were not collected. In comparison, core layer refractive index (RI) 

measurements (CORE_LAYER_TE_RI and CORE_LAYER_TM_RI) are missing only 

6.70% of records. While these measures have low missing record rates, they have high 

missing spatial feature rates at 69.14% and 71.22% respectively. These missing rates are 

the result of process control sampling (SPC) and not operational process shifts. 

An additional source of missingness are measurements, that by design, are only 

taken in a single location (e.g., HM_SHEET_RESISTANCE and 

POST_CAP_WAFER_BOW). These features can exhibit missingness due to lack of 

collection; however, missing spatial measurements are by design. These values for these 

features were broadcast to all spatial regions before imputing missing values. 
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4.2.1.2. Imputation 

The imputation pipeline successfully imputed 99.86% of the missing 39,137 WF 

measurements using a combined random sampling and rolling approach. The 

measurements not imputed are a result of the distribution of imputation methods and the 

warmup period required by rolling imputation (see Figure 13); utilized 13.89%. 

 

Figure 13. WF Imputation - Random and Rolling Count by Parameter 

The K-S (Kolmogorov-Smirnov) test measures the maximum distance between 

two cumulative distribution functions with a smaller p-value denoting the probability that 

the distributions are different. WF imputation resulted in a mean distribution pass rate (K-

S Ŭ > 0.05) of 91.7% (see Figure 14). PARAMETER_VALUE and DATA_RIGHT 

performed the worst, with DATA_LEFT and DATA_TOP achieving 100%. 
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Figure 14. WF Imputation - KS Results 

The MW (Mann-Whitney U) tests central tendency by determining if one group 

tends to have larger values than the other, with smaller p-values indicating that the groups 

are different. WF imputation resulted in a mean central tendency pass rate (MW Ŭ > 0.05) 

of 90.3% (see Figure 15). The features PARAMETER_VALUE and DATA_RIGHT 

performed the worst, with DATA_TOP achieving 100%. Notably, excepting 

DATA_LEFT, the same parameters and spatial features that failed MW also failed KS. 



 

 60 

 

Figure 15. WF Imputation - MW Results 

4.2.2. Hypothesis 2 (H2) Results 

H2: Reconstructed chip test measurements will not statistically differ from 

observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov and Mann-Whitney U tests (Ŭ = 0.05). 

An analysis of the causes of missingness for CT Measurements was conducted for 

RQ3 and presented in context in that section. This section will focus specifically on the 

results of imputation. 

The imputation pipeline successfully imputed 100% of all missing 20,009,827 CT 

measurements using random sampling (see Figure 16). 
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Figure 16. CT Imputation - Random and Rolling Count by Parameter 

CT imputation resulted in a mean distribution pass rate (K-S Ŭ > 0.05) of 100% 

(see Figure 17). 
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Figure 17. CT Imputation - KS Results 

CT imputation resulted in a mean central tendency pass rate (MW Ŭ > 0.05) of 

100% (see Figure 18). 
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Figure 18. CT Imputation - MW Results 

4.3. Research Question 2 

RQ2: Are wafer fabrication measurements spatially and temporally correlated 

with chip test measurements? 

The objective of research question 2 (RQ2) is to identify and quantify 

spatiotemporal correlations between WF and CT measurements to identify sources of 

fabrication excursions. The intent of this objective is to reduce the dimensionality of the 

102.43 order of magnitude data disparity between these measurements, thereby reducing 

the parameter space required for investigations. 

All dates in this section are approximate, affected by rolling averages and 

dimensionality reduction. The term ñexcursionò represents both planned and unplanned 

changes in fabrication. All empirical validation was conducted by the Fabricator. 
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4.3.1. Hypothesis 3 (H3) Results 

H3: Spatial and temporal clustering of chip test outliers will identify fabrication 

excursions with 80% accuracy. 

Chip test (CT) measurement outlier percent, calculated using a 21-day weighted 

rolling average, has a median of 0.01 during the period (see Figure 19). The time-series 

per-chip plot shows that most chips have outlier percentages below 0.05, with elevated 

outlier rates concentrated in specific chips. The predictive strength of utilizing the 

spatiotemporal relationship between chip outliers is demonstrated in two scenarios: 

photolithography mask and chuck excursions. 

 

Figure 19. CT Outliers ï Per-Chip Time-Series 

Clustering creates multiple baseline groups where the outlier rate is below 0.01 

(see Figure 20); y-axis cropped at 0.40. Within these groups are patterns where chips 

move together in relation to their outlier percentage. 
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Figure 20. CT Outliers - Baseline Group 

4.3.1.1. Scenario 1: Photolithography Mask 

The first event in this scenario (1) begins March 16, 2024 (13559) with chip 

R26C4 outlier percentage progressively rising to a level-shifted median of 0.32 by May 

20th (13624) (see Figure 21); sustaining that outlier percentage through the research 

period. 

 

Figure 21. CT Episodic Chip Failures - Time-Series (group 1) 



 

 66 

Two additional chips, R18C3 and R34C10, outlier events begin around this time 

on May 10th (13614) and 15 days later on May 25th (13629) respectively, rising to a 

level shifted median of 0.44 (see Figure 22). 

 

Figure 22. CT Episodic Chip Failures - Time-Series (group 2) 

The third group (R22C12, R23C1, and R2C7) begins 45 days later on June 09 

(13674), August 03 (13699), and August 23 (13719) respectively; reaching a median 

percentage of 0.32 (see Figure 23). The last two events occurring approximately 20 days 

apart. 
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Figure 23. CT Episodic Chip Failures - Time-Series (group 3) 

Pivoted spatially, the wafer maps show localized failures in all six locations 

without the characteristic spatial clustering indicative of fabrication-induced anomalies. 

These wafer maps reveal three additional locations with localized outlier patterns (see 

Figure 24). 

 

Figure 24. CT Episodic Chip Failures - Heat Map 
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Three chip locations (R33C10, R13C1, and R26C5) show a global median 

frequency of 0.25 (see Figure 23, green line), indicating a baseline yield loss for these 

chips throughout the research period. 

 

Figure 25. CT Systematic Chip Failures - Time Series 

The wafer map for these chips shows a similar localized failure pattern sustained 

throughout the research period (see Figure 26). The excursion event of these 9 anomalous 

chips must occur in an operation that can produce localized per-chip failures, 

incrementally introduce additional failures, and sustain these failures once introduced. 
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Figure 26. CT Systematic Chip Failures - Heat Map 

Once identified, the Fabricator was notified of these events to validate and 

remediate if necessary. The excursion associated with these clustered outliers, as 

empirically validated by the Fabricator, was due to a buildup of organic matter on the 

photolithography CWDM mask, resulting in persistent and increasing outlier failures. 

The Fabricator confirmed that all 9 excursion events (chips) are related to this excursion 

and subsequent mask cleaning remediated the excursion by eliminated all organic defects. 

The pass rate for excursion localization on this scenario is 100% (9 of 9). 

4.3.1.2. Scenario 2: Replacing The Chuck 

The second excursion event (1) occurs on May 05, 2024 (13609) at seven chip 

locations (R21C4, R21C5, R21C9, R22C4, R22C5, R23C4, R23C5), with a pre-

resolution median outlier percentage of 0.13 (see Figure 27). 
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Figure 27. CT IO Failure Resolution - Time-Series (scale reduced) 

The wafer map reveals two spatially distinct outlier regions, consistent with 

fabrication-induced anomalies (see Figure 28, Plot 1). These two anomalous regions are 

resolved after this event (see Figure 29, Plot 2). 

 

Figure 28. CT IO Failure Resolution - Heat Map 
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The Fabricator confirmed that these outliers were caused by an outdated chuck in 

the photolithography process. This device was replaced on March 8th (13551), which is 

approximately the peak of outliers for this cluster. The Fabricator validated that all 7 

excursion events (chips) are related to the replacement of the chuck and resolution of the 

excursion event. The pass rate for excursion localization on this scenario is 100% (7 of 

7). 

4.3.2. Hypothesis 4 (H4) Results 

H4: Imputing missing measurements using algorithmic computation will detect 

excursions in fabrication processes with 80% accuracy. 

The thickness engineering pipeline consists of 37 assets to progressively 

broadcast, insert, calculate, and evaluate engineered thickness. These engineered features 

were excluded from the imputation research. The result of testing this hypothesis is 

presented in the scenario, photoresist shrinkage. 

4.3.2.1. Scenario 3: Photoresist Shrinkage 

The calculation imputation pipeline inserts delta measurements where forward or 

backward calculation of measurements identifies and an anomaly in measurements. There 

is a mean 2.11 microns (‘m) difference between the photoresist layer thickness and the 

calculated pre-etch layer thickness. The distribution of this delta is multi-modal, with 

three distinct peaks and a larger central peak (see Figure 29). 
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Figure 29. WF PR_SHRINKAGE_LAYER_THICKNESS - Distribution  

These distributions, pivoted temporally, show that these deltas shift at distinct 

dates, indicating changes in fabrication (see Figure 30). The distribution of this delta (‘ = 

-2.1838, ὼ = -2.2052) remains consistent February - June 2024. On June 18th (13653, 

event 1), the delta decreases by approximately 2 ‘m (‘ = -0.5931, ὼ = -0.4767) for 10 

days. On June 28th (13663, event 2), the delta increases by ~4 ‘m (‘ = -4.5068, ὼ = -

4.4585), remaining for ~60 days. On August 27th (13723) it reverts, shrinking by ~4 ‘m 

for 41 days, then reverting on October 7th (13764). In each of these cases there are 

several leading indicator measures prior to the shift. These changes are indicative off an 

oscillating fabrication process between June and October impacting the thickness of the 

wafer after photoresist application and before etching. 
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Figure 30. Photoresist Shrinkage Layer - Temporal 

The event on June 18 (13653, Event 1) resulted from the failure of the high-power 

UV Bake lamp used in post-exposure bake (PEB) to stabilize the photoresist layer. 

Without this lamp, the Fabricator resorted an oven bake for stabilization; however, this 

caused undesirable shrinkage in the photoresist. On June 28 (13663, Event 2), PEB was 

changed to a lower power UV lamp with longer bake times, resulting in a more consistent 

shrinkage and higher yield. This second lamp fails around August 27th (13723), forcing a 

temperature only bake, which produced lower quality results. On September 29 (13756) 

(Event ὥ) the failures spike due to an oven failure. The subsequent excursion analysis by 

the Fabricator identified anomalies where a longer bake time at at a lower temperature 

resulted in the desired thickness (three small dots prior to Event ὥ). The final change on 

October 7th (13764), implements this new low temperature, long bake process, resolving 

the excursion. 

The Fabricator empirically validated 100% of the 4 events. 
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4.3.3. Hypothesis 5 (H5) Results 

H5: Spatiotemporal correlations between wafer fabrication and chip test 

measurements will identify fabrication excursions with 80% accuracy. 

The joined pairwise WF/CT time-series sets resulted in 1.491 million records with 

567 pair-wise unique series spanning 486 date indexes. The spatiotemporal clustering 

system produced 126 clusters. Additional cluster splitting (i.e., re-clustering) was utilized 

when required to identify related events. Clustering method evaluation is in Appendix 

A.3, and clustering results evaluation is in Appendix A.4. The Gaussian Mixture Models 

(GMM) method was utilized for all spatiotemporal correlation series. 

The spatiotemporal clustered series represent both trailing and leading indicators 

of fabrication excursions. The trailing indicator is a result of the temporal span between 

wafer measurement and chip testing, as well as the rolling 30-day window used for the 

series. The leading indicator is a result of the sequential fabrication process where a 

correlation changes in an earlier stage (e.g., etching) may relate to change in a later stage 

(e.g., capping). These effects were not evaluated in this research and expected to require 

labeling in the production environment for efficacy. 

Two fabrication excursion events are presented to validate this hypothesis: etch 

depth and hard mask. These scenarios were identified based on the temporal relationship 

of events between clustered series and the relationship with previously identified events. 

4.3.3.1. Scenario 4: Etch Depth 

Etch depth (ETCH_DEPTH) displays an extended period of gradually reducing 

correlation from -0.63 on February 27, 2024 (13541) to ~0 by August 1 (13697) (Figure 
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31). Coinciding with the increase in PR thickness delta layer discussed previously (Event 

pr.3), etch depth reverses its gradual increase in negative correlation on August 27 

(13722). The 17-day period between September 20 (13747, event 2) and October 7 

(13764, event pr.4) etch depth experiences a period of correlative volatility. During this 

period, correlation abruptly changes from -0.13 to 0.28 (0.414 spread), then inverts to -

0.44; corresponding to the PR thickness delta increase (‘ = -4.5068, ὼ = -4.4585). 

 

Figure 31. Scenario 4 - Etch Depth Excursion Event - Time Series 

The clustered spatiotemporal correlation series for these events (see Figure 32) 

are between etch depth PB05, PB1, and PB3 CT measurements. This correlation matrix is 

color coded to correspond to the associated time series. 
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Figure 32. Scenario 4 - Etch Depth Excursion Event - Correlation Matrix  

Concurrent with the increased variance in etch depth correlations, FICD, bowing 

(POST_TC and POST_CAP), and RI (CAP) show increased correlation changes (see 

Figure 33). FICD proceeds to oscillate with 2 ~30-day negative flattop bands separated 

by the etch depth peak (Event ὥ) and PR change (Event pr.4). Bowing (TC and CAP) 

experiences a negative correlation inversion starting on August 27 (13722) (Event pr.3) 

and abruptly inverting to a negative peak (Event 2), reversing (Event ὥ) and recovering 

approximate to the PR delta thickness change (Event pr.4). Capping RIôs stepwise 

inversion begins concurrent with Event pr.3, rapidly inverts with etch depth (Event  ὥ), 

peaks on the PR delta change (Event pr.4) and then reduces to ~0 correlation. 
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Figure 33. Scenario 4 - Group 1 - Time Series 

  

Figure 34. Scenario 4 - Group 1 - Correlation Matrix  

In addition to the events described above, correlated events are evident in 

HM_SHEET_RESISTANCE, PR_LAYER_THICKNESS, ETCH_TE_RI, 

ETCH_TM_RI, and POST_CAP_WAFERBOW (see Figure 35, Plots 1, 2, and 3, 
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respectively). In all 3 cases the changes in correlation are temporally related to both the 

PR (Events pr.3, pr.4) and etch depth peak (Event ὥ). 

 

Figure 35. Scenario 4 - Group 2 - Time Series 

 

Figure 36. Scenario 4 - Group 2 - Correlation Matrix  
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These results were reviews with the Fabricator that validated 75% (6 of 8) 

excursion events and associated correlations. The results of their evaluation are presented 

below. 

The etch depth (ETCH_DEPTH) correlation spike and stabilization of FICD 

correlation (see Figure 33, Plot 1) is directly related to the oven failure event (Event ὥ) 

validated in H4, Scenario 3. The negative correlation inversion of ETCH_TE_RI and 

ETCH_TM_RI (see Figure 35, Plot 2) were not investigated at the time and cannot be 

empirically validated. 

The post top cladding and capping wafer bow (POST_TC_WAFER_BOW, 

POST_CAP_WAFER_BOW) correlation changes were caused by the accumulation of 

boron on the top cladding deposition nozzle. This reduced the flow of boron, increased 

tension, which affects wafer bowing. The changes in this correlation are related to an 

initial cleaning and implementation of a cleaning schedule after the second failure (see 

Figure 33, Plot 3). The boron composition is related to the changes in top cladding 

refractive index (TC_TM_RI) (see Figure 35, Plot 4) and could be related to the changes 

in capping RI (CAP_TE_RI); however, the latter cannot be empirically validated (see 

Figure 33, plot 4). 

The hard mask sheet resistance (HM_SHEET_RESISTANCE) correlation 

changes are related to both an excursion and design change (see Figure 35, Plot 1). The 

initial drop (Event ὥ ) is associated with a failure in the sputter devices and using in-

process inventory with a thicker and denser hard mask (1000 angstrom) concurrent with 

outsourcing to a less dense hard mask.  The sputter returns to operations and fabrication 
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returns to using the denser 1000 angstrom hard mask (rapid decrease in negative 

correlation).  The sputter, working at higher volumes, intermittently fails (negative 

correlation slope).  The excursion is remediated by switching to the outsources less dense 

hard mask, concurrent with fabrication changes to integrate the change in material 

(positive upward correlation slope).  

4.3.3.2. Scenario 5: Hard Mask 

The second scenario involves the tungsten nitride (ὡὔ) hard mask is deposited 

on the core using a physical vapor deposition (PVD) process and functions as a diffusion 

barrier during etching. The hard mask measurement (HM_SHEET_RESISTANCE) 

assesses the electrical resistance of this layer, serving as a proxy for its density and 

thickness. 

This measurement undergoes a one-day 82.68-point inversion on March 28, 2024 

(13571) ( ὦ ), shifting to a positive correlation of 0.50 with all chip measures except IL, 

NAX, PDL, and RP (see Figure 37). This event ( ὦ ) occurs ~20 days after installation of 

the new chuck on March 8 (13551). This positive inversion reverts 16 days later on April 

12 (13586, event 1), reaching a correlation low of -0.19 on April 22 (13596, Event 2), 10 

days later. The previously described photoresist events and etch events are included in 

associated figures for context. 
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Figure 37. Scenario 5 - Hard Mask Excursion Event - Time Series 

 

Figure 38. Scenario 5 - Hard Mask Excursion Event - Correlation Matrix  

Temporally related to the inversion in hard mask sheet resistance (Event  ὦ) and 

the chuck change in photolithography ( ὧὬόὧὯ ) are inversion in 

POST_ETCH_LAYER_THICKNESS, POST_TC_LAYER_THICKNESS, and 

TC_TM_RI, as well as FICD, ETCH_TE_RI, ETCH_TM_RI, and 
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POST_TC_WAFERBOW (see Figure 39). Both POST_ETCH_LAYER_THICKNESS 

and POST_TC_LAYER_THICKNESS exhibit a sudden inversion between March 1 

(13544) and March 14 (13557), correlated with the same CT measurements (PB3 RI, 

PB20 RI, AX, and TX), and an inversion point spread near 100: 93.60 points and 97.03, 

respectively. All correlation events occur approximately between March 8 (13551) and 

April 22 (13596). 

 

Figure 39. Scenario 5 - Group 1 - Time Series 
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Figure 40. Scenario 5 - Group 1 - Correlation Matrix  

These correlation events are related to changes in FICD, post etch layer thickness, 

etch RI and TC bow (see Figure 41). POST_ETCH_LAYER_THICKNESS appears in 

both Figure 39 and 41 due to its self-inverting relationship with CT measurements. 

During the thirteen-day period from March 1 (13544) to March 14 (13557), the 

relationship between POST_ETCH_LAYER_THICKNESS and CT measurements 

(PB20, PB refractive index, AX, and TX) exhibits a 93.60-point correlation inversion, 

shifting from a -0.43 to a 0.51 positive correlation. On approximately March 28 (13571, 

event ὦ) all 4 clusters experience events: FICD correlation increases, 

POST_ETCH_LAYER_THICKNESS and POST_TC_BOW begin reversing correlation, 

etch refractive index (ETCH_TE and TM RI) undergoes complete sign inversion. 
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Figure 41. Scenario 5 - Group 2 - Time Series 

 

Figure 42. Scenario 5 - Group 2 - Correlation Matrix  

These synchronized correlative temporal inversions suggest a photolithography-

related excursion impacting hard mask deposition and etch thickness. During this period 

there are multiple photolithograph changes that correspond to changes in correlation 
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including equipment changes (i.e., chuck) on March 8 (13551) and modifications to the 

hard mask on April 12 (13586) that are reflected in the changing correlations between 

WF and CT measurements. 

The Fabricator evaluated this scenario and the corresponding excursion events 

and determined their relationship to core layer changes. In March 2024, the core layer 

thickness was increased by 0.03 ‘m (3.420 ‘m to 3.4520 ‘m). This increase in thickness 

changes the refractive index (ETCH_TE_RI, ETCH_TM_RI, TC_TM_RI). Thickness 

layer measurements (POST_ETCH_LAYER_THICKNESS, 

POST_TC_LAYER_THICKNESS) and bowing (POST_TC_WAFER_BOW) are 

directly attributed to this change. FICD measures the waveguides that are etched in the 

glass of the core layer. The oscillating changes in correlation are related to adjustments in 

the fabrication process and the mixture of inventory during saturation. The hard mask 

resistance correlation changes are not related and cannot be validated. 

The Fabricator empirically validated 87.50% (7 of 8) spatiotemporal correlations 

in this scenario. 

4.4. Research Question 3 

RQ3: How effectively does the current chip sampling methodology predict wafer 

yield? 

The effectiveness of the Fabricatorôs chip sampling and yield prediction 

methodology was researched by: (1) evaluating the temporal and spatial shape of the 

current methodology, and (2) estimating the error rate of this methodology against 

optimistic, pessimistic, and minimum weights on fabrication variance. 
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4.4.1. Causes of Missingness 

Missing measurements in chip testing result from two causes: (1) sampling, (2) 

temporal delay. In the first case, they are not and will not be tested due to business 

reasons (e.g., customer purchases untested chips). The second case results from a 

temporal delay between the completion of fabrication and the saturation of testing of that 

wafer. The results of the analysis of this second case are detailed below as they impact 

the sampling methodology. 

Chip testing for a single wafer can range from hours to months. As shown in 

Figure 43, test timing varies: some wafers are completed within a day (Plot 1), others 

take several days (Plot 2), and some stretch over months (Plot 3). The longest span 

between the first and last chip test on a single wafer was 204 days. This classification 

enables both absolute and relative temporal contextualization of each chip test event 

within the broader intra-wafer testing timeline. 

 

Figure 43. CT Temporal Interval - Histogram 
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The stacked time-series visualization presents the chronological distribution of 

chip test events across the dataset (see Figure 44). Each date-stacked bar chart displays 

the proportion of test results classified into the three temporal span categories. 

 

Figure 44. CT Temporal Interval - Stacked Time-Series 

The results of this analysis indicated that CT measurements for any given day are 

not reflective of the fabrication environment conditions on that date. Instead, they 

represent a temporally distributed set of measurements influenced by the span 

composition of the wafers tested on that day. For example, 717,000 chip tests were 

completed on 13725. Of these, 98,000 were associated with wafers that had all tests 

conducted on the same day (complete sets), 590,000 were associated with wafers whose 

tests were distributed across a one-week period, and 29,000 were from wafers whose tests 

spanned periods longer than one week. Consequently, the test results for that date reflect 

a distribution of measurements spanning that period. In relation to RQ3, the sampling 

methodology employed by the fabricator does not account for this temporal dispersion, 
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wherein measurement data associated with a specific day may reflect a mixture of 

fabrication conditions depending on the span distribution of the contributing wafers. 

4.4.2. Fabricator Yield Estimation 

Chip result (CR) measurements exhibit characteristics of systematically 

intentional missing data, defined as clustered values missing due to lack of measurement 

(van Buuren, S., 2018). The median-centered wafer map (see Figure 45) of test sampling 

shows distinct clusters of high-test frequency in red, moderate frequency in lighter 

shades, and low frequency in light blue, with non-wafer areas masked in gray. These 

variations indicate that specific chip locations, particularly columns 3 and 4, are tested 

more frequently. Light blue areas in the center and right regions indicate sampling levels 

below the median observed across the wafer. 

 

Figure 45. CR Sampling - Wafer Heat Map (13524 - 13644) 

Sampling of CR measurements, in addition to spatial clustering, exhibits temporal 

clustering. Between February 10 (13524) and May 5 (13609), sampling was 

predominantly concentrated in columns 6 through 8, with elevated bar sampling (light 
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red) in edge regions of the wafer (see Figure 45, Plot 1). These regions reinforce the 

column-level sampling pattern, with elevated bar samples tested on all columns except 

columns 3 and 4. This strategy changes between May 10 (13610) and June 9 (13644) (see 

Figure 40, Plot 2), with high-frequency testing shifting to columns 3 and 4, elevated 

testing in center column 6, and termination of per-column elevated bar sampling. 

The methodology shifts between June 10 (13645) and December 2 (13820), with 

over-sampling concentrated in columns 3 and 4 and the center region slightly under-

sampled (see Figure 46, plot 1). The final shift occurs between December 3 (13821) and 

January 10 (13859), with under-sampling moving from the center to columns 1 and 2 and 

moderate over-sampling appearing in the center of column 5 (see Figure 41, plot 2). 

 

Figure 46. CR Sampling - Wafer Heat Map (13524 - 13644) 

Several chip areas are consistently under-sampled, highlighted with blue boxes 

(see Figure 46), specifically chip locations: R8C2, R8C11, R41C4, and R41C4. These 

locations remain under-sampled after the methodology change between May 6 (13610) 

and June 9 (13644). Two other clusters, highlighted with green boxes, change from under 
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to median sampled after this change. The strategy shifts in the two periods previously 

reviewed (13645ï13820 and 13821ï13589) (see Figure 45), which is characterized by a 

gradual reduction of under-sampling of the blue highlighted areas to median-sampled. 

Investigation of events determined that the systematic under-sampling (i.e., 

missingness) was not attributable to the Fabricatorôs sampling methodology, but rather to 

the wafer dicing design. Circular wafers are diced in a square grid and typically tested in 

shortened column groups called bars. The combination of grid dicing and bar testing 

results in short bars in the wafer corners; in this case, either single bars or bars 40% of 

full length. Subsequent changes in dicing design, rather than sampling methodology, 

account for the reduced sampling in these regions. 

The 14-day weighted rolling average time series, anchored to the earliest per-

wafer test date, shows similar temporal yield patterns across columns (see Figure 47), 

with the horizontal green line representing the median baseline yield of 76%. These 

synchronized patterns are evident in the yield decrease and increase events, as expected 

in a tightly controlled process. The excursion events identified earlier are included for 

context. 
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Figure 47. CR - Column Pass Rate Series 

The aggregate cluster of these yields shows a wide range of values (see Figure 

48), with median ranges of 0.57ï0.86, minimum values of 0.46ï0.84, and maximum 

values of 0.73ï0.94. This indicates that no single column fully represents yield at a given 

date. Convergence areas without spread, events ὥ and 10, correspond to dates where no 

measurement tests were conducted. 

 

Figure 48. CR - Column Pass Rate Spread 
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Clustering the column pass rate time series reveals four distinct groupings. 

Columns 11 and 12 have the highest global median of 0.84, with the second-lowest 

maximum IQR spread of 0.07 (see Figure 49). 

 

Figure 49. CR - Columns 11 & 12 Pass Rate Spread 

Columns 3 and 4 have the second-highest global median of 0.754 and the highest 

maximum IQR spread of 0.12 (see Figure 50). 

 

Figure 50. CR - Columns 3 & 4 Pass Rate Spread 
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Columns 9 and 10 have a similar global median at 0.750 and the tightest IQR, 

with a maximum spread of 0.05, indicating that these columns follow similar patterns 

(see Figure 51). 

 

Figure 51. CR - Columns 9 & 10 Pass Rate Spread 

The center columns (5 through 8) have the lowest global median of 0.69 and the 

second-highest maximum IQR spread of 0.10 (see Figure 52). 

 

Figure 52. CR - Columns Other Pass Rate Spread 
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4.4.3. Hypothesis 6 (H6) Results 

H6: The current wafer fabrication yield prediction methodology results in an 

estimation error exceeding 20%. 

The baseline yield of columns 3 and 4 (sample ὥ) and all columns (sample ὦ) 

shows a median error rate below the H4 estimation error rate of 20% (see Figure 53). 

This error rate increases as the spread between ὥ an ὦ increases; however, with its 

median baseline yield 0.06-points above the lowest and 0.09-points below the highest 

values, the median ὥ is representative of the wafer with a median error of 0.042. 

 

Figure 53. Median Column Sampling Error Rate 

This median estimation error assigns zero weight to prediction error arising from 

variance, quantified as the spread between values ὥ and ὦ. In contrast, the IQR (see 

Figure 49, light blue dotted) and range (see Figure 54, light blue) median error rates are 

0.73 and 0.70, respectively. For example, on 13766 (Event 1), the median error rate is 

0.029, while both IQR and range error rates are 0.96, indicating that a sample prediction 

on this date would have 3.5 percent accuracy. 
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Figure 54. Column Sampling Accuracy with  Zero Variance Weight 

Weighting the accuracy of predictions by 40% (see Figure 55) causes the overall 

estimation error to exceed the H4 20% estimation error threshold nearly 100% of the time 

with a median overall estimation error of 0.30. This indicates that applying even a small 

weight to fabrication variance (40%) produces a yield estimation error above the 20% H3 

threshold. 

 

Figure 55. Column Sampling Accuracy With 40% Variance Weight 
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Discussion And Conclusions 

5.1. Introduction 

The WF dataset represented only a fraction of the operational process for a wafer 

and excluded post-fabrication procedures such as trimming, where wafers are modified to 

meet operational tolerances. Environmental factors, machine configurations, material 

composition, and design modification sources of variance are furthermore not included. 

These constraints are characteristic of SMB fabricators that lack the capital and scale that 

enable application of manufacturing optimization research that tends to focus on capital-

intensive HVM environments. 

The objectives of this research are to support SMB fabricators to overcome these 

operational constraints by determining if: missing parameter values can be accurately 

reconstructed (RQ1), spatiotemporal correlation between WF and CT measurements can 

identify yield excursions (RQ2), and if sampling methods accurately predict yield. This 

chapter will address these questions by discussing the results and the conclusions derived 

from this research. This will be followed by the lessons learned to guide future 

practitioners in their research. Concluding with the contribution to the body of knowledge 

and recommendations for future research. 

5.2. Discussion 

This research produced several notable findings that emerged during analysis. 

Findings that had a potential impact on fabrication operations were reviewed directly 

with the Fabricator to enable timely remediations. These results are discussed below, then 

followed by the results specific to the research questions. 
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The WF temporal interval analysis identified implausible inconsistencies in 

measurement dates, most prominent in PR_LAYER_THICKNESS. These results were 

reviewed with the Fabricator which determined that process engineers were occasionally 

performing bulk entry of this data. In response, additional process controls and 

monitoring were implemented to reduce future inconsistencies. 

The final optional fabrication step, post-fabrication thermal trimming, 

compensates for fabrication variance by modifying the refractive index (RI) through one 

or more controlled annealing steps at specific temperatures (e.g., 550 ÁC or 1000 ÁC). 

This precise adjustment corrects fabrication-induced deviations to improve device 

performance (Xie, Frankis, Bradley, & Knights, 2021). An analysis of this data for 

inclusion in this research identified inconsistencies in the application of low-temperature 

trimming (550 ÁC) and high-temperature annealing (1000 ÁC) relative to the required 

specifications. These inconsistencies were reviewed with the Fabricator, where it was 

determined that process engineers were using domain knowledge to occasionally deviate 

from these specifications. These deviations affect measurements for controlled processes 

and complicate the development of predictive models. In response, additional process 

controls and monitoring were implemented. 

5.2.1. Research Question 1 

RQ1: Can the missing 30% of parameter values from wafer fabrication and chip 

test measurements be accurately imputed without distorting the underlying data 

distribution? 

Research question 1 (RQ1) was evaluated on both the wafer fabrication (WF) and 

chip test (CT) datasets. The results of both hypotheses indicate that these values can be 
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imputed without distorting the underlying data distribution. The aggregate imputation 

performance of CT over WF measurements (~9% difference) aligns with the more 

uniform distribution of CT measurements and changing conditions in fabrication. 

5.2.1.1. Hypothesis 1 (H1) Discussion 

H1: Reconstructed wafer fabrication measurements will not statistically differ 

from observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov and Mann-Whitney U tests (Ŭ = 0.05). 

This hypothesis was tested using multiple imputation methods on the WF 

measurement dataset with an aggregate pass rate of K-S -91.7% and MW -90.3%. These 

results were achieved using random and random rolling, with the latter using multiple 

window sizes. A small percentage (0.14%) of values were not imputed due to the use of 

rolling windows. These results indicate that WF measurements can be imputed while 

preserving the distribution and central tendency of the data. 

Result: H1 Hypothesis - Confirmed 

5.2.1.2. Hypothesis 2 (H2) Discussion 

H2: Reconstructed chip test measurements will not statistically differ from 

observed measurements in distribution and central tendency, as validated by 

Kolmogorov-Smirnov and Mann-Whitney U tests (Ŭ = 0.05). 

This hypothesis was tested using multiple imputation methods on the CT dataset 

with an aggregate pass rate of 100% for both K-S and MW. These results were achieved 

using random sampling only and imputed 100% of values. These results indicate that CT 
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measurements can be imputed while preserving the distribution and central tendency of 

the data. 

Result: H2 Hypothesis - Confirmed 

5.2.2. Research Question 2 

RQ2: Are wafer fabrication measurements spatially and temporally correlated 

with chip test measurements? 

Research Question 2 (RQ2) was evaluated by testing 3 hypothesis and empirical 

evaluation of 5 scenarios by the Fabricator. The objective in answering this question was 

to determine if multivariate relationships between WF and CT measurements could be 

exploited to identify fabrication excursions. The aggregate result of the 3 hypothesis is 

that these relationships can identify these excursions and monitoring these relationships 

can enhance process control and reduce investigation cycle time. 

5.2.2.1. Hypothesis 3 (H3) Discussion 

H3: Spatial and temporal clustering of chip test outliers will identify fabrication 

excursions with 80% accuracy. 

This hypothesis was tested against 2 scenarios: photolithography mask and chuck 

excursions. The aggregate result of these scenarios is that CT outliers can be utilized to 

localize fabrication excursions when evaluated from both a temporal and spatial 

dimension. 

Outlier scenario 1 was related to the organic defects in the photolithography mask 

resulting in 9 excursion events between March 16 and August 23. The Fabricator 

confirmed that all 9 events (chips) are related to this excursion and subsequent mask 
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cleaning remediated the excursion by eliminated all organic defects. The pass rate for 

excursion localization on this scenario is 100% (9 of 9). 

The impact of this unmonitored excursion amounts to an estimated 1,400-chip 

yield loss during the research timeframe, assuming complete loss beginning at each event 

date. This was confirmed as a likely assumption by the Fabricator. 

The second excursion scenario (2) resolves on May 05 and was caused by an 

outdated chuck in the photolithography process. The Fabricator validated that all 7 

excursion events (chips) are related to the replacement of the chuck and resolution of the 

excursion event. The pass rate for excursion localization on this scenario is 100% (7 of 

7). 

The excursion events identified in these scenarios, along with subsequent 

empirical evaluation by the Fabricator, indicate that spatiotemporal clustering of CT 

outliers can identify fabrication excursions. Both scenarios achieved a pass rate of 100% 

for a combined pass rate of 100%. 

Result: Hypothesis 3 - Confirmed (100%) 

5.2.2.2. Hypothesis 4 (H4) Discussion 

H4: Imputing missing measurements using algorithmic computation will detect 

excursions in fabrication processes with 80% accuracy. 

The objective of testing this hypothesis was to determine if the temporal change 

in unmeasured variance could be derived and utilized to identify changes in fabrication. 

This hypothesis was tested by calculating the changes in layer and wafer thickness, then 
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inserting the deltas as new features. This process resulted in multiple delta features with 

difference between photoresist and pre-etching the most prominent. 

The photoresist shrinkage layer measurement (Scenario 3) is the difference 

between the photoresist layer thickness and the calculated pre-etch layer thickness. This 

excursion event was the result of equipment failures and subsequent remediation efforts. 

The Fabricator empirically validated all 4 identified excursion events. The pass rate for 

excursion localization using algorithmic computation for this scenario is 100% (4 of 4). 

The excursion events identified in this scenario, along with subsequent empirical 

evaluation by the Fabricator, indicate that algorithmic computation of delta 

measurements can identify fabrication excursions. Furthermore, the conformation of the 

relationship between this scenario and the etch depth scenario (4) demonstrates the 

applicability of this method. 

Result: H4 Hypothesis - Confirmed (100%) 

5.2.2.3. Hypothesis 5 (H5) Discussion 

H5: Spatiotemporal correlations between wafer fabrication and chip test 

measurements will identify fabrication excursions with 80% accuracy. 

The objective of this hypothesis was to determine if spatiotemporal correlations 

between WF and CT measurements could localize fabrication excursions. This 

hypothesis was tested using the clustered correlation changes in 2 scenarios: etch depth 

and hard mask resistance changes. 

Scenario 4 identified 8 excursion events occurring late August to early October 

2024 and related to the excursion events identified in scenario 1. The detected changes, as 
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validated by the Fabricator, were related to 3 different events: UV lamp failure, boron 

nozzle accumulation and sputter device failure. Of the 8 detected excursion events, the 

Fabricator validate 6, for a scenario pass rate of 75.00%. 

Scenario 5 identified 8 excursion events occurring in March 2024. The excursions 

identified in this scenario are related to a design change in the core layer, increasing it by 

0.03 ‘m. Of the 8 detected excursion events, the Fabricator validated 7, for a scenario 

pass rate of 87.50%. 

The excursion events identified in this scenario, along with subsequent empirical 

evaluation by the Fabricator, indicate that clustering spatiotemporal correlations can 

identify fabrication excursions. In aggregate, the Fabricator validated 13 of the 16 

excursion events for a combined pass rate of 81.25%. 

Result: Hypothesis 5 - Confirmed (81.25%) 

5.2.3. Research Question 3 

RQ3: How effectively does the current chip sampling methodology predict wafer 

yield? 

Research Question 3 (RQ3) evaluated the efficacy of the Fabricatorôs per-chip 

sampling methodology. This was evaluated from both the perceptual and computational 

dimensions. The perception of yield is influenced by the day-to-day yield metrics, which 

are skewed by the span distribution of the contributing wafers. This dimension should be 

evaluated prior to making changes to the estimation methodology. 

The computational dimension is detail in the H6 section below. 

5.2.2.4. Hypothesis 5 (H6) Discussion 
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H6: The per-column chip sampling methodology error rate exceeds 20%. 

The median baseline yield for the CWDM product is 76%; a baseline loss of 24% 

of all chips produced. These rates do not indicate a variance-free fabrication process as 

the current yield prediction method assumes. Using the baseline loss rate as the variance 

weight, which is an optimistic assumption, produces a median estimation error of 20%. 

The current Fabricator per-column yield prediction sampling methodology 

accurately predicts the median yield with a 3.67% median error rate. This prediction 

methodology is based on a fabrication process with zero variability; an assumption that is 

empirically false. Adding a nominal variance weight of 20% increases the error rate to 

16.40%, while a 40% variance weight increases it to 30%. 

These results indicate that the estimation error of the Fabricatorôs yield prediction 

method exceeds the H6 20% threshold. 

Result: H6 Hypothesis - Confirmed 

5.3. Conclusion 

This research evaluated multiple methods to exploit the multivariate relationships 

between fabrication and test measurements to localize sources of fabrication excursion. 

Dimensionality reduction was performed using wafer maps, analogous to spatial kernels, 

to pool median aggregate chip results into wafer regions. Temporal dimensionality 

reduction was performed by joining each wafer spatial measurement (left, top, center, 

bottom, right) to all its future region pooled results. Multivariate relationships were 

distilled with rolling 30-day spatiotemporal correlation, creating a time-series of 
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fabrication relationship changes. Inter-series relationships were determined through 

clustering with excursion event scenarios identified then validated by the Fabricator. 

This research concluded that: (1) missing measurements can be imputed without 

distorting the underlying distribution and central tendency, (2) multivariate relationships 

can be exploited for excursion localization, (3) yield estimation and sampling must 

account systematic and stochastic variance. 

The result of this research is a framework for an extensible system to monitor and 

label changes in multivariate relationships with excursions in fabrication, supporting the 

transition from unsupervised to supervised learning. This framework was designed for 

extensibility in adding components (e.g., imputation and clustering methods), 

hyperparameter tuning (e.g., rolling windows, thresholds), and measurements. 

Furthermore, it demonstrates the feasibility augmenting statistical process control (SPC) 

with spatiotemporal correlation control (SCC) to reduce the cycle time of investigations 

and associated costs. 

5.4. Lessons Learned 

There are three lessons learned during these investigations for future researchers. 

These are detailed below. 

Clustering focused on identifying the highest-quality group with minimal spread 

and the greatest number of members. This was followed by a second re-clustering step to 

separate larger-spread groups. This two-step process introduced complexity, especially in 

interpreting overlapping patterns. Researchers facing similar complex clustering should 
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consider starting by optimizing for minimum spread over maximum members, then using 

a secondary approach (agglomerative) to create larger cluster groups. 

Real-world engineering problems frequently involve raw data from active 

operations that are large, noisy, and incomplete. In this study, constructing a usable 

dataset required integrating raw parameter measurements with historical spreadsheets and 

domain knowledge. The effort highlighted the necessity of a systems-oriented data 

architecture and design process. Researchers working with production data sources 

should adopt this approach at project initiation. 

The volume of data and scope of required transformations exceeded local storage 

capacity, resulting in recurring bottlenecks. Three alternatives were evaluated: external 

device I/O introduced system instability, cloud storage incurred excessive costs and 

latency, and cloud-based sync services such as iCloud caused synchronization failures 

and processing delays. A key lesson was to provision local compute storage to match 

projected research demands or to incorporate cloud service costs into the planning phase. 

5.5. Contribution To Body of Knowledge 

This research demonstrated that the multivariate relationships between fabrication 

and test measurements can be exploited to localize the sources of fabrication excursions. 

The dimensionality reduction methods used, while specific to fabrication, are extensible 

to other domains where order-of-magnitude disparities exist between datasets. 

Constructing and clustering spatiotemporal correlated series to overcome the dimensional 

disparity between related data sets is a novel approach for identifying events in 

statistically controlled processes. These methods are extensible to any pair-wise 
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multivariate relationships with clustering identifying the groups of relationships that 

correlate in similar ways, supporting the changing Fabrication environment 

This type of spatiotemporal correlation control (SCC) has the potential to 

augment statistical process control (SPC) by incorporating multivariate temporal 

observations that reflect historical and leading indicators of process deviations. In tightly 

controlled fabrication environments, multivariate measurements have a temporal 

correlation baseline that can be used for enhanced monitoring. The spikes and inversions 

in this baseline can be used to localize fabrication excursions, enabling data-enhanced 

investigations. 

The novel methods in this research are intended to assist small and medium 

business (SMB) PLC Fabricators in scaling production by reducing cycle time, localizing 

yield excursions, and enhancing accuracy in monitoring and yield estimation. The 

proposed solutions achieve these objectives without requiring hardware-level metrology 

innovations, direct modifications to fabrication processes, or capital-intensive 

interventions such as expanded physical measurement infrastructure or advanced 

automation systems. 

5.6. Recommendations For Future Research 

The static region map assigned chip locations to wafer regions without accounting 

for overlap between the regions. This mapping could be enhanced using interpolation, 

correlated chip locations, or other methods to more accurately relate chips to wafer 

regions. 
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The effect of hard versus soft clustering assignments on excursion identification 

and cluster diversity warrants further examination. Comparing exclusive and overlapping 

assignment strategies may reveal differences in cluster member similarity and the 

sensitivity of excursion detection. Identifying the temporal events when pairwise 

correlation time series shift between non-exclusive clusters could expose additional 

excursion behavior that is not captured under hard assignment constraints. 

Excursion event identification in this research was a manual process. Future work 

could apply time-series event detection methods, combined with the excursion 

identification strategies in this research, to automate this process. Detection could be 

further enhanced by identifying correlations between events to improve spatial 

localization of excursions.  
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Appendices 

A.1. Ingestion And Transformation 

Ingestion of wafer fabrication (WF) measurements from the Management 

Execution System (MES) comprised 291,047 records and 35 features, representing 

15,223 wafers and total size of 264.63 MB. Subsequent data integration joined the 

ingested measurements with operation, tool, lot, product and batch tables, denormalizing 

the dataset and increasing the size to 453.65 MB. Twelve sparse parameters with 

measurements present in 30.2% or fewer wafers were excluded from the dataset (see 

Figure 56). Filtering these low-measurement and low-relevance parameters identified in 

domain investigation (e.g., SCRATCH, OTHER) yielded a baseline dataset containing 

10,650 wafers, 116,098 records, and a total size of 98.38 MB. 

 

Figure 56. WF - Sparse Parameters 
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Ingested 724,202 chip test (CT) and chip result (CR) measurement JSON files 

from the Data Analytics System (DAS). Each JSON file was processed to extract 

embedded test measurements and result data into an expanded data frame. These files 

were incrementally parsed in 4 stages to extract, transform, and consolidate into a single 

474 MB parquet format using snappy compression. 

A sparsity analysis identified a binary distribution in which parameters exhibited 

either more than 97% missing values or less than 3% missing values (see Figure 57). This 

threshold was used for filtering sparse parameters, resulting in the removal of 20 

parameters (10.4% of all parameters), each containing no more than 2.08% of all 

measurements. These excluded parameters were derived features created by the fabricator 

from measurements and were removed due to insufficient representation. Among the 

retained parameters, 232 NaN values (0.00029%) were distributed across parameters and 

channels; these were imputed using the global median of the respective parameter. The 

final dataset, containing 172 parameters and their associated measurements, was stored in 

Parquet format with Snappy compression to optimize storage and retrieval efficiency. 
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Figure 57. CT - Initial Parameters NaN Values 

A.2. Distribution And Clipping  

The comparison histograms of pre-clipped WF measures show right-skewed 

distributions for CV, skewness, and kurtosis (see Figure 58). The CV distribution has a 

median of 4.0. Parameters such as CORE_LAYER_TM_RI (5100.97), ETCH_DEPTH 

(2081.78), and POST_ETCH_WAFER_BOW (207.38) exceed 200, contributing to the 

long right tail of the distribution. The maximum value of CORE_LAYER_TM_RI 

(approximately 1.49Ĭ10 ) exceeds its median (1.4877) by several orders of magnitude, 

with the numerical similarity indicating a likely decimal placement error. The skewness 

distribution centers at -0.2 but spans a wide range, with values up to 50.99 for 

CORE_LAYER_TM_RI and 41.87 for POST_HM_WAFER_THICKNESS, reflecting 

strong asymmetry in a subset of parameters. Kurtosis, displayed on a log (kurtosis + 1) 

scale, shows a raw median of 16.8 and several parameters with high-tailed distributions, 

including CORE_LAYER_TE_RI (844.48) and ETCH_DEPTH (953.51). These values 

across all three measures indicate non-normality and the presence of large-magnitude 

deviations in multiple fabrication parameters prior to outlier clipping. 

 

Figure 58. WF - Comparison of CV, Skewness and Kurtosis 


