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Abstract

Cross-Lingual Alignment of Word & Sentence Embeddings

One of the notable developments in current natural language processing is the practical ef-

ficacy of probabilistic word representations, where words are embedded in high-dimensional

continuous vector spaces that are optimized to reflect their distributional relationships. For

sequences of words, such as phrases and sentences, distributional representations can be

estimated by combining word embeddings using arithmetic operations like vector averaging

or by estimating composition parameters from data using various objective functions. The

quality of these compositional representations is typically estimated by their performance

as features in extrinsic supervised classification benchmarks. Word and compositional

embeddings for a single language can be induced without supervision using a large training

corpus of raw text. To handle multiple languages and dialects, bilingual dictionaries and

parallel corpora are often used for learning cross-lingual embeddings directly or to align

pre-trained monolingual embeddings.

In this work, we explore and develop various cross-lingual alignment techniques, com-

pare the performance of the resulting cross-lingual embeddings, and study their charac-

teristics. We pay particular attention to the bilingual data requirements of each approach

since lower requirements facilitate wider language expansion. To begin with, we analyze

various monolingual general-purpose sentence embedding models to better understand

their qualities. By comparing their performance on extrinsic evaluation benchmarks and

unsupervised clustering, we infer the characteristics of the most dominant features in their

respective vector spaces.

We then look into various cross-lingual alignment frameworks with different degrees of

supervision. We begin with unsupervised word alignment, for which we propose an approach

for inducing cross-lingual word mappings with no prior bilingual resources. We rely on

assumptions about the consistency and structural similarities between the monolingual
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vector spaces of different languages. Using comparable monolingual news corpora, our

approach resulted in highly accurate word mappings for two language pairs: French to

English, and Arabic to English. With various refinement heuristics, the performance of

the unsupervised alignment methods approached the performance of supervised dictionary

mapping.

Finally, we develop and evaluate different alignment approaches based on parallel

text. We show that incorporating context in the alignment process often leads to significant

improvements in performance. At the word level, we explore the alignment of contextualized

word embeddings that are dynamically generated for each sentence. At the sentence level, we

develop and investigate three alignment frameworks: joint modeling, representation transfer,

and sentence mapping, applied to different sentence embedding models. We experiment

with a matrix factorization model based on word-sentence co-occurrence statistics, and

two general-purpose neural sentence embedding models. We report the performance of the

various cross-lingual models with different sizes of parallel corpora to assess the minimal

degree of supervision required by each alignment framework.
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Chapter 1: Introduction

The building blocks of natural languages, words and morphemes, have rather arbitrary

forms that are not coherently connected to the underlying concepts they represent. The

relationship between a surface form and its corresponding concepts must therefore be learned

through other means, such as external contextual cues, dictionaries, or the surrounding

linguistic context. The distributional hypothesis (Harris, 1954) states that words that have

similar distributional patterns tend to also be semantically similar, which can be used to infer

the meaning of unfamiliar words or bootstrapping meaning representations from raw text

corpora (McDonald and Ramscar, 2001). For example, In linguistic computational models,

meaning is represented as a high-dimensional vector space, where the various dimensions of

meaning are estimated using distributional features.

Statistical representations of words, or word embeddings, can be learned by aggregat-

ing global word co-occurrence statistics using matrix factorization (Guo and Diab, 2012;

Pennington et al., 2014), or by predicting local context within neural probabilistic language

models and related methods (Bengio et al., 2003; Collobert and Weston, 2008; Socher

et al., 2013a). These models rely on the distributional hypothesis and infer the meaning

of a word by its distribution, or co-occurrence, around other words. The qualitative nature

of word embeddings can be demonstrated through empirical evidence of regularities that

reflect various semantic relationships. Words in distributional vector spaces tend to be

clustered by meaning, and the distances between words and clusters often reflect semantic

or syntactic relationships, which makes it conceivable to perform arithmetic on word vectors

for analogical reasoning and semantic composition (Mikolov et al., 2013d). For example, in

a vector space V where f = V (“france”), p = V (“paris”), and g = V (“germany”), the

distance f − p reflects the country-capital relationship, and g + f − p results in a vector

closest to V (“berlin”).

1



Due to the compositional nature of language, meaning can be conveniently represented in

various degrees of complexity, from small units—morphemes and words—to variable-length

composites—phrases, sentences, and paragraphs. Since meaningful linguistic expressions

are often encoded in sentences rather that words, it is often desired to represent composites

in a vector space that encodes their prominent semantic features. This leads to statistical

compositional models, or sentence embeddings.

In compositional models, representations of variable-length sequences are composed

dynamically to encode semantic structures and relationships among words in the sequence.

Some neural architectures such as convolutional (Kim, 2014) and recursive networks (Socher

et al., 2013b) handle variable-length input by identifying shift-invariant features suitable

for the classification problem at hand, which makes it possible to skip general-purpose

composition and work directly with the entire space of individual word embeddings. While

such models can achieve excellent performance within a supervised classification framework,

they do not directly solve the general representation problem unless the training objective

is strong enough to yield intermediate representations that preserve the general semantic

content. In this work, we are interested in generic unsupervised fixed-length representations

of variable-length text sequences that efficiently preserve essential semantic content for later

use in various supervised and unsupervised settings.

Learning generic phrase and sentence embeddings can be achieved either by combining

word embeddings using various arithmetic operations (Klementiev et al., 2012) or directly

learning sentence representations by optimizing a compositional loss function (Le and

Mikolov, 2014). Evaluating these models remains challenging as we rely on extrinsic

evaluation, where we use the compositional embeddings as features in supervised classi-

fication benchmarks. While extrinsic evaluation helps rank models by their applicability

in the evaluation tasks, it remains challenging to identify the different characteristics of

the representations that explain their performance. One of our efforts in this vein was to

identify qualitative differences among the various compositional embedding models using

2



visual inspection, clustering, and the similarities among nearest neighbors, in addition to

standardizing the extrinsic evaluation benchmarks against common baselines (see Chapter

3).

It is often desirable to generalize sentence representations to several languages such that

sentences conveying the same meaning in any language are clustered together and potentially

mapped to one another in the semantic space. Such cross-lingual representations can then

be used to directly compare text in various languages for applications such as information

retrieval and question answering. They can also be used to learn classifiers that generalize

to languages beyond the ones used in training (i.e. zero-shot transfer learning).

Word-based models that ignore language-specific characteristics such as syntax and

word order can be extended more easily to a large number of languages, including languages

for which lexical resources are scarce, since they rely less on language-specific features. A

number of methods have been proposed recently for learning cross-lingual word embeddings

with various degrees of supervision, ranging from word-level alignment using bilingual

dictionaries (Ammar et al., 2016), sentence-level alignment using parallel corpora (Gouws

et al., 2015; Klementiev et al., 2012), or document alignment using cross-lingual topic

models (Vulić and Moens, 2015; Vulić et al., 2011). Using such alignments, especially large

parallel corpora or sizable dictionaries, high-quality bilingual embeddings can be obtained

(Upadhyay et al., 2016).

While cross-lingual word alignment can be achieved using medium-size dictionaries

or parallel corpora, such resources are not readily available for all languages and dialects.

Reducing the dependence on external cross-lingual alignments is valuable for handling

extreme low-resource cases. For example, larger dictionaries can be automatically extended

using a small initial dictionary with as few as a hundred entries (Haghighi et al., 2008).

Several languages and dialects share similar word roots with other languages, which can

be exploited for automatic dictionary induction (Hauer et al., 2017). In Chapter 4, we look

into handling the extreme case where no prior bilingual alignments (i.e no dictionaries or
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parallel corpora) are used and no assumptions about lexical similarities across languages are

made. We learn cross-lingual word embeddings using comparable corpora for dissimilar

languages by exploiting the similarities of the semantic vector spaces that are induced

independently for each language. In addition to yielding decent cross-lingual performance

with no supervision, unsupervised word alignment using structural similarity provides an

additional evidence for the semantic consistency in statistical word vector spaces.

With the availability of parallel corpora, better cross-lingual word alignments can be

obtained. In Chapter 5, we investigate the use of context in cross-lingual word alignment

using parallel corpora. Context is incorporated in two ways: (1) by using contextualized

word embeddings—i.e. ELMo (Peters et al., 2018)— that are dynamically calculated for

each sentence, as opposed to static word vectors, and (2) by using sentence embeddings

as a basis for alignment instead of individual word embeddings. We show empirically

that contextualized mappings yield significantly better performance in sentence translation

retrieval compared to context-independent mappings.

For compositional models that are sensitive to syntax and word order, sentence-aligned

corpora are indispensable for cross-lingual learning. The standard approach for extending

such models to bilingual settings is training using a joint bilingual training objective with

cross-lingual datasets, such as sentence-aligned corpora (Pennington et al., 2014; Pham

et al., 2015; Soyer et al., 2014). While this joint approach is perfectly suitable for bilingual

settings, it poses several practical challenges. Jointly modeling a large number of languages

can be computationally infeasible. In addition, joint modeling generally entails that all

languages must be trained simultaneously, which means that modular training is not an

option; each time a new language is to be added, the model would have to be re-trained for

all languages, at least partially.

We propose a rather simple approach to easily extend compositional models cross-

lingually using only bilingual parallel corpora and without simultaneous training. Given

a trained compositional model for a pivot language, we train encoders for additional lan-
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guages in a supervised manner, where the target representations are pre-calculated using

the corresponding sentences in the pivot language. We apply this approach for extending a

syntax-insensitive matrix factorization model (Guo and Diab, 2012) in Chapter 6, and to two

syntax-sensitive supervised neural models in Chapter 7: the inference-based neural model

InferSent (Conneau et al., 2017a) and the Sequential De-noising Auto-Encoder (Hill et al.,

2016).

In the following chapter, we survey the related literature in compositional models, cross-

lingual learning, and unsupervised dictionary induction. We also point out our contributions

and how they relate to existing literature at the time of their publication, to the best of our

knowledge.
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Chapter 2: Literature Review

1 Unsupervised Sentence Representations

The simplest way of representing a sentence is a binary bag-of-words representation,

where each word is a feature in the vector space. This results in large and sparse represen-

tations that only account for the existence of individual words within a sentence; yet, they

have been shown to be effective in various supervised classification tasks, especially in com-

bination with n-grams and Naive Bayes (NB) features (Wang and Manning, 2012). However,

binary representations do not exploit distributional relationships among the different words,

which limits their practical applicability and generalization to unseen words. An alternative

simple representation of variable-length sentences and paragraphs can be constructed by

averaging the embeddings of all words within the sequence. Other tensor-based composi-

tion functions, which attempt to incorporate some syntax, can also be used, but additive

composition seems to be more effective for semantic similarity tasks (Milajevs et al., 2014).

In addition, vector averaging can outperform more complex and better tuned models based

on recurrent neural architectures on out-of-domain data (Wieting et al., 2015b).

Yet, averaging also has several drawbacks: unlike binary representations, the individual

word identities are lost in the process, and some words that do not carry semantic significance

may end up being more prominently represented than essential words. Furthermore, additive

compositional models disregard sentence structure and word order, which can lead to loss of

semantic nuance. To alleviate the first issue, the weights of various words can be adjusted

using word frequency statistics (Arora et al., 2017), or by inducing context-sensitive weights

with recurrent neural networks (Wieting and Gimpel, 2017), both of which have been shown

to outperform vector averaging. Models that incorporate partial context via sliding windows,

like the paragraph vector (Le and Mikolov, 2014), potentially incorporate word order, yet

the training objective is not sufficient to model deeper structure. Recurrent encoder-decoder
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models, on the other hand, can be trained with various sentence-level objectives, such

as Neural Machine Translation (NMT) (Sutskever et al., 2014), predicting surrounding

sentences (i.e. Skip-Thought) (Kiros et al., 2015), or reconstruction of the input sentence

using Sequential Denoising Auto-Encoders (SDAE) (Hill et al., 2016). These sequential

models have been evaluated and compared against other models and baselines on several

supervised and unsupervised tasks in Hill et al., 2016. The denoising autoencoder model

and skip-thought both performed well in supervised tasks, while the NMT model performed

worse than the baselines. All three performed poorly in unsupervised settings. Recently,

another neural model has been proposed (Conneau et al., 2017a), which uses a supervised

objective of maximizing accuracy in inference classification using the Stanford Natural

Language Inference (SNLI) dataset (Bowman et al., 5sss). This model has been shown to

perform well in various extrinsic tasks, often outperforming all other unsupervised models.

In Aldarmaki and Diab, 2018, we compared a select subset of sentence embedding

models to fill some of the gaps in evaluation and attempt to standardize the evaluation

process and gain some insights into the types of features extracted by each model. Our work

was released concurrently with other independent efforts to provide a standard evaluation

framework for sentence embeddings (Conneau and Kiela, 2018; Perone et al., 2018). For

example, SentEval (Conneau and Kiela, 2018) is an evaluation framework that includes 17

benchmark evaluation task in addition to several probing tasks to evaluate specific linguistic

properties.

2 Cross-Lingual Learning

2.1 Supervised Word Alignment Models

Most cross-lingual models in the literature are word-based, where cross-lingual word

embeddings are learned then used to compose representations for variable-length sequences.

For example, Klementiev et al., 2012 used a multi-task learning objective (Cavallanti et al.,

2010) to align word embeddings for multiple languages. Sentence representations are then
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composed using idf -weighted sum of word representations. Shi et al., 2015 proposed a

similar approach for learning bilingual embeddings. They extended GloVe (Pennington

et al., 2014) to the bilingual case using a matrix of bilingual co-occurrence counts with

word alignments in addition to the monolingual components. Extending that model to more

than two languages has not been investigated. In Mikolov et al., 2013b, word embeddings

were first learned separately for each language, and then a linear mapping was learned

between the source and target vector spaces using a bilingual dictionary. The Trans-gram

model (Coulmance et al., 2015) learns shared representations of several languages efficiently

using English as a pivot language. A thorough survey and evaluation of cross-lingual word

representations can be found in Ruder, 2017. Recent studies suggest that the quality of

cross-lingual word representations depends more on the features and data used for training

than the actual approach or model architecture used for aligning the word embeddings (Levy

et al., 2017).

2.2 Unsupervised Word Alignment Models

Few models have been proposed for extracting dictionaries or learning bilingual em-

beddings without the use of any prior alignment. For languages that share orthographic

similarities, lexical features such as the normalized edit distance between source and target

words can be used to extract a seed lexicon for bootstrapping the bilingual dictionary induc-

tion process (Hauer et al., 2017). In Diab and Finch, 2000, unsupervised mappings were

extracted by preserving pairwise distances between word co-occurrence representations

from two comparable corpora. The model was evaluated monolingually, where two sections

of a corpus were used for collecting co-occurrence statistics separately, and an iterative

training algorithm was then used to retrieve the mapping of English words to themselves.

Only punctuation marks were used to seed the learning and high accuracy results were

reported. However, the method was not evaluated cross-lingually. We observed experimen-

tally that punctuation marks—and function words in general—are insufficient to map words
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cross-lingually since they have different distributional profiles in different languages due to

their predominant syntactic role.

Another unsupervised approach has been recently proposed using adversarial autoen-

coders (Barone, 2016) where a transformation is learned without a seed by matching the

distribution of the source word embeddings with the target distribution. Preliminary investi-

gation showed some correct mappings but the results were not comparable to supervised

methods. Recent efforts using carefully-tuned adversarial methods report encouraging

results comparable to supervised methods (Zhang et al., 2017; Conneau et al., 2017b). In

addition to adversarial training, Conneau et al., 2017b proposed a refinement method for

iteratively improving the quality of orthogonal transformations, in addition to a new metric

for nearest neighbor search that is sensitive to the density around each word vector, which

rectifies the hubness problem (Radovanović et al., 2010) in word translation retrieval. Our

unsupervised word mapping algorithm (Aldarmaki et al., 2018), developed independently

and concurrently with Conneau et al., 2017b, explicitly maps local and global Euclidean

structures from a source to a target vector space. While the initial results were significant,

the approach yielded inconsistent results with less similar corpora. We describe in Chapter

4 additional refinement steps and compare the performance against the adversarial network

described above.

In Kiela et al., 2015, bilingual lexicon induction is achieved by matching visual features

extracted from images that correspond to each word using a convolutional neural network.

The image-based approach performs particularly well for words that express concrete rather

than abstract concepts, and provides a convenient alternative to linguistic supervision when

corresponding images are available.

The unsupervised mapping problem arises in other contexts where an optimal alignment

between two isomorphic point sets is sought. In image registration and shape recognition,

various efficient methods can be used to find an optimal alignment between two sets of

low-dimensional points that correspond to images with various degrees of deformation
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(Myronenko and Song, 2010; Chi et al., 2008). In manifold learning, two sets of related

high-dimensional points are projected into a shared lower dimensional space where the

points can be compared and mapped to one other, such as the alignment of isomorphic

protein structures (Wang and Mahadevan, 2009) and cross-lingual document alignment with

unsupervised topic models (Diaz and Metzler, 2007; Wang and Mahadevan, 2008).

2.3 Sentence Alignment Models

Learning bilingual compositional representations can be achieved by optimizing a

bilingual objective on parallel corpora. In Pham et al., 2015, statistical representations for

bilingual phrases and sentences are learned using an extended version of the paragraph

vector model (Le and Mikolov, 2014) by forcing parallel sentences to share one vector. This

model learns shared sentence representations directly and achieved high performance in the

cross-lingual document classification task (Klementiev et al., 2012). In Soyer et al., 2014,

cross-lingual compositional embeddings are learned by optimizing a joint bilingual objective

that aligns parallel source and target representations by minimizing the Euclidean distances

between them, and a monolingual objective that maximizes the similarity between similar

phrases. The monolingual objective was implemented by maximizing the similarity between

random phrases and subphrases within the same sentence. Cross-lingual representations

can also be induced implicitly within a machine learning framework that is trained jointly

for multiple language pairs. In Schwenk and Douze, 2017, encoders and decoders for the

given languages are trained jointly using a neural sequence to sequence model (Sutskever

et al., 2014) using parallel corpora that are partially aligned; that is, each language within

a pair is also part of at least one other parallel corpus. Neural machine translation can

also be achieved with a single encoder and decoder that handles several input languages

(Johnson et al., 2017), but the latter has not been evaluated as a general-purpose sentence

representation model. According to Hill et al., 2016, the quality of the representations

induced using a machine translation objective is lower than other neural models trained with
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different compositional objectives, such as Denoising Auto-Encoders and Skip-Thought

(Kiros et al., 2015).

The representation transfer framework described in Chapters 6 and 7 is a scalable cross-

lingual alignment approach that allows modular alignment of sentence embeddings in a

manner similar to word mapping to a pivot language. We first described a narrow version of

this transfer approach within a specific matrix factorization model in Aldarmaki and Diab,

2016, but the intuition is more general and applicable to a wide range of models, as we

describe in Chapter 7 for neural sentence encoders. Conneau et al., 2018 independently

proposed a similar approach for aligning InferSent (Conneau et al., 2017a) encoders, but it

was only evaluated on cross-lingual inference classification.
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Chapter 3: Empirical Evaluation of Sentence Embeddings

Before discussing cross-lingual alignment, we attempt to better understand the efforts

in monolingual sentence modeling. Statistical vector space models for words encode

latent features that reflect semantic aspects and correlations among words. The goal of

compositional semantic models is to induce latent semantic representations that encode the

meaning of phrases, sentences, and paragraphs of variable lengths. Several models have

been proposed for sentence-level representation, ranging from bottom-up composition of

word embeddings to top-down learning with a sentence-level objective—typically via a

sequential neural network. Intuitively, these models attempt to implicity model sentence

structure, but it remains unclear whether compositional models based on sequential neural

networks truly outperform simpler word-based baselines.

One of the difficulties in general-purpose representation learning is the lack of an

intrinsic evaluation metric: how to directly evaluate the representations and understand the

various features that end up being represented in the vector space. A common evaluation

methodology is to report the performance on a few extrinsic evaluation benchmarks, such as

sentiment classification or paraphrase detection, since that is the ultimate purpose of learning

the representations. However, these tasks are generally limited in scope and only measure

specific semantic aspects, e.g. positive vs. negative sentiment. Therefore, relying on one or

two extrinsic evaluation benchmarks is insufficient for model comparison, and generally

fails to give an intrinsic understanding of the feature space. Until relatively recently, we

lacked a standard evaluation framework for sentence embeddings that ensured a thorough

and consistent comparison against common baselines.

Recently, multiple efforts to standardize the evaluation of these models have been

introduced (Conneau and Kiela, 2018; Perone et al., 2018). In this chapter, we describe

our own concurrent effort in this vein, which consists of a formal evaluation of several

12



compositional models using various extrinsic benchmarks and attempts to understand the

overall feature space that results from each model (Aldarmaki and Diab, 2018).

We evaluated a subset of models with increasing complexity, from binary bag-of-words

to RNNs, on various supervised and unsupervised settings. Our objective was to evaluate

compositional models against strong baselines and identify the elements that lead to per-

formance gains. We evaluated binary vs. distributed features, weighted vs. unweighted

averaging, three different word embedding models, and four context-sensitive models that

optimize different objectives: the paragraph vector, the Gated Recurrent Averaging Network

(GRAN) (Wieting and Gimpel, 2017), Skip-Thought (Kiros et al., 2015), and an LSTM

encoder trained on labeled natural language inference data (InferSent) (Conneau et al.,

2017a). We also analyzed the intrinsic structures of the various models by visual inspection

and k-means clustering to gain insights into structural differences that may explain their

performance variance.

1 Baselines

1.1 Binary Bag of Words

In a binary bag-of-words representation, each word in the training vocabulary is a feature

in the vector space. This results in large and sparse representations that only account for the

existence of individual words within a sentence, yet they have been shown to be effective in

various supervised classification tasks, especially in combination with n-grams and Naïve

Bayes (NB) features (Wang and Manning, 2012). Let ~fi be the binary representation of

sentence i, and yi ∈ {0, 1} its label. The log-count ratio is calculated as

~p = log ~p/‖~p‖
~q/‖~q‖

, (3.1)

where ~p = 1 +∑
i:yi=1

~fi and ~q = 1 +∑
i:yi=0

~fi, are the smoothed sums of binary features

for the two classes; each element in these vectors is the count of a specific word in each class
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with add-1 smoothing. The binary vectors are then modified using the element-wise product

~fi ◦ ~r, which scales the binary features by their likelihood ratio between the two classes.

This model can be extended for multi-class classification using a one-vs-all approach.

The Naïve Bayes features help identify the most discriminative words for each task, so

using them results in task-specific rather than general representations. However, given the

relative efficiency of this model, we include it as a baseline for comparison.

1.2 Word Embeddings and Averaging Schemes

Representations of variable-length sentences and paragraphs can be constructed by

averaging the embeddings of all words within a sentence. We evaluated the following word

embedding models:

Random word projections: we generated a random vector drawn from the standard

normal distribution for each word in the vocabulary. The vector sum of random word vectors

is a low-dimensional projection of binary bag-of-words vectors. .

Continuous Bag of Words: CBOW is an efficient log-linear model for learning word

embeddings using a feed-forward neural network classifier that predicts a word given

the surrounding words within a fixed context window (Mikolov et al., 2013a). In word

embedding evaluation (Schnabel et al., 2015), CBOW outperformed other word embeddings

in word relatedness and analogy tasks.

Global Vectors: GloVe is a global log-bilinear regression model (Pennington et al., 2014)

that produces word embeddings using weighted matrix factorization of word co-occurrence

probabilities.

Subword Information Skip-gram si-skip learns representations for n-grams of vari-

ous lengths, and words are represented as sums of n-gram representations (Bojanowski et al.,
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2017). The learning architecture is based on the continuous skip-gram model (Mikolov et al.,

2013c), which is trained by maximizing the conditional probability of context words within

a fixed window with negative sampling. The model exploits the morphological variations

within a language to learn more reliable representations, particularly for rare morphological

variants.

However, simple averaging may not be the best approach since not all words within a

sentence are semantically useful. The following methods can be used to adjust the weights

of words according to their frequency, assuming that frequent words have lower semantic

content:

tf-idf-weighted Average The term frequency-inverse document frequency (Salton and

McGill, 1986) measures the importance of a word to a document. We treat each sentence as

a document and calculate the idf weight for term t as follows:

idft = log
N

1 + nt

, (3.2)

where N is the total number of sentences and nt the number of sentences in which the term

appears. Terms that appear in more documents have lower idf weights.

sif-weighted Average The smooth inverse frequency (Arora et al., 2017) is an alternative

method for discounting the weights of frequent words as follows:

sift = a

a+ p(t) , (3.3)

where a is a smoothing parameter and p(t) the relative frequency of the term in the training

corpus.
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2 Neural Compositional Models:

Several models have been proposed to overcome some of the weaknesses of bag-of-

words and additive representations, particularly their lack of structure. We evaluated the

following context-sensitive models:

The Paragraph Vector: doc2vec distributed memory model (Le and Mikolov, 2014)

constructs representations for sentences and paragraphs using a neural feedforward network

that maximizes the conditional probability of words within a paragraph given a context

window and the paragraph embedding, which is shared for all contexts generated from the

same paragraph. After learning word and paragraph embeddings for the training corpus,

the model learns representations for new paragraphs by fixing the model parameters and

updating the paragraph embeddings using backpropagation. This additional training at

inference time considerably increases the time complexity of the model compared to all

others in this study.

Gated Recurrent Averaging Network: GRAN has been recently introduced to combine

the benefits of LSTM networks and averaging, where the weights are computed along with

the word and sentence representations (Wieting and Gimpel, 2017). The model is trained

using aligned sentences that are assumed to be paraphrases to maximize the similarity of

their representations against negative examples. The intuition is to make the averaging

operation context-sensitive, resulting in a more powerful construction than simple averaging

where all words are equally important. The model was shown to outperform averaging and

LSTM models in semantic relatedness tasks.

Skip-Thought: The skip-thmodel is a sequence encoder-decoder trained by projecting

sentences into fixed-length vectors, which in turn are used as input to a decoder that is trained

to reconstruct surrounding sentences (Kiros et al., 2015), where the encoder and decoder are
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RNNs with GRU activations (Chung et al., 2014). The model is trained with contiguous

sentences extracted from a collection of novels. After training, the model’s vocabulary is

expanded by learning a linear mapping from pre-trained CBOW word embeddings to the

vector space of the skip-th word embeddings.

Natural Language Inference Encoder: In InferSent (Conneau et al., 2017a), a bidi-

rectional LSTM encoder with max-pooling is trained jointly with an inference classifier

trained on the Stanford Natural Language Inference (SNLI) dataset (Bowman et al., 5sss),

which is a large manually-annotated dataset of English sentence pairs and their inference

labels: {entailment, contradition, neutral}.

3 Evaluation Datasets

To evaluate the text representations induced by the various models above, we used

them as features in extrinsic supervised and unsupervised tasks that reflect various semantic

aspects, which can be grouped in three categories: pairwise-similarity, sentiment analysis,

and categorization. A summary of the datasets and their statistics are given in Table 3.1.

Dataset
Pair-wise Similarity Sentiment Analysis Newsgroup

TREC
STS SICK MSRP CR MPQA RT-s Subj IMDB REL SPO COM POL

Train 5,749 4,934 4,076 3,775 10,606 10,662 10,000 25k 1,078 1,604 1,694 1,310 5,452
Test 1,379 4,906 1,725 – – – – 25k – – – – 500

pos ratio – – 0.66 0.64 0.31 0.50 0.50 0.50 0.58 0.51 0.51 0.52 –
l 12 10 23 21 3 21 24 262 82 82 82 92 10

Table 3.1: Dataset statistics. Train: number of samples in the training set. Test: number of samples in the
test set, if applicable (CV is applied otherwise). pos ratio: ratio of positive samples in the test set (or total
for datasets with no splits). l: average length of all samples.

Semantic Textual Similarity: The STS benchmark dataset (Cer et al., 2017) includes

a collection of English sentence pairs and their human-annotated similarity scores that

range between 0 (unrelated sentences) to 5 (paraphrases). The dataset includes training,

development, and test sets. This task can be performed without supervision by calculating
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the cosine similarity between each pair of sentence vectors in the test set. We also evaluated

the models in a supervised settings using linear regression on training examples, where

the input vector is a concatenation of the element-wise product u.v and absolute difference

|u− v| of each pair < u, v >.

Sentences Involving Compositional Knowledge: The SICK dataset is a benchmark for

evaluating compositional models (Marelli et al., 2014). We evaluated the models on the

relatedness subtask, which is constructed in a similar manner as STS above.

Paraphrase Detection: This is a binary classification task that involves the identification

of paraphrases in similar sentence pairs using the Microsoft Research Paraphrase Corpus,

MSRP (Dolan et al., 2004). We evaluated the models in two ways: calculating the cosine

similarity between the sentence pairs and classifying them as paraphrases if the similarity is

larger than a threshold, which is tuned from the training set. The second approach is to learn

a logistic regression classifier using a concatenation of u.v and |u− v| as input.

Sentiment Analysis: We used the following binary classification tasks: CR customer

product reviews (Hu and Liu, 2004), MPQA opinion polarity subtask (Wiebe et al., 2005),

RT-s short movie reviews (Pang and Lee, 2005), Subj subjectivity/objectivity classification

task (Pang and Lee, 2004), and IMDB full-length movie review dataset (Maas et al., 2011).

Newsgroups: Following the setup in (Wang and Manning, 2012) we used the 20-Newsgroup

dataset 1 to extract several binary topic categorization tasks. We processed the datasets to

remove headers, forwarded text, and signatures, which resulted in smaller sentences and

paragraphs2. We used the following newsgroups for binary classification: religion (atheism

vs. religion), sports (baseball vs. hockey), computer (windows vs. graphics), and politics

(middle east vs. guns). We also trained multi-class classifiers on the 8 newsgroups.

1http://qwone.com/∼jason/20Newsgroups/
2https://github.com/h-aldarmaki/sentence_eval
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Question Classification: We used the TREC 10 coarse question categorization task 3

which categorizes questions into 6 classes: human (HUM), entity (ENTY), location (LOC),

number (NUM), description (DESC), and abbreviation (ABBR).

4 Experimental Setup

4.1 Training Data

We trained the unsupervised word embedding models CBOW, GloVe, and si-skip on

a set of ∼ 7 million sentences extracted from the English Wikipedia and Amazon movie and

product reviews (He and McAuley, 2016). We also trained the Paragraph Vector (doc2vec)

model on this dataset, and initialized the word embeddings using the si-skip pre-trained

word embeddings above. While better results overall could be obtained using pre-trained

word embeddings trained with much larger text corpora, we used this medium-size corpus

to evaluate the various models consistently and reduce model variability due to data and

vocabulary coverage.

We used the publicly available pre-trained GRAN4 and skip-th5 models, which require

training with special types of datasets: paraphrase collections, and contiguous text from

books, respectively. To ensure a fair evaluation, we only compared these models against

binary bag-of-words and equivalent word embeddings. The word embeddings within the

GRANmodel were initialized with PARAGRAM-SL999word vectors (Wieting et al., 2015a),

so we used them as an evaluation baseline for GRAN. We compared skip-th against the

CBOW embeddings that were used to expand the vocabulary, which account for most words

in the final model’s vocabulary. We used the pre-trained inferSent model 6 which uses

pre-trained GloVe word embeddings 7. We also experimented with the post-trained word

embeddings for each model with similar results, so we omitted them for brevity.

3http://cogcomp.org/Data/QA/QC/
4https://github.com/jwieting/acl2017
5https://github.com/ryankiros/skip-ths
6https://github.com/facebookresearch/InferSent
7https://nlp.stanford.edu/projects/glove
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4.2 Training Settings

We trained the unsupervised word embedding models using the optimal parameters

recommended for each model. The hyper-parameters in doc2vec were set according to the

recommendations in (Lau and Baldwin, 2016). For the supervised sentiment classification

and text categorization tasks, we trained and tuned linear SVM models using grid search

for datasets that include train/dev/test splits, and nested cross-validation otherwise. We also

experimented with kernel SVMs but didn’t observe notable differences in the results.

5 Evaluation Results

5.1 Pairwise Similarity Evaluation

STS Benchmark ρ SICK ρ MSRP accuracy/F1
cosine linear reg. cosine linear reg. cosine logistic reg.

Binary BOW 0.536 0.606 0.611 0.761 66.9/0.765 72.2/0.811

Paragraph Vector (doc2vec) 0.628 0.673 0.654 0.655 68.6/0.797 70.4/0.803

Random
avg 0.558 0.616 0.602 0.669 70.6/0.780 70.8/0.797
idf 0.668 0.665 0.617 0.659 70.0/0.790 69.1/0.791
sif 0.666 0.665 0.628 0.655 70.1/0.786 69.9/0.699

CBOW
avg 0.630 0.672 0.679 0.728 71.9/0.815 72.0/0.807
idf 0.697 0.695 0.678 0.712 71.8/0.815 72.3/0.809
sif 0.683 0.686 0.690 0.715 72.2/0.814 71.4/0.804

GloVe
avg 0.336 0.574 0.602 0.694 68.9/0.807 71.0/0.810
idf 0.540 0.656 0.624 0.685 71.3/0.818 73.4/0.820
sif 0.685 0.665 0.701 0.695 71.8/0.809 72.1/0.811

si-skip
avg 0.608 0.690 0.684 0.730 72.1/0.817 71.9/0.895
idf 0.683 0.714 0.702 0.715 69.3/0.809 70.3/0.815
sif 0.694 0.721 0.716 0.721 70.6/0.804 70.6/0.802

GRAN 0.747 0.747 0.715 0.756 71.3/0.817 72.3/0.812
Pre-trained

PARAGRAM-
SL999†

avg 0.564 0.690 0.694 0.746 71.8/0.818 73.2/0.816
idf 0.711 0.733 0.723 0.756 72.1/0.817 73.3/0.817
sif 0.716 0.722 0.733 0.765 73.4/0.822 72.0/0.809

skip-th 0.213 0.729 0.498 0.811 62.3/0.761 73.0/0.812

Pre-trained
CBOW†

avg 0.631 0.695 0.727 0.758 70.3/0.813 73.2/0.813
idf 0.674 0.708 0.710 0.731 69.6/0.809 71.3/0.807
sif 0.686 0.707 0.727 0.737 69.8/0.809 70.9/0.803

inferSent 0.692 0.773 0.744 0.865 0.697/0.806 0.746/0.827

Pre-trained
GloVe†

avg 0.497 0.655 0.687 0.753 0.711/0.818 0.732/0.817
idf 0.606 0.688 0.696 0.736 0.688/0.809 0.711/0.804
sif 0.679 0.699 0.729 0.749 0.709/0.816 0.708/0.804

Table 3.2: Pearson ρ for STS Benchmark and SICK relatedness, and Accuracy%/F1 for MSR Paraphrase
detection. Results are shaded according to their statistical significance using the Williams test (Graham and
Baldwin, 2014) with α = 0.05. † pre-trained vectors used in the model above.
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Table 3.2 shows the performance of the various models in the pair-wise similarity tasks.

We highlight the best performance in each block; differences within the same shade are

not statistically significant. Among the word embedding models, the subword skipgram

si-skip achieved the best overall performance. For all models except si-skip, simple

averaging performed poorly in semantic relatedness tasks, especially in the unsupervised

setting, while sif-weighting generally outperformed idf-weighting (the improvement is

most evident for GloVe). A similar trend is observed with random word vectors, which

performed on par with doc2vec.

GRAN outperformed simple averaging in both the STS and SICK tasks, which confirms

the results in (Wieting and Gimpel, 2017), but compared with idf and sif averaging, there

is no apparent improvement; it only outperformed weighted averaging in the unsupervised

STS benchmark. skip-th vectors performed poorly in the unsupervised similarity tasks,

but outperformed the pre-trained vectors in the supervised similarity tasks, particularly in

SICK.

The binary bag-of-words model performed particularly well in the supervised SICK task.

The performance of binary and random vectors can be explained by the high correlation

between the percentage of overlapping words and the similarity scores as seen in Figure

3.1. We also highlighted the Pearson correlation coefficients for the following subsets of

relatedness scores: A = {score ≤ 2}, B = {score ∈ (2, 4)}, and C = {score ≥ 4}. The

overall Pearson correlation mostly reflects the performance on the most and least similar

pairs, which tend to be the pairs with the highest and lowest word overlap, respectively;

within the regions we highlighted, all correlations were relatively low. However, distributed

models like sif and inferSent improved the correlation of A for SICK, and both A

and C for STS Benchmark. Table 3.3 shows some examples of sentence pairs from A and

C; while both sif and doc2vec vectors consistently identified similar concepts (namely

food related and competition concepts) regardless of surface similarity, binary scores only

reflected the lexical similarity, which resulted in inconsistent scores.
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Figure 3.1: Scatter plots of normalized gold scores in the x axis vs. (a) word overlap (%) and (b - e)
cosine similarity using various models. Top: SICK. Bottom: STS Benchmark. Pearson ρ plotted in red for
score ≤ 2, score ∈ (2, 4), and score ≥ 4. Overall Pearson ρ shown at the top. † sif-weighted average of
pre-trained Glove vectors used in InferSent.

Sentence 1 Sentence 2 Score Binary si-sif† doc2vec skip-th infer gl-sif†
A person is frying some food. There is no person peeling a potato. 0.25 0.41 0.49 0.41 0.51 0.67 0.71
A woman is cutting a fish. The main is slicing potatos. 0.25 0.13 0.46 0.42 0.53 0.65 0.57
Two groups of people are playing
football

Two team are competing in a football
match.

0.93 0.52 0.74 0.72 0.60 0.79 0.71

Different teams are playing
football on the field

Two teams are playing soccer 0.70 0.56 0.93 0.89 0.51 0.82 0.91

Table 3.3: Examples of sentence pairs in SICK and their relatedness scores vs. cosine similarity scores. All
scores were normalized to be in [0,1]. Shared words are shown in bold and related words underlined. †
sif-weighted average of si-skipgram and pre-trained GloVe

The low variance of the performance in the paraphrase detection task also reflects the

overall correlation between word overlap and the likelihood of being a paraphrase as seen in

Figure 3.2; for difficult cases, as in the examples in Table 3.4, the overall similarity is not a

good indication of being a paraphrase. Significant improvements in this task may require

more nuanced features as in (Ji and Eisenstein, 2013).
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Sentence 1 Sentence 2 Label

Bashir felt he was being tried by
opinion not on the facts, Mahendra-
datta told Reuters.

Bashir also felt he was being tried
by opinion rather than facts of law,
he added.

1

West Nile Virus-which is spread
through infected mosquitoes -is po-
tentially fatal.

West Nile is a bird virus that is
spread to people by mosquitoes.

0

SCO says the pricing terms for a
license will not be announced for
week

Details on pricing will be announced
within a few weeks , McBride said

1

Russ Britt is the Los Angeles
Bureau Chief for
CBS.MarketWatch.com.

Emily Church is London bureau
chief of CBS.MarketWatch.com.

0

Table 3.4: Examples of sentence pairs in MSRP and their labels. Shared
words are shown in bold and related words underlined.
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Figure 3.2: Ratio of para-
phrases with increasing word
overlap in MSRP.

5.2 Evaluation on Sentiment Analysis and Categorization

Table 3.5 shows the performance in sentiment analysis and categorization tasks. Unlike

in pair-wise similarity, random vectors underperformed the NBSVM and distributed models

by a large margin. This underscores the importance of global and distributed features in

these tasks. si-skip outperformed other word embedding models, but we observe no

advantage for weighted vs. unweighted averaging. In TREC question classification and

the subjectivity benchmarks, avg performed significantly better than both idf and sif

weighted averaging. skip-th vectors also significantly outperformed the pre-trained

vectors in these two tasks, and underperformed in all others. We surmise that the syntactic

features conveyed in frequent function words and the overall structure encoded by the

LSTM network in skip-th may provide useful clues for these two classification tasks.

inferSent achieved the highest accuracy in CR sentiment task, and on par with skip-th

and NBSVM in TREC, and it slightly underperformed the averaging models in Newsgroup

categorization. In the next section, we analyze the Newsgroup and TREC datasets to shed

light on intrinsic characteristics that may explain some of the performance variance.
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Sentiment Analysis Text Categorization
CR mpqa RT-s subj imdb rel spo com pol mult TREC

Binary BOW 77.0/0.821 85.9/0.756 74.8 89.5 84.1 66.2/0.710 85.7 78.2 81.6 72.2 89.8
Unigram NBSVM 80.5 85.3 78.1 92.4 88.3 73.2 93.5 86.7 91.9 93.4 89.8

Paragraph Vector (doc2vec) 76.6/0.831 82.4/0.688 78.6 89.9 87.8 68.9/0.751 89.6 82.3 90.6 76.1 59.6

si-skip
avg 81.3/0.857 87.2/0.778 78.8 91.6 88.0 67.1/0.759 87.8 80.3 87.2 74.4 79.6
idf 80.2/0.849 86.2/0.765 78.5 91.0 87.0 69.1/0.755 88.3 81.9 89.7 75.0 70.4
sif 80.6/0.852 86.7/0.774 78.6 91.0 88.2 69.1/0.765 88.8 81.0 89.4 74.7 71.8

CBOW
avg 81.6/0.859 86.1/0.759 78.1 91.0 87.2 63.6/0.745 74.9 78.2 84.7 66.6 82.8
idf 81.2/0.856 86.0/0.761 77.7 90.5 87.3 65.8/0.745 78.6 79.8 85.6 68.2 77.4
sif 80.8/0.852 85.7/0.756 77.8 90.2 87.4 65.6/0.742 80.0 79.5 85. 68.3 76.2

GloVe
avg 80.7/0.851 85.4/0.745 77.6 91.0 87.3 67.1/0.748 82.1 78.8 86.5 69.3 79.8
idf 80.7/0.851 85.8/0.756 77.8 90.8 87.5 65.5/0.725 85.2 77.7 87.6 70.9 72.4
sif 80.6/0.850 85.4/0.751 77.6 90.7 87.4 66.8/0.736 85.8 78.5 87.5 70.9 72.0

Random
avg 70.7/0.779 74.2/0.413 61.9 77.3 74.0 55.8/0.634 71.4 72.8 69.4 47. 70.2
idf 68.6/0.763 74.1/0.423 61.1 72.7 74.2 58.9/0.654 74.4 72.7 72.9 47.2 57.0
sif 69.2/0.770 72.7/0.369 61.5 69.6 74.5 59.4/0.655 73.0 72.1 72.6 47.4 54.8

GRAN 78.4/0.838 86.6/0.769 75.1 88.5 83.1 66.0/0.753 90.6 80.8 88.5 73.2 60.4
pre-trained
PARAGRAM-

SL999†

avg 79.8/0.845 87.8/0.794 75.9 89.6 84.5 65.3/0.721 89.8 78.9 87.5 72.5 83.2
idf 79.1/0.840 87.4/0.791 75.8 89.3 84.1 68.2/0.737 90.3 79.8 89.0 74.1 74.6
sif 79.2/0.840 87.5/0.789 75.8 88.7 84.6 69.0/0.747 89.7 79.9 88.9 73.1 75.0

skip-th 80.4/0.851 87.0/0.78 76.4 93.4 81.8 65.5/0.736 70.4 69.4 81.5 60.1 88.2
Pre-

trained
CBOW †

avg 79.9/0.847 88.2/0.800 77.5 90.5 85.6 64.8/0.751 86.6 79.5 85.9 70.7 80.0
idf 79.6/0.844 87.9/0.797 77.2 90.0 85.6 68.4/0.766 87.5 80.5 85.8 72.6 72.2
sif 79.2/0.842 87.7/0.794 77.0 89.7 85.8 67.7/0.761 87.8 81.3 86.9 72.9 74.2

inferSent 83.0/0.867 88.5/0.811 77.1 91.0 86.4 68.5/0.731 88.6 80.9 85.2 74.4 88.6
Pre-

trained
GloVe †

avg 80.6/0.851 87.9/0.793 77.1 90.9 85.7 69.5/0.759 90.7 83.8 88.3 75.8 82.2
idf 79.8/0.844 87.4/0.788 77.2 90.1 85.5 69.7/0.757 89.8 83.0 88.8 76.9 75.4
sif 79.6/0.842 87.2/0.785 77.5 90.0 85.5 67.8/0.742 89.7 83.3 88.7 76.7 77.0

Table 3.5: Accuracy % or acuracy/F1 (for unbalanced datasets) on sentiment and topic categorization tasks.
Results are shaded according to their statistical significance using a two-tailed significance test with α = 0.05.
† pre-trained word embeddings used in the model above

6 Qualitative Analysis

Figure 3.3 shows t-SNE visualizations (Maaten and Hinton, 2008) of the Newsgroup

datasets using the various compositional models, including random and binary vectors.

While random and binary vectors could identify shallow similarities between sentences as

in STS tasks, they failed to do so in a globally cohesive manner. The random vectors also

introduced noise in the representations, which resulted in a rather uniform vector space.

All other models, except skip-th, clearly separated at least three regions that correspond

to the categories sport, computer, and religion/politics. Smaller clusters with consistent

labeling can also be identified with minimal separation between the clusters.

Table 3.6 shows examples of nearest neighbors using some of the models. skip-th

vectors seem to be clustered more by structure than semantic content, unlike the doc2vec
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a: Random b: Binary c: avg † d: sif †

e: doc2vec f: GRAN g: skip-th h: inferSent

Figure 3.3: t-SNE visualizations of vectors on the 20-Newsgroup datasets. † avg and sif using si-skip.

and sif models. To quantify these differences, we applied k-means clustering using k = 3

and k = 8, and calculated the clustering purity for each model as follows:

P (C,L) = 1
N

∑
k

max
æ
|ck ∩ `j| (3.4)

where C = {c1, ..., cK} is the set of clusters, L = `1, ...`K is the set of labels, and N

the total number of samples. As shown in Table 3.7, using doc2vec and the averaging

models, including GRAN, k-means successfully separated the 3 categories, with doc2vec

and sif outperforming in both the fine-grained and coarse clustering. skip-th clusters,

on the other hand, did not correspond with the correct labels, underperforming binary and

random features, which explains its relatively low performance in text categorization tasks.

inferSent achieved higher purity than binary, random and skip-th vectors but lower

than the other models, particularly with k = 3.
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sif †

And they work especially well when the Feds have cut off
your utilities.
The Dividians did not have that option after the FBI cut off
their electricity.
Not when the power has been cut off for weeks on end.

What does this bill do?
And Bill James is not? Do you own " the Bill James
players rating book"?
Who has to consider it ? The being that does the
action? I am still not sure I know what you are trying
to say.

doc2vec

And they work especially well when the Feds have cut off
your utilities.
The Dividians did not have that option after the FBI cut off
their electricity.
Can the Feds get him on tax evasion ? I do not remember
hearing about him running to the Post Office last night.

I did not claim that our system was objective.
Did I claim that there was an absolute morality , or
just an objective one?
I have just spent two solid months arguing that no
such thing as an objective moral system exists.

skip-th

What does this bill do ?
Where do I get hold of these widgets ?
What gives the United States the right to keep Washington
D.C.?
What makes you think Buck will still be in New York at year
’s end with George back?

I have just spent two solid months arguing that no
such thing as an objective moral system exists.
The amount of energy being spent on one lousy syl-
logism says volumes for the true position of reason
in this group.
I just heard this week that he has started on com-
puserve flying models forum now.

Table 3.6: Examples of nearest neighbors in the 20-Newsgroup dataset. †sif using si-skip.

Model
Newsgroup TREC

k = 3, C=3 k = 8, C=8 k=6, C=6

Random 0.5563 0.2431 0.4424

Binary 0.6236 0.2963 0.444

avg † 0.8465 0.3969 0.4481

sif † 0.8776 0.4523 0.4037

doc2vec 0.8625 0.4967 0.3855

skip-th 0.4471 0.1854 0.3896

GRAN 0.8227 0.3553 0.3514

inferSent 0.6562 0.3801 0.4424

Table 3.7: Clustering purity measure with coarse categories (sports, computers, religion/politics) and the
original 8 categories for the Newsgroup dataset, and 6 categories for TREC. †avg and sif using si-skip.
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avg†

What kind of creatures are the Canary Islands named
for ??
What two Caribbean countries share the island of His-
paniola?

Binary
What is a First World country?
What is the best college in the country?

skip-th

What country is the worlds leading supplier of
cannabis?
What country did the Nile River originate in?
What country boasts the most dams?

inferSent

What country did the ancient Romans refer to as Hi-
bernia?
How many islands does Fiji have?
What country does Ileana Cotrubas come from ?

Table 3.8: Nearest neighbors to “What country do the Galapa-
gos Islands belong to? " in TREC. †avg using si-skip
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a: Binary b: avg † c: sif † d: GRAN

e: skip-th f: doc2vec g: inferSent

Figure 3.4: t-SNE visualizations of vectors on the TREC dataset. † avg and sif using si-skip.

Figure 3.4 shows t-SNE visualizations of the questions in TREC training set. While

all models identified some of the categories, like HUM and LOC, the skip-th and

binary vectors appear to be more cohesively clustered by type than the other models. The

question types are scattered in multiple smaller clusters, however, which explains why

k-means clustering resulted in lower purity scores than doc2vec and averaging with

k = 6. In Figure 3.5, purity results with various k are plotted. While purity is expected

to increase with larger k, the rate of increase is much higher for skip-th than all other

models, including binary features. This is consistent with the t-SNE visualization which
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shows several consistent clusters with skip-th that are larger than the binary clusters.

inferSent’s performance was on par with avg, which is slightly lower than binary and

skip-th, although the performance in the supervised setting was equivalent.

Table 3.8 shows nearest neighbors to the question “What country do the Galapagos

Islands belong to?" using the various models. The averaging model clustered questions

about islands; we observed similar behavior using weighted averaging, doc2vec and

GRAN. On the other hand, skip-th clustered questions that start with “what country",

which happens to be more suitable for identifying the LOC question type. Using binary

vectors, questions that include the words “What" and “country" were clustered together,

which do not necessarily correspond to the same question type. inferSent vectors seem

to be clustered by a combination of semantic and syntactic features.

6.1 Discussion

In this study, we attempted to identify qualitative differences among the compositional

models and general characteristics of their vector spaces that explain their performance in

downstream tasks. Identifying the specific features that are most useful for each task may

shed light on the type of information they encode and help optimize the representations for

our needs. Word vector averaging performed reasonably well in most supervised benchmarks,

and weighted averaging resulted in better performance in unsupervised similarity tasks

outperforming all other models. Using the subword skipgram model for word embeddings

resulted in better representations overall, particularly with sif weighting. The only model

that performed on par with or slightly better than weighted averaging in unsupervised STS

was inferSent. All models achieved higher correlation scores in the supervised STS

evaluation, including skip-th, which performed poorly in the unsupervised setting. This

suggests that at least some of the features in these vector spaces encode the semantic content

while the remaining features are superfluous or encode structural information.

doc2vec and GRAN representations were qualitatively similar to idf and sif vectors
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where sentences/paragraphs were clustered by topic and semantic similarity. skip-th

vectors, on the other hand, seemed to prominently represent structural rather than seman-

tic features, which makes them more suitable for supervised tasks that rely on sentence

structure rather than unsupervised similarity or topic categorization. InferSent vectors

performed consistently well in all evaluation benchmarks, and a qualitative analysis of the

vector space suggests that the vectors encode a balance of semantic and syntactic features.

This makes InferSent suitable as a general-purpose model for sentence representation,

particularly in supervised classification tasks. For topic categorization, none of the compo-

sitional models outperformed the NBSVM baseline, which achieved significantly higher

accuracies in all supervised topic categorization tasks. However, the distributional models,

particularly weighted averaging, are more suitable in unsupervised or low-resource settings

since sentences tend to be clustered cohesively by topic similarity and semantic relatedness.
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Chapter 4: Unsupervised Alignment of Word Embeddings

We discussed in the previous chapter some of the characteristics of various sentence

models. Based on our current understanding, word-based averaging models are the most

efficient and suitable for a wide range of applications that don’t rely on structural information.

On the other hand, neural-based models are more suitable for tasks that rely on sentence

structure, but are less efficient due to their higher dimensionality and temporal linearity. We

now look into the adaptability of these models to cross-lingual settings and discuss various

cross-lingual alignment approaches for different types of models. We start with word-based

models, and then discuss our efforts at sentence-level alignment of neural-based embeddings

in later chapters. Throughout this discussion, we pay particular attention to the bilingual

data requirements for each approach; approaches that succeed with less bilingual data are

more suitable for low-resource languages. In this chapter, we discuss a purely unsupervised

approach for cross-lingual word alignment. Most existing methods rely on prior alignments

between the source and target languages, such as parallel corpora or seed dictionaries. For

many language pairs, such supervised alignments are not readily available. We proposed an

unsupervised approach for learning a bilingual dictionary for a pair of languages given their

independently-learned monolingual word embeddings (Aldarmaki et al., 2018).

The proposed method relies on the consistent regularities within monolingual vector

spaces of different languages. The underlying assumption is that word embeddings across

different languages share similar local and global structures that characterize language-

independent semantic features. For example, the distance between the words monday and

week in English are expected to be relatively similar to the distance between lundi and

semaine in French. We attempt to recover the correspondences between different languages

by exploiting these structural similarities.
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1 Approach

Our approach consists of three main steps. given a subset of source and target words

with a viable mapping, we extract initial mappings using spectral features that encode the

geometry of the local neighborhood around a point in the vector space. In the second

step, we iteratively refine the correspondences using a greedy optimization algorithm. We

then use these correspondences to learn a linear transformation between the source and

target embeddings.The linear transformation step serves as a smooth generalization of the

mapping since it preserves the structure of the source embeddings and can be used to extract

translations of additional word pairs.

1.1 Linear Transformation of Word Embeddings

Given word embeddings in two languages X and Y , and a dictionary of (source, target)

word pairs with embeddings xs and yt, respectively, a transformation matrix T , such that

yt = Txs, can be estimated with various degrees of accuracy (Mikolov et al., 2013b). Large,

accurate dictionaries result in better transformations, but a good fit can also be obtained

using a few thousand word pairs even in the presence of noise (see Section 3.1 for an

empirical demonstration).

Formally, given a dictionary of n word pairs, (xi,M(xi)), where i = 1, ..., n, and M is

a mapping from X to Y , the linear transformation matrix T̂ is learned by minimizing the

following cost function

T̂ = arg min
T

n∑
i=1
‖ Txi −M(xi) ‖2 (4.1)

After learning T̂ , the translation of new source words can be retrieved by transforming

the word vector first, then finding its nearest neighbor in the target vocabulary.
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1.2 Estimating Initial Correspondences

Assuming we do not have a dictionary to learn a linear transformation as described above,

we attempt to extract a seed dictionary from monolingual embeddings by matching their

local and global structures. To analyze local structures in monolingual vector spaces, we

treat each word embedding as a point in a high-dimensional space and further embed each

point in a local invariant feature space, as proposed in (Chi et al., 2008) for affine registration

of image point sets. The local invariant features are produced through eigendecomposition

of the k-nearest-neighbor (knn) graph for each point in the vector space as described below.

For a word embedding w, we construct its knn adjacency graph, Aw, such that Aw

is a k × k matrix that contains the pair-wise similarities among w’s k-nearest neighbors,

including w itself. To embed the adjacency matrix in a permutation-invariant space, w is

mapped to a feature vector vw that contains the sorted eigenvalues of Lw defined as,

Lw = Ik −


f(d11) . . . f(d1k)

...
...

...

f(dk1) . . . f(dkk)

 ,

where f(dij) = exp(−d2
ij/2σ2) is the Gaussian similarity function and dij is the Eu-

clidean distance between points i and j. We will refer to the vectors of sorted eigenvalues as

spectral embeddings. While the Euclidean distance matrix is rank-deficient for large k, Lw

is full rank and has k non-zero eigenvalues (Dokmanic et al., 2015; Chi et al., 2008).

After extracting these local features for all points in X and Y , each point p in X is

mapped to its nearest neighbor q in Y using the Euclidean distances between their spectral

embeddings. To minimize the spurious effect of hubs—points that tend to be nearest

neighbors to a large number of other points (Radovanović et al., 2010)—we only include the

correspondences where the neighborhood is symmetric; that is, if p and q are each other’s

nearest neighbor in the local spectral feature space.
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The spectral embeddings are k-dimensional representations of the original word em-

beddings that encode the local knn structure around each word. The parameter k offers

a simple way to adjust the amount of contextual information used in building the spectral

embeddings.

1.3 Estimating Global Correspondences

After extracting initial correspondences using spectral features, we iteratively update

the mapping to preserve the global pair-wise distances using the iterative mapping (IM)

algorithm. The objective of IM is to preserve the relative distances among the source words

in the mapped space, which is achieved by locally minimizing a global loss function in

iterations until convergence. Note that the spectral embeddings described in Section 1.2

are only used to extract tentative pairs for initialization. Since the spectral embeddings

only capture local features, the rest of the algorithm uses the original word embeddings to

preserve global distances among source words.

Given a set of n monolingual embeddings X for the source language, and a set of m

monolingual embeddings Y for the target language, we use the residual sum of squares loss

function defined below to optimize the mapping M from X to Y :

L =
∑
p,q

(
DX

(
xp, xq

)
−DY

(
M(xp),M(xq)

))2
, (4.2)

where DX and DY are the pairwise Euclidean distances for X and Y , respectively, and

p = 1, ..., n, q = 1, .., n span the indices in X .

We seed the learning using the correspondences obtained by the spectral initialization

method. The remaining words are mapped to a virtual token with a distance c from all other

words, including itself, where c > 0 is a tunable parameter—following the approach in Diab

and Finch, 2000. The optimization is then carried out in a greedy manner: a source word,

xi, is selected at random, and M(xi) is selected to be the word in Y that minimizes the loss

function L. This greedy algorithm yields a locally optimal mapping at each step and the
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input :Word embeddings X and Y
output :Mapping M from X to Y
M ← spectral_initialization(X,Y )
C ← cost_of_mapping(M,X, Y )
repeat

Sample a word x ∈ X
for y ∈ Y do

My ←M
My(x) = y
Cy ← cost_of_mapping(My, X, Y )
if Cy < C then

M ←My

C ← Cy

end
end

until convergence or max iterations;
Algorithm 1: Iterative mapping with spectral initialization

final result depends on the initialization. The IM method is summarized in Algorithm 1.

2 Experimental Setup

We experimented with two language pairs: French-English, and Arabic-English. French

shares similar orthography and word roots with English, but for evaluating the generality of

the approach, we don’t utilize these similarities in any form.1 Arabic, on the other hand, is

a dissimilar language with more limited resources, and it is noisier at the word level due

to clitic affixation that is challenging to tokenize. This makes it a suitable test-case for a

realistic low-resource language.

2.1 Data

We extracted various datasets with different levels of similarity to test the proposed

unsupervised word mapping approach. We used the following data sources:

1. WMT’14 the Workshop on Machine Translation French-English corpus (Bojar et al.,

2014). This is a parallel corpus, but we don’t use the sentence alignments.
1The word embeddings are learned independently for each language; representations of subword units are

not shared across languages, so morphological variations are only accounted for monolingually.
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Label Source Target
fr-en-p French WMT’14 English WMT’14
fr-en-s French AFP English APW
fr-en-d French APW 200x English APW 199x
ar-en-p Arabic UN English UN
ar-en-s Arabic AFP English APW

Table 4.1: French-English and Arabic-English datasets. fr-en-p and ar-en-p are parallel datasets, and the
remaining are non-parallel. fr-en-d is extracted from separate time periods to ensure that there is no overlap
in content.

2. AFP Agence France Presse corpora from Gigaword datasets for English (Parker et al.,

2011b), French (Mendonça et al., 2009), and Arabic (Parker et al., 2011a).

3. APW The Associated Press corpora from Gigaword datasets.

4. UN Parallel Arabic-English corpus from UN proceedings (Ma, 2004)

We randomly extracted 5M sentences from each corpus to create the datasets in Table

4.1, which are either parallel (suffix:p), similar (suffix:s), or dissimilar (suffix:d). All datasets

are within-genre to ensure that they share a common vocabulary. We tokenized the English

and French datasets using the CoreNLP toolkit (Manning et al., 2014). We also converted

all characters to lower case and normalized numeric sequences to a single token. Arabic

text was tokenized using the MADAMIRA toolkit (Pasha et al., 2014). We used the D3

tokenization scheme, and we further processed the data by separating punctuation and

normalizing digits. Note that Arabic tokenization is non-deterministic due to clitic affixation,

so the processed datasets still contained untokenized phrases.

2.2 Evaluation Framework

For each of the datasets described above, we generated 100-dimensional word embed-

dings using the subword skip-gram model (Bojanowski et al., 2017). We extracted the

most frequent 2K words from the source and target languages and their embeddings for the

iterative mapping (IM) method. The loss function L in equation 4.2 was used to guide the
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(b) Precision at k by noise level

Figure 4.1: Bilingual transformation precision at k with different characteristics (size and noise level) of the
seed dictionary. The transformations are learned on en-fr-s word embeddings

tuning of model parameters. We tuned k = [10, 20, 30, 40, 50] for the spectral initialization,

and due to randomness in IM, we repeated each experiment 10 times and used the mapping

that resulted in the smallest loss. For the final linear transformation T , we used the most

frequent 50K words in both source and target languages, and we used the hubness reduction

method described in (Dinu et al., 2015) with c=5000.

We extracted dictionary pairs from the Multilingual WordNet (Miller, 1995; Sagot and

Fišer, 2008; Elkateb and Fellbaum, 2006; Abouenour et al., 2013) where the source words

are within the top 15K words in all datasets. From these pairs, we extracted a random sample

of 2K unique (source, target) pairs for training the supervised method, and the remaining

source words and all their translations were used for testing. This resulted in a total of 977

French words and 473 Arabic words for evaluation.

3 Analysis

3.1 Linear Transformation

Learning optimal linear transformations between multilingual vector spaces depends on

the quality and size of the seed dictionaries while unsupervised mappings are expected to

be noisy. In this section, we evaluate the quality of linear transformations with suboptimal

supervision. Figure 4.1 illustrates the performance of the transformations learned using
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Figure 4.2: Frequency overlap (percentage of WordNet source words that have a translation within the same
frequency band) in fr-en-s dataset.

dictionary pairs extracted from wordNet with different sizes and perturbation levels. The

performance is reported in terms of word translation retrieval precision at k, where k is the

number of nearest neighbors in the target vocabulary.

Larger dictionaries result in more accurate transformations as expected. A thousand or

more accurate dictionary pairs are sufficient to learn high quality transformations, while

smaller dictionary sizes result in much lower precision at all k levels. Figure 4.1b shows

the performance using a training dictionary of size 2K perturbed with incorrect mappings.

Surprisingly, the precision is reasonably high even when only 50% of the dictionary pairs

are correct. This indicates that a bilingual transformation can be learned successfully using

few thousand word pairs even in the presence of noise, so a reasonable amount of incorrect

mappings can be tolerated.

3.2 Word Frequency Analysis

In order to extract a mapping between two sets of words, we need to ensure that there is

a sufficient overlap in their vocabularies. In an unsupervised setting, we can rely on word

frequencies within the monolingual corpora since it’s reasonable to assume that certain

words would have high frequencies in multi-lingual datasets that cover similar topics. Word

frequencies follow a consistent power distribution that is at least partially determined by
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(a) (b) (c) (d) (e) (f) (g) (h)

Figure 4.3: colormaps of knn adjacency matrices (k=10) of corresponding English (top) and French (bottom)
words: (a) “go" - “partir" (b) “refused" - “refusé” (c) “hold" - “tenir" (d) “say" - “dit" (e) “monday" - “lundi"
(f) “office" - “agence" (g) “china" - “chine" (h) “university" - “université".

meaning (Piantadosi, 2014).

Using one of our French-English datasets, fr-en-s, we observed that least 80% of the

most frequent 1K French words have a translation within the same frequency band as show

in Figure 4.2. Smaller overlap is observed for lower frequencies, where only about a quarter

of the words have a translation within the same frequency band. Therefore, we carry our

analysis and mapping using only the top 2K source and target words to improve the chances

of having a feasible mapping between the two point sets.

3.3 Local Structural Consistencies

In the spectral initialization approach described in section 1.2, we assumed that similar

words have similar knn graphs. Figure 4.3 shows colormap visualizations of knn adjacency

matrices of various source and target words in fr-en-s, where red represents higher similarity

scores close to 1.

Most words have similar color distributions in their neighborhood graphs as their transla-

tions, although most of them are not sufficiently distinct from other words, which is expected

given the small dimensionality of the spectral space. Note also that most verbs have dense

adjacency graphs due to variations in conjugation that tend to be clustered densely in the

vector space. Ambiguous verbs like hold have dissimilar local structures, which reflects

their inconsistent usage across the two languages. Nouns, on the other hand, tend to have
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(b) Spectral Embeddings

Figure 4.4: PCA projections of (a) word embeddings and (b) spectral embeddings of English (black, boldface)
and French (blue) words from fr-en-s dataset.

Source Translation Initial mapping
organisation organization development

agence agency office
dit say with

chine china singapore
project plan questions
ouest west amid

victimes victims death
partir go asked
refusé refused named
conflit conflict elections

constitution constitution democracy

Table 4.2: A sample of initial pairs extracted using spectral embeddings to initialize IM for fr-en-s. Source
indicates the source French word, Translation is the gold English correspondent, Initial Mapping is the
first locally induced correspondent.

less dense and more distinct local structures. One exception here is monday whose closest

neighbors are other days of the week that have very similar representations, which results in

a dense but consistent structure.

Figure 4.4 shows two-dimensional projections of original word embeddings and their

corresponding spectral embeddings. Note that most words moved closer to their correct

translations in the spectral space, where words with similar adjacency graphs are clustered

in the same regions.

Table 4.2 shows a sample of initial correspondences extracted using spectral features for

IM initialization. Most word pairs were incorrectly mapped but semantically related to the

target translation.
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(a) English words (b) Translations (c) Random

Figure 4.5: Colormaps of Euclidean distances between random sets of (a) English words, (b) their correspond-
ing French translations, and (c) French words that are not translations of the words in (a). The Euclidean
distance matrices shown here are asymmetric; the horizontal and vertical directions correspond to disjoint
sets of 50 words each within the same language, for a total of 50 × 50 distances.

3.4 Global Structural Consistencies

To verify the consistency of global distances, we randomly extracted a set of 100

WordNet pairs that lie within the most frequent 2K words in fr-en-s, and we divided the

set into two sets of 50 words each and calculated the pair-wise Euclidean distances among

the English words (Figure 4.5a) and among the corresponding French words (Figure 4.5b).

For comparison, we extracted an additional random set of French words and calculated the

Euclidean distances among them (Figure 4.5c). As shown, the colormaps of corresponding

English and French words are relatively similar compared to random words, which indicates

that global pairwise distances also reflect consistent language-independent features.

4 Results

Tables 4.3 and 4.4 show a subset of word mappings retrieved using IM with spectral

initialization on the various datasets. The suffixes p, s and d refer to the type of dataset

used: parallel, similar, and dissimilar, respectively2. Most IM mappings were either correct

or related to the target translation; for example, the French word for February was mapped

to September or January, which are nearest neighbors of the correct word in the target vector

2The dissimilar datasets were extracted from news that are from different time periods, pre-2000 and
post-2000, to minimumize overlap in content. All datasets are still comparable since they share genre and
domain (international newswire).
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Source Translation IM
fr-en-p fr-en-s fr-en-d

procureur prosecutor judge prosecutor attorney
difficultés difficulties differences problems conditions

février february february september january
rue street street scene square

véhicule vehicle port bus bus
demander ask ask ask ask

avenir future challenge opportunity ways
locale local local local central
crime crime trafficking criminal murder

continue continuous continues comes seeking
partis parties power parties groups
cinq five seven three three
mère mother woman wife mother

permet allow allows used used

Table 4.3: A random sample of word mappings from French to English using IM with spectral initialization.
These pairs are later used to fit a linear projection matrix between the source and target embeddings. Correct
mappings are indicated in italics

Source Translation IM
ar-en-p ar-en-s

عليا supreme high supreme
دبلوماسي diplomatic peaceful justice
توسيع expand expansion boost
منافسة competition sound player
اعربت expressed expresses comment
طلبت asked requests demanded
معلومات information information information
فرصة chance opportunity chance
تدريب training centres training
شمال north west southern

Table 4.4: A random sample of word mappings from Arabic to English using IM with spectral initialization.

space and are semantically related. Using samples of 100 words randomly extracted from

each dataset, we estimated the quality of word translations in terms of semantic similarity

and relatedness. Words are considered semantically similar if they are synonymous or

identical in meaning regardless of syntactic category; for example {happy, glad, happiness}.

Semantically related words are somewhat related in meaning but not necessarily synony-

mous, such as {food, fruit, restaurant}. As seen in Figure 4.6, over 60% of translations are

semantically related, of which at least 20% are semantically similar.
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Figure 4.6: Quality estimation of IM-SI word translations.

Using the (source, target) pairs extracted using IM with spectral initialization (IM-SI),

we fit a linear projection matrix from the source to the target embeddings to compare the

results with supervised linear transformation. We also compared with a baseline of random

initialization of the IM method (IM-Rand). We evaluated the linear transformations on

the different datasets by reporting the precision of mapping each test word to a correct

translation within its k nearest neighbors, for k ∈ {1, 5, 10, 20, 50, 100}. The results are

shown in Figures 4.7 and 4.8.

While the initial spectral embeddings didn’t always recover the correct correspondences

(see Table 4.2), these tentative pairs helped initialize the IM algorithm in the right direction

for better global convergence. As shown in Figure 4.7, initializing IM with random pairs

resulted in poor performance while spectral initialization helped converge to plausible

mappings. In fact, the use of spectral initialization in combination with IM to seed the

transformation resulted in a precision close to the supervised baseline as seen in Figures 4.7a

and 4.7b.

Figure 4.8 shows the performance of transforming Arabic word embeddings using the

various models. The supervised baseline results were lower than the French-English case,

which is partly due to the low coverage of WordNet translations for Arabic (see Appendix

A), in addition to the inherent linguistic dissimilarities. Nevertheless, we managed to recover

accurate mappings and linear transformations that perform comparably to the supervised

baseline.
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(c) fr-en-d

Figure 4.7: French to English word translation precision at k for linear transformations learned with IM-SI
mappings vs. random initialization and the supervised baseline.
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Figure 4.8: Arabic to English word translation precision at k for linear transformations learned using IM-SI
vs. IM-Rand and the supervised baseline.

5 Refinement Heuristics

The approach outlined above worked well with highly comparable datasets such as the

international news corpora described above. However, the lack of any selection criteria in

both the initialization and the IM method led to inconsistencies in the resultant mappings

with high variance in the cost of mapping between random re-starts. We rectified this

by repeating the process multiple times and selecting the mapping with the lowest cost.

The problem is exacerbated for less comparable datasets, where many more re-runs are

required to find a good mapping. In this section, we introduce a few refinement heuristics

that improve the chances of converging to a good solution. First, we improve the spectral

initialization process by incorporating a partial global loss in selecting one of the nearest
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neighbors in the spectral space. We also use a similar partial global loss for pruning costly

mappings. Second, we improve the greedy optimization process in IM by resetting the

high-cost mappings after each iteration. Finally, we apply the iterative refinement process

described in (Conneau et al., 2017b) for refining the final transformation. We also apply the

mapping in both language directions then concatenate the results, which generally leads to

better final transformations compared to relying solely on source-to-target mapping.

5.1 Spectral Nearest Neighbor Selection

In the spectral initialization phase described in section 1.2, each word is mapped to its

nearest neighbor in the spectral space if the neighborhood is symmetric. As illustrated in

Figure 4.3 and Table 4.2, while related words tend to have consistent spectral embeddings

across languages, their local structure is not necessarily identical or unique. This means

that unrelated words could also be nearest neighbors in the spectral vector space. Therefore,

we need another metric to select one of the nearest neighbors that is most likely to be a

translation of the source word.

In the first refinement step, we select the best matching target word from a set of

candidates (i.e. from k nearest neighbors in the spectral space) using a partial global loss.

To do this efficiently, we randomly sample subsets of source words and their k spectral

neighbors. Then, we iteratively minimize the residual sum of squares loss in equation 4.2 by

mapping each source word to the neighbor that yields the lowest loss. In other words, we

match source words to locally similar target words that are also globally consistent. This

process is equivalent to applying IM on a smaller subset of source words, where the mapping

is restricted by each word’s spectral nearest neighbors.

Figure 4.9 illustrates the effect of this selection process on a subset of 100 French words

from fr-en-s using color-mapped pair-wise distance matrices of French source words and

their mapped English words. A good mapping should preserve the pair-wise distances of the

source words (i.e. should have a similar looking color-mapped matrix). Clearly, the refined
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(a) French words (b) Initial mapping (c) Refined mapping

Figure 4.9: Color-mapped pair-wise Euclidean distances between random sets of (a) French words, (b) their
initial corresponding mappings (their nearest neighbors in the spectral space), and (c) their corresponding
mappings after a 100 refinement iterations.

mapping is more globally consistent that the initial mapping where only the closest nearest

neighbor was used.

5.2 Pruning High-Cost Pairs

After selecting the best candidates from the sets of spectral nearest neighbors, we prune

the mapping by keeping only the most globally consistent pairs. To achieve this, we use the

normalized residual sum of squares loss, where the total loss in equation 4.2 is divided by the

number of source words considered. This normalization allows us to compare dictionaries of

different sizes. The pruning is carried out as follows: we randomly select a subset of source

words and their mappings and calculate the average loss. We then calculate the average

loss that results from removing one word pair from the set. If the latter loss is higher, we

keep the word pair; otherwise we prune. The intuition is that a good match should have

a comparatively low cost, so removing it would increase the average cost. Figure 4.10

illustrates the effect of the full refinement process. Notice how the pruned dictionary of

1200 word pairs appears to be more globally consistent compared to the full dictionary of

2000 pairs.
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(a) French words (b) Initial mapping (c) Refined mapping

(d) French words (pruned) (e) Refined mapping (pruned)

Figure 4.10: High-contract representation of pair-wise Euclidean distances between (a) French words, (b)
their initial corresponding mappings (their nearest neighbors in the spectral space), (c) their corresponding
mappings after nearest neighbor selection, (d) the French source words after pruning, and (e) the refined
mappings after pruning.

5.3 Quality Control in IM

The greedy minimization of the sum of squares loss function as described in section 1.3

depends on the quality of the current mapping at each step. Incorrect mappings could slow

down or divert the convergence from the global optimum, especially in the early iterations

when the rate of incorrect mappings is likely to be higher than correct mappings. We impose

a maximum threshold t on the partial loss for each source word p, defined as

Lp =
∑

q

(
DX

(
xp, xq

)
−DY

(
M(xp),M(xq)

))2
(4.3)

After each iteration, we reset the mappings of all source words for which Lp < t. To

stabilize the mapping in later iterations, we incrementally increase the threshold whenever

the total loss L increases compared to the previous iteration. After convergence, we
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also apply a selection threshold to keep only the lowest cost words to seed the linear

transformation step3.

5.4 Neighborhood Metric & Refined Transformations

Instead of a general linear transformation from the source to the target vector space,

an orthogonal transformation has been shown to yield better word translation precision

(Artetxe et al., 2016; Smith et al., 2017). We use the Cross-domain Similarity Local Scaling

(CSLS) metric developed in Conneau et al., 2017b for translation retrieval and hubness

reduction, which scales the similarity of cross-lingual word pairs according to the density of

their neighborhoods. This metric was shown to significantly increase the precision of word

translation retrieval compared to vanilla nearest neighbor search. We also follow the iterative

Procrustes alignment approach in Conneau et al., 2017b for refining the mapping by selecting

the most frequent mutual nearest neighbors that result from the current transformation to

seed the next mapping. The process can be repeated indefinitely as long as improvements

are observed, with the average CSLS score between the extracted dictionary pairs used as

a measure of alignment quality. In practice, most mappings converged between 5 to 15

iterations, with an average CSLS score of 0.7 or more.

6 Evaluation of the Refined Model

In this section, we re-evaluate our unsupervised mapping approach with the refinements

described above against the adversarial approach in Conneau et al., 2017b and supervised

mapping. We use the ground-truth bilingual dictionaries used in Conneau et al., 2017b for

evaluation and training the supervised baseline4. All mapping approaches were followed

by several iterations of Procrustes alignment with the average CSLS used as a stopping

criterion. The results are shown in table 4.5.

3In our experiments, we set the initial threshold t = 0.07 with increments of 0.05 during IM. After
convergence, we set the selection threshold to 0.1.

4https://github.com/facebookresearch/MUSE
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French to English Arabic to English
k=1 k=5 k=10 k=1 k=5 k=10

Using parallel corpora
Supervised Mapping 78.89 87.13 89.28 38.27 51.83 56.35
Adversarial Network 78.28 86.73 88.67 35.46 49.65 54.64
Refined Spectral IM 77.48 86.39 88.81 35.54 50.27 54.87
Using similar corpora: AFP and APW
Supervised Mapping 53.07 67.91 72.19 25.52 39.19 44.21
Adversarial Network 52.86 67.91 71.91 24.20 38.08 42.33
Refined Spectral IM 52.73 67.98 72.33 24.13 37.45 42.26
Using less similar corpora: AFP and NYT
Supervised Mapping 37.71 53.68 59.58 19.39 30.61 36.18
Adversarial Network 37.43 51.81 56.32 16.36 26.66 31.10
Refined Spectral IM 38.26 52.29 57.78 14.10 25.04 30.25

Table 4.5: Word translation retrieval precision at k (%) using CSLS knn search search for : supervised
mapping, unsupervised adversarial learning, and the refined spectral iterative mapping method followed by
iterative Procrustes alignment.

In addition to the parallel and comparable datasets described in section 2.1, we added a

subset of the NYT section of the English Gigaword (Parker et al., 2011b). While mainly

a news genre, the NYT dataset contains miscellaneous content such as opinion pieces

and reviews, which makes it generally less comparable to the other datasets we extracted

and more challenging to map cross-lingually. This is evident from the relatively low

accuracies even in the supervised setting. Nevertheless, both unsupervised methods resulted

in accuracies that approach the supervised case. Note that the dictionaries used for supervised

alignment contain around 5000 source words with multiple translations—although not all

source words were present in the vector spaces considered5.

7 Discussion

We proposed an unsupervised approach for learning linear transformations between word

embeddings of different languages without the use of seed dictionaries or any prior bilingual

5∼ 4000 source words for French, and ∼ 1400 words for Arabic (with multiple translations each) were
effectively used in the mapping
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alignment. The proposed method exploits various features and structures in monolingual

vector spaces, namely word frequencies, local neighborhood structures, and global pairwise

distances, assuming that these structures are sufficiently consistent across languages. We

verified experimentally that, given comparable multilingual corpora, accurate transforma-

tions across languages can be retrieved using only their monolingual word embeddings for

clues. With additional refinements, the performance of unsupervised word alignments ap-

proached that of supervised alignments that relied on several thousand dictionary pairs. This

approach is suitable for aligning the vector spaces of low-resource languages to facilitate

various transfer learning objectives. Consider for example a case where a small bilingual

dictionary is acquired for a pair of languages. It might be worthwhile to save the dictionary

for evaluation and model selection instead of alignment since a small dictionary is not likely

to yield transformations better than unsupervised approaches.
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Chapter 5: Contextualized Alignment of Word Embeddings

Cross-lingual word vector models aim to embed words from multiple languages into a

shared vector space to enable cross-lingual transfer and dictionary expansion (Upadhyay

et al., 2016). As demonstrated in the previous chapter, one of the most common and effective

approaches for obtaining bilingual word embeddings is by fitting a linear transformation

matrix on the entries of a bilingual seed dictionary. We showed that a good transformation

can also be obtained without supervision. This approach is versatile and scalable: multi-

lingual embeddings can be obtained by mapping the vector spaces of multiple languages

into a shared target language, typically English. In addition, imposing an orthogonality

constraint on the mapping ensures that the original pair-wise distances are preserved after

the transformation and results in better cross-lingual mapping (Artetxe et al., 2016; Smith

et al., 2017). In this chapter, we discuss our efforts to improve word translation retrieval in

supervised cross-lingual alignments using parallel corpora.

1 Contextualized Mapping

While word vector spaces tend to be globally consistent across language variations (Al-

darmaki et al., 2018), individual words like homographs with unrelated senses (e.g. ‘bank’,

‘coast’) and phrasal verbs (‘stand up’, ‘stand out’) are likely to behave less consistently in

multilingual vector spaces due to their different usage distributions. Consequently, using

such words in the alignment dictionary may result in suboptimal overall mapping. We

proposed two approaches to counteract this effect by incorporating sentential context in

the mapping process without explicit word sense disambiguation or additional linguistic

resources (Aldarmaki and Diab, 2019).

The first approach is based on the recently proposed contextualized embeddings from

language models, ELMo (Peters et al., 2018). These embeddings are dynamically generated
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from full sentence, so they are softly sense-disambiguated. The second approach is to learn

the transformations between averaged sentence embeddings rather than individual word

embeddings. We hypothesize that a mapping learned at the sentence level would be more

robust to individual word misalignments. For both approaches, we rely on parallel corpora

for extracting a context-aware seed dictionary to learn an orthogonal bilingual mapping to a

shared target space (i.e. English).

1.1 Orthogonal Bilingual Mapping

Given a dictionary of source to target pairs 〈x, y〉 and matrix representations X and Y

whose columns are vector representations of the corresponding dictionary items, we seek

to find an orthogonal transformation matrix R that minimizes the distances between the

transformed vectors in RX and Y . Formally,

R = arg min
R̂

‖R̂X − Y ‖ s. t. R̂T R̂ = I (5.1)

where ‖.‖ denotes the Frobenius norm. The orthogonality constraint ensures that pair-wise

distances in the original source vector space are preserved after the transformation. As

shown in (Schönemann, 1966), the solution can be found by singular value decomposition

of Y XT

Y XT = UΣV T

Then,

R = UV T (5.2)

The resultant transformation, R, can then be used to transform additional vectors in the

source vector space.
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1.2 Mapping of Contextualized Embeddings

Word embeddings in a given language tend to have similar structures as their translations

in a target language (Aldarmaki et al., 2018), which explains why orthogonal mappings of

word vector spaces generalize well across various languages. However, items in bilingual

dictionaries typically refer to specific word senses. In a given dictionary pair, the source word

may have multiple senses that are not consistent with its aligned target translation (and vise

versa), which could result in suboptimal global mapping. Intuitively, better mappings could

be obtained using sense-disambiguated word embeddings, which could be approximated

from context. ELMo (Embeddings from Language Models) is a recently-proposed deep

model for obtaining contextualized word embeddings, which are calculated as the hidden

states of a bi-LSTM network trained as a language model (Peters et al., 2018). The network

can be used in lieu of static word embeddings within other models, which yields better

performance in a range of tasks, including word sense disambiguation. Sentence embeddings

can be obtained from ELMo by averaging the contextualized word embeddings (Perone et al.,

2018).

Since ELMo generates dynamic, context-dependent vectors, we cannot use a simple

word-level dictionary to map the model across languages. Instead, we use a parallel corpus

with word alignments, i.e using an IBM Model (Brown et al., 1993), to extract a dynamic

dictionary of aligned contextualized word embeddings. Depending on the size of the parallel

corpus, a large dictionary can be extracted to learn an orthogonal mapping as described in

section 1.1, which is then applied post-hoc on newly generated contextualized embeddings.

1.3 Sentence-Level Mapping

An alternative general approach for obtaining a context-aware mapping is to learn

sentence-level transformations. Intuitively, a sentence is less ambiguous than stand-alone

words since the words are interpreted within a specific context, so a mapping learned at the

sentence-level is likely to be less sensitive to individual word inconsistencies. Therefore,
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we learn the mapping as described in section 1.1 using a dictionary of aligned sentence

embeddings. Over a large parallel corpus, the aggregate mapping can yield a more optimal

global solution compared to word-level mapping. This approach can be applied using

any model capable of generating monolingual sentence embeddings. In this work, we use

the average of word vectors in each sentence, where the word vectors are either static or

contextualized. For inference, monolingual sentence embeddings are generated first, then

mapped to the target space using the sentence-level transformation matrix 1.

2 Experiments

We evaluated the cross-lingual mapping approaches on sentence translation retrieval,

where we calculate the accuracy of retrieving the correct translation from the target side

of a test parallel corpus using nearest neighbor search with cosine similarity. To assess

the minimum bilingual data requirements of each approach and measure how the various

models respond to additional data, we split the training parallel corpus into smaller subsets

of increasing sizes, starting from 100 to 1 million sentences (we double the size in each step).

We used skip-gram with subword information, i.e FastText (Bojanowski et al., 2017),

for the static word embeddings, and ELMo for contextualized word embeddings. Sentence

embeddings were calculated from ELMo as the arithmetic average of the contextualized

embeddings 2. For FastText, we applied weighted averaging using smooth inverse

frequency (Arora et al., 2017), which works better for sentence similarity compared to other

averaging schemes (Aldarmaki and Diab, 2018).

2.1 Data and Processing

We trained and aligned all models using the same monolingual and parallel datasets.

For monolingual training, we used the 1 Billion Word benchmark (Chelba et al., 2014) for

1Since we use vector averaging, it doesn’t matter whether we apply the learned transformation to the word
embeddings before averaging, or to the sentence embeddings after averaging.

2We found that using the arithmetic average for ELMo yields better results than weighted averaging.
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English, and equivalent subsets of ∼400 million tokens from WMT’13 (Bojar et al., 2014)

news crawl data . We trained monolingual ELMo and FastText with default parameters.

We used the WMT’13 common-crawl data for cross-lingual mapping, and the WMT’13 test

sets for evaluating sentence translation retrieval. For all datasets, the only preprocessing we

performed was tokenization.

2.2 Evaluation Scheme

For ELMo, word embeddings need to be calculated from context, so we extracted a

dictionary of contextualized words from the parallel corpora by first applying word-level

alignments using Fast_Align (Dyer et al., 2013). We then calculated the contextualized

embeddings for source and target sentences, and extracted a dictionary from the aligned

words that have a one-to-one alignment (i.e. we excluded phrasal alignments). Since this

can result in a very large dictionary, we capped the number of dictionary words at 1M

for efficiency. For a fair comparison with FastText word-level mapping, we extracted

a dictionary from word alignment probabilities using the same parallel sets. For each

word in the source language, we extracted its translation as the word with the maximum

alignment probability if the maximum is unique. As a baseline, we used static dictionaries

from (Conneau et al., 2017b) to obtain word-level mappings (dict). All alignment were

performed from the source languages to English.

2.3 Results

Sentence translation retrieval results in all language directions are shown in Figure 7.8

(note the x-axis denotes the size of the alignment corpus in log scale). The arrows indicate

the translation direction from source to target, with en for English, es for Spanish, and de

for German. For clarity, the legend shows the average accuracies in the final step (1 million

parallel sentences).
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Figure 5.1: Nearest neighbor translation accuracy as a function of (log) parallel corpus size. (word) refers
to word-level mapping, (sent) to sentence-level mapping, and (dict) refers to the baseline (using a
static dictionary for mapping). The legend shows the average accuracies of each model using 1M parallel
sentences.
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Overall, ELMo word alignments resulted in the highest sentence translation retrieval

accuracies, even with small amounts of training data; it exceeded the static dictionary

baseline at around 2K parallel sentences. Sentence-level mapping outperformed word-level

mapping only when additional parallel data were used (over 50K sentences). With 1M

sentences, sentence-level mapping of FastText yielded an increase of ∼3 percentage

points in all directions. Sentence-level ELMo underperformed in the→ en directions until

we used 100K sentences, where we observed a sharp increase in accuracy compared to

the previous step of 50K sentences. For ELMo, we note particular improvements in zero-

shot translation retrieval between the source languages: es and de, where ELMo-based

models performed much higher than FastText. The opposite is true for the → en

directions, although the difference is not as grand. This is an interesting observation and

may indicate that contextualized dictionaries result in a more balanced mapping, while

context-independent embeddings overfit the mapping to the specific direction used for

alignment.

2.4 Word-level Evaluation

Cross-lingual word embeddings are typically evaluated in word-translation retrieval:

the accuracy of correctly retrieving a translation from the vocabulary of another language.

Since this is a context-free task, we evaluated the performance of static word embeddings,

FastText, using word vs. sentence mapping (with 1M parallel sentences). We used the

dictionaries from (Conneau et al., 2017b). We also evaluated on the SemEval’17 cross-

lingual word similarity task (Camacho-Collados et al., 2017), which is measured using the

average of Pearson and Spearman correlation coefficients against human judgement. As

shown in tables 5.1 and 5.2, the mappings learned at the sentence-level yielded equivalent

performance to word-level mappings. While word-level mapping were slightly better in

translating from source languages to English, the sentence-level mapping was better when

translating among the source languages. In the word similarity task, sentence-level mapping
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Language pair
Mapping level

word sentence
From source language to en:

es-en
k=1 56.46 54.43
k=5 70.93 68.97

de-en
k=1 50.00] 47.85
k=5 63.45 62.69

From en to source language:

en-es
k=1 56.98 57.52
k=5 72.68 72.15

en-de
k=1 42.32 43.27
k=5 63.99 62.84

Translation between source languages:

de-es
k=1 36.14 37.07
k=5 53.72 54.85

es-de
k=1 31.55 34.22
k=5 51.37 52.07

Average
k=1 45.58 45.73
k=5 62.69 62.26

Table 5.1: Word translation accuracy (%) using k nearest neighbor search, with k ∈ {1, 5}. The alignments
are calculated with 1M parallel sentences using FastText.

Language pair
Mapping level

word sentence
en-es 0.6280 0.6362
en-de 0.6480 0.6476
es-de 0.6349 0.6383
Average 0.6370 0.6407

Table 5.2: The harmonic mean of Pearson and Spearman correlations with human judgement on the
SemEval’17 cross-lingual word similarity task.

performed slightly better in two out of the three cases. Overall, the performance of both

models were comparable, which indicates that a single transformation matrix learned at the

sentence-level can be used for both word and sentence-level tasks.

3 Discussion

We introduced alternatives to the popular word mapping approach by incorporating

context in the mapping process. Given parallel corpora, context-aware mappings were

learned by mapping aligned contextualized word embeddings or directly mapping the

parallel sentence embeddings. Experimental results showed significant gains in sentence

translation retrieval using contextualized mappings compared to context-independent word
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mapping. While word-level mappings worked better with smaller parallel corpora, the

performance of sentence-level mapping continued to increase with additional data until it

significantly outperformed word-level mapping.

So far, our cross-lingual alignment models were based on bottom-up linear compositional

models with (weighted) averaging as a composition function. We have shown in this chapter

that incorporating context in the embeddings or the alignment process can yield significant

gains. In the remaining chapters, we investigate several alignment frameworks applied

to top-down compositional models that inherently incorporate sentential context in their

training objectives. First, we describe a sentence matrix factorization model based on

word-sentence co-occurrence counts, which is a syntax-free model. After that, we look into

neural compositional models based on recurrent architectures that can potentially model

syntactic features.

58



Chapter 6: Alignment of Matrix-Based Sentence Embeddings

Word co-occurrence statistics and matrix factorization can be exploited to learn latent

semantic representations for words, sentences, and documents (Pennington et al., 2014; Guo

and Diab, 2012). In this chapter, we discuss cross-lingual alignment of one such model: the

sentence matrix factorization model introduced in (Guo and Diab, 2012), our earliest effort

in sentence-level alignment (Aldarmaki and Diab, 2016). The model simultaneously learns

word and sentence embeddings using co-occurrence counts, and its composition function

is approximately equivalent to weighted averaging of word vectors. While the underlying

model suffers from several drawbacks that may limit its applicability (as discussed below),

the experiments demonstrate several aspects of cross-lingual modeling in general, and

cross-lingual alignment of this type of model in particular.

1 Background: Sentence Modeling via Matrix Factorization

In Orthogonal Matrix Factorization (Guo and Diab, 2012), a large corpus is represented

as an m × n matrix X , where each Xij cell is the tf-idf weight of word i in sentence j.

This sparse matrix is then factorized into a k ×m matrix P and a k × n matrix Q, such

that X = P TQ. The factorization results in k-dimensional representations for words and

sentences: the columns in P are latent k-dimensional representations for words, and the

columns in Q are latent k-dimensional representations for the training sentences.

The values of P and Q can be calculated by minimizing the following weighted loss

function:

C =
∑
i,j

Wij(P T
:,iQ:,j −Xij)2 + λ(‖P‖2 + ‖Q‖2), (6.1)

where λ is a regularization parameter to avoid overfitting, and W is an m× n weight matrix.

The weights reflect the confidence levels associated with the reconstruction errors of the

corresponding items in X . A small weight is assigned to all missing words, (Xij = 0), to
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reflect an appropriate level of uncertainty. In other words, we assign minimal confidence

that each word in the vocabulary could legitimately correlate with any given sentence, while

the confidence level is highest for observed words. The weighted scheme is explained in

more details and empirically justified in (Guo and Diab, 2012).

By fixing P , the cost function becomes quadratic in Q and the global minimum is

achieved using the matrix Qmin that satisfies C ′(Qmin) = 0. The jth column in Qmin is

calculated as follows:

Q:,j = (PW jP T + λI)−1PW jX:,j, (6.2)

where W j is a diagonal matrix with coefficients Wij in row/column j (the jth column of

W ).

Similarly, the vectors in Pmin are calculated by fixingQ and minimizing the cost function

P (Q):

P:,i = (QW iQT + λI)−1QW iXi,:, (6.3)

where W i is a diagonal matrix with coefficients Wij in row/column i (the ith row of W ).

Alternating Least Squares (ALS) is used to minimize C(P,Q) by iteratively fixing P to

calculate Q, then fixing Q to calculate P using equations (6.2) and (6.3). 1 An additional

objective is optimized in each iteration using gradient descent to make the vectors in P

nearly orthogonal (Guo et al., 2014).

2 Cross-lingual Matrix Factorization

Here we describe our proposed extensions for learning bilingual sentence representations

via matrix factorization (Aldarmaki and Diab, 2016). Given a parallel corpus of n sentence

pairs, we generate an m× n tf-idf matrix X for the first language, and an l× n tf-idf matrix

Y for the second language, where m and l are the number of words in the vocabulary of

each language. The learning objective of the bilingual model is to factorize both X and

1Details on similar calculations and speedup recommendations are found in (Hu et al., 2008).
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Figure 6.1: Illustration of cross-lingual matrix factorization with shared sentence factors.

Y into two language-specific factors and one shared factor. More precisely, the desired

factorization would result in a k ×m matrix P , a k × l matrix A, and a k × n matrix Q,

such that X = P TQ and Y = ATQ. The process is illustrated in Figure 6.1.

To achieve these bilingual objectives, we define two methods for calculating the loss

function for both languages as detailed below: (1) A joint bilingual loss function, and (2) a

monolingual loss function with a shared cross-lingual factor.

2.1 Joint Bilingual Matrix Factorization

We define a global joint loss function for both languages as follows:

C =
∑
i,j

Wij(P T
:,iQ:.j −Xij)2 +

∑
d,j

Udj(AT
:,dQ:,j −Ydj)2 +λ(‖P‖2 + ‖Q‖2 + ‖A‖2), (6.4)

where U is the weight matrix for Y , defined similarly to W .

This objective function is convex if we fix two of the factor matrices and minimize

with respect to the remaining factor. Therefore, ALS can be used to estimate the factors

iteratively using the following three equations2:

Q:,j = (PW jP T +AU jAT + λI)−1(PW jXj +AU jY:,j)

P:,i = (QW iQT + λI)−1QW iXi,:

A:,d = (QUdQT + λI)−1QUdYd,:

(6.5)

2Detailed derivations of these are shown in Appendix B.
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To generate vector representations for additional sentences in either language, the

language-specific factors P and A are fixed, and the semantic vectors Q:,j are calculated

using equation (6.2) for language 1 and equation (6.6) for language 2.

Q:,j = (AU jAT + λI)−1AU jY:,j (6.6)

In other words, the two models are independent once the training is complete, but the

resultant representations are expected to reflect shared semantic components.

2.2 Cross-Lingual Transfer of Sentence Factors

One of the drawbacks of joint modeling is the increased complexity of the loss function

and the requirement of simultaneous training. This makes the model rather difficult to

extend beyond few languages. We proposed an alternative approach that circumvent these

drawbacks by transfer learning of the sentence factors. In this approach, a monolingual

model of a pivot language (e.g. English) is trained independently and then used to guide the

training for additional languages. Given a parallel corpus and the corresponding matrices X

and Y , we define the following two loss functions with a shared cross-lingual factor Q:

C1 =
∑
i,j

Wij(P T
:,iQ:,j −Xij)2 + λ(‖P‖2 + ‖Q‖2)

C2 =
∑
d,j

Udj(AT
:,dQ:,j − Ydj)2 + λ(‖A‖2 + ‖Q‖2)

(6.7)

Minimizing C1 and C2 separately is equivalent to training two separate monolingual

models. To achieve the bilingual objective, we train only C1 as a monolingual model, then

use the learned factors P to find A. That is, we use P to pre-calculate Q using the English

side of the parallel corpus, then fix it in C2, and the loss function becomes quadratic in A;

all we have to do is find the values of A that minimize C2 using the formula in equation

(6.5). This method can be readily extended to more than two languages. Using one trained
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monolingual model, we can quickly learn representations for any number of languages using

sentence-aligned data. Note that optimizing C2 is achieved in one step without ALS since

only the word factors are unknown.

3 Identified Limitations

The models described above are extremely efficient in both training and inference time,

in addition to being optimized for sentence-level representations by simultaneously learning

the word and sentence factors. While we generally observe good performance in sentence

evaluation tasks using the monolingual matrix factorization model–compared with averaging

word embeddings trained on the same dataset—we identified several practical limitations

that can make it inferior to other sentence embedding models:

Composition Function: While the model is optimized for sentence embeddings, the

composition function is approximately equivalent to weighted averaging of word vectors.

Syntactic word order is not accounted for in this model.

Scalability: Since the co-occurrence counts are calculated at the sentence level, the model

scales with the number of training examples. With large training sets, the calculation of P

and A can become computationally expensive or intractable. This makes the model compar-

atively limited since the quality of statistical representation models is highly correlated with

the size of training corpora.

Pre-training: The model learns word and sentence embeddings simultaneously, which

means that word embeddings cannot be pre-trained on large monolingual data. As a result,

the model’s vocabulary is constrained by the training set vocabulary, which is particularly

problematic for the cross-lingual variants that may have to be trained with limited amounts

of parallel sentences.
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Figure 6.2: Nearest neighbor translation retrieval
accuracy as a function of (log) parallel corpus size.
MF refers to matrix factorization models, with
joint modeling, representation transfer, or
sentence mapping (sent). (dict) refers to the
supervised baseline (using a static dictionary for
mapping), and (unsup) is the unsupervised map-
ping as in (Conneau et al., 2017b). The legend
shows the average accuracies of each model using
1M parallel sentences.

4 Evaluation

We used the same evaluation framework discussed in section 2.2. However, due to the

limited scalability of this model, we sampled 1 million sentences from the monolingual

training corpora (∼20 M tokens). For baselines, we used supervised and unsupervised

word mapping of Skipgram word embeddings with subword information, i.e. FastText

(Bojanowski et al., 2017), trained on the same subsets of monolingual corpora. We also eval-

uated orthogonal sentence mapping performance using both sif -averaged word embeddings

and monolingual matrix factorization. The results are shown in Figure 6.2.
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Since the matrix factorization models could not be initialized with pre-trained embed-

dings, the aligned joint and transfer models had limited vocabularies. This, in part, led to

poor performance when small parallel corpora were used for the alignment (i.e. less than

20K sentences). With additional alignment data, both models’ cross-lingual performances

improved and exceeded the performance of the FastText baselines.

Following the trends observed in previous chapters, unsupervised mapping resulted in

accuracies that approached the performance of the supervised dictionary mapping, and both

exceeded the performance of all other models when the number of parallel sentences was

less that 10K. Sentence mapping of FastText vectors slightly outperformed the baselines

when more parallel sentences were used. At 20K and 50K parallel sentences, respectively,

the joint and transfer matrix factorization models outperformed all FastText models

and continued to improve afterwards. It’s worth noting that the joint and transfer models

eventually reached the performance of ELMo-based mappings reported in chapter 5, even

though the latter were trained with exponentially more monolingual data.

4.1 Alignment of Secondary Languages

The joint MF model resulted in slightly better accuracies compared to representation

transfer. However, the latter has the advantage of being more scalable since models of

different languages could be aligned individually to the primary language and still show

cross-lingual consistencies across all secondary languages, as show in Figure 6.3. The joint

model would have to be re-trained with all three languages simultaneously in order to show

such global consistencies.

4.2 Word-Level Orthogonal Mapping

Orthogonal mapping of MF sentence embeddings resulted in poor performance that

trailed all other models, including the unsupervised baseline. Recall that orthogonal mapping

could only work if the two monolingual models manifest global structural consistences.
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Figure 6.3: Nearest neighbor translation retrieval accuracy between secondary languages (Spanish and
German) as a function of (log) parallel corpus size. All models, including the joint MF, were aligned
bilingually with English, so the secondary languages were not explicitly aligned.

Supervised Unsupervised
MF FT FT (L) MF FT FT (L)

es-en
k=1 17.24 30.22 55.06 15.91 30.42 55.60
k=5 32.66 47.03 70.54 30.27 46.27 68.84
k=10 39.50 52.90 75.08 35.45 51.70 72.03

de-en
k=1 12.28 18.61 48.77 9.91 16.31 49.40
k=5 22.13 31.61 64.68 19.47 29.67 63.42
k=10 28.52 38.00 69.73 23.35 34.55 66.99

Table 6.1: Word translation precision at k (%) using k nearest neighbor search, with k ∈ {1, 5, 10}.
Supervised and supervised models were aligned using the approaches in (Conneau et al., 2017b). MF refers
to word vectors from Matrix Factorization, FT refers to fastText skipgram with subword information model,
and FT (L) is the latter trained on a much larger monolingual training set.

Previous word and sentence mapping experiments were based on modern word embedding

models (such as FastText), which were shown to exhibit such empirical consistencies.

We evaluated the MF word vectors in word-level tasks to probe their structural consis-

tencies; we found that they considerably underperform FastText vectors, even when the

latter were aligned without supervision, as shown in Table 6.1. Since MF sentence vectors

are approximately equivalent to word vector averaging, the poor performance of orthogonal

sentence mapping is largely due to this lack of consistency at the word level. We also

reported the performance of FastText word vectors trained in the large monolingual

corpus from Chapter 5 to underscore the importance of the size of monolingual training

corpora for achieving word-level semantic consistency.
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5 Discussion

In this chapter, we discussed two cross-lingual alignment frameworks suitable for top-

down sentence embedding models: joint modeling and representation transfer learning.

When applied to matrix-based sentence embeddings, both methods achieved high accuracies

in sentence translation retrieval when sufficient amounts of parallel text were used, around

100 thousand sentences or more. However, with smaller amounts of alignment data, the

models suffered considerably, not only due to poor alignments, but also because of the

limited vocabularies that were bound by the parallel text. Compared with word and sentence

alignment of FastText vectors, the MF models were much more accurate; in fact, the

translation retrieval accuracies of joint and transfer MF were on par with the ELMo mapped

embeddings explored in Chapter 5, even though the latter were trained with exponentially

more monolingual data.

Another interesting observation is that sentence-level mapping of monolingual MF

vectors did not work as well as their FastText counterparts. The word vectors that resulted

from matrix factorization were less effective in word-level tasks possibly because they were

optimized top-down for sentence representation. Since the sentence representations in both

models are aggregated from word vectors, the poor cross-lingual consistency at the word

level is also manifested at the sentence level. In the next chapter, we explore the effectiveness

of the various alignment framework on neural sentence embeddings.
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Chapter 7: Alignment of Neural Sentence Embeddings

Sequential data like sentences can be modeled using recurrent, recursive, or convolutional

networks, which can implicitly learn intermediate sentence representations suitable for each

learning task. Depending on the training objective, these intermediate representations

sometimes encode enough semantic and syntactic features to be suitable as general-purpose

sentence embeddings. For examples, it was shown in Conneau et al., 2017a that a model

trained to maximize inference classification accuracy can yield generic representations

that perform well across a wide set of extrinsic classification benchmarks. Other training

objectives, like denoising auto-encoders or neural sequence to sequence models (Hill et al.,

2016), can also yield general-purpose representations with different characteristics. While

bottom-up models can achieve superior performance in tasks that are independent of syntax,

such as topic categorization, neural models often yield representations that encode syntactic

and positional features, which results in superior performance in tasks that rely on sentence

structure (Aldarmaki and Diab, 2018).

Typically, a multi-faceted cross-lingual learning objective is used for cross-lingual

sentence embeddings models while training them, as in Soyer et al., 2014. Cross-lingual

sentence embeddings can also be learned via a neural machine translation framework trained

jointly for multiple languages (Schwenk and Douze, 2017). While they indeed yield cross-

lingual embeddings, the joint training models in existing literature pose some practical

limitations: simultaneous training requires massive computational resources, particularly

for sequential models like the bi-directional LSTM networks typically used to encode

sentences. In addition, the framework does not allow post-hoc or modular training, where

new languages can be added and aligned to existing pre-trained encoders.

In this chapter, we test the viability of different cross-lingual alignment frameworks on

two neural architectures for sentence embedding: the supervised inference-based model
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InferSent (Conneau et al., 2017a), and the unsupervised Sequential Denoising Auto-

Encoder (SDAE) (Hill et al., 2016). For both models, we implemented and evaluated

cross-lingual alignment using the three frameworks discussed so far:

Joint cross-lingual modeling: We extend the monolingual objective of each model to

multiple languages to be trained simultaneously via direct cross-lingual interactions in the

objective function. This is in line with most existing cross-lingual extensions fo top-down

compositional models

Representation transfer learning: We directly optimize the sentence embeddings of

new languages to match their translations in a parallel language (i.e. English). A similar

approach was independently developed in Conneau et al., 2018 but was only evaluated in

cross-lingual inference classification.

Sentence mapping: Following the modular alignment framework for word embeddings

(Smith et al., 2017), we fit an orthogonal transformation matrix on monolingual embeddings

using a parallel corpus as a dictionary.

1 Architectures

Most neural sentence embedding models are based on a sequential encoder—typically a

bi-directional Long Short-Term Memory (Schuster and Paliwal, 1997)—followed by either

a sequential decoder or a classifier. These models can be categorized according to their

training objective:

• Maximize the accuracy in an extrinsic classification task.

– Requires task-specific labeled training data.

– e.g. InferSent (Conneau et al., 2017a) trained on the Stanford Natural

Language Inference (SNLI) dataset.
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{ Entailment | Contradiction | Neutral }

(b) InferSent architecture

Figure 7.1: Illustrations of neural sentence embedding architectures based on LSTM encoders. (a) shows an
unrolled LSTM encoder with word embeddings. (b) shows InferSent architecture with a softmax classification
network on top of the encoder.

• Minimize reconstruction error.

– Trained using raw monolingual data.

– e.g. Sequential Auto-Encoder (SAE) and Sequential Denoising Auto-Encoder

(SDAE) (Hill et al., 2016). These models maximize the accuracy of reconstruct-

ing the original input sentence from the intermediate representation.

• Neural Machine Translation (NMT).

– Requires parallel training data.

– Maximizes the accuracy of generating a translation from the intermediate rep-

resentation of the source sentence. Unlike modern NMT systems that rely on

attention mechanisms, this models is trained for the purpose of sentence embed-

ding, so only the intermediate representation is used as input to the decoder.

The three objectives above are illustrated in Figures 7.1 and 7.2. We use the single-layer

bidirectional LSTM encoder architecture with max-pooling described in (Conneau et al.,

2017a) for all models, and an LSTM decoders for SDAE and NMT.
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Alle Vögel fliegen

Encoder LSTM
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Decoder LSTM
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Figure 7.2: Illustrations of LSTM encoder-decoder architectures for sentence embeddings. (a) Sequential
Auto-Encoder objective, where the input and output are the same sentence. (b) Neural Machine Translation
objective, where the output is a translation of the input sentence from a parallel corpus.

2 Joint Cross-Lingual Models

We first discuss our joint cross-lingual neural models based on the above architecture.

Note that joint modeling requires modifying the architecture and objective function of each

model in a way that includes simultaneous interactions of cross-lingual sentence embeddings.

This can be achieved in various ways, but we specifically aim to evaluate a direct extension

of the loss function of each model without additional constraints. For both models, the

encoders for all languages are trained simultaneously with a joint loss function.

2.1 Joint Cross-Lingual Encoder-Deoder Model

The Sequential Denoising Auto-Encoder (SDAE) is trained to reconstruct the original

input sentence from the intermediate sentence representation, where the input is corrupted

with linguistic noise, such as word substitution and reordering (Hill et al., 2016). This

allows the model to robustly learn sentence representations from raw monolingual data.

The Neural Machine Translation (NMT) model, as depicted in Figure 7.2, has an identical

architecture, with the only difference being the language of the input sentence. We combine

the SDAE and NMT objectives in a single joint architecture, where multiple encoders are
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Figure 7.3: Illustrations of a joint training step, where different languages are used for the premise and
hypothesis.

trained simultaneously with a single shared decoder. We alternate the input language (and

the encoder) in each training batch, and the intermediate sentence embeddings are used as

input to the shared decoder. Since the decoder is trained to predict the target sentence from

the intermediate sentence representation regardless of input language identity, the encoders

are expected be updated in a way that results in consistent cross-lingual embeddings.

2.2 Joint Cross-Lingual InferSent

Since InferSent is trained with an extrinsic classification objective, bilingual or

multilingual optimization requires annotated data in each language. At the time of devel-

opment, the SNLI dataset was only available in English1, so we translated the training and

evaluation datasets to Spanish and German using Amazon Translate. Note that in practice,

machine translation might not be a viable option, especially if we want to extend the model

to low-resource languages. Modern NMT systems requires millions of parallel sentences

to achieve reasonable translation performance. For our purposes, however, we used the

translated data in order to assess the performance in different settings.

Similar to the joint SDAE/NMT model, we train encoders for all languages simultane-

ously. Since the input to the classifier consists of an ordered pair of sentences, we randomly

1Cross-lingual natural language inference corpora in multiple languages have been recently released
(Conneau et al., 2018).
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Figure 7.4: Representation transfer model, with pre-trained English encoder and L1 loss.

pick a language for the premise and a language for the hypothesis in each training batch and

use their respective encoders. A single classifier is shared regardless of the input languages.

Similar to the monolingual case, the model is trained to maximize the performance in the

inference classification task, which is cross-lingual in this case. An illustration of a training

step is shown in Figure 7.3, where the premise is in German and the hypothesis in English.

3 Representation Transfer Learning

In representation transfer, we use a monolingual pre-trained model to guide the training

of additional encoders without the original supervised training objective. Using a parallel

corpus that has source sentences aligned with English translations, we first generate the

representations for the English sentences using a pre-trained SDAE or inferSent model.

Then, we use these representations as a target to train an encoder for the other language in

a supervised manner. The pivot encoder remains unchanged and only the new encoder is

updated during training to ensure that independently trained encoders will still be aligned.

Several functions can be used to achieve this, such as the L1 or L2 loss to minimize the

distances between the source and target representations, or to maximize the cosine of

the angle between them. Empirically, we observed no notable difference between these

alternatives.2 The transfer learning approach is illustrated in Figure 7.4.

2We settled on using Adam optimization (Kingma and Ba, 2014) with L1 loss.
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Figure 7.5: Nearest neighbor translation accuracy as a function of (log) parallel corpus size. (sent) to
sentence-level mapping, and (dict) refers to the baseline (using a static dictionary for mapping). The
legend shows the average accuracies of each model using 1M parallel sentences.

4 Evaluation

We followed the same cross-lingual evaluation framework introduced in Chapters 5

and 6 with sentence translation retrieval. We trained the monolingual FastText word

embeddings and SDAE models using the 1 Billion Word benchmark (Chelba et al., 2014)

for English, and WMT’12 News Crawl data for Spanish and German (Callison-Burch et al.,

2011). We used WMT’12 Common Crawl data for cross-lingual alignment, and WMT’12

test sets for evaluations. For all datasets and languages, the only preprocessing performed

was tokenization3.

We implemented the cross-lingual models described in this chapter in addition to sen-

3Note that these datasets slightly differ from the experiments in Chapter 5, which are more recent.
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Figure 7.6: Nearest neighbor translation accuracy as a function of (log) parallel corpus size. (sent) to
sentence-level mapping, and (dict) refers to the baseline (using a static dictionary for mapping). The
legend shows the average accuracies of each model using 1M parallel sentences.

tence mapping of monolingual models. As baselines, we used dictionary and sentence

mapping of FastText vectors.

4.1 Results

The results of the various SDAE models compared with the baselines are shown in

Figure 7.5. With less than 100K parallel sentences, the joint SDAE/NMT model yielded

poor performance compared to all models, but with 100K and more data, the model quickly

exceeded the performance of all others by a large margin. Transfer learning achieved the

second best performance, although it lagged behind the joint model significantly. With small

amounts of parallel text, all models outperformed the joint SDAE/NMT, particularly the
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word based FastText models. Sentence mapping performed on average better than the

static dictionary baseline, but FastText sentence mapping was generally better.

Figure 7.6 shows the results of the InferSent alignment models. Note that the joint

InferSent models was trained with supervision using the translated SNLI data instead of the

variable-size parallel corpora, so the performance is constant with respect to the x axis. The

joint model did not learn to align the cross-lingual sentences. Possible explanations of this

failure are discussed in the next section.

The transfer learning model worked well for InferSent models, resulting in high

translation retrieval accuracies even with relatively small amounts of parallel text (∼ 5K

sentences). Sentence mapping also performed better than the word-based baselines with

additional parallel data (> 20K).

5 Analysis of Joint InferSent Performance

The joint InferSent model was trained to maximize the cross-lingual classification

accuracy on cross-lingual inference data. The cross-lingual inference classification per-

formance was comparable to the monolingual case for each language. The monolingual

accuracies were 83%, 79%, and 79% for English, German, and Spanish, respectively. The

cross-lingual accuracy was 79%. Given this relatively high performance in SNLI classifi-

cation and the poor performance in cross-lingual translation retrieval, we surmise that the

3-way classification objective is not demanding enough to learn general-purpose semantic

representations.

Table 7.1 shows examples of monolingual and cross-lingual nearest neighbors (or their

English translations) from the hypotheses in SNLI test sets. The cross-lingual nearest

neighbors did share several semantic aspects with the query sentence; subjects or verbs or

combinations of these were observed in nearest neighbors. However, the exact translations

were not the nearest neighbors in most cases, and the nearest neighbors often included

several extraneous pieces of content not present in the query sentence. The mono-lingual
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Language Monolingual Nearest Neighbors Crosslingual Nearest Neighbors
Query: Hay muchas personas reunidas alrededor de la estatua — Tons of people are gathered around the statue

Spanish

There are several people sitting
around a table.
There are several people outside of a
building.
There are multiple people present.

Food and wine are on the table that has many people surround-
ing it.
Some people enjoying their brunch together in the outdoor seat-
ing area of a restaurant...
The group of people are game developers creating a new video
game in their office.

English

The people are taking photos of the
statue.
A group of people looking at a statue.
People are gathered by the water.

The group of people are flying in the air on their unicorns .
A group of people are standing around with smiles on their
faces...
A group of people dressed as clowns stroll into the Bigtop
Circus holding signs.

Query: Un vehiculo esta cruzando un rio — A vehicle is crossing a river

Spanish

A sedan is stuck in the middle of a
river.
People are crossing a river.
A taxi cab is driving down a path of
snow.

People and a baby are crossing the street at a crosswalk to get
home.
The person in the picture is riding a bike slowing up hill ,
pumping the pedals as hard as they can.
The man , wearing scuba gear , jumps off the side of the boat
into the ocean below.

English

A person is near a river.
People are crossing a river.
A Land Rover is splashing water as it
crosses a river.

A person in a coat with a briefcase walks down a street next
to the bus lane.
A man waterskiing in a river with a large wall in the back-
ground.
A person waterskiing in a river with a wall in the background.

Table 7.1: Mono-lingual and cross-lingual nearest neighbors (or their translations) of a sample of sentences
from SNLI test set using joint InferSent encoders. Phrases similar to the query sentences are shown in
bold.

nearest neighbors, on the other hand, were more semantically similar to each other, not only

in the semantic features that are present, but also in their exclusions of dissimilar details.

Given the high accuracy in cross-lingual inference, we surmise that only a subset of

semantic features were learned by the InferSent objective given the specific charac-

teristics of the SNLI training sets. In other words, the model was not pushed to preserve

the full semantic content since only a small subset of features were useful for entailment

relationships. The higher similarity among monolingual nearest neighbors could be a mere

artifact of the underlying word embeddings passing through the same encoder network.

Another possible limitation is the narrow domain of SNLI sentences—generally short de-

scriptive sentences—compared to the more complex domain of the parallel test sets used for

translation retrieval evaluation.
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Figure 7.7: Nearest neighbor translation accuracy as a function of (log) parallel corpus size. (word) to
word-level mapping, (sent) to sentence-level mapping, and (dict) refers to the baseline (using a static
dictionary for mapping), (Transfer) refers to representation transfer learning. The legend shows the
average accuracies of each model using 1M parallel sentences.

6 Overall Evaluation

In this section, we compare the performance of different types of models on sentence

translation retrieval. We plotted the average cross-lingual accuracy by the best performing

variant of each model in Figure 7.7. With small amounts of parallel text, around 5K sentences,

the best performance was achieved using InferSent transfer model. The model continued

to yield the highest performance until it was exceeded by the joint SDAE/NMTmodel at 500K

sentences. With 1 million sentences, ELMo’s word alignment performance approached that

of InferSent. All models exceeded the dictionary and sentence alignment of FastText

word embeddings at around 20K parallel sentences.

7 Extrinsic Evaluation

So far, we’ve been relying on sentence translation retrieval accuracy as an evaluation

metric for cross-lingual alignment. In a well-aligned cross-lingual vector space, sentences

should be clustered with their translations across various languages, which is exactly what

sentence translation retrieval measures. However, as in the case of monolingual evaluation,
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relying on a single measure is never sufficient to probe all characteristics of a vector space.

For example, we showed in section 5 that cross-lingual nearest neighbors in the joint

InferSent vector space actually shared several semantic features, which was not reflected

in the reported accuracies. Extrinsic evaluation can be another useful tool to measure

the effectiveness of various cross-lingual models. However, as discussed in Chapter 3,

performance in extrinsic tasks measures specific and narrow aspects of meaning. One way

of rectifying that is to compare the performances using a large set of different benchmark

tasks. Unfortunately, such tasks are not currently available for cross-lingual evaluation. One

of the most widely used tasks for cross-lingual evaluation is the Cross-Lingual Document

Classification benchmark (CLDC), where a model is trained in one language and tested on

another (Schwenk and Li, 2018; Klementiev et al., 2012).

We report the average classification accuracies in CLDC across all language directions

(a total of six directions) using the datasets in (Schwenk and Li, 2018). The highest accuracy

was achieved using ELMo word mapping , followed by sentence mapping of FastText

vectors, then InferSent transfer model. This trend is consistent with the monolingual

results in Chapter 3, where averaging models achieved the highest performance in topic

categorization compared with all neural models.
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We should underscore that CLDC is a rather coarse categorization task where documents

are classified into four categories. Semantically, this categorization reflects a narrow aspect

of meaning. Note also that the FastText model achieved relatively high performance

even when it was aligned with only 1K parallel sentences, a condition in which sentence

translation retrieval accuracy was less that 40%. This poor correlation with sentence

translation retrieval accuracies indicates that neither evaluation framework is entirely reliable

on its own. However, the consistent trend in both monolingual and final cross-lingual topic

categorization performance (i.e. with 1M parallel sentences) is also an indication that

cross-lingual models share the same semantic characteristics as their underlying mono-

lingual counterparts. For example, word averaging models are particularly good in topic

categorization since they generally cluster sentences by topic similarity. InferSent was

slightly worse in topic categorization, but generally better than other neural models (i.e.

skip-thought) that represent structure more prominently. SDAE models are also likely

to be inferior in topic categorization tasks but better in tasks that rely on structure (see the

analysis in Appendix C).
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Chapter 8: Conclusions

Sentence embeddings can be categorized into bottom-up or additive compositional

methods, best exemplified by word vector averaging, and top-down or data-driven com-

positional methods, such as neural sentence embeddings. Weighted vector averaging is a

simple compositional method that discards word order and yields sentence embeddings

that preserve the semantic relatedness characteristics of the underlying word embeddings.

There are several advantages to this type of composition beyond its simplicity and practical

efficiency. By preserving semantic relatedness, they serve as suitable features in downstream

applications that don’t rely on syntactic structure, such as topic categorization and unsuper-

vised pair-wise similarity. Using sentence embeddings based on weighted vector averaging

yielded the best performance compared to neural compositional models in both monolingual

and cross-lingual zero-shot document classification, where a classifier was trained on one

language then tested on other languages.

Furthermore, while discarding word order may seem problematic, the syntax-independent

nature of these embeddings makes them more suitable for learning universal sentence embed-

dings since they can be aligned cross-lingually with any degree of bilingual supervision. We

demonstrated the efficacy of unsupervised word alignment using monolingual comparable

corpora by exploiting the similarities of independent word vector spaces. Our analysis

reaffirmed past observations regarding the semantic characteristics of word embeddings.

We showed that independently-trained word embeddings of different languages, namely

English, French, and Arabic, share local and global structural similarities sufficient to align

them with no seed dictionaries or any form of bilingual supervision. In fact, the performance

of these unsupervised cross-lingual word embeddings was almost equivalent to supervised

alignment using a medium-size dictionary in both word and sentence translation retrieval.

Based on our analysis of monolingual and cross-lingual vectors, we surmise that neural
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compositional models, such as Skip-Thought and Sequential Denoising Auto-Encoders

(SDAE), often represent structural information more prominently than semantic relatedness.

For example, sentences that are nearest neighbors in these vector spaces tend to share

positional features, such as the first few words, but may have unrelated overall content. This

results in relatively poor performance in topic categorization and unsupervised semantic

similarity, but superior performance in tasks that rely on sentence structure such as question

classification. This effect is observed in both monolingual and cross-lingual evaluation. The

inference-based neural compositional model, InferSent, appears to encode both structural

and semantic relatedness features as it achieved relatively high performance across all

monolingual evaluation benchmarks. However, training sentence encoders using a joint

cross-lingual inference classification objective did not yield strongly aligned sentence embed-

dings, although we did observe that aligned sentences shared a few structural and semantic

features. As intuited by our cross-lingual analysis, we hypothesize that the Inference training

objective with the given dataset is only responsible for inducing structural features and

possibly a selective reinforcement of semantic content. The semantic consistency observed

in mono-lingual tasks could be a mere artifact of the underlying word embeddings passing

through the same encoder network.

We explored different approaches for cross-lingual alignment of both top-down and

bottom-up compositional models. While word-level alignment, both supervised and un-

supervised, resulted in relatively good cross-lingual embeddings, we observed significant

improvements in sentence translation retrieval—our chosen evaluation metric—whenever

sentential context was incorporated in the alignment process. For example, aligning contex-

tualized word embeddings rather than static word embeddings resulted in significantly better

cross-lingual sentence embeddings. Context is inherently present in sentence embeddings, so

most alignment frameworks that operate at the sentence level yielded significant gains in sen-

tence translation retrieval when a sufficient amount of parallel sentences was used to guide

the alignment. This was true for both bottom-up averaging and top-down compositional
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models. For top-down models, we experimented with two additional alignment frameworks:

joint modeling and representation transfer learning. Representation transfer worked well

across all models even with relatively small amounts of parallel text. On the other hand,

joint modeling generally required a larger number of parallel sentences for training, but

yielded superior performance in two out of three cases: the joint matrix factorization model

and the joint SDAE and NMT model. While the joint InferSent model resulted in reasonable

cross-lingual inference classification accuracy, it failed to yield aligned general-purpose sen-

tence embeddings. Our results underscore the difficulty of joint modeling itself in addition

to its relatively high data and memory requirements.

Guided by the results and analyses in this dissertation, we propose additional cross-

lingual modeling alternatives. It could be beneficial to combine multiple alignment objec-

tives, namely the joint and transfer models, in a multi-task framework. Joint training with

both objectives is likely to yield stronger alignments, especially for InferSent. We outlined

some of the difficulties in joint modeling, namely the cumbersome requirement of simultane-

ous training, that make it a less attractive option compared to representation transfer learning.

However, since both approaches generally lead to similar representations, it is possible to

initially train several encoders (i.e. for resource-rich languages) via a joint objective, then

extend the model to low-resource languages via representation transfer learning. In addition,

following other recent efforts in unsupervised machine translation, it might be suitable to

consider training a universal encoder with cross-lingual word embeddings, which could

allow extending non-linear models to low-resource languages without supervision.
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Appendix A: Additional Examples of Unsupervised Arabic-English Mappings

Table A.1 shows some examples of correct and incorrect transformations at k = 5

on Arabic test words. Observe that even in the case of incorrect matches, the k nearest

neighbors are related to the target words in meaning.
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Figure 8: Precision at k for linear transformations learned
using IM-SI vs. IM-Rand and the supervised baseline on
the parallel and non-parallel Arabic-English datasets

Source WordNet
Targets

knns of transformed vector
ar-en-p ar-en-s

– Correct –
حوار ‘negotiation’,

‘argumentation’,
‘dialogue’,
‘argument’,

‘talks’, ‘debate’

‘dialogue’,
‘dialogues’,
‘consensus-
building’,
‘intra-east’,
‘all-inclusive’

‘dialogue’,
‘dialogues’,
‘peace’,

‘conciliation’,
‘reconciliation’

مجلة ‘journal’,
‘magazine’

‘co-author’,
‘publishes’,
‘journal’,
‘magazine’,
‘publisher’

’magazine’,
‘publishes’,
‘edition’,

‘newsweek’,
‘publisher’

– Incorrect –
مطلب ‘claim’,

‘requirement’,
‘prerequisite’,
‘demand’

‘principled’,
‘onus’, ‘insists’,
‘insisting’, ‘rests’

’insistence’,
‘objection’,
‘demands’,
‘refusal’,
‘deference’

بناية ‘building’,
‘edifice’

‘<num>-bed’,
‘floors’, ‘tower’,
‘dormitory’,
‘playground’

’parking’,
‘three-story’,
‘six-story’,
‘mall’,

‘five-story’

Table 5: Examples of correct and incorrect transforma-
tions at k = 5 for Arabic-English using the unsupervised
IM-SI mappings to fit a linear projection matrix.

mappings. In fact, the use of spectral initialization
in combination with IM to seed the transformation
resulted in a precision close to the supervised base-
line as seen in Figures 7a and 7b.
Figure 8 shows the performance of transforming

Arabic word embeddings using the various models.
The supervised baseline results are lower than the
French-English case, which is partly due to the low
coverage of WordNet translations for Arabic (see
Table 5). Nevertheless, we managed to recover
accurate mappings and linear transformations that

perform comparably to the supervised baseline.
Table 5 shows some examples of correct and
incorrect transformations at k = 5 on Arabic test
words. Observe that even in the case of incorrect
matches, the k nearest neighbors are related to the
target words in meaning. For example, all five
nearest neighbors of the word ,(’building‘/’بناية‘)
are building-related, such as ‘tower’, ‘parking’,
‘three-story’, and ‘mall’.

6 Conclusion

We proposed an unsupervised approach for learning
linear transformations between word embeddings of
different languages without the use of seed dictio-
naries or any prior bilingual alignment. The pro-
posed method exploits various features and struc-
tures inmonolingual vector spaces, namelyword fre-
quencies, local neighborhood structures, and global
pairwise distances, assuming that these structures are
sufficiently consistent across languages. We verified
experimentally that, given comparable multilingual
corpora, accurate transformations across languages
can be retrieved using only their monolingual word
embeddings for clues.
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Appendix B: ALS Derivations for Joint Bilingual Matrix Factorization

The joint bilingual loss function is defined as follows:

C =
∑
i,j

Wij(P T
i Qj −Xij)2 +

∑
i,j

Uij(AT
i Qj − Yij)2 + λ(‖P‖2 + ‖Q‖2 + ‖A‖2)

Differentiating with respect to vector Pi

∂C

∂Pi

= 2
∑

j

Wij(P T
i Qj −Xij)Qj + 2λPi

= −2
∑

j

Wij(Xij −QT
j Pi)Qj + 2λPi

= −2QW iXT
i + 2QW iQTPi + 2λPi

where W i is a diagonal matrix with coefficients Wij in row/column i (the ith row of W ).

Setting the derivative to 0 and re-arranging, we have

−2QW iXT
i + 2QW iQTPi + 2λPi = 0

QW iQTPi + λPi = QW iXT
i

(QW iQT + λI)Pi = QW iXT
i

Solving for Pi

Pi = (QW iQT + λI)−1QW iXT
i

Differentiating this cost function with respect to vector Qj , we get
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∂C

∂Qj

= 2
∑

i

Wij(P T
i Qj −Xij)Pi + 2

∑
i

Uij(AT
i Qj − Yij)Ai + 2λQj

= −2
∑

i

Wij(Xij − P T
i Qj)Pi − 2

∑
i

Uij(Yij − AT
i Qj)Ai + 2λQj

= −2PW jXj + 2PW jP TQj − 2AU jYj + 2AU jATQj + 2λQj

where W j is a diagonal matrix with coefficients Wij in row/column j (the jth column of

W ). Setting the derivative to 0 and re-arranging, we have

−2PW jXj + 2PW jP TQj − 2AU jYj + 2AU jATQj + 2λQj = 0

PW jP TQj + AU jATQj + λQj = PW jXj + AU jYj

(PW jP T + AU jAT + λI)Qj = PW jXj + AU jYj

Solving for Qj we get

Qj = (PW jP T + AU jAT + λI)−1(PW jXj + AU jYj)

Thus, alternating least squares can be used to estimate P , Q, A, B iteratively using the

following four equations:

Pi = (QW iQT + λI)−1QW iXT
i

Ai = (QU iQT + λI)−1QU iY T
i

Qj = (PW jP T + AU jAT + λI)−1(PW jXj + AU jYj)
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Appendix C: Qualitative Assessment of SDAE Sentence Embeddings

Figure C.1 shows t-SNE visualizations of sentence embeddings of the 20-Newsgroup

and TREC datasets using the English encoders from SDAE and joint SDAE/NMT models.

The clusters that result from mono-lingual SDAE vs. joint SDAE/NMT are qualitatively

different, which is expected given the different objective functions. The joint SDAE/NMT

model results in more coherent vectors in both datasets. However, as seen from the examples

in Table C.1, the nearest neighbors in each model are highly similar. The nearest neighbors

share structural/positional features—such as the identity of the first few words—and some

semantic features. Compare this with the qualities of other compositional models in Chapter

3.

a: SDAE (Newsgroups) b: SDAE/NMT (Newsgroups)

c: SDAR (TREC) d: SDAE/NMT (TREC)

Figure C.1: t-SNE visualizations of English SDAE vectors on the 20-Newsgroup datasets (top) and TREC
(bottom).
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SDAE

I just heard this week that he has started on compuserve fly-
ing models forum now.
I am posting this for a friend : email replies and i will summa-
rize.
I heard yesterday that pocklington was talking with folks at
copps that afternoon
I forgot to mention that the stats are for games through...
First I have heard of this ... could yo please elaborate a little?

What country do the Galapagos Islands belong to?
What country did the nile river originate in?
What direction do the best surfing beaches face?
What island is home to statues called Mauis?

SDAE/NMT

I just heard this week that he has started on compuserve fly-
ing models forum now.
I heard yesterday that pocklington was talking with folks at
copps that afternoon.
I have heard of it but lost the intro posting that came out a
while back could you post it again?
I am posting this for a friend : email replies and i will summa-
rize.

What country do the Galapagos Islands belong to?
What country did the nile river originate in?
What ocean surrounds the Maldive Islands?
What country did the ancient romans refer to as
hibernia?
What country has the most coastline?

Table C.1: Examples of monolingual nearest neighbors in the 20-Newsgroup and TREC dataset using SDAE
encoders.
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