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Abstract of Thesis

Trust Calibration in Human Autonomous System Interaction

Although large language models have shown encouraging diagnostic accuracy on static
medical question-answering benchmarks, they routinely fall short of offering the self-
correction mechanisms, calibrated uncertainty quantification, and structural safety assurances
needed for practical deployment. The discrepancy between clinical reliability and benchmark
performance is one of the most significant unresolved issues in Al systems in medicine.
Regardless of its benchmark score, a system that scores 87% on the US Medical Licensing
Examination but produces confident incorrect diagnoses in atypical presentations, anchors
on a first false impression, and hallucinates pharmacological contraindications is not
therapeutically effective. This gap arises in part because clinical diagnosis is inherently a
sequential reasoning process. A model must gather evidence across multiple interactions,
revise hypotheses as new test results arrive, and commit to a diagnosis only when sufficient
evidence supports it.

This thesis investigates whether these failures can be reduced through reasoning
structure and decision monitoring built around the model rather than into it. The work
starts from a systematic review of the trust calibration literature, which shaped three core
design principles. Each of the three distinct elements of trustworthiness which are ability,
integrity, and benevolence, needs to be examined separately at every stage of decision-making.
Preventing catastrophic errors is more important than minor accuracy gains because trust
declines more quickly after failure than it recovers after success. The decision to build a
system that corrects its own unsafe behaviors rather than announcing them was influenced by
findings showing that, after repeated failures, quiet behavioral correction is more effective
than verbal explanation.

This thesis presents a multi-layer reasoning architecture that transforms a single-agent
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large language model clinical consultation into a trust-calibrated diagnostic system. The
framework extends the AgentClinic interactive diagnostic benchmark with a multi-expert
debate pipeline and six safety components designed to improve reasoning reliability in
sequential clinical decision making. An evidence classifier distinguishes pathognomonic
findings from non-specific observations and prevents later consensus from overriding
diagnostic evidence. A Partial Observability based belief tracker maintains an explicit
differential diagnosis across the encounter and includes computational detectors that identify
anchoring before final decisions are made. A specialist panel engages in an adversarial
debate with a critic that challenges majority reasoning. A trust monitor evaluates each
proposed action across ten dimensions and vetoes decisions that fall below a phase-calibrated
threshold. When a veto occurs, a correction module generates a replacement action grounded
in the evidence record rather than the failed reasoning trace. Together these mechanisms
transform the original single-agent baseline into a substantially expanded safety-oriented
architecture incorporating multiple layers of reasoning verification and decision oversight.
The system is evaluated through a five-arm ablation study comprising 1,060 simulation
runs across 106 clinical diagnostic scenarios and two model classes, a specialist fine-tuned
model Llama-3.1-8B-UltraMedical and a general-purpose model Llama-3.1-8B-Instruct.
The results reveal a model-adaptive impact. Safety layers improve the general model by
11.3% points, from 38.7% to 50.0%, but occasionally reduce accuracy on specialist models
for cases already well-represented in the training distribution. Passive trust monitoring
outperforms active veto correction, achieving 50.0% compared with 47.2%, because the
correction step sometimes replaces correct diagnoses with confident but incorrect alternatives
due to linguistic noise in the 8B model’s correction reasoning. Of 38 scenarios universally
failed by baseline configurations, 39.5% were correctly resolved by the layer-enhanced
architecture, demonstrating that structured reasoning rather than model scale is the primary
determinant of clinical Al trustworthiness in resource-constrained settings. These findings

position the framework for Phase 2 deployment on the Pepper social robot.
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Chapter 1 Introduction

Every day, clinicians make consequential decisions based on incomplete information where
a number of symptoms are being displayed by the patient. The doctor develops a working
hypothesis, orders tests, makes adjustments to their reasoning as the ndings come in, and
only commits to a diagnosis when the body of evidence clearly supports one explanation over
the others. Clinical medicine is centered on this method of methodical, systematic reasoning
in the face of uncertainty. Arti cial intelligence has now entered this space, with models
assisting in documentation, triage, and diagnostic suggestion. This thesis is about whether
Al systems can perform that sequential reasoning safely, and about building and measuring
the architectural mechanisms that make safe reasoning possible when the underlying model,
left to its own devices, would not reason that way.

The main takeaway is that training on additional medical data does not result in safety
in clinical Al thinking. It is an engineering feature that needs to be incorporated into the
system's architecture. A general-purpose language model, given no changes to its weights,
can be made to reason substantially more safely in a multi-turn diagnostic encounter by
adding additional architectural components around it that enforce evidential discipline, track
and update beliefs, audit every decision before it is committed, and correct unsafe decisions
silently from the evidence record. These components improve diagnostic accuracy by 11.3%
on a standardized interactive benchmark. Understanding precisely when they help, when

they do not, and why is as important a contribution as the improvement itself.

1.1 The Problem

Many people think of medical Al as a system that has absorbed enormous amounts of clinical
knowledge and can retrieve the correct answer when asked, similar to a well read physician.
The medical Al research community has largely built systems that t this model by training

them on medical textbooks, PubMed data, clinical notes, and licensing examination questions



until they achieve passing scores on standardized tests [1, 2, 3].

The problem is that clinical diagnosis is not a question-answering task. Itis a
reasoning task that unfolds across time. A physician does not receive all the relevant
information at once and pick the best matching answer. They receive a partial picture, decide
what to ask next, order tests, receive results that may con rm or contradict their initial
thinking, and progressively narrow the space of possibilities toward a defensible conclusion.
This sequential process demands properties that medical knowledge training does not reliably
produce.

When language models are used in interactive clinical encounters, three particular
problems consistently occur. The rstis premature commitment, in which the model makes
a diagnosis based on the initial description of the symptoms before requesting a single
objective test. The second is anchoring, where the model treats later data as con rmation
of an early hypothesis rather than as evidence that could indicate a di erent and more
serious disease. The third is internal inconsistency, where the model's stated reasoning and
recommended course of action point in di erent directions. This results in outputs that
a clinician cannot con dently interpret because the underlying reasoning is contradictory.
These are not failures of medical knowledge. They are failures of reasoning structure, and
they persist regardless of how much medical text the model was trained on.

Recent evidence shows that training alone does not resolve these failures. Dorfner et
al. [4] evaluated biomedical ne tuned language models on clinical case vignettes from the
New England Journal of Medicine and the Journal of the American Medical Association
that were selected to post date the model's training cuto s. On these cases, the general
purpose modellama-3.1-8B-Instruct  achieved substantially higher accuracy than
its medically specialized derivative OpenBioLLM 8B, despite the latter being trained on
large volumes of additional biomedical text. The specialized model performed markedly
worse on several benchmarks designed to test generalization to novel clinical presentations.

This pattern suggests that additional domain speci c training does not necessarily improve



diagnostic reasoning and may degrade general reasoning capabilities required for unfamiliar
cases. More medical text in the training set does not resolve premature commitment. More
parameters do not resolve anchoring. The solution must come from the structure of the

reasoning process rather than from additional training data.

1.2 A Case That lllustrates the Problem and the Solution

Two cases from the simulation runs illustrate the di erence between reasoning with and
without the safety architecture. All cases are drawn from the AgentClinic benchmark logs
using Llama-3.1-8B-Instruct as the doctor model across 106 clinical scenarios.

Case One demonstrates the architecture in action. A patient complained of increased
arm weakness, double vision, and trouble ascending stairs. These symptoms are presentin a
number of neuromuscular disorders with essentially distinct therapeutic approaches. The
Partial Observability belief tracker initialized a di erential of Myasthenia Gravis, Multiple
Sclerosis, and Lambert-Eaton Syndrome. Rather than converging on any diagnosis from
symptoms alone, the system ordered Acetylcholine Receptor Antibodies which returned
elevated. The TIER evidence classi er ran the nding through its four-stage grading
pipeline and assignedMER_1_ ANCHGHRtus. This means the result identi ed a speci ¢
pathological entity without uncertainty and was pathognomonic for a single disease class.
Under the TIER hierarchy, aIER_1_ANCHOM®RIing receives maximum weight in the
Belief Tracker's belief update and cannot be overridden by lower-tier evidence or specialist
consensus. All six specialist agents in the debate, including ve domain consultants and
the adversarial critic, converged on Myasthenia Gravis. Elevated acetylcholine receptor
antibodies were independently con rmed by the Recursive Grounding Probe (RGP) to be
biologically consistent with that diagnosis and to raise no contradiction ags. The Phase-
Weighted Trust Score (PWTS) was signi cantly higher than the con rmation threshold of
theta = 2.08, at T = 4.32. The correct diagnosis was issued and committed. This case

demonstrates the architecture operating as designed. Initial uncertainty was handled by



deferring commitment. A single objective nding was su cient to anchor the di erential.
Multi-specialist consensus con rmed rather than overrode that anchor. Finally, a grounding
check completed the chain before the diagnosis was released.

Case Two illustrates the sequential evidence gathering and fallback mechanisms. An
infant complained of feeding di culties and abdominal distension which are overlapped
with Hirschsprung disease, pyloric stenosis, intestinal atresia, and malrotation. On the

rst decision turn, the model proposed a nal diagnosis with no objective evidence in the
clinical record. The Belief Tracker masker blocked the move, agged the absence of any
TIER_1 ANCHAQRIings in the ledger, and returned control to the evidence-gathering loop.
On the second turn, the model repeated the same proposal and was blocked again for the
same reason. The architecture forced the system to collect objective data. Over the next
turns, vital signs, a blood panel, and heart rate measurements were gathered. On turn four,
the Phase-Weighted Trust Score assigned competence a value of 1/5, indicating that the
proposed diagnostic action was not grounded in any objective ndings. The Trust Correction
Oracle (TCO) was invoked and proposed an alternative action, but this also failed to meet
the structural requirements for commitment. The system then fell through to the TCO's
forced fallback, recorded in the log as Trust veto correction failed. Forcing objective data
gathering based on clinical context , and issued a further test request. On the nal turn,
with no test turns remaining, the trust monitor again found the proposed action ungrounded.
The TCO proposed an Abdominal Ultrasound, but this was discarded because the turn
budget had been exhausted. The system executed the ledger-based fallback, recorded as
Forcing diagnosis from best available Ledger evidence, vetoed diagnoses excluded , and
committed the top candidate from the Partial Observable Belief Tracker Belief $gate (

The committed diagnosis was Hirschsprung disease and the result was scored correct. The
correct diagnosis was reached not from a de nitive ultrasound, not fratER_1 ANCHOR
nding, and not from specialist convergence, but from the architecture’s structured fallback

sequence operating on the accumulated belief state when all other paths were exhausted.



Case Three illustrates the no-safety arm. A patient presented with feeding di culties
and abdominal distension, with ground truth Hirschsprung disease. The model ordered an
abdominal X-ray. The result returned "Dilated bowel segments with absence of gas in the
rectum, suggesting a possible obstruction . The TIER classi er ran a four-call mini-ensemble
on this result. Three of the four calls vot&étER_1_ANCHQ#he dissented. The majority
classi cation was accepted and the nding received maximum evidence weight. The model
then proposed the following as its nal diagnostic output: "Intestinal obstruction due to
mechanical obstruction, for example intestinal atresia, stenosis, volvulus, or intussusception ,
which is not a diagnosis. It is four candidate diagnoses hedged behind a quali er and
presented as a single sentence fragment. The Structural Integrity Gate (SIG) detected that
the DIAGNOSIS action contained a reasoning chain in place of a concise disease name,
violating the output contract. In the safety-active arm, this would have triggered a veto. In
the no-safety arm, the log recorded "Passive Audit - SIG FAIL logged but veto disabled .
The output was committed without interception, evaluated against the ground truth, and
scored incorrect. The model had resolved the correct anatomical category, mechanical bowel
obstruction, and had BIER_1_ANCHOQOMRIing supporting that category. What it lacked
was any mechanism requiring it to resolve the ambiguity among the four candidates before
committing. Without the SIG gate enforcing a speci ¢ non-hedged disease name as the
output format, the ambiguity passed through as the nal answer.

The contrast between these cases is clear. In the safety-active case, the architecture
blocked a premature diagnosis twice, forced multiple turns of evidence gathering, and
recovered the correct answer through its fallback chain when the model's reasoning remained
ungrounded at every turn. In the no-safety case, the same class of failure passed through
without interception because the structural enforcement mechanism was disabled. Neither
case involves a model that performed well or badly in isolation. In both cases, the underlying
model produced outputs that were clinically plausible, anatomically informed, and partially

correct. In the safety-active case, the model was wrong to diagnose early but correct about



the disease family. In the no-safety case, the model was correct about the anatomical category
but unable to commit to a disease name. The architecture's contribution in both cases was
structural. It enforced constraints that the model itself could not enforce on its own output.
These cases will be returned to in Chapter 3 when the speci c components responsible for
each intervention are described in detail in Chapter 4, and their quantitative contribution is

analyzed across all 106 scenarios in Chapter 5.

1.3 Why This Problem Matters

The immediate clinical stakes are concrete. When an Al system commits to an incorrect
diagnosis without revealing the lack of supporting evidence, it produces an output that looks
the same as a well supported one. A diagnosis that follows a pathognomonic antibody test
and a diagnosis proposed without any objective evidence in the record appear identical to
the clinician receiving them. In both cases, the system presents a named disease and states it
without quali cation. The system expresses the same level of con dence in both situations
because it has no way to show the di erence between strong evidence and missing evidence.
A clinician who cannot see this di erence will treat the two outputs in the same way. One
diagnosis should be accepted because it is supported by objective evidence. The other should
trigger further investigation. When the system does not communicate this di erence, the
clinician has no basis for deciding whether to trust the recommendation or question it.

This is not simply an accuracy problem, it is a calibration problBmThe danger
is not only that the system may be wrong. The danger is that the system may be wrong in a
way that the clinician cannot detect. Consider a patient whose Al assisted triage ends with a
diagnosis on the rst turn before a single objective test has been ordered. That patient may
be discharged onto a treatment pathway for the wrong condition. The mistake is not caught at
the moment the diagnosis is issued because the output appears legitimate. The consequences
appear later through treatment failure, delayed referral, or a return visit after the patient has

deteriorated. This pattern corresponds to the over reliance failure mode described by John



D. Lee and Katrina A. See in their work on trust calibration in automation. When users
cannot distinguish reliable outputs from unreliable ones, they cannot adjust their reliance
appropriately. In such cases the system causes harm not despite its con dent outputs but
because of them.

The dynamics of trust after failure make the stakes asymmetric. Yang €] al. [
measured how trust adjusts after each interaction in a controlled experiment. Their results
show that trust drops sharply after a failure and recovers more slowly after a success. A single
seriously wrong diagnosis from an Al system can damage a clinician's con dence far more
than several correct recommendations can repair. This asymmetry has direct implications
for system design. Preventing the most dangerous failures is more valuable than improving
average accuracy across routine cases. An architecture that eliminates a class of harmful
reasoning failures while accepting a modest cost in routine performance may therefore be
more valuable in real deployment than a system that maximizes average accuracy but leaves
structural failures unaddressed.

The implications extend beyond clinical medicine. Clinical diagnosis is one of the
most demanding environments for safe sequential reasoning in any applied domain. It
involves incomplete information that arrives gradually, decisions with potentially irreversible
consequences, the need to revise beliefs as new evidence appears, and a requirement for
explanations that domain experts can examine and audit. A methodology that produces safe,
evidence-grounded, and auditable sequential reasoning in this setting applies directly to
other domains that share these properties such as legal reasoning, nancial advising, and
autonomous systems that must operate under partial observability. In all of these settings,
an Al system must reason across time rather than produce a single answer from complete
information. This thesis uses clinical diagnosis as the concrete test case for a broader
engineering question that remains unresolved in the eld. The question is how to build a
system that reasons safely when the cost of reasoning failure is high.

The eld currently has no systematic methodology for designing, implementing, and



evaluating Al systems that reason safely in sequential high-stakes settings. Modern models
achieve high scores on medical benchmarks. Yet those same models display premature
commitment, anchoring, and internal inconsistency when placed in interactive clinical
encounters. The gap between benchmark success and real world reasoning failures cannot be
closed by additional training alone. It requires architectural solutions. This thesis proposes

one.

1.4 How This Thesis Solves the Problem

The solution proposed in this thesis is architectural rather than learned. Instead of altering
the underlying model, the system adds six external components that work together to support
safe sequential reasoning.

The rst component reviews each test result received by the model and determines
whether it is speci c enough to guide the diagnosis or whether it is still consistent with
too many possible conditions to be decisive. When a result clearly supports a particular
diagnosis, it is preserved as a xed reference point. This prevents later discussion or group
agreement from overturning it. The second component maintains an evolving record of the
model's current beliefs as new evidence appears over time. It also includes two automated
checks. One identi es situations in which the model stops revising its beliefs even though
additional evidence has arrived. The other detects when the model's leading hypothesis
shifts away from what the objective test results support. The third component introduces a
skeptic into every round of debate. This skeptic's job is to challenge the conclusion that the
other experts are heading toward. Before any proposed action is implemented, the fourth
component assesses it to make sure it is appropriate for the current stage of the diagnostic
process, internally consistent, and backed by evidence. A planned action is blocked if it
does not satisfy these conditions. The fth component is activated when such a block occurs
and generates a replacement action directly from the evidence record rather than from the

line of reasoning that failed. The sixth component ensures that the scoring process does



not interfere with actions that are already strongly supported by objective ndings. This
addresses the opposite failure mode in which a safety mechanism interferes with correct
reasoning rather than protecting it.

The system is built on two open source frameworks, namely AgentClinic, introduced
by Schmidgall et al. in 2024, and MedAgents, introduced by Tang et al. in 203} [
AgentClinic provides the interactive simulation environment, while MedAgents provides the
multi expert debate structure. However, neither framework includes the safeguards needed to
make sequential reasoning disciplined and reliable. This thesis contributes those safeguards
and evaluates their e ect through a controlled experiment.

The architecture is grounded in a prior systematic review of sixteen papers on trust
calibration in human autonomous interacti@n0, 5, 11, 12]. This review was conducted
before any architectural decisions were made. Its ndings served as the design speci cation
rather than as background reading. The review showed that trustworthy autonomous behavior
depends on independent monitoring of ability, integrity, and benevolence at each decision
point, as argued by Mayer et al. in 1995 and 2007. It also showed that appropriate reliance
depends not only on outputs but also on transparency in the reasoning process itself, as
discussed by Lee and See in 2004. The review also found that when failures are identi ed,
correcting the system's behavior is more e ective than relying on explanation alone, while
denial tends to worsen the problem, as shown by Esterwood and Robert research. These

ndings directly shaped the architectural choices made in this thesis, and each one is re ected

in a speci c component discussed in detail in Chapter 3.

1.5 Contributions

The central claim of this thesis is that safe sequential reasoning in clinical Al is an engineering
property of the system architecture, not a property that emerges from training. The following
contributions establish and support this claim.

A systematic literature review establishing the theoretical foundation for compu-



tational trust monitoring in clinical Al. Sixteen papers spanning trust formation, trust
measurement in human-robot interaction, trust calibration in automation, trust repair after
failure, interpretable machine learning, and medical language model behavior are reviewed
and connected directly to speci ¢ design decisions. The review establishes that trustworthi-
ness has separable dimensions of ability, integrity, and benevolence requiring independent
monitoring; that trust degrades asymmetrically after failure making catastrophic error preven-
tion the higher priority; that behavioral correction after detected failure outperforms verbal
explanation; and that biomedical ne-tuning does not reliably improve clinical reasoning on
novel presentations. These four ndings determined, respectively, the ten-dimension trust
scoring pipeline, the hard-fail veto conditions, the silent correction design, and the decision
to take an architectural rather than training-based approach. The review concludes with
a cross-domain knowledge table mapping trust constructs from psychology, human-robot
interaction, Al systems, and healthcare to their operational de nitions, measurement methods,
and concrete instantiations in MedAgents-Safety. This review was conducted before any
architectural decisions were made and served as the design speci cation for the system, not
as background reading.

A novel integration of the MedAgents multi-expert debate framework into the
AgentClinic interactive sequential diagnostic loop. The original MedAgents framework
operates on static single-turn questions with no memory across turns and no belief state.
AgentClinic's original doctor agent issues a single raw language model call per turn with no
debate structure and no reasoning sca olding. This thesis ports the full MedAgents debate
pipeline, including expert identi cation, sequential expert consultation, report synthesis,
consensus veri cation, and nal decision extraction, into AgentClinic's interactive multi-turn
format. This integration is the rst controlled combination of these two frameworks and
forms the MedAgents baseline against which every safety component is independently
measured in the ablation study.

The proposed architecture, a six-component safety architecture for interactive clinical

10



diagnosis with each component grounded in a speci ¢ nding from the literature review.
An evidence classi er examines each test result and locks pathognomonic ndings against
override by later consensus. A belief tracker maintains an explicit di erential diagnosis
across the full encounter with two original computational anchoring bias detectors that ag
when beliefs stop updating despite new evidence and when the leading hypothesis drifts
from what objective tests show. A mandatory adversarial critic challenges the specialist
panel at every round, and a biological plausibility probe res when inter-agent disagreement
exceeds a phase-sensitive threshold. A trust auditor scores every proposed action across
ten dimensions before it is committed and blocks those that fall short, while a false-positive
suppression mechanism protects well-grounded decisions from over-correction. When a
block res, a correction oracle generates a replacement through a structured fallback that
guarantees a valid output even under cascading failure conditions. A structural integrity
gate catches the speci c failure where the model outputs a hedged list or reasoning chain
instead of committing to a disease name. A complete per-turn audit trail is produced for
every simulation run, enabling a reviewing clinician to trace any diagnostic decision from
raw patient data to nal committed action, aligning with the application-grounded evaluation
standard of application-grounded evaluation de ned by Doshi-Velez and Kim (2Q3J7) [

Full architectural detail is in Chapter 3.

A controlled ve-arm ablation study providing an empirical decomposition of safety
layer contributions on an interactive clinical diagnostic benchmark across two model types.
The study adds one component group at a time across ve arms, producing 1,060 simulation
runs across 106 scenarios wittama-3.1-8B-Instruct  andUItraMedical-8B . For the
general-purpose model, the architecture improves diagnostic accuracy by 11.3 percentage
points from 38.7 percent to 50.0 percent without any modi cation to the model's weights.
Passive auditing accounts for 8.5 of those points, outperforming active correction because the
auditor's scores in uence downstream reasoning even when no veto res. For UltraMedical-

8B, the safety layers introduce a net accuracy reduction of up to 8.5 percentage points
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relative to its baseline of 49.1 percent, with losses concentrated on straightforward textbook
cases where ne-tuning already performs well. Case-level analysis shows targeted gains on
complex multi-system cases, but these do not o set the aggregate losses. This model-adaptive
pattern is a new empirical nding with direct implications for when and how architectures of
this type should be deployed. Full results are in Chapter 5.

An empirical characterization of trust auditor behavior establishing a concrete
baseline for this class of mechanism in an interactive clinical Al system. Analysis of 300
debate logs across 979 decision turns shows a 13.5 percent turn-level intervention rate and
a 24 percent scenario-level unsafe action detection rate. Of 607 fully scored turns, 405
had strong objective evidence and are protected from auxiliary-dimension false-positive
vetoes by the false-positive suppression mechanism. Hard-fail conditions remain active
regardless of evidence strength. Seventy-three turns involved a diagnosis proposed with
no objective evidence in the clinical record, the most dangerous failure mode, and all were
blocked. Six turns involved the system directly contradicting its own stated reasoning in the
action it proposed. These measurements provide a reproducible baseline for future work on

trust-calibrated sequential clinical reasoning. Full analysis is in Chapter 5.

1.6 Organization

The remainder of this thesis is organized as follows. Chapter 2 presents the systematic
review of sixteen papers on trust calibration and is structured around four themes, namely
trust formation and development, trust measurement and calibration, trust dynamics and
repair after failure, and medical language model behavior. Chapter 3 describes the proposed
architecture in full detail and traces each component back to its theoretical basis in the
literature review. Chapter 4 presents the experimental setup, model con gurations, ve-arm

ablation design. Chapter 5 describes the results and analyzes their implications. Chapter 6
discusses the limitations, and future research directions, including the roadmap toward

Pepper robot deployment.
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Chapter 2 Literature Review

This chapter presents the systematic review that informed the design of the proposed
safety architecture for interactive clinical diagnosis. The review was conducted before any
architectural decisions were made and directly informed the architecture by identifying
which trust properties required monitoring, which failure modes required intervention, and
which limitations in prior systems needed to be addressed. Each paper is examined through
four guiding questions, namely what problem it addresses, how it approaches that problem,
what limitations remain, and how this thesis responds to those limitations. The chapter is
organized into thematic sections on trust formation and trustworthiness, trust measurement
and calibration in human-automation interaction, trust dynamics and repair after failure,
multi-agent debate and the limits of consensus, structured reasoning and agent engineering,
sequential decision making under partial observability, medical language models and the
clinical reasoning gap, and interpretability as a prerequisite for trustworthy clinical Al. The
chapter concludes with the construction and presentation of a cross-domain knowledge table
that synthesizes the reviewed literature into design-relevant concepts for our proposed safety

system framework.

2.1 Trust Formation and the Foundations of Trustworthiness

Before a trust-aware system can be designed, two foundational questions must be addressed.
The rstis what properties make an agent trustworthy. The second is how trust in that agent
forms in the mind of a new trustor. Although these questions may appear philosophical, in
this thesis they are treated as engineering constraints. A system that does not know what
trustworthiness requires cannot enforce it. A system that does not know how trust forms
cannot communicate its own reliability in a way that supports appropriate reliance. Prior to
the 1990s, the trust literature often treated trust either as a broad attitudinal construct or as a

personality trait of the trustor. It did not provide a systematic account of the properties that
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make a trustee worthy of trust. Organizational research had accumulated rich descriptions of
trust breakdown, but it lacked a principled framework that could be translated into system
design. Research on human and machine interaction was even less developed in this respect.
Early work focused primarily on the disposition of the trustor rather than on the
characteristics of the trusted agent. In this view, trust was understood as a learned and
relatively stable expectancy shaped by accumulated social experience. Rotter (1967) gave
this perspective one of its earliest empirical foundations through the Interpersonal Trust
Scale, validated on 547 undergraduate participants at the University of Connebficut [
His key nding was that individuals with high levels of trust were not more gullible than low
trusters, but were more likely to be trustworthy themselves. This distinction is important for
the present thesis because it separates trust from naivety. Trust is not blind acceptance. Itis
an expectancy that can be supported by evidence or undermined by expetigntafer
work shifted attention from the disposition of the trustor to the structure of trustworthiness
itself. A major advance came with the Ability-Benevolence-Integrity (ABI) framework
proposed by Mayer et al9]. In this model, trustworthiness is not treated as a single global
quality, but as a composition of three distinct and independently assessable dimensions.
Ability refers to domain-speci c competence. Benevolence refers to an orientation toward
the trustor's interests beyond self-interest. Integrity refers to adherence to principles that
the trustor nds acceptable. The importance of this framework lies in the fact that these
dimensions can fail independently. An agent may be highly competent but lack integrity,
or may be well intentioned but unable to help. This separability makes the ABI model
especially valuable for system design because it allows trustworthiness to be monitored as a
structured set of properties rather than reduced to a single undi erentiated Sgdreifther
research made it clear that safe dependence cannot be explained by trustworthiness alone.
In revisiting the previous paradigm, Schoorman etH)] fe ned two distinctions that are
particularly pertinent to this argument. First, they contended that control and trust should

not be confused. Monitoring systems, veto mechanisms, and oversight processes are not

14



themselves forms of trust. Rather, they function as substitutes for trust when safe behavior
must be enforced. Second, they showed that the dimensions of trustworthiness unfold over
di erent timescales. While kindness usually requires lengthier observation across settings
where interests may diverge, ability and integrity can frequently be evaluated rather quickly
from visible conduct. When taken as a whole, these arguments support adopting trust
monitoring as an explicit architectural layer as opposed to presuming that trust will naturally
develop from performance observations [10].

This line of work becomes even more important in mediated environments, where
trust must often form before rich behavioral evidence is available. Hung éGhhdldressed
this problem by proposing an integrated three-route model of trust formation. In early
interactions, trust is shaped through peripheral cues such as role, institutional a liation,
reputation, and general tendency to trust. As evidence accumulates, trust can shift to a
central route based on deliberate evaluation of ability, integrity, and benevolence. With
repeated interaction, trust may also become habitual through pattern recognition rather than
conscious assessment. Robert etH)] [ater provided empirical support for this framework
using vignette-based experiments in both face-to-face and information and communication
technology (ICT) mediated settings. Their results showed that ICT mediated communication
increases perceived risk relative to face-to-face interaction, which in turn reduces trust-related
behavioral intentions. This nding is directly relevant to clinical Al, where interaction is
mediated by an interface and where appropriate reliance depends on how trust forms under
uncertainty. Taken together, this literature establishes two key foundations for the present
thesis. First, trustworthiness must be decomposed into separable dimensions rather than
treated as a single judgment. Second, trust in mediated systems forms under conditions
of incomplete evidence and elevated perceived risk. What this body of work does not
provide, however, is a computational architecture that turns these trust dimensions into
explicit monitoring mechanisms during sequential clinical reasoning and uses them to detect

and correct unsafe behavior as it emerdet 9, 10, 15, 16]. That gap motivates the system
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proposed in this thesis.

These ve papers also share three limitations that are especially important for clinical
Al design. First, they are primarily descriptive and theoretical. They describe how trust
develops and what makes an agent trustworthy, but they don't o er a way for an Al system
to continuously check or enforce its own aspects of trustworthiness. The ABI model tells a
designer what properties matter, but it does not tell a system how to audit itself turn by turn.
Second, the trust formation models were developed for human-human interaction and only
later extended to human-automation interaction at a high level of abstraction. None directly
addresses the problem of an Al system that can produce uent and con dent language
regardless of whether its outputs are well grounded in evidence. In the framework proposed
by Hung et al. 19], a language model that consistently produces professional-sounding
responses may trigger peripheral trust formation through strong surface cues even when its
underlying reasoning is unreliable. The framework explains why this risk arises, but it does
not provide a mechanism for controlling it. Third, Rotter's ndings imply that clinicians may
enter an Al interaction with di erent baseline tendencies to trust. Some may over-rely on the
system, while others may under-rely on it, regardless of the actual quality of its outputs. The
literature does not explain how to design a system that supports appropriate reliance across
this variation. In this work, the per-turn audit trail and explicit evidence display are intended
to support appropriate reliance across these di ering baseline dispositions by making the
evidential basis of each recommendation visible at every step [14, 9, 10, 15, 16].

This thesis addresses each of these limitations through speci c architectural decisions
grounded in the ndings above. Adaptive Reasoning Scrutiny (ARS), the phase-weighted
trust monitor in our work, operationalizes the Ability-Benevolence-Integrity (ABI) model as
a computational scoring pipeline that audits every proposed decision before it is committed,
making trustworthiness monitoring continuous rather than retrospective. In this way, the
descriptive trust literature is translated into an executable monitoring mechanism. The

phase-weighted trust scoring system re ects the temporal dynamics described by Schoorman
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et al. [LO]. Competence and integrity are weighted more heavily during the con rmation
and nal phases, when commitment is imminent, while earlier phases allow the system to
demonstrate benevolence through patient-centered behavior without immediately requiring
high scores on commitment-related dimensions. The passive audit default also re ects
Schoorman et al.'s distinction between trust and control. The architecture begins by
establishing a monitoring layer and introduces active correction as an additional con gurable
layer whose costs and bene ts are evaluated empirically, rather than assuming that stronger
control is always preferable. Finally, the TIER evidence classi er and per-turn audit trail
address the problem of peripheral trust formation by making the evidential basis of each
recommendation explicitly visiblelp, 16]. This supports knowledge-based evaluation from
the rstinteraction rather than requiring prolonged behavioral observation. Together, these
mechanisms adapt the trust literature from descriptive theory into a working architecture for

sequential clinical Al.

2.2 Trust Measurement and Calibration in Human-Automation Interaction

Once trustworthiness has been de ned, the next challenge is determining how it can be
measured and whether trust in the system is appropriately calibrated to support safe reliance.
One must also know how to detect when trust is too high, too low, or appropriately matched
to the system's real capabilities. Although human-robot and human-automation interaction
research has produced a signi cant amount of work on trust by the mid-2010s, the discipline
still needed a cohesive response to this problem. Many tools could only show whether trust
was generally high or low rather than whether it was properly calibrated to actual system
performance, measurement techniques varied among studies, and results were challenging
to compare.

One important response to this problem came from work on trust measurement.
Schaefer (2016) developed and psychometrically validated a standardized functional trust

scale for human-robot interactiohq]. The goal of this work was to measure trust in terms
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of how willing a person is to rely on a system as a functional partner, rather than in terms of
emotional attachment or anthropomorphic perception. The scale was developed through
a multi-stage process that began with construct de nition from the trust-in-automation
literature, followed by item generation and re nement, controlled experiments under
manipulated reliability conditions, and statistical validation through factor analysis and
internal consistency testing. The nal scale measured reliability, predictability, dependability,
con dence in robot actions, and willingness to rely. It deliberately excluded emotional and
anthropomorphic attributes so that the resulting measure would capture functional trust
rather than social liking. This was a major contribution because it provided a more stable
and interpretable way to measure trust as reliance. A broader view of trust measurement was
provided by Schaefer et alL], who synthesized 30 empirical studies in a meta-analysis of
trust in automation. From that review they proposed a Three-Factor Model that organized the
determinants of trust into human factors, partner factors, and environmental factors. Human
factors included the traits and temporary states of the user. Partner factors included the
reliability, capability, and behavior of the automation. Environmental factors included the
task setting and team context in which the system was used. Their quantitative results showed
that the capability of the automation had a medium-to-strong e ect on trust development,
while user-related factors also had a meaningful but somewhat smaller e ect. Environmental
factors could not be synthesized quantitatively because too few comparable studies were
available. For the present thesis, the key implication is that system capability is a central
driver of trust. This is important because it reinforces the earlier argument that competence
cannot be treated as a secondary feature of trustworthy behavior [18].

The literature then moved from measuring trust to asking what calibrated trust
actually requires. Lee and See (2004) provided the most in uential theoretical account of
trust calibration in automation by arguing that the true design objective is not high trust, but
appropriate relianceb]. Appropriate reliance means that the user depends on the system

when the system is likely to be correct and withholds reliance when the system is likely to be
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wrong. In their framework, this depends on three conditions being satis ed at the same time.
The rstis performance, which includes reliability and predictability. The second is process,
which refers to whether the user can understand how the system reaches its outputs. The
third is purpose, which concerns whether the goals of the system align with those of the
user. Drawing on examples from aviation, medical automation, and industrial control, they
argued that miscalibrated trust is dangerous in both directions. If trust is too high, users may
over-rely on the system, whereas if trust is too low, they may ignore useful outputs. Their
distinction between trust as an attitude and reliance as a behavior is especially important here
because a system may be judged favorably by users while still encouraging inappropriate
behavior if it does not communicate the limits of its competence. Chancey and Politowicz
(2020) extended this line of thinking by treating trust calibration as an adaptive design
problem rather than a one-time design outcof®.[Writing in the context of advanced air
mobility, they introduced the concept of a system image, which refers to the interface through
which the user forms a mental model of what the system is doing and why. This idea matters
because users do not interact directly with the designer's intentions or with the full internal
state of the automation. They interact with the representation of the system that is made
visible to them. If that representation communicates only polished outputs, users may form
mental models based on appearance rather than underlying reliability. If it communicates
both outputs and their basis, users are more likely to form a mental model that supports
calibrated trust. Their work is important for this thesis because it shifts attention from trust as
a psychological outcome to trust calibration as an interface and information-design problem.
Taken together, these four papers establish a clear progression in the trust-calibration
literature. First, trust must be measured in a way that captures functional reliance rather
than vague attitudes or social impressions. Second, the main determinants of trust can be
organized into user, system, and environmental factors, with system capability playing a
particularly important role. Third, the design goal is not trust in the abstract, but appropriate

reliance grounded in performance, process, and purpose. Fourth, achieving calibrated trust
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depends on whether the system image allows the user to build an accurate mental model of
the system'’s actual competence and limits. These are all important insights. What they do not
yet provide, however, is a computational architecture that monitors calibration continuously
during sequential clinical reasoning and intervenes before an unsafe recommendation is
committed [17, 18, 5, 19].

Three limitations are especially important for the present thesis. First, trust mea-
surement in this literature is largely post-interaction. Schaefer's scale is administered after
task completion. The meta-analysis aggregates measures collected after interaction has
already occurred. Lee and See de ne the conditions for calibrated reliance, but they do not
specify a mechanism that enforces those conditions during decision making itself. Chancey
and Politowicz move closer to adaptive calibration, but their proposal remains conceptual.
They describe what an adaptive trust-calibration system should do without specifying the
computational mechanism that would perform the monitoring in real time. Second, these
frameworks were developed for automation systems with relatively stable and predictable
failure modes. The systems discussed in this literature include robots performing bounded
tasks, driving assistance systems, autopilot, tra ¢ control, medical monitoring equipment,
and manufacturing automation. These systems can fail, but their failures are usually tied to
identi able operational limits. Clinical language models introduce a di erent problem. They
can produce uent, professional, and con dent natural language even when the evidential
basis for that output is weak or absent. A diagnostic recommendation may therefore sound
equally convincing whether it is supported by strong objective evidence or by no objective
evidence at all. This disconnect between surface uency and evidential grounding is a
central problem for clinical Al, and it is not directly addressed in the trust-calibration
literature. Third, although these papers de ne what trust calibration requires, none provides a
concrete computational implementation that can enforce calibration at the level of individual
decisions. The literature identi es the design goal, but it stops short of specifying the

software architecture needed to realize that goal in a live sequential system [17, 18, 5, 19].
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This thesis addresses these limitations by turning trust calibration theory into an
explicit decision-time mechanism. Adaptive Reasoning Scrutiny, abbreviated as ARS, is the
phase-weighted trust monitor in the proposed framework. ARS transforms the performance-
process-purpose framework of Lee and See (2004) into a per-turn computational audit
that runs before each decision is committed rather than after the interaction has®nded [
This directly addresses the rst limitation by making trust monitoring continuous instead
of retrospective. The dimensions scored by ARS combine concepts drawn from multiple
strands of the literature. Competence, integrity, and benevolence re ect the earlier Ability-
Benevolence-Integrity framework. Explainability, risk communication, and predictability
re ect the conditions for calibrated reliance described by Lee and See. The principles
of fairness, cultural sensitivity, autonomy respect, and feedback clarity are extended into
particular standards that are important in therapeutic interactions. When combined, these
characteristics allow for the evaluation of trust calibration as a structured multi-dimensional
feature as opposed to a single, undi erentiated score. The TIER evidence classi er directly
addresses the second limitation by labeling each test result according to its diagnostic strength
before it enters the clinical record, making evidential quality explicit independently of how
uent or con dent the generated language may sound. The per-turn audit trail also functions
as the kind of system image described by Chancey and Politowicz (2008y exposing
the evidential basis of each recommendation, the trust scores assigned to it, and the rationale
for any veto or correction, the architecture gives a reviewing clinician the information needed
to form a more accurate mental model of when the system is operating within the evidential
and behavioral conditions under which its recommendations are trustworthy. In this way,
the architecture reduces the gap between polished language output and actual evidential
support, while also helping address the third limitation by providing a concrete computational
realization of adaptive calibration.

Finally, the phase-adaptive threshold in ARS operationalizes the idea that calibration

should vary with context. Rather than applying a static standard to every decision, the system
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adjusts its level of scrutiny according to the current diagnostic phase and the proximity
of commitment. Early exploratory decisions are treated di erently from nal diagnostic
commitments because the cost of error is not the same at every stage. The architecture does
not treat trust calibration as a property to be assessed after the fact. It treats it as a constraint

to be enforced before each decision is committed.

2.3 Trust Dynamics, Failure, and Repair

Trust does not remain xed across repeated interaction. It changes over time. It declines
when a system fails, recovers only partially when the system succeeds again, and may
become di cult to restore after repeated violations. For a clinical Al system that makes
many sequential decisions within a single encounter and across many encounters over time,
these dynamics are not secondary concerns. They are design constraints. A system that
performs well on average but commits a small number of visible high-severity errors may
still lose user trust in ways that later correct behavior cannot fully repair.

This literature addresses four closely related questions. First, how strongly does trust
decrease after failure compared with how much it recovers after success. Second, what
cognitive mechanisms shape the way users update trust over time. Third, what kinds of repair
strategies are e ective once a failure has been detected. Fourth, after how many failures
does repair stop working in any meaningful way.

A rstimportant nding comes from Yang et al§], who studied trust adjustment
on a trial-by-trial basis in interaction with an automated decision aid. In their experiment,
67 participants completed 40 trials of a decision task based on a variation of Tulving's
memory recognition paradigm while receiving recommendations from an aid with 70 percent
reliability. After each trial, participants rated their trust in the aid. This made it possible to
measure how trust changed after each success and each failure rather than only before and
after the task as a whole. Their main result was a clear asymmetry. Automation failures

produced larger downward shifts in trust than automation successes produced upward shifts,
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showing that trust loss was stronger than trust recovery in moment-to-moment interaction.
They also identi ed two cognitive mechanisms that shaped this adjustment. The rst was

a contrast e ect, in which trust updates depended partly on comparison with the user's
own performance rather than on an objective benchmark alone. The second was hindsight
bias, in which bad advice from the automation was partly forgiven when the nal outcome
happened to be positive. For the present thesis, this asymmetry establishes a clear priority
ordering. Preventing the worst failures matters more than optimizing average performance
across routine cases.

A di erent but complementary nding comes from Colombatto et &0J, who
examined trust in large language model advice rather than in traditional automation. Using
a preregistered Judge-Advisor System experiment with 410 United States-based Proli ¢
participants across 20 historical date estimation trials, they analyzed how di erent mental-
state attributions to LLMs shaped advice-taking behavior. Their analysis separated these
attributions into three factors, namely Intelligence, Agency, and Experience. Intelligence
captured reasoning, memory, and knowledge access. Agency captured planning, commu-
nication, and self-control. Experience captured qualities such as emotion, consciousness,
and pain. Trust was measured behaviorally as Weight on Advice, meaning the degree
to which participants shifted their own estimates toward the model's recommendation.
The results showed strong evidence that Intelligence attributions increased advice-taking,
whereas Experience attributions reduced it. Participants were more willing to rely on the
model when they saw it as knowledgeable and reasoning-capable, but less willing when
they attributed to it a more human-like experiential inner life. This matters for clinical Al
because it suggests that appropriate reliance depends on making competence visible without
encouraging unnecessary anthropomorphic interpretations.

Understanding how trust updates is necessary, but it is not su cient. The more
critical question for system design is what happens after a failure has already occurred and

been observed. Esterwood and Robert (2021) examined how di erent verbal repair strategies
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a ect trust after a violation 11]. In a high- delity between-subjects experiment with 164
participants, users interacted with either a highly anthropomorphic Pepper-like robot or a
low-anthropomorphism mechanoid robot in a warehouse simulation. The robot operated at
70 percent reliability and committed three errors at xed points. After each error, it used
one of four repair strategies, namely apology, denial, explanation, or promise. The results
showed that these strategies a ected perceived integrity and benevolence, but not perceived
ability. In other words, what the robot said could in uence whether it seemed honest or
well-intentioned, but it could not restore perceptions of competence once performance
failure had been observed. Esterwood and Robert (2023) extended this analysis to repeated
violations [L2]. In a between-subjects experiment with 240 participants across six conditions,
including four repair strategies plus no-repair and perfect-performance controls, the same
robot committed three errors and attempted repair after each one. Their results showed that
after three separate violations, no verbal repair strategy restored overall trustworthiness to
the level of the perfect-performance control. The di erences among apology, explanation,
and promise largely disappeared, while denial performed signi cantly worse than silence.
The reason was attributional. When objective evidence of failure was already visible,
denial damaged both competence and integrity at once. It con rmed the failure while also
suggesting dishonesty. For this thesis, the lesson is important. Once failure has become
visible, verbal repair has limited value, and denial is actively harmful.

Taken together, this literature establishes three broad points. First, trust loss is
asymmetric and often stronger than trust recovery. Second, users do not update trust based
only on objective performance. They also respond to how they interpret the system's
capabilities and mental status. Third, once failure is detected, verbal repair strategies have
limited power, especially after repeated violations. These are highly relevant insights for
a sequential clinical Al system. What they do not provide, however, is a computational
account of how such a system should detect its own failures, prevent irreversible trust

damage, or repair problems behaviorally at the moment of failure rather than verbally after
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the fact [6, 20, 11, 12]

Three limitations are especially important for the present thesis. First, Yang et
al. studied a binary recommendation aid in a controlled trial structure, not a multi-step
reasoning system operating across a sequence of interdependent clinical decisions. Their
model captures local trust adjustment from one trial to the next, but it does not address
how trust should be managed when several connected decisions are made within the same
encounter and where one high-severity error may dominate the user's judgment of the entire
interaction. Second, Colombatto et al. studied factual estimation with objectively veri able
answers rather than diagnosis under uncertainty. Their ndings are highly relevant to trust
in language models, but the task di ers from clinical reasoning in important ways. The
target answers in their study were known and externally checkable, whereas diagnosis is
often probabilistic and partially observable. In addition, their design was correlational with
respect to mental-state attribution. Intelligence and Experience attributions varied naturally
across participants rather than being experimentally manipulated. The authors also note that
the negative e ect of Experience attribution may not generalize to socio-emotional domains
such as therapy or counseling. This means that the result is informative for diagnostic trust
design, but not su cient by itself. Third, the Esterwood and Robert studies focus on what
a system says after failure has already been detected. That is an important question in
human-robot interaction, but it is not the operationally relevant question for an automated
clinical reasoning system. In an automated clinical reasoning system, the more urgent
guestion is what the system should do at the moment it detects that a proposed action is
unsafe or unsupported. The repair literature does not provide a computational mechanism
for this kind of behavioral correction [6, 20, 11, 12].

These limitations are addressed in this thesis through speci ¢ architectural decisions
in the proposed system. The asymmetry identi ed by Yang ethlifectly motivates the
hard-fail veto conditions in Adaptive Reasoning Scrutiny, abbreviated as ARS, which serves

as the trust-monitoring component of the architecture. The architecture places a high focus
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on preventing a small number of high-severity failures since a single catastrophic failure
may do more harm than multiple ordinary successes can restore. These include diagnoses
proposed without objective evidence, test requests based on fabricated values, and actions
that directly contradict the reasoning the system has already stated. Such cases are blocked
unconditionally rather than traded o against an overall trust score. This design re ects

a structural prioritization of catastrophic error prevention rather than a simple attempt to
maximize average performance.

The ndings of Colombatto et al.20] also shape how the system communicates
trustworthiness. The proposed framework is designed to make competence visible through
structured evidence quality labels, explicit trust dimension scores, and traceable decision
rationales rather than through anthropomorphic or emotionally colored language. The TIER
evidence classi er is especially important here. By labeling each test result according to its
diagnostic strength before it enters the clinical record, the system makes evidential quality
visible independently of how uent or con dent the generated language may sound. The
audit trail then exposes that evidential basis to the reviewing clinician. Together, these
mechanisms support competence-based evaluation rather than reliance driven by surface

uency or anthropomorphic interpretation.

The Esterwood and Robert ndings are re ected most directly in the design of
the Trust Correction Oracle, abbreviated as TAQ [2]. Because the repair literature
shows that verbal strategies do not restore perceived competence after observed failure, and
because denial can actively worsen both competence and integrity judgments, the proposed
system does not rely on apology, denial, or explanation as its primary repair mechanism.
Instead, when a proposed action fails trust scrutiny, the Trust Correction Oracle generates a
replacement action directly from the evidence record before the unsafe action reaches the
output. The repair is therefore behavioral rather than verbal. A corrected action replaces the
failed one. In this way, the architecture translates the trust-repair literature into an automated

real-time mechanism for sequential clinical reasoning.
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2.4 Multi-Agent Debate and the Limits of Consensus

A major weakness of single-model inference in complex reasoning tasks is that the nal
answer depends on only one reasoning process. If that process is biased, incomplete, or
xed too early on the wrong idea, the response may still sound con dent and uent even
when itis incorrect. Approaches such as self-consistency and self-re nement try to reduce
this problem, but they remain limited because they still rely on the same model to review
its own output within its original reasoning patterns. A more robust solution is external
challenge from another agent that can approach the problem di erently and identify errors
the rst agent misses.

In clinical diagnosis, this problem has a familiar form. A clinician or an Al system
may settle too early on an initial explanation, interpret later evidence through that explanation,
and fail to update when contradictory ndings appear. This is the problem of premature
closure. Multi-agent debate has been proposed as a structural way to reduce this risk
by bringing multiple perspectives into the reasoning process. However, once debate is
introduced, a new question immediately appears. What does it mean when all the agents
agree? Many debate systems treat consensus as if it were the same as validation. They
assume that if several agents converge on the same answer, that answer has become more
trustworthy. In routine cases this may help. In di cult or unusual cases, however, several
agents may converge on the same wrong answer because they share the same blind spots,
training biases, or early assumptions. For safe clinical reasoning, consensus alone is therefore
not enough.

The value of multi-agent debate, and the limits of treating consensus as validation,
become easier to see when the literature is examined across three related frameworks. As per
the research by Du et aR]], reasoning can improve when multiple instances of a language
model are allowed to propose answers, critique one another, and revise their positions over
several rounds. An important result of their work is that debate does not merely reinforce

answers that are already correct. In some cases, agents begin with incorrect answers but
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move toward a correct one as the debate progresses. This shows that disagreement can
be productive, because debate can generate new reasoning paths rather than simply repeat
existing ones. Tang et aB] brought this idea of multi agent debate into the medical domain
through the MedAgents framework. Their system assigns specialist roles to di erent agent
instances, gathers their judgments sequentially, synthesizes a combined report, and runs
consensus-veri cation rounds before producing a nal recommendation. This is important
because it replaces one generalist answer with a structured discussion among multiple
medical perspectives. Their results show that specialist decomposition and debate can
improve diagnostic reasoning on medical question-answering tasks. Schmidgalvgt al. |
introduced AgentClinic, a multimodal simulation environment in which a doctor agent must
diagnose a patient through sequential evidence gathering across multiple turns by asking
targeted questions, ordering tests, interpreting results, and revising its reasoning as new
information becomes available. This matters because interactive diagnosis is very di erent
from answering a static multiple-choice question in which all information is already available.
Agentclinic paper showed that models performing well on static medical benchmarks often
perform much worse in this interactive setting. In some cases, diagnostic accuracy dropped
to less than one tenth of the original static benchmark score. For this thesis, that result is
central. It shows that the gap between static benchmark success and interactive clinical
reasoning is large, structural, and still unresolved.

Taken together, these frameworks support three conclusions. First, multi-agent
debate can improve reasoning. Second, specialist structure can improve medical decision
making. Third, interactive clinical reasoning is much harder than static question answering.
At the same time, all three frameworks reveal a shared limitation. They treat consensus
as the endpoint of reasoning. Once agents converge, the system is ready to commit. That
assumption is only safe if convergence is itself a reliable signal of correctness. In clinical
diagnosis, that is not always true. Agents may agree because they share the same biases.

They may agree because the case is unusual and the training distribution o ers no reliable
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guidance. They may also agree on a diagnosis that sounds plausible in language while
remaining inconsistent with the objective ndings already collected. In such cases, consensus
becomes a stopping condition without becoming a safeguard [21, 8, 7].

The lack of an independent check on whether consensus is grounded in evidence
appears di erently in each framework. MedAgents was designed for static, single-turn
medical questions in which all information is available at once. It does not maintain
memory across turns, track an explicit belief state, or test whether a proposed diagnosis
remains consistent with evidence gathered earlier in the encounter. AgentClinic provides the
interactive environment, but its original doctor agent makes a single raw language-model
call per turn and includes no debate structure. Du et al. show that debate can improve
reasoning on mathematical and factual tasks, but they do not explain what a system should
do when agents continue to disagree, fail to reach consensus, or agree on an answer that
is still inconsistent with the clinical evidence. None of these frameworks independently
veri es whether consensus is actually grounded in the evidence [21, 8, 7].

This thesis addresses that limitation in two steps. First, it integrates the MedAgents
debate structure into the sequential environment of AgentClinic, creating the controlled
interactive baseline on top of which the later safety mechanisms are added and ev8|udted [

This matters because it brings structured specialist debate into the more realistic setting of
turn-by-turn clinical reasoning rather than leaving it in static question answering. Second, the
proposed architecture introduces mechanisms that treat consensus not as proof, but as a signal
that may require independent veri cation. The rst of these is Divergence-Driven Recursive
Hardening, abbreviated as DDRH. When disagreement among agents becomes large enough,
the system treats that disagreement as a sign that the case may require grounding rather
than just more discussion. Instead of assuming that another debate round will solve the
problem, the system checks whether the proposed diagnosis is actually consistent with the
strongest objective ndings already present in the record. This veri cation is performed

by the Recursive Grounding Probe, abbreviated as RGP, which tests whether the proposed
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diagnosis is consistent with the strongest objective ndings already gathered. When the
inter-agent divergence index exceeds a phase-sensitive threshold, or whenever a TIER 1
anchor nding, meaning a pathognomonic or diagnostically decisive result, is present, the
probe is activated. It then checks whether each anchor-level nding in the objective ledger

is biologically consistent with the proposed diagnosis. The result is not another opinion
from inside the debate. It is an independent support-or-violation judgment grounded in the
evidence record. If the proposed diagnosis contradicts anchor evidence, the system receives
an explicit warning. This matters because even unanimous agreement can still be wrong
in the same way across all agents. The probe therefore provides an additional veri cation
layer that does not depend on consensus itself. The second mechanism is mandatory Devil's
Advocate injection. Debate creates new information only when disagreement is present

in a meaningful way. If every round ends in smooth agreement, the process may simply
repeat the same reasoning path across several agents and create the appearance of validation
without real scrutiny. The proposed architecture therefore requires one agent to explicitly
challenge the emerging conclusion in every debate round. The goal is not to guarantee
that the critic is correct. The goal is to prevent the system from confusing agreement with
adequacy and to ensure that each round includes a structured attempt to surface weaknesses,
missing evidence, or premature convergence.

The broader point is not that debate should be discarded. This thesis accepts the
core insight of the debate literature, which is that multiple interacting agents can improve
reasoning. What it rejects is the stronger assumption that consensus is self-validating. In the
architecture proposed here, consensus is a useful signal, but it is never the nal guarantee.
When disagreement is high, or when anchor evidence is present, the system does not only
ask whether the agents agree. It also asks whether the proposed diagnosis remains consistent
with the objective record. That shift, from treating consensus as endpoint to treating it as
something that may itself require veri cation, is the design principle that separates the debate

module in this architecture from prior multi-agent clinical reasoning systems.
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2.5 Structured Reasoning Frameworks and Agent Engineering Infrastructure

Building a safety architecture for sequential clinical reasoning is not only a modeling problem.
It is also an engineering problem. To function reliably, such a system must solve at least four
practical challenges at the same time. First, its reasoning process must be structured in a way
that makes each action interpretable and auditable. Second, the pipeline components must
be modular and reliable enough to avoid brittle prompt engineering. Third, the system must
manage clinical context across a multi-turn encounter despite the xed context window of
the underlying language model. Fourth, local open-source models must be served e ciently
enough to make large-scale ablation experiments feasible. Each of these challenges has been
addressed in the Al systems literature, but the resulting frameworks were not designed for
safety-critical clinical reasoning and do not by themselves provide the safeguards required in
this thesis.

A rst important contribution comes from ReAct, introduced by Yao et aB][
ReAct provides a simple but powerful structure for agent behavior by interleaving reasoning
and action in a repeated cycle. Instead of producing only internal reasoning or only external
actions, a ReAct agent generates an explicit thought, takes an action, receives an observation,
and then reasons again in light of that observation. This structure matters because it makes
the agent's decision process visible step by step. A reviewer can inspect not only what action
was taken, but also what reasoning preceded it and what evidence followed from it. Across
benchmarks such as HotPotQA, FEVER, ALFWorld, and WebShop, ReAct outperformed
approaches based only on reasoning or only on action. For the present thesis, its main
importance is not simply higher task performance, but the fact that it provides a disciplined
structure for linking thoughts, actions, and observations.

A second contribution comes from DSPy, which stands for Declarative Self-improving
Python and was introduced by Khattab et 2B][ The problem DSPYy solves is a practical
one. When you build a complex system that chains multiple language model calls together,

the usual approach is to write long, carefully worded prompt strings for each step. These
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strings are fragile. Change the model, change the task slightly, or add a new component, and
the prompts may break in ways that are hard to diagnose. DSPy replaces this approach by
treating each pipeline component as a typed module with a de ned input and a de ned output,
similar to a function signature in software engineering. The module speci es what it expects
and what it produces, and DSPy handles the prompt construction automatically. This makes
the pipeline modular, portable across di erent underlying models, and auditable because
each component can be inspected and tested independently. For the safety architecture in this
thesis, this matters directly. A system with six interacting safety components, each making
structured decisions that feed into the next, cannot be maintained reliably if those components
are de ned through hand-crafted prompt strings. DSPy provides the engineering discipline
that makes the architecture systematic rather than fragile. A related capability from Khattab
et al. 23] that this thesis uses is DSPy Assertions, a computational constraint programming
extension that allows hard constraints to be injected into DSPy module contexts. When
a constraint is violated, DSPy can block the module from producing an invalid output or
retry with the constraint explicitly stated. This mechanism is used in MedAgents-Safety to
prevent the system from requesting tests that are unavailable or have already been completed,
enforcing action-space discipline at the framework level rather than relying on the language
model to maintain it through prompt instructions alone.

Athird contribution comes from MemGPT, introduced by Packer e2d]. MemGPT
addresses the problem that language models operate within xed context windows and
therefore cannot retain unlimited information over long interactions. Its key idea is to manage
context through a tiered memory architecture inspired by operating systems. Information
that is currently needed remains in the active context window, while other material is stored
externally and retrieved when necessary. This matters because sequential clinical reasoning
requires the system to remember ndings, prior actions, failed tests, and earlier hypotheses
across many turns. A model that treats all prior information as equally disposable will

eventually lose details that may later become clinically decisive. MemGPT is therefore
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relevant not because it solves clinical memory directly, but because it provides a useful
engineering pattern for managing long-horizon context. One limitation of MemGPT's
general-purpose architecture is especially signi cant in the clinical domain. Its memory
management is guided primarily by recency and retrieval patterns, treating all stored
information as equivalent. Clinical diagnosis requires a stronger principle. A patient-
reported symptom and a laboratory-con rmed pathognomonic nding carry fundamentally
di erent evidential weight, and a memory system that cannot distinguish between them may
evict a diagnostically decisive result simply because it has not been recently referenced. This
motivates the clinical ledger design introduced in Chapter 3, which replaces domain-agnostic
paging with evidence-priority memory management grounded in the TIER classi cation of
each nding.

The fourth contribution comes from vLLM, introduced by Kwon et 2b][ vLLM
addresses the practical problem of serving large language models e ciently. Its PagedAtten-
tion algorithm reduces fragmentation and waste in key-value cache management, allowing
much higher serving throughput than prior systems at comparable latency. This is important
because the architecture developed in this thesis is evaluated through large-scale ablation
experiments using local open-source models. Without an e cient serving layer, the cost
of running repeated multi-agent clinical simulations would be unnecessarily high. In this
setting, VLLM is not a reasoning framework, but a crucial infrastructure component that
makes the experimental study computationally feasible.

Taken together, these four frameworks provide much of the engineering foundation
needed to build a complex language-model system. ReAct provides a structured reasoning-
action cycle. DSPy provides modular pipeline construction. MemGPT provides a memory
architecture for long interactions. vLLM provides e cient model serving. However, none of
them was designed to ensure clinical safety. They solve important infrastructure problems,
but they do not provide safety semantics.

This shared limitation takes a di erent form in each framework. DSPy can enforce
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structured outputs, but it does not determine whether the content of those outputs is grounded
in the available evidence. MemGPT can manage memory tiers, but it treats stored information
in a domain-agnostic way and does not distinguish between evidence types that have very
di erent clinical signi cance, such as objective test results, subjective patient reports, and
failed test attempts. ReAct makes reasoning traces visible, but it does not check whether
the proposed action actually follows from the stated reasoning. vLLM can serve models
e ciently, but it is indi erent to whether the outputs of those models are safe, trustworthy,

or clinically justi ed.

A second limitation is especially important in the case of memory. MemGPT's
architecture is general-purpose and primarily guided by recency and retrieval behavior.
Clinical diagnosis requires a stronger rule. Some ndings should not merely be retrievable.
They should be preserved because they are diagnostically decisive. A pathognomonic result
should not be dropped simply because it has not been mentioned recently. In a clinical
setting, memory management must therefore re ect evidential priority rather than generic
recency.

This thesis addresses these limitations by wrapping these frameworks inside a safety
architecture that assigns them explicit clinical roles. DSPy provides the modular structure that
makes each pipeline component auditable. ReAct provides the thought-action-observation
pattern that underlies decision making in the system. However, the architecture does not
stop at structured reasoning traces. It adds an independent consistency check through the
ARS Consistency Probe, which veri es whether each proposed action follows logically from
the reasoning that precedes it. In this way, the system does not merely record thoughts and
actions. It checks their alignment.

The architecture's memory design is inspired by MemGPT's tiered model, but it
extends that model in clinically speci c ways. Instead of treating all stored information as
equivalent, the system maintains separate ledgers for objective ndings, subjective patient

reports, and failed test attempts. This distinction matters because these categories do not carry
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the same evidential weight. In addition, TIER 1 anchor ndings, meaning pathognomonic
or otherwise diagnostically decisive results, receive larger context allocation and are never
evicted regardless of recency. The system also maintains a key-value ndings cache that
maps completed test actions to their results for constant-time retrieval by the Trust Correction
Oracle. These changes replace generic recency-based paging with evidence-priority memory
management designed for clinical reasoning.

Finally, both model backends, UltraMedical-8B and Llama-3.1-8B-Instruct, are
served through vLLM on a local high-performance computing cluster using an OpenAl-
compatible API interface. This design choice made the ablation study computationally
feasible by allowing 1,060 simulation runs to be executed within a research compute budget.
In other words, VLLM provides the infrastructure that makes the empirical evaluation
possible, while the safety architecture built around it determines what the system is allowed
to do.

The broader point of this section is that structured reasoning, modular orchestration,
long-context memory, and e cient serving are necessary foundations for the proposed
system, but they are not su cient for safe clinical reasoning. On their own, these frameworks
provide capability. The contribution of this thesis is to place them inside an architecture that
adds evidential grounding, trust monitoring, consistency checking, and clinically informed
memory management. That is what turns general-purpose agent infrastructure into a system

suitable for safety-critical sequential diagnosis.

2.6 Sequential Decision Making Under Partial Observability

Clinical diagnosis takes place under uncertainty because neither a physician nor an Al system
can directly observe the patient's true underlying condition. Both must work from evidence
that is incomplete, indirect, and sometimes di cult to interpret. A symptom may t more
than one disease, a test result may narrow the possibilities without settling the diagnosis,

and some ndings may even mislead if they are too nonspeci c or read without enough
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context. For that reason, diagnosis has to develop over time rather than happen as a single
classi cation step. As new evidence appears, the agent has to revise its view of the possible
conditions and decide what to do next based on the uncertainty that still remains. This is
why an explicit belief state matters. Without one, a reasoning system has no formal way to
represent which diagnoses are currently most plausible, no reliable way to detect when it has
stopped updating despite new evidence, and no principled way to recognize when its leading
hypothesis has drifted away from the ndings already collected.

The Partially Observable Markov Decision Process, or POMDP, framework developed
by Kaelbling, Littman, and Cassandra (1998) o ers a helpful formal description of this
issue R6]. An agent that must act in a setting where its actual state cannot be immediately
observed is modeled by a Partial Observable Belief Tracker. The agent maintains a belief
state, which is a probabilistic depiction of what the world might be like right now, and
receives partial observations rather than seeing the entire state. This belief state is updated in
response to fresh observations and actions. Decisions are then made not from the hidden state
itself, but from the current belief about that state. This is the central reason the framework is
relevant here. Clinical diagnosis also requires action under uncertainty, belief revision over
time, and decisions based on incomplete information rather than direct knowledge of the
patient's true condition. For this reason, the POMDP framework has long been recognized
as a strong theoretical t for medical decision-making problems and has been applied in
areas such as ischemic heart disease management, cervical cancer screening, early sepsis
prediction, and mammography screening [27, 28]

At the same time, the direct use of formal POMDP solvers in open-ended clinical
diagnosis is di cult for two reasons. The rstis that classical POMDP methods assume a
fully speci ed mathematical model. They require a nite state space, a transition model
describing how states evolve, and an observation model describing the probability of each
observation given each state. Clinical diagnosis does not provide any of these in closed form.

The space of possible diagnoses is large and open-ended, disease evolution is uncertain and
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patient-speci ¢, and the meaning of a test result often depends heavily on clinical context. In
practice, this makes numerical POMDP solving computationally intractable for interactive
diagnostic reasoning.

The second limitation is one of interpretability. Standard POMDP solvers produce
numerical policies. They do not explain their reasoning in natural language, and they do not
produce an auditable trace that a clinician can inspect. Even if a numerical solution were
computationally feasible, it would still fail to satisfy an important requirement of clinical Al,
which is that the system's reasoning must remain interpretable enough for a human reviewer
to follow and evaluate.

This thesis addresses these limitations by adapting the logic of POMDP belief
tracking without relying on a classical numerical solver. Instead of solving for a formal policy
over a closed state space, the proposed architecture implements belief tracking through a
language-model-driven update mechanism. The UpdateBeliefState module receives the full
clinical ledger together with the prior di erential diagnosis and returns an updated ranked
list of candidate conditions in natural language. This preserves the key structure that makes
the POMDP framework useful and re ned it as Partial Observable Belief Tracker. The belief
state remains explicit and separate from the current observation, it is updated over time as
evidence arrives, and it provides a basis for action that depends on accumulated uncertainty
rather than only on the most recent nding.

The architecture also enforces a clinically meaningful analogue of belief-state
discipline. In particular, TIER 1 anchor ndings, meaning pathognomonic or otherwise
diagnostically decisive results, must be accounted for by the leading di erential regardless
of what the prior belief state contained. This prevents the model from carrying forward a
plausible prior hypothesis that no longer matches the strongest objective evidence in the
record. In e ect, the belief tracker preserves the structure of sequential Bayesian updating
while expressing the result in a form that remains interpretable to a clinician.

Two additional mechanisms extend this belief tracker into an explicit safeguard
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against failure to update. The rstis the Evidence Reversal Index, or ERI. ERI detects when
the leading hypothesis has drifted away from what the objective test results actually support.
In POMDP terms, this corresponds to a belief state that is no longer aligned with the evidence
distribution implied by the observations. The second is the Belief Anchoring Detector, or
BAD. BAD detects when the leading di erential remains unchanged across multiple turns
even though new evidence has arrived. In POMDP terms, this corresponds to a belief state
that has e ectively stopped updating. These two mechanisms are important because the
value of an explicit belief state lies not only in maintaining it, but also in detecting when its
update process has failed.

This thesis does not use a classical POMDP solver. Instead, it carries forward the
main idea behind the POMDP framework, which is that diagnosis under uncertainty requires
an explicit belief state that is updated as evidence arrives. That idea is implemented here
through a language-model-based belief tracker and explicit detectors for belief drift and
update failure. The result is a system that maintains an interpretable, auditable di erential
diagnosis at every turn, updated by evidence rather than recency, and monitored for two
failure modes predicted by POMDP theory, namely belief divergence from the evidence and

belief stasis despite new observations.

2.7 Medical Language Models and the Clinical Reasoning Gap

A common strategy in medical Al has been to improve clinical performance by training
language models on more biomedical text and then evaluating them on standardized medical
benchmarks such as licensing-style question-answering tasks. This strategy has produced
impressive results on paper. What remains uncertain is whether those results translate
into safe and reliable behavior in the settings where clinical Al would actually be used.
Performing well on a multiple-choice benchmark is not the same as reasoning through a live
clinical case. A model may recognize the correct answer when it is presented among a small

set of options, yet still fail when it must gather evidence across several turns, revise its beliefs
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as new information appears, and nally commit to a speci ¢ diagnosis without external
guidance. The central issue in this subsection is therefore not whether medical language
models know more medicine after domain-speci c training, but whether that knowledge
leads to better reasoning in interactive clinical settings [1, 2, 3, 4]

One response to this challenge has been to continue pre-training language models on
biomedical corpora. BioMistral, introduced by Labrak et 8], pdapts Mistral-7B to the
biomedical domain by continuing pre-training on a large collection of PubMed Central text.
Their work is especially notable because it does not treat domain adaptation as a simple
matter of adding more medical text. It also addresses the risk that specialized training may
damage the model's general reasoning or instruction-following ability. To reduce that risk,
the authors use model-merging methods such as DARE, TIES, and SLERP to combine the
biomedical weights with the original instruction-tuned weights after continued pre-training.
The resulting models achieve strong performance on medical question-answering benchmarks
and show multilingual generalization despite training being centered primarily on English
biomedical text. The broader signi cance of BioMistral is that it treats catastrophic forgetting
as a real engineering problem rather than an incidental side e ect of specialization [2].

A much larger-scale version of the same strategy appears in MEDITRON-70B,
presented by Chen et al][ MEDITRON is built through continued pre-training of LLaMA-

2 on a very large biomedical corpus containing clinical guidelines, PubMed abstracts, and
full-text medical articles. Their training setup is substantial, and so are the benchmark gains.
MEDITRON achieves strong results on MedQA and other standard medical benchmarks,
surpassing several widely used general-purpose models. Equally important, however, is
their ablation nding that continued pre-training alone is not enough. The system requires
experience replay, meaning that a small amount of general-domain data must remain in the
training mixture, in order to avoid degrading performance on reasoning-heavy tasks. This
is a crucial point for the present thesis because it shows that the eld already recognizes a

tension between domain specialization and general reasoning quality [1].
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A di erent perspective is provided by Dorfner et ][ who challenge the assumption
that biomedical ne-tuning necessarily improves clinical reasoning. Instead of evaluating on
standard benchmarks that may overlap with pretraining data, they use clinical case vignettes
from The New England Journal of Medicine and JAMA that were selected to post-date
training cuto s. This design makes the evaluation more meaningful because it reduces the
risk that strong performance simply re ects contamination or memorization. Their results
are striking. Across matched model families, some generalist models outperform their
biomedical derivatives by a large margin on these newer clinical cases. They also report
higher hallucination rates for biomedical derivatives on long-document reasoning tasks. The
main lesson is not simply that one model family performed better than another. It is that
biomedical specialization can weaken broader reasoning performance, especially when the
task requires exible interpretation rather than retrieval of familiar medical patterns [4].

Zhang et al. 3] present UltraMedical, a newer family of open-source medical
language models built on Llama-3.1-8B and trained on a large set of high-quality biomedical
instructions, followed by preference-based optimization. UltraMedical performs extremely
well on standard medical benchmarks and, despite its relatively small size, surpasses much
larger models on several of those tasks. This makes it an important reference point for the
present thesis. UltraMedical represents a strong version of the training-based argument,
namely that a carefully specialized medical model can achieve very high static benchmark
performance even at moderate parameter scale [3].

Taken together, the results from BioMistral, MEDITRON, Dorfner et al., and
UltraMedical show that training can substantially improve benchmark performance in
medical language models. However, all four approaches run into the same problem. Models
may be improved through additional data, specialization, or preference learning, but these
methods do not control what happens when the model must reason through a case at inference
time. These techniques do not provide a mechanism for updating a working diagnosis as

new evidence appears, checking whether the current conclusion still ts the evidence already
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gathered, avoiding premature commitment, or keeping outputs structurally sound under
uncertainty. What these approaches improve is the model's medical knowledge. What they do
not provide is a mechanism for disciplined reasoning during interactive diag2p4isj 3].

This limitation is stated most sharply by the results of Dorfner et al. Their work
suggests not only that biomedical specialization may fail to improve interactive reasoning,
but that it can actively damage it by weakening the general reasoning capacity needed for
unfamiliar cases. BioMistral acknowledges this risk and tries to reduce it through model
merging. MEDITRON acknowledges it and addresses it through experience replay. Both
strategies help, but neither changes what happens at inferencettidné][ They do not
provide a mechanism that can detect when the model has anchored too early, when its leading
diagnosis no longer ts the evidence, when it is producing structurally invalid outputs, or
when it is trying to commit to a diagnosis without su cient support.

The limitation is also visible in UltraMedical, although in a di erent form. Ul-
traMedical performs strongly on the benchmarks for which it was designed, but those
benchmarks are static. They measure multiple-choice accuracy under xed conditions rather
than sequential reasoning under partial observability. The relevant question for this thesis is
therefore not whether UltraMedical is strong on standard medical exams. It is whether that
strength carries over into an interactive setting where the model must gather evidence over
time and make decisions under changing uncertainty [3, 7].

This thesis addresses that gap by adding a grounding and veri cation layer that
operates during inference rather than during training. The reason this distinction matters
is that training changes the model's weights, whereas the failures of interest here appear
at reasoning time. A model that proposes a diagnosis when the objective ledger is empty
is not necessarily failing because it lacks medical knowledge. It is failing because there
is no structural mechanism enforcing the rule that diagnosis requires objective evidence
before commitment. Training on more medical text can improve knowledge, but it cannot

by itself guarantee disciplined reasoning at the moment a decision is made. That requires
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architectural control [4, 7, 8].

The controlled ablation study in this thesis directly tests that claim by comparing
UltraMedical-8B with Llama-3.1-8B-Instruct under the same sequential clinical setting.
The resulting model-adaptive pattern is central to the argument. Safety layers substantially
improve the general-purpose model, but they do not help the specialist model in the same way.
Instead, they introduce net losses in some conditions. This is important because it suggests
that architectural sca olding adds the most value where training alone is not su cient for
the reasoning demands of the case, and may add noise where a specialized model is already
adequate. In this sense, the results of this thesis extend the concern raised by Dorfner et
al. [4] into an interactive setting. They show not only that specialization can trade o against
general reasoning, but also that the value of safety architecture depends on the model to
which it is applied.

The central nding of this literature, together with the ablation results in this thesis, is
that benchmark performance and inference-time reasoning discipline are distinct properties
that must be addressed separately. Training can improve performance on standardized
medical benchmarks, but it does not by itself ensure that a model will reason in a structured,
grounded, and reliable way during interactive diagnosis. That second problem must be

addressed through architectural safeguards at inference time [2, 1, 4, 3, 7].

2.8 Interpretability as a Prerequisite for Trustworthy Clinical Al

A clinical Al system may produce the correct answer and still fail to be trustworthy. In
medicine, trust depends not only on the accuracy of the nal decision, but also on whether a
clinician can inspect the reasoning behind it, verify that it is supported by the evidence, and
understand why the system acted as it did. A clinician remains responsible for patient care,
so a system that cannot be examined cannot be trusted in any meaningful way. The problem
is not only that opacity makes errors harder to detect. It also makes it di cult to know when

the system should be followed and when it should be questioned.
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A basic problem in interpretable machine learning, as argued by Doshi-Velez and
Kim (2017), is that the term interpretability has often been used too loosely and without
enough rigor 13]. In their view, the eld applied it to many di erent concerns at once,
including fairness, transparency, safety, and even simple curiosity about model behavior. To
make the discussion more precise, they proposed three levels of evaluation.

The strongest level is application-grounded evaluation. This means testing explana-
tions with real domain experts performing the real task. In medicine, that would mean asking
whether clinicians make better decisions when they can inspect the model's reasoning than
when they cannot. The second level is human-grounded evaluation, which uses simpli ed
tasks and non-expert participants to test whether explanations help people understand or
predict model behavior. The third level is functionally grounded evaluation, which relies
on proxy measures such as sparsity, rule length, or other structural properties that are
assumed to make a model easier to interpret. Their central warning is that these proxy
measures are only useful if they have already been shown to correspond to genuine human
understanding. Otherwise, a system may appear interpretable according to a technical metric
while remaining di cult for real users to understand [13].

They also make an important point about why interpretability matters so much in
medicine. Some problems can be captured reasonably well by a mathematical objective.
Clinical decision making cannot. A medical system is not judged only by whether it is
accurate. It must also support safety, respect patient autonomy, avoid harmful bias, and
remain consistent with the ethical demands of care, which is why a human expert must be
able to inspect both what the system concluded and how it reached that conclusion [13].

This paper de nes what good evaluation should look like, but it does not explain
how to build the infrastructure needed to support that standard in practice. A system that
claims to support application-grounded evaluation must produce a record that a clinician
can actually review. That record must connect the raw patient information, the intermediate

reasoning steps, and the nal committed action. In a large language model system, this
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becomes even more important because the reasoning process may involve several interacting
parts at once, including debate among agents, evidence classi cation, trust scoring, veto
decisions, and correction logic. Doshi-Velez and Kim identify the standard, but they do not
specify how such a system should be built [13].

A more recent concern in the interpretability literature sharpens this issue for clinical
Al systems that rely on reasoning traces. Korbak et24l] argue that chain-of-thought
monitoring, meaning the practice of reading a model's explicit reasoning trace in order to
detect unsafe behavior, is a valuable but fragile safety layer. The chain of thought does not
expose the model's full computation. It provides only a partial view, and that view may be
incomplete or may fail to capture the real basis of the model's action. A related empirical
study evaluating 13 frontier models found that reasoning models often struggle to deliberately
control their chains of thought, with very low controllability scores for most frontier systems
(Chen et al.) 0. This has an important implication for clinical Al. A reasoning trace
that looks clear and plausible cannot automatically be treated as a faithful explanation of
why the model produced its output. For that reason, a clinical system cannot rely only on
whether the trace sounds coherent. It must also check whether the proposed action is actually
consistent with the stated reasoning. This is the role of the ARS Consistency Probe in the
proposed architecture, which veri es that each ACTION follows logically from its stated
THOUGHT rather than assuming that the reasoning trace is a fully reliable account of the
decision process [29, 30].

This thesis addresses that gap by creating a per-turn JSON audit trail for every
simulation run. The per-turn audit trail is the infrastructure required to meet Doshi-Velez
and Kim's application-grounded standard, which is the highest level of their taxonomy,
because it gives a real domain expert doing the real task everything needed to inspect,
guestion, and verify any decision the system produt8 [The audit trail records the full
reasoning process in a form that can be reviewed later. It includes the specialist debate, the

evidence-tier classi cation assigned to each test result, the trust-monitor scores attached
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to each audited decision, the veto decision when a block occurs, the correction rationale
when a replacement action is generated, and the nal committed action together with the
evidence on which it rests. This allows a reviewing clinician to trace any decision from the
information that entered the system to the nal action that the system produced.

That trace matters because it turns interpretability into something concrete. A
clinician can see which ndings were treated as decisive and which were treated as
nonspeci c. They can see where the specialists agreed and where they disagreed. They
can inspect the trust scores attached to a decision and understand why a veto or correction
happened. In this system, interpretability is not treated as a vague property or a general
design preference. It is built into the record of how the system reasons.

The ablation study supports this goal in a di erent way. By isolating the contribution
of each safety component, it makes the architecture easier to understand at the system level
rather than only at the level of individual decisions. The model-adaptive pattern is especially
important here. The same architectural layers do not a ect all models in the same way,
which shows that their e ects are not random or opaque. Instead, the mechanisms interact
with underlying model capabilities in ways that can be examined and interpreted. It makes
the architecture easier to understand not only through the decisions it produces, but also
through the visible role of its internal safeguards.

The research gquestions addressed in this thesis sit within a broader institutional
program on trustworthy Al for high-stakes sequential decision making. DARPAS In the
Moment program, known as ITM, focuses on building and evaluating algorithmic decision-
makers in domains where trusted human decision-makers may disagree and where no
agreed-upon right answer exists. DARPA de nes these as di cult decision settings marked
by uncertainty, time pressure, and con icting values, and uses medical triage as a core
program scenario. In this sense, the present work is closely aligned with the ITM problem
setting. The ARS trust monitor provides a computational characterization of trust-related

decision properties. The TIER classi er and belief-tracking layer support disciplined
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sequential reasoning when evidence is incomplete and uncertainty remains unresolved. The
per-turn audit trail provides the kind of transparency needed for meaningful human review
and delegation. The ablation study then makes the contribution of each mechanism visible.
Taken together, these elements position the thesis as a concrete architectural response to the
broader challenge of making trustworthiness in clinical Al both structurally enforceable and
empirically examinable.

In this thesis, interpretability is treated as a requirement for trustworthy clinical Al
rather than as an optional feature. A system cannot be trusted simply because it performs
well on a benchmark. It must also leave behind a reasoning record that a clinician can

inspect, question, and verify. That is the role of the audit trail introduced here.

2.9 The Cross-Domain Knowledge Table

A very detailed knowledge table that closes this chapter was not produced in a single pass
through the literature. It emerged through a staged synthesis process carried out before any
architectural decisions were made for the proposed system. This matters because the table is
not simply a summary of prior work. It is the structure through which the literature was
translated into design requirements, and for that reason the way it was built forms part of the
method of this thesis.

The process began by analyzing each paper on its own terms, using the same four-part
structure followed throughout the review, namely the problem addressed, the approach taken,
the limitations that remained, and the design requirements implied by those limitations. At
this stage, the papers were kept within their own domains. No attempt was made yet to
connect trust psychology, human-robot interaction, automation, interpretability, or clinical
Al into a common framework. The aim was rst to understand each paper clearly before
drawing broader links across elds.

The next step was to extract the main constructs that each paper de ned, measured,

or treated as theoretically important. Each construct was then given a standard label together
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with an operational de nition grounded in the source text. By the end of this stage, roughly
70 construct instances had been identi ed across the 16 papers. It was also clear that
di erent elds were often describing the same underlying property in di erent language. For
example, integrity in organizational trust theory, honesty in interpersonal trust research, and
hallucination rate in medical language models all point, in di erent ways, to the same broader
concern, namely whether the system's behavior remains aligned with what its outputs imply.

Once those constructs had been identi ed, the next task was to merge instances that
described the same underlying property even when they came from di erent disciplinary
traditions. This cross-domain deduplication reduced the set from roughly 70 construct
instances to 57 distinct rows. The table was then expanded to include the measurement
method used in the source paper or papers, a uni ed operational de nition that could hold
across domains, the component of the proposed architecture that implements the construct,
and the speci c log event or code mechanism that con rms that implementation. At this
point, the table stopped being only a literature summary and became a bridge between theory
and system design.

The completed table was then reviewed for gaps, meaning places where the literature
clearly required a capability but no existing framework provided a computational implemen-
tation. Four such gaps emerged. The Ability-Benevolence-Integrity framework required
independent per-turn monitoring of those trust dimensions, but no prior clinical Al system
had implemented that computationally. The asymmetry identi ed by Yang et al. required a
design that prioritized prevention of catastrophic failure over small gains in average accuracy,
yet no prior system had translated that nding into hard-fail veto conditions. The ndings
of Esterwood and Robert showed that detected failure requires behavioral correction rather
than verbal reassurance, but no prior system had implemented silent automated correction in
response to failure. Finally, the logic of POMDP belief tracking required a way to detect
when the system'’s belief state had drifted away from the evidence or had stopped updating

despite new observations, yet no prior framework had implemented detectors such as ERI
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and BAD for that purpose. These gaps became the core design requirements that directly
shaped the ARS trust monitor, the hard-fail veto conditions, the Trust Correction Oracle,
and the belief-tracking layer.

The table that follows presents all 57 rows in their nal form. Itis organized by domain,
but each row remains traceable across domains through its source paper, measurement
method, uni ed de nition, and implementation point in the proposed architecture. In that
sense, the table is not only a record of what the literature says. It is the mechanism through

which the literature was converted into the design logic of the system developed in this thesis.
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Chapter 3 Methodology

This chapter presents the complete design of our proposed framework. Its purpose isto de ne
the problem the system is designed to solve, formalize the safety conditions the architecture
must enforce, explain how the problem decomposes into sub-problems, and describe the
mechanism used to solve each one. This chapter does not report experimental ndings.
Instead, it focuses on what was designed, why each design decision was necessary, and
how the architecture operates at the level of individual turns, internal state, and component
interactions. The organizing principle of the chapter is the distinction between mechanism
and measurement. Chapter 2 established the theoretical basis for the system by showing
that safe sequential clinical reasoning requires more than medical knowledge alone. It
requires explicit handling of evidential grounding, belief updating, adversarial validation,
trust monitoring, silent correction, and structural integrity. Chapter 3 translates those
requirements into a concrete architecture. Each component is therefore presented as a design
artifact grounded in a speci c failure mode and a speci ¢ safety need.

The chapter proceeds as follows. Section 3.1 de nes the formal problem and the
three safety invariants that the architecture must enforce. Section 3.2 decomposes the central
design problem into six sub-problems and states the research method for each. Section 3.3
presents the high-level system architecture, the four-layer pipeline, and the implementation
tiers used in the ablation design. Section 3.4 describes the shared agent state model and
supporting data structures. Sections 3.5, 3.6, 3.7, 3.8, 3.9, and 3.10 describe the six
safety components in detail. Section 3.11 explains the cumulative ablation design as a
methodological choice, and Section 3.12 describes the experimental protocol used in the

following chapter.
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3.1 Formal Problem Statement

Clinical diagnosis performed by an Al agent is a sequential decision-making process under
partial observability. The agent never has direct access to the patient's true underlying
condition. It must act from indirect and incomplete observations that arrive one turn at a
time, including patient-reported symptoms, physical examination ndings, and laboratory
test results. Each observation may be consistent with multiple possible conditions, none
resolves the diagnosis on its own, and some may be misleading if interpreted without
su cient context. This setting makes interactive diagnosis fundamentally di erent from
static question answering. The agent must gather evidence across turns, maintain a working
view of the possible underlying conditions, revise that view as new observations arrive, and
choose actions under uncertainty. The architecture proposed in this thesis is designed to
enforce safety-critical constraints in exactly this setting.

This distinction is important because many medical language models are evaluated
in static benchmark settings where all relevant information is presented at once and the task
is to select or generate a nal answer. Interactive clinical diagnosis is di erent. The agent is
forced to act on incomplete information. It must constantly weigh whether to gather more
data or commit to a nal call, all while navigating high uncertainty and even higher stakes.
A diagnosis made too early may be ungrounded. A diagnosis maintained too long in the
face of contradictory evidence may re ect anchoring bias. A diagnosis that is syntactically
malformed, unsupported, or inconsistent with the stated reasoning may still be unusable
even if its intuition was partly correct. The architecture proposed in this thesis is designed to

address these failure modes directly.

3.1.1 Partial Observability Belief Tracker Formulation

Let ( represent the large and unobservable range of possible patient health conditions, while

$ includes all test results, examination ndings, and patient reports, atwhsists of the
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actions:

= fASK_PATIENT-REQUEST_TEST-DIAGNOSISg* (3.1)

This setup can be modeled as a partially observable Markov decision process de ned
by
1(— -$- )func— $func— "0— (3-2)

where) tune, $ func, @and'  denote the health state transition function, the stochastic observation
function, and the terminal reward, respectively, with the reward equaf tbe nal diagnosis
matches the ground truth and O otherwise.

The remaining-turns ratio at turn C is de ned as

Ac= )C)—’l_ (33)

which takes the valuek0Q 0+8Q 0+6Q 0+4Q and0+20across the ve-turn encounter. The
diagnostic phase cis determined by the evidence record rather than the model's con dence.

The phase is de ned by three mutually exclusive conditions:

Final ifC =)-

Confirmation ifC Y)
c= and there existsg C (3-4)
such that TIER§° = Tier_1_Anchor—

SExploration  otherwise.

This phase variable is important because it prevents the architecture from relying on
the model's expressed con dence as a control signal. A model may sound highly certain

very early in a case, but such certainty alone is not enough to justify commitment. Instead,
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the system shifts from exploration to con rmation only when anchor level evidence is
actually present, and it enters the nal phase automatically at the end of the encounter. The
phase therefore governs the trust threshold, grounding probe activation, action masking, and
correction constraints. Itis determined entirely by the accumulated evidence record rather
than by the model's self reported con dence.

The agent must also maintain a belief stagewhich is represented operationally
in this system as an ordered di erential diagnosis rather than a numerical posterior over
a xed closed state space. At each turrsis updated from the full clinical ledger, the
previous di erential, and any anchor ndings already present. The key requirement is not
exact Bayesian solving in closed form but the preservation of belief state discipline, which
means that the current diagnostic hypothesis must remain explicit, revisable, and auditable
across turns.

This Belief tracker state machine formulation is not intended to imply that the
architecture performs exact numerical inference. Rather, it provides a formal framework for
understanding diagnosis as a sequential decision making process under partial observability.
What matters in this architecture is that diagnostic beliefs remain explicit, updatable, and

grounded in the evolving evidential record throughout the encounter.

3.1.2 The Three Safety Invariants

When language models are used for open-ended clinical diagnosis in a partially observable,
turn-based environment without architectural enforcement, several systematic failure modes
can emerge. This work focuses on three recurrent and safety-critical failure modes, each of
which de nes a safety invariant that the wrapper must enforce.

The rst invariant is evidential grounding. This mechanism ensures that a nal
diagnosis is not committed before the agent has gathered su cient objective evidence.
Without this constraint, a model might propose a disease name prematurely by relying on

plausible intuition rather than on a developed clinical record. Premature commitment is
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de ned as

PrematureCommit1Q=!opj-c C°=1 () O c=DIAGNOSIS * jbpg=0 * CY)e
(3.5)
The evidential grounding invariant requires that this quantity rerfiaan all times. In
practical terms, the system must not allow diagnosis to be committed when no objective
ndings have yet been collected.

The second invariant is belief consistency. The architecture must ensure that the
agent's current leading hypothesis remains aligned with the objective evidence gathered so
far. This invariant addresses anchoring bias, which appears in two related forms.

The rst form is belief stasis. LeBiCOdenote the top-ranked diagnosis at t@n
Belief stasis is de ned as

Stasisc=1 ( 3 ,©=3"=3°% 2|l oy b 1o (3.6)
This captures the case in which the model has e ectively stopped updating its working
diagnosis even though new information is available.

The second form is evidence-belief divergence. This occurs when the leading
diagnosis and the actual objective ndings have drifted apart semantically. The architecture
measures this using the Evidence Reversal Index, or ERI, which computes the overlap
between the token content of the leading di erential and the conclusions implied by the
objective ledger. Letonclusions!hy;_& denote the named conclusions extracted from

objective ndings. Then:

tokenslécg \ tokenstconclusionst by, &°
ERIc= - . (3.7)
max jtokenslé%j—jtokens1conclusionsold,-_&°j

The belief consistency invariant requires tB&lc 010 whenever at least two objective
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ndings are present. This threshold gives the architecture a concrete way to detect when the
leading diagnosis no longer meaningfully re ects the evidence accumulated so far.

The third invariant is structural integrity. Even when a model is partly correct
in spirit, its output may still be unusable if the proposed action is malformed. Structural
incoherence can appear in several ways. A diagnosis string may be too long or fail noun
phrase validation. A requested test may be fabricated or unavailable in the scenario. In some
cases, th&d HOUGHINdACTIONelds may directly contradict one another. The structural
integrity invariant therefore requires that every committed action be valid, well-formed, and
logically coherent before execution.

Taken together, these three invariants de ne the minimum safety conditions that the
wrapper must enforce. Evidential grounding prevents unsupported commitment. Belief
consistency prevents drift and stasis in the evolving diagnosis. Structural integrity ensures

that every committed action is syntactically valid and logically usable.

3.1.3 The Central Design Problem

Let" be alanguage-model agent that produces sequential clinical decisions in the partial
observability belief tracker setting de ned above. The task is to construct an architectural

wrapper, such that, for every tur@and every scenarib, the composed systerh"°

enforces the three safety invariants of evidential grounding, belief consistency, and structural
integrity.

More concretely, the wrapper must ensure that diagnosis is not committed before
objective evidence has been gathered, that the leading di erential remains aligned with
the accumulated objective ndings, and that every committed action is structurally valid
and logically coherent. At the same time, the wrapper must do this without access to the
model's weights and without unnecessarily overriding decisions that are already safe and
well grounded.

This last requirement is essential. A wrapper that simply blocks large classes of
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behavior indiscriminately may reduce one type of failure while introducing another. The
design problem is therefore not only to constrain the model, but to constrain it selectively
and intelligently. The architecture must intervene where the model's raw behavior is unsafe,
while preserving the value of its reasoning where that reasoning is already adequate.

In that sense, the problem addressed in this thesis is not knowledge injection. It
is not solved by making the model know more medicine in the abstract. It is a problem
of controlling the reasoning process at inference time so that evidence, belief updating,
consensus formation, trust auditing, correction, and action structure remain aligned with the

requirements of safe interactive diagnosis.

3.2 Problem Decomposition and Research Methods

The central design problem de ned in the previous section is too broad to be solved by
a single mechanism. Enforcing evidential grounding, belief consistency, and structural
integrity in a sequential clinical environment requires several di erent kinds of control
operating at di erent stages of the reasoning process. Some of those controls must act on
incoming evidence. Others must act on the evolving diagnostic hypothesis, on the debate
process, on the nal proposed action, or on the system's response when a failure has already
been detected. For that reason, the problem is decomposed here into six sub-problems.
Each sub-problem corresponds to a speci c failure mode, and each is addressed by one
architectural component.

This decomposition is not arbitrary. It follows directly from the logic of the three
safety invariants and from the theoretical requirements and limitations of existing models
identi ed in Chapter 2. To ensure the system only commits when it has evidence-backed
certainty, it must rst be able to distinguish strong ndings from noise. Similarly, if the
goal is a consistent diagnostic trail, the system needs a dedicated way to track and update
its hypothesis throughout the encounter. If it is expected to use multi-agent debate without

mistaking consensus for correctness, then it must subject consensus to adversarial and
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biological validation. If it is expected to avoid unsafe actions, then every proposed action
must be audited before commitment. If it is expected to recover from failures, then it must
be able to generate a replacement action rather than merely block the failed one. And if
the safety layer is expected to improve performance rather than degrade it, then it must
include a mechanism for suppressing false positives. These six requirements de ne the
six sub-problems that structure the architecture. The following subsections de ne each

sub-problem in turn and identify the mechanism used to address it.

3.2.1 Evidence Quality Classi cation

Before any nding can be used to satisfy the evidential-grounding invariant, the system
must decide whether that nding is strong enough to function as a diagnostic anchor. In
clinical reasoning, not all evidence has the same status. Some ndings are pathognomonic or
otherwise highly speci c and can support strong diagnostic commitment. Others are merely
supportive and remain compatible with many di erent conditions. If the system fails to
distinguish between these two cases, then all later reasoning becomes unstable. It may either
treat weak ndings as if they were decisive or fail to take decisive ndings seriously enough.
Thisissue cantherefore be stated as follows: given an obseratidine form of a test
result or examination nding, determine whether it should be classi ed@ll&R_1 ANCHOR
or TIER_2_SUPPORTINABd do so in a way that is reliable enough to be used as a hard
downstream constraint. This is not just a tagging problem. It is a control problem, because
the output of this classi er governs whether the system may enter con rmation mode,
whether the Belief Tracker layer may permit diagnosis, whether the Recursive Grounding
Probe must activate unconditionally, and whether the Trust Correction Oracle may treat a
nding as decisive.
This sub-problem is addressed by the TIER Evidence Classi er, described in
Section 3.5. The classi er uses a four-stage method combining a primary LLM decision,

rule-based linguistic safety checks, Deterministic self-audit, and mini-ensemble tie-breaking.
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The purpose of this layered design is to make the classi cation strong enough to serve as a

structural decision rather than a soft suggestion.

3.2.2 Belief State Maintenance Under Partial Observability

Belief state maintenance is essential to the architecture because belief consistency cannot be
enforced unless the system has an explicit representation of what it currently considers most
likely. In an interactive diagnostic setting, the model's implicit internal state is not su cient,
since it cannot be inspected directly, compared across turns, or automatically checked against
the evidential record. An explicit belief representation is therefore necessary.

The architecture must preserve an evolving di erential diagnosis across turns in a
way that remains visible, updatable, and monitorable for failure. This requires the system
to maintain a working belief state, revise it as new observations arrive, detect when it has
stopped changing despite new evidence, and detect when it no longer matches what the
objective tests imply. Without these operations, the architecture would have no computational
handle on anchoring bias.

To meet this requirement, the framework includes the Partial Observability Belief
Tracker described in Section 3.6. The tracker uses a language model driven UpdateBeliefState
module together with two explicit detectors. The Evidence Reversal Index detects divergence
between the leading diagnosis and the objective evidence, while the Belief Anchoring
Detector detects belief stasis across turns. Together, these mechanisms operationalize the

belief consistency invariant in a form that can be monitored and enforced.

3.2.3 Adversarial Consensus Validation

A crucial aw in multi-agent reasoning is the presumption that agreement equals truth.
Although the proposed design deliberately avoids a single unprocessed language model
call in favor of a structured discussion, discussion by itself does not ensure accuracy. If

multiple agents misread the same evidence or share similar biases, they may quickly reach
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the same incorrect conclusion. Agreement therefore provides a useful signal, but it is not
self-validating.

The design challenge is to ensure that multi-agent agreement is subjected to mean-
ingful challenge and independent evidence-based checking before it is allowed to guide
nal action. This requires two distinct capabilities. First, each debate round must include
genuine adversarial pressure rather than repeated agreement. Second, when divergence is
high or anchor evidence is present, the system must independently test whether the proposed
diagnosis is biologically consistent with the strongest objective ndings already recorded.

This challenge is addressed by the Multi-Specialist Debate Module described in
Section 3.7. The module includes mandatory Devil's Advocate injection, which forces one
debate role to challenge the emerging conclusion, as well as Divergence-Driven Recursive
Hardening and the Recursive Grounding Probe, which together determine when disagreement
or anchor evidence requires independent grounding veri cation. The goal of this component

is not to remove debate, but to make debate accountable to evidence.

3.2.4 Per Decision Trustworthiness Auditing

Even if the system has classi ed evidence correctly, maintained an explicit belief state, and
run a structured debate, it still must decide whether the proposed action at the current turn
is safe enough to commit. This judgment cannot be left to retrospective evaluation after
the action has already been executed. It must happen before commitment. The system
must evaluate every proposed action against multiple trust-relevant dimensions, compare
the resulting assessment with a phase-sensitive standard, and veto actions that fall below
that standard or trigger a hard-fail condition. This is the point in the architecture where
evidential grounding, consistency, appropriateness of timing, and structural alignment
between reasoning and action are checked together.

This sub-problem is addressed by th@aptive Reasoning Scrutiny trust moni-

tor, described in Section 3.8. ARS uses a three-stage pipeline consiskagtdirustPass ,
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targeted probes, and full multi-dimensional trust assessment. It produces a phase-weighted
trust score, applies hard-fail conditions where necessary, and acts as the immediate pre-

commitment audit layer for all actions.

3.2.5 Failure Recovery Without Verbal Repair

This stage begins once a failure has already been detected. A veto by itself is not enough. If
the system can only block unsafe behavior without generating a replacement, it may prevent
one failure while leaving the encounter unable to proceed. In a sequential diagnostic setting,
the architecture must therefore include a recovery mechanism that can replace a failed action
with a better one.

The design challenge is to generate a grounded replacement action when a veto
res, and to do so silently rather than through verbal self-justi cation. This design follows
directly from the trust-repair literature reviewed in Chapter 2, which showed that behavioral
correction is more e ective than verbal reassurance after observed failure. Once the system
has identi ed an unsafe action, its responsibility is to improve the action rather than explain
away the error.

This challenge is addressed by the Trust Correction Oracle described in Section 3.9.
The Oracle uses a structured fallback chain that rst attempts to salvage a valid action from
the failed trace, then synthesizes a correction from evidence, and nally forces selection
from valid grounded alternatives when needed. In this way, the architecture treats recovery

as a decision problem rather than a messaging problem.

3.2.6 False-Positive Suppression

The nal design challenge is false-positive suppression. A safety architecture that res
too aggressively can be harmful even if each individual safeguard is well motivated. If
the monitoring layer repeatedly blocks correct actions because of minor variability in the

language model's wording or because of auxiliary low-signal dimensions, the architecture

59



may reduce performance below the baseline it was intended to improve. Therefore, safety
requires not only sensitivity to true failures, but also restraint in the presence of well-grounded
actions.

As a result, the system must discriminate between truly dangerous behaviors and
actions that are objectively well grounded but score poorly on secondary dimensions due to
output unpredictability, stylistic noise, or non-critical defects. Without this distinction, the
trust monitor could become a source of preventable harm.

This challenge is addressed by Comp-Shield, which is described as part of the ARS
monitor in Section 3.8. Comp-Shield suppresses vetoes that arise only from auxiliary
dimension noise when the competence score indicates strong objective evidential grounding.
Hard-fail conditions remain unconditional, but grounded actions are protected from unnec-
essary interference. This mechanism ensures that the architecture remains selective in its

corrections and does not sacri ce accuracy in the name of excessive caution.

3.2.7 Summary of the Decomposition

The TIER classi er determines which ndings can anchor downstream reasoning. The
belief tracker maintains and monitors the evolving di erential diagnosis. The debate
module improves reasoning while refusing to treat consensus as self-validating. ARS audits
each proposed action before commitment. The Trust Correction Oracle generates better
grounded replacements when failure is detected. Comp-Shield prevents the safety layer from
overcorrecting already grounded behavior.

Taken together, these six components do not operate as independent add-ons. They
form a coordinated control architecture. The output of the TIER classi er shapes the belief
tracker and the grounding probe. The belief tracker and the debate module in uence what
ARS receives for auditing. ARS determines when correction is required. The correction
oracle depends on the memory structures, ledgers, and action constraints de ned elsewhere

in the system. The architecture is therefore modular in design but integrated in operation.
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The next section describes that integration at the level of the full system.
Table 3.1 summarizes how each sub-problem identi ed in this chapter maps to its

corresponding architectural component and primary solution method.

Table 3.1: Mapping from sub-problems to architectural components and primary methods

Sub-problem Component Primary method

Evidence quality classi cation TIER Evidence Classier Four-stage staged classi cation

Belief-state maintenance Partial Observability Be- Explicit di erential with ERI and
lief Tracker BAD monitoring

Adversarial consensus validationMulti-Specialist Debate Multi-specialist reasoning with
Module DDRH and RGP

Trust auditing ARS Trust Monitor Three-stage trust audit

Failure recovery Trust Correction Oracle Hierarchical correction

Structural validation Structural Integrity Gate Deterministic admissibility

checks

3.3 High-Level System Architecture

The proposed architecture, shown in Figure 3.1, ensures that information ows through
the system in a controlled sequence at each interaction, so that the reasoning process
remains modular, auditable, and enforceable. It is structured so that the next clinical step
is not determined by a single raw model output. Instead, evidence interpretation, belief
maintenance, debate-based reasoning, and safety enforcement are handled in distinct layers.
This organization assigns a speci ¢ control function to each stage and makes the overall
process easier to inspect, diagnose, and regulate when failures occur.

At a high level, each turn begins with a new patient observation, which updates the
system’'s internal state and memory structures while also entering the evidence-processing
pipeline. The resulting ledger state supports evidence interpretation, belief updating, and
structured multi-specialist debate in the reasoning layer. A safety layer then audits the
proposed action, applies vetoes or corrections when necessary, and checks structural integrity
before any action is executed in the environment. In this way, no action is committed without

rst passing through the full sequence of evidence interpretation, reasoning, and safety
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control.
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Figure 3.1: High-level four-layer architecture of the proposed system. Each turn begins
with a new patient observation, which updates the encounter state, passes through evidence
interpretation, supports belief tracking and multi-specialist debate, and is then subjected to
safety auditing before any action is executed.
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3.3.1 The Four-Layer Pipeline

The rst layer is the infrastructure layer, which does not make clinical decisions itself but
provides the shared state on which all higher layers depend. The main purpose of this layer
is to manage scenario isolation, clinical memory, the clinical ledger, the forbidden-action
list, and the scenario-speci c test catalog. Its role is to ensure that each component in the
system operates from a consistent and current representation of the encounter. Without this
layer, the higher-level components would have no stable basis for reading past observations,
checking prior actions, or determining which evidence is currently available.

The second layer is the evidence layer which interprets incoming information in a
clinically meaningful way. Its main responsibility is to determine whether a newly arrived
nding is strong enough to function as a diagnostic anchor. This is done through the TIER
classi er and the evidence-locking mechanisms built around it. The layer therefore converts
raw observations into evidence signals that later components can rely on as hard constraints.
The key design principle here is that reasoning quality depends on evidence quality. If weak
ndings are treated as decisive, or decisive ndings are treated as weak, then every later
stage of reasoning becomes unstable.

The third layer is the reasoning layer. This layer contains two parallel but tightly
connected processes: belief tracking and multi-specialist debate. The belief tracker maintains
the evolving di erential diagnosis as the case develops across turns. The debate module
generates specialist opinions, introduces adversarial challenge, synthesizes a shared report,
and produces a candidate next action. These two processes are placed in the same layer
because they serve related but di erent functions. The belief tracker maintains continuity
across time, while the debate module improves the quality of turn-level reasoning. Together
they form the core inference engine of the architecture.

The fourth and nal layer is the safety layer that sits directly before commitment and
is responsible for determining whether the proposed action is safe enough to execute. It

contains the Adaptive Reasoning Scrutiny trust monitor, the Trust Correction Oracle, and the
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Structural Integrity Gate. If the proposed action is well grounded, coherent, and structurally
valid, it is allowed through, whereas if it is unsafe, the safety layer may veto it, generate a
replacement, or block it outright. This nal positioning is deliberate. Safety checks must be
applied after a concrete action has been proposed, but before that action can change the state
of the encounter.

The layered structure therefore re ects the actual order in which safe sequential
reasoning must occur. At the architectural level, the system rst establishes and maintains the
encounter state, then interprets the evidential signi cance of new ndings, then reasons over
the accumulated state and evidence, and nally determines whether the resulting action can
be trusted. Figure 3.1 makes this ordering visually explicit, but the logic of the architecture

is equally important, since each layer constrains the one that follows it.

3.3.2 Information Flow Across a Turn

The architecture operates repeatedly over the ve-turn encounter. At the start of each turn,
the system receives the current patient observation from the AgentClinic environment. This
observation is rstintegrated into the system's current encounter state and memory structures.
If the observation is objective, such as a test result or examination nding, itis passed through
the TIER classi cation pipeline and assigned an evidence tier. If it is subjective, such as a
patient report, it is stored separately in the subjective ledger. If a previously requested test
failed or is unavailable, that information is stored in the failed-action ledger and added to the
forbidden list.

Once the current state and evidence context have been updated, the belief tracker
updates the current di erential diagnosis. At the same time, the debate module determines
which specialists are relevant to the case, gathers their opinions, injects the Devil's Advocate,
synthesizes the debate output, and prepares a candidate THOUGHT EVIDENCE ACTION
decision. If disagreement is su ciently high, or if anchor evidence is present, the Recursive

Grounding Probe is activated to independently test whether the proposed diagnosis remains
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biologically consistent with the strongest objective ndings in the ledger.

The proposed action then enters the safety layer. ARS evaluates the action across
trustworthiness dimensions and determines whether it should pass, fail, or trigger deeper
probing. If a hard-fail condition is encountered, the action is vetoed immediately. If the
action fails after full audit, the Trust Correction Oracle attempts to generate a replacement.
The resulting action is then subjected to nal structural and action-validity checks before
commitment.

This turn-level ow is central to the architecture. It ensures that the system never
relies on a raw model output as the nal decision. Every action must emerge from state

tracking, evidence interpretation, reasoning, auditing, and structural validation in sequence.

3.3.3 Three-Stage Implementation Progression

The architecture was not built all at once. It emerged through three successive implementation
stages, and these are important because they de ne the basis of the ablation study.

Stage 1 corresponds to the original AgentClinic doctor-agent setting, adapted within
our implementation environment. In this form, the doctor agent makes a single raw language-
model call per turn and commits the result immediately. There is no explicit belief state,
no evidence classi cation, no specialist debate, no trust monitoring, and no correction
mechanism. The system receives the current observation, generates a combined reasoning
trace and action, and executes it. This stage serves as a conceptual reference point because
it captures the closest single-agent baseline on top of which the later architectures were
developed. However, it is not used as an ablation arm because its mechanism di ers too
substantially from the later debate-based stages.

Stage 2 corresponds to a MedAgents-style debate baseline implemented within
the AgentClinic environment. Because the original MedAgents paper does not provide
a fully speci ed implementation that can be directly inserted into this sequential clinical

setting, this stage was constructed by combining the algorithmic description in the paper
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with implementation details available in the MedAgents GitHub repository and adapting
them to the surrounding AgentClinic framework. This is the rst point at which structured
multi-specialist debate enters the sequential diagnostic loop. At each turn, the system runs
the ve-step consensus orchestration process, gathers specialist opinions, performs consensus
veri cation, and returns a nalTHOUGHT, EVIDENCE and ACd#&Oision. However, the

safety architecture remains absent at this stage. There is still no TIER classi cation, no
belief tracker, no trust monitor, no correction oracle, and no structural gate. This stage serves
as the debate baseline for the ablation study.

Stage 3 is the full proposed architecture. In this form, the Stage 2 debate module is
extended with the full evidence, belief-tracking, trust-auditing, correction, and structural-
control architecture. Incoming ndings are tier-classi ed and locked, the belief tracker
is updated explicitly, debate divergence can trigger grounding probes, ARS audits every
proposed action, the correction oracle repairs failures, and the structural gate remains as the

nal checkpoint before commitment. This stage is a qualitatively di erent system because
every decision now passes through layered architectural control.

The three-stage progression matters methodologically because the ablation study
does not compare arbitrary system variants. Instead, it compares controlled cumulative
additions built on top of a stable debate baseline. In this way, the architecture described in

this chapter is directly aligned with the experimental design described later.

3.3.4 DSPy as the Structural Backbone

A key engineering choice in the proposed architecture is that the full pipeline is implemented
using DSPy typed signatures rather than hand-written prompt strings. This choice is central
to the architecture, because the system depends on many interacting modules whose outputs
must remain structurally valid and predictable across turns. In a prompt-only implementation,
one module might silently return a free-form paragraph when the next module expects a

structured eld. In this architecture, that type of failure is prevented at the module boundary.
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Each DSPy module declares named inputs, named outputs, and typed output
constraints. This makes every component easier to inspect, test independently, and integrate
into a larger pipeline, while also making the architecture enforceable. A module that is
supposed to return a tier label, a ranked di erential, or a structured audit result cannot
silently return something incompatible without triggering parsing or validation failure.

The system also uses a consistEHOUGHT EVIDENCE ACTStiture for every
decision. This structure is derived from tReAct paradigm but is embedded here as an
architectural constraint rather than as a prompting style alone. The THOUGHT eld contains
explicit clinical reasoning. The EVIDENCE eld records the supporting ndings drawn
from the ledger. The ACTION eld contains exactly one valid action from the allowed
action space. This representation matters because later safety mechanisms, especially the
ARS Consistency Probe and the Structural Integrity Gate, depend on being able to evaluate
not only what action was proposed, but whether that action follows from the reasoning and

evidence that preceded it.

3.3.5 Architectural Logic of the Full System

The full architecture can be understood as a sequence of increasing commitments. The
infrastructure layer stores what the system knows. The evidence layer determines how much
trust to place in a new nding. The reasoning layer decides what the current case most likely
means and what the next step should be. The safety layer determines whether that next step
is acceptable. Each layer therefore narrows the space of permissible behavior.

This is what makes the proposed system an architectural wrapper rather than simply
a better prompt or a more specialized model. The system does not assume that a raw model
output should be trusted unless it appears uent or medically plausible. It requires that the
output be grounded in evidence, remain consistent with the evolving belief state, survive
adversarial and trust-based scrutiny, and satisfy structural checks before it can a ect the

clinical encounter.
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For that reason, the architecture should not be interpreted as a single mechanism.
It is a multi-component control system in which each module addresses a distinct safety
requirement, while the full e ect emerges from their interaction across the diagnostic
pipeline. The classi cation layer shapes the reasoning layer. The reasoning layer produces
the candidate action audited by the safety layer. The safety layer, when necessary, routes
back through correction paths that depend on the ledger, memory, and belief state. The

architecture is modular in description, but tightly integrated in operation.

3.3.6 Summary of the Architecture Section

At a very high level, this thesis proposes a four-layer, turn-based control architecture for
interactive clinical diagnosis. The architecture wraps a debate-based reasoning core with
explicit evidence handling, belief-state maintenance, trust auditing, correction logic, and
structural validation. The purpose of this design is not only to improve reasoning quality,
but also to ensure that reasoning remains constrained by evidence, visible to audit, and
correctable when failure occurs.

The next section moves from the high-level architecture to the shared state model
that makes this layered design possible. That state model is important because all six safety
components depend on the same memory structures, ledgers, phase variables, and action
constraints. Without those shared data structures, the architecture would not function as a

coordinated system.

3.4 Shared Agent State Model and Data Structures

The components described in the previous section do not operate on raw model outputs
alone. They rely on a shared internal state that records what has already happened in
the encounter, what evidence has been gathered, which actions are no longer valid, what
the current diagnostic phase is, and what working diagnosis the system is maintaining.

This shared state forms the operational backbone of the framework. Without it, the six
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safety components would function only as isolated checks. With it, they become part of a
coordinated sequential system.

This section describes the shared state model that corresponds to the infrastructure
layer in the high-level design and provides the persistent data structures that every higher-
layer component reads from and writes to. The infrastructure layer does not make clinical
decisions on its own. Its role is to maintain the memory structures, ledgers, counters, and
state variables that allow later components to reason coherently across turns. In this sense,

the infrastructure layer is what gives the rest of the architecture continuity.

3.4.1 Diagnostic State Machine

At every turn, the system maintains a diagnostic phase variable, denoted tashich
takes one of three values, namely Exploration, Confirmation, or Final. This phase is
not inferred from the model's language, con dence, or rhetorical certainty. Instead, it is
determined entirely by the objective evidence record and the turn index.

The Exploration phase is the default starting phase of every encounter. At this
stage, the system assumes that the evidential record is still incomplete. The trust threshold is
lower because strong commitment is not yet expected, and the Recursive Grounding Probe is
less aggressive because anchor-level evidence may not yet be present. The Belief Tracker
Hard Block also operates in a limited form during this phase. It blocks diagnosis when
the objective ledger is completely empty, but otherwise allows exploratory reasoning and
information gathering to continue.

The Confirmation phase begins automatically when the rst Tier_1_Anchor

nding enters the objective ledger. This transition matters because anchor-level evidence
changes the structure of the decision problem. Once a pathognomonic or otherwise
diagnostically decisive nding is present, the architecture becomes stricter. The trust

threshold rises, the divergence threshold for the Recursive Grounding Probe is lowered, and

the Hard Block applies with full strictness. Once decisive evidence exists, later actions are
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expected to re ect that evidence rather than continue treating the case as open ended.

The Final phase begins on the last available turn of the encounter and is triggered
by turn position rather than by evidential content. Its purpose is to ensure that the system
behaves di erently when the interaction is about to end. At this point, the trust threshold
reaches its highest level because nal commitment now carries the full cost of the encounter,
and the Trust Correction Oracle is no longer permitted to propose additional test requests.
By the last turn, the system must either commit to a diagnosis or return the best grounded
action available under the remaining constraints.

The purpose of this diagnostic state machine is to ensure that the system's safety
posture is determined by the evidential state of the encounter rather than by the model's
expressed con dence. A raw model may sound highly certain at turn one, but that certainty
is not itself evidence. The state machine ensures that control becomes stricter only when the

encounter has reached the corresponding evidential or temporal condition.

3.4.2 Clinical Memory Architecture

The framework uses a three-part memory structure designed for sequential clinical reasoning.
The memory state can be represented as the tuple” -",) =" + °, where each
element serves a distinct function.

The rstelement," () , is the short-term memory bu er. It stores the full raw text of
the most recent turns in the encounter and preserves the immediate local context needed
for high-quality reasoning. This includes the information most likely to matter for the next
decision, such as recent symptoms, the latest test result, recent specialist reasoning, and the
most recent nal action.

The second element, ;) , is the long-term memory bu er. It stores compressed
summaries of earlier turns that are no longer retained in raw form within short-term memory.
This bu er prevents important encounter history from disappearing once the local context

window becomes crowded. In this way, continuity is preserved without requiring the full
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raw text of the entire encounter to remain active at every step.

The third element;’ . , is the key-value ndings cache. This structure maps
completed test actions to their corresponding full result text. Its role di ers from that of
the rsttwo bu ers. Rather than storing general conversational history, it supports direct
constant-time retrieval of speci c test results. This is especially important for the Trust
Correction Oracle, which may need to recover the exact content of a prior objective nding
when constructing a replacement action. The retrieval operatidh pnuses keyword
overlap matching rather than embedding based semantic search. A query string is tokenized,
and the cache entry containing the highest count of matching query tokens is returned.
This design was chosen to eliminate external dependencies and maintain reproducibility on
local compute. A vector database retrieval system would introduce non determinism from
embedding model versions and index con gurations that are di cult to control across 1,060
simulation runs.

This three-part memory design is inspired by hierarchical memory frameworks
such as MemGPT, but it is extended here with clinical constraints that generic memory
systems do not provide. In particular, the architecture treats Tier_1 Anchor ndings as
categorically di erent from ordinary supporting evidence. Anchor ndings are never evicted
from short-term memory on the basis of recency alone. They remain in immediate context
regardless of when they were rst observed, because they may continue to govern diagnostic
commitment later in the encounter.

By contrast, Tier_2_Supporting ndings are subject to least-recently-used eviction
once the objective ledger reaches its capacity limit. This di erence in treatment re ects a
central principle of the design. Memory management in clinical reasoning should not be
based only on recency. It should also re ect evidential importance.

The system also enforces di erent context budgets for di erent classes of ndings.
Anchor-level ndings are allocated more textual space than supporting ndings. This ensures

that diagnostically decisive evidence is preserved with enough detail to remain usable by
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downstream components, while less decisive evidence is stored more compactly.

3.4.3 Clinical Ledger

The clinical ledger is the central record of what the system currently knows and can be
represented as the tuples ! 519 !gp1s 5042, where each component stores a di erent
class of information and serves a di erent role in the diagnostic process.

The rst component] -14 is the objective ledger. It stores all objective ndings
received during the encounter, including test results and examination ndings, together with
any associated TIER labels. This is the most important ledger for evidential grounding.
Components such as the Partial Observability Belief Tracker Hard Block, the Recursive
Grounding Probe, and the competence dimension of ARS rely primarily on the contents of
this ledger when determining whether a diagnosis is adequately supported.

The second componeritgp1 gis the subjective ledger, which stores patient-reported
symptoms that remain clinically useful but do not have the same evidential strength as an
objective test result. It can help guide further questioning or testing and may remain part of
the evolving di erential diagnosis, but it does not count as anchor evidence in the same way
as a decisive laboratory or examination nding.

The third component, s og; is the failed-action ledger. It stores information about
tests or actions that were attempted but could not be completed successfully. A test may be
unavailable in the scenario, invalid in the current setting, or already attempted previously.
Recording such failures is important because later components must know not only what
evidence exists, but also which actions are no longer valid options.

This three-ledger design resolves a central problem that would arise if all information
were stored in a single undi erentiated memory stream as objective ndings, subjective
reports, and failed actions do not carry the same diagnostic meaning. By separating them
structurally, the architecture prevents later mechanisms from treating them as interchangeable

forms of evidence.
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3.4.4 Forbidden List, Test Catalog, and Ask-Streak Counter

The system maintains several additional supporting structures that shape which actions are
allowed at each turn.

One of these is the forbidden-action list, which is a dynamically updated set containing
tests or actions that must not be repeated. An action may enter this set because it has already
been completed, because it failed previously, or because it is explicitly prohibited by scenario
constraints. The forbidden-action list helps prevent repetitive loops, invalid retesting, and
unnecessary correction attempts that simply reissue already blocked actions.

Another important structure is the test catalog, which is a scenario-speci c list of
diagnostic tests that are actually available for the current patient case. Test names proposed
by the model are checked against this catalog before they can be executed. This gives the
architecture a concrete way to detect fabricated or unavailable tests rather than allowing
them to pass as plausible-looking text. The test catalog is extracted lazily rather than all at
once during global initialization, which ensures that the set of available tests is determined
independently for each scenario.

The architecture also maintains an ask-streak counter, which records the number of
consecutiveASK_PATIENActions taken by the system. Its purpose is to detect low-value
conversational loops in which the model continues to ask the patient for more information
without moving toward objective evidence collection or grounded commitment. The counter
therefore acts as a simple but useful signal for later components that monitor excessive

reliance on subjective questioning.

3.4.5 Scenario Isolation Protocol

Because the system is evaluated across many clinical scenarios in sequence, it must prevent
the internal state of one scenario from contaminating another. This is especially important
when high-throughput model serving engines may reuse internal cache structures across

requests. Without explicit isolation, residual information from one patient case could
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in uence the next and thereby undermine experimental validity.

To prevent this, the architecture uses a scenario isolation protocol that performs a
coordinated hard reset at every scenario boundary.

One mechanism is cache-busting parameter injection. A scenario-speci ¢ parameter
is passed to the model backend at the start of each scenario. Although this parameter carries
no clinical meaning, it forces the backend to treat the request as belonging to a new cache
context rather than as a continuation of the previous case.

Another mechanism is state erasure. All DSPy module state, accumulated context,
internal counters, memory bu ers, and temporary reasoning structures are reset at the
Python-object level. This includes the diagnostic phase, the current leading hypothesis, the
forbidden list, the specialist set, the notebook, the correction log, and all trust-monitor state.

The protocol also relies on lazy test-catalog extraction. Rather than carrying forward
any previously loaded catalog, the system extracts the available tests for the current scenario
only when the new encounter begins. This prevents the test space of one scenario from
leaking into another.

Together, these mechanisms ensure that each patient scenario is treated as an
independent unit of analysis. In this way, the system preserves not only internal clinical

coherence within a scenario, but also clean isolation across scenarios.

3.4.6 Role of the State Model in the Full Architecture

The state model described in this section is not an auxiliary implementation detail. It is
the substrate that makes the full architecture possible.TTER classi er depends on the

ledger to determine where new ndings should be stored. The belief tracker depends on
the objective ledger, subjective ledger, and anchor set when updating the di erential. The
debate module depends on the current phase, the memory state, and the specialist context.
ARS depends on the phase, the ledgers, and the prodd$@ddGHT, EVIDENCE, and

ACTIONMtructure. The Trust Correction Oracle depends on the key-value ndings cache, the
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forbidden list, and the test catalog. The Structural Integrity Gate depends on the current
action space and prior failures.

In this sense, the infrastructure layer does not merely hold information. It de nes
the operational environment in which every higher-level component becomes meaningful.
Without the diagnostic state machine, memory hierarchy, ledger separation, forbidden-action
tracking, and scenario isolation protocol, the six safety mechanisms would not function as a
coordinated system.

Taken together, these shared data structures determine how information is preserved,
updated, constrained, and passed forward across turns. They ensure that the system's safety
posture can change with the evidential state of the encounter, that prior ndings remain
accessible when needed, and that later components operate on a coherent and isolated view
of the current case. The next section turns from these supporting structures to the rst safety
component, the TIER Evidence Classi er, which determines whether a newly arrived nding

is strong enough to function as a diagnostic anchor.

3.5 TIER Evidence Quality Classi er

The TIER Evidence Classi er is the rst active safety component in the architecture and one
of the most consequential. Its purpose is to determine whether a newly arrived objective
nding should be treated as diagnostically decisive or merely supportive. This distinction is
fundamental to the design because later components do not simply consume raw ndings as
they arrive. They rely on the classi er to determine whether a nding is strong enough to
constrain the belief state, activate the con rmation phase, trigger unconditional grounding
checks, or justify nal diagnostic commitment.

The central idea behind this component is simple. Not all evidence should be treated
equally. In clinical reasoning, some ndings are highly speci ¢ and can strongly anchor
a diagnosis, whereas others are compatible with many di erent conditions and therefore

provide only partial support. If the architecture fails to separate these two classes, everything
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that follows becomes unstable. A weak nding may be treated as decisive and push the
system toward premature commitment, while a decisive nding may be diluted into the
background and fail to shape later reasoning strongly enough. The classi er exists to prevent
both of these errors.

For that reason, its output is not merely descriptive. It functions as a structural signal
that changes how the rest of the system behaves. A nding classi &tkasl Anchor may
enter the evidence lock, change the diagnostic phase from ExploratioG@dmfirmation
activate the Recursive Grounding Probe even in the absence of high divergence, and constrain
the belief tracker so that the leading diagnosis must account for it. A nding classi ed as
Tier_2_Supporting , by contrast, remains diagnostically relevant but does not carry those
same downstream consequences.

The design objective is therefore to convert a raw objective observation into a binary
evidential category that is reliable enough to be used downstream as a hard constraint.
This requires the classi er to apply a stricter standard than a general-purpose medical
summarizer. If a weak or ambiguous nding is incorrectly promoted to anchor status, the
error can propagate into multiple later stages of the system. The architecture may shift
into con rmation mode too early, over-constrain the belief tracker, or force later probes to
treat a non-decisive nding as if it were pathognomonic. For this reason, the classi er is
intentionally asymmetric in its error tolerance. A false anchor is more dangerous than a false
demotion.

At the same time, the classi er must recognize anchor-level ndings when they
appear. If such evidence is missed, the system may remain in exploration mode for too long,
fail to update its belief state appropriately, and delay the point at which objective evidence
should begin to dominate the case.

To achieve this, the classi er is implemented as a four-stage pipeline rather than as
a single raw model judgment. Each stage serves a di erent function, and the sequence is

designed so that later checks can correct errors introduced eatrlier.
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3.5.1 Primary LLM Classi cation

The rst stage is the primary LLM classi cation step. When a new objective nding enters
the system, its text is passed to a DSPy module that returns a structured XML output. This
output contains a proposed TIER label together with supporting metadata that later layers
will inspect. The primary module is designed to answer not only the overall classi cation
question, but also several narrower questions that make the decision more transparent and
easier to audit.

The module records three key dimensions. The rstis if the nding explicitly names
a disease entity. The second is whether it describes a speci ¢ morphological, biochemical,
or named pattern that may be diagnostically decisive even if it does not literally state a
disease name. The third is consideration between the nding contains hedging or uncertainty
language, such as suggesting, possible, consistent with, or may indicate. These three
dimensions are important because they allow later stages of the classi er to distinguish
between ndings that are speci ¢ but implicit, and ndings that merely sound plausible
while remaining uncertain.

The primary classi cation stage is deliberately permissive compared with the later
safety layers. Its purpose is to generate an initial structured judgment together with
interpretable audit signals. It does not yet enforce the most conservative constraints. Those

constraints are introduced by the later layers.

3.5.2 Linguistic Safety Net

The linguistic safety net is implemented as a rule-based stage within the classi er pipeline.

It is designed to catch cases in which anchor status may have been assigned too aggressively
by detecting hedging language such as possible, likely, suggestive of, or cannot rule out,
which weakens the grounding strength of a nding and suggests that it is not yet speci c
enough to function as a hard anchor.

The linguistic safety net therefore scans the text of the nding directly for a prede ned
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family of uncertainty markers. If the primary classi er labels a nding®er_1_Anchor

but the text contains strong hedging, the nding is demote@iés_2_ Supporting . This

is not treated as a soft warning, but as a substantive revision of the evidential status of the
nding.

The reason for this design is that language-model classi ers can sometimes over-read
medical speci city when professional-sounding language is present. A nding may describe
a disease-like pattern and still remain too uncertain to justify anchor status. The linguistic
safety net is intended to catch exactly this class of failure and reduce false anchors before

they propagate into later reasoning.

3.5.3 Deterministic Audit Override

After the primary classi cation and the linguistic safety check, the TIER pipeline enters a
deterministic audit-override stage. This stage does not trigger an additional language-model
call. This stage reuses three audit elds already returned by the primary TIER classi cation
output, namehAUDIT_QJIAUDIT_Q2andAUDIT_Q3These elds are extracted from the
structured XML response produced by the primary classi er and therefore become available
without any further inference step.

The classi er produce®1 Q2 andQ3to represent the same evidential judgments
used in tier assignmen@lindicates whether a nding is too uncertain to support anchor
statusQZ2captures whether the nding re ects a diagnostically speci ¢ pattern even if no
disease entity is explicitly named, aQ@8indicates whether the nding should be restored to
anchor status despite the earlier caution. These values are already generated in the primary
classi cation step, so the audit override operates as rule-based post-processing rather than as
a second reasoning pass.

Its role is to correct cases in which the initial label remains too strong or too weak
after the earlier checks. The override stage applies three deterministic rules. A nding is

downgraded tdier_2_ Supporting if Q1 = YE&nd the current tier iier_1_Anchor ,
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whereas itis upgraded Ter_1_Anchor if Q2 = PATTERQ1 = N{and the current tier
is Tier_2_Supporting, or if Q3 = YES and the current tier is Tier_2_Supporting.

The deterministic audit override stage is necessary because the earlier steps do not
fully resolve all borderline cases, with the primary classi er assigning the initial label and
emitting the audit elds, and the linguistic safety check removing clearly hedged anchor
claims. The deterministic audit override then uses the structured audit outputs to apply the

nal rule-based correction before the mini-ensemble stage begins.

3.5.4 Mini-Ensemble Tiebreaker & Evidence Locking

The nal stage acts as a mini-ensemble tiebreaker and is activated only when Layer E's
audit override produces a classi cation that di ers from the label established after Layer

A processing. Its purpose is not to replace the earlier checks, but to resolve unstable cases
in which the classi cation remains uncertain after both defensive demotion and self-audit
reconsideration.

In such cases, the system performs two additional language model calls and determines
the nal label by majority vote across all four signals, namely the primary classi cation, the
Layer E audit override, and the two new calls. In the event of a 2-2 split, the tiebreaker is
resolved to TIER_1 ANCHOR as the conservative clinical choice. The architecture prefers
to treat ambiguous decisive evidence as anchor-level and subject it to downstream grounding
checks rather than silently demoting it. This asymmetric tie-resolution re ects the same
design principle as the false-positive suppression mechanism, since a missed anchor is more
dangerous than a false anchor that the grounding probe can subsequently challenge. This
produces a local ensemble over the contested nding. The use of this mini-ensemble is
restricted to disagreement cases because the architecture is not intended to incur unnecessary
computational cost on straightforward inputs. However, when disagreement is present, the
additional computation is justi ed by the downstream importance of the decision.

Once the nal label has been xed, the classi er begins to shape the rest of the
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system. If a nding is classi ed a3ier_1_Anchor , the architecture applies an evidence
lock. This means that the anchor status of the nding is treated as a stable property of the
evidential record and cannot be later ruled out by specialist consensus, surface uency, or
majority opinion within the debate module.

This is a key design choice. The system is built on the principle that objective

ndings with su cient speci city should not be weakened merely because several agents
prefer a di erent interpretation. In that sense, the classi er is one of the main places where
the architecture distinguishes between socially produced agreement and evidentially decisive
structure.

The downstream e ects of this decision are broad. Anchor ndings can change the
diagnostic phase, constrain the leading di erential in the belief tracker, activate the Recursive
Grounding Probe even without high divergence, and provide high-priority inputs to the Trust
Correction Oracle. Supporting ndings remain visible and useful, but they do not carry the
same control power. This asymmetry is intentional. The architecture is designed to allow

decisive evidence to dominate later reasoning rather than merely contribute to it.

3.5.5 Why the Multi-Stage Design Is Necessary

A natural question is why the classi er is implemented as a four-stage procedure rather
than as a single classi cation call. The reason is that its output is too consequential to
rely on a single unstructured judgment. The tier label does not serve merely as descriptive
metadata. It shapes the rest of the control logic by determining which ndings can function
as diagnostic anchors and which remain supportive.

The primary classi er provides an initial structured interpretation. The linguistic
safety net protects against false anchors caused by uncertainty language. The Deterministic
self-audit protects against over-demotion when the underlying evidential content remains
highly speci c. The mini-ensemble tiebreaker then resolves the remaining unstable disagree-

ment cases. Together, these stages produce a label that is more suitable for downstream use
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as a hard architectural constraint than a single raw model judgment.

Algorithm 1 TIER Four-Stage Evidence Classi cation

Require: Raw objective nding %
Ensure:0 Final tier label gand audit record @
1: 1q —&—&—8&—#& PrimaryTierClassi er'> @

* Linguistic safety check

10 110

2. ¢ c
3 if gélo = Tier_1_Anchor and gcontains strong uncertainty markers then
4. géo Tier_2_Supporting
5: endif
. .  Deterministic audit override
6 gc
7: if&1=YESandg = Tier_1_Anchor then
8: géo Tier_2_Supporting
9: else if & = PATTERN and;& NO and(lgo = Tier_2_Supporting then

10: gl: Tier_1_Anchor
11: elseif & = YES andclgo = Tier_2_Supporting then
12: géo Tier_1_Anchor
13: end if
* Mini-ensemble tiebreaker
14: ifgéo =gé° then
15 @ g ¢
16: else
17: g * PrimaryTierClassi ert> @
18: ¢ # PrimaryTierClassi er'> @
19: g MajorityVote géo —éo —gl 1°—é 2° + Ties resolve ta ier_1_Anchor(conservative
clinical default)

20: endif

« Evidence lock
21: if gc=Tier_1_Anchor then
22: ActivateEvidencelLock$®
23: endif

» Write outputs
24: Oc BuildAuditRecord& 1—&—&— A ¢
25: WriteToObjectiveLedgeri> g- @°
26: return 1ge- Q°

In Algorithm 1, >cdenotes the raw objective nding at tufhg-denotes the nal tier
label, anddcdenotes the associated audit record. The intermediate sylgé%lgéo : géo :
andgé 1°—g1 2 represent the outputs of the primary classi er, the linguistic safety check,

the deterministic audit-override stage, and the disagreement-resolution calls, respectively.
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Algorithm 1 summarizes the full classi cation procedure. The primary classier rst
produces an initial tier label together with structured audit elds for explicit naming, pattern
speci city, and hedging. A linguistic safety check then demotes anchor assignments when
strong uncertainty markers are present in the nding text. The resulting label is then revised
through a deterministic audit-override stage that reuses the structured audit outputs rather
than making a second language-model call. If disagreement remains between the Layer-A
and Layer-E labels, the nal label is resolved through a mini-ensemble tiebreaker. Once the
label is xed, anchor-level ndings are evidence-locked and written into the objective ledger
together with an audit record.

The procedure is lightweight in its common case and more expensive only when
disagreement persists across stages. Most ndings terminate after the primary classi cation
and self-audit path, while the mini-ensemble is invoked only in genuinely contested cases.
This makes the classi er more costly than a single-shot decision, but substantially more
reliable for use as a hard control signal.

This design rationale also explains why the classi er is the rst safety component in
the architecture. It is the point at which raw observation is transformed into enforceable
evidential structure. Once that structure has been established, the next problem is to maintain
a coherent diagnostic hypothesis across turns. That is the role of the Belief Tracker, described

in the next section.

3.6 Partial Observability Belief Tracker

The TIER Evidence Classi er determines how much diagnostic authority a newly arrived
objective nding should carry. Once that evidential structure is in place, the next problem

is how to maintain a coherent diagnostic hypothesis across turns. The architecture cannot
rely on the model's internal hidden state for this purpose, because that state is not directly
inspectable, cannot be audited, and cannot be compared systematically across turns. If the

system is expected to reason under partial observability, then it must maintain an explicit
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representation of what it currently believes the case most likely is.

This is the role of the Partial Observability Belief Tracker. Its purpose is to preserve
the core logic of belief-state reasoning in a form that remains usable in an open-ended
clinical environment. The tracker does not attempt to solve a classical numerical POMDP
over a xed state space with known transitions and observation probabilities. That would be
impractical in this setting, where the space of possible diagnoses is large, open-ended, and
not fully speci able in advance. Instead, the tracker implements the operational discipline of
POMDP reasoning. The current di erential diagnosis must remain explicit, separable from
the current observation, revisable as evidence accumulates, and continuously monitored for
signs of anchoring failure. The belief tracker therefore exists to answer a simple but crucial
guestion at every turn, which is what the system currently considers most likely given all
evidence observed so far, and whether that belief remains consistent with the evidential
record.

Its design objective is not to estimate a perfect posterior over all possible diseases.
Instead, it is to maintain an explicit, interpretable, and updateable working di erential
diagnosis that can guide later actions and can be checked automatically for failure. This
means the tracker must satisfy four requirements.

First, it must preserve a visible record of the current diagnostic hypothesis rather
than leaving the evolving belief state implicit inside the language model. Second, it must
revise that hypothesis as new evidence arrives rather than treating each turn independently.
Third, it must ensure that anchor-level ndings constrain the leading di erential in a hard
way rather than being treated as optional context. Fourth, it must detect the two main ways
in which sequential belief updating can fail. The system may stop updating even though new
evidence is present, or it may continue updating in a way that drifts away from what the
objective ndings actually support.

These requirements de ne the belief tracker as a control mechanism rather than as a

passive summary tool. Its job is not simply to restate the case history. Its job is to maintain
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and police the evolving di erential diagnosis.

3.6.1 Belief State Representation and Update Mechanism

In the framework, the belief state at tu@rdenoted ¢ is represented as an ordered natural-
language di erential diagnosis. It is not a free-form paragraph, but a ranked list of candidate
conditions in which the rst entry8;1CAIs treated as the current leading diagnosis. This
representation was chosen for two reasons. The rstis practicality. A numerical posterior
over a closed diagnostic state space would require a nite and known set of possible states
together with calibrated transition and observation models, and interactive clinical diagnosis
does not o er those conditions. The second is interpretability. A ranked natural-language
di erential can be inspected by both the architecture and a human reviewer. It makes the
current belief explicit in a form that can later be compared with the objective ledger, logged
across turns, and challenged when needed.

This representation therefore preserves what matters most from the Belief Tracker
perspective. The current state of belief must remain explicit and distinct from the raw
observations that produced it. The architecture does not merely accumulate ndings. It also
records what those ndings currently imply.

The core update mechanism of the tracker idipdateBeliefState DSPy module.

At each turn, this module receives three main inputs, namely the full clinical ledger, the
previous di erential diagnosis, and the set of any anchor ndings that have already been
identi ed. From these inputs, it produces an updated ranked list of candidate conditions
expressed in natural language.

The role of the previous di erential is important because the system does not re-
diagnose the patient from scratch at every turn. Instead, it carries forward a prior belief state
and revises it in light of new evidence. This is what makes the process sequential rather than
static. The clinical ledger is equally important because the update is not based only on the

most recent nding. It uses the accumulated objective, subjective, and failed-action record.
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Anchor ndings are the most constraining of all. IffTaer_1_Anchor nding is present, the
updated di erential must account for it explicitly. A leading diagnosis that cannot explain an
anchor nding is treated as invalid, no matter how plausible it may sound in general clinical
language.

This update mechanism preserves the central discipline of sequential belief revision.
The current diagnosis is not treated as a single-turn output. It is treated as a stateful object

that is revised over time under evidential constraints.

3.6.2 Hard Block, Soft Block, and Commitment Control

One of the most direct ways in which the belief tracker in uences behavior is through
commitment control. This control is implemented through two related mechanisms known
as theHard Block and theSoft Block . Both mechanisms are designed to prevent
diagnosis when the current belief state is not yet su ciently grounded but they apply under
di erent temporal and evidential conditions.

TheHard Block is the stricter of the two mechanisms. It is activated when the
candidate action iIDIAGNOSI&nd noTIER_1_ANCH@Rdence is present in the objective
ledger and more than two turns remain in the encoumgtgrd ). In this setting, the system
treats diagnostic commitment as premature by de nition and forces the action space away
from immediate diagnosis. The purpose of this rule is to prevent the model from converting
an early and weakly supported hypothesis into a nal decision before any decisive evidence
has been collected.

TheSoft Block serves as a more granular safeguard that applies whéatide
Block is not active. It is triggered when the candidate actioiaGNOSI&nd no
TIER_1 ANCH@Rdence is present but only if two additional criteria are met. Speci cally,
theclinically meaningful token content of the case must remain too thizY 6)
and more than one turn must remagg { 1 ). The threshold of 6 clinically meaningful

tokens represents the minimum content required to distinguish a typed diagnostic hypothesis
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from an empty or near empty evidence state. A clinical encounter containing fewer than 6
objective content tokens, for example one consisting only of a patient complaint and a set
of normal vital signs, does not provide enough structured evidence to support a committed
diagnosis, even in the absence of anchor level ndings. This value was set based on the
minimum token count of the shortest informative objective nding in the scenario database,
namely a three token test result together with a three token interpretation.

The distinction between these two blocks is crucial. Haed Block captures
cases of absolute evidential insu ciency early in the session regardless of the volume of
secondary information. Th®eoft Block captures cases where the encounter is progressing
but the accumulated signal measured by clinical token density remains too underdeveloped
for a reliable commitment. By incorporating tBeY 6 condition exclusively into th&oft
Block , the architecture allows for a more nuanced transition. This ensures that even in the
absence of a primary anchor, a diagnosis is only blocked if the general clinical evidence is
also sparse. Both mechanisms operationalize the same principle where a working hypothesis
may be internally plausible but the system is not permitted to commit until the evidential

state is strong enough to justify it.

3.6.3 Evidence Reversal Index (ERI)

Maintaining an explicit belief state is not su cient by itself. The system must also detect
when that belief state has drifted away from the evidence. The rst detector used for this
purpose is the Evidence Reversal Index, or ERI.

ERI measures how well the leading diagnosis aligns with the named conclusions
present in the objective ledger. It is not implemented as a symmetric overlap score. The
tracker computes two directional coverage terms, one measuring the proportion of diagnosis
tokens that appear in the named conclusion and the other measuring the proportion of
named-conclusion tokens that appear in the leading diagnosis. It then de nes the ERI

value as the larger of these two directional scores. It allows the tracker to detect clinically
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meaningful alignment even when the diagnosis hame and the objective conclusion di er in
length or speci city.

Low ERI values indicate weak alignment between the leading diagnosis and the
objective evidence. The tracker interprets this as a warning that the current belief state may
have drifted away from what the ndings actually support. In practical terms, ERI gives the
architecture a computational way to ask whether the current top diagnosis still matches what
the tests are showing.

ERI is therefore a belief evidence alignment check rather than a generic similarity
score. Its purpose is not to reward verbal overlap for its own sake, but to detect when the
belief state is no longer meaningfully constrained by the objective record. The 0.10 threshold
triggers a proactive belief reset with explicit re anchoring to the objective ledger. A second,
separate threshold of 0.15 is applied as an action gate modi er. When ERI falls below 0.15
but remains above 0.10, the architecture adds a structural note to the next action proposal that

ags the evidence hypothesis divergence without forcing a full reset. These two thresholds
serve distinct functions. The lower threshold enforces a hard corrective reset, whereas the
higher threshold introduces a softer cautionary context injection.

In Algorithm 2, Sicodenotes the leading diagnosis at t@rand! qp;-¢lenotes the
objective ledger. The token et represents the lexical content of the leading diagnosis. The
setT, contains the token sets extracted from all named conclusions in the objective ledger,
and each) » 2 T, denotes one such named-conclusion token set. The algorithm returns the
Evidence Reversal Ind&xRIctogether with a low-ERI ag. Rather than computing one
symmetric similarity score, the algorithm evaluates directional coverage between the leading
diagnosis and each named conclusion and retains the strongest match. Its purpose is to detect
cases in which the model continues to maintain a plausible-sounding di erential that no

longer re ects what the objective ndings actually support.
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Algorithm 2 Evidence Reversal Index Detection and Reset

Require: Leading diagnosis?0 objective ledger byj-c
Ensure: ERIc2 »0—1V4, Iow—ERI ag, optional reset trigger

1:

11:
12:
13:
14
15:
16:
17:
18:
19:

)1 WordTokenSet13

T fWordTokenSetlz0 j 2 is a named conclusion extracted frorp,}-g
if T, = ce then

ERIc 10
else
ERIc O
for each token set) 2 T, do
N1\) 2
_ j)\lj _
2 D1l) ol
1) 2]
ERkL max!ERI ~—2-2°
end for
end if
if ERIcY 0+10 and jbpi-¢ 1 then
mark low-ERI condition
trigger belief reset with explicit emphasis on objective evidence
return !ERI-LOW_ERI = True®
else
return ERI- LOW_ERI = False®
end if
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3.6.4 Belief Anchoring Detector (BAD)

The second detector is the Belief Anchoring Detector, or BAD. Whereas ERI detects
divergence between belief and evidence, BAD detects belief stasis. This occurs when the
leading diagnosis remains unchanged across multiple turns even though new objective

ndings are present.

Algorithm 3 Belief Anchoring Detection

Require: Current leading diagnos&icf prior leading diagnosisiC r objective ledget o, Stasis
counter fgap

Ensure: Updated stasis countegip, optional reset trigger

1:if 31C°< 310 Y then
feap O

else
feap f Bap,1

end if

if f gap 3andj! opjj 1then
mark stasis condition
trigger belief reset with explicit emphasis on objective evidence
feap O

end if

return f gap

Ll
Ll =4

In Algorithm 3, 3;C°and3ic ¥ denote the current and previous leading diagnoses,

I obj denotes the objective ledger, ahghp denotes the stasis counter maintained across
turns. The algorithm updates this counter and determines whether belief stasis has persisted
long enough to trigger a reset. Algorithm 3 tracks whether the leading diagnosis remains
unchanged across consecutive turns while objective evidence is present and triggers a reset
when that stasis persists beyond the threshold.

This failure mode matters because anchoring bias in sequential diagnosis is not
always visible as an obviously incorrect diagnosis. A more characteristic pattern is that
the model continues to return the same leading hypothesis turn after turn even as the
evidential situation changes around it. BAD identi es this pattern by tracking whether the
top di erential has remained constant across consecutive turns while objective evidence

continues to accumulate.
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When the stasis threshold is reached, the system treats the current belief state as
suspect. It then forces a reset of the update process by rerunning the di erential update with
the objective ledger made explicit as a corrective input. The goal of this reset is not simply
to produce a di erent answer. It is to force the next belief update to attend to the evidence
rather than to inertia from the prior hypothesis.

BAD therefore addresses the second major form of belief-update failure, which is

not drift away from the evidence but refusal to move at all.

3.6.5 Belief Tracking, Monitoring, and Architectural Role

The Partial Observability Belief Tracker does not operate in isolation. It is tightly integrated
with the other components of the system. Its inputs are shaped by the TIER classi er,
because anchor ndings receive special status in the update process. Its outputs in uence the
debate module, because the current di erential forms part of the context in which specialists
reason. lIts state also shapes the safety layer, because ARS and the Trust Correction Oracle
both depend on the current working diagnosis when evaluating or repairing actions. In the
opposite direction, the tracker is itself constrained by phase state, objective-ledger content,
and grounding rules enforced elsewhere in the system.

This integration matters because the tracker is not merely a diagnostic helper. Itis
one of the main coordination mechanisms in the architecture. It links evidence processing,
sequential reasoning, and commitment control into a single stateful process.

A natural question is why this component should be described as a Partial Observ-
ability Belief Tracker rather than simply as a dynamic di erential diagnosis list. The answer
is that the architecture is not concerned with static summary alone. It is concerned with
belief-state discipline under partial observability. The current di erential is explicit rather
than hidden. It is updated across time rather than regenerated independently at each turn. It
is constrained by accumulated evidence rather than only by the latest observation. It is also

monitored for two characteristic belief-update failures, namely divergence from the evidence
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and stasis despite new observations. These are the features that make the component faithful
to the logic of sequential decision making under uncertainty.
The belief state at tur@ denoted ¢ is represented as an ordered list of candidate

conditions ranked by posterior plausibility,
c= 31(:0_ %Co_ ) _1§o_ Be (38)

The rst-ranked entry:%icois treated as the current leading diagnosis. This represen-
tation was chosen for two reasons. The rst is practicality. A numerical posterior over a
closed diagnostic state space would require a nite and known set of possible states together
with calibrated transition and observation models, and interactive clinical diagnosis does not
o er those conditions. The second is interpretability. As noted in Section 3.6.1, this ranked
natural-language representation was chosen for practicality (no closed state space required)
and interpretability (auditable by human reviewers).

The core update mechanism is tipdateBeliefState DSPy module. At each
turn, this module receives the full clinical ledderthe prior belief state ¢ 1, and the anchor
set anch—c@nd produces an updated ranked di erential diagnosis in natural language. The
prior belief state is provided explicitly so that the system does not re-diagnose the patient
from scratch at every turn. Instead, it carries forward a working hypothesis and revises it
as new evidence arrives. The clinical ledger is equally important because the update is not
based only on the most recent nding. It uses the accumulated objective, subjective, and
failed-action record. Anchor ndings are the most constraining of all. If a Tier_1_Anchor
nding is present, the updated di erential must account for it explicitly. A leading diagnosis
that cannot explain an anchor nding is treated as invalid, no matter how plausible it may
sound in general clinical language.

One of the most direct uses of the belief tracker is the Hard Block. This mechanism

prevents the agent from committing to a diagnosis when the belief state is not yet su ciently
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grounded. Most importantly, it blocks diagnosis when the objective ledger is empty. In that
situation, the system may still maintain a plausible working hypothesis, but that hypothesis
is not yet allowed to become a nal committed diagnosis. Once anchor-level evidence is
present, the leading di erential must account for that evidence before diagnosis is permitted.
In this way, the Hard Block operationalizes the principle that belief alone is not su cient
for commitment. A diagnosis may appear plausible internally, but commitment is allowed
only when the belief state remains consistent with the objective evidence already gathered.

Formally, the Hard Block condition is de ned as

HardBlock!Q=—!s19cg =1 () O = DIAGNOSIS
NISE 21 519 _gtiertE®° = TIER_1 ANCHOR®

" gci 2—
(3.9
wheregc=) C denotes the integer number of turns remaining after @rim other
words, diagnostic commitment is blocked when the system attempts to diagnose before any

anchor-level evidence has been obtained and su cient time still remains for further evidence

gathering. The Soft Block condition is de ned as

SoftBlock!Q=!>19c2- =1 () 0 c=DIAGNOSIS
NSE 21 519 _gtiertE® = TIER_1_ANCHOR®
"2cY67gcil
A :HardBlock!0 & !s1 9@

(3.10)
where2cdenotes the number of clinically meaningful content tokens currently available.
This condition captures cases in which the system has accumulated some evidence, but the
evidential signal remains too thin to justify nal diagnosis.

The tracker also monitors whether the evolving belief state remains aligned with the

evidence. The rst monitoring signal is the Evidence Reversal Index, deidRégl This
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guantity measures the overlap between the leading di erential and the named conclusions
implied by the objective ledger. If the overlap becomes too low, then the current belief
may have drifted away from what the evidence actually supports. The second monitoring
signal is the Belief Anchoring Detector, denoAD¢g This mechanism checks whether the
same leading diagnosis has persisted across multiple turns despite the presence of objective
evidence. BAD therefore addresses the second major form of belief-update failure, which is
not drift away from the evidence but refusal to move at all.

The Evidence Reversal Index is computed by comparing the token set of the leading
diagnosis with the token sets extracted from the named conclusions in the objective ledger.
It is not implemented as a symmetric overlap score. The tracker computes two directional
coverage terms for each named conclusion, namely the proportion of diagnosis tokens that
appear in the named conclusion and the proportion of named-conclusion tokens that appear
in the leading diagnosis. The ERI value is then de ned as the largest of these directional
scores across all named conclusions. If no named conclusion is avait&iigs set tol«0

by convention. For each named conclusion token s&t J,, de ne

N\ i N\
211 1—x° = M— 3 1-)° = M (3.11)
j) 1 1) 2
The Evidence Reversal Index is then
ERIc= max 2;%) 1—)°— 3% 1—)° * (3.12)
) 22T

WhenERIcY 0+10and at least one objective nding is present, the tracker marks the current
state as evidence-belief divergence and triggers a reset of the di erential with explicit
emphasis on the objective ledger.

BAD is implemented through a stasis counter. If the top-ranked diagnosis changes,
the counter resets. If it remains unchanged, the counter increases. Once the same leading

diagnosis has persisted for three consecutive turns while at least one objective nding is
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present, the tracker marks the state as stasis and triggers a reset. This threshold is intended to
distinguish ordinary clinical persistence from computational anchoring. The reset does not
erase the case history. Instead, it forces the belief update to re-anchor itself to the objective
ledger rather than to inertia from the prior hypothesis.

In algorithm 4,! cdenotes the current clinical ledgerg ; the prior belief state,

anch—d¢he current anchor set, amgand the candidate action at tut@ The algorithm
returns the updated belief statg the leading diagnos'&icc,) the Evidence Reversal Index
ERIg and the Belief Anchoring Detector statBADg Here it shows that the tracker does
more than store a ranked di erential diagnosis. It updates the belief state, checks whether
anchor ndings are being respected, blocks unsupported diagnostic commitment, measures
divergence between belief and objective evidence, and detects stasis across turns. When any
of these checks falil, the tracker triggers a reset that forces the di erential to be recomputed
with stronger emphasis on the objective ledger.

This makes the component lightweight in state representation but strong in monitoring
logic. Its main cost comes from the language-model call inside UpdateBeliefState, while
the additional checks for anchor compatibility, ERI, and BAD are comparatively cheap. In
practice, this makes the tracker feasible for multi-turn diagnosis because it updates one
explicit di erential per turn rather than solving a full probabilistic state model over a large
enumerated disease space.

The tracker exists because safe interactive diagnosis requires more than plausible
local reasoning at each individual turn. It requires continuity across turns. A system may
propose a plausible action in one moment and another plausible action in the next, yet still
fail globally if the evolving diagnostic hypothesis is not tracked, revised, and checked against
the evidence. The architecture therefore needs a persistent representation of what the system
currently believes and a way to determine whether that belief has become stale or misaligned.

Once the system has an explicit and monitored belief state, the next problem is how to

use multiple specialist perspectives without confusing agreement with correctness. The next
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Algorithm 4 Belief Tracking and Monitoring

Require: Clinical ledger! ¢ objective ledger qpj—¢ prior belief state ¢ 1, anchor set aneh—c

diagnostic phase ¢ candidate action®"4 remaining turns Aclinical token count 2

Ensure: Updated belief state ¢ leading diagnosiQin Evidence Reversal IndexRIg belief-

=

anchoring status BAP

« Belief update
c UpdateBeliefState!! — ¢ 1— anch-¢

2: 3,°" TopDiagnosist ¢

11:
12:
13:

14:
15:
16:
17:

18:
19:
20:
21:
22.

23:
24
25:
26:
27:
28:

ONAaR W

» Anchor compatibility check
if  anch—dS not empty then
verify that ?icoaccounts for required anchor ndings
if anchor compatibility fails then
mark belief state as invalid
end if
end if
 Hard Block / Soft Block
if 0¢2"d= DIAGNOSIS and jnch_= 0 and Aj 2 then
trigger HardBlock
else if Qand: DIAGNOSIS and jnch-£= 0and 2VY 6 and Aj 1 then
trigger SoftBlock
end if
* Evidence-belief divergence
ERt ComputeERI3 “= 1o 8
if j! obj—-¢ 1 and ERIcY 010 then

mark evidence-belief divergence
end if
* Belief Anchoring Detector
if 3,°°=3,""" =3, and jlor-¢ 1 then

BADc STASIS
else
BAD: NORMAL
end if
* Reset if monitoring fails
if belief state is invalid, or divergence is marked, or BADSTASIS then

trigger BeliefReset
c UpdateBeliefState!! ¢ !opj—cfocused prior—anch-2
Sico TopDiagnosist ¢
end if
return * 3= ER¢-BADY
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section therefore turns to the Multi-Specialist Debate Module, which generates structured
expert reasoning, introduces adversarial challenge, and subjects consensus to independent

validation.

3.7 Multi-Specialist Debate Module

The Partial Observability Belief Tracker maintains an explicit working diagnosis across turns,
but it does not determine the reasoning used to select the next action. The reasoning process
itself is handled by the multi-specialist debate module, which is intended to reduce the risk
that the system will rely too heavily on a single interpretation of the case that may be biased,
incomplete, or xed too early on the wrong hypothesis. For example, a radiologist may
prioritize imaging ndings, while a hematologist may focus more on laboratory evidence. It
helps reveal neglected evidence and reduces the risk that one early framing error will shape
the entire reasoning process.

At the same time, the architecture does not assume that consensus among multiple
agents is inherently reliable. Agents that share similar training distributions may still
converge on the same wrong answer. For that reason, the debate module is designed not
only to generate multiple specialist opinions, but also to introduce adversarial pressure and
to subject consensus to independent biological plausibility checks. In this system, debate
functions as a reasoning engine rather than as a nal guarantee.

The module is designed to produce a candidate action at each turn while reducing
the risk of premature convergence on a single conclusion. To do so, it must examine the case
from multiple specialist perspectives, preserve those perspectives in an inspectable form,
introduce genuine adversarial pressure into each round, and subject emerging consensus to
evidence-based validation when disagreement is high or anchor-level ndings are presentin
the objective ledger.

These requirements show that the debate module does more than ask several experts

for opinions. Itis a structured orchestration process whose outputs are later evaluated by the
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rest of the architecture.

Algorithm 5 summarizes the full debate procedure. Herdenotes the current
observation at turg ! cthe full clinical ledger, cthe current belief state, cthe diagnostic
phase, and anch-¢he set of anchor ndings available at tuéh The algorithm returns a
synthesized debate reporg a candidate THOUGHT, EVIDENCE, and ACTION decision

G a divergence scoreg and a grounding-veri cation signal g

3.7.1 The Five-Step Consensus Orchestrator

At each turn, the module operates through a ve-step orchestrator. These steps de ne the
core debate work ow and ensure that reasoning is produced in a controlled and repeatable
form rather than through ad hoc prompting.

The process begins with GetExpertDomains, where the system identi es the specialist
perspectives most relevant to the current case. This choice is conditioned on the clinical
content already present in the ledger and on the current di erential diagnosis maintained by
the belief tracker. The aim is not to summon all possible specialties, but to select the subset
most likely to contribute meaningful domain-speci ¢ reasoning at the current point in the
encounter.

It then proceeds to Sequential Expert Consultation. Each selected specialist is
gueried in sequence rather than through a single merged prompt. This preserves the identity
of each opinion and makes it possible to log and later inspect where di erent specialists
agreed, disagreed, or focused on di erent parts of the evidence. A mandatory Devil's
Advocate agent is also inserted at this stage as a standing adversarial role.

The resulting opinions are then combined in SynthesizeReport. At this point, the
system produces a structured shared report. This report does not erase the underlying debate.
Instead, it summarizes the positions while preserving the distinction between objective
evidence, subjective reports, and proposed interpretations.

Next, Consensus Veri cation evaluates whether the current level of agreement is
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Algorithm 5 Multi-Specialist Debate with Adversarial Validation

Require: Current observatiorg full clinical ledger! g current belief state g diagnostic phase g

anchor set gnch—c

Ensure: Synthesized reports candidate THOUGHT, EVIDENCE, and ACTION decisi@q

10:
11:
12:
13:
14:
15:
16:

17:
18:
19:
20:
21:
22.
23:

24:
25:
26:

No gk

divergence score g grounding signal ¢

c GetExpertDomainst>c Il &
add DevilAdvocate to ¢
initialize empty opinion set &

forall4g2 cdo
?s QuerySpecialist!4g-3>Ilc— = &
append 2to %

end for

' ¢ SynthesizeReport1%—!— &
¢ ComputeDivergencel%?®
if j! opj—-¢ = O then

run FastConsensusVeri cation or'
elseif jlopi-¢ 2andj anch-k= 0 then

run LightConsensusVeri cation oncdand !¢

else
run FullConsensusVeri cation oncand !¢
end if

if cexceeds the threshold forcthen
activate DDRH
trigger RecursiveGroundingProbe
end if
if anch—dS Not empty then
trigger RecursiveGroundingProbe
end if

¢ GroundingSignal
G FinalDecision!' c-!c- - &
retun? -G o &

* Select specialist panel

* Collect specialist opinions

* Synthesize debate report
* Measure disagreement

« Select veri cation mode

« Trigger grounding checks

* Generate candidate action
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su cient and whether the proposed direction remains compatible with the objective record.
This stage is adaptive rather than xed. Its purpose is to ensure that consensus is never
accepted at face value, but is checked at a level of strictness appropriate to the evidential
state of the case.

Operationally, the consensus orchestrator selects from three modes based on the state
of the objective ledger at each turn. When no objective ndings are yet present, it operates in
Fast mode. In this setting, specialist opinions are generated, but the consensus-veri cation
loop is skipped andrinalDecision is called directly, because multi-round debate over
purely subjective data rarely changes the outcome and instead adds unnecessary latency.
When one or two objective ndings are present andTHBR_1_ANCHOMRSs yet been
identi ed, the orchestrator switches to Light mode, which executes a single consensus round.
When three or more objective ndings are present, or wh@ieR_1 ANCH@Rists, the
orchestrator enters Full mode and executes two complete consensus rounds. This adaptive
design concentrates debate resources on turns where objective evidence makes disagreement
resolution most consequential.

The sequence concludes with FinalDecision, which produces the turn-level THOUGHT,
EVIDENCE, and ACTION decision that will later be audited by ARS. Importantly, this
output is not yet committed to the environment. It is only the candidate action generated by
the reasoning layer.

The value of this ve-step structure is that it separates role selection, specialist
inference, synthesis, veri cation, and nal proposal. That separation makes the module

easier to audit and easier to constrain than a monolithic multi-agent conversation would be.

3.7.2 Specialist Diversity and Adversarial Challenge

The use of multiple specialists is not intended merely to make the system appear more
realistic. It serves a direct reasoning purpose. In a case that includes neurological symptoms,

imaging abnormalities, and laboratory disturbances, a neurologist may focus on lesion

100



localization, a radiologist may prioritize imaging patterns, and a nephrologist may attend
more closely to biochemical ndings. This allows the architecture to consider a broader
range of clinically relevant features than a single reasoning perspective would capture.

This is especially important in open-ended interactive diagnosis, where no single
turn contains the full case and where the meaning of a nding often depends on how it
interacts with other observations. Multiple specialist perspectives increase the chance that
these interactions will be noticed. They also reduce the risk that one early framing error will
dominate the reasoning process without challenge.

Having multiple specialists is still not enough on its own, because they may converge
too quickly on the same conclusion, especially when the evidence is limited or closely
resembles familiar patterns. For that reason, every debate round includes a mandatory
Devil's Advocate role. This is one of the most important design choices in the module. The
Devil's Advocate is not optional, not triggered only on failure, and not treated as a secondary
opinion. Itis a required part of the debate structure at every turn.

The purpose of this role is to introduce genuine adversarial challenge into the
reasoning process. The critic is expected to question missing evidence, challenge premature
closure, raise neglected alternatives, and test whether the emerging consensus is stronger
than it merely sounds. In many multi-agent systems, several specialists are asked to reason,
but no mechanism ensures that any of them will actively oppose the emerging conclusion.
In that setting, the debate can quickly become a consensus ampli er rather than a true
deliberative process. The Devil's Advocate exists to prevent that failure.

Its role is not to guarantee that the dissenting view is correct. Rather, it ensures that
the system does not treat smooth agreement as su cient evidence of good reasoning. In
this way, disagreement is treated as epistemically useful. If the case can withstand active
challenge, the resulting consensus is more meaningful than agreement produced without

scrutiny.
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3.7.3 Consensus, Divergence, and Recursive Hardening

A key design principle of the system is that consensus is informative but not self-validating,
since agreement among specialists may indicate that the case is straightforward or that the
evidence is strong. It may also re ect a shared bias, a shared training prior, or a premature
interpretation of the evidence. For that reason, the debate module does not allow consensus
alone to determine safety.

This principle is especially important in sequential clinical diagnosis. In a static
benchmark setting, all information is already available and the task is to produce a nal
answer. In an interactive setting, the system may still be early in the encounter, the evidential
record may be thin, and some of the most decisive observations may not yet have arrived.
Under these conditions, agreement may say more about the shared habits of the agents than
about the actual state of the patient.

Algorithm 6 isolates the divergence computation and trigger logic used by DDRH.
Here, the array opinions contains the specialist outputs for the current debate round,

cdenotes the current diagnostic phase, aggih-glenotes the set of anchor ndings
available at turrC The algorithm returns the divergence scoggogether with a Boolean
trigger indicating whether the Recursive Grounding Probe should re. The purpose of this
computation is not to reward disagreement for its own sake, but to detect cases in which
specialist reasoning remains unstable enough that the emerging consensus requires additional
evidential grounding before it can be trusted.

The debate module therefore treats consensus as one input into the reasoning process
rather than as the endpoint of validation. Biological plausibility checks and later trust
auditing are still required before any action can be committed.

One mechanism that operationalizes this principle is Divergence-Driven Recursive
Hardening, or DDRH. It measures how strongly specialist opinions di er from one another.
The logic is that disagreement is not merely noise. It is informative about the reasoning

process itself. High divergence may indicate that the case is complex, that the evidence
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Algorithm 6 Divergence-Driven Recursive Hardening

Require: Specialist opiniongpinions»64evil's Advocate dissent ag, Devil's Advocate evidence

ag, diagnostic phase g anchor set gnech-c

Ensure: Divergence scoreg grounding-probe trigger

N

14
15:
16:
17:
18:

N gk w

» Compute disagreement count
majority mode*opinions®
=iis humber of opinions di erent from majority
 Apply Devil's Advocate weighting
if Devil's Advocate dissented and cited evidence then
Fpa 10, X pa

else
FDA 10
end if
: » Compute divergence score
—dis
jopinionsj DA

* Set phase-sensitive threshold

. if  ¢= Exploration then
10:
11:
12:
13:

threshold 070
else

threshold 0440
end if

« Decide whether grounding is needed

RGP_trigger * i threshold®
if j anch-k& 1then

RGP_trigger True
end if
return * — RGP_trigger°®
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remains insu cient, or that the emerging diagnosis requires independent veri cation before
it is allowed to guide action.

DDRH uses inter-agent divergence as a signal for additional scrutiny. The divergence
score is based on the fraction of specialists that disagree with the majority position, with
additional weight assigned when the Devil's Advocate both dissents and supports that dissent
with evidence. When disagreement rises above a phase-sensitive threshold, the system
interprets it as evidence that more grounding is needed, rather than simply continuing the
debate in the hope that another round will resolve the case. The divergence index is de ned

as
# disagree

7 Foa— (3.13)
panel

where# gisagreedenotes the number of specialists issuing revisi#ngse denotes the panel

size, andFpa denotes the Devil's Advocate weight. Hefepa is activated only when

DA evidence_cited = lwhereDA_evidence_citeds true if and only if at least one token

from the full evidence pool appears in the Devil's Advocate revision text. The full evidence
pool consists of objective test names from the clinical ledger together with subjective clinical
tokens of length four or greater. The four-character minimum is used to suppress grammatical
stop words from the subjective pool. This evidence-citation gate ensures that only grounded
Devil's Advocate challenge, rather than generic pushback, ampli es the divergence signal
toward the RGP activation threshold. This is an important design choice because it prevents
the system from responding to uncertainty only by generating more language. In some
cases, the appropriate response to disagreement is not another verbal round, but a structured

evidential check.

3.7.4 Recursive Grounding Probe

The mechanism used for that evidential check is the Recursive Grounding Probe, or RGP. The

RGP is activated in two situations. First, it activates when inter-agent divergence exceeds the
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phase-speci ¢ threshold de ned by DDRH. Second, it activates unconditionally whenever a

TIER_1_ANCHOQOMRIing is present in the objective ledger. This unconditional activation

re ects the system's commitment to anchor evidence: once a nding is strong enough to

be treated as diagnostically decisive, the system must ensure that the proposed diagnosis is

biologically consistent with it regardless of the apparent smoothness of the debate.
Algorithm 7 isolates the Recursive Grounding Probe used when divergence is high

or anchor evidence is present. Hergych-€lenotes the set of anchor ndings available at

turn C and3 denotes the currently proposed diagnosis. The algorithm checks each anchor

nding for biological consistency with that diagnosis and returns the list of violations.

Algorithm 7 Recursive Grounding Probe

Require: Anchor set anch_cproposed diagnosis 3
Ensure: Violations list

« Initialize violation list

1: initialize empty violations list

* Check each anchor nding
2: forall 5 2 anch—c€lo
3 verdict ProbeBiologicalConsistency!5—3°
4 if verdict = VIOLATED then
5: append 5 to violations
6 inject non-overridable warning into nal decision context
7 end if
8: end for
9: return violations

The RGP does not generate yet another opinion inside the debate. Instead, it performs
an external grounding check. Its job is to ask whether the proposed diagnosis is actually
consistent with the anchor-level ndings in the record. In other words, it veri es whether the
debate output respects the strongest available evidence.

This mechanism is crucial because it creates a separation between consensus inside
the debate and consistency with the evidence outside the debate. Even unanimous agreement
can still be wrong if it con icts with the anchor ndings. The RGP exists to catch precisely

that class of failure.
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3.7.5 Consensus Veri cation and Relationship to the Belief Tracker

The architecture distinguishes between two forms of consensus veri cation depending on the
evidential state of the encounter. When no objective evidence is yet present, the module uses
a fast veri cation mode. In this setting, the purpose is mainly to ensure that the proposed
action remains appropriate to the current exploratory state of the case. Because no anchor
evidence is available, the system cannot require the same degree of biological consistency
that becomes possible later.

When objective evidence is present, especially when anchor ndings exist, the
module uses full veri cation mode. In this setting, the system checks not only whether the
specialists agree, but whether their agreement remains aligned with the objective ledger and
whether any divergences require grounding intervention. The veri cation standard therefore
becomes stricter as the evidential record becomes more informative.

This adaptive veri cation logic is closely connected to the belief tracker. The debate
module does not replace the tracker, because the two components serve di erent roles.
The belief tracker provides continuity across turns by maintaining the current di erential
diagnosis explicitly. The debate module provides turn-level reasoning by generating
specialist perspectives, adversarial challenge, and a proposed next action. The tracker
therefore maintains what the system currently believes, while the debate module determines
what the system should do next given the current case state.

These two functions are tightly linked. The current di erential shapes the context
in which specialists reason, while the output of the debate can in uence the next update of
the belief state. In this way, the architecture avoids a common failure mode of interactive
language-model systems, in which one component reasons locally and another stores history
loosely without a clear relationship between the two. Here, state continuity and local debate

are explicitly coordinated.
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3.7.6 Design Rationale and Transition

The Multi-Specialist Debate Module exists because the architecture needs a reasoning engine
that is richer than a single raw model call while still remaining auditable and controllable.
The use of multiple specialists broadens the reasoning process. The Devil's Advocate ensures
that disagreement is not optional. DDRH treats disagreement as a signal that additional
grounding may be needed. The Recursive Grounding Probe ensures that even consensus
remains accountable to anchor evidence.

Together, these mechanisms turn multi-agent debate into a structured reasoning
process rather than a stylistic embellishment. The system does not use debate because
multiple voices sound more intelligent. It uses debate because structured disagreement,
when tied to explicit grounding checks, increases the likelihood that the proposed action will
be both better reasoned and more accountable to evidence.

Once the debate module has produced a candidate THOUGHT, EVIDENCE, and
ACTION decision, the next question is whether that proposed action is safe enough to commit.
That judgment cannot be left to the debate module alone. It requires a separate auditing
mechanism that checks grounding, consistency, and trustworthiness before execution. That

is the role of the Adaptive Reasoning Scrutiny trust monitor, described in the next section.

3.8 Adaptive Reasoning Scrutiny (ARS) Trust Monitor

The Multi-Specialist Debate Module produces a candidate THOUGHT, EVIDENCE, and
ACTION decision at each turn, but that decision is not committed immediately. Before the
architecture can allow it to a ect the ongoing clinical encounter, it must determine whether
the proposed action is safe, well grounded, and consistent enough to trust. This is the role of
the Adaptive Reasoning Scrutiny trust monitor, abbreviated as ARS.

ARS is the layer that reviews each candidate action before execution. It checks
whether the action is su ciently grounded, coherent, and trustworthy to proceed, and then

decides whether it should pass directly, undergo deeper scrutiny, or be vetoed. This auditing
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function di ers from that of the evidence classi er, the belief tracker, and the debate module.
Those components help produce the candidate action, whereas ARS determines whether
that action is acceptable to execute.

The motivation for this component comes directly from the trust literature reviewed
in Chapter 2. In safety-critical clinical reasoning, trustworthiness cannot be reduced to a
single dimension. An action may appear competent but still fail in integrity if its reasoning
does not support it. It may appear coherent in language while remaining badly timed relative
to the current evidential state. It may even sound medically plausible while violating the
minimal grounding conditions required for safe commitment. A safety architecture that
checks only one property at a time would miss these interactions. ARS exists to bring them
together into a single per-decision auditing framework.

Its design objective is to evaluate every proposed action as a trust-relevant decision
object. That means ARS must determine not only whether the answer is correct, but also
whether the action is grounded, coherent, appropriately timed, structurally sound, and
trustworthy enough to be executed in the current phase. Making that judgment reliably
requires four things. ARS must operate before commitment rather than after the fact. It must
screen most actions quickly so that the system remains computationally practical. It must
escalate to deeper audit only when necessary. And it must remain selective enough that it
does not degrade performance by vetoing well-grounded actions for super cial reasons.

These requirements lead to a staged design. ARS is not implemented as one large
monolithic trust score. Instead, it operates through a three-stage pipeline that moves from
inexpensive screening to focused probing and then to full audit only when earlier stages
indicate that the action is unsafe or uncertain.

ARS evaluates the candidate THOUGHT, EVIDENCE, and ACTION output using
the diagnostic phase, the objective ledger, the subjective ledger, the current belief state, the
action type, the test catalog, the forbidden-action set, and any anchor ndings already locked

in the record. Each of these matters for a di erent reason. The diagnostic phase determines
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how strict the decision threshold should be. The objective and subjective ledgers determine
what evidence is actually available. The current belief state shows what diagnosis the system
is presently maintaining. The action type matters because diagnosis, questioning, and test
requests are not judged by the same standard. The test catalog and forbidden-action set
determine whether the proposed action is still valid in the current scenario. Locked anchor
ndings determine whether the proposed action remains compatible with decisive evidence
already in the record.

For example, the actionlAGNOSI&ay be appropriate in the nal turn of a well-
grounded case but inappropriate in the rst turn when the objective ledger is empty. Similarly,
REQUEST_THESay be valid in one scenario but invalid if the named test has already failed
or is unavailable. ARS therefore does not score an action in isolation. It evaluates the action

relative to the current evidential and procedural state of the encounter.

3.8.1 The Three-Stage ARS Pipeline

ARS evaluates a proposed action through three successive stages. These stages are ordered
by both computational cost and diagnostic speci city. The rst stage is FastTrustPass, a
lightweight screening step. The second stage consists of targeted probes. The third stage
is AssessSuperTrust, the full trust audit. This staged design gives ARS both breadth and
selectivity. Straightforward cases are handled quickly, ambiguous cases receive focused

scrutiny, and di cult cases receive a full trust audit only when needed.

FastTrustPass

FastTrustPass is the entry point of the ARS pipeline. Its purpose is to perform a low-cost
initial screen over the proposed action using information that can be checked quickly and
reliably. This includes whether the action type is immediately inappropriate for the current
ledger state, whether the response size or structure suggests obvious irregularity, and whether

the action appears to violate minimal grounding conditions. In implementatiBASS
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outcome still triggers a lightweight predictability check through the ConsistencyProbe
before the nal trust score is used. Even on B¥S$ath, the ConsistencyProbe executes

in order to replace the default predictability score of 4 with an explicitly evaluated value.
Predictability is the one dimension that cannot be proxied reliably by a structural gate,
because FHOUGHT-ACT ICuvtradiction may still exist even when all other signals appear
clean. The ConsistencyProbe therefore runs unconditionally so that predictability always
re ects an actual reasoning check rather than a default assumption.

This rst pass is intentionally simple. It is not designed to replace the deeper stages
of ARS, but to separate clearly safe cases from cases that require further scrutiny. If an
action satis es the architecture's basic expectations, there is no reason to incur the cost of a
deeper audit. If it appears questionable, the system can escalate immediately to targeted
probing or full downstream review.

FastTrustPass returns one of three routing outcomes, naneASSBORDERLINE
or FAIL. A PASSndicates that the action is safe enough to proceed without full trust audit,
subject to the predictability check noted above . BARDERLIN#Iitcome indicates that
the action is not clearly unsafe, but that one or more dimensions require targeted scrutiny
before commitment can be allowed.FAIL indicates that the action should proceed to the
most complete downstream audit. This distinction is important because ARS is designed to
be selective rather than uniformly aggressive. Straightforward cases should pass cheaply,
suspicious cases should receive focused probing, and clearly unsafe or unstable cases should

be examined under the full audit.

Targeted Probes

When FastTrustPass does not retBAKSSARS moves to targeted probing. This stage is
adaptive rather than uniform. In borderline cases, ARS runs only the probes associated with
the dimensions that appear unstable or insu ciently supported. In clear failure cases, it runs

the full targeted probe set, namely the Groundedness Probe, the Integrity Probe, and the
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Consistency Probe. The purpose of this stage is to identify the likely source of concern more
precisely before the system commits to a full trust audit.

The Groundedness Probe checks whether the action is adequately supported by the
available evidence. This is especially important for diagnosis actions, because a diagnosis
that is not supported by objective ndings may sound plausible while remaining unsafe. The
probe therefore asks whether the evidential record actually warrants the proposed level of
commitment.

The Integrity Probe checks whether the action remains aligned with the architecture's
expectations about honest and internally sound decision behavior. In practice, this includes
whether the action is being proposed in a way that re ects the evidential and procedural state
of the encounter rather than bypassing it. In the implementation, integrity is action-sensitive.
It is primarily operative forREQUEST_TEG&Gtions, while norREQUEST_TE&Gtions
are protected by a pre-correction override that prevents integrity artifacts from arti cially
depressing the trust score.

The Consistency Probe checks whether the proposed ACTION follows logically from
the stated THOUGHT and referenced EVIDENCE. This probe is especially important in
systems built around explicit reasoning traces, because a well-written chain of thought is not
enough by itself. The architecture must still verify that the action the model intends to take
is actually supported by the reasoning trace it has provided.

The targeted probes therefore serve as a middle layer between quick screening and
full audit. They narrow down the likely source of failure and often allow the system to
distinguish a truly unsafe action from one that only appeared suspicious under the coarse

logic of FastTrustPass.

AssessSuperTrust

If targeted probing is not su cient to establish that the action is safe to commit, ARS runs

the full AssessSuperTrust audit. This is the most detailed stage of the pipeline and is reserved
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for cases that remain unsafe or unresolved after the earlier stages. It scores the proposed

action across ten trust-relevant dimensions de ned in Table 3.2.

Table 3.2: Trust-relevant dimensions used in AssessSuperTrust

Dimension Meaning in ARS

Competence Whether the proposed action re ects medically capable reasoning
and adequate use of the available evidence.

Integrity Whether the action is honest, internally sound, and consistent

Benevolence
Explainability
Fairness

Risk communication
Predictability
Feedback clarity
Cultural sensitivity

Autonomy respect

with the reasoning o ered in support of it.

Whether the action is oriented toward the patient's welfare rather
than procedural convenience or unjusti ed risk.

Whether the reasoning behind the action can be stated clearly
enough to support audit and review.

Whether the action avoids unjusti ed bias or unequal treatment
in how the case is interpreted.

Whether the action appropriately re ects uncertainty, risk, and
the possible consequences of proceeding.

Whether the action follows in a stable and expected way from
the evidential and procedural state of the encounter.

Whether the system's proposed next step is communicated clearly
enough to guide subsequent interaction.

Whether the action avoids reasoning that is insensitive to relevant
social or cultural context.

Whether the action preserves appropriate respect for patient
agency and does not bypass warranted participation.

These dimensions re ect the architecture's broader understanding of trustworthy

clinical behavior. Not every dimension is equally important at every moment. For that

reason, ARS does not use a single xed threshold across all phases and all action types.

Instead, the dimensional scores are combined into a phase-weighted trust score, which is

then compared against the threshold active in the current phase of the encounter.

This design re ects an important principle, namely that trustworthiness is temporally

situated. During early exploration, the system may tolerate a broader range of inquiry

behavior. During con rmation, it expects tighter alignment between evidence and action.

During the nal phase, when commitment is imminent, the system becomes most demanding.

A diagnosis proposed on the last turn therefore has to meet a stricter standard than a question

asked during early exploration. An important implementation note is that the ARS trust
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monitor runs on the same 8B language-model endpoint as the main diagnostic pipeline. This
is a deliberate resource constraint as the architecture is designed to be deployable without a
stronger oversight model. The practical implication is that ARS auxiliary dimension scores
(fairness, cultural sensitivity, explainability) can be noisy at 8B scale, which is why Comp-
Shield is essential. It prevents the trust monitor from over- ring on dimensions that the 8B
model scores inconsistently. The results in Chapter 5 therefore characterize trust monitoring
under resource-constrained conditions rather than under a best-case strong-model-oversight

scenario.

3.8.2 PWTS Formula and Phase-Adaptive Thresholding

The use of a phase-adaptive threshold is one of the de ning features of ARS. The threshold is
not xed across the encounter because the meaning of a safe action changes over time. During
early exploration, the system should not be penalized simply for withholding commitment.
During con rmation, by contrast, it should no longer behave as though decisive evidence
were absent. In the nal phase, the standard becomes strictest because no further evidence-
gathering turns remain. The phase-adaptive threshold is denotéd by &, where cis

the current diagnostic phase anrgisthe remaining-turn ratio. It is de ned as

\1 & =2500, 0511 AS- for Exploration (3.14)
\1 4 =2000, 0411 AS- for Con rmation (3.15)
\1 4 =3200- for Final. (3.16)

The weights are phase-dependent rather than xed. In the implementation, ARS uses explicit
phase-speci ¢ weight vectors for Exploration, Confirmation, and Final. This design
makes the trust score more permissive during exploration and progressively stricter during

con rmation and nal commitment. In this way, ARS does not apply the same trust standard
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to all turns of the encounter, but adjusts the relative importance of the trust dimensions
according to the evidential maturity of the case. For DIAGNOSIS and ASK_PATIENT
actions, the integrity score is set to 5 before T is computed, making integrity inactive for
action types where requesting an unavailable test is the only operationally de ned integrity
violation.

The phase variable g de ned earlier in the chapter, therefore shapes ARS behavior
directly. The trust monitor is more permissive during exploration and more demanding
during con rmation and nal commitment. This prevents the system from applying the
same standard to diagnostic situations that di er fundamentally in evidential maturity and
decision pressure.

This adaptive design also explains the name Adaptive Reasoning Scrutiny. ARS
does not merely score actions. It adjusts its expectations in a principled way according to
where the system is in the diagnostic process. The Phase-Weighted Trust Score, denoted by

) g iIs computed as:

@)
)= FsB- (3.17)
32

where denotes the set of trust-relevant dimensidhgdenotes the weight assigned to
dimension3, andB; denotes the score assigned to that dimension for the proposed action
at turnC The weights sum to one and vary by diagnostic phase rather than remaining
xed across the encounter. Their role is to make the trust score more permissive during
exploration and progressively stricter during con rmation and nal commitment. ARS then
compareg cagainst the active threshold &, where cdenotes the current diagnostic
phase andcdenotes the remaining-turn ratio. In implementation, the veto decision uses a

small tolerance band, ring only when

)cv \1 (78 0<05- (3.18)

which prevents exact-boundary false vetoes.This phase-adaptive comparison re ects the
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principle that a safe action depends not only on its quality in isolation, but also on when in

the diagnostic process it is proposed.

3.8.3 Hard-Fail Conditions and False-Positive Suppression

Some failures are serious enough to bypass ordinary trust-score acceptance and trigger
immediate veto. ARS treats these as hard-fail conditions. The rst such case is a diagnosis
proposed when the objective ledger is empty. This is a direct violation of the evidential-
grounding invariant. Even if the language appears medically plausible, the architecture
cannot allow commitment in the absence of objective support. The second hard-fail case is a
fabricated or unavailable test request. In a controlled diagnostic environment, requesting
a test that does not exist in the current scenario, is not available in the test catalog, or is
otherwise procedurally invalid is not a minor formatting issue. It is a failure of structural and
procedural validity. The third hard-fail case is a direct contradiction betweehHIRBUGHT

and theACTIONIf the reasoning trace points in one direction but the proposed action goes
in another, then the architecture cannot treat the action as trustworthy even if the wording
remains uent.

In implementation, these safety boundaries are enforced through two layers. The
most direct structural violations are caught rst by deterministic pre-checks before trust
scoring begins. This includes, for example, a diagnosis proposed when the objective ledger is
empty, or an action whose type is invalid under the current constraints. Additional hard-fail
cases are then operationalized through dimension-speci ¢ audit failures after trust scoring
has been computed. Unavailable or fabricated test requests appear as integrity hard-fails on
REQUEST_TE®Ww-competence diagnosis proposals appear as competence hard-fails on
DIAGNOSISand direclTHOUGHT - ACTIGdnhtradictions appear as predictability hard-
fails onDIAGNOSISThe conceptual descriptions above therefore correspond to concrete
veto conditions in the audit logic.

These rules ensure that certain safety boundaries remain non-negotiable. The
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architecture does not allow a strong average trust score to wash out a direct violation of
minimum safety logic. A proposal may appear acceptable in aggregate, but if it crosses one
of these boundaries, ARS treats that violation as decisive.

At the same time, a trust monitor that is highly sensitive to failure can still be
harmful if it over res on grounded actions. For that reason, ARS includes Comp-Shield,
its false-positive suppression mechanism. Comp-Shield is designed for cases in which a
proposed diagnosis remains strongly grounded in objective evidence but the overall trust
score falls below threshold because of auxiliary dimensions that may be noisy, stylistic, or
only weakly informative. In such cases, the architecture suppresses the veto only when three
conditions hold simultaneously: the phase-weighted trust score is below threshold, no hard-
fail condition is present, and the competence score still indicates su ciently strong objective
grounding. In implementation, Comp-Shield is especially important for diagnosis actions,
where clinically sound decisions can otherwise be vetoed by noisy auxiliary dimensions that
re ect phrasing or presentation rather than clinical correctness. The idea is that the system
should not replace a grounded diagnosis simply because a secondary trust dimension dipped
for a non-critical reason.

This mechanism provides the necessary counterbalance to the rest of the trust
monitor's caution. Without it, ARS could become too aggressive and reduce performance by
interfering with actions that are already safe enough. Hard-fail conditions and Comp-Shield
therefore work together to keep the monitor both strict where safety boundaries are absolute
and selective where grounded actions should be preserved.

Algorithm 8 presents ARS as a staged audit process rather than as a single trust
score. The rst stage handles clearly safe cases cheaply through FastTrustPass. The
second stage uses targeted probes to diagnose likely causes of failure more precisely. On the
FAIL path, the outputs of these targeted probes are merged into the full AssessSuperTrust
record as oor values before threshold comparison. This allows the full audit to re ne those

dimensions upward while preventing it from lowering support already established by the
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probes.BORDERLINfases do not proceed to the full audit stage; instead, they retain only
the probe outputs associated with the failing dimensions. After scoring, ARS computes
the phase-weighted trust score and then applies the hard-fail override conditions. These
hard-fail conditions bypass threshold-based acceptance as well as Comp-Shield, because
they represent non-negotiable safety violations. Comp-Shield is evaluated only when no
hard-fail condition is present and the phase-weighted trust score falls below threshold.

In Algorithm 8, Gedenotes the candidaldtHOUGHEVIDENCENJACTIONecision
at turnC ! cdenotes the current clinical ledgerc denotes the current belief stateg
denotes the current diagnostic phagglenotes the remaining-turn ratio, angdenotes the
active action constraints, including forbidden actions and test availability. The algorithm
returns an audit decisior2 fACCEPT—VETOg together with an audit recokttiEn the
algorithm,) cdenotes the phase-weighted trust scorg, », and 3 denote the post-scoring
hard-fail conditions, an@p, Bp, andB:p denote the outputs of the Groundedness, Integrity,
and Consistency Probes, respectively. Hd&gcompetenceélenotes the competence
component of the trust-audit record returned by Stage 1 2, which is the merged probe-and-
full-audit record forFAIL cases, the targeted-probe collectionB@RDERLINfses, and
the ConsistencyProbe output folPASSases. The algorithm distinguishes clearly between
BORDERLINIAses, which receive only the probes associated with the failing dimensions,
and FAIL cases, which proceed through the full targeted-probe set before entering the

complete trust audit.

3.9 Trust Correction Oracle

The Adaptive Reasoning Scrutiny trust monitor determines whether a proposed action is
safe enough to commit. Once ARS vetoes an action, however, the architecture faces a new
problem. The system cannot simply stop. Clinical diagnosis is sequential, and each turn
still requires an executable next step. A rejected action must therefore be replaced by one

that is better grounded, more coherent, and more appropriate to the evidential state of the
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Algorithm 8 ARS Pre-Commitment Trust Audit

Require: candidate decisiond=xlinical ledger !c, belief state ¢

et oUW R

10:

11:

diagnostic phase ¢ remaining-turn ratio action constraints ¢
Ensure: audit decision ¢ 2 fACCEPT-VETOGg, trust-audit regord B

(1 'G c=DIAGNOSIS " B = geo
(2 InvalidinputType!G—
if (1_(2then
Ic VETO,; attach trigger to B
return 1| —B°
end if

1g—fail_dims® FastTrustPassS!c— — &
if g = PASS then

B ConsistencyProbe! G°
else if g = BORDERLINE then

if groundedness?2 fail_dims then

Bp GroundednessProbelg-!°
end if
if integrity2 fail_dims then

B> 1G ¢c= REQUEST_TEST®?IntegrityProbe!& ° :

end if
if consistency? fail_dims then
Bp ConsistencyProbel@®
end if
B CollectProbeOutputsiBsp— p— Bp°

. else

Bp— Bp RunProbes!Ge!°

B G c=REQUEST_TEST??IntegrityProbet& L :5

Ry AssessSuperTrust!G-!c— o &°
merge probe outputs intg,Bas oor values
B B

. endif

. )c WeightedScore!B?; \¢ Threshold*  &°

1 !B o»int% = 1~ G= REQUEST_TEST®
» !B o»comp¥s Y 4G DIAGNOSIS®
3 1B o»pred¥ = 1/ 6= DIAGNOSIS®

if 1 2_ gathen

Ic VETO,; attach trigger to B
return 11— B°

. endif
cif)c \ ¢ 0+05then

Ilc ACCEPT
return 1l —B°

. endif

! if G= DIAGNOSIS "@&comp¥: 4 then

lc ACCEPT
return 1 c—B°

. endif
. Ic VETO,; attach correction trigger toB
. return 1l —B°

* SIG pre-checks

* Fast pass / probes / audit

» Threshold + hard-fail override

« Comp-Shield
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encounter. This is the role of the Trust Correction Oracle, or TCO.

The Trust Correction Oracle is the architecture's failure-recovery mechanism. Its
purpose is not to explain why the previous action failed, nor to apologize for it, nor to
produce a verbal repair message. Its purpose is to generate a replacement action that the
system can actually use. This design follows directly from the trust-repair literature reviewed
in Chapter 2. Once a system has demonstrated failure, verbal explanation alone does not
restore trust in its competence. What matters is whether the system's next behavior is better.
TCO is therefore designed around behavioral correction rather than rhetorical repair.

At a high level, the Trust Correction Oracle answers a single question, namely what
the system should do instead once the originally proposed action has been vetoed.

Its design objective is to produce a replacement action that is more defensible than the
one that failed and to do so using the strongest available evidence in the current scenario. To
meet that objective, the Oracle must satisfy four requirements. It must respond immediately
when ARS res a veto, because there can be no gap between failure detection and the
generation of a replacement candidate. It must preserve as much useful information as
possible from the failed reasoning process, because not every veto means that the entire
reasoning trace was worthless. When the original reasoning cannot be trusted, it must be
able to synthesize a new action directly from the evidential record. And if both of those
paths fail, it must still guarantee that a valid grounded fallback action can be produced from
the constrained action space.

These requirements show that TCO cannot be a single repair prompt. It must operate
as a structured recovery architecture with multiple fallback paths, each activated under

progressively stricter conditions.

3.9.1 Silent Correction and Failure Routing

A de ning property of TCO is that it performs silent correction. When ARS vetoes an

action, the system does not announce the failure to the patient, apologize for it, or produce a
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conversational repair statement. Instead, it attempts to replace the failed action directly. This
choice is deliberate. In an interactive clinical setting, the important question after failure is
not whether the model can explain that it has failed, but whether it can behave better on the
next step. A system that merely signals uncertainty while continuing with weak reasoning
has not solved the real problem. TCO therefore treats correction as an action-selection
problem rather than a conversational one.

This design also keeps the architecture aligned with its broader philosophy. The
system is not intended to restore trust through reassuring language. It is intended to restore
safety through better-grounded behavior.

TCO is activated only after ARS has vetoed a proposed action. In the full pipeline,
the reasoning layer rst produces a candidate THOUGHT, EVIDENCE, and ACTION output,
ARS then audits that output, and if the action fails the audit, control is handed to the Trust
Correction Oracle. The Oracle generates a replacement candidate, which must itself pass
the downstream structural checks before execution. This positioning matters because TCO
is not a second reasoning engine running in parallel with the debate module. It is a recovery
mechanism that operates only after trust failure has already been detected. It therefore asks
not what the best action is in general, but what the best replacement is given that the original
proposal was unsafe.

The rst step in this recovery process is performed by Hero Trust Monitor (HeroTM),
the failure-routing mechanism. HeroTM examines the failed action and determines what
kind of failure occurred. This matters because not all vetoes are the same. A diagnosis may
fail because it is unsupported by objective evidence. A test request may fail because the
requested test does not exist in the scenario. A proposed action may also fail because the
THOUGHT and ACTION are inconsistent even though the underlying evidential direction
remains partly useful.

If all vetoes were handled in the same way, the system would discard useful

information and produce weaker repairs. HeroTM avoids that by identifying the failure type
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and directing the case to the most appropriate correction path. In this sense, HeroTM is not
itself a repair generator. It is the mechanism that determines how repair should proceed.
This routing stage makes correction more precise by treating veto not as one undi erentiated

event, but as a family of distinct failure types.

3.9.2 The Three-Path Fallback Chain

Once HeroTM has identi ed the failure route, TCO applies a three-path fallback hierarchy.
The paths are ordered from least disruptive to most constrained.

The rst path is Thought Extraction. In some cases, the proposed action fails ARS
even though the reasoning trace still contains a usable alternative. For example, the model
may state that more evidence is needed but then propose a diagnosis prematurely, or it may
reason toward one valid action while emitting another in the ACTION eld. In such cases,
the system attempts to recover a replacement directly from the failed reasoning trace rather
than discarding the trace entirely. This path is e cient because it reuses reasoning that may
still be valid.

The second path is Evidence-Grounded Synthesis. This path is used when the failed
reasoning trace cannot be trusted enough to support direct extraction. In this mode, the
system constructs a new action from the evidential record itself rather than from the failed
proposal. The synthesis process uses anchor ndings, supporting ndings, the belief state,
patient symptoms, and current action constraints. Its purpose is to generate a replacement
action from what the system actually knows rather than from the action that just failed.

The third path is Third-Strike Fallback. This is the most constrained recovery path.

It is used when both earlier correction attempts fail to produce an acceptable action. At
this point, the system forces selection from valid, scenario-constrained options such as the
available test catalog or the current belief state. The goal is to ensure that repeated reasoning
failure does not leave the system without a valid next action.

This hierarchy gives the architecture graded recovery. It rsttries to preserve useful
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information from the failed attempt, then reconstructs a grounded action from the evidence,

and nally falls back to the strictest constrained option if all else fails.

Thought Extraction

Thought Extraction is the least disruptive correction path because it attempts to recover
a usable action from the failed reasoning trace before invoking stronger forms of repair.
The architecture does not treat every veto as proof that the entire THOUGHT eld is
worthless. Sometimes the error lies in the transition from reasoning to action, rather than
in the reasoning itself. For example, THOUGHT may correctly state that more testing is
needed, while the ACTION eld incorrectly commits to diagnosis. In such a case, the best
correction may be recovered directly from the trace.

The purpose of Thought Extraction is to identify an action candidate that is already
implied by the reasoning but was not properly expressed in the failed output. This preserves
continuity with the model's own reasoning when that reasoning remains partially useful.

This path is used only when the veto does not invalidate the whole reasoning trace.
If the trace itself is ungrounded, contradictory, or too compromised to trust, the Oracle

escalates to a stronger form of repair.

Evidence-Grounded Synthesis

Evidence-Grounded Synthesis is the central generative path of TCO. In this mode, the system
constructs a new action from the structured evidence record rather than relying on the failed
output. The Oracle uses the objective ledger, subjective ledger, anchor ndings, current
belief state, forbidden-action set, and test catalog. From these inputs, it generates the next
best action under the current constraints.

This path is important when the original action failed because the system had reasoned
in the wrong direction altogether. In such cases, extracting a better action from the trace is

not enough. The system must step outside the failed proposal and reconstruct the decision
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from the strongest available evidence.
This path expresses the design principle of TCO directly. When a reasoning process

fails, recovery should be driven by evidence rather than by explanation.

Third-Strike Fallback

The nal path in the hierarchy is Third-Strike Fallback. This path is used when the
earlier correction attempts cannot produce a safe and valid replacement. At this point, the
architecture switches to its most constrained mode. The replacement must be selected from
options that are guaranteed to be valid under the current scenario.

For test requests, this means forcing selection from the available test catalog while
excluding forbidden or already failed actions. For diagnosis, this may mean forcing
commitment from the current belief state if no better evidence-gathering move remains
possible and the encounter has reached its nal stage. The exact fallback behavior depends
on the current diagnostic phase and on which options remain admissible.

The purpose of this path is robustness. The system must not reach a point where
repeated vetoes leave it unable to produce a next action. Third-Strike Fallback ensures that a

minimally valid and grounded option remains available.

3.9.3 Negative Diagnostic Gain (NDG) and Architectural Dependence

A replacement action can still be problematic even when it is formally valid. If correction
produces an action that is less speci ¢ or less evidentially grounded than the one it replaces,
the system may avoid one failure only by introducing a weaker decision. To prevent this,
TCO includes the Negative Diagnostic Gain gate.

The purpose of this gate is to ensure that correction does not reduce diagnostic
strength without a clear reason. If the original proposal, despite failing ARS, was at least
anchored in a speci ¢ objective nding, a replacement should not be allowed to collapse into

a vaguer or weaker option unless the original speci city was itself unsafe. In this way, the
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gate helps prevent corrective over-smoothing and preserves the strongest grounded action
available under the current conditions.

This safeguard depends on the rest of the architecture. TCO cannot recover an action
in isolation, because recovery depends on the evidential and procedural structure established
earlier in the pipeline. The TIER classi er determines which ndings carry anchor status and
therefore which evidence should dominate correction. The belief tracker provides the current
di erential when diagnosis must still be considered. The ledger and memory structures
preserve the objective ndings, subjective reports, prior failed actions, and cached test results
needed for reconstruction. ARS determines when correction is required and identi es the
kind of failure that triggered it. The test catalog and forbidden-action set determine which
actions remain valid in the current scenario.

This dependence is deliberate. TCO is not a general repair module that can be
attached loosely to any reasoning system. It is a recovery mechanism designed for an
architecture that already distinguishes evidence strength, maintains an explicit belief state,
and enforces constrained action validity.

Algorithm 9 summarizes the full Trust Correction Oracle procedure. In the algorithm,
Gedenotes the vetoed THOUGHT, EVIDENCE, and ACTION decisi®uenotes the ARS
failure signals,! cdenotes the current clinical ledgergcdenotes the current belief state,

anch—€lenotes the anchor setgcdenotes the current action constraints, @xdlenotes the
replacement decision produced by TCO.

Algorithm 9 presents TCO as a hierarchical recovery process rather than as a single
repair prompt. It rst attempts to salvage a usable action from the failed reasoning trace,
then reconstructs a grounded action from the evidential record, and nally falls back to a
constrained valid option if earlier paths fail. The Negative Diagnostic Gain check ensures

that correction does not weaken the action unnecessarily.
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Algorithm 9 Trust Correction Oracle - Structured Fallback Chain

Require: Vetoed decisiorz; failure signalsg; clinical ledger! ¢ belief state g anchor set aneh-c

action constraints ¢ diagnostic phase ¢

Ensure: Replacement decisioy@orrection metadata <

1:

o

10:
11:
12:
13:

14:
15:
16:
17:
18:
19:
20:
21.
22:

23:
24
25:
26:
27:
28:
29:

NN

* Route the failure
¢ HeroTMForensicRouter'G— g
 Path 1: Thought Extraction
inspect the THOUGHT eld of gfor an implicitly valid alternative action
if a valid extracted replacement exists then
construct provisional replacemer®t G
set correction path in gto ThoughtExtraction
go to NegativeDiagnosticGainCheck
end if
« Path 2: Evidence-Grounded Synthesis
run TrustCorrectionOracle:- — anch-t = — &
if a valid synthesized replacement exists then
set provisional replacemerft G

set correction path in to EvidenceGroundedSynthesis
go to NegativeDiagnosticGainCheck
end if
* Path 3: Third-Strike Fallback
if a valid test request remains admissible gthen

select fallback REQUEST_TEST from the scenario test catalog
else if diagnosis is required undegand cis not empty then

select fallback DIAGNOSIS from the leading entrycof
else

select fallback ASK_PATIENT if procedurally admissible
end if
construct fallback replacemerg G
set correction path in to ThirdStrikeFallback

» Negative Diagnostic Gain check

compare the evidential speci city of@ that of G
if Qis diagnostically weaker without necessity then

reject @and escalate to the next stricter available recovery path
else

mark gain check as passed ig <
end if

return 1@~ <®
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3.9.4 Why Trust Correction Oracle Is Necessary, Design Rationale, and Transition

A natural question is why the architecture needs a correction oracle at all. In a sequential
diagnostic setting, veto alone is not enough. Once a proposed action has been rejected, the
system still has to produce a next step. If it cannot do that, then one unsafe action has simply
been replaced by a stalled decision process.

TCO is therefore necessary because safety in this setting requires not only rejection
of unsafe actions, but also generation of better ones. Detection without recovery would leave
the architecture unable to function as an actual decision-making system.

The Trust Correction Oracle is built around a simple principle. Once the system has
identi ed an unsafe action, the next step must be better behavior rather than better explanation.
HeroTM identi es the failure route. Thought Extraction preserves useful reasoning when
the failure lies mainly in the transition from THOUGHT to ACTION. Evidence-Grounded
Synthesis reconstructs a replacement directly from the evidential record when the failed
proposal itself cannot be trusted. Third-Strike Fallback guarantees that a valid next action
remains available even after repeated correction failure. The Negative Diagnostic Gain gate
ensures that correction does not produce a replacement that is diagnostically weaker.

Taken together, these mechanisms make TCO the architecture's behavioral repair
layer. It allows the system not only to detect unsafe reasoning, but also to recover from it in
a controlled and evidence-aware way. The point of correction is not to restate the failure
more clearly. Itis to produce a replacement action that is safer, more defensible, and still
executable under the current constraints of the encounter.

Even after correction, the architecture still requires one nal checkpoint before
execution. A replacement action may be better grounded than the original one and still
remain malformed in structure. The next component therefore acts as the last barrier before
commitment by validating action syntax, diagnosis format, test validity, and THOUGHT-
ACTION coherence. That is the role of the Structural Integrity Gate, described in the next

section.
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3.10 Structural Integrity Layer

The nal active component in the architecture is the Structural Integrity Gate. Before any
action is committed to the environment, the system applies one last validation step to ensure
that the action is structurally valid, executable, and internally coherent. This gate is the nal
barrier between internal reasoning and external execution.

This component is needed because a language-model system can still produce
structurally invalid output even when the reasoning process has gone well overall. A
diagnosis may be returned as a list instead of one committed disease name. A diagnosis
string may contain hedging language and therefore fail to function as a committed diagnosis.
A requested test may sound plausible but may not exist in the scenario's test catalog. A
THOUGHT eld may support one action while the ACTION eld speci es another. These
failures arise at the boundary between reasoning and executable output, so they are not
always caught by earlier components.

The Structural Integrity Gate exists to catch that class of failure. Its role is narrower
than that of ARS but more absolute. ARS asks whether an action is trustworthy enough to
commit. The Structural Integrity Gate asks whether the action is valid enough to be executed
at all.

Its design objective is to ensure that every committed action satis es the minimum
structural conditions required for execution. These conditions concern the validity of
the action as an object, not only the quality of the surrounding reasoning. A diagnosis
must be a properly formed diagnosis. A test request must refer to a real available test. A
THOUGHTACTIgN must not be self-contradictory. If these conditions fail, the action is
unusable regardless of how plausible the surrounding language may sound.

This objective matters because a sequential diagnostic system cannot rely on uency
as a proxy for validity. A language model may produce polished and medically sophisticated
text while still emitting an action that the environment cannot interpret or should not execute.

The Structural Integrity Gate therefore serves as a hard-constraint layer that refuses to treat
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well-written output as su cient.

The Structural Integrity Gate sits at the very end of the safety pipeline. It receives
either the original action proposed by the debate module, if that action has passed ARS, or
the replacement action produced by the Trust Correction Oracle, if the original was vetoed.
In either case, no action is committed until it has passed through this nal gate.

This position is deliberate. Structural validation is most useful when applied to the
actual candidate that is about to reach the environment. Earlier components may improve
reasoning quality, detect evidential weakness, or repair unsafe proposals, but the architecture
still requires a nal deterministic check before execution. The Structural Integrity Gate

provides that check.

3.10.1 Action-Type, Diagnosis, and Test Validation

The Structural Integrity Gate rst checks whether the candidate action received from the
upstream pipeline belongs to the action space allowed by the framework, which contains
exactly three valid actions, nameASK_PATIENREQUEST_TE&ndDIAGNOSISAny

output that does not resolve to one of these three actions is invalid and cannot be executed,
because LLMs can produce extra wording, mixed action forms, or non-canonical labels
that sound close to valid actions without actually matching them. The gate removes that
ambiguity by requiring exact compliance with the action schema.

After validating the action type, the gate applies action-speci ¢ checks. For
DIAGNOSIShe system requires one committed disease name rather than a speculative list or
a conversational summary. The diagnosis string must not exceed ten words, must satisfy the
Noun Phrase Entity Validation grammar check, and must refer to one committed condition.
These constraints ensure that diagnosis is returned as an executable action rather than as
unconstrained text.

ForREQUEST _TE8ie proposed test must exist in the current scenario's test catalog

and must still be available at the current turn. The named test must match an entry in
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the catalog, which blocks fabricated or hallucinated tests. It must also not appear in the
forbidden-action set, which includes tests that have already been completed, already failed,
or are otherwise unavailable. This prevents repeated invalid requests and stops the system
from cycling through exhausted options.

These checks ensure that every action passed forward by the architecture is structurally
executable in the current scenario. Among the six SIG checks as shown in Table 3.3, SIG-S3
is the only soft check. It does not directly trigger a veto and therefore does not block
execution at the structural validation stage. Instead, it records an intent-action mismatch for
subsequent handling by the Alignment Gate. By contrast, SIG-S1, SIG-S2, SIG-S4, SIG-S5,
and SIG-S6 all function as immediate hard-veto conditions.

Table 3.3: Deterministic SIG validation checks used in the structural integrity layer.

Check  Label Type Condition

SIG-S1 Forbidden action re- Hard veto The proposed action repeats a previously for-
peat bidden, invalid, or already completed action.

SIG-S2 Unsupported diagno-Hard veto A DIAGNOSIS&ction is proposed under struc-
sis turally inadmissible evidence conditions.

SIG-S3 Intent-Action mis- Soft ag (no THOUGHDnNtains test-ordering vocabulary
match veto) but ACTIONs ASK_PATIENThe event is

logged and deferred to the Alignment Gate.
SIG-S4 Patient-as-lab re-Hard veto An ASK_PATIENAction requests a numeri-

quest cal test result or other objective value that the
patient cannot directly supply.
SIG-S5 Reasoning chain in Hard veto The ACTIONeld contains explanatory rea-
ACTION eld soning or chain-of-thought text rather than a
valid executable action or concise diagnosis
label.
SIG-S6 Noun-phrase valida-Hard veto The diagnosis/action text fails noun-phrase
tion failure or entity-style validation and is not accepted

as a recognizable diagnosis/action label.

3.10.2 THOUGHT-ACTION Coherence and Forbidden Actions

The Structural Integrity Gate also checks whether the nal action remains coherent with the

THOUGHT eld that accompanies it. An action may be well formed in isolation and still be
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unusable if it contradicts the reasoning trace that produced it. For example, the THOUGHT
eld may state that more evidence is needed while the ACTION eld commits to diagnosis,
or the THOUGHT eld may support one direction while the ACTION requests an unrelated
test. The gate therefore applies a NBHOUGHT-ACTIGdhsistency check. Its purpose

is not to repeat the trust audit performed earlier by ARS. Its purpose is to ensure that the
executable action does not directly con ict with the reasoning trace it accompanies.

The gate also checks whether the action has already been marked as forbidden. This
includes previously failed tests, completed tests that should not be repeated, and other actions
that are no longer valid under the current scenario state. This check is necessary because
later components may still produce actions that are valid in form but invalid in context. A
correction step, for example, may return a real test name from the catalog even though that
test has already been requested and failed earlier in the encounter. The gate blocks such
actions by requiring that the nal action be valid not only by type and name, but also in the
current procedural state.

In Algorithm 10, G- denotes the nal candidate THOUGHT, EVIDENCE, and
ACTION decision, cdenotes the scenario-speci c test catalog, apdenotes the forbidden-
action set, while the algorithm returns a structural decisig? VALID— INVALIEbgether
with a structural-validation recorc;E

Algorithm 10 presents the Structural Integrity Gate as the nal deterministic validation
step before execution by checking whether the candidate action belongs to the valid action
space, whether diagnosis and test elds are properly formed, and whether the THOUGHT
and ACTION elds remain coherent, with only actions that pass all of these checks being

admissible for execution.
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Algorithm 10 Structural Integrity Gate

Require: & ¢ ¢
Ensure: 6¢2 fVALID-INVALIDg,E  Extract the proposed action
1: extract the ACTION eld from @ » Check valid action type
2: if ACTION is not one of {ASK_PATIENT, REQUEST_TEST, DIAGNOSIS} then
3 6¢c INVALID

4 record InvalidActionType inE ¢
5: return 16—
6
7
8

»end if « Diagnosis-speci c validation
. if ACTION = DIAGNOSIS then
extract the diagnosis string fromg G

9: if diagnosis length exceeds 10 words then
10: 6 INVALID
11: record DiagnosisTooLong in kg
12: return 16— &
13: end if
14: if diagnosis fails NounPhraseEntityValidation then
15: 6c INVALID
16: record InvalidDiagnosisEntity inE ¢
17: return 16— B2
18: end if
19: if diagnosis expresses multiple alternatives or unresolved hedging then
20: & INVALID
21: record NonCommittedDiagnosis in
22: return 16— B2
23: end if
24: end if « Test-request validation
25: if ACTION = REQUEST_TEST then
26: extract the requested test name fram G
27: if requested test is not incthen
28: 6c INVALID
29: record InvalidTestName in E:
30: return 16— B2
31 end if
32: if requested test is incthen
33: 6c INVALID
34: record ForbiddenOrRepeatedTest in i
35: return 16— B
36: end if
37: endif * THOUGHT-ACTION coherence

38: run ThoughtActionCoherenceCheck gn G

39: if direct contradiction is detected then

40: 6c INVALID

41: record ThoughtActionContradiction in E ¢

42: return 16— B2

43: end if » Final structural decision
44: & VALID

45: record structural success ip E

46: return 16— B2

=
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3.10.3 Why Structural Validation Must Be Separate, Architectural Role, and

Transition

Structural validation must remain separate from ARS because the two components solve
di erent problems. ARS evaluates whether an action is grounded enough, coherent enough,
and appropriate enough to deserve commitment. The gate performs deterministic validation
of the nal action object. Its concern is not whether the reasoning was generally trustworthy,
but whether the speci c action about to be executed is syntactically and procedurally
admissible.

This separation serves two purposes. It keeps trust auditing and structural validation
distinct, and it ensures that even actions produced by the Trust Correction Oracle must
pass one nal independent check before execution. In that role, the gate acts as the last
unconditional safeguard at the edge of execution.

Although its role is narrow, this nal checkpoint depends on several other parts of
the architecture. It depends on the action schema de ned in the formal problem statement,
on the test catalog and forbidden-action set maintained by the infrastructure layer, on the
THOUGHT-EVIDENCE-ACTION representation enforced throughout the pipeline, and on
the outputs of ARS and TCO that determine which candidate action reaches the nal stage.
What it adds, however, is something none of those earlier components provide alone, namely
a guarantee that the committed action is structurally admissible.

This nal validation layer is necessary because safe clinical reasoning requires not
only good reasoning, but also valid output. A model may reason well and still produce an
unusable diagnosis string. A correction step may recover the right direction of action and
still select a forbidden test. A debate trace may look coherent overall and still emit a nal
ACTION that contradicts its own THOUGHT. The architecture therefore needs one place
where such failures are treated as unacceptable regardless of how persuasive the surrounding
language may sound.

With this nal checkpoint in place, the active safety pipeline is complete. The
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architecture has now been described from evidence classi cation through belief tracking,
debate, trust auditing, correction, and structural validation. The remaining sections turn
from the design of the active components to the methodological choices used to evaluate

them. The next section therefore introduces the cumulative ablation design.

3.11 Ablation Study Design as a Methodological Choice

The architecture described in the preceding sections contains multiple interacting components.
This makes evaluation more demanding than a simple comparison between a baseline and
a full system. If all safety components were introduced at once and the resulting system
were evaluated only as a complete package, it would not be possible to determine which
mechanisms were responsible for any observed improvement or degradation. A gain in
performance could result from evidence classi cation, belief tracking, passive trust signals,
active veto, correction, or an interaction among them. A loss could arise for the same reasons.
For that reason, the evaluation design is part of the method rather than an afterthought. Its
purpose is to make the architecture interpretable at the system level.

The solution adopted in this thesis is a cumulative ablation design. In this design, each
arm adds one component group to the previous con guration. The purpose of this structure
is to isolate the marginal e ect of each layer while preserving the dependency structure
of the full system. The design therefore does not treat the components as interchangeable
modules that can be toggled in arbitrary combinations. It follows the order in which the
architecture was built and the order in which later mechanisms depend on earlier ones.

This is important because the architecture is not a collection of independent add-ons.
The TIER classi er a ects the belief tracker. The belief tracker a ects the reasoning context
seen by the trust monitor. The trust monitor a ects whether correction activates. The
correction oracle a ects what reaches the structural gate. The components therefore must be
evaluated in a way that respects those dependencies. A cumulative design is the appropriate

choice because it preserves the system's real dependency structure while still allowing
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component-wise interpretation.

Table 3.4 summarizes the cumulative ablation structure used in this thesis and shows

how each arm adds one component group to the previous con guration.

Table 3.4: Cumulative ablation design

Arm Con guration Interpretive role

Baseline MedAgents debate core only Reference point

Arm A Baseline + TIER-based signal isolak ect of evidential hierarchy
tion

Arm B Arm A + Partial observability belief E ect of explicit belief-state control
tracking and masking

Arm C Arm B + passive ARS monitoring +E ect of monitoring without enforcement
grounding probes

Arm D Arm C + active veto, TCO recovery,E ect of full safety architecture
NDG protection, and structural en-
forcement

3.11.1 Why a Cumulative Ablation Design Was Chosen

A cumulative design was chosen because it improves causal interpretability. Each arm adds
one component group to a stable earlier con guration, which makes it easier to attribute any
behavioral change to the newly introduced layer. This reduces ambiguity about whether a
component is e ective on its own, whether it depends on earlier mechanisms, or whether its
e ect becomes visible only after prior constraints are already in place.

The second reason is architectural realism. In the implemented system, components
are not activated in isolation. The TIER classi er is useful before the trust monitor because
it determines which ndings are diagnostically decisive. The belief tracker is useful before
active correction because the correction oracle depends on the current di erential and
evidential state. Passive audit signals are useful before active veto because they separate the
informational value of monitoring from the behavioral e ect of enforcement. The cumulative
design follows that progression directly.

The third reason is alignment with the research question. The thesis is not asking

only whether the full system performs better than the baseline. It is also asking when
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architectural control helps, which component groups contribute most, and whether passive
monitoring and active correction have di erent e ects. These questions cannot be answered
by a single full-system comparison. They require a staged design in which the architecture

can be observed as it becomes progressively more constrained.

3.11.2 Baseline and Cumulative Arm Progression

The starting point of the ablation design is the MedAgents baseline, which corresponds to
Tier 2 of the implementation progression described earlier. This baseline already contains
structured multi-specialist debate within the sequential AgentClinic environment. It is
therefore a stronger and more meaningful comparison point than the raw AgentClinic doctor
agent. This choice is methodological. The architecture proposed in this thesis is built as a
safety wrapper around a debate-based reasoning core. The baseline should therefore re ect
that core rather than an earlier pre-debate agent that is structurally too di erent from the full
system.

This means that the ablation study is not primarily designed to show that a more
elaborate system outperforms a raw model. It is designed to show what happens when
structured safety mechanisms are added on top of an already capable multi-specialist
reasoning engine. This makes the comparison stricter and more informative. Improvements
observed over the baseline cannot be explained simply by the introduction of debate, because

debate is already present at the starting point.

Baseline

The Baseline arm disables all major safety ags and runs the MedAgents debate core without
the safety architecture wrapped around it. In this con guration, the system still performs
specialist debate, synthesis, consensus veri cation, and nal action proposal, but it does
not perform TIER-based signal isolation, explicit belief tracking, trust monitoring, veto,

correction, or grounding-probe activation as a safety layer.
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This arm is important because it de nes what the debate-based system does on its
own. It provides the reference point against which all later additions are measured. Without
this arm, the study could not distinguish the contribution of the safety architecture from the

contribution of the underlying debate framework.

Arm A - TIER-Based Signal Isolation

Arm A adds the rst safety layer, namely TIER-based signal isolation. In this con guration,
the system begins to distinguish between anchor-level and supporting evidence and to
propagate that distinction downstream. This is the rst point at which incoming ndings
stop being treated as an undi erentiated stream of medical text.

This arm comes rst because later components require a stable answer to the question
of which ndings are strong enough to count as grounding anchors. The belief tracker,
the con rmation phase, the grounding probe, and the correction oracle all depend on that
distinction. Arm A therefore isolates the e ect of adding an explicit evidential hierarchy
before introducing stronger reasoning or enforcement controls.

Methodologically, this arm tests whether evidence-tier structure alone changes the

behavior of the debate baseline in a measurable way.

Arm B - Partial Observability Belief Tracking and Masking

Arm B adds the second major layer, namely explicit belief tracking and masking through the
belief tracking module. In this con guration, the system no longer relies only on turn-local
reasoning inside the debate module. It now maintains an explicit di erential diagnosis across
turns, checks for evidence-belief divergence and belief stasis, and applies the Hard Block
when commitment violates the architecture's grounding logic.

This arm is the rst point at which the architecture becomes explicitly stateful in the
sequential sense. The system is no longer only classifying evidence and debating locally. Itis

now maintaining and policing a cross-turn belief state. By placing this arm after TIER signal
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isolation, the design ensures that the belief tracker operates on a ledger whose evidential
hierarchy has already been established.
Methodologically, Arm B tests whether explicit belief-state discipline adds value

beyond evidence classi cation alone.

Arm C - Passive Trust Monitoring and Grounding Probes

Arm C adds the ARS trust monitor and Recursive Grounding Probe in passive mode. In
this arm, the system computes trust signals, performs deeper probing when necessary, and
makes grounding assessments visible, but it does not yet allow those assessments to veto the
proposed action.

This arm is one of the most important in the design because it isolates the value of
monitoring without enforcement. It separates two questions that are often collapsed together.
The rstis whether trust signals contain useful information. The second is whether using
those signals to override behavior improves performance. Passive Arm C answers the rst
guestion without introducing the behavioral e ects of active veto and correction.

This arm therefore makes it possible to distinguish between the informational value
of transparency and the behavioral value of intervention. Without it, any e ect observed in
the full system could not be separated into the monitor detects something useful and the

monitor changes behavior in a useful way".

Arm D - Full Active Enforcement

Arm D is the full system. In this con guration, all safety ags are enabled, including active
veto, Trust Correction Oracle recovery, Negative Diagnostic Gain protection, subjective-
guestioning suppression, and nal structural-integrity enforcement. This is the rstarm in
which the architecture is allowed to act on its trust judgments rather than merely report them.
The shift from Arm C to Arm D is therefore the shift from passive audit to active

enforcement. It is also the point at which the architecture functions as a true wrapper rather
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than as an advisory monitor. Unsafe actions may now be blocked, corrected, or replaced
before they are committed to the environment.

Methodologically, this arm measures the net e ect of the complete safety architecture
after the informational value of passive monitoring has already been isolated in the previous

arm.

3.11.3 Why Passive Audit Must Be Separated from Active Veto

Separating passive audit from active veto is one of the strongest features of the design. If the
study moved directly from belief tracking to full active correction, it would not be possible
to tell whether later gains came from the architecture’s ability to observe failures or from its
ability to override them. By including a passive trust-monitoring arm, the design makes it
possible to compare three distinct conditions, namely a system without trust signals, a system
with trust signals but no enforcement, and a system with both trust signals and enforcement.
This distinction matters conceptually as well as empirically. A trust monitor may
improve the system simply by making failure patterns more visible to the reasoning process,
even before it begins to block actions. Conversely, active correction may help in some
cases but introduce noise in others. The passive arm is what allows those possibilities to be

separated rather than collapsed into one undi erentiated trust-layer e ect.

3.11.4 Interpretive Value and Limits of the Ablation Design

The cumulative ablation design does more than support fair comparison. It also makes the
architecture itself more interpretable. By observing what changes when each new component
group is added, the study can move from asking whether the system works to asking how
it works. In this sense, the ablation structure plays a role analogous to the per-turn audit
trail. The audit trail makes individual decisions reviewable. The ablation design makes the
system-level contribution of each mechanism visible.

This is especially important for an architecture with several interacting layers. The
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ablation study provides a structured way to uncover those interactions. If a component group
helps in one setting but harms in another, the cumulative design allows that pattern to be
located more precisely within the progression of system constraints.

The design does, however, have limits. Because the components are added in
dependency-respecting order, it does not test every arbitrary combination of modules.
It cannot answer every counterfactual question about what would happen if a late-stage
mechanism were inserted into a system missing an earlier dependency. That tradeo is
deliberate. The design prioritizes interpretability and architectural realism over exhaustive
combinatorial exploration.

This tradeo is appropriate for the present thesis because the goal is not to optimize
over arbitrary subsets of components. The goal is to understand the contribution of a coherent
architecture built in dependency-aware stages. The cumulative structure was chosen because
it matches the system's real dependency order, isolates the contribution of each component
group, and separates passive trust monitoring from active enforcement. Instead of showing
only that the complete system di ers from the baseline, it makes it possible to ask where
those di erences begin, which layer rst changes behavior, and how later enforcement builds
on earlier informational structure. For a system designed to make trustworthiness visible

and structurally enforceable, that kind of evaluative transparency is part of the method.

3.11.5 Transition to the Experimental Protocol

With the ablation design de ned, the nal step in the methodology chapter is to describe how
these system variants are actually run and evaluated. The next section therefore presents the
experimental protocol, including the turn structure, diagnosis evaluation procedure, scenario

setup, and benchmark scope used in the study.
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3.12 Experimental Protocol

This section de nes how the system and its ablation variants are executed and evaluated.
The purpose of the protocol is to ensure that all experimental arms are tested under the same
sequential clinical conditions, with the same scenario set, the same turn budget, and the same
diagnosis-evaluation procedure. Under those conditions, later di erences in performance
can be interpreted as consequences of architectural changes rather than di erences in task
setup.

The protocol evaluates the system in an interactive clinical setting rather than in a
static benchmark setting. This distinction matters because the architecture is designed for
sequential diagnosis under partial observability, where the agent must gather evidence across
time, revise its working diagnosis, and choose actions under uncertainty. The evaluation
protocol therefore measures behavior in that setting rather than reducing the task to a one-step

prediction problem.

3.12.1 Scenario Structure and Turn Budget

Each experimental run consists of clinical scenarios executed one at a time. In every scenario,
the agent interacts with the AgentClinic environment under a xed maximum encounter
length of ve turns. At each turn, the agent receives the current patient observation, produces
a THOUGHT-EVIDENCE-ACTION decision, and returns that action to the environment. If
the action isASK_PATIENThe environment returns an additional patient response. If the
action iSREQUEST_TE#¥e environment returns the result of the requested test if that test
is valid and available. If the action BIAGNOSIShe scenario ends immediately and the
proposed diagnosis is evaluated against the ground truth.

The ve-turn limit is part of the protocol rather than a neutral technical setting. It
creates a setting in which the agent must balance information gathering against commitment.
If the agent delays too long, it may exhaust the turn budget before reaching a grounded

conclusion. If it commits too early, it risks making an unsupported or incorrect diagnosis.

140



The turn limit therefore preserves the sequential decision-making character of the task.

3.12.2 Unit of Evaluation

The basic unit of evaluation is the scenario. Each scenario represents one complete patient
case from initial presentation to nal committed diagnosis or forced end of encounter.
Although many intermediate decisions are produced within a scenario, the primary end-point
evaluation is de ned at the scenario level. This matters because the architecture is not being
evaluated only on local action uency. It is being evaluated on whether the full turn-by-turn
reasoning process leads to a correct nal clinical outcome.

At the same time, the system records detailed per-turn information through its
audit and logging mechanisms. This makes it possible to analyze not only nal accuracy
but also internal safety behavior, including vetoes, corrections, grounding failures, and
belief-state problems. The protocol therefore supports both scenario-level outcome analysis
and turn-level mechanism analysis, even though the primary benchmark metric is de ned at

the scenario level.

3.12.3 Diagnosis Evaluation Procedure

When a scenario ends witlLAAGNOSI&ction, the proposed diagnosis is evaluated against
the scenario's ground-truth condition through a two-stage procedure.

The rst stage is exact-match evaluation after normalization. The proposed diagnosis
string is normalized and compared directly against the ground-truth label. If the normalized
strings match, the diagnosis is counted as correct.

The second stage is used when exact match fails. In those cases, the system invokes
an LLM-based clinical equivalence judge to determine whether the proposed diagnosis
is still clinically equivalent to the ground-truth condition. This second stage is necessary
because medical diagnoses are not always expressed with identical wording. Two strings

may di er lexically while still naming the same condition in clinically acceptable terms.
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The LLM judge therefore acts as a semantic adjudicator rather than as a free-form scorer. It
returns a binary yes-or-no judgment on whether the proposed diagnosis is equivalent to the
target condition.

This two-stage procedure is important for fairness. Exact string matching alone
would penalize clinically correct answers expressed with di erent naming conventions. At
the same time, the binary equivalence judgment preserves the requirement that the nal

output name a speci c disease rather than receive partial credit for vague similarity.

3.12.4 Benchmark Composition

The benchmark used in this study contains 106 clinical scenarios spanning 48 unique
conditions across multiple specialties. These include neurology, oncology, pediatrics, der-
matology, nephrology, psychiatry, gastroenterology, obstetrics and gynecology, hematology,
and cardiology. The benchmark is therefore diverse both in disease type and in the style of
reasoning required to solve the cases.

This diversity matters because the architecture is intended as a general safety wrapper
for sequential clinical reasoning rather than as a narrow specialist system optimized for one
domain. A benchmark drawn from multiple specialties provides a more demanding test of
whether the architecture can maintain evidential grounding, belief consistency, and structural

integrity across di erent kinds of clinical presentations.

3.12.5 Model Backends and Controlled Comparison

The experimental protocol compares two model backends under the same sequential clinical
environment, namely UltraMedical-8B and Llama-3.1-8B-Instruct. Both models are served
through the same local infrastructure and evaluated using the same scenarios, turn limits,
architecture arms, and judgment procedure. This controlled comparison makes it possible
to distinguish between the e ects of the architecture and the properties of the underlying

model.
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The choice of these two backends is methodologically meaningful. UltraMedical
represents a specialist medical model with strong medical benchmark performance, while
Llama-3.1-8B-Instruct represents a strong general-purpose model. Evaluating the same
architecture on both models makes it possible to examine whether architectural safety layers

behave di erently depending on the model's prior specialization.

3.12.6 Execution Consistency Across Arms

All ablation arms are run under the same scenario protocol. The scenario set, turn budget,
moderator behavior, diagnosis judgment procedure, and model backend remain xed across
arms. The only di erences between arms are the controlled component activations de ned
by the ablation design. This keeps comparisons across arms meaningful.

This consistency is especially important because sequential clinical interaction is
path-dependent. A small change in an early turn may alter what evidence appears later in the
scenario. For that reason, the evaluation protocol must keep everything except the intended
architectural change as stable as possible. The cumulative ablation structure de ned in the

previous section works together with this protocol to make later comparisons interpretable.

3.12.7 Why the Protocol Evaluates More Than Final Accuracy

Final diagnostic accuracy is the primary benchmark metric, but the protocol is designed
to support analysis of more than end-point correctness. Many of the architecture's most
important contributions occur during the path to the nal diagnosis rather than only at the
nal label itself. A scenario may be informative because the system avoided premature
commitment, updated its belief state correctly, requested a valid test instead of hallucinating
one, or recovered safely after a veto.

For that reason, the protocol preserves detailed traces of the full encounter. Later
chapters can therefore evaluate the architecture not only by asking whether it reached the

correct diagnosis, but also by asking how it reached that diagnosis, where intervention
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occurred, and which components changed the reasoning path. This is necessary for a thesis
whose central claim concerns structural enforcement of trustworthiness rather than accuracy

alone.

3.12.8 Experimental Validity and Scenario Isolation

The protocol also includes explicit protections for experimental validity. As described earlier
in the infrastructure section, each scenario is run with a hard scenario-isolation reset. This
prevents cached information, internal state, or context from one patient case from leaking
into the next. Scenario-speci c test catalogs are re-extracted, memory bu ers are cleared,
diagnostic phase state is reset, and backend cache contexts are separated.

This matters because the benchmark is sequential not only within scenarios but also
across the full evaluation run. Without explicit isolation, the system could carry state from
one case into another and invalidate later comparisons. The protocol therefore treats scenario

isolation as part of the experimental method rather than as a low-level implementation detail.

3.12.9 Role of the Protocol in the Thesis

The experimental protocol is the nal methodological layer connecting the architecture to
the results chapter. It ensures that the full system and all ablation variants are evaluated
under the same conditions, that correctness is judged fairly but concretely, and that both
scenario-level outcomes and turn-level internal behavior remain observable.

In that sense, the protocol does not simply describe how the code was run. It de nes
the conditions under which the claims of the thesis can be interpreted. The architecture
was designed to enforce evidential grounding, belief consistency, and structural integrity in
sequential clinical reasoning. The protocol de ned here is what makes it possible to test
those claims in a controlled and interpretable way.

With the experimental protocol now de ned, the methodology chapter is complete.

The chapter has moved from formal problem statement to architectural decomposition,
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component-level design, and evaluation methodology. The next chapter turns from design to
implementation and results, showing how the architecture was instantiated in code and what

happened when it was run on the clinical benchmark.

3.13 Chapter Summary

This chapter has presented the complete system architecture and methodological design of
the proposed framework. It began by de ning interactive clinical diagnosis as a sequential
decision-making problem under partial observability and by formalizing the three safety
invariants the architecture is designed to enforce, namely evidential grounding, belief
consistency, and structural integrity. It then showed how that central problem decomposes
into six sub-problems, each corresponding to a distinct architectural component.

The chapter next described the full four-layer design of the system, including the
shared infrastructure layer, the evidence-processing layer, the reasoning layer, and the safety
layer. It explained the state model that supports these layers, including the diagnostic phase
machine, the clinical memory hierarchy, the structured ledgers, the forbidden-action set, and
the scenario-isolation protocol. It then presented each active mechanism in turn, namely
the TIER Evidence Classi er, the Partial Observability Belief Tracker, the Multi-Specialist
Debate Module, the Adaptive Reasoning Scrutiny trust monitor, the Trust Correction Oracle,
and the Structural Integrity Gate.

Taken together, these components de ne the system as a control architecture rather
than as a prompt template or a specialized model alone. The central claim of the chapter
is that safe sequential clinical reasoning does not emerge automatically from medical
pretraining or from uent language generation. It must be enforced through explicit
architectural mechanisms that determine what counts as decisive evidence, preserve and
monitor the evolving belief state, introduce adversarial challenge into the reasoning process,
audit trustworthiness before commitment, recover from unsafe actions through grounded

correction, and block malformed outputs at the nal execution boundary.
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The chapter then described the cumulative ablation design and the experimental pro-
tocol used to evaluate these mechanisms in a controlled way. These methodological choices
are important because the architecture is composed of interacting layers whose contributions
cannot be understood through full-system comparison alone. The evaluation design therefore
re ects the same commitment to interpretability that motivates the architecture itself. It
requires not only that the system's decisions be reviewable, but also that the contribution of
its major mechanisms be visible at the level of experimental comparison.

With the architecture and methodology now de ned, the thesis can turn from design
to implementation and empirical behavior. The next chapter describes how the proposed
framework was instantiated in code, integrated into the AgentClinic environment, and

evaluated across the clinical benchmark.
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Chapter 4 Implementation and Experimental Design

This chapter bridges the formal architecture of Chapter 3 and the empirical results of
Chapter 5. Chapter 3 established what was designed and why. The discussion now turns
from design to implementation. This chapter documents what was actually built, what the
two source frameworks contribute and do not contribute, where the original engineering
contributions of the thesis begin, what challenges arose during development and how they
were resolved, the computational environment used for the simulations, and the evaluation
designs that generate the evidence reported in Chapter 5.

The chapter is organized into four main parts. Section 4.1 describes the AgentClinic-
MedQA benchmark used for evaluation, including its scenario structure, interaction format,
ground-truth labelling procedure, and the properties that make it suitable for safety-focused
evaluation. Section 4.2 describes the implementation in full detail, including what the two
source codebases provide and do not provide, the three-stage construction plan, the six
original safety components built in this thesis, the DSPy architecture underlying every module,
the engineering challenges encountered and resolved, and the computational environment.
Sections 4.2 de ne the four evaluation studies. Section 4.3 describes the evaluation
infrastructure, namely the audit trails and logs that make turn-level and mechanism-level

analysis possible.

4.1 Dataset and Evaluation Protocol

The framework proposed in this thesis is evaluated on the AgentClinic MedQA dataset
[7]. AgentClinic converts static medical multiple-choice question-answering items into
interactive sequential diagnostic encounters. Instead of receiving all case information at
once and selecting from a xed set of answer options, the agent must gather evidence
across multiple turns usilrgSK_PATIENENdREQUEST_TE&Tions, revise its working

hypothesis as new observations arrive, and eventually commit to a nal diagnosis under
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partial observability. This structure is well suited to the present thesis because it tests
evidence gathering, belief revision, and the timing of diagnostic commitment rather than
one-step recall.

For this thesis, the full raw JISONL le from the AgentClinic repository was used
without modi cation. The evaluation set contains 106 scenarios covering 48 unique clinical
conditions across a range of clinical areas, including neurology, oncology, paediatrics,
dermatology, nephrology, psychiatry, gastroenterology and general surgery, obstetrics and
gynaecology, haematology, and cardiology. The dataset was used in its original form, which
means that the scenario set, case di culty distribution, and diagnosis labels were taken
directly from the published source and were not adjusted for this thesis.

Each record is stored as a structured JSON object witD&GE_Examination
top-level object. This object contains the doctor objective that de nes the diagnostic goal,
the patient actor speci cation that de nes the complete patient persona used to generate
responses, physical examination ndings, a test result catalogue, and the correct diagnosis
label used for evaluation. Across turns, each scenario provides the agent with three main
sources of information. The rst is the initial patient presentation, which usually appears as
a chief complaint with limited contextual background. The second is a closed catalogue
of diagnostic investigations available within that encounter. Requests for tests that are not
included in this catalogue are returned as unavailable. The third is patient response content
returned when the agent selects &K _PATIENAction. The encounter is sequential by
design, so the agent does not observe the full evidential record at initialization and must
decide at each step whether to ask a follow-up question, request a diagnostic test, or commit
to a nal diagnosis. For all experiments in this thesis, the encounter length is capped at ve
turns, although an encounter may end earlierliAGNOSI&ction is committed before the
turn budget is exhausted.

Evaluation is conducted against the diagnosis label provided in each scenario. This

thesis does not reassign, curate, or modify those labels, but uses them exactly as provided
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in AgentClinic, where the correct answer to the original MedQA-derived clinical item is
carried forward as the reference diagnosis for the interactive simulation. The proposed
diagnosis is rst compared with the reference label using exact string matching after case
normalisation. If the two match in a case-insensitive comparison, the outcome is recorded
immediately as correct with no additional model call. If no exact match is found, the
moderator invokes an LLM-based clinical equivalence judge. The judge receives both the
proposed diagnosis and the reference label and returns a binary verdict. This second step
is necessary because the same diagnosis can be described using di erent but clinically
equivalent terms. For example, a system that proposes Esophageal Perforation when the
reference label is Boerhaave Syndrome would be recognised as correct under this procedure,
even though exact string matching alone would mark it as incorrect.

This dataset is also useful for safety evaluation because the reasoning demands vary
substantially across cases. Some cases contain a single decisive investigation whose result is
su cient to con rm the diagnosis and rule out alternatives. Other cases contain overlapping
and non-speci ¢ ndings that require evidence to be integrated across multiple turns before a
diagnosis becomes defensible. The dataset also includes cases that can be solved only if the
agent asks the right question or orders the right test at the right time. This makes it possible
to observe failures caused by premature diagnostic commitment. The cases also span a
wide range of clinical areas with di erent presentation styles, which helps test whether the

proposed safety architecture remains e ective across heterogeneous clinical encounters.

4.2 Implementation
4.2.1 What the Source Frameworks Provide and Do Not Provide

This implementation builds on two published systems, AgentCliffiafd MedAgents§].
To make the contribution of this thesis clear, it is necessary to separate what these systems
already provide from what had to be implemented for this work. This distinction also matters

for the Baseline arm. Even when all six safety components are disabled, the Baseline still
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runs on the implementation developed in this thesis. It is therefore not the same as the
original AgentClinic or MedAgents system.

AgentClinic provides the patient simulation environment, the benchmark JSONL
scenario les, a basBoctorAgent class, and ModerationAgent that implements the
two-stage diagnosis evaluation procedure described in Section 4.1. It also generates patient
responses turn by turn through a patient-actor LLM. However, the oriGioeorAgent
is only a minimal wrapper around a single raw LLM call per turn. It appends the current
observation to a at message history, sends that history to the language model with a xed
physician system prompt, and returns the resulting string. It does not perform structured
parsing, action validation, memory compression, belief tracking, or safety checking.

MedAgents provides the algorithmic design of a ve-stage multi-disciplinary collab-
oration process consisting of expert gathering, analysis proposition, report summarisation,
collaborative consultation, and decision making. However, the original implementation was
designed for static single-turn multiple-choice question answering on MedQA, MedMCQA,
and MMLU. It does not include a sequential interaction loop, an action space such as
ASK_PATIENREQUEST_ TE&mdDIAGNOSISnemory across turns, partial observability
handling, belief tracking, or any connection to an interactive patient simulator. MedAgents
therefore cannot be used in the AgentClinic setting without substantial re-engineering.

The system studied in this thesis was not produced by simply combining the original
AgentClinic and MedAgents codebases. A new implementation layer was required to
adapt both systems to sequential interactive clinical diagnosis and to connect them into a
single working pipeline. Every arm in the study, including the Baseline arm, runs on this
implementation layer. What changes across arms is whether the safety components are
enabled or disabled. Table 4.1 summarises these di erences across the main implementation

dimensions.
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Table 4.1: Comparison of the original source systems and the system implemented in this
thesis. All arms, including the Baseline arm, run on the thesis implementation shown in the
right-hand column.

Implementation as- Original AgentClinic and Thesis implementation used in all
pect MedAgents arms

Turn-level doctor be- Single raw LLM call per turn ReAct thought-evidence-action
haviour with free-form text output. structure enforced through a DSPy
typed FinalDecision signature.

Debate mechanism Static ve-stage multiple-choice Re-engineered sequential debate
debate with no sequential interfoop that produces one of three struc-
action and no action selection. tured actions at each turn.

Clinical memory Flat message history with noTwo-tier ClinicalMemory with re-

across turns compression or retrieval mechaeent full turns, progressive sum-
nism. mary, and KV-cache pairing.

Handling of available Testrequests passed directly witlHierarchical catalogue extraction,

tests no validation against the scenariduzzy matching, dynamic drill-down
test catalogue. navigation, and forbidden-action

tracking.

Isolation between No scenario isolation becauseHard reset between scenarios with

scenarios the original design does not usememory clearing, DSPy mod-
sequential scenarios. ule purge, KV-cache reset, and

forbidden-set clearing.

Prompt and output Hand-written string prompts DSPy typed signature chain with
structure with untyped free-form outputs. structured output parsing and multi-
path recovery logic.

Model serving Cloud API calls only through ser-Local vLLM endpoints with tensor-
vices such as OpenAl, Replicateparallel serving, and KV-cache reset
and HuggingFace. headers.

Safety-related com-No safety components. TIER, Partial Observability Belief

ponents Tracker, RGP, ARS, TCO, and SIG,

added progressively across Arms A
to D.
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4.2.2 Implementation Stages

The full system is implemented as a per-turn execution pipeline, as shown in Figure 4.1.
This gure provides the highest-level view of how one turn is processed in the proposed
architecture. Rather than relying on a single LLM call followed by a small number of checks,
the system routes each turn through separate modules for debate, evidence intake, belief
tracking, trust assessment, structural validation, correction, and fallback before producing
the next action.

This implementation builds on AgentClinic and MedAgents, but the system evaluated
in this thesis is not a direct reuse of either original codebase. The AgentClinic side provides
the patient simulation environment, the test-response mechanism, the moderator loop, and
the base doctor execution ow. The MedAgents side provides the multi-disciplinary debate
idea. For this thesis, both sides were modi ed and extended so that they operate together as
a single system for sequential interactive diagnosis. The implementation was developed in
three successive stages. Each stage adds a distinct set of capabilities on top of the previous
one. This progression matters for the run study because the evaluated systems are cumulative
additions built on top of the same codebase rather than unrelated con gurations.

The rst stage establishes the modi ed AgentClinic-based baseline used in this thesis.
Although AgentClinic provides the interactive clinical setting, the doctor-side implementation
used here is not a verbatim copy of the original framework. It was modi ed to support the
turn structure, prompting scheme, action formatting, and execution ow required for the
thesis experiments. This baseline already operates as a sequential interactive diagnostic
agent with explicit action execution rather than as a single raw model call.

The second stage adds the MedAgents-style multi-disciplinary debate process to this
modi ed baseline system. MedAgents provides the debate idea, but its original form is not
directly usable in a sequential interactive diagnostic loop. For this thesis, that debate process
was implemented within the modi ed AgentClinic-based environment and adapted to the

available action space and per-turn execution structure. The following six components were
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Figure 4.1: High-level call graph of the per-turn implementation pipeline. Each box
represents a callable unit in the execution ow, and each grouped panel shows one major
subsystem in the full architecture. The gure shows how a single turn moves through debate,
evidence intake, belief tracking, trust assessment, correction, and fallback before the next
action is produced.
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implemented within this modi ed system and are not provided by the original AgentClinic

or MedAgents codebases.

1. Sequential debate loop with action selection - The system runs the ve-stage debate
at each turn and produces one of three structured actions, n&8&yPATIENT
REQUEST_TE®F DIAGNOSISAction selection is based on the current clinical

ledger, the running memory state, and the evolving belief state.

2. ReAct thought-evidence-action format - A typed FinalDecision DSPYy signa-
ture requires every turn to contain three elds, namely thought for clinical reasoning,
evidence for cited ndings, and action for one executable action. Later safety

components rely on these elds being present and parseable.

3. DSPy typed signature chain - The main pipeline stages, including specialist selection,
opinion generation, report synthesis, consensus checking, belief-state updating, and
nal decision, are implemented as typed DSPy modules. This reduces format failures

when outputs move from one stage to the next.

4. ClinicalMemory with two-layer progressive summarisation - One layer retains the
most recent full turns verbatim, withAgentConfig.recent_k set to 4 by default.
The second layer stores a compressed progressive summary within a con gurable
token budget. A KV-cache pairing mechanism also links each doctor action to the
observation returned on the following turn, which supports causal retrieval across the

encounter.

5. Test catalogue extraction and fuzzy validation - At scenario initialisation, the system
extracts a hierarchical catalogue of available tests. LREQUEST_TE&Gtions
are validated against this catalogue through bidirectional overlap fuzzy matching,
with AgentConfig.fuzzy match_threshold  setto 0.6 by default. Requests that

identify only a test category trigger drill-down hints instead of ending in failure.
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6. Forbidden-action tracking and scenario-isolation reset protocol - Completed or
failed tests are added to a forbidden-action set so they cannot be requested again. At
the start of each new scenario, the system clears memory bu ers, forbidden-action sets,
belief-state variables, and diagnostic-phase variables, and replaces DSPy modules

with newly initialised instances.

The third stage extends this debate-based implementation by adding the full set of
safety components described in Chapter 3, thereby producing the complete architecture
evaluated in this thesis. All simulation runs share the same underlying implementation and
di er only in whether speci ¢ safety components are enabled or disabled. This means that
di erences across arms re ect the e ect of those safety components rather than changes to

the implementation itself.

4.2.3 The Six Safety Components Added in Stage 3
TIER Evidence Quality Classi er in Arm A and Above

Every incoming objective nding is classi ed into one of two evidence categories, namely
TIER_1_ANCHQR TIER_2_SUPPORTING distinguish ndings that can anchor the
diagnostic process from ndings that only support a broader di erential. When a nding is
assigned tdlIER_1 ANCHQRSs treated as decisive evidence. Itis stored in the objective
ledger with a larger storage budget thamlBR_2 SUPPORTIN®@Eing, and the system
records the turn on which the r§iIER_1_ANCHG@RBpears. This timestamp is later used by
downstream safety components to reason about when decisive evidence rst became available.
In addition, when the intake output indicates that the case has progressed beyond open-ended
evidence gathering, the diagnostic phase varidla@gnostic_state is advanced from
exploration to confirmation.

Classi cation proceeds through four layers, as summarized in Figure 4.3. The rst

layer is the primary LLM classi cation call, which reads the observation and assigns an initial
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Figure 4.2: ClinicalMemory architecture with write, read, and retrieval ows. The write
ow records completed turns in the structured history and updates the KV-cache. The read
ow assembles context for the next reasoning step from the SOAP ledger string and the most
recent: turns, trimmed to the token budget. The retrieval ow performs keyword-overlap
search over the ndings cache for use by the TCO and the Trust Monitor.

156



tier. The second layer is a deterministic linguistic safety net that inspects the observation for
strongly con rmatory or uncertainty-bearing language. In this stage, uncertainty phrases
can demote an apparent anchoM&R_2 SUPPORTINGereas directly con rmatory
wording can promote an apparent supporting resuliER_1_ANCHORe third layer is a
structured self-audit override built around three mechanistic questions, denoted Q1, Q2, and
Q3. The fourth layer is a mini-ensemble tiebreaker that is invoked only when the self-audit
proposes an override that con icts with the current tier assignment. In that case, the system
resolves the disagreement through a small set of additional lightweight classi cation calls
before committing the nal tier to the objective ledger. The temporal order of these steps for
a single observation is illustrated in Figure 4.4.

The self-audit logic is shown in Figure 4.5. Q1 asks whether the full combination
of result components could plausibly arise from more than three fundamentally di erent
disease mechanisms. Q2 asks whether the result expresses a speci c pattern, structure,
cellular morphology, or named conclusion, rather than only a numerical value, scalar trend,
or generic abnormality. Q3 asks whether the result combines a negative exclusion with a
speci ¢ morphological, cellular, or structural positive nding. These questions drive the
override logic applied after the initial classi cation. If QLYESa nding currently treated
asTIER_1_ANCH@Rdemoted td'lER_2_SUPPORTINg&cause the result is judged too
mechanistically broad to function as decisive evidence. If G2ATTERAND Q1 isNQa
nding currently treated aJIER_2_SUPPORTIMGpgraded tdIER_1_ ANCH(#Rcause
the result is interpreted as su ciently speci ¢ to ground diagnostic narrowing. If Q8ES
a nding currently treated a¥IER_2_SUPPORTIMG&Iso upgraded t6lIER_1 _ANCHOR
even when Q1 i¥ESbecause the code treats a negative exclusion combined with a speci ¢
morphological positive as a targeted mechanistic combination. However, these self-audit
responses do not always determine the nal stored tier on their own. Whenever an audit-based
override con icts with the current tier assignment, the system invokes the mini-ensemble

tiebreaker and stores the ensemble-resolved result as the nal classi cation.
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Figure 4.3: High-level ow of the Evidence Intake Classi er for one incoming observation.
The classi er rst checks for failure markers and embedded data overrides, then separates
subjective from objective content. Objective ndings are passed through the TIER classi ca-
tion pipeline, followed by state override, collision checks, and capacity management before
the result is stored in the Test Results Ledger.
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Figure 4.4: Sequence diagram for Evidence Intake Classi er processing of a single
observation. When the preceding action w&K_PATIENThe observation is treated as
subjective content and bypasses TIER classi cation. On the objective path, the classi er calls
the primary LLM, the linguistic safety net, the deterministic self-audit, and the mini-ensemble

in sequence. It then applies programmatic state override, collision checking, and capacity
management before returning the ledger outcome. The intake audit shown here runs after
intake completes and does not block storage of the nding.
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