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Abstract of Dissertation

Simulating Gauge Theories on Quantum Computers

Despite remarkable success in the last decades, numerical simulations of lattice gauge

theories still have significant challenges. The Hilbert space of a quantum system grows

exponentially fast with the number of degrees of freedom, making direct real-time

evolution of quantum field theories intractable on a classical computer. Secondly, Mote

Carlo simulations for thermal field theories suffer from the sign problem at finite fermion

density. Quantum computers are promising candidates to address both challenges.

However, at least two requirements must be met. First, the degrees of freedom of the

theory must be mapped efficiently onto the qubits. Secondly, low-cost quantum circuits

must be constructed to perform the time evolution. This thesis addresses both issues. That

is, I present an algorithm designed to construct efficient quantum circuits for the time

evolution of arbitrary Hamiltonians and demonstrate its performance on some quantum

field theories. Then, I will present a lattice gauge theory truncation method and construct

its time evolution quantum circuit.
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Chapter 1: Introduction

Chapter 1.1: Overview

In the last decades, numerical simulations of gauge theories on classical computers have

been used with remarkable success in studying hadronic properties. However, classical

computers still face significant challenges in simulating gauge theories. To begin, the

Hilbert space of a quantum theory grows exponentially with the number of degrees of

freedom. For example, the Hilbert space describing only a system of 𝑁 spin half-particles

has dimension 2N, making direct diagonalization of the Hamiltonian of the system an

intractable problem as 𝑁 increases.

This challenge in performing direct time evolution of large quantum systems on classical

computers is typically circumvented by employing Monte Carlo methods in Euclidean

time. In this approach, the usual Path Integral formalism of Quantum Field theory (QFT)

is turned into a statistical mechanics problem where expectation values of desired

observables can be computed via importance sampling techniques, e.g.

Metropolis-Hastings algorithm [142, 98]. However, this approach fails when we are

interested in the properties of matter at high pressure and/or finite density due to the sign

problem [76, 5, 111]. That is, the Boltzmann factor 𝑒−S[Φ] is complex and therefore cannot

be interpreted as the “unnormalized” probability of the field configuration Φ.

The effect of the sign problem is that an exponentially large number of operations (e.g.

Monte Carlo steps) is needed to calculate an observable to a desired accuracy as we

increase the volume. Accordingly, solving the sign problem means finding an efficient

(polynomial time) algorithm for calculating an observable to an arbitrary accuracy1.

However, this problem is known to be NP-Hard for certain systems. A generic solution for

the sign problem for all systems would provide polynomial-time solution to an NP-hard

problem, which is unlikely.

Quantum computers are expected to address both issues. For the first issue, the dimension

1Ref. [180] provides a precise definition of efficient algorithm in this context.

1



of the Hilbert space described by a set of quantum bits (qubits) also grows exponentially

with the number of qubits, suggesting that the time evolution on a quantum computer may

be feasible. In addition, performing the time evolution directly on a quantum computer

circumvents the sign problem encountered in Monte Carlo simulations. Moreover,

quantum computers provide access to the real-time dynamics of a system. That is, we can

calculate the time evolution of a physical observable.

Simulating gauge theories on quantum computers comes with its own set of challenges.

First, the degrees of freedom of the theory must be mapped to qubit states. Then, given this

mapping, efficient algorithms must be developed to perform the time evolution and extract

the quantities of interest. My research aimed at addressing both issues. More specifically,

I have studied different methods to map a gauge theory to a quantum computer, and I have

developed algorithms to perform the time evolution on a quantum computer.

The rest of the introduction will provide a background to the problem. That is, I will first

give an overview of quantum computation and quantum information theory. Secondly, I

will review the relevant aspects of gauge theories with an emphasis on the Hamiltonian

formulation of SU(𝑁) lattice gauge theory. The Hamiltonian lattice gauge theory

formulation is natural to simulation on quantum computers. Next, I will discuss in more

depth the problem of encoding gauge theories on quantum computers. Finally, I will

conclude the introduction with a general strategy to construct a quantum circuit of the time

evolution of an arbitrary Hamiltonian. Then, the rest of this dissertation will be from my

co-authored articles Refs. [145, 144, 8].

Chapter 1.2: Introduction to Quantum Computation

Chapter 1.2.1: Preliminaries

Quantum computers are devices that process information in a fundamentally different way

from current computers, which I will refer to as classical computers. The theoretical basis

underlying such new machines is called quantum information theory. The motivation

2



behind developing this new method of computing comes from the realization that

processing information with quantum phenomena may drastically speed up certain

computations.

A few years after the proposals of quantum computers by e.g. P. Benioff in Ref. [20] and

R. Feynmann in Ref. [69], researchers began to find problems that are significantly less

complex on quantum computers than on classical computers. For example, Deutsch and

Jozsa found a problem that requires O(𝑛)2 operations on classical computers while it

required only O(1) operations on quantum computers where 𝑛 is the problem

size [62, 63]. This result is remarkable because it means that, unlike a classical computer,

a quantum computer will solve the problem with the same number of operations regardless

of how large the size of the problem is. This trend continues with, for example, the

Bernstein-Varizani problem, which also required O(1) operations on a quantum computer

but O(𝑛) on a classical computer [23].

Both the Deutsch-Jozsa and Bernstein-Vazirani algorithms are polynomial improvements

from classical computers to quantum computers. In 1994, Simon showed an example of an

exponential improvement in using quantum computers. In Ref. [169], Simon showed a

problem that required Ω(2n/2) 3 on a classical computer while a quantum computer needs

only O(𝑛). Perhaps, the most celebrated example of the power of quantum computers is

Shor’s algorithm, which can factor integers in O(𝑛)4 operations on a quantum

computer [168].The difficulty of integers factoring on classical computers is the basis for

modern cryptography, see the RSA protocol [164]. By factoring integers, Shor’s algorithm

showed that a full-scale quantum computer can break RSA-based cryptographic systems.

In fact several quantum-safe cryptographic protocols have been proposed in the last decade

(see e.g. Refs [30, 66, 72]) to better protect information.

Given several examples of problems where quantum computers offer a significant

2O is referred to as the ‘Big O’. It indicates an upper bound of the worst-case scenario.
3Unlike the ‘Big O’, the ‘Big Omega’ (Ω) indicates a lower bound of the worst-case scenario
4In this case, 𝑛 is the number of bits required to represent an integer.
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speed-up over classical computers, it is natural to ask whether Hamiltonian time evolution

can be done efficiently on a quantum computer. Such an idea is the original motivation by

R. Feynmann (Ref. [69]) in his proposal of quantum computers and is one of the most

anticipated applications of quantum computing. Theoretical studies suggest that the time

evolution of local Hamiltonians, which we encounter in physical systems, have properties

that can be exploited to simulate their time evolution efficiently on quantum

computers [24, 25, 26]. My thesis will focus on exploiting these properties for

Hamiltonians of gauge theories. Before I proceed, I will describe how to encode

information on a quantum computer, and what types of operations can be performed. An

excellent reference for the material in the next section is Ref. [149, 113].

Chapter 1.2.2: Quantum Bits, Quantum Gates and Quantum Circuits

Quantum bit (qubit) is the unit of information on a quantum computer, as is the bit on a

classical computer. Formally, a quantum bit is a two-level quantum state or a vector in a

two-dimensional complex Hilbert space. In analogy to the (classical) bit, the two levels are

traditionally denoted by |0⟩ and |1⟩. They form an orthonormal basis of a two-dimensional

complex Hilbert spaceH . Therefore, a generic quantum state can be written as

|Ψ⟩ = 𝛼 |0⟩ + 𝛽 |1⟩ (1)

where 𝛼 and 𝛽 are complex coefficients. A single qubit may be used, for example, to

represent an object that has two independent states. For instance, one can use a single qubit

to represent a coin where the state |0⟩ may represent “Head” and the state |1⟩ may represent

“Tail”. Later on, I will explain how a quantum computer with a single qubit can be used to

perform a coin toss with an arbitrary probability of the outcome being “Head” or “Tail”.

To encode a more complex system than, for example, a coin, more qubits may be

necessary. Fortunately, the generalization of a single qubit state to multiple qubit states is

straightforward. When a system has two or more qubits, the total Hilbert space is the
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tensor product of the individual Hilbert space. That is, for an 𝑛-qubits system,

H =
⊗n

q=1Hq, and the dimension of the total Hilbert space is dimH = 2n.

A basis for the total Hilbert space can be obtained simply by concatenating the basis of

individual spaces. For example, the Hilbert space of two qubits may be written as

H = span {|0⟩ ⊗ |0⟩ , |0⟩ ⊗ |1⟩ , |1⟩ ⊗ |0⟩ , |1⟩ ⊗ |1⟩}. It is customary to drop the ⊗ symbol

and join the state labels. For example, we would write instead

H = span {|00⟩ , |01⟩ , |10⟩ , |11⟩}. The process generalizes straightforwardly for an

arbitrary number of qubits.

After encoding information into qubit states, a quantum computer operates by

manipulating qubit states. Typically, two types of operations are used on a quantum

computer – unitary gates and measurements. Unitary operations, which we call unitary

gates are the main operations used to manipulate information on a quantum computer.

They are generally classified by the number of qubits they act on. For example,

single-qubit gates act on one qubit at a time while multiple-qubit gates act on more than

one qubit. One important result of quantum information theory is that any unitary operator

can be expressed as a product of only single-qubit gates and two-qubit gates (see e.g.

Ref. [149]). Therefore, I will simplify the discussion by focusing only on single-qubit

gates and two-qubit gates.

It is convenient to define quantum circuits before discussing different types of quantum

gates. A quantum gate circuit is a diagram representing qubits and a collection of quantum

gates applied to them. Each qubit is represented by a wire, and each gate is represented by

its symbol. A quantum circuit is read from left to right. In the example Fig. 1, the circuit

has three qubits 𝑞0, 𝑞1 and 𝑞2. A single-qubit gate𝑈1 is applied on 𝑞0, followed by a

two-qubit gate𝑈2 on 𝑞1 and 𝑞2. Not that the two gates𝑈1 and𝑈2 could be applied at the

same time.

The first single-qubit gates I will consider are the Pauli matrices 𝑋 , 𝑌 , and 𝑍 . They are

unitary and Hermitian. In the computational basis (|0⟩, |1⟩), their matrix representations

5



𝑞0 𝑈1

𝑞1
𝑈2

𝑞2

Figure 1: Example of a Quantum Circuit

are

𝑋 =
©­­«
0 1

1 0

ª®®¬ 𝑌 =
©­­«
0 −i

i 0

ª®®¬ 𝑍 =
©­­«
1 0

0 −1

ª®®¬ (2)

In a quantum circuit, these gates are represented by the symbols 𝑋 , 𝑌 , and 𝑍 respectively.

The 𝑋 gate is also referred to as Not gate due to its action 𝑋 |0⟩ = |1⟩ and 𝑋 |1⟩ = |0⟩.

Three other single-qubit gates are commonly used. These are the Hadamard gate 𝐻, the

phase gate 𝑆, and the 𝑇 gate. The Hadamard gate implements a basis transformation

between the computational basis and the eigenbasis of the 𝑋 gate, denoted by

|±⟩ = 1√
2
( |0⟩ ± |1⟩). More specifically, the action of the Hadamard gate is given by

𝐻 |0⟩ = |+⟩ and 𝐻 |1⟩ = |−⟩. On the other hand, the 𝑆 gate is the principal square root of

the 𝑍 gate. Finally, the 𝑇 gate is the principal square root of the 𝑆 gate. In the

computational basis, their matrix representations are

𝐻 =
1
√

2

©­­«
1 1

1 −1

ª®®¬ 𝑆 =
©­­«
1 0

0 i

ª®®¬ 𝑇 =
©­­«
1 0

0 𝑒i 𝜋4

ª®®¬ (3)

The last three common single-qubit gates I will discuss are the rotation gates represented

by 𝑅i(𝜃) where 𝑖 ∈ {𝑥, 𝑦, 𝑧}. They are defined as 𝑅i(𝜃) = 𝑒−i𝜃𝜎i/2 where 𝜎i (𝑖 ∈ {𝑥, 𝑦, 𝑧}) is

a Pauli matrix. Finally, a global phase gate, sometimes denoted by 𝐾 (𝜙) is given by 𝑒i𝜙1l

where 𝜙 ∈ R and 1l is the identity matrix. It is noteworthy that the rotation gates along

with the global phase gate form a universal set for single-qubit gates. That is, any

single-qubit gate can be decomposed as a product of a phase gate and rotation gates. One
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realization of this decomposition is the ZYZ Euler angles decomposition.

𝑈 = 𝐾 (𝜙) 𝑅z(𝛼) 𝑅y(𝛽) 𝑅z(𝛾) (4)

where 𝜙, 𝛼, 𝛽 and 𝛾 are suitable real numbers.

Now that I have discussed universal single-qubit gates, it is time to discuss two-qubit gates.

A major distinction between classical information and quantum information is the

possibility of entanglement in classical information. That is, a quantum correlation

between two or more different qubits. One quantum gate that induces entanglement is the

Controlled-X gate (or Controlled-Not) gate abbreviated by CNOT. This gate is a two-qubit

gate, one of which is the control qubit while the other is the target. Its action is to apply the

𝑋 gate if and only if the state of the control qubit is |1⟩. In a quantum circuit, this gate is

represented by a dot on the control qubit and a ⊕ on the target qubit. Equation 5 shows a

CNOT gate where the top qubit is the control while the second qubit is the target. The

matrix representation is in the computational basis.

𝐶𝑁𝑂𝑇 = =

©­­­­­­­­«

1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

ª®®®®®®®®¬
(5)

Importantly, the 𝐶𝑁𝑂𝑇 gate along with the single-qubit rotation gates form a universal

gate set. In other words, any unitary operator can be implemented exactly or to an

arbitrary precision only with these gates. Another universal gate set is composed of the 𝐻,

𝑆, 𝐶𝑁𝑂𝑇 and 𝑇 gates. The first three of these gates are generators of the Clifford group5.

Remarkably, it is known that a set composed of the whole Clifford group and any one

non-Clifford element is a universal set. Therefore, there exist several universal gates, and

different ones are used depending on the application. Throughout this work, I will mostly

5The Clifford group will be defined later in this work.
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use the universal set {𝐻, 𝑆,𝐶𝑁𝑂𝑇 , 𝑅z}.

The final type of operation is the measurement. Measurement is typically used as the final

operation to extract the result of a computation even though there are complex algorithms

that use them as an integral part. According to the measurement postulate of quantum

mechanics, measuring an observable results in the collapse of the wave function |𝜓⟩ to one

of its eigenstate |𝑒⟩ with probability |⟨𝑒 |𝜓⟩|2. For example, suppose a qubit state is given

by |𝜓⟩ = 𝛼 |0⟩ + 𝛽 |1⟩. A Pauli 𝑍 measurement (also called computational basis

measurement) results in |𝜓⟩ collapsing to |0⟩ with probability |𝛼 |2 and similarly for |1⟩.

To illustrate a simple quantum computation, I will describe how to simulate coin toss on a

quantum computer as I promised. Suppose the initial state |𝜓⟩ = |0⟩. Applying a

Hadamard gate (Eq. 3) results in

|𝜓⟩ = 1
√

2
( |0⟩ + |1⟩) (6)

Clearly, a 𝑍-measurement will result in |0⟩ or |1⟩ with equal probabilities 0.5. To

construct a coin toss with arbitrary outcome probabilities, one may start with the initial

state |𝜓⟩ = |0⟩. The application of the 𝑅y(𝜃) rotation will result in

|𝜓⟩ = cos 𝜃 |0⟩ + sin 𝜃 |1⟩ (7)

so that the outcomes |0⟩ and |1⟩ have probabilities cos2 𝜃 and sin2 𝜃, respectively.

Simulating a coin toss is simple but also gives a clear example of how qubit states can be

used to store and manipulate information.

Chapter 1.2.3: Measures of Quantum Circuit Complexity

One trivial measure of the cost/complexity of a quantum circuit is the total number of

gates. However, due to the possibility of applying some gates in parallel, one can see that

there is a better measure of the cost of running a quantum circuit. For better illustration,

8



consider the example circuit in Fig. 1. In this circuit, the computer does not need to wait

until𝑈1 is performed to perform𝑈2 since they act on different qubits. Since the two gates

can be performed simultaneously, the circuit in Fig. 1 can be executed in a single time step.

Consequently, the complexity of a quantum circuit can be measured by the number of time

steps required to execute the circuit; this number is called the circuit depth [113].

The goal of optimizing quantum circuits may be formulated as optimizing its depth. One

upper bound to the circuit depth is the number of gates. One argument is that in the

worst-case scenario where all the gates involve the same qubit, the depth will be identical

to the gate count. Therefore, sometimes only the gate count complexity is reported instead

of the circuit depth since the former is easier to compute analytically.

Another consideration for measuring quantum circuit complexity is that current quantum

computers have a limited number of qubits, reaching 1000 qubits only recently at the time

of writing. Moreover, these qubits are error-prone with ∼ 10−3 gate-error rate and from

∼ 10−3 to as large as 10−1 readout error rate6, earning them their names

Noisy-Intermediate Scale Quantum (NISQ) hardware [158]. With error rates above 0.1

for some hardware, two-qubit gates are the major source of noise in quantum circuits.

Even worse, for a quantum computer with limited connectivity, several swap gates7, each

requiring an overhead of three two-qubit gates, may need to be performed before

performing the intended two-qubit gate. Due to its large cost, the number of CNOT gates is

generally considered a good measure of the circuit complexity for NISQ hardware.

Chapter 1.2.4: A Note on Quantum Error Correction and Fault Tolerance

In the previous section, I discussed that errors may occur while performing quantum gates

and while reading out measurement results. The theory of quantum error correction,

formulated in Ref. [120], is an effort to find ways to encode quantum information such that

an error may be detected and corrected. The overarching idea is to introduce redundancies

6See for example IBM’s Eagle processor released in November 2021
7The swap gate is a two-qubit operation that interchanges the states of two qubits.
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that may be employed to recover quantum information after errors have occurred. To

illustrate this method, consider probably the simplest code – the three-qubit code. The

code uses three qubits to encode one qubit with the map

|0⟩ ↦→ |000⟩

|1⟩ ↦→ |111⟩ (8)

Then, an arbitrary qubit state is encoded as

|𝜓⟩ = 𝛼 |0⟩ + 𝛽 |1⟩ ↦→ 𝛼 |000⟩ + 𝛽 |111⟩ (9)

It is easy to see that this code protects against a single bit-flip error. Whenever one bit-flip

error has occurred, it is possible to detect it and reverse it. Conversely, it is also easy to see

that whenever two bits are flipped at once, the code will detect an error but will always

wrongly correct it. Finally, if all three bits are flipped, the code will fail to detect that there

was an error. The field of quantum error correction is well studied, and there exist several

families of codes that are more powerful, see e.g. Refs. [84, 115]. An important question

is whether it is possible to find codes that allow a quantum computer to function with

arbitrary accuracy. The answer, also known as the threshold theorem, is affirmative [84].8.

A quantum computer that produces arbitrarily accurate results even in the presence of

noise is said to be fault-tolerant.

Unfortunately, fault tolerance requires an overhead in the number of qubits and the number

of gates, see Footnote 8. Current estimates for existing codes suggest that more qubits with

lower error rates are needed to achieve fault tolerance.

To conclude the discussion of fault tolerance, I will mention in passing that after the qubits

8The content of the theorem is: Suppose there are a threshold error 𝑝T and local errors occurring with
probability 𝑝 < 𝑝T. Then, for any quantum circuit 𝐶 and 𝜀 > 0, there exists a circuit 𝐶′ consisting of
O (polylog( |𝐶 | /𝜀) |𝐶 |) gates and O (polylog( |𝐶 | /𝜀) 𝑞) qubits such that the output of 𝐶′ in the presence of
noise is a distance 𝜀 apart from the output of𝐶 in the absence of noise. The numbers 𝑞 and |𝐶 | are respectively
the number of qubits and the number of gates in 𝐶 [84].

10



have been encoded in logical qubits, the quantum gates also need to be encoded correctly

in logical operators. A desirable encoding is the transversal encoding9. An important

challenge to this encoding is the result known as the Eastin-Knill theorem (Ref. [67]),

stating that not every gate in a universal gate set can be encoded transversally in any

quantum error correcting code. Given this limitation, there is always at least one gate in

the universal gate set that will have a more costly implementation, for example, through a

technique called magic state distillation [140, 31]. In some implementations, for instance,

the Steane code, the 𝑇 gate is the gate implemented non-transversally. Therefore, the

number of 𝑇 gates is considered a measure of circuit complexity. I will report the number

of 𝑇 gates when discussing fault-tolerant quantum circuits later.

Chapter 1.3: Introduction to Gauge Theory

Chapter 1.3.1: Gauge Theory in the Continuum

I begin by providing a brief introduction to gauge theories. The content of this section can

be found in e.g. Refs [156, 15]. A convenient place to start this introduction is to consider

the earliest of such theories, the so-called Quantum Electrodynamics (QED). The QED

Lagrange density can be written as

ℒ = 𝜓̄(i𝛾𝜇𝜕𝜇 − 𝑚)𝜓 −
1
4
𝐹𝜇𝜈𝐹

𝜇𝜈 − 𝑞𝜓̄𝛾𝜇𝜓𝐴𝜇 (𝑥) (10)

where 𝜓 are Dirac fields and 𝛾𝜇 are the Dirac 𝛾 matrices, 𝐴𝜇 represents the

electromagnetic field and finally 𝐹𝜇𝜈 is the electromagnetic tensor given by

𝐹𝜇𝜈 = 𝜕𝜇 𝐴𝜈 − 𝜕𝜈 𝐴𝜇. The Lagrangian density (Eq. 10) is invariant under local U(1)

transformation

𝜓(𝑥) ↦→ 𝑒−iqΛ(x)𝜓(𝑥) and 𝐴𝜇 ↦→ .𝐴𝜇 + 𝜕𝜇Λ. (11)

9A gate 𝐺 is encoded on 𝑛 physical qubits as 𝐺 ↦→ 𝐺′1 ⊗ 𝐺
′
2 ⊗ ... ⊗ 𝐺′n. This way, each 𝐺′i acts locally on

each qubit, and therefore does not propagate potential errors from one qubit to another.
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We therefore say that QED is a U(1) gauge theory. It is important to note that QED is

described by an Abelian gauge theory because the group U(1) is Abelian. A generalization

of gauge theories to non-abelian groups is known as Yang-Mills theory based on SU(N)

groups [189]. The Lagrangian density is given by

ℒ = 𝜓̄(i𝛾𝜇 𝐷𝜇 − 𝑚)𝜓 −
1
4
𝐹a
𝜇𝜈𝐹

𝜇𝜈
a (12)

where the covariant derivative, 𝐷𝜇, is given by 𝐷𝜇𝜓 = (𝜕𝜇 + i𝑔𝑇a 𝐴
𝜇
a )𝜓 with a sum over

the repeated index 𝑎 assumed. The matrices 𝑇a are the generators of the group algebra in

an appropriate representation. The field-strength tensor is given by

𝐹𝜇𝜈 = 𝜕𝜇𝐴𝜈 − 𝜕𝜈𝐴𝜇 + i𝑔[𝐴𝜇, 𝐴𝜈]. The theory is invariant under local gauge transformation

𝜓(𝑥) ↦→ 𝑒−igTaΛ(x)a𝜓(𝑥) and 𝐴
𝜇
a ↦→ 𝐴

𝜇
a + 𝜕𝜇Λa + 𝑔 𝑓abcΛb𝐴

𝜇
c (13)

where 𝑓abc are the SU(𝑁) structure constants.

If the symmetry group is SU(3) for example, we obtain Quantum Chromodynamics

(QCD), the theory of the strong interaction. More precisely, QCD is the theory of the

strong interaction between quarks, an interaction mediated by a massless vector boson

called gluon. This interaction couples to the so-called color charge carried by both quarks

and gluons. The fact that even gluons carry color charges leads to non-trivial

self-interaction of gluons (even in the absence of quarks).

Quarks occur in six flavors. From lightest to heaviest, these flavors are called up, down,

charm, strange, top and bottom. Quarks are building blocks of hadrons. Hadrons are

typically classified according to the number of quarks in their composition. For instance,

baryons are composed of three quarks. An example of a baryon is the proton with two up

quarks and one down quark. On the other hand, mesons are hadrons composed of one

quark and one anti-quark. Examples of mesons are the pions 𝜋0,±.

An important feature of QCD is the so-called asymptotic freedom. That is, the coupling
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factor decreases with increasing energy. Consequently, the theory is perturbative at high

energy but not at low energy. This phenomenon means that it is crucial to derive

non-perturbative methods to study such a theory at all energy scales. In the next chapter, I

will discuss lattice gauge theory, a method addressing this challenge.

Chapter 1.3.2: Lattice Gauge Theory

As noted earlier, the lattice formulation provides a non-perturbative approach to gauge

theories. In the Lagrangian language, the spacetime continuum is replaced with a lattice

with spacing 𝑎 and 𝑁 lattice points. Importantly, this discretization is also a regularization

scheme to quantum field theories by providing an ultraviolet cut-off 1/𝑎 [75]. The

continuum theory can be recovered by performing the limit 𝑎 → 0 and 𝑁 →∞ to the

critical point where the correlation length diverges. This result is possible due to

universality arguments (see e.g. Refs. [77, 124, 75]). In the Hamiltonian language, which

is commonly used in quantum computation, only the spatial components are discretized.

For quantum computation, I will then only focus on the Hamiltonian formulation. An

in-depth discussion of the Lagrangian counterpart can be found in e.g. Ref. [75, 61].

As noted earlier, we replace the spatial components of the spacetime continuum with a

lattice, Λ. A typical gauge theory, e.g. QCD, may contain fermionic fields and gauge

fields. In the Hamiltonian formulation, each lattice site is associated with a Hilbert space

acted on by fermionic operators while each link (‘space’ between two adjacent lattice

sites) is associated with a Hilbert space acted on by gauge fields operators, which have

bosonic commutation relations. Since fermionic operators anti-commute, the Hilbert

space at each site is finite-dimensional. In-kind, encoding their Hilbert space on a

quantum computer requires a finite number of qubits per site. Moreover, there exists a

mapping between fermion-raising and -lowering operators to operators acting on

qubits [106, 32, 46]. The link Hilbert space, however, is infinite-dimensional since gauge

fields have bosonic commutation relations. Therefore, encoding the link Hilbert spaces on

a quantum computer is more challenging and here I will focus on this problem.
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Consequently, I will mostly discuss gauge theories without fermions and only include

them whenever appropriate.

For the rest of this discussion, I will adopt a common notation where a 𝑥 ∈ Λ represents

the site of the lattice Λ and (𝑥, 𝑥 + 𝜇) denotes a directed link from site 𝑥 to the adjacent site

in the 𝜇-direction. Moreover, I will focus the discussion on the case of a gauge theory with

group 𝐺 = SU(N) group for the moment, and I will include other cases when needed.

SU(𝑁) is a compact Lie group, whose associated Lie algebra 𝑠𝑢(𝑁) has 𝑁2 − 1 generators

𝑇a, satisfying the relation

[
𝑇a,𝑇b] = i 𝑓 abc𝑇c (14)

where 𝑓 abc are called structure constants. A 𝐷-dimensional representation of the 𝑠𝑢(𝑁)

algebra is a realization of the commutation relation above by 𝐷 × 𝐷 matrices. We call the

𝑁-dimensional representation the defining representation of the 𝑠𝑢(𝑁) algebra, and we

reserve the symbol 𝑇a for the generators of this representation. For any group element,

𝑔 ∈ SU(N), there exists a parametrization 𝑔 = exp{i𝜔a𝑇a}.

At each link, we associate a Hilbert space with an orthonormal basis |𝑔⟩ where 𝑔 ∈ G:

⟨𝑔′, 𝑔⟩ = 𝛿(𝑔′, 𝑔) and
∫

𝑑𝑔 |𝑔⟩ ⟨𝑔 | = 1 (15)

A state in such a Hilbert space can therefore be written as |𝜓⟩ =
∫
𝑑𝑔𝜓(𝑔) |𝑔⟩. The

function 𝜓(𝑔) is a square-integrable function on the group manifold with respect to the

Haar measure. Hence, the Hilbert space at each link is the space of square-integrable

functions on the group, 𝜓(𝑔) ∈ 𝐿2(G). It is clear from this construction that the Hilbert

space at each link for a gauge theory of a Lie group is infinite-dimensional.

To construct gauge transformations, it is convenient to define two translation operators
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called left and right translations as follows:

𝐿 (𝑔) |ℎ⟩ = |𝑔ℎ⟩ and 𝑅(𝑔) |ℎ⟩ =
��ℎ𝑔−1〉 . (16)

These translations are group representations because they are group homomorphisms

(Eq. 17). They are also called (left and right) regular representations of the group due to

their central role in representation theory and Fourier analysis.

𝐿 (𝑔′)𝐿 (𝑔) |ℎ⟩ = 𝐿 (𝑔′) |𝑔ℎ⟩ = |𝑔′𝑔ℎ⟩ = 𝐿 (𝑔′𝑔) |ℎ⟩

𝑅(𝑔′)𝑅(𝑔) |ℎ⟩ = 𝑅(𝑔′)
��ℎ𝑔−1〉 = ��ℎ𝑔−1𝑔′−1〉 = ��ℎ(𝑔′𝑔)−1〉 = 𝑅(𝑔′𝑔) |ℎ⟩ . (17)

Therefore, they can be parametrized as 𝐿 (𝑔) = exp
{
i𝜔aTa

L
}

and 𝑅(𝑔) = exp
{
i𝜔aTa

R
}

where Ta
L and Ta

R are generators satisfying the group algebra

[
Ta

L,Tb
L
]
= i 𝑓 abcTc

L and
[
Ta

R,Tb
R
]
= i 𝑓 abcTc

R. (18)

Moreover, it is easily verified that the left and right translations commute, implying

[Ta
L,Tb

R] = 0. (19)

Now, a gauge transformation at each site can be defined in a straightforward manner using

the Gauss operator given by

𝐺a
x ≡

d∑︁
𝜇=1

{
Ta

L(𝑥, 𝜇) + Ta
R(𝑥 − 𝜇, 𝜇)

}
. (20)

The Gauss operator is the generator of the gauge transformation. That is, a gauge

transformation with a group element 𝑔 at site 𝑥 acts as exp{i𝜔a𝐺a(𝑥)}. The action of this

transformation is that each link with an arrow from the site 𝑥 is left-translated while each
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𝑥 𝐿g

𝐿g

𝑅g

𝑅g

Figure 2: Action of a local gauge transformation operator exp{i𝜔a𝐺a(𝑥)} with group
element 𝑔 = exp{i𝜔a𝑇a} at a site 𝑥. The outgoing links from the site 𝑥 are acted on by the
left translation 𝐿g while the incoming links are acted on by the right translation 𝑅g.

link with an arrow towards the site 𝑥 is right-translated, see Figure 2.

The definition of gauge invariance also follows similarly. A state is gauge invariant if it is

unchanged after any gauge transformation. It is easily verified that this condition is

equivalent to

𝐺a(𝑥) |𝜓⟩ = 0. (21)

We say that physical space is the space of gauge invariant states,Hphys ⊆ H . Physical

observables, on the other hand, correspond to gauge invariant operators. These are

operators that are unchanged after any gauge transformation. In turn, this condition

corresponds to saying that an observable O is gauge invariant if and only if

[
𝐺a

x,O
]
= 0 (22)

Presently, we are ready to construct the Hamiltonian describing the theory. This procedure

was first presented in Ref. [122]. The most straightforward term to choose is a gauge

invariant term that only acts on each link separately. Arguably, the simplest choice is the

Casimir operators T2 ≡ Ta
LT

a
L + T

a
RT

a
R constructed out of the generators of the left and

right translations, respectively, and we assumed summation over the repeated index 𝑎.
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𝑥 𝑙1 = (𝑥, 𝜇) 𝑥 + 𝜇

𝑙4 = (𝑥, 𝜈)

𝑥 + 𝜈 𝑙3 𝑥 + 𝜇 + 𝜈

𝑙2

Figure 3: The plaquette 𝑃 ≡ 𝑈𝜇𝜈 (𝑥) at site 𝑥 and in directions 𝜇 and 𝜈.

This term is usually referred to as the kinetic term.

Having built a kinetic term, we proceed to construct an interaction term between different

links. The first step is to define the group position operators as 𝑈̂j
mn by the action

𝑈̂
j
mn |𝑔⟩ = 𝐷

j
mn(𝑔) |𝑔⟩ where 𝐷j(𝑔) is a group representation with normalized generators

𝜆a, 𝐷j(𝑔) = exp{i𝜔a𝜆a)}. Moreover, 𝑚 and 𝑛 are integers from − 𝑗 to 𝑗 , − 𝑗 ≤ 𝑚, 𝑛 ≤ 𝑗 . It

can then be verified in a straightforward way that the commutation relations between 𝑈̂j
mn

and the Ta
L,R are given by

[
𝑈̂

j
mn,Ta

L

]
= 𝜆a

mm′𝑈̂
j
m′n and

[
𝑈̂

j
mn,Ta

R

]
= −𝜆a

mm′𝑈̂
j
m′n. (23)

The simplest nontrivial interaction term is known as the plaquette (see Figure 3).

Analogously to the Lagrangian formulation (see e.g. Ref. [61, 75]), the plaquette operator

will be defined as

□̂(𝑃) ≡ 𝑈̂ij(𝑙1) 𝑈̂jk(𝑙2)
[
𝑈̂ (𝑙3)†

]
kl

[
𝑈̂ (𝑙4)†

]
li

= Tr
[
𝑈̂ (𝑙1) 𝑈̂ (𝑙2) 𝑈̂ (𝑙3)† 𝑈̂ (𝑙4)†

]
. (24)

where 𝑃 denotes a plaquette and 𝑙i denotes a link. The gauge invariance of the plaquette

operator can be verified explicitly by considering how a gauge transformation at a given
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site acts on the links attached. Having both terms, a Hamiltonian can be written as

𝐻 =
𝑔2

2𝑎

∑︁
l
T2

l −
1

4𝑎𝑔2

∑︁
P

(
□(𝑃) + □†(𝑃)

)
. (25)

The operator □† has been included to ensure the Hamiltonian is Hermitian, and 𝑔 is a

coupling constant. This Hamiltonian was first constructed in Ref. [122] and derived

directly from Wilson’s action in Ref. [55]. The purpose of performing Hamiltonian time

evolutions of lattice gauge theory on a quantum computer is to encode the unitary time

evolution of this Hamiltonian on a quantum computer.

First, it is important to remember that this Hamiltonian acts on an infinite-dimensional

Hilbert space10. Encoding the time evolution of this Hamiltonian on a quantum computer

therefore requires a truncation scheme on the Hilbert space. The next section provides a

brief review to this challenge.

Chapter 1.4: Hilbert Space Truncation

Perhaps the simplest method to truncate the link Hilbert space of a SU(N) gauge theory is

by imposing a limit in the representation basis, see e.g. Refs. [130, 192, 42]. The

construction is straightforward. Recall that the Hilbert space at each link can be identified

with L2(𝐺), the space of the square-integrable functions over the group. From Peter-Weyl

theorem (e.g. Refs. [51, 74]), the irreducible representations form a complete basis of

L2(𝐺). SU(𝑁), being a compact Lie group, all its irreducible representations are

finite-dimensional. For simplicity, I will restrict this short discussion to the case of SU(2)

whose irreducible representations are labeled by 𝑗 = 0, 1/2, 1, .... We can identify each

matrix element of an irreducible representation with a ket | 𝑗 ,𝑚′,𝑚⟩ where 𝑚′ and 𝑚

(𝑚′,𝑚 ∈ {− 𝑗 ,− 𝑗 + 1, ..., 𝑗}) denote a matrix element. These states are related to the states

10The space of square-integrable functions on the SU(𝑁) manifold.
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|𝑔⟩ by

⟨𝑔 | 𝑗 ,𝑚′,𝑚⟩ =
√︂
(2 𝑗 + 1)

8𝜋2 𝐷
j
m′m(𝑔). (26)

The next task will be to write the Hamiltonian (Eq. 25) in this basis, see for example

Refs. [192, 42]. Now, notice that a simple truncation scheme is to impose a limit 𝑗max.

This way, the Hilbert space at each link has dimension

Hℓ =
∑︁

j=0,1/2,...,jmax

(2 𝑗 + 1)2 =
(4 𝑗jmax + 3) (2 𝑗max + 1) ( 𝑗max + 1)

3
= O( 𝑗3max), (27)

requiring 𝑛ℓ = O (log ( 𝑗max)) qubits per link. In this strategy, calculations are performed

with a fixed 𝑗max, and 𝑗max is increased until the results converge. This strategy is

particularly appealing since the number of qubits only grows logarithmically with the

truncation 𝑗max. However, as we will argue later, the cost of the time evolution for even

𝑗max = 1/2 can be prohibitive for near-term quantum computers.

The issue with the approach above is that one needs to increase the complexity of the

problem (by increasing 𝑗max.) A remedy to this issue is to formulate the gauge theory

directly in a finite-dimensional Hilbert space such that the theory is in the right universality

class. That is, the finite-dimensional theory has a critical point in the universality class of

the original theory. We call such a formulation a qubitization of the original theory.

Finite-dimensional formulations of gauge theory have been studied in the literature. For

example, the author of Ref. [100] constructed a 𝑆𝑈 (2) gauge theory where each link

Hilbert space is five-dimensional. A generalization to SU(𝑁), however, was not obtained

due to a spurious U(1) symmetry. Later on, this approach was pursued by the authors of

Ref. [151] who found a series of finite-dimensional formulations of 𝑆𝑈 (2) gauge theories,

the smallest of which being four-dimensional. In Ref. [37], the authors provided a

formulation, which could be extended to an arbitrary 𝑆𝑈 (𝑁).

An important consideration is whether a particular formulation is in the universality class
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of the target theory. Moreover, a practical consideration is that of the cost of each theory

on the quantum computer. A large cost will negate the potential advantage of using a

quantum computer in the first place. With these considerations in mind, I will present a

finite-dimensional formulation of gauge theory, the Fuzzy gauge theory that shows

evidence of being a valid qubitization. In addition, I will argue that this formulation is

practical on current quantum devices, at least for a single plaquette and for short time

evolution.To end this note on Hilbert space truncation, I also note that another promising

strategy pursued in Refs. [90, 89, 11] is to replace a SU(𝑁) group with a discrete finite

subgroup.

Chapter 1.5: General Method for Hamiltonian Time Evolution

The problem of Hamiltonian Time evolution on a quantum computer is to find a quantum

circuit approximating the unitary time evolution operator𝑈 (𝑡) = exp{−i𝐻𝑡}. It is

immediately clear why this problem is difficult. Even though the Hamiltonian may be

sparse, as is the case for local systems, it is exponentially large. To approximate𝑈 (𝑡), a

popular technique used is called Trotterization, see e.g. Refs [179, 173, 174, 47].

Chapter 1.5.1: Trotterization Method

The main idea is to split an otherwise complex problem into simpler sub-problems that

may be solved independently and combined to yield the solution to the original problem.

Trotterization, in particular, relies on the Trotter formula (Ref. [179, 173, 174]): for two

operators 𝐴 and 𝐵,

𝑒−i(A+B)ΔT = 𝑒−i AΔT 𝑒−i BΔT + O(Δ𝑇2) (28)

with the equality holding only if 𝐴 and 𝐵 commute. Eq. 28 is generally referred to as the

First-order Trotter formula. Eq. 28 implies that for an arbitrary time 𝑇 the time evolution

𝑈 (𝑇) can be approximated by splitting 𝑇 into 𝑘 time steps such that 𝑇 = 𝑘Δ𝑇 , incurring an
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overall error O(Δ𝑇). A second order approximation (Ref. [174]) is given in Eq. 29.

𝑒−i(A+B)ΔT = 𝑒−i AΔT/2 𝑒−i BΔT𝑒−i AΔT/2 + O(Δ𝑇3). (29)

The second order formula (Eq. 29) improves the overall error at the cost of a larger

quantum circuit. I will mostly focus on the first-order approximation, and the arguments

presented here can be straightforwardly generalized to higher orders.

There is a straightforward scheme to apply the first-order Trotterization on the

Hamiltonian (Eq. 25). First, notice that each operator T2
l acts on each link separately, and

each interaction term acts on one plaquette as well. The main idea is therefore to split the

Hamiltonian into plaquette Hamiltonians. In addition, the Hamiltonian of two plaquettes

commute if the two plaquettes do not share a link. In a two-dimensional lattice for

example, we can divide the plaquettes into two groups such that the plaquettes in each

group do not share a link. Let’s call one group the even plaquettes (E) and the other the odd

plaquettes (O). Now, the Hamiltonian (Eq. 25) can be written as 𝐻 = 𝐻E +𝐻O where 𝐻E is

the Hamiltonian acting only on the even plaquettes while 𝐻O acts on the odd plaquettes:

𝐻E =
∑︁
P∈E

𝐻P 𝐻O =
∑︁
P∈O

𝐻P (30)

and one time step of the time evolution operator is

𝑈 (Δ𝑇) = 𝑒−iHEΔT 𝑒−iHOΔT + O(Δ𝑇2), (31)

noting that 𝐻E and 𝐻O do not necessarily commute. Finally, 𝐻E and 𝐻O can be further

Trotterized by considering only one plaquette. In other words, we have reduced the whole

original problem to that of a single plaquette with the caveat that we need to take several

small steps Δ𝑇 . Therefore, I have focused on the quantum circuits of a single plaquette in

my work.
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Chapter 1.5.2: Hamiltonian in Pauli Basis

The purpose of this section is to discuss how to write a Hamiltonian as a linear

combination of Pauli operators, a convenient starting point in implementing the

Hamiltonian time evolution in quantum circuits. The first step is to notice that the 2 × 2

identity matrix along with the Pauli matrices 𝑋 , 𝑌 , and 𝑍 form a basis for 2 × 2 matrices.

Moreover, for Hermitian matrices, the coefficients are all real. We call this basis the Pauli

basis.

The task now is to generalize the idea of Pauli basis to 2n × 2n matrices. We may begin by

defining the 𝑛-qubits Pauli group Pn as

Pn = {𝑐 𝜎1 ⊗ 𝜎2 ⊗ ... ⊗ 𝜎n} (32)

such that 𝑐 ∈ {±1,±i} and 𝜎i ∈ {1, 𝑋 ,𝑌 , 𝑍}. Pn is a group under multiplication with 4n+1

elements. Fixing 𝑐 = 1, yields the subgroup 𝑃n = {𝜎1 ⊗ 𝜎2 ⊗ ... ⊗ 𝜎n} with only 4n

elements. 𝑃n is the subgroup that I will use for the rest of this discussion.

Choosing an inner product as ⟨𝑎, 𝑏⟩ = Tr
[
𝑎†𝑏

]
, it is easy to see that every two operators

1√
2n 𝑝i and 1√

2n 𝑝j for all 𝑝i, 𝑝j ∈ 𝑃n are orthonormal. Moreover, since 2n × 2n matrices also

have 4n free parameters, the normalized Pauli operators also form a basis for 2n × 2n

matrices. Finally, for Hermitian matrices, all the coefficients are real. Then, any

Hamiltonian can be written as

𝐻 =
∑︁

i
𝑐i 𝑝i (33)

where 𝑝i ∈ 𝑃n and 𝑐i = Tr [𝑝i𝐻] /2n. The expansion above is the Pauli basis expansion of

a Hamiltonian. Each 𝑝i is called a Pauli operator. To end, it is customary to use the

symbol 𝐼 to denote the identity matrix and to drop the ⊗ symbols for brevity.

Consequently, a Pauli operator is typically written as a string of Pauli matrices 𝐼, 𝑋 , 𝑌 , and
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𝑍 , and is therefore also called a Pauli string. For example for 𝑛 = 3, one example of a Pauli

string (Pauli operator) is 𝑋𝐼𝑍 = 𝑋 ⊗ 1 ⊗ 𝑍 .

Chapter 1.5.3: Trotterization based on Pauli operators

Suppose a Hamiltonian, for example, a single plaquette Hamiltonian in our case, is given

in Pauli basis (Eq. 33). The commutation relations of Pauli operators suggest a natural

method to Trotterize the Hamiltonian. For 𝑛 = 1, it is clear that a Pauli string (𝑋 , 𝑌 , or 𝑍)

commutes only with the identity Pauli string (𝐼). However, for 𝑛 > 1, it is possible for two

Pauli strings to commute. One example is that the Pauli strings 𝑋𝑋 , 𝑌𝑌 commute. Later, I

will explain how to verify in O(𝑛) operations whether two Pauli strings commute or not

(without performing any matrix multiplication).

Given that it is efficient to verify Pauli strings commutation, a convenient Trotterization

strategy is to divide the Pauli strings into clusters so that two Pauli strings can be in the

same cluster if and only if they commute. In other words, we write the Hamiltonian as

𝐻 =
∑︁

i
𝑐i 𝑝i (34)

=
∑︁

C
𝐻C (35)

where each 𝐻C is a linear combination of commuting Pauli strings. The one-step time

evolution operator can then be approximated

𝑈 (Δ𝑇) ≈
∏

c
𝑒−iHCΔT. (36)

Now, we are ready to present a general strategy to construct a quantum circuit

approximating𝑈 (Δ𝑇). Because each 𝐻C consists of commuting Pauli strings, it can

diagonalized simply by finding a basis that simultaneously diagonalizes all the Pauli

strings. Let 𝑉C be such a unitary operator and 𝐷C be the resulting diagonal matrix,
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𝑈 (Δ𝑇) =

...

...

...

...

𝑉1 𝑒−iD1ΔT 𝑉
†
1 𝑉2

Figure 4: Quantum circuit structure from Eq. 37.

𝐻C = 𝑉C𝐷C𝑉
†
C. Eq. 36 becomes

𝑈 (Δ𝑇) ≈
∏

C
𝑉C 𝑒

−i DC ΔT 𝑉†C. (37)

Now, the problem of finding𝑈 (Δ𝑇) for a single plaquette is reduced to that of finding

quantum circuit implementations of 𝑉C and diagonal unitary matrices. The generic

structure of this construction is shown in Figure 4. I have solved this problem throughout

my research. In the next chapter, I will describe the general algorithm I developed to find

𝑉C, noting that it is the best-known solution to the problem at the time of writing. The

content of the chapter is from the article Ref. [144]. Next, I will describe the

asymptotically optimal algorithm I developed to find a quantum circuit of diagonal

unitaries. The content of this chapter is from article Ref. [145]. Finally, I will discuss a

truncation method of lattice gauge theories, and evaluate its quantum circuit cost, see

article Ref. [8].

Chapter 1.6: Summary of Results

The content of the next three chapters is from my co-authored articles Refs. [145, 144, 8]

to address the challenges presented in this introduction. This chapter will summarize the

main results of these articles.

In article Ref. [144], I designed an algorithm to find a circuit diagonalizing any set of

commuting Pauli operators. An important aspect of this algorithm is that it is recursive.

That is, it proceeds with at most 𝑛 (the number qubits) steps so that after each step, all the
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Pauli matrices acting on a particular qubit are transformed into 𝑍 or 𝐼. This way, after at

most 𝑛 steps, each entire Pauli operator will be diagonalized. This recursive structure has

several advantages. One advantage is that optimizing the algorithm reduces to simply

optimizing each step. Moreover, analytical studies of the algorithm’s performance become

straightforward. In other words, we can calculate upper bounds on the number of gates and

the circuit depth. Notably, the algorithm guarantees a circuit depth of 𝑛 log 𝑟, the

best-known result for this problem. In addition, the algorithm generalizes very well to

devices with limited connectivity. In particular, it is shown that for linear connectivity, the

algorithm significantly outperforms previously known results.

The article Ref. [145] provides an algorithm to construct a quantum circuit to perform the

exact time evolution of a diagonal Hamiltonian. The Pauli operators in a diagonal

Hamiltonian contain only Pauli matrices 𝐼 and 𝑍 . As such, the Hamiltonian can be stored

naturally in a binary tree. The algorithm performs a tree traversal to efficiently read the

Pauli matrices 𝑍 or 𝐼 and write quantum gates accordingly. An advantage of using a tree

structure is that reading the binary tree is classically more efficient than reading each Pauli

string one after another. Secondly, the structure of the quantum circuit is amenable to

analytical studies. In kind, it can be shown analytically that the algorithm is optimal when

the Hamiltonian has all the possible diagonal Pauli operators.

Moreover, benchmarking the algorithm against randomly generated diagonal Hamiltonian

showed that it performed equally well or better than existing methods. This algorithm,

along with the Pauli operator diagonalization algorithm can be used to construct efficient

quantum circuits for an arbitrary Hamiltonian. We can therefore use them to measure the

cost of simulating different theories. In Chapter 1.4: Hilbert Space Truncation, I have

shown a simple approach to truncating the link Hilbert space. Moreover, I have argued that

this truncation approaches the true theory as the cut-off is increased. However, the

quantum circuit construction algorithm showed that in the case of 𝜎-models for instance,

the quantum gate cost grows so fast that this truncation method may be impractical on
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near-term quantum devices [9]. This result demonstrates that it is crucial to find valid

qubitizations to enable efficient simulations on quantum computers.

Finally, article Ref. [8] presents a finite-dimensional formulation of gauge theory, which

we call Fuzzy gauge theory. The article provides a specific construction for SU(2) gauge

theory as well as a generalization of U(𝑁) gauge theory. In the case of non-linear O(3)

𝜎-models, it was shown in Ref. [9] that the fuzzy construction led to a valid qubitization of

the theory, suggesting that this strategy may also yield valid truncations for gauge theories.

Importantly, we have given arguments that this is indeed plausible. Finally, applying the

quantum circuit constructions in Ref. [145, 144] yields a relatively low cost, manageable

by current devices at least for a sinngle plaquette and for short time evolution.
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Chapter 2: Quantum Algorithm for Simultaneous Diagonalization of Commuting
Pauli Operators

Abstract

A variety of quantum algorithms employ Pauli operators as a convenient basis for

studying the spectrum or evolution of Hamiltonians or measuring multi-body

observables. One strategy to reduce circuit depth in such algorithms involves

simultaneous diagonalization of Pauli operators generating unitary evolution

operators or observables of interest. We propose an algorithm yielding quantum

circuits with depths O(𝑛 log 𝑟) diagonalizing 𝑛-qubit operators generated by 𝑟 Pauli

operators. Moreover, as our algorithm iteratively diagonalizes all operators on at least

one qubit per step, it is well suited to maintain low circuit depth even on hardware

with limited qubit connectivity. We observe that our algorithm performs favorably in

producing quantum circuits diagonalizing randomly generated Hamiltonians as well

as molecular Hamiltonians with short depths and low two-qubit gate counts.

Chapter 2.1: Introduction

Quantum simulations [135, 21, 70, 71, 133, 147, 186] are frequently cited as one of the

most promising classes of quantum algorithms to see a practical quantum advantage [57],

in an era where analog quantum simulators and universal quantum computers are

becoming viable for many-body systems of size O(50). In the case of qubit hardware, it is

frequently convenient to decompose one’s Hamiltonian into Pauli operators, also known as

“multi-qubit Pauli matrices,” i.e., Pauli matrices on individual qubits strung

together [147]. In fact, this convenience carries over to other algorithms implementing the

action of a Hamiltonian on qubits, such as in a quantum Lanczos algorithm suggested by

Ref. [114]. Moreover, for a yet wider collection of quantum algorithms, efficient

measurement schemes must be devised to estimate the value of physical observables with

respect to a given prepared state, even where direct simulation of time evolution is not
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required, such as in variational quantum eigensolvers [155] and quantum

tomography [68, 104, 152, 52, 147]. Due to the qubitwise nature of measuring prepared

quantum states, it is already natural to consider Pauli operators as a basis for

measurements of observables in these many algorithms [68, 152, 147, 155].

In practical implementations of such algorithms, one finds that the number of Pauli

operators involved, i.e., in decomposing one’s Hamiltonian to be simulated or physical

observables to be measured, may grow polynomially or even exponentially in system size.

This growth can have troublesome consequences for the circuit depth involved in such

computations [145]. In particular, one finds larger errors will be introduced into

computations due to the decoherence of qubits associated with two-qubit gates (with

entangling power) in near-term hardware.

As such, one would like to augment these algorithms with strategies to minimize such

costs. One such strategy involves simultaneous diagonalization of commuting Pauli

operators [182], offering a reduction of the problem at hand to only the diagonal Pauli

basis (i.e., strings of identity and 𝑍 Pauli matrices). Generally speaking, for measurement

schemes on universal quantum computers, one must already perform a sort of

diagonalization for each of the Pauli operators generating an observable of interest (since

one typically measures in a 𝑍 basis as well), so the suggestion of simultaneous

diagonalization [53] is a natural choice to reduce the number of measurements entailed.

However, simultaneous diagonalization for measurements of Pauli operators may entail

two-qubit gates that would otherwise be unnecessary in the state preparation or

measurements of individual Pauli operators. Therefore, it is additionally important to

minimize the number of such gates involved in simultaneous diagonalization to find the

strategy advantageous. Conveniently, such a strategy can be used in tandem with other

procedures to efficiently perform state tomography, such as randomized measurement

protocols, e.g., in Ref. [36].

In what follows, we present a method to exactly and efficiently diagonalize a commuting
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set of Pauli operators. To provide context, we give a brief introduction and review to the

mathematical language of stabilizer theory typically used to solve this problem in Chapter

2.2: Review of Tableau Representation. We present our algorithm in Chapter 2.3:

Qubitwise Diagonalization Algorithm and illustrate how it may be used to accommodate

quantum hardware with limited connectivity. Furthermore, we provide estimates of

worst-case circuit costs in Chapter 2.4: Analysis of the Algorithm. Additionally, we

benchmark the resource costs of our algorithm in Chapter 2.5: Examples by considering

randomized sets of Pauli operators as well as molecular Hamiltonians, again taking limited

qubit connectivity into account. Finally, we summarize our findings and discuss future

avenues for exploring circuit costs with our algorithm in Chapter 2.6: Conclusions.

Chapter 2.2: Review of Tableau Representation

Before we propose our algorithm, let us review language frequently used to pose the

problem of efficient diagonalization of Pauli operators. Specifically, we briefly introduce

here the tableau representation of Pauli operators, in particular, using the notation in

Refs. [182, 145]. We discuss the unitary operations on these Pauli operators in Chapter

2.2.1: Clifford Gates and the Symplectic Group and pose the problem of diagonalization

in Chapter 2.2.2: Statement of the problem.

Suppose we have 𝑁 commuting Pauli operators acting on 𝑛 qubits, e.g., generating an

evolution operator,𝑈 = exp
(
i
∑N

i=1 𝑐i𝑃i

)
, or physical observables that we would like to

measure, {𝑂 =
∑N

i=1 𝑐i𝑃i}. The tableau corresponding to this collection of Pauli operators

P = {𝑃1, . . . , 𝑃N} is composed of three arrays: X,Z, and S. The arrays X andZ each

have dimensions 𝑁 × 𝑛, while the S array is a column vector with 𝑁 rows. For a given

Pauli operator 𝑃i with relative phase factor 𝑐i/|𝑐i | = ±1, the entries of the three arrays are
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given by

X [𝑖, 𝑗] =


0 if the 𝑗 th digit of 𝑃i is 𝑍 or 𝐼

1 otherwise
,

Z [𝑖, 𝑗] =


0 if the 𝑗 th digit of 𝑃i is 𝑋 or 𝐼

1 otherwise
,

S [𝑖] =


0 if 𝑐i > 0

1 otherwise
.

(38)

For the remainder of the article, we call the “tableau” of our Pauli operators the 𝑁 × 2𝑛

block matrix (X|Z). Here, we neglect the relative phases tracked by the vector S, as they

are not necessary for developing a scheme to diagonalize the collection of commuting

Pauli operators. Let us define the following notation for elements of these arrays: Xi and

Zi [with “lowered” indices] denote the 𝑖th column vectors of X andZ, respectively. In

kind, “raised” indices Xi andZi will denote the 𝑖th row vectors. Moreover, a row of the

tableau 𝑢 = (Xj,Zj) ∈ F2n
2 is said to “encode” a Pauli operator 𝑃 if 𝑃 =

⊗n
i=1 𝑋

ui𝑍un+i up

to an overall phase.

Chapter 2.2.1: Clifford Gates and the Symplectic Group

Since a diagonal Pauli operator may contain only factors 𝐼 and 𝑍 , the X array of diagonal

Pauli operators is zero. Consequently, diagonalization of Pauli operators may be viewed as

conjugation with unitary operators to reduce the X array to zero. Specifically, since we

seek to transform Pauli operators into other Pauli operators, these unitary operators are

Clifford gates, generated by the Hadamard (H), phase (S), and controlled-NOT (CNOT)

gates [83].

Now, let 𝐶 be an arbitrary Clifford gate. Conjugating the Pauli operators of P with 𝐶 can

equivalently be viewed as an action transforming each column Xi andZi. We denote this
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action by functions 𝑓i and 𝑔i, written

Xi ↦→ X′i = 𝑓i (X1 ...XN,Z1 ...ZN) (39)

Zi ↦→ Z′i = 𝑔i (X1 ...XN,Z1 ...ZN) (40)

which we will show are necessarily linear:

𝑓i(X,Z) =
n∑︁

j=1
𝑎

j
iXj + 𝑏j

iZj, (41)

𝑔i(X,Z) =
n∑︁

j=1
𝑎̃

j
iXj + 𝑏̃j

iZj, (42)

where 𝑎j
i, 𝑏

j
i, 𝑎̃

j
i, 𝑏̃

j
i ∈ {0, 1}, or, more compactly,

𝑓 (X,Z) = X𝐴 + Z𝐵, (43)

𝑔(X,Z) = X 𝐴̃ + Z𝐵̃, (44)

for 𝐴, 𝐵, 𝐴̃, 𝐵̃ ∈ Fn×n
2 . We give the matrices corresponding to elementary Clifford gate

conjugations here, derived from rules presented in, e.g., Refs. [2, 182]. First let ei be the

unit column vector with 𝑖th entry equal to 1. Then, we may summarize

(1) For a Hadamard gate conjugation on qubit 𝑖, H(𝑖), we have corresponding matrices

𝐵 = 𝐴̃ = eie⊤i and 𝐴 = 𝐵̃ = 1n×n − 𝐵.

(2) For a phase gate conjugation on qubit 𝑖, S(𝑖), we have corresponding matrices

𝐴 = 𝐵̃ = 1n×n, 𝐵 = 0n×n, and 𝐴̃ = eie⊤i .

(3) For a conjugation with CNOT(𝑖, 𝑗) gates controlled by qubit 𝑖 and targeting qubit 𝑗 ,

we have corresponding matrices 𝐴 = 𝐵̃⊤ = 1n×n + eie⊤j and 𝐵 = 𝐴̃ = 0n×n.

Since these gates generate the Clifford group, and all compositions of linear functions are

also linear, we conclude that all Clifford elements are linear, i.e., are given by some

31



(𝐴, 𝐵, 𝐴̃, 𝐵̃). For example, conjugation with S on qubits 1 and 2 corresponds to

(1, 0, e1e⊤1 + e2e⊤2 , 1), and conjugation with H on qubit 𝑖 followed by CNOT(𝑖, 𝑗)

corresponds to (1 − eie⊤i , eie⊤i + eie⊤j , eie⊤i + eie⊤j , 1 − eie⊤i ).

Furthermore, we note that the overall matrices

𝐶 =
©­­«
𝐴 𝐴̃

𝐵 𝐵̃

ª®®¬ (45)

for operations H(𝑖), S(𝑖), and CNOT(𝑖, 𝑗) each satisfy the identity

𝐶Λ𝐶⊤ = Λ =
©­­«
0n×n 1n×n

1n×n 0n×n

ª®®¬ . (46)

Therefore, the same identity must immediately hold for all compositions of these gates.

Thus, we explicitly see the connection of Clifford gates to the group of 2𝑛 × 2𝑛 symplectic

matrices on F2, Sp(2𝑛,F2), as noted in Refs. [160, 116, 121].

Chapter 2.2.2: Statement of the problem

Let 𝑛 be the total number of qubits. Suppose we are given a set of 𝑁 commuting Pauli

operators P = {𝑃1, . . . , 𝑃N}. We would like to produce a unitary circuit with which we

will conjugate the Pauli operators in this set in order to simultaneously diagonalize them.

In the interest of simplifying applications to quantum hardware, we would like to reduce

the overall circuit depth and the total number of two-qubit gates involved as well as

enhance flexibility of diagonalization strategies to accommodate limited qubit

connectivity.

It can be shown that such a set may be generated by at most 𝑟 ≤ min(𝑛, 𝑁) Pauli operators.

Let us call 𝑇 = {𝑡1, ..., 𝑡r} a generating set of P if each element of P is a product of

elements of 𝑇 . That is, for each 𝑃 ∈ P, 𝑃 =
∏r

i=1 𝑡
𝛼i
i for some 𝛼i ∈ {0, 1} up to an overall
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phase. In addition, if no element of 𝑇 can be expressed as a product of other elements of

𝑇 , we say that the elements of 𝑇 are independent.

Now, let 𝑇 be an independent generating set of P. 𝑇 can be obtained by first constructing

the tableau of P and row reducing the X andZ arrays. Importantly, a basis that

diagonalizes 𝑇 will also diagonalize P. Meanwhile, since 𝑇 is an independent set, it is

more constrained than P is. Therefore, we may reduce our problem to finding a

hardware-efficient diagonalization of 𝑇 .

Chapter 2.3: Qubitwise Diagonalization Algorithm

In this section, we propose an algorithm for simultaneously diagonalizing Pauli operators

generating a desired set. First, we outline the philosophy of the algorithm in Chapter 2.3.1:

Approach. More technically, we outline precisely the recursive steps of the proposed

algorithm in Chapter 2.3.2: The Algorithm. In kind, we explain how one can apply these

steps in order to accommodate limited qubit connectivity in Chapter 2.3.3:

Accommodating Qubit Connectivity.

Chapter 2.3.1: Approach

Our approach to diagonalize 𝑇 is to iteratively diagonalize all Pauli operators one qubit at

a time. In terms of the tableau for 𝑇 , (X|Z), for some qubit 𝑖 we solve the equation

X′i =
∑n

j=1 𝑎
j
iXj + 𝑏j

iZj = 0 for factors 𝑎j
i and 𝑏j

i, which we will show prescribes a sequence

of Clifford gates with which we conjugate the elements of 𝑇 , rendering all operators

diagonal on 𝑖. In matrix form,

X′i =
(
X

���� Z) ©­­«
𝒂i

𝒃i

ª®®¬ = 0, (47)

where 𝒂i denotes the column vector
(
𝑎1

i , . . . , 𝑎n
i
)⊤ and similarly for 𝒃i. We may interpret

this null vector as the constraint that certain columns in X orZ must sum to a zero vector,

i.e.,
∑n

j=1Xj𝑎
j
i + Zj𝑏

j
i = 0.
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Equation (47) has a non-zero solution if the null space of (X|Z) is non-trivial. Since 𝑇 is

an independent set of commuting Pauli operators, this tableau forms a matrix of rank

𝑟 ≤ 𝑛. Also, (X|Z) has at most 𝑛 rows but 2𝑛 columns. Therefore, this matrix must have a

null space of dimension 2𝑛 − 𝑟 ≥ 𝑛, and so such a vector (𝒂i , 𝒃i) exists. We can then

obtain a solution (𝒂i , 𝒃i) for example by applying Gauss-Jordan elimination on the matrix

(X|Z), as we will discuss more explicitly in Chapter 2.4.1: Preliminaries.

In fact, since the operators considered here are independent and commute, we have

Xj · Zk +Zj · Xk = 0, implying that examples of such vectors in the null space include the

𝑟 rows of (Z|X) = (X|Z)Λ. More generally, we can see that a vector 𝑢 ∈ F2n
2 is an

element of the null space if and only if it encodes a Pauli operator that commutes with

each Pauli operator encoded by (Z|X). (To see this fact, recall that a vector is in the null

space when (X|Z)𝑢 = 0, or equivalently (Z|X)Λ𝑢 = 0. Writing out 𝑢 = (𝒗, 𝒘), where

𝒗, 𝒘 ∈ Fn
2, it follows thatZk · 𝒘 +Xk · 𝒗 = 0, implying 𝑢 commutes with the Pauli operator

encoded by the row 𝑘 of the tableau (Z|X), for each 𝑘 = 1, . . . , 𝑟 .) In terms of classical

coding theory [147], we may view the tableau as a parity check matrix for a linear code

spanned by these null vectors as code words.

One can embed this null vector (𝒂i , 𝒃i) as the 𝑖th columns of matrices 𝐴 and 𝐵 encoding

an overall unitary operation that renders all Pauli operators diagonal on qubit 𝑖.

Importantly, there is still plenty of freedom in the choices of Clifford operations to specify

𝐴̃ and 𝐵̃ as well as the other columns of 𝐴 and 𝐵. We exploit this freedom to prescribe the

following instructions, which generate a particular choice of such matrices sending

Xi ↦→ 0. Additionally, these degrees of freedom as well as the choice of a suitable null

vector can be further exploited to make choices that maintain low circuit depth given a

particular quantum device where qubit connectivity is not all-to-all. For completeness, we

will also show how a suitable null vector can be chosen efficiently.

In short: an element of the tableau’s null space indicates columns of X andZ that are

dependent and therefore may be added to diagonalize operators along some qubit 𝑖 at each
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stage. As we detail below, these addition operations imply a concrete list of simple one-

and two-qubit gates on a diagonalizing circuit.

Chapter 2.3.2: The Algorithm

Now, we are ready to prescribe the instructions to perform iteratively at each stage. Let

𝛼 = 1, . . . , 𝑠 ≤ 𝑛 be the stage where 𝑛(𝛼) digits are not yet diagonal for all Pauli operators.

Moreover, 𝑇 (𝛼) is the corresponding generating set of size 𝑟 (𝛼) = |𝑇 (𝛼) |. Stage 𝛼 = 1

begins with the initial problem for our algorithm, i.e., 𝑇 (1) = 𝑇 . At each stage 𝛼, we

construct the corresponding tableau (X (𝛼) |Z (𝛼)). Then, we select a vector (𝒗 (𝛼) , 𝒘 (𝛼)) in

the null space of (X (𝛼) |Z (𝛼)). Choose a qubit 𝑖 such that 𝑣 (𝛼)i = 1 or 𝑤 (𝛼)i = 1. Pauli

operators will be diagonalized on this qubit in two steps by the procedure below:

(1) The first step consists of applying single-qubit Clifford gates to update each column

𝑗 = 1, . . . , 𝑛(𝛼): X (𝛼) j ↦→ X (𝛼)
′
j = 𝑣

(𝛼)jX (𝛼) j + 𝑤 (𝛼)jZ (𝛼) j, according to the rules relating 𝑎

and 𝑏 to corresponding single-qubit Clifford gates outlined in Chapter 2.2.1: Clifford

Gates and the Symplectic Group.

(a) If 𝑤 (𝛼)j = 0, then we simply apply the identity gate, i.e., we need not do anything for

this 𝑗 .

(b) If 𝑣 (𝛼)j = 0 and 𝑤 (𝛼)j = 1, perform a conjugation with the gate H( 𝑗).

(c) If 𝑣 (𝛼)j = 1 and 𝑤 (𝛼)j = 1, perform a conjugation with the gate S( 𝑗) followed by a

conjugation with the gate H( 𝑗).

At the end of this step, we have

X (𝛼)′j = 𝑣 (𝛼)jX
(𝛼)
j + 𝑤 (𝛼)jZ (𝛼)j (48)

with 𝑣 (𝛼)j = 1 or 𝑤 (𝛼)j = 1. This step essentially selects all of the columns of X (𝛼) and

Z (𝛼) that are involved in reducing the column X (𝛼)i to zero and stores them in X (𝛼)′.

(2) The final step is then to add all of these columns into X (𝛼)i . We carry out this step using
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conjugations with CNOT gates. In particular, for each 𝑗 = 1, . . . , 𝑛(𝛼) , if 𝑣 (𝛼)j = 1 or

𝑤 (𝛼)j = 1 and 𝑗 ≠ 𝑖, perform a conjugation with CNOT( 𝑗 , 𝑖). At the end of this step, the

columns X (𝛼)′j selected by having coefficients 𝑣 (𝛼)j = 1 or 𝑤 (𝛼)j = 1 are added to the

column X (𝛼)′i. We therefore obtain

X (𝛼)′′i =

n∑︁
j=1

𝑣 (𝛼)jX (𝛼)j + 𝑤 (𝛼)jZ (𝛼)j = 0,

which is guaranteed to equal zero as desired since (𝒗 (𝛼) , 𝒘 (𝛼)) is in the null space of

(X (𝛼) |Z (𝛼)); see Eq. (47) and the discussion below it.

Thus concludes stage 𝛼. After we have diagonalized the Pauli matrices acting on qubit 𝑖

with unitary operations, the Pauli operators acting on the remaining qubits must also

commute. Therefore, we can diagonalize the remaining qubits in recursive stages.

After stage 𝛼 is complete, we have 𝑛(𝛼+1) ≤ 𝑛(𝛼) − 1. Note 𝑛(𝛼+1) is not necessarily

𝑛(𝛼) − 1, as other qubits beside 𝑖 may have been diagonalized in the process. Proceeding to

the next stage, to obtain 𝑇 (𝛼+1) , we exclude all the qubits that are acted upon only by 𝐼 or

𝑍 . Consequently, note that 𝑟 (𝛼+1) ≤ 𝑟 (𝛼) , as the number of distinct generators may

decrease after reducing the number of qubits still in consideration. Then, we repeat the

above process for 𝑇 (𝛼+1) . At a stage 𝛼 = 𝑠 where 𝑛(s) = 1, 𝑟 (s) = 1 and the step 1 of the

procedure above is sufficient to diagonalize the qubit. Thus, the recursion indeed

terminates. The complete algorithm is summarized below in pseudocode.
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Algorithm 1 Qubitwise diagonalization
Input: A set of commuting Pauli operators acting on 𝑛 qubits.
Output: A circuit simultaneously diagonalizing the set.

1: 𝛼← 1
2: Discard all the qubits on which all Paulis are already diagonal.
3: 𝑛(𝛼) ← Number of remaining qubits
4: if 𝑛(𝛼) = 0 then
5: Exit ⊲ The diagonalization is complete.
6: end if
7: Find independent Pauli operators 𝑇 (𝛼) ⊲ See Chapter 2.2.2: Statement of the problem.
8: M (𝛼) ←

(
X (𝛼)

��Z (𝛼)) ⊲ Tableau encoding of 𝑇 (𝛼)

9: Find the null space ofM (𝛼)
10: Select a vector (𝒗, 𝒘) in the null space ofM (𝛼)
11: Select 𝑖 such that 𝑣i = 1 or 𝑤i = 1 ⊲ qubit 𝑖 on which all Paulis will be diagonalized
12: for 𝑗 = 1 to 𝑗 = 𝑛(𝛼) do
13: if 𝑣j = 0 AND 𝑤j = 1 then
14: Perform a conjugation with H ( 𝑗)
15: end if
16: if 𝑣j = 1 AND 𝑤j = 1 then
17: Perform a conjugation with S ( 𝑗)
18: Perform a conjugation with H ( 𝑗)
19: end if
20: end for
21: for 𝑗 = 1 to 𝑗 = 𝑛(𝛼) do
22: if (𝑣j = 1 or 𝑤j = 1) AND 𝑖 ≠ 𝑗 then
23: Perform a conjugation with CNOT( 𝑗 , 𝑖)
24: end if
25: end for
26: 𝛼← 𝛼 + 1
27: Go to Line 2.

Note that the example of a simple construction for step 2 above provides a circuit with

depth linear with the number of CNOT gates at each stage, assuming hardware on which

commuting CNOT gates that share qubits cannot be performed in parallel. In

Section Chapter 2.4.2: Circuit Depth, we discuss another construction with circuit depth

that grows only logarithmically with the number of CNOT gates at each stage. Via this

latter construction we achieve the O(𝑛 log 𝑟) overall circuit depth advertised.
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Chapter 2.3.3: Accommodating Qubit Connectivity

We now turn our attention to discussing how this algorithm may be tailored to hardware

with limited connectivity, in the sense that we would like it to involve relatively few SWAP

gates. Suppose that the graph 𝐺 = (𝑉 , 𝐸) represents the hardware connectivity. That is, a

qubit 𝑞i is represented by a vertex in 𝑉 , and there is an edge (𝑞i, 𝑞j) ∈ 𝐸 if qubits 𝑞i and 𝑞j

are directly connected on the hardware (i.e., permitting a CNOT operation with either qubit

as target or control and without SWAP operations).11 Qualitatively, the strategy is to exploit

the degrees of freedom still allowed by the algorithm described in the previous section,

particularly in the choices of the null vector and the order of additions in tableau columns

prescribed by this null vector. We elaborate on how these choices can be related and how

they can be made with limited qubit connectivity in mind.

The first task is to choose a null space vector (𝒗, 𝒘) that is compatible with the qubit

connectivity of a given quantum device. However, we stress that the choice of this vector

also entails a list of qubits, for pairs of which (𝑞i and 𝑞j) we add corresponding column

vectors of the tableau, via CNOT gates (and potentially SWAP gates as well). We would

like to choose qubit pairs whose paths involve relatively few SWAP gates to be realized.

That is, for all 𝑖 such that 𝑣i = 1 or 𝑤i = 1 and 𝑗 such that 𝑣j = 1 or 𝑤j = 1, we desire a

relatively short path between vertices 𝑞i and 𝑞j in the connectivity graph 𝐺. As such, we

can choose a null vector for which the qubits 𝑞i and 𝑞j are relatively close to one another in

𝐺. Furthermore, we give below an explanation of how, given an arbitrary null space

vector, we can choose pairs of qubits on which we will perform CNOT gates, in order to

further accommodate limited connectivity.

Now given an arbitrarily chosen null vector, we can describe the problem of choosing how

one adds columns as per step 2 for this null vector. (We may assume that step 1 of the

algorithm is already completed, as it involves only one-qubit gates.) For step 2, let us

11One may also consider hardware with yet further limited connectivity such that a gate CNOT(𝑖, 𝑗) may
be performed but not CNOT( 𝑗 , 𝑖). The remainder of this discussion below may be generalized to this case,
however potentially requiring yet additional resources to accommodate such limitations.
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denote the qubits where (𝒗, 𝒘) is nonzero as 𝑄 = {𝑞1, 𝑞2, 𝑞3, . . .} and the columns Xq with

𝑞 ∈ 𝑄 to be added using CNOT gate conjugations. In general, since the pairs (𝑞i, 𝑞j) ⊆ 𝑉

may be disconnected on the hardware in consideration, we would need to perform

appropriate conjugations with SWAP gates resulting in 𝑞i ↦→ 𝑞′i and 𝑞j ↦→ 𝑞′j such that 𝑞′i
and 𝑞′j are connected on the hardware (i.e., share an edge in 𝐸). This transformation can be

accomplished along any path in 𝐺 connecting 𝑞i and 𝑞j, and the number of SWAP gates

depends on the length of the path. As such, we seek to minimize the length of a path that

traverses all of the qubits 𝑞 ∈ 𝑄. Our minimization problem is similar to the well-known

traveling salesperson problem (TSP) [110]. However, in contrast with the TSP, which

requires every node be visited exactly once, our problem requires only the nodes in 𝑄 be

visited once. That is, a node not in 𝑄 may or may not be visited at all. This minimization

problem naturally maps to the so-called shortest-path problem with specified nodes

(SPPSN)12 [185], where the specified nodes are the nodes in 𝑄. This problem has been

extensively studied, and several solutions are provided in, e.g., Refs. [185, 127, 65, 102].

Indeed, solving the SPPSN gives us a sequence of qubits {𝑞𝜎1, 𝑞𝜎2, 𝑞𝜎3, ...} along which

the number of SWAP gates is minimized when performing step 2. Finally, we note that the

choice of null vector essentially dictates which SPPSN we must solve.

As explained above, modifications in step 2 of our algorithm can allow for multiple

avenues to reduce the SWAP gates required. Not only can we draw upon efficient solutions

to the related generalization of a TSP (i.e., choose how to add columns of X′), but also we

are afforded a choice of which such problem we would like to solve (i.e., choose which

columns of X′ to be added according to (𝒗, 𝒘)). In Chapter 2.5.3: Linear Qubit

Connectivity, we demonstrate how this strategy can be adapted to hardware with linear

connectivity.

Chapter 2.4: Analysis of the Algorithm

Here, we estimate the size of quantum circuits produced by the algorithm presented in the

12In other words, the problem is to find the shortest path passing through a subset of vertices in a graph.
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previous section. In particular, we focus on the overall circuit depth as well as the number

of CNOT gates entailed. First, we explain in Chapter 2.4.1: Preliminaries how these

qualities of the circuit are related to the null vectors introduced in Chapter 2.3.1:

Approach. With this understanding in hand, we then can estimate the circuit depth

(Chapter 2.4.2: Circuit Depth) and total two-qubit gate count (Chapter 2.4.3: CNOT Gate

Count) required to implement the diagonalization circuits prescribed by our algorithm.

Chapter 2.4.1: Preliminaries

Before we proceed, it is helpful to recall the perspective that our algorithm essentially

searches for X andZ columns that are dependent and adds them to diagonalize along

some qubit 𝑖 at each stage. This interpretation is useful in estimating the cost.

Definition 1 The symplectic weight of a vector (𝑣,𝑤) ∈ F2n
2 is defined as

𝜔(𝒗, 𝒘) =
��{𝑖 | (𝑣i,𝑤i) ≠ (0, 0)

}�� . (49)

In other words, the symplectic weight counts the number of digits not equal to 𝐼 in the

corresponding Pauli operator (i.e., the operator’s Hamming weight). We will also find

𝜔(𝒗, 𝒘) of null space vectors helpful in estimating the number of CNOT gate conjugations.

Lemma 1 Given a vector (𝒗, 𝒘) in the null space of (X (𝛼) |Z (𝛼)), our algorithm

prescribes 𝜔(𝒗, 𝒘) − 1 CNOT gate conjugations to diagonalize one qubit.

Suppose qubit 𝑖 is to be diagonalized using the vector (𝒗, 𝒘) through steps 1 and 2. By

Definition 1, step 1 will update 𝜔(𝒗, 𝒘) columns in X. Then, step 2 will use 𝜔(𝒗, 𝒘) − 1

CNOT conjugations, because there are 𝜔(𝒗, 𝒘) − 1 columns in X to be added to column Xi.

Lemma 2 The number of CNOT gate conjugations required to diagonalize a given qubit at

stage 𝛼 is at most 𝑟 (𝛼) if 𝑛(𝛼) > 𝑟 (𝛼) , and at most 𝑟 (𝛼) − 1 if 𝑛(𝛼) = 𝑟 (𝛼) .

40



We first consider the case 𝑛(𝛼) > 𝑟 (𝛼) . At stage 𝛼, the rank of (X (𝛼) |Z (𝛼)) is 𝑟 (𝛼) , implying

that any collection of 𝑟 (𝛼) + 1 columns is a dependent set. Therefore, there exists a vector

(𝒗, 𝒘) in the null space of (X (𝛼) |Z (𝛼)) with weight 𝜔(𝒗, 𝒘) ≤ 𝑟 (𝛼) + 1. Consequently,

using Lemma 1, we demand at most 𝑟 (𝛼) CNOT gate conjugations at this stage.

For the case 𝑛(𝛼) = 𝑟 (𝛼) , we know 𝜔(𝒗, 𝒘) ≤ 𝑟 (𝛼) for all (𝒗, 𝒘) in the null space, because

there are only 𝑟 (𝛼) qubits. Therefore, this case entails at most 𝑟 (𝛼) − 1 CNOT gate

conjugations.

Finally, we stress that, in either case, such a null space vector can be produced efficiently.

For example, we can find such a null space vector by finding a set of ≤ 𝑟 (𝛼) + 1 columns

adding to zero. To demonstrate this bound, we first transform the matrix (X (𝛼) |Z (𝛼)) to its

reduced row-echelon form in polynomial complexity [196]. Then, up to a relabeling of

qubits, our tableau can be written in the so-called standard form of a stabilizer code (see

e.g. [147]): (
1r(𝛼)×r(𝛼) Ar(𝛼)×(n(𝛼)−r(𝛼) ) | Br(𝛼)×n(𝛼)

)
(50)

where A and B are matrices over F2 with the indicated dimensions. In this form, any

column of A or B is clearly a linear combination of the columns of 1; the 𝑚th column 𝑐m

(𝑟 (𝛼) < 𝑚 ≤ 2𝑛) of the transformed tableau above can be written as 𝑐m =
∑r(𝛼)

i=1 𝑐
i
mei. In

other words, any column of A or B may be added with a subset of the columns of 1 to

yield a zero vector, and so a vector encoding this sum would be a suitable null vector to

start our algorithm of Chapter 2.3.2: The Algorithm. Explicitly, the collection of these

columns to be summed corresponds to a null vector 𝑢 ∈ F2n(𝛼)
2 with 𝑢i = 1 and 𝑢m = 1 only

at 𝑖 and 𝑚 for which 𝑐i
m = 1. In fact, one may choose the column 𝑐 of A or B with the

lowest (Hamming) weight to reduce the weight of the corresponding null vector 𝜔(𝑢) as

well as the gate cost that it entails (as per Lemma 1).
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Chapter 2.4.2: Circuit Depth

Now, we will analyze the overall circuit depth of the algorithm. Notably, on hardware

where commuting CNOT gates can be performed in parallel, as discussed in e.g.,

Ref. [101], we in fact already have constant depth at each stage via the instructions

provided in Chapter 2.3.2: The Algorithm, yielding overall depth O(𝑛). Remarkably,

accommodating more generic hardware, we find that the circuit has depth O(𝑛 log 𝑟) in

contrast with the number of gates, which we will show is O(𝑛𝑟).

At each stage 𝛼, we note that step 1 produces a circuit of depth at most two, because only

single-qubit gates may be performed on each qubit. Meanwhile, as we shall argue below,

the CNOT gates conjugations in step 2 can be performed with depth O(log 𝑟 (𝛼)).

Moreover, since there are at most 𝑛 recursive stages in the algorithm, the overall circuit has

depth O(𝑛 log 𝑟).

Recall that step 1 modifies the columns involved in the diagonalization according to

Eq. (48), and step 2 adds these X′ columns. Without loss of generality, let us denote these

columns by X′1,X′2, ...,X′𝜔 where 𝜔 is the weight of the null space vector used for

diagonalization. In step 2, we can add these columns in pairs sequentially (as described

earlier in Chapter 2.3.2: The Algorithm), or alternatively we may form disjoint pairs to be

added in parallel to the same end. That is, we can perform CNOT(2 𝑗 , 2 𝑗 − 1) resulting in

X′2j−1 ← X
′
2j−1 + X

′
2j for 𝑗 ∈ {1, 2, . . . , ⌊𝜔/2⌋}. Note that all of these CNOT gates amount

to depth 1, since they each act on totally different qubits. Now, we add these resulting

columns X′1,X′3, . . . in the same fashion. This process repeats until we are left with only

one X column, and each round of this pairwise addition process is a circuit with depth 1.

We summarize this procedure in pseudocode in Algorithm 2, replacing lines 21–25 of the

instructions given in Algorithm 1.
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Algorithm 2 Step 2 yielding logarithmic depth
Input: A null space vector (𝒗, 𝒘).
Output: A modified step (2) of the algorithm.

1: 𝑄 ← {𝑞 = 1, . . . , 𝑛(𝛼) | 𝑣q = 1 or 𝑤q = 1}
2: while |𝑄 | > 1 do
3: for 𝑗 = 1 to 𝑗 = ⌊|𝑄 |/2⌋ do
4: Perform a conjugation with CNOT(𝑞2j, 𝑞2j−1)
5: end for
6: 𝑄 ← 𝑄 \ {𝑞2j | 𝑗 = 1, . . . , ⌊|𝑄 |/2⌋}
7: end while

Since each round of pairwise additions reduces the number of X columns to be added by

about one half, there are O(log2 𝜔) such rounds, each with depth 1. Using Lemma 2, we

can choose 𝜔 ≤ 𝑟 (𝛼) + 1, and so each stage 𝛼 involves a circuit with depth O(log 𝑟 (𝛼)).

Chapter 2.4.3: CNOT Gate Count

Having analyzed the circuit depth, we now turn our attention to discussing the total

number of CNOT gates.

Theorem 1 The number of CNOT gate conjugations required by the algorithm (Chapter

2.3.2: The Algorithm) is at most 𝑛 𝑟 − 𝑟 (𝑟+1)
2 .

To establish this bound, we will use Lemma 2 to count the number of CNOT gate

conjugations at each stage. The first stage, 𝛼 = 1, requires at most 𝑟 (1) = 𝑟 CNOT gate

conjugations. For the subsequent stage, 𝛼 = 2, if 𝑛(2) ≥ 𝑟, the number of independent

generators at 𝑟 (2) may remain 𝑟. Consequently, for all stages 𝛼 such that 𝑛(𝛼) > 𝑟, the

inequality 𝑟 (𝛼) ≤ 𝑟 holds. There are at most (𝑛 − 𝑟) such stages, amounting to at most

(𝑛 − 𝑟) 𝑟 CNOT gate conjugations. Once we reach a stage 𝑠 such that 𝑛(s) = 𝑟, the stage

𝛼 = 𝑠 + 𝑗 has 𝑟 (s+j) ≤ 𝑛(s+j) ≤ 𝑟 − 𝑗 , because each stage diagonalizes on at least one qubit.

The number of CNOT gate conjugations in these stages is therefore at most∑r−1
j=0 (𝑟 − 𝑗 − 1) = 𝑟 (𝑟 − 1)/2. Putting both CNOT gate conjugation counts together, we

obtain 𝑛 𝑟 − 𝑟 (𝑟 + 1)/2.

This bound is also derived for a different algorithm in Ref. [53]. Notably, in the limiting
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case 𝑟 = 𝑛, this bound reduces to the known result 𝑛(𝑛 − 1)/2 (see, e.g., Refs. [182, 143]).

It is important to note that our algorithm guarantees this bound without further classical

optimization. That is, one may select any 𝑟 (𝛼) + 1 columns to form a dependent set at each

stage 𝛼, and this upper bound will hold. Now, we demonstrate that we can achieve a lower

estimate of CNOT cost by minimizing the size of the dependent set of columns we select in

each stage, entailing a higher classical complexity cost.

Lemma 3 A qubit can be diagonalized at stage 𝛼 with at most ⌊ 𝑟 (𝛼)2 ⌋ CNOT gate

conjugations.

In exchange for a lower gate cost, one may accept a large classical complexity by searching

the entire null space for the vector with the lowest symplectic weight by Lemma 1. Below,

we will use the properties of the null space of (X|Z) at each stage to establish a stricter

lower bound on the number of CNOT gates.

The rows of (Z (𝛼) |X (𝛼)) span a 𝑟 (𝛼)-dimensional subspace of the null space, due to the

fact that the Pauli operators represented by each row of (X (𝛼) |Z (𝛼)) commute with one

another. Moreover, the Pauli operators in (Z (𝛼) |X (𝛼)) may be viewed as a [[𝑛(𝛼) , 𝑘 , 𝑑]]

stabilizer code. The code maps 𝑘 = 𝑛(𝛼) − 𝑟 (𝛼) logical qubits to 𝑛(𝛼) physical qubits with

the capability of correcting at most (𝑑 − 1)/2 errors. Moreover, we call 𝑆 the stabilizer

generated by the Pauli operators represented by the rows of (Z (𝛼) |X (𝛼)). For a more

general review, see, e.g., Refs. [82, 147].

Let 𝐶 (𝑆) be the centralizer of 𝑆, the Pauli operators that commute with each element of 𝑆.

For stabilizer codes, it is known that the normalizer is identical to the centralizer

𝑁 (𝑆) = 𝐶 (𝑆) [82]. In Chapter 2.3.1: Approach, we argued that a vector 𝑢 commutes with

every element of (Z (𝛼) |X (𝛼)), i.e., is an element of 𝑁 (𝑆), if and only if it is in the null

space of (X (𝛼) |Z (𝛼)). Therefore, the task of finding a null space vector 𝑢 of weight 𝜔 is

equivalent to searching 𝑁 (𝑆) for a Pauli operator of the desired weight. On the other hand,

the quantum Singleton bound [119, 160, 44] directly implies that there exists a Pauli
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operator in 𝑁 (𝑆) with weight 𝜔 = 𝑑 ≤ ⌊𝑟 (𝛼)/2⌋ + 1. Finally, invoking Lemma 1 concludes

the proof.

Theorem 2 The number of CNOT gate conjugations required by the algorithm (Chapter

2.3.2: The Algorithm) is at most 𝑛⌊ 𝑟2⌋ − ⌊
𝑟
2⌋

2.

To achieve this bound, at each stage 𝛼, we select the vector with weight 𝑑 ≤ ⌊𝑟 (𝛼)/2⌋ + 1

promised by Lemma 3. Then, we follow an argument similar to that of Theorem 1 to find

the total cost. That is, while 𝑛(𝛼) ≥ 𝑟, we use at most ⌊𝑟/2⌋ CNOT gate conjugations.

Since there are at most 𝑛 − 𝑟 + 1 of such stages, they amount to at most (𝑛 − 𝑟 + 1) ⌊𝑟/2⌋

CNOT conjugations. After the stage 𝑠 where 𝑛(s) = 𝑟, we use at most ⌊(𝑟 − 𝑖)/2⌋ for each

subsequent stage 𝑠 + 𝑖. These stages amount to at most∑r−1
i=1 ⌊(𝑟 − 𝑖)/2⌋ = ⌊𝑟/2⌋ ⌊(𝑟 − 1)/2⌋ CNOT conjugations. Putting both contributions

together, we obtain at most (𝑛 − 𝑟 + 1) ⌊𝑟/2⌋ + ⌊𝑟/2⌋ ⌊(𝑟 − 1)/2⌋ CNOT conjugations,

which gives us the bound claimed.

In the above argument, we have shown an equivalence between finding the distance of a

quantum stabilizer code and reducing the CNOT count at one stage of our qubitwise

diagonalization to ∼ 𝑟 (𝛼) . Finding the distance of a code is known to be NP-hard [183], and

so we may expect to practically find the operator(s) of the normalizer 𝑁 (𝑆) with the lowest

weight only for a relatively small number of qubits (𝑛 ≲ 30 on ordinary computers).

Equivalently, this problem may be restated as minimizing

min
{b1+···+b2n−r≤z}

𝜔

(2n−r∑︁
i=1

𝑏i𝑁
i

)
, (51)

where 𝑁 i are vectors encoding the independent generators of 𝑁 (𝑆), each 𝑏i = 0 or 1, and

the sum between 𝑏i𝑁
i vectors is Boolean (i.e., XOR) and the sum over 𝑏i is decimal. Here,

we must take 𝑧 = 2𝑛 − 𝑟 to search the entirety of 𝑁 (𝑆) for the lowest-weight solution.

Nevertheless, a search through linear combinations of fixed sizes ≤ 𝑧 is still polynomial in
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𝑛 and still produces a vector of weight at least as low as that obtained from choosing

among 𝑁 i.

On the other hand, it is crucial to note that there is a ‘greediness’ to optimizing the

(symplectic) weight of our null vector at each stage of our algorithm, as opposed to

optimizing the choice for a circuit depth overall. In the sense, completely optimizing at

this stage might not always produce the overall lowest circuit depth after diagonalizing

over all qubits of our operators. In the following section, we will discuss further

comparisons between circuit depths obtained with null vectors chosen via Gaussian

elimination sans optimization (see Lemma 2 and its discussion below) and those chosen

via complete optimization at each stage.

Chapter 2.5: Examples

In this section, we evaluate the performance of our algorithm for a variety of example

applications. In particular, we use a proposed method of randomized benchmarking [182]

to assess the circuit cost resulting from our algorithm under various circumstances in

Chapter 2.5.1: Random Sets of Commuting Pauli Operators. Secondly, in Chapter 2.5.2:

Molecular Hamiltonians, we assess the algorithm’s performance in diagonalizing

molecular Hamiltonians. Finally, we provide an example molecular Hamiltonian for which

our algorithm accommodates limited qubit connectivity relatively well in Chapter 2.5.3:

Linear Qubit Connectivity.

Chapter 2.5.1: Random Sets of Commuting Pauli Operators

In this subsection, we apply our diagonalization algorithm to sets of commuting Pauli

operators generated randomly. We use the algorithm constructed in Ref. [182] to generate

a sample of 100 distinct sets, each containing 𝑛 Pauli operators acting on 𝑛 qubits. In our

implementation, we use both the classically efficient algorithm outlined below Lemma 2

(“no optimization”) to select a null space vector of weight ≤ 𝑟 and an exhaustive search
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Figure 5: The number of CNOT conjugations involved in diagonalizing 𝑛 commuting Pauli
operators acting on 𝑛 qubits via our qubitwise diagonalization strategy, averaged over 100
sets generated randomly. Each uncertainty bar is the square root of the sample variance
of the 100 sets. We compare gate counts found with and without minimizing the circuit
depth, iteratively at each stage of our algorithm (see discussion following Theorem 2).
In addition, the magenta (right) bars are in each case the smallest gate counts obtained in
Ref. [182], via the “greedy-2” algorithm.
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through the null space to select the vector of lowest weight (“complete optimization”). For

each value of 𝑛, we report the average number of CNOT conjugations needed over the 100

sets. The error bars in our results are given by the square root of the sample variance. We

also superimpose our results to the lowest results obtained in Ref. [182] in Fig. 5.

In particular, we can see that there is a marked reduction in the quantum circuit cost when

searching for a low-weight null vector to prescribe each stage of our algorithm, at least for

totally randomized sets of Pauli operators. In other words, here we see a trade off, between

classical complexity of producing a low-weight null vector and resulting the quantum

circuit complexity. Particularly, for 𝑟 ≪ 𝑛, this classical complexity may become highly

prohibitive since the null space is of dimension 2𝑛 − 𝑟, in which case the no optimization

case conveniently produces a vector of (low) weight at most 𝑟 anyhow. For the rest of this

section, to assess the costs on a quantum computer of our algorithm while keeping

classical complexity low, we limit our algorithm to no optimization (i.e., selecting null

vectors via the procedure outlined under Lemma 2).

Now, we illustrate how our number of CNOT gates also depends on 𝑟, the number of

independent generators of a set of commuting Paulis. We first fix 𝑛, the number of qubits,

and again consider randomly generated sets of 𝑟 independent commuting Pauli operators.

To obtain a set with only 𝑟 ≤ 𝑛 operators, we randomly select 𝑛 − 𝑟 operators to delete

from the set. Then, we construct diagonalization quantum circuits and report the resulting

number of CNOT gates. Figure 6 shows the results for 𝑛 = 10. As expected per our

discussion in Chapter 2.4.3: CNOT Gate Count, we find that, for fixed 𝑛, gate count follows

a quadratic trend in 𝑟 as 𝑓 (𝑟) = −𝑎𝑟2 + 𝑏𝑟 [up to a constant shift] for 𝑎, 𝑏 > 0.

Chapter 2.5.2: Molecular Hamiltonians

Having assessed the algorithm’s performance in diagonalizing commuting Hamiltonians

generated randomly, we will now consider its performance for a collection of molecular

Hamiltonians as more practical examples. In particular, we consider one ionic compound

HeH+ as well as the molecules LiH, BeH2, NH3, and BH3.

48



2.5 5.0 7.5 10.0 12.5 15.0
r

0

5

10

15

20

25

30

35

C
N

O
T

C
ou

nt

−0.11(r − 1)2 + 3.87(r − 1)

1
Figure 6: The number of CNOT conjugations obtained in diagonalizing a set of 𝑟 independent
commuting Pauli operators acting on 𝑛 = 15 qubits using the procedure outlined below
Lemma 2 (no optimization). The data points are averages over 100 randomly generated
sets. The uncertainty bars displayed are the square roots of the variances.

The Hamiltonians as linear combinations of Pauli operators are obtained from

Pennylane [22] Quantum Chemistry datasets. For each of these species, we use the

STO-3G basis, and the optimal bond length given in the dataset. Given a Hamiltonian,

before diagonalization we must divide the Pauli operators into sets of mutually commuting

operators. As in Refs. [145, 182, 176], this problem can be reduced to a graph-coloring

problem, and we use the independent set strategy in NetworkX [91] to color the graph.

Table 1 shows the results of diagonalization of each of these Hamiltonians. In each case,

we observe that both the average number of CNOT gate conjugations and the circuit depth

tend to be near once or twice the number of independent operators generating each set

(𝑟 ≤ 𝑛). However, it is worth noting that different choices of strategies to form commuting

sets of Pauli operators (while using the same diagonalization algorithm) may allow for

49



Table 1: Results of qubitwise diagonalization of molecular Hamiltonians. Throughout the
diagonalization, the null space vector at each stage is chosen using the (classically efficient)
algorithm described below Lemma 2. In each row, 𝑛 and 𝑁 are the number of qubits and
the total number of Pauli operators in each Hamiltonian, respectively. 𝜅 is the number of
sets of commuting Pauli operators, while 𝑟 is the average number of independent generators
per commuting set. The columns CNOT and Depth list the average numbers of CNOT gate
conjugations and the average quantum circuit depths obtained, respectively, with averages
taken over the different sets of commuting Pauli operators in the Hamiltonian. Finally CNOT
SD and Depth SD are the standard deviations of the corresponding columns.

Molecule 𝑛 𝑁 𝜅 𝑟 CNOT CNOT SD Depth Depth SD
HeH+ 4 26 3 4.00 2.00 1.63 3.33 3.40
LiH 12 630 25 9.00 7.44 3.42 11.12 4.34
BeH2 14 665 19 11.16 9.00 3.28 11.68 4.22
NH3 16 2296 80 13.10 21.44 8.34 22.49 7.44
BH3 16 2496 97 12.01 18.21 6.36 21.26 6.64

higher or lower average gate counts or depths per set.

Empirically we find that, for these more physically typical Hamiltonian models rather than

randomized sets, in fact a lower circuit complexity is obtained from no optimization rather

than complete optimization. From these cases, we may reasonably suspect that, in general,

relatively local and symmetrical Hamiltonians modeling physical systems are more

amenable to this simple classical procedure for producing circuit instructions than

arbitrarily non-local and asymmetrical Hamiltonians of randomized benchmarking.

Chapter 2.5.3: Linear Qubit Connectivity

Further, we demonstrate the strategy presented in Chapter 2.3.3: Accommodating Qubit

Connectivity assuming a hardware with linear connectivity. As a proof of principle, we

use the H4 chain Hamiltonian derived in Ref. [143]. This Hamiltonian was obtained by

setting the inter-atomic distance Δ = 1.0 and using the STO-3G basis. The Hamiltonian is

then mapped to eight-qubit Pauli operators using the Bravyi-Kitaev transformation [33].

To compare, we use the same division of the Hamiltonian into ten collections of

commuting Pauli operators.

First, we consider the set of 20 Pauli operators shown in Fig. 15 of Ref. [143]. There, the
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authors derived a circuit with 13 H gates, 18 CNOT gates, 21 CZ gates, and 66 SWAP gates

assuming a hardware with linear connectivity. Via our algorithm of Chapter 2.3:

Qubitwise Diagonalization Algorithm, we can produce a simpler circuit, with only seven

H gates, five CNOT gates, and 11 SWAP gates. Figures 7a and 7b show the diagonalization

circuit assuming fully connected hardware and linearly connected hardware, respectively.
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Figure 7: Diagonalization circuits of a large commuting sub-Hamiltonian of a H4 chain,
derived in Fig. 15 of Ref. [143]. We assume a device (a) with full qubit connectivity and (b)
with linear qubit connectivity. In the latter case, we apply the methods of Chapter 2.3.3:
Accommodating Qubit Connectivity, involving extra SWAP gates in order to implement
more local two-qubit operations. We use the no optimization strategy to find a null space
vector throughout the diagonalization.

The nine remaining sets of commuting Pauli operators are much simpler than the one

discussed above. In the previous literature, the authors were able to derive simple circuits,

notably with no SWAP gates and at most two two-qubit gates. Our algorithm produces

similar results diagonalizing the Pauli operators in each set with no SWAP gates and at

most two two-qubit gates per set.

Chapter 2.6: Conclusions

This paper introduces an algorithm to simultaneously diagonalize Pauli operators, whose

combinations are frequently used to compute observables as well as unitary operations

such as in quantum simulation algorithms. Due to the iterative nature of the algorithm, in

51



which we seek to diagonalize all operators over one qubit at a time, we find this algorithm

is additionally convenient in adaptations to quantum hardware on which qubit connectivity

is very limited. Moreover, we are able to see from analytic arguments that the scaling for

depths of the resulting circuits prescribed by our algorithm is exceptionally low, scaling

linearly in the total number of qubits and logarithmically in the number of independent

generators of the operators. In kind, we can analytically count the total number of

two-qubit gates to be competitive with other recent constructive diagonalization

algorithms.

In this paper, we have further demonstrated that the circuits we produce maintain short

circuit depth and low two-qubit gate count in example Hamiltonians such as random

Hermitian operators and those describing molecular systems. It remains to be

demonstrated whether the circuit depth obtained here can be substantially improved or is

in fact optimal. Likewise, we have seen that there are choices in our algorithm that can be

exploited to further accommodate limited connectivity, though making the optimal such

choice may be formulated as a generalized TSP. Therefore, further work can be done to

optimize these choices based upon the particular hardware in consideration. Nevertheless,

we expect that the framework for diagonalization suggested by our algorithm will enable

future work to accommodate such hardware.

Additionally, let us point out that algorithms that form the clusters of commuting operators

to be diagonalized must be designed in parallel with these diagonalization algorithms to

produce the simplest circuits possible overall. As such, developments in forming

commuting clusters of operators would similarly assist in the effort to efficiently

diagonalize such clusters overall as well.
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Chapter 3: Quantum Circuits of Diagonal Unitaries

Abstract

We discuss the implementation of lattice gauge theories on digital quantum

computers, focusing primarily on the number of quantum gates required to simulate

their time evolution. We find that to compile quantum circuits, using available

state-of-the-art methods with our own augmentations, the cost of a single time step of

an elementary plaquette is beyond what is reasonably practical in the current era of

quantum hardware. However, we observe that such costs are highly sensitive to the

truncation scheme used to derive different Hamiltonian formulations of non-Abelian

gauge theories, emphasizing the need for low-dimensional truncations of such models

in the same universality class as the desired theories.

Chapter 3.1: Introduction

Among the many future applications of quantum computing to solving physics problems,

the simulation of non-Abelian gauge theories is one of the most desired. Gauge theories

describe all fundamental forces of the Universe, but many of their features are inherently

non-perturbative and resistant to analytical analysis. Even stochastic numerical methods,

despite recent advancements, leave almost untouched the many-body baryon problem and

real-time observables, both of which are of great phenomenological importance.

Gauge theories, like any field theory, have an infinite-dimensional Hilbert space, while

digital quantum computers have finite and—for the foreseeable future—small quantum

registers. Therefore, some kind of truncation of the Hilbert space is necessary. One

common truncation is the substitution of the continuum, infinite space by a finite lattice.

The use of a spatial lattice has the added benefit of providing an ultraviolet cutoff

necessary for the non-perturbative definition of the theory. Since this step has been

extensively studied in the context of lattice gauge theories and their numerical simulation

53



with (classical) computers, much is known about it. For instance, the concept of

universality controls the continuum limit that is necessary as the last step of these

calculations. It is found that a variety of lattice Hamiltonians lead to the same continuum

limit and that some symmetries are essential in recovering the proper continuum limit (for

instance, gauge symmetry), while others arise naturally in the continuum limit (for

instance, rotational invariance). In purely fermionic theories, the use of a finite spatial

lattice is enough to render the Hilbert space finite-dimensional. In contrast, bosonic

theories, defined over even a single spatial point (equivalent to the quantum mechanics of a

particle in one dimension), already have an infinite-dimensional Hilbert space. As such, it

is necessary to have a truncation of not only physical space but also field space.

Several methods to accomplish this goal have been suggested in different models

[138, 42, 193, 194, 192, 187, 195, 19, 12, 118, 163, 58, 125, 49, 7]. For some of these

proposals, besides the spatial continuum limit, an independent field space continuum limit

is required. In this case, the dimension of the Hilbert space grows as the last limit is taken,

and the issue we consider in the present paper (the cost in terms of quantum gates)

becomes more severe. In other proposals, an argument is made that, even with the field

space truncated, the resulting theories are in the same universality class of the targeted

continuum theory. In that case, the limit where dimension of the Hilbert space grows does

not need to be explored, offering a great advantage in terms of simplicity. The combined

discretization of physical and field space is sometimes called qubitization. For gauge

theories in four spacetime dimensions, no general qubitization method has been

established, although qubitizations have been found for simpler models

[13, 171, 28, 10, 170]. Nevertheless, there are some old discretized models that could play

this role and have the proper symmetries and fairly small Hilbert spaces. We use some of

these models to estimate the gate-complexity of simulating gauge theories.

In Chapter 3.2: The compilation method we describe the compilation method that we use

to find a quantum circuit implementing the Hamiltonian evolution. This method does not
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exploit specific features of gauge theories and is applicable to any Hamiltonian. The

method is composed of many parts; all but the final one have been known in the literature.

To our knowledge they have never been put together as we do here.

In Chapter 3.3: Examples we apply this method to a couple of models to test our

compilation method. These models, an ensemble of random diagonal Hamiltonians and

the Z2 gauge theory coupled to staggered fermions, have been studied before and quantum

circuits for them are known. We find that our method produces shorter circuits than those

previously published.

In Chapter 3.4: Qubitization of Non-Abelian Gauge Theories we study two possible

qubitizations of 𝑆𝑈 (2) gauge theory, with a four- and a five-dimensional Hilbert space per

link, respectively. These models have the exact 𝑆𝑈 (2) gauge invariance; thus, by standard

universality arguments, one can suspect that they have the same continuum limit as 𝑆𝑈 (2)

gauge theory. One could reasonably conjecture that a finite-dimensional model in the

universality class of 𝑆𝑈 (2) gauge theories cannot be substantially simpler than these

models and have a time evolution that can be approximated by a significantly smaller

number of gates. We find that, for the four-dimensional model, one time evolution step

involves 180 CNOT gates per plaquette, and the five-dimensional model involves 17,168

CNOT gates. The large circuit depth shows the importance of the space field truncation

and stresses the need for truncations that are in the same universal class as the continuum

model.

Finally, in Chapter 3.5: Discussion we summarize the results and speculate about some

directions to pursue significantly reduced gate costs of simulating gauge theories.

Chapter 3.2: The compilation method

We describe here a method to take a given finite-dimensional Hamiltonian and encode its

time evolution into a series of quantum gates; in other words, we describe the quantum

compiler method we used. In order to facilitate use with most quantum programming

languages, we compose our circuits only with common gates; in particular, we make heavy
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use of CNOT gates and one-qubit rotation gates, defined by

CNOT = |0⟩⟨0| ⊗ 𝐼 + |1⟩⟨1| ⊗ 𝑋 , (52)

𝑅i(𝜙) � 𝑒−i𝜙𝜎i/2 = cos
(
𝜙

2

)
𝐼 − i sin

(
𝜙

2

)
𝜎i, (53)

for 0 ≤ 𝜙 ≤ 4𝜋, all expressed in the computational basis {|0⟩ , |1⟩} with qubits. Here, we

denote the Pauli gates {𝑋 ,𝑌 , 𝑍} � {𝜎1,𝜎2,𝜎3} and the one-qubit identity gate by 𝐼.

Notably, these rotations include the typical phase gate 𝑆 = 𝑅z(𝜋/2) (and its inverse 𝑆†) and

easily generate the Hadamard gate 𝐻 = 𝑋𝑅y(𝜋/2) (up to an irrelevant global phase); more

broadly, we can perform arbitrary one-qubit unitary operations, sometimes denoted in an

Euler angle basis𝑈3(𝜃, 𝜙,𝜆) ≡ 𝑅z(𝜙)𝑅y(𝜃)𝑅z(𝜆) up to a global phase. We denote the

control (𝑎) and target (𝑏) qubits for each CNOT gate using subscripts CNOTa,b,

corresponding to the former and latter factors in Eq. (52), respectively. For simplicity of

the analysis in this work, we assume a hardware with all-to-all connectivity between the

qubits, and we do not include an error mitigation strategy in our resulting circuits. The

noisiest quantum gates on current hardware are the CNOT gates, so we aim to minimize

their use. In fact, the number of CNOT gates will be used as a measure of how good the

algorithm is.

It is convenient to break down our compilation method into five overall steps.

1) Trotterization: The first step is to break up the time evolution operator over a time 𝑇

into N terms 𝐻 =
∑

i=1 𝑁ℎi with matrix norms ∥ℎi∥ ∼ 1 over several time steps of

duration 𝛿𝑡 = 𝑇/𝑁t:

𝑈 (𝑇) = 𝑒−iHT ≈
(∏

i=1
𝑁𝑒−ihi𝛿t

)Nt

, (54)

incurring an overall error of O(𝛿𝑡), due to the nonzero commutators among ℎi. Also, we

point out that, in the case of gauge theories, most actions are a sum over plaquettes (or

slightly larger Wilson loops), which commute if they do not share a link. So, one can then

split the Hamiltonian into two commuting sets of terms, 𝐸(ven) and 𝑂(dd), and evolve
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each set independently:

𝑒−iH𝛿t = 𝑒−i
∑
□ H□𝛿t (55)

≈ 𝑒−i
∑

E HE𝛿t𝑒−i
∑

O HO𝛿t,

incurring in kind an error of O(∥[𝐻E,𝐻O] ∥𝛿𝑡2) for a time step 𝛿𝑡. Since the plaquettes

within each set commute, their corresponding quantum gates can be applied in parallel.

Consequently, in the 𝑆𝑈 (2) gauge theory examples we will consider later, it will suffice for

us to determine circuits to simulate a single plaquette going forward.

2) Decomposition into Pauli strings: Suppose we encode the degrees of freedom of one

plaquette into 𝑛 qubits. The Hilbert space on which 𝐻 acts is then 2n-dimensional.

Hermitian 𝐻 can be written as a real linear combination of Pauli strings on 𝑛 qubits:

𝐻 =

4n−1∑︁
j=0

𝑐j𝑃j, (56)

where 𝑃j ∈ {𝐼, 𝑋 ,𝑌 , 𝑍}⊗n. Further, the inner product on Pauli strings,

1
2n tr[𝑃i𝑃j] = 𝛿ij, (57)

allows one to easily calculate the coefficients above:

𝑐j =
1
2n tr[𝑃j𝐻]. (58)

3) Separation of Pauli strings into commuting sets: Since commuting Pauli matrices

can be simultaneously diagonalized, it is useful to split all Pauli strings into commuting

sets or “clusters,” so that the quantum gates used in diagonalizing each set need to be

applied only once. The full time evolution can be Trotterized as the evolution given by

each cluster, whose respective Trotterizations each incur no error due to commutativity.
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It is possible to efficiently decide whether two Pauli strings commute, by counting the

number of positions at which the Pauli matrices of the two strings do not commute. The

two Pauli strings commute if and only if this number is even. Moreover, in general,

partitioning Pauli strings into clusters of commuting operators can be performed

sequentially. Namely, one can process the strings in the order they are given, placing each

string in the first available cluster. If no cluster is available, we create a new one and insert

the string. As a note of caution for general use, this clustering is not guaranteed to result in

the minimal number of clusters,13 and its outcome in principle can depends crucially on the

order in which the strings are processed. Therefore, we will reformulate the clustering in

terms of the graph coloring problem, as previously described in Refs. [105, 184, 182, 79].

In this formulation, we construct a graph G whose vertices are the Pauli strings, where an

edge exists between any two Pauli strings 𝑃i and 𝑃j ( 𝑗 ≠ 𝑖) if they do not commute. We

recall that a vertex coloring of G assigns colors to the vertices such that any two adjacent

vertices have different colors [29]. Therefore, all Pauli strings with the same color will

commute. In this formalism, finding the optimal clustering is coloring G with the least

required number of colors, known as the chromatic number of G. Finding the chromatic

number of a graph is known to be NP-complete [110], and so there is no known efficient

algorithm to do so. Nevertheless, several approximation algorithms provide a coloring

close to optimal [34, 50]. In the examples we discuss in Chapter 3.3: Examples, we were

able to find convenient commuting clusters with relative ease.

4) Diagonalization of each cluster: This step describes how to construct the quantum

circuit of an operator that simultaneously diagonalizes the commuting Pauli strings. The

approach that we use entails representing the strings in the tableau formalism described in

Refs. [2, 182, 78].

In particular, we will follow the presentation in Ref. [182] where the tableau is composed

13As we will see later in Chapter 3.3: Examples, one can reduce the CNOT-cost per Pauli string for a
quantum circuit simulating a Hamiltonian with these Pauli strings if one packs each cluster to be as large as
possible.
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of the X,Z, and S blocks, which we will define below. Suppose we have N Pauli strings,

each of length 𝑛. Then, the X andZ blocks are N × 𝑛 matrices, while the S block is a

N -dimensional column vector. For the 𝑖th Pauli string 𝑃i in a given ordering with

coefficient 𝑐i ≠ 0, the entries to the corresponding row of each block are given by

Xij =


0 if the 𝑗 th digit of 𝑃i is 𝑍 or 𝐼

1 otherwise

Zij =


0 if the 𝑗 th digit of 𝑃i is 𝑋 or 𝐼

1 otherwise

Si =


0 if 𝑐i > 0

1 otherwise

(59)

In other words, Xij andZij encode whether the 𝑗 th digit of the Pauli string 𝑃i contains a

factor of 𝑋 and 𝑍 , respectively, while Si simply encodes the sign of the Pauli string’s

coefficient. Note that a Pauli string 𝑃i is diagonal if and only if it contains only factors 𝐼

and 𝑍 , or, equivalently, all the entries in row 𝑖 of X are 0. [182, 143] [54, 182]

Consequently, the task of simultaneously diagonalizing commuting Pauli strings may be

viewed as applying conjugations with unitary gates that reduce all entries of X to 0. Since

we seek to transform a Pauli string to another, these unitary transformations are Clifford

gates, generated by Hadamard, phase, and CNOT gates. The conjugation of these gates

acts on the tableau according to the following rules [2]:

• Hadamard gate conjugation on qubit j or 𝐻 ( 𝑗):

Si ← Si ⊕ XijZij

(Xij,Zij) ← (Zij,Xij)
(60)
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for all 𝑖 = 1, . . . , N . That is, we flip the sign of a Pauli string if the Pauli matrix at

position 𝑗 is 𝑌 . Then, swap the 𝑗 th columns of X andZ; practically speaking, we

replace any factors 𝑋 or 𝑍 in the 𝑗 th digit of each string with 𝑍 or 𝑋 respectively.

• Phase gate conjugation on qubit j or 𝑆 ( 𝑗):

Si ← Si ⊕ XijZij

Zij ←Zij ⊕ Xij

(61)

for all 𝑖 = 1, . . . , N . That is, for the Pauli string 𝑃i encoded in row 𝑖 we flip the sign

of its coefficient if its 𝑗 th digit is 𝑌 , and we replace any factors 𝑋 or 𝑌 in the 𝑗 th digit

of each string with 𝑌 or 𝑋 respectively.

• CNOT conjugation with control qubit a and target b or CNOT (𝑎, 𝑏):

Si ← Si ⊕ XiaZib (Xib ⊕ Zia ⊕ 1)

Zia ←Zia ⊕ Zib

Xib ← Xib ⊕ Xia

(62)

for all 𝑖 = 1, . . . , N , and the interpretation is similar to those in Eqs. (60) and (61).

Note that the update on S should be applied first in each case because the sign update

depends on the current values of X andZ. Here, the symbol ⊕ denotes the addition

modulo 2.

As an example, consider a Hamiltonian with mutually commuting Pauli strings

𝐻 = 𝐼𝑋𝑋 + 𝑍𝑌𝑍 + 𝑋𝑋𝐼 14. The X,Z, and S blocks are

X =

©­­­­­«
0 1 1

0 1 0

1 1 0

ª®®®®®¬
, Z =

©­­­­­«
0 0 0

1 1 1

0 0 0

ª®®®®®¬
, S =

©­­­­­«
0

0

0

ª®®®®®¬
, (63)

14From now on, we omit the tensor product sign.
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V

• H

= • H

S H

Figure 8: Operator 𝑉 diagonalizing the Hamiltonian 𝐻 = 𝐼𝑋𝑋 + 𝑍𝑌𝑍 + 𝑋𝑋𝐼

labeling the qubits, left to right, from 1 to 3. We can use CNOT1,2 and CNOT2,3 to nullify

the first two columns of theZ stack. Then, we observe that the third columns of the X and

Z stacks are identical. Hence, a phase gate conjugation on the third qubit will nullify the

Z stack. Finally, we apply Hadamard gates on all the three qubits to swap the columns of

X andZ. Thus, all of the resulting entries of the X stack are all 0. Meanwhile, theZ and

S stacks become

Z =

©­­­­­«
0 1 0

0 1 1

1 0 0

ª®®®®®¬
, S =

©­­­­­«
0

1

0

ª®®®®®¬
, (64)

respectively. The resulting diagonal Pauli strings are together 𝑉 𝐻𝑉† = 𝐼𝑍 𝐼 − 𝐼𝑍𝑍 + 𝑍𝐼𝐼,

where we denote the diagonalizing circuit by 𝑉 . Figure 8 depicts the circuit diagonalizing

𝐻.

In general, it is possible to simultaneously diagonalize an arbitrary cluster of commuting

Pauli strings with at most O(𝑛2) two-qubit gates [182, 143]. Moreover, there exist several

algorithms to accomplish this diagonalization, although not necessarily with the minimal

number of two qubit gates [54, 182].

5) Exponentiation of 𝐼/𝑍 Pauli strings via a Binary Tree: Finally, we describe our

procedure to compile a quantum circuit simulating a Hamiltonian composed of N

diagonal Pauli strings (i.e., in {𝐼, 𝑍}⊗n). In particular, we propose a bookkeeping process

to search for shared CNOT gates between strings within the cluster, in contrast with

existing methods, which compile a circuit individually reducing each Pauli string with
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CNOT conjugations (described below) and then look for cancellations post hoc.

To start, for a single such Pauli string, we may use Eq. (62)—more specifically, the identity

𝑍 ⊗ 𝑍 = CNOT12 (𝐼 ⊗ 𝑍) CNOT12. (65)

By successive applications of this identity we can map any diagonal Pauli string to a string

containing a single factor of 𝑍 . Exponentiating such Pauli strings can then be

accomplished with a single one-qubit rotation gate, 𝑅z(2𝑐j𝛿𝑡) on a given qubit:

𝑒−icjI···IZI···I𝛿t = 𝐼 · · · 𝐼𝑅z(2𝑐j𝛿𝑡)𝐼 · · · 𝐼 (66)

This procedure is equivalent to the gate decomposition of Refs. [129, 143]. For example, a

circuit implementing exp
(
−i𝑐j𝑍𝑍𝑍𝛿𝑡

)
in such a fashion is shown in Fig. a.

• •

• •

Rz (2cjδt)

(a)

• •
• •

• •
|0⟩ Rz (2cjδt)

(b)

Figure 9: Quantum circuit implementing the factor exp
(
−i𝑐j𝑍𝑍𝑍𝛿𝑡

)
. (a) No ancillary qubit

is used. Notably, there are other combinations of CNOT conjugations that one may perform
to arrive at other equivalent circuits implementing this operator. (b) One ancillary qubit,
prepared as |0⟩, is the target of each CNOT and the site of the rotation, as prescribed in this
more common method (c.f. Ref. [147]).

This prescription deviates slightly from the usual technique (e.g., Ref. [148]), which

utilizes a single ancillary qubit on which the rotation is performed instead. Via that
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alternative procedure, there are more CNOT conjugations required and fewer opportunities

for the gates involved to cancel. We display the same example, 𝑍𝑍𝑍 , using this procedure

in Fig. b.

Equipped now with this generic strategy of reducing individual Pauli strings to one-qubit

rotations, we describe in the remainder of this section our own compilation method to

efficiently simulate the diagonal Pauli strings together. Our procedure seeks to induce

sharing of CNOT gates within the cluster, in the same spirit of reducing circuit depth as in

step 4, where we share CNOT costs over a cluster via simultaneous diagonalization. In

particular, as we apply the first CNOT gate in each conjugation reducing a Pauli string to a

rotation, we keep track of those conjugations in a list or “stack” and classically perform the

CNOT conjugations on the remaining strings in the cluster, as per Eq. (62). Moreover, we

refrain from applying the second CNOT gate in the conjugation until after the rotation

gates of all other Pauli strings have been executed on the circuit. In essence, this approach

can be understood as inserting the identity (i.e., a pair of identical, consecutive CNOT

gates to cancel) between every pair of remaining Pauli strings in the cluster. We provide

instructions to efficiently carry out this procedure below, in terms of a tree traversal

algorithm. (See e.g., Ref. [81] for a review of tree data structures and traversal.)

We proceed by representing the linear combination of N ≥ 1 Pauli strings as a binary tree

with 𝑛 levels where 𝑛 is the total number of qubits (equivalently the length of the Pauli

strings). One calls the zeroth level of the tree the “root” and the nodes of the 𝑛th and final

level the “leaves;” notably the order of these 𝑛 tree levels may be a permutation of the

corresponding qubit digits of the Pauli strings, equivalent to a temporary reordering of the

qubit labels on our circuit.15 Each tree branch (i.e., path from the root to a leaf)

corresponds to a Pauli string, and the values of its 𝑛 nodes are 0 or 1, corresponding to the

15For example, one may arrange the levels to label the qubits in descending order of number of Pauli strings
sharing a factor 𝑍 on that digit. We found this modified ordering of tree levels yielded modest savings O(𝑛)
in CNOT cost in some cases, when compared with the straightforward ordering where qubit 𝑗 is labeled by
tree level 𝑗 , and resulted in greater cost in other cases. At this time, the cause of this higher cost is not clear.
Determining how the CNOT cost depends on the relabeling of tree levels is the subject of further research.
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factors 𝐼 or 𝑍 respectively of the string. Figure 10 shows the tree representation for the

Hamiltonian 𝐻 = 𝐼 𝐼𝑍 + 𝐼𝑍 𝐼 + 𝐼𝑍𝑍 + 𝑍𝑍𝑍 . For example, the values of the nodes in the

bottom branch are 0, 0, and 1, corresponding to the Pauli string 𝐼 𝐼𝑍 . For an arbitrary

linear coefficient of Pauli strings, one includes the coefficient of Pauli string in the

corresponding leaf node. (This task can be done for example by creating a leaf object that

inherits all the properties of a node object but has an additional coefficient attribute.)

root

0

0 1

1

0

1

1 1 1

Figure 10: Tree representation of 𝐼 𝐼𝑍 + 𝐼𝑍 𝐼 + 𝐼𝑍𝑍 + 𝑍𝑍𝑍 . The value inside each node
along a branch indicates the gate 𝐼 or 𝑍 on each qubit for the corresponding Pauli string
term. For a general linear combination, the coefficient of a Pauli string is stored with its
corresponding leaf.

Mapping a commuting cluster of Pauli strings to this tree structure, we now present how to

derive a quantum circuit from a traversal of this tree. Our routine traverses the tree via a

preorder Depth-First-Search (DFS) (see e.g., Ref. [81]).16 Reading along each branch from

the root to its leaf, when a pair of nodes both with value 1 is encountered—say, at levels 𝑖

and 𝑗 > 𝑖 — a CNOTji gate will be applied on the circuit. We then classically perform a

CNOTji conjugation to all Pauli strings on the tree, i.e., update the values along their

branches according to Eq. (62); the child node ( 𝑗) value is flipped when the parent node (𝑖)

value is 1. Lastly, the latter CNOT gate in the conjugation is stored in a stack, if there is no

copy already in the stack; otherwise, we discard both the CNOT gate and its copy in the

stack (an operation we will justify later). By this procedure, after reaching the leaf there

16We comment in passing that other orders are possible, equivalent to implementing Pauli strings in a
different ordering.
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will be precisely one node (𝑖) with value 1 along the branch, corresponding to a rotation on

qubit 𝑖, 𝑅z(2 𝑐 𝛿𝑡), where 𝑐 is the coefficient of the string stored with the leaf/branch. The

procedure continues until the last branch is processed. Then, the CNOT gates from the

stack are applied to the end of the circuit, from the latest to the earliest gate added into the

stack. Figure 11 depicts the quantum circuit obtained for the example

𝐻 = 𝐼 𝐼𝑍 + 𝐼𝑍 𝐼 + 𝐼𝑍𝑍 + 𝑍𝑍𝑍 .

Rz (2 δt)

Rz (2 δt) Rz (2 δt) • •

Rz (2 δt) • •

Figure 11: Circuit simulating one Trotterized time step with the Hamiltonian 𝐻 = 𝐼 𝐼𝑍 +
𝐼𝑍 𝐼 + 𝐼𝑍𝑍 + 𝑍𝑍𝑍 . Here 𝛿𝑡 is the Trotterization time step. The qubits are ordered from top
to bottom (i.e., as increasing levels in the tree structure of Fig. 10).

Now, we explain why we may discard a CNOT gate and its copy in the stack. First, we note

that all CNOT gates with the same target qubit appear consecutively in the stack and

commute with each other. Additionally, the control qubit 𝑗 for each CNOTji always

corresponds to the child node in a pair 𝑖, 𝑗 . Therefore, the stack will have at most
(𝑛
2
)

CNOT gates. There may be opportunities for further CNOT gate simplification particularly

within this stack due to cancellations described in Refs. [137, 129]; however, by an

argument listed below, we observe that such cancellations will not eliminate the bulk of

the remaining CNOT cost in our final circuit.

To conclude, we comment on the cancellations among CNOT gates induced by this

algorithm. Within a cluster of commuting Pauli strings acting on 𝑛 qubits, we may have in

general N ≤ 2n such strings and in fact we typically have N ≫ 𝑛. So, without any CNOT

gate cancellation, a simulation of each Pauli string independently could in principle require

O(𝑛N) CNOT gates on the circuit before all one-qubit rotations have been performed and

equally as many after (i.e., in the stack). However, on the stack there can only be O(𝑛2)

such gates as we have argued above, so cancellation among CNOT gates in this stack alone
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can yield a factor of ∼ 2 savings in CNOT cost; the bulk of possible CNOT gates in the

stack will cancel for large enoughN ≫ 𝑛. Moreover, we find that at least for our models in

consideration, the CNOT cost turns out to be only O(N), due to other savings among the

CNOT gates performed before one-qubit rotations. In Appendix Chapter 3.7.1: CNOT-cost

lower bound of simulating Pauli strings we establish ∼ N to be a generic lower bound on

the number of CNOT gates entailed for direct simulations of N (diagonal) Pauli strings.

We also stress that the use of a tree is a data structure choice. For example, it is possible to

store the Pauli strings in a list instead and perform the same CNOT conjugations according

to our procedure. However, processing this list can result in more classical operations

surpassing the cost of the binary tree.

The above discussion summarizes the method to decompose the time evolution into

ordinary quantum gates. It is important to note that steps 4 and 5, the most involved in the

whole method, can be bypassed at the expense of arriving at an algorithm with a larger

number of CNOT gates. In fact, we can use 𝐻 and 𝑆 gates to diagonalize each of the Pauli

strings separately; however, the increase in CNOT cost is substantial in the cases we

considered.

Chapter 3.3: Examples

We now apply the general method outlined in the previous section to a couple of specific

models. These examples – random diagonal Hamiltonians and Z2 gauge theory – are

discussed here in order to establish the method as competitive with other methods one

might consider. The Z2 gauge theory is very simple and, actually, has been simulated in

real quantum computers (with tiny lattices).

Chapter 3.3.1: Random Diagonal Hamiltonians

To assess the relative performance of our method discussed particularly in step 5 above, we

consider CNOT costs to simulate already diagonalized 𝑛-qubit Hamiltonians, which may
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be written as a linear combination of N ≤ 2n operators {𝐼, 𝑍}⊗n.

Consider first the N = 2n case. It is known that the time evolution operator

𝑈 = exp(−i𝐻𝛿𝑡) due to such a Hamiltonian can be implemented exactly with O (𝑛 2n)

CNOT gates because each Pauli string can be implemented with at most (𝑛 − 1) CNOT

gates. A previous study [40] showed that this unitary operator can be realized with

2n+1 − 3 CNOT gates, roughly twice the minimal cost. In Appendix Chapter 3.7.2: CNOT

gate count for a diagonal Hamiltonian withN = 2𝑛 Pauli Strings, we show that our method

produces a circuit with 2n − 2 CNOT gates for arbitrary 𝑛 ≥ 2 qubits, achieving the optimal

cost derived in Ref. [40]. This result lends credence that the method we outlined is

competitive with any other method currently available.

In the N < 2n case, there are many choices of Hamiltonians and the final circuit depends

on the specific Pauli strings contained in the Hamiltonian. Thus, we applied our

compilation method to a random sample of 𝑀 = 10 Hamiltonians with N diagonal Pauli

strings and consider how the number of CNOT gates depends on N . There exist
(2n−1
N

)
distinct sets ofN Pauli strings, and so there are certain cases where the number of possible

Hamiltonians is less than 𝑀; in these cases, we would have explored all the < 𝑀 possible

Hamiltonians of N Pauli strings. Otherwise, the 𝑀 Pauli strings we have explored

comprise only a small subset of the Hamiltonians with N Pauli strings. Of course, we

expect that increasing the value of 𝑀 will produce yet more precise estimates of average

CNOT cost. For each value of N , we calculate a mean and standard error on the mean.

A recent study [176] formulated the problem of minimizing the CNOT gates as solving the

Traveling Salesman Problem (TSP) (see e.g., Ref. [110]). In this case, the vertices of the

graph correspond to commuting Pauli strings and the weight on each edge is given by a

CNOT-cost function they define. Given that the TSP is in general NP-Complete [110], they

use the Christofides-Serdyukov (CS) algorithm, which returns a solution with a CNOT cost

that is at most a factor of 1.5× the minimal cost [48, 181]. Moreover, they demonstrate that

their ordering of Pauli strings on a quantum circuit based on the CS algorithm outperforms
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standard solutions such as those based on lexicographical ordering [177, 97], “Deplete

Group,” and “Magnitude” ordering [178]. We therefore apply the method in Ref. [176] on

the diagonal Pauli strings we generated. Figure 12 shows the CNOT cost with the number

of Pauli strings for 𝑛 = 8 qubits. We also include a lower bound derived in

Appendix Chapter 3.7.1: CNOT-cost lower bound of simulating Pauli strings. The

resulting CNOT gate counts are comparable for small N . However, as N increases, our

procedure yields a smaller number of CNOT gates. In addition, the count from this current

method approaches this lower bound while the other does not.
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Figure 12: The average CNOT gate count required to simulate a diagonal Hamiltonian as
function of the number of Pauli strings for 𝑛 = 8 qubits. The blue data points are obtained
using the compilation method described in step 5. The red data points are obtained using
the method in [176]. A lower bound for each case is the number of Pauli strings acting
nontrivially on more than one qubit, as derived in Appendix Chapter 3.7.1: CNOT-cost
lower bound of simulating Pauli strings. Uncertainty bars derived from statistical sample
sizes of 10 Pauli strings per choice of N are smaller than the data points depicted above.

Chapter 3.3.2: Z2 Gauge Theory

As a first example of a gauge theory, we consider the smallest nontrivial group, Z2, for our

gauge symmetry. Despite involving only a small discrete, abelian group, its simplicity as

well as its familiarity in previous literature (e.g., Refs. [117, 87, 126]) on quantum

simulations of lattice gauge theories make it a natural candidate for introducing our

methods. Furthermore, the case of a Z2 gauge coupled to staggered fermions yields a
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slightly less trivial example, where comparison of our relatively low circuit depth with that

of circuits suggested in past studies [126] will show an early benefit to our methods of

circuit compilation.

In particular, we consider here staggered fermions in 1 + 1 dimensions, as given in

Ref. [126] and similar to a related model in Ref. [117]. There, an ancillary qubit was used

to simulate each term of the Hamiltonian

𝐻 =

L∑︁
i=1
−𝑚

2
(−1)i𝜎3(𝑖) +

L−1∑︁
i=1

𝜎1(𝑖, 𝑖 + 1)

+ 1
4

L−1∑︁
i=1
(−1)i𝜎3(𝑖, 𝑖 + 1) [𝜎1(𝑖)𝜎1(𝑖 + 1)

+ 𝜎2(𝑖)𝜎2(𝑖 + 1)], (67)

where 𝐿 is the number of fermion sites, 𝑚 is the fermion mass, 𝜎k(𝑖) denotes Pauli

matrices 𝜎k applied to the subspace for the 𝑖th fermion site, and 𝜎k(𝑖, 𝑖 + 1) denotes 𝜎k

applied to the subspace for the gauge link connecting sites 𝑖 and 𝑖 + 1.

Choosing 𝐿 = 4 with open boundary conditions, an encoding of the global Hilbert space

with only seven qubits is sufficient. However, with an extra eighth, ancillary qubit included

in the methods of Ref. [126], there are fewer opportunities for rearrangement and

cancellation of CNOT gates on the quantum circuit. Consequently, the total CNOT cost for

simulation of one time step was found to be 36. Using the methods of section Chapter 3.2:

The compilation method, one can perform the same simulation without this ancilla and

therefore reduce a CNOT cost to only 18. The Hamiltonian in Eq. (67) is a linear

combination of 13 Pauli strings. Using the sequential algorithm described in step 3 in

Chapter 3.2: The compilation method, we obtain three clusters of commuting Pauli

strings, containing seven, four, and two Pauli strings. Each cluster was diagonalized as

discussed in Chapter 3.2: The compilation method before implementing our routine to

construct the quantum circuit for each of the corresponding diagonalized clusters of Pauli
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Rz(2ϕ) • H Rz(−ϕ) Rz(ϕ) H •

Rx(4ϕ) • •

Rz(−2ϕ) • • • H Rz(−ϕ) Rz(ϕ) H •

Rx(4ϕ) • •

Rz(2ϕ) • H Rz(−ϕ) Rz(ϕ) H • • •

Rx(4ϕ) • •

Rz(−2ϕ) • •

e−ih1δt e−ih2δt e−ih3δt

Figure 13: Quantum circuit approximately simulating one time step for a Z2 gauge theory
with staggered fermions in 1 + 1 dimensions for 𝐿 = 4 lattice sites without a periodic
boundary condition. We use the first qubit to encode the first fermion site, the second qubit
for the first gauge link, the third qubit for the second site, and so on. The boxes denote the
clusters of commuting Pauli strings, which were partitioned as follows: the Hamiltonian ℎ1
consists of the one-body terms of Eq. (67), while ℎ2 consists of the multi-site terms acting
on the gauge links (1, 2) and (3, 4), and ℎ3 likewise consists of the multi-site terms acting
on link (2, 3). We define the phase 𝜙 ≡ Δ𝑡/2.

strings. Setting the fermion mass 𝑚 = 1, the whole quantum circuit is shown in Fig. 13.

This benefit for a relatively simple model shows promise that our methods for circuit

compilation will help keep CNOT cost relatively low compared to standard methods as we

proceed to consider larger gauge groups.

Chapter 3.4: Qubitization of Non-Abelian Gauge Theories

We will now consider a broader class of models where the gauge dynamical degrees of

freedom can be thought as lying on the links of a spatial cubic lattice. The Hilbert space is

the product of the ℓ local Hilbert spaces of each link (on 𝑞 qubits): H = (C2q)⊗ℓ with a

Hamiltonian of the form

𝐻 = 𝑔2𝐾 − 1
𝑔2

∑︁
x,𝜇,𝜈

tr
(
𝑈x,𝜇𝑈x+𝜇,𝜈𝑈

†
x+𝜈,𝜇𝑈

†
x,𝜈

)
, (68)

where𝑈x,𝜇 is an operator acting on the Hilbert space of the link connecting sites 𝑥 and
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𝑥 + 𝜇17. The “kinetic” term 𝐾 will be specified later as it depends on the model considered.

In a standard formulation of quantum 𝑆𝑈 (𝑁) gauge theories, each entry of the 𝑁 × 𝑁

unitary matrix𝑈x,𝜇 is itself an operator acting on an infinite-dimensional Hilbert space.

Here, instead, we take each entry to act on a finite-dimensional operator. Thus, for 𝑆𝑈 (2)

gauge theory, on which we will focus the remainder of this section, we take

𝑈 = 1 ⊗ Γ4 + i𝜎k ⊗ Γk, where the matrices Γ𝛼 (𝛼 = 1, 2, 3, 4) will depend on the specific

model. Notice that for each 𝑥 and 𝜇,𝑈x,𝜇 carries two pairs of matrix indices: one taking

values 1, 2 and another taking values up to the dimension of Γ𝛼.

Furthermore, a local 𝑆𝑈 (2) gauge transformation corresponds to an assignment of a

different element of 𝑆𝑈 (2) at each site. Under gauge transformations the link operators𝑈

transform as

𝑈ab ↦→ 𝐿aa′𝑈a′b′ (𝑅†)b′b, (69)

with 𝑎, 𝑏 = 1, 2 and two elements of 𝑆𝑈 (2), 𝐿 = exp(i𝛼k𝜎k/2) and 𝑅 = exp(i𝛽k𝜎k/2).

These transformations clearly leave the plaquette term in Eq. 68 unchanged. They are

implemented within the Hilbert space as

𝑈ab ↦→ 𝐿aa′ 𝑈a′b′ (𝑅†)b′b = R L𝑈 L† R†, (70)

with L = exp
(
i𝛼k𝐽

L
k
)
, R = exp

(
i𝛼k𝐽

R
k
)

for certain matrices 𝐽L
k , 𝐽R

k (𝑘 = 1, 2, 3) with the

same dimension as Γ𝛼. In Ref. [151] it was shown that the 10 matrices Γ𝛼, 𝐽L
k , 𝐽R

k satisfy

70 if they are chosen to be the generators of a representation of SO(5). As such, a choice

of irreducible representation (irrep) of SO(5) gives a model with a finite-dimensional

Hilbert space and exact 𝑆𝑈 (2) gauge symmetry and, therefore, a candidate for a

qubitization of 𝑆𝑈 (2) gauge theory. Generically, the smaller irreps yield

lower-dimensional Hilbert spaces for the theory, and fewer quantum gates are expected to

represent its time evolution. The two smallest irreps are discussed here.

17Here, we use the notation used in lattice gauge theory where the nearest point to 𝑥 in the direction 𝜇 is
denoted by 𝑥 + 𝜇.
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Chapter 3.4.1: 𝑁 = 4 (spinor) irrep

The smallest irrep of SO(5) is the four-dimensional spinor representation given by

Γ4 =
1
2

©­­«
0 1

1 0

ª®®¬ , Γk =
1
2

©­­«
0 −i𝜎k

i𝜎k 0

ª®®¬ ,

𝐽L
k =

1
2

©­­«
𝜎k 0

0 0

ª®®¬ , 𝐽R
k =

1
2

©­­«
0 0

0 𝜎k

ª®®¬ . (71)

However, this list of operators so far only suggests the form of a plaquette term, while

𝐽L
k 𝐽

L
k + 𝐽

R
k 𝐽

R
k is proportional to the identity. A theory with only a single plaquette term

cannot have a continuum limit, because the eigenvectors of the Hamiltonian are

independent of the only parameter in the theory, 𝑔2. Therefore, the correlation length of

the ground state cannot be made arbitrarily large (in units of lattice spacing). As such, it is

necessary to include another term to make eigenvectors and, consequently, correlation

lengths tunable. In the four-dimensional representation, there is one term

𝐾 =
∑︁

l
Γ5(𝑙), (72)

where

Γ5 =
1
2

©­­«
𝐼 0

0 −𝐼

ª®®¬ . (73)

Together, the plaquette term and 𝐾 form a plausible qubitization of the 𝑆𝑈 (2) gauge

theory. This model was first considered in Ref. [151] where it was speculated to be in the

same universality class as 𝑆𝑈 (2) gauge theory in 3+1 spacetime dimensions. In order to

encode this formulation on a quantum computer, only two qubits per link are required.

Now, we discuss the results of applying our method to this model. The 𝐾 term consists of

four Pauli strings, which are all diagonal one-qubit operators; they can all be implemented

without any CNOT gate. Next, we turn to the plaquette term in Eq. (68). After tracing out
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the shared two-dimensional space, we can write it as
∑4

i,j,k,l=1 𝑐ijkl Γijkl where

𝑐ijkl ≡ tr[𝜎i𝜎j𝜎k𝜎l] (taking 𝜎4 ≡ 𝐼) and Γijkl ≡ Γi ⊗ Γj ⊗ Γk ⊗ Γl. By a counting argument

or explicit computation, one finds that only 64 of the coefficients 𝑐ijkl are non-zero. In

addition, each Γk in this representation corresponds to a single Pauli string. Therefore, the

expansion of the plaquette term results in 64 Pauli strings.

Using the sequential algorithm described in step 3, these latter 64 operators can be

grouped into four clusters, each containing 16 Pauli strings. We used 2 × 28 = 56 CNOT

gates altogether to diagonalize these clusters. With each cluster diagonalized, we can apply

the method developed in step 5 to compile the time evolution circuit. The total CNOT gate

count to compile the time evolution of all the diagonal clusters is 124. Thus, we use

56 + 124 = 180 CNOT gates per plaquette to simulate a time evolution step of this model.

Chapter 3.4.2: 𝑁 = 5 (fundamental) irrep

In a five-dimensional truncation, we consider the fundamental representation of SO(5),

given by

Γ1 =

©­­­­­­­­­­­­«

0 1 0 0 0

1 0 0 0 0

0 0 0 0 0

0 0 0 0 0

0 0 0 0 0

ª®®®®®®®®®®®®¬
, Γ2 =

©­­­­­­­­­­­­«

0 0 1 0 0

0 0 0 0 0

1 0 0 0 0

0 0 0 0 0

0 0 0 0 0

ª®®®®®®®®®®®®¬
,

Γ3 =

©­­­­­­­­­­­­«

0 0 0 1 0

0 0 0 0 0

0 0 0 0 0

1 0 0 0 0

0 0 0 0 0

ª®®®®®®®®®®®®¬
, Γ4 =

©­­­­­­­­­­­­«

0 0 0 0 1

0 0 0 0 0

0 0 0 0 0

0 0 0 0 0

1 0 0 0 0

ª®®®®®®®®®®®®¬
,
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𝐽L
1 =

1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 0 0 −𝑖

0 0 0 −𝑖 0

0 0 𝑖 0 0

0 𝑖 0 0 0

ª®®®®®®®®®®®®¬
, 𝐽L

2 =
1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 0 𝑖 0

0 0 0 0 −𝑖

0 −𝑖 0 0 0

0 0 𝑖 0 0

ª®®®®®®®®®®®®¬
, 𝐽L

3 =
1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 −𝑖 0 0

0 𝑖 0 0 0

0 0 0 0 −𝑖

0 0 0 𝑖 0

ª®®®®®®®®®®®®¬
,

𝐽R
1 =

1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 0 0 𝑖

0 0 0 −𝑖 0

0 0 𝑖 0 0

0 −𝑖 0 0 0

ª®®®®®®®®®®®®¬
, 𝐽R

2 =
1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 0 𝑖 0

0 0 0 0 𝑖

0 −𝑖 0 0 0

0 0 −𝑖 0 0

ª®®®®®®®®®®®®¬
, 𝐽R

3 =
1
2

©­­­­­­­­­­­­«

0 0 0 0 0

0 0 −𝑖 0 0

0 𝑖 0 0 0

0 0 0 0 𝑖

0 0 0 −𝑖 0

ª®®®®®®®®®®®®¬
.

(74)

Here, a non-trivial “kinetic term” of the form

𝐾 =
∑︁

l
𝐾 (𝑙) =

∑︁
l
𝐽L

k 𝐽
L
k (𝑙) (75)

(𝑙 indexes the links) is possible; note here 𝐽L
k 𝐽

L
k = 𝐽R

k 𝐽
R
k . This model is sometimes called

the Horn model [100].18

Three qubits are required to encode the five-dimensional Hilbert space in each link. Since

23 = 8 = 5 + 3, three directions are “wasted” in this encoding. The matrix elements of the

Hamiltonian involving these extra three dimensions are unphysical and can be chosen

arbitrarily, with no change in the Physics. Unfortunately, we have not been able to exploit

this freedom to simplify the quantum circuits. Notably, one may attempt to encode the

global Hilbert space at once in a smaller basis of ⌈4 log2(5)⌉ = 10 qubits, where a given

qubit may actually include information from the local Hilbert spaces of multiple links.

18There has been work to generalize the Horn model by including the coupling to gradually larger represen-
tations of 𝑆𝑈 (𝑁) for 𝑁 ≥ 2; however, while this effort may help extrapolate away the error of this truncation
of the links [42, 192], it necessarily relinquishes the relatively low Hilbert space dimension of the Horn model.
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Figure 14: Quantum circuit simulating a time step for the kinetic term K as encoded in
Eq. (76). Here, we have set 𝜙 ≡ 3𝛿𝑡/8.

However, though one might expect to reduce circuit depth by reducing the number of

qubits in the encoding, we instead find that such an encoding results in an even greater

circuit depth, as it requires more terms in the Hamiltonian in order to derive an operator

that is applied only on the desired gauge link.

The operator 𝐾 can be decomposed into Pauli strings as (a sum over links of)

𝐾 (𝑙) = 3
4

diag(0, 1, 1, 1, 1, 0, 0, 0) (76)

=
3

16
(2𝐼 𝐼 𝐼 + 𝑍𝐼𝐼 − 𝑍𝐼𝑍 − 𝑍𝑍𝐼 − 𝑍𝑍𝑍),

where we have appended each 𝐾 (𝑙) with zero eigenvalues to encode over three qubits. We

note in passing that other paddings of these operators are possible, but we did not find

significant changes to gate counts. The operator exp(i𝜙𝐼𝐼 𝐼) corresponds to a global phase,

having no effect on measurements, and is ignored. Because these Pauli strings are already

diagonal, we can immediately apply the routine discussed in the step 5 to obtain the

quantum circuit in 14. Note that this circuit has to be applied to every link individually.

Therefore, the cost of applying 𝐾 for an elementary plaquette is 16 CNOT gates.

As discussed in Chapter 3.4.1: 𝑁 = 4 (spinor) irrep, there are 64 terms in the∑4
i,j,k,l=1 𝑐ijkl Γijkl expansion of the plaquette term. In this representation, however, each Γi

can be decomposed into four Pauli strings. Consequently, each Γijkl decomposes into

4 × 4 × 4 × 4 = 256 Pauli strings, and each plaquette therefore is a combination of

64 × 256 = 16, 384 Pauli strings. By the sequential algorithm discussed in step 3 of the

method, we find that these Pauli strings can be grouped into 64 clusters, each containing
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256 commuting Pauli strings. We diagonalize each cluster as per step 4 and compile the

circuit of each resulting diagonal cluster as per step 5.

As expected, most of the complexity of this procedure lies in compiling the circuit of the

diagonal cluster. In fact, the total number of CNOT gates required for diagonalizing all the

clusters is 2 × 320 = 640. On the other hand, the total number of CNOT gates needed to

compile all 64 diagonal clusters is 16,512. Therefore, we use 17,152 CNOT gates to

compile one plaquette term of the Hamiltonian. Since 16 CNOT gates were used to

compile the kinetic part of the Hamiltonian, we obtain a circuit with 17168 CNOT gates, or

≈ 1.05 CNOT gates per Pauli string.

It is worth mentioning a recent proposal to exploit the symmetries of wave functions

satisfying the Gauss’s law condition of 𝑆𝑈 (2) lattice gauge theory to more sparsely (i.e., in

fewer dimensions) encode the nontrivial representations of 𝑆𝑈 (2) × 𝑆𝑈 (2) on

qubits [118, 16]. In particular, the space of wave functions for lattices whose vertices each

see exactly three links meeting can be constrained at the classical level (i.e., before

encoding on qubits) in a relatively simple fashion to solve the 𝑆𝑈 (2) Gauss’s law

condition of the theory automatically and thereby reduce the 2 ⊕ 2̄ representation subspace

to one physical dimension. This design results in a model requiring exactly one qubit per

gauge link, however severely restricting the geometry of gauge links and vertices. In order

to avoid this restriction and more broadly allow for arbitrary 𝑑 spatial dimensions, we

consider a square lattice geometry and focus our attention to the aforementioned encoding

of each gauge link on qubits separately without yet imposing Gauss’s law, ensuring a more

modular nature to this procedure upon which we can build larger lattice model

simulations. Nonetheless, the methods we present may also be applied to a Hamiltonian

with a different geometry or encoding, and we will return to a discussion of non-cubic

lattice geometries later in Chapter 3.5: Discussion.

Chapter 3.5: Discussion

In this paper, we have offered a contribution to the very thorny and important problem of
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understanding, in detail, the resource requirements for quantum simulations—including

but not limited to 𝑆𝑈 (2) gauge theories. In particular, we assembled state-of-the-art

quantum circuit compilation methods and showed specifically how 𝑆𝑈 (2) gauge theory

simulations would be prohibitive on digital quantum computers in the current era.

Moreover, we can see from these methods that larger-dimensional gauge links for these

theories will also necessitate quantum error correction codes to address the severe noise

introduced by such large resource estimates. We hope that other efforts will build upon

this work as a foundation, either to develop more efficient resource usage or perhaps to

show these circuits to be as efficient as we can obtain.

We believe that the compilation method we used is at least competitive with the other

methods currently available, as it performs well in several cases where other methods have

been tried or rigorous bounds are known. Nevertheless, the compilation method is very

generic, as it applies to any finite-dimensional Hamiltonian and makes no use of specific

features of gauge theories.

In particular, the fact that the physical Hilbert space is a small subspace of the theory (as

many states are just gauge copies of each other) was not exploited here. Conversely, it is

not obvious how to utilize gauge invariance in this formulation, since it is generally

acknowledged that rewriting a gauge theory in terms of gauge-invariant quantities leads to

non-localities, which could make the circuit depths even larger. Still, this reduction is a

possible avenue for improvement, and perhaps a gauge-fixed version of the formalism can

also be used for this purpose.

There is another sense in which the large Hilbert spaces we encountered could be shrunk.

For instance, the five-dimensional local Hilbert space of the Horn model was encoded onto

three qubits, leaving 23 − 5 = 3 dimensions unused. This redundancy is present in any

qubitization with a local Hilbert space whose dimension is not a power of 2. It is possible

that some alternative encoding of these links will permit a quantum circuit to properly

evolve the five-dimensional subspace that actually describes each link of the model and yet
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has a different action on the remaining three dimensions from what we have prescribed. At

this time, we do not have a systematic way of exploiting this freedom to shorten circuits.

Finally, a key point: the large circuit depths we found stresses the importance of having a

field space truncation with small dimensions. In particular, this point reinforces the need

for qubitization in the same universality class as the continuum model. This way, the final

continuum limit will require an increase in the number of spatial lattice sites (linearly

increasing the number of qubits required yet not the circuit depth) but not that the field

truncation be lifted—a step that would enormously increase the circuit depth as we saw in

the examples shown here.
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Chapter 3.7: Appendix

Chapter 3.7.1: CNOT-cost lower bound of simulating Pauli strings

In this appendix, we elaborate on the O(N) lower bound estimate of CNOT cost in

simulating a diagonal Hamiltonian (See Chapter 3.3.1: Random Diagonal Hamiltonians),

where N is the number of Pauli strings in its expansion. This lower bound applies to

methods that utilize CNOT conjugations to reduce a Pauli string into an one-qubit operator,

as described at the beginning of step 5 in Chapter 3.2: The compilation method. We argue

that at least one CNOT is required between the rotation gates for simulating diagonal

exp(i𝜙i𝑃i) and exp
(
i𝜙j𝑃j

)
sequentially, for 𝑗 ≠ 𝑖 and with 𝑃i or 𝑃j consisting of at least

two nontrivial factors. Here, the only restriction on the phases 𝜙i and 𝜙j is that they cannot

both be equal to odd integer multiples of 𝜋.

Since 𝑃i and 𝑃j are diagonal, they may contain only factors 𝐼 (trivial) and 𝑍 (non-trivial).
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Let 𝜔 [𝑃i] be the number of non-trivial factors in 𝑃i, or equivalently the Hamming weight

of 𝑃i (i.e., 𝜔[𝐼] = 0 and 𝜔[𝑍] = 1). In addition, let 𝐶i be a product of CNOT gates whose

conjugation of 𝑃i reduces to a string of Hamming weight 1. We will prove that 𝐶i ≠ 𝐶j,

implying the existence of at least one CNOT gate that may not be canceled when

implementing 𝑃i and 𝑃j in sequence.

We can readily observe that 𝐶i ≠ 𝐶j if 𝜔 [𝑃i] ≠ 𝜔
[
𝑃j

]
, as this assumption implies that 𝐶i

and 𝐶j are sequences of different lengths. Therefore, we turn our focus to the case

𝜔 [𝑃i] = 𝜔
[
𝑃j

]
= 𝑘 ≥ 2, for which we will prove 𝐶i ≠ 𝐶j by induction on 𝑘 .

First, consider the base case 𝑘 = 2: Let 𝑃i ≠ 𝑃j and 𝜔 [𝑃i] = 𝜔
[
𝑃j

]
= 2. Perform a

CNOTa,b gate conjugation, with 𝑎 and 𝑏 chosen such that 𝑃i ↦→ 𝑃′i with 𝜔
[
𝑃′i

]
= 1.

Suppose the same CNOT conjugation also results in 𝜔
[
𝑃′j

]
= 1. Then Eq. (62) implies

necessarily 𝑃i = 𝑃j, contradicting the assumption 𝑃i ≠ 𝑃j. (To see this conclusion, repeat

the same conjugation again to 𝑃′i and 𝑃′j, reproducing 𝑃i and 𝑃j respectively, which both

have Hamming weight 2. Consequently, we see that 𝑃′i and 𝑃′j must each act nontrivially

only on qubit 𝑏, meaning 𝑃′i = 𝑃
′
j.) Therefore, there is a distinct CNOT conjugation needed

to implement 𝑃j, and hence 𝐶i ≠ 𝐶j.

Having taken care of the base case, we state the induction hypothesis: there exists an

integer 𝑘 ≥ 2 such that if 𝑃i ≠ 𝑃j while 𝜔 [𝑃i] = 𝜔
[
𝑃j

]
= 𝑘 then 𝐶i ≠ 𝐶j. Finally, we

prove the inductive step; consider the case where 𝑃i ≠ 𝑃j while 𝜔 [𝑃i] = 𝜔
[
𝑃j

]
= 𝑘 + 1.

Perform a CNOTa,b conjugation resulting in 𝑃′i and 𝑃′j such that 𝜔[𝑃′i] = 𝑘 . If 𝜔[𝑃′j] ≠ 𝑘 ,

then we are done, by the observation made before the beginning of this induction proof.

Now, if 𝜔[𝑃′j] = 𝜔[𝑃
′
i] = 𝑘 , we consider the remaining cases: 𝑃′i = 𝑃

′
j (already yielding a

contradiction to our assumption 𝑃i ≠ 𝑃j by a similar reasoning as in the base case) and

𝑃′i ≠ 𝑃
′
j. In this latter case, we may invoke the inductive hypothesis, to see that 𝐶′i and 𝐶′j

corresponding to 𝑃′i and 𝑃′j are not equal. Therefore, we also have 𝐶i ≠ 𝐶j, completing our

inductive step.

Iterating this argument over all consecutive pairs of theN diagonal Pauli strings in a given
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order for Trotterized time evolution, we find that there must be greater than N2 CNOT

gates used to implement the complete circuit, whereN2 is the number of Pauli strings with

Hamming weight greater than one, which means N − (𝑛 + 1) ≤ N2 ≤ N . In addition,

when considering our method prescribed in Chapter 3.2: The compilation method, there is

a cost of uncomputing the CNOT conjugations instantiated with each 𝐶i; however, we

argue in step 5 of our procedure that this cost is O(𝑛2). In kind, the diagonalization of

Pauli strings has a CNOT cost of O(𝑛2) as well. For N ≫ 𝑛, we thus expect a scaling in

CNOT cost that is at least ∼ N .

It is worth noting that relative CNOT cost of simulating consecutive Pauli strings with one

ancilla was found to define a metric space over these strings [176], which would imply a

generic lower bound cost of at least ∼ N as well. However, we do not find this formulation

for assessing relative CNOT costs to be applicable to our method.

Chapter 3.7.2: CNOT gate count for a diagonal Hamiltonian with N = 2n Pauli
Strings

In this section, we prove for general 𝑛 ≥ 2 that, given a diagonal Hamiltonian with all

2n − 1 Pauli strings besides the identity, our algorithm realizes the exact time evolution

with precisely 2n − 2 CNOT gates. To simplify the wording of our proof, we also include

the identity Pauli string, so that we have 2n Pauli strings, contributing only an extra global

phase and without changing the CNOT gate count.

First, recall our tree traversal procedure for compiling the circuit of a diagonal

Hamiltonian in step 5 of Chapter 3.2: The compilation method. We perform a CNOT gate

conjugation once we encounter a node of value 1 that has a parent with value 1, flipping

the value of the child node in the process. For the tree representing a Hamiltonian

composed of 2n Pauli strings, every node has an equal number of children with values 0

and 1 at each deeper level. Consequently, any CNOT gate conjugation preserves the

number of children nodes of value 1 that have a parent with value 1, even if we perform the

CNOT conjugation on multiple branches simultaneously. Since a CNOT conjugation is
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applied when we encounter such a child node, the number of CNOT conjugations is

precisely the number of such children. With these observations in hand, we are ready to

find the CNOT cost of a circuit prescribed by our procedure.

Neglecting the root of the tree, we label the levels by 𝑙 = 1, . . . , 𝑛. The number of level 𝑙

nodes that have a parent node with value 1 is 2l−1 − 1 in a complete binary tree (a binary

tree in which every node besides the leaves has 2 children). Then, the total number of such

nodes is
∑n

l=1 2l−1 − 1 = 2n − (𝑛 + 1), which corresponds to the total number of CNOT

conjugations. As discussed in step 5, this quantity is precisely the number of CNOT gates

that are implemented on the circuit before inserting any of the CNOT gates from the stack

into the circuit. Thus, determining the overall CNOT cost has been reduced to calculating

the remaining number of CNOT gates in the stack. Having every possible diagonal Pauli

string in our Hamiltonian, we must perform every possible CNOTji with 𝑗 > 𝑖 as

prescribed. For each 𝑖, 𝑗 , the number of CNOTji gates in the stack is odd if and only if

𝑗 − 𝑖 = 1 because every node with value 1 at a level 𝑖 has precisely 2(j−i)−1 children at level

𝑗 > 𝑖 with value 1. Having the same target qubit, these CNOT gates are all consecutive in

the stack, and we may cancel all the CNOT gates with 𝑗 − 𝑖 ≠ 1, leaving only one of each

CNOT gate with 𝑗 − 𝑖 = 1, of which there are 𝑛 − 1. Hence, the total CNOT cost is therefore

2n − (𝑛 + 1) + (𝑛 − 1) = 2n − 2.
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Chapter 4: Fuzzy Gauge Theory

Abstract

Continuous gauge theories, because of their bosonic degrees of freedom, have an

infinite-dimensional local Hilbert space. Encoding these degrees of freedom on

qubit-based hardware demands some sort of “qubitization” scheme, where one

approximates the behavior of a theory while using only finitely many degrees of

freedom. We propose a novel qubitization strategy for gauge theories, called “fuzzy

gauge theory,” building on the success of the fuzzy 𝜎-model in earlier work. We

provide arguments that the fuzzy gauge theory lies in the same universality class as

regular gauge theory, in which case its use would obviate the need of any further limit

besides the usual spatial continuum limit. Furthermore, we demonstrate that these

models are relatively resource-efficient for quantum simulations.

Chapter 4.1: Introduction

There are many obstacles to the use of quantum computers in quantum field theory

calculations. Besides the need for more reliable hardware than currently available, there

are a number of conceptual questions to be answered before these calculations become

feasible. This paper addresses one of these obstacles: how to reduce the

infinite-dimensional Hilbert space of a bosonic field theory, in particular a gauge theory, to

a finite-dimensional Hilbert space that “fits” onto a quantum computer with finite

registers.19

Before proceeding, let us emphasize the importance of this direction and briefly contrast

this approach to alternative numerical methods. The dimension of the Hilbert space in a

finite-dimensional field theory grows exponentially with the volume (∼ 𝐷𝑉 for local

Hilbert space dimension 𝐷); therefore, the direct diagonalization of the time evolution

19The application of tensor network methods also favors theories with a finite-dimensional Hilbert space.
See, for instance Ref. [17].
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operator by classical computers also has a computational cost that grows exponentially

with the volume V. Monte Carlo methods are more efficient, with a cost scaling roughly

like ∼ V, but they are limited to problems that can be framed as an evolution in imaginary

time. This restriction leaves real-time evolution and finite-chemical potential problems,

among others, mostly out of reach of Monte Carlo methods. The culprit of this limitation

is the famous sign problem that has resisted valiant attempts to bypass it (see

Refs. [3, 157, 60, 146, 112, 76, 6] for reviews in the context of QCD simulations.) The

quantum simulation of the evolution can instead be performed directly in real time,

manipulating a number of qubits proportional to V (and not exponential in V). Therein lies

a possible (exponential) quantum advantage over classical methods.

The first step of qubitization is the substitution of the continuous, 𝑑-dimensional physical

space by a lattice with a finite lattice spacing a > 0 and finite extent L = aN in each

direction. Space discretization is a well understood topic, since it is a routine part of the

lattice field theory approach. Whether this discretization of spatial domain alone suffices

depends on the spin statistics of one’s theory. For purely fermionic theories, the resulting

Hilbert space is already finite-dimensional, and so in principle it can be readily encoded

and simulated on a quantum computer. However, for bosonic fields the occupation

numbers at a lattice site may be arbitrarily large; even the Hilbert space of a bosonic theory

defined on a single spatial site (or link) is infinite-dimensional. Therefore, for bosons some

truncation of the field space is also required to render the local Hilbert space finite. This

reduction of the Hilbert space to a finite-dimensional one is sometimes called

“qubitization.” Many methods to accomplish this truncation have been proposed, which

we briefly review below.

Perhaps the most obvious approach for qubitization is the substitution of the field space

manifold by a finite subset. For instance, the substitution of the sphere 𝑆2 in the

(1 + 1)-dimensional 𝑂 (3) 𝜎-model by the vertices of a platonic solid. The internal

symmetries are reduced to a finite group and Monte Carlo studies have shown (after
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substantial discussion in the literature) that these models are not in the same universality

class as the 𝑂 (3) 𝜎-model [96, 43] although fairly large, but finite, correlation lengths are

achievable. In the (3 + 1)-dimensional 𝑆𝑈 (3) gauge theory a similar phenomenon occurs.

In Ref. [12], a gauge theory based on the 𝑆(1080) group, the largest (and therefore finest)

“crystal-like” discrete subgroup of 𝑆𝑈 (3) was simulated. The result shows that this lattice

theory does not have a continuum limit although fairly large correlation lengths can be

achieved, corresponding to a lattice spacing of the order of a ≈ 0.08 fm, small enough to

be of phenomenological use. The reason these truncations fail to have a continuum limit

can be intuited by considering the imaginary time path integral. Due to the discretization

of the field values, there is a gap between the smallest and the next-to-smallest value of the

action. When the coupling becomes small all field configurations except one are

exponentially suppressed, resulting in the “freezing” of the system. Nevertheless, there are

many on-going efforts to work around this issue in the case of 𝑆𝑈 (2) gauge theory,

including different samplings from the gauge group manifold [95, 103] as well as studies

of finite subgroups [4, 80, 90, 88, 136], 𝑞-deformed groups [190], and different encodings

of physical degrees of freedom [16, 14, 161, 163, 118, 1, 59].

Another common approach to qubitization is to truncate the one-site (or one-link) Hilbert

space to some finite irrep of the Laplacian on the target space of the

theory [18, 93, 42, 192, 131]. For instance, in the 𝑂 (3) 𝜎-model, where the fields take

value on a sphere 𝑆2, this strategy truncates the Hilbert space of spherical harmonics up to

some value ℓ ≤ ℓ𝑚𝑎𝑥 of the angular momentum. In an 𝑆𝑈 (2) gauge theory, on each link

one would truncate the basis of Wigner functions Dj
mm′ up to 𝑗 ≤ 𝑗𝑚𝑎𝑥. Such a

truncation preserves the gauge symmetry of the theory, but it has serious drawbacks. First,

because such a basis diagonalizes a kinetic energy operator and the truncation restricts to

low irreps, one expects such a truncation to effectively capture the physics of the original

theory only in a strong-coupling limit. In asymptotically free theories, this limit coincides

with a large lattice spacing and therefore is not expected to be well-suited for studying
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continuum physics. Secondly, as demonstrated in the case of the 𝜎-model, such a

truncation can entirely fail to have a continuum limit outright [9]. Lastly, as a practical

consideration: while such discretizations of field space can be arbitrarily improved by

increasing 𝑗𝑚𝑎𝑥, doing so comes at the price of the number of qubits per register (i.e., site

or link) and the number of gates in the simulation circuit. In fact, there is evidence that the

number of gates required to simulate the time evolution grows considerably with the

number of qubits per link/site [145]. This observation suggests that there is a high cost in

approaching the continuum limit that most likely negates the potential quantum advantage

in such a framework.

We note that there have been alternatives to the truncation strategy described above to

obtain a finite gauge theory, wherein one searches for finite matrices satisfying the exact

quantum symmetry algebra [123] and constructs a gauge-invariant Hamiltonian out of

those matrices. For example, the first such proposal was due to Horn in 1981 [100], who

explored an 𝑆𝑈 (2) gauge theory with a five-dimensional one-link Hilbert space. The

extension to higher gauge groups was considered, but then dismissed due to the presence

of a spurious𝑈 (1) gauge symmetry. Orland and Rohrlich [151] later proposed “gauge

magnets” as a family of finite 𝑆𝑈 (2) gauge theories, with its smallest representation being

of dimension 4 per link. In 1996, the “quantum link” framework was introduced by

Chandrasekaran et al. [45], which could be formulated for arbitrary 𝑆𝑈 (𝑁) [38]. For

𝑆𝑈 (2) the smallest representation was again four-dimensional, but this representation had

the spurious𝑈 (1) problem, as Horn’s did; to remedy this complication, they proposed

carrying out calculations with a six-dimensional representation for each link.

Regardless of the discretization strategy, one ultimately wants not only a

finite-dimensional model with gauge symmetry, but also a model that reproduces the

spectrum of the desired continuum gauge theory in a critical limit. To that end, we propose

a framework for “fuzzifying” gauge theory. It constitutes a generalization of the strategy
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we employed in the fuzzy 𝜎-model [13, 10, 9]. Although the fuzzy approach20 is closer in

spirit to the finite gauge theory strategy, it is guided by analogies with the original theory

in the field space representation, entailing a different Hilbert space from the models

outlined above. Although nonperturbative simulations of the theory are not yet accessible,

we will identify throughout the paper various properties that the fuzzy model satisfies and

we believe must be satisfied by any qubitization of non-Abelian gauge theories. For

reference, these properties, together with our degrees of confidence in them vis-à-vis the

fuzzy model, are summarized finally in the Conclusions (Chapter 4.6: Conclusions).

The bulk of this article is organized as follows. In Chapter 4.2: Lattice gauge theory in the

hamiltonian formalism, we briefly review the Hamiltonian formulation of untruncated

gauge theories on a lattice. In Chapter 4.3: Fuzzy lattice gauge theory, we describe the

properties of “fuzzy” qubitizations of lattice gauge theories in general, and we consider an

explicit realization in the 𝑆𝑈 (2) case. Then, in Chapter 4.4: The continuum limit of fuzzy

theories, we explore the features of fuzzy models that allow for a continuum limit, first in

the simpler case of the fuzzy 𝜎-model, then in the case of the fuzzy 𝑆𝑈 (2) gauge theory.

Finally, in Chapter 4.5: Quantum Circuitry, we demonstrate the simulability of the fuzzy

𝑆𝑈 (2) proposal.

Chapter 4.2: Lattice gauge theory in the hamiltonian formalism

The fuzzy gauge theory that we propose will be formulated in the Hamiltonian language,

convenient for quantum computer implementations. As such, we begin by reviewing some

features of untruncated lattice gauge theory in this language. This formalism has been

well-understood since Kogut & Susskind first described it [123], and so we only briefly

recapitulate it here to establish notation and highlight a few points that will be pertinent

later. Although we will take the case of an 𝑆𝑈 (𝑁) gauge theory, the formulation readily

generalizes to other compact groups.

20We stress the difference between our approach, where the target space of the theory is substituted by its
fuzzy version, from the extensively studied fuzzy field theories where spacetime becomes a non-commuting
space. See Ref. [64] for a review.
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We start with a 𝑑-dimensional spatial lattice (and continuum time). The target space on

each link is the gauge group in consideration – here an 𝑆𝑈 (𝑁) manifold (see,

e.g., Refs. [165, 56] for 𝑁 = 2) – constituting the bosonic degrees of freedom of the theory.

The wave function for a single link is a complex function of an 𝑆𝑈 (𝑁) matrix𝑈, and

furthermore the wave function for the total system will be a function of all links,

𝜓(𝑈1,𝑈2, . . .), describing both “physical” and “unphysical” states each to be distinguished

later. The wave function on a single link may be expanded in an infinite Taylor series

𝜓(𝑈) = 𝜓0 + 𝜓ij𝑈ij + 𝜓ij𝑈
∗
ij +𝑂 (𝑈

2), (77)

with implied summation over repeated color indices 𝑖, 𝑗 = 1, . . . , 𝑁 . Notably, these states

belong to an infinite-dimensional Hilbert space, even if the spatial lattice has a finite

number of links.

A gauge transformation at a site 𝑥 is defined by multiplying all links connected to 𝑥 by an

element of 𝑆𝑈 (𝑁), from either the left or the right (depending on the orientation of the

links). Thus, a one-link wave function 𝜓 transforms as

𝜓(𝑈) ↦→ L𝜓(𝑈) = 𝜓(𝐿−1𝑈),

𝜓(𝑈) ↦→ R𝜓(𝑈) = 𝜓(𝑈𝑅), (78)

depending on whether the link points away from (𝐿) or into (𝑅) the site 𝑥. These operators

can be written in terms of infinitesimal generators, TL,R
a (𝑎 = 1, . . . , 𝑁2 − 1), as

L = 𝑒−i𝜔L
a TL

a , R = 𝑒−i𝜔R
a TR

a , (79)

where real coefficients 𝜔L,R
a parametrize the group elements

𝐿 = exp
(
−i𝜔L

a 𝜆a/2
)
, 𝑅 = exp

(
−i𝜔R

a 𝜆a/2
)

with 1
2𝜆a being the generators of the

fundamental representation of 𝑆𝑈 (𝑁). On a single link, the generators are Hermitian,

87



first-order differential operators [141, 132] satisfying

[TL
a ,TL

b ] = i 𝑓abcTL
c , (80)

[TR
a ,TR

b ] = i 𝑓abcTR
c , (81)

[TL
a ,TR

b ] = 0, (82)

where 𝑓abc is the totally antisymmetric structure tensor of 𝑆𝑈 (𝑁).

We define field operators Uij at every link by

Uij𝜓(𝑈) = 𝑈ij𝜓(𝑈), (83)

which implies the commutation relations

[Uij,Ukl] = [Uij,U∗kl] = 0. (84)

Now, the links𝑈 are 𝑆𝑈 (𝑁) matrices whose components obey the relations

𝑈∗ji𝑈jk = 𝑈ij𝑈
∗
kj = 𝛿ik, (85)

det𝑈 = 1. (86)

The same relations are therefore satisfied by the field operators Uij,U∗ij, and the ordering of

the operators is immaterial since Uij,U∗ij commute amongst themselves.

From the previous definition of gauge transformations, one finds that the link operators

transform as

R† L†Uij LR = 𝐿ii′Ui′j′ (𝑅−1)j′j, (87)
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the infinitesimal versions of which satisfy

[TL
a ,Uij] = −( 12𝜆a)ii′Ui′j, (88)

[TR
a ,Uij] = +Uij′ ( 12𝜆a)j′j. (89)

Finally, the physical Hilbert space of the theory is defined as the gauge-invariant subspace

of the total Hilbert space, that is, the wave functions satisfying

𝑒−i𝜔aGa (x)𝜓phys({𝑈ℓ}) = 𝜓phys({𝑈ℓ}), (90)

Ga(𝑥) =
∑︁
𝜇

[
TL

a (𝑥, 𝜇) + TR
a (𝑥 − 𝜇̂, 𝜇)

]
(91)

for all 𝑥 and 𝑎; here, 𝜇 runs over all spatial directions. The infinitesimal condition

Ga(𝑥)𝜓phys({𝑈l}) = 0 is the quantum version of Gauss’s law.

Using Eqs. (80-81) and (88-89), we may confirm the gauge invariance of the

Kogut-Susskind Hamiltonian,

aH =
𝑔2

2

∑︁
ℓ

[
TL(ℓ)2 + TR(ℓ)2

]
− 1

2𝑔2

∑︁
P
□(𝑃) + h.c., (92)

where ℓ = (𝑥, 𝜇) label the links of the lattice, and 𝑃 = (𝑥, 𝜇, 𝜈) label the plaquettes,

□(𝑃) = Uij(ℓ1) Ujk(ℓ2)Ulk(ℓ3)∗Uil(ℓ4)∗. (93)

Here, U(ℓi) are the positively-oriented links comprising a plaquette 𝑃. We work in units of

the lattice spacing, so that 𝑔2 is dimensionless for any chosen spacetime. For 𝑑 < 3, the

dimensionful bare coupling is ad−3𝑔2, but the continuum limit is achieved by 𝑔2 → 0. Of

course, many other gauge-invariant terms may be added to Eq. (92), but such modified
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Hamiltonians are believed to lead to the same continuum limit as 𝑔2 → 0.21 Taking this

limit is a non-trivial process, which has been studied extensively. To summarize that

analysis, it is found that as 𝑔2 → 0, correlation lengths 𝜉 become exponentially larger than

the lattice spacing (𝜉/a ∼ exp
(
1/𝑔2)) and the continuum limit is thus achieved. Additional

terms in the Hamiltonian, as long as they don’t break any symmetry, only change the rate

at which this same limit is approached, on account of the universality of critical

phenomena [188]. These additional terms are sometimes used to achieve higher accuracy

with coarser lattices (i.e., the so-called Symanzik improvement program [175, 153]).

The ingredients we have presented, namely: a Hilbert space, a realization of gauge

transformations on this space, and consequently the structure of typical gauge-invariant

observables such as the Hamiltonian, are enough to define a quantum gauge theory. Note

that the commutativity of field operators, as expressed in 84, did not play an essential role

in the (gauge) symmetry properties of the theory.

Chapter 4.3: Fuzzy lattice gauge theory

Our goal is to define a theory with a finite-dimensional Hilbert space having the same

continuum limit as that of the 𝑆𝑈 (𝑁) gauge theory defined in the previous section. To this

end, we borrow a strategy from the philosophy of non-commutative geometry: at each link

of the lattice, we replace the Hilbert space of functions on 𝑆𝑈 (𝑁) by a finite-dimensional

space of matrices, in which each matrix element𝑈ij is replaced by a 𝐷 × 𝐷 matrix 𝒰ij for

each 𝑖, 𝑗 = 1, . . . , 𝑁 , with 𝐷 yet to be determined. If the 𝒰ij, together with their

conjugate-transposes (𝒰ij)† and products thereof, span the space of matrices, then states

on this “fuzzy 𝑆𝑈 (𝑁)” will be expressible as a series, analogous to 77,

Ψ = Ψ01 + Ψij𝒰ij + Ψ̃ij(𝒰ij)† +𝑂 (𝒰2), (94)

where the complex numbers Ψ̃ij are again not necessarily related to Ψij. Because

21To recover Lorentz invariance in the continuum limit, one should multiply the operators in H by an
appropriately-determined renormalization constant 𝜂(𝑔2) [167], as described also in Ref. [10].
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sufficiently high powers of these finite matrices will not be linearly independent from

lower powers, the series must terminate at a finite order. The Hilbert space on each link

has the inner product ⟨Ψ|Φ⟩ := tr[Ψ†Φ] and dimension 𝐷2.

At a minimum, the finite theory should have the same internal symmetries as the

untruncated theory, according to the standard universality arguments of Wilsonian

renormalization group. In particular, we must find 𝐷 × 𝐷 matrices L and R that realize

gauge transformations via conjugation:

Ψ ↦→ R L ΨL† R†. (95)

The generators of these transformations are given by

T L
a = [𝑇L

a , •], TR
a = [𝑇R

a , •]. (96)

where 𝑇L,R
a are 𝐷-dimensional representations of the 1

2𝜆a, satisfying the algebra

Eqs. (80-82). From this one can readily check that T L,R
a also satisfy this same algebra. To

constitute a gauge symmetry, the operators T L,R
a and 𝒰ij together must also satisfy

analogues of Eqs. (88-89). This property will be guaranteed as long as 𝑇L,R
a themselves

with 𝒰ij obey those equations, owing to the Leibniz rule obeyed by commutators T L,R
a .

Thus, for any matrices 𝒰ij, 𝑇L,R
a satisfying a 𝐷-dimensional representation of the gauge

symmetry algebra, the operators 𝒰ij,T L,R
a will satisfy an (adjoint) representation of that
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same algebra,

[T L
a ,T L

b ] = i 𝑓abcT L
c (97)

[TR
a ,TR

b ] = i 𝑓abcTR
c (98)

[T L
a ,TR

b ] = 0 (99)

[T L
a ,𝒰ij] = −( 12𝜆a)ii′𝒰i′j (100)

[TR
a ,𝒰ij] = +𝒰ij′ ( 12𝜆a)j′j, (101)

when acting on the fuzzy Hilbert space. It follows, for example, that the link matrices

transform like

𝑒−i𝜔R
a TR

a 𝑒−i𝜔L
aT L

a 𝒰ij = R L𝒰ij L† R†

= 𝐿ii′𝒰i′j′ (𝑅−1)j′j, (102)

with L = exp
(
−i𝜔L

a𝑇
L
a
)

and R defined analogously. From these matrices, one may

construct gauge-invariant operators in the same way as in the untruncated gauge theory

(i.e. by contracting color and adjoint indices appropriately).

For lattice gauge theories or chiral models with target space 𝑆𝑈 (𝑁), the ‘classical’

elements𝑈ij ∈ C satisfy special unitarity Eqs. (85-86) defining the 𝑆𝑈 (𝑁) manifold. In a

fuzzy theory, one seeks matrices 𝒰ij which satisfy analogues of these equations, though it

is clear that the noncommutativity of matrices implies that there may not be a unique way

to define the fuzzy manifold counterpart to Eqs. (85-86). For example, a natural choice

would be to find matrices satisfying the set of 𝑁2 equations

1
2
{
(𝒰ji)†,𝒰jk

}
= 𝛿ik1

or 1
2
{
𝒰ij, (𝒰kj)†

}
= 𝛿ik1, (103)
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where {•, •} is the anticommutator, and we have regarded (𝒰ij)† as the noncommutative

counterpart to𝑈∗ij. By using the anticommutator, we have totally symmetrized the products

that occur in the classical manifold definition. We also stress that the unitarity constraints

themselves are gauge invariant, as one observes by applying the transformation Eq. (102).

One can furthermore seek operator-valued manifold relations corresponding to the

classical determinant condition (up to a chosen symmetrization of the products of 𝒰s),

1
𝑁!
𝜀i1···iN𝜀j1···jN𝒰i1j1 · · ·𝒰iNjN = 1, (104)

where 𝜀 is the Levi-Civita pseudotensor of rank 𝑁 . (In Appendix I: A Generalization To

𝑈 (𝑁) Gauge Groups, we describe a family of fuzzy models satisfying a different kind of

fuzzy unitarity.)

For the case of 𝑁 = 2, we can parametrize

𝒰ij = 𝛿ijΓ0 − i(𝜎a)ijΓa, (105)

with Hermitian matrices Γ0 and Γa, 𝑎 = 1, 2, 3, analogous to the real coefficients of

𝑈ij = 𝛿ij𝑥0 − i(𝜎a)ij𝑥a. A series of representations of 𝒰ij,𝑇L,R
a (or, alternatively,

Γ0, Γa,𝑇L,R
a ) were worked out in Ref. [151]. There it was shown that the 10 operators 𝑇L

a ,

𝑇R
a , Γ0, and Γa can be recognized as the 10 generators of SO(5) and thus every irrep of

SO(5) defines a representation of Eqs. (80-82) and (88-89). Just as well, T L,R
a ,𝒰ij are also

then specified by these irreps, by definition, as per Eqs. (96) and (105). For instance, the

four-dimensional (i.e., spinorial) representation of SO(5), leads to

Γ0 =
1
2

©­­«
0 1

1 0

ª®®¬ , Γa =
1
2

©­­«
0 i𝜎a

−i𝜎a 0

ª®®¬ ,

𝑇R
a =

1
2

©­­«
𝜎a 0

0 0

ª®®¬ , 𝑇L
a =

1
2

©­­«
0 0

0 𝜎a

ª®®¬ . (106)
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In this representation, fuzzy analogues of the special unitarity constraints, Eqs. (103-104),

are satisfied. The wave function (of a single link) can then be expanded for example as

Ψ =Ψ01 + Ψ5Γ5 + Ψ𝛼Γ𝛼

+ iΨ5𝛼 [Γ5, Γ𝛼] + iΨ𝛼𝛽 [Γ𝛼, Γ𝛽], (107)

where Γ5 = 8 Γ1Γ2Γ3Γ0, and therefore has the form of Eq. (94). This example forms a

16-dimensional Hilbert space (per link), in contrast with the original, four-dimensional

(i.e., vector-valued) representation of the model in Ref. [151]. Higher powers of Γ𝛼 are not

linearly independent from the lower ones, so the series terminates as promised.

We emphasize that, contrary to usual gauge theories, the field operators 𝒰ij and (𝒰ij)† here

do not commute among themselves, and our Hilbert space is itself comprised by

finite-dimensional matrices. As remarked above, this property has no bearing on the gauge

symmetry of the theory. Heuristically, it is as if Ψ could be viewed as a “function” of

non-commuting variables 𝒰ij in a way analogous to how 𝜓(𝑈) is a function of the

commuting variable𝑈ij.

The construction thus far guarantees the usual gauge symmetry but does not exclude the

possibility of the theory having a larger symmetry. In particular, past (finite) Hamiltonian

formulations of gauge theories, such as Refs. [100, 38], contain an extra𝑈 (1) symmetry.

In ordinary 𝑆𝑈 (𝑁) lattice gauge theory, the links𝑈 cannot be transformed under𝑈 (1)

without carrying them out of the target space 𝑆𝑈 (𝑁). However, in a finite gauge theory,

the finite-dimensional link operators are not 𝑆𝑈 (𝑁)-valued, so it is possible that there

exist matrices that generate left and right𝑈 (1) transformations. This property would make

the theory possess an unintended𝑈 (1) gauge symmetry. Such a situation leads one to

either break the extra𝑈 (1) explicitly in the Hamiltonian, or otherwise devise a method to

project to the trivial irrep of𝑈 (1) on each link. Nevertheless, one can prove that in our

case there do not exist matrices that generate a𝑈 (1) gauge symmetry, in the sense that
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there are no matrices 𝑇R,L
0 satisfying

𝑒−i𝜔TR,L
0 𝒰ij 𝑒

i𝜔TR,L
0 = 𝑒∓i𝜔

𝒰ij,

while commuting with the 𝑆𝑈 (2) generators.

Just like in the regular gauge theory, the gauge-invariant physical states form a subspace of

the total Hilbert space defined by

𝑒−i𝜔aGa (x)Ψphys = Ψphys, (108)

where

Ga(𝑥) =
d∑︁
𝜇=1

(
T L

a (𝑥, 𝜇) + TR
a (𝑥 − 𝜇̂, 𝜇)

)
, (109)

= [𝐺a(𝑥), •]

with 𝐺a(𝑥) defined as in the ordinary theory, Eqs. (90-91), with TL,R
a → 𝑇

L,R
a . We remark

that in a fuzzy gauge theory, the state with identity matrices on all links is always a

trivially gauge-invariant state. A family of gauge-invariant states can be constructed from

this trivial singlet by applying invariant products of 𝒰s. In fact, any invariant state of the

untruncated theory can be directly mapped into a fuzzy state, and therefore previous

enumerations of the gauge-invariant states of the full theory may be of use [165, 41].

However, only a finite subset of such states will be linearly-independent, due to the closure

of the matrix algebra. Furthermore, the fuzzy gauge theory may have more

gauge-invariant products of field operators than those enumerated by the family above (up

to closure redundancy), due to the non-commutativity of the 𝒰ijs.

The construction of possible Hamiltonian operators for a fuzzy gauge theory proceeds by
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analogy with the Kogut-Susskind Hamiltonian. The immediate choice is to take

aH =
𝜂𝑔2

2

∑︁
ℓ

K(ℓ) ± 𝜂

2𝑔2

∑︁
P
□(𝑃) + h.c., (110)

where □ is the plaquette term

□(𝑃) = 𝒰ij(ℓ1)𝒰jk(ℓ2)𝒰lk(ℓ3)†𝒰il(ℓ4)†, (111)

and K the kinetic term

K1 = (T L)2 + (TR)2

= [𝑇L
a , [𝑇L

a , •]] + [𝑇R
a , [𝑇R

a , •]] (112)

on each link. Above, ℓi indexes the links of an elementary plaquette 𝑃 on a lattice, and

each link operator 𝒰ij acts via left multiplication, for reasons we explain in the next

section. The coupling 𝑔2 is taken to be dimensionless. If the model has a critical point as

𝑔2 → 0, then we expect 𝑔2 to be closely related to the bare coupling of the original theory.

The multiplicative factor 𝜂(𝑔2) is included to allow for the recovery of Lorentz covariance

in the event that the above Hamiltonian has a relativistic dispersion relation. Other

gauge-invariant terms can be added to the Hamiltonian. For instance,

K2 = −𝒰ij • (𝒰ij)† − (𝒰ij)† •𝒰ij, (113)

K3 = Γ5 (114)

can be used as kinetic terms instead of (or in addition to) K1.22 Similarly, one can add

terms involving the product of 𝒰ij over Wilson loops larger than a single plaquette.

22We remark that fuzzy unitarity, such as in Eq. (103), combined with the demand of time-reversal
invariance, implies that the seemingly viable kinetic term K4 = 𝒰ij (𝒰ij)† + (𝒰ij)†𝒰ij ∝ 1 does not alter the
dynamics of the theory.
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Nevertheless, the only thing that is required of the terms included is that, in the continuum

limit, they reproduce an 𝑆𝑈 (𝑁) gauge theory, and experience with regular lattice gauge

theories strongly suggests that the addition of larger Wilson loops to the Hamiltonian does

not change the universality class of the theory. Still, the question of whether the fuzzy

theory (with one or more of the kinetic terms above) reduces to regular gauge theory in the

continuum limit is a delicate question, to be discussed in the next section.

Now that we have defined a Hamiltonian model as well as our Hilbert space, we may also

observe that our fuzzy 𝑆𝑈 (2) gauge theory carries a certain global center Z2 symmetry

[139] 23. Let us define a center transformation byZS =
∏
ℓ⊥SZ(ℓ), where

Z(ℓ) = 𝑒−i2𝜋T L
a (ℓ) = 𝛾5(ℓ) • 𝛾5(ℓ), (115)

acting via conjugation by 𝛾5 only on the links intersecting with an affine (i.e.,

(𝑑 − 1)-dimensional) hyperplane of the spatial lattice. Two important identities of this

operator areZS𝒰ij(ℓ)Z†S = 𝑠ℓ𝒰ij(ℓ), with 𝑠ℓ = −1 if ℓ ⊥ 𝑆 and 𝑠ℓ = +1 otherwise, andZS

commutes with all T L/R
a . From the second identity, we conclude that the global center

symmetry transformation commutes with the local fuzzy gauge transformations generated

by the operators of Eq. (109). From the first identity, we can see that an elementary square

plaquette is invariant under such transformations, while a Wilson loop intersecting with

this hyperplane on a lattice with periodic boundary conditions will flip sign. Meanwhile,

the possible kinetic terms K1, K2, andK3 are all invariant under the center transformation.

In summary, the Hamiltonian of our fuzzy 𝑆𝑈 (2) gauge theory possesses a global center

symmetry just as in the untruncated theory.

Chapter 4.4: The continuum limit of fuzzy theories

Whether the fuzzy gauge theory defined above is equivalent to ordinary gauge theory in

the continuum limit is a dynamical question that, just like most dynamical questions in

23We thank Aleksey Cherman for asking insightful questions on this point.
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non-Abelian gauge theories, is difficult to settle. In order to gain some insights into this

question, let us first consider the fuzzy qubitization of the better-understood

(1 + 1)-dimensional 𝑂 (3) non-linear 𝜎-model, and identify the salient features indicating

the correct universality class. We then discuss the corresponding features in the fuzzy

gauge theory.

Chapter 4.4.1: The continuum limit of fuzzy theories

The lattice 𝑂 (3) 𝜎-model can be defined as follows. Consider a one-dimensional spatial

lattice with N = L/a sites. The local Hilbert space defined at each site 𝑥 is the set of

square-integrable complex functions of a three-dimensional unit vector n: 𝜓(n). These

states can be expanded in an infinite series of the components ni (𝑖 = 1, 2, 3):

𝜓(n) = 𝜓0 + 𝜓ini +𝑂 (ninj). (116)

The global Hilbert space of the theory is the tensor product of all one-site Hilbert spaces.

We define “position operators” n(𝑥) at every site 𝑥 as multiplication by n:

n(𝑥)𝜓({n(𝑥)}) = n(𝑥)𝜓({n(𝑥)}). A (global) 𝑂 (3) rotation 𝑅 is implemented on the wave

function by the operator R defined by R𝜓({n(𝑥)}) = 𝜓({𝑅−1n(𝑥)}), which can be written

in terms of generating operators as R = exp(−i𝜔kTk). In the “position space”

representation, Tk are differential operators on the sphere. The operators n and T at one

site satisfy the algebra:

[ni, nj] = 0, (117)

[Ti,Tj] = i𝜖ijkTk, (118)

[Ti, nj] = i𝜖ijknk, (119)

while operators at distinct sites commute. Additionally, since n are unit vectors, the
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operators obey the constraints

(
n(𝑥) · n(𝑥) − 1

)
𝜓 = 0, (120)

for all states 𝜓 and every site 𝑥. A Hamiltonian invariant under 𝑂 (3) is

aH = 𝜂𝑔2
∑︁

x
T(𝑥)2 − 𝜂

𝑔2

∑︁
x

n(𝑥) · n(𝑥 + 1). (121)

The continuum limit is obtained as 𝑔2 → 0, where the correlation lengths diverge (in units

of the lattice spacing). In order to recover Lorentz invariance, the parameter 𝜂, which

alters the energy levels but not the wave function or correlation length 𝜉, has to be tuned so

that the energy gap equals 1/𝜉. The continuum theory is solvable [191] and describes a

triplet of particles with mass 𝑀 = 1/𝜉 interacting elastically with the phase shift of a

𝛿-distribution potential. There are two limiting energy scale regimes to consider:

𝐸 ≪ 𝑀 ≪ 1/a (infrared) and 𝑀 ≪ 𝐸 ≪ 1/𝑎 (ultraviolet).24 In the ultraviolet regime the

theory is asymptotically free, like non-Abelian gauge theories.

As mentioned in Chapter 4.1: Introduction, one can try to qubitize this theory by

substituting the target space (the unit sphere 𝑆2) by a finite set of points equally spaced

over the sphere (i.e., the vertices of Platonic solids). This approach lacks a continuum

limit [43, 154, 96], although large finite correlation lengths can be found. An analogous

approach is taken in Refs. [11, 7] for 𝑆𝑈 (3) gauge theories and leads to similar results.

Another approach would be to restrict the local Hilbert space at every site to functions that

can be expanded in terms of spherical harmonics up to some value ℓ ≤ ℓ𝑚𝑎𝑥:

𝜓(n) = ∑ℓmax
ℓ=0 𝜓ℓm𝑌ℓm(n). In Ref. [39] evidence was found that the 𝜎-model is recovered

in the limit ℓ𝑚𝑎𝑥 →∞, followed by the 𝑔2 → 0 limit. Taking the continuum limit

requires taking larger ℓ𝑚𝑎𝑥 truncations, since it is known from Ref. [9] that at fixed ℓ𝑚𝑎𝑥

the theory does not have a critical point.

24The 𝐸 ≳ 1/a regime is not universal and consequently is of no interest.
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The final 𝜎-model regularization that we consider is the fuzzy qubitization, whose gauge

theory generalization we have outlined in previous sections. This model was proposed in

Refs. [13, 172] and further studied in Refs. [10, 9, 28, 131]. It exhibits a high degree of

universality which suggests that the continuum 𝜎-model can be recovered in an

appropriate limit, even at finite regularization.

Here, we substitute the local Hilbert space of the 𝜎-model with a Hilbert space of

dimension (2 𝑗 + 1)2, where 𝑗 indexes irreps of 𝑆𝑈 (2): 𝑗 = 0, 1
2 , 1, .... The elements of

every local Hilbert space are (2 𝑗 + 1) × (2 𝑗 + 1) matrices. The (one-site) wave functions

can be expanded as

Ψ = 𝜓01 + 𝜓k𝑇k +𝑂 (𝑇2), (122)

where 𝑇k are the generators of the 𝑗 irrep of 𝑆𝑈 (2). In contrast with the expansion in 116,

this series terminates. 𝑂 (3) rotations act as:

Ψ ↦→ R†ΨR = 𝑒−i𝜔kTkΨ, (123)

where Tk = [𝑇k, •]. Since the 𝑇k satisfy [𝑇i,𝑇j] = i𝜖ijk𝑇k, so do Tk. The analog to the

position operators are

𝔫k =
1√︁

𝑗 ( 𝑗 + 1)
𝑇k, (124)

which act via left-multiplication. Because 𝔫2 = 𝑇2/ 𝑗 ( 𝑗 + 1) = 1, all states in the Hilbert

space satisfy 120. Now, whereas [ni, nj] = 0, the 𝔫i do not commute:

[𝔫i, 𝔫j] =
1√︁

𝑗 ( 𝑗 + 1)
i𝜖ijk𝔫k. (125)

The Hamiltonian is

aH = 𝜂𝑔2
∑︁

x
T (𝑥)2 ± 𝜂

𝑔2

∑︁
x

𝔫(𝑥) · 𝔫(𝑥 + 1) (126)
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where the neighbor operator is chosen to act on states from the left. The construction we

have given is just the well-known construction of the fuzzy sphere [99, 134]. In the limit

𝑗 →∞, the operator algebra of the fuzzy 𝜎-model reduces to that of the untruncated

lattice 𝜎-model, i.e., Eqs. (117-119).

A more relevant consideration is whether, at fixed 𝑗 , the fuzzy model has a continuum

limit that matches the continuum 𝜎-model. We focus on 𝑗 = 1/2 in the following

discussion. To study this problem let us use the basis of matrices Eab = ea ⊗ eb, with

e1 =
©­­«
1

0

ª®®¬ , e2 =
©­­«
0

1

ª®®¬ , (127)

and expand the (one-site) wave function in this basis: Ψ = 𝜓abEab. The result of acting on

a state with 𝔫k is

𝔫kΨ =
2
√

3
(𝑇k)aa′𝜓a′bEab, (128)

while the Tk operator involves multiplication from the left and from the right

TkΨ = [𝑇k,Ψ] =
(
(𝑇k)aa′𝜓a′b − 𝜓ab′ (𝑇k)b′b

)
Eab. (129)

Meanwhile, since the neighbor operatorV =
∑

x 𝔫(𝑥) · 𝔫(𝑥 + 1) involves only left

multiplication, its eigenstates factorize as

Ψ = (𝜓n)a1···aN𝜒b1···bNEa1b1 ⊗ · · · ⊗ EaNbN

≡ |𝑛⟩ ⊗ |𝜒⟩ . (130)

where |𝑛⟩ is an energy eigenstate of the spin-1/2 Heisenberg chain, while 𝜒b1···bN can be

any 2𝑁-dimensional state. (Notably, this feature is not guaranteed if the neighbor operator

acts by a mixture of left- and right-multiplication.) Thus, there is a ≥ 2𝑁-degenerate

family of eigenstates ofV for each 𝑛.
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The factorization property ofV can also be understood as follows: each site 𝑥 sees an “𝑎”

(“𝑏”) spin acted on via left- (right-)multiplication operations. Therefore, in this basis, the

one-dimensional 𝑗 = 1/2 fuzzy chain is seen to be equivalent to the Heisenberg comb of

Ref. [172], which consists of two spins-1/2 at every site. Specifically, the neighbor

operators inV couple neighboring 𝑎 spins, while the kinetic operator T (𝑥) · T (𝑥) couples

the 𝑎 and 𝑏 spins at each site, but no coupling is set between neighboring 𝑏 spins; this

picture yields a comb structure. Moreover, we shall see that this basis is convenient for

demonstrating and characterizing the continuum limit of this fuzzy model, due to its

ability to build on existing knowledge of the Heisenberg chain.

The spectrum of the spin-1/2 Heisenberg chain is well-known, so let us recall its relevant

characteristics here for studying the low-lying spectrum ofH as 𝑔2 → 0. In the

ferromagnetic case (the “−” sign in 126), the ground state has spins pointing in the same

direction. One-particle states (magnons) have a quadratic dispersion relation 𝐸 (𝑝) ∼ 𝑝2

(𝑝 = 0, 2𝜋/L, . . .). In the antiferromagnetic case (the “+” sign in 126), the ground state is

much more complicated; the ground state is not formed simply by alternate spins, but it

can still be found by the Bethe ansatz [27]. (For a more contemporary introduction, see,

e.g., Refs. [107, 109, 73].) Assuming N is even, the ground state then has zero total spin

(𝑠 = 0) and it has components in all states of the computational basis with vanishing total

𝑆z = 0. The excitations, in the case of half-integer spin, are gapless [92] with a linear

dispersion relation 𝐸 (𝑝) ∼ 𝑝 (spinons). Even-N lattices can have only integer-spin states,

and so the first excited states are spinon pairs with 𝑠 = 1.

As we will now argue, the features above strongly suggest that the model has a critical

point as 𝑔2 → 0. First, since the kinetic term acts on both the left and the right of each

site, it breaks the degenerate eigenspace ofV associated with each |𝑛⟩, for any 𝑔2 > 0. In

particular, in the groundV-eigenspace (𝑛 = 0) a gap exists between a singlet ground state

and a triplet of first excited states. Consequently, for any finite lattice size, the gap must

vanish as 𝑔2 → 0, since the spectrum of aH in Eq. (126) reduces to that ofV/𝑔2 in that
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limit. Moreover, the degenerate spaces have dimension ≥ 2𝑁 , implying the number of

states merging together as 𝑔2 → 0 is exponential in the volume, as desired of any field

theory. In strictly infinite volume, on the other hand, we cannot prove gaplessness as

𝑔2 → 0. That the infinite-volume theory indeed becomes gapless in the limit was

demonstrated numerically in Ref. [9] using the density matrix renormalization group

(DRMG) algorithm.25

Alone, the existence of a critical point argued above does not guarantee that one obtains

the asymptotically free 𝜎-model in the continuum limit. To that end, we can gain more

insight by studying the small 𝑔2 limit in perturbation theory. Since the ground state ofV

is highly degenerate, we adopt the effective Hamiltonian approach to degenerate

perturbation theory [166].

The first-order term aH (1)𝑒 𝑓 𝑓 is simply the kinetic operator restricted to the ground

subspace, {|Ψ𝛼⟩ = |0⟩ ⊗ |𝜒𝛼⟩} with 𝛼 = 1, . . . , 2𝑁 ,

K𝛼𝛽 = 𝜂𝑔2 ⟨Ψ𝛼 |
∑︁

x
T (𝑥)2

��Ψ𝛽

〉
(131)

= 𝜂𝑔2𝐴1𝛿𝛼𝛽

− 𝜂𝑔2𝐴2
∑︁
x,k
⟨0| 𝑇k(𝑥) |0⟩︸         ︷︷         ︸

=0

⟨𝜒𝛼 | 𝑇k(𝑥)
��𝜒𝛽〉

where we use the fact that T 2 = [𝑇k, [𝑇k, •]] = 𝑇2 • + • 𝑇2 − 2𝑇k • 𝑇k and 𝑇2 ∝ 1, and 𝐴1,2

are constants. We can see that the second term above must vanish because the

Heisenberg-chain ground state is rotationally invariant. Since (H𝑒 𝑓 𝑓 (1))𝛼𝛽 = K𝛼𝛽 ∝ 𝛿𝛼𝛽,

there is no first-order contribution to the gap Δ𝐸 = 𝐸1 − 𝐸0 in the degenerate subspace of

|0⟩. Therefore, we expect the gap to scale as aΔ𝐸 ∼ (1/𝑔2) (𝐴𝑔4 + 𝐵𝑔8 + · · · ) ∼ 𝑔6, with

𝐴 = 0.26 We confirm this behavior numerically by exact diagonalization of 126 in small

25The neighbor term in the ℓ𝑚𝑎𝑥 truncation is gapped in any finite volume and therefore does not have an
exponentially-degenerate ground state. Together these facts may explain the failure of that model to have a
critical point [9].

26Since 𝜂(𝑔2) converges to a positive constant as 𝑔2 → 0 [9], we denote this limit simply as 𝜂, with any
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Figure 15: Comparison of the energy gaps in the fuzzy 𝜎-model with those of the ℓ𝑚𝑎𝑥
truncation strategy for ℓ𝑚𝑎𝑥 = 1, 2. The chain length is N = 4 in each case. The inset
displays the small-𝑔2 behavior of the fuzzy gap on a log-log scale; the slope of the line is 3.

volumes; see Fig. 15.

Although this perturbative expansion is valid in small enough boxes, L = aN ≪ 1/𝑀 , it

breaks down in larger volumes, L = aN ≫ 1/𝑀 , due to an infrared divergence of the 𝐵

coefficient in aΔ𝐸 . We have observed this behavior numerically by directly computing 𝐵

via exact diagonalization up to N = 18 (see Fig. 16), but we can also understand it

analytically. The second-order contribution to the effective Hamiltonian in the ground

subspace ofV is determined by the matrix27

a(H (2)𝑒 𝑓 𝑓 )𝛼𝛽 = ⟨Ψ𝛼 | K𝑃1
[
𝑣0𝑃1 − 𝑃1V𝑃1]−1𝑃1K

��Ψ𝛽

〉
= 2

∑︁
m≥1

∑︁
x,y

𝜂𝑔6

𝑣m − 𝑣0
⟨0| 𝑇i(𝑥) |𝑚⟩ ⟨𝑚 | 𝑇j(𝑦) |0⟩

× ⟨𝜒𝛼 | 𝑇i(𝑥)𝑇j(𝑦)
��𝜒𝛽〉 (132)

where 𝑃1 is a projector to the excited subspaces {|𝑚⟩ ⊗ |𝜒⟩ : 𝑚 ≥ 1} ofV, and 𝑣0, 𝑣m are

the respective eigenvalues of |0⟩ , |𝑚⟩. The 𝑚-sum includes the low-lying two-spinon

states with 𝑣m − 𝑣0 ∼ 𝑝 (𝑝 ≈ 2𝜋/L, . . . at large L). Note that the matrix elements

correction resulting in a high-order function in 𝑔2 that we may safely neglect, if we are only concerned with
the lowest-order correction in 𝑔2.

27The perturbed eigenstates are found by choosing the unperturbed kets to be eigenstates of H𝑒 𝑓 𝑓 (2) ,
instead of the leading matrix K, in contrast to standard degenerate perturbation theory.

104



Figure 16: Behavior of the perturbative coefficient of 𝑔6 in aΔ𝐸 for the fuzzy 𝜎-model, as
determined by the gap in H𝑒 𝑓 𝑓 (2) , 132, for chains up to size N = 18. The blue curve is a
fit to 𝑏1 + 𝑏2 log N, indicating a logarithmic divergence in infinite volume.

⟨0| 𝑇i(𝑥) |𝑚⟩ do not vanish for states |𝑚⟩ with total spin 1. Therefore, for large L, unless

those matrix elements vanish at small 𝑝, the sum over 𝑚 will diverge logarithmically:

aΔ𝐸 ∼
∫ 𝜋/a

2𝜋/L

d𝑝
𝑝
∼ ln(L/a), (133)

indicating the breakdown of perturbation theory in large volumes.

The features described above, namely, the existence of a critical point with an

exponentially degenerate Hilbert space, and the breakdown of perturbation theory at large

distances, are hallmarks of asymptotically free continuum field theories.

Chapter 4.4.2: Gauge Theory

Much of the reasoning above carries over to the fuzzy gauge theory, with a Hamiltonian

given in 110. Again, the potential (plaquette) operator acts only from the left on fuzzy

states, and the eigenstates factorize as before: |Ψn⟩ = |𝑛⟩ ⊗ |𝜒⟩ with potential energy 𝑣n.

Here the |𝑛⟩ are eigenstates of a plaquette operator acting on a four-dimensional one-link

Hilbert space (rather than 4 × 4 matrix-states). In fact, this “reduced” plaquette operator is

just the simplest example of a “gauge magnet” as proposed by Orland & Rohrlich in

Ref. [151]. In a spin-wave analysis, the pure-plaquette case of the gauge magnet was

argued to be gapless with a nonrelativistic dispersion relation. However, since the
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eigenstates are independent of the overall coupling of the plaquette term, so is the

correlation length (in lattice units). Therefore, the coupling cannot be tuned such that

𝜉/a→∞ (continuum limit) while 𝜉 → constant, as is necessary to reproduce the physics

of an asymptotically free gauge theory. An equivalent argument is to point out that the

usual mechanism of “dimensional transmutation” can only occur if there is a coupling

constant to be tuned to alter the eigenstates.28

Due to the factorization property outlined above, each eigenvalue 𝑣n of the fuzzy plaquette

operator is at least 4𝑁-fold degenerate (for now, including unphysical states), where N is

the number of links. As we detail below, the degeneracy of the ground state is lifted by a

suitable choice of kinetic term. In 17 we confirm this behavior by exact diagonalization in

a small volume, where also the gaps are compared with the two simplest angular

momentum 𝑗𝑚𝑎𝑥 truncations (described in Chapter 4.1: Introduction). As 𝑔2 → 0, the

low-lying states merge into the degenerate ground subspace of the fuzzy plaquette

operator, and the number of such states grows exponentially with the volume, which

strongly suggests the existence of a critical point suitable for continuum physics.

The choice of kinetic terms K1, K2, or some combination thereof, is unclear. Both

operators are positive-semidefinite, as in the standard Kogut-Susskind Hamiltonian. While

K1 resembles the kinetic term of the Kogut-Susskind Hamiltonian, since it is the quadratic

Casimir on the fuzzy Hilbert space, it does not completely lift the degeneracy of the

ground state in the one-plaquette system; a two-fold degeneracy in the ground state

subspace, not present in continuum gauge theories, remains. Meanwhile, K2 does

completely lift this degeneracy, but it is not as directly associated with the Casimir

operator of the original gauge theory. Only a deeper insight into the dynamics of fuzzy

28The gauge magnet of Ref. [151] was proposed as a candidate for a finite-dimensional model in the same
universality class as Yang-Mills gauge theory. This model allows for the inclusion of a kinetic term which acts
on each four-dimensional one-link Hilbert space via multiplication with 𝛾5. We have exactly diagonalized
this model in the one-plaquette (with open boundaries) and four-plaquette (with periodic boundaries) systems.
The behavior for small 𝑔2 is qualitatively similar to the 𝑗𝑚𝑎𝑥 qubitizations. Still, a gapless point at a nonzero
𝑔2 exists in the four-plaquette system (though not in the one-plaquette system). It is not clear if the number
of degenerate states is exponential in the volume, unlike the fuzzy model. In any case, this model warrants
further study by nonperturbative means. See also Ref. [150].
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Figure 17: Energy gaps in the physical subspace of qubitized 𝑆𝑈 (2) gauge theories for a
single-plaquette system. We compare the fuzzy model (with kinetic termK2) to the angular
momentum 𝑗𝑚𝑎𝑥 truncation models discussed in the introduction. In each case, as 𝑔2 → 0,
the behavior is dominated by the plaquette operator □. For the 𝑗𝑚𝑎𝑥 models the finite gap
of □ yields a diverging energy gap, while for the fuzzy model the degeneracy of □ ensures
gaplessness. The inset plots the fuzzy gap versus 𝑔2 on a log-log scale for small 𝑔2; a fit to
a straight line is in gray, with a slope of 7.

gauge theories can settle which—if any—kinetic terms lead to the proper continuum limit.

Furthermore, without a complete understanding of the dynamics of the Orland-Rohrlich

gauge magnet, we cannot provide an analytic argument for the breakdown of perturbation

theory with increasing volume, nor can the fuzzy gauge theory be exactly diagonalized

beyond the one-plaquette system on current hardware. Still, we have observed in the

one-plaquette system, that the leading order term in the effective Hamiltonian of the

degenerate ground state subspace must scale like aΔ𝐸 ∼ 𝑔14, as depicted in 17, which

corresponds to fourth-order perturbation theory in 𝑔4. This high-order first non-vanishing

correction suggests impracticality and perhaps even lack of efficacy of perturbation theory

in studying this theory (i.e., if non-perturbative in nature). Likewise, if the spin-wave

analysis of the Orland-Rohrlich model holds, where the gauge magnet is predicted to be

gapless, then it is possible for the perturbative coefficients of the fuzzy gauge theory to

have infrared divergences in a manner similar to the 𝜎-model analysis of Chapter 4.4.1:

The continuum limit of fuzzy theories.

Before we conclude our discussion, let us justify a subtle problem of local gauge theories
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not present in the theories with only global symmetries: ensuring the exponential growth

of the physical Hilbert subspace with volume. We implicitly claimed earlier that the

growth in the ground state degeneracy survives the restriction to the physical subspace; we

argue for this point as follows. First note that in the product basis, the all-left-multiplying

plaquette operator of our fuzzy 𝑆𝑈 (2) model is simply a tensor product of the gauge

magnet plaquette operator and an identity operator of the same dimension, as remarked

earlier. Let |𝑛⟩ be a gauge-invariant eigenstate of the Orland-Rohrlich total plaquette

operator with energy 𝑣n. Then, the degenerate 𝑣n-eigenspace of the fuzzy plaquette

operator includes states that, in the Eab product basis, take the form

|Ψn⟩ = |𝑛⟩ ⊗ |𝜒⟩ , (134)

where |𝜒⟩ is a 4𝑁-dimensional state. The action of the gauge generator Ga(𝑥) in the fuzzy

theory acts on this basis as

Ga(𝑥) |Ψn⟩ = − |𝑛⟩ ⊗ 𝐺a(𝑥) |𝜒⟩ , (135)

since |𝑛⟩ is gauge-invariant, 𝐺a(𝑥) |𝑛⟩ = 0, c.f. Eq. (108). Therefore, the physical fuzzy

states with plaquette energy 𝑣n include all states satisfying 𝐺a(𝑥) |𝜒⟩ = 0, and the set of

such states is the entire physical subspace of the Orland-Rohrlich gauge magnet, with

dimension 𝐷𝑂𝑅. We note that there also exist physical states in the fuzzy model that

cannot be written as the tensor product of two invariant gauge-magnet states. Thus the

dimension 𝐷f of the physical fuzzy Hilbert space satisfies 𝐷f ≥ (𝐷𝑂𝑅)2, and the

dimension 𝐷f0 of the physical fuzzy degenerate ground subspace satisfies 𝐷f0 ≥ 𝐷𝑂𝑅.

It then follows that if the Orland-Rohrlich model has a physical Hilbert space that is

exponential in the volume, then the (physical) degenerate ground state subspace of the

fuzzy plaquette operator will be exponentially large as well, ensuring that the number of

physical states which merge in the 𝑔2 → 0 limit is exponential. We have verified
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numerically, by computing the nullity of
∑

x,a𝐺a(𝑥)2, that the Orland-Rohrlich model has

two physical states in the one-plaquette system and 50 physical states in the four-plaquette

system. More generally, based upon the diagrammatic arguments of Ref. [150] (i.e.,

observing that there is at least one extra degree of freedom per site in a diagram

representing a global physical state on the lattice), we expect the physical Hilbert space in

the fuzzy 𝑆𝑈 (2) gauge theory to grow at least exponentially in the volume, for all spatial

dimensions 𝑑.

Chapter 4.5: Quantum Circuitry

In this section, we explain how we construct a quantum circuit performing the

Hamiltonian time evolution, working explicitly with the case of 𝑆𝑈 (2). To this end, we

compute the Hamiltonian in the computational basis given by single-entry matrices, E𝛼𝛽

(𝛼, 𝛽 = 0, . . . , 3). If we flatten the indices as 𝛼𝛽 ↦→ 𝐴 with 𝐴 = 1, . . . , 16, then the

operator O represented in this computational basis has elements

[O]A,B := tr
[
E†A O EB

]
. (136)

With a local Hilbert space dimension of 16 = 24, we can neatly encode these operators by

their action on four qubits |𝑞1, 𝑞2, 𝑞3, 𝑞4⟩, where 𝑞i = 0, 1 encode 𝐴 − 1 in a binary

representation. We build the link operators out of gamma matrices, which are given by

Γ𝛼 �
1
2
𝛾𝛼 ⊗ 14 =

1
2

©­­­­­­­­«

+𝑋𝐼

−𝑌𝑋

−𝑌𝑌

−𝑌𝑍

ª®®®®®®®®¬
⊗ 𝐼 𝐼 (137)

(c.f., Eq. (106)) to compose the 𝒰 as in Eq. (105), as well as

Γ5 �
1
2
𝛾5 ⊗ 14 = −1

2
𝑍𝐼𝐼 𝐼. (138)
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The local operators relevant for the kinetic terms, Eqs. (112-113), are given by

(T L)2 + (TR)2 � − 𝐼 𝑋𝐼 𝑋 + 𝐼 𝑌 𝐼 𝑌 − 𝐼 𝑍 𝐼 𝑍

− 𝑍𝑋𝑍𝑋 + 𝑍𝑌𝑍𝑌 − 𝑍𝑍𝑍𝑍 , (139)

and

−𝒰ij •𝒰†ij −𝒰
†
ij •𝒰ij

� − 𝑋𝐼𝑋𝐼 + 𝑌𝑋𝑌𝑋 − 𝑌𝑌𝑌𝑌 + 𝑌𝑍𝑌𝑍 . (140)

These are relatively easy to include in quantum simulations.

With these local operators encoded on qubits in hand, we may straightforwardly construct

quantum circuits to simulate the real-time evolution of the Hamiltonian of Eq. (110) with

K = K2 of Eq. (113). For details elaborating how we compile such circuits, please refer to

Appendix II: Compiling Quantum Circuits for a Fuzzy Gauge Theory. In summary, we

find that 236 CNOT gates and 88 rotation gates are involved in simulating both the kinetic

and potential terms of a Hamiltonian for an individual plaquette. In addition, we depict

some classical simulations of the quantum circuit for a one-plaquette system in Fig. 18.

The relatively low gate count in a circuit simulating one plaquette may be surprising when

compared with the counts found in Ref. [145]: 180 and ∼16,000 CNOT gates demanded by

the models of Orland and Rohrlich [151] and Horn [100], respectively. In those cases, the

operations on a given link were four- and five-dimensional, respectively, and gate costs

were dominated by the number of Pauli operators involved in the plaquette term of each

model. We also find that the large resource costs seen for the Horn model are similar for

the angular momentum 𝑗𝑚𝑎𝑥 truncation strategy compared earlier. Moreover, one could

see for Hamiltonians approximating 𝜎-models that gradually lifting a truncation in angular

momentum cutoffs would necessitate more qubits to encode the models and consequently
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Figure 18: Expectation value of the plaquette operator O = □ with respect to the evolved
state |Ψ(𝑡)⟩ = exp(−i𝑡H) |Ψ(0)⟩, choosing a gauge-invariant initial state Ψ(0) � 14

⊗4

and kinetic term K2 for example. The solid line is obtained by numerically calculating
Ψ(𝑡). The data points shown are obtained by repeatedly applying the quantum circuit of
𝑄 ≈ exp(−i𝛿H), constructed as described in Appendix II: Compiling Quantum Circuits
for a Fuzzy Gauge Theory and using the prescription in Ref. [145]. Uncertainty bars on
each data point show the shot noise of 4000 measurements at each time value. Time steps
of size 𝛿 = 0.0025 a were taken, while the results of only every other time step are shown
for clarity in the plot. Additionally, the state at each time Ψ(𝑡) was prepared by applying
𝑡/𝛿 iterations of 𝑄 to Ψ(0), independently of the results of Ψ(𝑡 − 𝛿), leaving measurements
at different times uncorrelated.
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involve much greater gate costs to simulate the many new Pauli operators involved [9], so

we expect this trend to apply for the 𝑗𝑚𝑎𝑥 truncation as well.

As a result, one might then be apprehensive that a model encoding an individual link’s

degrees of freedom on four qubits instead of two or three would entail much greater

complexity to simulate. However, note that the fuzzy link operators as represented in

Eq. (137) are proportional to those of the Orland-Rohrlich model. Therefore, the cost in

quantum gates demanded to simulate our fuzzy plaquette of Eq. (111) is exactly the same

as for the plaquette acting on only two-qubits per link. The only additional costs from our

proposed fuzzy gauge model come from the kinetic term in Eq. (139), which is now

somewhat more involved. While Ref. [151] proposed a kinetic term proportional to 𝛾5 on

each link, which can be simulated with a single rotation gate, our one-link fuzzy kinetic

terms involve a handful of CNOT gates.

Chapter 4.6: Conclusions

In the above we have proposed a novel procedure to render a bosonic gauge theory

finite-dimensional. We hope that this scheme is a helpful step in the ongoing effort to

develop scalable quantum computation methods that can be applied to nuclear physics

problems. In fact, it is likely that such a scheme will be necessary, given that the removal

of a truncation, such as in the 𝑗𝑚𝑎𝑥 truncation strategy, is prohibitively expensive in a

quantum circuit. As noted before, the proposed Hamiltonian is relatively straightforward

to simulate, allowing one to work in only the number of spacetime dimensions required by

the theory and sidestepping the need for a truncation or other regularization to be removed.

A central motivation for our work was the search for a theory with a finite-dimensional

Hilbert space (per volume) and in the same universality class as non-abelian gauge

theories. We proposed a theory that exhibits several features (listed below) that are

plausibly necessary toward that end. Unfortunately, a nonperturbative numerical

calculation providing clear evidence for the correct continuum limit has not yet been

possible. Preliminary attempts to simulate the Hamiltonian of the fuzzy gauge theory via
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Monte Carlo suggest, as in many truncated theories, the presence of a severe sign problem.

In the simpler case of the (1 + 1)-dimensional qubitized 𝜎-model, tensor network methods

[10, 9] and Monte Carlo methods specific to 1 + 1 dimensions [172, 28] were used to

provide such evidence. Neither method is available for (3 + 1)-dimensional gauge

theories, though tensor network methods may be feasible in 2 + 1 dimensions.

Alternatively, if a renormalization group argument valid at weak coupling could be

devised, it would shed light on this question; we are actively pursuing such a strategy.

An appealing aspect of the fuzzy strategy—for both 𝜎-models and gauge theories—is the

formal similarity with the corresponding original lattice theories; in particular, states of

the fuzzy models can be thought of as “functions” of the noncommutative 𝒰ij, the

symmetry generators satisfy the Leibniz rule on any state, and the 𝒰ij satisfy an analogue

of the classical special-unitarity constraints. Moreover, we have identified throughout the

paper various concrete properties that we believe any qubitization of non-Abelian gauge

theory must satisfy. Namely, the qubitization should possess

(A) the same gauge symmetry as the original theory (i.e., 𝑆𝑈 (𝑁)),

(B) the same global symmetries as the original theory (i.e., center ZN symmetry),

(C) a Hilbert space that grows exponentially with the volume,

(D) a critical point at fixed, finite local Hilbert space dimension,

(E) a nonperturbative mass gap consistent with asymptotic freedom,

(F) the desired spacetime symmetry (i.e., Lorentz covariance) in the critical limit, and

(G) a small local Hilbert space at the cutoff scale.

The conventional wisdom is that merely possessing the right symmetries, (A) and (B),

would suffice to place a model in the correct universality class. However, a lesson of

searches for qubitizations of the 𝜎-model is that more properties are required [9], as

emphasized by the list above.
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Let us now collect what evidence we have produced for these conditions in fuzzy gauge

theory. By its definition in Chapter 4.3: Fuzzy lattice gauge theory, the fuzzy gauge theory

satisfies condition (A), and we demonstrated that it also satisfies (B). In Chapter 4.4: The

continuum limit of fuzzy theories, we first reviewed how the fuzzy 𝜎-model satisfies

conditions (A-C) before providing new evidence in favor of conditions (D) and (E); while

these properties were not completely proven here, they were previously demonstrated

nonperturbatively using DMRG [10, 9]. We then showed evidence that conditions (C-E)

are again satisfied by the fuzzy gauge theory, but we cannot produce as much evidence for

condition (E) in fuzzy gauge theory as in the fuzzy 𝜎-model. We cannot yet assert

condition (F) with any confidence. Condition (G), though not strictly necessary, is highly

desirable for efficient simulation, and we have demonstrated the reasonable circuit depth of

the fuzzy qubitization in Chapter 4.5: Quantum Circuitry.

Over the decades much effort has been put into understanding gauge dynamics from the

Hamiltonian point of view, starting with Ref. [123] in the 1970s. It is possible that a fuzzy

gauge theory, by virtue of its simplicity, while still conjectured to be equivalent to

continuum gauge theory, might be used to advance this program. Historically, many-body

physics had several breakthroughs based on wave function ansätze, but the same has not

yet occurred in field theory (see, for instance, Refs. [86, 85, 108, 132, 128, 162] for work

in this direction). Perhaps the fuzzy approach that we have explored here will help in this

effort.

Appendix

Appendix I: A Generalization To𝑈 (𝑁) Gauge Groups

As mentioned in Chapter 4.3: Fuzzy lattice gauge theory, one can come up with explicit

matrices to satisfy fuzzy unitarity constraints. Here, we provide an example of these

matrices here for a generalization to𝑈 (𝑁) and discuss obstacles to efficiently reduce the
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theory to avoid a potentially undesired extra𝑈 (1) gauge symmetry in this example.

For the case of fuzzy unitary matrices for large gauge groups, we propose a subtly different

parametrization of matrices in𝑈 (𝑁) ∋ 𝑈 = 𝑥01N + 𝑥a𝜆a, where 𝑎 = 1, . . . , 𝑁2 − 1 and 𝜆a

are generalized Gell-Mann matrices. In this case, we allow (𝑥0, 𝑥a) ∈ CN2 , as the complex

span of 1N and 𝜆a includes all unitary matrices. Correspondingly, the operators to which

we will promote these parameters are not necessarily Hermitian. In particular, we propose

Based upon a complex parametrization of the𝑈 (𝑁) manifold, we could propose new

operator-valued parameters form a link operator

𝒰ij = 𝛿ij𝑋0 + (𝜆a)ij𝑋a, . (141)

Given this parametrization of 𝒰, one can show that a slightly different operator constraint

for fuzzy unitarity,29
1
2
{𝒰,𝒰†}ij = 𝛿ij1, (142)

is equivalent to 𝑁2 constraints

𝑁{𝑋0, 𝑋†0 } + 2{𝑋a, 𝑋†a } = 2𝑁1, (143)

{𝑋a, 𝑋†0 } + {𝑋0, 𝑋†a } + ℎabc(𝑋b𝑋
†
c + 𝑋†b𝑋c) = 0, (144)

where ℎabc = 𝑑abc + i 𝑓abc with totally symmetric and antisymmetric structure constants 𝑑

and 𝑓 , respectively. One finds that the above equations are satisfied by

𝑋0 =
1
𝑟0
𝜎+ ⊗ 1N (145)

𝑋a =
1
𝑟a
𝜎+ ⊗ 𝜆a, (146)

29Notably, this constraint is not gauge-invariant for 𝑁 ≥ 2. That is, non-Abelian gauge transformations of
matrices satisfying these anti-commutation relations do not result in more fuzzy unitary matrices. Neverthe-
less, gauge-invariant states and Hamiltonian operators can be constructed from these matrices.
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where 𝜎+ = (𝜎x + i𝜎y)/2, 𝑟2
0 = 𝑁2/2, and 𝑟a = (2/𝑁)𝑟0. Fascinatingly, one can then see

for the matrix elements of 𝒰 that

𝒰ij =
√

2𝜎+ ⊗ Eji, (147)

using the Fierz identity of SU(𝑁) for 𝜆a ⊗ 𝜆a. Here, we have defined the single entry

matrix Eij = eie⊤j (with unit vectors ei). In other words, these 𝒰 matrices are actually

similar to those proposed in Ref. [38], albeit with different normalization and intended

here for action on a matrix-valued Hilbert space.30

Moreover, we demand that these new link operators 𝒰 behave as expected under gauge

group transformations. Technically speaking, we find that the Kogut-Susskind relations of

𝒰ij of Eqs. (88-89) are equivalently

[𝑇R/L
A , 𝑋0] = ±

1
𝑁
𝑋a, (148)

[𝑇R
a , 𝑋b] = +

1
2
𝛿ab𝑋0 +

1
2
ℎabc𝑋c, (149)

[𝑇L
a , 𝑋b] = −

1
2
𝛿ab𝑋0 −

1
2
ℎ∗abc𝑋c. (150)

With the natural choice of 𝑇R/L
a = (1 ± 𝜎z) ⊗ 𝜆a/4 (just as we did in Chapter 4.3: Fuzzy

lattice gauge theory), we find that all of the above commutation relations are indeed

satisfied.

Finally, let us point out that these 𝑋 operators are nilpotent with degree 2, meaning

𝑋𝑋′ = 0 and so 𝒰 inherits this nilpotence. Nonetheless, importantly, 𝑋†𝑋′ and 𝑋𝑋′† are

nontrivial, indicating 𝒰ij (𝒰kl)† and (𝒰ij)†𝒰kl ≠ 0, and the link operators’ products with

generators 𝑇R/L
a are also nontrivial. Still, this property does mean that most generalizations

of the determinant for matrices over non-commutative rings still result in det𝒰 = 0. While

one might desire an operator det𝒰 = 1 for a “fuzzy” 𝑆𝑈 (𝑁) theory, we note that this

30We note that our use of the quantum link matrices does not involve an appeal to dimensional reduction,
and as such will be formulated directly in the space dimension of interest.
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difference does not necessarily preclude a prediction of an 𝑆𝑈 (𝑁) theory by this model if

one can still decouple a possible extra𝑈 (1) symmetry lingering in the formulation, as we

shall describe below. Additionally, there may be benefits to this nilpotence; certain extra

gauge-invariant operators that may complicate the Hamiltonian of this model are

trivialized in this way. For example, consider for 𝑁 = 2 the operator on two adjacent links

O = 𝜀il𝜀kn 𝒰ij(1)𝒰jk(2)𝒰lm(1)𝒰mn(2) (151)

with 𝜀 = i𝜎y, which is gauge-invariant as long as the Kogut-Susskind relations are satisfied

(otherwise regardless of one’s choice of promoting𝑈 ↦→ 𝒰), and yet 𝒰ij(ℓ)𝒰lm(ℓ) = 0 for

either ℓ = 1, 2. As such, this nilpotence property may help keep the form of our

Hamiltonian particularly simple, involving our usual plaquette term and few other options

for kinetic terms.

In this distinct proposal for matrices 𝒰, there do exist generators of𝑈 (1) gauge

transformations: 𝑇R/L
0 = (1 ± 𝜎3) ⊗ 1N. In this case, there are multiple strategies for

dealing with the additional symmetry. The first is to explicitly break the𝑈 (1) symmetry

by adding to the Hamiltonian a non-invariant term. The simplest option would be a

generalized determinant 𝜀ik𝒰ij𝒰kl𝜀jl; however, this operator vanishes in the fundamental

rep of 𝑆𝑈 (2𝑁). Ref. [38] suggests working with larger reps of 𝑆𝑈 (2𝑁), in which the

determinant is non-trivial, but doing so here increases the fuzzy Hilbert space dimension;

for 𝑁 = 2, it would be 36-dimensional. Alternatively, one could implement a𝑈 (1)

projector on each one-link Hilbert space.

Appendix II: Compiling Quantum Circuits for a Fuzzy Gauge Theory

In this section, we detail the methods used to compile the quantum circuits for which we

present simulation results in Chapter 4.5: Quantum Circuitry. As a broad outline: We first

trotterize our time evolution operator into a sequence of operators, each of which we may

diagonalize relatively efficiently. To complete the compilation procedure, we use methods

117



prescribe in an earlier article [145] to determine circuits that perform the appropriate

multi-qubit rotations to simulate the diagonalized unitary operators produced by the earlier

step.

As is common in procedures for quantum compilation of unitary circuits exp(−i𝐻𝑡) and as

per the approach of Ref. [145], we choose to expand the Hamiltonian 𝐻 of Eq. (110) in the

Pauli operator basis,

𝐻 =
∑︁

j
𝑐j𝑃j, (152)

where 𝑃j ∈ {𝐼, 𝑋 ,𝑌 , 𝑍}⊗n (a tensor product of 𝑛 Pauli matrices), 𝑛 is the number of qubits

chosen to represent the system on a quantum computer, and 𝑐j = tr[𝑃j𝐻]/2n. Moreover, as

in Ref. [145], we perform a trotterization by collecting commuting Pauli operators. That

is, we write

𝐻 =

k∑︁
j=1

ℎj (153)

where Pauli operators comprising a given ℎj commute with one another. As in

Refs. [145, 182, 176], collecting these commuting Pauli operators can be reduced to the

well-known graph coloring problem.

In the case of a single plaquette system, we use 𝑛 = 16, and decomposing its Hamiltonian

in this fashion yields 88 Pauli operators with non-zero coefficients, excluding the identity.

Moreover, we use the DSATUR algorithm of Ref. [35] to obtain 𝑘 = 5 commuting clusters

of Pauli operators. Now, having reduced our problem to the simulation of commuting

clusters {ℎj}, we turn our attention to how to compile a circuit for any one such

Hamiltonian ℎj.

Since Pauli operators comprising a cluster ℎj commute with each other, they can be exactly

diagonalized simultaneously. Moreover, such a diagonalization can be performed with

O(𝑛2) CNOT gates [182, 53]. In particular, let 𝑉j be an unitary transformation

diagonalizing ℎj. We obtain 𝑉j via the method developed in Ref. [144], which guarantees

shallow circuits with depths O
(
𝑛 log2 𝑟

)
where 𝑟 ≤ 𝑛 is the number of independent
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generators of the commuting cluster. As an upshot, we can then reduce 𝐷j = 𝑉jℎj𝑉
†
j , and

so overall

𝑒−iH𝛿t ≈
∏

j
𝑒−ihj𝛿t

=
∏

j
𝑉
†
j 𝑒
−iDj𝛿t𝑉j. (154)

Finally, we can employ the “tree algorithm” of Ref. [145] to implement an exact circuit for

𝑒−iDj𝛿t using relatively few two-qubit gates. Namely, we demand only 236 CNOT gates

here for fuzzy gauge theory, as opposed to ∼ 17000 CNOT gates entailed by simulating

Horn’s model of 𝑆𝑈 (2) gauge theory [100] for example.
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Chapter 5: Conclusion

In summary, my thesis has aimed at formulating lattice gauge theories in finite-dimensional

Hilbert spaces and designing quantum algorithms to perform the Hamiltonian time

evolution of such resulting theories. First, I have outlined a general procedure for

compiling a quantum circuit of the time evolution for an arbitrary Hamiltonian.

This general procedure naturally divides the quantum circuit compilation problems into

two problems that can be solved independently. The first problem is that of finding the

quantum circuit of a unitary operator that simultaneously diagonalizes a set of commuting

Pauli strings. On the other hand, the second problem is that of finding the time evolution

quantum circuit for a diagonal Hamiltonian, a much simpler problem compared to that of

an arbitrary Hamiltonian.

Addressing the first problem, I have designed an algorithm to find a quantum circuit for the

simultaneous diagonalization of commuting Pauli operators. The algorithm is recursive in

that it proceeds one qubit after another. After a finite number of iterations (at most the

number of qubits), the Pauli matrix at each qubit is either 𝐼 or 𝑍 , thus concluding the

diagonalization. This recursive nature ensures a remarkably low circuit depth, the best

known for this problem at the time of writing. In addition, the algorithm straightforwardly

accounts for a potential limit in qubits connectivity on an arbitrary device. In particular,

for quantum computers of linear connectivity, I have demonstrated that this algorithm

significantly outperformed state-of-the-art literature. Furthermore, our empirical

investigations reveal that the circuits generated by our algorithm maintain minimal circuit

depth and a low count of two-qubit gates across a variety of Hamiltonians, including those

representing random Hermitian operators and molecular systems.

For the second problem, I have developed an asymptotically optimal algorithm to generate

an exact quantum circuit for an arbitrary diagonal unitary. That is, the gate count

approaches the optimal result as the number of Pauli strings increases. In particular, when

the number of Pauli strings is maximal, the algorithm achieves the optimal result. The

120



formal proof of this result was obtained by establishing a lower bound on the number of

gates. For problems much below the worst-case problem, investigations showed a

comparable gate count with known algorithms. To finish, the algorithm also limits the

classical cost of the compilation by performing a tree traversal to efficiently process the

whole Hamiltonian and compile a quantum circuit.

With the two quantum algorithms at hand, I have shifted my attention toward the second

requirement – truncating the Hilbert space at each link. For a brief reminder, the Hilbert

space at each link may be infinite-dimensional, and so a truncation is required to encode

the theory on a quantum computer. Moreover, we require a truncation to be a valid

qubitization. That is, the truncated theory is in the universality class of the original theory.

To this end, I have described the Fuzzy gauge theory formulation, a formulation that shows

evidence of a qubitization of gauge theory. In addition, I have applied this method to

construct a SU(2) gauge theory with sixteen-dimensional Hilbert space at each link.

Applying the general quantum circuit compilation algorithm above resulted in a low gate

count. These results suggest that small simulations of Fuzzy gauge theories may be

practical in the near future, and that fuzzy gauge theory may be a valid method to study

gauge theories on quantum computers.

In conclusion, the quantum circuit algorithms presented in this thesis along with the fuzzy

gauge theory formulation mark a significant step towards simulating gauge theory on

quantum computers. What remains is to explicitly establish directly that fuzzy gauge

theories constitute a qubitization of gauge theories. Importantly, due to their low quantum

gate cost, establishing that they are qubitization may be done directly on a quantum

computer. In addition, regarding quantum circuit constructions, an important future step is

to optimize algorithms for future fault-tolerant quantum computers.
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