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Abstract

New Views of Deep Metric Learning

Measuring image similarity is at the core of many computer vision prob-

lems. It is the basis for many vision applications such as object recognition

and classification, image search and retrieval, person re-identification, face

recognition, and recommendation systems. Deep Metric Learning provides

a solution to learning a non-linear mapping function with deep networks to

map input data into a high-dimension embedding space where semantically

similar images are embedded to nearby locations, and semantically dissimi-

lar images are embedded to distant locations. In this thesis, I systematically

investigate multiple topics in training deep metric learning tasks, such as

loss function design, sampling strategies, optimization, effective visualiza-

tion, and ensemble methods, and provide new views on those topics. The

views can be summarized into four works: DREML, Easy Positive mining,

Selectively Contrastive Triplet loss, and Gradient Framework. Each of them

addresses specific problems in training deep metric learning tasks and

improves image retrieval result over many datasets.
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Chapter 1: Introduction

Measuring image similarity is at the core of many computer vision prob-

lems. It is the basis for many vision applications such as object recognition

and classi�cation, image search and retrieval, person re-identi�cation, face

recognition and recommendation systems. While deep learning started with

classi�cation problems, the "Deep Metric Learning" sub-�eld quickly started

to explore how deep neural networks can also support improvements in

measuring similarity.

Deep Metric Learning trains deep networks to be a mapping function.

The network maps input data into a high-dimension embedding space

where semantically similar images are embedded to nearby locations, and

semantically dissimilar images are embedded to distant locations.

This de�nition leaves open a large number of questions; What de�nes

semantic similarity? How similar is similar in the semantic space? What is

the dimensionality of the embedding space? How should we de�ne nearby

or distant in this embedding space?

While many of our results could extend more broadly, we focus primarily

in this thesis on image similarity. In this domain, deep metric learning is

most commonly used to solve two kinds of problems.

The �rst kind of problem is a classi�cation problem where there are too

many classes to train a standard classi�er. For example, face recognition

may have the goal of recognizing a million di�erent people, but standard

approaches to training a neural network with a million output classes are

computational infeasible. Deep Metric Learning is feasible because a deep

network can be trained to map di�erent views of the same face to nearby
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locations in an embedding space with a few hundred dimensions. A query

image and any number of known faces can be mapped into this embedding

space. Recognition of a query face can be computed based on distances or

similarity in this embedding space, and this can be computed e�ciently

even if there are millions of known faces. For this type of problem, the key

question is how well separated and clustered the training classes are when

they are mapped into the embedding space.

The second kind of problem is when there are new classes that come

up during the course of a system operation. For example, person re-

identi�cation is a problem when you have a security system that is observing

people travelling through a scene and those people are sometimes obscured

(behind a truck, for example). If you need to re-identify a person when they

re-appear, you are solving a classi�cation problem � which of the people

that recently disappeared behind the truck is now in view? This may not

be easy, perhaps one side of the truck is in shadow and the appearance is

substantially di�erent. Also, you cannot train a classi�er for this person

because you did not see them during training. For this type of problem,

metric learning is a tool for an algorithm to compare people it never saw as it

was trained, and match an occluded person to the most similar re-appearing

person. Here the key question is how well does this metric learning work

and generalize for data never seen during training.

In both of these problem domains, the de�nition of "semantic similarity"

is that elements of the same class (the same face, or the same person before

and after occlusion by the truck) are similar, and the elements of di�erent

classes, no matter how similar in appearance, are considered not similar.

When these networks are trained, there is most often class labels assigned

to each training data element so pairs of elements are either "similar" or

2



"not similar". Also, in both of our above cases, at query time the goal is also

classi�cation, so an element from the correct class should be closer than

any element from a non-correct class. The dimensionality of the embedding

space is often a free parameter optimized for computational feasibility and/or

for accuracy.

1.1 Metric Learning for Images

Within these problem domains, there remain choices about how to learn

the embedding based on training data labelled by class. One common

approach is called triplet learning. The triplet learning approach to �nding

a mapping is to de�ne a loss function based on triplets of images: an anchor

image, a positive image from the same class, and a negative image from a

di�erent class. The loss penalizes cases where the anchor is mapped closer

to the negative image than it is to the positive image.

The focus on my doctoral research has been on improving metric learn-

ing, especially the ability to better generalize to new data classes, and to

understand and �x failures in optimization. Brie�y, the contributions are

as follows:

1. Improve generalization with "Deep Random Ensembles for Metric Learn-

ing (DREML)": In this work, I introduces the randomized data grouping

to train an ensemble model and explore how this improves generaliza-

tion for metric learning. This work has been published [64] .

2. Triplet sampling strategy of "Easy Positive Semi-Hard Negative (EPSHN)":

In this work, I introduce a speci�c triplet sampling strategy called easy

positive and semi-hard negative. I give intuition of why this may im-

prove performance and demonstrate that performance improvement

3



for image retrieval across a range of datasets. This work has been

published [66].

3. Improved optimization for hard negative triplets. This is a problem in

metric learning optimization initially raised in [ 42 ] and here I propose a

new loss function to solve the problem, and demonstrate improved gen-

eralization performance for image retrieval across a range of datasets.

This work has been published [65].

4. A framework for the design and comparison of triplet loss functions.

In this work, I introduce a framework to �exibly mix up di�erent

components from many proposed loss function in deep metric learning

literature and clearly demonstrate the e�ect of popular components in

existed loss functions. This work is done.

1.2 Related Work

Deep Metric Learning is a rapidly growing research area. This section

gives a brief introduction to the most critical research areas touching on

this dissertation overall: Image representation, loss function design, and

the triplet sampling strategy. Each chapter contains a more comprehensive

related work section related to the speci�cs of that chapter.

Image Representation The starting point of Deep Metric Learning should

trace back to the representation learning. In the early machine learning

literature, algorithms heavily depend on the data representation or data

feature. Much e�ort has been placed on representation learning in explore

better data prepossessing and transformation to support e�ective machine

learning [5].

Large margin nearest neighbor(LMNN) [ 59 ] introduce linear transforma-
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tion of the input data encouraging instances with same class label to be

close and instance with di�erent class label to be far away. Also, the idea

becomes the prototype of most of losses for deep metric learning proposed

recently. However, linear transformation doesn't keep enough non-linearity

of the data.

In 2006, the idea of creating a hand-crafted set of kernels was essentially

replaced by the Deep Learning paradigm. This breakthrough was initiated

by Geo�rey Hinton [ 19 ], in the form of deep auto-encoders. These created

a series of representations, starting with the input data, where each layer

was explicitly trained to be a faithful representation of the previous layer

in that the previous can be accurately reconstructed. This integrates more

computational power into the approach, and provide the ability for the

representation to maintain the complexity of input data.

Subsequent work [ 26 ] in making deep representations (based on many

layers of computation) usually puts all the complexity into the features that

are computed, and the computed features are compared with simple metrics

lick Euclidean distance. In this deep learning paradigm, the design of the

loss function is the way to a�ect what feature representation is learned.

This is in contrast to classical approaches in Computer Vision. These

sought to craft features/representations that are invariant to the types of

di�erences that arise in real imagery. Classical work in signal processing

was used to hand-craft SIFT [ 32 ] feature points that highlight the same

real world point in images taken from slightly di�erent viewpoints [ 31 ].

Fundamental understanding of projective geometry was used to �nd repre-

sentation of textures that are invariant to di�erent imaging geometries [ 62 ],

and representations of 3D geometry that are captured in any 2D projections

of that geometry [8].
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Within the Deep Learning paradigm, the invariant features come largely

as a by-product of the training. The hope is that the training data contains

enough examples of all the di�erences in lighting and viewpoint and other

variations that the network learns to ignore all these variations. Practically

this is not the case, and a variety of data augmentation strategies are used.

These approaches take an image with a given label, and create alternative

images that might be �ipped, scaled, rotated, or re-colored or even having

parts of the image occluded [ 47 ]. Adding these images to the network with

the same label forces the network to learn to ignore these variations.

These types of data augmentation steps are required especially when

there is not so much data available and they are often domain speci�c, so

we do not explicitly consider them within this thesis, and instead we largely

assume that we are given a large collection of image data, and instead work

to understand how to optimize the Deep Network to create good features.

Loss Function The design of the loss function is the way to a�ect what

feature representation is learned, and there are a family of approaches that

have been extensively explored. All loss functions aim to push samples with

same label close together and samples with di�erent labels far away. To

realized this target, there is a large body of work in distance metric learning

in designing loss functions to penalized the wrong distance relationship

during training.

They can be simply summarized into 3 types losses. The �rst type is

the loss focusing pairs. Contrastive loss [ 15 , 4] randomly picks pairs of

samples and penalizes the pairs with same label if their distance is large

and penalizes the pairs with di�erent label if their distance is small. Lifted

structure loss [ 46 ] explore the full relationship of all positive and negative

pairs in a training min-batch and penalize most pairs with contrastive loss.

6



Binomial deviance loss [ 67 ] utilizes soft-plus function to penalized more

on the hard pairs. Multi-smilarity work [ 58 ] recently combines the idea in

lifted structure loss and binomial deviance loss. The second type is the loss

functions focusing on triplets of images. The triplet includes three images,

an anchor image, a positive image with the same label and a negative image

with a di�erent label. Margin-based Triplet loss [ 20 , 10 , 42 , 46 ] penalizes

the triplets of images if the positive pair distance is larger than the negative

pair within a margin(hyper parameter). There also the variant of triplet

loss such as quadruplet loss [ 6] which includes in one additional negative

image into a triplet and Npair loss [ 45 ] which includes all negative images

in a training mini-batch into a triplet and also apply NCA function [ 14 ] to

calculate the loss. The third type is the loss functions deriving from cross

entropy classi�cation loss. These approaches [ 35 , 29 , 57 , 9, 22 , 54 ] optimize

to project all images from a class to a known location in the embedding

space. There are also ensemble approaches that combine the output of

multiple networks or approaches [24, 37, 64].

Triplet Sampling Because training is often performed in batches, it is

natural to consider loss functions that optimize the embedded location of

all images in the batch, either by considering all triplets (de�ned by the

batch) or sampling part of them simultaneously. There has been signi�cant

e�ort [ 42 , 16 , 33 , 13 , 50 , 2, 18 ] in the deep metric learning literature

to understand the most e�ective sampling of informative triplets during

training. Including challenging examples from di�erent classes (ones that

are similar to the anchor image) is an important technique to speed up the

convergence rate, and improve the clustering performance. Currently, many

works are devoted to �nding such challenging examples within datasets.

Smart mining strategy [ 16 ] collects negative examples from the whole dataset

7



but is limited with o�-line computation problems. A semi-hard mining

scheme [ 42 ] focuses on triplet with negative examples that are almost as

close to the anchor as positive examples. Hierarchical triplet loss (HTL) [ 13 ]

seeks informative triplets based on a pre-de�ned hierarchy of which classes

may be similar. There are also stochastic approaches [ 50 ] that sample

triplets judged to be informative based on approximate class signatures that

can be e�ciently updated during training.

Hard Negative Problem Many triplet mining approaches explicitly avoid

the hardest negative examples, those that are closest to the anchor image.

This is strange because these hardest negatives are the ones that are most

likely to cause problems at query time. In practice, current approaches

cannot focus on the hardest negative examples, as they lead to bad local

minima early on in training as reported in [ 11 , 12 , 42 , 66 ]. The avoid this,

authors have developed alternative approaches, such as semi-hard triplet

mining [ 42 ], which focus on triplets with negative examples that are almost

as close to the anchor as positive examples. Avoiding triplets with hard

negatives remedies the problem that the optimization often fails for these

triplets. But hard negatives are important. The hardest negatives are literally

the cases where the distance metric fails to capture semantic similarity, and

would return nearest neighbors of the incorrect class. Interesting datasets

like CUB [ 60 ] and CAR [ 25 ] which focus on birds and cars, respectively, have

high intra-class variance � often similar to or even larger than the inter-class

variance. For example, two images of the same species in di�erent lighting

and di�erent viewpoints may look quite di�erent. And two images of di�erent

bird species on similar branches in front of similar backgrounds may look

quite similar. These hard negatives are the most important examples for the

network to learn discriminative features, and approaches that avoid these

8



examples because of optimization challenges may never achieve optimal

performance.

Gradient Modi�cation Recent works [ 58 , 63 , 51 ] have started with

standard triplet loss formulations and adjust the gradient of loss functions to

give clear improvements with very simple code modi�cations. These works all

�nd an explicit loss function whose gradient creates the desired loss function.

Another perspective is to add regularizer term in to loss function which

can produce additional gradient to triplets. Direction regularizer [ 34 ] force

the direction of anchor-negative to be orthogonal to the direction of anchor-

positive. Sphere embedding method [ 70 ] use the feature norm regularizer to

generate gradient which move features to fall on the same hypersphere. In

fact, most of the adjustment to the gradient is limited to some simple forms.

It's mathematically hard to integral complex gradient to a loss function.

If the gradient can be directly modi�ed during the training, it's possible

to design complex gradient to update the deep model. Fortunately, latest

PyTorch [ 38 ] platform support direct gradient modi�cation and assignment

during the training. This lets us be more explicit in experimentally exploring

the e�ects of di�erent parts of the update, and also gives us the opportunity

to enforce gradient updates that are orthogonal.

9



Chapter 2: Preliminaries

In this chapter, most of important elements which appears throughout

this proposal are introduced. The chapter shows two versions of triplet loss,

existing triplet mining strategies, a simple triplet visualization tool and the

datasets used in most of the experiments.

2.1 Triplet loss

The triplet loss is fundamental to all our approaches. A triplet of images

includes: an anchor image, a positive image from the same class, and a

negative image from a di�erent class. The network is trained to minimize a

loss function that penalizes cases where the anchor-positive image distance

is not substantially smaller than the anchor-negative image distance.

Let xa be an anchor image, xp be a positive image of the same class as the

anchor, and xn be a negative image of a di�erent class, and the convolution

neural network, f (�), embeds the images on a unit sphere. The features that

de�ne the triplet are therefore: ( f (xa); f (xp); f (xn)) . On the margin-based

version of triplet loss is to learn an embedding such that the euclidean

distance of anchor-positive pair are at closer together than the anchor-

negative pair by some margin: D2
ap � D2

an > m, where Dap =



 f (xa) � f (xp)






2.

The loss is then de�ned as:

Leuc= max(0;D2
ap � D2

an+ m)

There also another version of the triplet loss which turn the margin based

loss into an NCA [ 14 ] based loss with cosine similarity as metric, avoiding
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the selection of the margin hyper-parameter and more e�ciently pushing

positives and negative to be far apart. The loss is de�ned as:

Lnca = � log(
et Sap

et Sap + et San
)

where Sap = fa
T fp, is the cosine similarity computed as the dot-product of

the normalized anchor feature and the normalized feature from the positive

example, the anchor-negative is computed in the same way, San = fa
T fn and

t is the scaling parameter.
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2.2 Strategies for Triplet Selection

The deep metric model training is often performed in batches, so it is

natural to consider loss functions that optimize the embedded location of

all images in the batch, either by considering all triplets (de�ned by the

batch) or sampling part of them simultaneously. We introduce the existing

triplet selection strategies in the literature, and the notation that we use to

discuss these for the remaining of the dissertation.

2.2.1 Hard Negative Mining

Hard negative examples are the most similar images which have a dif-

ferent label from the anchor image. We use the notation C(x) to de�ne the

class label of an input image x. The, a the hard negative example for a given

anchor image xa is de�ned as the closest example x from a di�erent class:

xhn = argmin
x:C(x)6= C(xa)

d( f (xa); f (x))

Many works have discussed the bene�t of hard negative mining in con-

structing triplets that produce useful gradients and therefore help triplet

loss networks converge quickly [ 18 , 42 , 44 ]. In [ 42 ], the authors additionally

propose the concept of Semi-Hard Negative mining. This is a more compli-

cated mining strategy that starts with an anchor-positive pair ( xa, xp), and

chooses a negative example so that the anchor-negative pair is farther than

the anchor-positive pair, but within the margin, and so it still contributes a

positive loss. The term semi-hard negative captures this relationship, that

the negative example is close to the anchor, but not "too close".

They demonstrate that using these Semi-Hard Negatives achieves supe-

rior performance to networks trained with random or hard negatives. In

12



this paper, given the feature for an anchor image xa and its positive example

xp, we de�ne their Semi-Hard Negative:

xshn= argmin
x:

C(x)6= C(xa)
d( f (xa); f (x))> d( f (xa); f (xp))

d( f (xa); f (x))

2.2.2 Easy Negative Mining

Easy negative examples are the least similar images which have the

di�erent label from the anchor image.

xen = argmax
x:C(x)6= C(xa)

d( f (xa); f (x))

This condition is not useful in triplet construction, as it de�nes examples

from di�erent classes that are already very far apart. Additionally, in the

loss functions we consider, it will not produce useful gradients for updating

the model.

2.2.3 Hard Positive Mining

Hard positive examples are the least similar images which have the same

label as the anchor image.

xhp = argmax
x:C(x)= C(xa)

d( f (xa); f (x))

In [ 18 ], the authors show that including hard positive examples increases

clustering within a class. The authors also empirically demonstrate that

hard positive mining is not universally suitable for all datasets.
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Figure 2.1: The triplet diagram plots a triplet as a dot de�ned by the Anchor-
Positive similarity Sap on the x-axis and the Anchor-Negative similarity San on
the y-axis. Dots below the diagonal correspond to triplets that are �correct�,
in the sense that the same class example is closer than the di�erent class
example. Triplets along the top of the diagram are candidates for the hardest
negative mining. They are important because they indicate locations where
the semantic mapping is not yet correct. However, previous works have
typically avoided these examples because of optimization challenges.

2.3 Triplet visualization

Because we will spend substantial e�ort to explore di�erent ways of

selecting triplets, and di�erent desires for how the relative positions of the

triplets move during optimization, we introduce some approaches to help

visualize triplets. For a triplet of images (xa;xp;xn), we simplify notation

using fa = f (xa) so our triplet is mapped to locations (fa; fp; fn) to simplify the

representation of the normalized feature vectors. When embedded on a

hypersphere, the cosine similarity is a convenient metric to measure the

similarity of anchor-positive pair Sap = f|
afp and anchor-negative pair San = f|

afn,

and this similarity is bounded in the range [� 1;1].

The triplet diagram is an approach to characterizing a given set of triplets.

Figure 2.1 represents each triplet as a 2D point ( Sap;San). We call these "dots",

and they describe how similar the features of the positive and negative
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images are to the anchor. This diagram is useful because the location on

the diagram describes important features of the triplet:

� Easy Triplets : Triplets that are already in the correct con�guration,

where the similarity of anchor-positive is greater than the similarity

between anchor and negative (dots are below the San = Sap diagonal).

Dots representing triplets in the correct con�guration are drawn in

blue.

� Hard Triplets : Triplets that are not in the correct con�guration, where

the similarity of anchor-positive is less than the similarity between

anchor and negative(dots are above the San = Sap diagonal). Dots repre-

senting triplets not in the correct con�guration are drawn in red.

� Easy Positives : Triplets that include an anchor and the most similar

of positive examples are the "Easy Positives" and are on the right side

of the diagram because Sap tends to be close to 1. We circle these blue

dots with a red ring.

� Hard Negatives : Triplets that include an anchor and the most similar

of negative examples are the �Hard Negatives� and are on the top side

of the diagram because San tends to be close to 1. We circle these red

dots with a blue ring.

� Semi-Hard Negatives : Triplets that include the negative example

which has the largest similarity but smaller than the correspond-

ing Sap are the �Semi-Hard Negatives� and are under San = Sap diagonal.

We circle these blue dots with a red dashed ring.

� Easy Positive, Semi-Hard Negative : Triplets where an anchor is

matched with the closest possible positive example, and a negative ex-
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ample that has the largest similarity but small than the corresponding

Sap. The blue dots circled with double pink dashed circles highlights

one such example.

� Easy Positive, Hard Negative : Triplets that consistent of an anchor,

the most similar positive and most similar negative examples. The pink

dot surrounded by a blue dashed circle represents one such example.

While similarities can be negative, we often show only the positive quad-

rant because it is rare that the hardest negative or positive pairs have a

similarity less than 0.

Figure 2.1 (right) calls out two speci�c regions of points that we analyze

in the next section; the extremes of hard negatives and easy positives
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2.4 Datasets

The datasets used in this research are listed as follows:

Figure 2.2: Examples from CUB200 datasets

The CUB200 dataset [ 60 ] contains 200 classes of birds with 11,788

images. We split the �rst 100 classes for training (5,864 images) and the rest

of the classes for testing (5,924 images). In the training set, the maximum,

minimum, mean and standard deviation of the number of images in each

class is 60, 41, 58.6 and 3.5.

The CAR196 dataset [ 25 ] contains 196 classes of cars with 16,185

images. We use the standard split with the �rst 98 classes for training

(8,054 images) and the rest of the classes for testing (8,131 images). In the

training set, the maximum, minimum, mean and standard deviation of the

number of images in each class is 97, 59, 82.2 and 7.2.

The Stanford online products (SOP) dataset [ 46 ] contains 22,634 classes

with 120,053 product images. We use 11,318 classes for training (59,551
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Figure 2.3: Examples from CAR196 datasets

images) and other 11,316 classes are for testing (60,502 images). In the

training set, the maximum, minimum, mean and standard deviation of the

number of images in each class is 12, 2, 5.3 and 3.0.

The In-Shop Clothes Retrieval (In-Shop) dataset [ 30 ] contains 11,735

classes of clothing items with 54,642 images. Following the settings in [ 30 ],

only 7,982 classes of clothing items with 52,712 images are used for training

and testing. 3,997 classes are for training (25,882 images) and 3,985 classes

are for testing (28,760 images). The test set are partitioned to query set

and gallery set, where query set contains 14,218 images of 3,985 classes

and gallery set contains 12,612 images of 3,985 classes. In the training set,

the maximum, minimum, mean and standard deviation of the number of

images in each class is 162, 1, 6.5 and 6.4.

The Hotel-50K (Hotel) training dataset [ 49 ] contains 50,000 hotel classes

with 1,027,871 images of hotel rooms within each hotel. In the training

set, the maximum, minimum, mean and standard deviation of image size

in each class is 266, 2, 20.5, 13.6. The testing dataset consists of 17,954
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Figure 2.4: Examples from Stanford Online Products datasets

images from 5,000 hotels represented in the training set.

The PKU VehicleID (VID) [28 ] dataset contains 221,763 images of 26,267

vehicles captured by surveillance cameras. The training set contains

110,178 images of 13,134 vehicles and the testing set contains 111,585

images of 13,133 vehicles. We follow the standard experimental protocol [ 28 ]

to test on the small, medium and large test set which contains 7,332 images

of 800 vehicles, 12,995 images of 1,600 vehicles and 20,038 images of 2,400

vehicles respectively.
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Figure 2.5: Examples from In-shop Fashion datasets

Figure 2.6: Examples from HOTEL-50K datasets
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Chapter 3: Deep Randomized Ensembles for Metric Learning

In this chapter, we propose a novel, generalizable and fast method to

de�ne a family of embedding functions that can be used as an ensemble

to give improved results. Each embedding function is learned by randomly

bagging the training labels into small subsets. We explore trade-o�s related

to the number of classes, the output dimensionality and the number of

ensembles. We show experimentally that these embedding ensembles create

e�ective embedding functions that improve image retrieval performance.

The ensemble output de�nes a metric space that improves state of the

art performance for image retrieval on CUB-200-2011, Cars-196, In-Shop

Clothes Retrieval and VehicleID. This was my �rst work in this domain,

and unlike the rest of this proposal, this approach is not based on triplet

learning.

3.1 Introduction

Deep learning approaches to embedding are trained with data from many

classes and optimize loss functions based on pairs of images from the same

or di�erent classes [ 7, 15 ], triplets of images where inputs from the same

class are forced to be closer than inputs from di�erent classes [ 43 ], or

functions of large collections of images [27, 6, 55, 18].

For many of these optimization functions, embedding the input images

into a high dimensional space leads to poor performance due to over-�tting.

Some recent work [ 37 ] suggests a complicated approach to high-dimensional

embedding with an ensemble approach, learning to map images to a col-

lection of independent output spaces, using boosting to re-weight input
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Figure 3.1: Standard deep embedding approaches (left) train a network
to map all images from a class to nearby locations in an output space.
Our approach (right) learns an ensemble of mappings. Each model of the
ensemble learns a mapping that groups small subsets of classes. Images
are mapped by each model in the ensemble, and the output coordinates are
concatenated.

examples to make each output space independent.

We propose a di�erent approach to learning a robust, high-dimensional

embedding space. Instead of re-weighting input examples to create inde-

pendent output embeddings, we propose to group class labels. Figure 3.1

illustrates the idea. We learn a collection of embeddings all trained with the

same input data, but di�ering in the label assigned to the data points. We

group classes into meta-classes (each containing a few classes), and learn

embeddings with inputs labelled by their meta-class. We show a visual
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example of the meta-classes in Figure 3.2 based on data from the CARS196

dataset. The �rst meta-class groups together images from particular models

of Porches and Audi, so the �rst embedding will seek to map all these images

to the same location.

For each grouping of classes into meta-classes, an embedding is learned

that embeds all elements of the same meta-class similarly. We train many

such embeddings, with di�erent random groupings of classes into meta-

classes. The �nal embedding is the concatenation of the coordinates of each

low-dimensional embedding.

This approach �ts to many choices of embedding architectures. We

show experimental results using the ResNet-18 [ 17 ] and Inception V1 [ 53 ]

architectures, and demonstrate that our ensemble method improves upon

the state of the art across a number of problem domains. Our contributions

are as follows.

� We introduce the idea of randomly grouping labels as an approach to

making a large family of related embedding models that can be used

as an ensemble.

� We illustrate the e�ect of di�erent parameter choices relating to the

embedding size and number of embeddings within the ensemble.

� We demonstrate improvement over the state of the art for retrieval

tasks for the CUB-200-2011 [ 60 ], Cars-196 [ 25 ], In-Shop Clothes

Retrieval [30] and VehicleID [28] datasets.

3.2 Training Randomized Ensemble Embedding

Our training approach is to create a collection of related models and

learn an embedding for each one. To create one member of our ensemble,
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model i, we partition the set of class labels from the training set Y into a set

of meta-classes Mi , where the number of meta-classes is a parameter D, and

each meta-class is roughly the same size. All model in the ensemble are

computed the same way, with the only di�erence being that the mapping,

f i , based on meta-classes, Mi , come from a di�erent random partitions of Y.

We de�ne the number of embeddings as L. To compute the �nal embed-

ding for a new input x, we concatenate the output of each embedding to

get a �nal output vector, F = hf 1(x); f 2(x); : : : f L(x)i . For one-shot learning or

image retrieval tasks, this function F takes the place of standard embedding

functions. Overall this approach has a collection of parameters and choices,

with the two most prominent being:

1. D, the number of meta-classes into which the class label set Y is

partitioned, and

2. L, the number of embeddings functions included in the ensemble.

There are a collection of choices that relate to learning f i based on the

embedding problem de�ned by the class partition Mi . If f i is represented as

a deep neural network, we consider the following questions:

1. What is output embedding dimension of f i?

2. What is the network architecture that represents the function f i?

3. What is the loss function used to train f i?

We chose to experiment with ResNet-18 and Inception V1 architectures

and follow the no-fuss-embedding approach [ 35 ] with an output dimension

equal to the number of meta-classes, D (except where noted). Given these

choices, Section 3.3 characterizes performance as a function of the number
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of meta-classes (and therefore the size of each meta-class) and the size of

the ensemble used.

All tests are run on the PyTorch platform [ 38 ]. For our experiments, we

use the ResNet18 and Inception V1 implementations, which are pretrained

on ILSVRC 2012-CLS data [ 41 ]. The input images are re-sized to 256 by 256

pixels. We adopt a standard data augmentation scheme (random horizontal

�ip and random crops padded by 10 pixels on each side). For pre-processing,

we normalize the images using the channel means and standard deviations.

All networks are trained using stochastic gradient descent (SGD). On all

datasets we train using a batch size of 128 for 12 epochs. The initial learning

rate is set to 0.01 and divided by 10 every 4 epochs.

3.3 Experimental Evaluation

We compare our method, Deep Randomized Ensembles for Metric Learn-

ing (DREML) with 7 state-of-art methods (using published results where

available): Triplet Learning with semi-hard negative mining [ 42 ], N-Pairs

deep metric loss [ 45 ], Proxy-based method [ 35 ], Hard-Aware Deeply Cas-

caded Embedding (HDC) [ 69 ], Boosting Independent Embeddings Robustly

(BIER) [ 37 ], the FashionNet benchmark [ 30 ] and Group Sensitive Triplet

Sampling (GS-TRS) [3].

3.3.1 Parameter Selection

Figure 3.3 shows the performance tradeo�s for di�erent choices of the

number of embeddings to include in the ensemble (our parameter L), and

the number of meta-classes (our parameter D), for the CAR196 dataset.

The left graph shows a dramatic improvement as the ensemble size grows

while it is small, and a clear asymptotic behavior beyond which adding new
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Figure 3.2: Meta-classes for the CAR196 dataset. It may be counter-intuitive
that it is helpful to group speci�c models of Porches and Audis into one
class and learn embeddings where those classes are mapped to the same
location, but this approach makes it easy to de�ne many di�erent but
related embedding problems that become an e�ective ensemble.

embeddings does not help. The right graph shows that the performance

also depends on the size of the meta-class. When D is small, the number of

classes per meta-class is large making a harder embedding problem; when

D is large, the number of classes per meta-class is small leading to less

diversity in the ensemble.

Figure 3.4 explores the e�ect of increasing ensemble size for a �xed meta-

class size. We see that the distribution of dot-products between embeddings

of objects in the same class (solid) and di�erent classes (dashed) becomes

26



Figure 3.3: Left: Recall@1 accuracy on the CAR196 dataset with various D
(di�erent lines) and L (on the x-axis). Right: Recall@1 accuracy of the largest
ensemble models with various D. Extreme cases have poorer performance
because the individual models must deal with either many meta-classes
per class (small D) or a lack of diversity (large D).

Table 3.1: Retrieval and Clustering Performance on the CUB200 and CAR196
dataset.

CUB200 CAR196
Method R@1 R@2 R@4 R@8 NMI R@1 R@2 R@4 R@8 NMI
TRIPLET 42.6 55.0 66.4 77.2 55.4 51.5 63.8 73.5 81.4 53.4
N-PAIRS 51.0 63.3 74.3 83.2 60.4 71.1 79.7 86.5 91.6 64.0
PROXY 49.2 61.9 67.9 72.4 59.5 73.2 82.4 86.4 88.7 64.9
HDC 53.6 65.7 77.0 85.6 � 73.7 83.2 89.5 93.8 �
BIER 55.3 67.2 76.9 85.1 � 78.0 85.8 91.1 95.1 �
DREML (I,12,48) 58.9 69.6 78.4 85.6 62.1 84.2 89.4 93.2 95.5 71.0
DREML (R,12,48) 63.9 75.0 83.1 89.7 67.8 86.0 91.7 95.0 97.2 76.4

more separated for the CAR196 dataset, for both the training and validation

datasets. Additionally, the number of pairs from di�erent classes that have

a large dot-product (for example, greater than 0.75) decreases. This is

consistent with the observed improvement in the recall performance.

For the remaining experiments, we employ multiple DREML models,

denoted as DREML ({I,R}, D, L) where the tuple indicates the architecture

(I)nceptionV1 or (R)esNet18 and values for D and L.
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Figure 3.4: Pair-wise dot product distribution of image feature vectors in
the same classes (solid) and in di�erent classes (dashes), for images from
the training classes (red) and validation classes (blue). Shown are the
distributions for 1, 4, 24 network ensembles, all with an output dimension
of 24. As the number of networks grow, the distributions for same and
di�erent categories separate.

3.3.2 Retrieval performance

We follow the evaluation protocol described in [ 46 ] to evaluate the Re-

call@K and Normalized Mutual Information (NMI) values on two datasets,

CUB200 and CAR196. For the In-Shop Clothes Retrieval and PKU VehicleID

datasets, we follow the evaluation protocol described in [ 30 ] and [ 28 ] and

evaluate Recall@K.

Table 3.1 shows retrieval performance results on the CUB200 and

CAR196 datasets. For each dataset, Table 3.1 shows the Recall@K for

K = 1;2;4;8. Additionally, the normalized mutual information (NMI) score is

included as a measure of clustering performance, as suggested in [ 46 ]. The

results show dramatic improvement in both retrieval accuracy and cluster-

ing performance across both datasets. Boths datasets contain substantial

intra-class variability; in CUB200, birds are shown in di�erent poses in

front of very di�erent backgrounds. Figure 3.6 (top left) highlights this

variability and shows example retrieval results from our method for CUB200

(top left) and CAR196 (top right).

Table 3.2 shows retrieval and clustering results showing a slight improve-
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Table 3.2: Retrieval Performance on the In-Shop Clothes dataset.

Method R@1 R@10 R@20 R@30
FashionNet 53.0 73.0 76.0 77.0
HDC 62.1 84.9 89.0 91.2
BIER 76.9 92.8 95.2 96.2
DREML (R,192,48) 78.4 93.7 95.8 96.7

Table 3.3: Retrieval Performance on the VID dataset.

Data Size small medium large
Method R@1 R@5 R@1 R@5 R@1 R@5
GS-TRS 75.0 83.0 74.1 82.6 73.2 81.9
BIER 82.6 90.6 79.3 88.3 76.0 86.4
DREML (R,192,12) 88.5 94.8 87.2 94.2 83.1 92.4

ment over the BIER results. In absolute terms, DREML underperforms

on the In Shop Clothes dataset compared to other datasets; this dataset

has more classes, fewer examples per class, and substantial intra-class

variation. Example results showing this variation are shown in Figure 3.6

(bottom left).

Table 3.3 shows retrieval and clustering results for the PKU Vehicle-ID

dataset. This dataset has substantially less intra-class variability, but some

nearby classes are quite similar. Example retrieval results and images are

shown in Figure 3.6 (bottom right).

3.3.3 Embedding Unseen Classes

Our approach performs well when embedding unseen classes, scattering

new examples more e�ectively across the feature space. We believe that

this property helps explain the improved performance of our method on

retrieval tasks. We use the No Fuss Embedding approach with 96 training

classes to de�ne a 96 dimensional embedding. We then map inputs from

the 98 standard testing classes onto this embedding. Because the No Fuss
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Figure 3.5: Dot product for each testing image to the closest training image
on CAR196 dataset.

Embedding forces points to lie on a hypersphere we use the dot-product

as a measure of similarity, and compute the similarity of each point in an

unseen class to the most similar point from any of the training classes.

Figure 3.5 shows this distribution. The blue line is the distribution for a

single network, with most unseen examples having a maximum similarity

score to a training class of greater than 0.9. This shows that when mapping

new classes into the embedding space, they are often mapped very close to

existing classes, and this crowding within the embedding space may limit

recall performance.

We repeat this experiment with 3 other networks. For the same 96

training categories, we group them into 24 meta-classes, each of size 4

and perform the same experiment (shown in the orange curved, shifted

second farthest to the right). This is not an ensemble embedding, but we

hypothesize that the meta-classes comprised of dis-similar input encourages

an embedding that pushes novel images farther away from existing images.
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The �nal two curves show the results of the ensemble embedding, using

4 (green) and 24 (red) total embedding functions respectively. In these

embeddings, new images are mapped to locations where they tend to be

much farther from the training images, and because they are more spread

out the embedding may be more e�ective at representing unseen categories.

3.4 Discussion

Deep Randomized Ensembles for Metric Learning (DREML) is a simple

approach to creating an ensemble of diverse embedding functions. We think

this is a handy tool that may have broad applicability and have demonstrated

results on four datasets spanning problem domains from a medium number

of categories in CUB200 and CAR196, to the In-Shop Clothes and Vehicle ID

datasets with tens of thousands of categories. Ensemble based approaches,

both ours and BIER paper outperform the non-ensemble approaches by a

dramatic margin on all four datasets.

The CARS196 and CUB200 datasets have a moderate amount of training

data, and we believe that our approach of building meta-classes creates a

version of "label augmentation" that e�ectively allows our ensemble to have

more independent embeddings. For larger datasets, our approach is similar

in performance to BIER for the In-Shop Clothes Retrieval dataset, which

has substantial in-class variation due to color and pose changes, and is

overall less balanced with many classes that have few examples per class.

We outperform BIER for the PKU Vehicle ID dataset for all dataset sizes,

perhaps because our ensemble approach is more robust that BIER to the

relatively smaller intra-class variation.

The downside to our approach is that we train a large number of networks,

in the cases where we outperform BIER, we showed results with an ensemble
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