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Abstract

Efficient and Predictable Protection Domains on
Resource-Constrained Embedded Systems

The goal to facilitate multi-tenancy and increase functionality integration on resource-

constrained embedded systems calls for protection domains. However, providing protection

domains that offer all of efficiency, security, predictability and flexibility is challenging.

Unlike traditional embedded systems, current ones must efficiently perform a collection of

potentially untrusted tasks that may require different predictability guarantees. A lack of

spatial and temporal isolation negatively impacts the reliability and security of the system

by allowing faults and compromises to propagate between software components. With the

advent of the Internet-of-Things (IoT), embedded systems are increasingly connected to the

network, exposing attack surfaces that traditional off-line systems do not face.

Traditional programming styles that ignore isolation fail to address these concerns,

and an efficient, secure, flexible yet predictable protection domain mechanism is required.

However, only limited hardware facilities for memory isolation are available on these

resource-constrained embedded systems. These facilities often lack flexibility in that they

pose restrictions on the base, size and number of the memory regions to protect, and do

not offer memory address virtualization. These shortcomings render setting up protection

domains on them challenging.

In this thesis, we propose mechanisms to implement efficient, secure, predictable and

flexible system-level protection domain isolation mechanisms on resource-constrained em-

bedded systems. Firstly, we introduce an unified and principled system abstraction and

design for programming efficient, predictable and secure protection domains on these sys-

tems. Then, we propose an interrupt acceleration infrastructure leveraging security monitors,

further reducing interrupt latency of these protection domains. Finally, we extend such

system abstraction by adding temporal specifications to memory access control, boosting

flexibility and portability of these protection domains.
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Chapter 1: Introduction

1.1 Introduction

With the growing interest in embedded computation and the Internet of Things (IoT), it

is important that the computational infrastructure underlying these systems is flexible and

secure while maintaining their predictability properties.

On the one hand, we see increasing decentralization in the development of these systems

as software complexity rises. Multiple code base from third-party clients and system

designers that are possibly at different assurance or trust levels, must execute on the shared

hardware. The increasingly customizable filtering, processing, and transmitting of sensor

data are moving these systems away from the traditional static code-bases, and these systems

are increasingly using complex libraries and applications from traditionally non-embedded

sources. On the other hand, the increasing adoption of embedded systems in consumer

devices is driving the omnipresent network connectivity that characterizes IoT devices. With

a network connection, come the security concerns associated with providing malicious

adversaries the potential ability to interact with the system.

For instance, in unmanned aerial vehicle (UAV) software stacks [11], all of video

processing, sensor fusion, path planning, motion control and wireless networking must

coexist. Video processing have a large code base and is soft real-time; sensor fusion and

motion control contain less code but have tight deadlines; path planning involves intense

computation; and wireless networking faces security threats from the internet. Still, resource-

constrained embedded systems e.g. STM32 microcontroller are employed in these products

so mass-production is economical.

Adaptive AutoSAR [3] is another example targeting autonomous vehicles. Virtual Ma-

chine (VM)-based, each microcontroller consolidates the bare-metal tasks and operating

systems traditionally run by multiple microcontrollers. The hypervisor provides communica-
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tion management, execution management, firmware updates, networking and diagnostics for

these VMs. The functions that the VMs perform ranges from hard real-time engine control

to non real-time video players, many of which are supplied by the third-party and may

require a different Quality of Service (QoS). This multi-tenancy and mixed-criticality [5] [6]

additionally motivate strict isolation. When a software component encounters a fault or is

compromised, other components that are spatially isolated from it will not be impacted, con-

fining the propagation of the fault or compromise. Similarly, when a low-criticality software

component experiences a execution budget overrun, the timely execution of other high-

criticality components that are temporally isolated from it will not be affected, minimizing

the impact of the deadline miss.

In non-embedded systems, multiple isolation mechanisms have long been adopted to

boost system reliability and security. Page-tables are used to implement a separate virtual

memory space for each protection domain, and hardware virtualization extensions help to

multiplex the hardware between virtual machines. These mechanisms are known to contain

the propagation of local software faults or security compromises. However, due to cost, Size,

Weight, and Power (SWaP) constraints, the hardware facilities for isolation in embedded

systems are simpler and more constrained. It is important to investigate their protection

domain implementations that deliver real-time responsiveness.

In many resource-constrained embedded systems implemented with microcontrollers,

Memory Protection Units (MPUs) are the only hardware memory isolation facilities avail-

able. As opposed to Memory Management Units (MMUs) found in high-performance

microprocessors, MPUs do not provide a translation between page-granular ranges of vir-

tual and physical addresses, and only allows setting up access permissions for contiguous

memory regions. Predictable in nature, MPUs do not use any in-memory structure to track

memory accessibility, and no cache is implemented in them, opposed to MMU’s use of

page-tables and Translation Look-aside Buffer (TLB) caches. TLB misses lead to page-

table walks which introduces unpredictable latencies into memory accesses, hampering the
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responsiveness of real-time tasks. The in-memory page-tables also increase the memory

footprint, which makes them unfit for microcontrollers. Given the wide deployment of

MPUs in microcontrollers, this thesis introduces an adaptation of the Composite µ-kernel

operating system [77] to them to provide increased dependability and security in these

systems.

To boost security aspects, recent microcontrollers have introduced security monitors

e.g. TrustZone-M that allow splitting the system resources into Secure and Normal domains,

enforcing strict system-level isolation. Despite this separation, these security monitors allow

binding of interrupts to either Secure or Normal domain. When the interrupt fires, it will

be directly delivered to the domain that the interrupt source is bound to. In this thesis, the

feature is exploited to run a high-responsiveness virtual machine alongside many regular

ones, enabling microcontroller consolidation with hardware-level interrupt latencies for

the real-time applications requiring them. This opens possibility for consolidating timing

sensitive applications with best-effort applications.

MPUs are limited in the way that they only allow a fixed number of memory regions to

be protected, and these regions are subject to the various alignment and graularity constraints.

Many modern embedded applications e.g. [72, 16, 51] exhibit complex memory maps or

sharing behaviors, and they may require more MPU regions than what are available on

the hardware. These use-cases call for intelligent dynamic management of the available

regions to satisfy the software needs. In this thesis, MxU1 is introduced to attach temporal

specifications into the memory access control, and ensures that the MPU management

mechanisms behaves as specified to provide a virtually unbounded number of protection

domains for applications. This makes the MPU more dynamic and flexible while maintaining

its predictability. MxU also takes advantage of certain hardware features on MMU-based

systems such as TLB entry and cache locking to place tight bounds on address translation

latency, and tight Worst-Case Execution Time (WCET) bounds for applications. This makes

1This abstraction spans both MPU and MMU, hence the name
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the MMU more predictable while maintaining its flexibility. The API of MPU-based MxU

and MMU-based MxU provides an unified abstraction enabling mixed-criticality [6] code

sharing between both types of systems.

1.2 Thesis Contributions

The contributions of the thesis are the design, implementation and evaluation of efficient,

secure, predictable and flexible system-level protection domain isolation mechanisms that

leverage hardware protection facilities for resource-constrained embedded systems.

In particular, this thesis presents:

• Composite-MPU, the design of a hardware isolation mechanism leveraging Memory

Protection Units (MPUs) and its implementation in the capability-based Composite micro-

kernel to enable secure and efficient virtualization on microcontrollers, bringing efficient

and secure protection domains to resource-constrained embedded systems;

• TzV, the design of a microcontroller virtualization stack with hardware-switched worlds

that offer both strong isolation facilities and bare-metal interrupt response times, enabling

timing-sensitive protection domains on resource-constrained embedded systems;

• MxU, the design of an unified interface and mechanism implemented in Composite-MPU

and later extended to Composite-MMU that attaches temporal specifications to mem-

ory access control, boosting flexibility for protection domains on resource-constrained

embedded systems; and

• evaluations with real-world applications and hardware to characterize the designs and

implementations of mechanisms mentioned above.

1.3 Thesis Outline

The structure of this thesis is as follows: Chapter 2 familiarizes the readers with the

backgrounds on microcontroller systems, protection domain isolation, hardware memory
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access control facilities, capability-based access control model and the Composite µ-kernel

operating system. Chapter 3 discusses the existing related works in the field, and their

deficiencies. Chapter 4 introduces the design and implementation of Composite-MPU

internal mechanisms that is adapted to use microcontroller MPU to provide protection

domains. Chapter 5 introduces the TzV mechanism that leverages security monitors for

hardware-level interrupt latencies. Chapter 6 introduces design and implementation of the

MxU interface and mechanism that attaches temporal specifications to memory access control

for flexibility and predictability. At last, the Chapter 7 provides the overall conclusions on

the contributions of the thesis, and proposes possible future research directions.
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Chapter 2: Background

2.1 Microcontroller Systems

Microcontrollers are resource-constrained single-chip complete computer embedded systems

that integrate all of ROM, RAM, CPU and I/O peripherals on a single chip.

Size, Weight and Power (SWaP) advantages. In contrast to microprocessor systems that

may require standalone CPU, ROM, RAM and I/O peripheral components, microcontrollers

integrate alomst everything into the same package. This means less size, weight and power

consumption compared to microprocessor boards’ collection of standalone components.

This helps embedded systems to address the increasingly tight Size, Weight and Power

(SWaP) challenges.

Real-time responsiveness. Different from microprocessors, microcontrollers often avoid

the use of data-caches or use very small caches as the limited amount of on-chip SRAM is

accessed at a rate commensurate with the CPU. The CPU pipeline is short or nonexistent,

giving cycle-accurate execution predictability in many usecases that require precise timings

[4]; the interrupt latency is similarly predictable. In terms of memory access control, some

microcontrollers employ totally deterministic Memory Protection Units (MPUs) that are

statically populated at protection domain switch time. Microprocessors, on the other hand,

uses Memory Management Units (MMUs) that suffer from Translation Lookaside Buffer

(TLB) miss latencies. As a result, MPU-based microcontrollers have better worst-case

memory access latencies compared to MMU-based microprocessors.

Economical hardware configurations. Different from general-purpose microprocessors,

microcontrollers’ hardware is heavily tailored to their prospective applications to reduce sys-

tem costs. A fine-grained spectrum of choices exists between the most resource-constrained

and the most resource-rich variants. Ones targeting simple toys and appliances usually

include a single 4- to 8-bit CPU operating at 1MHz, a few kilobytes of flash, One-Time-
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Programmable (OTP) or even mask ROM, less than 64 bytes of static RAM, and a few timer

peripherals; the price is as low as 2 cents. In contrast, ones that target high-performance

Engine Control Units (ECUs) [3] usually integrate two or more 32-bit cache-enabled CPUs

operating up to 1GHz in lockstep, a few megabytes of access-accelerated flash ROM, a

few megabytes of static or dynamic RAM, and a plethora of I/O peripherals e.g. timers,

communication interfaces, cryptography units, networking units, graphic processing units;

the price usually exceeds 10 dollars. A system designer may search through the spectrum

and pick the chip whose resource configuration best fits the design goals, minimizing un-

necessary system costs. Due to the integrated nature of microcontrollers, the components

on the Printed Circuit Board (PCB) may be reduced, and so is the PCB area; this further

reduces the costs.

Software design flexibility. Microprocessors usually require complex feature-rich operating

systems to unleash their full computing capability, which is supplied in their Board Support

Packages (BSPs). Microcontrollers’ software has more variants from bare-metal applications

to multifunctional real-time kernels. Such flexibility allows the system designer to tailor

the software architecture to the specific use-case, which is vital for many deeply embedded

systems.

2.2 Hardware Protection Domain Facilities

The isolation of complex features from those that are critical through protection domains

is an effective means to constrain the scope of faults or compromises. Common hardware-

provided memory facilities to enforce protection domains through memory access control

include the Memory Management Units (MMUs) usually found in microprocessors, and the

Memory Protection Units (MPUs) usually found in microcontrollers.

Memory management units. Memory Management Units (MMUs) are prevalent in higher-

end systems. Generally speaking, MMUs are able to translate Virtual Addresses (VAs)

to Physical Addresses (PAs), and enforce access permissions on a page-granularity. Each
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protection domain only sees the translated virtual address but not the raw physical address.

This allows the overlapping of different virtual address spaces. In most cases, page-tables

are employed to perform the translation, together with a Translation Lookaside Buffer (TLB)

cache. A page table is a radix trie indexed by VA on a page granularity, and the smallest

page is usually 4kB. TLB is a multi-level content-addressible cache tagged with VA, and

contains the page table entries that corresponds to the VAs.

The VA translation starts from looking up the TLB. If an entry that corresponds to the

VA is found, then the PA and access permissions will be extracted from that entry, and the

memory access is checked against it to see whether it shall be allowed to pass. However, if

the entry is not found, a TLB miss occurs. Page table walking happens next: the processor

hardware looks at the higher-to-lower bitfields of the VA and decides which next-level

pointer to follow at the each page table level, until the exact page table entry is resolved. The

entry will be loaded into TLB if it exists, then the memory access will be checked against it.

This walking may incur cache misses on multiple levels, e.g. L1 TLB, L2 TLB, L1

D-cache, L2 cache, etc, and amplify one simple memory access into a series of memory

accesses; the more levels the page table have, the worse the case is. This negatively

affects the predictability on the applications’ memory accesses, and complicates the system

considerations with regard to meeting the deadlines. Solutions have been proposed to

leverage TLB coloring [60] to increase isolation within the TLB given that it is not fully

associative.

Aside from predictability, MMUs have extra downsides e.g. extra memory for page table

and employment of super-pages [57]. Their fixed page-sized granularity also poses an issue

in applications that require fine-grained protection [37].

Some rare MMUs use a region-based implementation akin to Memory Protection Units

(MPUs), which will be discussed next.

Memory protection units. Memory Protection Units (MPUs) are predominant in the

microcontroller world. Contrary to MMUs, they does not allow translation from VA to
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PA, and all applications directly execute on non-overlapping physical addresses, forcing a

Single Address Space Operating System (SASOS) [7] design. Moreover, it only allows to

set up access permissions for a fixed number of continuous memory regions, whose base and

length are subject to certain alignment and granularity rules. Despite their lack of flexibility,

MPUs are highly predictable. Their contents are exposed in memory-mapped registers that

are only programmable in kernel mode, enabling direct software control over them. No

in-memory data structure and caches are necessary, hence MPUs are more memory effcient

and no extra latencies will be involved. Combined with the fact that microcontrollers usually

run on integrated static memory, the memory access latencies are predictable to cycles.

At chip design-time, the trade-off between adopting a MMU or MPU draws a dichotomy

between microprocessors and microcontrollers. It is noteworthy that some rare MMUs also

adopt this region-oriented register-based design. Their major advantage over MPUs is that

VA-to-PA translation is possible, however have the same drawbacks e.g. fixed number of

regions, alignment constrants, etc. In this thesis, the discussion of MPU also apply to this

type of MMU.

Hardware-switched worlds. Hardware-switched worlds e.g. the TrustZone-M security

monitor are emerging in the current microcontroller design trend. Different from MMUs and

MPUs, this mechanism separates all system hardware resources including CPU registers,

interrupt vectors, memory and I/O into multiple isolated worlds. Note that the worlds are

orthogonal to kernel and user modes; e.g. in TrustZone-M that provides two worlds (Secure

and Normal), a total or four hardware protection domains exist (Kernel Secure, Kernel

Normal, User Secure and User Normal). Switches between these worlds are performed by

low-latency specialized instructions (e.g. SG and BXNS); interrupts may directly target one

of the protection domains, and upon firing the processor will automatically switch to the

corresponding domain for vector execution.
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2.3 Capability-based Access Control Model

Capabilities are good fits for systems that need to focus on moving most resource man-

agement functionality to user-level [77, 23, 41, 70], and provide strong isolation through

confinement [43]. Capabilities are unforgeable tokens that allow access of all system re-

sources e.g. threads, communication facility, protection domains, and hardware I/O. In

a capability-based access control model, they are delegated between different protection

domains, passing the ability to reference a certain resource between them. Authorized

boot-time protection domains have the initial capabilities to all system resources, and they

delegate the capabilities to other mangement domains; then the management domains in

turn delegate the capabilities to the application domains with regards to certain policies.

2.4 The Composite µ-kernel Operating System

Composite [78] is a microkernel operating system that adopts the capability-based access

control model.

Kernel objects and resources. The Composite kernel has a small number of kernel ob-

jects: components, threads, TCaps [26], communication end-points (synchronous and

asynchronous), and two different types of resource tables [77]: page-tables which track

memory access permissions, and kernel resource capability tables which track access to

kernel resources (including other resource tables). The two resource tables are indexed

by a capability, and map to the referenced kernel resource. Kernel resource capability

table operations require system calls to perform operations on their resources. Page-tables

view load/store memory accesses as capability references which (via hardware-accelerated

MMUs) resolve to the kernel resource of a specific word of physical memory. Operations

on resource tables themselves include the ability to construct or destroy resource tables

(e.g. to create a new component), and to delegate a capability from one resource table to

another. The latter provides access to resources for components from the those who have
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access, and requires that the provider have a capability to the resource tables of the receiver.

Each component is essentially just a collection of two resource tables (one of each type).

In Composite the authorized boot-time “management” components minimally include the

system user-level scheduler (there is no in-kernel scheduler [27]), and the memory and I/O

managers.

Execution and communication. In Composite, a thread is the basic unit of sequential

execution, and each component may have zero or more threads. A component with a

capability to a thread is able to schedule it. Communication end-points take two forms:

(1) sinv/ret which provide synchronous communication between two components via

thread migration [24], and (2) asnd/rcv which provide asynchronous event notification

where a thread sends an event via asnd which activates a thread waiting on rcv.

Memory management. To boost memory management flexibility, Composite allows the

memory manager to define the policy to control the physical addresses of kernel data-

structures such as page tables (within the bounds of what resources it has capabilities to).

To achieve this, Composite requires user-level components to manage kernel memory using

a safe form of memory retyping in the style of seL4 [18]. Even the construction of memory

access control data-structures (e.g. page tables) is carefully performed by components with

proper access to resources, and the ability to retype memory to be the appropriate memory

type. A crucial guarantee that the kernel ensures (independent of any component’s logic) is

that memory that has been typed as kernel (i.e. that backs kernel data-structures) cannot also

be typed as user memory (thus accessible to components) – this has the effect of ensuring

the consistency of kernel data-structures.
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Chapter 3: Related Work

Many approaches have been proposed to set up spatial and temporal isolation for resource-

constrained embedded systems. However, these approaches failed to simutaneously deliver

all of efficiency, security, predictablity and flexiblility.

3.1 Isolation on Microcontrollers

Existing microcontroller software often simplify protection domain interactions (IPC) down

to function calls for performance, and use co-routines, or cooperative scheduling [32, 29, 1].

These design decisions are appropriate when there is high confidence that all code adheres to

low, bounded execution times, otherwise this non-preemptibility prohibits temporal isolation.

Also, a lack of spatial isolation requires that the involved code must be manually inspected

or certified to a high level of confidence in both safety and security aspects. However, this

is increasingly difficult given the growing code base for current microcontrollers, and is

impossible when a uncertified third-party binary must be linked against. To handle these

challenges, many past researches recognize the importance of setting up protection domains

that have both spatial and temporal isolation on microcontrollers, which is one of the most

prominent resource-constrained embedded systems.

Language- and software-based isolation. Many microcontroller systems provide isolation

via language safety [29, 1]. These have the benefit that software bugs are confined by

software checks based on type-safety which lead to low overheads for many common

operations. However, these approaches restrict the programming languages used, and make

virtualization of separate code bases difficult. They also prohibit linking against third-party

precompiled libraries, which is required in functionality consolidation.

Other projects use safe languages on microcontrollers, but focus on programmability

instead at the cost of performance and predictability [51, 19, 50, 54]. These software VMs
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allow setting up protection domains regardless of the underlying processor architecture

and hardware features given the application bytecode. However, these approaches incur

execution efficiency and I/O interaction overheads due to their interpreted execution, and

are unpredictable due to potential freeze-the-world garbage collections. The memory

footprints of the language virtual machine themselves also put extra pressure on the scarce

microcontroller internal memories. The application must be written in the language that

the virtual machine supports, which in the automotive domain may require rewriting legacy

C/C++ applications.

Aside from these downsides, security vulnerabilities also hamper these solutions due

to the large code base of language virtual machines themselves. We have noticed that

the WebASseMbly (WASM) [31] have also recently been ported to the microcontroller

platform [63]. The shortcomings of a software virtual machine mentioned above are

somewhat mitigated with WASM but still not eliminated.

Explicitly managing the MPU. Many embedded OSes recognize the significance of protec-

tion domains and provide APIs to specifically program MPU regions. Such systems do not

concentrate on providing a general interface for MPU programming, nor do they pair these

facilities with a memory layout algorithm to efficiently use the MPU with the applications’

private memory maps and shared memory segments. Additionally, systems like [25] only

uses MPUs to isolate software faults, and the programming interfaces of MPUs are designed

without any security considerations. In the end, the programmer is directly responsible for

setting up the protection domains, which leads to a unprincipled and insecure usage patterns.

MPU as cache. Previous versions of embedded ucLinux [20] supported MPUs as a software-

managed cache of accessible regions. More mappings could be created for a process than

the number of regions on the system, and those not active cause faults when their memory

is accessed. Software handlers (similar to software TLB misses) define how the regions

are tracked, and the region eviction policy determines which region to drop when a new

region needs to be activated. Though this generalizes MPU regions to an arbitrary number
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of regions, it imposes unpredictable overheads similar to those imposed by TLB misses

and hardware page-table walks. For resource-constrained microcontrollers, this technique

provides maximum compatibility with the MMU programming paradigm, but leads to

unpredictable execution and large overheads when memory accesses happen in a specific

order. The ucLinux version [20] mentioned in particular has hard-coded kernel policy to

only lock the stack segment for each process. Dynamic regions are tracked in a linear table,

leading to O(n) cost misses.

Some systems have attempted more intelligent MPU management to reduce software

handler overheads. PXROS-HR [35], for the TriCore architecture, allegedly keeps caches

of MPU contents for different processes, and reduces the calls to the software handlers

upon reciprocal context switches. It allegedly allows user-level handling of MPU faults,

and changing the mappings on the fly to emulate a larger number of regions. However, no

in-kernel support of the dynamic swapping features are supplied, and no generic interface is

provided across different architectures; it also does not provide any pointers to algorithms

or data structures for region replacements. As this system is not open source, we cannot

evaluate against it, nor attest to its capability.

Like managing MPU as cache, full memory access emulation was also proposed to

circumvent the MPU region number or alignment constraints. In [10], automatic application

compartments are deployed on an ARM Cortex-M4 platform with code generated by a

modified LLVM backend. When a compartment makes an access to the stack segment

that is not directly accessible by its MPU settings, the access is permission checked then

performed within a fault handler routine. Though it allows accessing memory regions that

are not covered by the current MPU region settings, it triggers a fault on every such memory

access, significantly hampering predictability and efficiency.

Direct TrustZone-M applications. Some researches have leveraged the security monitors

to provide protection domain isolation. For example, virtualization of two operating systems

have been attempted on TrustZone-M-enabled ARM Cortex-M microcontrollers [64, 2].
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One of the guest virtual machines run in the Secure domain while another one run in

the Normal domain. These implemetations allows hardware-level predictable interrupt

latencies. However, only two virtual machines are allowed, which is inflexible in the case

of microcontroller consolidation that requires multiple virtual machines be orchestrated

together.

Hardware virtualization extensions. Some recent high performance microcontrollers [58]

feature hardware virtualization extensions. These microcontroller cores feature nested MPUs

organized in a way similar to nested MMUs found in their microprocessor counterparts,

and dedicated hardware facilities for accelerating inter-VM switching and communication.

When interrupts to the currently active VM occurs, it will be directly delivered to the VM’s

kernel mode, eliminating hypervisor-incurred latency [58]. While such hardware extensions

help accelerating switching between VMs and its internal applications, it does not improve

the worst-case interrupt latency. When the target VM is not currently active, the hypervisor

still needs to be invoked to switch to it so that the interrupt can be delivered, hampering

predictability. Another downside is such full virtualization facilities are often featured in

costly high-performance microcontrollers only, limiting their widespread use.

Shortcomings of the approaches above. None of existing work mentioned above are

capable of all of efficiency, security, predictablity and flexiblility, as shown in the table. At

least one shortcoming is present in them, making them less suitable for today’s challenges.

Approach
Property

Efficiency Security Predictablilty Flexibility

Language- and software-based isolation 7 7 7 3

Explicitly managing the MPU 3 7 3 7

MPU as cache 7 3 7 3

Direct TrustZone-M applications 3 3 3 7

Hardware virtualization extensions 3 3 7 7

Table 3.1. Downsides of existing microcontroller isolation approaches.
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3.2 Isolation on Microprocessors

Today’s resource-constrained embedded system solutions also see low-end microproces-

sors in addition to microcontrollers. Unlike microcontrollers, microprocessors come with

the well-researched Memory Management Units (MMUs). MMUs offer all of flexibility,

(average-case) efficiency and good spatial isolation; however due to potential TLB and

cache misses, they are unpredictable in nature, making temporal isolation difficult. Existing

works e.g. [22] have explored the possibility of assigning temporal specifications to memory

access control abstractions with different mechanisms, which bounds the memory access

latency on these systems, enhancing their predictability. However, these abstractions are

dedicated to MMU-based systems, and sometimes require both OS and hardware extensions,

which makes them inflexible. Also, multiple levels of predictability guarantees are lacking

in these temporal specifications. On contrast, the abstraction proposed by this thesis remains

uniform across MMUs and MPUs, and accommodates more than two levels of predictabil-

ity. This grants programmers extra flexibility when porting timing-sensitive code between

microcontrollers and microprocessors.

TLB lockdown and coloring. TLB coloring was proposed by [61] to provide more pre-

dictable management of the TLB. In the work, they designed and implemented an intelligent

allocator that takes physical page address to TLB entry mappings into account. Their

allocator can guarantee that no two pages in different processes are mapped to the same

TLB entry.

Some work also explored the benefits of TLB lockdown [39]. They conducted the work

on an ARM-based processor and conclude that the static lockdown provides little TLB miss

overhead. However, these work only investigated the mechanisms and failed to elaborate

on an unifying abstraction for predictable memory access control. Broader possibilities e.g.

using data caches for page table nodes are not considered either, restricting the fiexibility of

available mechanisms.
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Cache partitioning. Cache partitioning is a standard approach to isolating the working

sets of different processes [53, 73, 67]. If the cache lines of different processes are disjoint,

the different working sets will not interfere with each other, thus reducing inter-application

thrashing. These researches focuses on application data, and not on the access control

mechanism data-structures which are accessed on each application load/store. In [56],

compiler infrastructure is leveraged to arrange application code and data to distinct cache

partitions so that the real-time portions’ WCET is improved. In [33], intra-application code

partitioning is also considered to map different functions to different cache lines, which

reduces the instruction cache misses across function call boundaries. These approaches are

complemantary to this thesis’s approches.

Multi-core predictability analysis. Cache partitioning and TLB coloring can also be

applied when there are multiple processors. In [40] and [49], last-level cache (LLC)

partitioning is considered in multi-core systems to increase the schedulability of applications.

In [80] this is also considered but only with regards to hot pages, which reduces online

analysis overheads and is less constrained than full page coloring. In [9] and [79], the

allocation techniques are extended to mixed-criticality (MC) systems which are also multi-

core. In [42], cache allocation is dynamically performed, and virtualization extensions are

leveraged to achieve this. Their techniques focus on application data and is orthogonal to

the approaches proposed in this thesis. Applying both may help avoid data cache pollution

across processors or different criticality levels when page table walks are triggered. This

thesis does not currently address multi-cores, however this provides interesting future work

for both MMU and MPU.

Scratchpad management. Some existing works allow the applications to allocate scratch-

pad memory for performance boost. In [17], frequently used code and data pages are

dynamically mapped to the scratchpad, resulting in a 32% energy saving and a 47% acceler-

ation. In [71], the latencies of moving code and data to scratchpad is hidden by a synergy

of dedicated hardware and a modified LLVM, which improves WCET. In [74], integer
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linear programming and heuristics is applied to make static scratchpad allocations that can

minimize the task’s WCET. Another research also integrates scratchpad management into

the compiler infrastructure [46], using graph coloring to allocate application arrays to the

scratchpad. Unlike the approaches proposed by this thesis, these works still put emphasis on

application data placements and not on access control mechanism data structures.

3.3 Embedded Functionality Consolidation

Embedded virtualization on high-performance systems and direct hardware aggregation have

been proposed to consolidate complex system functionality. However, existing embedded

virtualization approaches are lackluster on predictability, and direct hardware aggregation

incurs high engineering costs.

Embedded virtualization. Embedded virtualization have been proposed on MMU-based

microprocessor systems such as MIPS-VZ and ARM Cortex-A9 [55, 38], and commer-

cialized off-the-shelf products have appeared [69, 68, 52]. These virtualization use-cases

allows hosting heterogeneous operating systems on the same microprocessor, or port the

same software infrastructure over different core counts [34]. A specific use-case is to run

feature-rich operating systems that provides commodity high-level API functions alongside

a real-time operating system (RTOS). Provided that the hypervisor deliver interrupts to the

RTOS with minimal latency, real-time responsiveness of the legacy functionality is delivered.

Some research also leverage virtualization to provide isolation between protection domains

[34, 55, 65], and enable function integration from multiple firmware binary sources. How-

ever, these researches only address high-function feature-rich embedded systems that are

microprocessor-powered, and don’t discuss the possibility of microcontroller virtualization.

On contrast, the virtualization infrastructure proposed in this thesis provides hardware-level

interrupt latencies without sacrificing CPU and memory efficiency, making virtualization

possible for MPU-based microcontrollers that are prevalent in resource-constrained embed-

ded systems.
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Direct hardware aggregation. Directly integrating all hardware components into the

same chip package is a straightforward way to consolidate multiple functionality. Field-

Programmable Gate-Array (FPGA) is an integrated circuit that allows users to remap its

internal connections, thus turning it into an Application-Specific Integrated Circuit (ASIC).

It is therefore possible to remap the FPGA hardware resources to exactly mimic the whole

microcontroller network, consolidating them into the same package [44, 76, 75]. However,

this approach is handicapped by both the high cost and power consumption of the FPGA,

and involves extra Hardware Description Language (HDL) programming efforts. Most

off-the-shelf FPGAs don’t have enough built-in memory to run complex software on their

own, and external memory components must be installed, which increases the system costs.

In addition, FPGAs are more susceptible to Single-Event Upsets (SEUs) that may flip their

configuration SRAM bits and disrupt their resource organization, which negatively impacts

the reliability of the system.
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Chapter 4: Predictable Virtualization on Memory Protection Unit-based

Microcontrollers

Microcontrollers, the vital element in resource-constrained systems, see an increase in

software complexity and network connectivity with the advent of the Internet of Things

(IoT). It is important that the computational infrastructure underlying them is reliable and

secure while maintaining the necessary predictability properties. However, traditional

firmware programming means ignore the use of the isolation mechanism found in some

microcontrollers - Memory Protection Units (MPUs) - lest that they hamper real-time

responsiveness and consume large portions of system resources.

This chapter introduces a virtualization system on microcontrollers that leverages the

MPUs to provide muutually isolated protection domains. The Composite µ-kernel operating

system [77] is adapted to use MPUs to provide increased dependability and security in

microcontrollers. By levearging the Path-Compressed radix Trie PCTrie data structure, the

memory management interface remains the same as the original MMU-based OS. We show

that Composite, augmented with PCTries to support MPUs, provides the foundation for

microcontroller memory isolation, which facilitates developing secure and reliable multi-

tenancy and mixed-criticality systems. While doing so, it maintains good predictability for

real-time operations, as is demonstrated with the virtualization system’s performance.

4.1 Background and Motivation

Microcontrollers are popular in resource-constrained embedded systems that have Size,

Weight and Power (SWaP) challenges. Microcontrollers are more predictable than micropro-

cessors in nature due to their lack or less use of caches, and is also dominant in real-time

applications. With the adoption of the IoT in the last decade, the software complexity and

network connectivity of microcontroller systems have increased; more programming errors
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and a larger attack surface have appeared. Despite these changes, the microcontroller pro-

gramming techniques have remained the same. They lack isolation between different system

components, and this leads to undesired consequences: (1) The errors that occur in one

software component may propagate to other software components and cause a system-level

failure, (2) The security compromizes in on software component may affect other software

conponents and lead to a system-level compromize. This motivates a better programming

paradigm that take hardware isolation facilities into account.

In microcontrollers, the prominent isolation facility are the memory protection units

(MPUs). However, using them effectively is not straightforward as they are limited in the

number of contiguous regions they can protect, and in the alignment and configuration of

those regions. Especially when memory is shared between different components and VMs,

the MPU protection of a large number of the shared memory ranges can surpass the capacity

of the MPU. Additionally, unaligned components and shared memory can also require more

MPU resources than are available. As the MPU is a very limited resource, we must lay out

the memory of each component and of their shared memory regions in such a way to that we

stay within the configuration space of the MPU. Thus, a core component of this chapter is a

static memory layout algorithm that enables the VMM’s dynamic memory mapping to best

use the MPU. This static memory layout for all memory that each component can possibly

access is a key aspect of enabling MPUs to be used for effective VM isolation.

To better understand the challenges in well-utilizing MPUs for the complex isolation

configurations of a virtualization infrastructure, we review MMUs and MPU configuration

details.

4.1.1 Page Tables and Memory Management Units

Page tables are pervasive in higher-end CPUs, and they provide both (1) page-granularity

protection, and (2) virtualization of memory accesses by translating between virtual and

physical addresses. This virtualization enables the decoupling of physical memory layout
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and executable memory, as well as the overlap of different component’s virtual addresses.

A common architecture for MMUs is based on page-tables implemented as radix tries.

Hardware page-table walking logic activates in response to a load or store to translate

between virtual and physical addresses. To avoid the significant overhead of this walk on

each memory access, the Translation Lookaside Buffer (TLB) caches a limited number

of translations. The impact of TLB misses can be significant on performance and on

predictability. This has motivated TLB partitioning via coloring [60] to increase isolation

within the translation cache. Additionally, MMUs complicate fine-grained isolation, and

can induce significant overhead [37]. To increase the number of virtual addresses indexed

by the TLB, the use of super-pages is common [57].

4.1.2 Memory Protection Units

RW  RO  RX       RO  RW  RW

MMU:VA

PA

RX     RO         RW           RW

MPU:VA

PA

Figure 4.1: MMU and MPU differences. MMUs do page-based translation, which is denoted by
dotted lines; MPUs instead do region-based protection, which is denoted by vertical solid lines.
RX:read-only and executable; RO:read-only; RW:read-write.

Embedded systems are historically designed for a specific task, thus enabling code

specialization and avoiding the need for a feature-rich, general-purpose system. This enables

the use of slower processors (ARM Cortex-M processors often span between 10-300 MHz),

and smaller amounts of memory (from 16-1024 KB). Restricted memory sizes mean that the

memory is often SRAM, co-located with chip logic, and executing at a rate commensurate

with that logic. This avoids the need for large caches in-between the processor’s logic and

memory thus further simplifying chip design, significantly reducing power requirements,

and increasing the predictability of software execution. In this environment, the memory

requirements of page-tables, the internal fragmentation due to page-granularities, and the
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increased variance in memory accesses due to TLB accesses, are not desirable. In contrast,

MPU access control state is maintained directly in registers that are programmable only in

kernel-level, and have more flexible granularity control. Unfortunately, as MPUs do not

provide virtualization of addresses, all memory must be non-overlapping, thus implementing

a Single Address Space Operating System (SASOS) [7].

MPUs are widely provided by many embedded system architectures include ARM

Cortex-M, MIPS, PowerPC and AVR32. Though there are subtle differences between MPU

implementations, we present a generalization here. MPUs provide a number of regions

{r0,r1, . . .}= R. A region, ri, can be configured to protect a range of memory starting at

an address ai, of a size si. Each region, ri, has a number of S subregions that each cover

an extent of memory of size si/S. si is constrained by having a minimal value si ≥ š, and

may be required to be a power of two. Each region and subregion has some set of access

permissions including {readable,writable}. By default, memory is not accessible while in

user-level code, and regions and subregions define the ranges of physical memory that are

accessible for which types of memory access. Regions often have an alignment constraint

A which can include constant alignments (i.e. on word boundaries, A = (ai mod4 = 0)),

or size-aligned boundaries (i.e. A = (ai modsi = 0)).

MPU examples. Many ARM Cortex-M microprocessors, like the Cortex-M7, have MPUs

configured as |R| = 1 to 16, S = 8, A = (ai modsi = 0), š = 32, and si must be power-

of-two. Each region has access permissions in {readable,writable}, while each subregion

inherits the permission from the region, and additionally has a bit for accessibility. MIPS

M14k is simpler, |R|= 1 to 16, S = 1, A = (ai mod4 = 0), and š = 4. In this research, we

focus on ARM Cortex-M microprocessors as they are widely deployed and popular, but also

because they have some of the most complicated MPU constraints.
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4.1.3 I/O and Non-Volatile Memory

Many microcontrollers support execute in place read-only memory from flash at fixed virtual

addresses. This enables the limited SRAM to be populated only with writable memory.

Similarly, most I/O devices are memory mapped and accessed directly with loads and stores.

To restrict different applications’ access to these regions, MPU regions and sub-regions must

be used appropriately. When a MPU region’s alignment or granularity constraints prevent

protecting individual devices’ address ranges, access to them must be mediated by a service

(as in [59]).

4.1.4 Embedded System Use of MPUs

FreeRTOS and other embedded RTOSes commonly provide architecture-specific APIs to

explicitly program MPU regions (often avoiding subregions or exposing them as they are).

FreeRTOS is optionally configured to use the MPU. To avoid modifying the structure of the

system in which the kernel is compiled as a library with applications, instead of having a

firm user-level/kernel separation, system call instructions (SVC) and the eventual handlers

for them are inlined into code to enable the execution of sensitive MPU modification

instructions. Though this effectively enables applications to constrain memory accesses,

possibly increasing reliability, it does not provide security as the protection is discretionary.

Safer Sloth [12] combines inline traps and MPU programming with static checks to ensure

that the traps are used only where expected by the kernel. As Safer Sloth applications are

written in C, this does not prevent security attacks that hijack control flow (for example,

self-modifying code and buffer overflows). These systems provide increased reliability for

non-malicious applications, but not the strong isolation for security, mixed-criticality, and

multi-tenancy.

In contrast, Tock [1] and the I/O virtualization work of [59] confine application-

accessible memory using MPU regions. They employ a more traditional (non-inlined)

separation of user- and kernel-level where the kernel abstracts away MPU programming
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and simply scopes memory access to the contiguous regions for code and data for each

application. These systems, though simple, do not support the dynamic sharing relationships

and complex MPU region layouts required for shared memory and virtualization.

Contributions. The contributions of this chapter include:

• An algorithm to enable the effective use of a limited number of MPU resources by

intelligently laying out component memory, and potential shared mappings (§4.1).

• The design (§4.2) and implementation (§4.3) of memory access control and kernel inter-

actions based on PCTries, and the adaptation of an existing microkernel to use them.

• A resource-constrained paravirtualization infrastructure to provide resource multiplexing

and isolation for CPU, memory, and I/O (§4.3.2).

• Finally, we provide an evaluation of Composite based on PCTries and its virtualization

infrastructure compared to existing (not virtualized) RTOSes (§4.4).

4.2 Design

4.2.1 Memory Layout’s Impact on MPU Usage

As systems require an increasing number of memory protection barriers between different

components at different criticalities and from different sources, they require more com-

plicated management of the memory protection hardware. For example, shared memory

regions must be created between VMs and the VMM, and stream processing and publisher/-

subscriber systems must create shared regions based on the communication patterns. This

is in contrast to traditional embedded systems where components explicitly program MPU

regions to protect a small number of memory regions, often one or two per component.

A subtle issue when providing finer-grained memory protection is that the MPU con-

straints around alignment, subregions, and sizing make the memory layout of all code and

data in the system significantly impact how many regions are required for each application.

Figure 4.2 depicts two different memory layouts of applications and their shared memory
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Figure 4.2: Memory layout optimization. Each color in the figure represents a different component,
and each block in the memory layout indicates a block of memory. The memory block size is some
power-of-two. If two colors are present in the same block, then the block is shared between the
two components. The MPU has |R|= 2, S = 4, A = (ai modsi = 0), and si must be power-of-two.
The lines below the memory layout show the MPU region and subregion configuration for each
component, and the number following the “:” is how many regions are required for that component.
If a subregion is active, then it is marked with a solid oval.

(for simplicity, we ignore kernel and VMM components in this example). In the first layout,

memory is laid out naively and the components require more regions than what the platform

can provide (two regions). Some shared memory regions require separate MPU regions,

and the non-power-of-two aligned regions require multiple regions. The red component

requires four regions, and other components require three regions. In the second layout,

memory is laid out in a manner to minimize the number of regions required to provide the

necessary protection. After the optimization, no component uses more than two regions,

and the green component requires only one. Note that to achieve this optimized layout, a

gap of unused memory appears between the red and yellow memory ranges. This represents

memory overhead due to internal fragmentation in the regions, the extent of which we study

in §4.4. In current systems, designers are required to lay out memory manually, or system

images must be simple enough (single applications) that region placement is trivial.

To enable MPU-based systems to provide increased protection, we investigate algorithms

that both attempt to minimize memory consumption while using a bounded number of

regions.

26



4.2.2 Memory Placement Algorithm

Our first approach to making a memory assignment was to adapt the MPU constraints and

component memory ranges into a Satisfiability Modulo Theory (SMT) formulation1 Though

the resulting solution is exact – if a memory layout exists that uses regions and subregions

within the hardware constraints, it will find it – it took an impractical amount of computation

time. For simple MPU configurations (four regions, four subregions, three components),

solutions require more than 24 hours. Therefore, we introduce a greedy heuristic.

Algorithm 1: Memory Address Assignment Heuristic
Input: C: Set of components, A: Set of SRAM arenas
while |{c ∈C |num_allocated_regions(c)> |R|−1}|> 0 do1

collapsable = {c ∈C |∃a∈Ais_enabled(a,c)}2
if |collapsable|= 0 then3

return None4
c = argmax

c∈collapsable
num_allocated_regions (c)

5
a0 = argmax

a∈accessible_enabled_arenas(c)
|users(a)|

6
O = accessible_enabled_arenas (c) \a07
partners = {a ∈ O |subregions(a)+subregions(a0)≤ S}8
if |partners|= 0 then9

disable_arena (c, a0)10
continue11

a1 = argmax
a∈partners

|users(a0)∩users(a)|12
amerged = merge_arenas (a0, a1)13
A = (A−{a0,a1})∪{amerged}14
reenable_all_arenas ()15

end16
return assign_addresses (A)17

Algorithm 1 shows the Memory Address Assignment Algorithm that takes a set of ranges

of memory for each component, and determines a layout that can provide the necessary

protection within the system’s MPU configuration limitations. We define an arena as a

range of memory with a specific access permission that is accessible by a component (e.g.

readable, or read-writable). Arenas include component code and read-only data, writable

data, shared memory regions between different components, and system heaps to respond to

dynamic memory allocation. Importantly, these arenas denote potential mappings for each

component that are established dynamically via requests to the run-time.

1Our implementation uses the Python API for the Z3 constraint solver (https://github.com/
Z3Prover/z3).
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If all components have a number of arenas less than |R|, then there is a trivial assignment

of regions to arenas. Otherwise we try to merge two region’s arenas into one region, and

use separate subregions for each arena to maintain isolation. To effectively use the MPUs

introduced in 4.1.2, multiple arenas must use separate subregions in the same region as

this lowers the number of regions required for components. If a component requires too

many regions, we must decide which of its regions to combine with others. Thus, we first

choose a component that has the most regions (line 5). Within that component we choose the

arena that is shared with the highest number of components (users) (line 6). Intuitively,

removing the need for this region will decrease the region requirements for the largest

number of components. To find the second region (the partner) to merge with, all other

regions of that component are considered. However, it is possible that merging some of

regions requires more than S sub-regions, in which case the search must start again (line

9-11). By maintaining a boolean enabled flag for component arena pairs, we ensure that

the algorithm will never try to merge the same two arenas repeatedly. Last, we select the

region to merge as the one with the largest intersection of components that use it with the

first region (a0). This process is repeated until all component’s memory can be protected by

sub-regions.

At this point, the algorithm has a set of assignments of arenas to regions. The

assign_addresses subroutine sorts the regions by their size (from largest to smallest),

then lays them out in memory in that order while abiding by their power-of-two alignment

requirement. One notable optimization here is putting the beginning of the next region at

the end of the last used subregion of the previous region. While simple, we find that this

optimization improves memory utilization by up to ∼ 4×.

Heuristic sub-optimalities. We have qualitatively compared the solutions output by the

SMT solver with those of Algorithm 1 and identified a number of ways the heuristic is

sub-optimal. In contrast to the heuristic, the SMT solutions often: (1) use extra regions

that are laid out contiguously immediately after a region of a larger size to generate a sub-
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Figure 4.3: Memory and region layout toolkit. The toolkit will take the component memory
specifications and MPU/architecture information, then turn that into a linker script with the memory
assignment algorithm. The final executable binary will be generated from the linker script. The
memory assignment algorithm also generates the information needed by the shared memory manager.

region of a non-power-of-two; (2) places arenas of various sizes into contiguous sub-regions

to minimize internal fragmentation; and (3) enable arenas to span multiple contiguous

regions, possibly with varying sub-region size. These sub-optimalities can lead to system

configurations that could possibly fit within a limited number of MPU regions/subregions

and amount of memory via intelligent memory layout (e.g. if the SMT solver is used), but

where Algorithm 1 fails to find them. Thus, in §4.4.4 we study the impact of our greedy

heuristic on effectively utilizing memory.

Workflow with memory placement. Figure 4.3 depicts how the specifications for each

component, for the possible shared memory arenas, and for the hardware constraints are

integrated into Algorithm 1. The algorithm’s outputs are fed into both a linker script to

generate the system’s image, and to the memory management service in the system to guide

dynamic requests.

4.2.3 Composite Kernel Abstractions

To provide a strong form of isolation, we adapt the access control abstractions of an

existing OS that is based on capability-based security [13], instead of adapting the ad-hoc

interfaces of an existing embedded RTOSes. The core security properties of capability-based

systems include that system resources are referenced only through unforgeable tokens called
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capabilities, and these capabilities are only accessible to a component if delegated from

another component that already has a capability to the resource. All system memory and

kernel resources are accessible through capabilities, and they can be used to provide strong

isolation through confinement [43]. Capabilities have proven a good fit for simple systems

that focus on moving most resource management functionality to user-level [77, 23, 41, 70].

This chapter uses a mechanism based on PCTries to generalize the capability-based

memory access control in Composite – previously specific to MMUs – to control both MPUs

and MMUs.

This requires updating both the capability-tracking structures within the kernel, and the

retyping infrastructure. To simplify the kernel and move dynamic kernel memory allocation

to user-level Composite uses memory retyping to enable the user-level management of

kernel memory [77] which is heavily inspired by seL4 [41].

The resource management and isolation policies in a Composite system are implemented

in user-level components that access and control system resources through capabilities. In

our system, the system scheduler (that also controls shared memory), and the I/O manager

form the conceptual Virtual Machine Monitor that manage resources to ensure isolation

between RTOS VMs. They delegate system resources in response to requests from VMs by

mapping memory, creating threads, and creating communication end-points.

4.2.4 PCTries as a Generalization of MMUs and MPUs

Path-compressed Radix Tries (PCTrie). In contrast to the radix tries underlying common

page-table structures in which subsequent levels translate a fixed number of bits, guarded

page-tables and general compressed radix tries [47] translate varying number of bits. This

enables a more memory-efficient representation while supporting a sparse address space,

and allowing “pages” of sizes corresponding to any power of two. The PCTries in our

system map addresses to access permissions instead of physical addresses; as MPUs don’t

perform translation, the access rights are sufficient.
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Radix tries (i.e. page-tables) pass address translation through a set of nodes with 2n

entries that reference the next nodes in the trie. Each node translates n bits of the address

until a page is referenced (which might be a superpage). In contrast, PCTries enable the

omission of internal nodes where all possible translations share the same bits for the omitted

nodes. In effect, this removes “chains” of page-table nodes, instead bypassing the need for

more nodes by tracking the common prefix of the bits of all following addresses. This is

particularly important when address spaces are sparse to save memory and lookup time.

Memory in many microcontrollers is sparse: most addressable memory and I/O falls within

a 4MB region. In such a case, the upper 10 bits are common to all addresses, thus omitting

the top levels of nodes. Similar to superpages in page-tables, the least significant bits of an

address don’t require nodes, and instead result in addressing a page of a larger size.

MPU regions as PCTries. PCTries have many similarities with the MPU model introduced

in §4.1.2. The ARM Cortex-M model uses size-aligned regions (similar to superpages),

and requires power-of-two sized regions (thus sub-regions). PCTries also have the same

constraints on their superpages, thus can be applied directly to generate MPU region

configurations. The static memory layout from §4.2.2 ensures that each PCTrie requires no

more than |R|×S protected spans of memory.

Page-tables as PCTries. Page-tables are trivially PCTries that omit no nodes to translate

bits, and support multiple superpage sizes based on the number of bits at the omitted lower

levels.

4.3 Implementation

4.3.1 PCTrie Implementation

Composite normally supports page-tables consisting of separately allocated nodes (each

4096 bytes) that are connected together to form active page-tables on the x86. The goals of

using PCTries are to (1) represent the sparse address space of small-memory systems with a
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small number of nodes, (2) to eliminate the separate kernel allocation of radix trie nodes,

and, importantly, (3) to enable the efficient and predictable programming of the MPU. The

first goal is met by the path-compressed nature of the PCTries, while the second is enabled

by inlining the PCTrie node memory into the capability slots in a component’s capability

tables. The third is achieved by maintaining a “summary” of the regions and subregions

represented by the entire PCTrie on each modification to the PCTrie.

Page-table nodes are dynamically allocated as separate pages that adhere to the hardware-

mandated format. In contrast, PCTrie representations offer more flexibility as they are not

directly bound to the hardware. Each PCTrie node contains four references either to memory

regions, or to the next node in the PCTrie, thus translating two bits. Each of these references

also includes either the number of omitted bits that are to be bypassed for subsequent

addresses in the next PCTrie node, or the size of the referenced memory region.

The PCTrie node representation fits into 44 bytes. The capability slots in Composite’s

capability tables can be of multiple sizes, and the largest size (64 bytes) is used to fully

contain PCTrie nodes. This enables components to avoid allocating (retype, activate,

and manage) separate memory for each node [77]. Importantly, this means that memory

management overheads are amortized into capability-table management, and significant

memory is saved by removing the page-granularity representation. User-level libraries

manage all of the details of page-table management (using the safe kernel APIs), and these

libraries are adapted to understand PCTries.

Efficient MPU updates. The MPU on ARMv7-M processors is programmed through a

set of memory-mapped registers, namely the Region Number Register (RNR), Region

Base Address Register (RBAR) and Region Attribute and Size Register (RASR). The RNR

controls which region is being programmed (though the RBAR has a region field that

overrides RNR), while the RBAR and RASR control the start address of the region, the size

of the region, and the region’s subregion statuses. No hardware assistance is provided for

loading these registers, so they must be filled manually.
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To enable efficient programming of these registers, we maintain a summary of all regions

described in a PCTrie in the head (top) capability. This summary is stored in the exact

MPU region representation expected by the RBAR and RASR. When switching to a new

component, the PCTrie head’s summary is read into CPU registers and written into MPU

registers without interpretation. This enables efficient MPU programming on the fast path,

but relies on the summary containing all memory access information of the whole PCTrie.

To provide this invariant, all PCTrie operations that change memory access (e.g. mapping

and unmapping) both modify the PCTrie and the summary. To enable this, each PCTrie node

contains back-pointers to the head, and enough local information to know which addresses

it represents. This design does have one negative side-effect: the system does not support

aliases within a PCTrie, instead only of memory itself. Semantic support for such in-PCTrie

aliasing, if required, can be provided by the user-level library that manages the PCTries.

The RBAR/RASR are laid out contiguously in memory, and are directly followed by

three aliases. Given this, we use the ARM Cortex-M7 processor’s multi-register load/store

(LDM/STM) instructions to accelerate MPU programming by programming 4 regions at a

time. §4.4.1 evaluates our use of these instructions versus the hardware abstraction layer

code provided by the manufacturer.

4.3.2 Small-Scale Virtualization Overview

The memory management abstractions in Composite provide predictable protection for

MPU-based microcontrollers. With hardware protection, native code runs safely on micro-

controllers. Our goals in providing a virtualization infrastructure for resource constrained

systems are to:

• enable efficient and predictable execution of each VM close to that on the bare metal;

• use hierarchical scheduling [62] to maintain processor isolation between VMs;

• use protected I/O demultiplexing through a component to mediate I/O access and isolation;

• effectively use the memory layout algorithm output to enable effective use of the MPU
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and memory isolation; and

• provide facilities for inter-VM communication.

To meet these goals, we use paravirtualization [15] to avoid the complexity and overheads

of emulating raw hardware accesses (i.e. I/O accesses, timer accesses, and interrupts). The

Composite kernel essentially plays the role of the access monitor – appropriately constraining

resource accesses – and we implement a Virtual Machine Monitor (VMM) as user-level

scheduler and I/O manager components. We paravirtualize FreeRTOS by modifying the

hardware-specific platform layer to utilize the services of the VMM. Figure 4.4 depicts the

entire system.
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     Extensions
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Figure 4.4: Virtualization infrastructure. Memory isolation is denoted by the dark solid lines, logical
separation is denoted by the dashed lines, and virtual machine monitor is denoted by the dotted lines.

4.3.3 CPU Virtualization

As the Composite kernel include a scheduling policy, each FreeRTOS virtual machine (FreeR-

TOS/VM) uses its own scheduler, while using the dispatching facilities of the Composite

kernel. To control how each of these schedulers is multiplexed across the processor, we
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employ hierarchical scheduling. A single VMM scheduler component multiplexes the CPU

across VMs. For simplicity, the root scheduler uses fixed-priority, preemptive scheduling, as

does FreeRTOS.

Our infrastructure relies on Composite support for TCaps, or temporal capabilities that

enables controlled delegation of time between different schedulers [26]. This infrastructure

enables two key features that we leverage: (1) each VM’s scheduler can manage its own

timer interrupts over the window of time it has been delegated, and (2) hardware interrupts

can safely be vectored directly to a VM if it is the sole VM interacting with the corresponding

device. Please see [26] for details of how this is done safely, properly, and efficiently.

Fine-grained access to time By isolating system components, the user-level can no longer

directly access privileged hardware resources. For example, native RTOSes often directly

access SYSTICK, which gives a measure of the progress of time. Each user-level scheduler

must maintain time, however, both for execution accounting, and properly delegation

of execution time. We use our platform’s (STM32F767IGT6) TIM4 timer register to

provide a cycle-accurate counter. Unfortunately, TIM4 is only 16 bits and we require 64-bit

timestamps, so we also must maintain a software word to track the “higher-order bits”. In

the actual implementation, we increase a 64-bit variable by 65536 when the TIM4 overflow

interrupt happens. When reading the timestamp counter, we read the 64-bit variable and

add it to the current TIM4 counter value to get the correct timestamp. The 64-bit timestamp

value is readable by all components, but is only writable by the kernel.

Schedulers are able to control timer interrupts within their TCap’s allocated slice of

time. To support this, when schedulers dispatch to a thread, they are able to specify that a

one-shot timer should occur at some time in the future. These timer interrupts are vectored

to a “scheduler thread”. To enable these one-shot programmed timers, we use our platform’s

TIM3 for this as it features low-overhead programming times and cycle-accuracy.

FreeRTOS CPU paravirtualization. FreeRTOS itself is abstracted by its designers to

enable portable implementation of the system on various architectures. We modify the
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hardware abstraction layer of FreeRTOS for it to execute as a VM, only relying on the

VMM and kernel services. We provide Composite-specific implementations of some of

the lowest-level functions for dispatching, timer control, and interrupts. Thread dispatch in

FreeRTOS maps directly to Composite dispatch, and requires only capabilities to the threads

that are provided to the VM, while timers are emulated with the one-shot timer support

discussed previously. Interrupts are serviced by Composite threads that suspend on rcv

end-points, and are activated in response to hardware interrupts.

4.3.4 I/O Virtualization

Interaction with I/O devices is performed via memory mapped interfaces at platform-defined

memory addresses. As the alignment and granularity of these I/O devices in memory

preclude fine-grained isolation via MPU regions, we use an isolated I/O manager component

to mediate device accesses (see Figure 4.4). The I/O manager is configured to allow each

VM to access a subset of the devices. Each VM makes requests via protected component

invocation to the I/O manager to read data from a device, or write to a device. We currently

configure this statically, and more intelligent means are left as future work.

For I/O devices that have relatively low data rates, data is passed in registers associated

with Composite synchronous invocations. For higher-rate devices, shared memory is used

to transfer data. If multiple VMs read data from the same device, the I/O manager must

multiplex the device. Thus interrupts from the device are sent to the I/O manager, and it

sends software interrupts (through asnd end-points) to the subscribing VMs. The priority

of the interrupt thread in the I/O manager is set to the ceiling of the VMs to receive interrupts

similar to [81].

FreeRTOS I/O virtualization. I/O routines within FreeRTOS are platform-specific, and we

provide Composite-specific versions that invoke the I/O manager. Data and events due to

I/O are exposed as FreeRTOS queues.
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4.3.5 Memory Virtualization

As the system is a SASOS, it does not provide address vitualization. Thus, the VMM’s

memory management (implemented in the scheduler for simplicity) uses the memory layout

derived is from the analysis in § 4.2. The lack of address translation hardware is the

determining factor guiding this design. The main limitation of requiring non-overlapping

VMs is that VMs must be re-linked (thus must be provided as ELF objects with symbol

information), and they cannot be written in a way that assumes any static addresses. The

former likely limits the use of proprietary software, while the latter is mostly used for I/O

accesses which we address via paravirtualization.

Position-independent VMs. To achieve some level of address virtualization, we looked

into software support. Ideally, the OS component of each VM could be loaded to flash once,

and reused as a library in each VM to save space in Flash (only a single image for N VMs).

We initially investigated providing this facility using a VM-specific Global Offset Table

(GOT) that maintains the address of each global variable. A register is used to reference the

GOT, thus allowing a single image to be used across different VMs, with separate GOTs

that translate to the symbols within that image. However, this proved unsatisfactory as

(1) portable compilers (gcc) generate expensive translations for each variable, (2) RTOSes

are often compile-time specialized to their applications which prevents using a single generic

image, and (3) the execution cost of translation is not well traded for memory given the

relatively large flash memories.

4.3.6 Inter-VM Communication

Past research has provided facilities for predictable inter-VM communication [45]. We avoid

the typical approach of virtualizing inter-VM communication as network communication.

This is due to the variety of networking stacks and protocols in embedded systems, and

because not every VM wants (or should have to have) a networking stack that consumes
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a non-trivial amount of memory. Instead, we provide a communication abstraction that

is closer to a point-to-point serial line. This is implemented using sinv synchronous

invocation end-points, and data is pass in registers. The focus of this abstraction is on

low-bandwidth data movement, and inter-VM event notification.

Shared memory regions are used for higher-bandwidth data movement between VMs.

These regions are set up in accordance with the layout and potential MPU region solution as

discussed in §4.2. The I/O manager is responsible for setting up both the communication

end-points between VMs, and, where necessary, setting up the shared memory regions for

higher-bandwidth data movement.

FreeRTOS communication paravirtualization. As with the rest of I/O, communication is

integrated into FreeRTOS in platform-specific code. Data and events from other VMs are

exposed as FreeRTOS queues.

4.4 Evaluation

Hardware configurations. For all evaluations, we use an ARM Cortex-M7 microcontroller

running at 216MHz (STM32F767IGT6), with 512KB embedded SRAM and 1024KB

embedded flash. The microcontroller has a 16KB instruction cache and 16KB data cache,

which are always enabled. Also, to speedup instruction fetching from embedded flash, the

flash prefetch accelerator is always enabled. The microcontroller also featured a double-

precision FPU, which is always disabled. We use the gcc compiler version 5.4.1, with the

-O2 optimization flag for all cases.

All measurements are repeated 10000 times, and the average, maximum, and standard

deviation are calculated. All bar graphs in this section depict the average (the bottom darker

bar), stdev (the error bar displayed on the average bar), and maximum (the lighter top bar)

measurements.

Software configurations.

The Composite system is always run with the VMM including the I/O manager, and
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Figure 4.5: Hardware overheads. int is interrupt overhead, syscall is system call overhead,
MPU4 and MPU8 are for optimized MPU programming overheads for 4 and 8 regions, respectively,
and STM1 is the ST Microelectronics hardware abstraction layer library programming overhead for
one MPU region.

system scheduler components with enough untyped memory to satisfy all requests from

other components. Two VMs are loaded for the measurements, and each VM runs one or

more threads. We use FreeRTOS version 9.0.0, and we evaluate the system configured both

with and without MPU support.

4.4.1 Microbenchmarks

Hardware overheads. Many system operations require interacting with hardware features

such as privilege modes, the MPU, and interrupts. To understand the context for the

operating system and virtualization overheads, we first investigate the hardware overheads

for the relevant operations. These provide a upper bound on the performance of the software

abstractions that use them. Figure 4.5 includes the hardware overheads for mode transitions,

interrupt overhead, and MPU programming.

We measure interrupt overhead as the bare hardware overhead for an interrupt. This

overhead is measured using the system call instruction with a system call handler that returns

immediately (using the BX LR instruction). In contrast, system call overhead is measured

using the handler in Composite which is modified to return immediately. The difference in

these costs includes the small amount of logic for system call routing in the kernel, and the

saving and restoring additional registers.
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Figure 4.6: Overheads of primary system operations, in Composite, FreeRTOS, and paravirtualized
FreeRTOS. The Composite measurements used in this comparison are all intra-component measure-
ments. ctx-r is the round-trip context switch time, int is interrupt latency, msgpass is message-
passing time. For FreeRTOS, message-passing is xQueueSend() and xQueueReceive(); for
Composite, message-passing is asnd() and rcv().

The costs of programming the MPU involve updating the registers associated with the

MPU as described in §4.3.1. The overheads in this operation include saving CPU registers to

the stack that will be clobbered, programming the MPU registers, and restoring the clobbered

registers. We compare the overheads for using the ST Microelectronics (STM)-provided

Hardware Abstraction Layer (HAL) library for MPU programming, and our optimized

version that uses ARM multi-register store operations. The optimized version programs four

registers at a time, thus we report both four and eight region programming latencies.

Discussion. These results show that the average and worst-case latencies for the hardware

operations that we use to provide increased isolation – including the programming of the

MPU – are not prohibitive. Of note, it is important to use optimized routines for MPU

programming as the implementation in the STM HAL library has unnecessary overhead.

The variations in these measurements are generally small, but the maximum values double

or even triple the average case. There are two reasons for this: (1) The system contains

instruction and data caches and a flash prefetcher, which induce jitter when cache misses

occurs, especially when the cache is cold during the first few runs of the benchmark. (2) The

measurements are conducted with a 64-bit timestamp counter simulated with 16-bit counters,

which causes overhead when its interrupt arrives. Thus, in realistic production systems, the

maximum values of these will rarely be reached, and they may not be as large as shown.
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Operating system operation overheads. To investigate the cost of various primitive

system abstractions in different configurations of Composite and FreeRTOS, we compare:

(1) Composite component execution which directly uses the system call API, (2) FreeRTOS

which has no protection facilities thus represents the overhead of a lightweight RTOS,

(3) FreeRTOS/MPU which is FreeRTOS configured to enable explicit programming support

for the MPU, and (4) FreeRTOS/VM which executes paravirtualized FreeRTOS on top of

the VMM and Composite system. These are depicted in Figure 4.6. The core operations

provided by these systems include interrupt handling, thread context switching, and inter-

thread communication (which we call IPC).

All of these systems divide interrupt execution into “top half” Interrupt Service Routine

(ISR) execution, and “bottom half” execution in the context of a thread. Interrupt latency

is measured as the time interval between the activation of the ISR, and the start of the

corresponding interrupt handler thread’s execution. In Composite, this is measured by

activating a kernel “asynchronous send” (asnd) endpoint in the ISR, that then activates

an interrupt thread blocked waiting on a “receive” (rcv) endpoint. In FreeRTOS, the

measurement is done in a similar fashion: the ISR will use xQueueSendFromISR()

to send to a queue, thus activating the interrupt thread. In all cases, the time interval

between entering the ISR and beginning the interrupt thread’s execution is measured. In

FreeRTOS/VM, the latency is measured between the execution of Composite’s hardware

ISR, and when a paravirtualized FreeRTOS thread receives from its interrupt queue.

Discussion. In many cases, FreeRTOS represents a lower bound on the overheads we can

expect. It includes no protection facilities, and includes highly optimized versions of many

routines such as thread dispatch. We would expect at least the additional overheads from

Figure 4.5 in any system that uses MPU-based protection. The results show that Composite’s

operations are generally on par with the FreeRTOS/MPU, with the exception of thread

context switch costs. Context switching costs in both Composite and FreeRTOS/MPU exhibit

overheads over FreeRTOS due to system call and MPU programming costs. FreeRTOS/VM
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Figure 4.7: Overheads of interrupt vs. interrupt inter-arrival time.

exhibits overheads both from FreeRTOS (due to its scheduling logic), and from Composite

(which performs the thread context switch).

Interestingly, Composite’s message-passing operations are faster, as the Composite

system is highly optimized for message passing. For interrupt handling latency, most

of the overhead for FreeRTOS/VM comes from hierarchical scheduling overheads that

are generally small on larger systems, but prevalent here. The largest component of this

overhead is due to a current policy in the Composite scheduling libraries that always switch

to a scheduler thread after an interrupt thread’s execution. The resulting additional thread

dispatch overheads increase interrupt latency. Though this design is not necessary, we have

not yet investigated optimizing it for this system.

To better understand the real impact of these overheads, particularly those involving

interrupts, we plot the percentage of system overheads vs. interrupt inter-arrival time in

Figure 4.7. Please note that the axis goes from a high interrupt inter-arrival rate (low

frequency) to a low inter-arrival rate (high frequency). The labels denote typical interrupt

inter-arrival times for real devices (from product sheets). Motion is for accelerometers

for step and motion-detection applications, HID are human interface devices such as

mouses and keyboards, Sensor includes sensors such as accelerometers for detecting

finer-grained motion, CAN is a CAN bus, and Motor is for control of a typical electric

stepping motor. A CAN bus at a 125-kbps with typical packet sizes, generates close to 1kHz

interrupts. For the electric motor, we assume a common motor that runs at approximately
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Figure 4.8: Overheads of Composite system operations. ctx1-r and ctx2-r are intra- and inter-
component round-trip context switch times, respectively, sinv is synchronous invocation enter time,
sret is synchronous invocation return time, int is interrupt latency, snd1 and snd2 are intra-
and inter- component asynchronous send/receive time, respectively.

60 rpm, and the interrupts come from a coaxial 1000-step-per-rotation encoder. Note that

the FreeRTOS/MPU and Composite lines are mostly overlapping.

Discussion. From the graph we can conclude that even the relatively higher costs of the

isolation provided by the VM infrastructure are reasonable at many of these interrupt rates,

often imposing less than 1% overhead. Nonetheless, some applications may require lower

interrupt response time, and hence more efficient interrupt response logic. In such cases,

the Composite native functionality’s overhead is on par with FreeRTOS/MPU and not much

more than FreeRTOS, while providing strong isolation.

Composite microbenchmarks. To better understand these results, we perform a number

of measurements on the base Composite system (Figure 4.8). In this part, we discuss the

following operations of Composite: (1) intra-component thread switch, (2) inter-component

thread switch, (3) synchronous invocation entering time, (4) synchronous invocation return-

ing time, (5) interrupt latency, (6) intra-component asynchronous communication time, and

(7) inter-component asynchronous communication time.

Intra-component thread switch (ctx1-r) time is the cost of a round trip switch between

two threads using the Composite dispatch between threads in the same component, while

inter-component thread switch (ctx2-r) time is between two threads in separate protection

domains (as used by the VMM scheduler to switch between VMs). The difference between
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Figure 4.9: Overheads of primary system operations in paravirtualized FreeRTOS(FreeRTOS/VM).
ctx-r is round-trip context switch time, vect2vm is the time from Composite interrupt vector
to FreeRTOS interrupt vector inside the VM, vec2thd is the total time from Composite interrupt
vector to the FreeRTOS receiving thread, qsnd is FreeRTOS queue send/receive time, and isnd the
cost of a send.

these is that inter-component thread switch will program the MPU twice (when crossing

protection domains), while the intra-component thread switch does not program the MPU.

There are two types of IPC mechanisms in Composite: synchronous invocation (sinv/

ret) via thread migration [24], and asynchronous send/receive (asnd/rcv). Synchronous

invocation between two components involves switching between components (including

MPU programming and system calls), and is the most common communication mechanism

between memory-isolated components. snd1 measures the latency between a asnd, and

the activation of the thread that is waiting on rcv where both threads are in the same

component. In contrast, snd2 is between threads in different components, thus requires

MPU programming. Interrupt latency int is replicated from Figure 4.6 and demonstrates

the expected intuition that interrupt latency is very tied to asynchronous communication.

This is unsurprising as these two operations share the same abstractions and code.

4.4.2 Virtualization Evaluation

The virtualization environment constructed in Composite along with the paravirtualization

of FreeRTOS entail overheads on system operations. These are investigated in more detail in

Figure 4.9. ctx-r displays a round-trip context switch via FreeRTOS’s taskYIELD().

This operation involves both FreeRTOS scheduling, and the scheduling libraries (and dis-
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patch) in Composite.

We focus on the evaluation of two aspects of paravirtualized interrupt latency. First,

vect2vm is the time from the Composite kernel interrupt vector/ISR execution to the

execution of the FreeRTOS ISR in the VM. Second, vect2thd is time from the Composite

ISR, to the execution of the FreeRTOS receiving thread. We can see from this result, that

the majority of the overhead comes from delivering the interrupt within FreeRTOS. This

validates our previous analysis: the current implementation of the scheduler library always

switches back to a “scheduler thread” after processing an interrupt, and the resulting context

switch costs are significant. We will optimize this in future work, but as we have shown in

Figure 4.7, current overheads are reasonable for many forms of I/O.

Lastly, we measure both the cost of communication between tasks in FreeRTOS/VM

using xQueueSend() and xQueueReceive(), and between different VMs. Inter-VM

communication is performed via virtual interrupts. A sending-VM initiates a synchronous

invocation to the destination VM which executes xQueueSendFromISR() to emulate

interrupt reception. The intra-VM communication measurement is conducted by measuring

the time difference between entering of xQueueSend() in the sending thread and the

exiting of xQueueReceive() in the receiving thread. The inter-VM communication

measurement, measures the round-trip costs of the inter-VM invocation (via sinv and ret)

wrapped in the FreeRTOS paravirtualization layers.

Discussion. These results confirm the source of the interrupt overheads of the virtualized

environment seen in Figure 4.6 which are mainly due to excessive thread context switches.

The difference between the qsnd and isnd communication mechanisms is interesting:

inter-VM communication is significantly faster than FreeRTOS API-based communication

within a VM. Note that isnd is a “round-trip” measurement, while qsnd is a “one-way”

measurement. Thus, our inter-VM communication is more than twice as efficient as intra-

VM communication. This is mostly due to the inter-VM communication’s direct reliance on

optimized Composite IPC mechanisms.
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Segment Name .text .data .bss
Kernel 134727 158 36816

Scheduler 65012 8192 15612
I/O Manager 508 4 512
FreeRTOS 47920 2652 9196

FreeRTOS/MPU 58865 3012 8908
FreeRTOS/VM 38177 12740 17260

Table 4.1. System memory overheads.

4.4.3 Paravirtualization Complexity

Paravirtualization relies on modifications to the lowest-levels of the virtualized OS. In

FreeRTOS/VM, we port the hardware-specific platform layer of FreeRTOS to use Composite

scheduling support, timer support, and I/O (via invocations to the I/O manager component).

This platform implementation is 363 Source Lines of Code (SLOC). In contrast, the bare-

metal platform layer for our microcontroller is 483 SLOC without MPU support, and

622 SLOC with MPU support. Though SLOC is not a perfect measure of complexity,

we conclude that paravirtualizing FreeRTOS in Composite is not a major effort, and we

anticipate that other RTOSes could be ported to the system.

4.4.4 Memory Virtualization Overheads

We have evaluated the ability of the system to provide increased isolation through virtu-

alization with reasonable overhead while maintaining predictability. Another important

aspect of the system is the memory overhead, and how effectively memory can be laid out to

best use the MPU for protection (§4.2). Additionally, both the kernel, and the components

constituting the VMM require memory. We compare against the .text, .data and .bss

sections of a minimal FreeRTOS configuration as a baseline.

Kernel and virtualization overheads. The size of each software component is shown in

the Table 4.1. The kernel and VMM components impose a constant memory overhead, while

the overhead for the changes in the size of FreeRTOS increase with the number of VMs.

Paravirtualized FreeRTOS consumes more RAM mainly due to the Composite user-level
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Sharing Config. System Only System + Chaining System + PubSub
VM Configuration 1 0.528 0.494 0.494
VM Configuration 2 0.600 0.564 0.564
VM Configuration 3 0.534 0.499 0.499
VM Configuration 4 0.400 0.370 0.370
VM Configuration 5 0.487 0.453 0.453

Table 4.2. Memory assignment overheads measured as the fraction of used memory.

scheduling library that statically allocates threads; however, its code size shrinks because

architecture-dependent code is effectively moved to the Composite kernel. FreeRTOS does

dynamic allocation of system resources (including threads and queues), so this table is not a

perfect representation of memory requirements as FreeRTOS will require more at run-time.

We believe that these overheads are reasonable for many systems.

Memory Assignment Algorithm effectiveness.

Static memory layouts are determined by the algorithm in §4.2 that attempts to best use

the available MPU regions and subregions. However, these layouts are heavily influenced

by the MPU alignment and sizing constraints, thus producing internal fragmentation.

To evaluate the memory overheads of our system, we test five different configurations

of VMs, with three different shared memory setups. These setups all involve VMs running

MiBench [30] applications with memory requirements detailed in Table 4.3. Each small VM

contains one MiBench application. Each big VM contains all five MiBench applications

that have distinct memory sizes (see Table 4.3). Our five different configurations are

as follows: (1) 3 small (basicmath, dijkstra, gsm), (2) 3 small + 1 big (basicmath,

dijkstra, gsm, big), (3) 4 small + 1 big (basicmath, dijkstra, gsm, pbmsrch, big), (4) 5

small (basicmath, dijkstra, gsm, pbmsrch, rijndael), and (5) 5 small + 1 big (basicmath,

dijkstra, gsm, pbmsrch, rijndael, big). Each of these setups also includes the kernel and

VMM components. Each VM is compiled the applications and paravirtualized FreeRTOS.

As shared memory for inter-VM and VM/VMM communication is essential and compli-

cates MPU region placement, we investigate three sharing configurations:

• Pairwise shared regions between each VM and the I/O manager.
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• The same as the first, but also with shared memory connecting the VMs in a ring. This

roughly mimics a sensor processing pipeline of filters and transformations.

• The same as the first, but with shared memory configured as a publisher-subscriber

network, where each VM can write to a shared memory location that every other VM can

read (pairwise sharing between each VM).

To determine the size of these regions, we observe that packet sizes of 256 bytes are common

on these platforms2. A realistic ring buffer size – 16 – yields a shared region of 4096 bytes.

To evaluate the overhead in each configuration, we apply the memory assignment

algorithm. We give the system a configurable amount of SRAM, and run the heuristic

with ever smaller amounts of memory until it fails to find an assignment when given XKB.

The total used memory for each configuration is Y KB, and Table 4.2 includes the memory

overhead ((X−Y )/Y ).

Discussion. Internal fragmentation for power-of-two sized regions has an average overhead

of 25% which we are exceeding at ∼ 50%. Though this overhead is reasonable (e.g.

compared to page-table’s memory, alignment, and granularity requirements), it is by no

means optimal. In contrast, our initial design of this algorithm based on an SMT formulation

with much simpler configurations tended to demonstrate overheads on the order of 10%.

The ∼ 50% overheads this heuristic exhibits represent the trade-off between a reasonable

solution, and long runtimes.

VM scalability. With an increasing need for isolation, a single system will include multiple

VMs. To evaluate the scalability of the system to an increasing number of VMs, we

factor in the size of each VM, and the necessary MPU alignment considerations. Each

FreeRTOS/VM (with no application) can fit into one 32KB memory block. If all virtual

machines are empty, eight will fit into the memory of the STM32F767IGT6 (512KB SRAM)

along with the kernel and the VMM components with 128KB left over for shared mappings

and dynamic allocations. This represents a limit based solely on system overheads, and

2For example, IoT devices communicating using MQTT (http://mqtt.org/).
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large or computationally hungry applications would practically force fewer VMs. Even

for existing systems, this context is useful if a system with a large number of applications

wished to isolate different subsets of them in different VMs. Regardless, this represents a

surprising level of VM scalability for such a small system.

VM Name .text .data .bss
basicmath 61961 12740 17260

dijkstra 64256 12744 57708
gsm 86545 12932 17260

pbmsrch 63264 12744 18284
rijndael 80576 12748 17260

big 193512 12948 59244

Table 4.3. VM memory overheads.

To understand the scalability of the system with applications, Table 4.3 includes the

memory requirements for different MiBench [30] applications compiled with paravirtualized

FreeRTOS. In realistic settings, the applications inside a VM are comparable or smaller than

the VM memory footprint. Thus, a mid-range microcontroller can easily fit four VMs, while

the high-end microcontrollers with more (1MB or more) SRAM can easily fit 12 or more

VMs.

4.5 Conclusion

This chapter has introduced an infrastructure to support strong isolation along the CPU,

memory, and I/O dimensions. We have shown how a somewhat limited MPU can be ef-

fectively used to provide fine-grained isolation through a combination of a static memory

placement algorithm, and an efficient kernel representation that generalizes different hard-

ware protection mechanisms. The VM infrastructure supports paravirtualized FreeRTOS,

and easily scales to 8 virtual machine instances.
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Chapter 5: TzV: TrustZone as an Interrupt Accelerator for Microcontroller

Virtualization

In the design of traditional cyber-physical systems, e.g. vehicle electronics, avionics, and pro-

grammable logic controllers, multiple microcontrollers are employed. Each microcontroller

is responsible for a specific type of real-time or best-effort task, and a shared bus interconnect

e.g. controller area network (CAN) is responsible for mediating communication between

them. Nowadays, this traditional design paradigm are facing challenges from both system

complexity and tight Size, Weight and Power (SWaP) constraints. The number of standalone

microcontrollers increases with the system complexity, as is number of components on

printed circuit boards (PCBs). With an increasing number of mutually communicating

systems, the bus bandwidth is pressured, complicating the analysis of system predictability.

The difficulties faced by the traditional paradigm calls for microcontroller consolidation,

which replaces multiple microcontrollers with a single consolidated instance. A consoli-

dated microcontroller is functionally equivalent to the set of standalone microcontrollers

that it intends to replace, with increased integration and faster message-passing capabilities

between different applications. However, traditional standalone microcontrollers’ software

are bare-metal applications or based on real-time operating systems (RTOSes), and con-

tains millions of lines of proven code. A rewrite of them will invalidate potential safety

certifications and lead to new rounds of Non-Recurring Engineering (NRE).

In microprocessor and mainframe systems, virtualization have long been proposed to

run multiple guest machines on one piece of hardware. More generally speaking, by setting

up protection domains in between, mutually mistrusting tenant programs will be able to

share the hardware resources, including CPU, memory and I/O. However, as shown in the

last chapter, protection domains that solely rely on kernel-mediated interrupt passing exhibit

predictable yet high interrupt latencies, which are unsuitable for many applications that
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require tight response times. This chapter discusses the possibility to simultaneously host

multiple protection domains on the same microcontroller, while approaching the interrupt

latencies of their standalone bare-metal counterparts. TrustZone-M, a new microcontroller

protection domain mechanism is leveraged to pass interrupts directly to real-time virtual

machines, enabling interrupt latencies comparable to the bare-metal applications.

5.1 Background and Motivation

As the scale of modern Cyber-Physical Systems (CPSes) grow, the number of microcon-

trollers working together in a system have increased. Traditional design patterns where each

microcontroller performs a specific task or operates a particular sensor/actuator are chal-

lenged by the increased cost, Size, Weight and Power (SWaP). Bus interconnect bandwidth

responsible for inter-domain communication are increasingly saturated due to the growing

number of clients, and the reliability of the system declines with more hardware components

for failures. These challenges are further exacerbated with the difficulty to manage different

code-base and orchestrate development between different microcontroller systems, and lead

to chaos in project management. As shown in figure 5.1, the ever increasing number of stan-

dalone microcontrollers makes system integration intractable. However, from automonous

vehicles to Programmable Logic Controllers (PLCs), consolidated microcontrollers must

be able to provide identical functionality as the set of standalone microcontrollers, while

maintaining the real-time responsiveness and Quality-of-Service (QoS) of the original

cyber-physical design. Contrary to the traditional design, this consolidation faces various

new challenges such as error propagation, privilege escalation propagation, and temporal

interference between the microcontroller functions.

Outside of the microcontroller field, virtualization have long been adopted for micro-

processor architectures, e.g. x86, ARM, MIPS and PowerPC as a mechanism for providing

protection domain isolation. A virtualization infrastructure simulates a number of mutually

isolated virtual hardware platforms given a single piece of real hardware. This makes it ideal
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Figure 5.1: Unconsolidated automotive electronics design. High-speed interconnects are denoted
by thick lines, and low-speed interconnects are denoted by narrow lines. Microcontroller package
boundaries are denoted by solid rectangles, and software packages are denoted by dotted rectangles.

for accommodating applications or systems that used to run on multiple pieces of hardware

without significantly modifying the code base.

Significant research have been performed in different aspects of microcontroller protec-

tion domains [59], and the paravirtualization platform built on them. As shown in Figure 5.2,

this is driven by the fact that the original microcontroller code-base are often proven or

certified, and need to be directly leveraged with no or minimal modifications to avoid

prohibitive new engineering efforts. However, these designs are handicapped by the fact

that (1) the hardware interrupts will be serviced by the kernel first before they are passed

to any user-level protection domain, and (2) the interrupts then need to be redirected to

the target virtual machine by the underlying virtual machine monitor. These heavy-handed

indirections imposes high overheads including many context switches between protection

domains. Such overhead, though acceptable in many cases, is not allowed for certain appli-

cations that directly interact with the physical actuators or I/O pins, e.g. high-speed servo

motor controllers. These applications require tight interrupt latencies only achievable by

installing their handlers at the kernel level; however, these handlers need to be fully certified

in both safety and security aspects. Otherwise a faulty or malicious handler easily impacts

the whole system given unrestricted kernel-level access to all system resources.

Recent advances in microcontroller designs have introduced hardware-switched worlds

e.g. the TrustZone-M security monitor that separates the system resources, including CPU

registers, interrupt vectors, memory and I/O into multiple sets. However, these facilities are
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complicated by the highly asymmetrical isolation model that they impose on the software

design: one protection domain (Secure) automatically have all access to the other protection

domain’s (Normal) resources, making mutual isolation between them challenging. To

this end, this chapter investigates these hardware-switched worlds and proposes a novel

interrupt acceleration mechanism called “SBI” (Secure Bare-metal Interrupt) leveraging

such hardware to eliminate software-induced interrupt latencies while enforcing isolation

between multiple protection domains, and implements a virtualization infrastructure called

“TzV” that provide virtual machines with such acceleration (Figure 5.3). In complement, this

chapter also discusses some hardware design suggestions that synergy with the proposed SBI

mechanism, which help to overcome the restrictions that come with the current TrustZone-M

hardware.

Contributions. The contributions of this chapter include:

53



Kernel

No isolation
Low latency

Kernel Kernel

App1

Kernel
mode

User
mode

Message
passing

App2 App3 App1 App2   VM App1 App2   VM

ISR ISRISR ISRISR ISR

Full isolation
High latency

Full isolation
Low latency

HW ISR
activation

Figure 5.4: TzV design overview. Kernel-mode space are grey areas, user-mode space are white
areas. Dotted lines indicate ISRs, and solid curves indicate application threads. Rectangles indicate
protection domains. Lightning bolts indicate hardware ISR activation, and arrows indicate the
message passing from the ISRs to applications. The bare-metal OS architecture shown on the left
have low interrupt latency but no isolation; the protected OS architecture shown in the middle have
full isolation but high latency; the proposed TzV architecture with SBI shown on the right have low
interrupt latency and full isolation.

• an introduction of the SBI design (§5.2) and its adaptation of the hardware switched

worlds to enable tight interrupt latencies for protection domains;

• a prototype implementation of SBI in the Composite microkernel as a foundation for the

TzV accelerated microcontroller virtualization prototype (§5.3); and

• an evaluation of the TzV prototype compared to an existing bare-metal OS without SBI

to understand the fundamental predictability and efficiency properties of the system’s

operations (§5.4).

• an evaluation of a virtual machine with TzV compared to the same virtual machine without

TzV to demonstrate the applicability of SBI in real-world virtualization applications (§5.4).
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5.2 Design

TzV is a virtualization infrastructure that integrate hardware switched worlds e.g. TrustZone-

M into MPU-based microcontroller software infrastructure to accelerate interrupt delivery

in a secure manner. TzV aims to provide all of efficiency, security and high levels of

predictability on all device that have such hardware-switched worlds. Different from

software infrastructures based solely on MPUs, TzV combines efficient hardware protection

domains with bare-metal interrupt latencies.

5.2.1 Secure Bare-metal Interrupts

Hardware switched worlds that appear on microcontroller platforms separate all system

kernel-level resources, including CPU, memory and I/O, into two or more isolated worlds.

A specific memory region and I/O address is always assigned to one of the worlds, and the

worlds are orthogonal to kernel-user modes. Each world may only access the memory and

I/O within itself; however, some worlds may access resources other worlds if the hardware

permits or imposes this. The isolation of CPU is achieved as separating the CPU into two or

more logical cores, each having their own register set. Many CPU status and core registers

may be banked between different worlds. However, unlike hyper-threading technologies,

the logical cores have no true parallelism. When one core is executing, other cores must

wait, as the pipeline must be dedicated wholly to one core at a time in a software-aware

manner. The critical features of these worlds are that (1) each interrupt vector is assigned to

one of the worlds, and the interrupt controller is shared among all worlds, (2) each world is

paired with its own programmable set of registers only programmable by kernel that defines

its spatial protection domain, and (3) when the interrupt fires, the hardware automatically

saves all states, switches to this world, and start vector execution. These features allow the

processor hardware to stop executing the current world and switch automatically to a world

at whom a higher-priority interrupt is targeting. After executing the interrupt handler, the
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processor switches automatically back to the former world and resumes execution there.

Note that such processor mode switches are performed entirely by the hardware, and no

extra software overheads are involved. Thus, between the different worlds, the interrupts are

delivered with bare-metal latencies, yet the worlds still have their accesses restricted to their

respective protection domains, even at kernel-level. This allows the interrupt vectors to be

untrusted and even potentially malicious while still providing minimized latencies for them,

hence the name Secure Bare-metal Interrupts (SBI).

Regardless of the underlying hardware, the guarantees of SBI are as follows.

G1: Bare-metal latency. When delivering the interrupts, The software involvement should

be next to none to minimize latency. Ideally, the software is totally bypassed, and

hardware performs all of the interrupt vector invoking jobs, reaching bare-metal laten-

cies. If the hardware architecture allows interrupt preemption, the SBIs may then be

programmed to preempt even kernel execution, improving their jitter.

G2: Spatial isolation. All worlds must be spatially isolated from the OS kernel, and all

other protection domains which it does not have access to, so that the SBIs do not have

full system priviledges even if they execute in kernel mode.

G3: Temporal isolation. The SBI execution in all worlds are bounded, which means that

no world may enter a dead loop and thus hamper system responsiveness. Typically,

each world have a time budget, and when this budget is expended, the execution of that

world would have to stop until that budget is replenished again.

Different processors may have different implementations of hardware-switched worlds,

and whether the following aims are possible depends on the processor design.

A1: Cycle-accurate execution accounting. If the execution time budget accounting of all

worlds are maintained by dedicated hardware facilities, then they are accurate to cycles.

This allows cycle-accurate budget accounting and precise control of overall system

execution.

A2: Multiple hardware-switched worlds. If more than two hardware-switched worlds

56



exist in the processor design, then we are able to provide more than one SBI-enabled

protection domain. One of the worlds will be used to run the operating system and the

user-level applications, and all other worlds are dedicated to the SBIs of their respective

hardware-accelerated protection domains.

A3: Flexibility of allocations. If the programming of the worlds’ protection domain

registers poses no more restrictions compared to programming the MPU, then we may

program the world to have access to exactly the memory ranges that the MPU allows

the protection domain to have, posing no extra restriction on the memory allocations of

the protection domain. This allows more system design flexibility.

5.2.2 Spatial Isolation

The SBIs are untrusted and hence must be spatially isolated from the rest of the system,

with the exception that the protection domain they target. As each hardware-switched world

provides its own access control register set for restricting its memory and I/O access, we

program these registers much like how we program the MPU to restrict the accesses of

these SBIs. When a SBI-accelerated protection domain have its memory map changed, we

program both the MPU and the corresponding world’s access control registers. When the

protection domain executes at user-level, the MPU is responsible for restricting the accesses

of its threads; when the protection domain executes in its kernel-level world, the world

access control registers are responsible for restricting the access of its SBIs.

5.2.3 Temporal Isolation

Even if the SBIs are spatially isolated, they may enter infinite loops either due to software

faults or malicious intents and hamper the responsiveness of the system. Given this, the

execution budgets of the SBIs must be enforced, even if they may preempt the kernel. When

the hardware provides dedicated per-world timers only programmable by the kernel (A3),

we may preprogram these timers with the execution budgets of each respective world. As the
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SBIs in the world execute, the corresponding timer counts down and an interrupt targeting

the kernel will be fired when the budget expends. This allows the kernel to terminate the

execution of the SBIs and disable further interrupts to the world when the budget is overrun.

When more budget is allocated to this world, the kernel will reprogram the timer with this

budget and reenable the SBIs targeting this world.

5.2.4 SBI-enabled Virtualization Infrastructure

Microcontroller virtualization have been the choice to run multiple legacy code-base on

the same microcontroller, facilitating functionality consolidation. Each VM is provided

with the ability to call hypervisor services e.g. memory management, I/O management and

scheduling. In current designs, the interrupt signals need to pass through the hypervisor

before they are sent to the VM, which introduces extra latencies that render many real-time

applications difficult to implement.

In this chapter, we leverage the SBI mechanism to implement TzV, a hardware-accelerated

virtualization infrastructure whose VM interrupts are delivered with bare-metal latencies.

To achieve this, all timing-critical VM interrupt handlers are implemented with SBIs. When

the interrupt fires, the hardware automatically switches to the accelerated VM and executes

its interrupt handlers. When these interrupt handlers finish their execution, notifications may

then be sent to the system kernel, who in turn notifies the VM of the interrupt. Thus, the

use of SBI makes bare-metal interrupt latencies possible for the legacy applications without

sacrificing mutual isolation between them.

5.3 Implementation

5.3.1 SBI-enabled Composite µ-Kernel

The TzV is implemented with the Composite µ-kernel that have a strong capability-backed

security model. In Composite, all kernel objects such as threads, communication end-points

58



and protection domains are only accessed through unforgeable tokens called capabilities.

These capabilities are delegated in a regulated style between user-level protection domains

called components. When the system boots, the authorized protection domains boot up with

full access to all system resources. These resources are then delegated to others according

to the user-level policies. In a minimal system, the management components include the

scheduler, the memory and the I/O manager. TzV is implemented in the system’s kernel with

SBIs; extensions to the I/O manager which is responsible for device operation and interrupt

handling are also necessary. Applications such as VMs use highly optimized synchronous

invocations and asynchronous signals to request and handle I/O communication. In TzV, the

I/O manager is extended to be aware of the SBIs, and is responsible for redirecting them

to the correct virtual machine. The Composite kernel itself remains largely unmodified

with respect to the MPU-enabled Composite, except the addition of logic that takes care of

the SBIs. Thus, despite the fact that the Composite system is heavily optimized to deliver

maximum performance, user-level policies and ease of programming, SBI and TzV may also

be implemented in other systems that provide protection domains on microcontrollers.
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Figure 5.5: Virtualization infrastructure. Memory isolation is denoted by the dark solid lines, logical
separation is denoted by the dashed lines, and virtual machine monitor is denoted by the dotted lines.
Specifically, memory separation by the security monitor is denoted by the dark dash-dotted lines.
The virtual machine monitor and the virtual machines reside in User Secure, the kernel resides in
Kernel Secure, while the accelerated interrupt vectors reside in Kernel Normal. There is nothing in
User Normal.
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5.3.2 TrustZone-M as an Interrupt Accelerator

In this particular chapter, we implement TzV in an TrustZone-M-enabled microcontroller,

and leverage the TrustZone-M mechanism as the supporting hardware for the SBI mechanism.

Marketed by ARM as a hardware extension for microcontroller virtualization, TrustZone-M

is in fact a security monitor that separates the system resources, including CPU registers,

memory and I/O into Secure and Normal worlds. It is important to note that Secure and

Normal are orthogonal to kernel and user modes, for a combination of four CPU states:

Kernel Secure, Kernel Normal, User Secure and User Normal.

Kernel
Secure

User
Normal

User
Secure

Kernel
Normal

BX
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Figure 5.6: TrustZone-M design by ARM. Its original intention is to isolate the key secure software
components from the other software components.

Switching from Secure to Normal needs a branch only, however switching from Normal

to Secure requires executing a specific secure gate (SG) instruction residing in the Secure but

Normal-callable code memory. As shown in Figure 5.6, the TrustZone-M design enables fast

switching between Secure and Normal modes, and allows vectoring of interrupts directly

from one state to another.

To
From Current processor mode

Kernel Secure Kernel Normal User Secure User Normal

Target

Kernel Secure 3 7 7 7
Kernel Normal 3 3 7 7
User Secure 3 7 3 7
User Normal 3 3 3 3

Table 5.1. Access permission matrix for TrustZone-M in ARMv8-M processors.
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As shown in Table 5.1, CPU running in Secure mode may access both Secure and

Normal resources, while in Normal mode only access to Normal resources are allowed. In

conventional TrustZone-M-based designs, we run the critical small code pieces in Secure

while the bulk of the operating system and all of its applications execute in Normal. However,

an implementation where the accelerated interrupt vectors run in Secure is not sound due to

them having access to all Normal resources by default. This asymmetry in access permissions

gives accelerated interrupt vectors higher privilege than the operating system kernel, and

defeats the isolation of the rest of the system from them. Previous work have multiplexed

TrustZone [36] to share it between multiple VMs, however this is not possible in this work

due to the nested interrupt controller hardware. In contrast, to enable a single isolated virtual

machine to reach bare-metal interrupt latencies while isolating all applications from each

other, we choose to leverage TrustZone-M in an unconventional way. The SBIs are placed

in the Kernel Normal while the kernel is placed in Kernel Secure; all applications run in

the User Secure while the User Normal is empty. On the Normal side, the TrustZone-M

is responsible for isolating the SBIs, while on the Secure side the MPU is responsible for

isolating different protection domains. In this way, we’ll be able to support SBIs and multiple

mutually mistrusting protection domains simultaneously, allowing both tight latencies and

true multi-tenancy. In addition, the architecture lacked dedicated counters for the Kernel

Normal domain, and certain debugging facility registers are leveraged to overcome this

limitation.

Compare this mechanism provided with the guarantees listed in (§5.2), we have the

following findings:

G1: TrustZone-M allows this because all the register pushes and context switches are done

by the hardware, and requires no software intervention.

G2: TrustZone-M implemented a set of SAU access control registers for Normal that allow

the kernel to preprogram and restrict the access of the SBIs, hence enforcing spatial

isolation.
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G3: The Composite provides a TCaps abstraction that allows programming execution

budgets, and this mechanism is adapted for SBIs to place a bound on their execution

time.

To this end, all three guarantees are met, and TrustZone-M may be leveraged as a supporting

hardware for SBI.

When looking into the aims, we have the following findings:

A1: The TrustZone-M itself does not provide such accounting means, however we do find a

counter in the debug facilities that provide this ability. The counter only counts down

when the Normal world is executing, and when the value reaches zero, an interrupt

fires so that the kernel may stop the execution of the SBIs.

A2: Unfortunately, the TrustZone-M only supports two worlds. Thus, among all protection

domains, only one of them allows SBI.

A3: The access control registers for TrustZone-M provide ample flexibility when it comes

to memory range programming, so we may always program it to reflect the same

protection domain that the MPU is enforcing, placing no restrictions on memory

allocations. However, they do not allow setting independent read, write and execute

permissions for the memory segments, thus this aim is only partially met.

We notice that all aims are met except for A2: we are unable to provide more than one

SBI-enabled protection domains due to this restriction.

5.3.3 Hardware-accelerated Interrupt Overview

We integrate SBIs into the Composite system with minimal modification, minimal overheads

and maximum isolation in mind.

Spatial isolation. To accomplish G2, the SAU hardware must administered. The hardware-

accelerated vectors execute in Kernel Normal thus the Secure MPU is incapable of restricting

its memory accesses alone. Similar to the MPU, the SAU also have three major registers:

SAU Region Number Register (SAU_RNR), Region Base Address Register (SAU_RBAR)
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and Region Attribute and Size Register (SAU_RASR). The SAU_RNR is responsible for

choosing the SAU region to program, while the SAU_RBAR and SAU_RASR controls the

address range and the security properties for the memory trunk. When the SAU is enabled

but left unprogrammed, all memory map is regarded as Secure and cannot be accessed from

Normal execution state by default. Each memory trunk programmed in the SAU are labeled

with one of the two security attributes: Normal or Secure but Normal-callable which may

contain Security Gates (SGs) that are callable from Normal code.

In this implementation, we program the SAU so that all RAM of the SBI-enabled

component are marked as Normal. This guarantees that the component is executable from

both Normal (SBIs) and Secure (application code), and the SBIs may still access the VM data

which is Normal but may not access the kernel and other virtual machines which are Secure

by default. The SAU may only be programmed at Secure so that malicious vectors may never

modify these security attributes either by accident or deliberately, enforcing strong spatial

isolation between the vectors and the rest of the system. The Nested Vectored Interrupt

Controller (NVIC)’s Interrupt Target Non-Secure (ITNS) registers are also modified so that

all the SBIs now target Normal by hardware. When the Normal interrupts fire, all Secure

registers are saved onto the Secure stack then wiped out by hardware and the processor

switches to the Kernel Normal state to execute the SBIs. Note that there is the risk of a

Secure interrupt tail-chaining a Normal interrupt, in which case the register contents will be

invalid when the Secure interrupt is entered. [48] To avoid this, whenever we enter a Secure

interrupt, we check whether it is tail-chained to a SBI. If that’s the case, we set up a timer

that fires shortly after and return from the Secure interrupt immediately. When the timer

fires, we attempt to re-execute the Secure interrupt, without SBI tail-chaining this time.

Temporal isolation. To accomplish G3 and A1, the ARM standard debugging facility

registers and its special features are leveraged so that we may (1) track time spent in

different worlds, and (2) trigger high-priority interrupts when that time reaches a threshold,

even if Composite is a non-preemptible kernel. The debug registers serve the purpose of
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notifying the kernel when SBI execution would interfere with the predictable execution of

the rest of the system.

The SBIs are executed at a higher priority than the Composite without any intervention

so the kernel may not know when they started execution and how long they executed for.

To complicate things further, the SBIs may preempt even the Composite kernel, and this

makes unmodified TCaps support of Composite useless. Thus, a hardware mechanism is

needed so that the Kernel Normal execution time is accounted for whenever the handlers

execute, and the kernel needs to be notified of when the budget expends.

In particular, we use the Data Watchpoint and Trace (DWT) facility. The DWT built

into the processor have a 32-bit DWT_CYCCNT register that (1) may be programmed to

only account for the number of CPU cycles spent in the Kernel Normal state, where the

accelerated interrupt vectors execute. This is done by programming the CYCDISS (bit [23])

and CYCCNTENA (bit [0]) of the DWT_CTRL register. If the DEMCR and DWT_FUNCTIONn

registers are also configured, (2) the Debug Monitor Exception (DebugMon) may be fired

when the DWT_CYCCNT value equals a predefined value in the corresponding DWT_COMPn.

This gives us an opportunity to fire an Kernel Secure interrupt when the SBIs overrun their

budget, effectively implementing a deferrable server for them.

We introduce a new TCaps called hardware TCaps into the Composite kernel and use it

to track the execution of the vectors in a capability-based fashion. The hardware TCaps is

created by the kernel at boot-time and may only be transferred time to. Different from other

TCaps, it is associated not with any thread but with the Normal world. When transferred

time to, the SBIs will be enabled and the DWT_COMPn will be programmed with the budget

alloted for the execution of these vectors. When the hardware register’s budget is expended,

the processor will be taken to the DebugMon_Handler executing in Kernel Secure, where

we (1) disable the SBIs and (2) modify the preempted SBI’s stack so that an immediate

return from it will be performed. In this way, the currently executing Kernel Normal vector

will be terminated and the interrupt stacks will be unwinded correctly, and we’re back in
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the execution context on the Secure side. The Kernel Normal interrupts will be re-enabled

by the hypervisor only when more budget is allocated to the Kernel Normal vectors, and

the DWT_COMPn register will be programmed accordingly so that the next budget overrun

interrupt will fire when this budget is exhausted. The system scheduler is responsible for

replenishing this hardware TCaps on a regular basis so that the time allocated manages to

service the SBIs.

5.3.4 TzV Virtualization Overview

The underlying microcontroller virtualization infrastructure must be efficient, predictable

and secure to provide a foundation for future networked applications.

Memory virtualization. In MPU-enabled Composite, PCTries are leveraged as a efficient

means of memory access control for components like in the previous chapters, together

with the underlying enforcing MPU hardware. Each component, or virtual machine, is

associated with a PCTrie at creation time which is responsible for holding all the descriptors

of memory regions that the component have access to. The memory manager is responsible

for translating virtual machine memory allocation and deallocation requests into PCTrie

operations, which finally updates the MPU register 1 content and enforce spatial isolation.

CPU virtualization. Composite system scheduling facilities that supports user-level schedul-

ing policies are leveraged so that each FreeRTOS VM uses its own scheduler. Each FreeR-

TOS thread is now executed with a Composite thread context, and context switches are

performed by the Composite kernel. The FreeRTOS scheduler is still responsible for

scheduling the threads nevertheless, with the thread dispatching assembly in port.c and

portmacro.h replaced by the efficient and predictable Composite system calls. Between

different FreeRTOS VMs, hierarchical scheduling is applied, and strict temporal isola-

tion is enforced by Composite’s TCaps support so that the VMs don’t interfere with each

other. In this particular implementation, the root scheduler uses a fixed-priority round-robin
1Region Number Register (RNR), Region Base Address Register (RBAR) and Region Attribute and Size

Register (RASR)
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scheduling strategy, as does FreeRTOS.

I/O virtualization. To enforce strong isolation, all I/O operations, as well as interrupts, are

virtualized so each VM is provided with a restricted set of hardware that it may directly

or indirectly interface. In Composite, I/O virtualization on TrustZone-M devices are much

like memory management due to the fact that all devices are memory-mapped. The devices

monopolized by one VM only are directly mapped to their address space, enabling zero-

overhead access to device data. Nevertheless, some devices may be shared between different

virtual machines, and in that case each VM makes requests via protected component

invocation to the I/O manager to operate the device. Regarding lower data rate devices, the

data is directly passed in the Composite invocation registers. For higher data rate devices

however, regulated memory sharing between the I/O manager and the VM is exploited.

For regular interrupt delivering, Composite’s efficient asynchronous communication

infrastructure is leveraged, and interrupts are serviced by Composite threads inside the VM

that suspend on arcv end-points. When an interrupt fires, the Composite kernel will raise

a asnd request to the VMM, who in turn dispatches this request to the handler thread

within target FreeRTOS VM through another asnd. The interrupt handler thread may then

call xQueueSendFromISR() and pass the interrupt to a FreeRTOS-aware thread. As a

special case, the hardware interrupts targeting one virtual machine only may bypass the I/O

manager and be delivered to the target virtual machine directly instead with only one asnd.

Accelerated interrupt handling and passing. The TrustZone-M security state crossing

mechanisms are exploited so that the SBIs may notify the rest of the system in a simple

stub call when they are fired. Specifically, the SG instruction is leveraged. SG is the special

instruction in TrustZone-M responsible for crossing security state boundaries. Once is

executed, the processor state will switch to Secure, and then the instructions immediately

following it will be executed. To return from Secure to Normal, a special instruction called

BXNS is executed so that the processor jumps back and sets the execution state back to

Normal, finishing a Normal-to-Secure function call.

66



7

send2vm() {
    SG
    trig_kern()
    BXNS
}

1

2

3

4

5

sbi_int() {
    ...
    send2vm()
}

kern_handler() {
    ...
    cap_hw_asnd()
    ...
}

6

Kernel
normal

Kernel
secure

User
secure

0

Figure 5.7: Accelerated interrupt delivery. Memory isolation is denoted by the dark solid lines,
interrupt passing are denoted in arrows. Numbers denote the step sequence. Rounded rectangles
denote User and rectangles denote Kernel. Accelerated SBIs start from step 1, while non-accelerated
interrupts start from step 0.

As shown in Figure 5.7, when the SBI gets activated 1 , it will begin execution after a

mere hardware latency, and deals with the stimulus from the physical world immediately.

After handling such request, the SBI may need to notify the underlying virtual machine of

this event. Due to the fact that SBIs execute in a Composite agnostic fashion, normal interrupt

message passing (asnd) paths of the Composite kernel cannot be directly leveraged. A

small veneer function beginning with SG is linked into a Normal-callable Kernel Secure

address, and is responsible for triggering a dedicated interrupt routine in the Composite

kernel. When the SBI wants to notify the underlying accelerated VM, it executes the veneer

2 where a timer interrupt in the Kernel Secure-side Composite kernel is programmed to

fire shortly after 3 . The SBI then finishes its execution, and the Secure side resumes its

execution. If the Secure side was not executing in the kernel, the Kernel Secure interrupt now

fires and notify (asnd) 4 the I/O manager which will notify the VM as well 5 . After the

VM internal handler is notified, the thread running in the VM will be notified subsequently

by a xQueueSendFromISR() 6 . The kernel may also notify the VM internal handler
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directly where only one VM needs to be notified 7 , bypassing the I/O manager. If the

Secure side was executing in kernel vector, upon exiting of the kernel, the Kernel Secure

interrupt vector will be tail-chained, performing the notification.

5.4 Evaluation

Hardware configurations. For this chapter, an ARM Cortex-M33 microcontroller running

at 150MHz (LPC55S69JBD100) is used. It features two three-stage pipelined ARM Cortex-

M33 cores with 320KB embedded SRAM and 640KB embedded flash; however, only one

core is used in this evaluation. Since this processor is slow enough that it executes at a

rate commensurate with the SRAM and flash access speeds, no cache is implemented in

the CPU. The microcontroller also featured a FPU, which is always disabled, and a flash

memory accelerator, which is always enabled. We use the gcc compiler version 9.2.1, with

the -O3 optimization flag for all cases.

All measurements are repeated for 10000 times; the average and maximum values are

calculated. All bar graphs in this section depict the average (the bottom darker bar) and

maximum (the lighter top bar) measurements.

Software configurations. We run the Composite system with the VMM including the I/O

manager, and system scheduler components with enough untyped memory to satisfy all

requests from other components. Due to memory footprint constraints, only a single VM is

loaded for the measurements. We use FreeRTOS version 9.0.0, and we evaluate the system

configured both with and without TzV support.

5.4.1 Microbenchmarks

Hardware overheads. Many system operations require interacting with hardware features

such as privilege modes, security gates, and interrupts. For TrustZone-M microcontrollers,

the interrupts are more complicated because there are three types of them that are used in

TzV: User Secure-to-Kernel Secure (for regular taken-to-kernel interrupts), User Secure-to-
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Figure 5.8: Hardware overheads. user secure→kernel secure is interrupt latency from
User Secure to Kernel Secure, user secure→kernel normal is interrupt latency from User
Secure to Kernel Normal, kernel secure→kernel normal is interrupt latency from Kernel
Secure to Kernel Normal, system call is system call overhead including the system call stub
register pushes and pops, and sg/bxns is the total time to pass security gate transition from Kernel
Normal to Kernel Secure and returning from Kernel Secure to Kernel Normal.

Kernel Normal (for accelerated interrupts when the system was executing the components),

and Kernel Secure-to-Kernel Normal (for accelerated interrupts when the system was

executing in the kernel). To understand the context for the operating system, virtualization

and acceleration overheads, we first investigate the hardware overheads for the relevant

operations. These provide a upper bound on the performance of the software abstractions

that use them. Figure 4.5 includes the hardware overheads for privilege mode transitions,

security state transitions, and the interrupt overheads.

We measure interrupt latency as the bare hardware latency for an interrupt. This overhead

is measured using the MCU’s built-in mailbox hardware. We trigger the mailbox interrupt

by writing to it, and target the mailbox vector for different security states to measure the

numbers shown above. Such latency is defined as the time that the interrupt gets triggered to

the time that the first instruction in the interrupt vector gets executed. In contrast, system

call overhead is measured using the handler in Composite which is modified to return

immediately, and accounts for both system call vector entering & returning, system call

routing logic, and the saving & restoring of additional registers.

69



The costs of security transitions involve hardware operations on the register sets and

redirection of the control flow. On branching to and executing SG instruction, the hardware

checks if the SG instruction is in Secure but Normal-callable memory, and changes the

processor state from Normal to Secure. On executing the BXNS instruction, the hardware

switches back to the Normal state, and resumes execution in Normal.

Discussion. These results show that the performance of the hardware is not prohibitive

for real-time applications, especially the hardware interrupt delivery overheads. When

comparing the different int latencies, we see that they are all within 70 cycles with a

negligible mutual difference. This is probably due to the state switching logic being shared

for all state transitions, and the register saving and clearing overheads are hidden in the state

switching process because they are done in parallel. When we compare the SG and BXNS

overheads with interrupt latencies, we see that these overheads are significantly smaller due

to the fact that they don’t raise interrupts. Also notice that all system overheads are fairly

deterministic, and the maximum value deviates little, if any, from the average value. This is

possibly due to the fact that the processor lacks any cache or complex pipelining mechanism,

which makes it a good fit for applications where determinism is at a premium.

Operating system operation overheads. To investigate the cost of various primitive

system abstractions in Composite and FreeRTOS, we compare: (1) Composite component

execution with the Slite user-level scheduling and kernel bypassing library [28], and

(2) FreeRTOS which has no protection facilities thus represents the overhead of a state-of-the-

art lightweight RTOS. These are depicted in Figure 5.9. For both systems, the core operations

include interrupt handling, thread context switching, and inter-thread communication or

IPC. For Composite both intra- and inter- component values are shown. As FreeRTOS

does not provide protection domains, only intra values are shown.

Both systems divide interrupt handling into “top half” Interrupt Service Routine (ISR)

execution, and “bottom half” handler thread context execution. We define bare-metal

interrupt latency as the time measured between the interrupt firing and the start of the
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Figure 5.9: Overheads of primary system operations, in Slite [28]-enabled Compos-
ite and FreeRTOS. context switch is the round-trip context switch time, baremetal
interrupt is the bare-metal interrupt latency for FreeRTOS and SBI latency for Compos-
ite, thread interrupt is interrupt latency to notify threads, mutex contended is con-
tended mutex latency, mutex uncontended is uncontended mutex acquire/release overhead,
message passing is message-passing time. For FreeRTOS, mutex operation is through
semaphore APIs (xSemaphoreTake() and xSemaphoreGive()), message-passing is through
queue APIs (xQueueSend() and xQueueReceive()); for Composite, mutex operation
is through crt_lock_take() and crt_lock_release(), message-passing is through
crt_chan_send() and crt_chan_rcv(). For Composite, we list both inter- and intra- com-
ponent values, and the overhead of the synchronous communication mechanisms (synchronous
invocation).

ISR execution, and define thread interrupt latency as the time measured between the end

of the ISR execution and the start of the handler thread context execution. For both

systems, we activate an asynchronous send mechanism at the end of the ISR and make

the handler thread block in the receiving end of that mechanism. For Composite, this is

done by using the asnd and rcv pair, while for FreeRTOS this is accomplished with the

xQueueSendFromISR() and xQueueReceive().

Discussion. In the context switch and message passing case, FreeRTOS is the winning system

that gives a definitive lower bounds on the overheads these operations, though with a little

margin. However, this comes at a price of no isolation and hand-optimizing all routines such

as thread switching. For Slite-enabled Composite, many kernel operations bypassed when

possible thanks to the Slite’s user-level scheduling mechanism, especially in cases where

no protection domain switches are necessary (intra measurements). When protection

domain switches are included in the overhead (inter measurements), the Slite no longer
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bypasses the kernel and extra overheads of kernel component switches are imposed. Despite

this, the Composite intra overheads are generally on par with the FreeRTOS despite

providing protection, and this refutes the performance argument to go without protection

domains.

When comparing the bare-metal interrupt latencies, we observe that the Composite’s is

almost identical to the FreeRTOS’s, meaning that they are all fit for applications that require

tight interrupt latencies. Despite this, the Composite provides protection domains for these

SBIs, whereas the FreeRTOS does not provide any protection domains; this further refutes

the interrupt latency argument to go without protection domains.

Interestingly, Composite’s synchronous communication mechanism (synchronous invo-

cation, sinv) is much faster than FreeRTOS’s queue mechanism despite extra protection

domain switching overheads. This is because Composite is heavily optimized for inter-

component synchronous communications, leveraging the thread migration mechanism.

Class Application Latency Explanation
Baremetal USB I/O emulation 0.5µ s Emulation must be cycle-accurate or communication will fail [4]
Baremetal 1-Wire interface emulation 0.5µ s 1-Wire bus requires accurate management of its time slots [66]
Baremetal Stepping motor control 1µ s Stepping motor with a fine step angle needs rapid pulses [8]
Baremetal Rotary encoders 1µ s Servo motor reports positions with encoders that toggle rapidly
Baremetal BLDC motor control 1µ s BLDC servo motor needs accurate control over the transistors
Baremetal External ADC data logging 1µ s Low-jitter external ADC driving produces high-quality data [14]
Baremetal Machine vision strobed LEDs 10µ s Use high-speed blinkers for good imaging quality
Baremetal Communication protocols 10µ s TDMA and FH protocols require accurate data transfer timing
Baremetal IR remote control decoding 10µ s IR codewords need to be captured with external interrupts
Baremetal Engine control units 10µ s Engine ignition timing needs to be considerably accurate
Threaded Quadcopter control loops 100µ s Typical high-cirticality quadcopter task period is 1ms [21]
Threaded SPI interface emulation 1ms Higher I/O toggling rate means higher data rate
Threaded USB packet processing 5ms Typical timeout for a USB request is 50ms

Table 5.2. Application latency requirements. Baremetal-class applications require tight interrupt
latencies whereas threaded-class applications do not. Latency means the maximum allowed interrupt
latency.

To better understand the impact of these metrics for real systems, we discuss a few appli-

cations and their interrupt latency requirements. These applications are representatives from

multiple application domains e.g. consumer electronics, automotive electronics, precision

instruments and general industry control. The maximum latencies are typical requirements

for these applications and is intended to provide a general impression on what interrupt
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latencies they expect.

Application Baremetal OS
Language-based OS [29]

Compiler-checked OS [12]
Direct

TrustZone-M OS [64] Composite
Composite
with SBI

Multiple applications 3 3 7 3 3

Third-party binaries 3 7 3 3 3

Temporal isolation 7 3∗ 3∗ 3 3

Spatial isolation 7 3 3∗ 3 3

Baremetal-class 3 3 3 7 3

Threaded-class 3 3 3 3 3

Table 5.3. Application latency requirements met. Direct TrustZone-M OS means directly leveraging
the TrustZone-M mechanism and running two virtual machines; Composite means interrupt notifica-
tion to user-level threads; Composite/SBI means leveraging the SBI mechanism and directly place
the critical code into the SBI. ∗ means partial support depending on the implementation.

Discussion. From the table we can see that the applications are divided into two categories.

There are (1) threaded-class applications e.g. SPI emulation that only require responsiveness

at or above a millisecond level, and there are (2) baremetal-class applications e.g. motor

control that require tight interrupt latencies that are typically in the 0.5-10 microsecond range.

The baremetal OSes e.g. FreeRTOS fulfills the (1) threaded-class by invoking a handler

thread from the interrupt vector using the queue communication (xQueueSend() and

xQueueReceive()) mechanism. As they are designed without security considerations

altogether, the (2) baremetal-class is fulfilled by placing the application code directly into

the kernel-level ISRs. However, vanilla Composite may only invoke a handler thread from

the ISR running in the kernel, as placing the application code into the kernel gives the

untrusted ISR system privileges so that they may trespass across all protection domains and

kernel data. This means that the vanilla Composite will be unable to run applications with

tight latency requirements, or will be forced to run them without protection domains, which

cancels the most important benefit of Composite. With the addition of SBI to Composite

protection domains are now in place around these ISRs as well, which isolates them from

the rest of the system while still providing bare-metal responsiveness. This enables the

Composite to support the (2) baremetal-class applications as well, as shown in the table.

This is important as the system designer may now run multiple protection domains while

still enjoying hardware-level latencies without additional kernel indirection. This opens
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possibility for further system integration through virtualizing those legacy code-bases that

require bare-metal responsiveness.

Other comparable technologies that aims to multi-tenancy either lacks the ability to link

against third-party binaries(language-based OS [29] and compiler-checked OS [12]), or

unable to support more than two protection domains altogether (direct TrustZone-M OS [64]),

and some of their isolation properties depend on the detailed system implementation. For

example, [12] is unable to provide temporal isolation, and [64] is unable to prevent the

Secure virtual machine from accessing the Normal virtual machine.

5.4.2 Virtualization Acceleration Evaluation

Acceleration performance. To demonstrate the effectiveness of SBI in functionality con-

solidation, we evaluate the VM operation overheads and interrupt latencies with and without

SBI. We measure in particular the latency of each step in delivering the interrupt, for both

the SBI-enabled VM and the normal VM, to better understand the detailed implications of

the SBI mechanism.

As shown in Figure 5.11, in terms of top-half interrupt latency, the SBI-enabled VM

far outperforms the normal VM by orders of magnitudes and is approaching bare-metal

measurements, and this validates our design goal to accelerate the interrupts to hardware

speeds. When considering the bottom-half performance, the SBI-enabled VM is slightly

more sluggish than the normal VM due to its use of an extra trampoline to notify the kernel.

Discussion. Firstly, as shown in Figure 5.10, the context switch (context switch),

mutex (mutex contended) and queue (message passing) operations generally ex-

hibited overheads of more than 1500 cycles, which will have to be avoided when the

applications require tight latencies under one microsecond, with the exception of mutex

uncontended that does not involve substantial scheduler operations. Compared to FreeR-

TOS measurements in Figure 5.9, these operations have become more expensive, as is

expected from the paravirtualization approach which provides the additional benefit of
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Figure 5.10: Overheads of primary system operations in paravirtualized FreeRTOS with and without
SBI. context switch is round-trip context switch time for both VMs, mutex contended is
contended mutex latency for both VMs, mutex uncontended is uncontended mutex acquire/re-
lease overhead for both VMs, and message passing is FreeRTOS queue send/receive time
for both VMs. hardware→sbi is the time from interrupt firing to the accelerated vector for the
SBI-enabled VM, sbi→kernel is the time from accelerated SBI handler to the kernel trampoline
vector for the SBI-enabled VM, hardware→kernel is the time from interrupt firing to the kernel
vector for the normal VM. kernel→vm is the time from Composite interrupt vector to FreeRTOS
interrupt vector inside the VM for both VMs, vm→thread is the time from FreeRTOS interrupt
vector to the FreeRTOS receiving thread for both VMs. See Figure 5.7 for circled number meanings.
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Figure 5.11: Interrupt latency comparisons between paravirtualized FreeRTOS with and without
SBI. sbi→handler and normal→handler represent the respective total effective latency from
interrupt firing to the top-half isolated vector handler, while sbi→thread and normal→thread
represent the total effective latency from interrupt firing to the bottom-half application thread.
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increased isolation for legacy code-base.

Secondly, the results on interrupt latencies confirms the G1 that the critical interrupt

vectors should be hardware-delivered to minimize the latency. As shown in Figure 5.11,

compared to the normal VM, the SBI acceleration mechanism dramatically decreased the top-

half latency for those SBI-enabled VMs. This is due to the normal VM’s need to propagate

the interrupt signal between too many agents: from the interrupt source hardware to kernel

(hardware→kernel), and then to the VM handler thread (kernel→vm). This involves

the kernel code that does asynchronous communication, scheduling primitive maintenance,

and context switches, and here we’re assuming that the I/O manager is bypassed thanks to the

Composite’s TCaps mechanism. If the I/O manager is not bypassed, more indirections will

occur and hence more overhead will be imposed. As shown in Table 5.3, the SBI-enabled

VM is capable of accommodating all the applications listed, as long as the hardware still

catches up.

However, for bottom-half latency, that is, the time to deliver the interrupt to a FreeRTOS-

aware thread, the SBI-enabled VM (sbi→thread) takes slightly longer than the normal

VM (normal→thread). This is due to its use of trampolines (sbi→kernel) to notify the

kernel. While this may sound like a trade-off between top-half and bottom-half latencies, we

argue that the top-half computation is only performed when we have very tight jitter/latency

requirements. Bottom half computation, on the other hand, is much more common for

processing pipelines that have less strict latency bounds, where the normal thread activation

overhead is acceptable and SBI mechanism will not be used. It is only in cases where both

the top-half and bottom-half are run and the latency of both is critical will this matter. Even

so, this overhead is around 300 cycles, which is not prohibitive in many application cases.

Acceleration scalability. As discussed in (§5.2), if future microcontrollers provide hardware

that allows more than two worlds, this acceleration model will allow more than one SBI-

enabled VM, and is hence scalable. In addition, if the underlying hardware provides

dedicated hardware counters that only run when the corresponding worlds are active, the
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execution time accounting will be easier as well.

Acceleration complexity. Paravirtualization relies on modifications to the lowest-levels of

the virtualized OS, and we wish to modify as less as possible to maximize compatibility

with legacy codebases. The paravirtualization infrastructure is largely the same as what is

stated in the previous chapter, and requires 363 Source Lines of Code (SLOC) modifications

to FreeRTOS to virtualize it, as is expected for this class of operating systems. Compared to

this already small effort, the SBI implementation complexity is negligible as it only requires

the programmer to additionally program the ITNS at boot-time to set the correct vectors to

target Kernel Normal. No modifications of the vectors themselves is necessary except that

they must be linked to the Normal code memory, and need to call a trampoline at then end if

they wish to notify the underlying application.

5.5 Conclusion

This chapter introduces SBI, an infrastructure to provide bare-metal interrupt latencies for

protection domains while still maintaining strong isolation along all of the CPU, memory,

and I/O dimensions. Furthermore, TzV, a microcontroller virtualization infrastructure with

tight interrupt latencies are built upon it.

It is shown that, by leveraging hardware mechanisms to deliver interrupts, even a not

so performant microcontroller will be able to afford the protection domain overhead while

providing interrupt latencies only rivaled by bare-metal applications. The general design

principle proposed also scales well, as long as the underlying hardware provides an array of

automatically switched worlds, which might appear in future evolution of the microcontroller

hardware.
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Chapter 6: MxU: Towards Predictable, Flexible, and Efficient Memory Access

Control for the Secure IoT

The common denominator of Industry 4.0, the Internet of Things (IoT), and “smart” infras-

tructure is the ubiquitous connection of embedded systems to the network. At the same time,

we’re moving increasing functionality to embedded devices, which pushes these systems

beyond the simplicity of traditional embedded systems. Applications requiring increased

feature sets include Machine Learning (ML), embedded virtualization, and blockchain,

which are often scaled-down versions of their general-purpose variants.

Hardware memory isolation mechanisms are wide-spread, including the microprocessor

Memory Management Units (MMUs) and microcontroller Memory Protection Units (MPUs).

Unfortunately, they are ill-prepared to provide both the flexibility necessary for dynamic,

feature-rich applications, and the predictability necessary for embedded systems. MMUs

exhibit significant variance in memory access latency as access control decisions access

memory-based page tables. A load or store to a application data in L1 cache (often < 10

cycles) can exhibit multiple 100s of cycles if the corresponding page-table is not in cache.

On the other hand, MPU-based systems provide protection of only a small, limited number

of memory ranges. This can easily prevent their use with feature-rich applications that use

heap-based, dynamic memory allocations, and shared memory.

MEM MEM

RM

RMDS
MEM

RM

RMDS

Real-time accesses Best-effort accesses

CPU CPU CPU

Figure 6.1: CPU accesses to memory, and the memory access control resource monitor (RM). The
left system has no protection, center uses the RM which must access its own data-structures (RMDS)
in memory (dashed lines) which increase the latency of some accesses. The right system is MxU
which integrates temporal specifications into memory allocation to enable tight execution bounds for
critical applications.
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To provide the security and reliability constraints required by modern embedded systems,

while ensuring both tight Worst-Case Execution Time (WCET) bounds and good average-

case performance, this chapter introduces MxU. MxU integrates temporal specifications into

the memory allocation facilities, and ensures that they map down to hardware mechanisms

to provide the corresponding behavior (see Figure 6.1). Additionally, MxU enables the

necessary dynamic memory management for complex applications even on constrained

microcontrollers. MxU provides a unified API that controls the otherwise loose WCET

bounds from MMU systems, and makes MPU systems more dynamic and flexible. We

believe this will enable the strong security that modern embedded systems require, while

providing both more practical predictability and flexibility.

6.1 Background and Motivation

To further understand the challenges in achieving predictability and flexibility with MMUs

and MPUs while providing strong memory protection, we review the hardware organization

of each in detail.

6.1.1 Memory Management Units

MMUs provide flexible memory access control facilities by enabling page-granularity

memory protection and allocation. Different applications are given different subsets of

system memory, thus providing OS-controlled memory isolation. Application’s accessible

memory is expanded and contracted on a page-granularity only limited by the size of

the address space, thus enabling flexibility in allocation. MMUs enable applications to

execute in overlapping address spaces using the virtualization of addresses. This is achieved

by controlling the mapping of the virtual addresses that are exposed to applications, to

the backing physical memory. This enables ease of dynamic memory allocation as non-

contiguous physical memory can be used for single, contiguous virtual allocations.

The implementation of MMUs has a significant impact on the performance and WCETs
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of task execution. To provide efficient resolution of memory access permissions, MMUs

must be integrated into the processor pipeline. To achieve efficient pipeline integration and

flexibility in mapping a large number of pages, a typical MMU includes a TLB cache of

virtual to physical translations, and the hardware logic for walking a page table data structure

(though software-driven page table walkers exist, they are less common). When a memory

access is issued (e.g. a load or store) to a virtual address, the MMU finds a translation for the

address in its TLB. If such a translation is not found, the in-memory page table is walked to

find a translation.

Unfortunately, MMUs impact the average-case performance of applications and their

ability to execute within tight WCET bounds. The latency of the access control decision

has significant jitter depending on if it hits in the TLB, or it walks the page-table. The

latter involves multiple memory accesses for each level in the page-table, thus significantly

increasing memory access jitter. On processors that are heavily dependent on the efficiency

of their caches, this overhead is in the thousands of cycles [61]. The memory access pattern

of an application alone is not sufficient to understand cache behavior, as the MMU’s state

must also be considered. This is challenging as TLB eviction policies are often opaque and

unpredictable (often explicitly based on random replacement or pseudo-least recently used

– P-LRU). To avoid these challenges, many embedded systems choose to forego isolation,

and use a single identity mapped address space (where all virtual and physical memory are

identical) consisting of very large superpages.

To make things worse, the MMU’s TLB is shared among multiple applications. When

switching between applications, TLB entries are transient and are not explicitly saved

and restored as part of the context switch. As such, the TLB must be flushed to prevent

the previous application’s mappings from being accessed from the next. This causes

TLB misses when switching back to an application, further harming the performance

and forcing pessimistic WCET estimates to maintain predictability. Alternatively, many

modern processes maintain tagged-TLBs, in which each application, and each TLB entry is
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associated with an Address Space ID (ASID). Only entries with the current application’s

ASID provide valid translations, thus providing access control within the TLB. This enables

the avoidance of flushes on context switches, but the worst-case impact still exists if another

application with a large working set evicts an application’s entries. As such, inter-application

interference in shared TLB caches forces pessimistic assumptions about full TLB eviction

on context switch, thus significantly inflating the WCET. If this interference is strong and

persistent, the average-case performance can be adversely affected as well. This interference

in a fixed-priority system is on the order of M×L× S×∑ph∈higher(i)dpi/phe for task τi

where higher(i) is all higher-priority tasks, M is the worst-case memory access time, L is

the number of levels in the page table, and S is the minimum of the TLB residency and

number of TLB entries.

6.1.2 Memory Protection Units

MPUs provide a limited form of memory access control, and are typically found in smaller

microcontrollers. They use a register-based design in which specific entries are directly

retrieved and programmed. Each entry contains an address range and access permissions

(e.g. read, write, execute), and enables the corresponding accesses only to those addresses.

If the access is out of the designated range, or violates the access permissions, an exception

will be delivered to the kernel.

The MPU registers are directly saved and loaded by the operating system, thus the

contents are explicit, and accesses to address ranges are always deterministic and predictable

(validated by, or in violation of, the MPU entries). Memory access control checks never

make extra memory accesses. This leads to tighter WCET bounds, thus a high-degree

of predictability of memory accesses as access control decisions are made using on-chip

registers. Due to the explicit programmability and visibility of the MPU registers, they can be

saved and restored with other thread registers. This completely mitigates inter-application

interference at the cost of increased context switch times.
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Unfortunately, several properties of MPUs limit their flexibility, especially for systems

with dynamic memory requirements. The number of MPU entries is bounded, and often

quite small (between 4 and 32), and the size of the address range for each entry is constrained

(often to be a power-of-2, and aligned on that boundary). Additionally, common MPUs do

not map virtual addresses to physical addresses, which implies that contiguous memory is

required for allocations. This leads to many MPU-based systems completely forbidding

dynamic memory allocation from global memory. Some MPU implementations do allow

region-based virtual address to physical address translation, which eases global allocation,

but they are still constrained by the limited and small number of MPU regions.

Infrastructure Dyn. Alloc Flexibility Tight WCET No Interf.
MMU only 3 3 7 7

w/ASID 3 3 7 7

MPU only 7 7 3 3

w/virt 3 7 3 3

MxU 3∗ 3 3 3

Table 6.1. Memory access properties for different memory access-control hardware mechanisms. ∗

is clarified below.

6.1.3 MMU and MPU Summary

Current MMU-based embedded systems either avoid the unpredictability of memory ac-

cesses by offloading real-time computations to microcontrollers, or accept the pessimistic

bounds necessary to accommodate uncontrolled TLB misses. In contrast, MPU-based

systems often offload more complex computations with complex memory usage to MMU-

based systems. This draws a false-dichotomy between these systems, even though many

MPU-based systems are just as computationally capable as their MMU counterparts (e.g.

Cortex-M7 and Cortex-A9).

Table 6.1 summarizes some of the key dimensions differentiating MMU and MPU

variants, and clarifies the goals of MxU. MxU aims to provide a uniform abstraction for

memory access control that provides tight WCET bounds, flexibility, dynamic, system-wide

memory allocation, and controls inter-application interference. MxU extends the memory
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allocation interfaces to enable dynamic, system-wide memory management. However if

hardware doesn’t support address virtualization, it is limited by the availability of contiguous

ranges of memory.

Given the properties of MMUs and MPUs, this chapter asks if we can bring flexibility

to MPUs and predictability to MMUs. Moreover, a unified rather than ad-hoc interface is

needed so we can attach temporal specifications to memory allocations, which facilitate

mixed-criticality code sharing between MMU- and MPU- based systems.

Contributions. The contributions of this chapter include:

• we introduce the design of MxU (§6.2) and its integration of temporal constraints into the

OS’s handling of MMUs (§6.2.4) and MPUs (§6.2.5);

• a prototype implementation of MxU in the Composite microkernel in as a system-wide

memory manager (§6.3);

• an evaluation of the MxU prototype to understand the fundamental predictability and

efficiency properties of the system’s operations (§6.4); and

• a thorough evaluation of MxU’s use with applications focusing on data-management,

processing, and machine-learning (§6.4.3).

6.2 Design

6.2.1 MxU Abstraction

MxU is a high-level abstraction that integrates temporal specifications into flexible memory

management facilities, and maps them down to the memory access control hardware. This is

motivated by the strong security and reliability requirements of modern embedded systems.

MxU increases both the tightness of worst-case bounds for and the flexibility of protection

domains, thus enabling the liberal use of hardware-provided isolation to limit the scope of

faults and compromises. Average-case performance is also improved for cases where heavy

interference persists.
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MxU integrates new mechanisms into the core hardware-software co-design of memory

protection facilities, and guides them by adding an abstraction layer on top that integrates

temporal specifications. The hardware mechanisms for memory access control integrate in-

pipeline, efficient and predictable structures (e.g. CAMs), with in-memory data-structures to

track broader state. MMUs use page tables as a medium for coordination between hardware

and OS, and MPUs use explicit region registers loaded from OS-defined data-structures.

Each memory access that must go out to the access control, in-memory data-structures incurs

the significant overhead and latency spikes from additional memory accesses (that may miss

the cache in the worst-case). This causes significant memory accesses jitter compared to

solely on-chip accesses.

On-chip caches are used to increase the efficiency of memory accesses, and embedded

chips often enable limited control over cache contents. MxU’s focus is to control the latency

of memory access control decisions by controlling cache contents at all levels: are necessary

entries in pipeline-integrated caches (TLB, or MPU region), in L1/L2/L3, or in memory?

This increased control enables the latency of memory access control decisions to be bounded

and significantly tighter than the existing worst-case of having to access off-chip memory.

MxU uses a uniform data-structure representation for memory access control, and through

the temporal specification used for memory allocation, ensures that the required access

control decisions are bounded by cache accesses at a specified level.

6.2.2 Guarantees and Aims

The MxU abstractions makes a number of guarantees upon which secure embedded systems

can be built. Unfortunately, the limitations of hardware prevent some desirable properties,

thus we include a number of aims that are satisfied on a subset of MxU’s hardware.

MxU guarantees:

G1: Integration of temporal properties into memory management. All memory alloca-

tion operations are parameterized by a temporal specification which corresponds to the
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level of the storage hierarchy at which memory access control decisions are guaranteed

to be made. This enables applications to limit the access control’s increase in memory

access latencies.

G2: Admission control for memory access timeliness. An allocation is successful if and

only if the hardware is capable of allocating such memory with the appropriate access

latency guarantees. This should enable static guarantees in cases where all allocations

are known a-priori.

G3: Flexibility of allocations. The number and size of allocations is not constrained by

specific hardware implementations, and is only constrained by available memory.

G4: Portable abstraction. The MxU abstraction and programming interfaces is uniform,

and shared across MMU and MPU-based systems, thus enabling portable embedded

system implementations.

G5: Memory protection and controlled sharing. To create secure embedded systems,

protection domains must enable access to disjoint sets of memory with the controlled

exception of the shared memory API. Shared memory also requires agreement on the

temporal specifications for that memory.

MxU aims:

A1: Fully deterministic accesses. If the hardware provides means to control lookups in

in-pipeline structures, then specific regions are accessed with determinism.

A2: Controlled interference between protection domains. If the hardware allows effi-

cient direct programming of and visibility into memory access control state, interference

in between lookups for different protection domains is eliminated.

A3: Address virtualization. If the hardware can translate virtual addresses to physical

addresses, MxU harnesses this feature, thus enabling non-contiguous physical memory

to satisfy single allocations.
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6.2.3 API Design

Operation Description
rt_malloc(sz, ts) Allocate memory with a given temporal

specification (ts).
rt_malloc_at(addr, sz, ts) Similar, but allocate at a specific address.
rt_shmget(id, sz, align, ts) Allocate shared memory associated with

an id.

Table 6.2. The main functions in the MxU API.

MxU aims to extend conventional APIs, enabling it to slot in to existing software

ecosystems easily. Table 6.2 shows the most notable functions in the API. They all focus

on dynamically allocating memory and associating it with some temporal specification.

Note that this API is more flexible than those exposed for most MPU-based systems that

are architecture-specific and explicitly program the protection registers. Though the API

is similar to typical POSIX interfaces, rt_malloc_at can be used by the lower-level

OS components which allocate and map application’s code and data to control the timing

properties of even applications that require only static allocation. Legacy APIs are supported

by fixing the temporal specification for all of an application’s allocations.

MxU temporal specification. This specification includes a number of flags:

(1) MXU_DETERMINISTIC to require that access control checks for this memory must be

deterministic, and use only pipeline-integrated (sub-cycle latency) hardware, (2) MXU_Lx

requires that access control checks never touch memory going beyond the level-x cache, and

(3) MXU_INDEPENDENT to signify that inter-application interference must be prevented,

thus enabling the application to be analyzed independently. The temporal specification

focuses explicitly on cache behaviors, rather than on latency or time values. The application’s

timing behavior is a composition of its execution and memory access properties, and the

additional delays due to the memory access control checks. This API gives guarantees for

the latter, so that a timing analysis of the application (beyond the scope of this chapter) can

bound interference from memory access control.
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6.2.4 Design for MMU-based Systems

MMU-based systems use virtual memory (A3) to support dynamic, often physically non-

contiguous, allocation (G3). The MxU design for MMU-based systems exploits hardware

features such as TLB lockdown, on-chip memory, and cache layouts for coloring, to lower

the worst-case MMU access control bounds. Unlike other past work that use such features to

control application data [33, 80, 79, 9, 40, 49, 61, 42], MxU focuses on controlling placement

of access control data-structures as these are checked for every memory operation, thus

can have a disproportionately large impact on worst-case execution time. MxU leverages

hardware features, where available, to explicitly place page-table nodes at the cache-levels

of the temporal specification (G1), or returns failure if those features aren’t available, or are

expended due to other previous requests (G2).

Deterministic memory accesses (with zero overhead from access control operations)

are supported only in those chips where TLB lockdown or coloring [61] are possible

(A1). Perhaps most difficult to support with MMUs is the controlled interference between

protection domains (A2). As the TLB’s contents are not OS-controlled, even ASIDs do

not prevent a protection domain’s contents from being flushed (by capacity evictions).

Regardless, MxU supports ASIDs to improve average, if not worst-case, performance.

6.2.5 Design for MPU-based Systems

Given the explicit programmability of MPUs, MxU has complete control over the MPU’s

contents (G1 and A1), and tracks if it runs out of regions (G2). Unlike existing systems, the

regions are saved for each application along with their registers, thus providing complete

inter-application independence (A2). To increase the flexibility of allocations, the MxU

design for MPU-based systems takes advantage of the software MPU exception handler to

virtually extend the number of regions (G3). When access is made outside of an allowed

MPU region, the CPU triggers an OS exception that can load in new MPU regions on-

demand. Thus, much like page-tables, MxU uses a set of in-memory data-structures from
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which to retrieve valid MPU regions. For these, the same optimizations around placement

are relevant, as is hardware support for controlling cache contents. Only a relatively limited

number of microcontrollers have MPUs that support address mapping virtualization (A3).

6.3 Implementation

6.3.1 MxU-enabled Composite Kernel

We implement MxU in the Composite [78] microkernel that has strong security based on

capability-based access control. All system resources including threads, communication

end-points, and protection domains, are only referenced through unforgeable tokens called

capabilities, which are delegated in a controlled manner between user-level components

(Composite’s protection domains). Authorized protection domains boot up with full access

to system resources, and they delegate capabilities to those resources to others in accor-

dance with their policies. These “management” components minimally include the system

scheduler (there is no in-kernel scheduler [27]), and the memory and I/O managers.

MxU is implemented as the system’s memory manager component. Application compo-

nents use synchronous invocations (the highly-optimized, component-equivalent of IPC) to

request memory services. Semantically, these invocations take the form of function calls to

the API in §6.2.3. The MxU memory manager then uses the kernel system call operations to

modify the client’s protection domain (e.g. add or remove memory access).

MxU uses PCTries as the uniform data-structure to describe both MMU and MPU

systems (page tables are a specific configuration of PCTries).

MxU expands the kernel API to provide operations on PCTrie nodes that mimic the

temporal specifications in §6.2.3. Specific PCTrie nodes optionally have cache locality spec-

ifications when created, which the kernel uses to place them appropriately using whatever

hardware mechanisms are available. The MxU memory manager tracks how much hardware

(e.g. cache ways, TLB entries, MPU regions) has been allocated for existing resources,

and performs admission control on these limited resources for new requests. Though the

88



kernel provides the facilities for manipulating processor resources, the memory manager is

given a hardware capability allowing the caches of various levels to be manipulated. All

these features are orchestrated by the memory manager to provide MxU services across

MMU-based and MPU-based architectures, which satisfies G1, G4 and G5.

Though the Composite system has a number of benefits that eased the development of

MxU including the explicit layout control of kernel data-structures, fast IPC and user-level

definition of MxU policies, and existing support for portable access control data-structures

between MPUs and MMUs, comparable modifications could be made in other existing

systems such as Linux.

6.3.2 MMU-based MxU

On MMU-based systems, the core idea is to lower worst-case memory access latencies

(G1). To make sure that memory access decisions are made in the worst-case at a certain

cache level, page table nodes must be stored in the corresponding cache-level. This requires

the utilization of relatively common hardware features and characteristics to control cache

contents [53] including coloring [61], way locking, and pinning. In our current implementa-

tion, we are using the XC7Z020-1CLG400I, which features an ARM Cortex-A9 dual-core

processor, but only one core is used.

Item Description
Speed 767MHz, 2.5 DMIPS/MHz
MMU 4k page support, 8-bit ASID support
L1 TLB 32 I/D, fully associative
L2 TLB 128 2-way, plus 4 lockable entries
L1 cache 32k I/D, 4-way.
L2 cache 512k, 8-way, lockable by way.
On-chip SRAM 256k at L2 speed.
Off-chip SDRAM 1GB DDR3-1066.

Table 6.3. The detailed hardware configuration of XC7Z020-1CLG400I platform (processor
subsystem).

We can see that the processor includes the following different levels of cache: level-1

TLB (L1T), level-2 TLB (L2T), L1 data cache (L1C) and L2 cache (L2C). The processor

also features on-chip SRAM (OCM). The MMU supports 4k pages and features a hardware
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page table walker. This introduces the following different cache levels where the memory

access control decisions may be made.

L1T: The L1 TLB is fully associative, which makes TLB coloring infeasible and the entries

are not lockable. Thus, MxU cannot control this cache.

L2T: The L2 TLB will be accessed if there is an L1 TLB miss. The L2 TLB is not fully

associative (only 2-way set associative), which allows for effective TLB coloring [61].

Additionally, Cortex-A9 provides 4 extra individually lockable entries. In this chap-

ter, we make use of this feature for guaranteed TLB access (G1) in response to

MXU_DETERMINISTIC specifications.

L1C: On Cortex-A9, L2 TLB misses trigger the hardware page table walker which starts

walking the page tables from L1 data cache. The L1 data cache is also not fully

associative (4-way set associative), which makes cache coloring possible. However,

the L1 data cache is too small to retain permanent data, thus we forgo such an option.

In this case, applications that specify MXU_L1 will be TLB-pinned, or the allocation

will return an admission control failure (G2).

L2C: The L2 cache is not fully associative as well (8-way set associative), which makes

cache coloring possible but less effective. Additionally, this processor provides way

locking which prevents evictions of the way’s contents. We prefer way locking versus

page coloring as it doesn’t put strong constraints on physical memory allocation.

There is a trade-off: locking a way still reduces the cache size available to the regular

code and data, which can harm application performance.

OCM: On-chip SRAM is accessed at L2 cache speed is assigned a physical memory range.

Composite enables the explicit typing of OCM memory as kernel page tables, thus

OCM can be used to access them at L2 cost. The MxU implementation on this hard-

ware favors the use of the OCM for MXU_L2 specifications as it doesn’t effectively

shrink the cache.

This processor also supports ASIDs which are used for processes that specify the
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MXU_INDEPENDENT flag. However, caches are shared between processes, thus this only

partially satisfies A2.

6.3.3 MPU-based MxU

On MPU-based systems, the emphasis is to enhance flexibility by providing a virtually

infinite number of protected memory regions. As representative hardware based on an MPU,

we use the STM32F767IGT6, which features an ARM Cortex-M7 processor. Its MPU does

not provide virtual address translations (thus it cannot provide A3). The detailed hardware

configuration is listed as follows:

Item Description
Speed 216MHz, 2.14 DMIPS/MHz
MPU 8 regions, pow-of-2 size/alignment requirement
L1 cache 16k I, 2-way, 16k D, 4-way.
On-chip SRAM 512k.
On-chip Flash 1M, with ART accelerator.
Off-chip SDRAM 32M 108MHz.

Table 6.4. The detailed hardware configuration of the STM32F767IGT6 platform.

In MPU-based MxU, the PCTrie is used to store accessible memory ranges. A per-

component representation of these ranges is stored in the top-level PCTrie node that is

used to directly program the MPU registers (efficiently, using multi-register load and store

instructions). When the component is switched to, this representation is loaded into the MPU.

The PCTrie contains a large number of accessible memory ranges, while the MPU has only

8 regions, with two used to protect access to an on-chip timer we use as a timestamp counter

(TIM2) and executable memory. MxU partitions the remaining regions of the MPU into two

sets: Static and Dynamic. Static regions are used in response to MXU_DETERMINISTIC

requests, and are always present in the MPU while the component is executing. Dynamic

regions are managed as a cache while multiplex the remaining PCTrie ranges. We extend

Composite such that if a PCTrie range is not present in the MPU (a load/store causes a

miss), a MPU exception triggers a software handler that finds the desired range, performs

an eviction from the Dynamic regions, and adds the range to the MPU. We implement
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three eviction policies: round-robin, random, and Bit-based Pseudo Least Recently Used

(Bit-PLRU). While Static regions ensure deterministic requests (G1), Dynamic ensure

memory management flexibility (G3). MxU enables the number of Static MPU regions to

be determined by application allocation requests, and uses the rest for Dynamic. If a Static

allocation would leave no Dynamic regions, the allocation returns failure (G2). MxU tracks

and saves MPU state per-component, thus they all satisfy MPU_INDEPENDENT requests

(thus A2).

6.4 Evaluation

Hardware configurations. We use the MMU-based system described in §6.3.2, and the

MPU-based system described in §6.3.3. These two architectures have significant market

share and have many resembling features: both are 32-bit, dual-issue, the number of pipeline

stages are close to each other, and both have a dynamic branch predictor. Though many

other architectures exist, we do believe that the results obtained from these systems apply to

other systems as well due to the same underlying principles.

We’ll refer to the XC7Z020-2CLG400I system as Smmu, and the STM32F767IGT6

system as Smpu. For all evaluations, the gcc version 5.4.1 targeting the ARM architecture is

used with the -O2 optimization flag. Smmu is run at 767MHz, and Smpu is run at 216MHz.

The cache of both systems are always enabled, and for Smpu, the flash accelerator is enabled

along with execute-in-place support. In synthetic benchmarks, the prefetchers of Smmu

are disabled to maximize the accuracy of memory access latency measurements, while in

application evaluation they are enabled.

All graphs in this section depict the average (the dot or the darker bottom bar) and

standard deviation (the error bar displayed on the average bar) measurements. In all line

graphs, only the upper standard deviation bar is shown for clarity. All bar graphs additionally

depict the maximum measured value (the lighter top bar).
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6.4.1 Miss overheads

The basic page or region filling operation on MMUs or MPUs are the deciding operations

that force pessimistic bounds on memory access latencies on both of the platforms. To

understand the overhead of TLB misses and dynamic MPU region replacement, we first

investigate the hardware overheads for these operations. These measurements will provide

us with the loose – but often necessary – upper memory access latency on our hardware.

We measure the overhead of a single load instruction whose target data content is in

L1 cache, while varying if we flush the TLB and if we use Dynamic regions, and report

the 99th percentile values to rule out noise (e.g. due to timers). On Smmu, a hit in the TLB

results in 6 cycles, while a TLB miss takes 434 cycles. On Smpu, accessing a region in the

MPU takes 2 cycles, while missing on a dynamic region and executing MxU’s exception

handler (assuming a simple filling of the region without any replacement policy cost) takes

360 cycles.

Discussion. Both systems show orders of magnitude slowdowns for misses. Conservative

WCET analysis must consider the upper bounds of missing, thus deriving likely quite loose

memory accesses bounds. This motivates MxU to better control the overhead of cache

misses, thus avoid such increases in the execution bound of tasks.

6.4.2 Synthetic Benchmarks

To investigate the overhead of memory accesses for different MxU temporal specifications,

and in the presence of interfering tasks, we evaluate a number of synthetic workloads.

Four synthetic benchmarks are used: sequential access (seq), random access (ran), stride

access with a stride of 4kB & accessing 16 integers at a time (str), and a simple 128*128

integer matrix self multiplication (mat). A total of 262144 accesses are made for the first 3

benchmarks. The matrix multiplication benchmark only computes first 17 lines of results,

which performs 557056 accesses. On Smmu they do not wrap around, while on Smpu, they

wrap around in 64kB SRAM.
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Figure 6.2: MMU temporal specifications’ performance on different benchmarks. The horizontal
axis is the different benchmarks, while the vertical axis is the memory access latency.

Memory access latencies. To evaluate the effect of different MxU mechanisms on the

benchmarks, we run the four benchmarks with different temporal specifications on both

platforms, and with different eviction policies on Smpu. We compare against the costs of

uniformly missing in access control caches. Here we wish to evaluate the effectiveness of

MxU at controlling the pessimism of memory access control check latencies.

On Smmu, we evaluate three temporal specifications:

MXU_DETERMINISTIC which locks the accessed pages into the TLB (tlb), MXU_L2

using way locking which locks seven ways of the L2 cache for page table storage (l2c) and

OCM for page table placement (ocm). We also plot the case where a TLB and a L2 miss

always occur for each memory access (mis). Figure 6.2 shows the results.
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Figure 6.3: MPU region replacement policies’ performance on different benchmarks. The horizontal
axis is the different benchmarks, while the vertical axis is the memory access latency.

On Smpu, we evaluate three Dynamic MPU region replacement policies: random eviction

(rand), round-robin eviction (RR), and Bit-PLRU eviction (plru). These policies are also
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compared with Static mappings (sta) for MXU_DETERMINISTIC, and misses (miss).

All policies are evaluated with three Dynamic MPU regions. The page size used is 4kB,

and a region holds two pages. Figure 6.3 plots the results.

Discussion. In Smmu, we see the using MXU_L2 has a significant ability to lower the worst-

case access latency when compared with full misses. Though the average-case access

latency also shrinks, this is largely due to the data caches not being flushed in cases other

than full misses. As the ran case shows, using way locking demonstrates increases in both

average and worst-case latencies as we are using most of the cache for page tables, thus

causing increased miss rates for benchmark data. We study the trade-off in way usage in the

application evaluation later.

In Smpu, the three replacement policies all perform similarly, which is in accordance

with the fact that all three are widely used today. For this reason, we only run the plru

policy for all the following evaluations on Smpu. MXU_DETERMINISTIC specifications

indeed control average and worst-case latency, while misses are quite pronounced, especially

in matrix multiplication. For many of the workloads, the average performance of the

Dynamic memory ranges is close to that of Static, thus showing the practical effectiveness

of extending the MPU to a virtually unlimited number of regions.

Interference between different workloads. A significant component in the worst-case

behavior of applications is how much co-running tasks and interrupt handlers can interfere

with the cached MxU state. In cases where interference is strong, average-case performance

may be hampered as well. To investigate the interference between different workloads, we

run an adversarial workload alongside the four synthetic benchmarks. This interference

represents the execution of interrupts or other applications.

Figure 6.4 shows interference measurements in Smmu. We run the benchmarks in one

thread, and an adversarial workload which flushes all the data cache and TLB in another

component. We test the page table caching policies (for MXU_DETERMINISTIC and

MXU_L2), and compare against memory-backed page tables in the mem. In the l2c case,
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Figure 6.4: Smmu’s memory access latency under different interference inter-arrival time. The four
subfigures show the four benchmarks respectively. The horizontal axis is the interference inter-arrival
time (in number of consecutive memory accesses), while the vertical axis is the memory access
latency.

seven L2 ways are locked down for page table storage.

Smmu Discussion. All cases follow a decreasing curve with increasing interference periods.

The TLB-pinned cases consistently show the lowest interference, followed by the OCM and

L2 options. Importantly, these techniques – driven by the temporal specifications of MxU

– all show significantly lower interference values than traditional, in-memory page table

placements. This result is somewhat surprising: though TLBs are shared among applications,

MxU’s ability to place nodes at different levels in the cache hierarchy significantly decreases

the impact of interference.

On Smpu, the workload runs in a thread, and adversarial workload flushes all MPU re-

gions in a different thread. The two threads will use different memory temporal specification

and component combinations, and we report the memory access latencies under different

interference periodicities. We run the system with

MXU_DETERMINISTIC (for Static mappings) and MXU_L2 which uses Dynamic map-

pings. In Figure 6.5 we compare the four test cases listed in Table 6.5.

Smpu Discussion. For Smpu, the dynamic regions are generally significantly more susceptible

to interference than the static regions. Further, dynamic regions can show even more
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Figure 6.5: Smpu’s memory access latency under different interference inter-arrival time. The four
subfigures show the four benchmarks respectively. The horizontal axis is the interference inter-arrival
time (in number of consecutive memory accesses), while the vertical axis is the memory access
latency.

Case Adversarial Benchmark Component
dyn-dyn Dynamic Dynamic Same
dyn-sep Dynamic Dynamic Different
sta-dyn Dynamic Static Same
sta-sta Static Static Same

Table 6.5. The four test cases for Smpu.

interference when shared within the same component (the difference between dyn-dyn

and sta-sta) as they share the same “cache” of dynamic entries. All of the Static

workloads exhibit predictable execution without significant extra MPU misses. The Static

lines have a decreasing trend along the x-axis mainly as the interference flushes normal

application cache-lines which need to be reestablished, and not because of MPU misses. It

is noteworthy that in the str’s dyn-dyn case, an inter-arrival time of 4 outperforms 5,

due to the fact that 4 is a divisor of 16 which is the stride length. We don’t show the case of

interference across components with Static mappings as there is none.

6.4.3 Application Evaluation

In this section we present real-world application evaluations using the ARM’s ARMNN,

a neural network package, SQLite3, a database engine, and Duktape, a javascript engine
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Figure 6.6: Smmu’s L2 locked down ways and application running time. 0way-8way means 0-8 L2
ways locked down respectively. The horizontal axis is the different applications, while the vertical
axis is the applications’ running time.

commonly used in IoT systems. We use ARM CMSIS-NN V1.0.0 (armnn) to do image

recognition using a CIFAR-10 configuration which has three convolution layers, then ReLU

activation and max pooling layers, finally followed by a fully-connected layer. The input to

the network is a 32x32 pixel color image which classifies to number 0-9. Sqlite V3.25.2

(sqlite) is run with a in-memory database that has one table, which has three columns

containing integer primary key ID, string and integer respectively. The SQL workload

inserts 16k lines into the table, deletes the lines with ID=3n, then updates the lines with

ID=3n+1, then queries the lines with ID=3n+2, and at last deletes all lines in the table.

Duktape V2.2.0 is run with two scripts: one is CPU-bound and picked from the Duktape

testbench computing the Mandel pattern (duk-mdl), the other is from the jStat library that

calculates covariance of two arrays containing 75000 numbers each (duk-cov). The total

application running time is measured in all evaluations unless otherwise noted.

Application performance vs. locked down L2 ways. For Smmu, L2 ways are locked down

for page table preservation in MXU_L2 with the l2c policy, and this reduces the L2 cache

available to applications and may cause performance degradation. To investigate the impact,

we lock down different numbers of L2 ways and run the four applications, and the results

can be found in Figure 6.6.

Discussion. It is noteworthy that all the applications are long-running, thus their average-

case and worst-case execution time are very close, making it hard to distinguish them from
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Figure 6.7: Smpu’s Dynamic region number and application running time. sta means fully Static
regions, 1dyn-3dyn means 1-3 Dynamic regions respectively, and 2d1s means running one half
of the application workload in Static regions and the other half in Dynamic regions. 2d1s is
only shown for sqlite and duk-cov. The horizontal axis is the different applications, while the
vertical axis is the applications’ running time.

the each other; the standard deviation bar is also negligible. For this reason, we do not

discuss worst-case and average-case performance separately in this section.

For Smmu, locking fewer than five L2 ways for page tables has minimal impact on

application performance, less than 4.9%. For applications that have a small working set such

as armnn and duk-mdl, locking down even more ways does not take a heavy toll thanks

to the L1 cache. However, the overhead impacts sqlite performance if the ways locked

down exceed five, leading to 124.6% slowdown if all are locked. This is due to the fact that

sqlite has a large working set. On contrast, duk-cov accesses three arrays linearly and

locking ways does not significantly impact performance thanks to L1 prefetcher.

Locking page-tables into L2 ways is an effective means of decreasing memory access

latencies, but comes at the cost of effectively decreasing cache size for application data. Here

we see that it varies per application how much this impacts performance. MxU relies on

OCM and TLB pinning primarily, thus minimizing the need to use L2 ways. The admission

control policies can reject allocation requests to result in too many pinned ways.

Application performance vs. dynamic region number. For Smpu, the relationship be-

tween the available Dynamic region number and real-world application performance is

investigated in this section, with results shown in Figure 6.7. armnn is run using internal

SRAM; sqlite, duk-mdl and duk-cov are run with a 4MB heap in external SDRAM
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which uses 64kB pages, and each region holds two pages.

Discussion. For Smpu, the number of Dynamic regions available does have an impact on

performance, depending on the application type. For CPU-bound applications that have

a small working set such as armnn and duk-mdl, the performance gap between three

dynamic regions, and only static (3dyn versus sta) is negligible, at less than 1%. For

memory-bound applications that have a larger working set such as sqlite and duk-cov,

3dyn is less performant than sta, with 36.9% and 49.7% overhead respectively, and

performance degrades sharply as the number of available regions shrink. In the case of

duk-cov, livelocks occur if only one region is available to it due to double-word memory

access instructions such as ldrd and strd that do accesses across region boundaries. The

1dyn data shown for duk-cov is obtained by supplying additional compiler options to

suppress the emission of these instructions, decreasing performance further. Thus, when

ldrd and strd are used in an application, at least two Dynamic regions are required. As

the 2d1s case shows, even partially using Static regions can lower application execution

time.

These results are somewhat surprising. Though dynamic regions do impose some

overhead, using a small number of dynamic regions, especially if paired with some static

allocations, can remove much of the dynamic overhead of MPU miss processing. Though

we do not investigate it here, changing the memory range represented by each region is

another means to control overhead.

Application performance vs. interference. To investigate the effectiveness of MxU under

interference for real-world applications, we run an adversarial workload alongside the four

applications. To make measurements accurate for armnn, we accumulate its results for 50

consecutive runs.

For Smmu, we run the application and the adversarial workload which flushes L1 cache,

L2 cache, and TLB in two different components. On average, many applications may not

have significant performance degradation due to mutual TLB evictions. However, in the
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Figure 6.8: Smmu’s application data side TLB stall time under different interference inter-arrival time.
The four subfigures show the four applications respectively. The horizontal axis is the interference
inter-arrival time, while the vertical axis is the data main TLB stall time.

worst case, they effectively flush the TLB entries of a hard real-time application, and can

do so at the rate of the minimum interrupt inter-arrival. Thus, to assess this impact, we

flush all the caches and TLB to measure the worst case. To avoid impacting application

performance only four L2 cache ways are locked down in the l2c case. We switch to the

application first for the interference inter-arrival time, then switch to the adversarial workload

to complete a cache flush, and then repeat the process until the application finishes running.

To understand the MMU overhead, we use a Cortex-A9 integrated performance counter that

directly measures the data-side TLB stall overhead, which we leverage to directly show

MMU overheads. By using this performance counter, the overhead of TLB misses are

isolated from other system overheads including instruction cache and non-page-table data

cache misses. Figure 6.8 shows the application interference measurements in Smmu.

Smmu Discussion. For Smmu, tlb has lower TLB stall cycles than l2c and ocm in all cases,

which both control overhead more than mem, especially for cases where the interference

is frequent, e.g. 10-1000 µs. Note that the maximum TLB interference is related to the

minimum interrupt inter-arrival which can be quite small for some devices. Such high

interrupt frequencies may originate from, for example, high-speed off-chip analog-to-digital

101



 0

 100

 200

 300

 400

 500

armnn

 

 

sqlite

 

 

0

100

200

300

400

500

10 100 1000

duk-mdl

 

 

10 100 1000
Microseconds

C
P
U

 c
lo

ck
 c

y
cl

e
s 

(x
1

0
7
)

duk-cov

 

 

interf normal

Figure 6.9: Smpu’s application running time under different interference inter-arrival time. The four
subfigures show the four applications respectively. The horizontal axis is the interference inter-arrival
time, while the vertical axis is the application running time.

converters (ADCs). For the sqlite application, a TLB stall improvement of 68.0% is

reached with interference at a 10µs periodicity. For all cases, the TLB stall cycles have a

decreasing trend along the x-axis, showing the expected decreased interference with longer

inter-arrival time. The performance difference between l2c and ocm is due to their memory

organization, which is not further discussed here.

For Smpu, we run the application and the adversarial workload in the same component

with three Dynamic regions available for them. Note that MxU completely prevents inter-

component interference on MPU-based systems, so here we focus on studying contention for

dynamic regions within a component (a much more predictable activity). We compare the

case where the adversarial workload evicts all MPU regions (interf) with the case where

it does not evict regions (normal). We use the same reciprocal running pattern described in

Smmu, and we run the adversarial workload for a fixed amount of time in every interference

to cancel out its running time, then the difference between the two cases’ application running

time shows the impact of interference on execution, as shown in Figure 6.9.

Smpu Discussion. For Smpu, the applications running on Dynamic memory are susceptible

to interference, especially when the application have a large working set (sqlite and
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duk-cov). However, in the common case where the inter-arrival time is more than 100 µs,

the Dynamic overhead due to interference is only up to 6.1% for all cases. This means that

Dynamic regions is practical for many best-effort applications, increasing their flexibility

without much performance loss. For all cases, the application running time has a decreasing

trend along the x-axis, showing decreased interference with longer inter-arrival time. We

don’t show the case for Static memory, nor inter-component interference as there is no

MPU-induced interference.

6.5 Conclusion

This chapter introduces MxU, a memory access control abstraction that generalizes MMUs

and MPUs, integrates temporal specifications into the memory allocation API, and ensures

flexible memory management, good average-case performance, and the ability to tightly

bound the impact of memory access control on the WCET on tasks. For MMU-based

systems, MxU tighten bounds on the TLB stall cycles by enabling the control of the cache

placement of page tables, reducing application TLB stall by up to 68.0% under 100kHz

interference. For MPU-based systems, MxU demonstrates the use of Dynamic regions

to provide a virtually unlimited number of regions, enabling flexible dynamic memory

management with an application overhead of down to 1% and up to 6.1% with 10kHz

interference. Given the modern security requirements that are pressuring embedded and

IoT systems, we believe that MxU enables more feature rich microcontrollers, and more

realistically predictable microprocessors.
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Chapter 7: Conclusion and Future Directions

In this thesis, we propose efficient, secure, predictable and flexible system-level protection

domain isolation mechanisms on resource-constrained embedded systems, which are not

previously available.

First, in Chapter 4, we introduce an unified and principled system abstraction and

design for programming efficient, predictable and secure protection domains on MPU-based

resource-constrained embedded systems, and implemented a microcontroller virtualization

infrastructure to demonstrate its efficiency and security.

Then, in Chapter 5, we propose an interrupt acceleration infrastructure leveraging

security monitors e.g. TrustZone-M, further reducing interrupt latency of these protection

domains, enabling system responsiveness only rivaled by bare-metal applications.

Finally, in Chapter 6, we extend the principled system-level protection domain abstrac-

tion by adding temporal specifications to memory access control, boosting flexibility and

portability of these protection domains across both MMU- and MPU- based devices.

In the future, we intend to propose novel hardware facilities to better complement these

software mechanisms, lifting the restrictions that the current hardware platforms pose on

our software design. This includes expanding the MMU to have coexisting automatically-

filled and programmer-filled TLB entries that allow both translation efficiency and access

determinism, extending the current security monitors to allow more than one secure bare-

metal interrupt domains, and a rework of the cache system to allow finer-grain control over

all cache levels. These additional hardware features enable exploration of extra software-

hardware co-design space that is not investigated in the thesis, and allow more possibility

for future embedded system designs. Also, the application of the proposed mechanisms to

multi-core could also be a topic worthy of further research.
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