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Abstract

Will CLIP Zero-Shot, Using Text to Predict Zero-Shot Image
Classification.

CLIP aligns visual and textual data into a shared embedding space,
enabling zero-shot image classification. However, its performance is incon-
sistent across different classes, with some concepts underrepresented. This
thesis explores whether the intrinsic properties of CLIP’s text encoder can
predict and enhance zero-shot classification accuracy based solely on text
embeddings.

We develop methods to analyze CLIP’s text embedding space to predict
zero-shot performance. we demonstrate that text embeddings alone can
effectively predict and improve zero-shot accuracy.

Additionally, We show how these characteristics can be applied directly
to generate more effective text prompts, boosting zero-shot classification

performance on multiple datasets and models.
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Chapter 1:  Introduction

1.1 Background

CLIP [17] is a foundational model in multimodal learning, aligning visual
and textual data into a shared embedding space via contrastive learning
on large-scale image-text pairs. This uni ed space enables CLIP to excel in
zero-shot image classi cation, text-based image retrieval, and text-to-image
generation [ 19]. The ability to specify tasks using natural language makes
CLIP versatile and accessible, even for those not well-versed in computer
vision or machine learning.

However, CLIP's representation of visual concepts is not uniform; some
classes expressed in natural language do not achieve e ective zero-shot
performance. For instance, while CLIP might accurately classify common
objects like cats or dogs, it may struggle with specialized or nuanced classes
such as speci ¢ species of birds or subtle distinctions in product models.
This inconsistency raises the question: Can we exploit the intrinsic proper-
ties of CLIP's text encoder to predict zero-shot classi cation accuracy using
only its feature space?

Understanding and predicting CLIP's performance on arbitrary visual
classi cation tasks is crucial for both researchers and practitioners. For
example, someone working in inventory control might want to know if CLIP
can recognize speci c camera models, or a wildlife researcher might be
interested in distinguishing between similar animal species. Currently,
there is no straightforward method to predict CLIP's e ectiveness on such

specialized tasks without empirical testing, which can be resource-intensive.



Figure 1.1: An illustration of our method using descriptive text embeddings
as proxy image embeddings within CLIP's embedding spaces for simulating
zero-shot classi cation.

1.2 Previous Work

Previous works have explored the alignment of multimodal embedding
spaces and the relationships between text and image representations [ 10,
26]. Recent work from our lab explored the ability to use generated images of
target classes to predict real world zero-shot classi cation performance | 12],

introducinga Consistency Score and Classi cation Margin as metrics which

show signi cant correlation with per-class zero-shot classi cation accuracy.
These methods involved generating synthetic images for each class using
CLIP-based image generators and computing their embeddings using CLIP's
image encoder. By comparing these image embeddings with the text embed-
dings of class names and descriptions, we assessed the alignment between
classes. A detailed discussion of these image-based results is provided in

Chapter 2.



1.3 Our Approach

However, generating synthetic images can be computationally expensive
and may not always be feasible due to resource constraints or data avail-
ability. This limitation prompted us to explore whether we could achieve
similar predictive capabilities by leveraging only the text side of CLIP's em-
bedding space. In this thesis, we investigate approaches that use CLIP's
text encoder to predict zero-shot image classi cation performance. Our
motivation comes from a nding that the distribution of text embedding
correlates the distribution of image embedding: as shown in Figure 1.2.
We rst use chatGPT to generate diverse descriptive text for each class in
CUB dataset, then we encode the descriptive text and images into the CLIP
embedding space. We can see that the clustering patterns and the relative
positions of the two modalities correspond closely

Then, we adapt the Consistency Score and Classi cation Margin from |
to a text-only context by using generated captions as proxies for images. We
show that text-only Consistency Score and Classi cation Margin also show
signi cant correlations with per-class zero-shot classi cation accuracy. We
further propose a KNN-based method to predict per-class zero-shot accuracy
of CLIP for image classi cation tasks, leveraging text-based information
without utilizing image data.

In the end, Our insights enable a more e ective prompt engineering
for CLIP-based zero-shot classi cation. Experimental evaluations show
accuracy improvements on 9 out of 11 datasets, with a maximum gain of

6.6% and a minimal drop of 0.42% in the worst case.

12]



Figure 1.2: A t-SNE plot showing the relative con gurations of text and
image embeddings for a small part of the CUB dataset

1.4 Contributions

Our speci ¢ contributions are:

" We introduce an algorithmic approach to predict the e ectiveness of
zero-shot learning for particular classes based solely on the provided

text descriptions and the intrinsic properties of CLIP's text encoder.



We adapt our lab's previous methods the Consistency Score and Clas-
si cation Margin to a text-only context by using generated captions

as proxies for images.

We analyze how the embedding space characteristics can be directly
applied to generate more e ective text prompts, thereby enhancing

zero-shot classi cation performance.

We conduct extensive experiments across multiple datasets and mod-
els, demonstrating the utility of our approach in predicting zero-shot

accuracy and improving classi cation outcomes.

Chapter 2 reviews the relevant literature on multimodal models, zero-shot
learning, and prompt engineering. It also provides a detailed discussion
of previous work from our lab, including image-based methods that use
synthetic images to predict zero-shot performance.

Chapter 3 presents our proposed method for predicting zero-shot classi-
cation accuracy using CLIP's text encoder.

Chapter 4 details the experimental setup and results, demonstrating the
e ectiveness of our approach across multiple datasets and models.

Chapter 5 describes an application derived from our insights, utilizing
mean prompt embeddings to enhance the zero-shot classi cation perfor-
mance of the CLIP model.

Chapter 6 concludes the thesis by summarizing our contributions and

suggesting future work.



Chapter 2:  Literature Review

2.1 Zero-Shot Learning

Zero-shot learning (ZSL) aims to recognize objects or classes not present
in the training data by leveraging auxiliary information such as semantic
attributes or textual descriptions [ 9]. Early methods used manually de ned
attributes and linear mappings to project images into semantic spaces,
enabling recognition of unseen classes based on attribute similarities [ 21,
8, 5]. However, these approaches were limited by their reliance on linear
models and the need for precise attribute annotations.

With the rise of deep learning, researchers introduced non-linear models,
speci cally deep neural networks, to learn more complex feature represen-
tations for ZSL [ 27]. These models improved the ability to capture intricate
semantic relationships between visual data and semantic descriptions,

leading to better performance in recognizing unseen classes.

2.2 Contrastive Language-lmage Pre-training (CLIP)

Contrastive Language-lmage Pre-training (CLIP) [  17] is a signi cant ad-
vancement in multimodal learning. CLIP jointly trains an image encoder
and a text encoder on a large dataset of image-text pairs collected from
the internet. By using contrastive learning, CLIP aligns visual and textual
representations in a shared embedding space without relying on manually
annotated labels. This allows some level of automatic translation between
arbitrary text and image data.

CLIP's training on web-scale data allows it to be e ective across a very



wide variety of text and image data types. Extensions of CLIP have been
applied to region-level tasks, such as zero-shot object detection and segmen-
tation, by incorporating spatial information [ 31, 29]. However, it is less clear
how well its features capture ne-grained variations between very similar
image or text concepts [1, 14].

In generative modeling, CLIP's text encoder guides image generation from
textual prompts in models like DALL  -E [18] and Stable Diusion [ 20], ensur-
ing the generated images align with the given descriptions. Furthermore,
the Stable Di usion image generation model is trained an the same LAION
datasets [ 22] as CLIP, so successes and failures in the image generation

and image embedding are likely to be correlated.

2.3 Enhancing Zero-Shot Classi cation with CLIP

In zero-shot classi cation using CLIP, class names are used as textual
prompts, and images are classi ed by comparing the similarity between
image embeddings and text embeddings. However, simple class names may
lack su cient semantic context for accurate classi cation, especially when
classes have ambiguous or similar names.

To address this, researchers have explored using more descriptive prompts.
Pratt et al. [ 16] showed that incorporating additional descriptive context
around class names improves the alignment between textual and visual
representations, leading to better classi cation performance. The CaSED
framework [ 3] approaches zero-shot classi cation without explicit class
names by utilizing external vision-language databases to retrieve relevant
textual descriptions.

Tip-Adapter [ 28] enhances CLIP's performance in few-shot settings by

introducing feature adapters that adjust CLIP's representations based on a



small number of labeled examples. This approach bridges the gap between
zero-shot and few-shot learning while retaining the bene ts of CLIP's pre-
trained knowledge.

Improving the quality of CLIP's training data has also been investigated.
Fan et al. [ 4] proposed using a large language model to rewrite image
captions in the training data, generating richer textual descriptions that en-
hance the alignment between modalities and improve zero-shot classi cation

performance.

2.4 CLIP Modality Gap and Embedding Space Analysis

Understanding CLIP's embedding space is crucial for improving its perfor-
mance on cross-modal tasks. Despite being trained to align image and text
embeddings, studies have found a modality gap between the two [ 10, 30].
This gap indicates that while embeddings are well-organized within each
modality, there is a misalignment across modalities, which can a ect tasks
like zero-shot classi cation. This is directly visible in the t-SNE plot shown
earlier in Figure 1.2, where all the text embeddings lie far from all the image
embeddings.

Researchers have analyzed this gap to develop methods for better align-
ment. Trager et al. [ 23] explored linear transformations within the embed-
ding space to align modalities more e ectively. Old eld et al. | 14] performed
subspace analyses to understand the compositional structures contributing

to the modality gap.



2.5 Large Language Models and Multimodal Integration

Large language models (LLMs) like GPT-4 [ 15] have demonstrated ad-
vanced language understanding and generation capabilities. Integrating
LLMs with vision-language models like CLIP could potentially enhance mul-
timodal representation learning. However, this integration is challenging
due to di erences in model architectures and training objectives [6].

Recent works have attempted to combine the strengths of LLMs and
CLIP. For example, Liu et al. [ 11] proposed aligning visual features with
language models for improved multimodal understanding. However, e ec-
tively leveraging LLMs within the CLIP framework often requires signi cant
computational resources and careful architectural design.

Instead of a deep integration of CLIP and LLMs, we focus on enhancing
CLIP's text encoder by exploring its local structure to improve zero-shot
performance. This strategy avoids the complexities of integrating external

LLMs while bene ting from advances in textual representation learning.

2.6 Predicting Zero-Shot Performance: Image-Based Methods

Our lab has developed methods to predict the zero-shot classi cation
performance of CLIP using image-based approaches [ 12]. The key idea is to
assess how well CLIP represents a given class by analyzing the consistency
between its text embeddings, and embeddings of images generated from
that text. The key ideas is that if CLIP cannot correctly classify relevant
images that are generated from the CLIP embedding, then CLIP must not

have e ective represetations that di erentiate those classes.



2.6.1 Predicting Zero-Shot Performance Using Consistency Scores

We introduce a metric called the  Consistency Score (CS) to measure the
alignment between text and image embeddings within CLIP's latent space.

The method involves the following steps:

1. Image and Text Generation . For each class, we generate synthetic
images using a CLIP-based image generator like Stable Di usion [ 20],
and we create alternative textual descriptions using a language model

such as GPT-4.

2. Embedding Computation : We compute the embeddings of the gener-
ated images and the alternative text descriptions using CLIP's image

and text encoders.

3. Consistency Score Calculation . For each class i, we de ne the Con-

sistency Score § as:

1N -
§= =& mincogliyx Ij;Ti Tj) (2.1)
N; (=1 I8 ’

where [ is the embedding of the k-th generated image for class i,
Ij is the mean image embedding of class  j, and Tj, T are the text

embeddings of classes i and |, respectively.

4. Prediction of Zero-Shot Accuracy : We use the Consistency Scores to
predict the zero-shot classi cation accuracy of CLIP for each class. A
higher Consistency Score indicates better alignment between modalities

and suggests higher expected accuracy.

10



2.6.2 Classi cation Margin Approach

In addition to the Consistency Score, we propose a Classi cation Margin
(CM) metric inspired by margin-based classi ers. The Classi cation Margin

for class i is de ned as:

1 N
CMi= =& codlix;Ti) maxcoglixT;) (2.2)
Nij 2y 81

This metric captures the di erence between the similarity of an image
embedding to its correct class and the similarity to the most confounding

class.

2.6.3 Experimental Results

We evaluated our methods on several standard datasets, including CUB-
200 [ 25], Stanford Dogs [ 7], Flowers-102 [ 13], iNaturalist2021-Mammals
[24], and RESISC45 [ 2]. Our results (as shown in Figure 2.1) demonstrate a
strong correlation between the predicted Consistency Scores and the actual
zero-shot classi cation accuracies.

For instance, on the CUB-200 dataset, we achieved a Spearman's rank
correlation coe cient of 0:72 between the Consistency Scores computed
using generated images and the actual zero-shot accuracies. This indicates
that our method can e ectively predict which classes CLIP will classify

accurately in a zero-shot setting.

2.6.4 Implications and Applications

The image based approach provides a practical tool for estimating CLIP's
zero-shot performance on arbitrary queries without requiring labeled data or

retraining. This has signi cant implications for applications where collecting

11



(a) CUB-200 (b) Stanford Dogs (c) Flowers-102

(d) iNaturalist-Mammals (e) RESISC45

Figure 2.1: Each scatter plot shows the relationship between zero-shot
classi cation accuracy on the real dataset and our cycle consistency score
in real (blue) or generated (orange) data. Each dot represents a class in
datasets.

labeled data is challenging or infeasible. Users can assess whether CLIP is
suitable for their speci c classi cation tasks and make informed decisions
about employing zero-shot learning in their domains. However, the image
based approach is computationally expensive, and relatively slow, because
it requires the generation of representative images for many classes. This
motivates the exploration of text-only approaches, which is the subject of

the next Chapter.

12



Chapter 3:  Methodology

This chapter details the methodologies developed to predict the zero-shot
classi cation performance of the CLIP model using text-based approaches.
These methods leverage the intrinsic properties of CLIP's text encoder,
adapting previous image-based metrics to a text-only context. Additionally,
a KNN-based method for zero-shot classi cation accuracy prediction is

introduced. The main contributions of this chapter include:

" The Text Consistency Score (Text CS) and Text Classi cation Margin (Text
CM) metrics, adapted to leverage textual descriptions as proxies for
images. The Text CS and Text CM scores are expected to show a weaker
but still signi cant correlation with CLIP's zero-shot classi cation

accuracy, comparing to the original CS and CM scores.
" A KNN-Based Accuracy Prediction method, enabling direct estimation

of zero-shot classi cation accuracy from text embeddings.

3.1 Overview

The methodology comprises the following key components:

1. Text Consistency Metrics (Text CS and Text CM) : These metrics
measure the alignment, separability, and class-speci c compactness

of descriptive textual embeddings in the CLIP latent space.

2. KNN-Based Accuracy Prediction . A soft K-Nearest Neighbors (KNN)
approach predicts zero-shot classi cation accuracy directly from tex-

tual embeddings.

13



3.2 Text Consistency Metrics

3.2.1 Text Consistency Score (Text CS)

The Text CS metric quanti es the separability of descriptive textual

embeddings for a class in the CLIP latent space.

Initial Text Consistency Score Given a class i, we generate N; descriptive
texts fT,9;T%; 11, T;q0. For the k-th descriptive text, the initial consistency
score is:

g :rjrgincos(de T T (3.1)

where de Is the embedding of the k-th descriptive text for class |, T? is the
mean embedding of descriptive texts for class j, and T, T; are the plain text

embeddings for classes i and j.

Compactness-Separation Metric The Compactness-Separation Metric
evaluates interclass separation and intraclass compactness by using the
following equation:
§ = maxcogT;Tj)+ min cog(Ti;T); (3.2)
j61i Tid Di
where ‘I'iOI is the embedding of a descriptive text for class i, and Dj is the set

of all descriptive text embeddings for class i

This metric captures two crucial aspects of CLIP's embedding space:

1. Interclass Separation : The maxg;cogT;;T;) term measures how dis-
tinct the embeddings of di erent classes are from each other. A lower

value indicates better separation between classes.
2. Intra-class Compactness  : The minga,ycoqT;T9) term assesses how
|

14



closely related the various descriptive embeddings of a class are to
its standard embedding. A higher value suggests better compactness

within the class.

Final Text Consistency Score The nal Text CS for class i combines the
above components:
1
S=gasts: (3.3)
i k=1

3.2.2 Text Classi cation Margin (Text CM)

The Text CM is a margin-based metric that measures the di erence

between intraclass similarity and interclass confusability.

Margin for Descriptive Texts The margin for the k-th descriptive text of
class i is:
T = rpeiincos(de;Ti T): (3.4)
Final Text Classi cation Margin The nal Text CM for class i is:
18 5. E
f= LA (3.5)
I k=1

where s is the Compactness-Separation Metric de ned earlier.

3.3 KNN-Based Accuracy Prediction

In addition to Text CS and Text CM, we introduce a KNN-based method
to predict zero-shot classi cation accuracy. This approach leverages the em-

beddings of descriptive texts to estimate classi cation performance directly.

15



3.3.1 Soft KNN Framework

For each class i, descriptive text embeddings f‘I’i?l;Tisz; S ;Ti?'Nig are used as
inputs to a soft KNN classi er. The probability K that a given embedding

T.4 belongs to class i is computed as:

exp(cog T Ti)=t)

K (T&ji)= - ;
WY 8% explcod T T) =)

(3.6)

where cosrepresents cosine similarity, t is a temperature parameter, and C

is the total number of classes.

3.3.2 Accuracy Prediction

The predicted zero-shot classi cation accuracy P(i) for class i is:
1 B
N o d sy
Pi)= & & K (T%i): (37
I k=1

3.4 Implementation Details

3.4.1 Caption Generation

Descriptive captions are generated using GPT-based models for each
class. For example, the class Acadian Flycatcher in the CUB-200 dataset

might yield:
" A small bird with olive-green feathers sitting on a branch.
" An Acadian Flycatcher, recognized by its white eye-ring.

Similarly, for other datasets, the generated captions include:

WDS Cars:

16



" A red convertible with a sleek, aerodynamic design and retractable

roof.

" A rugged SUV with a metallic frame and o -road tires parked in a

forest.
WDS FGVC Aircraft:

" A Boeing 747 with four engines and a distinctive hump at the front of

its fuselage.

" A small Cessna 172 aircraft with a white and blue exterior, ying over

a countryside.
WDS Food101:

" A bowl of spaghetti carbonara garnished with freshly grated cheese

and parsley.

" A platter of sushi rolls lled with salmon, avocado, and rice, arranged

neatly on a bamboo mat.

3.4.2 Embedding Computation

All captions are embedded using CLIP's text encoder, producing normal-

ized embeddings suitable for cosine similarity calculations.

3.5 Summary

This chapter introduced three core contributions: the Text CS, Text CM,
and KNN-based methods for predicting zero-shot classi cation accuracy.

These approaches utilize descriptive textual embeddings to evaluate class

17



performance in the CLIP latent space without relying on image data. To-
gether, they o er a robust framework for understanding and optimizing

zero-shot performance.

18



Chapter 4:  Experimental Results

In this chapter, we detail the experimental setup, benchmark datasets,
and the results obtained from evaluating our proposed methodologies. We as-
sess the performance of various prediction models across multiple datasets

and discuss the implications of our ndings.

4.1 Benchmark Datasets

To thoroughly evaluate our approach, we selected a diverse set of bench-
mark datasets covering multiple domains with varying degrees of class

separability. The chosen benchmarks include:

CUB-200: Consists of 11,788 images across 200 bird species, including

closely related classes such as 25 warbler species.

WDS Cars: Contains images of various car categories from the WDS

collection, spanning 196 classes.

WDS FGVC Aircraft: Features aircraft images representing di erent

models from the WDS collection, encompassing 100 classes.

" WDS Foo0d101: Includes 101 categories of food items from the WDS

collection, covering 101 classes.

WDS ImageNetV2: A more challenging variant of the original ImageNet

dataset, comprising 1000 classes.

WDS ObjectNet: Comprises images designed to evaluate robustness

against diverse object representations, containing 113 classes.

19



WDS SUN397: A scene recognition dataset with 397 scene categories

from the WDS collection, encompassing 397 classes.

" WDS VTAB-CIFAR100: A CIFAR-100 variant used for transfer learning

evaluation, consisting of 100 classes.

WDS VTAB-Flowers: Contains ower images for assessing visual recog-

nition models, covering 102 classes.

WDS VTAB-Pets: Features images from various pet categories, includ-

ing 37 classes.

WDS VTAB-RESISC45: A remote sensing image scene classi cation

dataset with 31,500 RGB images across 45 scene classes.

We also compare the Text Consistency Score (Text CS), and Text Classi -
cation Margin (Text CM) with the original Consistency Score (CS) and Clas-
si cation Margin (CM) scores in Table 4.1, on the originally used datasets

[12]:

" CUB-200 [25]: 11,788 images of 200 bird subcategories, including 25

similar warbler classes in natural outdoor settings.
Stanford Dogs [7]: 20,580 images covering 120 dog breeds.

" Flowers-102 [13]: 8,189 images across 102 ower categories, with

each class having 40 258 images.

iNaturalist2021-Mammals [24]: 12,300 images of 246 mammal species,

featuring 50 images per class.

RESISC45 [2]: 31,500 RGB images for remote sensing scene classi -

cation, divided into 45 scene classes.

20



Dataset | CS(G) CM(G) TextCS TextCM

CUB-200 0.72 0.67 0.49 0.47
Stanford Dogs 059 047 0.37 0.38
Flowers-102 0.55 0.56 0.24 0.27
iNaturalist2021-Mammals 0.59 0.62 0.31 0.31
RESISC45 0.59 0.61 0.33 0.41

Table 4.1: Comparison of Consistency Score (CS), Classi cation Margin
(CM), and their text-based variants for Generated (G) data across di erent
datasets. Values represent Spearman's coe cient between similarity and
zero-shot accuracy.

4.2 Evaluation Metrics

We utilize two metrics to evaluate the performance of our prediction
models. The correlation coe cient quanti es the monotonic relationship
between the predicted scores and the actual zero-shot accuracies. It in-
dicates how well the predicted scores align with the actual performance
using a monotonic function. We use Mean Absolute Error (MAE) for the Soft
K-Nearest Neighbors (KNN) model because it directly predicts and accuracy
that is comparable to the classi cation accuracy. Mean Absolute Error
measures the average absolute di erence between the predicted zero-shot
accuracies and the actual accuracies across di erent classes and datasets.

It is de ned as:

P(C) P(C) (4.1)

2=
Qo

MAE =
i=1
where P(C) is the predicted accuracy for class  C;, and P(G) is the actual

zero-shot accuracy.

21



4.3 Experimental Setup

4.3.1 Implementation Details

All experiments were performed using the openai/clip-vit-large-patch14
model from Hugging Face. Synthetic images were generated with Stable
Diffusion v2.1 [20], trained on the LAION-5B dataset| 22]. Text embeddings
were derived by encoding generated captions using CLIP's text encoder. The
Soft K-Nearest Neighbors (KNN) model was con gured with K= 10 and

utilized a Gaussian kernel for weighting.

4.3.2 Training Procedure

The Soft K-Nearest Neighbors (KNN) model was trained on labeled datasets
to predict zero-shot classi cation performance. For each generated caption
embedding, similarity was computed against embeddings of class hames
and other classes. Class priors were calculated based on class frequencies

within each dataset.

4.4 Results

4.4.1 Mean Absolute Error (MAE) Results

Table 4.2 presents the Mean Absolute Error (MAE) of the predicted zero-
shot accuracies across di erent models and datasets.
4.4.2 Correlation Coe cients

We report the correlation coe cients between the predicted zero-shot
accuracies and the actual accuracies for each model and evaluation metric

across all datasets. The tables are organized by model for clarity.
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Dataset CLIP SigLIP FLAVA

CuB 0.269 0.181 0.266
Cars 0.200 0.107 0.266
Aircraft 0.254 0.229 0.151

Food101 0.217 0.173 0.181
ImageNetV2 0.214 0.227 0.263
VTAB-CIFAR100 0.239 0.261 0.201

Flowers 0.228 0.289 0.289
VTAB-Pets 0.118 0.264 0.220

VTAB-Resisc45 0.269 0.342 0.313

Table 4.2: Mean Absolute Error (MAE) for predicting zero-shot accuracies
across di erent models and datasets.
4.4.2.1 OpenAl CLIP ViT-Large-Patch14

Table 4.4 shows the correlation coe cients for the OpenAl CLIP ViT-

Large-Patch14 model.

Dataset KNN Text CS Text CM
CuB 0.393 0.416 0.423
Cars 0.452  0.407 0.329
Aircraft 0.403 0.405 0.418

Food101 0.444  0.403 0.421
ImageNetV2 0.307 0.238 0.310
VTAB-CIFAR100 0.014 -0.144 -0.107

Flowers 0.163 0.192 0.193
VTAB-Pets 0.305 0.221 0.256

VTAB-Resisc45 0.344 0.571 0.511

Table 4.3: Correlation coe cients between predicted and actual zero-shot
accuracies for the OpenAl CLIP ViT-Large-Patch14 model across di erent

datasets.

4.4.2.2 Google SigLIP Base-Patch16-224

Table 4.5 presents the correlation coe cients for the Google SigLIP

Base-Patch16-224 model.
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Dataset Text CS Text CM

CcuB 0.416 0.423
Cars 0.407 0.329
Aircraft 0.405 0.418
Food101 0.403 0.421
ImageNetV2 0.238 0.310
VTAB-CIFAR100 -0.144 -0.107
Flowers 0.192 0.193
VTAB-Pets 0.221 0.256

VTAB-Resisc45 0.571 0.511

Table 4.4: Correlation coe cients between predicted and actual zero-shot
accuracies for the OpenAl CLIP ViT-Large-Patch14 model across di erent
datasets, using Text CS and Text CM metrics.

Dataset KNN Text CS Text CM
CuB 0.496 0.422 0.475
Cars 0.372 0.277 0.274
Aircraft 0.514 0.546 0.632
Food101 0.193 0.127 0.109
ImageNetV2 0.191 0.114 0.179
VTAB-CIFAR100 -0.212 -0.055 -0.124
Flowers -0.006 -0.088 -0.036
VTAB-Pets 0.057 0.091 -0.016

VTAB-Resisc45  0.005 0.184 0.143

Table 4.5: Correlation coe cients between predicted and actual zero-shot
accuracies for the Google SigLIP Base-Patch16-224 model across di erent

datasets.

4.4.2.3 Facebook FLAVA-Full

Table 4.6 displays the correlation coe cients for the Facebook FLAVA-

Full model.

4.4.3 Comparison with Baseline Methods

To assess the e ectiveness of our text-only methods, we compared the

correlation scores from Text Consistency Score (Text CS) and Classi cation
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Dataset KNN TextCS Text CM

CcuB 0.439 0.482 0.464
Cars 0.540 0.552 0.585
Aircraft 0.261 0.337 0.329

Food101 -0.015 -0.076 -0.116
ImageNetV2 0.304 0.085 0.146
VTAB-CIFAR100 0.128 0.085 0.153

Flowers 0.372 0.330 0.276
VTAB-Pets -0.045 -0.072 -0.222

VTAB-Resisc45 -0.044  0.045 0.117

Table 4.6: Correlation coe cients between predicted and actual zero-shot
accuracies for the Facebook FLAVA-Full model across di erent datasets.

Margin (Text CM) against our text-only Soft KNN method. Table 4.7 presents

this comparison for a subset of datasets where all methods have available

data.
Dataset Text CS Text CM Soft KNN (OpenAl CLIP)
cuB 0.416 0.423 0.393
Cars 0.407 0.329 0.452
Aircraft 0.405 0.418 0.403
Food101 0.403 0.421 0.444
ImageNetV2 0.238 0.310 0.307
VTAB-CIFAR100 -0.144 -0.107 0.014
Flowers 0.192 0.193 0.163
VTAB-Pets 0.221 0.256 0.305
VTAB-Resisc45 0.571 0.511 0.344

Table 4.7: Comparison of correlation coe cients between Text Consistency
Score (Text CS), Classi cation Margin (Text CM), and Soft KNN for the OpenAl
CLIP model across selected datasets.

4.5 Qualitative Analysis

In this section, we analyze four KNN-based text prior predictions vs CLIP's

zero-shot accuracy cases: high/low KNN-based predictions vs high/low
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