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Abstract of Dissertation

APPLYING THE SCIENCE OF NETWORKS TO ENTEPRISE INFORMATION
SYSTEMS THAT IMPLEMENT A SERVICES ORIENTED ARCHITECTURE
Chief Information Officers (C1Os) of major corporations are tasked with providing

employees with access to information and tools to enable the efficient creation of
products that provide a competitive advantage to the corporation. CIOs typically inherent
Information Technology (IT) infrastructures comprised of numerous legacy applications
that are interconnected by point-to-point interfaces, which inhibits the ability to rapidly
respond to changing business needs. Service Oriented Architecture (SOA) is an Internet-
based paradigm that promotes the ability to keep pace with technology advances by
isolating and encapsulating technology changes within well-defined services. SOAs offer
the potential to change how enterprise IT is managed but CIOs are faced with
transforming their existing stove piped enterprise into a future SOA enterprise. Also
fueled by the Internet, the science of networks has developed a sufficient body of
knowledge that describes how real networks form, adapt, and die. Today’s IT enterprises
are the result of creating networks, so it is logical that this body of knowledge should
provide valuable insights into executing SOA enterprise transitions. Using a science of
networks perspective, this research examined three case studies executing SOA efforts to
identify common practices, highlight potential roadblocks, and offers a general approach

for commencing these transformational efforts.
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CHAPTER ONE — INTRODUCTION

1.1 Background

Since the early 1980’s there has been an explosive growth in the number of
Information Technology (IT) projects undertaken by commercial businesses and federal
agencies. These large organizations have made significant investments over many years
and have accumulated a large number of IT applications. Many of these applications
started as standalone systems to address business needs but over time it became necessary
for each of these business applications to exchange data to support evolving business
needs. In most cases, application integration was conducted tactically, without an
enterprise-wide strategic plan and resulted in many custom point-to-point interfaces being
developed and implemented between individual applications. (Lam and Shankararaman
2007, 344)

Although this point-to-point application integration was initially operationally
efficient, over time it has actually inhibited the ability of the enterprise to be responsive
to changing business needs as it became more risky to change one application without
having negative effects on other interconnected applications. To reduce this risk, IT
projects consumed time and effort to analyze, design, develop, and test the application
before placing it into operations. However, this has caused the IT organization to be
viewed as slow and costly within the eyes business organization. (Bieberstein et al. 2008,
214) But this aversion to risk is not without merit. A 2004 survey of 28 companies
showed that “the major issues driving legacy management are operational performance,

system functionality and reduction of business risk.” (Walton 2004)
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Unfortunately, the traditional approach of point-to-point integration is now reaching
its limits in many IT enterprises and this is causing organizations to examine new
methods to accomplish enterprise integration. Many information system developers and
IT vendors are marketing Services Oriented Architecture (SOA) as an approach for
implementing enterprise integration while also providing the business with agile,
responsive IT applications to meet their change business needs. Unfortunately, SOA has
not been the silver bullet solution that will magically resolve many IT issues. It may
offer an approach or direction but not without significant effort being applied by the IT
organization to successfully change the IT technical enterprise. (Lam and Shankararaman

2007, 344)

1.2 Statement of Problem

SOA is an architectural paradigm for integrating business processes with IT
infrastructure as a collection of standardized components, or services, which can be
reused or combined to address changing business priorities. It attempts to move away
from point-to-point exchanges to a catalog of services where service providers offer
services, or units of work, to some level of specified level of performance, while service
consumers make use of these work units to satisfy their needs. (OASIS Standard,
Reference Model for Service Oriented Architecture 1.0. 2006) With the birth of the
Internet’s World Wide Web, SOA concepts and technologies have been maturing since
the late 1990’s and will continue to do so as new SOA standards, supporting protocols,
and vendor implementations are introduced, and given the current maturity of SOA
principles and technologies, SOA architectures are attainable today. (Erl 2005, 760)
Although SOA technology has been in existence for over 10 years and continues to be
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enhanced, a recent Gartner study assesses that SOA may not become a mainstream

technology for another 5 to 10 years. (Di Maio et al. 2008)

1.3 Purpose of Study

Also fueled by Internet’s World Wide Web growth, coupled with access to large
amounts of computing power and good data sets, the science of networks has now
developed a sufficient body of knowledge that allows one to understand how real
networks form, grow, adapt, and die. Today’s IT enterprises are the result of creating
networks, so it is logical that this body of knowledge should provide valuable insights
into executing SOA enterprise transitions. However, it is not sufficient just to
understand today’s enterprises; it would also be greatly beneficial to apply science of
network concepts towards transforming the IT enterprise to become more stable and
robust, while also providing a transition path from the current state, through multiple
small, risk-acceptable, transition steps. Consequently the purpose of the study is two-
fold. First, the study determines if applying science of networks concepts will be provide
an IT enterprise with a better understanding of its current network topology of technical
systems and people. Second, the study determines if applying science of networks
concepts will support SOA efforts that attempt to transform the enterprise to a more

robust, efficient, and agile future state.

1.4 Significance of This Study
The study examines if the application of the science of networks provides new
perspectives for computer architects and systems engineers that build, manage, and

enhance complex enterprise IT environments. In other words, does the application of



science of networks concepts yield new insights into existing enterprise IT environments
such that vulnerabilities can be discovered, or new approaches be applied that could
significantly enhance the performance of increase the efficiency of the enterprise over
time? Furthermore, this study examines the application of four concepts developed by
the science of networks, coupled with their implementation using current SOA best
practices, to enhance and accelerate the adoption of SOA architectures in large, complex

enterprise IT environments.

1.5 Limitations of This Study

Large enterprise IT environments are very difficult to examine and study and
complete access to the supporting data to fully provide a complete examination over a
long period of time is nearly impossible. As this research was an initial examination of
enterprise IT environments using a science of networks perspective, only a small set of
case studies were examined. Consequently, this study can only determine if there is
value to applying a science of network perspective to enterprise IT environments, but
does not provide sufficient case study data to quantity, or even fully qualify, the level of
value that could be obtained.

Additionally, this study was highly dependent on the amount of data and level of
access that was provided by each case study participant to the researcher. In one case
study, data was only made available to the researcher through the U.S. Government’s
Freedom of Information Act (FOIA). In this case, the researcher was not able to validate
potential findings through interviews to ensure that accurate conclusions were being

made by the researcher.



CHAPTER TWO - LITERATURE REVIEW

2.1 Introduction

This literature review commences by documenting the rapid growth of IT in both
commercial and federal government organizations. It then describes recent Federal
Government policies that are leading the Federal Government to implement Enterprise
Architecture and SOA best practices. The literature review then discusses the current
situation and issues facing most enterprise IT environments. Next the roles and
responsibilities of key personnel within an IT organization are defined. This is followed
by an examination of the systems terminology used to describe an enterprise and the
differing perspectives that must be addressed when moving from a single system
perspective to the systems-of-systems perspective that is prevalent within an enterprise.

The literature review then examines the application of Enterprise Architectures as an
engineering tool by documenting the purpose and usefulness of Enterprise Architectures
and then reviewing various Enterprise Architectures that are currently used by industry
and the Federal Government. Next, a review of SOA as a technology is provided by
reviewing the history of software development practices that led to creation of SOA, by
defining the key components of the SOA technology, by comparing SOA to Object
Oriented Programming (OOP) (a pre-cursor software development practice), by
describing how SOA manages complexity in an IT enterprise, and by discussing best
practices for implementing the SOA technology.

The literature review concludes by providing overview of the science of networks. It

describes a major Federal Government survey that recommends that future engineering
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efforts should incorporate behavioral, social, and life science disciplines to developing
and managing systems of increasing scale and complexity. It then discusses the three
historical stages of evolution within the science of networks, with the current stage being
the examination of actual large-scale, real-world networks. It then concludes with a
discussion of four major concepts within the science that have application to Enterprise
IT environments; network growth and preferential attachment, clusters and correlation,

directed graphs, and the spreading of viruses, epidemics, and innovations.

2.2 The Rapid Growth of Information Technology

Since the early 1980s, there has been an explosive growth in the number of IT
projects undertaken in both the federal government and commercial industry. As
described by Lam and Shankararaman:

Organisations have invested heavily in IT and, as a consequence, accumulated
large portfolios of IT systems comprising hundreds, or possibility even thousands,
of separate IT applications....As business needs evolved, however, it became
necessary for individual IT applications to be integrated in order to support new
business requirements....While such integration raised operational efficiency
through increased automation, it was tactical rather than strategic in nature.
Individual IT applications were integrated only as the need arose, and creating
custom interfaces between individual IT applications was both expensive and time
consuming. As a consequence of piecemeal approach, organisations realized their
IT architecture was riddled with a complex mass of customer interfaces often
referred to as ‘spaghetti integration.” Not only was maintaining such interfaces
expensive, the need for increasing levels of integration sophistication have forced
organisations to address their integration needs more strategically, giving rise to
the growing interest in enterprise integration. (Lam and Shankararaman 2007,
344)

Krafzig, Banke, and Slama provide additional insights:

For many decades, enterprise IT organizations have attempted to improve agility
and efficiency by homogenizing their systems through the introduction of
enterprise-wide IT standards, but mostly with limited success....In the 1980s,
with relational database systems becoming mainstream, we saw a wave of so-
called Enterprise Data Model (EDM) project. The idea of these standardization
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projects was to define one global data model for all the business entities in an
enterprise, which was to be shared among all the different organizations and
systems in the company. Almost all of these failed, and today, there are usually
as many different database schemas out there as there are databases in an
enterprise. There are a variety of different reasons for the failure of these EDM
projects, including political turf wars between departments, conflicting interests
between the different stakeholders ranging business representatives over
applications specialists to DBMS administrators, the sheer complexity of the
undertaking, and the fact that due to the dynamics and complexity of modern
enterprises, it is usually impossible to capture a snapshot of the complete state of
the enterprise at a given point in time. (Krafzig, Banke and Slama 2005, 382)

In 1994, the Standish Group published their first CHAOS report which surveyed 365
companies and represented 8380 IT applications. “The Standish Group research shows a
staggering 31.1% of projects will be cancelled before they are completed....On the
success side, the average is only 16.2% for software projects for software projects that are
completed on-time and on-budget.” They further assessed that 52.7% of IT projects will
be completed but will be challenged by being over-budget, over the time estimate and
will offer fewer functions than originally specified. The study also concluded that the
probability of project success goes down as the size and complexity of the project
increases. (The CHAOS Report (1994). 1994)

The situation in the federal government was almost the same. In 1994, Senator
William Cohen produced an investigative report that documented many issues within the
federal government related to the acquisition and use of IT. The report stated:

The federal government is the largest buyer of computers and computer-related
equipment in the world. Annual federal computer related expenditures exceed
$25 billion, or almost 5 percent of discretionary federal spending, and have been
growing steadily over the last decades.... The federal government continues to
operate old, obsolete computer systems, while it has wasted billion of dollars in
failed computer modernization efforts....The current approach to federal
regulation of computer purchases is outdated and takes little into account of the
competitive and fast changing nature of the now global computer industry. The

computer systems acquisition process was designed when the federal government
dominated the computer market which is now no longer the case. Thirty years



ago, the federal government purchased over 62 percent of the entire U.S.
computer industry’s output. Today, this share has fallen to 3.5 percent. (Cohen
1994)

The report cited numerous failed IT project and provided eight recommendations
including:

e Target oversight of computer acquisitions on the early phases of programs to
encourage agencies to reevaluate how they do business before spending
money on automation

¢ Reduce bureaucratic barriers to purchases....

¢ Avoid reinventing existing technology: Ensure that developing unique
systems is the exception rather than the rule. It should be rare for the
government to purchase anything but commercially available hardware and
software.

e Size projects to manageable levels: the government should address
automation in manageable segments that are compatible with other systems
and easily canceled if they run into any cost or schedule difficulties....

e Communicate lessons learned: Encourage the foundation of interagency
advisory working groups to share experiences with federal government
acquisitions. Industry-government communications should be enhanced
during all phases of the acquisition cycle....

e Reevaluate existing procurements and halt new procurements until the
computer acquisition process is improved. (Cohen 1994)

2.3 Recent Federal Government Policies and Best Practices

Since Senator Cohen’s report was published, numerous government laws and policies
have been enacted to implement the report’s recommendations. In 1996 the Clinger-
Cohen Act became public law. This act requires major federal agencies to establish the
Chief Information Officer (CIO) as a position to provide authority, responsibility and
accountability for their agency’s IT resources. As defined by the act:

The Chief Information Officer of an executive agency shall be responsible for—
() Providing advice and other assistance to the head of the executive agency
and other senior management personnel of the executive agency to ensure
that information technology is acquired and information resources are
managed for the executive agency in a manner that implements the

policies and procedures of this division...and the priorities established by
the head of the agency;



(2) Developing, maintaining, and facilitating the implementation of a sound
and integrated information technology architecture for the executive
agency; and

(3) Promoting the effective and efficient design and operation of all major
information resources management processes for the executive agency,
including improvements to the work processes of the executive agency.
(Clinger-Cohen Act of 1996. 1996)

The act also authorized multiple IT procurement reforms. First, it promotes the use of
incremental, phased government approaches vice “grand” information system projects for
IT acquisitions. Next, it promotes that IT investment decisions be based on potential
returns while decisions to terminate or make additional investments in existing projects
be based on performance. Finally, it promotes that only core mission function projects be
undertaken because no alternative private sector or other government source can
effectively provide the function. (Clinger-Cohen Act of 1996. 1996)

To further strengthen the Clinger-Cohen Act, the President of the United States issued
Executive Order 13011 Federal Information Technology. This Executive Order
reemphasized the responsibilities of agency CIOs while also establishing the Chief
Information Officer’s Council, comprising the CIOs and Deputy CIOs of 28 agencies, as:

the principal interagency forum to improve agency practices on such matters as
the design, modernization, use, sharing, and performance of agency information
resources. The Council shall:

(1) develop recommendations for overall Federal information technology
management policy, procedures, and standards;

(2) share experiences, ideas, and promising practices, including work process
redesign and the development of performance measure, to improve the
management of information resources;

(3) identify opportunities, make recommendations for, and sponsor
cooperation in using information resources;

(4) assess and address hiring, training, classification, and professional

development needs of the Federal Government with respect to information
resources management;



(5) make recommendations and provide advice to appropriate executives and
organization, including advice to OMB on the Government wide strategic
plan required by the Paperwork Reduction Act of 1995; and

(6) seek the views of the Chief Financial Officers Council, Government
Information Technology Services Board, Information Technology
Resources Board, Federal Procurement Council, industry, academia, and
State and local governments on matters of concern to the Council, as
appropriate. (Executive Order 13011 Federal Information Technology.
1996)

The Office of Management and Budget’s (OMB) Circular A-130 also supplements
the Clinger-Cohen Act by mandating that federal government agencies “establish and
maintain a capital planning and investment control process that links mission needs,
information, and information technology in an effective and efficient manner.” To
support the execution of this process:

Agencies must use or create an Enterprise Architecture Framework. The
Framework must document linkages between mission needs, information content,
and information technology capabilities....Once the framework is established, an
agency must create the EA. In the creation of the EA, agencies must identify and
document:
(i) Business Processes...
(ii) Information Flow and Relationships...
(iii) Applications...
(iv) Data Descriptions and Relationships...
(v) Technology Infrastructure. (Office of Management and Budget 2000)
The circular provides additional directions towards implementing the recommendations
sighted in Senator Cohen’s 1994 investigative report.

In response to the Clinger-Cohen Act, the Department of Defense (DoD)
implemented the Command, Control, Communications, Computers, Intelligence,
Surveillance and Reconnaissance (C41SR) Architecture Framework. This initial

architectural framework has evolved to become the DoD Architecture Framework

(DoDAF). DoDAF Version 1.5 defines three architectural paradigms; an integrated
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architecture, a composite architecture, and a federated architecture. DoDAF incorporates
SOA concepts through the implementation of a federated architecture approach. (DoD
Architecture Framework Version 1.5 (Volumes I through 111). 2007)

To comply with the Clinger-Cohen Act and Executive Order 13011, The CIO Council
published the Federal Enterprise Architecture Framework (FEAF) in 1999. This
guidance was later integrated into OMB’s Federal Enterprise Architecture (FEA) for use
by all federal agencies external to the DoD:

The FEA consists of a set of interrelated ‘reference models’ designed to facilitate
cross-agency analysis and the identification of duplicative investments, gaps and
opportunities for collaboration within and across agencies. Collectively, the
reference models comprise a framework for describing important elements of the
FEA in a common and consistent way. Through the use of this common
framework and vocabulary, IT portfolios can be better managed and leveraged
across the federal government. (FEA Consolidated Reference Model Document
Version 2.3. 2007, 90)

In 2007, OMB published an Enterprise Architecture Assessment Framework to assist
government agencies in evaluating their progress towards implementing FEA. Although
less formal, the assessment framework implements a five level assessment structure that
is similar in concept to the Software Engineering Institute’s Capability Maturity Models.
(Federal Enterprise Architecture Program EA Assessment Framework 2.2. 2007, 34)

In an effort to implement SOA in the federal government, the CIO’s Council has
developed a Practical Guide to Federal Service Oriented Architecture. The guide states:

The process of reconciling the Enterprise Architecture’s IT services portfolio,
both intra-agency and cross-agency, frequently results in conflict when two or
more programs have an interest in a given service type. Conflict is, in part, due to
a lack of an enterprise-wide SOA framework and may be grouped into at least

four major challenge categories (politics aside):

1. Lack of an operational or target model for federal enterprise-wide SOA
environment;
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2. Lack of understanding and experience in implementing SOA at the
agency/departmental level;

3. Lack of procedures/guidance for consuming enterprise services in lieu of
local services; and

4. Lack of operational services management, particularly for cross-agency
services once implemented. (A Practical Guide to Federal Service
Oriented Architecture. 2008)

The guide offers an eight stage approach for executing an Enterprise Architecture based
on SOA, but does not offer any engineering or analysis tools to support executing this
approach.

Although the federal government has approved numerous laws and policies, while
also providing frameworks, models, and guides to implement these laws and policies,
during 2008 the Government Accountability Office (GAO) still issued over 120 reports
describing numerous issues in federal government IT acquisitions. In early 2009, the
Obama Administration created the position of Federal CIO to manage $80 billion in

federal IT spending and the 12,000 major systems within the Federal Government.

2.4 Current Situation

Maier and Rechtin describe the transformation that has taken place in information
technology:

One measure of this phenomenon is the proportion of development effort devoted
to hardware and software for various classes of product. Anecdotal reports from a
variety of firms in telecommunications and consumer electronics commonly show
a reversal of the proportion from 70% hardware and 30% software to 30%
hardware and 70% software. This shift has created major challenges and
destroyed some previously successful companies. When the cost of software
development dominates total development, systems should be organized to
simplify software development. But good software architectures and good
hardware architectures are often quite different. Good architectures for complex
software usually emphasize layered structures that cross many physically distinct
hardware entities. Good software architectures also emphasize information hiding
and close parallels between implementation constructs and domain concepts at the
upper layers. These are in contrast to the emphasis on hierarchical
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decomposition, physical locality of communication, and interface transparency in
good hardware architectures. Organizations find trouble when their workload
moves from hardware to software dominated, but their management and
development skills no longer “fit’ the systems they support. (Maier and Rechtin
2000, 313)

However, the method in which an information system retains its data can add to the
complexity of a system. As Maier and Rechtin highlight:

The next dimension of system complexity is retained data. What data does the
system retain and what relationships among the data does it develop and
maintain? Many large corporate and governmental information systems have most
of their complexity in their data and the data’s internal relationships. The most
common data models have their origins in software development, especially large
database developments. Methods for modeling complex data relationships were
developed in response to the need to automate data-intensive, paper-based
systems. Although data intensive systems are most often thought of as large,
automated database systems, many working examples are actually paper based.
Automating legacy paper-based systems requires capturing the complex
interrelationships among large amounts of retained data. (Maier and Rechtin
2000, 313)

Beiberstein et al. further elaborate that many IT enterprises have been developed
without the benefit of a high level plan or architecture. Consequently, application
integration has traditionally been achieved through point-to-point interface solutions.
Although these solutions may be operationally efficient, it results in a paralysis of the
enterprise as it becomes expensive and risky to change one application for another or
even to make significant changes to an existing application without significant retesting.
Therefore, a project may need multiple years to analyze, design, develop, and test before
being ready for operations. In this same amount of time, the business has moved on and
IT is viewed as being slow and inflexible. Contributing factors to this IT paralysis

include:

e Numerous technologies and IT platforms that are within the enterprise and

support the business
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e Changes in one system potentially has ripple effects to other systems

e No single, fully functional solution will interoperate with the other functional
solutions

¢ No single business model, process model, or data definition expands the
enterprise. (Bieberstein et al. 2008, 214)

A 2004 survey of 28 companies showed that an average of 69 percent of their IT
budgets was allocated to operating and maintaining existing legacy systems. For those
companies with revenues greater than $100 million, 83 percent of the companies rated
legacy system management as an issue. As previously stated, the issues driving the need
for legacy system management were continued operational performance, systems
functionality, and reduction of business risk. Surprisingly for many of the companies
surveyed, legacy systems management was not about managing or reducing costs, but
about improving the delivery of key capabilities and aligning capabilities with business.
However, legacy management, as part of a portfolio management strategy, was of
growing importance as this area consumed a significant portion of the IT budget. (Walton
2004)

Lam and Shankararaman point out that the traditional approach of point-to-point
integration has now reached its limits in many enterprises. Consequently, organizations
are examining new methods of enterprise integration. Figure 2-1 provides a diagram that
identifies some of the many organizational and project drivers for implementing
enterprise integration together with a list of benefits that are expected to be obtained
through enterprise integration. They conclude that “SOA and Web services are not the

silver bullets that will resolve all IT woes, although some would like to believe otherwise.
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They clearly offer a pathway, or at a least a direction, for resolving many integration

issues, but are not a solution that can be readily implemented by organizations today.”

(Lam and Shankararaman 2007, 344)
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Figure 2-1 Drivers and Benefits for Enterprise Integration
(Reprinted from Lam and Shankararaman — 2007)

In the case of SOA, as with any other emerging technology, the CIO must

demonstrate the relevance of the technology to satisfying the business needs. Many CIO

business counterparts are technology skeptics as many new technologies are oversold by

media and providing IT vendors. To address this skepticism, Gartner Incorporated

introduced the Hype Cycle to assess the introduction of technologies into the

marketplace. As Broadbent and Kitzis explain:
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The Hype Cycle is the graphic representation of the life cycle of any specific
technology. Even if the graph didn’t have labels, you’d recognize the parts that
we will describe.

The Technology Trigger is a breakthrough, or product launch, or another
event that generates significant presses and interest.

The Peak of Inflated Expectations is a frenzy of publicity-generated
overenthusiasm and unrealistic expectations. There may be successful
applications, but typically there are more failures.

Technologies enter the Trough of Disillusionment because they fail to meet
overinflated expectations and quickly become unfashionable. Consequently,
the press usually abandons the topic and the technology.

Though the press may have stopped covering the technology, some businesses
continue through the Slope of Enlightenment and experiment to understand the
technology’s benefits and practical applications

A technology reaches the Plateau of Productivity as its benefits become
widely demonstrated and accepted. The technology becomes increasingly
stable and evolves to second and third generations. The final height of the
plateau varies according to whether the technology is broadly applicable or
benefits only a niche market. (Broadbent and Kitzis 2005, 340)
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Figure 2-2 Hype Cycle for Government Transformation
(Reprinted from Gartner - 2008)
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As shown in Figure 2-2, Gartner positioned SOA in its 2008 Hype Cycle for
Government Transformation in the Trough of Disillusionment and forecasted 5 to 10
years until mainstream adoption in government enterprises. A number of factors
contributed to this assessment:

Government SOA initiatives have been growing worldwide due, in part, to the
emergence of Web and Web service standards (such as WSDL and SOAP) and
the improving availability of SOA-capable development tools and applications.
Government organizations—particularly service delivery agencies—now regard
SOA as key leveraging their legacy technology, increasing agility through service
orientation, and reducing cost through sharing efficiencies and reuse....
Governments are still in the early stages of developing SOA strategies, but they
are also gaining important perspectives on some of the challenges that can
accompany transition....Moreover, long-standing government policies and
business practices in budgeting, procurement, enterprise management, software
operation and security can also limit reuse—some of the main benefits that SOA
offers. Skill shortages of SOA-trained IT professionals are also problematic.
These difficulties may impede, but will not prevent, the spread of SOA
throughout the application portfolios of governments. (Di Maio et al. 2008)

2.5 Organizational Roles and Responsibilities

In conducting this literature review, there are four organizational roles in an IT
organization that are critical to achieving enterprise integration. These roles are the CIO,
the architects, the systems engineers, and the project managers. Howard Eisner states:

The Office of the CI10O has, among others, the following responsibilities:
Identify information needs of the entire enterprise
Focus these needs at the project level
Build or acquire the systems in order to satisfy these needs

Operate these systems in order to provide support to the various projects
Reengineer the systems as the needs change. (Eisner 2008, 486)

AR

As already stated, the Clinger-Cohen Act identifies the specific responsibilities of a C1O
for federal agencies. The CIO typically delegates the task of developing, executing, and
maintaining an integrated information technology architecture to a group of system
architects, or enterprises architects, within his organization.
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As explained by Eberhardt Rechtin, it is normal for complex systems to contain many
possible variations and hundreds of interactions. The architect’s role is to reduce this
complexity to a manageable degree where engineering analysis techniques can then be
applied. He describes four methodologies for architecting:

The normative or pronouncement methodology is:

based on the respected value judgments of prominent and successful architects.
These architects, faced with the problem of instructing subordinates and justifying
their approaches to others, pronounced what was good architecture and how to
achieve it. Their pronouncements were prescription for action.... It is based on
perceptions of good, bad, right, and wrong....The better the architect, the better
the results, of course. And it does make the job of the subordinates and followers
easier. It does reduce uncertainly. But the rules become dogma, and innovation
suppressed.

The next method is the rational or procedural method which:

focuses on the procedures by which solutions can be found. Its most powerful
tools are mathematical—set theory, probability theory, vector algebra, predicate
calculus, algorithms, and problem-solving methodologies. ...Underlying the
rational theory is the premise that problem solving is inherently procedural, that
is, it consists of relatively simple logical steps operating on an extensive memory
base.

The argumentative method is based on the concept that:

architecting is a learning and arguing (dialectic) process, with the number of
participants enter the process at various times, contributing new problems, new
possibilities, and new options. One of its several version is brainstorming....it
can be difficult to control with the original objectives being lost in the process and
dramatic ideas driving out more reasoned ones, that is, too many cooks can spoil
the soup and too many special interest can stall the process. Its use in architecting
is small.

Finally, the heuristic approach:

has some of its origins in the pronouncement and rational approaches....(It) is
contextual sense—a knowledge of what is reasonable within a given context.
Practicing architects through education, experience, and examples accumulate a
considerable body of contextual sense by the time they are entrusted with solving
a system-level problem....Architects have insights, lessons learned, rules of
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thumbs, and the like that consciously and unconsciously are brought to bear on
complex problems. (Rechtin 1991, 333)

Maier and Rechtin state:
Architecting is characterized by the following:

1. Architecting is, predominantly, an eclectic mix of rational and heuristic
engineering. Other elements, such as normative rules and group
processes, enter in lesser roles....

2. Architecting revolves around models, but is composed of basic processes
of scoping, aggregation, partitioning, integration, and certification. Few
complete rational models exist for these processes and the principal
guidelines are heuristic.

3. Synthesis can be considered as creative invention and can be usefully
broken down into iterative design activities.

4. Uncertainty is inherent in complex system design. Heuristics are
specialized tools to reduce or control, but not eliminate, uncertainty.

5. Continuous progression on many fronts is an organizing principle of
architecting, architecture models, and supporting activities. (Maier and
Rechtin 2000, 313)

As noted by two separate sources, it is not enough to just establish an architecture.
Roger Sessions writes:

Architectures naturally seek the maximum possible level of complexity all on
their own. If it is a complex architecture you are after, you don’t even need
architects. You might as well just fire them all and let the developers work on
their own. This observation that architectures are naturally attracted to complexity
is actually predicted by physics—in particular, the law of entropy. This
fundamental law of physics states that left to their own, all systems evolve to a
state of maximal disorder (entropy). It takes a constant inflow of energy into a
system to keep the disorder at bay. In this regard, enterprise architectures are just
another natural system, like gas molecules in a balloon. The law of entropy tells
us that the battle for simplicity is never over. It requires a constant influx of
energy to keep enterprise systems simple. It isn’t enough to design them so that
they are simple. It isn’t enough to even build them so that they are simple. You
must continue working to prevent an erosion of simplicity for the life of the
system. In this sense, the work of the enterprise architect is never done. The
enterprise architect should have a passion for simplicity. (Sessions 2008, 181)

Krafzig, Banke, and Slama, also apply this same thermodynamics law:

According to the second law of thermodynamics, any closed system cannot
increase its internal order by itself. In fact, any activity that is geared toward
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ordering the system will increase its overall disorder (called entropy). In many
respects, this law is also applied to enterprise software, which often has very
similar characteristics. Consequently, outside intervention is continually required
to help create a higher order and to ensure that development efforts are not lost.

In enterprise software, the architect takes on the roles as outside influencer and
controller....The enterprise software architecture is the architect’s most important
tool at hand. Software architects are constantly confronted with changes to and
expansion of functionality that increase complexity and reduce efficiency. By
refactoring current solutions, architects constantly strive to reduce complexity and
thereby increase the agility of the system. (Krafzig, Banke and Slama 2005, 382)

Maier and Rechtin describe the relationship between the system architect and system
engineer. They discuss how system architects manage complexity by establishing order
and structure but it is the job of system engineer to realize this architecture through
successful implementation:

It is no coincidence that many systems engineers, logically enough, now consider
systems architecting to be ‘the front end of systems engineering’ and that
architectures are ‘established structures.” More precisely, systems architecting can
be seen as setting up the necessary conditions for systems engineering and
certifying its results. In short, systems architecting provides concepts for analysis
and criteria for success. (Maier and Rechtin 2000, 313)

Howard Eisner has examined numerous definitions of systems engineering. He
describes the International Council on Systems Engineering (INCOSE) definition as
“rather sparse and emphasizes (only) three aspects: ‘interdisciplinary,” ‘realization,” and
‘successful’ (systems).” He then examines the DoD’s definition highlighting key
concepts which “include: ‘design and management,” ‘hardware and software,’
‘structured, disciplined and documented,” and ‘overall integrated’ effort that involves
‘multidisciplinary teamwork.” ” He then offers his definition of systems engineering as
“an iterative process of top-down synthesis, development, and operation of a real-world

system that satisfies, in a near-optimal manner, the full range of requirements for the

system.” (Eisner 2008, 486) Andrew Sage further elaborates that “systems engineering
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is @ management technology... that involves the interaction of science, the organization,
and its environment....To be truly useful, the professional practice of systems
engineering must promote the development and use of aids for both the technological and
management of systems design.” (Sage 1992, 606)

Maier and Rechtin identify:

A central tenet of classic systems engineering is that all systems can be viewed in
hierarchies. A system is composed of subsystems that are composed of small
units. A system is also embedded in higher-level systems in which it acts as a
component. One person’s system is another person’s component. A basic
strategy is to decompose any system into subsystems, decompose the
requirements until they can be allocated to subsystems, carefully specify and
control the interfaces among the subsystems, and repeat the process on every
subsystem until you reach components you can buy or are the products of
disciplinary engineering. Decomposition in design is followed by integration in
reverse. First, the lowest-level components are integrated into the next-level
subsystems, those subsystems are integrated into larger subsystems, and so on
until the entire system is assembled. Because this logic of decomposition and
integration is so central to classical systems engineering, it is difficult for many
systems engineers to understand why it often does not match software
development very well....Our challenge (as architects) is to reconcile the systems
and software worlds....The architect’s realm is where views and models combine.
Where models that integrate disparate views are lacking, the architect can supply
the insight. When disparate requirements must interact if satisfaction is to be
achieved, the architect’s insight can ensure that the right characteristics are
considered foremost and that an architecture that can reconcile the disparate
requirements is developed. The perspective required is predominantly a system
perspective. It is the perspective of looking at the software and its underlying
hardware platforms as an integrated whole that delivers value to the client. Its
performance as a whole, behavioral and otherwise, is what gives it its value.
(Maier and Rechtin 2000, 313)

Eberhardt Rechtin also provides an outstanding summary of the interaction between
the architect and the systems engineer:

The architect, therefore, is not a ‘general engineer,” but a specialist in reducing
complexity, uncertainty, and ambiguity to workable concepts. The systems
engineer, in contrast, is the master of making feasible concepts
work....Architecting is working for a client and with a builder, helping determine
the preferred architecture, that is, helping determine relative requirements
priorities, acceptable performance, cost, and schedule—taking into account such
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factors as technology risk, projected market size, likely competitive move,
economic trends, political regulatory requirements, project organization and the
appropriate ‘ilities’ (availability, operability, manufacturability, survivability,
etc.)....Engineering is working with the architect and for a builder, applying the
best engineering practices to assure compliance at the system level with the
designated architecture and with applicable specifications, standards, and
contractors....Nonetheless, the architect tends to concentrate on concepts,
synthesis, top-level specifications, nontechnical as well as technical interfaces,
and mission success. The engineer tends to concentrate on defined subsystem
interfaces, analysis, and performance to specification. Because success depends
on a realizable architecture and on successful implementation of it, the architect
and the engineer necessarily share responsibility for each other’s success.
(Rechtin 1991, 333)

Executing activities that transform the enterprise to a new and more orderly state is
the responsibility of the project managers. Howard Eisner states “the Project Manager
(PM) has the responsibility for the overall project, in all its dimensions. At the top level,
this focuses on the schedule, cost and technical performance of the system....The
classical responsibilities of a PM are usually described in the terms of four activities: (1)
planning, (2) organizing, (3) directing and (4) monitoring.” He submits that a project
manger also needs leadership skills and “is a well-integrated person who can shift gears
as well as pay attention to and keep in balance the many issues that inevitably come
across the desk.” He then proposes twenty attributes of a successful project manager.
He states that “the PM usually has full responsibility of the success or failure of the
project” whereas “the Chief Systems Engineer (CSE) is the key manager for all
engineering work on the project. Thus, the CSE is both a technical contributor as well as
a manager.” He finally discusses the relationship between the PM and the CSE. “The
fact that both the PM and the CSE have, to some extent, overlapping responsibilities,

suggests that it is critically important that these two people work together productively

and effectively. Friction between these key players will seriously jeopardize project
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success. They must communicate and share information extremely well and understand

each other’s weaknesses and strengths.” (Eisner 2008, 486)

2.6 Explosion of Systems Terminology

As this research will involve an examination of systems within the context of an
enterprise, it is important to understand the various terminologies that may be used.
Howard Eisner provides a very basic, yet concise, definition of a system by stating that “a
system is any process that converts inputs to outputs.” (Eisner 2008, 486) Eberhardt
Rechtin provides a more elaborate definition by stating:

For our purposes here, the definition of ‘system’ has two parts:
1. Asystem is a complex set of dissimilar elements or parts so connected and
related as to form an organic whole.
2. The whole is greater in some sense than the sum of the parts, that is, the
system has properties beyond those of the parts. Indeed, the purpose of
building systems is to gain those properties. (Rechtin 1991, 333)

Valerdi, Ross, and Rhodes generally agree with Rechtin’s definition while adding that
“the elements—or parts—can include people, hardware, software, facilities, policies, and
documents; that is all things required to produce systems-level results.” They then define
System of Systems (SoS) as “a condition where a majority of the following five
characteristics are present: operational independence, managerial independence,
geographic distribution, emergent behavior, and evolutionary development.” They offer
that:

There are numerous definitions for both systems and SoS, but in essence there are
three schools of thought that exist on the issues of similarities and differences.
The first school believes that there are fundamental differences between the
systems and SoS, and, as a result, they warrant different names, methodologies
and tools to bring them to realization. The pro-difference camp appears to
represent a majority on the debate, as evidenced by the amount of its advocacy

across government, industry, and academia.... The second school believes that
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SoS is simply an unnecessary term for a system, and that society should not be
influenced by this subtlety. To follow Rechtin’s heuristic: One man’s
architecture is another man’s detail. Similarly, an SoS for one organization may
be seen as a system to another. The advocates for this approach believe that
traditional systems engineering practices along with effective program
management will be sufficient for both systems and SoS. The third school is
agnostic on the issue, playing the wait-and-see game. Since there may not be
enough evidence to prove that there is or is not a difference, then there is no sense
claiming loyalty to either of the first two schools of thought to avoid the risk of
being wrong. This opinion appears to represent the minority. (Valerdi, Ross and
Rhodes 2007, 28-30)

Valerdi, Ross, and Rhodes then provide a detailed discussion to articulate the similarities
and differences between system engineering and systems of systems engineering which is
summarized in Table 2-1.
Howard Eisner expands on the concept of SoS by highlighting:
Some of the key points...

1. Systems of systems may also appropriately be called collaborative systems
or federated systems.

2. There are two main criteria for the term systems of systems; that there is
both operational and managerial independence of the subordinate systems.

3. The central features defining and describing the systems of system
architecture is the communications between systems, in particular the set
of standards related to that intrasystem communications.” (Eisner 2005,
201)

Maier and Rechtin support Eisner’s views by stating:

A collaborative system is a dynamic assemblage of independently owned and
operated components, each one of which exists and fulfills its owner’s purposes
whether or not it is part of the assemblage. These systems have been around for
centuries in programs of public works. But today we find wholly new forms in
communications (the Internet and World Wide Web), transportation (intelligent
transportation systems), militaries (multinational reconnaissance-strike and
defensive systems), and software (open source software). The architecting
paradigm begins to shift in collaborative systems because the architect no longer
has a single client who can make and execute decisions. The architect must now
deal with more complex relationships and must find architectures in less familiar
structures, such as architecture through communication or command protocol
specification. (Maier and Rechtin 2000, 313)
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Table 2-1 Comparing Systems Engineering to Systems of Systems Engineering
(Reprinted from A Framework for Evolving Systems of Systems Engineering - 2007)

Traditional Systems Engineering

SoSE

Purpose Development of a single system to | Evolving new systems of systems
meet stakeholder requirements and | capability by leveraging synergies
defined performance. of legacy systems and emerging

capabilities.

Systems Established early in the life cycle; | Dynamic adaptation as emergent

Architecture

expectation set remains relatively
stable.

needs change.

System
Interoperability

Interface requirements are defined
and implemented for the
integration of components in the
system.

Component systems can operate
independently of SoS in a useful
manner; protocols and standards
are essential to enable
interoperable systems.

System ilities | Reliability, maintainability, and Enhanced emphasis on ilities such
availability are typical concerns. as flexibility, adaptability, and
composability.
Acquisition Centralized acquisition and Component systems separately
and management of the system. acquired and continue to be
Management managed and operated as

independent systems.

Anticipation of
Needs

Concept phase activity to
determine system needs.

Intense concept phase analysis
followed by continuous
anticipation, aided by ongoing
experimentation.

Cost

Single or homogeneous
stakeholder group with stable
cost/fund profile and similar
measures of success.

Multiple heterogeneous
stakeholder groups with unstable
cost/funding profile and measures
of success.

Systems may be complex and Eisner describes some of the features of complex

systems. They include size, functionality, parallel versus serial operations, number and

modes of operations, number of interfaces, different types of interfaces and degree of

integration. He states:

Complex systems tend to be relatively large, with lots of internal and external
interfaces. Part of our (the systems engineer’s) job in thinking about such systems
is to try to reduce the complexity by focusing on fundamental and
simplification....There are a large number of ‘stovepipe’ systems in operation
today, each of which carries out a discrete function....When a new manager
comes upon such a scene, he or she often leads the charge toward the integration

25




of the stovepipes, believing that an integrated system is certainly going to be more
cost-effective. The knee-jerk goal is often something like the following: We
need to integrate the stovepipes to the maximum extent, approaching 100%
integration....A deeper look, however, suggests that the integration of stovepipes
may be a good idea, but it may be a bad idea. Further, the so-called goal of 100%
integration may be a very bad idea. An out-of-the-box approach might well be to
integrate stovepipes to whatever extent is appropriate and cost-effective, based on
the specific circumstances attendant on the stovepipes in question. (Eisner 2005,
201)

Eberhardt Rechtin states that complex systems are inherently unbounded:

Given both complexity and unboundedness of systems,...a favored approach is to
divide or partition the large problem into smaller sets of problems....But arbitrary
partitioning into large numbers of subproblems (and consequently, subsystems)
can be a serious mistake....Instead, two architecting processes need to be carried
out together—partitioning and aggregating. (Rechtin 1991, 333)

He then provides the following set of heuristics:

e Choosing the appropriate aggregation of functions is critical in the design
of systems....

e Choose the elements so that they are as independent as possible, that is,
elements of low external complexity and high internal complexity....

e Choose a configuration in which local activity is high speed and global
activity is slow to change....

e Choose a configuration that will minimize communications between
subsystems....

e Don’t partition by slicing through regions where high rates of information
exchanges are required....

e Design the elements to make their performance as insensitive to unknown
or uncontrollable external influences as practical. (Rechtin 1991, 333)
Roger Sessions examines the complexity of IT systems and identifies three control
strategies for managing complexity. These strategies are partitioning, simplification, and
iteration. “Partitioning refers to the process of taking a group of items and dividing them
into smaller, subgroups of items or partitions.” He provides five rules for partitioning
that when properly executed, reduce the number of participants that provide input or

require agreement for executing operations within a given partition. Once partitioning

has been applied, the next step is to implement two general simplification algorithms.
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The first algorithm attempts to eliminate unnecessary partitions, or to eliminate sub-
groups with a partition. The second algorithm attempts to eliminate the number of
options within the partitions. “After we have completed the partitioning and
simplification phases, we are still left with a number of minimally complex collections
that must now be implemented. We have two choices as to how we can do this. We can
implement iteratively or noniteratively.” Sessions then uses research conducted by Air
Force Colonel John Boyd and applies Colonel Boyd’s Observe, Orient, Decide, and Act
(OODA) iteration loop to further reduce complexity in systems. Boyd’s research
suggests that the speed of iteration generally beats the quality of iteration. Sessions
reasons that when “implementing complex systems, it is better to act quickly than
perfectly....Applied to enterprise architectures, Boyd’s law tells us that we are going to
be better off iterating through our partitions quickly rather than delivering all or most of
the partitions in a big bang way.” Sessions then uses a series of mathematical examples
to demonstrate how these control strategies reduce complexity in a system. He executes
these controls strategies to implement an enterprise architecture consisting of a set of
partitions called Autonomous Business Capabilities (ABCs) and within these ABCs,
through an iterative process, he removes extraneous functionality, consolidates redundant
functionality, and delegates noncritical functionality within each ABC to further reduce
complexity. (Sessions 2008, 181)

This research effort is limited to information systems. As described by Bieberstein,
“the phrase information systems is used here to denote the focus on information flow
within an enterprise. Information Technology is applied to implement those information

systems.” (Bieberstein et al. 2008, 214) Rechtin further elaborates by stating:
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Information systems, too, have a long history. But they have advanced more in a
shorter period of time than any other system, driven by a technology that offers
unprecedented rates of progress in computation, information storage and retrieval,
and systems architectures...Information systems have a special property.
Although the hardware of computers is still very important in providing new
options, the key ‘structure’ that is being built is generally software—a pure
product of the mind, almost instant in applicability....Information (knowledge)
architectures now routinely emulate, and soon will far extend, selected functions
of the brain. The proliferation of information system architectures, as we shall
see, is accelerating. As a result, some of the newest approaches to architecting
have come from information systems as the conventional approaches to searching
for solutions—trial, error, and analysis—prove inadequate. (Rechtin 1991, 333)

Finally, systems integration, or enterprise integration, is the process of managing the
set of systems in an enterprise. Eisner defines systems integration as:

The process of bringing together a variety of (possibly disparate) functional
elements, subsystems and components into a larger (meta)system, or system so
systems, to provide a highly interoperable and cost-effective solution that satisfies
the customer’s need and requirements, while at the same time managing the
overall process and delivery of products in a highly effective and efficient
manner....From a technical perspective, systems integration is about searching for
ways to find an integrated solution, that is, one that deals as necessary with (1)
legacy stovepipe systems, (2) upgrades to legacy stovepipe systems, (3)
commercial off the shelf (COTS) and nondevelopment items (NDI) that need to
be part of the solution (4) reused components, as appropriate, (5) new system and
subsystems that need to be built for the first time. Systems integration also
emphasizes the architecting of a system with the appropriate balance of the above
five elements. (Eisner 2008, 486)

Lam and Shankararaman describe the significant challenges that enterprise
integration must overcome. Technical challenges include:
e Legacy systems that were designed to operate as a standalone systems
e Legacy systems that use legacy technologies, system documentation is non-

existent, and the original developers are no longer available

e Legacy systems that use different platforms and operate using a variety of

different distributed communications paradigms, such as Component Object
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Model (COM), Common Object Request Broker Architecture (CORBA) or
Enterprise Java Beans (EJB)

e Compatibility issues between modern web-based technologies and legacy,
unsupported technologies

e Interfaces that mandate the use of a particular software development language
or is restricted in functionality

e Semantic differences in the definition and interpretation of data across
systems that prevent and convolute the normalization and exchange of
information

e Ad-hoc or inconsistent business processes

The management challenges to enterprise integration include:

e Addressing organizational differences in culture, polices, work procedures
and internal politics to create new collaborations

e Resolving data ownership issues and determining who has permission to
change data when the data is spread across multiple entities in the
organization

e Continuing active stakeholder involvement and support throughout the entire
enterprise integration activity which could expand many years

e Ensuring that enterprise integration activities and solutions are properly
sequences and delivered to support time-sensitive needs of the business

o Keeping existing business-critical systems operational while enterprise

solutions are being constructed, installed, and transitioned into operations
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e Ensuring that effective, enterprise integration solutions are delivered that
returns value to the organization
¢ Identifying and obtaining the appropriate expertise to implement an enterprise

integration activity. (Lam and Shankararaman 2007, 344)

2.7 Enterprise Architectures

As previously stated, one of the responsibilities of the CIO, and his staff of architects,
is to develop, execute, and maintain an integrated information technology architecture, or
enterprise architecture. Glazner states:

One approach to developing an abstraction of the enterprise is the practice of
enterprising architecting. Enterprise architecting holds that the enterprise can be
understood and designed using the construct of enterprise architecture as a
unifying conceptual framework. The enterprise architecture is a documented
abstraction of the fundamental organization of an enterprise as a dynamic holistic
system with nonlinearly interacting components. The architecture of an enterprise
is an abstraction of its essential features, rather, than a complete, detailed
description of its design. To help enterprise architects develop these abstractions,
enterprise architecture frameworks can establish scope and identify key
abstractions, boundaries, and interactions in an architecture. A framework
identifies multiple views that can be used to decompose the architecture from
different perspectives, such as strategy, organizational structure, processes, and
information technology....They (frameworks) do not provide any theoretically
grounded guidance of their own to guide the architecting process, but instead
unify the theories developed in disparate research areas such as organizational
science, management science and business process design....The resulting
enterprise architectures, however, are static representations and present limited
opportunity for quantitative analysis of the underlying dynamic enterprise
architecture. It is thus difficult to use an enterprise architecture framework alone
to answer a question concerning the enterprise’s potential behavior. (Glazner
2011, 231-231-260)

Stenzel writes:

Enterprise architectures are created and adopted to meet analogous goals for the
enterprise. The multitude of systems in an organization need to work together,
share data, provide information security, scale and adapt to change and growth,
reduce overall costs and allow the organization to reach its strategic goals....The
four generally accepted enterprise architecture domain tiers are business,
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technical, information and application. Business architecture describes the
enterprise’s structural high-level business processes, service areas, and delivery
channels....Technical architecture describe the infrastructure and network
architecture....Information architecture describes the enterprise data model,
database architecture, and content and knowledge management architectures.
This can be the tier where data and application integration is defined, but they can
also be treated as a separate dedicated tier. The applications tier describes the
applications and application architecture required to support the requirements of
the business architecture. The presentation layer, or ‘customer experience’
architecture could be described here or treated as a distinct architectural tier.
(Stenzel 2007, 356)

Bieberstein et al. have several observations about the development and use of IT
architectures:

The benefits of architectural investments span many projects, not all of which
may be foreseen at the time of the original investment....Architecture is not a set
of tasks or skills because every organization will achieve its architectural goals in
different ways. The goal of the architecture group is to select and implement the
most effective investments in standards, procedures, technologies and interfaces
to support the organization’s business goals and business
processes....Architecture is an investment principle, as it indicates that you should
plan ahead and think through the resulting solution during the early phases of a
project....Architecture is a risk. Not all architectural ideas can be realized or
envisioned. There are unpredictable circumstances that can force amendments to
a chosen architecture, which may cause higher costs and take away the benefits
associated with an architecture style....Architects can never predict all the
applications and systems that will use the architecture they create. Increasingly,
the goal of architecture is to support general, organizational business directions
rather than specific planned projects....Architecture is a set of constraints. Itis
about achieving what is best for the majority. Individual projects and programs
need to follow the architectural constraints to allow the whole organization to
benefit, despite any individual inconveniences. Organizations that do not have a
clear concept of what constitutes the common good cannot implement wide-
ranging architectures....Architecture is an organic process, not a static document.
Architecture evolves in response to changes in the organization’s business goals
and the available technologies....The goal of an architectural plan must be
articulated. An architectural plan intended to minimize cost of ownership is not
the same as one intended to minimize time to market or to maximize business
agility. Architecture is hard to cost justify because it depends on making bets and
assumptions. The true value of architecture is often proved retrospectively....
Architectures are seldom universal. Different parts of the organization will have
different goals and may need different architectures to support them.

(Bieberstein et al. 2006, 232)
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As assessed by Roger Sessions:

We have two popular methodologies that describe themselves as enterprise
architectural frameworks: the Zachman Framework for Enterprise Architectures
and The Open Group Architectural Framework (TOGAF). Yet these two
frameworks share little in common other than the words enterprise, architecture,
and framework. Even using the term methodology to describe these two
approaches is questionable. As John Zachman himself has reminded me on more
than one occasion, his approach is a classification scheme for organizing systems,
not a method for doing anything. (Sessions 2008, 181)

The Zachman Framework actually consists of a six-by-six matrix where the horizontal
axis addresses the motivational who, what, when, where, why and how elements and the
vertical axis addresses implementation model representations of contextual scope,
business concepts, system logical views, technical physical views and detailed
instantiations. The architecture is not considered complete until all 36 cells of the
framework are completed. As Session concludes:

But Zachman by itself is not a complete enterprise architectural solution. There
are too many critical issues that Zachman does not address. For example,
Zachman does not give us a step-by-step process for creating a new architecture.
Zachman doesn’t give us much help in deciding if the future architecture we are
creating is the best architecture possible. For that matter, Zachman doesn’t even
give us an approach to show a need for a future architecture. And, most
importantly, from our perspective, although the Zachman grid might help
organize the architectural artifacts, it does nothing to address the complexity of
the enterprise that we are trying to understand. (Sessions 2008, 181)

Sessions then describes and compares Zachman to TOGAF:

TOGAF is owned by The Open Group, which is a consortium including many
vendors and customers..... TOGAF divides an enterprise architecture into four
categories, as follows:

e Business architecture. Describes the processes the business uses to meet
its goals

e Application architecture. Describes how specific applications are
designed and how they interact with each other

o Data architecture. Describes how the enterprise data stores are organized
and accessed
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e Technical architecture. Describes the hardware and software
infrastructure that supports applications and their interactions

TOGAF describes itself as a ‘framework,” but the most important part of TOGAF
is the Architecture Development Method, better known as ADM. ADM is a recipe
for creating architecture. A recipe can be categorized as a process. Given that
ADM is the most visible part of TOGAF, | categorize TOGAF overall as an
architectural process. I thus reject both the description of TOGAF as either an
architectural framework, as The Open Group describes TOGAF, or a
methodology, as The Open Group describes ADM. Viewed as an architectural
process, TOGAF complements Zachman, which, you will recall, | categorized as
an architectural taxonomy. Zachman tells you how to categorize your artifacts.
TOGAF gives you a process for creating them. (Sessions 2008, 181)

DoDAF is the enterprise architecture framework used in DoD. Version 1.5 defines
three architectural paradigms that can be implemented:

An integrated architecture is one in which architecture data elements are uniquely
indentified and consistently used across all products and views within the
architecture....In this manner, integrated architectures clarify roles, boundaries,
and interfaces between components of large systems of systems and act as a key
tool for enterprise-level integration....An architecture stemming from the
integration or aggregation of content from disparate integrated architectures is
known as a composite architecture. A composite architecture broadens the scope
of individual integrated architectures to support joint capabilities and operational
efforts. It consistently captures data elements across integrated architectures and
conforms to an agreed upon ‘common denominator’ across all individual
architectures that are part of the integration effort....A federated architecture is a
distributed strategic information asset base, which defines the mission, the
information and technologies necessary to perform the mission, and the
transitional processes for implementing new technologies in response to the
changing mission needs. It provides a framework for enterprise architecture
development, maintenance, and use that aligns, locates, and links disparate
architectures and architecture information via information exchange started to
deliver a seamless outward appearance to users. (DoD Architecture Framework
Version 1.5 (Volumes I through 111). 2007)

The inclusion of federated architecture in this version of DoDAF “while not focused on
the more robust aspects of SOA, does address various facets of services and SOA while
allowing for additional guidance to be provided in subsequent versions...” (DoD

Architecture Framework Version 1.5 (Volumes I through 111). 2007)
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The rest of the federal government implements the Federal Enterprise Architecture
(FEA) which “consists of a set of interrelated ‘reference models’ designed to facilitate
cross-agency analysis and the identification of duplicative investments, gaps and
opportunities for collaboration within and across agencies.” The FEA describes:

The purposes and structures of the five FEA reference models:

The Performance Reference Model (PRM)
The Business Reference Model (BRM)
The Service Component Model (SRM)
The Technical Reference Model (TRM)
The Data Reference Model (DRM)....

Collectively, the reference models comprise a framework for describing important
elements of the FEA in a common and consistent way. Through the use of this
framework and vocabulary, IT portfolios can be better managed and across the
federal government.” (FEA Consolidated Reference Model Document Version
2.3. 2007, 90)

Sessions’ assessment is that FEA, as a framework, is more complete than Zachman or
TOGAF.

It has both a comprehensive taxonomy, like Zachman, and an architectural
process, like TOGAF. FEA can be viewed as either a methodology for creating
an enterprise architecture or the result of applying that process to a particular
enterprise—namely, the U.S. government.... Most writers describe FEA as
simply consisting of five reference models, one each for business, service,
components, technical, and data. It is true that FEA has these five references
models, but there is much more to FEA than just the reference models... The FEA
perspective on EA is that the enterprise is built of segments....There are two
major types of segments: core mission area segments and business services
segments. A core mission area segment is one that is central to the mission or
purpose of a particular political boundary with the enterprise. For example, in the
Health and Human Services (HHS) agency of the general government, health is a
core mission area segment. A business services segment is one that if
foundational to most, if not all political organizations. For example, financial
management is a business services segment that is required by all federal
agencies. Another type of enterprise architecture asset is an enterprise service.
An enterprise service is a well-defined function that spans political boundaries.
An example...is security management. Security management is a service that
works in a unified manner across the whole swath of the enterprise. (Sessions
2008, 181)
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Sessions then warns:

Resist the temptation to equate either segments or services with services as in
service-oriented architectures. There are two reasons such a comparison would be
flawed. First, enterprise services, business-service segments, and core mission-
area segments are all much broader in focus than services found in service-
oriented architectures. Second, segments are an organizational unit for an
enterprise architecture, whereas services are an organizational unit for technical
implementations. As organizational units for an enterprise architecture, their depth
includes not just the technical, but also the business and the data architectures.
(Sessions 2008, 181)

In his analysis of the FEA, Sessions asserts that the FEA goes further than other
architecture frameworks because it also defines a multi-step process for developing and
executing the architecture and it also includes a methodology for rating the maturity or
success of completing, using, and receiving the benefits of the FEA. He concludes by
stating:

FEA includes quite a bit of methodology. The one thing that FEA does not
include is a methodology the specifically addresses how one manages complexity.
In this regard, FEA is just like Zachman and TOGAF. And it is the failure to
control complexity that one can find the root cause of so many enterprise
architecture failures of the U.S. government....In my experience, there are three
basic problems with existing approaches to enterprise architecture. First, existing
approaches are too expensive to execute. Second, they take too much time to
complete. Third, there is no way to validate their results. So, we have long,
expensive processes to create architectures whose effectiveness can be tested only
by building large, expensive implementations. Not only is there no way to
evaluate whether a given architecture is good or bad, most enterprise architecture
methodologies don’t even have a standard criteria for what ‘good’ and ‘bad’
mean....Why do we implement large, expensive enterprise architectures without
first testing them against mathematically grounded models for effectiveness? The
answer is simple: we don’t know how. We lack a mathematical understanding of
‘good.” We lack the models for testing for ‘good.” We lack even a basic definition
of what ‘good’ means! (Sessions 2008, 181)

He then proposes that a good enterprise architecture as a simple architecture and then
uses math examples to show how the concepts of partitioning, simplification and iteration

can be applied to developing enterprise architectures. Using these concepts and
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mathematically calculating the probable permutations, allows an enterprise architect to
determine mathematically which architecture is simpler. Sessions understands that
problems are complex but that does not infer that the resulting solution has to be complex
and he proposes that simplicity should be a core value in the developing enterprise

architectures. (Sessions 2008, 181)

2.8 Services Oriented Architecture

2.8.1 History of Information Technology Leading to SOA

Krafzig, Banke and Slama provide a brief history into major computing evolutions
that has led the creation of the SOA technology. Prior to the 1960s, most programming
was conducted in machine or assembly language. In the 1960s, more abstract
programming languages such as FORTRAN and COBOL emerged which allowed the
programmer to focus on developing a program in one language that could then be
compiled and executed on a number of different hardware platforms. In the 1970s, the
functional programming concept became popular. This allowed programmers to write
blocks of codes, called functions and subroutines that were reusable blocks of code.
During this time, structured programming languages such as PL/1 and Pascal were also
introduced to provide an organizational methodology for writing software. The 1980s
saw the introduction of object oriented programming (OOP) concepts were software
functions and data definition became encapsulated within classes and that a specific
instantiation of a class became an object. In the 1990s, distributed computing started
becoming more prevalent with the introduction of the two tier client-server software

architecture. With the wide acceptance of the World Wide Web in the late 1990s,
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distributed computing migrated to a three tier (presentation tier-business logic tier-data
tier) architecture.  Web services technologies have recently been introduced that
continues to expand the level of abstraction between the user executing the software and
the machine processor that is actually executing the software. SOA is a software
architectural paradigm that expands the level of software abstraction to the business
process level in a matter that allows the software development organization to respond
more quickly and efficiently to the needs of the business. (Krafzig, Banke and Slama
2005, 382)

Thomas Erl provides additional information about the historical evolution to SOA.
He reviews a series of architectural evolutions in distributed computing that began with
the two tier “client-server” architecture. Prior the creation of the client-server
architecture, most large computing enterprises utilized mainframe computers. This
single-tier architecture had a single intelligent server that contained the data repository,
all of the application process, and the bulk supporting the executing of the information
presentation. Users connected to this single intelligent server using then clients,
commonly referred to as “dumb terminals” that provided a data input/display capability.
The communications between dumb terminals and the intelligent server could either be
synchronous or asynchronous. The client-server architecture moved the bulk of
application processing and data input/presentation from the intelligent server to the client
workstation. However, because some of the application and database processing still
remained on the server, distributed communications technologies such as Remote
Procedure Call (RPC), Distributed Object Component Model (DCOM) and Common

Object Request Broker Architecture (CORBA) were introduced to address
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communication issues associated with a primarily synchronous but distributed processing
environment. With the introduction of Internet browser technologies, the two tier client-
server architecture migrated to a three-tier architecture, which consists of a browser-
based presentation tier, a middle application tier that performs the bulk of the application
processing, and a data tier that manages all database activities. The creation of a
presentation tier was enabled through the use of Internet technologies such as the
Hypertext Markup Language (HTML) and Hypertext Transfer Protocol (HTTP), an
asynchronous stateless communications protocol. As Internet based capabilities have
become more prevalent, new protocols and standards, such as the Simple Object Access
Protocol (SOAP) and the EXtensible Markup Language (XML) has resulted in
communications transfers between applications and data repositories becoming more
asynchronous and message based. Each of these technological advantages as resulted in
greater abstraction and more decoupling from the work that is being accomplished to
where and how the work is being accomplished. SOA provides a higher level of
abstraction in the enterprise by providing services that accomplish work from a business

perspective. (Erl 2005, 760)

2.8.2 Definition of SOA

Bieberstein et al. define a SOA as “a framework for integrating business processes
and supporting IT infrastructure as secure, standardized components—services—that can
be reused and combined to address changing business needs.” They further elaborate
that:

Businesses today cannot survive, let alone prosper, without leveraging diverse
technologies into both their day-to-day operations and their long-term strategy.

Enterprises are adapting to broader connectivity and increased revenue, but they
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also focus on innovation by restructuring applications for greater flexibility and
lower costs....One of the goals of service-oriented architecture is to provide a
response to that agile, rolling enterprise vision by delivering a strong business
value proposition. Additional business drivers for SOA include the following:

Anticipating market changes

Developing new customer, partner, and supplier relationships
Improving time to market

Creating differentiated solutions for higher-value customer and partner
interactions

e Reducing operating costs. (Bieberstein et al. 2006, 232)

Bieberstein et al. further elaborate that SOA is an architectural paradigm that provides
business and information technology alignment by creating business agility, technical
agility, and information agility. Business agility is the ability to change or adapt an
existing business process or create a new business process in a flexible manner. Business
agility is a primary driver for moving to an SOA enterprise. Technical agility provides
the ability to incorporate new technologies into the enterprise will also eliminating legacy
technologies such that the business and supporting enterprise can maintain relevance in
the marketplace. Information agility is the ability to understand, control, link, and
leverage the information assets in a useable manner thus providing outstanding customer
satisfaction while also being responsive to the changing marketplace conditions. SOA is
about providing IT systems that allow the business to be flexible and change with the
pace that the business needs to change. (Bieberstein et al. 2008, 214)

The Organization for the Advancement of Structured Information Standards (OASIS)
has developed a standard that provides a reference model for SOA terminology. This
standard states “Service Oriented Architecture (SOA) is a paradigm for organizing and
utilizing capabilities that may be under the control of different ownership domains.” It

further elaborates that:
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The noun ‘service’ is defined in dictionaries as ‘The performance of work (a
function) by one for another.” However, service, as the term is generally
understood, also combines the following related ideas:

e The capability to perform work for another
e The specification of the work offered for the other
e The offer to perform work for another

These concepts emphasize a distinction between a capability and the ability to
bring that capability to bear. While both needs and capabilities exist
independently of SOA, in SOA services are the mechanism by which needs and
capabilities are brought together....In general, entities (people and organizations)
offer capabilities and act as service providers. Those who make use of the
services are referred to as service consumers. The service description allows
prospective consumers to decide if the service is suitable for their current needs
and establishes whether a consumer satisfies any requirements of the service
provider....SOA applies the lessons learned from commerce to the organization of
IT assets to facilitate the matching of capabilities and needs....This is the same
fundamental basis as trade itself, and suggest that as SOAs evolve away from
interaction defined in a point-to-point manner to a marketplace of services; the
technology and concepts can scale as successfully as the commercial marketplace.
(OASIS Standard, Reference Model for Service Oriented Architecture 1.0. 2006)

As shown in Figure 2-3, Krafzig, Banke and Slama define a service as:

a software component of distinctive functional meaning that typically
encapsulates a high-level business concept. It consists of several parts....The
service contract provides an informal specification of the purpose, functionality,
constraints, and usage of the service...,The functionality of the service is exposed
by the service interface to clients that are connected to the service using the
network....The service implementation physically provides the required business
logic and appropriate data. It is the technical realization that fulfills the service
contract. The service implementation consists of one or more artifacts such as
programs, configuration data, and databases...The business logic that is
encapsulated by the service is part of the implementation. It is made available
through service interfaces....A service can also include data. In particular, this is
the purpose of a data-centric service. (Krafzig, Banke and Slama 2005, 382)
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Figure 2-3 Components of a Service
(Reprinted from Enterprise SOA: Service-Oriented Architecture Best Practices —
2005)

As described by Bieberstein:

SOA is an architecture style that, as a means to an end, seeks to create software
building blocks that can be reused by multiple applications. If the service has no
potential for reuse, it’s not really an SOA service and should not be attributed as
one. Specifically, the service must have the following attributes:

e The service is self contained and performs a distinct business or technical
function

e The service is loosely coupled, meaning that it has an explicit contract
(interface) independent of the technology of the invoking service
consumer

e The service is transparent, meaning that the specific location of the
service is immaterial to the service consumer, with binding taking place at
deployment or runtime

e The service is interoperable, meaning that service interaction can be
supported over a wide variety of platforms due to usage of compatible,
industry standard communications protocols

e The service is composable, meaning that it can be aggregated as part of a
service at a higher level of granularity. (Bieberstein et al. 2008, 214)

Erl defines a SOA architectural pattern for how service consumers locate and interact
with service providers. As show in Figure 2-4, each Service Provider registers or

advertises their service in a Services Registry. For each service, the Services Registry
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contains the information found in the service contract for that service, including
information for interfacing with that service. Potential Service Consumers can then
query the Services Registry to identify those services that it would like to consume.
Using the interface information located in the Services Registry, the Service Consumer

then requests and obtains service from the Service Provider. (Erl 2005, 760)
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Figure 2-4 Locating and Using Services
(Adapted from Service-Oriented Architecture Concepts, Technology and Design —
2005)

As the concepts and definitions associated with SOA appear easy to understand and
implement, Lewis et al. have documented a set of misconceptions about SOA:

Chief among SOA misconceptions is the belief that simply by adopting a SOA
strategy for the enterprise, an organization has established a complete well-crafted
architecture that will help the organization achieve its IT goals. In reality, SOA is
not an architecture, but an architectural pattern from which a number of specific
architectures can be derived—both good and bad....One of the most attractive
promises of moving toward SOA is that it enables reusing legacy systems, thereby
providing a significant return on investment in these systems. However,
migrating legacy systems is neither automatic nor easy. It might not make
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business or technical sense to migrate the legacy system to an SOA environment.
(Lewis et al. 2007, 27-30)

Another misconception is that SOA is about the selection of an appropriate set of
standards and that using these standards will guarantee interoperability across the
enterprise.  Although implementing a set of standards will enhance connectivity and
promote communications within the enterprise, it is still incumbent upon the architect to
ensure that the data passed through these standard interfaces and protocols are both
syntactically and semantically correct. For example, it is not sufficient to agree that data
will be exchanged in XML documents because there is no way to specify the meaning of
the data in an XML document or in its supporting Web Services Description Language
(WSDL) description document. Again, the architect must define the meaning of the data
in semantic terms and the units of measurement in syntactic terms. Further complicating
the syntax landscape is the SOA concept that allows services to bind to other services
dynamically at runtime. Thus, SOA requires the use of a common ontology throughout
the domain of service providers and consumers. In conclusion, Lewis et. al. believe:
SOA may be the best current approach for achieving critical interoperability,
agility, and reusability goals that are common to many organizations. However,
we believe that the difficult reality of building and managing large-scale SOA-
based systems often gets lost in the understandable desire for sweeping
improvements and the hype of vendors. Our intent is not to discourage
organizations from adopting SOA, but to caution them about some important

issues and risks to consider while creating their SOA strategy. (Lewis et al. 2007,
27-30)

2.8.3 Comparing SOA to OOP

As stated by Bieberstein, SOA has been compared to Object Oriented Programming
(OOP). In early 1980s, the programming model in software shifted from a structural,

procedural model to an object oriented paradigm where the state and behavior of entities
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were encapsulated in classes and a specific instantiation of a class was an object that
actually occupied some space in memory. Methods defined the behaviors that could be
applied these objects. As Bieberstein describes:

Object orientation (OO) brought in concepts of inheritance, encapsulation, and
polymorphism that could be applied to define relationships between
classes....Although some might argue that object oriented analysis and design
(OOAD) techniques can be used as starting point for services, its main emphasis
is on microlevel abstractions. Services, on the other hand, are business aligned
entities and therefore are at a much higher level abstraction than are objects and
components. The main first-class constructs in SOA are services, service
components, and process flows.” (Bieberstein et al. 2008, 214)

As the OASIS standard states:

Unlike Object Oriented Programming paradigms, where the focus is on packaging
data with operations, the central focus of Service Oriented Architecture is the task
or business function—getting something done. This distinction manifests itself in
several ways:

e OO has intentional melding of methods to a given data object. The
methods can be thought of as a property of the object. For SOA, one can
think of the services as being the access to methods but the actual
existence of methods and any connection to objects is incidental

e To use an object, it must first be instantiated while one interacts with a
service where it exists

e An object exposes structure but there is no way to express semantics other
than what can be captured as comments in the class definition. SOA
emphasizes the need for clear semantics

Both OO and SOA are as much a way of thinking about representing things and
actions in the world as these are about the specifics of building a system....SOA
provide a more viable basis for large scale systems because it is a better fit to the
way human activity itself is managed—»by delegation. (OASIS Standard,
Reference Model for Service Oriented Architecture 1.0. 2006)

Thomas Erl provides a list comparing these design approaches:
Whereas service-orientation is based on the design of services, object orientation
is centered around the creation of objects. Because comparing services to objects

can be confusing, the term ‘units of processing logic’ is used.)

e Service-orientation emphasizes loose coupling between units of
processing logic (services). Although object-orientation supports the
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creation of reusable, loosely coupled programming routines, much of it is
based on predefined class dependencies, resulting in more tightly bound
units of processing logic (objects).

e Service-orientation encourages course-grained interfaces (service
descriptions) so that every unit of communication (message) contains as
much information as possible for the completion of a given task. Object-
oriented programming fully supports fine-grained interfaces (APIs) so that
units of communication (RPC or local API calls) can perform various
sized tasks.

e Service-orientation expects the scope of a unit of processing logic
(service) to vary significantly. Object-oriented units of logic (objects)
tend to be smaller and more specific in scope.

e Service-orientation promotes the creation of activity-agnostic unit of
processing logic (services) that are driven into action by intelligent units
of communication (messages). Object-orientation encourages the binding
of processing logic with data, resulting in highly intelligent units (objects).

e Service-orientation prefers that units of processing logic (services) be
designed to remain as stateless as possible. Object orientation promotes
the binding of data and logic, resulting in the creation of more stateful
units (objects). (However, more recent component-based design
approaches deviate from this tendency.)

e Service-orientation supports the composition of loosely coupled units of
processing logic (services). Object-orientation supports composition but
also encourages inheritance among units of processing logic (objects),
which can lead to tightly coupled dependencies. (Erl 2005, 760)

2.8.4 Managing Complexity

Bieberstein et al. discuss the three principal techniques of abstraction, encapsulation
and loose coupling that SOA uses to manage complexity. Abstraction is a primary
method for managing complexity and SOAs typically implement multiple layers of
abstraction as shown in Figure 2-5. They further elaborate that:

Service encapsulation (information hiding) is perhaps the next most important.
Yet the principle is simple enough. Every service in a SOA must have an
interface that is accessible to a wide range of service consumers and that
encapsulates or hides the details of implementations made by service providers.
First, any consumer of a service must not be aware of or sensitive to service
provider implementation details. This allows for different implementations to
satisfy consumer requests and flexibility to be built into the SOA for evolution
over time. Second, any provider of a service must not be sensitive to service
consumer implementation details. This loose coupling between consumers and
providers allows for new types of consumers to be introduced at a later time
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without the need for reimplementation of service providers....The lack of
dependencies between service providers and consumers is very important for the
health and success of an SOA. This is often discussed in terms of the loose-
coupling with an SOA. (Bieberstein et al. 2006, 232)
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Figure 2-5 Layers of SOA Abstraction
(Reprinted from Service Oriented Architecture Compass — 2006)

Bieberstein et al. then describe seven dimensions of service independence which
include:

e Location independence between service consumer and service provider

¢ Platform and technology implementation independence

e Language independence through the use of service messages

e Contract independence whereby multiple possible providers could deliver the
service and satisfy the service contract

e Format independence through the use of service messages based on open
standard formats such as XML

e Protocol independence where message exchanges are conducted using open

standard communications protocols such as HTTP, and
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e Time independence though the use of asynchronous data processing

techniques. (Bieberstein et al. 2006, 232)

Krafzig, Banke and Slama provide a more detailed perspective on this layering

approach by describing:

four classes of services; basic services, intermediary services, process-centric
services, and public enterprise services....Basic services are the foundation of the
SOA. They represent the basic elements of the vertical domain. Basic services
cut into data centric and logic services. Intermediary services cut into technology
gateways, adapters, facades and functionality adding services. Similar to process
centric services they are both client and server of a SOA. Unlike process centric
services they are stateless. Process centric services encapsulate the knowledge of

the organization’s business processes. Process centric services are typically both
client and server of a SOA and maintain the process state. Public enterprise
services provide interfaces for cross-enterprise integration. Thus they are of
coarser granularity and have to provide appropriate mechanisms for e.g.
decoupling, security, billing, and robustness. (Krafzig, Banke and Slama 2005,

382)

Table 2-2 Service Types

(Reprinted from Enterprise SOA: Service-Oriented Architecture Best Practices —

2005)
Basic Intermediary Process- Public
Services Services Centric Enterprise
Services Services
Description Simple data- Technology Encapsulate Services shared
centric or gateways, process logic with other
logic-centric adapters, enterprises or
services facades and partner
functionality- organizations
adding services
Implementation Low to Moderate to High Service specific
Complexity Moderate High
State Stateless Stateless Stateful Service specific
Management
Reusability High Low Low High
Frequency of Low Moderate to High Low
Change High
Mandatory Yes No No No
Element of
SOA
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At the top of the vertical stack Krafzig, Banke and Slama also identifies “application
frontends—although they are not services themselves—are the active elements of a SOA.

They initiate all business processes and ultimately receive their results. Typical examples

of application frontends are GUIs or batch process.” Table 2-2 describes typical

characteristics of each service type. (Krafzig, Banke and Slama 2005, 382)

Krafzig, Banke and Slama also provide additional insights on tight coupling versus

loose coupling. They recognize that descriptive data structures such as XML, enhanced

communications protocols such as SOAP, and new web services such as Universal

Description, Discovery, and Integration (UDDI) support the ability of services to become

loosely coupled. Table 2-3 provides a comparison of these two concepts. (Krafzig,

Banke and Slama 2005, 382)

Table 2-3 Tight versus Loose Coupling

(Reprinted from Enterprise SOA: Service-Oriented Architecture Best Practices —

2005)

Level

Tight Coupling

Loose Coupling

Physical coupling

Direct physical link required

Physical intermediary

Communication style

Synchronous

Asynchronous

Type system

Strong type system (e.g.,
interface semantics)

Weak type system (e.g.,
payload semantics)

Interaction pattern

Obiject Oriented-style navigation

Data-centric, self-contained

of complex object trees messages
Control of processing | Central control of process logic Distributed logic
logic components

Service discovery and
binding

Statically abound services

Dynamically bound services

Platform dependencies

Strong operating system and
programming language
dependencies

Operating system and
program language
independent

As the foundation of SOA depends on loosely coupled services, it is important to

understand the significance of service contacts. Yun-Tung Lau submits that:

Services within a SOA have well-defined service interfaces. They also have
SLAs (Service Level Agreements) which are parts of the service contracts that
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specify the levels of service expected after deployment. A key aspect of an SLA
is the set of metrics for measuring performance and quality of service....The
(proposed) TSAR metrics relate directly to consumer (end-user) experience with
a service by answering the following questions: how fast (T), how much/many
(S), how durable (A), and how reliable (R)....T is simply the response time. It is
measured from the time a consumer sends a request to when the consumer
receives a response...Scalability (S) measures a service’s ability to handle grown
amounts of work within the desired time and reliability ranges. Examples are user
load (number of user with a certain time span), number of requests per unit time
and size of requests or messages over a certain period. Availability (A) is defined
as one minus the percentages of planned and unplanned service down
time....Finally, Reliability (R) is the percentage of service completion with
anticipated results when the service is available. Hence if R = 95 percent, the error
rate is 5 percent. (Lau 2007, 15-17)

One major challenge in using the TSAR approach to measuring service performance is
when a higher level service is orchestrated through a series of lower level services. In
this case, the higher level service provider’s metrics is a mathematical combination of the
lower level services’” TSAR values.

Thomas Erl provides an outstanding resource that provides detailed information for
implementing SOA concepts and technologies. He states that:

A standardized enterprise-wide adoption of SOA is a state to which many
organizations would like to fast-forward. The reality is that the process of
transitioning to this state demands an enormous amount of effort, discipline, and
depending on the size of the organization, a good amount of time. Every
technical environment will undergo changes during such a migration, and various
parts of SOA will be phased in at different stages and to varying extents. This
will likely result in countless hybrid architectures, consisting mostly of distributed
environments that are part legacy and part service-oriented. Further supporting
this prediction is the evolving state of the technology set that is emerging to
realize enterprise-level SOAs. As companies adopt SOA during this evolution,
many will need to retrofit their environments (and their standards) to
accommaodate changes and innovations as SOA-related specifications, standards,
and products continue to emerge. However, the majority of the contemporary
SOA characteristics. . .are attainable today. (Erl 2005, 760)
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2.8.5 SOA Best Practices

As stated earlier, corporations and federal agencies are looking at SOA as a
technology that will allow them to reap the benefits of enterprise integration.
Consequently, it is not only important to understand both the technology but also the best
practices for introducing and taking advantage of this technology in the enterprise.

Beiberstein et al. advise:

In certain cases, it is better not to implement an SOA because it is not a suitable
solution....

e When you have a homogeneous IT environment. Theoretically, you might
still need a SOA if you want to consider opening services to an external
environment.

e When true real-time performance is absolutely critical, such as at
telephone switches or in other situations that require nanosecond response
times....

e When flexibility in not needed, such as if the processes of the business are
already direct and uncomplicated and do not need change....

e When tight coupling is needed, such as with a cohesive component or
application.

o [f'the organization isn’t ready for it. SOA is typically a cross-organization
effort. It is rarely likely to deliver immediate business benefits for a single
line of business application, such as order entry for standardized products.
(Bieberstein et al. 2006, 232)

They then highlight that enterprises should not implement SOA as a “big bang”
project:

In the new SOA model, business and IT collaboratively plan for coordinated,
incremental change because of the following:

e Massive business process change is too risky. Business process change is
difficult. People have to break old routines and learn new ones. Manager
must learn to operate and optimize new metrics. Training and reference
resources have to change. Each change introduces risk and the risk
compounds for attempts at massive process change.

e Business changes most effectively in increments toward a vision. Big
change is sometimes necessary, with mergers and acquisitions being a
major case in point. However, you can move towards a vision of big
change in small chunks that the business can more easily digest....
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e Process impact drives project prioritization. Measuring and prioritizing
business change based on expected improvements in process results
focuses discussion where it should be: on the facts and analysis of options
for business change, not on perceptions and emotions about pet projects.

e Services change in alignment with the business. With a prioritized list of
process changes, IT can focus more narrowly on just the services and
interaction channels needed for the high-priority changes. IT can
incrementally develop, deploy, and manage a targeted set of services while
the business is planning and preparing to implement associated process
changes.” (Bieberstein et al. 2006, 232)

In a later book on SOA, Beiberstein et al. recommend the concept of reuse:

The traditional and often scary ‘rip and replace’ approach to the systems
development is the last option in the philosophical premise of SOA. The idea is
to reuse as much of the functionality available in currently running enterprise
systems as possible. A good and solid understanding of the current IT
environment represents a vital input to the method....Existing asset analysis is a
bottom-up approach in which we examine assets such as existing custom
applications, packaged applications and industry models to determine what be
leveraged to realize service functionality....So, with this technique, we can not
only start thinking about service realizations using existing assets but also identify
new services. These services will be added to the service portfolio. At this point
the service portfolio consists of potential services derived from both a top-down
and a bottom-up approach. (Bieberstein et al. 2008, 214)

Thomas Erl analyzes three approaches for implementing SOA; top-down, bottoms-
up, and an agile, meet-in-the-middle approach. He describes the top-down strategy as an
“analysis first” approach where the service logic and business logic are brought into
alignment before services are actually created. It generally creates the highest quality
architecture as each service is thoroughly analyzed to maximize opportunities and fully
exploit reuse but a significant amount of time and effort is expended to complete the
analysis effort without any immediate results being produced. He then describes the
bottom-up approach where services are build on an “as needed” basis to provide

application processing logic that satisfies near term requirements. Organizations using

this approach leverage the web services technology set but the overall enterprise
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architecture within which these web services are added remains unchanged. He
concludes that the bottom-up strategy is not really a strategy because service-oriented
principles are rarely applied and thus the benefits of SOA are never actually realized. Erl
states:
The challenge remains to find an acceptable balance between incorporating
service-oriented design principles into business analysis environments without
having to wait before integrating Web services technologies into technical
environments....This is possible by defining a new process that allows for the
business-level analysis to occur concurrently with service design and
development. Also known as the meet-in-the-middle approach, the agile strategy
is more complex that the previous two simply because it needs to fulfill two
opposing sets of requirements. (Erl 2005, 760)
He then describes this approach as a set of iterations where a subset of the enterprise,
both business processes and supporting services, are analyzed and appropriate services
realized. It is bottom-up in that only a subset of the enterprise is assessed but it is top-
down in that the subset of the enterprise is examined top-down. As this is an iterative
process, there is increased effort as existing services may need to be revisited, redesigned,
redeveloped and redeployed to ensure continued alignment of services as more elements
of the enterprise is incorporated. Similar to Bieberstein, Erl recommends an incremental,
iterative approach. (Erl 2005, 760)

Bieberstein et al. acknowledges that data is an inherit problem when designing and
implementing a SOA enterprise. An existing enterprise has hundreds of data sources,
both structured and unstructured. Some of the data sources have a level of credibility and
currency while other data sources have suspect origins or accuracy. But when viewed
from an enterprise perspective, most data sources are incomplete and inconsistent.

Ensuring the quality of data delivered by a service is extremely important in an

enterprise SOA...The qualities of the data and the qualities of the service—for
example availability, responsiveness and throughput—must be considered
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together when assessing the overall suitability of an information service for the
purpose intended....When an understanding of existing data sources has been
captured and cleansing activities have been defined, it might be necessary to
define merging, matching, transformation, and enrichment activities that convert
source data elements into those needed to meet the obligations of a defined SOA
data provider contract. (Bieberstein et al. 2008, 214)

Krafzig, Banke and Slama discuss the organizational and programmatic aspects of
implementing SOA. From an organizational perspective, they state that it is important to
have active support by top management. This is crucial to acquire budget approval and
sufficient enterprise-wide awareness to get the SOA off the ground. But it is equally
important to have the backing of the key business departments as it is business driven
projects that will implement and use service functionality. They also recommend the
creation of a SOA team that is focused on establishing and supporting SOA in the
enterprise. Initially, this team’s responsibilities will be on the design and specification of
the overall architecture principles, processes, and standards, but their responsibilities will
later evolve to towards the careful monitoring of the actual application of SOA to ensure
“correct” practices are being applied. From a resources perspective, they state:

Securing a budget is a sin qua non for any successful introduction of new
technology. For one thing, this budget will be need to finance one or more initial
projects acting as pilot applications....In addition, a budget is needed to
compensate for initial overheads caused by applying an SOA. Such overheads
are caused by different factors. For one thing, the employees have to familiarize
themselves with new standards and processes. More important, however, is the
initial overhead caused by efforts to increase reusability. Instead of merely
focusing on immediate requirements, potential future applications must be taken
into account to ensure that the implemented service is reusable. (Krafzig, Banke
and Slama 2005, 382)

Krafzig, Banke and Slama examine multiple project management methodologies and
conclude that SOA does not require a new project management methodology but suggest

that existing established methodologies be enhanced to make use of service orientation.
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For example, instead of looking at projects as IT projects, they should be viewed as

business projects and thus functional requirements should be more closely aligned to

concrete business functions. They suggest making:

Service contracts drive the projects. Services have the ideal level of granularity
and business orientation to serve as the basis for driving many important aspects
of your project, including:

Project cost and time estimation

Project iteration and development planning

Project synchronization

Project test and rollout planning. (Krafzig, Banke and Slama 2005, 382)

Consequently, they recommend that each project definition contain a high-level service

contract and design. They also recommend that the enterprise examine three major

systems engineering processes from a SOA implementation perspective. These processes

are configuration management, integration, and testing. These three processes warrant

investigation as services are loosely coupled and are bound at run time, not compile time.

Krafzig, Banke and Slama summarize by stating:

SOA project management enables you to significantly reduce project risk by
applying a set of best practices that do not replace a proven methodology
introduced at your enterprise but add to it:

Divide et impera: decompose your system

Create the first service design in the project definition phase

Decouple development teams by service contracts

Apply a thin threads approach

Leverage reuse wherever technically and economically feasible
Renovate and simply your architecture step by step

Involve the business department

Utilize improved documentation provided by service contracts

Create a regression test environment for services. (Krafzig, Banke and
Slama 2005, 382)

The federal government’s CIO Council has reviewed multiple industry standards and

best practices and has developed A Practical Guide to Federal Service Oriented
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Architecture that documents an eight stage approach for executing an Enterprise
Architecture (EA) based on SOA:

The first stage of the EA lifecycle is ‘Obtain Executive Buy-In and
Support’...(as) adopting SOA should be considered a major change management
initiative and requires executive support for transitioning an agency to a services-
based organization....In the second EA stage — ‘Establish Management Structure
and Control’, the management structure and processes must be modified to enable
a ‘Federated, Collaborative Governance’ model....Under the third stage — ‘Define
an Architectural Process and Approach’, the EA methodology is updated to
incorporate services by conducting an SOA Maturity Assessment and developing
a roadmap plan....The fourth stage of EA — ‘Develop Baseline Enterprise
Architecture’ is modified to identify services in the current systems environment
and determine whether the current infrastructure platform is capable of supporting
SOA....In the fifth stage —Develop Target Enterprise Architecture’, a major shift
occurs. In this shift, services instead of applications are used as the unit for
portfolio management....The sixth stage — ‘Develop the Sequencing Plan’, is
updated to incorporate the provisioning of services from internal development,
outsourcing, or commercial sources, as well as the development of composite
services, assembled from services....The next stage — ‘Use the Enterprise
Architecture’ is expanded to include managing the repository or registry of
services so that they can be located, assessed, and reused. In addition, Quality of
Service (QoS) standards are implemented and maintained....Finally, during the
‘Maintain the EA’ stage, the agility provided by the service oriented EA allows
capabilities to be replaced with modern, more effective and efficient capabilities.
In this way, the SOA is used enable the incremental recapitalization of IT and
business assets. (A Practical Guide to Federal Service Oriented Architecture.
2008)

2.9 The Science of Networks

Having now defined SOA and described some of the best practices for implementing
a SOA, this literature review examines the science of networks by first introducing why
this science has applicability to the engineering of IT systems. It provides a short history
of this science and then reviews four current research areas that have direct applicability

to the engineering IT systems.
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2.9.1 The Relevance of the Science of Networks to Systems Engineering

William Rouse discusses a broad set of challenges facing the engineering community
and the relevance of the science of networks to the engineering of information systems.
He writes:

The National Academy of Engineering has concluded that engineers in the U.S.
need a more broadly-based education that enables them to understand the
complexity of systems within which their technologies are deployed. This need
conflicts with the great emphasis over the past few decades on intense
specialization in engineering science. The ability to understand and address
complex systems requires consideration of many phenomena that are not
inherently engineering phenomena. Traditional engineering science communities
are likely to find it very difficult to adapt to these new educational needs. (Rouse
2007, 260-71)

Rouse then discusses the results of an engineering workshop that was held in September
2006 with participants from the National Science Foundation (NSF), that National
Aeronautics and Space Administration (NASA), the Defense Advanced Research
Projects Agency (DARPA,) the DoD, multiple universities, and other scientific
organizations with the purpose of defining future research topics for complex systems
development. He states:

It was broadly agreed that human and social behaviors in complex systems are of
great interest and importance to understanding the nature of complexity. This
includes phenomena such as human performance, mental models, and social
networks. Indeed, many people argued that, were it not for human and social
behaviors, systems would be much less complex....There was considerable
discussion of networks, network hierarchies, and architectures that enable
representation of complex systems across levels and time scales....There was
(also) discussion of systems and networks of systems, with emphasis on issues of
coupling and integration. (Rouse 2007, 260-71)

One of five research area recommendations made by this workshop was to:
determine how can architectures enable resilient, adaptive, agile, and evolvable
systems? The goal here is to understand what is fixed and what changed in terms

of structures, relationships, controls, and incentives, as well as how to address the
fundamental tradeoffs among efficiency, effectiveness, and agility. Information
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system architectures for supporting enterprises with fundamentally changing
missions provide a good illustration of this need. (Rouse 2007, 260-71)

2.9.2 The History of the Science of Networks

Ben-Naim, Frauenfelder and Toroczkai provide a short historical context on the
science of networks:

Network science dates back to Leonhard Euler who initiated graph theory by his
solution in 1736 to the famous Kénigsberg bridges problem. For the next 200
years graph theory dealt with regular or small structures. Network science was
reborn with the introduction of random graph theory, through the seminal works
of Ray Solomonoff and A. Rapoport in 1951, and separately, by the works of Paul
Erdds and Alfred Rényi in 1959-1960, who introduced probabilistic methods to
graph theory. Currently, a third revolution is underway. It has been motivated
by the emergence of communication networks and the need to characterize
biological networks and facilitated by the availability of large data sets and the
explosive growth of computing power.... Now, the research front turns to
network dynamics. Most networks have the role and function to transport or
transfer entities (information, energy, etc.) along the links. Optimizing transport
efficiency and quantifying network vulnerabilities and robustness constitute the
new open questions. Predicting the dynamical evolution of the network structure
and its coupling with the transport processes are the ultimate challenge for
complex networks science. (Ben-Naim, Frauenfelder and Toroczkai 2004, 520)

2.9.3 Latest Research

2.9.3.1 The Application of Graph Theory

Guido Caldarelli has developed a useful reference for researchers from various
disciplines to quickly grasp the mathematical constructs and notations associated with
graph theory and its application to the science of networks while also providing specific
case studies in biology, physics, economics, natural sciences, and computer networks.

He describes a graph as composed of a set of points called vertices and if these points are
linked, then a line, called an edge, is drawn between them. Caldarelli acknowledges that

various disciplines may adapt the term of vertex and edge to be more meaningful in their
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specific disciplines. In the area of computer networks, the terms network, node, and link
are complementary to graph, vertex, and edge respectively. He then describes that edges
may be directional in only one way and thus a directed graph is produced. This is very
applicable in the use of hyperlinks in an HTML document.

From these simple definitions, a wide variety of mathematical properties of a graph
can be calculated. For example, the degree of a vertex is the number of edges per vertex
and calculating this property for all vertices in the graph allows the graph’s degree
distribution to plotted and examined. Further mathematical exploration of the graph may
allow clusters and communities to be defined. These are vertices that share similar
properties and have multiple edges between each of the vertices. Exploring a graph using
these mathematical constructs may allow the overall complexity of the graph to be
reduced by identifying sub-graphs, or building blocks, for further examination.
(Caldarelli 2007, 309)

Dorogovtsev and Mendes provide another outstanding overview on the science of
networks while also providing numerous statistical approaches for analyzing and
measuring real-world networks. The approaches presented are useful in answering
questions about the structure and topology of the network, what features are present in
the network, how the network developed and how these properties can be used to
manipulate the network to be more advantageous in the future. For example, by
understanding the connected components of the network, then some assertions can be
made be made about the stability of the network. Next, by understanding if the network
has clusters, it may be feasible to introduce isolated changes in one area of the network

while minimizing its effects on other parts of the network. Furthermore, the
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identification of clusters with many links may be advantageous when it is necessary to

invoke dramatic changes throughout the network. The text highlights numerous

mathematical analyses such as the one performed by Valverde, Ferrer i Cancho, and Solé

of:

two large software projects class diagrams: (1) the class diagram of the public
Java Development Framework 1.2 (JDK 1.2) and (2) the class diagram of a large
computer game. The former is a very large set of software modules for Java
applications (9257 modules, in total), and hence this graph contains numerous
separate connected components. Most of these 3115 connected components are
single modules but two of them are really very large. The largest connected
component contains 1376 vertices with 2174 connections, the second largest has
1364 vertices with 1930 connections. We stress that in this analysis, class
diagrams were considered as undirected graphs. These two largest components
were analyzed. In both cases, the degree distributions turned out to be fat-tailed
and were fitted by power-law dependences with y exponents equal to 2.5 and
2.65. The fitting by a power law is possible in a narrow range of degrees.
However, a fat-tailed form of the distribution is clearly seen. Thus we have
another example of a fat-tailed degree distribution. Smaller components have an
especially pronounced tree-like structure similar....However, even the largest
connected components have rather modest clustering. Their clustering coefficients
are 0.06 and 0.08 for the largest connected component and the second largest,
respectively. However, these values turn out to be 25 and 40 times greater than
the clustering coefficients of the corresponding classical random graphs.”
Dorogovtsev and Mendes recognize that these software products were the result
of deliberate design efforts and that networks, such as the World Wide Web, have
grown and evolved over time and have more interesting characteristics which
current research is now investigating. (Dorogovtsev and Mendes 2003, 264)

2.9.3.2 Network Growth and Preferential Attachment

Albert-Laszl6 Barabasi provides an in-depth examination of real complex networks.

He states:

The random model of Erdés and Rényi rests on two simple and often disregarded
assumptions. First, we start with an inventory of nodes. Having all the nodes
available from the beginning, we assume that the number of nodes is fixed and
remains unchanged throughout the network’s life. Second, all nodes are
equivalent. Unable to distinguish between the nodes, we link them randomly to
each other. These assumptions were unquestioned in over forty years of network
research. But the discovery of hubs—and the power laws that describe them—
forced us to abandon both assumptions. (Barabasi 2002, 280)
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Barabasi, working with Réka Albert, proposed a network model that encompasses
both growth and preferential attachment and provided a network algorithm based on these
two simple rules:

Growth: For each given period of time we add a new node to the network. This
step underscores the fact that networks are assembled one node at a
time....Preferential attachment: We assume that each new node connects to the
existing nodes with two links. The probably that it will choose a given node is
proportional to the number of links the chose node has. That is, given the choice
between two nodes, one with twice as many links as the other, it is twice as likely
that the new node will connect to a more connected node. ... This model,
combining growth and preferential attachment, was our first successful attempt to
explain hubs. (Barabési 2002, 280)

Réka Albert’s computer simulations soon indicated that it generated the elusive power
laws seen in real networks such as the Internet, it quickly became known as the scale-free
model. (Barabasi and Albert 1999, 509)

Barabasi provides the following explanation for both growth and preferential
attachment:

First, growth plays an important role. The expansion of the network means that
the early nodes have more time than the latecomers to acquire links: If a node is
the last to arrive, no other node has the opportunity to link to it; if a node is the
first in the network, all subsequent nodes have a chance to link to it. Thus growth
offers a clear advantage to the senior nodes, making them the richest in links.
Seniority, however, is not sufficient to explain the power laws. Hubs require the
help of the second law, preferential attachment. Because new nodes prefer to link
to the more connected nodes, early nodes with more links will be selected more
often and will grow faster than their younger and less connected peers. As more
and more nodes arrive and keep picking the more connected nodes to link to, the
first nodes will inevitably break away from the pack, acquiring a very large
number of links. They will turn into hubs. Thus preferential attachment induces a
rich-get-richer phenomenon that helps the more connected nodes grab a
disproportionately large number of links at the expense of the latecomers. This
rich-get-richer phenomenon naturally leads to the power laws observed in real
networks. (Barabéasi 2002, 280)
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Figure 2-6, provides a visualization of the concepts between a random network and a

scale-free network.
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Figure 2-6 Comparing The National Highway System to the Air Traffic System
(Reprinted from Linked — 2003)

Subsequent efforts by Dorogovtsev and Mendes examined how nodes slowly lose
their ability to attract links as they age. Their research shows that aging alters the number
and location of hubs produced but does not affect the overall power law distribution.
(Dorogovtsev and Mendes 2000, 1842-1845) Additional research by Dorogovtsev,
Mendes, and Samukhin showed that real-world network actions, such as the removal an
of removal of nodes and the corresponding rewiring of internal links, as well as many
other processes affecting network topologies, change the number and size of hubs but
growth and preferential attachments are still present and power laws continue to be

observed. (Dorogovtsev, Mendes and Samukhin 2000, 4633-4636)
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Many complex enterprises provide a significant amount of tolerance to error and
faults. Albert, Jeong and Barabasi conducted a study to analyze a network’s ability to
tolerate failure. In one case, they randomly removed nodes from the network and found
that the network could withstand the lost of a large percentage of nodes. They then
attacked the network by removing the largest node, followed by the next largest node and
so forth. The consequences of the attack were quickly evident. Although the removal of
the first hub did not break the system, the removal of just a few major hubs caused
disruptions to be quickly realized and the removal of a few more nodes resulted in the
collapse of the entire network. Repeated experiments showed that scale-free networks
can tolerate random faults, but are vulnerable to attack if the hubs are targeted. (Albert,
Jeong and Barabési 2000, 378)

Barabasi continued to examine how links are established between nodes. In his
earlier efforts, Barabasi assumed that a node’s attractiveness was determined solely by its
number of existing links but as he examined real-world networks he saw dominate
latecomers and consequently introduces a concept called fitness. As he explains:

The ‘new kid on the block’ effect appears to be present in most networks....In
most complex systems each node has unique characteristics that are apparent even
if we do not know its connectivity. Webpages, companies, and actors have
intrinsic qualities that influence the rate at which they acquire links in a
competitive environment. Some show up very late and nevertheless grab all the
links within a short time frame. Others rise early yet never quite make it, failing to
turn their first-mover status into a hub....Clearly, each has some intrinsic property
propelling it to the head of the pack. Though it is beyond us to find a universal
secret of success, we can address the process that separates the winners from the
losers: competition in complex systems. In a competitive environment each node
has a certain fitness. Fitness is your ability to make friends relative to everybody
else in your neighborhood; a company’s competence in luring and keeping
consumers compared to other companies; an actor’s aptitude for being liked and
remembered relative to other aspiring actors; a Webpage’s ability to bring us back

on a daily basis relative to the billions of other pages competing for our attention.
It is a quantitative measure of a node’s ability to stay in front of the competition.
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Fitness may have genetic roots in people; it may be related to product and
management quality for companies, to talent for actors, or to content for
Websites. We can assign a fitness to each node in a network, mimicking its ability
to compete for links. For example, on the Web my Webpage would have a fitness
of 0.00001, while Google’s would be 0.2. The actual magnitude of these numbers
is irrelevant; but their ratio reflects our relative potential to lure visitors. Indeed,
an average person would easily find Google about 20,000 times more useful than
my personal Website. The introduction of fitness does not eliminate growth and
preferential attachment, the two basic mechanisms governing network evolution.
It changes, however, what is considered attractive in a competitive environment.
In the scale-free model, we assumed that a node’s attractiveness was determined
solely by its number of links. In a competitive environment, fitness also plays a
role: Nodes with higher fitness are linked to more frequently....Therefore, the
speed at which nodes acquire links is no longer a matter of seniority. Independent
of when a node joins the network, a fit node will soon leave behind all nodes with
smaller fitness. Google is the best proof of this: A latecomer with great search
technology, it acquired links much faster than its competitors, eventually
outshining all of them. Beauty over age. (Barabasi 2002, 280)

2.9.3.3 Clusters and Correlation

As early as 1973, the random network concepts of Ray Solomonoff and A. Rapoport
and were being questioned. In 1973 Mark Granovetter published an influential sociology
paper and footnotes “The models of Rapoport and his associates have been a major
stimulus to this paper. In 1954 he (Rapoport) commented on the ‘well-known fact that
the likely contacts of two individuals who are closely acquainted tend to be more
overlapping than those of two arbitrarily selected individuals.” ” Granovetter proposed
that the strength of a link is variable:

Most intuitive notions of the ‘strength’ of an interpersonal tie should be satisfied
by the following definition: the strength of the tie is a (probably linear)
combination of the amount of time, the emotional intensity, the intimacy (mutual
confiding), and the reciprocal services which characterize the tie....It is sufficient
for the present paper if most of us can agree, on a rough intuitive basis, whether a
given tie is strong, weak, or absent. (Granovetter 1973, 1360-1380)

He then describes sub-graphs within a larger graph that contain multiple nodes that

are highly interconnected with each other. As shown in Figure 2-7, this would produce a
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network that contains multiple clustered societies that contain a small set of fully
connected nodes that have strong ties to each other. However, some of nodes within each
cluster would be connected to other nodes that are members of other clusters. These
connections are considered as weak ties. The majority of interaction between nodes
would remain within the strongly bound cluster; however, when additional interaction is
needed, this interaction would occur across a weak tie to another cluster. He concludes
that:
Linkages of micros and macro levels is thus no luxury but of central importance
to the development of sociological theory. Such linkage generates paradoxes;
weak ties, often denounced as generative of alienation are here seen as
indispensible to individuals’ opportunities and to the integration into

communities: strong ties, breeding local cohesion, lead to overall fragmentation.
(Granovetter 1973, 1360-1380)

Figure 2-7 Strong Ties versus Weak Ties
(Reprinted from Linked — 2003)
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While conducting research on the small-world phenomenon made famous in the late
1960’s by Stanley Milgram, Duncan Watts developed a set of numerical relationships
that describe both the overall structure of the networks, as well as defined strongly
clustered nodes, or sub-graphs within the network:

The first statistic of interest, for a given graph, is the characteristic path length
(L), defined as the average number of edges that must be traversed in the shortest
path between any two pairs of vertices in the graph....By contrast, the clustering
coefficient (C) is a measure of the local graph structure....C, can be regarded as
the probability that two vertices (u, v) will be connected, given that each is also
connected to a ‘mutual’ friend (w). (Watts 1999, 493-527)

If there is a set a nodes that are highly interconnected with each other, the clustering
coefficient will approach a value of one. But if a node is only weakly connected to other
nodes, the coefficient will approach a value of zero. Identifying nodes that have high
clustering coefficients will result in identifying strongly connected nodes or communities
of interest in the network. Watt’s results suggest:

An interesting role for small-world architectures, which by virtue of their short
characteristic path length and high clustering coefficient, can support the rapid
dissemination of information without necessarily compromising behavior that is
individually costly but beneficial with reciprocated. Furthermore, the more
general idea of optimizing an architecture to satisfy two or more opposing
constraints may prove a useful concept in the design or modification of large
networks such as organizations. (Watts 1999, 493-527)

To better understand the connectivity of networks and the correlation of network
nodes within clusters, Watts and Strogatz constructed a procedure that assessed network
dynamics between regularly connected lattice structured networks and completely
random networks. A regularly connected network typically exhibits a high degree of

clustering whereas a random network will build whatever links are necessary to reduce

the path distance between nodes. The regularly connected network will generally result
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in a lower number of links for the network, but it may require an entity to traverse
numerous nodes to reach a destination. Random networks will generally result in
entities traversing a small number of nodes to reach a destination but will typically result
in a larger number of links being created. Their procedure started with a regularly
connected network and then superimposed additional links across the network to study
the effects on the overall connectivity of the network. They found that with just the
additional of a few additional links across the network they could greatly reduce the
number of links that an entity had to traverse while still maintaining the robustness
obtained from regularly connected network. Watt and Strogatz called this phenomena a
‘small world” network as it was analogous Milgram’s small world, six degrees of
separation. They then verified the actual existence of this phenomena in three very
diverse networks; a power grid of the western United States, a collaboration network of
film actors, and a neural network of the worm Caenorhabditis elegans. (Watts and

Strogatz 1998, 440-442)

2.9.3.4 Directed Graphs

Broder et al. analyzed the World Wide Web to identify “various properties of this
graph including its diameter, degree distributions, connected components and
macroscopic structure.” Their experiments demonstrated that the degree distribution
follows a power law as expected. Furthermore, their analysis reveals an interesting
picture (Figure 2-8) of Web’s macroscopic structure:

This connected Web breaks naturally into four pieces. The first piece is a central
core, all of whose pages can reach one another along directed links; this ‘giant
strongly connected component’ (SCC) is at the heart of the Web. The second and
third pieces are called the IN and OUT. IN consists of pages that can reach the

SCC, but cannot be reached from it; possibly new sites that people have not yet
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discovered and linked to. OUT consists of pages that are accessible from the
SCC, but do not link back to it, such as corporate Websites that contain only
internal links. Finally, the TENDRILS contain pages that cannot reach the SCC,
and cannot be reached from the SCC. Perhaps the most surprising fact is that the
size of the SCC is relatively small; it comprises about 56 million pages. Each of
the other three sets contain about 44 million pages, thus, all four sets have roughly
the same size. (Broder et al. 2000, 309-320)
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Figure 2-8 Components of a Directed Graph
(Reprinted from Graph Structure in the Web — 2000)

Multiple subsequent studies identified by Barabasi show that all directed networks
break down into these identical four pieces and that this phenomenon is not particular to

the Web. (Barabasi 2002, 280)

2.9.3.5 Spreading Viruses, Epidemics, and Innovations
In providing a concise overview of the science of networks, Albert-Laszl6 Barabasi

also explored how viruses, epidemics, and innovations spread:
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(To) explain the disappearance of some fads and viruses and the spread of others,
social scientists and epidemiologists developed a very useful tool called the
threshold model. We all differ in our willingness to accept innovation. In general,
with sufficient positive evidence, each of us can be convinced to adopt a new
idea. However, the level of acceptable testimony differs from one person to
another. Acknowledging our differences, diffusion models assign a threshold to
each individual, quantifying the likelihood that he or she will adopt a given
innovation....Despite significant differences in purpose and detail, all diffusion
models predict the same phenomenon: Each innovation has a well-defined
spreading rate, representing the likelihood that it will be adopted by a person
introduced to it. For example, the spreading rate incorporates the likelihood that
after being shown a new (device), you will be prompted to buy it. Yet knowing
the spreading rate alone is not sufficient to decide the fate of an innovation. For
that we must calculate the critical threshold, a quantity determined by the
properties of the network in which the innovation spreads. If the spreading rate of
the innovation is less than the critical threshold, it will die out shortly. If it is over
the threshold, however, then the number of people adopting it will increase
exponentially until everybody who could use it does. Recognizing that passing a
critical threshold is the prerequisite for the spread of fads and viruses was
probably the most important conceptual advance in understanding spreading and
diffusion. Currently the critical threshold is part of every diffusion theory.
(Barabasi 2002, 280)

Abrahamson and Rosenkopf further examined diffusion effects in social networks.
For example, they examined the risk-reward potential of accepting an innovation. The
potential adopter of the innovation will take a risk if the network rewards the risk, but if
the network does not reward the risk, the potential adopter is less likely to try the
innovation. Next, they examined how information about the innovation is provided
throughout the network. Those potential adopters that have limited or conflicting
information about the innovation are also less likely to try the innovation. Third, they
examined the network organizational structure where the innovation is introduced. They
found that innovations that are introduced from the periphery of the network have a much
smaller chance of being accepted by the network than those innovations that are
introduced in the core elements of the network. Finally, they examined the structure of

the network itself. If the network is structured such that there are numerous mini-
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networks that are connected through a small set of spanning nodes, then wide adoption of
the innovation will be difficult. They conclude that understanding the issues that affect
the spreading rate and the critical threshold for adopting innovations within a network
may allow social scientists to develop solutions for improving the introduction and
acceptance of new innovations. (Abrahamson and Rosenkopf 1997, 289-309).

Further expanding on the concept of spreading diseases, epidemics, or innovations,
Duncan Watts discusses percolation theory which was originally developed to address
questions in organic chemistry, but has applicability to spreading effects in networks.
Imagine a large population of computer applications connected to one another within a
network where the interfaces between each application are considered a bond. Each
application is susceptible to change with some probability, called the occupation
probability and thus each network interface, or bond, is either open or closed toward
accepting or rejecting the innovation. Starting at a source point, the innovation will
spread from one application to another application through the open bonds until no more
open bonds exist. The group of applications that can be reached in this manner from a
randomly selected starting point is called a cluster. If the occupation probability is low
then few bonds are open and the innovation does not spread. But if the occupation
probability is high then many open bonds exist and the innovation will spread. The
possibility of wide acceptance depends on the existence of a percolating cluster, a single
cluster of susceptible sites that are connected by open bonds that permeates the network.
If a percolating cluster does not exist, some applications would still attempt to utilize the
innovation, but acceptance would be small and localized. If an innovation starts

somewhere within a percolating cluster, then it will spread throughout the network
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instead of dying off. Thus, the structure of the network has a greater influence on the

success of failure of an innovation as the inherent merits of the innovation itself. (Watts

2003, 368)

Table 2-4 provides a summary of this literature review defining the authors and

providing a summary of their contributions.

Table 2-4 Summary of Literature Review Contributions

Authors Timeframe Contributions

Lam and Early 1980s Concludes that many large organizations have made

Shankararamann heavy investments in IT over numerous years and
have accumulated a large number of separate IT
systems

Krafzig, Banke, | 1980s Assesses that many all-encompassing Enterprise Data

and Slama Model projects failed because of the immense size,
technical complexities and competing priorities of the
IT organization

Standish Group | 1994 Survey shows that only 16.2% of IT projects are truly
successful, delivering on-time , on-budget and with
all a features initially specified

Cohen 1994 Cites numerous reasons for IT project failures in the
U.S. Government

U.S. Congress 1996 Clinger-Cohen Act requires major federal agencies to
establish a ClO position to provide authority,
responsibility and accountability for the agency’s IT
resources

President of the | 1996 Executive Order 13011 establishes the CIO Council,

United States an U.S. Government interagency forum to improve
agency practices on the modernization, performance,
sharing and use of agency information resources

Office of 2000 Circular A-130 mandates federal government

Management agencies to establish and maintain a capital planning

and Budget and investment control process that link mission

(OMB) needed to information technology investments

Department of | 1996 Documents DoDAF, the architectural framework for

Defense DoD use

OMB 1999 Provides the FEA framework for use by federal
agencies external to the DoD

OMB 2007 Baselines the Enterprise Architecture Assessment

Framework to assist government agencies in
evaluating progress towards implementing the FEA
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Table 2-4

Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

CIO Council

2008

The Practical Guide to Federal Service Architecture
offers an eight stage approach for executing
Enterprise Architectures based on SOA

Maier and
Rechtin

2000

Describes the transition from hardware to software
intensive systems and the complexity associated with
maintaining data and internal relationships

Bieberstein et
al.

2008

Offers that IT systems were developed without
benefit of a high-level plan, thus point-to-point
interfaces across systems were created and it is now
paralyzing IT responsiveness

Walton

2008

83% of companies surveyed rates legacy system
management as an issue consuming a significant
portion of the IT budget

Lam and
Shankararamann

2007

Concludes that point-to-point integration has now
reached its limits in many enterprises and new
methods of enterprise integration, such as SOA, are
being examined

Broadbent and
Kitzis

2005

Provide a description of Gartner’s Hype Cycle
assessing the introduction of technologies into the
marketplace

Di Maio

2008

Assess that SOA is in the Trough of Disillusionment
on Gartner’s Hype Cycle of Government
Transformation for forecasts 5 to 10 yare until
mainstream adoption in government enterprises

Eisner

2008

Provides definitions of systems, systems engineering
and systems integration. Describes of the roles and
responsibilities for the positions of CIO, Project
Manager, and Systems Engineers

Rechtin

1991

Defines the role of an architect and defines four
methodologies for architecting;
normative/pronouncement, rational/procedure,
argumentative, and heuristic

Sage

1992

Describes systems engineering as a management
technology that involves the interaction of science,
the organization, and its environment

Maier and
Rechtin

2000

Provides a definition of architecting and describes
relationships and interactions between the system
architects and the systems engineers

Sessions

2008

Relates system complexity to the physics law of
entropy and states that a constant flows of energy,
injected by the enterprise architect is required to
prevent an erosion of simplicity over the life of the
enterprise
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Table 2-4 Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

Krafzig, Banke,
and Slama

2005

Also applies the law of entropy concluding that
outside intervention to maintain order is the role of
the enterprise architect

Valerdi, Ross,
and Rhodes

2007

Provides a definition of Systems of System
Engineering provides a comparison of Systems
Engineering to Systems of Systems Engineering

Eisner

2005

Expands on the concept of Systems of System
Engineering by providing views of collaborative
systems or federated systems. Also identifies
characteristics that make systems complex

Sessions

2008

Examines the complexity of IT systems and identifies
three control strategies for managing complexity;
partitioning, simplification, and iteration

Glazner

2011

States that a methodology for addressing enterprise
complexity is by abstracting the enterprise using an
enterprise architecture, which captures its essential
features, rather than a complete, detailed description
of its design.

Stenzel

2007

States that enterprise architectures are created and
adopted to establish and communicate standards that
guide the development of the enterprise in an orderly
manner and are generally subdivided into four
domains; business architecture, applications
architecture, information architecture and technology
architecture

Bieberstein et
al.

2006

Provides observations of IT architectures a such as
the benefits many span multiple projects, may be hard
to cost justify is it is a long range view, cannot fully
predict all business processing, technology and
applications scenarios, is an organic process, and
places constraints individual project to achieve a
higher level of common good and higher benefits

Sessions

2008

Examines multiple architecture frameworks. Within
the FEA, he identifies two types of segments; core
mission area segments and business services
segments. He states that existing approaches are too
expensive to execute, there is no way to validate the
results and continue to be used as there is no
mathematically grounded method for validating
effectiveness

Krafzig, Banke,
and Slama

2005

Provides a history of programming paradigms,
starting prior to 1960 with assembly language and
eventually leading to the creation SOA technology.
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Table 2-4 Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

Erl

2005

Provides additional historical information on SOA
technology evolution and demonstrating that SOA
brings greater levels of abstraction while decoupling
the elements of enterprise by providing services that
accomplish work from a business perspective

Bieberstein et
al.

2006

Defines a SOA as a framework for integrating
business processes and supporting IT infrastructure as
secure, standardized components, or services, which
can be combined to address changing business needs

OASIS

2006

Defines SOA as a paradigm for organizing and
utilizing capabilities that may be under the control of
different ownership domains and defines the concept
of service providers and service consumers

Krafzig, Banke,
and Slama

2005

Describes the major parts of a SOA service; the
service contract, the interface(s), and the
implementation

Erl

2005

Identifies a SOA architectural pattern for locating and
interacting with services

Bieberstein et
al.

2008

Defines six characteristics of a service; self-contained
performing a distinct business or technical function,
loosely coupled, transparent in its location;
interoperable through the implementation of
standards, composable, and (although not mandatory)
stateless and asynchronous operations

Lewis et al.

2007

Documents a sets of misconceptions about SOA of
which the chief misconception is that by adopting a
SOA strategy, a well-crafted architecture will emerge

Bieberstein et
al.

2008

Provides a comparison of SOA technology to Object
Oriented Programming (OOP) stating that objects
occupy a space in memory, have properties with
defined behaviors, or methods, for the manipulation
of those properties, whereas in SOA the main
emphasis is the identification of services that are
aligned to the business and therefore operate at a
much higher level of abstraction than OOP.
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Table 2-4 Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

Erl

2005

Further elaborates on service orientation versus object
orientation. Object orientation is typically bound at
compile time, data and processing more tightly
coupled thus allowing find grain operations, and
objects are created and released as needed. Service
orientation is bound at run time, processing is loosely
coupled thus communication messages contain all
required information and services are persistent,
available whether they are used or not

Krafzig, Banke
and Slama

2005

Defines four types of services; basic services and
intermediary service which are stateless, and process-
centric and public enterprise services that are stateful
and encapsulate more process logic. They also
provide a comparison of the two concepts; tight
coupling versus loose coupling.

Tau

2007

Proposes four reference service metrics based on
response time, scalability, availability and reliability

Bieberstein et
al.

2006

Recommends executing SOA as a set of increments
that are directed towards realizing a vision

Erl

2005

Analyzes three approaches for implementing SOA;
top-down, bottoms-up and agile meet-in-the-middle.

Krafzig, Banke,
and Slama

2005

Examines organizational and pragmatic aspects of
implementing SOA stating that is important to have
active support by top management and to have a SOA
team that is focused on how to best establish and
execute SOA practices in the organization.

CIO Council

2008

Defines an eight stage approach for executing an
enterprise architecture based on SOA

Rouse

2007

Proposes that complex systems are not new but that
traditional engineering approaches now need to be
balanced with a new broad enterprise perspective that
requires the integration of behavioral, social and life
sciences disciplines to develop and manage systems
of increasing scale and complexity

Ben-Naim,
Frauenfelder,
and Toroczkai

2004

Provides a short historical context on the science of
networks, identifying three major stages of evolution;
first stage being initial graph theory developed by
Leonard Euler in the 1730s, second stage being the
application of probabilistic methods applied to
random graph theory in the 1950s and 1960s, and the
current stage of examining actual real-world networks
focusing on the dynamics as networks grow and age
over time.
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Table 2-4 Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

Caldarelli

2007

Provides a useful reference for grasping the
mathematical constructs and notations associated
with graph theory and its application to the science of
networks.

Dorogovtsev
and Mendes

2003

Provides an overview on the science of networks and
provides statistical approaches for analyzing and
measuring real-world networks, determining network
features and properties and then using this
information to manipulate the networks to be more
advantageous in the future.

Barabasi

2002

Examines complex, real-world networks, and
discovers that links of network nodes actually follows
a distribution that is best described using a
mathematical expression called a power law.
Demonstrates that early or senior nodes are offered a
clear advantage for link attachment which leads to the
power law distribution observed in real networks.

Barabasi and
Albert

1999

Proposes a network model that encompasses both
growth and preferential attachment and provides a
network algorithm based on these two simple
concepts

Dorogovtsev,
Mendes and
Samukhin

2000

Demonstrates that growth and preferential attachment
are still present and power laws continue to be
observed although many things may affect a network
topology, such as the rewiring of internal links, the
removal of node and links, and the aging of nodes.

Albert, Jeong,
and Barabasi

2000

Executes repeated experiments that demonstrated that
scale-free networks can tolerate random faults but are
vulnerable to attack and collapses if the hubs are
targeted

Barabasi

2002

Defines the concept of fitness; the ability of a node to
attract, lure and keep consumers coming to it. With
fitness, seniority of the node in the network may no
longer be a factor in obtaining new links

Granovetter

1973

Proposes the concept that some bonds between nodes
are strong while other bonds between nodes are weak.
This creates multiple subgraphs that contain a small
set of fully connected nodes that have strong ties to
each other, but then some nodes are also connected to
other nodes in other subgraphs through connections
that are considered as weak ties
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Table 2-4 Summary of Literature Review Contributions (Continued)

Authors

Timeframe

Contributions

Watts

1999

Uses the network statistics of path length and cluster
coefficient to measure the level of connectivity of a
network

Watts and
Strogatz

1998

Compares the structure of regularly connected
networks to completely random networks. Concludes
that using regularly connected networks require less
links but may require users to traverse more nodes
than required by a completely random network

Broder et al.

2000

Conducts a study of the World Wide Web and
determines that large directed graphs actually break
down into four major components; the Strong
Connected Component (SCC), the IN component, the
OUT component, and the TENRILS component

Barabasi

2002

Identifies multiple follow-on studies that separately
verify that other, non-Web, directed graphs also
breakdown into these four components

Barabasi

2002

Describes the application of the Threshold Model
used by social scientists and epidemiologists, to
assess the spreading of innovations within a network.

Abrahamson
and Rosenkopf

1997

Examines the diffusion effects in social networks
demonstrating how the organizational structure and
the location where an innovation is introduced greatly
affects the acceptance or rejection of an innovation

Watts

2003

Applies percolation theory to the spreading effects in
networks. lIdentifies the existence of percolating
cluster as promoting and accelerating wide
acceptance of an innovation
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CHAPTER THREE - RESEARCH GOALS

3.1 Research Goals and Dimensions

The goal of the research effort is to determine if applying the science of networks
adds value to information system efforts that are implementing a SOA approach. As
shown in Figure 3-1, the four research areas within the science of networks that were

discussed in the literature review compose the x-axis.
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Figure 3-1 Dimensions of the Research Effort
The y-axis consists of SOA best practices and lists the eight step approach described in
the CIO Council’s A Practical Guide to Federal Service Oriented Architecture. As shown

in the z-axis, an IT “shop” is actually composed of two networks. The first network is
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the actual technical network of hardware and software the form the systems and
interfaces of the enterprise that actually execute the information flows for the
organization. The second network is the human organization that defines, builds,
operates, maintains, and uses these systems to accomplish the mission of the enterprise.
As shown in the figure, the first three steps of the SOA best practices focus on
organizational aspects, whereas the remaining five steps focus on the technical aspects.
But the science of network research areas has applicability to both the organizational and
technical networks. Consequently, when examining the application of the science of
networks to SOA efforts, this research effort will examine both the organizational

network and the technical network that forms the IT enterprise.

3.2 Research Questions

This research effort will attempt to answer the following three major questions:
1. Are SOA best practices contributing to SOA successes?
2. Does science of networks concepts add value to understanding an
enterprise’s IT networks?
3. Does applying science of network concepts add value to SOA efforts?
The rationale for developing each question will now be discussed, while also describing
possible outcome answers.
The first question, “Are SOA best practices contributing to SOA successes?” attempts
to determine the methodologies and practices that each enterprise is using to execute their
SOA transformation. Possible answers include:

e SOA best practices are not being used,

78



e asubset of SOA best practices are being used, but are not aiding to SOA
success,
e asubset of SOA best practices are being used and are aiding to SOA success,
or
e amajority of SOA best practices are being used and aid to SOA success.
The answer to this question will determine the enterprise’s strength in the y-axis of the
dimensions of the research effort.

The next question, “Does science of networks concepts add value to understanding an
enterprise’s IT networks?” is focused on applying science of network research to the
enterprise’s organizational and technical networks. While answering this question, the
research will attempt to develop both qualitative and quantitative assessments of the
enterprise’s networks. Possible answers include:

e science of network concepts provide no added value to understanding an
enterprise’s networks,
e science of network concepts add value to understanding an enterprise’s IT
organizational network,
e science of network concepts add value to understanding an enterprise’s IT
technical network, or
e science of network concepts add value to understanding an enterprise’s IT
organizational and technical networks.
Even if an enterprise is not executing a SOA approach, answering this question alone
could provide the enterprise with significant information about their current enterprise

while providing recommendations for planning and executing future transformational
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efforts. Answering this question will explore the intersections in the x-z plane of the
dimensions of the research effort.

The final question, “Does applying science of network concepts add value to SOA
efforts?” is a natural follow-on question that attempts to merge the successful outcomes
of the prior two questions. If applying the science of network concepts does add value to
understanding an enterprise’s IT networks and if the enterprise is successfully using SOA
best practices, then can it be concluded that applying the science of networks concepts

will add value to their SOA efforts? Possible answers to this question include:

science of network concepts provide no added value to SOA efforts,
e science of network concepts provide only marginal insight into SOA efforts,
e science of network concepts provide a qualitative assessment of SOA efforts,
or
e science of network concepts provide both a qualitative and quantitative
assessment of SOA efforts.
This question merges the three dimensions of this research effort and accomplishes the

goal of the research.
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CHAPTER FOUR — RESEARCH METHOD

4.1 Research Plan

As previously stated, the goal of this research effort was to determine if applying the
science of networks adds value to enterprise information systems efforts that are
implementing a SOA approach. In conducting this research, many variables were
involved and could not easily be controlled, while at the same time, the boundaries and
contexts imposed by SOA and the science of networks may be ambiguous or not clearly
evident. For these reasons, the case study research method was used.

As defined by Robert Yin:

The technical definition begins with a scope of a case study:

1. A case study is an empirical inquiry that
e investigates a contemporary phenomenon within its real-life context,
especially when
e the boundaries between the phenomenon and context are not clearly
evident....
2. The case study inquiry
e copes with the technically distinctive situation in which there will be
many more variables than data points, and as one result
e relies on multiple sources of evidence, with data needing to converge
in a triangulating fashion, and as another result
e benefits from the prior development of theoretical propositions to
guide data collection and analysis. ...

The case study is preferred in examining contemporary events, but when the
relevant behaviors cannot be manipulated. The case study relies on many of the
same techniques as a history, but it adds two sources of evidence not usually
included in the historian’s repertoire: direct observation of the events being
studied and interviews of the persons involved in the events. Again, although
case studies and histories can overlap, the case study’s unique strength is its
ability to deal with a full variety of evidence—documents artifacts, interviews,
and observations—beyond what might be available in a conventional history
analysis. (Yin 2003, 181)
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This case study was exploratory in that was an initial investigation into the
phenomenon, namely SOA execution, with the purpose of determining “what” is
happening and “why.” Ultimately, this research examined current SOA efforts, while
applying to science of network concepts, to determine why the effort was achieving
success or not. Multiple cases were examined to determine if a replication of results
could be obtained. The unit of analysis for each case was an enterprise, composed of
multiple information systems, that was attempting to execute some level of SOA
implementation. Both government and commercial enterprises were pursued as possible
cases.

This research effort was implemented using the approach shown in Figure 4-1. Each
individual case study was executed in three steps. For each case, the first step collected
data using the data collection procedures that will be described later. The second step
conducted multiple analyses of the individual case per the analysis procedures, also
described later. The final step prepared and provided a report or out-briefing of the case
study that described the observations, analyses, conclusions, and results obtained during
that individual case study. The lessons learned from executing the first individual case
study was then incorporated into data collection and analysis procedures for the
subsequent case studies that were part of this research effort.

Upon completing multiple case studies, this research then attempted to identify any
cross-case observations and conclusions. It finished by discussing possible next steps for
future research efforts and closed by documenting the effort in a final dissertation for

review and approval.

82



Analyze &

P Define & Design L Collect & Analyze . Conclude
- '_ ___________ I_: ____________________ ] Eaiie -~
; Conduct Analyze -k
i .| First First l .
: Case Case | S
i Study Study ﬁ
i i y
i Design X PrepareiBrief
i Datg i Results To Draw
I ' Cross-Case
i Collection ' Case Study "
! i Sponsor Conclusions
! Procedures ! P
; Conduct Analyze -k
Develop | .| Second Second '
Theory Case Case '
Study Study ﬁ
Solicit ' Identify
Sponsors! : Prepare/Brief Possible
Select ' Results To Next
Cases ! Case Study Steps
! Sponsor
Conduct Analyze -V
“NEh” “Nith”
Case Case -
Study Study l Document
Prepare/Brief Results In
Results To Dissertation
Blue Represents Out-briefs Case Study
to Case Study Sponsors Sponsor

Figure 4-1 Case Study Methodology

(Adapted from Case Study Research Design

Design and Methods — 2003)

4.2 Data Collection Procedures

The following data sources were used to collect evidence:

Written documentation
Archival records
Structured Interviews
Direct Observations
Participant Observations

Physical Artifacts
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Examples of written documentation and archival records included artifacts that
describe the organization, its policies, and the procedures it uses to conduct business
within the IT enterprise. It also included artifacts that define the current “as-is” technical
enterprise, the future “to-be” enterprise architecture, and any transitional plans that move
the enterprise to the future state. It was equally important to collect both current and
prior versions of the artifacts to analyze enterprise changes as a function of time.

Structured interviews were another major data collection source. Although, a general
interview structure, shown in Appendix A, was used to ensure that the interview data was
collected in a methodical manner, the actual questions asked during each interview was
adapted based the position and responsibilities of the interviewee, as well as by the
responses that the interviewee provided during the interview. Furthermore, each
interview concluded with a set of unstructured, open-ended questions to identify potential
investigation areas that the structured questioning did not expose. At a minimum, the
people executing the roles of CIO, architects, system engineers and project managers
were targeted to be interviewed but additional people were interviewed based on
responses and recommendations from interviewees.

In two cases, direct observation of enterprise IT activities was allowed. These
activities included observing IT governance boards, configuration management boards,
engineering review boards, and technical exchange meetings that supported the planning,
design, development, testing, and deployment of enterprise IT capabilities. As this
research effort was an initial exposure of science of network concepts to the IT
enterprise, it was highly probable that participant observation, where the research

observer becomes an active participant in the event, could occur. In these cases, the
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researcher minimized personal bias by limiting his discussions to the application of
science of network concepts to the event.
Finally, physical artifacts were collected as evidence. Possible artifacts included

service descriptions, source code, computer models, and simulations programs.

4.3 Analysis Procedures

For each individual case study, three analyses were performed. The first analysis was
to develop a chronological timeline which traces events over time. This analysis
provided a context for subsequent analyses. It also allowed cause-effect relationships
within the enterprise to be identified.

The second analysis was a pattern matching analysis where expected values were
compared to actually observed values. At a minimum, the researcher expected to use the
following sources to define expected values for this analysis:

e Zachman, TOGAF, FEA or DoDAF for enterprise architecture artifacts

e Federal Enterprise Architecture Program EA Assessment Framework

e A Practical Guide to Federal Service Oriented Architecture
If the enterprise under study identified another set of practices as their source guidelines
for executing their SOA efforts, the researcher became conversant in those guidelines in
order to conduct this analysis. Furthermore, for each research question, the researcher
used the actual collected evidence to determine which of the possible answers, or
expected values, best described each individual case study.

The third analysis was the actual application of science of network concepts to the

enterprise. This analysis first attempted to conduct a quantitative analysis that measured
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various network parameters for both the organizational and technical networks in the
enterprise in an effort to:

e Determine the overall complexity of the enterprise

e Identify sub-graphs, clusters, hubs, etc.

e Determine if directed graphs exist

e Assess potential measures of node fitness

¢ Identify potential percolating clusters

e Evaluate the spreading rate of SOA into the enterprise
If insufficient information existed to the conduct a quantitative analysis, then a qualitative
analysis was also conducted in an effort to assess these network parameters, but from a
qualitative perspective.

Using the combined data from each individual case study, this research effort then

conducted a cross-case analysis to identify similar activities, events, or trends that were

observed across multiple cases within this research effort.
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CHAPTER FIVE — ANALYSES AND FINDINGS

5.1 Case Study #1 — Private Research Company

5.1.1 Background of Case

This case study participant is a trusted global provider of research, analysis, and
decision support information that allows its customers to make informed, relevant, and
cost efficient business decisions. This company provides analyses in three major
categories; technology, industry, and regions. Table 5-1 provides example topics in each
of these categories.

Table 5-1 Categories of Analyses and Example Topics

Region

Technologies

Industries

North America
South America
Europe

Asia

Pacific Rim

Communications
Hardware
Software/Applications
Data Management
Semiconductors

IT Services

IT Security

Banking and Investments
Consumer Products
Education

Energy

Government

Healthcare

Insurance
Manufacturing

Media and Broadcasting
Retail

Sustainability

The company’s business model is shown in Figure 5-1. The company collects data

from multiple world-wide data sources and has developed a significantly large,

automated data collection capability to ingest this data. Public data sources include

global news sources, publicly available company and industry reports, and regulatory

filings with multiple governments. The company also has unique access to numerous




customer proprietary intellectual property records which requires the company to provide

secure data management and access protections to these records.

5000+ Analysts
G0+ Languages

Global News Sources
Company & industry Reports
Biological & Reference Sources

Research Service (Web Offering)
25,0004 Customers

Consulting Services

Industry Events

Multi-Terabyte Repositories

1 e A vsis lools
Intellectual Property Records Multiple Analysis Tool

Public Records

Regulatory Filings Analyses by:

* Technologies
s Industries
* Region

Figure 5-1 Corporate Business Model

The company has over 16,000 employees of which more than 5000 are classified as
analysts. The analyst community as a whole interacts in more than 60 languages.
Approximately 1200 analysts have reached a senior level such that they are directly
interfacing with customers every day.

The company has three major products lines; web-based research services, consulting
services, and industry events. Through a company provided web site, customers can
view the company’s latest published research reports or search and obtain previous
published research reports. Customer account managers also send customers email alerts
of newly available research reports that may be of interest to them. Customers can setup
and have one-on-one consultations with senior level analysts who can then be tasked to
prepare a very detailed analysis for that customer. Throughout the year and across the
world, the company conducts industry events and webinars that bring similar customers
together to discuss specific topics of interest with multiple senior level analysts within the
company. Customers include governments at all levels, commercial companies, and

academic institutions.
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5.1.1.1 Organizational Structure

The organizational structure of the company is provided in Figure 5-2. The company
has a President and Chief Executive Officer (CEO) and is supported by the Chief
Financial Officer (CFO) and the CIO. The organizational structure of the company
mirrors the corporate business model. The Collections Director and his supporting
organization identifies the sources of data that the company will collect and then ensures
any data access fees are paid, that data transfer mechanisms are established and that data
acquisition and ingestion activities occur in a timely manner. The Research Director and
his organization include all of the analysts within the company. This organizational
element conducts all of the research analyses for the company and publishes the results in
research reports that are then made available through the company’s web site. The senior
level analysts within this organization also provide one-on-one consultations and give
presentations and moderate interactive discussion sessions at the company’s industry
events.

The Client Services Director and his organization is responsible for ensuring the
products being produced by the company are meeting customer expectations, while also
continuing to generate revenue for the company. This organization includes the customer
account managers that routinely interface with customers to ensure they are receiving the
research and analyses they want. The Client Services Director routinely recommends
changes back to Collection and Research Directors to enhance the company’s data
collection, analyses, and product offerings, thus ensuring that customers continue to
receive products that they are willing to continue purchasing, thus maintaining the

revenue generation stream for the company. This Client Services organization also
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schedules the one-on-one consultation sessions between customers and senior level

analysts and handles the logistics associated with scheduling and executing the

company’s industry events.
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Figure 5-2 Organizational Structure Supports The Business Model

The company has an Operations Director that manages and provides all of the support

services for the company. His area of responsibilities include facilities, security, human

capital, legal, contracts, procurements, and corporate excellence.

The CIO’s organizational structure is diagrammed in Figure 5-3. The CIO is directly

supported by two people, the Deputy CIO and the Chief of Strategy. The CIO also has

three staff offices; the Enterprise Architecture Office, the Portfolio and Program

Management Office, and the Information Security Office.
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Figure 5-3 CIO Organizational Structure

A majority of the CIO organization is contained within three major offices that
actually design, develop, deliver, operate, and maintain the IT capabilities used by the
company. Platforms manages the data centers, and provides all of the hardware and
enterprise-licensed software used by the company. With respect to hardware, this
organization provides all network devices, data storage and application servers, desktop
workstations, laptop computers, and mobile computing devices. Enterprise-licensed
software includes all operating systems, large infrastructure database and web server
applications, and desktop productivity applications. As well as provisioning the
infrastructure hardware and software, Platforms also provides enterprise-wide 24x7
monitoring capabilities to identify and correct any potential problems and to execute

corrective actions should an outage occur. Platforms also operates a Service Delivery
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Center that includes a company-wide help desk organization and multiple close support
teams that can be dispatched into user workspaces to install new capabilities, replace and
repair defective equipment, and provide individualized user support when needed.

Corporate Applications is responsible for developing and supporting all corporate
level software applications. These applications generally fall into two major groups;
Employee Applications and Financial Applications. The organization also has an
Integrated Applications group that develops and supports applications that do not easily
fall into the purview of the other two groups. To provide corporate level capabilities,
Corporate Applications typically examines and conducts trade-offs of large COTS
software packages. It then selects a COTS product and acquires, configures, adapts,
deploys, and trains the company on the resulting software capability.

Business Applications provides the software required to execute the company’s
business model. It includes a Collections Group that provides software to the Collections
organization. This software interfaces with numerous external systems and websites to
routinely collect, transport, format, and prepare for storage all of the globally collected
source data used by the company. The Analyst Tools Group provides the software tools
that allow analysts to stay abreast of new information in their field of expertise, to
conduct topical research, and to conduct analyses of data in order to draw insights and
conclusions which will ultimately support customer decisions. The Production and
Dissemination Group provides the software tools required by analysts to draft,
collaborate, coordinate, approve, and publish completed research and analysis products.
This group is also responsible for providing the software capabilities that make these

products available to customers. This group also provides analysis tools that support the
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Client Services organization in making product recommendations to customers and to
determine which products are providing the most value-add and where additional
research products could be provided to respond to current customer demand.

Business Applications has two groups that provide services internally to the
organization. The Corporate Data Group provides data ingestion, storage, and retrieval
services to support the business. It also provides similar data management services to
Corporate Applications. As multiple, interrelated software development activities are
simultaneously underway within Business Applications, the Operations Group provides
office-wide architecture, systems engineering, and development coordination services. It
also manages the interface between the corporate user population and Business
Applications to ensure that the organization, as a whole, is working on the highest

priority development activities for the company.

5.1.1.2 Business Drivers

As reported to its investment partners, the company operates in a highly competitive
market space where customers depend on timely and reliable information to support
future business decisions. The company has very unique, confidential relationships with
many companies competing in the market spaces that it analyzes. The company must
continually be sensitive to how it securely collects, stores, uses, and incorporates this
unique access to data within the product line to ensure that it is properly maintaining the
unique trust that has been granted to the company. The company is constantly facing
new competitors as the Internet now allows the free-flow of information with highly
variable quality. Furthermore, in an effort to survive, many print media services are now
entering the competitive environment. The company depends on the sales and renewals
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of service subscriptions as this is a major portion of the company’s revenues. Thus, the
company must improve existing products, introduce new products and deliver all product

lines in more cost effective and timely manner.

5.1.1.3 Sources of Data for Case Study Analysis

The case study examined a total of 89 documents and web pages, consisting of 3520
pages of information. Additionally, 27 interviews were conducted using the structured

interview guidelines provided in Appendix A.

5.1.1.4 Enterprise Architecture Framework Used For Case Study Analysis

Figure 5-4 provides the enterprise architecture framework that was used for the
analysis of this case study. The four major layers of the architecture map closely to
TOGAF architecture framework. The Applications Architecture Layer was divided into
Corporate and Business Applications. Business Applications was further subdivided into
Collection, Analysis, Production, and Distribution applications as that provides a direct
mapping to the corporate business model and organizational structure diagrammed in

Figure 5-2.

5.1.2 Chronological Analysis

The data collection period for this case study was from January 2010 through
September 2010. Data collection focused on defining an initial state in May 2006 and
then creating a chronological analysis of events that occurred from May 2006 through

September 2010.
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Figure 5-4 Enterprise Architecture Framework Used For Case Study Analysis

5.1.2.1 Enterprise Architecture

Although it clearly existed in May 2006, it was not possible to determine when the
Enterprise Architecture Office was actually established. Version 1.0 of the Enterprise
Architecture document could not be located but multiple interviewees confirmed the
existence of an initial Enterprise Architecture document in 2006. However, these
interviewees also indicated that the document provided no significant architectural,
engineering, portfolio, or program management value to the organization. It was

described as being produced because it was an expectation of the Enterprise Architecture

Office.
Mon 5/1/06 . mmy Enterprise Architecture
Mon 5/1/06 5/1 4 Enterprise Architecture V1 Exists :
Tue 8/1/06 81 ¢ Access Management Proposes Internal Person Solution
Mon 10/1/07 1011 ¢ 14 Enterprise Architecture Principles Published
Mon 3/17/08 H 3/17 ¢ Annual ClO Planning Conference Slide Deck Becomes Enterprise Architecture V2
Mon 3/2/09 3i2 ¢ Annual CIO Planning Conference Uses 4 Architecture Layer Approac_h

Figure 5-5 Enterprise Architecture Chronological Analysis
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Before May 2006, an Access Management Team within the Analysis Tools Group
had been established to address the issue of protecting proprietary customer data and
providing assurances both within the company and to potentially affected customers that
the company was providing adequate protections to their data. In August 2006, this
Access Management Team made a presentation to the Chief of Strategy and the
Enterprise Architecture Office to demonstrate that any efficient access management
solution is highly dependent on knowing to a high level of accuracy the current status of
all company employees and supporting contractors. The team proposed an access
management architecture and defined requirements to upgrade a Human Resource (HR)
system that would integrate company employees and supporting contractors, with their
job levels and their level of accesses, such that any corporate IT system could quickly
determine if an employee was authorized to access various data assets held within the
company. Unfortunately, this proposal was not accepted and the company struggled with
access management issues throughout the entire case study period.

In October 2007, the Enterprise Architecture Office published 14 architectural
principles. Again, multiple interviewees confirmed the existence of the architectural
principles but they also indicated that this document also did not provide any significant
architectural, engineering, portfolio, or program management value to the organization.

Each year the CIO conducts a large, two day Strategic Planning Conference where
each group in the organization reviews significant accomplishments from the previous
year and presents their development plans for the upcoming 12 to 18 months. Numerous
small internal planning meetings are conducted within the C10 organization before the

actual large conference is held. The Enterprise Architecture Office fully participated in
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this entire planning effort for the 2008 Strategic Planning Conference and the Microsoft
PowerPoint ® files that were presented at the actual two day conference became Version
2 of the CIO’s Enterprise Architecture.

Prior to 2009 the entire CIO organization generally used the four architectural layers
diagrammed in Figure 5-4. However, in 2009 the CIO organization decided to divide the
Applications Layer into two separate layers; a Services Layer and a Presentation Layer.
Furthermore, the name of the Infrastructure Layer was changed to the Applistructure
Layer. These architectural changes were made to fully embrace the use of mobile
devices, or mobile appliances, within the company and by its customers. In creating a
separate Presentation Layer, it was decided the all future user interfacing applications and
services would employ web browsers using JavaScript, thus further enhancing the
independence of the user devices from the actual functional processing. This resulted in
the Five Layer Enterprise Architecture Model diagrammed in Figure 5-6, with four of the
layers, represented as disks in the diagram, being technical layers that the CIO’s
organization developed and managed. The CIO’s 2009 Strategic Planning Conference

used this five layer architecture approach.
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Figure 5-6 Five Layer Enterprise Architecture In 2009

5.1.2.2 Business Architecture

Figure 5-7 provides a notional view of the analyst’s workstation environment in the
early 2006 timeframe. The largest data ingestion, storage, and retrieval system that
analysts primarily used was the Corporate Storage System (CSS), a large mainframe-
based system that was placed into operations in the early 1990s. The system had a text-
based user interface. Unfortunately, CSS did not support partitioning and restricting
access to data based on proprietary data relationships, thus other data management
systems were developed and placed into operations to support unique customer
confidentiality requirements. In 2006, it was a routine operation for an analyst to logon

to multiple systems, search, access, and store data from each system in separate data files

98



on his desktop computer and then format and combine the numerous data files into a
single, larger, normalized data file that could then be submitted to one or more analysis
tools to complete an analysis. To incorporate the results of an analysis into a product
required the analyst to logon to a separate production system and copy the analysis results

from the analysis tool into the production system.
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Figure 5-7 Notional Analyst Workstation in 2006
The chronological analysis of the Business Architecture is shown in Figure 5-8. In
May 2006, a new CEO was announced and over the next four months he assessed the
company’s current performance before announcing a set of corporate strategic priorities.
Prior this CEQO’s arrival, the CIO and his organization actually reported into the
Operations Director as part of his organization. In August 2006, the new CEO moved

the CIO from within the Operations organization to report directly to him as shown in
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Figure 5-2. This placed the CIO on an equal level to the four directors. In September
2006, the CEO then announced a corporate priority to enhance analysis by eliminating
the numerous barriers that prevent analysts from focusing on this primary function. In his
discussions with analysts, their major complaint was having to access and search multiple
data management systems to find all the data they needed, and then having to manually
combine and format data before actually executing the analysis. Consequently, the CEO
also made it a corporate priority to treat all data as corporate data, accessible by everyone
in company using a single search and query mechanism, and limiting data access only

when specifically mandated to do so by a proprietary protection agreement.

Mon 5/1/06 L W Business Architecture
Mon 5/1/06 6/1 ¢ New CEO Announced
Tue 8/1/06 81 ¢ ClO:Moves Under CEO
Fri8/1/06 9/1 ¢ CEO Makes Corporate Data and Enhanced Analysis a Corporate Priority
Wed 11/1/06 1111 ¢ CIO Strategic Plan - Enhance Analysis
Wed 11/15/06 11/15 ¢ Business Applications Plan - Consolidate Repositories, Shutdown CSS
Thu 211/07 2/1 ¢ Business Applications Stands Up Corporate Data Group
Tue 4/1/08 411 ¢ New Research Director Appointed
Fri 5/30/08 5/30 ¢ New Research Directors Makes Production Workstation a Business Priority

Figure 5-8 Business Architecture Chronological Analysis

In November 2006, the CIO Strategic Plan was updated to address the CEO’s new
strategy and Business Applications had developed an internal plan to consolidate the
numerous stove piped data repositories into a new Corporate Data Layer (CDL) while
also shutting down the legacy CSS system.

To fully implement this plan, Business Applications established the Corporate Data
Group in February 2007 to build the CDL. Many employees from other Business
Applications groups became members of this group, but it was also supplemented by
hiring new employees that had significant large scale, data management capabilities and

experience.
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During this timeframe, Version 1.0 of a new Production Workstation capability was
also deployed. The system had numerous technical problems that essentially remained
unaddressed as the company had an existing set of tools that were currently being used to
develop and deliver products. In April 2008, a new Research Director was announced
and in late May 2008 he made the Production Workstation a priority for both the CIO and

his own organization.
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Figure 5-9 Target Business Architecture
Although it was not articulated in any diagram throughout this case study time period,
Figure 5-9 represents the target business architecture vision initially established in 2006
and which the C10O organization was still pursuing in September 2010. This business
architecture envisions analysis tools being integrated with production tools. In

September 2010, the Analyst Workstation and the Production Workstation still existed as
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two separate entities on a user’s workstation, although both were accessible via a single
sign-on capability. Internally, the analyst still had to store analyses results as a data file
from within the Analyst Workstation web browser and then import that data file into the
Production Workstation application using a separate web browser window. Furthermore,
many of the analysis tools were not yet available as services or widgets providing easy

access to the analysts.

5.1.2.3 SOA Efforts

By August 2006, Business Applications was investigating the use of SOA
technologies to support the implementation of the corporate and C10O strategy. Figure 5-
10 provides a chronological analysis of SOA efforts within the CIO organization. From
August 2006 through December 2006, the organization reviewed presentations from both
external consultants and internal employees describing SOA approaches. In February
2007, the Business Application’s Director announced the assignment of a combined SOA
Program Manager/Chief Engineer, and supporting team, within the Operations Group to
direct and manage all SOA related efforts within the Business Applications organization.
He also approved an Engineering Directive in March 2007 promoting the use of SOA
practices in all future software development efforts within Business Applications. In
April 2007, the SOA Program Manager received approval for a SOA Project that would
develop and implement a set of processes within Business Applications to identify,
define, develop, test, certify and deliver services to the organization using a “SOA
Factory” concept. To fully implement and test this concept, the SOA Project would also
deliver an initial set of basic services to support the implementation of the Corporate Data
Layer concept while also shutting down the current CSS system. From May 2007
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through October 2007, this project identified, developed, and documented the service
governance and life cycle process required to implement SOA practices within Business
Applications. The project also provided SOA developer training to the organization
while also enhancing current testing guidelines such that internally certified services
would result. In November 2007, the project established a Services Registry in the form

of a wiki on the company’s internal corporate network.

Wed 8/30/06 o . sy SOA Project (SOAP)
Wed 8/30/06 8/30 ¢ External Consultant Briefs on SOA i
Wed 11/1/06 1111 ¢ Internal Presentation on SOA Approaches
Mon 12/11/06 12/11 ¢ Business Applications Director Receives SOA Approach Recommendations
Thu 2/15/07 2115 ¢ SOAP Program Manager/Chief Engineer.Onboard !
Thu 3/1/07 3i1 ¢ Business Applications Engineering Directive to use SOA
Mon 4/2/07 4i2 ¢ Project Commences Monthly Reporting To Management
Tue S5/M1/07 b1 4 Service, Governance and Life Cycle Processes Creation Underway
Wed 8/1/07 8/1 ¢ Initial SOA Developer and Testing Guidelines Produced
Thu 11/1/07 11/1 ¢ Service Registry on Wiki Established
Thu 2/1/07 21 ¢ Access Ma_nagement Service (AMS) Online
Thu 12/20/07 12/20 ¢ Access Right Service (ARS) Online
Fri2/1/08 2/1 ¢ Access Decision Service Online
Thu 6/26/08 | 6i26 4 Corporate Ingestion Service (CIS) Online
Thu 10/4/07 10/4 ¢ Document Retrieval Service (DRS) Online
Thu 4/24/08 424 ¢ Enterprise Search Service (ESS) Online
Thu 10/4/07 10/4 ¢ 1D Assignment Service (IAS) Online
Thu 10/11/07 10/11 ¢ LDAP Authentication Web Service (LAWS) Online
Thu 12/6/07 1216 ¢ Personal Information Web Service (PIWS) Online
Thu 4/9/09 i 4/9 ¢ Structured Data Retrieval Services Online
Th 11/12/09 ' 11112 ¢ Entity Extraction Service (EES) Online
Thu 1/15/09 1/15 ¢ SOA Project Funding Reduced To O&M Level
Mon 2/2/09 i 2i2 ¢ SOA Project Closes i
Mon 3/2/09 H 3/12 ¢ SOA Program Manager/Chief Engineer Leaves Position
Fri 11/20/09 11/20 ¢ i Enterprise Data Architect Recommends Internal Person Hub
Thu 4/8/10 { 4/ ¢ 25 Services Delivered Or Currently Under Construction

Figu‘re 5-10 SOA Chronological Analysis
Working with both the Corporate Data Group and the Analyst Tools Group, the SOA

Project defined the following business workflow scenarios that had to be delivered to
support the creation of a Corporate Data Layer and allow the shutdown of CSS:

e Establishing Access To Data

e Data Ingestion

e Read-In

e Search and Data Retrieval
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Figure 5-11 provides a high-level, integrated view of the SOA services and data

repositories that were envisioned to be designed and developed by the SOA Project.
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Figure 5-11 Integrated View of SOA Services and Data Repositories

The Establish Access to Data workflow, shown in Figure 5-12, is executed when an

employee arrives or leaves the company, or when an employee’s job function or access

authorizations change. Step 1 in the process can be initiated by the employee or his

manager and uses the Access Management Service to ensure that all required corporate

approvals are obtained to provide employee access. Once all approvals are received, the

Access Management Service updates the Access Rights Service with the new

information, as shown in step 2. As the Access Right Service contains access

information for all employees in the company, over time it became a hub for the

enterprise. As well as providing access, the Access Management Service also rescinds
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access rights, when an employee leaves the company or when a proprietary agreement

between the company and a customer has expired or been terminated. As the company

did not implement a strict management process and supporting human resource system to

effectively track and manage employees and contractors within the organization, the

Access Management Service had to periodically issue queries to company managers

requesting confirmation that employee/contractor data was still current and to re-certify

that current accesses were still required. In step 3, the analyst can create or update his

profile to notify him when new data comes into the company that matches his

information needs. This updated profile information is sent to the Prospective Search

element of the Enterprise Search Service.
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Figure 5-12 Establishing Access To Data Scenario
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Figure 5-13 diagrams the Data Ingestion Scenario which is executed each time a new
unstructured document or structured row of data is obtained by the company. As
previously stated, the data management goal is to store the data once and only copy or
replicate the data as needed to achieve required performance. Another goal is to provide
Globally Unique Identifiers (GUIDs) to each document or row of data such that the data
can always be uniquely identified and managed without having to physically move the
document throughout the enterprise. This abstracts the actual content of the document
from the management of the document, thus further reducing the amount of data stored in

the enterprise.
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Figure 5-13 Data Ingestion Scenario
In step 1, the data is received by the Corporate Ingestion Service where it is

transposed into a standard format for use within the enterprise. In step 2, the Corporate
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Ingestion Service obtains a GUID from the ID Assignment Service and attaches it with
the actual data item. In Step 3, the ID Assignment Service also passes the GUID to the
Data Location Service which then tracks the actual storage location of the data item
throughout the enterprise. In Step 4, the data item and its GUID are passed to the CDL
for storage. Once the data item is stored, the CDL passes the data item’s GUID and
storage location to the Data Location Service as shown in Step 5. In Step 6, the CDL also
passes the data item and its GUID to the Indexer element of the Enterprise Search Service
which indexes the data item for search purposes. The Enterprise Search Service
periodically executes a Prospective Search routine to identify what new data items
matches the profiles of various analysts. If a data item matches an analyst’s profile, a
Short Title and the GUID for that data item is forwarded to that analyst’s folder within
the Folder Service as shown in Step 7. Unstructured documents many contain large
amounts of data that can be extracted as structured entities and used by structured
analysis tools. In Step 8, the CDL forwards each unstructured data item and its
associated GUID to the Entity Extraction Service. This service examines, extracts, and
stores structured data in the Structured Data Repository of the CDL.

The Read-In Scenario, diagrammed in Figure 5-14, is typically executed by each
analyst when they initially logon for work, and the routinely throughout the day. In Step
1, the analyst obtains his individual folder from the Folder Service which contains the
Short Titles and GUIDs of data items that matched his profile. If the analyst sees an item
that he would like to read, the Analyst’s ID and GUID for the item is passed to the
Document Retrieval Service (Step 2). The Document Retrieval Service obtains the data

item’s location from the Data Location Service (Step 3) and attempts to retrieve the data
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from the CDL using the Access Decision Service (Step 4). Using the Analyst’s ID, the
Access Decision Service obtains the analyst’s access rights from the Access Right
Service (Step 5) and then makes a decision to either allow access to occur or not. If the
analyst has the appropriate access rights, the Access Decision Service retrieves the data
item from the CDL (Step 6) and forwards it to the Data Retrieval Service (Step 7) which
delivers it to the analyst (Step 8). The Data Retrieval Service also passes a message to
the Audit Service that documents each time an analyst requests to view a data item and

whether or not that request was satisfied or not (Step 9).
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Figure 5-14 Read-In Scenario
With the exception of scenario initiation, the Search and Data Retrieval Scenario,
diagrammed in Figure 5-15, is nearly identical to the Read-In Scenario. In Step 1, the

analyst sends a search query to the Retrospective Search element of the Enterprise Search
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Service, which executes the search and returns a list of Short Titles and GUIDs of the
data items that satisfies his query. Steps 2 through 9 of this scenario are identical to the
Read-In Scenario. This scenario includes an additional Step 10, which simply
documents that an analyst can create or delete additional folders in the Folder Service and
can then add or delete each data item’s Short Title and GUID in these folders. The

Folder Service also allows multiple analysts share and access and a folder.
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Figure 5-15 Search and Data Retrieval Scenario
The SOA Project managed the development and delivery of services until February
2009 when it was closed as the project had achieved its stated goals of delivering a SOA
Factory and an initial set of services through this factory. Shortly thereafter the SOA
Program Manager/Chief Engineer left the company for a new opportunity. In November

2009, the Enterprise Data Architect, who was not part of the Enterprise Architecture
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Office but actually worked inside Business Applications, proposed an Internal Personal
hub and personnel management business architecture that was very similar to the
architectural constructs initially proposed by the Access Management Team back in
August 2006. This proposal was still not endorsed by company, especially the Human
Capital organization. By April 2010, Business Applications had delivered 13 CDL
services that could be classified as basis services using the definitions provided in Table
2-2. Another 12 process-centric services or widgets had also been delivered or were

under development.

5.1.2.4 Technical Architecture

The technical architecture consists of a Linux/Unix Physical Environment (LUPE)
and a Windows Environment (WE). The LUPE environment supports the large database
and application servers used by the company. The chronological analysis of the LUPE
environment is shown in Figure 5-16. At the start of the case study examination period,
the LUPE 1.0 environment had been operational for many years. This environment
consisted of a well-defined and configuration managed set of hardware, operating system
and COTS software packages that has been designed, constructed and tested to ensure
interoperability across a wide-variety of operating configurations. Because of hardware
aging and new COTS software implementations, the LUPE 1.0 configuration was
assessed to be at End Of Life (EOL) in September 2007. Platforms defined a LUPE 2.0
environment and commenced detailed design, construction, and testing efforts and
declared the LUPE 2.0 available in November 2007. This was also the timeframe when

Platforms delivered a new data center to the company that would expand computing
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capacity while also providing a redundant, backup site, should the company’s single,

primary data center have a mishap.

Mon 5106 Lo W Technical Architecture
Maon 10107 P Mew Data Center
Non 10107 101 @ New Data Center Operational
Non 12307 1277 @ 247 Operations at New Data Center
Mon 5106 L . P Linuwinix Physical Environment (LUPE)
Mon 65106 e Wy LUPE 1.0
Mon 100 51 ¢ LUPE 1.0 Operational
Won 07 91 ¢ LUPE 1.0 Declared Obsolete - LUPE 2.0 Defined
Wed 520/08 930 ¢ LUPE 1.0 Shutdown
Mon 8307 L, W LUPE 20
Hon 307 93 ¢ LUPE 2.0 Defined
Thu 111107 111 @ Applications Start Using LUPE 2.0 - Not Robust Yet
Hon ¥3/08 33 @ LUPE1.0 10 LUPE 20 Data Tier Migration Starts
Mon W08 33 @ LUPE 2.0 Alternate Sie SackupRestoration Funded
Thu S108 54 ¢ UDR Production Operating On LUPE 20
Tue 7/408 M ¢ LUPE 28 nfrastructure Complete (No Alternate Site BackupSestorabon)

821 @ 13ILUPL 2.0 Detwveries Requested] Provided
1120 @ Three Froblems identfied to CIO (Capacity, Altermate Site Backup/Restoration, Tools and Processes)
1217 ¢ Computing Group Board Established to Manage Prionties/Capacity
218 ¢ LUPL 2.0 Alternate Site Restoration Test Attempted
579 ¢ Computing Group Commences Pricrity Review at Business Applications Review Board
629 ¢ Financial System Alternate Site Restoration Test Attempted

Tue 72808 728 @ Financisl System Alternate Site Restorstion Test £2 Attempted

Tue 100605 105 ¢ Financial System Alleroste Site Restoration Test 23 Successfully Completed
Hon 2110 21 @ UDR Alterndte Site Restorstion Completed

Thu 3010 W3 ¢ LUPE 2.0 Matches Capacity Growth With Desnand

Tue 11209 W LUPEdD

Tue 11208 113 @ LUPE 3.0 Grid Architecture Planming Starts

Figure 5-16 Linux/Unix Physical Environment (LUPE) Chronological Analysis

Although applications starting migrating from LUPE 1.0 to LUPE 2.0 in November
2007, LUPE 2.0 had to implement numerous configuration changes before a highly
robust, interoperable environment was actually obtained in July 2008, but even then, this
environment only supported applications operating from a single data center. To take
advantage of the capabilities provided by having two data centers, the company funded
an effort to build a LUPE 2.0 Alternate Site Failover/Restoration capability. Three
problems continually plagued the LUPE 2.0 environment, from November 2008 through
the end of case study examination period. First, there were a large number of LUPE 1.0
applications that had to be migrated to the LUPE 2.0 environment and there was
insufficient capacity within the Computing Group of Platforms to meet the demand.

Next, the infrastructure tools and configuration processes used to support LUPE 1.0 were
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too labor intensive for LUPE 2.0 especially as LUPE 2.0 had to migrate existing LUPE
1.0 applications while also providing support for new applications. Third, LUPE 2.0 had
the new requirement to support alternate site failover and restoration operations. The
Computing Group initially attempted to adjudicate and manage priorities through an
internal Computing Group board which was unsuccessful. In May 2009, the Computing
Group successfully commenced managing priorities through a Business Applications
Review Board as this board had good representation from the three major CIO
development organizations; Business Applications, Corporate Applications and
Platforms. The LUPE 1.0 environment was finally shutdown in September 2009.

LUPE 2.0 unsuccessfully conducted an initial Alternate Site Failover/Restoration test
using the Unstructured Data Repository (UDR) of the CDL in February 2009. To reduce
system complexity, the Computing Group decided to conduct follow-on tests using a
financial system application supplied by Corporate Applications. Three
failover/restoration tests were conducted between June 2009 and October 2009 before
this capability was successfully demonstrated using the financial system application. In
February 2010, a successful failover/restoration test of the UDR was successfully
completed.

In the mid-2009 time period, the Computing Group commenced examining the
benefits offered by distributed computing, or grid computing. In November 2009, the
group established the LUPE 3.0 project to incorporate grid computing into the
Infrastructure Layer, but no significant milestones had been completed when the case

study data collection was completed.
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Thu 6/1/06 | @ W Windows Environment (WE)

Thu 6/1/06 /VE 2.0 Operational (Windows 2003/Window XP}
Thu 6/1/06 | W WE 1.0 (Windows NT 4.0 Servefs) :
Thu 6/1/06 | ¢ WE 1.0 Operational
Mon 1/7/08 1/7 ¢ WE 1.0 Retirement Plan Announced
Fri 7/18/08 7118 ¢ 9 Severs Remain H
Thu 8/21/08 8/21 ¢ 4 Domain Controliers Remain (WINS Dependency)
Fri10/17/08 10/17 ¢ All Severs Shutdown/Project Closed
Thu 4/17/08 P \/irtual Machine Proceséing (VMP)
Thu 4/17/08 4/17 ¢ VMP Project Announced
Wed 7/16/08 716 ¢ VMP Configuration Defined
Thu 12/18/08 12118 ‘ VMP Recap Program Commiences (No Alternate Site Restoration Defined)
Tue 2/17/09 2/17 ¢ 1315 Physical Servers ldentified For Moving To VMP
Mon 3/2/09 3i2 ¢ Physical To Virtual Migration Project Commences
Wed 12/9/09 H TpE— Virtual Desktop Processing (VDP)
Wed 12/9/09 1219 ¢ ProjectInitiation
Wed 12/9/09 : 12/9 ¢ Beta Established for 200 Users
Tue 2723110 223 ¢ System Requirements Review
Kon 6/28/10 ‘ 6/28 ¢ Desigh Review
Mon 5/3/10 WP Cloud-Like Touchless Provisioning
Mon 5/3/10 53 ¢ System Requirements Defined
Mon 5/24/10 5/24 ¢ Combined PIR/SRR/ICDR
Thu 1/15/09 P——  SharePoint
Thu 1/15/09 1/15 ¢ SharePoint Infrastructure Defined
Tue 2/10/09 2/110 ¢ SharePoint Infrastructure Delivered
Mon 3/30/09 3/30 4 SharePoint Sliver Service 10C
Tue 6/30/09 : 6130 ¢ SharePoint Gold Service I0C
Thu 2/11/10 2i11: ¢ Deployed Global Site Directory Lookup
Wed 6/30/10 i 6130 ¢ SharePoint Deployment Freeze (backup issue)
Mon 8/30/10 8130 ¢ SharePoint Freeze Released
Figure 5-17 Windows, Virtual Machine Processing and SharePoint Chronological

Analysis

The chronological analysis of the Windows Environment is provided in Figure 5-17.
Both the WE 1.0 and WE 2.0 environments were operational at the start of the case study
examination period. The WE 1.0 environment has been operational since the early
2000s, was based on the Microsoft Windows NT ® Version 4.0 Operating System and
was only used on servers. The WE 2.0 environment was established in the 2004
timeframe and consisted of servers using the Window 2003 Server ® Operating System
and desktops using the Windows XP ® Operating System. In January 2008, Platforms
made a decision of finally shutdown the WE 1.0 environment. When this decision was
made, there were 217 servers using WE 1.0. By August 2008, all applications had been
migrated to WE 2.0 but a Windows Internet Naming Service (WINS) implemented in

WE 1.0 was still required within the WE environment. This required WE 2.0 to be
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updated to incorporate this service which was completed in October 2008 and WE 1.0
was finally shutdown.

As diagramed in Figure 5-17, Platforms implemented a series of projects to inject
Virtual Machine (VM) technologies into the Infrastructure Layer. A VM Project was
announced in April 2008 and by July 2008 the project had defined VM configurations for
both Linux/Unix and Window machines. The project initially used hardware from the
LUPE 1.0 environment but in December 2008, the project had to initiate a hardware
recapitalization program to replace hardware that had reach End-Of-Life. By February
2009, 1815 physical servers had been identified as candidates for moving to VMs and
this resulted in a Virtual Migration Project (VMP) being established with a goal of
moving 800 physical servers to VMs by the end of 2009. By November 20009, the last
date where data is available, this project had migrated 484 WE 2.0 physical servers and
149 LUPE 1.0 physical servers to VMs; a sum total of 633 physical servers migrated to
VMs. Unfortunately, data was unavailable to quantify the number of physical machines
that were required to implement these 633 VMs, thus this study was unable to determine
the actual number of physical machines that were shutdown using this technology.

Having achieved an appreciable level of success with the physical to virtual server
migrations, Platforms established a Virtual Desktop Processing (VDP) project to assess
the benefits of moving individual user desktops to VMs as well. A beta configuration for
200 users was established in December 2009 to validate the concept and a project design
review was conducted in June 2010.

In examining the VM technology, it became clear that the Infrastructure Layer could

become a more responsive, service-based organization if it could automate the
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provisioning of VMs based on service requests from the other technical layers within the
architecture. By May 2010, a Cloud-Like Touchless Provisioning Project was
established with the goal of providing a fully configured VM within 30 minutes of a
request being submitted. In a Design Review held in May 2010, a design was approved
to fully automate the 20 manual steps required to setup, configure and deliver a VM to
the service requester. At the end of the case study data collection period, multiple
interviewees stated that automated provisioning of VMs had been successfully achieved
and that Platforms was making the service more robust and error-free prior to offering it
as a general service throughout the C1O organization.

Lastly, Platforms executed a project to provide Microsoft SharePoint ® capabilities
throughout the company. Since the early 1990s, the company provided users the ability
to establish small, special purpose database repositories to support a variety of needs.
These repositories were usually developed using Microsoft’s Access ® database product
or International Business Machine’s (IBM) Lotus Notes ® product suite. It was
estimated that thousands of these small database applications existed and were being used
within the company. Unfortunately, each of these databases required development
support from within the C10 organization, were extremely difficult to track and manage,
and a team of administrators were required to manage access permissions to these
databases. SharePoint offered users many freedoms. First, for each SharePoint database
or site, a small set of users could be given administrator-like access permissions to
manage access permissions to the site. Second, users could also be given design
permissions that allowed them to effectively build their own capabilities into the site.

Third, SharePoint provided a very large set of standard functionality to each site, so users
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could quickly start using a new SharePoint site because there was a common “look and
feel” throughout all of the SharePoint sites. Internal to Platforms, SharePoint offered
tremendous administrative features that reduced the overall cost of operating and
maintaining these types of sites.

As shown in Figure 5-17, a SharePoint Project was established in January 2009 and
by late March 2009, a Silver product service was available to users. This service allowed
users to request and receive a site within a day and then manage access permissions
internal to the site without further C10 organizational involvement. It also allowed user’s
to post, update, and delete files within the site, while providing version control
capabilities to each file within the site. In late June 2009, a Gold product service
became available that provided users with additional design tools to develop and
implement very robust and sophisticated web applications. One of the first Gold service
applications delivered was an internal ClO application that tracked and managed the
inventory of laptop computers throughout the company. In February 2010, the project
implemented a Global Site Directory Lookup capability to assist users in finding
employee/contractor data to reduce difficulties being encountered in managing user
accesses to sites. This was considered as a work-around implementation solution that
was the result of the company having not created an Internal Person hub, accessible to all
applications. In June 2010, the SharePoint project had to freeze the creation of new sites
as a SharePoint-wide implementation problem was discovered involving the backup and
restoration of sites. The issue was resolved in late August 2010 and the deployment of
new sites resumed. At the end of data collection period in September 2010, 274

SharePoint sites had been created within the company.
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5.1.2.5 Data Architecture

As previously stated, the corporate CEO established a corporate priority to treat all
data as corporate data, accessible by everyone in the company using a single search and
query mechanism, and limiting data access only when specifically mandated to do so by a
proprietary protection agreement. This resulted in a plan to consolidate numerous stove
piped data repositories into a new CDL, the core element of the Data Architecture. The

chronological analysis for delivering the CDL is shown in Figure 5-18.

Thu 2/1/07 P ——— C orporate Data Layer (CDL)
Thu 2/1/07 2/1 ¢ Data Group Established
Wed 8/1/07 81 ¢ CDL Program Established
Fri2/1/08 21 ‘¢ CDL Architectural Principles Established
Wed 1/30/08 b 4 W UDR - Unstructured Data
Wed 1/30/08 1/30 ‘¢ UDR Online - No Restoration Capability
Thu S/i1/08 5/1 ¢ UDR Prod Operating on LUPE 2.0
Wed 6/18/08 6/18 ¢ AW3.0 Transition to UDL is Complete
Mon 8/25/08 8/25 ¢ ESSIndexing UDR
Thu 11/20/08 11/120 ¢ : Backup/Restoration Risk is Highlighted to Company
Wed 2/18/09 2/18. ¢ UDR Switchover Test Attempted
Mon 1/19/09 1/19 ¢ GUIDs assigned to 808 of legacy items
Fri 11/20/09 11/20 ¢ GUIDs assigned to 100 % of legacy items
Mon 2/1/10 211 'Q UDR Alternate Restoration Capability Provided
Wed 6/18/08 P SDR (Structured Data Part 1)
Wed 6/18/08 6/18 ¢ SDR 3.0 Complete (Pilot)
Fri7/18/08 7118 ¢ SDR4.0 Defined to Implement Pilot Feedback
Thu 8/21/08 8/21 ¢ Expanded Search, Visualization and Google Earth Delivered
Thu 12/4/08 12/4 ¢ SDR 4.0 Production Delivered
Tue 2/17/09 2117: ¢ SDR Quick Search "Google Like" Delivered
Wed 5/20/09 5/20 ¢ SDR Integrated with Foldering Service
Wed 5/20/09 5/20 ¢ SDR Right Click Integration with AW 3.0
Mon 1/19/09 P EKR (Structured Data Part 2)
Mon 1/19/09 1119 ¢ EKR Hardware Defined
Thu 61809 6118 ¢ ADS Supports EKR
Fri 11/20/09 11/20 ¢ EKR Online
Thu 1/21/10 1121 ¢ Entity Extraction Project Defined
Thu 121710 121 ¢ Data Visualization Project Defined
Fri2/19/10 2/119: ¢ Palantir/EKR Prototype Online
Tue 3/23/10 3i23 ¢ Palantir, IN-SPIIRE, Centrifuge, and Spotfire Prototypes
Mon 1/19/09 P GDR
Mon 1/19/08 119 ¢ GDR/ARS Integration Complete
Tue 10/20/09 10/20 ¢ ADS Supports GDR

Figure 5-18 Corporate Data Layer Chronological Analysis
In creating an internal plan for the creation of the CDL, it was recognized that there

were four major types of corporate data, as depicted in Figure 5-11. The first data type is
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unstructured data. This data type is primarily composed of text and images usually
contained in text files, text documents, or web pages. The information is generally
searchable using standard text search engines. The company’s primary system for
collecting and maintaining this data was CSS, but because of numerous limitations within
CSS, numerous other data repositories were also operational in 2006. Consequently, the
CDL would include an Unstructured Data Repository (UDR) that would eventually
manage all unstructured data in the company. The second data type was structured data.
This data type typically consisted of data that was structured in rows and columns and
searchable using standard database methods such as sorts, filters, and structured queries,
as well as through standard text search engines. Thus, the CDL would also include a
Structured Data Repository (SDR). The company maintained over 250 structured data
sets, also contained in numerous stove piped systems. The company had also invested in
implementing entity extraction technologies that could extract structured data from
unstructured data sources. It was decided that this data would be included in the SDR as
a second phased effort, called the Entity Knowledge Repository (EKR).

The third data type was also structured data, but this was internal corporate data.
Examples of this data include company employee data, financial data, contract data,
procurement data, and asset management data. This data was primarily used by
applications built and maintained by Corporate Applications. It was decided that this
data would be held and managed within an Internal Corporate Data Repository (ICDR) of
the CDL.

The final data type was geospatial data. This data could be represented as either

raster/image files or as vector files. The ability to visually display unstructured and
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structured data geographically was becoming a significant analysis and presentation
discriminator for the company. Consequently, the CDL would also include a Geospatial
Data Repository (GDR).

As shown in Figure 5-18, the Corporate Data Group was established in February
2007, and the CDL Program was established in August 2007. This group was primary
formed from existing efforts and using employees from other groups within Business
Applications. The Corporate Data Group was composed of four teams that focused on
delivering each of the data repositories in the CDL, as well as a fifth team that focused on
building the Corporate Access Management Services (CAMS) that were required to
implement the corporate data vision defined by the CEO. The most significant challenge
for this group was creating new repositories, migrating data from existing repositories
and then transitioning existing applications, primary the Analyst Workstation, to the new
CDL data repositories and capabilities.

The UDR became operational using a LUPE 1.0 environment in late January 2008. In
May 2008, the UDR transitioned to the LUPE 2.0 environment and by mid-June 2008,
the Analyst Workstation Version 3.0 could access data in the UDR. The UDR Team then
focused on transitioning unstructured data from legacy data repositories into the UDR.
By November 2008, the UDR contained over 30 data sets previous contained in other
stove piped systems that were now being shutdown to reduce costs. The UDR had now
become such a vital hub of unstructured data that the Research Director highlighted to the
company that the UDR’s current inability to quickly failover to an alternate capability as
a potential risk to the company. Work was already underway within the LUPE 2.0

environment to build an alternate site failover/restoration capability that the CDL could
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use, but it was not until February 2010 before the capability was delivered and this
corporate risk was mitigated.

Throughout the remainder of 2009, the UDR Team continued to migrate unstructured
data sets into the UDR until a total of 53 unstructured data sets were finally incorporated
into the repository. The team also completed a data migration activity that assigned
GUIDs to all legacy data that had been migrated to the UDR, thus realizing a major a
major goal required of the SOA architecture depicted in Figure 5-11.

The chronological analysis for the development of the SDR is also shown in Figure 5-
18. Prior to the implementation of the CDL concept, the Analysis Tools Group had
already implemented two small scale versions of the SDR. This work was transferred to
the Corporate Data Group when it was formed. In June 2008, the SDR Team completed
the SDR 3.0 effort and provided a pilot set capabilities to a small set of analysts for
evaluation. The analysts’ feedback was incorporated into SDR 4.0 which was declared
operational to the entire analyst community on December 2008 and initially included 29
structured data sets. By the end of the case study examination period in September 2010,
this repository included 262 data sets. Furthermore, the SDR was quickly accessible
through a “right click” operation from within the Analyst Workstation 3.0 and included
expanded structured search and “Google-like” text search capabilities.

The second phase of the SDR, the EKR, commenced development in the January
2009. The repository was online in November 2009 and from January 2010 through the
end of case study examination period, the EKR Team supported integration with multiple

entity extraction and data visualization tools.
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Although a set of geospatial data repositories had previously been created inside
multiple analysis tools developed by the Analyst Tools Group, none of the repositories
were sufficiently advanced to provide a starting point for the GDR. Consequently a new
GDR repository was developed. Throughout 2009, the GDR Team developed an initial
GDR repository and integrated this capability with the Access Rights Service and the
Access Decision Service, but the GDR did not yet contain sufficient geospatial data to
replace the existing capabilities currently provided to analysts.

Finally, an ICDR Team was established when the Corporate Data Group was formed.
Throughout 2008, this team analyzed the existing standalone corporate internal data sets
being maintained within multiple structured databases and developed a corporate
migration strategy for moving these standalone data sets into the ICDR. By February
2009, the team was migrating both data structures and supporting applications to use the
ICDR. By January 2010, the ICDR contained 126 corporate data structures and was
supporting 25 internal corporate applications.

Executing the corporate data vision required a different access management approach
to the data. Previous, proprietary or restricted data was controlled by maintaining this
data in separate systems and providing selected users access to those systems.
Consequently, this forced the data access and integration task onto the analyst as a time-
consuming, manual task. Simply establishing and managing employee accesses to the
numerous standalone systems was a complex task, consequently an Access Management
Team was already functioning within the Analyst Tools Group when the case study
examination period commenced to start addressing this issue. As shown in Figure 5-19,

the Access Management System (AMS), was placed into operations in February 2007.
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As employees came into the company, this system, and later a service, allowed managers
to quickly identify and provide employee’s access to the numerous systems they needed
to perform their work. Furthermore, at any time a manager could query AMS and see
what systems an employee was capable of accessing or what set of employees had access
to a given system. In just 6 months of operations, it was estimated that this service
returned 101,000 hours of lost productivity to analysts as the service automatically
created and managed employee accesses to systems in a matter of minutes, vice days,

once a manager had approved the employee’s access to the system.

Thu 2/11/07 L = 3 W Corporate Access Management Services (CAMS)
Thu 8/21/08 321 ¢ CAMS Estimates 101,000 Hours Returned to Analysts
Thu 211107 P— AN S
Thu 2/1/07 2i1 ¢ AMS Becomes Operational
Thu 5/1/08 511 ¢ AMS Supports PW, AW, and CDL
Thu 7/17/08 7117 ¢ AMS 2.0 Supports Multiple Matrix Organizations
Thu 1111107 Lo W ARS
Thu 1111/07 11/1 ¢ ARS becomes Operational
Mon 1/19/09 119 ¢ ARS Supports Geospatial Data Repository (GDR)
Tue 10/20/09 10/20 ¢ ARS Highlighted as Significant Outage Risk to Company
Wed 2/17/10 217 ¢ ARS Alternate Site Restoration Capability Delivered
Fri 2/1/08 P ADS
Fri 2/1/08 2/1 ‘¢ ADS becomes Operational for UDR
Fri 9/12/08 9/12 ¢ ADS Integrates with SDR
Thu 6/18/09 6/18 ¢ ADS Supports EKR
Tue 10/20/09 10/20 ¢ ADS Supports GDR

Figure 5-19 Corporate Access Management Services Chronologvical Analysis

As there was no authoritative employee and contractor data within the company, the
AMS implemented numerous work-around processes. For example, AMS had the ability
to automatically create or terminate accesses based on a person’s employment status
however the HR organization and supporting systems would not declare a single system
or repository of as the authoritative source for employee and contractor data, thus an
automated access management capability could not be implemented. Furthermore,
employees could be assigned to one manager, but also be matrixed to another

organization and manager to support a corporate activity. This could not be reflected in
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the HR systems, so the AMS delivered an internal capability in July 2008 to support
multi-organization, matrixed assignments.

The Access Rights Service (ARS) became operational in October 2007 and was
quickly established as the corporate hub containing authoritative data about employee
access rights. By October 2009, 21 corporate applications were using the ARS and it was
highlighted by the Research Director as another corporate outage risk to the company as
no immediate failover/restoration capability existed for this service. This risk was
mitigated in February 2010, when an ARS alternate site failover/restoration capability
was delivered.

The final component of CAMS, the Access Decision Service (ADS) became
operational in February 2008, initially supporting the UDR. As additional repositories of
the CDL came online, the ADS supported their operations. As the ICDR was constructed
for corporate applications and not business applications, the ADS was not needed for

applications requesting data from the ICDR.

5.1.2.6 Applications Architecture

Figure 5-20 diagrams the transition path that was executed to migrate analysts from
the mainframe, text-based CSS towards the target business architecture portrayed in
Figure 5-9. From the start of the case study examination period through September 2008,
the CSS was operational as the analyst’s primary data repository. By July 2007, the
Analysis Tools Group had developed a web-based Analyst Workstation Version 2.0 (AW
2.0) that accessed data from a separate but supporting Interim Data Repository (IDR).
When this capability became operational, the Collection Group commenced feeding
source data simultaneously to both the CSS and the IDR. AW 2.0 provided tremendous
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analyst feedback and that was incorporated into the development of the Analyst
Workstation Version 3.0 (AW 3.0). When the Corporate Data Group was established the
IDR Team moved to the Corporate Data Group. By June 2008, the UDR in the CDL was
operational and source data was being delivered to the CDL using the Corporate

Ingestion Service. This resulted in the delivery of AW 3.0 to the analysts in mid-June
2008. Once the CDL/AW 3.0 combination had demonstrated equal or better functionality
and performance as provided by CSS, the CSS and IDR/AW 2.0 capabilities were

removed from operations.

Analyst Workstation 3.0

Viathe Corporate Ingestion Service

A 4

Corporate Data Layer

Analysts Workstation 2.0

fe - - —— - ——

Interim Data Repository

Source Data
b2 ¢
A 4

Corporate Storage System

A 4

l l | I l :

6/06 10/06 2/07 6/07 10/07 2/08 6/08 10/08 Time

Figure 5-20 Analyst Workstation and Supporting Data Repository Transitions
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5.1.2.6.1 Collection Applications Architecture

Once the SOA Project had defined the Corporate Ingestion Service (CIS), the
Collection Group commenced building the service, as well as modifying the existing data
collection streams to also support this service. When the CIS became operational in June
2008, as shown in Figure 5-21, collected data was actually sent simultaneously to three
data stores; the CSS, the IDR supporting the Analyst Workstation Version 2.0, and the
CDL. Once the CSS and IDR were shutdown, the data collection streams to the

repositories were also shutdown.

Mon 5/1/06 L W Collection Applications
Mon 5/1/06 6/1 ¢ Collection Systems Provide Source Data to CSS
Tue 7110/07 710 ¢ Collection Systems Provide Source Data to IDRIAW 2.0
Thu 6/26/08 6/26 ¢ Corporate Ingestion Service (CIS) Online Feeding CDL/AW 3.0
Tue 9/30/08 9/30 ¢ Collection Systems Shutdown Feeds to CSS and IDR/AW 2.0

Figure 5-21 Collection Applications Chronological Analysis

5.1.2.6.2 Analysis Applications Architecture

The chronological timeline for analysis applications is diagrammed in Figure 5-22.
As previous stated, once AW 3.0 capabilities and performance were demonstrated, both
the CSS and AW 2.0 capabilities were removed from operations. AW 3.0 supported the
workflow operations and services defined in the integrated view diagrammed in Figure 5-
11. Furthermore as the SDR become operational, AW 3.0 provided access to this
repository via the “right-click” operations.

In the early 2009 timeframe, the Analysis Tools Group commenced investigating the
implementation of widget technologies to provide analysts with greater access to
functionality that would become available through the numerous analysis, data
visualization, and modeling tools that were being developed. In April 2009, the Analyst

Workstation Version 4.0 (AW 4.0) had been defined using an open source widget
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framework environment. A beta version of AW 4.0 framework was delivered in

November 2009 and 10 widgets were deployed within this framework in April 2010.

Thu 6/1/06 P W Analysis Applications
Thu 6/1/06 orporate Storage System (CS$) Operational

Tue 7/10/07 E 7 Analysis Workstation (AW) 2.0 Using Interim Data Repository (IDR)
Wed 6/18/08 L W Analyst Workstation 3.0

Wed 6/18/08 6/18 ¢ AW 3.0 Transition to UDR is Complete

Thu 6/18/08 6/19 ¢ AW 3.0 Release Declared (UDR, ESS, FS)

Wed 5/20/09 5/20 ¢ SDR Right Click Integration with AW 3.0

Thu 9/30/10 9/30 ¢ AW 3.0 Continues Operations
Wed 4/15/09 - W Analyst Workstations 4.0 (Beta)
Wed 4/15/09 4/15 ¢ AW 4.0 Beta Using Widget Framework Defined
Tue 11/17/09 11117 ¢ AW 4.0 Beta Delivered

Mon 4/18/10 419 ¢ AW 4D Beta - 10 Widget Deployed to Beta

Thu 8/30/10 9130 ¢ AW 4.0 Beta - 12 Widgets Deployed

Figure 5-22 Analysis Applications Chronological Timeline

5.1.2.6.3 Production Applications Architecture

Figure 5-23 shows the chronological analysis for production applications. Although
the target business architecture shows production tools being another set of tools readily
available with the workstation, this vision has not yet been realized as additional

integration is required at the data layer and supporting application layer.

Thu 2/1/07 — Production Applications
Thu 2/1/07 211 ‘¢ Production Workstation (PW) 1.0 Operational i
Wed 8/1/07 .81 ¢ PW 2 0 Operational
Mon 12/3/07 ' 123 Q PW Must Be Equal To Or Enhance Current Systems
Fri3/21/08 i 3121 4 PW 2.4 Delivered - No Dissemination Interfaced
Thu 5/15/08 5/15 ¢ PW Management Dashboard Defined
Thu 5/29/08 ! 5/29 ¢ Research Director Announces 90 Day Scoping Plan
Thu 8/21/08 i | 821 ¢ PW3.0 Announced To Implement 90 Scoping Plan Results
Thu 1/15/08 i i 1115 ¢ PW 3.0 Pilot Starts
Mon 3/16/09 3116 ¢ PW 3.0 Pilot Ends ;
Wed 4/15/09 : : 4/15 ¢ PW 3.0 Rollout To Analﬁst Communitf Commences
Wed 5/27/09 i i 5i27 ¢ Visual Analytics Tools Incorporated into PW 3.0
Mon 7/6/09 : : 716 ¢ Rollout to Analyst Community Completed
Mon 9/21/09 i i 9/21 ¢ Research Director Highlights Significant Outage Risk To Company

Flgure 5- 23 Production Applications Chronological Analysis
The Production Workstation Version 1.0 (PW 1.0) was delivered in February 2007
but had insufficient functionality to actually be used in a production capacity. Based on

limited user feedback, Production Workstation 2.0 (PW 2.0) was delivered. Follow-on
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releases were delivered but the analyst community generally stated that the capabilities
were not robust enough to be used for production purposes as PW 2.0 provided fewer
capabilities than currently available by other the production systems already in
operations.

In April 2008, a new Research Director was announced and he received a
demonstration of PW 2.0. Although he understood the analysts’ viewpoints, he also
recognized that the C1O needed a target set of requirements to achieve success, and so in
May 2008, he announced a 90-day effort to define the remaining functionality and work
scope required to deliver a Production Workstation capability throughout the company.
By August 2008, the remaining functionality was defined and agreed upon by the
Research Director and the CIO and this resulted in defining Production Workstation
Version 3.0 (PW 3.0). From January through March 2009, a PW 3.0 pilot was
conducted. The results were reviewed by Research Director and the CIO and PW 3.0
was declared operationally acceptable for production operations. A company-wide
rollout of PW 3.0 commenced in April 2009 and was completed in late July 2009. The
resulting capability was so successful that in September 2009 the Research Director had

to declare a corporate risk as PW 3.0 did not have a failover/restoration capability.

5.1.2.6.4 Distribution Applications Architecture

The chronological analysis for distribution applications is shown in Figure 5-24. At
the start of the case study examination period, the company had three different web sites,
each providing a set of identical products, but each site also providing a separate set of
products. In August 2007, a company goal was established to provide a singular
corporate web presence. In October 2007, a Managing Editor position was established to
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design this singular web presence and in April 2008, this new corporate web-presence
was delivered to a majority of the customers and combined the capability of two of the
three legacy web sites. Two months later, the single corporate web presence had

incorporated the unique capabilities of the remaining legacy system.

Wed 8/1/07 — Distribution Applications
Wed 8/1/07 81 ¢ Corporate Goal to Move 3 Different Websites to One, Singular Web Site
KMon 10/1/07 1011 ¢ Managing Editor Assigned to Architect Singular Web Site User Interface
Fri2/1/08 2i1 ¢ MNew Web Site Online (2 of 3 Systems Shutdown - Significant Outage Risk)
Tue 4/1/08 411 ¢ 3 of 3 Systems Online (Legacy Retired - Significant Outage Risk)
Tue 7/1/08 711 ¢ Google Search Incorporated
Tue 7/15/08 7115 ¢ Significant Outage Risk Is Highlighted to the Company
Thu 9/18/08 9/18 ¢ Alternate Site Restoration Solution Identified
Thu 11/20/08 11/20 ¢ : Visual Sciences Incorporated to Obtain Performance Measures
Thu 12/18/08 12118 ¢ Funding for Serving Mobile Devices is Jeopardized
Kon 3/30/09 3130 ¢ Alternate Site Restoration Solution Online

Figure 5-24 Distribution Applications Chronological Analysis

Numerous customer capabilities and features were subsequently added to the single
corporate web presence. Of internal value to the company was the addition of a data
analysis and visualization tool that allowed the Client Services Director and his
organization to graphically see what products were being used by customers and where
additional research and analyses products could generate additional revenues for the
company.

As this web presence was the single point of access for customers using subscription
services, an outage to this capability was declared as a significant corporate risk. An
alternate site failover and restoration solution was identified in September 2008 and was
placed online at the end of March 2009. In December 2008, funding to provide a
separate mobile web presence was requested but further market analyses was needed to
determine if this was a feasible market given the limited interactive web capabilities

available in smart phones at the time.
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5.1.3 Network Analysis

5.1.3.1 Organizational Networks

The organizational structure of the company closes matches the company’s business
model. Throughout multiple interviews, there was a large consensus that the company
operates as a directed graph. Within Business Applications there was a very strong,
almost one-to-one correlation between the development groups and the business
organizations they supported, with production applications being the exception. Three of
the five groups within Business Applications also directly supported the implementation
of a directed graph. The two remaining groups, the Corporate Data Group and the
Operations Group effectively functioned to connect the IN and OUT components and
ensure effective interaction within the SCC. Corporate Applications strongly aligned to
the Operations Director and his organization.

Inside the CIO’s organization, Figure 5-25 diagrams the expected organizational
interactions and actual organizational interactions that were both observed by the
researcher and documented through interviews and other artifacts. In examining the
published organizational chart, supplemented by each organization’s published roles and
responsibilities, the researcher expected the Enterprise Architecture Office to provide
architecture direction, coordination, facilitation, and arbitration services across the CIO’s
organization. Consequently, it was expected that medium to strong ties would exist
between the Enterprise Architecture Office and the three major development
organizations. Furthermore, it was expected that strong bonds would exist between
Platforms and both Business Applications and Corporate Applications because of the
infrastructure service provider and infrastructure service consumer roles of the respective
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organizations. It was also expected that medium to strong ties would exist between

Business Applications and Corporate Applications simply because both were supporting

corporate objectives and had to use similar technologies, address similar issues, and

contend for constrained resources.
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Figure 5-25 Expected Versus Actual Organizational Interactions

But as shown in Figure 5-25, actual interactions were different. First, it was clearly

evident that all ties or bonds with the Enterprise Architecture Office were weak. The

Enterprise Architecture Office managed a periodic Architecture Review Board where the

periodicity for meetings went from weekly to monthly in less than two years. Next, the

board participation also migrated over time from key people in the C10O organization

providing representation to less critical employees providing representation. The board

was not a decision making board but more an information providing board. Multiple
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interviewees indicated that the Enterprise Architecture Office was focused on the theory
or the academic exercise of developing architectures, vice addressing the real-world
issues associated with implementing architectures. Interviews of people within the
Enterprise Architecture Office focused more on the process of developing Enterprise
Architectures in general, and not how the company’s Enterprise Architecture was
developed and maintained or how it was actively supporting the current development
activities across the entire organization.

Interviews with personnel in both Business Applications and Platforms confirmed
very strong ties between these two organizations, with communications and interactions
occurring on a daily basis. However, these same personnel agreed that their ties to
Corporate Applications were less frequent and across a wider range of people within the
Corporate Applications organization. Multiple interviewees external to Corporate
Applications speculated that the absence of a overarching architecture or systems
engineering group within Corporate Application to be partial cause of these weaker ties
to that organization.

The major forum where the three development organizations routinely met to discuss
and arbitrate C1O-wide issues was the weekly Business Applications Review Board.
This was the meeting forum where the Computing Group was finally able to arbitrate and
manage the numerous competing priorities that faced the LUPE 2.0 effort. Generally,
Business Applications equities were represented by participants from the Operations
Group and the Corporate Data Group, Platforms equities were represented by participants
from the Computing Group, and Corporate Applications equities were represented by the

Deputy Chief of Corporate Applications. The Enterprise Architecture Office also
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provided representatives, but generally did not provide any positions on the issues being
addressed or adjudicated by the board. If an issue could not be resolved at this board, it
could be elevated to a bi-weekly Cl1O meeting conducted by the Portfolio & Program
Management Office but issues were rarely escalated. The bi-weekly CIO meeting
typically only addressed policy and portfolio/financial management issues.

Within Business Applications, there was unanimous approval about the formation of
a Corporate Data Group to implement the CEO’s vision and the movement of key people
from other parts of Business Applications to form this group. This offered two distinct
advantages. First, it provided the Corporate Data Group with tremendous knowledge and
experience about existing systems and dataflows. Second, it provided a forum where a
small, cohesive group could be define and execute data layer architecture-wide decisions
that were required to realize the vision. Furthermore, this group also hired external
personnel to provide an outsider’s perspective as well.

Business Applications also endorsed the assignment of SOA Program Manager/Chief
Engineer and the creation of a supporting project team within the Operations Group as a
tremendous positive influence in establishing and developing a services-based culture
within Business Applications. Furthermore, the delivery of 10 services through the

“SOA Factory” ensured that the innovation had been fully embraced by the organization.

5.1.3.2 Technical Networks

The business model, organizational model, and technical systems were implemented
using a directed graph concept and the creation of SOA architecture and supporting CDL
reduced the number of independent data stores, point-to-point interfaces, duplicative
functionality and supporting software in the enterprise. Unfortunately, the quantitative
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measures used by the CIO’s organization during the case study examination was focused
on measuring progress towards future goals and not on the amount hardware, software or
interfaces that were reduced or eliminated in the process.

Furthermore, this case study demonstrated that a layered architectural approach could
be implemented both organizationally and technically, with the lower level layers
providing services to the high-level layers in the architecture. The data layer architecture
became a data services layer as it was technically implemented as a set of asynchronous

basic data services supported by a set of internal data stores.
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Figure 5-26 Existing Hubs in the Technical Architecture in 2006
Figure 5-26 portrays the hubs that existed in the technical architecture in 2006. Both
the Domain Name System (DNS) and Directory Services hubs had tremendous

redundancy, failover, and restoration capabilities as the failure of either of these services,
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essentially stopped all work in the company. Platforms also provided an IT Product and
Services Catalog available on the company’s internal Intranet that could be viewed by
anyone in the company. The catalog defined the services, the service providers,

instructions for obtaining each service, and the general cost for acquiring and using each

service.
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Figure 5-27 ldentified Hubs in the Technical Architecture in 2010
Figure 5-27 shows the hubs that were either operational or proposed for incorporation
into the technical architecture at the end of case study examination period. As discussed
in the chronological analysis, many of these hubs were intentionally created as part of the
architecture but only after the value of the hub was fully demonstrated and realized by the
company did the failover/restoration capability for the hub become an identified risk

factor to the company. Figure 5-28 provides a list of the hubs in the architecture, their
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implementation status, and the dates when the hub came online, when it became a

corporate risk, and when a backup/restoration capability was provided to mitigate the

risk.
Date When
Date When Date When |Backup/Restoration Date When
Hub Was Hub Come Becomes a Failover/Restoration
Name of Hub Status Proposed Online Corporate Issue Capability Provided
Directory Services Online - Machine Query 6/1/2006 6/1/2006 6/1/2006 6/1/2006
Domain Name Services Online - Machine Query 6/1/2006 6/1/2006 6/1/2006 6/1/2006
Access Rights Online - Machine Query 4/2/2007 11/1/2007 10/20/2009 2/17/2010
Distribution Web Site Online - Machine Query 8/1/2007 4/1/2008 7/15/2008 3/30/2009
Unstructured Data Repository |Online - Machine Query 10/1/2007 1/30/2008 11/20/2008 2/1/2010
Production System Online - Machine Query 8/21/2008 4/15/2009 9/21/2009 NA
Structured Data Repository Online - Machine Query 10/1/2007 12/4/2008 NA NA
Internal Corporate Data Online - Machine Query 10/1/2007 10/1/2007 NA NA
Services Registry Online - Manual Query 4/2/2007 11/1/2007 NA NA
IT Services Catalog Online - Manual Query 6/1/2006 6/1/2006 NA NA
Internal Person Proposed By Enterprise Data Architect | 11/20/2009 NA NA NA

Figure 5-28 Information Hubs Vulnerabilities Identified and Resolved
From a technical network implementation perspective, the case study participant
generally delivered new services, new network nodes and new connections, ensured these
new capabilities were operationally acceptable, and then eliminated the legacy
capabilities. This was evident in the WE and LUPE environment transitions, the CSS to
the CDL/AW 3.0 transition, and the implementation of multiple versions of the
Production Workstation before providing sufficient functionality to support the transition

of analysts to PW 3.0.

5.1.4 Pattern Matching Analysis

Although it was not proactively implemented as a best practice within the company,
the transformation executed by the company generally followed the steps of the SOA best
practice diagrammed in Figure 3-1. Step 1- Obtain Executive Buy-In was essentially
achieved when the CEO announced the corporate priority to enhance analysis by
eliminating the barriers that prevent analysts from focusing this primary function. This

was further articulated by the CEO making it priority to treat all data as corporate data,
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accessible by everyone in the company and limiting data access only when specifically
mandated to do so by a proprietary protection agreement.

Step 2 — Establish Appropriate Management Structure was achieved when the CIO
was moved to directly report to the CEO, when a Corporate Data Group was formed
within Business Applications, and when a SOA Program Manager/Chief Engineer and
supporting engineering team was announced within the Operations Group. Step 3 —
Establish Architecture Processes That Use SOA was accomplished by the SOA Project
when it created the SOA Factory concept and then delivered 10 SOA services through the
factory.

Steps 4 through 6 require the need to establish a baseline architecture, a target
architecture and a sequencing plan. This was accomplished but not the but not in the
precise stepwise order articulated by the SOA best practices. Fundamentally, the SOA
project first defined the target architecture, then examined the current baseline
architecture and finally developed a sequencing plan that moved toward the target
architecture.

Step 7 — Ensure Services meet Quality of Service Standards was achieved through a
SOA certification process what was one of the SOA Factory processes delivered by the
SOA Project. Step 8 — Realize the Agility of SOA was achieved as multiple applications
were taking advantage of the hubs and data services offered and the analyst were more
quickly, and through less manual tasking, able to obtain the source data they needed to
perform their analysis job function. Furthermore, these basic data services provided the
foundation for developing new process-centric services, in the form of widgets that were

being developed and deployed as part of the AW 4.0 capability.
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The target business architecture defined in Figure 5-9 had not been fully realized
when the cast study examination concluded. However, the structural elements to define
and execute the next sequence of activities, providing analysts with access to an

increasing number of analysis tools, was well underway when the case study was closed.

5.1.5 Application of Network Concepts

5.1.5.1 Quantitative Analyses

The quantitative data presented in this section was obtained from project performance
measures provided in monthly project status reports collected by the Portfolio and
Program Management Office and reported to the CIO and his management organization.
The collection of measurement data changed over time in response to the changing
technical and management focus of the ClO organization. Consequently, the time lines
plotted on the horizontal axes in the figures in this section can be as short at 10 months or

as long as 20 months.

5.1.5.1.1 Infrastructure Layer

As stated in the chronological analysis, both the WE 1.0 and WE 2.0 environments
were operational at the start of the case study data collection period. When the retirement
of the WE 1.0 environment was announced in January 2008, 217 WE 1.0 servers were
operational. Figure 5-29 shows the number of WE 1.0 servers that remained online each
month as applications were migrated from WE 1.0 to WE 2.0. As stated in the
chronological analysis, the complete shutdown of the WE 1.0 was delayed as a WINS

service had to be migrated from WE 1.0 to WE 2.0 before the WE 1.0 environment could
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be totally decommissioned. This was finally accomplished in October 2008.

Unfortunately, an equivalent measurement was not tracked for the migration of

capabilities from the LUPE 1.0 environment to the LUPE 2.0 environment.
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Figure 5-29 Number of WE 1.0 Applications

In July 2008, Platforms commenced using VM technologies. In February 2009, 1815

physical servers throughout the enterprise were identified as possible migration

candidates. Figure 5-30 shows the number of physical servers that were migrated to VMs

between February 2009 and November 2009. A sum total of 633 physical servers were

migrated; 484 of these servers were WE 2.0 servers and 149 of the servers were LUPE

2.0 servers. Unfortunately, data was unavailable to quantify the number of physical

machine that were required to implement these 633 VMs so this case study was unable to

determine the actual number of physical machines that were shutdown using this

technology.
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Figure 5-30 Number of Physical To Virtual Machine Migrations
Platforms also implemented SharePoint capabilities to provide improved

collaboration capabilities while also allowing the user population to manage site access
permissions themselves. Figure 5-31 shows the number of SharePoint sites that were
deployed within the company over a 20 month time period. As SharePoint provided a
large set of standard functionality, a second SharePoint measure was implemented,
shown in Figure 5-32, that tracked the number of company employees that had been
given access to one or more SharePoint sites, as a percentage of the total number of
company employees. This allowed the CIO to see the adoption rate of this new

collaboration capability throughout the organization.

139



Number of SharePoint Sites
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Figure 5-31 Number of SharePoint Sites
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Figure 5-32 Percentage of Corporate SharePoint Coverage
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5.1.5.1.2 Moving Data in to the CDL

Moving data from multiple stove piped data repositories into the CDL was a major
goal the CDL. Figure 5-33 shows the number of unstructured data sets that were
migrated from legacy stove piped data repositories into the UDR. By November 2009,
all unstructured source data collected by the company was being ingested and stored in

the UDR.
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Figure 5-33 Number of Unstructured Data Sets In The UDR
In a similar manner, Figure 5-34 shows the number structured data sets that have been
ingested into the SDR. Although the actual size of each data set, in megabytes, was small
when compared to unstructured data, the number of data sets held by this repository has

continually increased.
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Figure 5-34 Number of Structured Data Sets In The SDR
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Figure 5-35 Number Of Data Structures Stored In The ICDR
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Unlike the UDR and SDR that contains collected data for analysis, the ICDR is the
major repository for internal corporate data. Figure 5-35 plots the number of internal

corporate data set that have been incorporated into the ICDR.

5.1.5.1.3 Applications and Services Interacting With The CDL

As corporate data structures were moved into the ICDR, the number of corporate
applications using the ICDR was measured and is plotted in Figure 5-36. Although most
corporate applications were using the ICDR by May 2009, the ICDR continued to
incorporate new data sets into the ICDR as corporate application functionality was

expanding, thus causing new corporate data structures to needed.
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Figure 5-36 Number of Applications Using the ICDR
Equally important to adding data to the CDL, was the delivery of services that fully

implement the data layer as a data services layer. Figure 5-37 plots that number of SOA
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services that were implemented to support the integrated view of SOA services depicted

in Figure 5-11.
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Figure 5-37 Number of CDL Services
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Figure 5-38 Number Of Applications Or Services Using The ARS
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Providing appropriate access management control of the CDL was another major
corporate priority. Although Figure 5-11 shows the ARS only supporting the CDL, in
fact that ARS became the authoritative data source for employee and contractor access
rights for the company. Figure 5-38 plots the number of applications and services that

commenced using this hub to obtain employee access rights.
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Figure 5-39 Number Of Applications Using The AMS
Although originally implemented as a system to assist employees and managers to
identify and rapidly establish access to the numerous stovepipe systems in the enterprise,
the AMS was later updated to become a process-centric service, ensuring employees had
been properly briefed and had electronically signed appropriate non-disclosure agreement
before being provided access to proprietary information. The service also allowed
company management to also quickly identify what employees have access to various

proprietary data. Figure 5-39 plots the number of company applications and services that

used this service.
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Figure 5-40 Number of Data Repositories Using The ADS
The ADS was the actual decision point for determining if an employee could actually
retrieve a data item from the CDL. This service supported the UDR, SDR, EKR and
GDR data repositories in the CDL and Figure 5-40 plots when the ADS commenced

supporting each CDL data repository.

5.1.5.1.4 Workstation Deployments and Results

As stated in the chronological analysis of the analysts applications architecture, the
Analysts Tool Group developed and deployed a web-based analyst workstation, AW 2.0,
in July 2007. This workstation, and its follow-on AW 3.0 upgrade, provided the analyst
with the ability to access source data and apply it to analysis tools with a minimal number
of manual steps. Figure 5-41 plots the deployment of Analysts Workstations throughout

the company.
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Number of Production Workstations
1600
1400 /

1200 f"_/
1000 /

300 /

600 /

1400 /

200 /

@ g B ¥ P o B P S
O I R R Y-

((Qv

Figure 5-42 Number of Production Workstations
As stated in the chronological analysis of the production applications architecture, a
pilot of PW 3.0 was conducted from January through March of 2009, followed by a

decision to deploy the capability company-wide in April 2009. Figure 5-43 plots the
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number of PW 3.0 workstations that were deployed from February through November
2009. Only a subset of analysts authored research and analysis products, hence this
explains why the number of PW 3.0 workstation deployments was a fraction of the

number of AW 3.0 workstation deployments.
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Figure 5-43 Number of New Products Delivered Each Month Using The Production
Workstation

PW 3.0 included a management dashboard capability that allowed the Research
Director and his staff to track the progress of products through the production process
until they were released and forwarded to the dissemination system for customer access.
Figure 5-43 shows the number of new products delivered each month by the PW 3.0
capability. For example, 4850 new research and analysis products were created in

November 2009.
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5.1.5.1.5 Distribution of Nodes And Links

As shown if Figure 5-44, network nodes, in the form of applications and services, and
their associated links to other applications and services, fell into four general categories.
The first category were the thousands of small, standalone Microsoft Access ® and Lotus
Notes ® databases that had a very small number of connections, primarily to either the
DNS or to Directory Services to obtain certification and routing information. The second
category was the increasing number of SharePoint Sites that were supplanting the Access
and Lotus Note sites. Each SharePoint site had additional network links to obtain

employee data, and to provide site administration and monitoring information.
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Figure 5-44 Estimated Number of Network Nodes and Links
The third category includes the applications, services and data repositories that

actually formed the bulk of the SCC in the network. Generally over the case study
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examination period, the number of applications, services and repositories in the enterprise
decreased but the number of links or connections to these nodes increased. Although
not shown, the actual number of different implementations of interfaces was reduced.

For example, instead of a database supporting 5 different interfaces to 5 different
applications, a single loosely coupled database service interface supported all 5
applications.

The last category includes those nodes that provide infrastructure services to every
application and service in the network. Two of these services, the DNS and Directory
Services nodes, operate in a Request-Response manner and are critical hubs in the
network. The third node, the Monitoring Service node, receives health and monitoring
data from a large subset of application and services in the network. The service has
thousands of unidirectional data connection entering the node. However, it is not
considered a critical hub as its loss would not affect the seriously affect the immediate

overall operations of the network.

5.1.5.1.6 Software Development and Business Results

Figure 5-45 diagrams a Notional Analyst Workstation in 2010. The case study
participant successfully implemented a single data ingestion, storage, and data retrieval
solution. The case study participant also implemented a single access management
solution which allowed an analyst to logon to a single workstation and obtain full
corporate access. The case study participant also implemented a single enterprise search
service and provided greater access to multiple analysis tools. Although not previous
discussed, a single web service solution for interfacing with Directory Services was also
developed in the SOA project. The case study participant was not successful in
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integrating the analysis and production capabilities, thus two separate application user
interface and data stores still existed. From a notional perspective, the number of
notional software elements was reduced from 33, as shown in Figure 5-7, to 11 software

elements, as shown in Figure 5-45.
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Figure 5-45 Notional Analyst Workstation in 2010
As stated in the Business Architecture analysis, the major complaint by analysts in
mid-2006 was having to access and search multiple data management systems to find all
the data they needed, and then having to manually combine and format the data before
actually executing the analysis. Figure 5-46 provides a notional timeline for conducting
an analysis in 2006. Having all source data available through a single search and
retrieval mechanism greatly reduce the number of manual steps that an analyst had to

execute to conduct analyst. Figure 5-47 provides a notional time for conducting an

151



analysis in 2010. The amount of time that was eliminated in the timeline was coined

throughout the organization as “returning time to analysts.” Although never

quantitatively measured, it was qualitatively described throughout the company as the

CDL was the brought online.
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5.1.5.2 Qualitative Analyses

5.1.5.2.1 Network Growth and Preferential Attachment

Although not demonstrated quantitatively, the cast study analysis provides some
evidence that the enterprise IT network followed a power law. Prior to 2006, it appears
that network attachment to data repositories was based on the age, as that typically
corresponded to the number of data sources feeding the repository and amount of data
held in the repository. However, the creation of the CDL changed the preferential
attachment driver from being age to becoming fitness. Very similar to the example of

Google having higher fitness, the CDL offered a single, easy search mechanism with
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access to the totality of the source data held by the company. Although the newest data
repository, it had overriding reasons for providing enhanced fitness.

The implementation of a SOA does appear to change the coefficient of within power
law distribution, as there will be few nodes in the future, but the number of links to these
nodes will increase. This is a central concept to SOA as fewer individual software
elements are created but more users and services are consuming these services. As hubs
were formed and their value to the organization was realized, the potential consequences
of losing these hubs became evident and were highlighted as corporate risks. Most of

these vulnerabilities had been addressed by the end of the case study examination period.

5.1.5.2.2 Clusters and Correlation

Strong bonds existed between the business directors and the application offices with
the CIO’s organization as there was nearly one-to-one alignment. Very weak bonds
existed between the Enterpriser Architecture Office and the CIO development
organizations as the there was little value-add offered by this office. Within Platforms,
the Computing Group was the primary group coordinating the combined work efforts
across the multiple groups within Platforms. Within Business Applications, the
Operations Group was the primary group coordinating work efforts across the groups in
that organization. Within Corporate Applications, there was no primary group
coordinating efforts within that organization.

Moderate ties across the multiple development organizations were present. The
weekly Business Application Review Board became a primary forum for resolving issues

that spanned across one development organization to another.
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To address the new corporate strategy, two organizational changes were made within
Business Application that enhanced the bonds required to deliver the strategy. The
creation of a Corporate Data Group using existing personnel from the other groups
allowed those current strong bonds to remain, but by forming the Corporate Data Group,
it also allowed new bonds to be formed that established and executed the core principles
required to ultimately deliver the CDL and its supporting services. The identification of
a SOA Program Manager/Chief Engineer and supporting team, within the Operations
Group, allow the Operations Group to continue to function in it primary role while
bringing new SOA technologies into the organization.

From a technical network perspective, the data layer services created additional links
between an Analyst Application and the data repositories, as the Data Retrieval Service
had to first query the Data Location Service to obtain the physical location of the data
item and then traverse through the Access Decision Service to actually obtain the data
item. The implementation of both the Data Location Service and the Access Decision
Service are actually components in creating a regularly connected network. The Data
Location Service provides physical separation of the data from the application and allows
the data layer to grow, restructure, and move data without affecting the application.
Similarly the Access Decision Service also allows the organization to change access
decision rules without affecting the application. As predicted by Watts and Strogatz,
over time the creation of a regularly connected network will reduce to the total number of
links, or point-to-point interfaces, but will require a request to traverse through a larger

number of nodes, or services, to satisfy a request.
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5.1.5.2.3 Directed Graphs

The business model, corporate organization, and Business Applications organization
were based on a directed graph. The Corporate Data Group and Operations Group within

Business Applications supported the creation of a more effective and cost-efficient SCC.

5.1.5.2.4 Spreading of Viruses, Epidemics, and Innovations

During the case study examination period, three major innovations were introduced;
SOA, VM processing and SharePoint. SharePoint offered tremendous collaboration
flexibility to users while also reducing the operations and maintenance resources (O&M)
required by Platforms to administer these sites. From a user perspective, there were
minimal risks and potentially tremendous rewards for using the innovation.

Furthermore, the innovation was introduced simultaneously throughout the company so
the innovation was unaffected by its introduction point into the network. Most interesting
however, was that the SharePoint project introduced the Percentage of Corporate
SharePoint Coverage measure to assess the spreading rate of the innovation throughout
the company.

VM processing introduced more risks, as applications developers believed they had
less control over their hardware platforms, especially in the area of machine performance.
One mitigation strategy offered by the Computing Group was to provide each
development project with multiple VMs spread over multiple physical machines, vice
providing the development project with a single physical machine. The execution of this
strategy actually provided tremendous flexibility to the development projects, as it
reduced resource contentions within each project. Although 1815 physical servers had

been identified a candidates for VMs, only 633 physical machines had actually been
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transitioned by the end of the case study examination period. Interviews with engineers
in the Computing Group provided some insights into factors that were affecting the
spreading rate or adoption rate of the innovation. First, from a technical effort
perspective, it was much easier to transition an application from a WE 2.0 physical
machine to a WE 2.0 virtual machine as typically only one application was assigned to a
WE 2.0 physical machine and thus it was an easy one-to-one migration path and 484
servers were migrated. Whereas in the LUPE environment, multiple different
applications were typically assigned to a single LUPE server to share COTS database and
web server applications and thus reduce the overall software licensing costs for the
enterprise. This required the Computing Group to migrate multiple applications from a
physical server to VMs before stating that the physical server had been migrated.
Consequently, only 149 LUPE physical machines had been migrated to VMs in the same
time period. The interviewees generally stated that the easy migrations, or “the low
hanging fruit” had been completed and that further transitions of existing physical
machines was going to be increasing difficult. It was anticipated that the Cloud-Like
Touchless Provisioning capability would again accelerate the spreading or adoption rate
of the VM innovation as that would increasing enforce the adoption and use of standard
hardware configurations throughout the C1O organization while also automatically and
rapidly provisioned hardware to the higher layers of the architecture.

The last innovation was the implementation of a SOA to create a data services layer.
A corporate strategy, CIO strategy and internal Business Application plan was developed
and communicated thus providing an initial willingness or motivation to adopt the

innovation. Next, the innovation was introduced at the data repositories which was
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essentially the heart of the company’s network, and affected many supporting links and
nodes. By creating the CDL and the supporting data services, the company essentially
created a percolating cluster for the rest of the IT enterprise. To further enhance the
adoption rate, Business Applications designated a SOA Program Manager/Chief Engineer
and supporting team that quickly learned the technology, created a SOA governance
structure, SOA processes, and SOA developer guidelines and then trained and supported
Business Applications developers in the adoption of the technology. Finally, creating the
Corporate Data Group from within Business Applications allowed existing organizational
bonds and network links to remain intact, while also providing an central location within

the network for introducing the innovation.

5.1.6 Case Study Conclusions

For this case study, the following conclusions and answers to the research questions
are provided. In response to the first question “are SOA best practices contributing to the
company’s SOA success?” the answer is that “a majority of SOA best practices are being
used and aid in SOA success.” Although not proactively identified as a best practice as
it was being executed, the company and the CIO organization executed the best practice
articulated in A Practical Guide to Federal Service Architecture and diagramed in Figure
3-1. Consequently, the company was realizing the benefits of SOA and was starting to
expand the implementation of services, through a widget framework, to provide
additional tools to the analysts.

For the next question “Does science of networks concepts add value to understanding
this company’s enterprise I'T networks?” the answer is that “science of network concepts
add value to understanding the company’s IT organizational and technical networks.”
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When discussing the results of this research with the CIO, Deputy CIO and Chief of
Strategy, all of them were generally aware of the weak ties that existed between the
Enterprise Architecture Office and the rest of the organization. However, the data
provided by the case study allowed them to understand how the company organization,
CIO organization, and the execution of the business model’s directed graph within a set
of architecture layers greatly assisted the entire CIO organization to operate reasonably
well and accomplish corporate objectives without leadership and guidance being
provided by the Enterprise Architecture Office. From technical network perspective, it
was shown that SOAs modified the power law distribution of the network. This results in
the overall reduction of nodes on the networks, but does create more hubs that could
provide vulnerabilities to the company.

Three recommendations were provided by the case study. They were:

e Assess the internal operations of Corporate Applications to determine if more
organization-wide architecture and systems engineering resources would
benefit that organization. At a minimum, it appears that these additional
resources could enhance the bonds between Corporate Applications and both
Business Applications and Platforms. These additional resources could also
determine if a project issue has corporate-wide ramifications, and if lessons
learned from other projects can address the issue.

e Corporate Applications needs to consider implementing an Internal Person
hub for the company. Both the Access Management Team in Business
Applications and the SharePoint project in Platforms would immediately

benefit from the implementation of this hub. It would definitely automate
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many employee related processes that are currently being implemented
manually.

e Expanding the SOA will continue to introduce new hubs, both as data
repositories and as critically dependent services. The Infrastructure Layer
needs to develop and provide a small set of failover/restoration design patterns
that developers must implement such that availability and redundancy is
proactively built into services, applications, and data repositories, and not
incorporated after the risk is already being incurred by the company.

For the final question, “Does applying science of networks concepts add value to
SOA efforts?” the answer is that “science of networks concepts provides both a
qualitative and quantitative assessment of SOA efforts for this company.” In this case
study, the new data repositories and supporting services had to provide equal to or better
functionality than the current systems, as the current systems remained in operation until
better capabilities were demonstrated to the user community. In other words, the fitness
of the new capability or node had to be better, such that preferential attachment would be
based new capabilities, not age of node. Quantitatively, the Business Applications
organization generally measured fitness by the number of data sets within the new
repository, the number of services available for the repository, the number of applications
that were using the service or repository, or the number of new, more capable
workstations provided to the analysts.

The case study demonstrated both qualitatively and quantitatively that SOAs will
reduce the number of network nodes, or number of software elements in the enterprise,

but will increase the number of links to obtain service from that node. Consequently,
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SOAs change the power law distribution of a network while also creating regularly
connected networks. As SOAs produce more hubs, the vulnerabilities of each hub and
the impact to overall network need to be examined. This case study quantitatively
documented when each hub was formed, when the vulnerability of the hub became a
corporate risk, and when the risk was mitigated.

Three innovations were introduced into the network. The spreading rates for these
innovations were quantitatively measured. But from a qualitative perspective for the
SOA Project and the supporting CDL implementation, the organization took very
proactive steps to leverage existing organizational network bonds while creating new
ones, by implementing the innovation in a very central element of the network, and by
adding a SOA Project to build the governance structure, create the development

processes, and provide the SOA training that ensured rapid adoption of the innovation.

5.2 Case Study #2 — The National Oceanic and Atmospheric Administration

5.2.1 Background of Case

The National Oceanic and Atmospheric Administration (NOAA), an agency within
the U.S. Federal Government’s Department of Commerce (DoC), is:

A scientific agency providing information and data about life on earth, our
oceans, atmosphere, and our Nation’s living marine resources....NOAA’s
Mission: To understand and predict changes in the Earth’s environment and
conserve and manage coastal and marine resources to meet our Nation’s
economic, social, and environmental needs. NOAA’s Vision: An informed
society that used a comprehensive understanding of the role of the oceans, coasts
and atmosphere in the global ecosystem to make the best social and economic
decisions. (NOAA careers.2010)

NOAA was formed in 1970 and has built a substantial infrastructure for the

collection, analysis, and archiving of global ocean, atmospheric, space, biological,
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cryospheric, and land surface data. NOAA’s government workforce is composed of
12,500 government employees and is estimated to be supported by an equal number of
government contractors. NOAA is also supported by 10,000 volunteers who collect
observational data 365 days per year. NOAA is headquartered in Silver Spring,
Maryland and had an annual operating budget of $4.9 billion in 2010. NOAA personnel
are located in 375 locations throughout the world, but NOAA also operates 1600

unmanned observation sites.
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Figure 5-48 NOAA from a Systems Perspective
As shown in Figure 5-48, NOAA had, in 2008, 92 observing systems located in over
30,000 platforms measuring over 800 observational parameters. Due to its public
warning and alerting responsibilities, NOAA has a variety of “push” mechanisms to

rapidly disseminate its warning and advisory products to the public within minutes.
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NOAA also supports the search, query, and “pulling” of NOAA products using a
multitude of protocols, including the File Transfer Protocol (FTP) and web-based HTTP.
In many cases, raw observational data, both current and historical, can also be obtained
from NOAA. The National Weather Service (NWS) element of NOAA was ranked as
the #1 government website and NOAA as the #7 ranked government website for Internet
searches based on data collected in December 2007 by www.HitWise.com. Within the
weather operations component alone, over 14.8 million products are created and
disseminated each day to government agencies, commercial interests, and to the public.
“Flood, droughts, hurricanes, tornados, tsunamis and other severe weather events cause
$11 billion in damages each year in the U.S. Weather is directly linked to public safety
and nearly one-third of the U.S. economy (Approx. $3 trillion) is sensitive to weather and
climate.” (NOAA Enterprise Architecture Volume I: Core Architecture Descriptions,
Version 3.1 (redacted). 2008)

As weather and climate is a global activity, NOAA has established numerous
international relationships for the exchange of raw observational data, as well as finished
analytical and forecasting products. Within the U.S., NOAA collaborates with multiple
U.S. agencies for the exchange of observational data, atmospheric models, high
performance computing services, and analytical and forecasting products. These
collaborations with other agencies and international organizations allow NOAA to share
responsibilities while also reducing costs. NOAA also maintains collaborative research
efforts with multiple academic research institutions by providing observational data and

supporting the development of new or improved environmental prediction models.
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5.2.1.1 Organizational Structure

NOAA’s organizational structure is shown in Figure 5-49. At the corporate level is
the Under Secretary of Commerce for Oceans and Atmosphere/NOAA Administrator.

NOAA operations are executed through six line offices.
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Figure 5-49 NOAA'’s Organizational Structure
(Reprinted from Overview of the Office of the Chief Information Officer— 2010)

The National Weather Service (NWS) is the most public line office and provides
weather, hydrologic and climate forecasts for the U.S., its territories and adjacent water
masses. The NWS operates seven regional data centers focused on major weather
activities such as aviation weather, space weather, hurricane tracking, storm prediction,
climate prediction, and ocean weather prediction. The service also operates over 120

local weather forecast offices that issue local weather forecasts and advisories. The
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National Ocean Service (NOS) line office ensures that the ocean and coastal areas are
safe, healthy, and productive and provide a number of products and services ensure to
safe and efficient marine transportation, while also protecting coastal communities. One
of the most popular set of products produced by this line office are their nautical charts
and publications which promote the safe navigation of marine vessels. The National
Marine Fisheries Service (NMFS) has the responsibility to study, manage, and restore
fishing environments. This service includes a research laboratory, five fisheries sciences
centers, a fishing permit issuance activity and a law enforcement agency. The National
Environmental Satellite, Data and Information Service (NESDIS) operates and manages
the U.S. environmental satellite programs. It operates both the Geostationary
Operational Environmental Satellite (GOES) constellation and the Polar Operational
Environmental Satellite (POES) constellation, as well as manages interfaces and data
exchanges with other U.S and international environmental satellite data operators and
providers. NESDIS also operates multiple large data centers for the collection, storage,
dissemination and archiving of environmental data. The Office of Oceanic and
Atmospheric Research (OAR) conducts and manages NOAA’s research efforts. It
consists of seven research laboratories, and maintains cooperative research efforts with
multiple academic university programs. The Office of Program Planning and
Integration (PPI) addresses the agency’s need to integrate NOAA’s line and staff
organizations. With the exception of PPI, the other five line offices have a Chief
Information Officer position and supporting office provided IT services within their line

organizations.
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As shown in Figure 5-49, the NOAA Administrator also has a number of staff offices,

of which the Office of the CIO is the most significant for this analysis. It is this office

that has the responsibility of executing the responsibilities of the Clinger-Cohen Act. The

NOAA CIO is also the Director of the High Performance Computing and

Communications (HPCC) infrastructure which provides the computing platforms for

executing many of NOAA environmental prediction models.

Table 5-2 NOAA Mission Goals

(Adapted From NOAA CIO Strategic Information Technology Plan 2010-2017)

Mission

Goal

Ecosystems

To protect, restore, and manage the use of living marine, coastal,
and ocean resources through an ecosystem approach to
management that balances ecological, environmental, and social
influences

Climate

To understand climate variability and change in order to enhance
society’s ability to plan and respond by focusing research on
improving the understanding of complex climate processes and to
enhance the predictive capacity of the global climate system.

Weather and Water

To serve society’s needs for weather and water information by
producing timely and accurate environmental observations,
analyses, predictions and warnings for a range of atmospheric and
hydrologic conditions including hurricanes, tornados, flood,
droughts, tsunamis, wildfires, air quality, and space weather.

Commerce and
Transportation

To support that nation’s commerce with information for safe,
efficient, and environmentally sound air, sea, and surface
transportation

Mission Support

Ensure state-of-the-art IT infrastructure and secure information
technology and systems with the objective of increasing internal
and external availability, reliability, security, and the use of
information technology and services

Also shown in Figure 5-49, the NOAA Administrator has also established 5 mission

goals which are strategic NOAA cross-cutting efforts that are designed to drive strategic

progress across the current NOAA line and staff office organizations. Table 5-2 defines

each mission and goal.
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5.2.1.2 Mission Drivers

“Mission fulfillment requires NOAA to observe, collect, process, evaluate,
disseminate and archive vast quantities of environmental information.” (National
Oceanic and Atmospheric Administration Strategic Information Technology Plan 2010-
2017. 2010) As illustrated in Figure 5-50, NOAA’s primary goal is to accomplish
forecast and prediction successes more often with greater accuracy, longer lead times and
with an objective measure of uncertainty, and then communicate these forecasts in a
timely manner such they can be used by a diverse range of users and decision makers

such that it yields both societal and economic benefits.

Hurricane lke
September 8, 2008
8 EDT Monday
NWS TPC/National Hurricane Center
Intermediate Advisory 31A
Current Center Location 21.7 N 802 W
Max Sustained Wind 80 mph
Current Movement WNW at 12 mph
’ Current Center Location
Forecast Center Positions
H Sustained wind > 73 mph
Potential Day 1-3 Track Area
(< Potential Day 45 Track Area
B Hurricane Warning
mmm [ropical Storm Waming
Tropical Storm Watch

Figure 5-50 Observational Data and Atmospheric Modeling Yields Forecasts
(Reprinted from Overview of the Office of the Chief Information Officer— 2010)

167



These mission drivers produce five IT drivers. First, NOAA must address the
increasing amount of observational data that it will continue to receive. Figure 5-51is a
projection of the data rate increase that one line office, NESDIS, expects through the year
2020. NESDIS manages the most observational data-intensive systems in NOAA, but it
generally demonstrates that by 2020 NOAA expects over a 7.5 times factor increase in
the amount of data than it currently collects. Furthermore, the observational systems
within NOAA are continually being upgraded and are moving from collecting
observations in three dimensions (X, y, t) to now also include a vertical component, thus

yielding observations in four dimensions (X, v, z, t).
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Figure 5-51 NOAA Data Rate Projection for the NESDIS Line Office Only
(Reprinted from Overview of the Office of the Chief Information Officer— 2010)
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This directly affects the second IT driver that NOAA must address which is the
requirement to store, query, access, disseminate, and archive this data for historical
analysis and future prediction purposes. NESDIS’ major data repository is the
Comprehensive Large Array-data Stewardship Systems (CLASS). Given the projected
data rate growth defined above, this results in the CLASS system having to expand from
its size of 20,000 Terabytes (TB) of data in 2009 to managing over 160,000 TB of data
by 2020.

The third IT driver is the need to develop and routinely execute enhanced
environmental prediction models. NOAA currently has a set of major models that are
maintained in an operational phase that provide predictions and forecasts products daily
to the public, as well as for special circumstances, such as detailed hurricane forecasting.
Each model fulfills an element of NOAA’s mission and has unique requirements for data,
computational resources, run-time variability, and product delivery time. Today’s 9
kilometer (km) hurricane model runs for approximately one hour across 80 processors.
The goal is to increase this model’s resolution to 1km but this will require approximately
8000 processors, executing for 5 hours to complete. An operational climate change
information model baselined in 2004 has a horizontal resolution of 200km. NOAA has
an updated model that has a horizontal resolution of 50km and incorporates twice as
many vertical levels of resolution to resolve variations in the stratosphere, but NOAA
lacks the computing capability to verify, validate and apply it. It is estimated that
NOAA'’s High Performance Computing and Communications (HPCC) program will need

to provide resources at a factor of 128 times greater than current computational resources
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to routinely execute the environmental models that are currently being developed.
(NOAA High Performance Computing Strategic Plan for FY2011-2015. 2008)

The fourth IT driver is the rapidly changing customer and product dissemination
environment. NOAA understands and endorses the continuing need to expand its web
presence by making more products available, in standard data formats and using web
services, outside of NOAA to research communities and to the public via the Internet.
This presence now needs to also include the dissemination of observational data,
forecasts, warnings, and advisories to mobile devices in near real time.

The fifth IT driver is the need to enhance NOAA’s IT infrastructure. “The single
points of failure with NOAA’s infrastructure increase the likelihood that an unforeseen
event impacts NOAA operations....NOAA’s IT infrastructure must be scalable, with
sufficient computing and dissemination capacity to keep pace with the growing volume
of environmental data products.” (NOAA OCIO 500-Day Plan, Transforming NOAA IT,
April 2007 - September 2008. 2008) NOAA’s IT infrastructure also needs to become
increasing secure while also providing enhanced flexibility that promotes innovation
across mission goals, line offices, government agencies, international organization,

academic institutions, and user boundaries.

5.2.1.3 Sources of Data for Case Study Analysis

As NOAA is a federal government agency, it wanted to ensure that it did not provide
any single person, or commercial entity, with an unfair competitive advantage on current
of future contracts with NOAA and the Department of Commerce. Consequently, the
only source data for this case study was obtained through written documentation and
archival records that are publicly available on NOAA’s website, made publicly available
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by NOAA employees through their participation at conferences and symposiums, or
obtained through Freedom Of Information Act (FOIA) requests. A total of 58
documents, consisting of 1770 pages of information, were collected and analyzed in this

case study.

5.2.1.4 Enterprise Architecture Framework Used For Case Study Analysis

NOAA’s Enterprise Architecture Version 3.1 document includes a DoDAF High
Level Operational Concept Graphic (OV-1) that is reprinted as Figure 5-52. This graphic
provides an initial observation that NOAA’s Enterprise Architecture may be similar to a
directed graph with the observing systems being the IN component, the Integrated Data

Management System being the SCC and the Mission Goals being the OUT components.

Integrated

Land.based

Metadata Assmilation Continuity of
Standards Ontinusy o

Observabions = .

’’ : Ingest & N,

y \
I .
+ Downbink & or . . ’
.' Telemetry lntegrated mta mnagement syswm Maodeling \.
|. Data Retrieval Qualty '.I
\.\ Archive Dissemination Control P .,'

Figure 5-52 NOAA’s Observational View (OV-1) Diagram
(Reprinted from NOAA Enterprise Architecture Volume I: Core Architecture
Descriptions — 2008)
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NOAA'’s Enterprise Architecture document uses a seven layer architectural approach
that includes the FEA’s five reference models but also adds an Architectural Principles,
Business Direction and Drivers Layer and a Security Layer. Unfortunately, the
Enterprise Architecture does not provide a mapping between the OV-1 diagram and the
seven layer diagram. Furthermore, NOAA’s Enterprise Architecture document discusses
the segmentation of the architecture but only defines two segments within the
architecture; the Observing Segment and the Security Architecture Segment. Figure 5-53
includes the seven architecture layers defined in the NOAA Enterprise Architecture
document. (NOAA Enterprise Architecture Volume I: Core Architecture Descriptions,

Version 3.1 (redacted). 2008)
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Figure 5-53 Enterprise Architecture Framework Used For the NOAA Analysis

172



The core data processing and analysis system within the NWS line office is the
Advanced Weather Interactive Processing System (AWIPS) which was initially deployed
in 1996. In 2006, the AWIPS-I11 upgrade program was defined and commenced
development implementing a SOA.  The five layer AWIPS-I1 SOA model is also
illustrated in Figure 5-53. The AWIPS-11 SOA model uniquely partitions the Data
Access Layer which includes asynchronous, stateless services, the Mission Services
Layer that includes services that orchestrate the execution of high level business
processes and thus maintains state information, and the Client Presentation Layer which
abstracts and encapsulates the presentation components normally included in client
workstations, and more generic Internet web browsers. Using the Service Types
identified in Table 2-2 as a reference, the AWIPS-I11 SOA Data Access Layer maps to the
table’s Basic Services and Intermediate Services and the AWIPS-11 SOA Mission
Services Layer maps to the table’s Process Centric Services. (Jones 2009)

To support the NOAA case study analysis, the features and partitioning used by the
NOAA Enterprise Architecture and the AWIPS-I1 SOA were both incorporated in this
case study’s architecture framework. Furthermore, in an effort to incorporate both the
OV-1 operational data flows and the segmentation of the architecture based on NOAA
unique mission functions, three additional segments were added to the study’s
architectural framework; Observations, High Performance Computing and
Dissemination. Although it could be argued that Presentation and Dissemination are the
same layer or segment, a dotted line separation was made for this analysis for the

following reasons:
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e Presentation supports NOAA internal operations whereas Dissemination
supports NOAA external users

e For Dissemination, NOAA does not actually control or manage the client’s
computing platform. Consequently, NOAA has to make explicit assumptions
about the capabilities of the data exchange pathways and the public’s user
devices including the protocols and data standards they implement, the
human-machine interface capabilities provided (such as capabilities of the
web browser) and the amount of computing power available. This reduces the
number of implementation options available to NOAA developers. To
minimize the effects of these restrictions, NOAA provides on-line data
viewers for its geospatial products such that the public can access and view
these NOAA products.

Furthermore, this study also partitioned the Platform/Technology layer into two
separate layers; a Communications Layer and a Platform, Desktop and Business Services
Layer. This allowed the changes in the actual communications networks to be analyzed
separately from the desktop business services that are available to all NOAA employees.
Finally, the Architecture Principles, Business Direction, and Drivers Layers were sub-
divided into a Strategy/Architecture area, a Standards area, and a Software Practices area
to highlight future focus areas for NOAA. The resulting segmentation of the enterprise

architecture used for this case study is diagrammed in Figure 5-53.

5.2.2 Chronological Analysis

The data collection period for this case study was from June 2010 through September

2010. Data collection focused on defining the initial state of the NOAA’s enterprise IT
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environment starting in 2005 and then creating a chronological analysis that identified the
major set of events that have occurred from 2005 through the end of the data collection
period in September 2010. In some cases, the timeline analysis also identified planned
activities or events that are expected to completed in the near future. Where possible, the
analysis was further partitioned by the enterprise architecture segmentation defined in
Figure 5-53.

To provide a background, contextual state for the timeline analysis, NOAA’s CIO in
his 2008 Strategic Plan provided the following description of NOAA’s IT environment:

NOAA’s IT infrastructure has gradually evolved to handle current requirements
for gathering, processing, and distributing information. However, the volumes of
data collected from new observing systems, and the exponential growth of model
data, are increasing at a pace that dwarfs the growth of the current
infrastructure...... NOAA currently lacks the ability to integrate data from
various observing systems and provide climate-related data with adequate
information about how the data was transformed from a specific measurement to
data records delivered to the user. A wide variety of data such as open ocean
data, atmospheric data, socio-economic data, coastal geology, ocean bathymetry,
sea level, land glacier melting, river runoff, etc, is required by multiple disciplines
within NOAA. (National Oceanic and Atmospheric Administration Strategic
Information Technology Plan 2008-2015. 2008)

He further elaborates in 2008:

Currently NOAA'’s IT infrastructure is difficult and expensive to maintain and
lacks interoperability and scalability. NOAA IT infrastructure consists of
multiple fragmented IT components that deliver services independently.....
Historically, the IT infrastructure has evolved independently among line offices.
IT services are provided and managed in a balkanized fashion by each line office
and in many cases at the sub-line office level. There are limited NOAA-wide
service standards or processes. This results in uneven levels of service that are
challenging to monitor and improve at the NOAA level. (NOAA OCIO 500-Day
Plan Update October 2008 - February 2010. 2010)
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5.2.2.1 Enterprise Architecture

Figure 5-54 identifies the major time events that support defining and evolving
NOAA'’s Enterprise Architecture. Activities commence as early as 2003 when the
Enterprise Architecture Committee was established. This committee is one of ten
Governance committees that now exist within the NOAA CIO’s office. The
organization, structure, and responsibilities of these ten committees will be discussed in

more detail in section 5.2.3.1 Organizational Networks.
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Version 1.0 of the Enterprise Architecture document was released in 2005 with

updated releases occurring each year through 2008. When the data collection for this
study was completed in September 2010, Version 4 of the document had been drafted but

had not been approved and released for NOAA use. In 2007, a NOAA Enterprise
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Architecture Process and Life Cycle document was approved which initially defined how
the enterprise architecture maps and supports NOAA’s Capital Planning and Investment
Control (CPIC) processes mandated by Circular A-130. Version 3.1 of the Enterprise
Architecture provided additional, detailed descriptions on the architecture interactions
with NOAA’s planning and investment processes and defined specific data and timelines
interactions that must occur within NOAA’s Planning, Programming, Budgeting and
Execution System (PPBES), the primary system for planning, allocating and managing
resources within NOAA. (NOAA Enterprise Architecture Volume I: Core Architecture
Descriptions, Version 3.1 (redacted). 2008)

In 2007, NOAA documented the NOAA Observing System Architecture as the initial
segment in the Enterprise Architecture and later in the year published the Enterprise
Security Architecture as the next segment of the Enterprise Architecture. In 2009, the
CIO established an objective to “define and publish the service layer of the NOAA
Enterprise Architecture, with a focus on the catalog of infrastructure services.” (NOAA
OCIO 500-Day Plan Update October 2008 - February 2010. 2010) When the data
collection was completed, this objective and not yet been realized. Furthermore, the total
segmentation of NOAA’s Enterprise Architecture had not been fully defined.

In 2008, an HPCC Strategic Plan was published which included a current “as-is”
architecture, a target “to-be” architecture, and a transition strategy for implementation in
the 2011 through 2016 timeframe. Although the NOAA Enterprise Architecture does
acknowledge the business value of the HPCC capability, it does not provide any
architectural information about how the HPCC architecture fits into higher-level NOAA

Enterprise Architecture and the HPCC Strategic Plan does not identify any alignment or
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relationship to the NOAA Enterprise Architecture. (NOAA High Performance
Computing Strategic Plan for FY2011-2015. 2008)

NOAA'’s Enterprise Architecture defines the Integrated Ocean Observing System
(100S) as a major data management initiative for integrating data across NOAA.. It later
identifies the Data Integration Framework (DIF) as establishing “the initial technical
infrastructure, standards, and protocols needed to improve the delivery of 5 of 20 core
oceanographic variables defined by the U.S. 100S Development Plan.” (NOAA
Enterprise Architecture Volume I: Core Architecture Descriptions, Version 3.1
(redacted). 2008) Later in the same year, the DIF Design Document was published and
states that its design is in alignment with the NOAA Enterprise Architecture but it does
not further define or elaborate on the specific elements of the DIF design that
demonstrates how it is aligned with the Enterprise Architecture. (NOAA I00S Data
Integration Framework (DIF) Design Document. 2008)

In reviewing the Enterprise Architecture documentation, it does not yet appear to
achieve the major objectives of an Enterprise Architecture as defined in the literature
review. It is clear that NOAA recognizes this deficiency as the NOAA CIO in 2010
stated:

The NOAA EA satisfies external stakeholder (OMB and DoC) technical
expectations, but is generally recognized as a somewhat academic exercise with
marginal return on value within NOAA. The intent is to transform it into a
practical, relevant and value added tool to guide CIO and corporate decisions
regarding NOAA’s IT future....The EA is not structured in a manner that enables
meaningful or efficient analysis of the significant amounts of empirical
information contained the NOAA EA document. This is a significant gap which
limits the potential and is a showstopper barrier to achieving the long-term goals

of EA. (National Oceanic and Atmospheric Administration Strategic Information
Technology Plan 2010-2017. 2010)
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The NOAA CIO then restates his 2009 commitment to “develop and execute an EA
communications, education and outreach strategy and plan to include the development of
a meaningful EA web site, and an on-line collaboration tool for active participants.”
(National Oceanic and Atmospheric Administration Strategic Information Technology

Plan 2010-2017. 2010)

5.2.2.2 SOA Efforts

Although not a defined as segment within this case study’s enterprise architecture
framework, the implementation of a SOA is a major thrust of this research and thus a
chronological analysis of SOA efforts within NOAA was also produced as shown in
Figure 5-55. As previously stated, the AWIPS-11 program was defined in 2006, used a
five layer architecture framework, and defined an initial set of Core Services. In 2007,
the AWIPS-11 program released an initial set of SOA services which were then leveraged
to complete the development and delivery of the AWIPS-11 system to the NWS in 2010.
The next phase of the program is to integrate the capabilities of the current National
AWIPS (NAWIPS) software baseline, which supports the NWS national centers, within
the AWIPS-I11 software baseline which supports the regional weather offices, to create a
single, all-encompassing AWIPS-I11 software baseline for use throughout the NWS, with

a planned delivery in 2012.

179



1996 — 1999
AWIPS initally

delivered to NW5

ANIPSAI SOA Core | AWIPS-NI

Servicas Defined

GEO-DE CONOPS
Publishad

4 omotes a
Serwces
Oriented Wek

Architectura

¢ |dentifies 4

candidate sat of

sarvices

SOA Cars
ervicesinital

Releaza

| 1005 Program

Established

* Promotzs a
Federated SOA

Architecture

* [00OSto be

exacuted
through multiple
iterations (DIF
DMAC, 1005}

1005 DIF CONOPS

Defines

* AFunctional
Data

Management

Components

Multipls
documents define
the need for a

ServicesRegistry

Q0 Stategic Plan

* Adopt a S0OA
Approach

* Provide a SOA
for NOAA Data

Management

AVAPS-II Daliverad

1005 Program

approach

* Implement
Common Data
Access Services

* Prowde Datain
Common Data
Formats

* Utidize Common
Vo abulaey

¢ Describe Data
Using Metadata

2012 - Transition
NAWIPS {a

National Canters
version of AWIPS)
to the AWIPSAI

basaline

2005
and before

2006

2007

2008

2009

Services Oriented Architecture

2010

2011
and later
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In 2006, NOAA also established the Global Earth Observations Integrated Data

(GEO-IDE) Concept of Operations Version 3.3. 2006)

that promotes the integrated access to NOAA’s many quasi-independent data

Environment (GEO-IDE) with the objective of providing NOAA with an easier and more
cost effective access to all of its data and information. The GEO-IDE Concept of

Operations (CONOPS) document describes a federated “system-of-systems” approach

management systems using a services oriented web architecture. The document also
identified an initial candidate set of services for data management and data access with

this architecture. (NOAA Global Earth Observation Integrated Data Environment

In the 2007 timeframe, NOAA then established the IOOS program, an even larger

180

more encompassing program than GEO-IDE, to integrate ocean environmental data at the



national level. The I00S program defined three phases of execution; the DIF program
which is an initial proof of concept data management activity, the Data Management and
Access Component (DMAC) program which builds the major data management
components of I00S, and finally the large IOOS program which builds out the remaining
interfaces and services to fully realize the Integrated Data Management System envision
in the OV-1 diagram shown in Figure 5-52. 100S also promoted a federated SOA to
implement this vision. (NOAA Integrated Ocean Observing System (I0OS) Program
Data Integration Framework (DIF) Concept of Operations (CONOPS) Version 1.0.
2008)

In 2008, the I0OS DIF program defined a set of use cases and a similar set of
candidate data management and access services to those identified by the GEO-IDE
program. Finally in 2010, IOOS released a white paper that further described the
objective of the 100S program and defined the following set of engineering practices that

must be executed to realize the 100S vision:

Execute a SOA approach

e Implement a set of common data access services

e Provide data in common data formats

e Utilize common vocabulary

e Describe the data within the 100S using metadata. (Willis 2009)

In the 2008 timeframe, numerous NOAA IT program level documents and

presentations discuss data management and data access issues and solutions identified the
need for Services Registry, a core component in implementing a SOA. In 2009, the

NOAA CIO’s Strategic Plan stated that NOAA will adopt a SOA approach and further
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amplified the need to execute a SOA specifically for data management. (National
Oceanic and Atmospheric Administration Strategic Information Technology Plan 2009-
2016. 2009)

It is noted that although the NOAA CIO and many lower-level NOAA IT program
level documents identify the need to implement a SOA and a Service Registry, especially
at the data management layer, this architectural approach was not discussed in the NOAA

Enterprise Architecture document.

5.2.2.3 Standards

Figure 5-56 portrays the chronological timeline for the development and use of IT
standards within NOAA. In 2008, the Enterprise Architecture defined the need to
develop standards and stated that the Enterprise Architecture Committee is chartered to
establish IT policies and standards. It later states that “The NOAA GEO-IDE will make
NOAA products available in multiple formats and communications protocols, utilizing
current information technology standards, where they are mature, and best practices,
where accepted standards and still evolving.” (NOAA Enterprise Architecture Volume I:
Core Architecture Descriptions, Version 3.1 (redacted). 2008)

In 2008, the GEO-IDE program released a set of documents that clarified its goal to
develop standards for data access, identified a set of standards that should be “fast
tracked” to approval, and proposed a four step standards process for use within NOAA
that was based on industry best-practices. Separately in 2009, the IOOS program
released multiple documents that defined the need for data access standards. In the
Business Case for IOOS document, the IOOS program stated that NOAA users are
currently unable to identify, locate, access, and use the full wealth of data available
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within NOAA and for the data sources that NOAA users currently access, many of them

spend some level of effort to convert and transform the multiple data sets they use into a

single, common format and then use that data set for analysis. (Willis 2009) The I0O0OS

CONOPS stated that multiple tools and standards exists, however, currently no authority

exists within NOAA to establish and baseline a set of standards for NOAA-wide

implementation and then is empowered to enforce their use throughout the NOAA

community. (NOAA Integrated Ocean Observing System (I100S) Program Data

Integration Framework (DIF) Concept of Operations (CONOPS) Version 1.0. 2008)
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Finally, the NOAA CIO’s 2010 Strategic Plan identified the need to define and

“apply a common set of data standards across NOAA to facilitate data exchange.” He

further stated that NOAA needs to evaluate for adoption the National Information
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Exchange Model (NIEM), an XML-based information exchange framework for
exchanging data across federal, state, and local governments and with industry. He also
proposed the use of the Keyhole Markup Language (KML) as a standard for the
dissemination of geospatial data. (National Oceanic and Atmospheric Administration

Strategic Information Technology Plan 2010-2017. 2010)

5.2.2.4 Software Practices

By implementing a SOA, an argument can be made that less insight is needed into
how software is developed or maintained as these details are internal to the
implementation of the service, which is not exposed as part of the service. However,
software practices were examined as part of the case study and three highlights, as shown

in Figure 5-57 were identified.
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As part of the AWIPS-II Re-architecture effort, the program established in 2006 a
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The program also wanted to ensure that AWIPS-II software would be platform and
Operating System (OS) independent. To accomplish this, the AWIPS-I11 software was
written in Java with supporting functionality being provided through open source
projects. By 2007, the AWIPS-II had identified 13 open source projects for inclusion in
the AWIPS-11 software development baseline. (Tuell 2007)

In 2008, the HPCC Strategic Plan documented a need to focus on software
engineering skills. The plan stated that the environmental modeling community will be
faced with the challenge of writing efficiently coded model simulations to run across
thousands of multi-core processors in programming environments that are still emerging.
It highlighted that this challenge will require a cadre of engineering expertise that can
work closely with physical scientists to develop and optimize the software and that
NOAA will need to enhance its software engineering discipline and expertise to achieve
optimal software performance and scaling, while maximizing the efficiency of
transitioning software from research to operations using a collaborative model
development methodology that leverages NOAA partners, but internally and externally.
(NOAA High Performance Computing Strategic Plan for FY2011-2015. 2008)

In his 2010 Strategic Plan, NOAA CIO committed to adopting software engineering
standards and practices however he does not elaborate further. As stated in the literature
review, this commitment would invoke constraints on how software is developed within
each project, but if executed correctly, would significantly enhance the overall
performance of the enterprise IT environment. For example, while examining the

software practices for 28 custom-coded business applications, three different Structured
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Query Language (SQL) COTS database packages, three different COTS web server

packages and five different software language/programming environments were used.

5.2.2.5 Communications

Prior to 2004, NOAA communications networks consisted of multiple independent
Wide Area Networks (WANS) that had been separately procured by each NOAA line
office or by a program within a line office. For NWS communications, nearly all
communications were routed through the NWS Telecommunications Gateway
(NWSTG). The telecommunications gateway can trace its history back to the 1950’s
providing teletype data communication connectivity to both national and international
organizations. By 2004, this single gateway hub was composed of 30 years of COTS and
custom hardware and over 5 million lines of software. (Fenix 2010) 84 communication
circuits interfaced through the gateway and approximately 1,115 Gigabytes (GB) of data
was transferred through this hub each day. Consequently, NOAA implemented a
program to modernize the NWSTG while also implementing a Backup NWSTG (BTG)
to eliminate this single point of failure. Operational testing of the BTG commenced is

2005 and the BTG was declared fully operational in 2006.
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In 2005, NOAA’s CIO Council conducted a Program Baseline Assessment in

preparation for the FY2008 budget submission. This assessment established the need to

migrate 12 legacy networks to a single NOAA-wide network using the Multi-Protocol

Label Switching (MPLS) technology as the underlying data routing technology for the

network. The assessment also identified IT security vulnerabilities caused by NOAA’s

high reliance on the Internet. Consequently, by implementing a single NOAA-wide

network for internal communications, NOAA could then reduce and manage the number

of Internet Access Points between NOAA and the public. But at the same time, the

assessment realized the benefit of using the Internet2 for high performance computing

and research purposes. (NOAA CIO Council FY08 Program Baseline Assessment (PBA).

2005)
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In 2006, NOAA conducted a technology demonstration and operational assessment of
the MPLS WAN technology using the AWIPS system. (Operational Acceptance Test
Plan for the AWIPS MPLS WAN. 2006) This successful demonstration led to establishing
the NOAANet program in 2007 with the objective of collapsing the 12 legacy networks
to the single NOAANet network. In 2009, the AWIPS program commenced transitioning
all AWIPS sites to NOAANet and in 2010, the AWIPS transition was completed. It is
estimated that by 2016 all legacy NOAA networks will be completely transitioned to this

NOAANet.

5.2.2.6 Platform, Desktop and Business Services

“In October 2002, NOAA successfully migrated off of its legacy accounting system
to use the Department of Commerce’s (DoC) Commerce Business System (CBS) as its
official financial system of record. DBS is the integrated financial management system
throughout the Department. Core CBS consists of a Core Financial System (CFS)
interfaced with standard department-wide administrative systems for small purchases,
bankcards, time reporting/labor cost distribution, the limited DoC data warehouse and
corporate database.” (NOAA OCIO Non-Core CBS Financial Management System
(PCS) Operational Analysis January 2006 - December 2006. 2006) Other modules
address contracts accounts receivable and accounts payable as well as Permanent Change
of Station (PCS) and Integrated Travel Manager. This capability enabled NOAA to meet,
for the first time, the requirements of the Chief Financial Officers (CFO) Act of 1990 and

the OMB Circular A-127.
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In 2006, NOAA executed Enterprise Licensing Agreements (ELAS) for Google Earth
and Google Maps, two widely used geospatial applications. In his 2010 Strategic Plan,
the NOAA CIO identified the need to establish a strategy for executing additional ELAS
for “common software in the areas of Office Automation; Network Management,
Antivirus; Databases; Business Modeling Tools; and Open Source software support.”
(National Oceanic and Atmospheric Administration Strategic Information Technology
Plan 2010-2017. 2010)

In the area of desktop management, NOAA issued a policy defining secure
configurations of the Windows XP ® and Windows Vista ® operating systems in 2007
and then commenced implementing these secure Standard Desktop Core Configurations

throughout NOAA in 2008. Also in 2008, NOAA “completed three major upgrades of
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the NOAA Staff Directory to create a single authoritative source of official NOAA staff
and organization information.” (NOAA OCIO 500-Day Plan Update October 2008 -
February 2010. 2010)

Defining and executing a NOAA internal communications strategy has been a multi-
year effort starting in 2006 with the establishment of the NOAA Enterprise Messaging
Committee. In 2007, NOAA baselined a Three Tier Unified Communications Plan that
included messaging and calendaring, collaboration, and telephony capabilities. (NOAA's
Unified Communications System. 2009) To provide a numerical size perspective of
NOAA'’s email operations, in 2007 NOAA’s Messaging Operations Center “reduced the
number of NOAA electronic mail services from 25 to 17...supported 14,800 centrally-
managed electronic mail accounts....managed an average of 785,000 electronic mail
message per day...and processed an average of 79 gigabytes of electronic mail data per
day.” (NOAA Consolidated Information Technology (IT) Infrastructure Operational
Analysis October 2006 - September 2007. 2007) In 2008, NOAA awarded a Unified
Communications Contract to deliver the first phase messaging and calendaring capability
and in 2009 NOAA transitioned to the Microsoft Exchange/Outlook ® software product
suite to provide this capability to its users.

Finally in 2008, NOAA CIO published the IT Services Catalog which provides a
listing of the IT services offered by various offices within the CIO’s organization. This
catalog provides a description and key features of each service, a listing of target
customers, the name and contact information for the service provider, the pricing

methodology for acquiring and using the service, the target response time for delivering
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and using the service, and a description of the resources used to deliver the service.

(Office of the Chief Information Officer IT Service Catalog. 2008)

5.2.2.7 Observations

A chronological analysis of this segment was not produced as it would have only
included events identified for the procurement and installation of new and improved
observation capabilities. There was only one architectural highlight in this segment. In
2002, NOAA completed its first baseline inventory of observing systems which
comprised 99 observing systems, located on over 23,000 platforms and measuring over
500 observation parameters. This inventory is now contained and managed within an
internal NOAA Consolidated Observing Systems database and supporting NOAA
Consolidated Observations Requirements List (NOAA Observing Systems Segment
Architecture (NOSA). 2008). In 2008, the baseline inventory consisted of only 92
systems, but had expanded to over 30,000 platforms measuring over 800 observation
parameters. The decrease of systems from 99 to 92 is attributed to enhanced steps in
governance supported by enhanced systems and decision analysis. However, in 2009
“the 100S Program found that 10 NOAA organizations collected sea temperature data,
but each one does so using a different system. NOAA’s Consolidated Observations
Requirements List (CORL) shows 25 different systems that deliver sea surface

temperature data.” (Willis 2009)
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5.2.2.8 Data Management and Core Services

The GEO-IDE CONOPS document states that NOAA’s data management
requirements are significantly more challenging than normally found in most enterprise
IT environments. This document states:

Over the past decade, the advent of the Web and its attendant search engines has
greatly improved access to documents and text that are available on line.
However, this revolution in access to documents has highlighted how far we
(NOAA) have to go to improve access digital data. Web search engines cannot
extract information from digital holdings and no single standard guides the
transfer of digital data and products over the Internet. Instead, as was true of
documents before the web, digital data are indexed and cataloged by many
different sources and maintained and supplied in a multitude of formats. It is
difficult and inefficient to locate data and hard to make effective use of the data
that are retrieved....(The) NOAA Observing System Council (NOSC) has agreed
that data management is defined by two coordinated activities: data management
service and data stewardship. Together, they constitute a comprehensive end-to-
end process for movement of data and information from observing systems to data
users. This process includes data acquisition; quality control; validation;
reprocessing; cataloging; documenting; storing and archiving the acquired data;
and retrieving and disseminating the various data versions. (NOAA Global Earth
Observation Integrated Data Environment (GEO-IDE) Concept of Operations
Version 3.3. 2006)

For this reason, both the Data Management Layer and the Core Services Layer were
analyzed as in integrated entity. Furthermore, it has been generally agreed that the
workflow business processes from data acquisition to mission service or application

usage follow the processes defined in Figure 5-60.
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Figure 5-60 Data Management Workflow Processes and Conceptual Services
(Reprinted from NOAA Global Integrated Data Environment (GEO-IDE) Concept
of Operations Version 3.3)

The chronological analysis of the combined Data Management and Core Service
Layers is presented in Figure 5-61. As far back as 1998, a need was identified to create a
U.S Integrated Earth Observing System which would received, store, and provide access
to environmental operational data. By 2002, the CLASS system, the largest NOAA data
repository, was defining upgrades to support additional observing systems while also
expanding its archive, access, and distribution capabilities to provide more accessibility
to users via the web. As stated previously, the system is expected to be active through

the foreseeable future and by 2020 is expected to manage over 160,000 TB of data.
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Figure 5-61 Data Management and Core Services Layer Chronological Analysis

Separately, in 2004, the NWS placed into operations the National Digital Forecast

Database (NDFD) which is the largest repository within the NWS for managing weather

observations and follow-on weather forecasts. In 2008 the NWS defined the Weather

Information Database (WIDB) which will be the follow-on data repository to the NDFD.

The WIDB will be able to store and manage 4-D observations (X, y, z, t) and 2013 is the

planned IOC date.

As stated previously, the NOAA CIO Council conducted a Program Baseline

Assessment in 2005. The assessment concluded that NOAA requires a comprehensive

strategy for the movement of data from observing systems to users. It was determined

that the GEO-IDE being established at the time could be a mechanism for addressing the

integration gaps proposed by this strategy. The council also agreed that the existing
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CLASS system was a primary IT system and data repository for data management
activities. (NOAA CIO Council FY08 Program Baseline Assessment (PBA). 2005) Then
separately in 2005, the NOAA Strategic Plan identified a new concept, the 100S, as a
key capability for linking observational data, cross line offices, to support the
achievement of mission goals. Consequently, by the end of 2005, NOAA had identified
four large data management/data access programs; the existing and expanding CLASS
program, the recently IOC’ed NDFD program, the GEO-IDE program, and the 100S
program.

From 2006 through the end of the case study data collection period in 2010, both the
GEO-IDE and 100S programs appear to approach the data management/data access
problem in a similar manner. Both programs agreed that the architecture must be
federated due to the large number of data repositories and their location throughout the
U.S, that a SOA provided the best approach for maintaining federation while also
achieving the data management/data access goals and achieving the vision defined in the
OV-1 diagram of Figure 5-52, that a common vocabulary needed to be established and
used, that data must be provided to users in a set of well-defined and agreed-to standards,
and that the business workflow and supporting core services could be defined for
implementation. From a SOA implementation perspective, the IOOS Business Case
document published in 2009 identified business efficiencies that could be obtained if
NOAA, as a whole, could decouple its observing systems, from its data management/data
access systems, and from its users and supporting mission services. (Willis 2009) The
2009 NOAA CIO Strategic Plan acknowledges the need to provide a SOA for data

management but does not provide any additional details for how this may be
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accomplished. (National Oceanic and Atmospheric Administration Strategic

Information Technology Plan 2009-2016. 2009)

5.2.2.9 High Performance Computing

The chronological analysis of the High Performance Computing Layers is shown in
Figure 5-62. In 2006, the NOAA CIO established the HPCC committee. As previously
discussed, the High Performance Computing Strategic Plan was released in 2008 that
defined a current and target architecture for implementation. The plan was to fund and
implement this target architecture in the 2011 to 2016 timeframe. NOAA also conducted
a demonstration is 2008 that proved that a NOAA atmospheric model could be
successfully scaled to execute across 8000 processors simultaneously. (NOAA High
Performance Computing Strategic Plan for FY2011-2015. 2008) Finally in 2010 the
NOAA CIO’s Strategic Plan identified virtualization and cloud computing as viable
technologies for satisfying HPCC requirements. (National Oceanic and Atmospheric

Administration Strategic Information Technology Plan 2010-2017. 2010)
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Figure 5-62 High Performance Computing Chronological Analysis
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5.2.2.10 Mission Services

Only the AWIPS-II program defined any efforts in this layer. When the program
defined its five layer SOA in 2006, it also defined eleven mission services to be

implemented in AWIPS-II.

5.2.2.11 Presentation and Dissemination

Internally to NOAA, the only program that provided any presentation layer
information was the AWIPS program which in 2006 identified two client presentation
modes, CAVE and JMX, within the presentation layer of its five layer SOA. The
Common AWIPS Visualization Environment (CAVE) provides a common development
and execution environment for the AWIPS Graphical User Interface (GUI). CAVE
provides weather forecasters with the ability to access and use a wide variety of AWIPS
mission services and Geographic Information System (GIS) tools, the ability to pan and
zoon through large data sets in both vector and raster formats, and the ability to connect
and use the AWIPS system through either a thin client or a web browser. The Java
Management Extensions (JMX) client interface provides a standard interface for system
administrators to configure and monitor the AWIPS system, its computer processes and
hardware performance. (Jones 2009)

Within the Dissemination segment, the NOAA CI10O established a Web Committee
and a Web Operations Center in 2004 to centrally manage the numerous public websites
that NOAA had implemented. In 2005, the NOAA CIO commenced “pursuing a strategy
of projecting a One-NOAA branding on all public accessible web pages.” (National
Oceanic and Atmospheric Administration Strategic Information Technology Plan 2005-

2010. 2005) In 2009, the NOAA CIO’s Strategic Plan identified an objective to expand
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NOAA presence and in 2010, the CIO expanded this to include establishing a

consolidated repository of all information products and to implement Web 2.0

technologies to enhance interaction with NOAA personnel. (National Oceanic and

Atmospheric Administration Strategic Information Technology Plan 2010-2017. 2010)

The results chronological analysis of the Presentation and Dissemination segments is

shown in Figure 5-63.
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Figure 5-63 Presentation and Dissemination Layers Chronological Analysis

5.2.2.12 Business and Performance

NOAA'’s Enterprise Architecture document only has two paragraphs devoted to the

Performance Layer. The first paragraph defined the layer and stated the information

included in the layer is located in NOAA’s corporate strategic plans. The second

paragraph stated that the EA and CPIC processes subscribe to the FEA Performance

Reference Model but did not elaborate any further. NOAA’s Enterprise Architecture

document defined the Business Layer and stated that the EA program had formed a

partnership with NOAA’s PPI line office to adopt the NOAA Functional Model as the

Business Layer of the NOAA EA. A NOAA Functional Model diagram was provided
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but the diagram was too generalized to allow supporting business processes to be mapped
at the lower levels of the EA (NOAA Enterprise Architecture Volume I: Core

Architecture Descriptions, Version 3.1 (redacted). 2008)

5.2.2.13 Security

Due to its sensitive nature, a chronological analysis of the Security Layer was not
conducted. However, previous sections have already highlighted some key events related
to his layer. In 2004, NOAA established a Web Operations Center to both provide a
consistent, single NOAA presence to the public while also reducing the number of
Internet access points between NOAA and the public. Furthermore in 2005, the CIO
Council’s Program Baseline Assessment recommended establishing a single internal
network for NOAA to further reduce the number of Internet access point between NOAA
and the public. (NOAA CIO Council FY08 Program Baseline Assessment (PBA). 2005)
This recommendation led to the created of NOAANEet, the single WAN for all NOAA
operations.

In 2007, the Enterprise Security Architecture was published as a separate document to
the NOAA Enterprise Architecture. Also during that year, the NOAA CIO established a
consistent certification and accreditation process for all NOAA IT systems. Finally in
2007, a NOAA policy for the Secure Configuration of Windows XP and Windows Vista
was established and this led to the implementation and deployment of Standard Desktop

Core Configurations of these desktop operating systems in 2008.
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5.2.3 Network Analysis

5.2.3.1 NOAA'’s Organizational Networks

As previously stated by the NOAA CIO, the NOAA IT infrastructure consists of
multiple fragmented IT components that have historically evolved independently by the
line offices. A historical examination of the NOAA as an organization, coupled with an
examination of the current roles, responsibilities and organizational relationship of the
NOAA CIO to the rest of the organization provides insight into the current abilities and

limitations of the NOAA CIO to invoke innovations into the organization.

5.2.3.1.1 NOAA as an Organization

As shown in Figure 5-64, five of the six NOAA line offices already existed when
NOAA was formed in 1970. NOS, the oldest NOAA line office, has traceable roots back
to 1807 when President Thomas Jefferson formed the Survey of the Coast. Four of the
five line offices have operational roots tracing back over 100 years. Given this legacy, it
should be expected that within each line office there exists significantly strong ties, as
defined by Granovetter and discussed in section 2.9.3.3 of the literature review. Since
NOAA'’s formation in 1970, it is expected that some ties have been formed across line
offices. The DIF CONOPS provides a descriptive analysis of how interactions across the
line offices occur to develop NOAA analyses and products:

Customers are defined as the NOAA offices and personnel operating and using
the results of the models and assessment/decision-support tools. Each customer
has a number of users, which refers to the individual persons accessing and
retrieving data, performing any necessary formatting and/or data combination,
and forwarding the data to the models and/or tools....These individual customers

currently each access their data in different ways, ranging from somewhat
automated access to highly manual processes that require an operator to perform
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multiple functions. Once all data is collected from the diverse sources, the data
often require post-processing into a uniform format that can be used by the
decision tool or model. Customers develop their own ‘normalization’ routines for
users to aggregate data into a usable format. (NOAA Integrated Ocean Observing
System (100S) Program Data Integration Framework (DIF) Concept of
Operations (CONOPS) Version 1.0. 2008)

It appears that over the last 40 years that NOAA has been in existence that moderate ties

have been established across the five line offices.

But most recently, there has been a push for NOAA as an organization to execute
more corporately. This is witnessed through three organizational changes. First, the
NOAA CIO office was established some time after the Clinger-Cohen Act was passed in
1996 to address IT from a corporate perspective. Then in 2002, the Program Planning
and Integration (PPI) line office was created to promote integration and strategic
management among NOAA Line Offices, Staff Offices and Councils. Finally in the mid-
2000 timeframe, the NOAA Administrator established the five mission goals with the
purpose of aligning planning, budgeting, and execution activities to achieve cross-cutting
mission priorities and results. Each of these organizational changes was external to the
original five NOAA line offices and weak ties are now being formed. The NOAA CIO
acknowledges that these ties to the rest of NOAA organization are weak. In the 2010
Strategic Plan, he stated that “the NOAA EA is not approved by the goal team leads,
although this level of vetting is essential to achieve the buy-in needed to implement the
target architecture. Education, outreach and a focused campaign to sell the NOAA EA to
goal team leads and other strategically placed stakeholders is needed to close this gap.”

(National Oceanic and Atmospheric Administration Strategic Information Technology

Plan 2010-2017. 2010)
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5.2.3.1.2 NOAA CIO Organization

Prior to the NOAA CIO position being created, each of the existing Line Offices had

their own IT organization and CIO. In creating

the NOAA CIO position, the Line Office

CIO positions remained and from an organizational perspective, the Line Office CIOs

continue to report through their line organizations. PPI, as the strategy management line

office, does not have a line C1O. As shown in Figure 5-65 the NOAA CIO’s

responsibilities to-date have been focused in the lower, infrastructure layers of the

architecture while the Line Office CIO’s primarily manage the mission-specific IT

systems.
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As shown in Figure 5-66, the NOAA CIO has established a number of overachieving
program, technical, and security management offices to execute his responsibilities
however, most of major IT systems within NOAA are actually managed through the line

offices and not through the NOAA CI0 staff office.
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(Reprinted from Overview of the Office of the Chief Information Officer— 2010)

As shown in Figure 5-67, the NOAA CIO has established the NOAA CI0 Council
which includes the NOAA CI0, the NOAA Deputy CIO, the five Line Office CIOs, and
representatives from nine technical committees. Each of these technical committees also
includes representatives from each of the five line offices. It is noted that the Enterprise
Architecture Committee is at the same level as the other eight technical committees. In
many other IT organizations, the Enterprise Architecture Team would include architect
specialists in technical areas such as security, networks, data management, messaging,
applications, web technologies, and operations management. Consequently, the CIO
would be advised by a single Enterprise Architecture Team and not by nine committees

of which one is the Enterprise Architecture Committee.
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Within the Environmental Data Management Committee (EDMC) is the Data
Management Integration Team (DMIT) which is the driving force behind the GEO-IDE
project which has the goal to create a standards-based Data Management/Data Access
layer. Table 5-3 identifies the numerous of line and staff office participants that comprise
the DMIT. As highlighted in the GEO-IDE CONOPS, there are risks to adopting the
ambitious standards based approach that GEO-IDE offers. “Many attempts to build,
apply and adhere to standards for data and metadata have failed due to a lack of uniform
commitment to the process. The risk will be that there is insufficient management and
financial support applied to standards necessary for GEO-IDE to be successful.” (NOAA

Global Earth Observation Integrated Data Environment (GEO-IDE) Concept of
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Operations Version 3.3. 2006) As shown in the data management and core services
chronological analysis, GEO-IDE is one of four programs in this layer being lead from
with the NOAA CIO’s office. The other three programs are line office programs;
CLASS is an NESDIS program, I0OS is a NOS program, and NDFD/WIDB is a NWS
program. Given the identified risks, having only 3 NOAA CIO representatives appears to
be weak, when attempting to overcome the strong ties established within the line offices
and the moderate ties that exist across the line offices.

Table 5-3 Line and Staff Office Participation in the DMIT

Line or Staff Office Number of Participants
NESDIS 22
NWS 10
NOS 7
OAR 3
NMFS 3
NOAA CIO 3

Lastly as shown in Figure 5-67, the NOAA CIO executes both a NOAA CI10 Council
and a NOAA IT Review Board (NITRB). Figure 5-68 shows the membership
relationships between these two boards. Both boards include the NOAA CIO, NOAA
Deputy CIO and the five Line Office C1Os. The NOAA CIO Council is a technically
focused board as it includes the representatives from the various technical advisory
committees, whereas the NITRB is a budgeting and program execution board as it
includes NOAA’s CFO and representatives from the NOAA’s Acquisitions and Grants

Office and NOAA’s Office of Program Analysis and Evaluation.
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Figure 5-68 NOAA CI0O Council and NITRB Membership Relationships

5.2.3.2 NOAA'’s Technical Networks

Although a significant amount of documentation was collected for this case study,
this data was too sparse to develop a full appreciation for the overall complexity of the
NOAA'’s technical networks. NOAA has numerous standalone systems within each line
office that supports the individual products for that office. For example, nautical charts
is a major product line within NOS but this product line is actually supported by two
nautical charting systems implemented using two different technologies. NOS’s system
of raster files for their 1000-nautical chart suite enables both traditional paper and raster
chart production, but the “dumb” representation of the data is impeding NOS from

moving large quantities of this source data into a more useable, relational database
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format. NOS’s vector-based Electronic Nautical Charts (ENC) System is implementing
relational database technologies. This system is based on commercially available
Computer Aided Design (CAD) software supplemented with custom applications,
supporting databases, and data files served and managed by multiple servers that support
130 client workstations.  Currently, the raster system provides more chart coverage but
the goal is for the ENC system and product line to provide the same level of coverage.
NOS has a Vertical Datum Transformation (VDatum) project underway to transform
their existing raster data into a usable relational database format. Although NOS has a
plan for moving to a single nautical charting system, no strategy or plan could be located
to move the capabilities of these systems into a larger NOAA-wide data collection, data
management, service execution, or product generation capability.

The NWS line office provides the most coherent picture of its technical networks but
it only addresses weather operations. Figure 5-69 provide a high-level strategy for the
NWS. Overall, the objective is to decouple the four major processes of observations,
data management, forecasting, and dissemination in their future technical efforts. This
architectural concept follows a directed graph approach with observations being the IN
component, dissemination to the private sector and integration into user decisions as the
OUT component and the WIDB cube and forecasting interactions functioning as the

SCC.
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Figure 5-69 Weather Information As a Directed Graph
(Reprinted from NWS Science and Technology Strategic Themes — 2008)

Figure 5-70 provides a high level conceptual diagram of NWS technical systems that
existed at the end of the data collection period. NWS obtains observations from multiple
observing systems including the GOES/POES satellite constellations, Next Generation
Radar (NEXRAD), and the Automated Surface Observing System (ASOS). Through
various communications pathways, this observational data is provided directly to the
AWIPS processing systems located at NWS regional offices throughout the country, or
inputted and processed by computer models at the National Centers for Environmental
Protection (NCEPSs) and then forwarded to the AWIPS systems as forecast predictions.
Automated capabilities within AWIPS, supplemented by experienced NWS forecasters,

provide a continuous stream of information to the public describing current weather
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conditions, providing forecasts, and producing warnings, watches, and advisories when

severe weather conditions merit alerting the public.
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Figure 5-70 AWIPS Processing as a Directed Graph
(Reprinted from Roadmap for Satellite Data in the Advanced Weather Information
Processing Systems (AWIPS) — 2009)

Figure 5-71 provided a much more detailed diagram of the major NOAA systems
involved in weather operations. Close examination of the diagram shows that there are a
number of bi-directional connections between AWIPS and other systems. Although
AWIPS appears as a major hub in this diagram, in reality, there are 169 equivalent
AWIPS systems in operations. However, the NWSTG is a major hub having 84 data
circuits passing through it and as thus the BTG was constructed and placed into operation

in 2006. As postulated by Albert, Jeong and Barabasi, an overt attack on a single

AWIPS site at an NWS regional office would have limited impact on overall NWS
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operations, whereas an attack at the NWSTG would have had more catastrophic
consequences, estimated to be a loss of over 90% of all weather data prior to the
implementation of the BTG. (NOAA Enterprise Architecture Volume I: Core

Architecture Descriptions, Version 3.1 (redacted). 2008)
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Figure 5-71 AWIPS Tightly Coupled IN-SCC-OUT
(Reprinted from Roadmap for Satellite Data in the Advanced Weather Information
Processing Systems (AWIPS) — 2009)

This figure also shows strong ties between the NWS line office systems and the
NESDIS line office systems. NESDIS is the provider of observational data from
NOAA’s satellites which is distributed to AWIPS. NESDIS is also responsible for
operating four large archival data centers for NOAA, of which the National Climate Data

Center (NCDC) is one of them. AWIPS forwards weather data and forecast predictions

to the NCDC for long term archival purposes. Finally, this figure highlights observing
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(IN), modeling and product generation (SCC), and dissemination (OUT) components of a
directed graph.

As NWS is moving to decouple its observing, storage, processing, and dissemination
processes, it has also implemented a SOA within AWIPS-11 to decouple the
asynchronous, stateless Data Access Layer, the stateful Mission Service Layer and the
highly distributed Client/Presentation Services Layer. The SOA implementation within

AWIPS-II is shown in Figure 5-72.
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Figure 5-72 AWIPS-11 Decoupling the SOA Architecture Layers
(Reprinted from Roadmap for Satellite Data in the Advanced Weather Information
Processing Systems (AWIPS) — 2009)

Satellite observational data plays a significant role in NOAA operations. Figure 5-73

diagrams the data ingestion streams from NOAA’s satellite constellations, as well as

from DoD and international satellites. NESDIS receives downlinks from numerous
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satellites, processes the data, provides intermediate and long-term storage, and distributes
the data. From a science of networks perspective, this satellite data flow represents a
directed graph IN component providing data into an SCC that includes multiple NWS

sites, multiple U.S. Government agencies and multiple international sites via the

NWSTG.
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Figure 5-73 Satellite IN Component
(Reprinted from Overview of the Office of the Chief Information Officer— 2010)

NOAA has many standalone systems and some line offices have combined their
standalone capabilities to provide enhanced line office wide products suites, but it was
very difficult to identify a set of NOAA-wide network connections or hubs. Figure 5-74
identifies the NOAA-wide hubs that this case study found. At the Communications

Layer of the technical networks are DNS and Directory Services servers which provide
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connectivity and access to information throughout the entire NOAA network. At the
Platform, Desktop, and Business Services Layer is the Staff Directory that provides
information about the staff that comprises NOAA. Finally, as a softcopy document, the
IT Services Catalog is available where all NOAA personnel can find and obtain IT

services that are provided by the NOAA CIO.
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Figure 5-74 Existing Hubs in NOAA’s IT Environment

Figure 5-75 also identified the need for six additional hubs, or repositories of data and
information, that would either enhance the ability of users to navigate through the NOAA
IT enterprise or would enhance the current and future development activities within the
IT enterprise. Although not directly accessible by any NOAA user or customer, the
Observation Segment maintains a database (CasaNOSA\) of all observational systems, the
observational platforms they utilize, and the observational parameters they collect. As
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shown in the SOA Chronological Analysis, multiple NOAA documents identified the
need for a Services Registry. Various NOAA CIO Strategic Plans also document the

need to establish consolidated repositories for NOAA products and data. The creation
and subsequent user access to these repositories, along with user access to the

observations database, would greatly facilitate access to the full wealth of NOAA

capabilities.
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Figure 5-75 Current and Potential NOAA IT Hubs
The 2009 NOAA CIO Strategic Plan also established the need for creating an
Approved Product List when he identified the need to create a strategy for developing
and implementing enterprise licensing agreements of common software used throughout
NOAA. (National Oceanic and Atmospheric Administration Strategic Information
Technology Plan 2009-2016. 2009) Finally, as shown in the Standards Chronological
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Analysis, multiple NOAA documents identify the need to create a repository of standards
that NOAA will adopt, use, and support. The implementation of both an Approved
Products List and a Standards Repository would constrain individual project and
developer options, but could significantly enhance NOAA’s future interoperability at

lower operations costs.

5.2.4 Pattern Matching Analysis

The case study data was assessed against both OMB’s Enterprise Architecture
Assessment Framework (Improving Agency Performance Using Information and
Information Technology (Enterprise Architecture Assessment Framework v3.0). 2008)
and the CIO Council’s A Practical Guide to Federal Service Oriented Architecture. (A
Practical Guide to Federal Service Oriented Architecture. 2008) Using OMB’s
Framework, it was assessed that NOAA has an Enterprise Architecture Team, a set of
documented enterprise architecture processes, a set of enterprise architecture tools and a
documented enterprise architecture. Thus, NOAA has the necessary resources and tools
to execute EA within NOAA. Unfortunately, no evidence was found to demonstrate that
NOAA had sufficiently established, documented, and communicated a Current EA
Baseline, a Target EA Baseline, and an Enterprise Transition Plan, as diagrammed in

Figure 5-76, such that the benefits of an EA could be obtained.
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Figure 5-76 Enterprise Architecture Alignment and Integration
(Reprinted from Enterprise Architecture Assessment Framework v3.0 — 2008)

Using the CIO Council’s eight step approach defined in A Practical Guide to Federal
Service Oriented Architecture and diagrammed in Figure 3-1, an equivalent assertion can
be made that a Baseline Architecture, Target Architecture, and Sequencing Plan have not
been established, documented, and communicated. Consequently, only a limited set of
SOA services, isolated to the AWIPS program, have been implemented and thus NOAA-
wide agility provided by a SOA has not been realized. Furthermore, it could be
questioned that the initial steps of establishing Executive Buy-In, Establishing
Appropriate Management Structure and Establishing Architecture Processes That Use
SOA have been fully implemented. As previously stated, the Enterprise Architecture has
not been approved by the mission goal leads and a large amount of IT management and
execution autonomy and independence still exists in the five major line offices.
Consequently, multiple, competing Data Management/Data Access Layer programs, each

endorsing a slightly different set of SOA services, currently exists.
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5.2.5 The Application of Science of Network Concepts

5.2.5.1 Quantitative Analyses

As stated in the Mission Drivers section of the case study, NOAA expects a 7.5 times
factor increase in the amount of data it collects and stores in the next decade. The
environmental models that NOAA expects to implement require NOAA to provide
computing resources at a factor of 128 times greater than their current operational
resources.

However, a tremendous amount of duplication currently exists. As previously stated
an 100S program analysis reported that 10 different NOAA systems collect sea surface
temperature and that 25 different NOAA systems process or deliver sea surface
temperature data. Four approaches for improving data management within NOAA also
exist. As previously discussed, the DIF CONOPS document describes how:

individual customers currently...access their data in different ways, ranging from
somewhat automated access to highly manual processes that require an operator
to perform multiple functions. Once all the data is collected from diverse
sources, the data often requires post-processing into a uniform format that can be
used by the decision tool or model.” (NOAA Integrated Ocean Observing System
(100S) Program Data Integration Framework (DIF) Concept of Operations
(CONOPS) Version 1.0. 2008)
Figure 5-77 provides a notional timing diagram of a scenario where a user queries data
from three different data stores, receives, normalizes, and formats each data set and then
combines the three data sets into a single, macro data set that it is then inputted to a
prediction model. The CLASS system reports for every data set that is stored into
CLASS, 3.7 data sets are retrieved, thus from a computing resource perspective, it is
more efficient to normalize data when it is stored and not when it is retrieved, provided a

description of “normalized data” can be proactively defined.
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Figure 5-77 Notional Timing Diagram for Current NOAA Data Access

As proposed by the 100S program, the Data Access Layer should provide access to

data sets that have already been normalized and formatted for follow-on Mission Services

to use without manual user intervention. If this were provided, the notional timing

diagram presented in Figure 5-78 could be realized. The I00S program reports:

Small scale investments have yielded benefits for some users, but these are not
available to all potential users, due to the limited scope of the solution. Research
in private industry have found that quick fix solutions are less likely to generate
the level of sustained benefit that an enterprise-wide data management solution
can provide....NOAA and end users who depend on NOAA data, their models,
and decision supports tools are spending significant amounts of time, sometimes
25 to 50 percent of the time of assigned personnel, to discover, access, format,
and ingest the data for each product or output delivered. (NOAA Integrated
Ocean Observing System (I00S) Program Data Integration Framework (DIF)
Concept of Operations (CONOPS) Version 1.0. 2008)
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Figure 5-78 Notional Timing Diagram Using Proposed Data Access Layer Concepts

The case study documents that NOAA has made some progress in eliminating

5.2.5.2 Qualitative Analyses

5.2.5.2.1 Network Growth and Preferential Attachment
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duplication. NOAA is making process to collapse 12 legacy networks to a single
NOAANet network and multiple consolidation activities have now resulted in a single
NOAA-wide staff directory and a single email system, operating on a reduced,

consolidated set of servers but these efforts are contained within the NOAA CIO’s

current management preview, and not across the entire NOAA IT enterprise.




As shown in Figure 5-64, NOAA’s organizational network as grown over many years
but the fundamental five line offices that were in place before NOAA’s establishment in
1970 still remain. From a technical perspective, both the NWSTG and CLASS systems
provide examples of network growth, preferential attachment, and fault tolerance
enhancements. The NWSTG communications center was established and had 3 teletype
circuits operational by 1944. In 2005, the NWSTG was recognized as a critical node and
thus a backup gateway was established and became operation 2007. When the case
study data collection was completed in 2010, the NWSTG had grown to 84 circuits.

The forerunner system for CLASS, the Satellite Active Archive (SAA), was placed
into operations in 1995. This system was updated to implement the CLASS architecture
in 2001 and redundant dual-site operations were achieved in 2005. Although the study
was unable to determine the total number of network connections to CLASS, the system
has continually implemented upgrades to support additional observing systems while also
expanding its archive, access, and distribution capabilities. The 2005 NOAA CIO
Council’s Program Baseline Assessment determined that the CLASS system was a
primary IT system and data management repository for current and future use, essentially
acknowledging it as a node for preferential attachment. (NOAA CIO Council FY08
Program Baseline Assessment (PBA). 2005). Strategic data projections show CLASS to
be operational through 2020.

Within the NWS, the NDFD was established in 2004 and its successor, the WIDB,
has a planned 10C date of 2013. Assessing the four data management strategies currently
being implemented within NOAA, CLASS has the greatest seniority followed by the

NDFD. Both GEO-IDE and 100S are relative newcomers and have not yet established
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operational network nodes. If either of these programs is to be successful, then careful
consideration needs to be taken to understand why a data provider would prefer to
connect to these new data management programs. In other words, NOAA needs to
examine methodologies that will increase the fitness of these proposed nodes over the
fitness of the existing CLASS and NDFD nodes. Otherwise, it may be more beneficial to
adopt the SOA approach that both the GEO-IDE and IOOS programs endorse within the

existing data management programs provided by CLASS and NDFD.

5.2.5.2.2 Clusters and Correlation

From an organizational perspective, section 5.2.3.1.1 has previously discussed the
strong, medium, and weak ties that have been established throughout NOAA. These
strong organizational ties may be a primary driver for NOAA currently having four
different program approaches for the Data Management/Data Access Layer of the EA.

In examining the connectivity of the data flows, and associated network paths, no
regularly connected structural network could be identified. Based on the discussions
provided in the I00S program documentation, it can be inferred that users establish
whatever links are necessary to obtain the data they need to perform their functions. As
shown by Watts and Strogatz, these random networks result in entities traversing a small
number of nodes to get to a destination but will generally result in a larger number of
links being created.

Unfortunately, it is not clear how these links are initially identified and established
within the NOAA IT infrastructure today. As previous stated, NOAA data is both
relational and numerical in nature and it does not promote data discovery via traditional
web search engines. Consequently, the implementation of a user accessible Observations
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Database, Services Registry, Data Catalog, and Product Catalog would significantly

promote both data discovery, and follow-on product generation.

5.2.5.2.3 Directed Graphs

The case study found numerous examples where NOAA, at a macro-level, depicts
itself using a directed graph. The OV-1 diagram presented in Figure 5-52, the NWS
Strategy diagram presented in Figure 5-69, and the I00S Program description to
decouple observations, data management and analysis function, and dissemination
functions are examples. However, the only implemented capability that the case study

found was the AWIPS processing system shown in Figures 5-70 and 5-71.

5.2.5.2.4 Spreading of Viruses, Epidemics, and Innovations

The case study was unable to locate examples where the IT enterprise was quickly or
widely adopting new innovations or technologies. The Enterprise Architecture document
has been in existence since 2005 and Version 3.1 was published in 2008, however, the
document has not been accepted throughout NOAA and had been viewed as an academic
exercise. The standards-based GEO-IDE program is another CIO sponsored program that
appears to have been introduced at the periphery of the organizational network and may

have a very difficult time in obtaining wide adoption.

5.2.6 Case Study Conclusions

For this case study, the following conclusions and answers to the research questions
are provided, In response to the first question “are SOA best practices contributing to

NOAA’s SOA success?” the answer is that “SOA best practices are not being used with
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NOAA.” Although NOAA has multiple programs that discuss SOA implementations and
it is a NOAA CIO strategic objective, only the AWIPS-11 program had implemented a
SOA, and there was no indication that the resulting AWIPS-11 services were being made
available external to the AWIPS-II program.

For the next question “Does science of networks concepts add value to understanding
NOAA'’s enterprise IT networks?” the answer is that “science of network concepts add
value to understanding NOAA’s enterprise IT organizational and technical networks.”
From an organizational perspective, tremendous insight was obtained by examining the
organizational history of NOAA, its predecessor line offices, and its recent addition of
five goal teams, a CIO staff office, and the PPI line office. Using organizational history
to establish strong, medium, and weak network ties generally explains the level of
duplication that currently exists in NOAA technical networks and why multiple
simultaneous, yet competing, efforts are currently underway in the Data
Management/Data Access Layer of the architecture. Strategically, NOAA envisions its
future technical network as a directed graph but has not yet established a technical
implementation approach that will receive wide adoption. Using a science to networks
perspective, Table 5-4 evaluates the four potential approaches for building the Data
Management/Data Access Layer that is essential to developing a robust SCC component
within the directed graph.  These approaches are evaluated based on four criteria and
using a simple scoring mechanism where 0 represents no capability or experience and 5
represents tremendous capabilities or experience. First, the Data Access Layer must
provide SOA based stateless data access services to a federated data layer, thus SOA

knowledge and/or development experience is preferred. Next, the approach should
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address a large number data sets and network links. Third, the organization
implementing the approach needs to have strong to medium ties to the other
organizations and have supporting technical links within NOAA. Finally, the approach
should be introduced within a centralized location of the network, vice as a peripheral
location, thus increasing the probability of wider adoption and the possibility of creating
a percolating cluster.

Table 5-4 Using the Science of Networks to Evaluate Data Layer Approaches

Approach SOA Data Sets & | Strong Ties | Introduced | Approach
Experience Links Location Total

NESDIS 0 5 5 5 15

CLASS

NWS 4 3 3 3 13

NDFD

NOS I00S 3 1 3 2 9

NOAA CIO 3 0 0 0 3

GEO-IDE

As shown in Table 5-4, an NESDIS approach using the CLASS system as a starting
point presents the highest score when evaluated using a science of networks perspective.
NESDIS has a large number of established links, incorporates a large number of data sets
and has the most centralized introduction location of all the approaches. NESDIS has
strong and medium ties throughout NOAA since NESDIS operates multiple data centers
that are responsible for archiving a large portion of NOAA’s observational data.
Unfortunately, SOA knowledge and experience within NESDIS was not found, but this is
easiest of all the evaluation criteria to overcome.

Both the NWS NDFD and NOS I0OS approaches have medium scores. NWS,
through the AWIPS program has more experience in executing SOA and has stronger ties
to other areas of NOAA, thus it yields a slightly score than the NOS approach. The

NOAA CIO’s GEO-IDE program had the lowest score because no data sets and links
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have been implemented, the organization implementing the effort has the weakest ties to
the rest organization and thus it could be viewed as being introduced from the periphery
of the organization.

For the final question, “Does applying science of networks concepts add value to
SOA efforts?” the answer is that “science of networks concept provide only marginal
insight into SOA efforts within NOAA.” The answer is highly biased because NOAA
has only just begun using implement SOA concepts. However, science of networks
concepts has yielded tremendous insights into the current state of both NOAA’s
organizational and technical IT networks. For example, science of networks techniques
provided the following insights:

e NOAA'’s CIO can be viewed as a new organization that currently has weak
ties to a majority of NOAA’s IT enterprise. In the lower architectural layers
which the NOAA CIO had authority, the formation of information hubs and
the elimination of duplication have resulted. At the higher levels of the
architecture, his ability to execute NOAA-wide improvements is significantly
diluted by the pre-existing strong and medium ties that pre-date the creation of
NOAA CIO staff office.

e The Data Management/Data Access Layer has four different strategies for
implementation. Using science of networks concepts as evaluation criteria,
the NESDIS approach appears to have the highest potential for success for
building a SCC, as part of an overarching NOAA directed graph.

e NOAA’s enterprise IT environment would greatly benefit from the creation

and/or public exposure of four major data and information hubs; an
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Observations Database, a Data Catalog, a Services Registry, and a Product
Catalog. This would greatly facilitate the discovery, access, and usage of
NOAA observational data, services, and products.

e NOAA’s long term operations and maintenance architecture would greatly
benefit from the creation and adoption of a set of NOAA-wide Standards and
the implementation of a NOAA-wide Approved Product List

e Due to the very strong ties that exist within each NOAA line office, the
NOAA CIO and the NOAA Administrator need to seriously examine the
ability to introduce NOAA-wide innovations throughout the organization,
using the research perspectives discussed in Section 2.9.3.5 of the literature

review.

5.3 Case Study #3 — U.S. Defense Contractor

5.3.1 Background of Case

This case study participant is a large publicly-held U.S defense contractor with
approximately 130,000 employees. Although the DoD is the company’s largest
customer, this company actually provides systems and services to nearly every
department and agency in the federal government. Furthermore, approximately 18
percent of its annual revenue is through international sales. The company operates from
545 locations throughout the United States and internationally. 43 of those sites,
distributed throughout 17 states and the District of Columbia, are considered major
locations because they have in excess of 500,000 square feet of manufacturing and office

floor space.
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5.3.1.1 Organizational Structure

The company’s organizational structure is diagrammed if Figure 5-79. At the top of

the organization are the Chairman and CEO and the President and COO. The company is

divided into four very large business areas, each focused on a particular set of

engineering technologies, product lines, and supporting customers. The company also

has multiple functional areas that provide services across the entire company. The

Corporate CIO is a functional service. To provide IT services to each business area, the

Corporate CIO is supported by four Business Area CIOs. Each Business Area CIO

reports to the Corporate CIO, but also has a matrix responsibility to provide IT services to

their respective business area.
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Figure 5-79 Corporate Organizational Structure
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Figure 5-80 shows the CIO’s organizational structure. This organizational structure is
generally mirrored within each Business Area’s CIO organizational structure as well.
The CIO is supported by the Chief Architect who manages the technical interfaces across
the various CIO internal organizations. The CIO is also supported by a Business
Analysis group that ensures the IT organization is operating in an effective and cost
efficient manner and that strategic investments in new IT technologies are achieving a
reasonable Return On Investment (ROI).

Each CIO organization has three services offices that correspond to the enterprise
architecture layers that will be described later; Infrastructure Services, Applications
Services and Product Line Services. As the company is a major target of foreign
espionage activities, the C10O organization also includes a very strong Information &
Cyber Security office. The CIO’s Quality and Performance Excellence office monitors

the internal C1O processes to ensure they are delivering high quality services to the
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company in a cost effective manner that contributes to continued corporate profitability.
Finally, the Strategic Initiatives office identifies and assesses new IT technologies for
potential insertion into the enterprise, supports the development of implementation plans,

and assists in developing a target ROI value for each proposed technology insertion.

5.3.1.2 Business Drivers

The end of the Cold War caused significant changes to the U.S defense industry
throughout the 1990s. Numerous small defense contractors went out of business while
large defense companies either acquired smaller companies or merged with other large
defense contractors to form even larger, consolidated companies. By 1999, the case
study participant comprised 17 previously independent entities. This resulted in the
company having tremendous over-capacity of capital resources while also needing to
define a single company or cultural identity that would inspire employees to think and
execute as one company. Since that time, the C1O organization has made tremendous
accomplishments in eliminating duplicative IT infrastructure while also delivering a
single company-wide IT presence, which is a key component it creating a single company
cultural identity. This case study documents many of the transformational efforts that
occurred from 2000 through 2010.

At the end of 2010, the company had documented four major business risks that
directly affected the CIO. First, the company is highly dependent on U.S. Government
contracts and a declining budget or reprioritization of federal funds to other efforts could
affect the company’s ability to maintain or grow company sales, earnings, and cash
flows. Second, the company’s earnings and profit margins are greatly affected by the
company’s ability to remain efficient and control costs. Third, as a U.S. defense
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contractor, the company faces physical threats to its facilities and employees through acts
of terrorism or cyber threats that could result in IT failures, both resulting in business
disruptions. Finally, the business must continue to attract, recruit, and retain a large
number of highly skill personnel. This is an increasing difficult challenge as the demand
for qualified personnel is exceeding supply as the number of high technology,
commercial companies is rapidly growing. To this extent, the workforce, with its
knowledge and experience, is a critical resource. The company must successfully
manage the intellectual property that resides both in its explicit corporate knowledge base
and also held tacitly within the minds of its workforce. Consequently, the company must
support workforce career development, leadership development, and succession planning

throughout the business.

5.3.1.3 Sources of Data for Case Study Analysis

The case study examined a total of 39 documents or web pages, consisting of 1850
pages of information. Additionally, 18 interviews were conducted using the structured

interview guidelines provided in Appendix A.

5.3.1.4 Enterprise Architecture Framework Used for Case Study Analysis

Figure 5-81 provides a diagram of the enterprise architecture framework that was
used for this case study. The framework does not match or closely correspond to any
previously documented framework identified in this research. However, the framework
addresses four unique attributes associated with being a large defense contractor which
are:

e Provide cost efficient delivery of company-wide IT services
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e Ensure the employees can access company-wide resources

e Support U.S Government audits of its performance under its contracts, cost

structure, and compliance with applicable laws

e Deliver a wide set of products to a diverse set of government customers using

a variety of development and delivery mechanisms
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Figure 5-81 Enterprise Architecture Framework Used for Case Study Analysis
At the base of the enterprise architecture is the Infrastructure Services layer. This
layer is divided into five sets of services; Data Center Services, Network Services, Help
Desk Services, End User Computing/Desktop Services, and Collaboration Services. The
next layer is the Application Services layer and includes customized COTS software and

custom developed software to meet the specific needs of the company or business area.

The Applications Services layer is further subdivided into Employee Centric Services and
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Business Area Centric Services. In developing a long term IT strategy, it was important
that employees view the company as one company, providing equal opportunity and
equal access across the entire company. Furthermore, many services such as Human
Resources, Employee Benefits, and Travel where corporate-wide functions that, over the
transformation time period, would become the same throughout the company. These
services were grouped into Employee Centric Services.

The long term IT strategy also recognized that the various business areas within the
company needed tremendous flexibility in delivering their product lines while also
providing competitive cost and pricing rate structures and contracting mechanisms that
could withstand U.S. Government certification and audit by U.S. Government agencies
such as the Defense Contract Audit Agency (DCAA), Defense Contract Management
Agency (DCMA) and various agency Inspector Generals. Consequently, it was decided
that each business area would have a set of Business Area Centric Services which would
include contract management systems, financial systems, Basis of Estimate
(BOE)/pricing systems, global supply chain management systems, and Earned Value
Management (EVM) systems.

Finally, each product line or program required IT capabilities to support the actual
design, development, integration, testing, delivery, operations, and maintenance of each
product line. These IT capabilities were incorporated in the Product Line Services layer.
This layer had the highest variation as the IT capabilities to design, build and operate a
ship or aircraft are tremendously different to those required to design, build, and manage
an agency help desk. Also for security reasons, the IT capabilities for each program and

product line may also be separately isolated and self contained within its own facility.
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As shown in Figure 5-81, the Corporate CI10O has primary responsibilities for the
Infrastructures Service layer and the Employee Centric Services within the Application
Services layer and each Business Area CIO has primary responsibilities for the Product
Line Services layer and the Business Area Centric Services within the Applications

Services layer.

5.3.2 Chronological Analysis

The data collection period for this case study was from September 2010 through
December 2010. Data collection focused on defining an initial state in January 2002 and
then creating a chronological analysis of events that occurred from January 2002 through

December 2010.

5.3.2.1 Infrastructure Services

Figure 5-82 diagrams the major activities encompassing the data center, network, and
help desk services. In early 2002, the company had 42 data centers. By April 2002, the
CIO had established a strategy for creating three enterprise data centers, located in the
northeast, southeast, and mid-west areas of the U.S. Each enterprise data center would be
connected to the other two enterprise data centers using high-capacity communications
lines. The applications, services, and data stored in one enterprise data center would be
replicated to at least one other enterprise data center. On a cases-by-case basis, an
application, service, or data would be replicated to all enterprise data centers. All
company facilities and enterprise data centers would be connected by an internal, private
Intranet. Additionally, each enterprise data center would provide a corporate access point

to the global public Internet. From a security standpoint, this architecture would provide
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geographic distribution and full replication of capabilities while also minimizing the

number of vulnerable connections between the company and global public Internet.

From 2002 through October 2009, IT capabilities were transferred from the 42 individual

data centers to the three enterprise data centers and progressively each individual data

center was shutdown. In December 2010, the three enterprises data center were hosting

7751 virtual servers and storing 7.48 Petabytes of master data.

Tue 1/1/102
Tue 1/1/02
Mon 4/1/02
Thu 10/1/09
Wed 12/1/10
Wed 12/1/10

Tue 1/1/102
Tue 1/1/02
Kon 4/1/02
Mon 6/3/02
Mon 2/3/03
Mon 3/1/04
Wed 6/1/05
Tue 9/30/08
Mon 3/2/09
Wed 9/30/09
Wed 12/1/10
Wed 12/1/10
Wed 12/1/10

Mon 2/3/103
Mon 2/3/03
Fri7/1/05

Fri 12/1/06
Thu 3/1/07
Mon 9/3/07
Wed 12/1/10

L W Data Center Services
11 ¢ 42Data Centers Exist , '
411 ¢ 3 Enterprise Data Centers Established
101 ¢  Migration from 42 Data Cen;ers to:3 Data Centers Complete
121 ¢ 7751 Virtual Servers
1211 ¢ 7.48 PetaBytes of Stored Data

& W Network Services |
11 ¢ 22 Separate Networks Exist i
4/1 ¢ Corporate Intranet Established
63 ¢ Corporate Dial-Up Connectivify Established
2i3 ¢ Secure Token Access Established
3/1 ‘¢ Virtual Private Network Connectivity Established
6/1 ¢ WebPassage Connectivity Established
9/30 ¢ Enhanced VPN (EVPH)
312 ¢ Remote Desktop Capability
9/30 ¢ Dial-Up Connectivity Shutdown
12/1 ¢ 4059 Network Devices
1211 ¢ 111 Phone Switches
1211 ¢ 75,796 EVPN Accounts

[ 2 W Help Desk Services
213 ¢ Single Incident Management System
711 ¢ Automated Password Reset
1211 ‘ Web-Based Group Distribution List Management
31 ¢ Chat Line Help Desk
913 ¢ Remote Connection To User's Desktop
i 1211 ¢ 52,000 Help Desk Calls Per Month

Figure 5-82 Data Center, Network, and Help Desk Services Chronological Analysis

Prior to January 2002, the company had 22 separate networks. Most these networks

were TCP/IP based and had connectivity to the global, public Internet. By April 2002,

these 22 separate networks were merged to form a single corporate Intranet. In June

2002, the company was reducing the number of corporate access points to the public

Internet while also creating corporate network and dial-up access points at each enterprise
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data center where employees could access corporate IT resources while away from a
company facility. The security of these remote access points was strengthened in
February 2003 as employees were issued secure identification (SecurelD) tokens. This
required an employee to provide a UserID, a user password and a periodically changing
SecurelD to be authorized to connect to the corporate Intranet from a remote location.

In March 2004, Network Services further increased its network security posture from
remote site users by implementing a Virtual Private Network (VPN) capability between
the corporate access point and the remote user’s workstation. The VPN used the public
Internet as a communication path between a corporate access point and a remote user’s
workstation, but encrypted the data that was being exchanged during the
communications. To use this capability required a remote user to obtain and install a
VPN software client on his remote workstation.

To eliminate the need for special VPN software, Network Services implemented a
secure WebPassage capability where remote site users could connect to a corporate
access point using a web browser and without the need to obtain and install special
software. An Enhanced VPN (EVPN) capability was deployed in September 2008 that
enhanced the security the VPN connection while also improving the performance of the
data exchange. Finally, in March 2009, Network Services provided a Remote Desktop
Connection capability where a remote user could logon to his company workstation
computer and have access to all of the IT capabilities routinely available to him at his
office location. By September 2009, nearly all remote users had high speed internet

access, so the Network Services shutdown the dial-up connectivity capability. In
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December 2010, Network Services supported 4069 network routing devices and 111
phone switches and managed 75,796 secure token accounts.

To provide corporate-wide Help Desk Services, the C1O implemented a single
incident management system in February 2003, to record, track, resolve, and manage
Help Desk issues. As password resets were the primary problem reported to the Help
Desk, an automated password reset capability was provided in July 2005. In December
2006, a web-based capability was provided that allowed designated employees to manage
company-wide group email distribution lists. To allow a Help Desk operator to
simultaneously service multiple employees, a Chat Line capability was implemented in
March 2007 and then September 2007, Help Desk operators were provided with the
ability to remotely connect and access a user’s desktop to assess and fix local workstation
problems. By December 2010, approximately 52,000 Help Desk calls were being

processed each month.

Wed 10/1/03 i O —— Cnd User Computing/Desktop Services
Wed 10/1/03 10/1 ¢ : Standard Desktop Configuration Established
Mon 12/1/03 i 121 ¢ Standard Laptop Configuration Established
Mon 5/2/05 i 5/2 ¢ Blackberry PDA Services Established
Tue 8/1/06 i 81 ¢ Encrypted Laptop Configuration Established
Wed 12/1/10 i i 1211 ¢ 90,093 Workstations
Wed 12/1/10 : : 121 ¢ 23,036 PDAs :

Tue 1/1/02 _ Collaboration Services
Tue 1/1/02 | 11 ¢ Corporate Email Domain Established

Wed 6/1/05 i 6/1 ¢ Email - Web Interface
Tue 8/1/06 : 81 ¢ Initial SharePoint Service
Tue 4/1/08 i i 4/1 ¢ Instant Messaging/Communicator
Men 9/1/08 9/1 ¢ Live Meeting
Mon 11/3/08 : | 11/3 ¢ Updated SharePoint Release
Wed 12/1/10 i i 1211 ¢ 44,076 SharePoint Sites

Figure 5-83 End User Computing and Collaboration Services Chronological
Analysis

Figure 5-83 identifies the major activities that were provided through End User

Desktop and Collaboration Services. In October 2003, a corporate-wide standard desktop
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configuration was baselined and deployed throughout the company. Two months later a
corporate-wide standard laptop configuration was also baselined and deployed
throughout the company. Since these initial baselines were established, regular updates
have been baselined and automatically deployed throughout the corporate IT network.
As the corporate workforce was becoming increasing mobile, the CIO responded by
establishing Blackberry Personal Digital Assistant (PDA) connectivity service to the
corporate email infrastructure in May 2005. To ensure that corporate proprietary data
was protected even if a laptop was lost or stolen, an Encrypted Hard Drive Laptop
Configuration was baselined and deployed throughout the company in August 2006. By
December 2010, End User Computing and Desktop Services were being provided to
90,093 desktops/laptops and to 23,036 Blackberry PDAs.

Prior to the start of the case study examination period, the company had already
established a corporate Internet domain and employees were regularly communicating
and collaborating via email. As more employees were remotely connecting to the
corporate Intranet to check email, a web-based email interface service was established in
June 2005. To provide an online employee-to-employee chat capability, Collaboration
Services deployed a Microsoft Instant Messenger ® service to desktops in April 2008.
This was followed by the deployment of a Microsoft Live Meeting ® service to desktops
in September 2008. Live Meeting allowed employees to share their computer display
with other employees and thus conduct virtual meetings from their individual offices,
with audio dialog being exchanged using existing telephone conferencing capabilities.

As previous highlighted in an earlier case study, Microsoft SharePoint ® offers

tremendous collaboration capabilities. Prior to SharePoint, file sharing was accomplished
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using two methods. The first method was to send an email to all participants with the file
as an attachment. The second method was to establish a shared directory on a network
drive and then provide all participants with access to the shared directory. Both methods
created file version control problems and resulted in the storing of multiple copies of files
in the corporate network. SharePoint was deployed as a corporate collaboration
capability in August 2006 and an updated SharePoint release was provided in November
2008. As of December 2010, Collaboration Services was supporting 44,076 SharePoint
sites. The practice of using shared network drives is almost non-existent in the
corporation. The combined use of instant messaging and SharePoint has reduced the

email storage requirements over 38 percent.

5.3.2.2 Employee Centric Services

Throughout the case study examination period, Employee Centric Services has been
continually evolving and now comprise into two major categories of services with a
corresponding set of applications. The first category provides services to the employee
and his family from a human resources perspective and the major corresponding
application providing the service was codenamed PeopleCentral. The second category
of services provides the employee with access to the knowledge that is available
throughout the company. These services are provided through a set of web hosted
applications and an open source enterprise social media application. A chronological
analysis is provided for each category of service.

In 1999, the company had 17 different HR management strategies and each strategy
had its own set of systems to manage employee jobs, pay and benefits, career
development, and travel. In late 2000, the company made a strategic decision to merge
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these disparate HR strategies and systems into a singular, one company approach to
managing its human capital. This strategy resulted in the creation of the company’s

PeopleCentral application.

Employee Information

* Personal Information
* Personal Data
* Emergency Contacts
* Location nformation
* Achievements
* Educations
* Honors and Awards
* Licenses and Certifications
* Memberships
« Job Experience
* Joh Profile
* Job History
* Job Description Lookup
* Biography
* Crisis Management
Notifications

Pay and Benefits

* General Benefits
Information

* Money and Payroll

* Pension Information

* Savings Plan Information

* Medical and Dental Plans

* HealthWorks Plan

* Dependent Certification

* Employee Discounts

* Total Value Compensation

Security, Safety and Trave!

* DoD Security Clearance
Processing

* Clearance Verification and
Visit Requests

* International Security

* Travel Scheduling

* Travel Expense Reporting

* Environment, Safety and
Health Reporting

Career Development
« Apply for a Job
* New Employee Orientation
* Employee Referval Program
* University Rearuiting
* Career Navigator
* Career Development
Planning
* Competency Assessment
Tool
* Educational Assistance
* Mentormg Connections
* Course Catalog /Learner’s
Desktop
* External Learning
Resources
* Performance Assessment
and Management

Rewards and Recognition

* Special Cash Awards
Programs

* Service Awards

* Thank You Notes

* NOVA Awards

Work Environment

* Organization Chart

* Lthics and Business Conduct

« Diversity and Equal
Employment Opportunity

* Organizational Conflict of
Interest Acknowledgement

Figure 5-84 PeopleCentral Employee Functions

PeopleCentral was initially deployed to the workforce in February 2003 with a

limited set of functionality that allowed the organization to initially track and manage
each employee within the organization. Since that date, PeopleCentral has been

continually updated to incorporate the diverse set of functions listed in Figure 5-84.
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* Job Action Request Processing
* Non-Employee Access Tracking
* Performance Management

* Compensation Planning

» Special Pay Processing

* Hiring/Job Openings

* Learning Management

* New Employee Enrollment/Orientation
* Leader/Manager Development
* Succession Planning

* Manager Reports

* Manager Guides

Figure 5-85 PeopleCentral Manager Functions

While PeopleCentral provides tremendous HR self-service capabilities to employees,
it is also a powerful tool for managers as it allows managers at all levels to review their
employees from a total workforce perspective, while also providing the ability
individually manage and develop employees. Figure 5-85 provides a list of manager
functions available in PeopleCentral.

Figure 5-86 provides a chronological analysis of major PeopleCentral events. Prior to
the deployment of PeopleCentral it was normal for employees to have to enter the same
data in multiple systems. For example, when an employee moved to a new work
location, he would have to access five applications to update his new work location and

telephone number.
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Mon 2/3/103 — PeopleCentral
Mon 2/3/03 213 ¢ Initial Operatlons Personal InformationiJob Experlence
Fri 8/15/03 815 ¢ Web Interface Performance Issues Resolved
Wed 10/1/03 10/1 ¢ Accurate Organlzattonal Data i
Mon 11/1/04 11/1 & Performance AssessmenﬂManagement
Thu 1/27/05 : - 1127 ¢ Thank You Notes . : :
Mon 3/14/05 : ; 4 ¢ ermgIJob Opemngs and OCI Screemng : :
Mon 3/14/05 i34 Q Interfaces of Financial, Time Recordmg and Corporate Badging Systems
Thu S/26/05 : 5!26 ¢ Compensatlon Planmng : : {
Thu 8/22/05 9J22 ‘ Matrix: Organlzatlon Implemientation
Mon 3/27/06 i . 3/27' ¢ Online Payroll Deductions and Employee Referral
IMon S/15/08 : . 518 'S Pension and Savings Plan tnformatlon
WMon 6/26/06 6!26 ¢ Career Development Planmng, EducatuonalAssnstance, Learmng Desktop
Thu 8/17/06 i i 8i17 ¢ HealthWorks and Employee Discounts
Thu 9/14/06 914 ¢ Travel Schedulmg and Travel Expense Reportmg
Wed 11/1/06 i i 111 Q University Recruttlng
Thu 12/14/06 12114 ¢ Successnon Planning
Mon 2/12/07 i i i 2112 ¢ Total Value Compensatlon
Tue 3/27/07 i ‘ 327 ¢ New Employee Orientation i
Thu 11/8/07 : 1118 ‘ Assured ldentlty Interface (Account Proy nsioning)
Fri 8/1/08 81 ¢ External Learning Resources and Mentoring Connections
Mon 9/1/08 : : 8/1 ¢ Health Beneflts Elections and Dependent Certmcat«ons
Thu 3/18/09 319 @ Specnal Pay/Awards Processmg i
Fri3/27/09 i i LT e Orgamzation Chart
Wed 11/11/09 : ‘ i 1111 ‘ Clearance Verifications and Visit Requests
Wed 12/9/09 1219 Q Automatic Turn-Off for Terminated Employees
Thu 3/25/10 ; 3 : . 325 ¢ DoD Secunty Clearance Processmg i
Mon 8/20/10 920 ¢ Competency Assessment Tool
Mon 10/18/10 : i i { i 10118 ¢ Crisis Management Notifications
Thu 12/16/10 i 12f16 Q Non- Employee Access Trackmg

Flgure 5 86 PeopIeCentraI Chronologlcal Analy3|s
PeopleCentral was deployed in February 2003 as multi-tier web application. The

application initially experienced tremendous performance issues as web page load times
were taking minutes to complete. It was nearly impossible to use if accessed remotely
using a dial-up Internet connection. Furthermore, the initial load of individual employee
and organizational structure data was from many sources and was highly suspect. One
company director decided to implement a Microsoft Access ® database to track his
organization of 300 employees as PeopleCentral was so unusable. By August 2003, the
web performance issues had been resolved which allowed managers and employees to

execute updates and by October 2003, PeopleCentral was maintaining an accurate
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company-wide organization representation, causing multiple standalone employee
tracking databases to be shutdown.

The first company-wide process that PeopleCentral supported was the annual
performance review and assessment process that was executed from October through
December 2004. While employees were able to enter their individual performance
accomplishments for the year, managers could generate assessment ratings across their
workforce, and then complete and provide each employee’s performance appraisal. The
entire process was executed on-line with the final signed assessment, and supporting
information, saved in PeopleCentral to support future career development and job
placement activities.

A critical process to managers within PeopleCentral was the Job Action Request
(JAR) that was executed each time there was a major employee HR action such as hiring,
terminating, organizational transfers, pay raises, or job promotion. Equally important,
employees were required to keep their personal information up-to-date. Consequently,
PeopleCentral became the authoritative source of human capital data for the company and
this resulted in PeopleCentral becoming a major hub within the company providing
individual employee and organizational data to numerous corporate and business area
applications. By the end of 2004, an employee could enter updated information into
PeopleCentral and it would be propagated to all corporate applications typically within a
day. In October 2010, a similar capability called Non-Employee Access Tracking was
implemented in PeopleCentral that provided similar capabilities to manage external

contractors that were supporting company activities.
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Figure 5-87 provides a chronological analysis of the corporate services that provide
employees with access to knowledge to execute the work functions. The knowledge
services can be further partitioned in to provide access to either explicit knowledge or

tacit knowledge.

Thu 5/1/03 — General Resources (Explicit Knowledge)
Thu 5/1/03 5f1 4 Corporate Level Web Hosting and Services
Thu 1/15/04 1/15 ¢ Engineering Knowledge Center
Tue 2/1/05 : 21 @ Process Asset Library
Mon 5/2/05 i i 5/2 ¢ AtoZDirectory
Fri 7/9/110 i " Enterprise Social Media (Tacit Knowledge)
Fri 7/9/10 719 ¢ Initial Oberating Capability (10C)
Wed 12/1/10 ; ; 1211 ¢ 348,962 Activities
Wed 12/1/10 i i i ; 121 ¢ 410,000 Weekly Visits

Figure 5-87 Employee Knowledge Services Chronological Anélysis
By May 2003, the Corporate CIO had established an internal corporate-wide web
hosting capability and was actively managing the posting and linking of content. As a
result of the acquisitions and mergers of the 1990s, the company established a corporate
level Engineering Knowledge Center (EKC) to collect, catalog, and store the tremendous
amount of unclassified proprietary engineering knowledge that the company now owned.
In January 2004, the Corporate C10, working with the EKC, made this library of
knowledge available to company personnel using web cataloging, text search, and
retrieval technologies. Similarly in February 2005, the Corporate CI1O launched a
Process Asset Library (PAL) capability that made all company and business area policies,
procedures and forms available to company personnel. Then in May 2005, the Corporate
CIO launched a web-hosted A to Z Directory that provided additional access to a wealth

of unique explicit knowledge.
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In July 2009, the Corporate CIO executed a strategic initiative to identify ways of
tapping into the tacit knowledge of the workforce using social media technologies. By
January 2010 an open source enterprise social media application had been obtained and
in July 2010, this social media application was made available to the workforce. The
application allowed employees to establish or register to groups of interest and then either
post new content or be notified when new content exists. It also allowed employees to
post interesting thoughts or concepts and other employees could follow these employees.
By December 2010, the social media application had 348,962 activities or groups of
interest and was experiencing 410,000 weekly visits, although less than 16 percent of the
corporate population had actually contributing content. Overall, there was insufficient

data and evidence to assess the merits of the innovation.

5.3.3 Network Analysis

5.3.3.1 Organizational Networks

Although 17 independent entities either merged or were acquired in the 1990s,
interviewees generally agreed that no single entity, with its supporting organizational and
cultural bonds, dominated the resulting structure of the company or the CIO organization.
CIO leadership fully endorsed the need to provide a core set of infrastructure services
generally available to everyone throughout the company, providing a more diverse set of
application services to each business area, and supporting a highly diverse and highly
tailored set of IT services at the program or product line.

Having the Business Area CIO report to the Corporate CI1O but also having a matrix

responsibility to their respective business area appeared to have two major advantages.
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First, the Corporate CIO could define and implement corporate-wide IT solutions.
Second, each business area, for cost efficiency purposes, wanted to fully leverage
corporate IT resources before having to expend their own business area resources to
obtain an IT service. Although the CIO organization had never diagramed an enterprise
architecture framework, such as found in Figure 5-81, multiple managers that were
interviewed generally agreed to the layering of services and the close alignment of the

CIO offices to provide IT services within each layer.

5.3.3.2 Technical Networks

Due to the merger and acquisition of 17 independent entities, the company initially
owned an IT network and infrastructure that had been built in an uncoordinated manner.
From a vulnerability perspective, the loss of a single data center within a company that
had 42 data centers would have been detrimental, but tolerable from a corporate
perspective. However, the company was much more vulnerable to cyber attack as there
were a minimum of 42 access points from the Internet into the corporate network, each
providing a variable level of protection.

Starting in 2000, the Infrastructure Services office had two major goals. The first
goal was to restructure the company’s existing networks to provide a private, company-
wide Intranet that only had a small number of highly controlled and managed access
points to the public Internet which would reduce the company’s vulnerability to cyber
attack. The second goal was to consolidate the company’s 42 data centers into 3
enterprise data centers. This goal was established to reduce corporate data center
operating costs, but it was proactively recognized that establishing these large enterprise
hubs would increase the risk to the company. Thus, a computing and data storage
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replication strategy and implementation was established to ensure that any two enterprise
data centers could counter the loss of the remaining enterprise data center.

As the company was becoming more mobile, the Corporate CIO organization
provided secure laptops and VPN connectivity that allowed the company to extend its
private Intranet to remote users. This was further extending by implementing Blackberry

PDA services.

Travel
Remmbursement
Application

Time
Recording
Apphcation

&

User Account
Provisioning

Credit
Card
Management
Application

PeopleCentral
221 Functions

52 External
Services
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Management
Application

Directory
Services
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Access
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|
&

Figure 5-88 PeopleCentral as a Hub for Employee Services
Within the Employee Centric Services area of the architecture, the PeopleCentral
application became a dominating hub, providing accurate employee and contractor data
and organizational structure information to eleven major application areas of the
company. As shown in Figure 5-88, PeopleCentral executed 221 different functions,

with 52 of those functions being executed as services external to the PeopleCentral
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application. In many cases, employees could execute a task, such as reviewing their 401k
Saving Plan information, by accessing the Savings Plan application directly from within
PeopleCentral or by externally logging directly into the Saving Plan application. For

both redundancy and performance reasons, PeopleCentral was one of the few applications
that was fully replicated across all three enterprise data centers.

In providing employees with access to the explicit knowledge within the company,
the web hosted A to Z Directory provided 671 links to repositories of corporate explicit
knowledge. Employees could gain access to wide range of knowledge, from obtaining
the detailed information about the technical implementation of a complex, proprietary

signal processing algorithm to finding the location and directions to a company facility in

California.
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Figure 5-89 ldentified Hubs in the Architecture
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Figure 5-89 shows the hubs that were identified in the architecture. At the lowest
level in the Infrastructure layers are the DNS and Directory Services hubs. At the
Applications Services layer are the PeopleCentral and Corporate Explicit Knowledge
hubs. In June 2010, the Corporate CIO established an IT Services Catalog that defined
Corporate ClO services that were available at the Infrastructure and Application Services

layers.

5.3.4 Pattern Matching

Although not proactively implemented as a best practice within the company, the
transformation executed by the company also generally followed the steps of the SOA
best practice diagrammed in Figure 3-1, except a target architecture was defined first, and
then the baseline architecture was examined and a series of steps defined and executed to
move the IT enterprise towards the target architecture. Once the general target
architecture was reached, the C10 primary used two primary measures to assess and
implement improvements to the enterprise; performance improvements and cost
efficiency. The CIO used three internal organizations to identify potential enterprise
improvements; Quality and Performance Excellence, Strategic Initiatives, and Business

Analysis.

5.3.5 Applications of Network Concepts

5.3.5.1 Quantitative Analyses

As the data center consolidation was nearing completion, the Corporate CIO

commenced tracking cost efficiencies against Gartner Incorporated’s benchmark
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standards. The major cost driver in IT operations is the number of people required to
support and administers both servers and desktops. Figure 5-90 is a measure of the
number of Intel-based servers that each operator or administrator could manage and
maintain. As shown in the figure, the case study participant had achieved cost

efficiencies greater than general industry, as reported through Gartner’s benchmark value.
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Figure 5-90 Number Of Intel Servers Per Administrator
Similarly, Figure 5-91 is a measure of the number of Unix-based servers that each
operator or administrator could manage and maintain and with one exception, the case
study participant had achieved cost efficiencies greater than the general industry, as

reported through Gartner’s benchmark value.
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Figure 5-91 Number Of Unix Servers Per Administrator
Lastly, Figure 5-92 is a measure of the number of desktops that each operator or
administrator could manage and maintain and again with a one exception, the case study
participant had achieved cost efficiencies greater than the general industry, as reported

through Gartner’s benchmark value.
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Figure 5-92 Number Of Desktops Per Technician
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Figure 5-93 Number Of Applications Obtaining Data From PeopleCentral
Figure 5-93 plots the number of applications that attached to the PeopleCentral node
over the case study examination period to obtain authoritative employee and contractor

data and supporting organizational structure information.
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Figure 5-94 Number Of Functions Incorporated Into PeopleCentral
Figure 5-94 plots the number of new functions or operations that were incorporated
into PeopleCentral over the case study examination period making it the single

application to execute human capital operations for the entire company.

5.3.5.2 Qualitative Analyses

5.3.5.2.1 Network Growth and Preferential Attachment

From the beginning of the case study examination period until approximately 2008,
the enterprise IT infrastructure actually reduced the number of data center nodes, the
number of access points to the Internet and the number of HR applications. This was

accomplished by creating a very few large, highly capable and redundant hubs. From a
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data center perspective, it could be argued that each enterprise data center node offered a
greater fitness as each offered equal or better computing and data storage performance,
higher reliability and redundancy, and at a lower cost to the company. Similarly, the
PeopleCentral application provided a higher fitness node as it provided a single, accurate
and authoritative source of employee and contractor data and supporting organizational
structure information. The ability of this node to provide accurate and authoritative data
was greatly enhanced by providing both employees and managers a single, easy location
to enter updated data information, coupled by a set of internal organizational
management rules that were automatically invoked to ensure organizational integrity was
consistently maintained.

Throughout the case study examination period, the company continued to both
acquire new companies and divest existing entities; however, each of these activities
involved a small number of employees and IT capabilities. In the acquisition situation,
the IT path was to assimilate the acquired company’s computing needs into the existing
company IT enterprise. In the divestiture situation, the divested company was provided
with partitioned services until they had created their own IT environment.

Although the company’s initial network services effort was to build an internal,
private Intranet with limited, controlled access points the public Internet, the company
was able to implement secure solutions that allowed remote users to connect and become

a part of the company’s private Intranet.

5.3.5.2.2 Clusters and Correlation
Both the architecture and the CIO organization were closely aligned to support

corporate-wide unified connectivity at the lower levels of the architecture framework,
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while also providing the IT diversity required to execute at the product line level of the
architecture. Although the architecture shows each business area and product line
executing as separate entities, it was very common for one business area or product line
to leverage the capabilities or resources of another business area or product line. The
company had established policies, procedures, application, and data interfaces to support
the interactions. These elements could be viewed as components of a regularly connected

network.

5.3.5.2.3 Directed Graphs

This case study did not exhibit any characteristics associated with a directed graph.

5.3.5.2.4 Spreading of Viruses, Epidemics, and Innovations

Although 17 independent entities either merged or were acquired in the 1990s,
interviewees generally agreed that no single entity, with its supporting organizational and
cultural bonds, dominated the resulting structure of the company or the CIO organization.
This allowed the company to establish a one company mindset, essentially lowering the
critical threshold for accepting innovations and allowing a single enterprise IT
environment and corporate culture to be established. The initial deployment of
PeopleCentral was marred by performance issues, but the ClO provided frequent
communications to the workforce about the issue and steps being taken to resolve it. As
this was a very core application to the company, tremendous IT efforts, continued senior
management support, and employee patience resulted in company-wide acceptance. As

PeopleCentral now permeates the company network, providing data to eleven major
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applications, this application connectivity, as diagramed in Figure 5-88, could be
considered a percolating cluster.

The company has most recently introduced an enterprise social media application into
the enterprise. It was introduced to the workforce in a corporate-wide communication in
July 2010, but no follow-on efforts or communications has been provided in an attempt to

reduce the critical threshold or enhance the spreading rate of the innovation.

5.3.5 Case Study Conclusions

For this case study, the following conclusions and answers to the research questions
are provided. In response to the first question “are SOA best practices contributing to the
company’s SOA success?” the answer is that “a majority of SOA best practices are being
used and aid in SOA success.” This case study participant used the term services from a
business perspective more than from a software-centric technical perspective. Although
not proactively identified as a best practice as it was being executed, the company and the
CIO organization generally followed the SOA best practice diagramed in Figure 3-1.
Consequently, the company was realizing the benefits of services and was currently
taking steps to optimize services, both through enhanced performance and cost
efficiencies.

For the next question “Does science of networks concepts add value to understanding
this company’s enterprise I'T networks?” the answer is that “science of network concepts
adds value to understanding the company’s IT organizational and technical networks.”
The enterprise architecture that was used to evaluate this case study was the result of
understanding that infrastructure services and employee IT functions were company-wide
activities, that contract and finance IT operations needed to be partitioned at the business
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area level, and that specific product development IT operations needed to be focused on
the particular characteristics of the product line and program. All of these IT activities
are supported by an underlying corporate set of Infrastructure Services available to all
levels. Furthermore, cross business area and product line activities were executable
using a pre-defined set of corporate policies and procedures that allowed both the
technical and organizational networks to operate as a regularly connected lattice. From a
corporate and business area perspective, the company did not operate as a directed graph
and thus only a small set of data needed to be shared across the enterprise. Consequently,
this explains why only five information hubs were identified and only at the lowest layers
of the enterprise architecture.

The formation of the enterprise data centers and the creation of PeopleCentral offered
tremendous new capabilities in a more cost efficient manner. Essentially, both of these
innovations had a higher fitness and thus migrating existing nodes to these new
capabilities was the only realistic alternative available to the business areas. The creation
of these large nodes created a risk to attack or disruption but this was proactively
recognized and replication, failover, and restoration solutions were provided as these
enterprise data centers were initially established.

The merger of 17 independent entities as one large corporation was not encumbered
by pre-existing strong legacy bonds. The organizational structure of the Corporate C1O
supported by Business Area CIOs promoted a concept of using, leveraging, or developing
a corporate-wide capability first, thus minimizing the potential for implementing
duplicative, yet different, solutions for the same issue or situation across multiple

business areas. Furthermore, the CIO organization had offices that directly corresponded
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to the enterprise architecture layers, but also included offices that assessed cross-layer
efforts as well.

For the final question, “Does applying science of networks concepts add value to
SOA efforts?” the answer is that “science of networks concepts provides both a
qualitative and quantitative assessment of SOA efforts for this company.” The
qualitative data showed a reduction of data enter nodes and access points to the Internet
being from 42 to 3, but once this was completed, quantitative data was available to show
key IT cost efficiencies measures where continually improving and where better than
industry averages. Quantitative data from PeopleCentral showed how this hub and its
supporting percolating cluster was able to provide authoritative employee data throughout
the company. Quantitative data also showed the increasing number of services that were
provided by this nodal application. Although not shown quantitatively, it was
qualitatively discussed that PeopleCentral replaced 17 different HR strategies and their

supporting applications.

5.4 Cross Case Analyses

This section describes any similar activities, events, or trends that were observed

across multiple cases within this research effort.

5.4.1 Corporate and CIO Organizations

The U.S defense contractor was considered to have the newest or youngest
organization, as it was formed through the merger and acquisition of 17 independent
entities. As previously stated, there was no single company or culture that

overshadowed the other companies or cultures, thus there was no pre-existing strong
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cultural bonds to overcome. The senior leadership of the U.S defense contractor took
very proactive steps to generate a one-company culture. The research company already
had a single research and analysis cultural presence and the corporate organization was
directly aligned to the business workflow processes that supported the business.
Although NOAA had been in existence for over 40 years, four of the five original line
offices in NOAA had historical roots dating a minimum of 130 years, and the fifth line
office had over 50 years of historical roots. It appears that NOAA had attempted to
induce a more corporate-wide perspective by layering on additional organizational
elements, namely the creation of the Program Planning and Integration line office in
2002, the establishment of the Mission Goal Leads in the mid-2000s and the creation of
the CIO Staff Office sometime after 1996.

All three case study participants had the CIO reporting directly to the senior
leadership of their organization in a staff or functional role, matrixed to provide support
to the line or business entities in the organization. The CIOs for both the research
company and U.S defense contractor were ultimately responsible for all aspects of the
enterprise IT operations in their organization. There was a one-to-one correspondence
between a ClO organization and business entity. The CIO structure in NOAA was not so
straight forward as each of the original five line offices had its own line office C1O
position that reported into the line office organization and which received IT funding
through its line office. Consequently, the NOAA CI1O only had clear authority for
infrastructure and business services while each line office CIO had responsibilities for
their line or mission IT. Although, the NOAA CIO was the designated NOAA official

with the authority, responsibility and accountability for this agency IT resources per the
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Clinger-Cohen Act, it appeared that this position is more of a coordinating and advisory
position when addressing mission IT issues.

This limited ability to fully execute all IT activities is not a unique situation to
NOAA. In fact, the Inspector General of NASA recently reported in testimony to the U.S
House of Representatives that a similar situation exists at NASA. In his testimony, the
Inspector General limited his remarks to strictly discuss NASA’s IT security matters but
he provided these points. Federal law and NASA policy designates the Headquarter-
based CI1O as the official responsible for developing IT security policies and procedures
and implementing an Agency-wide security programs. He found that the NASA CIO
actually had limited ability to direct NASA’s Mission Directorates to fully implement
ClO-recommended or mandated IT programs. He stated that NASA IT assets generally
fall into two categories; (1) “institutional” systems and networks the Agency uses to
support administrative functions such as human resources and budgeting and (2)
“mission” systems and networks that support the Agency’s aeronautic and space
programs. The NASA CIO has the authority to implement the Agency’s programs and
policies for NASA’s institutional assets, but she cannot fully account for or ensure that
NASA’s mission IT assets comply with applicable IT security policies and procedures.
He further elaborated that NASA’s mission computer networks are funded by the related
Mission Directorates. He then provides detail examples of how this separation of
responsibilities has significantly weakened the overall IT security posture of NASA as an

agency. (Martin 2012)
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5.4.2 Enterprise Architecture

Two of the three case study participants had created Enterprise Architecture
documents. In NOAA'’s case, it was a written as a compliance document and was
labeled as an academic exercise. In both cases, the Enterprise Architecture was never
used as a guideline or tool to assist the organization in making IT business decisions or to
guide developers in the design and development of components that delivered business
functionality while leveraging the existing capabilities and services within the enterprise.

All three case study participants either documented or discussed a layered
architectural approach whereby the higher architecture layers depend on services being
provided by the lower layers of the architecture. However, only two of the case study
participants had a clean mapping of their ClO organizational entities to their
corresponding architectural layers. This organizational structure may have caused the
implementation details of each architectural layer to be more encapsulated within the CIO
organization that was actually implementing the layer. As NOAA’s enterprise IT
organization was more vertically line oriented, this greatly enhanced the need to define
standards and approved products that would be adopted for use horizontally across the

enterprise IT organization.

5.4.3 SOA Approaches

Only two of the three organizations had well defined and articulated goals that the
CIO could easily translate into clear actionable efforts. These goals supported the
creation of a target architecture and then a set of incremental steps or development
activities were executed to move the enterprise from its existing state closer to the target

architecture. These two organizations had some level of quantitative and qualitative data
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that allowed them to assess progress towards the target architecture. However, neither
case study participant had a completely well defined multi-year development schedule for
reaching the target state. Generally, activities within one architecture layer were isolated
from another architecture layer. For the research organization, a new set of capabilities

was put into place and operationally validated before the legacy system was removed.

5.4.4 Applying Science of Networks Concepts

5.4.4.1 Power Law Distribution Observations

None of the case study participants produced sufficient IT network topology data to
provide conclusive evidence that their IT enterprises followed a power law distribution.
However, there are some general observations. First, all of the case study participants
used DNS and Directory Services in their infrastructure layers. Within a power law
distribution analogy, these correspond to the few hubs with a large number of links.

Two of the case study participants implemented SharePoint collaboration capabilities.
From an IT network perspective, each SharePoint site has only a few links to the rest of
the infrastructure, however the number of SharePoint sites, or nodes, were being rapidly
created in the network infrastructure. Within the research company of 20,000 people,
274 SharePoint sites had been created in just 20 months and adoption had spread to 39
percent of the population. The U.S defense contractor of 130,000 people had created
44,876 sites over a period of 53 months and had been universally adopted by the entire
workforce population. This corresponds to the many nodes with very few links.
Unfortunately, there was insufficient data is available across the case study participants to

conclusive assess the distribution between these two endpoints. However, interviewees
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in the research company that had developed many of the SOA services forecast that over
time these services would attract more links as their services were consumed. For
example, the ARS had already acquired 21 links and the ICDR had acquired 25 links.
Although the services had only been used to support data ingestion and retrieval, the
developers designed the ID Assignment Service, the Data Location Service, the Foldering
Service and the Audit Service to be more heavily consumed as more analysis tools were

delivered.

5.4.4.2 Network Growth and Preferential Attachment

Generally, the business drivers for all three case study participants were to optimize
their existing enterprise IT environment to remain effective, competitive and relevant in
the future. Consequently, the issues were more focused on network adaption for the
future, vice network growth. Two of the three case study participants defined data center
nodes or information nodes that had a better fitness and thus could attract new links to
them. In the case of the data center nodes, fitness was defined as the ability to provide
equal or higher levels of service at a reduced cost. In the case of information nodes,
higher fitness was measured by larger amounts of data what was contained within the
node, by the accuracy and timeliness of the data within the node, or by the ability of the
node to provide a service that could be consumed vice being developed again. Both case
study participants had data that assessed the ability of their nodes to attract new links.

In creating these new nodes, the U.S defense contractor proactively designed and
implemented failover and restoration capabilities into its nodes. The research company
generally created a node, added data or links to it, realized the unprotected node was now
a risk to the company, and then implemented failover and restoration capabilities to the
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hub. NOAA had some very large data nodes and critical communications hubs and had
taken actions to build redundancy, failover, and restoration capabilities to these critical

elements in their enterprise.

5.4.4.3 Clusters and Correlations

The SOA implementation executed by the research company provides an example
where the existing point-to-point network structure was transformed to a regularly
connected lattice structure. Although additional network nodes, in the form of services,
were added between the analyst and the data repositories, these services provided value in
allowing the enterprise to adapt over time while isolating the needed changes to a very
small set of activities. For example, the location of data throughout the enterprise could
change over time, provided these changes were provided to the Data Location Service
using a simple GUID/Location Update message sent by the new hosting site. Similarly,
access rights and access decisions were also isolated and could be updated without
affecting the entire architecture. As stated by the SOA developers that were interviewed,
it was very important to identify and address how the enterprise would change over time
and then create services that could isolate and address these changes. The creation and
execution of these services may result in a high level work request having to traverse
across more services be completed, thus performance could be at risk to provide long
term agility to the enterprise.

From an overall business perspective, the U.S. defense contractor had to establish a
new set of business rules as a result on combining 17 independent entities as a single
company. In the early 1990s, when one of the independent entities acting as a prime
contractor needed to obtain goods and services from another independent entity acting as
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a subcontractor, then the prime contractor issued a subcontract to obtain these items.
When the subcontractor delivered the items and received payment, he reported this as
revenue for his company. Separately, when the prime contractor delivered the items to
the government and received payment, he separately reported this as revenue for his
company. Although one item was produced and delivered, it was separately reported as
revenue by both companies.

As these individual companies combined to form a single large U.S defense
contractor, the company had to establish a set of policies and procedures that resulted in
the proper accounting of revenue singularly by the company to its stockholders, while
also promoting a practice where one business area could receive internal credit for
providing services to another business area. These policies and procedures were
incorporated into each of the financial applications separately operated by each individual
business area. Consequently, a set a regularly connected network of policy, procedures
and financial accounting rules were established across the company whereby one

business area could provide services that were consumed by another business area.

5.4.4.4 Directed Graphs

Both NOAA and the research company viewed themselves as operating as a direct
graph, but only the research company was fully implementing all aspects of the company
as a direct graph. The corporate organization closely aligned to the IN, SCC, and OUT
components of a directed graph. This corporate organization was directly mapped into
the CIO’s Business Applications organizational structure, and the SCC was component
was significantly enhanced by the formation of Corporate Data Group and the addition of
a SOA Project Manager/Chief Engineer within the Operations Group.
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NOAA'’s vision of transforming the IT enterprise into a directed graph was just
beginning. Multiple, competing activities were underway to build a more cohesive,
federated data management layer, which could form the backbone for providing an
effective and cost efficient SCC. Numerous NOAA Strategic Plans discussed the need to
implement a Product Catalog, a Data Catalog, a Services Registry and numerous data
management services which would greatly accelerate the realization of a direct graph

within the enterprise IT network.

5.4.4.5 Spreading of Viruses, Epidemics, and Innovations

Both the research company and the U.S defense contractor had senior management
support and commitment to their transformation efforts. Both case study participants
articulated the corporate vision in small, yet meaningful corporate level statements,
which were then transformed by the C1O organization into target states at each layer
within the architecture. Both CIOs then aligned and mapped their organizational
components to each these layers to develop and produce the results required within that
layer. Critical thresholds for accepting innovations were reduced by strong corporate
commitment, by strong continuous communications when new capabilities were
experiencing performance issues, and by actually delivering enhanced capabilities.
Adoption rates for new innovations where generally isolated to the service layers
implementing the innovation.

Both the research company and the U.S. defense contractor introduced new
innovations at the center of their enterprise IT networks. In the case of the U.S defense
contractor, the PeopleCentral application became a central node in a percolating cluster
of applications.
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5.4.5 Mapping of Hubs To Enterprise IT Conditions

Figure 5-95 provides a mapping of hubs to three major enterprise conditions that were
observed in this research. First, there were 4 hubs that all case study participants either
had in existence or were recommended for development. These hubs were the DNS,
Directory Services, IT Services Catalog and personnel directory. These hubs existed in
the lowest layers of the enterprise architecture and generally assisted in simply locating

resources such as services, servers, and people.

Directed Graph

Research U.S Defense

Hub Function | NOAA Company Contractor
Observations Database Existing -3
Data Catalog Proposed
Data Hubs Existing
Access Rights Hub Existing
Production System Existing
Product Catalog/Distribution Website Proposed Existing
Services Registry ] oposed Existin
Staff Directory/Internal Person/PeopleCentral Existing Proposed Existing )
IT Services Catalog Existing Existing Existing
Diractory Services Existing Existing Existing
Domain Name Service (DNS) \__Existing sti Exist
Corporate Explicit Knowledge Existing
Standards Proposed Common
|Approved Products —Logowd
Case Study Participant Characteristics
Directed Graph Observed Yes Yes No
LCIO Organization Closely Aligned to Enterprise Architecturafayars |  No Yas Yes

Absence of CIO Alignment
To Architecture Layers

Figure 5-95 Mapping of Hubs to Enterprise Characteristics
Next, if a business workflow for the enterprise could be viewed as a directed graph,
then numerous additional information hubs were needed at the data layer of the
architecture. These information hubs generally supported the formation and execution of

an SCC or provided a critical hub for the IN, OUT, or both components.
267



Finally, if the CIO organizational structure of the enterprise was not directly aligned
to the layers of the enterprise architecture, then additional information hubs were required
to define and execute data standards, manage the use of a small set of approved products,
and constraint variability of software development practices that could be implemented

across the enterprise.
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CHAPTER SIX - CONCLUSIONS AND RECOMMENDATIONS

6.1 Conclusions

Figure 3-1 defined three dimensions for this research effort which included the use of
SOA best practices, the type and structure of both the organizational and technical
networks, and the application of four science of networks concepts. Both the research
company and the U.S defense contractor generally applied the 8 step SOA best practices
defined in this figure. However both case study participants first defined a target
architecture and then identified only those elements within their existing baseline
architecture that were required to develop an initial sequencing plan to commence the
transition from the current state towards the target state. Although not shown in Figure 3-
1, the literature review also defined the SOA best practice of executing a transformation
as a set of incremental and iterative steps. Again, both the research company and the
U.S defense contractor executed an incremental, iterative approach spanning over a
period of four years and eight years respectively to achieve their results. The research
company realized the agility of SOA as data access was no longer an issue and the
corporate focus had shifted to providing analysts with expanded access to more analysis
tools. The U.S defense contractor realized the agility of SOA as it was now focused on
enhancing current service offerings at lower costs, while continuing to execute at the
speed of the business. Unfortunately, NOAA appeared to be struggling at the initial
steps of these SOA best practices. The NOAA Enterprise Architecture document had not
received NOAA-wide endorsement as it was written as a compliance document, not as a

technical document that established a target architecture to guide future development
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activities. Taking a lesson from the research company’s CEO, the NOAA Administrator
could establish and measure a corporate priority of treating all NOAA observational and
product data as public data, accessible by anyone on the Internet, using a single search,
query, and data access method. Admittedly, much of NOAA’s data is already publicly
accessible via the Internet, but not through a single search, query, and data access
method. This priority may never be fully realized, but it provides a target vision to focus
NOAA both organizationally and technically toward building a robust data services layer
that is essential to realizing NOAA’s vision of executing as a corporate-wide directed
graph.

In the organizational and technical network dimension, the C1Os for both the research
company and the U.S. defense contractor were responsible for their organization’s entire
enterprise IT environment. Both CIOs aligned their organizations to the layers of their
enterprise architecture diagrams. Furthermore, they also aligned the higher layers of their
enterprise architecture and organization to map closely to the business functions they
were supporting. The NOAA CIO was not responsible for the entire NOAA enterprise IT
network, but only had clear authority for the Communications, the Platform, Desktop and
Business Services, and the High Performance Computing layers of the enterprise
architecture. Corporate success was being achieved at these layers as a single NOAANet
communications backbone had been established, a single staff directory created, a single
email infrastructure delivered, a single NOAA-wide desktop configuration defined and
single set of financial services deployed. Unfortunately, each NOAA Line Office CIO

was responsible for the Data Management and higher layers of the architecture and this is
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where multiple similar, yet competing, data management strategies and programs were
being simultaneously executed.

In assessing the four concepts that define the science of networks dimension, both the
NOAA and the U.S defense contractor’s enterprise IT networks were created through the
merger of multiple legacy organizations. The research company’s IT network grew
through the addition of new data sources, new analysis tools, and new product lines
which simply added additional data management and processing nodes to the IT network.
Both the research company and U.S defense contractor made a conscious, corporate
decision to refactor their existing IT technical networks to enhance corporate
effectiveness and create operating efficiencies. Both organizations established new
enterprise IT information hubs to obtain these efficiencies and then measured the transfer
of data and processing functions into these hubs. These measures essentially
characterized the fitness of these hubs. NOAA recognized in 2005 that a new
comprehensive data management strategy was needed. They indicated that their large
data node, CLASS, should be primary element in this future strategy, indicating a strong
preferential attachment to this legacy node.

All three case study participants addressed hub vulnerability. The U.S. defense
contractor proactively defined and implemented a failover and restoration capability for
their enterprise data centers. Both the research company and NOAA commenced
building failover and restoration capabilities once it was assessed that the loss of a node
was major risk to the organization.

With respect to clustering, NOAA was formed in 1970 by merging five existing

offices in the federal government. Four of these existing offices had roots dating back
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almost 100 years. This suggests that strong ties already existed within each of these line
offices and these strong organizational ties were embodied in their technical systems as
each line office had developed its own set of stovepiped technical networks and
information processing systems. The U.S defense contractor was also created through the
merger or acquisition of legacy businesses, but without strong, pre-existing
organizational ties. Consequently, there was less resistance, or a lower critical threshold
to innovation spreading, when the transition to large enterprise data centers and a single
corporate-wide HR strategy commenced. Both the research company and U.S defense
contractor had IT organizations that were aligned to develop, execute, and deliver
services within their respective layers of their enterprise architecture. Consequently, both
the research company and U.S defense contractor’s CIO organizations were more
horizontally aligned across the enterprise architecture layers and thus were able to
encapsulate that layer’s services, supporting technologies, and engineering processes
within a single organizational entity. NOAA however, was more vertically organized and
this resulted in many NOAA programs identifying the need to establish data standards
and define approved products to provide interoperability horizontally across NOAA’s IT
enterprise.

As part of their transformation efforts, both the research company and the U.S
defense contractor created regularly connected networks. The research company’s
resulting set of SOA services and data repositories is diagrammed in Figure 5-11. The
U.S defense contractor’s regularly connected network was actually implemented through

a set of corporate policies, procedures, and data interfaces between each business area’s
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contracting and financial systems, thus allowing one business area to perform work for
another business area.

The research company effectively operated as a directed graph and their
transformation effort yielded a SOA architecture that implemented a more efficient SCC,
thus provided analysts more time to actually conduct analysis, vice searching and
formatting data for input into analysis tools. NOAA had a vision of corporately operating
as a directed graph but had not found the correct structure for actually implementing this
vision. However, as demonstrated in Figure 5-78, an efficiently executed SCC would
similarly reduce the time required by NOAA analysts to search and format data for input
to environmental prediction models.

In evaluating the spreading rate for innovation, both the research company and U.S.
defense contractor’s CEOs and ClIOs made their transformation efforts high corporate
priorities. These transformations were executed within central elements of their IT
environments. The research company made significant organizational adjustments by
creating a Corporate Data Group and adding a SOA Program Manager/Chief Engineer
and supporting team, to ensure that single, consistent direction was being provided.
These efforts significantly reduced the critical threshold and enhanced the spreading rate
thus promoting the acceptance of the innovation. The U.S. defense contractor
implemented a single corporate-wide HR system that eventually became a percolating
cluster providing accurate personnel and organizational structure information to multiple
systems within the company.

The NOAA CIO had established Strategic Plan objectives to create both a NOAA-

wide data catalog and single product catalog, however, nothing was observed that
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promoted the successful delivery of these two innovations. It was observed that the

NOAA CIO organization had a project to define a NOAA-wide data catalog but this

appeared to be an innovation introduced on the periphery of the network and with

minimal participation of NOAA CIO personnel, when compared to the participation by

the NOAA line offices. Furthermore, this effort was in direct competition to similar

efforts being implemented in multiple line offices. Table 5-4 presented an analysis using

a science of network perspective for evaluating the multiple Data Management

approaches that were currently underway.

The research effort identified three major questions to answer and Table 6-1 provides

a summary of each case study participant’s answers to these questions.

Table 6-1 Case Study Answers To Research Questions

Case Study Participants

Research Research U.S. Defense
Questions Company NOAA Contractor
1. Are SOA best | A majority of SOA | SOA best practices | A majority of SOA
practices best practices are are not being used | best practices are
contributing being used and aid | within NOAA being used and aid
to SOA in SOA success. in SOA success.
successes?
2. Does science Science of networks | Science of Science of networks

of networks
concepts add
value to

understanding

an
enterprise’s
IT networks?

concepts added
value to
understanding the
company’s IT
organizational and
technical networks.

networks concepts
added value to
understanding
NOAA’s IT
organizational and

technical networks.

concepts added
value to
understanding the
company’s IT
organizational and
technical networks.

3. Does applying
science of
network
concepts add
value to SOA
efforts?

Science of networks
concepts provide
both qualitative and
guantitative
assessments of
SOA efforts for this
company.

Science of
networks concepts
provided only
marginal insight
into SOA efforts
within NOAA.

Science of networks
concepts provide
both qualitative and
guantitative
assessments of SOA
efforts for this
company.
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For the first question “Are SOA best practices contributing to SOA success?” both
the research company and U.S. defense contractor analyses showed that “a majority of
SOA best practices are being used and aid in SOA success.” As previously stated both
case study participants generally followed the 8 step SOA best practice defined in Figure
3-1, however, both made the same change in the execution order of the steps. Both
entities established a target architecture first and then examined the existing architecture
to develop an initial set of sequencing steps. Both case study participants’ target
architectures were based on visions that could be articulated in a very short set of
statements. This actually provided an advantage as neither organization spent a large
amount of time first documenting a baseline architecture. Once both organizations
understood the target architecture, they only collected exactly what information they
needed from within the baseline to start moving the transition forward. Interviewees
readily admitted that very little baseline documentation actually existed, so in many
cases, they reversed engineered existing systems only to the level they needed to start
moving forward in the transition.

As part of the pattern analysis activity, the researcher expected that a description of
the target architecture would be found in an EA document. Two of the three case study
participants wrote an EA document, but none of these participants actually used their EA
document to support the execution of daily activities. Interviewees, or the documentation
itself, simply stated that the documents did not contain sufficient useful information to
guide architecture efforts. However, there was ample evidence in both the research
company and the U.S defense contractor case studies that a small set of key PowerPoint

Presentations and Excel Spreadsheets guided architectural activities within each layer of
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their architectures. For the research company, many of these PowerPoint presentations
were later captured and baselined as a new revision of their EA.

Because of this conclusion, an additional, small literature review was conducted to
examine guidelines on creating EA documents and documenting target architectures, with
the intent of trying to locate outstanding exemplars of actual EA documents. The review
found tremendous information that described how to create an EA document, numerous
expensive software packages to support the creation of EA artifacts, and many case
studies touting the benefits that EA provided to an enterprise, however, very few
exemplar EA artifacts were actually located.

For the second question “Does science of networks concepts add value to
understanding an enterprise’s IT network?” all case study analyses concluded that
“science of networks concepts add value to understanding the case study participant’s IT
organizational and technical networks.” There was not a single, overriding science of
network concept that was observed within all case studies, but each case study executed
multiple science of network concepts. Had NOAA been able to execute any one of its
multiple data management approaches NOAA-wide, this would have created a set of
SOA services and a federated set of data repositories that would have resulted in
regularly connected network. Consequently, it could be inferred that SOAs will create
regularly connected networks as SOA services combine common functions while also
providing isolation to changing elements in the architecture. Thus multiple SOA services
will be orchestrated and executed to accomplish a work process.

The last question “Does applying the science of network concepts add value to SOA

efforts?” is difficult to answer as both the research company and the U.S defense
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contractor were already realizing the agility provided by SOA when they became case
study participants. Thus, they did not realize significant, proactive benefits through the
application of science of network concepts. However, both case studies demonstrated the
potential usefulness of applying science of network concepts to future SOA efforts. For
example, the research company CIO was later briefed on the U.S defense contractor’s
effective implementation of an Internal Person hub and the percolating cluster it created
for managing employee-related business operations.

As stated in the case study analysis, NOAA’s answer to this question was highly
biased because NOAA had only just begun using SOA concepts. However, through a
science of network’s perspective, the case study was able to provide an objective
assessment of the four data layer approaches and provided a recommendation for which
approach should have the greatest success for NOAA. Overall, science of networks
provided five recommendations for both the NOAA CIO and the NOAA Administrator to
consider for implementation within their enterprise. As initially stated, the significance
of this research was to determine if the application of science of networks concepts would
yield new insights into existing Enterprise IT environments such that vulnerabilities
could be discovered or new approaches be applied that could significantly enhance the
performance or increase the efficiency of the enterprise over time.

In examining these three case studies in total, the NOAA case study was a significant
outlier from the other two case studies. NOAA had strong legacy ties within each line
office and this had resulted in a significant investment in multiple legacy stovepiped
systems and data stores. NOAA also had a highly distributed workforce working on

multiple similar, but potentially competing, efforts. Consequently, the critical threshold

277



for accepting and implementing an innovation, such as SOA, is extremely high, as any
proposed architecture or engineering solution will have detrimental effects on multiple
line offices. Furthermore, and unlike the other two case study participants, NOAA does
not appear to have either an internal or external driving force or threat that would cause
the organization to either take a risk or reward the acceptance of an innovation such as
SOA. The CEOs and CIOs of both the research company and U.S defense contractor saw
external risks to their businesses if they did not adapt and continue to enhance
effectiveness while producing cost efficiencies. Consequently, they were able to reduce
the critical threshold to adoption and then through the effective implementation of SOA
best practices and science of network concepts successfully increased the spreading rate
of adoption, thus achieving the desired transformation. The NOAA Administrator has
multiple courses of action available to reduce the organization’s critical threshold and
enhance the spreading rate of SOA adoption, thus enhancing the effectiveness of NOAA
and its supporting enterprise IT environment. Applying science of network concepts can
identify alternatives that will yield a higher probability of success. SOA architectural
constructs and best practices provide an opportunity to transform NOAA’s IT
environment into a more responsive and adaptable target state while continuing to
leverage the existing data repositories, computing capabilities, and scientific algorithms

that has made NOAA an important national asset.

6.2 Recommendations

Using the case study data and combining enterprise architecture, SOA, and science of
networks perspectives, Table 6-2 provides a set of steps to generate a target architecture
and corresponding C10O organization.
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Table 6-2 Steps to Generate a Target Architecture and Executing Organization

Step

Activity

Case Study Basis
1 — Research Company
2—-NOAA
3 — U.S Defense Contractor

1

Describe the Enterprise Architecture as a layered set of
services where each higher level utilizes the services
provided by the lower levels.

All

At a minimum, DNS and Directory Services nodes should
be included in the Network or Infrastructure layer.

All

As a SOA approach will create critical nodes, or hubs,
create a replication, failover, and restoration strategy and
associated design patterns at the Infrastructure layer.

All

In the layer immediately above the Infrastructure layer,
include a set of corporate-wide services which at a
minimum should include an Employee/Organizational
Data Service and an IT Services Catalog. Other services
may include corporate knowledge services, financial
services, and procurement services.

All

If the organization operates as a directed graph, then
incorporate a Data Services layer that will include
information hubs that form the core of the SCC and allows
integration of the IN and OUT components of the directed
graph. Align the highest level services of the architecture
to execute the organization’s directed graph

1,2

Align CIO organizational components to the layers of the
Enterprise Architecture, thus focusing each component
toward delivering the services within their layer. If the
organization operates as a directed graph, additional C1O
organizational alignment to the business components of the
directed graph should also be considered. Add additional
organization components to address information security
and cross-layer integration.

1,3

If the C10 is not responsible for the entire IT enterprise,
then provide additional information nodes and include
additional activities to increase the spreading rate and
reduce the critical threshold for innovation acceptance
throughout the enterprise.

Define a target vision, in business terms, as a small set of
very simple statements. Allocate this vision into simple IT
target end states and design principles at each level of the
enterprise architecture. Define a small set of measures for
the target end states. Assign target values to these
measures.

1,3
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Table 6-2 Steps to Generate a Target Architecture and Executing Organization

(Continued)

Case Study Basis
1 — Research Company
.. 2-NOAA
Step Activity 3 U.S Defense Contractor
9 | Within each layer, identify those items that are expected to 1,3
change over time. Also, identify those functions that are
common across many existing IT systems. Identify
services and data messages that will isolate the effect of
these changes from the rest of the architecture or provide
commonality across the enterprise. Expect this to generate
a regularly connected lattice network, as it will create more
nodes and links to accomplish a high-level work function.
Assess the network of services for overall performance and
adjust, if needed, to obtain required performance.
10 | If the target architecture includes software services, then 1,2
create an additional software services registry to
supplement the existing IT Services Catalog
11 | For each service, node, or information hub, identify its 1,3
fitness and ensure the fitness of this new node is better than
the fitness provided in the current architecture.
12 | Document and communicate the results of this activity. 1,3

Iterate through these steps throughout the life of the
enterprise.

The first step is to describe the enterprise architecture as a layered set of services

where each higher level utilizes the services provided by the lower levels. All three case

study participants described their enterprise architecture in this manner. The second step

states to provide DNS and directory service nodes in the Infrastructure layer. These

services are essential to establishing network and processor connectivity throughout the

enterprise. It may also be beneficial to establish any enterprise-wide IT monitoring

service within the layer. SOAs create critical nodes in the enterprise that if attacked or

rendered inoperable could serious impact the entire enterprise. Consequently, the third

step requires the Infrastructure layer to create a replication, failover, and restoration
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strategy and associated design patterns to proactively resolve the potential vulnerabilities
that will occur as critical nodes are formed.

The fourth step identifies the need for a layer just above Infrastructure layer that
provides corporate-wide services and which should include as a minimum an
Employee/Organizational Data Service and an IT Services Catalog as they were defined
by all three case study participants. Had the U.S defense contractor not been required to
operate multiple different financial systems, specifically optimized for each business
area, then a set corporate-wide services such as contracting, financial, and procurement
services would have also been included in this layer. Although the research company
described their enterprise architecture as separate business applications and corporate
applications, many of the corporate applications could have been mapped directly into
this layer as well. NOAA mapped its business services into their enterprise architecture
at this level.

If the organization operates as a directed graph, then the fifth step creates a Data
Services layer that will include information hubs that form the core data repositories of
the SCC while also allowing data to be received from the IN component and providing
data to the OUT component of the directed graph. This step then states that the highest
level services in the enterprise architecture should be aligned to execute the business
functions of the organization’s directed graph. Although the U.S defense contractor did
not operate a directed graph, the highest layer of its architecture was still closed aligned
to provide specific product lines services required to execute the business functions of the

organization.
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Step 6 states to align CIO organizational components to execute the layers of the
enterprise architecture. This focuses each component towards delivering the services
defined within their layer. This both encapsulates and isolates technical expertise and
supporting engineering processes within each layer. At the higher layers, additional
organizational partitioning and alignment will be needed to execute the business
functions. Lastly, enterprise-wide organizational components need to be included to
address information security and cross-layer integration issues. This step essentially
states that at the lowest levels of the architecture a horizontal organization is best but at
the highest levels of the organization more vertical components may be needed to align
the C10 organization to the needs of business. This step suggests that for a directed
graph organization, this vertical CIO alignment to the business should occur outside the
Data Services layer. The seventh step recognizes that many organizations may have a
high mission focus and thus the corporate C1O may not own the entire IT enterprise.
Both NOAA and NASA were examples where the Corporate C1O only managed a small
amount of the entire IT enterprise. When this occurs, the Corporate CIO will have to
execute additional activities to reduce the critical threshold and increase the spreading
rate for innovation adoption throughout the IT enterprise. In essence, these activities
should be designed to enhance horizontal integration across the layers of the enterprise
architecture. These activities include delineating architecture policies, defining data
standards, prescribing approved products, creating and populating service registries, and
communicating approved design patterns that guide developers in creating services and

applications that fit into the enterprise.
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The previous steps established enterprise architecture, organizational, and process
alignment; the remaining steps establish a target architecture and identify potential SOA
services. Step 8 define a target vision, in business terms, as a small set of very simple
statements and then allocates this vision into simple IT target end states and design
principles at each level of the enterprise architecture. At each layer, create a small set of
measures for the target end state. Assign target values to these measures. If possible,
identify the current value for each measure.

With an end state for each layer now defined, Step 9 identifies those elements of the
end state that are expected to change over time. This step also identifies functions that
are common across existing systems in the enterprise. This step then identifies services
and data messages that will isolate the effects of changes to the architecture or will
provide common services across the enterprise. The creation of services that accomplish
these two objectives will result in the creation of a regularly connected lattice network of
SOA services. An IT enterprise of point-to-point interfaces is operationally more
efficient, but becomes increasing unresponsive to changing business needs while also
being unable to a quickly absorb new technologies into the enterprise. Consequently, this
step also states to assess the network of services for overall performance and adjust, if
needed, to obtain required performance. As stated in the literature review, SOAs should
not be implemented in systems that have critical synchronous timing requirements. This
typically is not the case for enterprise IT environments using Internet technologies, thus
some operational performance can be sacrificed as a work processes traverse through the
regularly connected lattice of SOA services. If the resulting target architecture includes

software services, then step 10 states to create a software services registry that will allow
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service providers to register their services and where service consumers can find and
consume these services. This software services registry supplements the IT Services
Catalog identified in step 4.

As each service or information node is defined, step 11 requires that each node
identify its fitness and to ensure that the fitness of this new node is better than the fitness
provided by the current architecture. By executing this step, there is a documented
rationale for why there should be movement from the current state to the target state.
Furthermore, it provides a measurement point for evaluating the effectiveness of the
node.

The last step documents and communicates the results of this 12 step activity. This
step also recognizes that it is a SOA best practice to use an incremental and iterative
development approach. Thus, it states to iterate through these 12 steps throughout the life

of the enterprise.

6.3 Suggested Future Research

The research was conducted using an exploratory case study research format. As
stated in the research plan, many more variables were involved and could not be
controlled while at the same time, the boundaries and context imposed by SOA and the
science of networks could be ambiguous, or not clearly evident. Although the case study
participants varied in size, ownership, organizational structures, product lines, and value-
added contributions to society, the case study population for the research effort was
small. It is recommended that this research be expanded to include additional case study

participants.
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This research provided a retrospective analysis of previous efforts using the science
of networks as an analysis perspective. This research has provided conclusions and
recommended steps for building a target architecture and executing organization but they
have not been applied to adjust an ongoing enterprise IT effort or provided as background
information for incorporation into a future effort. It is recommended that this research
now be applied to adjust an ongoing effort or be applied in the planning and execution of
a future enterprise IT transformation effort.

Furthermore, as this research was a retrospective assessment, there was a minimal
amount of quantitative, measureable data available. The research company case study
provided the best quantitative data but only measured progress towards reaching a new
state. None of the case study participants actively measured the number of legacy
systems, data repositories, hardware, software, and interfaces that were eliminated as a
result their transformational efforts. If this research is applied to future enterprise IT
transformation efforts, then additional measures should be incorporated into the research
effort to fully describe, in quantitative terms, the starting point of the effort, as well as the
full scope of the entire transformation effort.

Although definitive conclusions could not be made, the research suggests that the
power law distribution of nodes and links in an enterprise will be adjusted by a SOA
implementation, creating higher fitness nodes that have a larger number of links. The
research also suggests that a more regularly connected lattice network will be created by
the implementation of a SOA. To date, SOA implementations have achieved more

success in industries that have a high number of transactional processes. It is
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recommended that research be conducted on enterprises that have a large number of
existing SOA services, to confirm the results observed by the research.

Finally, it appears possible that a standard questionnaire could be developed to more
readily collect and compare results from larger populations of IT and SOA efforts and
workers, thus promoting the continued study of SOAs, the creation of SOA lessons
learned, and the further refinement of SOA best practices and associated SOA design

patterns.
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Appendix A — Interview Questionnaire

Actual interviews questions were based on the interviewee’s position in the
organization and follow-on questions were adapted based on actual responses to previous
questions. However, the following checklist provided in Table A-1 was used by the
researcher as a guide for each interview.

Table A-1 Checklist Used to Guide Case Study Interviews

ID Area of Examination
1 Type of Data Source
1.1 For Interview Source
1.1.1 Name of Person
1.1.2 Position in Organization

1.1.3 Educational Background

1.14 Past Experience

1.15 Experience in the Organization

1.1.6 Specific Training in SOA

1.1.7 Specific Experiences in SOA

1.1.8 Interactions with other organizations

1.1.9 Interactions with other people

2 Obtain Executive Buy-In and Support (CIO)

2.1 Provide guidance/assistance in using IT in the organization

2.2 Develop/Maintain an integrated Architecture

2.3 Promote efficient business and IT processes

2.4 Identify information needs and engineer/re-engineer accordingly

25 Policies and procedures that support SOA

2.6 Project planning, staffing, and tools for SOA

2.7 Organizational interactions

2.8 Human interactions

3 Establish an Appropriate Management Structure

3.1 Architects

3.1.1 Reduce complexity

3.1.2 Translate complexity, uncertainty, ambiguity to workable concepts

3.13 Construct simplicity into the enterprise

3.14 Use various methodologies (Normative, Rational/Mathematical, Argumentative,
Heuristic)

3.15 Policies and procedures that support SOA

3.1.6 Project planning, staffing, and tools for SOA

3.1.7 Organizational interactions

3.1.8 Human interactions
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Table A-1 Checklist Used to Guide Case Study Interviews (Continued)

ID Area of Examination

3.2 Systems Engineering

3.2.1 Interaction of science, organization, and management

3.2.2 Use of aids to manage systems design

3.2.3 View systems hierarchies that can be decomposed

3.24 View systems architecting to be the front-end of systems engineering

3.25 Policies and procedures that support SOA

3.2.6 Project planning, staffing, and tools for SOA

3.2.7 Organizational interactions

3.2.8 Human interactions

3.3 Program/Project Managers

3.3.1 Executes activities to transform the enterprise

3.3.2 Policies and procedures that support SOA

3.3.3 Project planning, staffing, and tools for SOA

3.34 Organizational interactions

3.35 Human interactions

3.4 Organizational and Management

3.4.1 SOA Competency Group

3.4.1.1 | Training in SOA concepts, principles, etc

3.4.1.2 | Numbers of SOA trained IT professionals

3.4.1.3 | Experience in implementing SOA

3.4.1.4 | Interaction with the rest of the IT organization

3.4.1.5 | Does the SOA Competency Group improve the spreading rate or lower the critical
threshold

3.4.2 Governance Structure

3.4.2.1 | Structure, Mechanisms, and/or Boards

3.4.2.2 | Participants

3.4.2.3 | Decision Authority

3.4.2.4 | Management of Baselines

3.4.2.5 | Does the Governance Structure improve the spreading rate or lower the critical
threshold for innovation acceptance

4 Define an architecture process and approach that incorporates services

4.1 Organizational processes have been updated to incorporate services

5 Establish a Baseline Enterprise Architecture (As-Is)

5.1 How is the existing enterprise described (System, SoS, Enterprise, etc.)

5.2 Does the existing architecture describe size, functionality, number/modes of operations,
number/types of interfaces

5.3 Are boundaries identifiable

5.4 Does the existing technical architecture demonstrate power laws

55 Are hub nodes present

5.6 Are hub nodes vulnerable or redundant

5.7 Do point-to-point interfaces exist

5.8 Are clusters observed

5.9 Can a directed graph be observed (4 components exist)

5.10 Can percolating clusters be observed
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Table A-1 Checklist Used to Guide Case Study Interviews (Continued)

ID Area of Examination
6 Establish a Target Architecture/Enterprise Architecture (To-Be)
6.1 Baseline and available (to communicate standards)
6.2 Describes interoperability, data sharing, security, etc
6.3 Subdivided into domains (business, apps, data, technology, etc)
6.4 Framework utilized (Zachman, OG, DoDAF, FEAF)
6.5 Architecture maturity assessed
6.6 Addresses the use of SOA architecture paradigm
6.7 Manages, measures, and/or controls complexity
6.8 Presents multiple views
6.9 Is the architecture "simple"
6.10 Does the architecture reduce complexity
6.11 Does the architecture establish nodes with high fitness
6.12 Are hubs established
6.13 Are hubs redundant or protected
6.14 Are clusters observed
6.15 Can a directed graph be observed (4 components exist)
6.16 Can percolating clusters be observed
7 Develop a Sequencing Plan for developing or procuring services
7.1 Implementation Plan
7.1.1 Was the plan developed as top-down, bottom-up, incremental/iterative
7.1.2 Will stable, intermediate forms be visible
7.1.3 Will services need to be refactored, versioned to support implementation
7.1.4 Will data cleansing be required
7.1.5 Does the identification of hubs, clusters, etc assist in developing an implementation plan
7.1.6 Do the intermediate forms represent a hybrid architecture (some stovepipes, some
services)
7.2 SOA Implementation Characteristics
7,2,1 Standards used
7,2,2 Service structures

7.2.2.1 | Service contract

7.2.2.2 | Interfaces

7.2.2.3 | Implementation

7.2.3

Existing services

7.2.3.1 | Self contained

7.2.3.2 | Loosely coupled

7.2.3.3 | Transparent

7.2.3.4 | Compatible

7.2.3.5 | Composable

8 Ensure Existing Services are meeting QoS requirements and that other services
can be layered into the implementation

8.1 Contracts confirmed through testing

8.2 TSAR characteristics verified in operations

8.3 Services are defined in a service registry
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Table A-1 Checklist Used to Guide Case Study Interviews (Continued)

ID

Area of Examination

9

Realize the agility of SOA

9.1

Are there examples of where SOA benefits have been realized
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