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Abstract of Praxis

Innovation Management and Crowdsourcing: A Quantitative Analysis of 
Sponsor and Crowd Assessments

Crowdsourcing is an increasingly common method used for new product development 

in large engineering-focused companies. While e↵ective at generating a large number of 

ideas, previous research has noted that there is not an e�cient mechanism to sort ideas 

based on the sponsor’s desired outcomes. Without such a mechanism, the sponsor is 

left to evaluate ideas individually in a labor-intensive e↵ort. This paper evaluates the 

extent to which information revealed by the crowd during the course of a 

crowdsourcing event can be used to accurately predict sponsor selection of submitted 

ideas. The praxis reviews current literature relevant to new product development, 

innovation management, and crowdsourcing as well as methods for e�cient sorting. 

Using a quantitatively-based methodology, the author develops and evaluates several 

predictive models using various attributes of the crowd reaction to crowdsourced ideas. 

Ultimately, the praxis proposes a model that can significantly reduce the burden of 

sorting through submissions and determining the submissions which merit further 

review.
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Introduction, Overview, and Motivation

1.1 Chapter Introduction

This chapter discusses the scope of the research undertaken in preparing this praxis,

the motivations for the research, the relevance of the research to engineering managers,

the general methods used, and potential applications of the resulting model.

1.2 Background

New product development has traditionally been the providence of a company’s

research and development department which is often separated, by geography and

perspective, from the company’s business units (Rubera et al. 2012). Advances in

information technology have created opportunities for new forms of research and

development (R&D) and expanded the number of people able to participate in

corporate innovation.

For the engineering manager, the decision of which method of idea generation

to use is informed by the cost per idea presented in each method. One critique of

crowdsourcing is that, in some situations, the intellectual labor performed by the

crowd to generate ideas is greater than the value extracted from the selected ideas

(Brabham 2008). In such cases, the cost per idea would not justify crowdsourcing

as an idea generation methodology. The challenge for the engineering manager then

becomes how to balance the value generated by new product development ideas with

the cost of generating those ideas.

New product development is essential for long-term business competitiveness.

Information technology (IT) tools enable new methods for generating the ideas at

the fuzzy front of innovation needed for new product development. One emergent
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tool is crowdsourcing, which has been successfully used to facilitate ideation in a

variety of businesses (Ghezzi et al. 2017).

As crowdsourcing becomes a more common tool, engineering managers must

consider ways to optimize the performance of crowdsourcing events to improve sponsor

satisfaction and develop new innovations. In this way, crowdsourcing can be a source

of competitive advantage (Garrigos-Simon et al. 2014). A number of studies have

outlined the frontiers of crowdsourcing as a collective ideation process, but none have

developed a model for using data revealed by the crowd in the ideation process to

predict which ideas will ultimately receive sponsor acceptance. If the goal of new

product ideation is to develop new ideas, then the first hurdle is the sponsor selecting

the idea for further review.

This praxis investigates crowdsourcing using data from 17 crowdsource events

held within a large international corporation between 2014 and 2016. The events

were designed to elicit new product development ideas for various departments

of the corporation, including Research and Development, Information Technology,

Engineering, and Facilities. As shown in Table 3.3, the 17 events include 4,617 ideas

and 11,136 participant comments on the ideas submitted. The praxis considers the

value of the crowd as both a generator and sorting filter of new product development

ideas. Based on the past events, the praxis develops a model for predicting which

submitted ideas most closely meet sponsor expectations.

1.3 Problem Statement

Most organizations take an ad hoc approach to new product development ideation.

Traditional idea elicitation techniques, such as brainstorming and focus groups, fail

to scale up for large enterprises and do not take advantage of new IT-enabled tools

available to modern workers (Diehl & Stroebe 1987, Mullen et al. 1991, Rietzschel et

al. 2006). One solution to this is implementing crowdsourcing events which can result
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in more e�cient and quick idea generation from a broader number of participants.

Put another way, what is the most e↵ective way to integrate “solvers’ ideas within

the seekers’ innovative processes?” (Ghezzi et al. 2017).

• Companies require a constant stream of new products ideas to remain

competitive, but the traditional processes for eliciting ideas are ine�cient,

expensive, and time-consuming, leading to unproductive and wasted work that,

in some cases, may make the cost of generating ideas more than the value

generated by the ideas (Prahalad & Ramaswamy 2004, Sawhney et al. 2005).

1.4 Thesis Statement

A logistic regression model applied to a crowdsourcing event can accurately predict

the ideas submitted that will be most favored by the sponsor, saving the sponsor time

and money in the review process and dramatically reducing the cost per idea when

compared to traditional idea elicitation methods.

1.5 Research Questions and Objectives

The research considers several questions of interest to the engineering manager:

1. Does the crowd identify the ideas which are measured to be the most innovative?

This question evaluates the e�cacy of crowdsourcing as a method of idea

generation for new product development.

2. Does the crowd refine and enhance ideas through comments? This question

investigates the role of the crowd in idea elaboration and refinement.

3. Does crowdsourcing produce a lower cost per idea than traditional idea

generation methods? This question assesses the cost of using crowdsourcing to

generate ideas.
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1.6 Hypotheses

Based on the research statement, thesis, and questions, the praxis considered two

hypotheses.

1.6.1 H1: The innovation attribute score for an idea will have a

statistically significant increase if the idea receives ten or more

comments.

This hypothesis relates the variables of innovation attribute score and participants’

comments on submitted ideas. Osborn’s research on the idea generation process finds

that ideas improve as a diverse group of participants hone and refine the idea (1953).

Since crowdsourcing initiatives are not conducted in-person, contributor comments

may play a role of refining and enhancing the idea (Dahlander & Piezunka 2014).

The praxis tests H1 by comparing the mean innovation attribute score of ideas

with fewer than ten comments to the mean innovation attribute score of ideas with

ten or more comments.

1.6.2 H2: A one-point increase in the crowd-given innovation score for

an idea is associated with a statistically significant increase in the

idea’s innovation attribute score.

This hypothesis relates the crowd-given score to the sponsor-given score in order to

assess the relationship between the two variables. Sponsors evaluated ideas on a

multidimensional “innovation attribute” scale for factors, such as creativity, degree

of innovation, customer benefit, marketability, and risk (Schweitzer et al. 2012), as

shown in Table 1.1. The specific attributes depended on the crowdsourcing event.

Those attributes were combined to create an innovation attribute score between 1

and 5. Separately, the crowd provided scores for each idea. Those individual scores

4



were averaged to produce the crowd-given average score(Leimeister et al. 2009). This

hypothesis considers to what extent a one unit change in crowd score is associated

with a change in sponsor-given innovation attribute score.

The praxis tests H2 by comparing the correlation between the crowd score and

sponsor innovation attribute scores.

Table 1.1: Innovation Attribute Score: Example Comparison of Crowd Scores and
Sponsor Innovation Attribute Scores
Idea ID Crowd Score Complexity Impact Process Simplification Time Sponsor Score Chosen by Sponsor

9N6S 5 4.2 0.65 0.8 4.7 3.7 4.2 Yes
G8MJ 5 4.35 2 2.35 3.7 3.95 3.8 Yes
ES1C 3.36 0.15 4.25 2.25 0 0.15 0.1 No

1.7 Problem Elaboration

Web-enabled innovation tools provide an alternative approach, which could

dramatically reduce the costs associated with generating ideas for new product

development. One such tool is crowdsourcing, in which a distributed group of people

collaborate to create and evaluate new product development ideas (Colombo et al.

2013, Bogers et al. 2016, Hossain & Kauranen 2015, Zuchowski et al. 2016, Fuchs &

Schreier 2011). Reducing the transaction costs associated of ideating would allow

a company to A) reduce the cost of their product thereby providing a competitive

advantage or B) allow the company to generate more ideas with the same budget

allotted to ideation. The best way to find a “good” idea is to start with a lot of ideas

(Huang et al. 2014). “Good” ideas are often the combination of two smaller ideas or

hunches. Unlike other forms of gathering information, brainstorming, focus groups,

and ideas submitted through an online crowdsourcing project often miss the building

and refining needed to improve the idea. Without that process, the underdeveloped

idea fails management review to become an actual project.
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Compared to focus groups for idea generation, crowdsourcing has been shown to

be far more cost e�cient (Girotra et al. 2009). Crowdsourcing as a technique can

be dated back to the 1800s, but web-enablement makes crowdsourcing much more

robust. One critique of crowdsourcing is that crowdsourced ideas typically have less

community engagement to refine and improve the idea during the ideation process

than ideas generated through focus groups or brainstorming. Research shows that

ideas that have been built upon are more innovative (Kohn et al. 2011). Steven

Johnson, among others, contends that the ability to react to and expand upon

proposed ideas is central to creativity and innovation (2015).

In addition to the time and expense associated with traditional methods of

idea generation for new product development, methods such as brainstorming and

focus groups can produce development projects that are not economically feasible

or marketable (Park et al. 2016). The web o↵ers opportunities for new methods of

idea generation, such as crowdsourcing (Colombo et al. 2013). Crowdsourcing is an

increasingly common tool for generating ideas about new products or opportunities

for business improvement (Bogers et al. 2016, Hossain & Kauranen 2015, Zuchowski

et al. 2016, Mladenow et al. 2014).

As an open innovation paradigm, crowdsourcing elicits many ideas over a set time

period, often two weeks, from which some ideas will be selected by the sponsor as

“winners” and receive funding to become full-scale projects. However, frequently

less than 1% of crowdsourced ideas become funded projects, resulting in hours of

unproductive e↵ort and frustration from the contributors of selected ideas (Bayus

2013). Crowdsourcing serves two purposes: to generate many ideas quickly and to

sort through those ideas to identify the “most innovative.” However, it is not clear the

extent to which the crowd’s definition of an innovative idea conforms to the sponsor’s

definition. This can be assessed empirically by comparing the crowd-given score to

the sponsor-given multi-attribute innovation score.
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Shifting from a centralized R&D model to a decentralized crowdsourcing model

presents several questions. Will the ideas submitted through crowdsourcing be of

su�cient quality? Will the crowd identify the ideas that are considered most valuable

to management?

1.7.1 Scope and purpose

The purpose of this research is to investigate the connection between crowd and

sponsor preferences in idea contests for new product development ideas. The scope

of the research includes data from 17 crowdsource contests held at a multi-national

energy company. If the crowd can be used to predict which ideas a sponsor will

choose, then the selection process can be automated and optimized to reduce sponsor

costs associated with idea generation.

1.8 Research Contribution

This praxis will provide engineering managers a model that predict the “best” ideas

from a large volume of idea submissions in a crowdsourcing event (Girotra et al.

2009). By using the model, the engineering manager can use the collective wisdom

of the crowd to better sort ideas while reducing the selection burden on the sponsor.

Forecasting success for idea contests has previously been evaluated using expert

judgment, but this praxis focuses on developing models based on information revealed

within the contest (Berg 2016).

1.9 Significance of Research

This praxis has significance in the practice and execution of crowdsourcing events for

new product development. Many organizations are using crowdsourcing to facilitate

ideation and this research indicates the extent to which the crowd can serve as a

surrogate for the sponsor in selecting ideas. No model for assessing the correlation
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between crowd and sponsor assessments exists, so this research informs engineering

managers on how to optimize such events. Applying the model developed through

this research will allow engineering managers to identify more innovative ideas than

traditional idea elicitation techniques.

1.10 Research Methodology: Logistic Regression

This praxis uses logistic regression to identify the relationship between crowd

assessment and sponsor assessment of ideas. Several models are generated and

assessed using logistic regression to predict sponsor idea selection of a submitted

idea. Using a quantitative method based on data revealed during the crowdsourcing

event is a novel way to forecast sponsor idea selection.

1.10.1 Assumptions and Limitations

The research draws on methods used within engineering, economics, computer science,

and social science to develop predictive models. Several general assumptions are made

to limit the scope of this inquiry and develop the mathematical models.

1. It is assumed that the di↵erences between crowdsourcing events are random

and the variables are independent.

2. It is assumed that participants in crowdsourcing events did not receive

remuneration for participation and the sample of participants is reflective of

the broader population.

3. It is assumed that all events were administratively managed in a consistent

manner and any di↵erences in the administration are random, not systematic.

All research has limitations in its external validity and the extent to which the

results can be generalized (Banerjee & Chaudhury 2010, Watt & Van den Berg 1995).
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For this praxis, the models were validated using the bootstrapping technique of k-

fold cross-validation. This increases internal validity, but the model was trained using

data from a single company within a specific time period (between 2014 and 2017).

For di↵erent companies with di↵erent cultures, the accuracy of the model’s predictions

will be limited. Additionally, the assumptions enumerated in 1.10.1 provide some

limitations to the model. Should any of the assumptions prove untrue, the model will

exhibit bias.

1.11 Definition of Key Terms

In this praxis, the term “ideation” is used to mean “generating ideas.” People who

contribute to ideation are “ideators.” “Comments” refers to comments on submitted

ideas provided by event participants. “Crowd Score” is the average score on submitted

ideas rated on a scale from 1-5. “Sponsor Score” and “Sponsor innovation attribute

score” is a composite score averaging sponsor assessment on crowd submitted ideas.

1.12 Organization of the Praxis

This praxis is organized into five chapters and includes appendices that contain

supporting documentation.

• Chapter 1: Introduction provides the reader with an overview of the research

to include the problem statement, research significance, and the theoretical

framework that was used.

• Chapter 2: Literature Review critically assesses the contemporary literature

about crowdsourcing and identifies gaps in the current body of knowledge. It

provides a brief introduction to logistic regression and a summary of statistical

methods used to develop and test the model.
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• Chapter 3: Methodology describes the procedures used to create the logistic

model and the selection of explanatory variables.

• Chapter 4: Results reports the findings of various models and describes the

validation techniques used for selecting the optimal model.

• Chapter 5: Conclusion summarizes the analysis of the model and provides

recommendations for further research.
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Literature Review

2.1 Chapter Introduction

This chapter provides a survey of the development of crowdsourcing as an ideation

technique, with a focus on key themes and gaps in the body of knowledge. Performing

the literature review identifies the six major themes around which the contemporary

literature cluster. These themes provide a taxonomy of the research and help

identify gaps in the research. The chapter also summarizes the relevant quantitative

approaches to model building for crowdsourcing.

2.2 History of Crowdsourcing

One of the earliest instances of crowdsourcing was the 1714 Longitude Act in the

United Kingdom that established an award of £10,000 for a method that could

determine the longitude of a vessel within one degree. Prior governments had o↵ered

similar financial incentives to solve the longitude problem without success including

Philip II of Spain in 1567 and Philip III in 1598. These were attempts to entice

ideators to invest time in developing a solution to the vexing problem of longitude

(Sobel 2007). That model of citizen science is the forefather of concepts such as the

X Prize and DARPA challenges (Diamandis & Kotler 2015). The model has not

always been universally accepted, but since the concept was first discussed in 1907, it

has become increasingly popular as a management technique (Galton 1907, Sunstein

2006).

In 1936, automaker Toyota used a crowdsourcing contest to elicit design ideas for

the company’s logo (Kietzmann 2017). The design of the iconic soccer uniforms for

the Brazilian national team was elicited through an open contest in 1953 (Michaud

2014).
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These earlier e↵orts opened access to a broad public to solve specific problems.

In 2001, a new form of crowdsourcing developed with the creation of Wikipedia in

which contributors could collaborate asynchronously to collectively create the world’s

largest encyclopedia (Lih 2009).

The next important evolution of crowdsourcing came from collective voting. The

first mainstream application of crowd voting occurred in 2002 with the television

show American Idol (Ciulla et al. 2012). Large-scale voting was refined into ratings

and rankings that helped filter content on YouTube beginning in 2005 (Cheng et al.

2008), Amazon beginning in 1995 and revised in 2005 and 2008 (Kozinets et al. 2008,

Ante 2009), and Netflix beginning in 1997 and revised in 2006 and 2017 (Bell et al.

2010, Sims 2017).

2.3 Background to Crowdsourcing

Our current understanding of crowdsourcing is based on over a century of research

on collective intelligence (Durkheim 1912) and the origin of good ideas (West &

Anderson, 1996). As firms experimented with approaches to maintain a pipeline of

product ideas, academic discussion began to focus on the early stages of innovation,

called the fuzzy front end (FFE), which “presents one of the greatest opportunities for

improving the overall innovation process” (Koen et al. 2001). Within the discussion

about the fuzzy front end, two themes emerged which contribute to our understanding

of crowdsourcing: opportunity identification and idea selection.

There are two basic methods of ideation: 1) Face-to-face (FTF) ideation, such

as brainstorming, during which participants verbally share ideas and can modify

and build upon ideas in real time. 2) Asynchronous ideation, such as electronic

brainstorming (EBS) and brainwriting (BWr), in which a group of participants

individually contribute ideas and assess ideas submitted by others.
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Crowdsourcing is a form of open innovation for opportunity identification which

allows firms to import ideas from outside the firm, as well as export ideas to other firms

(Chesbrough 2003). Early conceptions of open innovation were forms of corporate

venturing in which a firm acquired or sold units to maintain an innovation pipeline.

While corporate venturing still plays a role in open innovation (Enkel & Goel 2012),

crowdsourcing developed as a separate approach for identifying opportunities and

selecting ideas for new product development. As the number of methods for open

innovation increase, firms face choices about which method to use to maximize their

benefits (Park et al. 2016).

2.4 Open Innovation as a Method of Innovation Management

All firms must balance the allocation of capital to research and development (R&D)

for new products with competing options. The allocation of capital as a percentage

of sales varies widely between industries and even among firms in the same industry

(Schilling 2013). Firms can use quantitative, financial metrics to measure the internal

rate of return or net present value of a prospective R&D project. Alternatively, firms

can rely on qualitative selection methods.

Open innovation includes two processes which can be pursued independently or

jointly (Enkel et al. 2009):

1. Outside-in process: The firm enhances its knowledge by leveraging knowledge

from suppliers, customers, and external sources.

2. Inside-out process: The firm monetizes ideas by bringing them to market, selling

intellectual property, or transferring ideas outside the firm.

Crowdsourcing is a subset of the outside-in process that expands the aperture of

ideators.
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2.4.1 Corporate Organization and Innovation

Firms arrange R&D activities in two ways: Centralized and Decentralized.

Centralized R&D departments concentrate decision-making authority at a single

location which allows the firm to leverage economies of scale, develop functional

expertise, and establish/maintain R&D priorities. This model emphasizes commonalities

between business units so that the centralized R&D can be deployed by the firm’s

various divisions. In decentralized R&D structures, decision-making is pushed to

lower levels of the firm. This can encourage greater innovation because more groups

are involved in the R&D process but their e↵orts may be duplicitous and it is often

di�cult to deploy solutions developed within one decentralized unit to another unit

(Schilling 2013).

Crowdsourcing o↵ers a middle ground in which ideators can occasionally

contribute to the R&D of either centralized or decentralized units as needed.

This dramatically increases the resources available to a R&D department because

the department is no longer constrained to the employees assigned only to that unit

(Jones 2016). Leveraging IT allows crowdsourcing to form virtual R&D teams on

an ad hoc basis. The participants in a crowdsourcing event vary depending on the

challenge such that the crowdsource event functions like a system integrator that

connects decentralized contributors (Von Zedtwitz & Gassmann 2002).

2.5 Pillars and Attributes of Crowdsourcing

Crowdsourcing is the combination of four distinct pillars: the crowd, the crowdsourcer

(or sponsor), the crowdsourcing task, and the crowdsourcing platform (Hosseini et al.

2014). The attributes of each pillar influence the outcome of a crowdsourcing event.

Depending on the objective of the event, di↵erent attributes of the pillars are relatively

more important. For example, one attribute of the crowd is often anonymity. This
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Figure 2.1: Attributes of crowdsourcing, illustrative model. Image adapted from Lane
(2010)

can be the case in A) the crowd does not know the sponsor of the task, as in the case

with InnoCentive (Lakhani et al. 2007) or B) the crowd does not know the identity

of the other members of the crowd, as in the case with Threadless (Brabham 2010).

However, for enterprise crowdsourcing events, anonymity may not be practicable or

even desirable. If participants know the identity of both the sponsor and the other

ideators, there is the possibility for additional collaboration that is not feasible with

most public crowdsourcing events.

2.5.1 Characteristics of the Crowd

The composition of the crowd is directly associated with the success of a

crowdsourcing event. When first coined, the crowd was often considered an

“undefined (generally large) network of people” outside the sponsoring organization

(Kietzmann et al. 2011). Contemporary usage of the term “crowd” is more nuanced

and can include the general public through true open calls like Google’s reCaptcha

or select populations chosen for a strategic purpose as in the case of the BarclayCard
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Ring crowdsource event (Wilmore et al. 2012, Marquit 2013). The relative value of

crowd characteristics is dependent on the crowdsourcing event (Erickson et al. 2012).

2.5.2 The Framing of the Crowdsourcing Task

Not all tasks are appropriate for crowdsourcing. To be successful, the task must be

carefully framed to the crowd in order to delineate the scope of the task, the priorities

of the sponsor, and the criteria for success. In new product development elicitations,

the crowd is tasked to identify innovative solutions for future development (Chanal

& Caron-Fasan 2008).

A component of framing the task is outlining the compensation for participation.

Research by Mason and Watts shows that increasing financial compensation can

increase the quantity of participation but not necessarily the quality of the output.

On the other hand, schemes that use submission quotas appear to produce higher

quality output (2010).

2.6 Primary Themes of Crowdsourcing Literature

Crowdsourcing has evolved through several disciplines including management

science, information systems and business strategy (Ghezzi et al. 2017). However,

the literature on crowdsourcing cluster tends to center around six basic themes:

1. The scope of crowdsourcing

2. Process of crowdsourcing

3. Crowdsourcing as collective intelligence

4. Emergence of crowdsourcing

5. Motivation of crowdsourcing participants

6. Limitations of crowdsourcing
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2.6.1 Defining the Scope of Crowdsourcing

First coined in Wired magazine in 2006 (Howe 2006), crowdsourcing is a burgeoning

topic in popular culture and academic literature (Hossain & Kauranen 2015). The

portmanteau combines outsourcing with the concept of the wisdom of crowds

(Brafman & Brafman 2008, Surowiecki 2004). Early researchers and practitioners

defined the new lexeme in a myriad of ways based on their individual preferences and

perspectives. Even the spelling of the word was inconsistent (crowdsourcing, crowd

sourcing, and crowd-sourcing). This praxis uses crowdsourcing as one word, the way

Howe originally coined it (2006).

The etymology of crowdsourcing shows the meaning of the word has evolved

as tools and techniques to leverage the crowd have changed. Some of the aspects

of Howe’s original definition, such as the crowd as an external source replacing

work previously done by employees, no longer accurately describe the term

(Kietzmann 2017). Estelles Arolas and González-Ladrón-De-Guevara synthesize

the various connotative meanings of crowdsourcing into a general definition 2012:

“Crowdsourcing is a type of participative online activity in which an individual ...

or company proposes to a group of individuals of varying knowledge, heterogeneity,

and number, via a flexible open call, the voluntary undertaking of a task.”

Beyond defining the word, several studies have built taxonomies of the di↵erent

facets of crowdsourcing (Geiger et al. 2011, Howe 2008). Howe divides crowdsourcing

into four categories: crowd wisdom (idea generation), crowd creation, crowd voting

(idea evaluation), and crowd funding (2008).

• Crowd Wisdom: A crowdsourcing approach that aggregates knowledge, skill,

and preferences from a distributed group in order to achieve a task. Often called

the “wisdom of crowds,” this approach seeks to uncover new insight based on

small contributions from a broad crowd (Prelec et al. 2017). This approach has
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been used to discover new ways to fold protein (Good & Su 2011) and identify

gold deposits (Afuah & Tucci 2012).

• Crowd Creation: A crowdsourcing approach designed to use distributed work

to create new knowledge. Often associated with “citizen science” such as data

collection for hydrology (Lowry & Fienen 2013) and birds (Sullivan et al. 2009)

and categorizing findings (Kaminski et al. 2016). Key to the success of crowd

creation and the concept of human computation is breaking a complex task into

microtask “at which humans excel” (Michelucci & Dickinson 2016).

• Crowd Voting: A crowdsourcing approach in which the sponsor elicits

participants choices between discrete options and aggregates the votes.

Prediction markets are a pure expression of crowd voting especially when

participants risk a financial loss if their prediction is inaccurate (Arrow et al.

2008, Mellers et al. 2014).

• Crowd Funding: A crowdsourcing approach designed to solicit financial

resources from a distributed group to achieve a specific objective, often the

creation of a product. Crowd funding is an alternative to traditional funding

sources for innovation such as banks and venture capital firms (Belleflamme et

al. 2014).

A separate literature has developed around each crowdsourcing category as well

as related concepts like open source and user-generated content (e.g. Linux and

Wikipedia) (Von Hippel 2005, Weinstein 2013). This praxis focuses on the literature

appertaining to crowd wisdom used for idea generation and evaluation.

2.6.2 Exploring the Process of Crowdsourcing

Case studies provide insight into the best practices for crowdsourcing. These studies

are useful for developing a contextual understanding of crowdsourcing, but the
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findings are, by their nature, limited in their applicability beyond the studied

organization. As a corpus, these case studies demonstrate that crowdsourcing can be

applied in many di↵erent situations from designing t-shirts at Threadless (Brabham

2010) to developing new co↵ee-based drinks at Starbucks (Li & Hongjuan 2011)

to solving intractable problems at InnoCentive (Jeppesen & Lakhani 2010) and

more (Bayus 2013, Rosen 2011). Using case studies as evidence, some research has

considered the conditions needed to facilitate crowd evaluation (Curşeu et al. 2013,

Ebner et al. 2009) and how to harness collective wisdom to drive better decision

making (Bonabeau 2009, Malone et al. 2009).

A subset of this literature considers the composition of the crowd and the relative

importance of amateurs and experts. The general finding is that amateurs are at

least as good as experts in generating and evaluating ideas (Jeppesen & Frederiksen

2006, Poetz & Schreier 2012) and may, in fact, be better (Lakhani et al. 2007). Often

this could be attributed to amateurs providing a new approach to idea generation

and evaluation than experts. Hossain and Islam extend this finding in research and

development to compare the di↵erence between experts inside and outside a firm

(2015).

2.6.3 Crowdsourcing as a Form of Collective Intelligence

The concepts of crowdsourcing and the wisdom of crowds are underpinned by the

theory of collective intelligence. While much of the literature on collective intelligence

centers on biological and anthropological studies of group activity, some researchers

have found empirical evidence of collective intelligence in group idea generation

(Woolley et al. 2010), but this finding is not universally accepted (Salminen 2012,

Woodley & Bell 2011).

Crowdsourcing is not unique in its reliance on collective intelligence. Face-to-face

ideation methods such as focus groups and brainstorming similarly use the wisdom
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of crowds, but the crowd is a smaller sample than crowdsourcing. These methods

attempt to generate and evaluate ideas in order to determine which idea is “best”

(Girotra et al. 2009).

Each idea generation and evaluation method is susceptible to heuristics and biases,

though the specific heuristics will vary based on the method (Tversky & Kahneman

1973) and issues with framing the problem (Volkema 1983).

2.6.4 Reasons for the Emergence of Crowdsourcing

In one sense, crowdsourcing is a response to perceived shortcomings in other idea

generation methods, such as time and cost (Schweitzer et al. 2012). For example,

Rushko↵ finds that focus groups rarely produce transformational innovation

ideas (2005) and other studies demonstrate that group idea generation through

brainstorming is highly influenced by time pressure (Myers et al. 1999) and other

environmental factors (Mullen et al. 1991). In some situations, the research indicates

group brainstorming may reduce, rather than enhance, decision-making (Diehl &

Stroebe 1987).

In another sense, crowdsourcing is the logical evolution of a number of idea

generation methods for new product development. Crowdsourcing uses the same

techniques as focus groups and brainstorming but expands the number of participants

and extends the time horizon. Crowdsourcing events typically take place over the

course of several weeks. Some contend that crowdsourcing is simply asynchronous

brainstorming enabled by the internet (Zhao & Zhu 2014).

2.6.5 Motivation of Crowdsourcing Participants

Another theme in the literature is exploring the motivations of participants in the

crowd. Researchers have found participants respond to both pecuniary (Jeppesen &

Lakhani 2010) and non-pecuniary rewards (Boudreau et al. 2011). As demonstrated in
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other fields of behavioral science, it seems likely that participants have a complex web

of motivations including skill development and entertainment (Brabham 2008, 2010).

Roth et al. finds that internalized extrinsic motivations are the most compelling for

sponsors to attract crowdsourcing participants (2015). For internal crowdsourcing

events, some ideators are motivated to participate to gain peer or public recognition

(Estellés-Arolas & González-Ladrón-De-Guevara 2012, Kazai 2011, Bozzon et al.

2013, Brabham 2008).

Encouraging participation is not a problem unique to crowdsourcing. There is a

separate body of research that explores employee behavior and response to incentives

(Gosnell et al. 2016). Within crowdsourcing, the sponsor is typically responsible

for determining the incentives for an event (Hosseini et al. 2014). As with many

participation-based endeavors, research indicates that a relatively small proportion

of the participants contribute the majority of the ideas, comments, and evaluations

(Easley & Ghosh 2015).

Participants in the crowdsourcing events studied within this praxis did not

receive pecuniary rewards for participation. Top contributors, i.e. participants who

submitted the most ideas and provided the most comments, and the participant(s)

who submitted the idea(s) selected by the sponsor were recognized at a closeout

meeting for the event. The motivation of the participants in these events is an area

for potential future research.

2.6.6 Understanding the Limitations of Crowdsourcing

As with any method, there are limitations to consider when using crowdsourcing to

generate and evaluate ideas. A common criticism of crowdsourcing pertains to quality

control (Jain 2010). Traditional concepts of employee motivation such as maintaining

a reputation and developing expertise are not compatible with a distributed crowd-

based system. In some crowdsourcing events, the identities of the participants are
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deliberately obscured so that the participant’s corporate rank does not interfere with

the ideation process. This approach is similar to the Delphi method of eliciting expert

judgment (N. Dalkey & Helmer 1963, N. C. Dalkey et al. 1969). Some approaches

to preserve the reputation motivation include feedback and rating on the crowd

participants, often using a username rather than their given name. This has been

used successfully for projects like Amazon’s Mechanical Turk, Stack Overflow and

Wikipedia (Schall et al. 2012). Some crowdsourcing events consider the majority

consensus of the crowd to be a definition of quality (Threadless.com) while others use

a separate “gold standard” metric to compare submissions (Quirky) (Allahbakhsh et

al. 2013). Baba & Kashima suggest that the size of the crowd is highly correlated with

the quality of the results (2013). Just as there is no single format for crowdsourcing,

there is no single solution to quality control when using this tool.

The consumer product company Quirky built a business model based on

crowdsourcing and constant user innovation. Founded in 2009, the company invited

the crowd to design products, choose which products would be moved into production,

and how those products would evolve to meet additional consumer needs (Coelho

et al. 2016). This crowdsource-based business model attracted investments from

top venture capital firms Andreessen Horowitz and Kleiner Perkins Caufield &

Byers. Forbes ranked the company as among America’s most promising in 2013

(Forbes 2013). In an attempt to keep the crowd engaged, the company produced

more products than the market was willing to bear. When Quirky tried to reduce

the number of ideas that became products, the crowd revolted and the company

eventually declared bankruptcy in 2015 (Fixson & Marion 2016).

The praxis uses the sponsor innovation attribute score and ultimate sponsor

selection as the metric against which to measure the “quality” of ideas submitted.

Evaluation of these ideas against other types of idea elicitation is beyond the scope

of this praxis and is an area for potential future research.
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2.7 Research Inferences

The literature review indicates that most research had been conducted to determine

implementation strategies and e↵ective administration for crowdsourcing. While

useful, this research does not provide the engineering manager with a tool by which

to harness the crowd and expedite the idea selection process.

Füller et al. proposes that the crowd can do more than most crowdsourcing events

allow (2013). Expanding the role of the crowd to include idea selection and evaluation

reduces the burden on the sponsor. However, this is only true if the crowd selects ideas

in line with what the sponsor would have chosen. Figure 2.2 shows two approaches

for using the crowd for new product innovation research and development. Model 1,

the most commonly used model, shows the crowd a tool to generate ideas in the early

stages of research and development. Model 2 expands the role of the crowd to include

idea selection, thus reducing the burden on the sponsor to review and evaluate a large

set of idea submissions.

2.7.1 Theory of Constraints and Continuous Improvement

The pace of new product development is regulated by constraints within the system

(Goldratt & Cox 2016). Research and Development are dependent on the ideation

and review and selection phases (see Figure 2.2). The capacity of the sponsor to

generate, review, and select ideas becomes the bottleneck for the innovation funnel.

Crowdsourcing expands the available capacity to complete those phases. Rather than

concepts pending action as work in progress, the crowd can work asynchronously to

generate, review, enhance, and evaluate idea submissions. In this way, the binding

constraint is shifted from the front of the innovation funnel to the aperture leading

to formal research. This is a meaningful change because the volume of work for the

sponsor is greatly reduced thanks to the work of the crowd (Kim et al. 2014).
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Figure 2.2: Innovation funnel, illustrative model. Image adapted from Fuller, et al.
(2013)

2.8 Sorting and Complexity

Crowdsourcing events produce a high volume of ideas after which the sponsor must

sort through the ideas to determine those which best meet the sponsor’s objectives.

In many cases, crowdsourcing events lack a comparative sorting mechanism, through

which the cognitive burden of sorting could be distributed through the crowd rather

than concentrated on the sponsor (Christian & Gri�ths 2016, Domingos 2015).

Several sorting algorithms have been tried within crowdsourcing events. Computer

scientists use measures of complexity to compare and classify di↵erent algorithms

using O-notation (Papadimitriou 2003). The key challenge to this process is balancing

the trade-o↵s between quality, monetary cost and execution time (Venetis et al. 2012,

Horvitz 1987).

One sorting algorithm is bubble sort, in which each idea is compared to the idea

immediately adjacent and can move up or down one position. This head to head
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competition approach is not the most e�cient storing mechanism and the best case

is to sort using linear time, 0(n2). Another option is dividing the ideas into segments

allows for merge sort - The crowd can rank the ideas within each segment. This

requires fewer rounds and reduces complexity such that the average case for merge

sort is O(n log n) (Knuth 1998).

2.8.1 Crowd-powered Sort

It is possible for crowdsourcing to sort ideas more e�ciently than bubble sort (Venetis

et al. 2012). Leveraging the crowd allows for quicksort, in which the crowd moves

ideas up and down in O(n log n).

Without a specific structure in place for idea evaluation, the crowd will resort to

a default sort in linear time through bubble sort. Under this system, each participant

in the crowd encounters an idea and decides if that idea is better or worse than the

preceding idea. Using the crowd to assign values to each idea and creating a cardinal

ranking system (as opposed to an ordinal ranking system) which is more e�cient if

the metric(s) used for the ranking are universally accepted. This becomes challenging

when an idea has multiple attributes that should be evaluated, such as cost, technical

feasibility, and business value. Multi-attribute scoring could provide weighted metrics

for each idea, but that still requires individual assessment of each idea (Marcus et al.

2011).

2.8.2 Human Computation and Crowdsourcing

Human computing using humans to process what computers cannot (Law &

Von Ahn 2009). As such it is related to the concept of crowdsourcing. Some human

computation task can be completed through crowdsourcing. But the definition of

human computation includes task beyond crowdsourcing and collective intelligence.

Von Ahn explains the distinction between the concepts by stating “Whereas human
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Figure 2.3: Collective intelligence illustrative model: Collective intelligence and its
relationship to crowdsourcing, human computing, and social computing, illustrative
model. Adapted from Quinn & Bederson (2011)

computation replaces computers with humans, crowdsourcing replaces traditional

human workers with members of the public” (2008).

2.8.3 Social Computing

Social computing leverages computer networks through applications such as wikis,

blogs, and social media (Quinn & Bederson 2011). Much of the research on social

computing focuses on the specific application such as Facebook, Wikipedia, and

blogs. Social computing also includes business-focused applications such as decision

analysis, forecasting, and e-government as well as interactive entertainment such as

Edutainment and gaming (Wang et al. 2007).

2.9 Analytical Frameworks for Innovation Management

A substantial literature explores the measurement of innovation and “innovativeness”

(Adams et al. 2006, Midgley & Dowling 1978). Several studies have developed

analytical frameworks to measure innovation within crowdsourcing using, for example,
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an innovation attribute scale (Schweitzer et al. 2012) or the number of user comments

(Bayus 2013).

2.10 Review of Some Concepts from Computational Statistics

The praxis uses logistic regression to develop predictive models for forecasting the

success of ideas submitted in crowdsourced ideation contests. Logistic regression

does not make the same assumptions as linear regression and a brief summary of the

basic concepts and definitions of logistic regression are described below (Seibel et al.

2006).

2.10.1 Review of Logistic Regression

Ordinal data may not be normally distributed, so analyzing this data is best done with

tools that use non-parametric approaches (Hosmer et al. 2013). Logistic regression is a

method of estimating the likelihood of a percentage change in the dependent variable

(Wimmer & Powell 2014). Logistic regression is distinct from linear regression (Seibel

et al. 2006) and is generally used when the dependent variable is ordinal or binary

(Garson 2014).

Logistic regression examines the relationship between a categorical response

variable and one or more explanatory variables, which can be ordinal or continuous.

The model produces the log(odds), or log-odds ratio, that an event will occur,

p(y=1), compared to the probability that the event will not occur.

log(odds) = �0 + �1 ⇤ x1 + ...+ �n ⇤ xn (2.1)

= ln
p

1� p
(2.2)
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Interpretation of the log(odds) can be di�cult however transforming the ratio

allows for a more straightforward interpretation that a one unit increase in x is

associated with a � increase in the predicted probability of z occurring.

p =
1

1 + e�z
(2.3)

z = �0 + �1 ⇤ x1 + ...+ �n ⇤ xn (2.4)

2.10.2 Goodness of Fit and Explained Variation

R2, a coe�cient of determination, can be used to measure the proportion of the

variance in the dependent variable explained by the model. Logistic regressions do

not produce a R2 identical to the R2 of a linear regression. A number of alternative

methods have been proposed for calculating the R2 of a logistic regression. For

example, Mittlebock and Schemper explore twelve methods (1996). However, no

consensus has emerged on a single measure as the “best” approach.

2.11 Review of Cross-Validation

Once created, statistical models must be validated. This praxis uses statistical

techniques including bootstrapping and cross-validation (Steyerberg et al. 2001).

Bootstrapping is an approach to validating statistical inference by building sample

distributions of the original data. The samples become simulated “test” datasets

against which the model can be measured. Iterating the bootstrap thousands of

times produces a statistically sound validation of the model. One advantage of

this approach is that bootstrapping does not make strong assumptions about the

distribution, which can be useful when working with non-parametric data (Haukoos

& Lewis 2005). Figure 2.4 shows a schematic of how bootstrapping divides the data

and produces a confidence interval for the model.
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Figure 2.4: Cross-Validation and the Bootstrap: illustrative model adapted from
(Haukoos & Lewis 2005)
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Non-parametric models are a special case and validation of these models may

be problem dependent, limiting the applicability of the model on unknown datasets

(Dhrymes et al. 1972).
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Methodology

3.1 Chapter Introduction

This chapter describes the methodology used in this praxis to develop a model based

on logistic regression. There is no known published research for crowdsourcing that

has developed a predictive model based on revealed data from the crowd during a

crowdsourcing event (Pedersen et al. 2013).

3.2 Data Analysis

Unlike group idea elicitation techniques, like brainstorming and focus groups,

crowdsourcing does not facilitate immediate feedback on an idea. However, the

crowd can, and often does, provide useful feedback in the form of votes, ratings,

and comments. Based on the literature about crowdsourcing events, the praxis

hypothesizes that the crowd ranking or score and the number of comments provided

by the crowd can be used as explanatory variables.

Some consumer-facing crowdsourcing companies completely rely on these metrics

as a business model. The most famous example is Threadless where designers submit

t-shirt ideas and only the ideas that receive the most votes are turned into actual

products. Threadless sells the shirts for a profit and provides a commission to

the winning designer (Brabham 2008, Piller 2010). Saxton et al. describe how this

approach developed from e-commerce sites like Amazon and eBay.

“Voting, rating, and commenting are popular tools in both social media and e-

business to express community members’ opinions or to evaluate the quality of others’

ideas, products, and services. Crowdsourcing also employs these tools to exchange

and evaluate ideas about products and services ...” (2013).
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Identifying a relationship between crowd score, the number of comments, and the

sponsor score could lead to a more automated review process for the sponsor.

3.2.1 H1: The innovation attribute score of an idea will have a

statistically significant increase if the idea receives ten or more

comments.

To test this hypothesis, the praxis compares the mean innovation attribute score of

ideas with fewer than ten comments to the mean innovation attribute score of ideas

with ten or more comments. The variables of interest are:

• Innovation attribute score = A: Ordinal variable, {1, 2, 3, 4, 5}

• Number of Comments = C: Continuous variable {0 C  53}

HO : (A|C < 10)� (A|C � 10) = 0 (3.1)

Ha : (A|C < 10)� (A|C � 10) 6= 0 (3.2)

The Kruskal-Wallis Test provides a measure of one-way ANOVA for non-

parametric data. Since A is ordinal, the praxis does not assume the data are

normally distributed. The test measures if the samples originate from the same

sample distribution and demonstrates if the sponsor-given innovation attribute score

is di↵erent for ideas with more than 10 comments compared to ideas with fewer than

10 comments.

H = (N � 1)

Pg
i=1 ni(r̄i· � r̄)2Pg

i=1

Pni

j=1(rij � r̄)2
, (3.3)
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If the H statistic of the Kruskal-Wallis test is greater than 3.84, then praxis

concludes there is not su�cient evidence of a di↵erence between the samples at the

5% confidence level. However, if the H statistic is less an 3.83, then the praxis fails

to reject the null hypothesis and concludes that the samples originate from the same

distribution.

Background: Osborn’s research on the idea generation process finds that ideas

improve as a diverse group of participants help hone and refine the idea (1953). Since

crowdsourcing initiatives are not conducted in-person, contributor comments may

play a role of refining and enhancing the idea (Dahlander & Piezunka 2014, Bayus

2013).

3.2.2 H2: A one-point increase in the crowd-given innovation score for

an idea is associated with a statistically significant increase in the

idea’s innovation attribute score.

To test this hypothesis, the praxis compares the sponsor-given innovation attribute

score of an idea with the crowd-given score on the same idea. The variables of interest

are:

• Innovation attribute score = A: Ordinal variable, {1, 2, 3, 4, 5}

• Crowd Score = D: Ordinal variable, {1, 2, 3, 4, 5}

Two tests are used to assess H2:

HO : A�D = 0 (3.4)

Ha : A�D 6= 0 (3.5)

• Wilcoxon Signed-Rank Test: A paired di↵erence test for non-parametric data

used because A and D are ordinal variables. The test compares matched pairs
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from a single sample distribution to assess whether the population mean ranks

di↵er. The z-score is interpreted using the z-distribution table. The statistic is

significant if a  0.05.

z =
W

�W

, �W =

r
Nr(Nr + 1)(2Nr + 1)

6
. (3.6)

• Kendall Rank Correlation Coe�cient: A non-parametric hypotheses test for

statistical dependence based on the ⌧ coe�cient. The test measures the ordinal

association between two measured quantities and compares the number of

concordant pairs (when A = D) to the number of discordant pairs (when A 6=

D).

⌧B =
nc � ndp

(n0 � n1)(n0 � n2)
(3.7)

The coe�cient ranges between -1  ⌧B  1. Perfect positive correlation, meaning

the ranks are identical, has a coe�cient value of 1; perfect negative correlation has a

coe�cient value of -1. If A and D are independent, the coe�cient will take a value

of zero.

3.3 Model Validation

Validation is perhaps the most important step of building a model. Without

validation, the model cannot provide answers to the research questions under

investigation. Several functions can be used to evaluate the validity of each model:

1. Checking the goodness of fit of the regression against the observations using the

omnibus test (Hosmer et al. 2013).

2. Analyzing the residuals with techniques such as graphing the Pearson and

deviance residuals versus linear predictors (Garson 2014, Menard 2002).
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3. Using model cross-validation with in-sample data through bootstrapping

(Kohavi 1995, Picard & Cook 1984, Bickel & Freedman 1981, Efron &

Tibshirani 1997, Freedman 1981).

3.3.1 Goodness of Fit

The praxis conducts the Hosmer-Lemeshow test to evaluate if there is evidence of a

poor fit. The null hypothesis posits that there is not su�cient evidence of a poor fit

so a p-value less than 0.05 indicates that there is evidence of a poor fit. However,

a p-value greater than 0.05 does not mean the fit is good, it merely means there is

not su�cient evidence of a poor fit. The test partitions the data into bins (g). The

praxis uses ten bins. The reliance on arbitration bins is a major criticism of the

Hosmer-Lemeshow test. The test is conducted using the “ResourceSelection” library

in R (Lele et al. 2017).

The praxis also considers the McFadden’s pseudo-R2. Unlike the R2 statistic in a

linear regression that calculates the proportion of variance in the dependent variable

that is explained by the model, McFadden’s pseudo-R2 calculates the log-likelihood

value that a fitted model and a null model are equal. The statistic ranges from 0 to

1 with higher values indicating greater predictive power.

R2
McFadden = 1� log(Lc)

log(Lnull)
(3.8)

Lc is the maximum likelihood value of the current fitted model and Lnull is the

maximum likelihood value from a model with an intercept and no covariates. The

praxis calculates McFadden’s pseudo-R2 using the R data package “pslc” (Jackman

et al. 2015).
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3.3.2 Likelihood Ratio Test

The praxis develops nine models which are compared using the likelihood ratio

test. The test demonstrates if removing explanatory variables from the model has

a statistically significant e↵ect. The test is conducted using the R data package

“lmtest” (Zeileis & Hothorn 2002).

3.3.3 Analysis of Residuals

In linear regression, the variance of the residuals can indicate the goodness of fit

for the model. If the residuals are homoscedastic, then the model predicts equally

well across the values for the independent variables. Logistic regression does not

assume homoscedasticity (Seibel et al. 2006). As there is no generally accepted

test for homoscedasticity in logistic regression, Pearson residuals or deviance

residuals can be used to compare the di↵erence between observed and fitted values.

Additionally, plotting Pearson residuals against linear predictors can help provide

visual confirmation for heteroscedasticity.

3.4 Quantitative Validation of the Model

Statistical models can su↵er from of shrinkage, over-fitting, and optimism. The

praxis uses k-fold cross-validation to measure the extent to which the models predict

data not used to train the model. This method resamples the data and creates

subsets of randomly selected observations with replacement. This resampling creates

simulated additional datasets against which to test the model. These resampled

subsets represent samples, which might have been generated from the population

and allows for the calculation of confidence intervals for the validity of the model.

This method assumes the independence of the resamples and some researchers have
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challenged that assumption especially with smaller datasets (Efron & Tibshirani

1997).

K-fold cross-validation partitions the data into k equally sized subsets called folds.

One fold is withheld from the data while the remaining k-1 folds are used to train the

model. The previously withheld k-fold is used to test the accuracy of the predicted

model. The process repeats until all k folds have been used as test subsets. The

praxis uses 10 folds.

CVK =
KX

k=1

nk

n
MSEk (3.9)

In Equation 3.9 mean squared error (MSE) is MSEk =
P

i 2 Ck(yi� ŷi)2/nk and

ŷi is the fit for observation i, obtained from the data with part k removed. Accuracy

improves as MSE approaches zero (Arlot et al. 2010).

3.4.1 Likelihood Ratio Test

Another method of comparing logistic regressions is to perform a likelihood ratio test.

This test seeks to identify if the fit of a model improves with fewer predictors. The

test assumes that since removing explanatory variables almost always decreases the

fit of the model and measures the observed di↵erence in the model fit between the

models. The null hypothesis holds that the reduced model is true such that a low

p-value would lead to that hypothesis being rejected and concluding that there is

evidence that the current model is more predictive than the reduced model.

3.4.2 Model Selection and Akaike Information Criterion

A more reliable method of model selection for logistic models is the Akaike

Information Criterion (AIC). The AIC is a measure of the quality of a statistical

model based on the available data. It provides a common metric for evaluating and
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comparing models. Similar to adjusted R2, AIC penalizes models with extraneous

explanatory variables (Bozdogan 1987).

3.5 Receiver Operating Characteristic Validation

The receiver operating characteristic (ROC) measures how well the model classifies

predictive data. ROC calculates the proportion of positive data points that are

correctly classified as positive (true positive rate (TPR)) and the proportion of

negative data points that are mistakenly considered as positive (false positive rate

(FPR)).

The true positive rate (Sensitivity) and the false positive rate (1-Specificity) are

displayed graphically in a ROC curve. The key metric is the area under the curve

(AUC). The values of AUC range from .5 to 1 with higher values indicating the model

does a better job of predicting the data (Hanley & McNeil 1982, DeLong et al. 1988,

Bradley 1997).

Unlike other validation techniques, ROC does not require a predetermined queue

rate. The queue rate is the fraction of instances in which the classifier score q is above

a pre-specified threshold qt (DeMortier 2016).

ROC and AUC are calculated using several R libraries (Robin et al. 2011, Sing et

al. 2005, Fellows 2012).

3.6 Model Reliability

Model validity is a measure of the accuracy of the model’s predictions. Model

reliability is a measure of how much the outcome varies among di↵erent samples.

A confusion matrix compares the predicted results to the actual results. Table 3.1

shows a generic matrix in which TN means true negative, FP means false positive,

FN means false negative, and TP means true positive.

38



Table 3.1: Confusion Matrix

Actual
Negative Positive

Prediction
Negative TN FN
Positive FN TP

Using the notation from Table 3.1, the relevant statistics can be estimated through

simple calculations (Davis & Goadrich 2006):

Queue Rate =
TP + FP

TN + TP + FN + FP
(3.10)

True positive rate, sensitivity =
TP

TP + FN
(3.11)

True negative rate, specificity =
TN

TN + FP
(3.12)

The true positive rate is also called the detection rate.

3.6.1 Accuracy

Accuracy is the measure of how often the model correctly classifies the data. Equation

3.13 illustrates the calculation based on the model confusion matrix.

Accuracy =
TP + TN

TN + TP + FN + FP
(3.13)

3.6.2 Interrater Agreement

Cohen’s kappa statistic is a common method of measuring interrater reliability (Wan

et al. 2015). Kappa takes a value between -1 and 1, where 0 represents the agreement

expected by random chance (Cohen 1968). One benefit of kappa is that it can be

used to compare across studies. Table 3.2 shows interpretations of various levels of
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kappa. The statistic is often used in biomedical research where both false positive

and false negative results can have important consequences.

Table 3.2: Interpretation of Cohen’s Kappa

Value of Kappa Level of % of Data that are
Agreement Reliable

0-.20 None 0-4%
.21-.39 Minimal 4-15%
.40-.59 Weak 15-35%
.60-.79 Moderate 35-63%
.80-.90 Strong 64-81%
Above .90 Almost Perfect 82-100%
(McHugh 2012)

3.6.3 False Omission Rate

The False Omission Rate reports the likelihood that the model misclassifies a success

as a failure. Equation 3.14 shows the calculation for false omission rate, which is also

equal to 1 - the Negative Predictive Value.

False omission rate =
FN

TN + FN
(3.14)

3.7 Tools for Data Analysis and Visualization

The data analysis for this praxis was conducted using R (R Core Team 2016). In

addition to the base operations, specialized R data packages were used including

“tidyverse” (Wickham 2017), “MASS” (Venables & Ripley 2002), “psych” (Revelle

2016), and “boot” (Canty & Ripley 2016).

3.7.1 Visual Display of Quantitative Information

Plots in this praxis are generated using the graphical R libraries “ggplot2” (Wickham

2009) and “gridExtra” (Auguie 2016). The graphics are made in accordance with
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the principles for the display of quantitative information developed by Edward

Tufte (1983, 1990, 1998, 2006) using the R libraries “ggthemes” (Arnold 2017) and

“stargazer” (Hlavac 2015).

3.8 Dataset

The data for this praxis comes from an internal, web-enabled crowdsourcing events

held at a large, international company between 2014 and 2016. The events varied in

size, participation and subject area. For example, during one event held in early 2015,

several thousand participants generated 4,617 ideas and 11,136 comments (see Table

3.3). Each participant in the crowd had the opportunity to evaluate the innovativeness

of the idea on a scale from 1 to 5, and the average of those assessments becomes the

idea’s crowd-given innovation score. Separately, the event sponsor evaluated each idea

and assigned an innovation attribute score to the idea ranging from 1 to 5. Comments

are used as a continuous variable and include all comments appended to an idea,

including negative (e. g. “This would never work here.”) and non-contributory (e.g.

“I agree!”) comments. All comments are included since data screening the comments

a priori could introduce statistical distortion.

Many variables are unique to a specific crowdsource event. While it is possible

to use techniques like multivariate imputation by chained equations to account for

missing data, for some event unique variables there is insu�cient data to impute

missing values. Within crowdsourcing events, some observations have substantially

more complete records than others. Table 3.3 provides summary data of the dataset

and Table 3.4 provides definitions of key variables.

3.9 Participants

The participants in the crowdsourcing event were employees or sta↵ contractors of

a large international company. Submissions were made through an internal intranet
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Table 3.3: Summary of Crowdsourcing Dataset

N

Crowdsourcing Events 17
Ideas 4, 671
Comments 11, 136
Total Observations 15, 807

Qualitative Variables 20
Quantitative Variables 54
Total Variables 74

Table 3.4: Key Variables in Crowdsourcing Dataset

Statistic Description
Success 1 if idea is chosen by Sponsor, 0 otherwise
Average Crowd Score Averaged score from ordinal variable selection between 1-5

on a likert scale, in which 5 is the highest
Sponsor Innovation Weighted score based on five innovation attributes selected
Attribute Score for each event; attributes are not identical across events
Number of Comments Continuous variable of comments provided by the crowd on each idea
Total Number of Votes Continuous variable of crowd participants who voted for an idea
Initiative 1 if submitted idea is already part of a company initiative, 0 otherwise
5 Stars Continuous variable of number of five star votes provided by crowd
4 Stars Continuous variable of number of four star votes provided by crowd
3 Stars Continuous variable of number of three star votes provided by crowd
2 Stars Continuous variable of number of two star votes provided by crowd
1 Star Continuous variable of number of one star votes provided by crowd
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portal. The company is divided into several business lines and support services.

All events had participants from more than one company division. The specific

distribution of participants varied between events. Any variation between the events

is assumed to be random.

There is no reason to suspect sample selection bias and the praxis concludes

that models developed from the sample data are generalizable to the population of

employees working for the company.
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Results

4.1 Chapter Introduction

Chapter 3 described the process used to develop the model, including justification for

the variable selection. This chapter presents the results of the models and determines

which model best predicts sponsor selection by balancing fit and parsimony.

4.2 Descriptive Statistics

4.2.1 Hypothesis 1: Evaluating the role of Comments

H1 compares the outcome of selection based on the number of comments an idea

receives. Separating the data based on the number of comments, the distribution of

scores for the two can be compared.

H1 posits that an increase of ten comments is associated with a statistically

significant increase in the sponsor-given innovation score. Using the Kruskal-Wallis

test, the praxis calculates the value of the H statistic to be 47.298 (see Table 4.1).

Table 4.1: Kruskal-Wallis Test

H Statistic 47.298⇤⇤⇤

Degrees of Freedom 1
p-value 6.096e-12

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01

At the .05 significance level, the praxis concludes that the population of average

scores from ideas with fewer than 10 comments is not identical to the population of

average scores from ideas with 10 or more comments.

The average crowd score for ideas with fewer than 10 comments is 3.65. The

average crowd score for ideas with 10 or more comments is 4.10. Exceeding the
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Figure 4.1: Hypothesis 1: Descriptive statistics: The center line shows the predicted
probabilities and the shaded area shows the standard error.

threshold of 10 comments or more is associated with a .452 point increase on average

crowd score.

4.2.2 Hypothesis 2: Comparison of Crowd and Sponsor Scores

The research seeks to identify if data created by the crowd can accurately predict

Sponsor selections for new product development ideas in crowdsourced idea generation

competitions. If the crowd can function as a surrogate for the sponsor, then the crowd

can be used to automate and optimize the idea selection process.

The distribution of scores between the crowd and the sponsor are very similar and

there is not a statistically significant di↵erence between the two groups (see Table

4.2).
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Figure 4.2: Comparison of crowd and sponsor scores: The chart shows the density of
the crowd and sponsor scores.

To test the correlation between the crowd and the sponsor, the praxis considers

two variables: Crowd-given Vote Score and Sponsor-given Innovation Attribute Score.

Both scores are ordinal and range 0-5, with five being the highest.

Applying the Wilcoxon Signed Rank Test

The Wilcoxon signed ranked test is a paired di↵erences test for nonparametric data.

With a large number of observations, the sampling distribution converges to the

normal distribution and uses the standardized z critical values. The value of the

Wilcoxon statistic is 97929 and the p-value of the test is 0.000, so the praxis rejects

the null hypothesis and concludes there is a statistical di↵erence between the two

variables.
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Applying the Kendall Rank Correlation Test

The praxis further considers the extent to which the crowd score and sponsor

innovation attribute scores are correlated by calculating the Kendall rank correlation

coe�cient. The value of ⌧B is -0.0212 and the 2-sided p-value is 0.54431. The

praxis fails to reject the null hypothesis and concludes that there is no statistically

significant relationship between the median of the crowd-given score and the median

of the sponsor-given score.

Discussion of H2

Both the Wilcoxon and Kendall tests produced results contrary to the expectation of

the hypothesis. Since there is not a statistically significant correlation between these

two scores, factors other than crowd-given score must be influencing the sponsor-given

score. To further analyze the extent to which those factors explain the variance in

the sponsor-given score, the praxis developed logistic regression models that control

from potentially confounding variables such as whether or not the idea was a part of

an existing initiative.

4.3 Logistic Regression and Model Results

The praxis assesses nine logistic regression models using various combinations of

explanatory variables. The full dataset included more than 74 variables (see Table

3.3). Some variables were excluded from the analysis due to missing values or data

integrity issues. Other variables included qualitative data which was not coded or

included in the praxis. The remaining values in the data set were standardized and

screened for missing or errant values.
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A stepwise function was performed to determine which variables were statistically

significant. Then several models were created using those variables in di↵erent

combinations.

4.3.1 Model 1: Predicting Success with the Number of Comments

Model 1 considers the relationship between the Number of Comments and the

probability of sponsor selection. This model provides a di↵erent answer to H1 than

the

ˆSuccess = �0 + �1 ⇤Num.Comments (4.1)

In Model 1, an increase of an additional comment is associated with a 0.07 increase

in the log odds of an idea being selected. This result is statistically significant at any

reasonable value for ↵.

Table 4.2: Model 1: Using Number of Comments to Predict Success

Coe�cient

Number of Comments 0.067⇤⇤⇤

(0.010)

Intercept -1.950695⇤⇤⇤

(0.060)

Observations 3,717
Log Likelihood �1,452.145
Akaike Inf. Crit. 3859.9

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Standard error reported in parenthesis.

Figure 4.3 shows the estimate and standard error for Model 1. As the number

of comments increase, the error also increases. The data are not evenly distributed

leading to outliers a↵ecting the predictive power of the model.
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Figure 4.3: Graphing Model 1: The center line shows the predicted probabilities and
the shaded area shows the standard error.

This model predicts that an increase of ten comments is associated with a 51%

increase in the log odds that the idea is selected. Converting this to a standard base

allows for more direct interpretation: a one unit increase in the number of comments is

associated with a 4.2 percent increase in the probability of success. This statistically

significant result shows the strong relationship between the number of comments and

success.

4.3.2 Model Validation

The receiver operation characteristic curve shows Model 1 is better than chance.

Figure 4.4 shows the relationship between the true positive rate and the false positive

rate. With an area under the curve (AUC) value of .52, the model is better than

chance but does not account for all of the variances in sponsor selection.
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Figure 4.4: Receiver Operating Characteristic for Model 1: The model has more
accurate predictions with the value of the comments variable is lower. This is logical
since the outliers of the number of comments increase the error of the model.

4.3.3 Modeling with an Instrument for Comments

Another approach to answering this question uses an instrument, or “dummy

variable,” for 10 or more comments. The variable takes 1 for ideas with 10 or more

comments and 0 otherwise. This provides a more clear answer to H1 that 10 or more

comments are associated with a statistically significant increase in the log(odds) of

sponsor selection.

Table 4.3: Model 1 using an Instrument for 10 or More Comments

Coe�cient

10 or More Comments 0.687⇤⇤⇤

(0.16263)
Intercept -1.614⇤⇤⇤

(0.04426)

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01

The coe�cient is statistically significant at any reasonable level of ↵. Converting

the log(odds) to p reveals that receiving 10 or comments is associated with a

98%increase in the probability of sponsor selection.
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log(odds) = � + �(Instrumentcomments) (4.2)

= �1.614 + 0.687(Instrumentcomments) (4.3)

p =
e(�+�(Instrument))

[1 + e(�+�(Instrument))]
(4.4)

4.3.4 Model 2: Predicting Success with the Average Crowd Score

In Model 2, a 1 unit increase in Average Crowd Score is associated with a -0.252

decrease in the log odds of the idea being selected. This confirms the conclusions

from the Wilcoxon and Kendall tests and further verifies that H2 is not an accurate

explanation of the variation in the data.

ˆSuccess = �0 + �1 ⇤ Crowd.Score (4.5)

The logistic regression model shows that as the average crowd-given score

increases, the probability of selection decreases. This is a counter-intuitive result.

The strength of this e↵ect is tested with the other models. For example, the negative

coe�cient could be the caused by ideas with high average crowd scores being part

of existing initiatives. Models 6 and 8 use Initiative as an additional explanatory

variable to see how the coe�cient on Crowd Score changes once the model controls

for initiatives.

Crowd Score is strongly significant in the model. However, a graphical view of

the model in Figure 4.5 indicates that the model captures less than a full view. The

standard error, shown in gray, is low for the model but the model still cannot account

for a large portion of the variance in success.
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Table 4.4: Model 2 Results: Using Crowd Score to Predict Success

Coe�cient

Crowd Score 0.238⇤⇤⇤

(0.056)

Intercept �2.772⇤⇤⇤

(0.221)

Observations 3,717
Log Likelihood �1,454.497
Akaike Inf. Crit. 2,912.994

Note: ⇤p<0.1; ⇤⇤p<0.05; ⇤⇤⇤p<0.01
Standard error reported in parenthesis.
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Figure 4.5: Graphing Model 2: This model has less variance in the standard error,
but the predicted values are lower than a standard sigmoid curve would predict.
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4.3.5 Model Validation

The receiver operating characteristic curve shows Model 1 is better than chance.

Figure 4.4 shows the relationship between the true positive rate and the false positive

rate. With an area under the curve (AUC) value of .53, the model is better than

chance but does not account for all of the variance in sponsor selection.
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Figure 4.6: ROC for Model 2: The accuracy of the model fluctuates. This is likely
associated with the non-normal distribution of crowd-given scores that cluster around
the ordinal values 1, 2, 3, 4, and 5 as seen in figure 4.2.

4.3.6 Models 3-9: Multivariate Logistic Regressions

The number of comments and the crowd score are the primary explanatory variables.

In models 3-9, the praxis uses di↵erent combinations of these with Total Votes and

Initiative to define the best model. Table 4.5 shows the outcomes from each model.

The standard error is reported in parenthesis below the coe�cient. These variables

were selected based on a stepwise regression using all available quantitative variables.

The praxis iterates using the key four variables in di↵erent combinations to assess

which combination produces the most useful model.
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4.3.7 Discussion of Number of Comments

Including the number of comments is statistically significant at ↵=0.05 in models 1,

3, and 6, but not in models 4, 5, and 7 (see Table 4.5). This indicates that other

variables in those models account for the variance in the number of comments. These

models give very little weight to the number of comments.

Comments are included as a continuous variable. Transforming these into bins

may have produced di↵erent results but would have also added complexity to the

model. This is an area for potential future research.

4.3.8 Discussion of Crowd Score

Consistent with the negative correlation identified with the descriptive statistics,

Models 2, 3 and 9 show that a one unit increase in Crowd Score is associated with

a decrease in the log odds of sponsor selection. However, when the total number of

votes are included as an additional explanatory variable, such as models 5, 6, and 8,

the coe�cient for Crowd Score becomes positive (see Table 4.5). In each case, Crowd

Score is statistically significant at any reasonable p-value.

4.3.9 Discussion of Total Votes

The number of votes cast for each idea appears as statistically significant explanatory

variables in Models 4, 5, 6, 7, and 8 (see Table 4.5). This indicates that ideas which

receive more crowd interest - as measured by the number of crowd members who

volunteered to vote on the idea - are associated with an increase in the log odds

of sponsor selection. Participants choose which ideas to evaluate and presumably

ideas which they consider mediocre do not receive votes. If a participant is strongly

against an idea, that would increase the count of the number of total votes but also

decrease the average crowd-score. Given that the variable is statistically significant in
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each model, the praxis concludes that the total votes variable is useful for predicting

success.

4.3.10 Discussion of Initiative

One possible explanation for the counter-intuitive results from the descriptive statistic

tests for H2 was the potential confounding role of including ideas that were part

of existing initiatives. Models 6, 7, 8, and 9 use a Boolean indicator to control

for the e↵ect of being a part of an initiative for sponsor selection (see Table 4.5).

As an explanatory variable, Initiative is statistically significant and when included

seems to act as an instrument for the number of comments. Including Initiative

reduces the statistical relevance of the variable for comments. One di�culty with

using this variable for a predictive model is that it requires the sponsor to identify

which submitted ideas are already part of the innovation pipeline. Unlike the other

variables that rely solely on information revealed by the crowd during the event,

Initiative requires additional e↵ort on behalf of the sponsor but does not produce

models much better than those without Initiative. The praxis concludes that Initiative

should not be included in the model.

4.4 Results Discussion

Each model produced statistically significant coe�cients for some explanatory

variables. To compare the various models, we construct the receiver operating

characteristic curve (ROC) for each model and compare the area under the curve.

In this case, a higher number is better. The ROCs are plotted in Table 4.7, and

random chance is represented by the diagonal line with a ROC area under the curve

(ROCAU) of 0.5.
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Figure 4.7: Receiver Operating Characteristics for all Models: The graphs show the
receiver operating characteristics for the nine models. Each graph also includes the
area under the curve.
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Table 4.6 describes the performance of the various models in five measurements:

ROC area under the curve (ROC AUC), accuracy, Cohen’s kappa, detection rate (also

called true positive rate), and false omission rate.

Table 4.6: Measures of the Performance of Logistic Models

Model ROC AUC Accuracy Kappa Detection Rate False Omission Rate

1 0.527 0.793 0.090 0.768 0.855
2 0.533 0.759 0.057 0.729 0.830
3 0.567 0.737 0.065 0.700 0.782
4 0.603 0.700 0.075 0.648 0.697
5 0.574 0.720 0.089 0.671 0.714
6 0.548 0.773 0.151 0.728 0.737
7 0.592 0.706 0.066 0.658 0.722
8 0.598 0.696 0.064 0.645 0.706
9 0.608 0.692 0.075 0.638 0.683

4.5 Performance of Classification Models

Each model is evaluated using several metrics. The confusion matrix results described

in Table 4.7 report the true/false positive and true/false negative performance of each

model. These values are used to determine precision statistics including the detection

rate reported in Table 4.6.

Table 4.7: Description of Performance of Classification Models

Model True Positive True Negative False Positive False Negative
1 97 2985 234 572
2 114 2835 384 555
3 146 2721 498 523
4 203 2518 701 466
5 191 2609 610 478
6 176 2829 390 493
7 186 2560 659 483
8 197 2507 712 472
9 212 2479 740 457
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4.5.1 Iteration for Cross Validation

An important consideration for k-fold cross validation is the number of iterations

required to provide su�cient evidence of the value of the model. Most models use k=

5 or 10. The praxis uses k=10. Table 4.8 provides the k-fold cross validation statistic

for each model.

Table 4.8: Cross-Validation of Logistic Regression Models

Model Cross-Validation

1 86.5%
2 86.6%
3 86.5%
4 86.6%
5 86.7%
6 86.7%
7 86.6%

Note: k folds = 10

4.5.2 Selecting a Model

The determination of the best model for predicting sponsor selection is based on the

receiver operating characteristics (ROC) and the area under the curve (AUC) as well

as the performance in the accuracy and precision tests.

Taking the various factors into consideration, the praxis recommends Model 5

(see Equation 4.6). This model uses the number of comments with the average crowd

score and number of participants voting on an idea to predict if the idea will be

selected by the sponsor. While several models have similar scores for accuracy or

precision, Model 5 has the most useful balance of both while retaining the principle

of parsimony.
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ˆSuccess = �0+�1⇤Number.of.comments+�2⇤Crowd.Score+�3⇤Total.V otes (4.6)

4.6 Strengths of the Model

This model identifies the relationship between sponsor selection and several easily

calculated variables. Since the explanatory variables of “number of comments,” “total

votes,” and “average crowd score” are revealed during the crowdsourcing event, an

engineering manager can easily predict, using the log odds coe�cients, which ideas

should be brought forward to the sponsor for review. In this way, the crowd e↵ectively

sorts the volume of ideas into a more manageable task for the sponsor.

4.7 Limitations of the Model

The model is limited by the data used to develop it. It cannot reliably be used

to predict outcomes from events that were administered di↵erently or for sponsors

with di↵erent expectations of innovation attributes as this is beyond the scope of this

research.

By averaging the crowd evaluations, the model assumes equal weight to each

participant. In some crowdsourcing events, no prior expertise is needed. However, it

could be the case that some of the contest data used to develop this model would have

benefited from identifying a subset of experts. In this case, non-expert evaluations

may have distorted the true evaluation of an idea. Research by Burnap et al. shows

some empirical evidence in which evaluators consistently misvalue engineering designs

in crowdsourcing events (2015). However, at this point, since there is not a reliable

method of identifying experts within the crowd this remains an area for potential

future research.
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Conclusion

5.1 Chapter Introduction

The prior chapters described a process of developing and validating nine models to

predict the outcome of crowdsourcing events. Model 5 (Equation 4.6) is recommended

to allow engineering managers to predict sponsor selection of an idea. This final

chapter addresses some potential applications of this research and identifies some

areas for potential future investigation.

5.2 Value of Models for Engineering Management

As Box explains all models are wrong, but some are useful (1976). While

recommended, Model 5 is not a perfect tool for predicting the best ideas. All

nine models developed in the praxis have predictive power that can be used to

sort ideas submitted through online crowdsourcing events. As demonstrated by the

ROCAU curves in Figure 4.7, using these models provides better than chance cuts

for sorting new product development ideas. However, the accuracy of the models is

limited and engineering managers relying upon these models will observe that the

models predict some bad ideas as successful choices and omit some good ideas from

consideration.

The value of the models then becomes a question of engineering management.

Is the relatively low accuracy worth the time savings created by using the model

over a manual review? In the case of the company studied, the answer is yes. For

this company, the ability to quickly sort the ideas dramatically reduces the costs

associated with hosting and administering crowdsourcing events. The sponsor can

review the shortened list of ideas the model predicts to be successful, which is 10-

35% of the total submissions. The sponsor knows that this cut removes good ideas
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from consideration but can rapidly assess the smaller group of predicted successes to

identify false positives.

As the sponsor hosts more crowdsourcing events, certain features of the event

could be changed to improve the accuracy of predictive models. For example, the 17

crowdsourcing events used for this praxis did not capture the same data for all events.

Increasing the variables that are consistently applied to each event would provide

greater opportunities for refining the model. Further, participants in the events

studied did not know that their actions would be used to develop predictive models.

In future events, the sponsor could explain how the models work and encourage

the crowd to provide votes and comments for their preferred ideas. This approach

creates an opportunity for the crowd to manipulate the outcomes, but the negative

consistences of that manipulation are mitigated since the sponsors ultimately review

all the predicted successful ideas to di↵erentiate between true positives and false

positives.

5.3 Areas for Potential Future Research

The model presented in this praxis should be tested against crowdsourcing events

conducted within other organizations. This model provides a foundational platform

that could be leveraged for future research of crowdsourcing, including but not limited

to the role of “serial participants” in predictive outcomes, the role of crowdsourcing

design on participation, and the di↵erences between internal and external participants

for corporate new product development ideation. Additionally, this model could be

expanded to consider other selection variables than the ones used in this praxis. For

example, idea submissions and comments could be parsed through a natural language

processing API for sentiment and tone such as IBM’s AlchemyLanguage. This might

identify a relationship between a submission’s tone and the idea’s innovation attribute

score.
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The datasets used for this analysis did not include ideator’s assessments of

idea submissions against specific criteria. The future analysis would benefit from

the addition of such data in order to explore conjoint analysis. This additional

data could also be used to assess the Bayesian distribution of prior probabilities

based on the crowd’s revealed preferences. However, since each ideator will apply

a personalized definition to each measurement attribute, the analysis must account

for non-measured latent variables through such techniques as principal component

analysis and structure of equation models.

5.3.1 Expanded Variables for Future Analysis

The praxis research was limited by the quality of the source datasets. While the

total number of variables across the datasets was high, integrity questions about how

the variable was defined in di↵erent instances limited the e↵ectiveness of using those

variables to develop predictive models (Pipino et al. 2002). Future crowdsourcing

events would benefit from clearly defined variables prior to the initiation of the event.

Limited analysis developing structured equation models (SEMs) from the data

indicate the presence of latent variables (Muthén 2001, Little et al. 2006, Loehlin

1998). The praxis was not able to fully develop this line of inquiry due to the limited

number of variables across the various datasets. Expanding the variables recoded

consistently in crowdsourcing events will give future researchers additional tools for

evaluating which factors are most e↵ective at predicting sponsor selection following

the event.

5.4 Contribution to the Crowdsourcing Body of Knowledge

In conclusion, this praxis contributes to management research about crowdsourcing

by developing frameworks and models for comparing crowd and sponsor assessments.

The praxis addresses gaps in the current knowledge in literature dealing with
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crowdsourcing and increases the understanding of crowdsourcing as an innovation

management tool for eliciting and sorting new product development ideas. The

review of the relevant literature and conclusions illustrate areas for further research.

Using the models developed in the praxis, practitioners and engineering managers

can better leverage the power of innovation in the crowd.
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