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Abstract of Thesis 

 

 

PredictMod: A Machine Learning Application for Predicting Patient Response to 

Interventions for Prediabetes 

 

 

The prevalence of prediabetes in the United States has risen to 38% in 2023, with 

the vast majority unaware of their condition. Consistent elevation of blood glucose in 

conditions like prediabetes and Type 2 diabetes (T2D) often leads to more severe 

outcomes such as heart disease and stroke. Therefore, providing preventative care to 

patients diagnosed with these conditions is critical. Several studies indicate an association 

between gut dysbiosis and the progression of prediabetes to T2D. Additionally, it is well 

documented that lower beta diversity through a reduction in specific microbial taxa (e.g., 

butyrate-producing bacteria) is associated with the onset of prediabetes. This connection 

provides a conduit for identifying signals within the gut microbiome of prediabetic 

individuals that can aid in predicting patient outcomes prior to intervention.  

Machine learning (ML) can be used to detect these microbial signatures and 

identify key patterns for predicting intervention outcomes, particularly when trained with 

data from patients undergoing dietary modifications or implementing regular exercise. 

Here, we demonstrate a tool called PredictMod which had previously been developed to 

predict epilepsy intervention outcomes. This was accomplished by using publicly 

available metagenomic data obtained from NCBI’s sequence read archive (SRA) paired 

with prediabetic patient electronic health records (EHR) to predict disease outcomes and 

treatment response from baseline gut microbiome signatures. The ML-based model using 

EHR data was generated using synthetic patient health records to predict response status, 

as this data was more readily available and assisted with concept validation.  
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The best-performing algorithms were bagged tree ensembles and neural networks 

with regard to predicting patient outcomes from metagenomic and EHR data, 

respectively. Specifically, the algorithms trained on metagenomic and synthetic patient 

data were able to perform at 88.9 and 83% accuracy, respectively. Furthermore, precision 

scores were 80% for both decision tree and neural network models, which establishes 

both models can predict response status with moderate confidence. These methods and 

models serve as an extension of, PredictMod, which serves to aid in clinician decision-

making concerning interventions for prediabetes.  
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Introduction 

 
 

 According to the Centers for Disease Control (CDC), prediabetes is a health 

condition due to impaired blood glucose tolerance (IGT) where blood glucose levels are 

higher than normal but lower than type 2 diabetes (T2D). Around 38 percent of adult 

Americans have prediabetes with the vast majority unaware of their condition. This is 

often due to the absence of symptoms for the first several years one is considered 

prediabetic 1. Many individuals will receive a formal diagnosis of prediabetes with blood 

tests that measure hemoglobin A1C (HbA1C) or fasting blood sugar levels. Impaired 

fasting glucose (IFG) levels for prediabetics are between 110 to 125 mg/dL and HbA1c 

levels are between 5.7-6.4 percent 2. Although patients can go several years as 

asymptomatic for prediabetes, this condition is not considered benign given the 

continuous elevation in blood glucose levels that often lead to more severe diseases 3.  

Several studies have found a lack of proper intervention for prediabetes causes the 

condition to progress into diseases such as T2D, heart disease, and stroke 4. T2D is 

typically described as a condition of either insufficient production of insulin by the 

pancreas or total resistance of insulin by fat and muscle cells that would otherwise 

promote glucose uptake. T2D is the most common disease occurrence for individuals 

with prediabetes given both are a result of metabolic derangement 5. Heart disease is a 

condition where fatty deposits build up within the arterial walls of the heart causing the 

vessels to narrow and restrict blood flow throughout the body 4. Some studies have found 

that elevated glucose levels due to prediabetes can cause vessel tissue damage and 

inflammation which can lead to a similar vessel narrowing that ultimately also causes 

inefficient blood flow 6. In some cases, the result of inadequate blood flow can lead to a 
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stroke. This is a condition where there is an occlusion of the brain’s blood vessels that 

can lead to severe brain damage or death 7. Such diseases can lead to a drastic reduction 

in quality of life, continual reliance on prescription treatments, and accelerated instances 

of death. One study particularly noted mortality for those diagnosed with diabetes is 1.5 

times greater than for healthy individuals 8. This is indicative of the importance of halting 

the progression of prediabetes through proper treatment or management of the disease.  

 

Prediabetes Interventions 

Early intervention is a necessary step to prevent prediabetic patients from 

suffering long-term consequences of far more severe diseases. While treatments exist for 

T2D, heart disease, and stroke, there is not enough implementation of preventative 

measures that may help at-risk patients avoid or halt prediabetes. Much of the literature 

supports simple lifestyle changes such as maintaining a proper diet and routine exercise 

that may be a key component to improving one’s prediabetes 9, 10, 11. For example, those 

with healthier lifestyles that consisted of increased physical activity and more nutrient-

dense diets had a 75 percent lower risk of developing T2D 12. Studies have also found 

consuming foods that are low in saturated fats and high in fiber was beneficial for 

reducing the risk of developing late complications of T2D 13. Additionally, there has been 

much research that recommends the Mediterranean diet as a potential diet modification to 

prevent T2D long-term given its low saturated fat and high fiber content 13, 14. This 

finding may be even more promising in the case of prediabetes given patients have not 

yet developed total insulin resistance. While diet plays a pivotal role in one’s health, it is 

also of value to determine effective exercise regimens that may promote a reduction in 
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IGT. Patients suffering from prediabetes or T2D are associated with a reduction in 

aerobic fitness which can often be attributed to complications with mobility or the 

development of peripheral neuropathy 15. Regarding aerobic training, studies have found 

promising results from high-intensity interval training (HIIT) and moderate-intensity 

continuous training (MICT) where improvement in both blood oxygen saturation and 

exercise tolerance were observed 16. Resistance training has also shown promise in 

decreasing HbA1c levels of prediabetics by 1.1-1.2 percent as well 17, 18. This highlights 

the critical role of proper nutrition and physical activity in preventing adverse effects and 

progression of prediabetes, however, some individuals may not benefit solely from 

improving these parameters of their lifestyle.  

 

Challenge Regarding Intervention Selection 

Exercise resistance is a phenomenon where individuals may either be non-

responsive or exhibit adverse responses to exercise regarding their metabolic health 19. A 

similar phenomenon is observed in prediabetics that are unsuccessful at improving their 

HbA1c or blood glucose levels from dietary modifications as well. This brings an 

important aspect to light that a single lifestyle change may not be well suited as an all-

encompassing solution for every metabolic disease. This phenomenon is well established 

within the medical community where any given medication that improves some patients' 

condition cannot cure all patients affected by the same disease. This is often secondary to 

the diverse and complex biological mechanisms of many diseases that indicate the 

activity of various pathways contributing to these abnormalities 20. Typically, patients 

that respond well to a given treatment are deemed responders and often report better 
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quality of life and demonstrate improved health. Adversely, those who are unable to 

improve their condition through treatment are generally referred to as non-responders of 

that intervention. Time is an important factor that needs to be considered when treating 

diseases like prediabetes or T2D given it becomes much harder to improve one’s health 

when proper treatment is delayed 21. This poses a challenge of how to determine whether 

an individual may benefit from a given intervention, and how to determine the best 

course of action when presented with several intervention options.  

 

Precision Medicine  

Precision medicine is a potential solution to these challenges where the aim is to 

not only analyze the large-scale data produced in countless studies but to also translate 

this information into clinically actionable practices 22. The current objective of precision 

medicine is early disease detection and tailoring disease prevention with treatments that 

considers a patient’s genetic makeup, lifestyle, and environmental factors. This approach 

aims to improve medicine by providing a patient with the best course of action for 

treatment on the individual level rather than the one-size-fits-all approach that has been 

traditionally observed. One main obstacle precision medicine has been able to address is 

analyzing large-scale datasets that may provide greater insight into novel techniques and 

processes to understand and treat complex diseases 23. This is made possible by the 

implementation of computer science-based methodologies such as artificial intelligence 

(AI), machine learning (ML), and deep learning (DL) 23, 24. Prior to the application of AI-

based technologies, large-scale data analysis was very time-consuming, inefficient, and 

limited by human error. As the field of precision medicine expands there will be a 
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growing need to continue implementing many AI methodologies to study the genetic 

profile and metabolic pathways that contribute to the evolution of diseases on a patient 

level.  

 

Artificial Intelligence in Medicine 

Artificial intelligence and its applications within the medical community have 

grown vastly in the past few decades. This is a mechanism demonstrated by computers 

that mimic aspects of human intelligence such as learning and problem-solving and is 

used to infer trends and make subjective decisions 25. Early applications of AI within 

engineering include decision-making, language translation, and image recognition. Soon 

after similar technologies have been applied to medical sciences in treatment outcome 

predictions, drug discovery, drug bioactivity predictions, and transcribing medical 

documents 25. Machine learning is a subcategory of AI that can analyze information and 

recognize patterns that are used to make predictions 26. Advancements in ML applications 

within diabetes research include high-risk diabetes predictions using nuclear magnetic 

resonance-derived lipid structures; bodyweight prediction from individual fat, protein, 

and carbohydrate intake; and identification of the relationship between metabolites to 

T2D and heart disease risk 27, 28, 29.  

Advancements in AI provide researchers with the ability to run large datasets 

through intricate algorithms to identify patterns that aim to mimic human pattern 

recognition. This not only serves to produce novel discoveries that are both cost-efficient 

and less time-consuming but to shape future medical questions and alter the landscape of 

medical sciences altogether.  
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Electronic Health Records  

Electronic health records (EHR) provide clinicians with information about the 

patient’s medical history, current medical conditions, allergies, immunizations, or any 

medications they may be taking. This health information is integral to a clinician’s 

decision-making for a course of treatment, especially in emergencies 30. Having this 

information readily available allows doctors to recall key details about each of their 

patients, avoid medical errors, and ensure continuity of care. For prediabetics, HbA1c, 

IFG, and glucose tolerance levels are all important variables that are considered by 

clinicians when offering treatment options to their patients. However, several other 

variables may be important to consider when determining the best course of treatment as 

well.  

 

Applications of ML in Precision Medicine  

 

Machine learning provides the opportunity to explore several metadata values that 

may impact patient response to a given diet modification or exercise regimen for 

prediabetes management. Variations may also exist in the degree of impact certain 

variables have on responder status, and these variations can be determined using feature 

importance. Feature importance is a technique utilized in ML to calculate a score for each 

feature for a given model 31. In this case, feature importance can determine which health 

record variables are the most important in predicting patient responder status to a 

prediabetes intervention. Furthermore, variations can also differ from patient to patient 

and may require more granular analysis to determine which variables are important 

predictors for individual patients. Shapely value can be a helpful tool when determining 
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individual predictor importance. This is a solution concept in game theory that aims to 

determine how important each player is within a game and what payoff one can expect 

based on their individual contributions 32. It provides a similar function where each 

variable’s contribution to the predictive power of a model is assessed. While technical 

approaches to large-scale clinical questions are growing in popularity, it is imperative to 

consider the scientific validity of the results generated.  

 

Omics  

Omics data can help answer medical questions that require analysis of data at the 

system level. This is a branch of biological sciences that consists of several disciplines 

ending in the suffix -omics. Genomics, proteomics, transcriptomics, metabolomics, and 

metagenomics are all examples of the disciplines of omics. Genomics is the study of an 

organism's complete genetic makeup, such as the sequence of its DNA. Proteomics is the 

study of an organism's complete set of proteins, including their structures, functions, and 

interactions. Metabolomics is the study of an organism's complete set of small molecules, 

along with metabolites, lipids, and other compounds. Transcriptomics is the study of an 

organism's complete set of RNA molecules, such as messenger RNA, transfer RNA and 

ribosomal RNA. This branch of research involves the use of advanced technologies and 

computational methods to generate and analyze large datasets in a non-targeted and non-

biased manner 33, 34. These datasets are used to identify patterns and relationships 

between biological molecules and to gain insights into the underlying mechanisms of 

biological processes and diseases. Omics disciplines often integrate several sophisticated 

statistical and ML technologies and tools to advance the biological and medical sphere by 
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characterizing the molecular changes and pathways that contribute to the development of 

complex human diseases 22. This interdisciplinary field is what allows for a more targeted 

approach to early disease detection and intervention, which subsequently brings us closer 

to providing patients with a personalized approach to treating their condition.   

 

Metagenomics  

Metagenomics is a branch of omics that studies the nucleotide sequence of several 

organisms within a given sample. This consists of several microorganisms that are found 

within humans and the environment. The gut microbiome comprises several organisms 

such as fungi, protists, bacteria, and archaea; however, this study is interested in the 

bacterial signatures that may influence response to interventions 35. Therefore, the list of 

organisms used to determine relative abundance was concerning bacteria. The 

gastrointestinal (GI) microbiome comprises bacteria that are essential for maintaining 

proper metabolic, immunological, and neurological functions. Research regarding the 

human microbiome has expanded following the improvement of genome sequencing 

technology. This has led to the generation of large-scale datasets containing information 

on hundreds to thousands of bacterial species. The discovery of these newfound 

organisms has brought new challenges regarding traditional taxonomic naming as it 

appears bacterial communities are far more complex than originally presumed 36. 

Furthermore, increased genome sequencing has led to rapid growth in draft genomes 

which are generally incomplete segments with variable quality. Careful consideration is 

required when determining which bacterial organisms to include in gut microbiome 

analysis.  



 9 

GutFeeling KnowledgeBase  

The GutFeeling KnowledgeBase (GFKB)37, 38 hopes to aid in this effort by 

documenting human gut microbiomes from healthy individuals and those diagnosed with 

a medical condition. This database has been developed by the HIVE Lab from the 

Department of Biochemistry and Molecular Medicine at George Washington University 

(GW). Current diseases of interest captured within the GFKB include epilepsy and 

prediabetes, and the database currently has recorded over 200 bacterial reference 

genomes. The metagenomes have been captured via a metagenomic analysis pipeline and 

consist of three main tools found within the High-performance Integrated Virtual 

Environment (HIVE) platform. 

 

High-performance Integrated Virtual Environment 

HIVE39 is a collaborative project between the HIVE Lab at GW and the Food and 

Drug Administration (FDA) to consolidate several high throughput data analysis tools 

into a single user-friendly interface. This environment can be used for the analysis of 

biomedical data, clinical data, mass spectrometry files, and metagenomic data derived 

from next-generation sequencing (NGS). This web-based portal allows for several types 

of analysis such as sequence alignment, variant calling, and taxonomic profiling among 

others. HIVE provides a user-friendly interface that allows researchers to conduct 

computational jobs without requiring commands or codes to be typed. This expands the 

outreach of researchers that can perform bioinformatics jobs as understanding the code 

behind the tasks can be a limitation to most biological researchers. This resource was 
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imperative to the development of GFKB for several studies involving taxonomic 

profiling of healthy individuals and those suffering from epilepsy and prediabetes.  

 

Metagenomic Analysis of Gut Microbiome in Diabetes 

Metagenomics has become an active interest in diabetes research given many 

studies have identified an association between gut microbial dysbiosis and the 

development of prediabetes and T2D 40. Several studies have found variations in gut 

microbiome diversity between healthy and diabetic individuals. Generally, those 

suffering from prediabetes or T2D have lower microbial diversity than their non-diabetic 

counterparts 41. Furthermore, reductions in specific microbial taxa have been noted in 

those suffering from prediabetes or T2D 42. For example, a reduction in butyrate-

producing bacteria has been found in patients diagnosed with T2D which is a bacterium 

that partakes in glucose homeostasis 43. Additionally, short-chain fatty acids (SCFAs) 

appear to influence glucose and lipid metabolism 19. Studies have found a reduction in 

these SCFAs in prediabetics that were unable to improve their condition, conversely, 

individuals that were able to reduce glucose intolerance had increased SCFAs 19. As 

previously stated, many studies have found lifestyle changes can typically improve or 

maintain prediabetes; however, there is limited knowledge on determining which 

interventions may be best suited for patients on a personalized level. 

 Identifying patient response status to a given lifestyle change provides clinicians 

aid in their decision of what intervention may be best suited for their patient. This 

warrants the need for precision medicine as many patients have varying factors that 

contribute to their ability to respond to a given intervention. The use of metagenomic 
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patient profiles has yet to be implemented in the medical sphere, but it appears to be a 

useful source given the close association between gut microbiome homeostasis and the 

improvement or maintenance of diabetic conditions. This poses a new bioinformatics 

avenue of how that information may be available to clinicians as few resources have been 

developed to create portals that contain predictive outcomes based on metagenomic 

compositions. Furthermore, there could be improved response determination with the 

analysis of EHR and metagenomic data in tandem.  

 

PredictMod 

PredictMod provides a potential approach to bridging the gap between developing 

ML algorithms to predict patient outcomes and a user-friendly interface that displays this 

predicted outcome to clinicians. It is designed to aid in clinician decision-making for 

potential interventions of prediabetes such that an intervention can be chosen with greater 

confidence than standalone decisions made by a physician in traditional medicine. The 

objective of this study is to provide clinicians with a simple web-based application where 

patient records or metagenomic data are inputted, and PredictMod will then output either 

responder or non-responder to the given treatment. Given the intervention type was 

different between the metagenomic and EHR analysis, PredictMod version 1.0 will 

provide two separate outputs for metagenomic and EHR analysis. Furthermore, 

PredictMod will not save any patient data that is provided for outcome predictions in the 

interest of maintaining patient confidentiality and abiding by HIPAA guidelines.  
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Materials and Methods 

 
 
Electronic Health Record Analysis  

 

Synthea  

Synthea is an open-source platform that contains longitudinal synthetic patient data 

that resembles the real population regarding demographics, disease burden, and 

treatments 44. This is a secure way to replicate real patient data without compromising 

protected information. Given Synthea can modulate various disease progressions, it was 

utilized to generate machine learning (ML) algorithms for expanding synthetic pre-

diabetic patient data and predicting patient response outcomes before treatment.  

 

Synthetic Data Generation  

The synthetic patient generation began by identifying all pre-diabetic and diabetic 

patients within Synthea’s conditions and observations datasets that indicate the disease 

type, disease codes, and patient codes. The intervention focused on this project was a 

lifestyle change that was denoted by the “diabetes self-management plan” in Synthea. 

This search identified a total of 317 pre-diabetic and 76 diabetic patients where the 

individuals were categorized into responder and non-responder status. Observations were 

limited by a seven-year period where each patient either had a single recorded visit or 

several visits in this timeframe. Response status was determined based on a patient’s 

initial diagnosis and comparing this to the final diagnosis within the seven-year time 

frame. Patients that maintained a diagnosis of prediabetes from their first visit to their 

last, or improved from diabetic to pre-diabetic diagnosis were labeled responders (R). 
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Alternatively, patients whose diagnosis progressed from pre-diabetes to diabetes within 

the 7-year time frame were labeled non-responders (NR). We had initially decided to 

drop any patients undergoing metformin or insulin treatment given we were interested in 

the impact of lifestyle change on medication naïve patients. This brought the total number 

of synthetic patients we were able to generate new patients from a bit lower, specifically 

concerning the non-responder category.  

In total, 259 responders and 6 non-responders were identified from a self-

management plan intervention in Synthea (Figure 1). All available EHR variables 

(HbA1c, BMI, etc.) within Synthea were used to produce the initial dataset that was used 

to generate synthetic data and prediction algorithms. Synthetic data was generated by 

identifying the covariance, standard deviation, and mean of each variable from the patient 

dataset. There were clear covariances within the EHR data, which prompted the 

implementation of a covariance latent space consisting of two classifier neural networks.  

A Variational Autoencoder (VAE) was utilized to mitigate the degree of covariance 

as well. A VAE is a form of unsupervised learning where the encoder compresses the 

original dataset and feeds the information into a decoder. This decoder generates an 

output that is similar to the original dataset but also contains noise. This allows the 

system to be optimized by identifying the correlation between the input and output data. 

Additionally, a General Adversarial Network (GAN) was implemented, where two neural 

networks are utilized and must correctly identify patient R/NR status before the 

information is stored in a matrix that consists of all synthetically generated patients 

(Figure 2). This GAN also functions to discriminate against real and fake observations 

created by the generator within the GAN.  
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Machine Learning Trained in MATLAB 

The third, and final, neural network developed within this algorithm was created 

to perform the predictive task. This third neural network was designed as an extension of 

the GAN. This allowed the GAN to perform discrimination between real and fake 

observations within the first two neural networks, and then provide a prediction of R/NR 

on the generated synthetic patients within the third neural network. This network 

analyzes the EHR features of a single patient and determines response status based off of 

the given values for that patient. In this model, the R/NR status was listed as the 

independent variable while all features from the patient’s medical records were listed as 

dependent variables. While synthetic data had been generated, only the synthetic patient 

information isolated from Synthea was used for training and testing the final neural 

network. This means 259 responders and 6 non-responders were used as the input table to 

train the neural networks. This is due to the interest of time; however, we hope to test the 

model with synthetic patients generated at a later date.  

Despite the inability to use the new synthetic patient records generated in this 

study, the data were normalized by inputting an equal batch of responders and non-

responders. In this case, 6 responders and 6 non-responders were used to train the neural 

networks as a temporary means of normalizing the dataset. The 6 responders were chosen 

at random to mitigate the production of a biased model. This was also performed to 

alleviate any potential discrepancies that may result from training the neural networks 

with an unbalanced dataset. Furthermore, only one patient's EHR data points are analyzed 

at a time for this model given the goal of PredictMod is to output a single response status 

(R/NR) after a clinician inputs the patient's records. Model accuracy, precision, and 
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confusion matrices were determined after training and testing. Determination of 

individual predictive power for input features was also established to identify which 

features had the highest influence on patient outcome prediction.  

 

Metagenomic Analysis  

Metagenomic Literature Search  

A thorough literature search was conducted on PubMed, Web of Science, and Google 

Scholar to identify potential studies that contain open-source metagenomic data on 

prediabetes interventions that could be used to create an ML model to predict patient 

outcomes. The most promising article found was regarding the effect of exercise on 39 

medication-naive prediabetic males 19. The study identified a heterogeneous response to 

exercise among prediabetic patients based on insulin sensitivity and glucose metabolism 

due to variations in the gut microbiome. Subsequently, this study further separated the 

exercise group into responsive (R) and non-responsive (NR) based on their ability to 

decrease the homeostatic model assessment of insulin resistance (HOMA-IR) by greater 

than 2-fold technical error. The study has conducted its research on two cohorts: the 

discovery and validation cohorts (Figure 3). The discovery cohort was separated into 

sedentary and 12-week exercise groups. There were 19 sedentary patients and 20 exercise 

patients within this cohort. Each patient’s samples within the discovery cohort were taken 

at baseline and 12 weeks. The validation cohort only contained patients placed in the 

exercise group. This cohort comprised 30 patients whose samples were collected at 

baseline and 12 weeks; however, only the baseline FASTQ files were uploaded within 
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Sequence Read Archive (SRA) with the accession PRJNA454826. Lastly, a depiction of 

the full metagenomic workflow is provided in Figure 6.  

 

Patient FASTQ File Upload 

The metagenomic FASTQ files of interest were uploaded into HIVE by copying and 

pasting the AWS link for each run (e.g., SRR10330957) from SRA into the “URLs 

and/or Identifiers” field in the external downloader in HIVE. All other fields were left at 

default settings and each FASTQ file was uploaded one at a time. Each of the uploaded 

files was automatically given its object ID within HIVE. Furthermore, we only uploaded 

FASTQ files for human participants that were within the sedentary, discovery cohort 

exercise and validation cohort exercise groups. We only uploaded all human files and did 

not include mice model FASTQ files from the original study given the interest of this 

study is for clinical application. After uploading each file, an additional step was 

necessary to ensure the files were being recognized as FASTQ sequence reads within 

HIVE by converting each sample into an SRA file. Each sample contained two reads that 

were accessible once the files were successfully converted into FASTQ files. Each file 

was given a unique name to identify the cohort, group, and sample number in relation to 

the original sample name and interval of collection. A master table was generated in 

Google Sheets to keep track of each of the sample names, particularly for sedentary and 

exercise groups in the discovery cohort given samples were taken at baseline and 12 

weeks. This documentation was used to track proper sample labeling for each participant, 

especially for individuals that provided more than one sample at different intervals within 

the discovery cohort. Before analysis, each FASTQ file was run through Multiple NGS 
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QC within HIVE to determine base quality, positional quality, and percent nucleotide 

composition.  

 

Hexagon Host Removal  

Once all participants’ reads were uploaded, each file was run against the most up-to-

date human reference genome GrCH38.2 (object ID: 1416) in HIVE-Hexagon 45. This 

tool is used for highly accurate short-read sequence alignment against a reference and can 

efficiently perform alignments given it does not require extensive memory. The objective 

of this step was to align each sample’s pair reads to the human genome and identify and 

filter out any potential host (human) DNA. This provides more confidence the samples 

will contain only sequences of interest and allows greater coverage of the microbial 

reads. In HIVE-Hexagon, each pair of reads of a given sample were combined into one 

HIVE object by adjusting the batch parameter (Sequence Read = 2) to generate a single 

output consisting of both reads for each sample. This pipeline called for setting a 

minimum match length of 130 base pairs with a 1% mismatch for greater confidence in 

hit accuracy. This provides greater confidence that no sequence reads are being discarded 

which would likely impact downstream analysis. Lastly, the 14 letters for seed K-mer, a 

maximum of 10 hits per read to consider, and Markovnikov resolution were used when 

performing Hexagon alignments in this step. After determining human genome 

composition within samples, the unaligned segments of the samples were archived for 

use in taxonomic profiling with CensuScope. The unaligned segments were of interest 

given they do not contain any human DNA. Further information on all parameters for the 

host removal step is available in Table 1.  
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CensuScope Taxonomic Profiling  

Taxonomic profiling was accomplished through CensuScope 39. This tool is designed 

for the detection of microbial taxa through BLAST and bowtie-based short-read 

alignments. Each sample was run through CensuScope against the current working 

knowledge of microbial organisms (object ID: 11656) from National Center for 

Biotechnology Information (NCBI). The output of each sample indicates the phylum tree 

and taxonomic breakdown. We were interested in retrieving the accessions for each of 

these microbial hits, so the accession-based results were downloaded to the local machine 

for each sample. This consisted of a TXT file that indicates all microbial accessions 

found within each sample. These files were used to isolate unique accessions identified 

among all 50 participants within the study. All 50 participants' taxonomic hits were used, 

despite only 30 participants within this study having R or NR labels, to identify unique 

taxonomic hits to encompass all potential organisms that may have been present within 

the entire study. This information was also used to provide updates to GFKB v5.0. 

Further information about the parameters for taxonomic profiling is provided in Table 2.  

 

Filtration for Unique Accessions  

We used Python version 3.9.5 to identify all unique accessions present among each 

patient’s CensuScope output files. We were interested in identifying all organisms 

present within each participant despite the validation cohort containing R/NR labels. The 

source code can be found on GitHub (GW-HIVE/microbiome/Accession 

List/CensuScope_code1.3.py). These unique accessions were then run through another 

code in the same repository, CensuScope2.2.py, to identify the organism’s name and 
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taxonomic ID (TaxID) for each accession. This information was used to determine 

whether the organism falls within the exclusion criteria. Each output was then transferred 

to an Excel document for bio-curation. 

 

Manual Bio-curation of Reference Genomes  

The accessions in GFKB v4.0 were compared with the list of unique CensuScope 

accessions to identify accessions that are not present within GFKB. The objective of this 

step was to only perform bio-curation on new accessions to create the bacterial reference 

genomes efficiently and to identify which new organisms need to be added into GFKB 

v5.0. After identifying accessions not found in GFKB v4.0, each remaining accession 

was manually reviewed (Figure 5). This step removed plasmids, transposable regions, 

fungi, and bacteriophage genomic material leaving only complete bacterial genomes. A 

detailed summary of the exclusion criteria for filtering out organisms is provided in Table 

5. Each complete genome was reviewed a second time to ensure the accession is not 

already present in the GFKB v4.0. Additionally, each accession was verified to have an 

associated proteome in UniProt Proteome 46 before determining whether to add the 

organism to the references list. The accessions remaining after reviewal was added to 

GFKB v5.0. These organisms along with the current organisms documented in GFKB 

v4.0 were used to create the reference genomes to determine microbial abundance in each 

sample.  All accessions were uploaded into HIVE through the external downloader. 

These organism accessions were combined into a single reference database using the 

HIVE-seq sequence manipulator.  
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Hexagon Bacterial Composition  

The HIVE-Hexagon aligner was used a second time to quantify microbial 

abundance within each sample. This was accomplished by running each sample against 

the newly curated references. The parameters remain similar to the first Hexagon 

analysis, but we opened the percent mismatch allowed from 1 to 10 to account for minor 

sequence variations that may exist within the sample reads. The hit list of each sample 

was then downloaded onto the local machine to determine relative and absolute bacterial 

abundances. Information regarding the second HIVE-Hexagon analysis is provided in 

Table 3. 

 

Data Merge and Preprocessing  

Python was used to determine relative and absolute abundances efficiently. The 

source code for this step can be found in the Organism Abundance folder in the same 

repository. All sample hit lists were saved in a single folder within the local machine. The 

code needed to determine bacterial abundance was also saved in the same folder. The 

code was designed to calculate the percent abundance of each organism within the hit list 

for each sample. Relative abundance does not consider unaligned reads that may have not 

matched with any of the sequences in the reference genome database to calculate percent 

abundance while absolute abundance does. We decided to use relative abundance to 

generate our master table since we were only interested in the bacterial composition of 

each sample.  

Source code was written in Python to combine each sample’s relative abundance into 

a single master table through a data merge based on the bacterial accession. Then a 
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simple matrix shift was performed to have patients listed as columns and bacterial 

accessions listed as rows. The master table underwent several preprocessing steps to 

make sure the data was ready to train the algorithms. Furthermore, additional bio-curation 

was conducted using Protein Information Resource (PIR) 47, an annotated protein 

sequence database, to identify bacterial accessions that may be in the same protein 

cluster. The Reference Proteome Groups (RPG) have several thresholds, where the 75% 

cut-off was used to determine protein clusters for each organism. Bacteria that appear to 

be a part of the same cluster were summed, and only the reference sequence 

nomenclature was kept in the master table. We wanted to combine these accessions by 

clusters as the similarity in protein sequence indicates similarity in the metabolic 

pathway. This also allows for the strongest signal to be produced as the values are not 

scattered among several organisms but contained under one reference sequence. Further 

preprocessing includes adjusting for formatting, ensuring machine readability, and 

identifying typos.  

 

Machine Learning Training Set 

 Training tables were generated from the master table through Python. The training 

tables only consisted of the participants of the exercise group within the validation cohort 

of the study. This is because these samples were the only FASTQ files where the 

responder status to exercise was listed while the discovery cohort did not. This brought 

the total number of participants available to train the model down to 30 individuals where 

20 were deemed responders and 10 deemed non-responders. Regardless, the original 

study mentions a similar percentage for the discovery (14 responders and 6 non-

responders) cohort which is around a 30% likelihood of not responding to the exercise 
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intervention in both cohorts. The training table generated from the master table was then 

input into MATLAB version R2022a. The Classification Learner Application in 

MATLAB was selected to train each type of algorithm (neural network, SVM, linear 

regression, etc.) to identify the best-performing algorithm. The dependent variable was 

set to all bacterial organisms and the independent variable was set to response status 

(R/NR). We wanted to make sure the dataset was balanced, so we initially only included 

10 responders and 10 non-responders to train the models. In this instance, the majority 

class was randomly down-sampled as a means to balance the dataset. Lastly, we selected 

a maximum cross-validation of 20 folds and set the training parameter to “Train All 

Models.” No observations were set aside for a test set given there were only 20 

observations available for this iteration of the dataset. To mitigate any discrepancies 

caused by the lack of a test set, the cross-validation was set to its maximum limit to allow 

for more folds. MATLAB trained each model one at a time at a total time of 7 minutes 

where each model took about a few seconds to a minute to train.  

 Given the unbalanced classes within the metagenomic dataset, it was of interest to 

determine other means of balancing the dataset without the removal of 10 responders in 

the majority class. Up-sampling the minority class was utilized in this case, as it allowed 

all 20 responders to be retained while also balancing the dataset. The final dataset in this 

instance had 40 observations, which allowed for 25% to be set aside as a test set to 

determine model accuracy. This balanced dataset was run through a decision tree 

classifier (DTC) and bagged tree (BT) in order to determine which algorithm may 

perform the best. The AUC and confusion matrix was generated shortly after algorithm 

training. All other algorithms were not considered for accuracy determination given these 
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models had low-performance scores with respect to the unbalanced (20R/10NR) and 

down-sampled (10R/10NR) datasets. Predictor importance and Shapley values were then 

determined for both the decision tree classifier and bagged tree ensemble in MATLAB in 

order to determine organisms with the highest predictive power.  

 

PredictMod Interface  

Design Elements for PredictMod 

Once the algorithms had been successfully trained with both metagenomic and EHR 

data, we were interested in determining the design elements for the web-based 

application. The website mockup was created in Figma (www.figma.com), a publicly 

available web application for collaborative design, for PredictMod which aided in 

visualizing the usability and prototyping of the application. We determined PredictMod 

v1.0 would have a simple view that does not require a sign-on to avoid the need for 

memory storage at this moment. Clinicians will be able to input a CSV or Excel file 

containing either EHR or metagenomic data into the PredictMod submission field and 

receive a prediction of responder or non-responder. This prediction will be based off of 

the trained neural networks and decision trees stored within the server of PredictMod. 

Two separate submission fields will be available either for EHR or metagenomic data. If 

the user inputs the incorrect file or data type the application provides a pop-up warning 

that indicates the user to resubmit the file after checking for potential errors or incorrect 

formatting. Furthermore, there will be sample metagenomic and EHR files available 

within PredictMod version 1.0 to detail the format and variables necessary for 

PredictMod to provide a prediction for each submission field. Lastly, we provide a 
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disclaimer for PredictMod as a tool meant to be used in tandem with professional medical 

advice. This application is not intended for personal use or aims to provide medical 

advice without the assistance of a trained professional (Figure 4). 
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Results  

 
 
Algorithm Generation with EHR Data  

 

A three-layer neural network was developed to both create synthetic patients and 

predict response outcomes from individual EHR observations. The first two neural 

networks were able to successfully generate 1,000 synthetic patients within around 

316.802 seconds or 5.3 minutes. Of these synthetic patients, there was a 50/50 split of 

responder and non-responder patients generated. The third neural network was developed 

to predict patient response using EHR from patients with prediabetes undergoing a 

diabetes self-management plan. This neural network was trained off of the unbalanced 

and normalized dataset, where the unbalanced dataset contained 259R/6NR and the 

normalized dataset contained 6R/6NR. Their respective accuracies were 79% and 83% 

and their respective confusion matrices are available in Figure 7. The algorithm trained 

with real data leaned towards NR predictions, while the algorithm trained on normalized 

data leaned toward R predictions. Additionally, the neural networks trained on 

normalized data had a precision of 80% in predicting the R/NR status of prediabetic 

patients undergoing a diabetes self-management plan.  

Individual predictor importance was also determined to identify which EHR variables 

had the most impact in determining response status. Important features for independent 

accuracy were erythrocyte distribution, blood glucose concentration, platelet mean 

volume, BMI, pain severity, creatinine, and globulin/bilirubin. Their respective 

independent accuracies are available in Table 4. These results were generally consistent 

with respect to predictive power for each patient.  
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Metagenomic Pipeline  

Quality control performed on metagenomic FASTQ files indicated an average 

base quality of Q37, and this was exhibited on all participant FASTQ files. On average, 

the relative base population was around 21-22% for each type of nucleotide base. 

Positional quality was well above Q20 where the average minimum positional quality 

was Q34 for each sample. The average QC time with Multiple NGS QC was 2 days, 18 

hours, and 27 minutes. Information regarding base quality control, positional quality 

control, and relative base population can be viewed in Figure 8. HIVE-Hexagon 

application for host removal indicated near 0% alignment with the human reference 

genome GrCH38.2. The average alignment time using HIVE-Hexagon with the human 

reference genome GrCH38.2 was 30 minutes per sample. CensuScope taxonomic 

profiling indicated anywhere between 40-70% alignment with HIVE’s custom-filtered 

nucleotide database (NCBI-NT-20200203.fasta). The average run time for CensuScope 

analysis was around 5 minutes for each sample. The final application of HIVE-Hexagon 

to align the manually curated reference bacteria with participant FASTQ files yielded 

similar coverage to that of CensuScope which was around 40-70 percent. The average run 

time for the final HIVE-Hexagon alignments ranged from 5 minutes to 2 hours per 

sample. The most common genus that was most abundant on average in each sample 

from the last HIVE-Hexagon analysis were Bacteroides, Phocaeicola, and 

Faecalibacterium. Examples of alignment for host removal and bacterial composition 

with HIVE-Hexagon and taxonomic profiling with CensuScope runs are available in 

Figure 9.  
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Algorithm Generation with Metagenomic Data 

 The Classification Learner tool within MATLAB was utilized to run several 

algorithms against the few iterations of the training dataset. The first iteration of training 

consisted of 10 responders and 10 non-responders. The decision tree classifier (DTC) 

performed the best among 36 algorithms with an accuracy of 90% and an AUC of 0.9 as 

depicted in Figure 10. This accuracy was maintained for simple, medium, and coarse 

filtering for the DTC. The average train time for the DTC algorithm using 10R/10NR 

dataset was 5.37 seconds. Predictor importance for this trained DTC indicates both 

Duncaniella muris DSM 103720 and Ruminococcus sp. AM36-2AA had the highest 

predictive power (Figure 11). Shapely value for this trained classifier also indicates a 

similar finding among responders and non-responders where Duncaniella muris DSM 

103720 appears to be the most important predictor for both responders and non-

responders; however, Ruminococcus sp. AM36-2AA appears to only be beneficial for the 

algorithm to predict responders primarily. Figure 12 provides an example of a Shapely 

value for a responder and a non-responder, respectively. The DTC tree depiction shows 

Duncaniella muris DSM 103720 as the initial node that is followed by Ruminococcus sp. 

AM36-2AA when a given observation has decreased Duncaniella. Otherwise, an 

individual that has elevated Duncaniella is deemed a non-responder according to this 

algorithm.  

A training dataset containing up-sampled non-responders resulting in 20 

responders and 20 non-responders used to train a bagged tree ensemble classifier (BT) 

and DTC performed at 88.9% and 83.3% accuracy, respectively. The confusion matrix 

and AUC are depicted in Figures 13 and 14, respectively. Furthermore, the DTC and BT 
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algorithms had an AUC of 0.88 and 0.98, respectively. The confusion matrix depicts 

general unbiased predictions for DTC and a slight lean towards non-responder for the BT. 

The average train time for the DTC and BT using 20R/20NR was around 6.5721 and 

8.2294 seconds, respectively. Predictor importance for the trained DTC trained on 

20R/20NR indicates an increase in organisms used to make predictions (Figure 15). In 

this instance, the organisms used to make predictions are Clostridioides difficile Z31, 

Bacteroides sp. A1C1, and Bacteroides vulgatus which varies from the DTC trained on 

10R/10NR. The shapely value for the DTC trained on 20R/20NR depicts the same 

organisms used to make individual predictions as well (Figure 16). Upon viewing the 

DTC tree depiction, it appears C. diff is present as the initial node, where response status 

is ultimately determined by either the Bacteroides sp A1C1 or Bacteroides vulgatus 

nodes (Figure 17). In this instance, responders typically have less than 0.03735 of B. sp 

A1C1 or equal to or greater than 0.0259 of B. vulgatus percent abundance. The predictor 

importance for the trained BT indicates an increase in organisms used to make 

predictions, where Ruminococcus obeum A2162, Clostridioides difficile Z31, 

Ruminococcus sp. AM36-2AA, and Bacteroides sp. A1C1 was the highest predictors 

(Figure 18). The Shapley values for responders and non-responders appeared similar with 

a trained BT (Figure 19).  
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Discussion 

 
 
EHR Model 

 
  The neural networks trained on EHR data were able to produce synthetic patients 

that are representative of the statistics of real patients with prediabetes while also 

predicting patient outcomes to diabetes self-management plans. This is due to the 

optimizable nature of a neural network by producing a set of Boolean rules that are 

associated with the synapses that connect each node 48. The first two-layered neural 

networks implement a VAE and GAN which allowed the model to understand the deeper 

nuances between each patient and the potential covariances present in the dataset 49. 

Given the first two neural networks functioned to distinguish between responders and 

non-responders and discriminate against fake data points, the algorithm was already 

determining patterns that could be expanded into an additional layer for prediction. 

Synthea implements a similar mechanism to generate synthetic patients where a 

PADARSER framework is implemented. In this case, there is an assumption of there 

being an impossible ability to access real EHR data. This method utilizes publicly 

available datasets instead to populate synthetic EHR 44. This allows the model to create 

synthetic patients that match the statistics of the real population without requiring access 

to private medical records.  

The neural networks likely performed at 83% accuracy with a balanced dataset, 

and around 74% with the full dataset due to this layer expansion with regard to the neural 

networks. Acharya et al. conducted a similar study using EHR and patient dental records 

to predict the risk of T2D development 50. This study found a multivariate logistic 

regression model to perform the best using EHR and dental records with an AUC of 0.71. 
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Additional studies utilizing EHR to predict T2D progression performed at 0.76 AUC 51, 

0.76 C statistic 52, and C-index of .73153. This indicates the neural networks trained with 

the EHR dataset within our study were able to perform similarly to other ML models.  

Furthermore, it establishes there are statistically significant biomarkers that can be used 

to determine the effectiveness of self-management plans for prediabetes.  

 

Metagenomic Model 

A signal appears to be detectable using metagenomic relative abundances to 

determine patient response status to exercise interventions for prediabetes. The decision 

tree algorithm performed the best of all algorithms when trained with 10 responders and 

10 non-responders in MATLAB at predicting patient response with the highest accuracy 

and a confidence of 90% and 0.90 AUC respectively with the curated dataset (Figure 8). 

Decision trees function by considering a vast volume of information and grouping this 

information by observed similarities 54. In this instance, the decision tree analyzed 312 

features (or reference organisms) and identified which features aided the most in 

predicting response status accurately. Decision trees use these notable features and 

convert them into decision nodes which yield a binary result that can either lead to a 

subsequent decision node or a decision leaf 55. The decision leaf, for the purpose of this 

study, is either an R or NR which indicates a prediction of the patient responding to the 

given intervention or not responding to the intervention. The decision nodes for this 

algorithm were both Duncaniella muris sp. DSM 103720 and Ruminococcus sp. AM36-

2AA.  
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While the DTC was able to perform at the highest accuracy of all algorithms, 

there was an interest in determining an algorithm that may be more generalizable to a 

larger and more diverse population. This is why we also trained the BT ensemble 

algorithm within the Classification Learner Application provided by MATLAB, given 

ensemble methods tend to mitigate the high variance that can be typical for a DTC 56. 

Furthermore, the original DTC was trained on only 10 responders and 10 non-responders. 

The accuracy of the DTC resulted in part from the omission of the remaining 10 

responders, which if added to the training set could introduce other necessary signals that 

could contribute to the algorithm's robustness 57. Furthermore, given the non-responders 

represent the minority class within the dataset, it would be useful to conduct an up-

sampling of this class in order to improve any signals that might be present with respect 

to non-responders. Several published studies have previously implemented this 

methodology in order to mitigate the low sampling that tends to be the case with clinical 

data 58, 59. Alternative approaches of up-sampling can also implement the use of synthetic 

data generation that is typically demonstrated with synthetic minority over-sampling 

technique (SMOTE); however, this methodology was not attempted given time restraints 

for the project 60. 

When the BT implementing ensemble methods were trained with 20 responders 

and 20 up-sampled non-responders, the algorithm was able to perform at 88.9% with an 

AUC of 0.98. Compared to the DTC, the BT had a lower accuracy but improved AUC. 

Given the AUC is a measurement of model bias, it appears the model was able to learn 

patterns among both response classes and was able to have decreased prediction bias. 

Upon investigating the predictor importance for this algorithm, more organisms are being 
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utilized to make this prediction. This has shown that BT can function comparable to the 

DTC trained on a 10R/10NR dataset while considering more organisms to make 

predictions with similar accuracy. Therefore, the ability for the BT to also predict as well 

as the DTC trained on the 10R/10NR dataset indicates greater robustness of the algorithm 

as well. Additionally, the same up-sampled dataset was used to train the DTC, and the 

algorithm was unable to perform as well when provided with 20R/20NR. In this case, the 

DTC was only able to perform at 83.3% with an AUC of 0.88 (Figure 10). The use of all 

20 responders and up-sampling could have potentially introduced noise that could impact 

the algorithm’s ability to make clear classifications. The BT was able to perform better 

than the DTC trained on 20R/20NR in this instance, which further provides confidence in 

this algorithm is implemented on the server end of PredictMod.   

The decision tree algorithm indicated elevated levels of both Duncaniella muris 

sp. DSM 103720 and Ruminococcus sp. AM36-2AA is typically associated with 

predictions of non-responders. Additional studies have similar findings where pregnant 

women with gestational diabetes mellitus had higher levels of genus Duncaniella and 

Ruminococcus in the microbiome of placenta samples 61, 62. This may indicate these 

genera play a role in limiting the improvement of gut health that leads to instances of 

persistent prediabetes or progression to T2D. Alternatively, this may also indicate a 

potential consequence of elevated blood glucose levels that may increase the abundance 

of organisms that function to break down complex carbohydrates similar to that of 

Ruminococcus and Duncaniella. One study, in particular, found the Ruminococcus genus 

to partake in the phosphorylation of cellobiose and glucose 63. Furthermore, Duncaniella 

belongs to the Muribaculaceae family where studies indicate this family’s primary 
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function is the degradation of complex carbohydrates 64, 65. This may suggest elevated 

abundances of Ruminococcus and Duncaniella could be due to increased blood glucose 

concentration present in patients with prediabetes or T2D. The elevated glucose levels 

likely promote bacterial growth of genera that partake in carbohydrate metabolism which 

may subsequently be what contributes to phenomena like exercise resistance or difficulty 

with weight loss. Furthermore, Duncaniella and Ruminococcus appear to have 

associations with alternative diseases such as stable angina 66, weight gain 67, and 

colorectal cancer 68. These studies found elevated levels of both Duncaniella and 

Ruminococcus or Ruminococcus alone within different conditions indicating these 

organisms may partake in several mechanisms regarding glucose metabolism.  

The bagged tree ensemble had also identified Duncaniella and Ruminococcus to 

be powerful predictors of response with respect to the training dataset but was also able 

to indicate Clostridium and Bacteroides as prominent genera among others that were used 

to make accurate predictions as well. Similar studies indicate Clostridium and 

Bacteroide's primary function to include the degradation of complex carbohydrates. This 

typically consists of cellulose and fiber that is provided by the external environment 

through food consumption 69, 70. This provides some confidence the organisms used 

within the BT algorithms are likely associated with pathways that are associated with 

metabolic conditions such as prediabetes and T2D. Additionally, the breakdown of 

complex carbohydrates can increase the production of short-chain fatty acids (SCFAs) as 

a byproduct. Several studies have found a therapeutic effect of increased SCFA 

production, and this might be one of the few components that allow one to improve their 

metabolic condition through implementing lifestyle changes 71-73. Interestingly, 
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Clostridioides difficile Z31 was one of the more powerful predictors used by both DTC 

and BT trained on 20R/20NR. This species is typically infectious within humans and can 

lead to symptoms such as diarrhea and colitis 74. However, a literature search conducted 

on this specific strain indicates it is non-toxigenic and may even contain certain 

therapeutic effects that counter the effects of toxic strains of C. diff  75, 76. Lastly, the 

ability to detect a signal using various ML algorithms and the association of top 

predictors to carbohydrate metabolism provided confidence that certain bacterial 

signatures may be used to predict patient outcomes prior to the implementation of 

exercise as an intervention.  

 

PredictMod  

Several tools have been developed within the field of precision medicine to 

provide further assistance to clinician decision-making. Pharmacogenetic search tools 77, 

rapid sample evaluation 78, and identifying target therapies from cancer genome 

analysis63 are all examples of avenues explored to advance precision medicine. 

PredictMod provides a similar impact as it considers medical records and microbiome 

data to predict patient outcomes to lifestyle interventions. The current aim of PredictMod 

is not only to predict patient outcomes but to provide these outcomes as a preventative 

measure for conditions that can be improved. This is one of the many goals of precision 

medicine, as the best treatment often pertains to the prevention of disease onset 

altogether79 Given the high prevalence of prediabetes and the literature indicating the 

ability to improve one’s condition with proper diet and exercise, we saw it fit to begin 
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training PredictMod with prediabetes data to lay the foundation for future applications 80, 

81. 

The objective of PredictMod version 1.0 is to allow clinicians to upload a patient's 

EHR or metagenomic data into the web interface and receive a simple prediction of 

responder or non-responder to the selected intervention. Given the neural networks used 

to analyze EHR data were of patients undergoing a diabetic self-management plan, this 

would be the current assumed intervention if a clinician were to submit EHR data for 

outcome prediction. Similarly, given the decision tree analyzed the relative organism 

abundance of prediabetic patients that were implementing exercise as their intervention, 

the exercise would currently be the assumed intervention if a clinician were to submit a 

patient’s metagenomic data for outcome prediction.  

PredictMod version 1.0 requires a separate submission for EHR and metagenomic 

data. This is caused by the EHR and metagenomic data coming from separate sources, 

therefore separate submission portals were created to account for the difference in the 

data source. The intention of PredictMod is to provide outcome predictions simply to a 

clinician or user without requiring computational knowledge. This is made possible by 

merging the server and user interface through an application programming interface 

(API) that allows these programs to communicate and provide the user with a prediction 

soon after submitting patient data. The interface is only intended for clinician use at this 

time, so features desired by clinicians were determined by gathering insight from 

clinicians from GW. We provide a disclaimer of this tool being a resource in tandem with 

clinician decision-making as this is the intention of PredictMod. Additionally, 

PredictMod version 1.0 will not save patient records to protect patient confidentiality. 
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Limitations and Future Directions 

We hope to include the ability to choose the intervention type in future models. 

This would require gathering data from patients that have undergone several forms of 

lifestyle changes which include variations in diet modifications, different modes of 

exercise, and any emerging medications that may treat prediabetes. It would also be 

helpful to have additional data that comes from a diverse group of patients. This would 

provide additional signals that may likely be missing at this time due to limitations on 

data retrieval. Retrieving several data types from the same patients would also improve 

PredictMod by providing a single submission field to create a more convenient interface 

that implements a single algorithm capable of analyzing several data types. Lastly, 

PredictMod currently uses both EHR and metagenomic data to make predictions; 

however, the use of glycan or biomarker data may also provide further insights into 

response status as well. This may push PredictMod closer to the goal of precision 

medicine by considering the several factors that may impact one’s health.  
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Conclusion 

 
 

 There has been a shift within the medical sphere towards giving patients 

personalized treatments that consider a targeted approach to providing care. Precision 

medicine has paved the way in making this shift a possibility and has been able to do so 

with the help of ML and omics. PredictMod is an additional tool, with precision medicine 

in mind, designed to aid in clinician decision-making for potential interventions regarding 

epilepsy and now prediabetes.  

PredictMod v.1.0 currently predicts prediabetes outcomes through lifestyle 

interventions such as diet modifications and the implementation of regular exercise. We 

designed the tool in this manner given patients may have difficulty shifting health 

variables such as HbA1c and blood glucose levels back to standard ranges without taking 

a targeted approach. While many algorithms exist that aim to predict patient outcomes on 

patient health records alone, a relationship between the gut microbiome and the onset of 

metabolic diseases like prediabetes is well documented. For this reason, we felt it 

necessary to identify potential signals within the gut microbiome of prediabetic patients 

and use this information to identify key bacterial signatures that impact one’s ability to 

respond positively to their given intervention. While the implementation of patient gut 

microbiome profiles is not yet standard medical practice, we believe this may become 

more common given it provides an alternative angle to providing personalized care.  

 Currently, PredictMod v1.0 allows clinicians to submit either EHR or relative 

microbiome abundances to determine response status to either diabetes management 

plans or exercise, respectively. It is hoped this work can be expanded to study several 

other diseases and conditions that may have alternative treatments such as physical 
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therapies or pharmaceutical and holistic medication. Future directions of this work may 

also consider the use of alternative data types such as transcriptome, glycan, and 

metabolome data. The importance of personalized medicine has become increasingly 

evident given several biological mechanisms can lead to similar disease outcomes. The 

goal of PredictMod is to recognize patterns and consider these mechanisms when 

determining response to a given intervention; such that a “trial-and-error” period may be 

avoided and treatment decisions can be made with greater confidence. 
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Figures 

 

 

Figure 1. Synthetic patient breakdown by response status from Synthea database. 

 

Determination of the responder label was based on the initial and final visit within a 7-

year time frame within Synthea’s database.  
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Figure 2. Depiction of GAN pipeline to generate synthetic patients.  
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Figure 3. Participant breakdown by response status from metagenomic FASTQ files 

stored in NCBI SRA. 
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Figure 4. Website mockup for PredictMod. 

The user can choose between inputting metagenomic or EHR data. In this instance, a 

mock EHR dataset is being submitted. Once the user submits the data, PredictMod will 

provide an output that states whether or not the patient will respond favorably to the 

intervention.  
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Figure 5. Reference genomes curation workflow.  
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Figure 6. Metagenomic workflow. 

This workflow depicts the process to generate the master table with the relative 

abundances of each organism per participant.  
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Figure 7. Confusion matrix for the neural networks trained EHR data. 

Both real data and normalized data were used to train the neural networks, which resulted 

in 79% and 83% accuracy, respectively.  
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Figure 8. Example Multiple NGS QC Results. 

a) An example of base quality for a given sample. b) An example relative base 

population. c) An example of positional quality. These values are consistent among all 

FASTQ files.  
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Figure 9.  Example coverage for HIVE-Hexagon and CensuScope alignments.  

Example alignment coverage for a) host removal using HIVE-Hexagon, b) CensuScope 

taxonomic profiling, and c) bacterial reference alignment coverage for HIVE-Hexagon.  
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Figure 10. Confusion matrix and ROC AUC for the DTC trained on 10R/10NR 

metagenomic data.  
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Figure 11. Predictor importance for DTC trained on 10R/10NR.  
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Figure 12. Example Shapley value for the DTC trained on 10R/10NR.  

Example Shapely values for a) one responder and b) one non-responder to depict only 

two organisms used to make predictions of R/NR.  
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Figure 13. Confusion matrix and ROC AUC for the BT trained on 20R/20NR. 

The confusion matrix and AUC for a bagged tree ensemble were trained with 20 

responders and 20 non-responders from the up-sampled dataset.  
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Figure 14. Confusion matrix and ROC AUC for the DTC trained on 20R/20NR. 

The confusion matrix and AUC for a decision tree classifier were trained with 20 

responders and 20 non-responders from the up-sampled dataset. 
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Figure 15. Predictor importance for the DTC trained on 20R/20NR.  
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Figure 16. Example Shapley values for the DTC trained on 20R/20NR.  

Example Shapely values for a) one responder and b) one non-responder.  
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Figure 17. Tree view of the DTC trained on 20R/20NR.  

This tree diagram depicts the nodes and leaves of the DTC trained on 20R/20NR uses to 

predict response status.  
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Figure 18. Predictor importance of BT trained with 20R/20NR.  
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Figure 19. Example Shapley values from the BT trained on 20R/20NR.  

Example Shapley values of a) one responder and b) one non-responder.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

b 

a 



 58 

Tables  

 

 

Table 1. HIVE-Hexagon parameters for host (human) DNA removal. 

 

General 

Name Name as the Batch # (Batch 1, 2, …n) 

Alignment Algorithm Hexagon  

Sequence Read 
Uploaded six read files (3 samples) 

sequentially 

Reference Genome HIVE ID: 1416 / GrCH38.2 MARCH14-2016  

Minimum Match Length = 130, Unit  = Bases  

Matches to Keep All equally best alternative matches 

Mismatches 
percent allowed = 1, Computed on 

“Alignment Length”  

System 

Destination Folder Host Removal Hexagon Runs 

Priority of Submission Polite Submission … 

Batch 

Parameter list  Parameter = Sequence Read, Value = 2 

Batch Service Batch Mode (“dna-hexagon”) 

Advanced 

Alignment Parameters >> Seed k-mer 14 letter 

Maximum Number of Hits per Read to 

Consider 
10 

Resolve Conflicts  

Resolve Conflicts >> Conflict resolution 

method 
Markovnikov Rule 

Resolve Conflicts >> Score for conflict 

resolution 
Number of Reads 

Use uniquely aligned reads only yes 
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Table 2. Parameters for CensuScope for the unaligned reads. 

 

General 

Name  Name as the Batch # (Batch 1, 2, …n) 

Input Sequence   Select Multiple Archive Reads (10)   

Algorithm   BLAST  

Database   Object ID: 11656 / NCBI-NT-20200203 

Number of Reads   2500 

Number of Alignments   1 

Maximum Number of Iterations   5 

Taxonomic Level   leaf 

Filter Low Quality Reads   Yes  

Active Machine Learning (Shannon Entropy)  UNCHECK box  

System 

Destination Folder  CensuScope Runs  

Priority of Submission  Polite Submission … 

Batch 

Parameter list   Parameter = Input Sequences, Value = 1 

Batch Service  Batch Mode (dna screening) 

Advanced 

Keep and store alignments   CHECK box  
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Table 3. HIVE-Hexagon parameters for the reference bacteria alignments. 

 

General  

Name 

Create a unique and identifiable name for 

each sample   

Alignment Algorithm Hexagon  

Sequence Read Archived sequences uploaded in order  

Reference Genome 

49923: Full VA PreDM Reference 

Genome 

Minimum Match Length = 130, Unit  = Bases  

Matches to Keep All equally best alternative matches 

Mismatches 

percent allowed = 1, Computed on 

“Alignment Length”  

System  

Destination Folder Hexagon Runs  

Priority of Submission Polite Submission … 

Batch  

Parameter list  Parameter = Sequence Read, Value = 1 

Batch Service Batch Mode 

Advanced  

Alignment Parameters >> Seed k-mer 14 letter 

Maximum Number of Hits per Read to 

Consider 10 

Resolve Conflicts >> Conflict resolution 

method Markovnikov Rule 

Resolve Conflicts >> Score for conflict 

resolution Number of Reads 

Resolve Conflicts >> Use uniquely aligned 

reads only  Yes  
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Table 4. Individual predictor importance from neural networks trained on EHR.  

 

Variable Independent Accuracy  

Erythrocyte distribution 0.74 

Glucose 0.70 

Platelet mean volume 0.69 

BMI 0.69 

Pain Severity  0.68 

Creatinine 0.66 

Globulin/Bilirubin  0.66 
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Table 5. Exclusion criteria for curating reference bacteria.  

 

Exclusion Criteria Rationale 

Non-bacterial organisms 

The interest of this study was to identify key bacterial 

signatures that may be used as predictors of response. 

For this reason, all non-bacterial organisms were 

removed. 

Transposons or plasmids 

In the event the plasmid is not associated with a 

species, the plasmid was removed. In some instances, 

the plasmid was associated with a given bacterial 

species, and in those cases the accession was kept.  

 

Transposable regions were removed if there was no 

certainty of its association with a given species.  

Draft or Partial Genomes 

Draft genomes were not removed if they had an 

associated proteome. In the event they did not have an 

associated proteome, the partial sequence was put 

through BLAST to determine the most similar 

reference sequence. This draft genome would then be 

replaced with the most similar reference sequence.  

Contigs 

Given there is difficulty to determine the genomic 

origin of a given contig, these sequences were 

removed.  
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