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Abstract

Graph-based Algorithms for Keyphrase Extraction in Social Text

The sheer volume of text in the web mandates automated approaches for identifying

keyphrases that distinguish documents and help recognize important topics within

documents. Automatic extraction of keyphrases is accomplished by designing algo-

rithms capable of quantifying saliency in text. Measuring saliency score of textual

units has traditionally used bag-of-words (BOW) approaches where the ranking is

measured without considering the context. Such approach has several limitations as

in polysemy and synonymy, where it is hard to detect these natural characteristics of

text without understanding the context. In contrast, graph-based approaches model

the relation between textual units that alleviate the aforementioned problems. In this

dissertation, we introduce a collection of novel approaches for graph-based keyphrase

ranking.

First, we propose a novel random walk extension for graph-based ranking that can

leverage weights on both vertices and edges, called NE-Rank. The ranking algorithm

combines additional ranking methods that enhance existing graph-based approaches.

Specifically, we combine a discriminative ranking approach as in tf-idf to the co-

occurrence ranking in graphs. Moreover, the ranking model uses social tags, as in

Twitter’s hashtags, and explores leveraging them by boosting their weights for the

task of keyphrase extraction in social microposts. Additionally, we propose a lexical

graph expansion through social tags for keyphrase extraction. After modeling the
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textual content of microposts in a lexical graph, we expand the graph by finding more

similar content linked by tags. We show a number of different approaches to lexical

graph expansion through Twitter hashtags, and show a significant improvement over

using the textual content alone.

Second, we propose a new approach for measuring saliency in short documents.

We model the textual units in a hypergraph by modeling words as vertices and short

documents as hyperedges, and we study a high-order co-occurrence relation that is

beyond the pair-wise relation in graphs. Therefore, we propose a novel probabilistic

random walk over hypergraphs that captures weights on vertices and hyperedges to

rank vertices. We compare our proposed random walk with different random walk

approaches for hypergraphs and show the validity of the approach. Finally, we propose

a complete ranking framework for extracting keyphrases from short documents using

the hypergraph proposed random walk. The ranking takes into account temporal and

social attributes that are important for a dynamic genre such as Twitter.
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Chapter 1: Introduction

Understanding text data has always been a vital objective across numerous areas of

research as in artificial intelligence, natural language processing, and data mining.

With the sheer amount of textual content in the modern era, the need for automatic

approaches for understanding the content became apparent. An automatic approach

for understanding natural text includes, but not limited to, information extraction,

classification, summarization, and keyphrase extraction. This thesis focuses on the

task of keyphrase extraction from natural text. Specifically, we design algorithms

capable of extracting keyphrases from social media and the web where documents

are short and of a conversational nature. We use document definition terminology as

short documents, short text, microblog, and tweets interchangeably.

Given a collection of documents D = {d1, ..., dn}, keyphrase extraction is the task

of finding the most salient phrases k1, ..., kn ∈ D that can represent the main topics in

the collection. To identify the salient phrases, called keyphrases hereafter, we develop

graph-based methods for ranking words that help identify keyphrases consisting of

important words. A graph-based ranking approach utilizes the relationship structure

between words found in natural text to learn the saliency scores. In this thesis,

we design new random walk approaches that accurately identify saliency in text by

integrating different sources of information into the calculation of the rank all of which

are learned from the text itself. Although this thesis generally focuses on extracting

keyphrases, the ranking algorithms proposed can be used in any different problem

that uses the notion of ranking in text as in extractive summarization, topic labeling,
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personalized content recommendation and more.

The importance of graph representation for measuring the saliency in text is

the fact that it can induce new aspects for the importance of textual units based

on their relationship structure. Traditional frequency measures only use the Vector

Space Model (VSM) that scores textual unites based on their raw count, or the term

frequency-inverse document frequency (tf-idf) which does not account for the rela-

tionship between words. The relationship structure, for instance the co-occurrence,

can add emphasis on the topical group of words that are highly connected regardless

of their individual frequencies. Moreover, representing the relations found in text us-

ing a graph makes it applicable to any language in contrast to some language-specific

machine learning approaches. Also, graph-based algorithms do not need a reference

corpus as in the statistical methods making them easier to use. For example, the

social media genre has a plethora of topics that make it difficult to use an external

reference corpus.

In this thesis, we focus on extending the graph-based method to be suitable for

the social media domain. The shortage of posts length poses great challenges for any

text mining approach. However, we design new approaches that combine different

sources of information into the graph ranking approach, which reduces the difficulty

of measuring saliency in text.

1.1 Problem Statement

The main problem this thesis is trying to solve is the automatic extraction of keyphrases

from text. Automatic keyphrase extraction has been an active area of research

[88][131][34][16][94][137]. Majority of the existing approaches fall under one of the

following algorithmic approaches: supervised approaches [38][145][57], and unsu-

pervised approaches[34][110][128]. Unsupervised graph-based approaches represent

2



the text in a graph and induce the ranking of textual elements from the graph

structure[99][81][16]. Due to the ability of capturing the context of the text as in

co-occurrence of words, such approaches are more effective than mere bag-of-words

approach. However, such approaches are generally designed for formal lengthy docu-

ments as in research papers or edited newswires. In this thesis, we focus on extending

graph-based models for the social media genre where we leverage tags, social, and

temporal attributes to extract keyphrases. Social media special characteristics as

in document’s short length, unedited text, and social tags make using conventional

graph-based methods unreliable. Therefore, we propose new graph-based approaches

that are suited for social media text, and are able to solve the problem of extracting

keyphrases. Extracting keyphrases has numerous applications in automated language

processing.

The automatic extraction of keyphrases improve several tasks of natural lan-

guage processing (NLP) and data mining as in document clustering, text summariza-

tion, and information retrieval. In document clustering, keyphrases could improve

the accuracy of the clustering algorithm by reducing the dimensionality of the text

[48][58][156]. In text summarization, keyphrases can show the importance of sentences

that contain them which lead to precise summaries [27][67]. In information retrieval,

keyphrases can help enhancing indexes for effective information retrieval [104][46][44].

1.2 Motivation

The popularity of social microblogging sites as in Twitter1 has been rising every year.

Users write more than 500 million tweets a day making the user generated content

massive2. With such massive amount of textual data, manually processing this tex-

tual data becomes impossible. Therefore, the need for automatic approaches that

1www.twitter.com
2https://blog.twitter.com/2013/new-tweets-per-second-record-and-how
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are capable of dealing with text in social media become clear. One of the tasks that

needs to be automated is extracting keyphrase. Automatic extraction of keyphrases

simplify tasks as summarization of topics, detecting trends, and recommending con-

tent to users. For example, summarizing the content by using topical keyphrases

give the ability of understanding and consuming information from tweets. Further-

more, keyphrases can aid in the process of indexing tweets which results in a faster

information retrieval system. Additionally, keyphrases can help identify trends by

monitoring the sudden spikes in the time-series of tweets. Furthermore, keyphrases

extracted from a user profile could increase the accuracy of targeted marketing and

advertisement, and help make desirable recommendations to the user.

Most graph-based approaches do not take into account the special characteristics

of social media posts as in, short documents, networked text, time stamped, colloquial

language, and tags. Therefore, we design new approaches that can deal with these

characteristics.

1.3 Contributions

The main contribution of this thesis is new random walk approaches for lexical graphs

that accurately capture the saliency in text. First, we propose Node-Edge Rank (NE-

Rank), a graph-based ranking algorithm that takes into account weights on both nodes

and edges and combines additional ranking approaches that traditional graph-based

methods lack. Moreover, NE-Rank is a tag-aware ranking approach that can add more

weight to social tags, as in hashtags in Twitter. Another contribution is leveraging

tags (hashtags) to expand the lexical graph which proved to be effective compared to

building the graph solely on the text. Recognizing social links in microblogs add the

opportunity to understand the nature of the networked text and overcome the length

shortage problem. Additionally, by augmenting the text graph with more similar

4



content, the saliency accuracy increase considerably.

Additional contribution this thesis offers is ranking text using a hypergraph in-

stead of a graph. A hypergraph is a generalization of a graph where edges can have

more than a pair of nodes. Specifically, we propose a statistical generalization of ran-

dom walks on hypergraphs that is capable of taking into consideration the weights of

both vertices and hyperedges. We compare our random walk approach with several

hypergraph random walks and show the effectiveness of our approach for text. The

final contribution is our Hypergraph Rank (HG-Rank) that utilized our proposed

random walk over hypergraphs to extract keyphrases from short documents. We

show a temporal and social-aware ranking that can capture the saliency of text in a

dynamic genre as in Twitter.

1.4 Thesis Outline

This thesis is organized as follows:

Chapter 2 discusses the challenges and difficulties in extracting keyphrases with

social network text. The heterogeneity of the social network and the challenges that

come with it are explained in this chapter.

Chapter 3 covers a complete review of keyphrase extraction research and what

have been done. The chapter discuses all work in supervised machine learning ap-

proaches, unsupervised approaches, graph-based approaches, and works that focus on

short documents in social networks.

Chapter 4 introduces our NE-Rank graph-based ranking algorithm which pro-

poses a new random walk that takes into account the weights of nodes and edges.

In this chapter, we show that NE-Rank gives us a chance of combining graph-based

ranking over the relation structure and discriminative weighting approach as in tf-idf.

Chapter 5 introduces an extension over the previous chapter by leveraging social
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tags to expand the lexical graph which results in more accurate ranking of keywords.

We show that extracting keyphrases from short documents can benefit from the hy-

perlinks in the social tags. We propose different approaches for choosing social tags

to expand the graph with a hybrid approach performing best.

Chapter 6 introduces a generalized statistical random walk over hypergraphs

that uses weights on vertices and hyperedges. The proposed approach is used to rank

text in a lexical hypergraph. The proposed random walk is compared with different

approaches showing the effectiveness of the proposed approach.

Chapter 7 introduces the new HG-Rank hypergraph-based algorithm for keyphrase

extraction from short documents. We show that by using our defined hypergraph ran-

dom walk in chapter 6, we get the state-of-the-art results compared with a number

of existing approaches.

Chapter 8 lists potential future directions for the research in this thesis.

6



Chapter 2: Challenges in Keyphrase Extraction

from Social Media Short Text

Enormous challenges are facing any text mining task in the social media genre. Unlike

traditional textual corpora, the nature of the domain in social media is substantially

different. The short length of posts, colloquialism in language, and heterogeneity in

social networks make it challenging to learn from social media text. Such challenges

must be addressed to effectively perform any text mining task as in keyphrase extrac-

tion and ranking, text clustering, and topic extraction. In this chapter, the challenges

encompassing extracting keyphrases from such domain are discussed highlighting the

characteristics of the social media genre that distinguish it from traditional domain.

Section 2.1 discusses the document length shortage in social microblogs, and the

difficulty inherited in such representation of documents. Section 2.2 describes how

to learn from social tags, as in Twitter’s hashtags, to improve keyphrase extraction

and reduce sparsity in text. Section 2.3 introduces ranking models capable of dealing

with social media characteristics.

2.1 Lack of Features in Microblogs

Short documents have become ubiquitous in social media and the web. With the

emergence of short documents(microblogs) in social media, the need for automated

text exploration techniques has become eminent. In Twitter for instance, documents

are restricted to 140 characters making them extremely short. Consequently, limit-
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ing the number of features (words) that are necessary for performing any automated

learning from text. To illustrate the challenge in extracting keyphrases, keyphrase

extraction approaches learn from a large body of text to recognize phrases that rep-

resent the content of the document. Although it seems easy for humans to identify

keyphrases from a small post as in a tweet, it is not clear how to train a machine to

identify keyphrases given the lack of features to learn from. The lack of features is

not only an issue for keyphrase extraction. For instance, another challenge is in text

documents clustering[149], the clustering algorithm generally measures the similarity

between features found in documents to group them together; however, the lack of

features make using conventional clustering algorithms ineffective. Moreover, statis-

tical topic modeling that uses words as observable sets cannot accurately learn topics,

as it is hard to infer topics given the small number of features[96]. The issue of pol-

ysemy and synonymy is strongly present since the short length makes the document

lacking sufficient context.

However, the lack of textual features in short documents can have less effect if

the social network features are exploited. For example, social tags used by users as

in Twitter’s hashtags can point to similar content, which elevate the lack of feature

problem.

2.2 Learning from Social Tags

Regardless of the lack of textual features in short documents, social networks have an

abundant amount of information in the form of social tags. Such tags can be leveraged

to reduce the text sparseness in short document (for example, a tweet). For instance,

the Twitter hashtags are tags created by users to assign keywords or topics to a tweet.

Hashtags connect tweets sharing a topic or an event making them more than short

isolated posts. By connecting tweets sharing similar tags, the task of mining text

8



becomes relatively easier due to the increase of features from the tag connection. In

addition, tags help disambiguate and add context to short posts, which can help in

any text mining task. This dissertation investigates approaches to leverage hashtags

to enhance keyphrase extraction in Twitter.

2.3 Time-Sensitive Nature of Microblogs

A major challenge in social media is its sensitivity to time. The content tends to

evolve with time, which is a great challenge to deal with. Creating temporally-

aware models for any text mining task is essential to understanding social media

text[115][60][77][101]. For instance, extracting keyphrases from a post should varies

depending on the temporal dimension of the posts. Distinguishing between fresh

content and old content is crucial to capturing relevant new keyphrases. For example,

extracting keyphrases for breaking news or current event phrases heavily depend on

the temporal attribute of posts. Moreover, the saliency of phrases can fluctuate

from interval to another, which emphasizes the importance of including temporal

dimension. In this thesis, we model the temporal dimension for ranking and extracting

keyphrases in Twitter using a temporally-aware graph-based approach.

2.4 The Challenge of Ranking in Social Media

The sparseness in the textual content of small posts and the different social network

dimension render simple ranking approaches ineffective. Therefore, enhanced ranking

models are proposed to address all the aforementioned challenges. In this dissertation,

we propose frameworks capable of facing such challenges in social media text. Chapter

4 and Chapter 5 propose approaches for leveraging social tags to enhance keyphrase

extraction in social media. Chapter 7 proposes a framework to incorporate temporal

and social dimension to extract keyphrases.
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Chapter 3: Literature Review

This thesis is related to a diverse body of literature on keyphrase extraction. In

this chapter, we survey the research area, and provide a complete background of

the different approaches for extracting keyphrases. Section 3.1 describes the super-

vised approaches for keyphrase extraction. Section 3.2 illustrates the unsupervised

approaches. Section 3.3 discusses graph-based approaches for keyphrase extraction.

Section 3.4 describes extracting keyphrases from social media short documents.

3.1 Supervised Keyphrase Extraction

With advances in machine learning, a number of researchers started designing super-

vised methods to extract keyphrases. In a supervised approach, a model is trained

on an annotated data to learn the keyphrases. Most supervised approaches design

the problem as a phrases classification task. In essence, the task is to classify phrases

in a test document using the trained model to be either a keyphrase or a regular

phrase. A different number of features have been proven to be effective in keyphrase

extraction.

Turney[131] proposes a machine learning algorithm called C4.5 decision trees [111]

to extract keyphrases. By using stemmed unigrams and consecutive n-grams with no

stop words as candidates, the approach is to classify phrases based on a set of features

used. A number of features are used which include the normalized first occurrence of

phrase, number of words in phrase, and whether if the phrase is a proper noun or not.
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Turney also proposes GenEx algorithm which consists of two main algorithms called

Extractor and Genitor. In the Extractor algorithm, the system extracts all candidate

keyphrases from text using a number of features. A ranked list of keyphrases is output

using a weighting criteria. The Genitor is a genetic algorithm[144] that is used to

tune the parameters used and get the best setting possible. The GenEx algorithm is

reported to have better performance than decision trees.

Another supervised approach is the Keyphrase Extraction Algorithm (KEA) by

Witten et al.[145]. KEA uses two main features for candidate keyphrases which are

tf-idf[118] and the first occurrence of the phrase. For classification, KEA uses a Näıve

Bayes classifier[31] to train a model and gets two sets of weights for positive and

negative keyphrases. A final stage for ranking keyphrases is performed based on such

weights. The authors show that KEA correctly match one to two of top five author

assigned keyphrases on average.

Frank et al.[38] propose a domain-specific KEA where they included a keyphrase

frequency in the training data which improved the classifiers accuracy. The authors

also compare the performance of KEA and Turney’s GenEx algorithm and reported

similar performance.

By adding linguistics features, Hulth[57] improves KEA algorithm. Specifically

she proposes to add syntactic and lexical features to improve the accuracy of the

classifier. Hulth examined the manually assigned keyphrases and found that most of

them are noun phrases with either nouns or adjectives. Hence, she adds linguistic

features to improve the extraction accuracy. Her system uses features similar to KEA

as tf-idf, first occurrence of the phrase. Additionally, she uses n-grams, NP-chunks,

and Part-of-Speech tagging with the latter having the highest results.

Medelyan and Witten[95] propose an improved machine learning approach that

extends KEA. They design their algorithm, called KEA++, into two different stages.

First, they identify related terms from a thesaurus that describe the document con-
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tent. Second, they use a Näıve Bayes classifier to classify phrases using a number of

features. KEA++ uses four features: a tf-idf score, the first occurrence of the phrase,

the length of the phrase, and the degree of the node in the thesaurus. The intuition

is that if a node is highly connected within a topic, then it has a higher chance of

being a topical keyphrase.

To train a supervised model over short text, Li et al.[75] perform keywords ex-

traction from social snippet using a classification approach. They analyze short text

trying to understand the best features for classifying words in such genre. They use

the following features: tf-idf, linguistic features as in number of noun tags of a word

divided by all tags of that word, relative position of the keyword within the snippet,

length of the snippet, the number of times the snippet is appearing, and whether

capitalization is used or not. They compare a number of machine learning algorithms

with the Gradient Boosting Machine (GBM)[40] performing best.

Some researchers have approached the problem differently by re-examining the

basis of using classification for keyphrase extraction. Jiang et al.[63] argue that clas-

sification techniques do not include relevancy but they focus on an absolute fea-

ture measures. They argue that the problem should be viewed as pair-wise ranking.

Therefore, they propose a ranking through Support Vector Machine (SVM)[51] and

approached the task as learning to rank task. Features include tf-idf, occurrence

of first phrase, length of phrase, phrase inclusion in title, uniform distribution of

a phrase within a document, and frequency of the highest and lowest words of the

phrase. They compare their algorithm to KEA and SVM and showed some interesting

improvements.

Ni et al.[103] propose to extract keyphrases using a structural SVM approach.

They approach the problem as a subset learning from a larger set being the candidate

keyphrases and applied the structural SVM algorithm. To extract keyphrases, they

train their model to recognize phrases that are diverse and cover all topics in the
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document.

Albeit the great success of using machine learning approaches for extracting

keyphrases, the need for a training set is a large obstacle. Having an annotated

data can be expensive and time-consuming. Moreover, they do not scale for every

domain. For instance, what generally works for a specific domain does not mean it

will work on others. To circumvent such problems, an unsupervised approach is used

where no training data is necessary.

3.2 Unsupervised Keyphrase Extraction

An unsupervised approach does not need annotated data for training a model for

extracting keyphrases. The most common unsupervised approach is using statistical

frequency model that takes a bag-of-words representation of documents. For a docu-

ment D a bag-of-word representation is to have a vector of distinct words appearing

in the document D = {w1, w2, ..., wn}. Simplest statistical method is to take term

frequency to calculate word importance; however, such approach does not show de-

scriptive keywords. It has been shown that important keywords are not usually terms

with the highest frequency nor lowest frequency[91].

Researchers have developed a much improved frequency measures that are capable

of finding descriptive words. The most common approach is tf-idf[118] which by

including inverse document frequency (idf) can find descriptive terms of a document

that differentiate it from other documents.

tf.idf(w) = tf(w) · log N

df(w)

Where tf(w) is the term frequency of word w on the document d. N is the total

number of documents in the document set, and df(w) is the number of documents

that contain the term w. Such approach is great since it removes the influence of
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stop-words or highly-frequent words.

In a more advanced statistical model, Dunning proposes to use G2 statistics to

model phrases of two-words (bigrams)[32]. Specifically, he models terms as binomial

distribution to capture the domain bigrams.

Another approach is to use statistical language modeling which captures the prob-

ability of sequences of words. By having a sequence of words as in s = {w1, w2, ..., wn},

we can calculate the probability P (s) as

P (s) =
n∏
i=1

P (wi|w1, w2, ..., wi−1)

Such a statistical model is called n-grams for n terms. Unigrams is a language model

with words probability calculated independently and bigrams is a model of two words

where we have a word conditioned on its preceding word.

A language model approach to extract keyphrases is proposed by Tomokiyo and

Hurst[128]. They focus on measuring phraseness and informativeness of keyphrases

by using a background and foreground language models. They measure phraseness

and informativeness using a point-wise KL-divergence between the different language

models.

Similarly, Paukkeri et al.[110] propose to use a language independent approach

by leveraging a reference corpus. They use a likelihood ratio between phrases in

the document and reference corpus. They demonstrate an improvement over tf-idf

approach.

To eliminate the need for a background corpus, Matsuo and Ishizuka[93] propose

a statistical measure where no reference corpus is needed. Instead, they use the

co-occurrence relation between words in sentences. Specifically, they extract frequent

terms from the document as an initial step, then they measure co-occurrence between

words and frequent words. The probability distribution of the co-occurrence shows
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key terms if the distribution of co-occurrence is biased to a set of frequent terms. The

bias of the distribution is measured with χ2 tests.

In a clustering approach, Liu et al.[87] propose a different approach to extract

keyphrases. To extract the most descriptive keyphrase, they first cluster terms in the

document, then find a representative terms ”exemplar” to find keyphrases. Such an

unsupervised approach will be beneficial when trying to cover all aspects of the docu-

ment. Two approaches are used to measure similarity of terms: words co-occurrence

and a Wikipedia-based term similarity. They use three clustering techniques 1) hierar-

chal clustering, 2) spectral clustering[22], and 3) affinity propagation[39] with spectral

clustering having best results. Keyphrases are constructed as post-processing step us-

ing noun phrases tags. The approach showed improvement over other unsupervised

approaches.

Hammouda et al.[48] propose a keyphrase extraction algorithm called CorePhrase

that finds keyphrases from a multi-document corpus to help label clusters. First,

the candidate keyphrases are generated by a graph-based matching phrases approach

in multi-documents as in[47]. Subsequently, features are computed for candidate

keyphrases as in document frequency, phrase weight (title highest, section title medium,

and text is lowest), phrase frequency, and position of phrase. Ranking of keyphrase is

computed using a number of different formulas. They evaluate their approach using

two different web clustering data sets.

Chuang et al.[23] try to bridge the gap between keyphrase extraction research

and Human-Computer Interaction (HCI). They gathered 5611 response extracting

keyphrases from dissertation abstracts. A complete analysis of human generated

keyphrases is performed to study phrase length, position, part-of-speech, and com-

monness. By analyzing human keyphrases, they can study the characteristics of

what makes a phrase a keyphrase. Furthermore, they use a statistical logistic re-

gression to study the effect of each characteristic. Moreover, they eliminate redun-
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dant keyphrases by grouping similar keyphrases. Their user study shows that most

keyphrases are bigrams with 43% of all responses. The authors also compare the po-

sition of keyphrase by comparing a regular phrase position with a keyphrase position

and found that keyphrases occurred early 56% of the time with statistically significant

result (χ2(1) = 88, p < 0.001). They also show that two third of keyphrases are noun

phrases showing a clear importance of linguistic features contributing to keyphrases.

Another unsupervised approach is to use a graph-based approach to extract keyphrase.

By modeling the relation between entities (words, sentences,...etc) in a graph, the task

of ranking phrases can have significant improvements. We will discuss graph-based

methods in the next section.

3.3 Graph-based Keyphrase Extraction

In the past decade, graph-based keyphrase extraction approaches have been attract-

ing a lot of attention from researchers. Unlike supervised approaches, graph-based

algorithms do not require training data, which is a desirable property for numerous

algorithms. The attraction of such approaches is the fact that they learn the correct

ranking from the textual content itself without either a reference corpus or correct

labels. By modeling the text in a graph, we can rank entities, being a keyword or

a sentence, in accordance to the overall structure of the graph. The highly ranked

vertices are considered to be more central to the graph, which make them suitable

for keyphrase extraction and summarization.

In this section, a complete survey of graph-based approaches will be discussed.

First, the intuition behind such approaches will be explained, and how they are used

for keyphrase extraction and summarization. Second, the literature work in such

algorithms will be covered in detail.

Graph-based approaches represent textual content in a relational graph for a va-
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riety of reasons. By modeling the relation between textual entities in a graph, the

ranking algorithm will learn from such relations that are naturally embedded in text.

For instance, a graph of keywords representing the co-occurrence of words can em-

phasize words that co-occur together. If a group of words tend to appear in close

proximity multiple times, their chance of being descriptive keywords is higher than

other words. Similarly, words that occur with a large number of terms (as in gen-

eral high-frequent words) should not be highly ranked since they do not convey a

topic. A graph can capture such characteristics of relations in texts, which is very

advantageous in finding salient phrases.

Some of the most seminal work on graph-based ranking for natural text are Tex-

tRank by Mihalcea and Tarau[99] and LexRank by Erkan and Radev[37]. Both have

inspired so many to use graphs for identifying salient units in text. A detail descrip-

tion of both approaches will be discussed next.

Mihalcea and Tarau[99] propose to rank keywords in a lexical graph using a

graph-based algorithm called TextRank. To build the lexical graph, they use the co-

occurrence relation between words (adjectives and nouns only) using a sliding window

of a specific size N = 2, 3, 5, or10. A pair of words are linked if they co-occur within

the window distance. Formally, let the lexical graph be G = (V,E,w) a weighted

undirected graph with V being a set of vertices of distinct keywords, E being a set of

unique pairs of vertices for the co-occurrence relation, and w : E → Z+ being the edge

weight which represent the frequency of the co-occurrence relation. After building

the graph, they apply a variant of the PageRank[17] algorithm(weighted PageRank)

over the graph to rank vertices.

R(Vi) = (1− d) + d ·
∑

j:Vj→Vi

wji∑
k:Vj

wjk
R(Vj) (3.1)

Where wji is the weight of the edge from the previous vertex Vj to the current vertex
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Vi, and
∑

k:Vj
wjk is the summation of all edge weights in the previous node Vj. The

intuition behind such ranking approach can be explained as follows. A node X being

linked to an important node Y , means that node X is important as well. The ranking

of vertices is learned from the overall structure of the graph recursively. After ranking

words in the graph, the top-ranked T words are identified as keywords. Subsequently,

the keyphrase extraction is done as port-processing step where the adjacent keywords

are assigned as a keyphrase. The authors also apply their algorithm for sentence

ranking for extractive summarization. Each vertex is a sentence, and each edge is the

relation between sentences. The relation is measured as the content overlapped of

words normalized by the length. Their keyword approach is compared with Hulth’s

supervised approach[57] and shows an improvement in F1-score, and the sentence

summarization task also is compared with a number of baselines showing competitive

results.

Erkan and Radev[37] propose a graph-based ranking method, called LexRank,

for ranking sentences in a text. They build a graph where sentences are vertices

and their similarities are edges. They propose three different ranking approaches for

extractive summarization. Initially, they measure the similarity of sentences using

a vector space model. Each sentence is defined as a bag-of word vector of features

S = {w1, w2, ..., wn}, then the similarity is the cosine of the angle between two vectors

as follows.

CosSimilarity(x, y) =

∑
w∈x,y tfw∈xtfw∈y(idfw)2√∑

xi∈x(tfxi,xidfxi)
2 ×

√∑
yi∈y(tfyi,yidfyi)

2
(3.2)

Where x, y are two sentences, tfw∈S is the term frequency of term w in sentence S.

To rank sentences, they use three different techniques: degree centrality, unweighted

LexRank, and continuous LexRank. For the degree centrality, the graph is built

where vertices are sentences and edges are similarity using Formula 3.2 being above
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a threshold t = {0.1, 0.2, 0.3}. Then, the most salient sentences are chosen by sorting

vertices on their degree. Vertices with higher degree are considered central to the

graph. Another approach is unweighted LexRank which ranks the vertices using an

eigenvector centrality. Specifically, the authors use the PageRank algorithm[17] as

follows:

R(Vi) =
d

N
+ (d− 1) ·

∑
j:Vj→Vi

1

|O(Vj)|
R(Vj) (3.3)

Where N is the number of vertices and d is a small probability to teleport the random

walk, called the damping factor. However, the choice of the threshold for creating

edges in the graph affects the algorithm greatly. Therefore, they propose a continuous

LexRank, where they add the weight of the similarity to the edges in a weighted graph

and include all edges between all sentences. The continuous LexRank is measured as

follows:

R(Vi) =
d

N
+ (d− 1) ·

∑
j:Vj→Vi

CosSimilarity(j, i)∑
y∈Adj{j}

CosSimilarity(j, y)
R(Vj) (3.4)

All three ranking approaches show improvement over other summarization ap-

proaches using the DUC data sets. More detailed discussion is found in [36].

Biased PageRank[143] ranking has been successfully used for task of query-focused

summarization[105][35]. In their approaches, the random walk teleports to a favored

set of vertices(sentences) instead of uniformly jump to any node. In [105], Otterbacher

et al. propose to measure the similarity and relevance of a question and document

sentences. The relevance and similarity is then used jointly as a prior distribution

over vertices for the biased random walk. In their model, vertices are sentences

and edges are the similarity between sentences. Alternatively, Erkan[35] propose

to use a probabilistic language modeling technique for both edge weights and prior
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probabilities for the random walk. By using a generative language model between a

question and sentences P (q|s) and using P (si|sj) where si and sj are two adjacent

sentences in the graph.

Besides PageRank ranking algorithm, some work explores different approaches

of graph-based ranking. The work in[98][80] examines the usage of the Hyperlinked

Induced Topic Search(HITS)[66] to rank vertices. HITS measures scores for vertices

based on two saliency scores of hubs and authority:

HITSH(Vi) =
∑

vj∈Out(Vi)

HITSA(Vj) (3.5)

HITSA(Vi) =
∑

vj∈In(Vi)

HITSH(Vj) (3.6)

Mihalcea in[98] uses a weighted version of HITS to add more similarity strength.

Litvak and Last[80] propose to join the two score by calculating 1)the average of

HITSH and HITSA, and 2)by taking the maximum value of the two. Both papers

show competitive results when compared with other baselines.

Another algorithm that uses the degree connectivity is DegExt by Litvak et al.[81].

The algorithm builds the graph between consecutive pair of words W1 and W2 as a

directed edge W1 → W2 if they occur in a sentence. Edges are labeled with sen-

tence identifier numbers for post-processing keyphrase extraction. Keywords are then

ranked based on their degree centrality. Due to computational efficiency of DegEx,

such approach can scale for large graphs quite easily. Evaluation of the algorithm

shows a steady performance compared with TextRank and the supervised approach

GenEx.

Similar techniques are used for tackling the problem of abstractive summariza-

tion where the resultant summary is not necessarily extracted from the document.

Ganesan et al.[41] propose the Opinosis graph-based approach to find highly redun-

dant opinions (phrases) by leveraging the order of keywords in sentences as a directed
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edges. By using a directed graph, the algorithm is capable of recognizing the order of

keywords and quantifying their occurrence, which could help in finding keyphrases.

Two identifiers are used for each nodes, sentence identifier and position identifier. Po-

sition identifier keeps track of first and last words in a sentence for building a correct

path that does not cross syntactic boundaries. Moreover, the Part of Speech(POS)

tags are used in each node to build correct phrases for the summary. By scoring paths,

instead of vertices, they can find the most salient phrases to be in the summary.

Many approaches have extended the PageRank graph-based algorithms to include

more information. Wan and Yang[138] propose to extend the graph-based summa-

rization using an expand document set D = {d0, d1, ..., dn} to summarize a single doc-

ument d0. First, the related documents are found using a cosine similarity over the

tf-idf of the document to be summarized d0, and the similar documents d1, d2, ..., dn.

Second, a graph of sentences and their relations are built from the expanded docu-

ment set D. A confidence value λ is added to differentiate between sentences in the

original document and other related helpful documents. They compare their sum-

marizer with a graph-based method that only uses a single document to build the

sentences graph, and show the effectiveness of their approach.

Similarly, a graph expansion approach, called ExpandRank, is proposed for keyphrase

extraction[136]. By building an expanded set of documents, the goal is to extract

keyphrases from a single document. The lexical graph is built from words in the ex-

panded document set, and the edges are the co-occurrence relation within a specific

window. The weights for the edges is calculated as follows:

EdgeWeight(wi, wg) =
∑
dp∈D

similarity(d0, dp)× |co− occurrence(wi, wg)| (3.7)

Where similarity(d0, dp) is the similarity between the tf-idf vector representation of

the two documents. Note that when the two keywords are in the same document, they
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will have a similarity of 1 and it will be a normal TextRank. The approach is compared

with tf-idf, SingleRank(TextRank with window=10), and shows an improvement with

best result obtained with 5 documents expansion. More discussion and experimental

work is found in[137]. Similarly in[135], a single document keyphrase extraction

algorithm called CollabRank is proposed. CollabRank first clusters documents using a

number of clustering algorithms: k-means[92], hierarchal clustering[141], and manual

clustering. Subsequently, a graph of the co-occurring words in the cluster level, instead

of only the document, is built to extract keyphrases from the target document within

its cluster. Experiment shows that the best approach to enhance the graph-based

keyphrase extraction is manual clustering, then complete-link clustering(hierarchal

clustering).

Graph-based ranking approaches discussed so far only consider a single impor-

tance score for a document. However, documents could have multiple topics with

different degree of strength mandating topic-focused keyphrase extraction. The work

by Liu et al.[86] has focused in bridging the gap between statistical topic modeling

and graph-based keyphrase extraction. Specifically, they use Latent Dirichlet Alloca-

tion(LDA)[14] to get posterior probability distributions for words over topics P (w|z)

and topics over words P (z|w). Afterwards, they use a biased PageRank algorithm[143]

for a graph of words and their co-occurrence with the words over topic distribution

P (w|z) as a topic-biased prior vector for the random walk of the graph-based rank-

ing. The approach implies to run the PageRank algorithm k times while k being the

number of topics. Lastly, to extract keyphrases, they rank keywords for each topic

separately and multiply the ranking by the topic over words distribution P (z|w). This

will add the importance of the keyphrase from each topic and include the influence

of the topic.

Comparably, Bougouin et al. propose TopicRank [16]. The approach is to rank

topics instead of words in a topical graph, then extract keyphrases from topics. Such
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approach makes covering topics more feasible than normal TextRank approaches.

First, they extract all noun phrases in the document. Second, they cluster noun

phrases into topics using words overlap as a similarity measure. They use a hier-

archal agglomerative clustering algorithm to group the phrases. Third, they build

a complete graph where topics are vertices and edges are semantic relation between

topics(distance of phrases in two topics). After constructing the graph, a weighted

PageRank ranking approach is used to rank topics. Fourth, they extract a represen-

tative keyphrase from each topic by either first occurrence, frequency of phrase, or

centroid of the cluster. The number of extracted keyphrases is essentially the number

of topics. They show the effectiveness of their approach over four different data sets

from multiple languages.

Other approaches re-define the relation between words and topics for keyphrase

extraction. Zhang et al. [154] argues that the relation should be viewed as a het-

erogeneous graph of multi-type edge between word vertices. Specifically, a pair of

words can have a number of different relations depending on topic at hand. To apply

their approach, they assign edges multiple weights and model their system using a

tensor between a number of topical adjacency matrices. Then, they propose a rank-

ing algorithm, called Biased-MultiRank, to simultaneously rank words and topics.

Experiments show improvements over a number of graph-based ranking approaches

as in TextRank and Liu et al.[86]. Similar approach is found in [69].

Most of the previously discussed graph-based work focus on the co-occurrence rela-

tion between words. Alternatively, the semantic relation between words has been ex-

amined in the context of semantic graphs for documents. Huang et al.[55] describe an

approach for building a semantic network for a given document to perform keyphrase

extraction. The nodes can be words or phrases and the relation is a syntactic tie

between words. Subsequently, they leverage social network centrality approaches as

in betweenness centrality and relational centrality to capture salient nodes. Similarly,
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a different algorithm is completely based on semantic networks from WordNet and

Wikipedia to capture implicit textual relations in a document is proposed by Tsatsa-

ronis et al.[130]. The algorithm, called SemanticRank, builds an edge between words

based on semantic relatedness measures that capture their meaning relation instead

of co-occurrence within the document. The strength of the semantic connection is

then used as an edge weight in the graph. To extract keyphrases, they rank vertices

in the semantic graph, then use an average approach between the semantic score from

the graph and a statistical measure tf-idf from the document. They also propose to

use a biased PageRank approach where the random walk favors the document title

words over regular words.

The availability of a large number of unsupervised keyphrase extraction meth-

ods mandate a better understanding of all the different choices. Some studies fo-

cus on the evaluation of different approaches to better understand the variety of

approaches[49][15]. Hasan and Ng compare five different approaches across different

data sets [49]. Specifically, they compare tf-idf, TextRank[99], SingleRank[136] with

sliding window of 10 and weighted edges, ExpandRank[136], cluster-based ranking[87]

across four different data sets. Data sets include news articles DUC-2001, paper ab-

stracts Inspec, full research papers NUS, and meeting transcripts ICSI. Their work

has showed some weaknesses in a number of assumptions in some of the graph-based

approaches, specifically TextRank. To name a few, the limit on top-words (unigrams)

T to be included in the keyphrases post-processing step in TextRank can be trouble-

some. Originally, TextRank only takes T = 1/3 of all ranked words to be keywords

which limit the performance. Another weakness is using unweighted edges compared

to weighted by co-occurrence frequency as in SingleRank. Even though Mihalcea and

Tarau[99] propose a weighted ranking approach in their paper, their keyword ranking

experiment was performed on an unweighted graph. Hasan and Ng also show the

robustness of tf-idf across all data sets.
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A more extended survey by the same authors (Hasan and Ng)[50] examine the

state-of-the-art in the task of keyphrase extraction and provide more analysis and

insights. Similarly, they survey supervised approaches which are mostly formed as

either binary classification or as ranking of phrases, unsupervised approaches as in

graph-based methods, topic clustering approaches, and language models. An inter-

esting observation the authors make is that unsupervised approaches have been very

competitive with advanced supervised approaches. Additionally, the authors discuss

the common difficulties in extracting keyphrases and how to overcome them.

Boudin[15] compare four different graph centrality approaches to rank vertices. He

first builds a lexical graph of words consisting of nouns and adjectives, and edges are

the co-occurrence of a sliding window of 10 consecutive words. Edges are weighted by

the frequency of the co-occurrence relation. The author then compares degree central-

ity, closeness centrality, betweenness centrality, eigenvector centrality, and TextRank.

The author shows that closeness centrality and degree showed the best performance.

Specifically, closeness shows a great improvement when the data set is short as in re-

search papers abstracts. However, weakness of TextRank in his comparison is possibly

attributed to not using a sliding window of 2 as in Mihalcea and Tarau[99] where it

showed better performance than a window of 10. Surprisingly, degree centrality shows

close results to TextRank in their experiment. Such evaluation research are of ex-

treme importance to gain a wider understanding of the best approach. Unfortunately,

there is a severe shortage of such studies at the current time.

3.4 Short Text Documents in Social Networks

Traditional keyphrase extraction is generally carried out on lengthy research papers

with a fixed corpus. With the emergence of social networks and microblogs, the nature

of the documents and language used has changed immensely. Documents of short
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length are becoming the norm over social media hindering conventional keyphrase

extraction approaches. The characteristics of such genres mandate the re-thinking of

measuring salient phrases and words. The documents are only few words long with

small context. However, they are networked text where there is more attributes than

traditional corpus. In this section, the major relevant work dealing with short text

and social network will be discussed.

To extract keywords from social snippet, a machine learning approach is found

in[75]. By studying the nature of short text documents, the authors show that it is not

suitable to use conventional approaches to extract keywords. They propose a machine

learning approach based on a number of features. Specifically they use tf-idf, linguistic

features as in the percentage of a word being a noun over the number of different tags

it has, position in the snippet, the length of the snippet in words, document frequency,

and capitalization of any word in the snippet. They approach the keywords extraction

problem as a classification task. A number of different machine learning approach is

tested with the Gradient Boosting Machine(GBM) performing best. A comparison

of best features for social snippet shows tf-idf and linguistic features to be the best

two. Their experiment with Facebook statues show an improved precision and recall

over Yahoo term extraction1 and KEA[145].

Some approaches tackle the problem of short text by leveraging external resources

to expand the short documents[155][45]. Zhang et al. propose an approach to ex-

tract advertisement keywords from short text web pages that lack enough textual

content[155]. Specifically, they propose to enrich the short document by using rel-

evant keywords from Wikipedia. First, the candidate keywords are extracted from

the target short web page. Second, the related terms are extracted by ranking key-

words using a graph-based random walk approach over Wikipedia. A topic-sensitive

PageRank, with two factors for relevancy and advertisement, is used to recommend

1http://developer.yahoo.com/search/content/V1/termExtraction.html
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keywords regardless of the short of the target document. Guo et al.[45] propose to

link short tweet to news document by using hashtags in tweets and name entities in

news document. By ensuring close proximity in time between the two, the news wire

is used to expand the tweet and add more semantic knowledge to it.

Leveraging external sources is examined in the task of summarizing short topical

tweets. Liu et al.[82] propose to fetch URLs embedded in tweets to complement the

short textual content of Twitter posts. Specifically, a concept-based optimization

framework[43][147][102] is proposed for summarizing tweets and their connected web

pages. By using a Linear Integer Programming approach, they try to maximize

a weighted concept in sentences to cover all subtopics. First, they extract 5,537

topical phrases from Twitter and WhatTheTrend.com, and ask human annotators to

build reference summaries from the latter. Their summarizer is compared to these

reference summaries. Moreover, a normalization of tweets is proposed using a letter

transformation model[83]. Best approaches are observed when normalized tweets

combined with linked web pages, n = 10 where n is the number of web pages, are

used as input for the summarizer.

Wu et al.[146] extract personalized tags (keywords) for Twitter users to understand

their preferences and interests. They design a pipeline to pre-process and normalize

the social text. They remove reply messages that is generally used for chatting.

Emoticons are removed to process text accurately. They use an Internet dictionary2

to normalize all the slangs, abbreviation, and Internet slang as in ”lol” for ”laugh

out loud” or ”abt” for ”about.” Subsequently, they remove all words that are neither

noun nor adjective. They compare TextRank and tf-idf where each user tweets is

consider a document. Their experiment shows that TextRank outperform tf-idf in

precision by a large margin.

Extracting keyphrases from Twitter is vital for characterizing topics in the collec-

2www.noslang.com/dictionary
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tion of microblogs. Zhao et al.[157] propose to extract topical keyphrases from Twit-

ter. They first use a statistical topic modeling approach, called Twitter-LDA[158], to

find topics from a collection of tweets. The main difference between the Twitter-LDA

and the standard LDA is that the former assumes a single topic assignment for a

document (a tweet) instead of a mixture of topics. Given the short length of tweets,

such approach is considered to be more precise than standard approach of statistical

topic modeling. After extracting topics from tweets, they use a topic-biased PageR-

ank approach for ranking words for each topic. Top consecutive words are collapsed

into candidate phrases. Candidate phrases are taken through a statistical measure of

relevance and interestingness. Relevance measures how relevant the candidate phrase

to the topic of its words, and interestingness measures how often the candidate phrase

is shared in Twitter via re-tweets. Interestingness is found to vary in performance

from topic to another. For instance, in pop cultural topics, it is considered a positive

measure. However, in more stable topics it hurts the performance. Their approach is

found to perform better than Liu et al.[86].

Extracting keyphrases from short documents is a challenging task as shown in

Danilevsky et al.[26]. In their work, they propose a statistical approach to gener-

ate and rank keyphrases from short documents after extracting topics with a topic

model. Specifically, they cluster words from the short documents into topics, they

generate sets of words as candidate keyphrases for each topic separately, then candi-

date keyphrases are ranked based on purity, coverage, completeness, and phraseness.

The reason they used sets of words as opposed to extracting consecutive words found

in the text to be phrases is to avoid redundancy errors, for instance ’mining text data’

should be the same as ’text data mining.’ They evaluated their approach over the

DBLP paper titles dataset and compare their method against Zhao’s et al approach

[157] which show promising results.

Summarization in short microblogs has been gaining a lot of attention from re-
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searchers. The short length, heterogeneous topics, and vast volume of micro-messages

make the task non-trivial. Sharifi et al.[119] propose a query-focused summarization

approach to extract succinct sentences from Twitter feeds to describe a user given

phrase. First, a user inputs a phrase to build the summary around it, then all tweets

that contain that phrase are extracted. A Näıve Bayes classifier is used to discard

spam messages. Moreover, they filter out any non-English tweets. After the prepro-

cessing steps, they extract sentences that contain the search phrase, Topic Phrase,

from all tweets. These sentences are used in their graph-based summarizer, called

Phrase Reinforcement Algorithm PRA, to build a graph around a root node (topic

phrase). Nodes represent words as they appear in sequence in the input sentences

with frequency as attribute of nodes. The summarizer then attempts to find the path

with maximum weight that starts with the topic phrase and end with non-root node.

Furthermore, once the path with maximum weight is found, the words composing the

path are collapsed into a new root node and the algorithm is repeated. To evaluate

their approach, they gather 50 trending topic and collected 100 tweets for each topic.

These 50 topics with their tweets are summarized by two human judges. The PRA

and the human summarizes are compared using ROUGE[76] with PRA achieving

close accuracy to humans. For more detailed analysis and explanation, the reader is

referred to [121].

Similarly, O’Connor et al.[104] propose a query-focused topic summarizer called

TweetMotif. The summarizer works by grouping tweets into topics and themes that

ease search and visualization of information. They leverage a language modeling

approach to find topical phrases and list a related number of tweets about each

topical phrase. First, they search Twitter for a user entered query and get a query

corpus. Subsequently, they tokenize the tweet corpus where Twitter specific words as

hashtags #, reply @username, and smileys are considered as tokens. Additionally, all

bigrams and trigrams that do not contain punctuation and stopwords are extracted.
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To find topical phrases, they use following language model:

R(ph) =
Pr(ph|Ctweet result set)

Pr(ph|Call tweets)
(3.8)

Where ph is the phrase that will be ranked. Ctweet result set is the topical corpus,

and Call tweets is the reference corpus of all tweets. After finding topical phrases for

all topics, the topic clusters are merged if they appear too similar to each other.

Specifically, they use Jaccard similarity measure to merge topics. Finally, a similar

approach is used to group tweets in each topic to eliminate redundant tweets.

However, such approaches do not take into account the heterogeneous nature of

social networks. Indeed, they merely consider the features in textual content found

in tweets to solve the extraction task. Alternatively, some research considers more

information inferred from social network, as in authoritativeness of users or social

sharing of posts with friends. Such auxiliary information is shown to be effective and

compensate the sparsity of short posts[152][148][56]. Yang et al.[152] consider a social

context summary of a given web document by leveraging both Twitter and the Web

page itself. They propose to use a Dual Wing Factor Graph (DWFG) to measure

the mutual reinforcement of both the sentences in the web page to be summarized,

and the social tweets and users related to the web document. They use a supervised

setting to build a social summary of the web page by using Conditional Random

Fields (CRF) to label sentences and tweets. They start with a given web page d,

then search all tweets {t1, ..., tn} that contain a URL for d. By defining three types of

features: local features of sentences themselves (and tweets), intra-relation between

either sentences (cosine similarity) or between tweets (re-tweet and replying), and

inter-relation between sentences and tweets, they try to learn labels for sentences and

tweets to be included in the summary. The intuition is that if a tweet is important and

included in the summary, then the web page’s sentence similar to the tweet should
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be important as well.

Similarly, Yajuan et al.[148] propose a heterogeneous graph to extract tweets as

a summary of sup-topics found on a topical tweet set. Their approach use a unified

graph of tweets, users, and words. The intuition behind their work is that important

tweets should have an important user and built of important words. The quality of

tweets is estimated using a logistic regression using a variety of features as presence

of OOV, hashtags, capitalization etc. Similarly, Huang et al.[56] propose another

heterogeneous graph for ranking tweets to summarize topics. Their approach, called

Tri-HITS, ranks tweets by connecting them with formal web documents which adds

semantic value to tweets, and connect tweets to their users. A tweet is important if it

has an important user and an important web page connected to it. Tri-HITS uses

a mutual reinforcement ranking approach to incorporate all the heterogeneity of the

social network.

Alternatively, some approaches focus on target topics and sentiment summariza-

tion. An opinion-focus topical summarizer is proposed by Meng et al.[97]. The

approach is divided as extracting a topic, its opinion and insightful tweets, and sum-

marizing them as entity summarization task. First, they extract topics from hashtags,

which is any word preceded with a # sign in Twitter. By leveraging such tags, they

first use a weakly supervised topic models, Labeled LDA[114], to assign tweets to

topics. Second, they try to identify insightful tweets by using a parsing approach.

They classify tweets to be insightful using a paraphrasing generation approach[20].

Finally, all topic, insightful tweets, opinion tweets are grouped together in a unified

summarization framework. Extensive experiments are used for topic extraction and

opinion summarization.

Another focused Twitter summarizer approach is to summarize tweets in a dialog

between users. Chang et al.[21] propose a context tree summarizer for the social

network. A context tree is defined to be a collection of reply tweets {tti0, tti1, ..., ttin}
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pointing to a root tweet ti that ignites the discussion. To alleviate the shortage of

textual content of tweets, they leverage multiple features as in temporal and pop-

ularity features in addition to users’ prestige models. They leverage a supervised

Gradient Boosted Decision Trees GBDT[40] to incorporate all features in summariz-

ing the context trees. To evaluate the approach, human editors are asked to pick the

most informative tweets in each context tree. All baselines are compared to human

generated summaries. Similar work in modeling conversations is found in[116].

Keyphrases extracted from Twitter can help build improved streaming summariza-

tion algorithms. Yang et al.[151] propose a streaming algorithm called Summarization

via Pattern Utility and Ranking SPUR to produce summaries on-the-fly. SPUR di-

vides the stream into interval batches of one hour for processing steaming tweets. Each

batch is then compressed by substituting all words with representative phrases that

capture the topics. This compression will make it possible to store the compressed

summaries in memory. Phrases are ranked by a utility function emphasizing coverage

over tweets and lower error rate. Topics are then approximately recaptured from the

summaries by using a Non-negative Matrix Factorization(NMF) implementation[122].

The algorithm is compared to state-of-the-art streaming approaches and found to be

effective in topic modeling and event detection.

With the variety of microblog summarization algorithms, the need for comparative

analysis becomes clear. Some research papers have focused on comparing different

approaches for Twitter summaries[59][120]. Different summarization algorithms, as

Random Summarizer, Most Recent Summarizer, SumBasic[132], MEAD[112], LexRank,

and TextRank, are tested for multi-document summarization by summarizing a query

phrase[59]. Two different approaches for evaluation are chosen, human and automatic.

Sharifi et al.[120] compare Hybrid tf-idf and the Phrase Reinforcement algorithm men-

tioned early. The Hybrid tf-idf computes the term frequency tf(wi) over the all wi

appearances in the collection level instead of the post level, and the inverse document
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frequency is computed over posts level. The algorithm uses term frequency over all

posts to avoid the shortage of words in microblogs. The Hybrid tf-idf approach shows

effective results in computing saliency scores in short documents. The lack of features

in short documents makes measuring saliency a difficult task, which highlight the im-

portance of approaches such as hybrid tf-idf. The difficulties of short documents is

discussed in more depth in the next chapter.
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Chapter 4: NE-Rank: A Novel Graph-based

Keyphrase Extraction on Twitter

The massive growth of the microblogging service Twitter has shed the light on the

challenging problem of summarizing a collection of large number of tweets. This chap-

ter attempts to extract topical keyphrases that would represent topics in tweets. Due

to the informality, noise, and short length of tweets, such research is nontrivial. We

tackle such challenges with extensive preprocessing approach. Followed by, introduc-

tion of new features that improve topical keyphrase extraction in Twitter. We start

by proposing a novel unsupervised graph-based keyword ranking method, called NE-

Rank, that considers word weights in addition to edge weights when calculating the

ranking. Then we introduce a new approach of leveraging hashtags when extracting

keyphrases. We have conducted a set of experiments showing the potential of both

approaches with 16% to 39% improvement for NE-Rank and 20% improvements for

hashtag-enhanced extraction. The work in this chapter has been publish in [9].

4.1 Introduction

Microblogs have been recently attracting people to express their opinion and social-

ize with others. One of the most popular microblog sites is Twitter1 [78][59][142].

People blog about anything they would want to share. Not only people use the giant

microbloging service, but also news agencies and corporations started to use it to

1www.twitter.com
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disseminate news and advertisement. The growth of Twitter users created a huge

number of generated posts every second, called tweets. These tweets can contain

text, usernames, hashtags (a Twitter convention to tag tweets with keywords), and

URL links. Even though every tweet has to be less than 140 characters, it did not

limit the popularity of using Twitter. In fact, Twitter has grown exponentially with

billions of users’ generated posts. These posts cover an immense range of topics and

interests resulting in a vast volume of text. This growth presented a great need of

studying and analyzing contents of tweets in hope of summarizing the huge collection

of posts. This need had led to raise the following research questions: How can we

summarize a collection of tweets? How to organize the summary in respect to topics?

Can we summarize tweets using keyphrase extraction? How to improve it further?

In this chapter, we address these questions by proposing an enhanced PageRank[17]

inspired graph-based algorithm for unsupervised keyphrase extraction designed specif-

ically for Twitter. We investigate the possibility of producing keyphrases capable of

summarizing tweets. Moreover, we identify topics in tweets to organize keyphrases

with respect to their topics. Keyphrases are phrases that can signify the document

they appear in. Extracting keyphrases generally can be tackled in two approaches.

First, supervised approach that uses a training model and treats the task as a classi-

fication problem[131][38][95]. In this technique, human labeled dataset is needed to

train a model to correctly identify keyphrases. This approach has shortcomings due

to the fact that it depends on the trained model and the domain it is trained on. This

drawback means that such an approach will struggle to scale to new domains [49].

In an environment such as Twitter with diverse domains and topics, it is impractical

to consider this approach. The second approach is by using an unsupervised method

where no human labeled dataset is necessary, which is suitable for a dynamic text as

in microblogs. In this chapter, we use an unsupervised approach using graph-based

models.
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Although extracting keyphrases has been tested on documents in news, scientific

papers where a formal usage of languages is generally assumed [99][57][86], extracting

keyphrases from Twitter is still in its experimental stages [157][146]. In a microblog

as in Twitter, the documents are much shorter with an informal language usage.

Attempting to extract keyphrases from tweets that embody conversational language

style is not a trivial task. Tweets are very noisy where they can include a handful

of symbols and emoticons which make it a challenge to extract keyphrases or mine

the textual content of the posts collection. Tweets are commonly written by users

without proper grammar or sentence structure. They, also, could be taken from

news headlines without forming a clear language structure which makes using natural

language processing methods a difficult task.

This chapter improves the state-of-the-art methods for extracting topical keyphrases

from Twitter [157] by providing the following contributions: First, a new graph-based

approach that uses discriminative weighting measures to enhance the ranking formula.

Second, a new approach of leveraging hashtag titles to find hidden keyphrases that

do not appear in the corpus.

The chapter is organized as follow: A discussion of the related work is in Section

4.2. The proposed approach will be explained in Section 4.3. Section 4.4 will describe

the data and experimental results. The chapter summary is in Section 4.5.

4.2 Related Work

Our research is based on graph-based unsupervised ranking algorithm TextRank [99].

TextRank was inspired by PageRank [17] by using the ranking algorithm for text.

LexRank is another lexical graph-based approach used for identifying the most im-

portant sentences for summarization purposes [37]. A variant of TextRank had been

proposed to incorporate topics when extracting keyphrases. A topic decomposition
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framework was discussed by Liu et al. [86]. In their work, they included multiple

random walks for topics instead of the traditional single random walk through the

graph. However, their algorithm only gives higher probability for each topic in a

separate graph without taking the context of topics in the formula that measures

the ranking. The work in [157] is very close to our research. They extracted topical

keyphrases from a collection of tweets. Our research is different in the following: We

are giving hashtag keywords that appear in the hashtag title as an attached string a

higher weight after splitting them into separate tokens; and we are using TextRank

algorithm with an enhanced formula that combines additional discriminative weight-

ing measures for the nodes and edges of the graph. Another unsupervised keyword

extraction is shown in [146]. In their work they extracted keywords from tweets to

tag users with their interest . They compared TextRank with tf -idf(Term Frequency

- Inverse Document Frequency) to rank keywords for each user. Our work is different

than [146] in that we extract keyphrases while they only extract keywords. Moreover,

we extract topical keyphrases to summarize topics within a collection of tweets in-

stead of extracting keywords for tagging user with their keywords. Wan and Xiao[136]

used the neighboring documents to extend TextRank graph that showed to improve

the results when extracting keyphrases from a single document.

A different line of research in keyphrase extraction is the supervised approach.

Hulth[57] used a machine learning approach to extract keywords by using linguistic

features to train her model. KEA [38] is another supervised system that uses Näıve

Bayes classifier that considers tf -idf and the position of the word in the document

to be significant features in classifying a phrase as a correct keyphrase. An improved

KEA++ [95], extends the previous algorithm by using semantic information through

a controlled vocabulary, for example, Wikipedia.
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4.3 Proposed Approach

In this section, the overview of the research approach will be discussed. We find latent

topics in text and cluster tweets based on topics found. Then, the graph-based rank-

ing algorithms and an approach for leveraging hashtags will be illustrated. Finally,

generating a keyphrase candidate list and ranking keyphrases will be explained.

4.3.1 System Overview

Twitter has a great volume of tweets encompassing so many topics. First step in our

work is to identify topics in the dataset to extract topical keyphrases. Furthermore,

we followed a well-known approach for keyphrase extraction which is to rank key-

words, generate candidate keyphrases, and rank keyphrases as a post-processing step

[157][99][86]. We also extracted hashtags for further processing and weighting which

we are investigating if it might affect the ranking. The next sections will discuss top-

ics extraction, keyword ranking algorithms, hashtags extraction, keyphrase candidate

generation, and finally keyphrase ranking.

4.3.2 Identifying Topics with LDA

Given a collection of tweets Ti = {τ1, τ2, ..., τn} , we assume that the collection Ti

would include K multiple topics. To be able to extract topical keyphrases, we need

to identify topics in the collection Ti then extract keyphrases for each topic K. We

used a statistical topic model to recognize the topics distribution over the tweets.

The model is a well-known unsupervised technique used to detect latent topical in-

formation called Latent Dirichlet Allocation (LDA) [14]. The model assumes a

bag of words approach. Moreover, every document is treated as a vector of words

frequencies. Therefore, the model assumes that every document is modeled as a prob-

ability distribution over number of topics, and every topic is modeled as a probability
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distribution over words. LDA uses a generative process for every document:

1- Choose a topic from the topic distribution of the current document.

2- From the words distribution of the topic, sample a word from the chosen topic.

3- Repeat the process for every word within the document.

LDA models a generative method of documents as stochastic process where words

are chosen by sampling some discrete probability distributions. Formally, every doc-

ument is represented with a multinomial distribution over topics as θ. Also, every

topic is represented as a multinomial distribution over words as φ. Both θ and φ have

Dirichlet prior hyperparameters α and β respectively. For every word in a document,

there is topic z sampled from the multinomial distribution θ. Consequently, a word w

is sampled from the multinomial distribution φ. To form a document, this generative

process is repeated for every word in the document.

Topic models are known to have difficulties when used with short text documents

[64][54][157]. To avoid the problem of short length in text, we followed an approach

similar to the work done by Hu et al.[54] for expanding tweets. Each tweet is expanded

by querying a search engine using the tweet text as a query. Then, the top 5 search

results snippets are retrieved, and the top 10 tf -idf terms are extracted from these

snippets. These top 10 terms are inserted to the tweet before using the topic model

LDA. Note that such expansion approach is only used for extracting topics. For

extracting keyphrases, only normal tweets are used.

LDA assumes a K number of topics to be fixed. We empirically experimented with

{10, 20, 30, 50, 100} with best topics achieved with K=30. Moreover, since tweets are

of short length, we assumed that every tweet is about a single topic. Therefore, we

used the highest topic distribution probability of the tweet to be the topic assigned to

it. Then, we aggregate all tweets of the same topic to be a separate subdataset. The
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tweets collection Ti is the union of all topical subdatsets Ti = {τk1, τk2, ..., τkn} where

τk is a subdataset that belongs to topic k. Therefore, we run every τk independently

to extract topical keyphrases, and call them topical dataset.

4.3.3 NE-Rank Graph-based Keyword Ranking

Graph-based ranking algorithms are inspired by Google’s PageRank[17]. In PageR-

ank, the goal is to rank webpages by measuring the importance of a webpage according

to the entire web (graph) influence. Formally, let G = (V,E) be a graph with directed

edges E and a set of vertices V . Let Vj be a set of vertices that direct to Vi, and

O(Vj) is the outdegree of the node Vj. PageRank calculates the rank of Vi as follows:

R(Vi) = (1− d) + d ·
∑

j:Vj→Vi

1

|O(Vj)|
R(Vj) (4.1)

d is the damping factor which is the probability of jumping from a node to the next

node. The value of the damping factor is usually set to 0.85[17][99] which is what

we used in our experiments. (1 − d) is the probability of teleporting to a new node.

The formula assumes unweighted edges for the graph. PageRank can be used with

undirected graphs, as well, where the in-degree of the vertex is equal to the out-degree

of the vertex, which is what we used in our implementation. First, the nodes are set

to a uniform default value. Second, the ranking algorithm runs on the graph until

convergence. The convergence is the difference value between a current iteration and

a previous iteration being less than a specific threshold. In our implementation we

set the threshold to 0.0001.

To apply graph-based ranking algorithms on text, we build a graph for text. Every

vertex represents a distinct word (we only focused on nouns and adjectives), and the

edge represents the co-occurrence value between any two words within a specific

window size. In our experiment we used a window of size 2. The output of such
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algorithms is a list of ranked keywords that represent the document.

A weighted undirected graph has been proposed by Mihalcea and Tarau[99] that

takes into account the number of co-occurrences between two words as the weight of

the edge. In this chapter, we will refer to such approach as TextRank which calculates

the ranks as the following:

R(Vi) = (1− d) + d ·
∑

Vj∈adj(Vi)

wji∑
Vk∈adj(Vj)

wjk
R(Vj) (4.2)

where wji is the weight of the edge from the previous vertex Vj to the current

vertex Vi, and
∑

Vk∈adj(Vj)wjk is the summation of all edge weights in the previous

node Vj. adj(Vi) is the set of all adjacent vetrices to Vi. Including edge weights

give the ranking algorithm the ability to recognize the strength of the co-occurrence

relation.

Both PageRank and TextRank do not consider node weights to calculate the

ranking. Therefore, we introduce a novel ranking formula that takes into account both

edge and node weights. PageRank was originally used for the Web to measure websites’

importance using only the link structure of the graph. However, when used in text

to represent a lexical graph, it is possible to include a weight for the words that will

measure the ranking more accurately instead of only relaying on the co-occurrence.

Unlike TextRank where the algorithm only focuses on the relationship between words,

we develop our approach to also consider words’ discriminative weights. We integrate

the nodes’ weights into the formula where they affect the probability of jumping from

a node to the next when traversing the graph edges. Instead of having a ”random

surfer model” with equal probability of jumping to the next node, we give nodes with

higher weights a priority. This will result in a more natural ranking of text instead

of only focusing on the co-occurrence relationship since it considers the weight of

words too. For example, if two unimportant words, in respect to the current topic,
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are co-occurring frequently, then traditional approaches will rank these words higher

in the list regardless of their unimportance to the topic. Moreover, if an important

word happens to not occur with a specific set of words frequently, then the important

word will not be recognized in the ranking. Using the weight of nodes with TextRank

will result on a node-edge weighting approach as in this new formula that we call

NE-Rank (Node and Edge Rank):

R(Vi) = (1− d) ·W (Vi) + d ·W (Vi) ·
∑

Vj∈adj(Vi)

wji∑
Vk∈adj(Vj)

wjk
R(Vj) (4.3)

where W (Vi) is the weight of the current node. To add discriminative weighting to

words, we have used normalized tf -idf to be the weight of the node which produced

interesting results. For measuring weights with tf -idf , we define the discriminative

measure as in [59]:

W (Vi)tf−idf = tf(Vi) · log2
N

df(Vi)
(4.4)

Due to the short size of tweets, Hybrid tf -idf will measure tf(Vi) as the term

frequency on the whole collection of topical tweets. N is the number of documents

(tweets) in the topical set, and df(Vi) is the number of documents that contain the

term Vi. These node weights will therefore focus on topical terms.

Convergence of NE-Rank is observed experimentally, where the difference between

two successive iterations is set to less than 0.0001. Since NE-Rank does not alter the

graph’s edge structure, it will not affect the connectivity and aperiodicity proprieties

of the graph. These propitiates are the theoretical conditions for convergence[24].

All of the ranking algorithms run on every topical dataset separately to produce

the ranking of keywords within a specific topic. Finally, for generating candidate
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keyphrases, we select the top T keywords then look for adjacent top keywords to

form a candidate keyphrase list for a specific topic.

4.3.4 Leveraging hashtags

Hashtags are a user-convention adopted by Twitter to aid in indexing, archiving,

tagging tweets that contain them. A user can prefix any word with a pound sign

”#” to make it a hashtag to mark a keyword. It can also precede a phrase which

will appear as detached string of words, for instance ”#GlobalWarming” or ”#Oc-

cupyWallStreet”. The usage of hashtags in tweets is shown to be wide and common

[140] [150]. Hashtags are considered as a metadata addition to tweets that can add

some semantical information. The emergence of hashtags and why people use them

is still a research matter and our understanding is still limited. One study explores if

hashtags can have a dual role of tagging keywords and identifying virtual community

[150]. Another study is measuring sentiment in hashtags [140]. The usage of hashtags

as keywords annotation makes them of a very interest to our work. Such annotation

can be very helpful in a task such as keyphrase extraction. Most work in keyphrase

extraction simply ignores hashtags which is a valuable annotation from users. There-

fore, in this chapter, we propose a novel approach of leveraging hashtag titles in the

process of extracting keyphrases.

Consider the following example of an imaginable tweet:

”I just helped by donating money #VoteObama.” Clearly, important keywords are

”Vote” and ”Obama” that need to be utilized instead of being ignored. We have

utilized the keywords that appear in a hashtag as the following: First, we extract

all the hashtags from every topical dataset. Second, every hashtag title is split into

keywords if it encompasses more than one word, and then we boost the weight of

these keywords to show their importance. Formally, let Hi = {h1, h2, ..., hn} be a set

of hashtags in the topical dataset. For every hi that appear to encompasses more
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than one word in its title, for example ”#BarackObama”, they will be split into two

keywords as in ”Barack” and ”Obama”. We develop a tool which segments hashtag

string to tokens using an English dictionary with frequencies. Such an approach

produces minor number of wrong results that were corrected manually. Moreover,

these keywords signify important tags to the topic they belong to. We, then, boost

the ranking of such keywords to use them in extracting important keyphrases.

To boost the weights of hashtags that are important to the topic, we designed

a boosting strategy using the graph features. In the lexical graph, all nodes with

hashtags are identified. Then, we record the number of the adjacent edges to the

hashtag node that signify the importance of a hashtag. Hashtags were boosted based

on the percentage of the adjacent value. For example, if a hashtag node has 10 edges,

then the hashtag will be boosted 10%. We focused on boosting only hashtags that

are relevant to the topic. To determine the relevancy of a hashtag, we measured the

top-10 tf -idf words in the topical tweets. Then, we only consider the hashtag to be

relevant if it overlaps with one of the top 10 words. In Section 4.4, we will show how

such approach of boosting hashtags is very rewarding. Moreover, the relevancy of

hashtags can be measured using a topical ratio that helps in focusing on only topical

relevant hashtags. By using this ratio with the percentage of the adjacent edges for

the hashtag node, we can only boost relevant hashtags as follows:

boosting(hi,k) =
|hi|
|H |
· p(edges) (4.5)

hashtagrank(hi,k) = NE-Rank(hi,k) + boosting(hi,k) (4.6)

where |hi| is the number of the hashtag appearances in the topical dataset, and |H |

is the number of the hashtags appearances in the general corpus. hi,k is the keyword

k extracted from hashtag hi. p(edges) is the percentage of the adjacent edges for the

hashtag node.
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4.3.5 Candidate Keyphrase Generation

After ranking keywords, we generate a candidate keyphrase list of all possible keyphrases

for each topic. In this section, we describe how we generated such a list. First, all the

ranked keywords were ordered in a descending order. The top T keywords were used

to generate keyphrases. Second, the positions of the top keywords were searched in the

corpus to locate where top keywords occurred. Third, we checked the words appear-

ing right after the position of the top keyword. If a word in the next position happens

to be a top keyword as well, we designate the phrase of both keywords as a candidate

keyphrase. Keyphrases are generally known to be noun phrases when annotated by

humans [57][86][136]. Therefore, we try to focus on noun phrases. Even though noun

phrases can be longer than two words, we focus on extracting short phrases without

using linguistic knowledge as in noun phrase boundary detection methods. A large list

was produced of candidate keyphrases containing from 721 to 1302 phrase for every

topic. In the next section, we illustrate strategies for ranking phrases and identifying

the top keyphrases that represent each topical tweet collection.

4.3.6 Keyphrase Ranking

We explain different approaches for filtering and ranking candidate keyphrases list.

To get the top keyphrases that represent the topical dataset they belong to, we need

to rank them and filter out any unwanted phrases. Since the generation process of

keyphrases was done automatically, some phrases will be incomprehensible and won’t

fit together to be a phrase. For example, if an important keyword happens to occur

right before the end of a sentence boundary, the next word will appear in the next

sentence which means that they cannot be considered as a keyphrase. Therefore,

we filtered out any keyphrases that cross syntactical boundary. Moreover, to ensure

the two words are a good fit for a keyphrase, keyphrases occurring less than 5 times

were filtered out to improve phraseness. Any duplicate keyphrases were removed. In
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section 4.4, we will describe the preprocessing step in details, for example: stopwords

removal. In order to recognize the top keyphrases, a ranking mechanism is needed.

Let ki = {R1,R2} be a keyphrase and Ri is the keywords that constitute the

keyphrase. Most keyphrase extraction research simply applies the summation of

keywords score to rank the keyphrase as follows:

R(k) =
∑
R∈k

R(Vi) (4.7)

where R(Vi) is the rank of the keywords [99][136][86]. However, this approach will be

strongly biased toward strong keywords but not necessarily strong keyphrase. For in-

stance, if only a single keyword is very strong and the other keyword is at the bottom

of the list, it would still incorrectly rank keyphrase higher than a better keyphrase

that does not contain a dominantly strong keyword. To measure the strength of the

keyphrase another approaches that take the product of both keywords into account

will add some balance to the ranking of keyphrases, as in the following:

R(k) =
∑
R∈k

logR(Vi) (4.8)

After experimenting with both approaches, we found the latter to produce better

results. The final length of keyphrase for each topic ranged from 51 to 93 keyphrases.

With some minor numbers of irrelevant keyphrases, the proposed approach was able

to produce good topical keyphrases that seemed relevant to the topic they belong

to. Hashtags boosted keywords appeared in the top list of keyphrases frequently.

In particularly, hashtags with a composite title that has been split into separate

keywords were very strong keyphrases that appeared in top 10 in multiple topics. We

suspect that some topics have a heavy usage of hashtags compared to others that

either do not have as many or they are not relevant to the topic and do not have
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a strong score. Finally, extracting keyphrases appearing as hashtags have improved

extracting keyphrases that represent the topic.

4.4 Experiment

Measuring the effectiveness of our approach for extracting keyphrases from a mi-

croblog medium has its own difficulties and challenges. NLP of-the-shelf packages

for text processing such as Part of Speech POS taggers cannot be directly applied to

tweets without extensive preprocessing approach. Therefore, in our experiment we

tried to pay more attention to the preprocessing step.

In this section, a description of the experiment will be provided. First, the dataset

will be explained, and the preprocessing steps will be discussed. Second, the evalua-

tion metrics will be illustrated. Third, the experimental results will be discussed.

4.4.1 Dataset and Preprocessing

To perform an experiment on ranking keywords and extracting keyphrases, we gath-

ered tweets for a period of three months. From December 2011, January, and February

2012, we gathered 31,227 tweets consisting of 244,139 tokens. The collection has more

than 4,079 hashtags with a total frequency of 40,674 appearances. We gathered the

tweets by using the Search API of Twitter. Specifically, we used the hashtag ”#news”

which covered a diverse set of tweets1.

Twitter is a microblog where people generally write in a conversational style.

Tweets are known to be very noisy for any text mining task. They contain a number

of symbols and smileys that make using standard preprocessing steps to be ineffective.

Tweets usually contain misspelled or abbreviated words. They also often lack a

proper use of capitalization or punctuation. All these facts make it very challenging

to perform a keyphrase extraction experiment. In our experiment, first we filter out

1The hashtag ”#news” was deleted from all tweets prior to extracting keyphrases
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all non-Latin tweets by using regular expression. Then, we filtered out any non-

English tweets by counting the words of English that match an English dictionary

within every tweet to be more than the average length. Any URL links appearing in

tweets were removed since we are only focusing on the textual body of the message.

Even though emoticons and smileys can be helpful in other areas of research, as in

sentiment analysis, they might affect the POS tagger accuracy, and therefore they

were removed.Additionally, Twitter usernames starting with ”@” symbol and the re-

tweet string ”RT” were removed. Moreover, tweets contain a number of Internet

slangs that are mostly Out of Vocabulary(OOV). Therefore, we tried to transform

these slangs and abbreviation into standard English2. In more details, we used an

extensive dictionary for Internet slangs and abbreviation consisting of 5340 words and

phrases to transform the tweets collection into normal English by using a lookup table,

for instance, abbreviations as in ”b/c” for ”because” or ”b/w” for ”between” were

correctly substituted with their formal words. Additionally, some abbreviation affects

the grammatical structure and would reduce the POS tagger accuracy, for example

”I’m” instead of ”I am” or ”wl” for ”will”. Moreover, orthographical changes as in

”2night” for ”tonight” were corrected using the dictionary.

After an effort of transforming the tweets into standard English, we used a POS

tagger to only focus on nouns and adjectives. POS has known approach: each word

would be assigned with its common tag, and any OOV words will be assigned with

the mostly used tag [117]. Since tweets contain a large number of OOV its accuracy

will not be perfect. Also, the misuse or lack of use of punctuation and capitalization

will affect the POS tagger. However, we decided to use it since we are not focusing on

accurately tagging every word but only to limit the selection to nouns or adjectives.

Subsequently, we removed all common stopwords since they do not constitute a

keyphrase. Moreover, we stemmed all words using Porter stemmer3, and saved the

2http://www.noslang.com/dictionary/full/
3http://tartarus.org/ martin/PorterStemmer/
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position of stemmed words so they can be mapped back to their original form when

the results are presented.

For extracting topics with LDA, we used Gibbs sampling with 500 iterations. We

chose to extract 30 topics after experimenting with number of options. Moreover,

since we assign every tweet with its highest topic, we aggregate all tweets for each

topic in a separate dataset that is then passed to the graph-based ranking algorithms.

For evaluation, we picked the best five topics to evaluate their results. These five top-

ics, showed the most coherent topical word distribution(top 10 words from LDA).

Clear topics are important for keyphrase extraction experiment since they help in

distinguishing between correct and false keyphrases. In the next sections, we will dis-

cuss the evaluation of the test dataset that we used for evaluating keywords weighting

and keyphrase extraction techniques.

4.4.2 Evaluation Metrics

The common approach to evaluate keyphrase extraction is to compare it against a

golden standard dataset by using a standard evaluation metrics as in precision and

recall. Although a golden human annotated dataset does exist in forms of news or

research papers with annotation, such dataset does not exist for Twitter. The lack of

such human annotated dataset made the evaluation of such research a nontrivial task.

As an alternative, we designed our evaluation by comparing against results obtained

from a search engine.

To compensate the lack of golden labels to compare against, we have empirically

designed an evaluation approach that utilized a search engine. The basic idea is to

search the Web for each topic and generate labels that will be used as golden labels.

For each topic, we retrieved the top 5 topical terms from LDA and send those words as

query to Google. Top 10 snippets returned from the search engine were used. We only

used the titles and description of each snippet. Then, after tokenization, we measured
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the term frequency among all documents retrieved from Google to generate a golden

list. Given that the goal of extracting keyphrases from Twitter is to summarize the

collection, our focus must be on the quality of the top ranked keyphrases. Therefore,

we focus on the top precision with top 10, 25, and 50. Precision is measured as the

following:

Precision =
Kcorrect

Kextracted

(4.9)

where Kcorrect is the number of correctly extracted keywords, and Kextracted is the

total number of extracted keywords.

Due to our empirical approach in generating the golden set from a search engine,

measuring recall is not applicable since we cannot assume all keyphrases from the

search results are strictly important. Therefore, it is impossible to accurately esti-

mate recall due to the lack of a standard benchmark for keyphrases from tweets. Even

though precision measures how precise the extracted result is, it does not differen-

tiate in the ranking of the extracted top result. Therefore, we used another metric

that measure the ranking within the top extracted keywords. The metric is Binary

Preference Measure [19]. Bpref is a great choice to measure the performance of the

system with the order of the top extracted keywords taken into account. Bpref is

measured as the following:

Bpref =
1

R

∑
r∈R

1− |n ranked higher than r|
R

(4.10)

where R is the number of correct keywords within extracted keywords in a method,

and where r is a correct keyword and n is an incorrect keyword.
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Table 4.1: Top 10 Keywords Precision and Bpref
Precision Bpref

PageRank 0.54 0.750
TextRank 0.68 0.754
NE-Rank 0.76 0.857

4.4.3 Experimental Results

We will discuss the experimental results. First, we evaluate keywords ranking with

graph-based methods. Second, we evaluate the extracted keyphrases and whether

using hashtags have yielded any advantages or not.

To evaluate the performance of ranking keywords, we conducted a performance

measurement using precision and Bpref. Now, we discuss the evaluation of all dif-

ferent ranking algorithms. We compared all three algorithms which are: PageRank

(unweighted edges), TextRank (weighted edges only), and NE-Rank (weighted edges

and nodes). Results are shown in Tables 4.1, 4.2, and 4.3 by measuring the precision

and Bpref for top 10, 25, and 50 respectfully. When comparing TextRank to PageR-

ank, we can see that incorporating edge weights for the strength of co-occurrence have

yielded an average of 18% improvement for all percentages of top 10, 25, and 50 in

precision. In NE-Rank we included both edges and nodes. From Tables 4.1, 4.2, and

4.3, we can see that NE-Rank clearly outperformed both PageRank and TextRank.

The improvement over TextRank is around 16% in precision for all percentages and

an average of 39% over PageRank. Using weights for words to enhance the ranking

have showed better ranking and improved the graph-based ranking algorithm. The

idea behind NE-Rank and why it improves the ranking is that relying only on the

co-occurrence relationship is not enough. After our experiment, we showed that using

the weight of words for nodes can improve the ranking when using graph-based meth-

ods. As shown in Figure 4.1, the precision of the extracted top keywords is better

than all others. Moreover, the order of the top keywords was shown to be better by
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Table 4.2: Top 25 Keywords Precision and Bpref
Precision Bpref

PageRank 0.36 0.623
TextRank 0.43 0.663
NE-Rank 0.51 0.686

Table 4.3: Top 50 Keywords Precision and Bpref
Precision Bpref

PageRank 0.25 0.547
TextRank 0.28 0.560
NE-Rank 0.34 0.566

using the Bpref measure.

To evaluate keyphrases, since we found that NE-Rank performed best among oth-

ers, we decided to choose it as the ranking algorithm for keyphrase extraction. After

ranking keywords and generating keyphrases, we ranked all keyphrases one time with

boosting hashtags and another without boosting them. Moreover, we investigated the

possibility of increasing the performance through boosting hashtag title words. We

can see in Table 4.5 that incorporating hashtags do improve results with precision by

20%. Also it adds higher quality and more relevant keyphrases to the final top results.

The reason why hashtags are important is the fact that people use them on Twitter

to signify topicality of the tweet they appear at. Leveraging hashtag titles to extract

keyphrases have improved the quality of the extracted keyphrases. Moreover, those

keyphrases that are extracted of hashtag titles are very readable and understandable

which is another great advantage of the approach.

Even though a great improvement has been shown when hashtag title words are

boosted especially with precision, it did not provide better results when using Bpref

metric. The reason behind this is that a number of irrelevant hashtags were boosted

regardless of our efforts in equation 4.5. For instance, the hashtag ”#cameronlegacy”

appearing in topic 10 which is about the Libyan revolution did not seem to be relevant

1## represent a word split from a hashtag title
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Figure 4.1: Comparison of Top 10, 25, and 50 for All Algorithms Using Precision

Table 4.4: Top 10 Keyphrases of Five Topics 2

Topic 8 Topic 10 Topic 17 Topic 25 Topic30

##sandusky ##hearing 4 saif #gaddafi super bowl #annahar lebanon ##occupy ##seattle
waives hearing ##col ##gaddafi win super #annahar #beirut ##seattle protestors
jerry sandusky higgs boson giants win #lebanon #annahar occupy protest

#sandusky waiving #libya #col bowl xlvi annahar #syria seattle #d12
sandusky waives ##zintan ##brigade england #patriots beirut lebanon ##media #politics

##psu ##charges ##cameron ##legacy bowl tweets lebanon syria ##social ##media
preliminary hearing ##gaddafi #ntc ny giants syria security flash bang

charges #cnn #ntc zintan entreating super ##saad ##hariri #d12 #ows
accusing sandusky god particle madonna halftime ##human ##rights occupy wall

hearing today fifth day bowl halftime #annahar economic amazing content

for the evaluators; therefore, when it was boosted, it affected the order of the top 10.

A qualitative evaluation of Table 4.4 shows that keyphrases seem to be relevant

to topics, informative, and clear. Extracted keyphrases could be used to summarize

and represent tweets on the topics found. It could be useful for tracking topics and

detecting events in a large corpus of tweets. Moreover, it could be used to identify

topical terminologies that tend to occur with a specific topic more than others.

Different parameters settings can be very important in such research. Therefore,

we have experimented with different parameters. The damping factor in the NE-Rank

was tested with different values. We experimented with 0.10, 0.25, 0.50, and 0.85 with

4”##sandusky ##hearing” is split from ”#sanduskyhearing”
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Table 4.5: Top 10 Keyphrases Evaluation
Precision Bpref

NE-Rank 0.40 0.672
NE-Rank + Hashtags Boosting 0.48 0.654

best results obtained with the latter. Moreover, the window size for identifying co-

occurrence between words was tested with different values. Specifically, we checked

the window size of 2, 5, and 10 with best results achieved when the window size is

set to 2. The reason behind the window size of 2 having best results is the fact that

tweets are very short documents.

In our future research, we plan to explore the following routes: To explore more

advanced approaches for topic extraction as in Labeled LDA (L-LDA)[114] that uses

more information to improve LDA. Moreover, we also plan to explore more approaches

to improve the NE-Rank.

4.5 Chapter Summary

Summarizing the huge tweet collection and extracting topical keyphrases that would

represent topics in Twitter is a challenging endeavor due to the massive amount, in-

formality, noise, and short length of tweets. In this chapter, we have used an extensive

preprocessing approach to investigate such issues then introduced new features that

might improve topical keyphrase extraction in Twitter. Consequently, we proposed a

novel unsupervised graph-based keyword ranking method that considers words weight

in addition to edges when calculating the ranking. Afterwards, we introduced a new

approach of extracting keyphrases by leveraging hashtags. The potential and va-

lidity of both approaches have been demonstrated by conducting an experimental

evaluation which produced an improvement when applying NE-Rank and hashtags

enhanced extraction.

In the next chapter, we introduce new approach that improves the graph-based
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ranking algorithm further by expanding the graph using social tags. Such expansion

shows significant improvement over NE-Rank for the task of keyphrase extraction.
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Chapter 5: Enhancing Graph-based Keyphrase

Extraction by Lexical Graph Expansion

In the previous chapter, we proposed a graph-based approach for keyphrase extraction

on Twitter, which showed promising results. This chapter investigates the possibility

of leveraging hashtags in tweets to enhance the graph-based keyphrase extraction even

further. By using an auxiliary set of tweets found in hashtags, we show that we can

improve extracting keyphrases from tweets by augmenting the graph with a wider

knowledge context. Specifically, we propose two different approaches for choosing

the best hashtags links to use for enhancing graph-based keyphrase extraction by

either using a frequency approach or a hybrid approach that uses multiple methods

for cleverly choosing the best hashtags. Experiments on the proposed approaches

showed an improvement in the range of 9% to 37% over the case of ignoring the

hashtag links. The work in this chapter has been publish in [8].

5.1 Introduction

Twitter1 is a microblogging service that has been captivating users around the globe.

Twitter users, also called Twitterers, can publish short text messages called tweets.

Recently in 2011, Twitter attracted over 200 million users whom publish more than

a billion posts every week[78]. The microblogging service has been lately attracting

people to express their opinions and socialize with others [78][59][142]. People blog

1www.twitter.com
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about anything they would want to share. Not only people use the giant microblog

service, but also news agencies and corporations started to use it to disseminate news

and advertisement. The growth of Twitter social network has led to a huge number

of generated tweets every second. These tweets consists of, but not limited to, text,

usernames, hashtags (a Twitter convention to tag tweets with keywords), and URL

links. Even though every tweet has to be less than 140 characters, it did not limit the

popularity of using Twitter. In fact, Twitter has grown exponentially with billions of

users’ generated posts. These posts cover an immense range of topics and interests

resulting in a vast volume of text. This growth presented a great need of studying and

analyzing contents of tweets in hope of summarizing the huge collection of posts. Due

to the overwhelming number of tweets over time, summarizing tweets by extracting

keyphrases is an important task.

Keyphrases are phrases that can signify the document which they appear in.

Extracting keyphrases generally can be tackled in two approaches. First, a supervised

approach that uses a training model and treats the task as a classification problem

[131][38][95]. In this technique, human labeled dataset is needed to train a model

to correctly identify keyphrases. This approach has shortcomings due to the fact

that it depends on the trained model and the domain. This drawback means that

such an approach will struggle to scale to new domains [49]. In an environment like

Twitter with diverse domains and topics, it is impractical to consider this approach.

The second approach is unsupervised extraction where no human labeled dataset is

necessary which is suitable for a dynamic text as in microblogs. In this chapter, we

use an unsupervised approach using graph-based ranking models. In Twitter, tweets

include an enormous number of meaningless conversations and noisy chatter which

shed the light on the importance of keyphrase extraction in Twitter. Extracting

keyphrases from a large collection of tweets can produce a meaningful and valid

summary.
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Extracting keyphrases in Twitter is a challenging area of research. Generally,

text is sparse with high dimensional data representation which is very challenging

to counter. Such characteristics make extracting any information an arduous task.

Although extracting keyphrases has been tested on documents in news and scientific

papers where a formal usage of languages is generally assumed [99][57][86], extracting

keyphrases from Twitter is still in its pre-mature experimental stages [157][146]. In a

microblog as in Twitter, the documents are much shorter with an informal language

usage. Extracting keyphrases from tweets that embody conversational language style

is a non-trivial task. Tweets are very noisy where they include a handful of symbols

and emoticons which make it a challenge to extract keyphrases or mine the textual

content of the posts collection. Tweets are commonly written by users without proper

grammar or sentence structure forming a colloquial syntax. They, also, could be taken

from news headlines without forming a clear language structure which makes utilizing

natural language processing methods a difficult task. In this research, we extract

topics from tweets to cluster the tweets based on topicality. Subsequently, for each

topic (cluster), we build a graph that the ranking model will use to determine the

weights of words. In such approach, the graph will only cover the tweets in the cluster.

However, tweets are full of abundant information as in hashtag links that could link to

similar tweets. Therefore, this richness of links has led to raise the following research

questions: Can we leverage the great amount of links to our advantage in extracting

keyphrases? What is the selection criteria for the available links is going to be?

In this chapter, we investigate the possibility of augmenting the cluster graph

to extract keyphrases in Twitter. Although expanding the graph for extracting

keyphrases and summarization has proven to be effective in regular documents [136][138],

investigating it in Twitter, to the best of our knowledge, has never been tackled.

Therefore, we propose a novel approach to leverage hashtag links in Twitter to en-

hance the topical keyphrase extraction task. We introduce some selection criteria to
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appropriately choose between the large numbers of links.

The major contributions of this chapter are: 1) Enhancing the graph-based keyphrase

extraction methods when used in Twitter. 2) Providing different approaches to clev-

erly choose the best representative hashtags in tweets to be used in augmenting the

graph. The chapter is organized as follow: A discussion of the related work is in

Section 5.2. Section 5.3 will introduce the problem and its definition. The proposed

approach will be explained in Section 5.4 and Section 5.5. Section 5.6 will describe the

data and experimental results. The chapter summary and future work is in Section

5.7.

5.2 Related Work

Our research is based on the graph-based unsupervised ranking algorithm TextRank

[99]. TextRank was inspired by PageRank [17] to use the ranking algorithm in text.

A variant of TextRank had been proposed to incorporate topics when extracting

keyphrases. LexRank is another lexical graph-based approach used for identifying the

most important sentences for summarization purposes [37]. A topic decomposition

framework was discussed by Liu et al. [86] In their work, they included multiple

random walks for topics instead of the traditional single random walk through the

graph. However, their algorithm only gives higher probability for each topic in a

separate graph without taking the context of topics in the formula that measures

the ranking. The work in [157] is very close to our research. They extracted topical

keyphrases from a collection of tweets. Our research is different in the following: We

are expanding the graph by using available links in tweets as in hashtags links; and we

are using an enhanced TextRank formula that combines additional weight measures

for the nodes and edges of the graph. Another unsupervised keyword extraction

is shown in [146]. In their work they extracted keywords from tweets to tag users
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with their interest. They compared TextRank with tf-idf(term frequency - inverse

document frequency) in ranking keywords for each user. Our work is different than

[146] in that we extract keyphrase while they only extract keywords. Moreover, we

extract topical keyphrase to summarize topics within a collection of tweets instead of

extracting keywords for tagging user with their keywords.

A different line of research that is relevant to keyphrase extraction is the supervised

approach. Hulth used a machine learning approach to extract keywords by using

linguistic features to train her model [57]. KEA [38] is another supervised system

that uses Näıve Bayes classifier that considers tf-idf and the position of the word in

the document to be significant features in classifying a word as a correct keyword. An

improved KEA++ [95], extends the previous algorithm by using semantic information

through a controlled vocabulary, for example, Wikipedia.

In the area of expanding the knowledge context, Wan and Xiao used the neigh-

boring documents to extend the TextRank graph that showed to improve the results

when extracting keyphrases from a single document [136]. They experimented on

news documents, and measured the neighborhood documents by cosine similarity.

Wan and Yang developed a very similar approach where they applied it in summa-

rization [138]. Our research is different than previously discussed in that 1) we are

focusing on the social network Twitter. 2) We are developing new approaches for

selecting hashtags to expand the topical graph.

Another area where external knowledge has proven to be effective is Web summa-

rization research. Hyperlinks in the Web have been useful for adding more knowledge

for summarizing a specific website. Researchers have leveraged the structure of the

Web to take advantage of external sources for information. Amitay and Paris summa-

rized a website by using the incoming links from a search engine [5]. They searched

for the target URL then from each search snippet they choose the best representative

sentences as a summary. The work in [28] has improved the previous one by introduc-
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ing new algorithms that take into account coverage and topicality of the target Web

documents. Delort used features as word overlap to select sentences that cover all

other context links. In the area of keyphrase extraction, Kelleher and Luz proposed

to leverage the hyperlinks in the Web to extract a website’s keyphrases [65]. They

included a feature that measures the ratio of occurrences of keyphrases between a

target Web documents and the linking websites and integrated the feature into KEA.

Another area that leverages driving knowledge context is in blog summarization. Hu

et al. summarized blogs using tf-idf computed over comments that generated discus-

sion to highlight the important words in the blog [52]. In social networks, the work

by Yang et al. aims to summarize websites using their social context in Twitter [152].

They introduced a dual ring model to leverage both Web documents and Twitter by

using links to the Web document from tweets. Moreover, the work by Park et al.

proposed an approach to summarize a website using its social bookmarks [107].

5.3 Problem Definition

Given a collection of tweets Ti = {τ1, τ2, ..., τn}, there is an abundant number of

hashtags in the collection that link to other external tweets. Formally, let Hi =

{h1, h2, ..., hn} be a set of hashtags in the topical dataset Ti. Each hi contains an

external number of tweets (in addition to tweets in Ti) that do not appear in Ti . We

will call this auxiliary hashtag tweets.

Definition 1 (Topical Tweets). Topical tweets are all tweets that belong to a

specific topic. Such a sub dataset is called τk. We will refer to it as target set that

we will extract keyphrases from.

Definition 2 (Auxiliary Hashtag Tweets). Auxiliary Hashtag Tweets are

external tweets that are fetched from Twitter after being selected from Hi set found

in topical tweets τk.
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Figure 5.1: Overview of the Expansion Approach
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In this chapter, we investigate approaches to add the auxiliary hashtag tweets to

topical tweets by expanding the lexical graph for keyphrase extraction. Moreover, we

propose two approaches to choose the appropriate hashtags that will cover the topic.

5.4 Discovering Latent Topics

To extract topics from a collection of tweets Ti = {τ1, τ2, ..., τn} , we assume that

the collection Ti would include K multiple topics. To be able to extract topical

keyphrases, we need to identify topics in the collection Ti then extract keyphrases

for each topic K. We used a topic model to recognize the topics distribution over

the tweets. The model is a well-known unsupervised technique used to detect latent

topical information called Latent Dirichlet Allocation (LDA) [14]. The model

assumes a bag of words approach. Moreover, every document is treated as a vector

of words frequencies. Therefore, the model assumes that every document is modeled

as a probability distribution over number of topics, and every topic is modeled as a

probability distribution over words.

LDA models a generative method of documents as stochastic process where words

are chosen by sampling some discrete probability distributions. Formally, every doc-

ument is represented with a multinomial distribution over topics as θ. Also, every

topic is represented as a multinomial distribution over words as φ. Both θ and φ have

Dirichlet prior parameters α and β respectively. For every word in a document, there

is topic z sampled from the multinomial distribution θ. Consequently, a word w is

sampled from the multinomial distribution φ. To form a document, this generative

process is repeated for every word in the document.

Topic models are known to have difficulties when used with short text documents

due to lack of features [64][54][157]. To avoid the problem of short length in text, we

followed an approach similar to [54] for expanding tweets. Each tweet is expanded
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by querying a search engine using the tweet text as a query. Then, the top 5 search

results snippets are retrieved and the top 10 tf-idf terms are computed. These top

10 terms are inserted to the tweet before using the topic model LDA. Note that such

expansion approach is only used for extracting topics. For extracting keyphrases,

normal tweets are used.

LDA assumes a K number of topics to be fixed. We empirically experimented

with {10, 20, 30, 50, 100} with best topics achieved with K = 30. Moreover, since

tweets are of short length, we assumed that every tweet is about a single topic.

Therefore, we used the highest topic distribution of the expanded tweet to be the

topic assigned to it. Then, we aggregate all tweets of the same topic to be a separate

subdataset (cluster). The tweets collection Ti is the union of all topical subdatsets

Ti = {τk1, τk2, ..., τkn} where τk is a subdataset that belongs to topic k. Therefore,

we run every τk independently to extract topical keyphrases, and call them a topical

dataset. For each subdataset τk a lexical co-occurrence graph is build then a ranking

formula is run on the graph to learn the saliency scores. However, such aforementioned

graph ranking approaches only use text found in the cluster tweets without considering

the ubiquitous links that tweets contain as in hashtags links. In the coming section,

we will introduce a framework for augmenting the graph with hashtag external tweets.

5.5 Graph Expansion with Hashtags

Given a collection of topical tweets τk with hashtags Hi = {h1, h2, ..., hn}, we will

investigate if using hashtags could improve the graph-based keyphrase extraction

task. The intuition behind tackling such problem is the fact that tweets are of short

length. Therefore, they lack sufficient context to learn any information. By leveraging

more information found in hashtags, we can infer and learn more which will result

in better ranking of keyphrases. Hashtags are a user-convention adopted by Twitter
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to aid in indexing, archiving, tagging tweets that contain them. A user can prefix

any word with a pound sign ”#” to make it a hashtag. It can also precede a phrase

which will appear as detached string of words, for instance ”#GlobalWarming” or

”#OccupyWallStreet”. The usage of hashtags in tweets is shown to be wide and

common [140] [150]. Hashtags are considered as a metadata addition to tweets that

can add some semantical information. The emergence of hashtags and why people

use them is still a research matter and our understanding is still limited. One study

explores if hashtags can have a dual role of tagging keywords and identifying virtual

community [150]. Another study is measuring sentiment in hashtags [140]. The habit

of using hashtags as keywords annotation makes them of a very interest to our work.

Such annotation can be very helpful in a task such as keyphrase extraction. Most

work in keyphrase extraction simply ignores hashtags which is a valuable annotation

from users. Moreover, hashtags are also clickable links that point to any tweet that

contain them in the Twitter social network. An interesting point becomes if such

auxiliary hashtag tweets could be used to transfer learning or aid in any data mining

task. However, how to choose a set of hashtags to cover the topic in the target tweets

is not a trivial task.

The approach attempts to identify hashtags to be added to a large-scale graph

representation that will include 1) topical tweets 2) auxiliary hashtag tweets. By

augmenting the graph, we can have better knowledge scope and can improve the

weights of keyphrases found in topical tweets τk. For each topical tweets τk after

identifying a set of hashtags that fits the topic, both the topical tweets and the

auxiliary hashtag tweets will be combined to be represented in a larger lexical graph.

A ranking algorithm is then run on the top of the graph to infer the ranking of words.

Including the auxiliary hashtag tweets in the graph gives a wider context for scoring

and learning more accurate saliency scores. The ranking formulas will be discussed

in the next section. After learning the saliency scores of words in the wider graph, a
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keyphrase extraction is performed only on the target topical tweets. However, even

though transfer of learning is an appealing idea, the approaches to choose which

hashtags to be added to the auxiliary set are a non-trivial task.

The choices of hashtags to be added to the auxiliary hashtag tweets set is a com-

plex issue. The scope of a hashtag can certainly affects the quality of the extracted

keyphrases. For example, choosing a hashtag that does not reflect any similarity

between the topics discussed in tweets could have a negative impact. Moreover, se-

lecting a hashtag that was not mentioned in the target tweets would most likely

produce unwanted results. Also, a hashtag could be very general that it will include

more irrelevant information which will distort the graph-base ranking accuracy. Fur-

thermore, it can be more specific than the topic discussed in target tweets or even

can be spam that includes unwanted information. To tackle such problem we in-

troduce a couple of approaches to choose hashtags for the auxiliary set. The first

approach depends on the hashtags frequency in the target tweets which will cover

the re-tweeting behavior of Twitter users (a Twitter feature for forwarding tweets is

called re-tweeting). The second approach is a hybrid approach that will also include

similarity measures and tweets classification techniques that will be used on the top

of the first approach.

5.5.1 Frequency Approach

In this approach, the desired hashtags to be added to the auxiliary hashtag tweets

will be selected based on their frequency measure in the target tweets. To capture

the re-tweeting behavior of Twitter users which highlight the interest of social users

in certain topics in Twitter, a frequency measure will be effective. The idea is that if

a hashtag is very frequent, it could mean that it has been re-tweeted frequently. The

intuition behind this approach is that we simply choose the most frequent hashtag

to fetch it and add its tweets as an auxiliary set to the target tweets before building
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the graph. By capturing the most frequent hashtags we can cover the re-tweeting

behavior as well. To validate this intuition of capturing the re-tweeting behavior

between users in the target tweets by simply using frequency, we also measured the

frequency of hashtags that appear in a tweet with the token ”RT” which signify a

re-tweeted message and found out that they are mostly similar to the rank of normal

frequency hashtags.

However, even if a hashtag is very frequent, it does not mean that it will fit the

topic of the target tweets. Therefore in Section 5.5.3 we introduce a ratio factor

that will be integrated in measuring the edge weight of the graph that will control

the influence of the auxiliary tweets. Moreover, the weakness of such approach is

shown in Figure 5.2. For example, Figure 5.2 shows the top 10 hashtags in topic

8 ”Jerry Sandusky” which clearly shows the top frequent hashtag is ”#breaking”.

Such hashtag will include more topics than just ”Jerry Sandusky” news. In the next

approach we introduce a more sophisticated approach for choosing hashtags.

5.5.2 Hybrid Approach

In this approach we filter the top 10 frequent hashtags using similarity techniques. A

well-known similarity technique is cosine similarity using tf-idf. In this approach, we

compare each candidate hashtag tweets hi to the target tweets τk and those with high-

est similarity scores are selected out of the top 10 frequent hashtags. Such similarity

measures will capture the hashtag that has a very similar bag of words representation

compared to the target tweets. The cosine similarity between two vectors ~hi and ~τk

is defined as the following:

CosineSim(~hi, ~τk) =
~hi · ~τk
|~hi| × |~τk|

(5.1)

Such an approach will perform better than a simple frequency measure of hashtags.
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Figure 5.2: Top Frequent Hashtags in Topic 8 ”Sandusky”

Therefore, the performance of the ranking will be greatly improved when the most

similar hashtag tweet corpus is chosen as auxiliary tweets. Similar to [136], we will

use the similarity score in calculating the edge weight in the graph so it can reflects

a confidence score of using the auxiliary hashtag tweets compared with the target

tweets. Even though such approach is more advanced than simple frequency approach,

it still lacks a mechanism for determining the relevancy of tweets in the auxiliary

tweets. Hashtags can be of a wider topical coverage and could contain irrelevant

tweets. Therefore, we classified tweets in the auxiliary tweets as either relevant or

not to the target tweets. In such an approach, we first computed the top 10 tf-idf

words of the target tweets. Then we classify an auxiliary hashtag single tweet to be

relevant if it includes at least two top words from the target tweets. Finally, we only

consider the relevant tweets to be included as auxiliary hashtag tweets. In the next

section, we will cover graph-based ranking formulas and how to measure the ranking

over both target tweets and the auxiliary hashtag tweets.

5.5.3 Ranking with Expanded Graph

To apply graph-based ranking algorithms on text, we build a graph for text. Every

vertex represents a word (we only focused on nouns and adjectives for identifying
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keywords), and the edge represents the co-occurrence value between any two words

within a specific window size. In the target tweets, the edge weight is the frequency

of the co-occurrence. However, for the auxiliary tweet a confidence factor has been

used as well to reflect the degree to which we can trust that auxiliary hashtag tweets.

In our experiment we used a window of size 2. The output of such algorithms is a

list of ranked keywords that represent the document. We used our NE-Rank ranking

algorithm[9] described in Chapter 4 to rank keywords in the expanded graph.

For the auxiliary hashtag tweets corpus, a special graph edge weighting is pro-

posed. The reason behind an auxiliary hashtag tweets is to aid the ranking. However,

they should not be as important as the target tweets because they can be noisy or

irrelevant. Therefore, we have integrated a ratio measurement that will differentiate

between the target tweets and the auxiliary hashtag tweets. This ratio will be used to

compute the edge weight in the graph for the auxiliary tweets as the following when

using the frequency approach:

EdgeWeight(Vi, Vj) =
∑
Hi

|hi|
|H |
· |co-occurrence(Vi, Vj)| (5.2)

Where |hi| is the frequency of the relevant hashtag appearances in the target

tweets, and |H | is the frequency of all hashtags appearances in the target tweets.

|co-occurrence| is the number of times two words co-occurred in the auxiliary hashtag

|hi| tweets. When Vi and Vj are both on the target tweets, we only consider the co-

occurrence frequency without the hashtag ratio.

Moreover, for the hybrid approach instead of relying on the frequency of hashtags,

we used cosine similarity. Therefore, we have included a cosine similarity value for

measuring the edge weight similar to [136]. Such a formula will reduce the risk of

using irrelevant hashtag that could affect the ranking negatively. The formula for
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calculating the edge weight when using the hybrid approach is as follow:

EdgeWeight(Vi, Vj) =
∑
Hi

CosSim(~hi, ~τk) · |co-occurrence(Vi, Vj)| (5.3)

Where the CosSim(~hi, ~τk) is the cosine similarity value that represents the similar-

ity degree between the hashtag tweets and the target tweets. The similarity measure

helps add confidence of the auxiliary data. When Vi and Vj are both on the target

tweets, the Cosine similarity will be one, and the edge weight will be the frequency

of co-occurrence.

For generating candidate keyphrases and ranking them, we used the same ap-

proaches in Chapter 4. The experiment for the proposed approaches for expanding

the graph are explained in the next section.

5.6 Experiment

Expanding the lexical graph effectiveness on ranking is measured as how accurate

the extracted keyphrases are. To measure the effectiveness of our approach with

expanding the graph for extracting keyphrases from a microblog medium has its own

difficulties and challenges. NLP of-the-shelf packages for text processing such as

Part of Speech(POS) taggers cannot be directly applied to tweets without extensive

preprocessing approach. Therefore, in our experiment we tried to pay more attention

to the preprocessing step.

To perform an experiment on ranking keywords and extracting keyphrases, we

gathered tweets for a period of three months. From December 2011, January, and

February 2012, we gathered 31,227 tweets consisting of 244,139 tokens. The collection

has more than 4,079 hashtags with a total frequency of 40,674 appearances.

Twitter is a microblog where people generally write in a conversational style.
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Tweets are known to be very noisy for any text mining task. They contain a num-

ber of symbols and smileys that make using standard preprocessing steps ineffective.

Tweets usually contain misspelled or abbreviated words. They also often lack proper

use of capitalization or punctuation. All these facts make it very challenging to

perform a keyphrase extraction experiment. In our experiment, after fetching the

auxiliary tweets to the target tweets, we first filter out all non-Latin tweets by using

regular expression. Then, we filtered out any non-English tweets by counting the

words of English that match an English dictionary within every tweet to be more

than the average length. Any URL links appearing in tweets were removed since

we are only focusing on the textual body of the message. Even though Emoticons

and smileys can be helpful in other areas of research, as in sentiment analysis, they

might affect the POS tagger accuracy, and therefore they were removed. Addition-

ally, Twitter usernames starting with ”@” symbol and the re-tweet string ”RT” were

removed. Moreover, tweets contain a number of Internet slangs that are mostly Out

of Vocabulary(OOV). Therefore, we tried to transform these slangs and abbreviation

into standard English2. In more details, we used an extensive dictionary for Internet

slangs and abbreviation consisting of 5340 words and phrases to transform the tweets

collection into normal English by using a lookup table, for instance, abbreviations as

in ”b/c” for ”because” or ”b/w” for ”between” were correctly substituted with their

formal words. Moreover, orthographical changes as in ”2night” for ”tonight” were

corrected using the dictionary. Additionally, some abbreviation affects the grammat-

ical structure and would reduce the POS tagger accuracy, for example ”I’m” instead

of ”I am” or ”wl” for ”will”. Additionally, any repetition of more than 3 characters

as in ”yessss” was removed to keep only a single character since we are not interested

on measuring the sentiment or emotion of users but to extract representative phrases.

Moreover, the hashtags symbol ”#” were hidden to not affect the POS tagger but

2http://www.noslang.com/dictionary/full/
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they were saved for later processing. Hashtags titles as in ”#OccupyWallStreet” were

split by hand to ”Occupy Wall Street.”

After an effort of transforming tweets into standard English, we used a POS tagger

to only focus on nouns and adjectives. POS has a known approach: each word would

be assigned with its common tag, and any OOV words will be assigned with the

mostly used tag [117]. Since tweets contain a large number of OOV its accuracy will

not be perfect. Also, the misuse or lack of use of punctuation and capitalization will

affect the POS tagger. However, we decided to use it since we are not focusing on

accurately tagging every word but only to limit the selection to nouns or adjectives.

Subsequently, we removed all common stopwords since they do not constitute a

keyphrase. Moreover, we stemmed all words using Porter stemmer3, and saved the

position of stemmed words so they can be mapped back to their original form when

the results are presented.

For extracting topics with LDA, we used Gibbs sampling with 500 iterations on

the expanded tweets. We chose to extract 30 topics after experimenting with number

of options. For evaluation, we picked the best five topics to evaluate their results. In

the next sections, we will discuss the evaluation of the test dataset that we used for

evaluating keywords weighting and keyphrase extraction techniques that we used.

5.6.1 Evaluation Metrics

Although a golden human annotated dataset does exist in forms of news or research

papers with annotation, such dataset does not exist for Twitter. The lack of such

human annotated dataset made the evaluation of such research a non-trivial task.

As an alternative, we designed our evaluation into two stages: First, an automatic

approach to evaluate the graph-based keywords ranking algorithms. Second, a human

evaluation approach for measuring the quality and readability of top keyphrases.

3http://tartarus.org/ martin/PorterStemmer/
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We empirically designed an evaluation approach that utilized a search engine given

the lack of golden result set. The basic idea is to search the Web for each topic and

generate labels that will be used as golden labels. For each topic, we retrieved the

top 5 terms from LDA and send those words as query to Google. Top 10 snippets

returned from the search engine were used. We only used the titles and description

of each snippet. Then, after tokenization, we measured the term frequency among

all documents retrieved from Google to generate a golden list. Given that the goal of

extracting keyphrases from Twitter is to summarize the collection, our focus must be

on the quality of the top ranked keyphrases. Therefore, we focused on the precision

of the top 10 keyphrases. Precision is measured as the following:

Precision =
Kcorrect

Kextracted

(5.4)

Where Kcorrect is the number of correctly extracted keywords, and Kextracted is the

total number of extracted keywords. Even though precision measures how precise is

the extracted result from the corpus, it does not differentiate in the ranking of the

extracted top result. Therefore, we used another metric that measures the ranking

within the top extracted keywords. The metric is Binary Preference Measure [19].

Bpref is a great choice to measure the performance of the system with the order of

the top extracted keywords taken into account. Bpref is measured as the following:

Bpref =
1

R

∑
r∈R

1− |n ranked higher than r|
R

(5.5)

where R is the number of correct keywords within extracted keywords in a method,

and where r is a correct keyword and n is an incorrect keyword.

The second approach was to evaluate keyphrases by measuring their quality and

readability. Three human judges were assigned the task of marking keyphrases

whether they are correct or not before the stage of ranking keyphrases. A correct
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Table 5.1: Automatic Evaluation Using Search Engine
Precision Bpref

Single NE-Rank 0.40 0.67
Expanded with Hashtags- Frequency Approach 0.45 0.52

Expanded with Hashtags- Hybrid Approach 0.55 0.73

Table 5.2: Human Evaluation
Precision Bpref

Single NE-Rank 0.82 0.982
Expanded with Hashtags- Frequency Approach 0.84 0.985

Expanded with Hashtags- Hybrid Approach 0.90 0.986

keyphrase means a phrase that is relevant to the topic, of good quality, and is read-

able. All judges are familiar with using Twitter. They were provided with the topic

top keywords from LDA and a description of topic to measure relevance of keyphrases

to topics. They were provided with the ability to search the web when needed. To

measure the agreement between human judges, we measured the Cohen’s Kappa for

inner-evaluator agreement and found that on average of all five topics the score was

from 0.64-0.85 which shows good agreement. By using two the methods to evaluate

the results, we believe that it will be sufficient enough to test the approach proposed.

5.6.2 Experimental Results

The results for using hashtag links to augment the graph are shown in this section.

To evaluate our work, we have used NE-Rank to rank phrases then compared all

proposed methods using two different approaches. We will discuss both approaches

for evaluating the results. First, the results from using search engine are discussed.

Second, the results from using human judges are explained.

The first approach with automatic evaluation is shown in Table 5.1. For using

auxiliary hashtag tweets, we experimented with a number of hashtag sizes. We exper-

imented with 1, 2, 3, and 4 hashtags that will be fetched with best results obtained

with only 1 to 2 hashtags. We also experimented with several sizes of hashtag tweets
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(a) Topic 8

(b) Topic 10

Figure 5.3: Different Plotting for Two Topics Using Precision: (a) shows the precision
results on topic 8, (b) shows the precision results on topic 10
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with best results achieved with the range 100-300 tweets. When comparing using only

target tweets (single NE-Rank) with an expanded method using frequency approach,

we can see a 12% improvement in precision for the frequency approach. However,

using the frequency approach alone can affect the ranking since it minimally picks

the most frequent hashtag regardless of its content relevance. For some topics, the

most frequent hashtag is a very general tag as in ”#News” which will affect the re-

sults negatively because it will include a large number of irrelevant topics. The Bpref

showed a decrease of the top ranking which shows that the frequency approach can

have negative impact in the ranking. Using the hybrid approach showed the best im-

provement over both single approach with 37% and frequency approach with 22% in

precision. Moreover, in Bpref the hybrid approach outperform all approaches with an

8% and 40% improvement over single approach and frequency approach respectively.

The second approach using human judges also showed similar improvements in

Table 5.2 but with different numbers since human are not bounded by a list of words

to examine the keyphrases. The frequency approach showed a slight improvement

compared with single approach by only 2% in precision. However, such approach

cannot be enough to ensure improvements as shown in Figure 5.3b for topic 10. In

this topic, the most frequent hashtag was ”#BBCNews” which certainly will include

more content than topic 10 tweets covering ”Saif Gaddafi.” For the hybrid approach,

improvements are shown to increase by 9% in precision when compared to single

approach and by 7% compared with frequency approach.

5.7 Chapter Summary

Extracting keyphrases in microblogging environment as in Twitter is a challenging

task. Building a lexical graph to learn the importance of phrases is a great approach.

However, due to the sparseness in text and short length of tweets, it is always limited
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without enough knowledge contexts to get information. In this chapter, we proposed

to augment each topical graph by using the ubiquitous links appearing in tweets as

hashtags. By using an auxiliary set of tweets we proved that performance can be

improved. We proposed two different methods for selecting hashtags. First, a simple

method by using the frequency of hashtags appearing in tweets is suggested. Second, a

more sophisticated approach using document similarity techniques and measuring the

relevancy of each tweet to the target set is proposed with significant improvements.

We evaluated our framework using two different methods showing the robustness of

our research.

Expanding the lexical graph showed interesting results. Graphs assume pairwise

relations between vertices which is the co-occurrence of two words. In the next chap-

ters, we study a high-order co-occurrence relation between words by modeling the

text in a hypergraph instead of a graph. To rank vertices in a hypergraph, we for-

mally define a random walk that captures weights on vertices and hyperedges in the

next chapter.
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Chapter 6: Proposed Random Walk on

Hypergraphs

Random walks on graphs have been extensively used for a variety of graph-based

problems such as ranking vertices, predicting links, recommendations, and cluster-

ing. However, many complex problems mandate a high-order graph representation

to accurately capture the relationship structure inherent in them. Hypergraphs are

particularly useful for such models due to the density of information stored in their

structure. In this chapter, we propose a novel extension to defining random walks

on hypergraphs. Our proposed approach combines the weights of destination vertices

and hyperedges in a probabilistic manner to accurately capture transition probabil-

ities. We study and analyze our generalized form of random walks suitable for the

structure of hypergraphs. We show the effectiveness of our model by conducting a

text ranking experiment on a real world data set with a 9% to 33% improvement in

precision and a range of 7% to 50% improvement in Bpref over other random walk

approaches. The work in this chapter has been published in [10][12].

6.1 Introduction

Graph-based approaches are traditionally used for a variety of tasks. Such task in-

cludes, but not limited to, ranking, clustering, and recommending elements. By

modeling the data as a graph, we capture the relationship between elements where

we have elements as vertices and the relationships as edges. The structure of the
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graph, determined by its edges, provides a characterization of these relationships. To

learn from the structure of a graph, a number of approaches exist. A well-known

method that helps with learning from graphs is the concept of a random walk. A

random walk is the process of randomly traversing the graph from a node to an-

other adjacent node at each step. Such a process has shown tremendous benefits and

application in a wide range area in computing.

Graphs, however, can only capture pair-wise relationships between nodes prevent-

ing us from modeling complex relations. Let us clarify by an example, let us imagine a

similarity graph where nodes are objects and the similarity is represented as weighted

edges. A similarity edge connects two vertices where it represents that the two nodes

share some similarity. In this case, we can only consider the similarity between two

nodes. We cannot model the similarity between more than a pair of nodes. Therefore,

the usage of a hypergraph becomes important to not lose information and accurately

model high-order relations.

A hypergraph is a generalization of graphs where the edges, called hyperedges, can

have any subset of nodes. A hyperedge could contain more than two vertices which

makes it more suitable for high-order relations than simple graphs. Moreover, it is

abundantly clear that graphs are special case of hypergraphs where the edges must

have two end-point vertices [3][84][6][159]. To model the aforementioned similarity

example in a hypergraph, we could represent any number of objects (vertices) in a

hyperedge showing that they all have similar properties if they belong to a hyper-

edge. Such representation could be crucial for clustering[53] or community detection

problems[79], and anomaly detection[108][109]. Regardless of the high-order represen-

tation in hypergraphs, there has been a limited number of literature on generalizing

random walks to hypergraphs. A number of interesting challenges arises when trying

to define random walks in hypergraphs. How can the surfer traverse hyperedges?

How can we generalize the random walk in graphs to hypergraphs?
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In this chapter, we seek to generalize the hypergraph random walk found in

[6][159]. We redefine the random walk process in hypergraphs where the surfer

could differentiate between destination vertices within a hyperedge depending on

their features (vertex weights). We propose a probabilistic weighted random walk

that takes advantage of the hypergraph structure. By extending the random walk

in hypergraphs, we show that the proposed random walk is more general than other

approaches. We, then, demonstrate the effectiveness of our approach by comparing

it with other proposed random walk approaches in hypergraphs.

The chapter is organized as follow: A discussion of the related work is in Section

6.2. We define the hypergraph notation needed for explaining the proposed approach

in 6.3. The proposed approach will be thoroughly explained in Section 6.4. Section 6.5

will describe the data and experimental results. The chapter summary is in Section

6.6.

6.2 Related Work

6.2.1 Graphs

Random walks on graphs have been studied thoroughly and extensively in the literature[133]

[89]. With enormous algorithmic applications as in ranking [100] [30] [1] [2], similarity

and recommendation [61] [127] [74], or link predication [7]. The most seminal work

is PageRank[17] which revolutionized the search world and inspired so many others.

Most random walk approaches use a finite Markov chain to model the walk. A great

explanation on the subject can be found in [4] [62]. Moreover, random walks are

applied to heterogeneous graphs where we can have vertices of different types[160]

[124].
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6.2.2 Hypergraphs.

Surprisingly, there is limited literature on random walks in hypergraphs. A hyper-

graph [13] is a generalized notion of a graph where an edge could have more than two

vertices. Avin et al.[6] proposed the simplest random walk in a hypergraph where the

surfer chooses uniformly at random from hyperedges and vertices. They also proposed

a random walk over a directed hypergraph. The authors studied the radio cover time

for a random walk to be heard by other vertices. Zhou et al.[159] proposed a hyper-

graph random walk where the surfer considers the weights of hyperedges. A similar

walk is found in [68] for hypergraph matching. Zhou et al. used the random walk

to study spectral clustering and semi-supervised ranking in hypergraphs. Moreover,

Cooper et al.[25] proposed to define the cover time and inform time of a general ran-

dom walk in a r-uniform hypergraph. Lu and Peng[90] studied a high-order general

random walk in hypergraphs in their attempt to do spectral analysis of hypergraphs.

They proved that the eigenvalues of their proposed Laplacians affect the mixing rate

of random walks in hypergraphs.

Zhou et al.[159] inspired so many to apply the hypergraph random walk approach.

In [18], the authors applied ranking in their proposed music recommendation frame-

work that encompasses social media and music acoustic-based content. Similarly,

personalized news recommendation model was proposed where the authors applied

ranking on hypergraph that includes users, news articles, and topics [72]. Liu et

al.[84] used the hypergraph random walk to measure similarity between item sets in

a database. In another approach, Agarwal et al.[3] argued that a hypergraph could

be transformed to a graph by treating each hyperedge as a clique or a star. Similarly,

Tan et al.[126] applied similar approach in ranking video hyperlinks by using a ran-

dom walk in a star-shaped graph. However, these approaches convert the hypergraph

into a graph which could lead to information loss. For example, let us assume we

want to model faculty members as vertices and their departmental affiliation as a
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hyperedge to group them together. A faculty member could be affiliated with more

than one department where the vertex will be in all hyperedges of his departments.

If a hypergraph is converted to a graph, we can only tell if two faculty members share

the same department but we cannot tell which department that is.

6.3 Notations and Definitions

Let G(V,E) be an undirected graph with the vertex set V and the set of edges E.

The degree of v in a graph is denoted dG(v) which is the number of edges incident

with v and defined by:

dG(v)
def
= |{e ∈ E : v ∈ e}| (6.1)

We denote DG to be the diagonal matrix containing the vertex degrees of the graph.

The degree of the edges is always δ(e) = 2. When the aforementioned definition is

relaxed, we can have a more generalized form of graphs known as hypergraphs.

For hypergraph notations and definition, we adopt the definitions in[159]. Let

HG(V, E) be a hypergraph with the vertex set V and the set of hyperedges E . A

hyperedge e is a subset of V where ∪e∈Ee = V . Let HG(V, E , w) be a weighted

hypergraph where w : E → R+ is the hyperedge weight. We denote the weight of

hyperedge e by w(e). When v ∈ e, the vertex v is said to be incident with hyperedge

e. A hypergraph has an incidence matrix H ∈ R|V |×|E| as follows:

h(v, e) =


1 if v ∈ e

0 if v /∈ e
(6.2)
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The vertex and hyperedge degree are defined as follows:

d(v) =
∑
e∈E

w(e)h(v, e) (6.3)

δ(e) =
∑
v∈V

h(v, e) = |e| (6.4)

De and Dv are the diagonal matrices representing the degrees of hyperedges and

vertices, respectively. We is the diagonal matrix with the hyperedge weights.

6.4 Generalized Random Walk for Hypergraph

Random walk is the process of transitioning between vertices in a graph by start-

ing at a given vertex and moving to another neighboring vertex after each discrete

time step t. The process is modeled as a finite Markov chain M over a set of states

{s1, s2, ..., sn}. Each state si is analogous to a vertex v in the graph G, and the tran-

sition is a conditional probability defined as P (u, v) = Prob(st+1 = v|st = u) which

means that the chain M will be at v at time t + 1 given that it was in u at time t.

Note that the probability of transitioning from state to another is completely inde-

pendent of time t which makes the Markov chain homogeneous. Moreover, for any

vertex u we have
∑

v P (u, v) = 1. Given the fact that a Markov chain is memoryless

with probabilities computed over only a single transition, we can then define a transi-

tion matrix P ∈ R|V |×|V | for all moves. This matrix P represents all transitions that

could capture the behavior of a surfer randomly moving between vertices according

to such probabilities. To generalize a random walk for a hypergraph, we will review

the random walk over a graph first.

In a normal unweighted graph G, the simplest random walk from u to v is to choose

an edge euv uniformly at random. The transition probability P (u, v) is calculated as
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follows:

P (u, v) =
1

d(u)
(6.5)

where d(u) is the degree of source vertex u. Alternatively, let A be the adjacency

matrix of G. We can write

P = D−1G A

In a more general weighted graph, the surfer chooses an edge with probability

proportional to the edge weight. The transition for weighted graph is defined as

follows:

P (u, v) =
w(u, v)

d(u)
(6.6)

where d(u) =
∑

xw(u, x) and x being all neighbors of u. Note that the simple un-

weighted walk is a special case of the weighted walk where the probability distribution

P (u, v) for a given u ∈ V is uniform for any v ∈ V adjacent to u.

Whether it is weighted or unweighted, the random walk in graphs is well studied

and defined. However, it is not the case in hypergraphs where the structure of the

graph is substantially different. For instance, in a graph the imaginary surfer will

cross an edge ending at single vertex (destination) meaning that it has just a simple

probability of going to that vertex. However, in a hypergraph, a hyperedge could

have more than two end-point vertices δ(e) ≥ 2.

To generalize the random walk process in hypergraphs, we model the walk as the

transition between two vertices that are incident to each other in a hyperedge instead

of a normal edge. In essence, the random walk is seen to be a two-step process, instead

of one, which is the following: the random surfer first chooses a hyperedge e incident
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with the current vertex u. Then, the surfer picks a destination vertex v within the

chosen hyperedge satisfying the following u, v ∈ e. The destination vertex v can be

the same as u. The random walk in hypergraph is said to be more general since

the random walk in a graph is a special case where there is only a single destination

vertex v associated with a given normal edge incident with u where in a hypergraph

we can have more vertices to choose from. The hypergraph random walk process

can be defined as a Markov chain where the vertex set is the state set of the chain

similar to a graph. At each time step t the surfer moves in the incident hyperedge

to another vertex. In [6], the simplest random walk is defined in an unweighted

hypergraph HG(V, E) where the surfer chooses a hyperedge e uniformly at random

and then chooses a vertex uniformly at random from e. We define the vertex and

hyperedge degree as follows:

d(u) = |E(u)| (6.7)

δ(e) = |e| (6.8)

Where d(u) is the vertex degree, δ(e) is the hyperedge degree, and E(u) is the set

of hyperedges incident to u. P is the transition matrix for this random walk

P (u, v) =
1

d(u)

∑
e∈E(u)∩E(v)

1

δ(e)
(6.9)

Alternatively, we can write:

P = D−1v HD−1e HT

This approach can be extended to a weighted hypergraph HG(V, E , w) where

w(e) is the hyperedge weight. A random walk can be extended to a non-uniform walk
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proportional to the hyperedge weight w(e) as in the work done in [159]. In this case,

hyperedges incident with u do have different probabilities depending on their weights.

So the process will be (1) to choose a hyperedge non-uniformly proportional to w(e).

Then (2) to choose v within the selected hyperedge uniformly at random. We can

calculate the transition matrix P as follows:

P (u, v) =
∑
e∈E

w(e)
h(u, e)∑
ê∈E(u)w(ê)

h(v, e)

δ(e)
(6.10)

Or in matrix notation:

P = D−1v HWeD
−1
e HT

where theDv is the diagonal matrix of the weighted degree of vertices as in Formula

6.3.

In this chapter, we try to seek a more general definition of a random walk in a

weighted hypergraph where not only hyperedges have weights, but also vertices as

well. In such a case, the random walk process is extended to leverage both hyperedges’

and vertices’ weights. We define the vertex weight across all incident hyperedges to

be a feature vector

~vw = (w(ve1), w(ve2), ..., w(vd(v))) (6.11)

where we have a different vertex weight for every hyperedge e that contains vertex

v. We describe the proposed random walk process as the following. Starting from

a vertex u, the surfer chooses a hyperedge e incident with u proportional to the

hyperedge weight w(e). Then, the surfer also chooses a vertex v proportional to

the vertex weight within the hyperedge where we consider the weight in the current
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hyperedge only. Let us define a weighted hypergraph incident matrix Hw ∈ R|V |×|E|

where we have the following:

hw(v, e) =


w(ve) if v ∈ e

0 if v /∈ e
(6.12)

Therefore, we redefine the hyperedge degree to be as follows:

δ(e) =
∑
v∈e

hw(v, e) (6.13)

We can now calculate the transition matrix P as follows:

P (u, v) =
∑
e∈E

w(e)
h(u, e)∑
ê∈E(u)w(ê)

hw(v, e)∑
v̂∈e hw(v̂, e)

(6.14)

Or in matrix notation:

P = D−1v HWeD
−1
ve H

T
w

where hw(v, e) is the weight of the destination vertex v in hyperedge e. Dve is the

diagonal matrix for weighted degree of a hyperedge as in Formula 6.13. Note that

the transition matrix P is stochastic where we have every row sums to 1.

The proposed random walk is more general than previous approaches which are

considered special cases of the proposed approach. For instance, if we restrict the

vertex weights to be either 1 or 0, we get the random walk in Formula 6.10. Moreover,

our approach is more general than the random walk in Formula 6.9 where it is a special

case with hyperedge and vertex weights are either 1 or 0 as well.

We argue that when features are available for vertices, they can enhance the task

at hand by adding more knowledge for the imaginary surfer. Hence, modeling these
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features as vertex weights adds preference to the surfer when performing the walk

where the best combination of hyperedges and destination vertices has the highest

probability. Such knowledge could be advantageous when performing tasks such as

ranking, clustering, predicting links, and personalized search.

Now we move on to explaining the stationary distribution π of a random walk. The

stationary distribution is the limiting distribution that we get after some sequences of

initial distributions in an iterative approach. To calculate the stationary distribution,

we start with the initial column vector v0 ∈ R|V |×1 with equal probabilities of surfer

location being 1/|V | and summing to 1. Then after each time step we multiply the

vector by the transition matrix. In the first move, we will have ~v1 = P T~v0 (where

P T is a column stochastic matrix for clarity) giving us a new column vector, then we

will have ~v2 = P T (P T~v0) for the second move. We keep iterating until convergence.

We multiply the transition matrix P T by the probability distribution vector ~v to

get the next step distribution of the surfer ~x = P T~v. To grasp why this model the

random walk process, we expalin as follows. Let xi be the probability of surfer being

at the current vertex i. Then we have the following: xi =
∑

j pijvj where vj being

the probability of the surfer being at node j previously, and pij is the probability of

moving from j to i[113].

The distribution vector ~v approaches the stationary distribution if the random

walk is ergodic[24]. Which holds if we have the following:

~v
def
= lim

x→∞
[(P T )x~v0] = π (6.15)

where π is the stationary distribution. A random walk is ergodic when the follow-

ing conditions are met:(1) the chain is irreducible, for any two states si, sj ∈M they

must satisfy P (si, sj) > 0. Also, (2) the chain is aperiodic, where the greatest common

divisor of every state {t : Pt(si, si) > 0} is 1. Note that the stationary distribution
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π is a right eigenvector of the transition matrix P T satisfying π = λP Tπ where λ is

the eigenvalue of the transition matrix. So given that the matrix P T is a stochastic

matrix (each column sums to 1), the eigenvector π is the principle or the dominate

eigenvector. Moreover, we know from Perron-Frobenius Theorem that if a Markov

chain is irreducible and aperiodic, then the largest eigenvalue λ is 1 and all others

are strictly less than 1. Therefore, the stationary distribution vector is the principle

eigenvector corresponding to the λ = 1 given that the matrix P T is irreducible and

aperiodic. Having a principle eigenvector π is important to guarantee that regardless

of the starting node of the random walk, ~v will always approach at a unique dominate

eigenvector[113].

To guarantee irreducibility and aperiodicity, we use the PageRank algorithm [17].

The algorithm has the idea of teleporting which will restart the random walk process

making it useful for the previous conditions. The teleporting is depicted with a

small probability called the damping factor α. It also makes sure to make the graph

irreducible since the random walker always has the probability of teleporting to any

other node.

~v(i+1) = αP T~v(i) + (1− α)~e/n (6.16)

The ~v(i+1) is the vector ~v at iteration i+ 1. The damping factor α is set to 0.85. n is

the number of nodes in the graph. ~e ∈ Rn×1 is a vector of all elements being 1. αP T~v

means that the random walker will choose to go with one of the adjacent hyperedges.

(1− α)~e/n represents a vector of an introductory probabilities with each entry being

(1− α)/n to teleport the random walk to a new node.
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6.5 Experiments with Lexical Hypergraph Rank-

ing

In this section, we explain the evaluation method of our random walk model. We

evaluate our method by conducting an experiment and comparing it with other state-

of-the-art models. We test our model’s effectiveness in ranking text data by modeling

the document keywords in a hypergraph then comparing all the random walk models.

First, the data set used will be explained thoroughly. Subsequently, the design of the

experiment will be laid out. Finally, the experimental results will be discussed and

evaluated.

6.5.1 Data Set

To evaluate the ranking accuracy of our model we used the Digital Bibliography

and Library Project (DBLP)1 data set which contains computer science conference

proceedings and journals. Specifically, we used the public data set of the DBLP

library used by Deng et al. [29] which can be acquired online2 and is widely used in

the areas of topic modeling and ranking. The data set includes 28,569 documents,

28,702 authors collected from 20 major computer science conferences. Moreover, the

papers were collected from four computer science areas (1) database, (2) data mining,

(3) artificial intelligence, and (4) information retrieval. For quantitative evaluation,

we used a labeled subset composed of 4,057 authors, 100 papers and all 20 conferences

[125]. The papers were labeled with their topics by assigning one of the four topics

to each paper.

1http://www.informatik.uni-trier.de/ ley/db/
2http://www.cs.uiuc.edu/ hbdeng/data/kdd2011.htm
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6.5.2 Experiment Design

We design the experiment as ranking text in short documents. We model the docu-

ments in a hypergraph, then apply the different random walk approaches. Further-

more, the evaluation is conducted as ranking text and comparing all the ranked lists

of keywords. A full quantitative evaluation is conducted to measure the effectiveness

of our model in ranking in a hypergraph. We model each research paper, di, as a bag

of words from the title of the paper di = {k1, k2, ..., ks}, where ki is a keyword. Then,

we represent the collection of documents D = {d1, d2, ..., dn} as a lexical hypergraph

as in the following. Each document title di is being represent as a hyperedge, and each

distinct keyword ki is modeled as a vertex. By constructing the lexical hypergraph,

we can rank keywords using the random walk algorithms. The intuition behind the

approach is that keywords that tend to co-occur together should be ranked higher

than other keywords. Similar approaches had been used in [9][8].

For each hyperedge, we define the hyperedge weight as a document’s feature to

reflect its importance. Since documents are research papers, we have used the citation

to calculate the importance of documents. Given that the original data set does not

contain the citation data, we have collected the citation information for all 100 papers

used in this experiment. To that end, we used the Google Scholar service to collect

the data. In the case where the information is not available in the service, we assume

it is not cited. However, a close analysis of the data shows that it is largely spread

out with a large standard deviation of σ = 155.0093. Figure 6.1 shows how stretched

out the data.

Therefore, we calculate the hyperedge weight as the following:

w(e) =
ce + 1∑
e(ce + 1)

(6.17)

where ce is the number of citation for the document hyperedge e and
∑

e ce is the
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total number of citation in the data set. We add 1 to avoid canceling out papers with

no citation. The distribution of the citation data has a standard deviation σ = 0.0233.

The intuition behind the hyperedge weight is that when a paper has been cited a lot,

the keywords in its title should be ranked higher than a paper with low or no citation.

For vertices weights, we define the weight to be the Term Frequency-Inverse Docu-

ment Frequency (tf-idf). However, the short length of document title could minimize

the effectiveness of a frequency measure as tf-idf. Therefore, we grouped research

papers using the topics they belong to as the following. For each topic, we have

a set of papers that will be concatenated to larger virtual document for a given

topic δt = d1 + d2 + ... + dn where δt is the concatenation of small documents and

1 ≤ t ≤ 4. Then, the we measure tf-idf over the larger documents being the set of

D = {δ1, δ2, δ3, δ4}. The tf-idf is measured as follows:

w(Vi, δt)tf-idf = tf(Vi, δt) · log
N

df(Vi)
(6.18)

Where tf(Vi, δt) as the term frequency on the document δt. N is the number of

documents in the larger document set D, and df(Vi) is the number of larger docu-

ments, δt, that contain the term Vi. The weight of vertices is then calculated as the

sum over all topics w(Vi) =
∑

δt
w(Vi, δt)tf-idf

The tf-idf measure is calculated after the initial preprocessing of text has been

conducted. We first removed all stopwords that do not have any topical meaning.

Moreover, we removed the punctuations from text. For example, data-consistent

becomes data consistent. We also removed numbers from text. Moreover, all words

are transformed to lower-case. Finally, we used Porter stemmer to stem all textual

units to their root base. For instance, mining becomes mine. These steps are standard

steps in ranking text.

We compare our random walk model to other baselines by comparing the ranking
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of all methods. The baselines used to conduct this experiment are described as the

following:

• The first baseline is the simplest random walk defined in equation 6.9. In this

model we use an unweighted hypergraph. We denote this baseline as RW1.

• The second baseline is the random walk proposed by Zhou et al. in equation

6.10. In this model we use a weighted hypergraph where the weight of hyper-

edges is defined to be the citation. We denote this baseline as RW2.

• The third is the proposed random walk defined in equation 6.14. The proposed

model uses a weighted hypergraph where the weight of the hyperdges are the

citation and the weight of vertices are the tf-idf measure. We call our proposed

random walk as RW3.

6.5.3 Experiment Metrics

To quantitatively measure the performance of a ranking method, we define some com-

mon evaluation metrics that are largely used in the information retrieval literature.

These measures need a golden standard to test against. Deng et al. [29] ranked key-

words according to topics found in the data set. We empirically compare all baselines

to the best ranking done by Deng et al. The keyword is considered to be correct if

it appears in the top ranked keywords in any topic. The intuition is that a keyword

should be ranked high if it uniquely identifies a topic. We compare the top ranked

keywords using two metrics precision and Bpref. We focus on the top precision with

top 10, 15, and 20. Precision is measured as the following:

Precision =
Kcorrect

Kextracted

(6.19)
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where Kcorrect is the number of correctly extracted keywords, and Kextracted is the

total number of extracted keywords. Even though precision measures how precise the

extracted result is, it does not differentiate in the within ranking of the extracted top

result. Therefore, we used another metric that measure the ranking within the top

extracted keywords. The metric is Binary Preference Measure [19]. Bpref is a great

choice to measure the performance of the system with the order of the top extracted

keywords taken into account. Bpref is measured as the following:

Bpref =
1

|R|
∑
r∈R

1− |n ranked higher than r|
|R|

(6.20)

where |R| is the number of correct keywords within extracted keywords in a

method, and where r is a correct keyword and n is incorrect keyword.

6.5.4 Experimental Results

In this section, we discuss the experimental results for all the random walk approaches

used. We evaluate all baselines by comparing them using two metrics. Specifically,

we measure the ranking accuracy at different levels at top 10, 15, 20.

For precision as shown in Figure 6.2, we compare all three approaches of the ran-

dom walk algorithm on a hypergraph. The simplest random walk and the hyperedge

weighted random walk have surprisingly similar top 10 precision. However, the hyper-

edge weighted random walk showed much improvement over the simple random walk

at top 15 and 20 by 10% and 22% respectively. Our approach, where we used vertex

and hyperedge weighted walk, outperformed all baselines at all levels. For the top 10

extracted keywords, our method has a 14% improvement over both the simplest and

the hyperedge weighted random walk. Moreover, when we compared the performance

at top 15, our approach showed an improvement of 10% and 21% over the hyperedge
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weighted and the simplest walk respectively. For the top 20 keywords, our approach

has outperformed both baselines by 9% and 33% respectively.

Moreover, we measured the accuracy of ranking within each top extracted results

with Bpref as shown in Figure 6.3. Similarly, the hyperedge weighted random walk

outperformed the simple walk across all top 10, 15, and 20 by 38%, 26%, and 23%

respectively. The proposed approach where we consider vertex and hyperedge weights

have outperform all other methods. For top 10, the proposed method have a 50%

improvement over the simplest random walk and a 9% improvement over the hyper-

edge weighted walk. Moreover, for the top 15, the proposed method showed a steady

improvement of 35% and 7% over the simple and hyperedge weighted approach. Fi-

nally, for the top 20, similar improvements have been found of 33% and 8% over both

baselines.

6.5.5 Experimental Results Discussion

In this section, we discuss the results of the experiment. The proposed weighted

random walk has showed much improvement over the baselines in both metrics. Using

the vertex weights, in addition to hyperedge weight, in calculating the transition

probability has enhanced the results in precision and Bpref. The reason for such

improvement is that when we choose the right features to be vertex weights, we add

preference for nodes that seem more important than others. However, precision does

not show the effect of ranking within the top extracted results. Therefore, it does not

accurately show the difference in performance. For example, the hyperedge weighted

walk RW2 has surprisingly the same precision as the simplest random walk. However,

precision ignores the fact that RW2 ranked the correct keywords higher than incorrect

keywords which is clear indicator that it is more accurate in ranking. Therefore, we

can see that when Bpref is used, the actual improvement is measured accurately. In

the other side, it is clear that if the wrong features are used, the performance of the
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proposed walk could lead to incorrect results.

In the future, we plan to perform more experiments to test the validity of the

approach. An interesting direction for future work is to try applying such an approach

to clustering or segmentation instead of ranking. Theoretically, we also plan to study

the convergence rate of such a walk and compare it with other standard approaches.

Moreover, we plan to investigate random walks with restarts[129][7] in hypergraphs.

In random walks with restart, the surfer starts from a given node s, then either keeps

traversing edges or teleports back to the original node s. These kind of walks have a

variety of application in measuring node proximities and identifying similar nodes.

6.6 Chapter Summary

In this chapter, we have studied and analyzed random walks approaches for hyper-

graphs. We showed that random walk in hypergraphs is visible, and could be naturally

generalized from graphs. We proposed a new weighted random walk that is suitable

for hypergraphs where we devised a probabilistic interpretation for including vertices

and hyperedges weights. We performed an experiment over three different random

walk approaches on hypergraphs and showed that our approach outperformed all ex-

isting methods in both metrics. The proposed approach could be used in a variety of

application as in ranking, recommendation systems, and clustering. The significance

of the proposed random walk model can be greatly seen as leveraging vertex features

that could enhance the solution of the problem. If such features exist, the proposed

model can show very interesting results.

In the next chapter, we use the proposed random walk approach on hypergraph

for the task of keyphrase extraction. Specifically, we model temporal and social

attributes of posts jointly on a text hypergraph and extract keyphrases that are fresh

and socially popular.
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Chapter 7: Proposed HG-Rank:

Hypergraph-based Keyphrase

Extraction

Previously, we defined a generalized random walk on hypergraphs that capture weights

on vertices and hyperedges. In this chapter, we use the random walk proposed early

to model text that are time and social-sensitive. Conventional keyphrase extraction

algorithms are applied to a fixed corpus of lengthy documents where keyphrases dis-

tinguish documents from each other. However, with the emergence of social networks

and microblogs, the nature of such documents has changed. Documents are now of

short length and evolve topics which require a specific algorithms to capture all fea-

tures. In this chapter, we propose a hypergraph-based ranking algorithm that models

all the features in a random walk approach. Our random walk approach uses weights

of both hyperedges and vertices to model short documents’ temporal and social fea-

tures, as well as discriminative weights for word features respectively, while measuring

the centrality of words in the hypergraph. We empirically test the effectiveness of our

approach in two different data sets of short documents and show that our approach

has an improvement of 14% to 25% in precision over the closest baseline in a Twitter

data set and 10% to 27% in the Opinosis data set. The work in this chapter has been

published in [11][12].
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7.1 Introduction

Short text messages are ubiquitous nowadays in social networks and across the web.

Regardless of the length limitation, the size restriction did not limit the popularity

of social interaction through such messages. Twitter, for instance, has more than

200 million monthly active users1. Such high popularity necessitates ranking systems

capable of measuring the importance of keywords and keyphrases within such limited

length to facilitate search, indexing, and detecting trends. By finding salient terms,

tasks such as summarization and text visualization become feasible. However, the

dynamic nature of social microblogs makes ranking a non-trivial task.

Microblogs have a dynamically changing content that needs specially designed al-

gorithms for keyphrase extraction. Descriptive keyphrases are keyphrases that signify

topics in a document and help differentiate it from other documents in the corpus.

However, the social aspects and evolution of topics in a social media genre make

it rather difficult to find keyphrases. Most keyphrase extraction algorithms do not

account for the temporal and social attributes for finding keyphrases since they are

designed for static documents corpora. Therefore, a number of interesting research

questions arise in social microblogs where topics change frequently. If the content is

dynamically changing, then can we rely on conventional keyphrases extraction ap-

proaches? How can we account for the temporal and social attributes in social media

for keyphrase extraction?

In this chapter, we present a hypergraph-based algorithm, called HG-Rank, that

is capable of modeling temporal and social aspects in addition to discriminative

weights. A hypergraph is a generalized notion of graph where edges have a set of

vertices, called hyperedges, instead of two nodes. We define a lexical hypergraph

where vertices are distinct words and hyperedges are short documents that contain

1https://twitter.com/twitter/status/281051652235087872
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the words. We model the temporal and social attributes of documents as hyperedge

weights to reflect the attributes over the document’s keywords, and we model discrim-

inative term weights as vertex weights to give the model the ability of recognizing

topical terms. We design a weighted random walk over the hypergraph to measure

the centrality of keywords taken into account all the aforementioned features.

To rank vertices in a hypergraph, we generalize a probabilistic random walk suit-

able for a weighted hypergraph structure. The surfer considers the weights of both

vertices and hyperedges for transitioning. The intuition is that the surfer will prefer

words that has the following properties. The words belong to a recent document,

and they exist in a document that has attracted social users, for instance re-tweet in

Twitter. Additionally, the words themselves are topical discriminative words that are

capable of finding accurate keyphrases. To extract keyphrases in a post-processing

step, we extract all noun phrases using their part-of-speech tags and re-rank them

based on their constituent words’ ranks. Finally, we extract the top n phrases to be

keyphrases.

The contribution of this chapter can be summarized as follows:

• We propose a new hypergraph approach to jointly model temporal and social

features within the hypergraph structure. This model is capable of recognizing

the importance of time and social features that are important in a dynamic

genre.

• The hypergraph-based HG-Rank algorithm is the first graph-based approach

that considers the high-order relation between words instead of a pair-wise re-

lation as in conventional graph-based keyphrase extraction.

• We evaluate our approach with two different data sets Twitter and Opinosis.

We show the effect of each dimension on the task of keyphrase extraction.

The rest of the chapter is organized as follows. A discussion of the related work is
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in Section 7.2. The proposed approach will be thoroughly explained in Section 7.3.

Section 7.4 will describe the data and experimental results. The chapter summary is

in Section 7.5.

7.2 Related Work

Our work is related to three different research areas where we try to bridge them for

the task of keyphrase extraction: temporal and social aspects for keyphrase extrac-

tion, graph-based keyphrase extraction, and hypergraphs.

The emergence of social networks has motivated researchers to examine the inclu-

sion of temporal and social dimensions into search [153][73][60], summarization[134][123],

and keyphrase extraction[157][42]. Yu et al.[153] proposed to combine the temporal

dimension into a PageRank[17] approach for ranking research publications consid-

ering their publication time. Wan[134] proposed a time-aware summarization algo-

rithm over a lexical graph. A probabilistic approach for personalized temporally

aware tweets summarization is proposed in [115] For including social aspects, Zhao et

al.[157] proposed to do keyphrase extraction while they used an interestingness score

for capturing social attribute. A multi-document summarizer that takes into account

social features is proposed in [85]. Moreover, a lexical graph expansion for keyphrase

extraction through social hashtags is shown in [8].

A number of graph-based keyphrase extraction approaches have been proposed.

TextRank[99], LexRank[37], NE-Rank[9], SingleRank[136], and TopicRank[16]. These

algorithms leverage a random walk to calculate the centrality of either words or sen-

tences. However, they all use graphs not hypergraphs.

Hypergraph random walks have been proposed in [159][6]. We further extended

the aforementioned approaches in this work to include vertex weights. Wang et

al.[139] proposed to use a semi-supervised ranking approach based on Zhou et al.[159]
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𝐷1:Barack Obama is the president of the United States
𝐷2:Barack Obama’s health care

Documents Hypergraph

Barack

Obama

President

United

States
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e2

e1

Figure 7.1: An example of a lexical hypergraph of two short documents

for ranking sentences which they used for text summarization. Li et al.[70][71] pro-

posed a semi-supervised keyphrase ranking over hypergraphs based on Zhou et al.[159]

definitions. They proposed using semantic connection between phrases(vertices) to

form hyperedges using external knowledge sources as in Wikipedia. Our work is differ-

ent in the following matter: we used a completely unsupervised approach for ranking

keywords instead of sentences or phrases, we proposed a new weighted random walk

that uses both hyperedges and vertices weights, and we included temporal and social

attributes in the ranking.

7.3 HG-Rank

The HG-Rank model captures dynamically keyphrases using a hypergraph structure

where it is possible to inherently model social and temporal features. These features

are embedded as a hyperedge weight that represents a specific short document. In

essence, we model each short text document di as a bag-of-words model with distinct
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keywords di = {k1, k2, ..., ks}. A collection of documents D = {d1, d2, ..., dn} is then

represented as a lexical hypergraph in the following manner. We represent each short

document as a hyperedge, and each distinct keyword as a vertex. An example is

shown in Figure 7.1

In this section, we will describe the HG-Rank algorithm in more depth. First,

the calculation and insertion of the temporal and social attributes are going to be

explained. Second, the discriminative words’ weights represented as vertex weights

will be explained. Third, we will define the random walk ranking approach on the

lexical hypergraph to rank words. Finally, we will discuss our approach on extracting

keyphrases.

7.3.1 Modeling Temporal and Social Features

Temporal attributes in a dynamic genre as a microblogging social network or news

trends is an important dimension to understand evolving topics and keyphrases. We

measure the temporal effect as a ranking function for short documents. The more

recent the document, the higher the temporal rank will be. Similar to [153][134], we

measured the temporal effect as the following:

Rtime(di) = Q(c−yi)/24 (7.1)

where c and yi denote the current time in hours and the document di publication time

in hours, respectively. (c − yi) is the time interval between current and publication

time in hours. We divide by 24 to show the difference of publication time and current

time in number of days. Q is a decay rate parameter with values 0 < Q < 1.

Moreover, the Q value is inversely proportional to favoring recent documents. When

Q is closer to 0, the ranking favors very recent documents over old ones. On the other

hand, when Q is closer to 1, the ranking is less focused on new documents. In our
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experiments, we set Q to 0.5.

For the social effect, we measure the social dimension of documents as a ranking

function. The more popular or shared the document, the higher the social rank will

be. For example in Twitter, tweets that are re-tweeted frequently should be more

important than a tweet without re-tweets. This is similar to other social networks

with the ”like” feature as in Facebook or product reviews. We calculate the social

ranking as follows:

Rsocial(di) =
si + 1∑
e(se + 1)

(7.2)

where si is the counter of social feature (counts of re-tweet or likes) for document di.∑
e se is the sum of all social features across all documents (total number of re-tweets

for example). Moreover, we added one smoothing to avoid canceling out documents

with no social attributes.

Now we tie both temporal and social features together in one ranking function as

follows:

w(di) = λRsocial(di) + (1− λ)Rtime(di) (7.3)

λ is a weighting parameter indicating the tradeoff between social and temporal ranking

with 0 < λ < 1. We experimented with different values for λ which will be discussed

in the experiment section. The final documents’ rank w(di) will be embedded in the

hypergraph as a hyperedge weight to reflect documents’ importance over keywords.

The intuition behind embedding temporal and social features in the ranking scheme

is that they are essential for capturing keyphrases in a dynamic genre. In a dynamic

genre, as in Twitter, the content rapidly changes with time. Hence, the keyphrases

tend to change as well. Conventional keyphrase extraction algorithms do not consider

the time dimension in finding keyphrases which make them insufficient for the task.
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Moreover, the social aspect is important to capture keyphrases of trendy topics that

social network users find interesting. An interesting topic in social media will more

likely be searched compared to other topics which makes it important to find its

keyphrases. We will discuss vertex weights in the next section.

7.3.2 Modeling Discriminative Weights as Vertex Weights

Graph-based approaches base the ranking on the relational structure of co-occurring

words. Such ranking is great on capturing the semantic relation between words. How-

ever, there is no evidence that graph-based ranking approaches are able to capture

discriminative words. To enhance the hypergraph-based ranking algorithm, we use a

discriminative weighting scheme tf-idf as vertex weights before we start the random

walk. This injection of tf-idf weights will add a discriminative perspective for calcu-

lating the rank through a random walk approach. However, when applied to short

text documents, tf-idf fails to capture descriptive terms due to sparsity of features

(short length). To circumvent the sparsity problem, we aggregate short documents

to a virtual larger ones and then calculate tf-idf scores. A larger virtual document

δ is a set of smaller documents d which is defined as δt = {d1, d2, ..., dn}. In Section

7.4.3, different approaches for aggregation are described in more depth. We measure

the normalized tf-idf over the larger documents being the set of D = {δ1, δ2, ..., δn}.

The tf-idf is measured as follows:

w(vi, δ)tf-idf =
tf(vi, δ)

Nw

· log N

df(vi)
(7.4)

where tf(vi, δ) as the term frequency on the document δ and Nw is sum of all words

occurrences in document δ for normalization. N is the number of documents in the

larger document set D, and df(vi) is the number of larger documents in D that contain

the term vi. We will discuss the hypergraph proposed random walk and the ranking
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algorithm HG-Rank in detail in the next section.

7.3.3 HG-Rank: Ranking in Lexical Hypergraph

After building the hypergraph with all the feature weights, we rank vertices using the

proposed general random walk discussed in Chapter 6. The random walk considers

the weights of the vertices as well as the weights of the hyperedges when traversing the

hypergraph. We refer to our ranking approach with temporal and social features for

hyperedges and discriminative keywords weighting for vertices as HG-Rank. The

random walk will favor vertices that has the following characteristics: the vertex

represent a word that is a topical discriminative word, and it belongs to a recent post

and high social score(hyperedge). This ranking approach takes into consideration

more indicator than the textual data, and avoid the problem of short document

length.

7.3.4 Extracting Dynamic Keyphrases

We tag keywords with their Part of Speech(POS) tags. Then, we extract keyphrases

that are noun phrases since it has been shown that most keyphrases annotated by

human happen to be noun phrases[57][86][136]. We look for patterns as adj+nouns

or all nouns and filter out the rest. Then, we have a candidate list of keyphrases

based on the syntactic filtering that needs to be ranked. A keyphrase ph is modeled

as a collection of keywords k as ph = {k1, k2, ..., kn}. To rank a keyphrase, most

approaches aggregate the ranks of the keywords as follows:

R(ph) =
∑
ki∈ph

R(ki) (7.5)
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However, such approach will be biased towards longer phrases. To overcome such

bias, we normalized based on the length of the keyphrase as follows:

R(ph) =

∑
ki∈phR(ki)

n
(7.6)

where n is the keyphrase length. Moreover, we removed phrases that cross over

syntactic boundaries as they cannot be a comprehensible keyphrase. We also removed

any keyphrase that appears less than f times. We experimented with different values

of f and found out that f = 5 shows the best keyphrases in our data. Next we will

describe the experimental design in depth and all comparisons.

7.4 Experiment

This section explains the experimental setup for the hypergraph ranking framework

HG-Rank. The effectiveness of our approach is demonstrated by conducting several

experiments comparing our method to different baselines. First, the data sets used

in this experiment are explained thoroughly. Second, the necessary preprocessing

steps are illustrated in detail. Third, the experimental setup is laid out. Finally, the

experimental results and discussion of results are discussed and examined.

7.4.1 Data Sets

We used two different data sets that contain only short text documents. The charac-

teristics of the two data sets are explained as the following:

• Twitter. We collected a corpus of tweets which contains, after filtering, 80,231

tweet posts. We collected tweets in the time frame from April 1, 2013 to April

30, 2013. We filter out all non-Latin characters tweets. Afterwards, we deleted

any non-English tweets by classifying a tweet to be non-English if there is less

than 5 English words. Moreover, we discarded any tweet with less than 3
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words as it does not show any topic relevance. Moreover, the corpus contains

19,613 hashtags in total. We clustered the data set into topics to extract topical

keyphrases for each topic separately as such approach makes evaluating the ex-

tracted keyphrases easier than extracting keyphrases from a randomly collected

tweets. We clustered the tweets into five topics, each topic contains roughly

15-20K tweets and a vocabulary that ranges between 702 and 1372. To extract

keyphrases from each topic, we build a hypergraph for each topic separately.

• Opinosis. We used a public short review data set called Opinosis2 collected by

Ganesan et al.[41]. The data set contains short reviews, a sentence long, about

products collected from TripAdvisor, Amazon, and Edmunds. The data set

contains 51 topics about a number of different products. For each topic, there

is approximately a 100 short review snippet. A golden summary for each topic is

created to summarize the reviews. There are five different golden summaries for

each topic created by human workers from Amazon Mechanical Turk (MTurk)3.

We used three different topics to quantitatively test our algorithm with other

baselines which are Windows 7 features, iPod video, and Amazon’s kindle price.

For each topic, we build a hypergraph that corresponds to approximately 100

short documents(hyperedges) and a vocabulary ranging between 302 and 534

representing vertices.

7.4.2 Preprocessing

Preprocessing is an essential step in text mining tasks in general. In extracting

keyphrases, the preprocessing is needed to measure the salient scores accurately. The

amount of preprocessing differs significantly depending on the genre of the corpus. In

a social microblogging environment as in Twitter, the preprocessing step is of vital

2http://kavita-ganesan.com/opinosis-opinion-dataset
3www.mturk.com
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importance. The challenge with colloquial textual content is an enormous obstacle in

performing keyphrase extraction with Twitter posts. For instance, tweets can have

misspelled words, strange capitalization, and wrong punctuations. For more detail we

refer the reader to Eisenstein’s survey on languages in social media [33]. Therefore,

we did in an extensive preprocessing to tweets.

We first removed any URL links from tweets since we are focusing on the textual

content. Moreover, we also removed emoticons and smileys since they do not have

any topical relevance. Also, Twitter’s special characters and usernames were removed

as in the preceding hashtag sign # and usernames with @username. Tweets that

start with the @username are generally considered replies and have a conversational

nature more than topical nature. Therefore, we have removed any tweet that starts

with @username to focus on topical tweets only. Another challenge is the usage of

Internet phrasal abbreviation such as LOL (laugh out loud), ikr (I know right). We

leverage the Internet Slang4 dictionary in an effort to transform the text to standard

English. All the aforementioned techniques can help improve the accuracy of the POS

tagger.

Syntactical tagging, as in POS, for conversational content found on tweets can

be very difficult. Most standard taggers fail to correctly tag colloquial text. For

instance, the misuse of capitalization can make the tagger incorrectly tag nouns or

verbs as a proper noun simply because the token is out of the vocabulary(OOV).

To tackle such difficulties, we have leveraged a state-of-the-art POS tagger5 designed

specifically for tweets [106]. The tagger designed at Carnegie Melon University is

capable of accurately tagging tokens in a noisy genre as in Twitter. Moreover, the

tagger is capable of identifying tags regardless of the capitalization misuse or the

strange orthography of text, for example repeating letters for emphasis as in ’soooo.’

After tagging the tweets, we focused on selecting nouns and adjectives only since

4http://www.noslang.com/dictionary/full/
5http://www.ark.cs.cmu.edu/TweetNLP/
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they are the base for noun phrases. We finally removed stopwords and stemmed the

tokens.

The final step of preprocessing was to remove all stopwords from tweets since they

do not have any topical influence. Punctuations were removed as well. Moreover, all

capitalized tokens were converted to lower case. We lastly stemmed the tokens to

get an accurate feature measure of words. We used the Porter stemmer6 to stem our

corpus.

For the Opinosis data set, we removed stopwords, punctuations, and stemmed the

text. We also convert the tokens to lower case.

7.4.3 Experimental Setup

In this section, we will describe the experimental setup that was used for both data

sets to compare our model with other baselines. First, we will describe the setup

used for the Twitter data set. Then, we will explain the setup for the Opinosis review

data.

Since there is no apparent golden labels to test against with tweets, we designed

an empirical experiment to test keyphrase extraction in tweets. A phrase is gen-

erally considered a keyphrase if it represents a topic in the document. Therefore, it

impossible to extract keyphrases without knowing the topics in the document. Know-

ing the topics will help in assessing if a highly ranked phrase is indeed a keyphrase.

Therefore, the experiment is designed into different steps. (1) Identify major top-

ics in documents (tweets) as this will help in evaluating the representativeness of

keyphrase. (2) Test if any top-ranked phrase represents its major topic in documents.

Given that keyphrases describe the major topics in a document, we use a statisti-

cal topic model known as latent Dirichlet allocation (LDA)[14] to first extract the

main topics in documents using a new twitter representation that improves the topic

6http://tartarus.org/martin/PorterStemmer/
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model with short documents. Second, we use LDA’s topic words in a search engine

to search these topics to generate gold-label phrases. Finally, we test and compare all

the ranking baselines using the search results from the major topics in Twitter and

golden summaries in Opinosis separately.

LDA is a generative statistical model that helps finding a set of unobserved groups

using some observed sets. When applied to text, the observed sets are words in

documents where the unobserved groups (latent) are topics of co-occurring words.

By finding the mixture of topics using statistical inference as in Gibbs sampling,

we get two posterior distributions: P (w|k) the probability of words under each topic,

and P (k|d) the probability of topics under each document. We first start by assigning

each word to a K topic. Then, for each word w in each document d, we reassign the

initial topic of the word as follows:

Pt(w) = P (w|k)P (k|d) (7.7)

where P (w|k) is the probability of the word w being assigned topic k from all doc-

uments. P (k|d) is the probability of words in the document d that are assigned to

topic k. Pt(w) is the probability of the new topic assignment. After a number of

update iterations over the words, the posterior topic distributions get more accurate.

However, when applied to short length documents as in tweets, a new challenge arises

since there is not enough observed sets (words) in each document to infer latent top-

ics. Therefore, we remodel the documents structure to improve LDA in our data and

get meaningful topics.

Given a collection of tweets T = {τ1, τ2, ..., τn}, there is an abundant number of

hashtags H = {h1, h2, ..., hn} appearing in tweets. Instead of treating each tweet as a

document, we aggregate tweets using hashtags to form a large virtual document for

each hashtag dh = τ1h + τ2h + ... + τnh where each dh is a concatenation of tweets.
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Figure 7.2: Comparison between LDA with Short Documents Compared to Aggre-
gated Documents (↓)

We used the top five frequent hashtags to aggregate tweets. If a tweet contains two

different topical hashtags, it will be added to both topics. Therefore, the documents

set will be defined as Dh = {dh1, dh2, ..., dhn} containing all words from a large group

of tweets for each document. After enhancing the document representation, we can

apply LDA to learn topics and their posterior ranking more efficiently. In Figure 7.2,

we show a significant improvement in perplexity for LDA when using the aggregated

documents. Perplexity measures how well the statistical model can be generalized(

lower is better). In Table 7.1, we show the top 10 ranked word for |K| = 5. Similar

approaches for improving LDA in short text documents are found in [96].

To test the hypergraph ranking, we would need to have a reference set that sum-

marize topics within each dh document. The idea is to use a search engine by using

the top words, from LDA, for each topic as a query. We used Google to generate

the result snippets by setting the search at the same duration as the tweets which is

April, 2013. Once the search snippets (top 50 snippet) for each topic are collected, we
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Table 7.1: Top 10 Words of Five Topics
Topic 1 Topic 2 Topic 3 Topic 4 Topic 5

super health obama gun social

bowl care barack control media

jar law presid peopl market

utc congress agenda stricter dimens

box favor buchanan grip roi

fuse news cien sens twitter

look work con great amp

good alli cumpl america use

beyonc amp mandato anti current

black job congress common post

store them. Then we assign each document to its major topics only. For instance, any

topic that is higher than P (k|d) = 0.5 is considered a major topic and is then chosen.

Those search results collected from the major topics are considered references. We,

then, search for keyphrases in those topical references. If a keyphrase is included in

snippet of any major topic, we consider it a hit, otherwise it is a miss.

For the Opinosis review data, we compared the extracted keyphrases from short

review documents with the golden summaries provided with the data set. We consider

a keyphrase correct if it appears in any short golden summary. There is approximately

5 golden summaries for each topic.

A number of different baseline algorithms are implemented and used to test the

validity of the proposed approach:

• tf-idf each post is a document, and each topic collection is a reference corpus.

• TextRank[99] builds a graph of words with sliding window w = 2. Edge

weights are the frequency of co-occurring relation.

• TimedTextRank[134] builds a graph of words similar to TextRank. The rank-

ing is, however, multiplied by a time function over the destination node.

• NGTS(Graph with Time and Social) A normal lexical graph similar to

TextRank. However, the edge weights are the summation of temporal and social
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function over all documents that contain the pair of words u and v (instead of

frequency of co-occurrence)

• NE-Rank[9] A normal lexical graph similar to TextRank. However, the ranking

takes into account node and edge weights. Node weights are tf-idf and edge

weights are the frequency of co-occurrence. It also considers node weights when

the random walk teleports to a random node.

7.4.4 Experimental Results and Discussion

To compare all the baselines used in this experiment, we quantitatively measure their

performance using a precision evaluation metric. We compare them to the golden

labels defined in the previous section. Specifically, we consider the keyphrase to be

correct if it appears in the golden set. Precision helps identify the accuracy of the

extracted results. Since we are evaluating a ranking system, we measure precision at

the top 10, 15, and 20 ranked keyphrases. Precision is measured as follows:

Precision =
Kcorrect

Kextracted

(7.8)

Where Kcorrect is the number of correctly extracted keyphrase, and Kextracted is the to-

tal number of extracted keyphrase. In the following, we will discuss the experimental

results with balancing social and temporal attributes and how it affects the ranking.

Then, we will describe the improvements HG-Rank has over other approaches.

However, the precision metric only considers how many correct keyphrases ex-

tracted regardless of the order within the top list of extracted keyphrases. Therefore,

we also measure the Binary Preference Measure Bpref [19]. Bpref will penalize the

system if incorrect keyphrases ranked higher than correct keyphrases. Bpref is mea-

sured as the following:
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Table 7.2: Keyphrase Extraction Experimental Results for Twitter using Precision
P@10 P@15 P@20

tf-idf 0.28 0.26 0.24

TextRank 0.52 0.39 0.28

TimedTextRank 0.54 0.424 0.32

NGTS 0.48 0.40 0.32

NE-Rank 0.56 0.426 0.32

HG-Rank 0.64 0.49 0.40

Table 7.3: Keyphrase Extraction Experimental Results for Opinosis using Precision
P@10 P@15 P@20

tf-idf 0.36 0.28 0.28

TextRank 0.53 0.42 0.35

NE-Rank 0.60 0.46 0.36

HG-Rank 0.66 0.57 0.46

Bpref =
1

|R|
∑
r∈R

1− |n ranked higher than r|
|R|

(7.9)

where |R| is the number of correct keyphrases within extracted keyphrases in a

method, and where r is a correct keyphrase and n is incorrect keyphrase.

To examine the effect of social and temporal attributes when combined into the

hypergraph ranking scheme, we experimented with different values for λ in Formula

7.3. By varying the value of λ, we can analyze the tradeoff between the two attributes

in precision. Figure 7.3 shows the different λ values experimented with. The best

value for λ is 0.5 which means equal contribution of temporal and social features in

our data. It is interesting to notice that when λ = 1, meaning only social attributes

were taken into the ranking, the performance deteriorates considerably. It could mean

that popular content is not necessary of a topical value to the corpus. However, more

experiments are needed to widen our understanding of what are the best features for

topical keyphrase extraction in a dynamic genre as Twitter. Next, we move on to

describe the full evaluation of both data sets.

116



●

●

●

●

10 15 20 25

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

●

●

● ●

Number of Top Keywords

P
re

ci
si

on

●

●

λ = 0
λ = 0.5
λ = 0.8
λ = 1

Figure 7.3: Different Effect between Temporal and Social Attributes

To evaluate the ranking performance for all baselines, we performed the evaluation

measure for both data sets as the following. For Twitter, we first build the lexical

hypergraph for each hashtag topic corpus dh = τ1h + τ2h + ... + τnh. We chose the

top 5 frequent topical hashtags and performed keyphrase extraction separately. We

measured the precision and Bpref for each topic. In Table 7.2, we show the average

precision from all topics. Table 7.4 shows the average Bpref for the Twitter data. In

the Opinosis review data set, we build the lexical graphs for each topic. Since there

is no meta data with the reviews as time or social features, we regard the hyperedge

weight to be 1 for all short documents to test the hypergraph ranking only. We chose

3 topics mentioned early to quantitatively measure the improvements. We show the

average precision of three topics in Table 7.3, and average Bpref in Table 7.5.

In the Twitter data, the proposed hypergraph-based approach HG-Rank out

performed all other baselines. Specifically, HG-Rank improved the results in the

top 10 results over closest baseline, NE-Rank, by 14% and 7% improvements using

precision and Bpref, respectively. The improvement shows the importance of mod-
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Table 7.4: Keyphrase Extraction Experimental Results for Twitter using Bpref
Bpref@10 Bpref@15 Bpref@20

tf-idf 0.66 0.42 0.40

TextRank 0.744 0.74 0.74

TimedTextRank 0.748 0.67 0.67

NGTS 0.742 0.71 0.71

NE-Rank 0.76 0.75 0.75

HG-Rank 0.82 0.82 0.82

Table 7.5: Keyphrase Extraction Experimental Results for Opinosis using Bpref
Bpref@10 Bpref@15 Bpref@20

tf-idf 0.61 0.61 0.61

TextRank 0.88 0.78 0.78

NE-Rank 0.82 0.80 0.80

HG-Rank 0.94 0.82 0.82

eling the high-order co-occurrence relationship using a lexical hypergraph compared

to modeling just a pair of words for graph edges. Moreover, the temporally-aware

ranking HG-Rank showed improvement over other temporal-aware approaches as in

TimedTextRank[134] and NGTS. Similar improvements are demonstrated for the top

15 and top 20 keyphrases.

For the Opinosis data, HG-Rank showed improvement over all baselines as well.

Improvements in the top 10 over the second best baseline, NE-Rank, were 10% in

precision and 14% in Bpref. Moreover, similar improvements were found in the top

15 and top 20 keyphrases. Even though no hyperedge weights were used for this data

set as in temporal and social attributes, the hypergraph model has shown to increase

both precision and Bpref scores which shows the robustness of the proposed model.

The HG-Rank has shown the best precision and Bpref results across all base-

lines for a variety of reasons. The hypergraph model is more capable in capturing the

high-order co-occurrence relation that is beyond the pair-wise word relations in con-

ventional graph-based algorithms. This shows that a group of more than two words

that co-occur together are indeed important for ranking and extracting keyphrases.

Moreover, the embedding of the social and time features has shown to improve the
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Figure 7.4: Different Plotting for Unigram Vs. Bigram Hypergraphs in Twitter Data:
(a) shows the comparison using topic Obama’s tweets, (b) shows the comparison using
Health Care’s tweets
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Figure 7.5: Different Plotting for Unigram Vs. Bigram Hypergraphs in Opinosis
Data: (a) shows the comparison results in topic ”Windows 7 Features”, (b)shows the
comparison results in topic ”Kindle Price”
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results in the Twitter data. The social aspect emphasizes what users in a social

network favor, and the temporal aspect make the ranking more focused on recent

data given the fast-paced nature of Twitter. The hypergraph structure gives us the

possibility of explicitly modeling these document information. Therefore, all of the

aforementioned approaches to ranking have improved the precision and Bpref. Fi-

nally, the inclusion of vertex weights also has contributed to the improvements. A

discriminative weighting approach as tf-idf helps in insuring the purity of keyphrases

for each topic where words that tend to occur in a lot of topical documents, will be

penalized.

7.4.5 Unigram Vs. Bigram Hypergraph

In order to gain insights into how to best construct the lexical hypergraph for keyphrase

extraction, we build two different lexical hypergraphs and compare their keyphrase

ranking results. First, we build a hypergraph where every vertex represents a single

word (unigram) and used HG-Rank to rank words, which is followed by collapsing

adjacent words into keyphrases and re-rank phrases as in Formula 7.6. Second, we

build another hypergraph where every vertex is a phrase (bigram) and used HG-

Rank for ranking phrases. In Figure 7.4, we show the comparison between the two

choices using two different topics from the Twitter data. Similarly, Figure 7.5 shows

the difference between bigram hypergraph and unigram hypergraph in the Opinosis

data. The keyword (unigram) hypergraph showed improved results over the bigram

model in all data sets which indicates that the co-occurrence between words is more

plausible than co-occurrence between phrases in short documents. Given the short

length and context, the co-occurrence relation between bigrams might be sparse and

less informative compared to unigrams (words). Since the intuition behind the hyper-

graph ranking is to leverage the high-order co-occurrence relation, the choice between

unigrams and bigrams is critical for accurate ranking results.
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7.4.6 Unweighted Vs. Weighted Hypergraphs

A major distinction between our hypergraph ranking scheme and other graph-based

ranking is the ability to combine multiple ranking approaches and embed them in

weights on vertices and hyperedges. These weights influence the ranking and add more

knowledge that the graph structure lacks; for example, the discriminative weights as

in tf-idf, temporal data of documents, and social attributes. In this section, we verify

the effectiveness of our approach in keyphrase ranking. Specifically, we compare

unweighted and weighted hypergraphs and their random walks, respectively. First,

an unweighted hypergraph is built for each topic, and the corresponding unweighted

random walk in Formula 6.9[6] is used to rank vertices. Second, a hyperedge-weighted

hypergraph is built for each topic and the hyperedge weight is the social and temporal

attribute, as in Formula 7.3, and the hyperedge-weighted random walk in Formula 6.10

[159] is used to rank vertices. Third, a hyperedge-and vertex-weighted hypergraph

is built where vertices have discriminative weights as defined in Section 7.3.2, and

hyperedges have the social and temporal weights.

In Figure 7.6, we show different results for all three hypergraphs. The proposed

vertex and hyperedge-weighted hypergraph outperforms all other approaches and in-

dicates the effectiveness of the weighted approach. The reason for the gain in accuracy

with the fully weighted hypergraph is the fact that it provides the ability to combine

multiple ranking approaches into graph-based ranking. This combination gives the

advantage of supplementing the graph-based approaches with other methods which

the traditional graph-based approaches lack. For example, the ability to measure the

discriminative nature of words is very important for finding topical words which makes

combining discriminative approach as in tf-idf with relational graph-based approach

a promising direction.
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7.5 Chapter Summary

In this chapter, we have proposed a hypergraph-based ranking algorithm suitable

for short text documents in social media genre. We modeled distinct keywords as

vertices and their documents as hyperedges in a lexical hypergraph. Moreover, we

jointly modeled temporal and social features in the hypergraph to adapt keyphrase

extraction with the dynamic nature of social media. Additionally, we supplement

the hypergraph with discriminative weights in the vertices to enhance the random

walk approach. Then we proposed a new probabilistic random walk that considers

both vertices and hyperedges weights. We have leveraged a state-of-the-art POS

tagger for Twitter data to capture syntactic tags accurately from the noisy text. We

demonstrated the effectiveness of our hypergraph approach over two data sets which

showed promising results.
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Chapter 8: Plans for Future Research

This chapter describes the future plans for extending the research in this thesis. A

number of interesting directions could be taken to further advance the keyphrase

extraction research. For example:

• In the lexical graph expansion with hashtags, we plan to investigate more ad-

vanced approaches for building the auxiliary set. For instance, using supervised

methods and machine learning to classify tweets in the auxiliary set based on

their relevancy to the target topic. Choosing an auxiliary tweets with higher

similarity will lead to improved results. Moreover, we plan to investigate differ-

ent sources for expanding the graph, as in web URL embedded in tweets.

• In the hypergraph approach, we plan to study the temporal and social dimension

even further to infer which is more suitable for dynamic keyphrase extraction.

Moreover, we plan to study if the authority of users can influence the extracted

keyphrases. For example, to investigate if authoritative users have higher influ-

ence on the content.

• Another interesting direction is to extend our approaches for temporal and

social keyphrase extraction to a streaming algorithm that is capable of inferring

keyphrases on real-time. Such approach will give an interesting view in the

evolution of topics and their keyphrases.

• We plan to investigate query-focused keyphrase extraction by using a topic-

biased ranking over the hypergraph. Such approach will help in problems as in
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question answering.

• Finally, we plan to use our ranking models for related problems as in text

summarization. By ranking sentences or passages instead of words, we can

easily extend our approaches to summarization.
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[105] Jahna Otterbacher, Güneş Erkan, and Dragomir R. Radev. Using random
walks for question-focused sentence retrieval. In Proceedings of the conference
on Human Language Technology and Empirical Methods in Natural Language
Processing, HLT ’05, pages 915–922, Stroudsburg, PA, USA, 2005. Association
for Computational Linguistics.

[106] Olutobi Owoputi, Brendan O’Connor, Chris Dyer, Kevin Gimpel, Nathan
Schneider, and Noah A. Smith. Improved part-of-speech tagging for online
conversational text with word clusters. In Proceedings of the 2013 Conference
of the North American Chapter of the Association for Computational Linguis-
tics: Human Language Technologies, pages 380–390, Atlanta, Georgia, June
2013. Association for Computational Linguistics.

[107] Jaehui Park, Tomohiro Fukuhara, Ikki Ohmukai, Hideaki Takeda, and Sang-
goo Lee. Web content summarization using social bookmarks: a new approach
for social summarization. In Proceedings of the 10th ACM Workshop on Web
Information and Data Management, WIDM ’08, pages 103–110, New York, NY,
USA, 2008. ACM.

136



[108] Youngser Park. Anomaly Detection in Time-series of Graphs and Hypergraphs
Using Graph Features. PhD thesis, The George Washington University, Wash-
ington, DC, USA, 2011. AAI3445387.

[109] Youngser Park, C Priebe, D Marchette, and Abdou Youssef. Anomaly detection
using scan statistics on time series hypergraphs. In Workshop on Link Analysis,
Counterterrorism and Security (LACTS) 2009, SIAM International Conference
on Data Mining, 2009.

[110] Mari-Sanna Paukkeri, Ilari T Nieminen, Matti Pöllä, and Timo Honkela. A
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Frank. Crimewalker: a recommendation model for suspect investigation. In
Proceedings of the fifth ACM conference on Recommender systems, RecSys ’11,
pages 173–180, New York, NY, USA, 2011. ACM.

[128] Takashi Tomokiyo and Matthew Hurst. A language model approach to
keyphrase extraction. In Proceedings of the ACL 2003 workshop on Multiword
expressions: analysis, acquisition and treatment - Volume 18, MWE ’03, pages
33–40, Stroudsburg, PA, USA, 2003. Association for Computational Linguistics.

[129] Hanghang Tong, Christos Faloutsos, and Jia-Yu Pan. Fast random walk with
restart and its applications. In Proceedings of the Sixth International Conference
on Data Mining, ICDM ’06, pages 613–622, Washington, DC, USA, 2006. IEEE
Computer Society.

138



[130] George Tsatsaronis, Iraklis Varlamis, and Kjetil Nørv̊ag. Semanticrank: rank-
ing keywords and sentences using semantic graphs. In Proceedings of the 23rd
International Conference on Computational Linguistics, COLING ’10, pages
1074–1082, Stroudsburg, PA, USA, 2010. Association for Computational Lin-
guistics.

[131] Peter D. Turney. Learning algorithms for keyphrase extraction. Information
Retrieval, 2(4):303–336, May 2000. Kluwer Academic Publishers.

[132] Lucy Vanderwende, Hisami Suzuki, Chris Brockett, and Ani Nenkova. Beyond
sumbasic: Task-focused summarization with sentence simplification and lexical
expansion. Information Processing and Management, 43(6):1606–1618, Novem-
ber 2007. Pergamon Press, Inc.

[133] Santosh Vempala. Geometric random walks: a survey. MSRI volume on Com-
binatorial and Computational Geometry, 2005.

[134] Xiaojun Wan. Timedtextrank: adding the temporal dimension to multi-
document summarization. In Proceedings of the 30th annual international ACM
SIGIR conference on Research and development in information retrieval, SIGIR
’07, pages 867–868, New York, NY, USA, 2007. ACM.

[135] Xiaojun Wan and Jianguo Xiao. Collabrank: towards a collaborative approach
to single-document keyphrase extraction. In Proceedings of the 22nd Inter-
national Conference on Computational Linguistics - Volume 1, COLING ’08,
pages 969–976, Stroudsburg, PA, USA, 2008. Association for Computational
Linguistics.

[136] Xiaojun Wan and Jianguo Xiao. Single document keyphrase extraction using
neighborhood knowledge. In Proceedings of the 23rd National Conference on
Artificial intelligence - Volume 2, AAAI’08, pages 855–860. AAAI Press, 2008.

[137] Xiaojun Wan and Jianguo Xiao. Exploiting neighborhood knowledge for sin-
gle document summarization and keyphrase extraction. ACM Transactions on
Information Systems, 28(2):8:1–8:34, June 2010. ACM.

[138] Xiaojun Wan and Jianwu Yang. Single document summarization with docu-
ment expansion. In Proceedings of the 22nd National Conference on Artificial
intelligence - Volume 1, AAAI’07, pages 931–936. AAAI Press, 2007.

[139] Wei Wang, Furu Wei, Wenjie Li, and Sujian Li. Hypersum: hypergraph based
semi-supervised sentence ranking for query-oriented summarization. In Proceed-
ings of the 18th ACM conference on Information and knowledge management,
CIKM ’09, pages 1855–1858, New York, NY, USA, 2009. ACM.

[140] Xiaolong Wang, Furu Wei, Xiaohua Liu, Ming Zhou, and Ming Zhang. Topic
sentiment analysis in twitter: a graph-based hashtag sentiment classification
approach. In Proceedings of the 20th ACM International Conference on Infor-
mation and Knowledge Management, CIKM ’11, pages 1031–1040, New York,
NY, USA, 2011. ACM.

[141] Joe H Ward Jr. Hierarchical grouping to optimize an objective function. Journal
of the American statistical association, 58(301):236–244, 1963. Taylor & Francis.

139



[142] Jianshu Weng, Ee-Peng Lim, Jing Jiang, and Qi He. Twitterrank: finding topic-
sensitive influential twitterers. In Proceedings of the Third ACM International
Conference on Web Search and Data Mining, WSDM ’10, pages 261–270, New
York, NY, USA, 2010. ACM.

[143] Scott White and Padhraic Smyth. Algorithms for estimating relative impor-
tance in networks. In Proceedings of the ninth ACM SIGKDD international
conference on Knowledge discovery and data mining, KDD ’03, pages 266–275,
New York, NY, USA, 2003. ACM.

[144] Darrell Whitley. The genitor algorithm and selection pressure: why rank-based
allocation of reproductive trials is best. In Proceedings of the third international
conference on Genetic algorithms, pages 116–121, San Francisco, CA, USA,
1989. Morgan Kaufmann Publishers Inc.

[145] Ian H. Witten, Gordon W. Paynter, Eibe Frank, Carl Gutwin, and Craig G.
Nevill-Manning. Kea: practical automatic keyphrase extraction. In Proceedings
of the fourth ACM conference on Digital libraries, DL ’99, pages 254–255, New
York, NY, USA, 1999. ACM.

[146] Wei Wu, Bin Zhang, and Mari Ostendorf. Automatic generation of personal-
ized annotation tags for twitter users. In Human Language Technologies: The
2010 Annual Conference of the North American Chapter of the Association for
Computational Linguistics, pages 689–692, Los Angeles, California, June 2010.
Association for Computational Linguistics.

[147] Shasha Xie, Benoit Favre, Dilek Hakkani-tr, and Yang Liu. Leveraging sen-
tence weights in a concept-based optimization framework for extractive meeting
summarization. In Proceedings of 10th Annual Conference of the International
Speech Communication Association. Interspeech, pages 1503–1506, 2009.

[148] Duan Yajuan, Zhumin Chen, Furu Wei, Ming Zhou, and Heung-Yeung Shum.
Twitter topic summarization by ranking tweets using social influence and con-
tent quality. In Proceedings of COLING 2012, pages 763–780, Mumbai, India,
December 2012. The COLING 2012 Organizing Committee.

[149] Xiaohui Yan, Jiafeng Guo, Shenghua Liu, Xue-qi Cheng, and Yanfeng Wang.
Clustering short text using ncut-weighted non-negative matrix factorization.
In Proceedings of the 21st ACM international conference on Information and
knowledge management, CIKM ’12, pages 2259–2262, New York, NY, USA,
2012. ACM.

[150] Lei Yang, Tao Sun, Ming Zhang, and Qiaozhu Mei. We know what @you
#tag: does the dual role affect hashtag adoption? In Proceedings of the 21st
International Conference on World Wide Web, WWW’12, pages 261–270.

[151] Xintian Yang, Amol Ghoting, Yiye Ruan, and Srinivasan Parthasarathy. A
framework for summarizing and analyzing twitter feeds. In Proceedings of the
18th ACM SIGKDD international conference on Knowledge discovery and data
mining, KDD ’12, pages 370–378, New York, NY, USA, 2012. ACM.

140



[152] Zi Yang, Keke Cai, Jie Tang, Li Zhang, Zhong Su, and Juanzi Li. Social
context summarization. In Proceedings of the 34th International ACM SIGIR
Conference on Research and Development in Information Retrieval, SIGIR ’11,
pages 255–264, New York, NY, USA, 2011. ACM.

[153] Philip S. Yu, Xin Li, and Bing Liu. Adding the temporal dimension to search ”
a case study in publication search. In Proceedings of the 2005 IEEE/WIC/ACM
International Conference on Web Intelligence, WI ’05, pages 543–549, Wash-
ington, DC, USA, 2005. IEEE Computer Society.

[154] Fan Zhang, Lian’en Huang, and Bo Peng. Wordtopic-multirank: A new method
for automatic keyphrase extraction. In Proceedings of the Sixth International
Joint Conference on Natural Language Processing, pages 10–18, Nagoya, Japan,
October 2013. Asian Federation of Natural Language Processing.

[155] Weinan Zhang, Dingquan Wang, Gui-Rong Xue, and Hongyuan Zha. Advertis-
ing keywords recommendation for short-text web pages using wikipedia. ACM
Transactions on Intelligent Systems and Technology, 3(2):36:1–36:25, February
2012. ACM.

[156] Yongzheng Zhang, Nur Zincir-Heywood, and Evangelos Milios. Term-based
clustering and summarization of web page collections. In Advances in Artificial
Intelligence, pages 60–74. Springer, 2004.

[157] Wayne Xin Zhao, Jing Jiang, Jing He, Yang Song, Palakorn Achanauparp, Ee-
Peng Lim, and Xiaoming Li. Topical keyphrase extraction from twitter. In
Proceedings of the 49th Annual Meeting of the Association for Computational
Linguistics: Human Language Technologies, pages 379–388, Portland, Oregon,
USA, June 2011. Association for Computational Linguistics.

[158] Wayne Xin Zhao, Jing Jiang, Jianshu Weng, Jing He, Ee-Peng Lim, Hongfei
Yan, and Xiaoming Li. Comparing twitter and traditional media using topic
models. In Proceedings of the 33rd European conference on Advances in infor-
mation retrieval, ECIR’11, pages 338–349, Berlin, Heidelberg, 2011. Springer-
Verlag.

[159] Dengyong Zhou, Jiayuan Huang, and Bernhard Scholkopf. Learning with hy-
pergraphs: Clustering, classification, and embedding. Advances in neural in-
formation processing systems, 19:1601, 2007. MIT; 1998.

[160] Ding Zhou, S.A. Orshanskiy, Hongyuan Zha, and C.L. Giles. Co-ranking au-
thors and documents in a heterogeneous network. In Proceedings of the 7th
IEEE International Conference on Data Mining, pages 739–744, 2007.

141


