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Abstract of Dissertation

Data Analytics Over a Search Engine’s Corpus and
Aggregate Suppression

Search engines over document corpora typically provide keyword-search interfaces. Exam-

ples include search engines over the web as well as those over enterprise and government

websites. The corpus of such a search engine forms a rich source of information with

analytical interest to third parties, and the only available access to such information is by

issuing search queries through its interface.

To support data analytics over a search engine’s corpus, one needs to address two

main problems, the sampling of documents (for offline analytics) and the direct (online)

estimation of aggregates, while issuing a small number of queries through the keyword-

search interface. Existing work on sampling produces samples with unknown bias and

may incur an extremely high query cost. Existing aggregate estimation technique suffers

from a similar problem – the estimation error and query cost can both be large for certain

aggregates. In this dissertation, I propose novel techniques [83] which produce unbiased

samples as well as unbiased aggregate estimates with small variances while incurring a

query cost an order of magnitude smaller than the existing techniques.

Although current search engine’s corpus mining techniques can be effective and efficient,

they share a significant drawback that almost all of them require prior knowledge of a query
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pool - i.e., a pre-compiled small yet comprehensive collection of queries which, if all issued

through the search interface, can recall almost all documents in the corpus. The problem

with this requirement, as we shall show in this dissertation, is that it is extremely difficult,

if not impossible, to create a “good” query pool unless one has very specific knowledge

(e.g., size, topic, special terms used, etc.,) about the underlying corpus. On the other hand,

the only existing pool-free technique was designed to be a theoretical demonstration with

extremely high query costs and only AVG support (i.e., no SUM or COUNT queries).

In this dissertation, I develop QG-SAMPLER and QG-ESTIMATOR, two novel pool-free

techniques for estimating AVG, COUNT, and SUM queries over a search engine’s corpus.

The recent development of search engine’s corpus mining techniques allows third parties

to get big-picture aggregate information about the underlying corpus. This contradicts

the traditionally belief that, because of its highly-restrictive interface (i.e., keyword search

only, no SQL-style queries), a search engine serves its purpose of answering individual

keyword-search queries without disclosing big-picture aggregates. The disclosure of such

information may incur significant privacy concerns. I propose to consider a novel problem

of suppressing sensitive aggregates for enterprise search engines while maintaining the

quality of answers provided to individual keyword-search queries [84].

In short, in this dissertation, I first propose novel techniques to support data analytics over

a search engine’s corpus, then I try to solve a common drawback for both of the current

techniques - query pool creation. At last, from the perspective of a search engine’s owner,

I develop methods to preserve sensitive aggregate information while providing key word

search service. I demonstrate the effectiveness and efficiency of these novel techniques

through theoretical analysis and extensive experimental studies.
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Chapter 1

Introduction

A large number of enterprise and government websites provide keyword-search interfaces

over their documents and data which are otherwise hidden from the web. Many feature a

top-k interface - i.e., for a given search query, an underlying search engine returns at most k

documents matching1 the query, where k is a pre-determined number such as 100 or 1, 000.

If more than k documents in the corpus match the query, the query is said to overflow and

the search engine selects which k to return according to a scoring function (i.e., the top-k

highest scored documents are returned) which is usually proprietary and unknown by third

parties.

1.1 Sampling

We consider the problem of performing data analytics over a search engine’s corpus

by issuing search queries through its publicly available keyword-search interface. The

corpus of such a search engine forms a rich source of information of analytical interest to

1The existing work [13,14,16] considers single-word or phrase queries, each of which is defined
by a sequence of consecutive words (not just logical AND). Then, a document matches a query if
and only if the document contains the exact phrase as a substring. Nonetheless, as we shall show in
the paper, our proposed approach is generic to any query-document matching definition.
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third parties - e.g., market analysts, consumers and even competitors may wish to learn

about popular products by inferring the frequencies of documents at a manufacturer’s

website making references to such products. However such analytical information is not

directly available, and needs to be indirectly inferred by issuing search queries through the

keyword-search interface. The first data analytic task we shall address in this dissertation

is sampling.

• Sampling: The objective of sampling is to retrieve representative sample documents

from the corpus according to a pre-determined sample distribution. Note that

once the samples are retrieved, one can directly apply traditional (local) database

analytical processing techniques over the samples to estimate certain aggregates (e.g.,

AVG queries).

In this disseration, we propose a new sampler which is proven to be unbiased and more

effecient than previous samplers.

1.2 Aggregate Estimation

Sampling cannot answer COUNT or SUM requests. To address this problem, we have the

second data analytic task, aggregate estimation.

• Aggregate Estimation: Instead of retrieving document samples, the objective now is

to directly estimate the answer to a given COUNT, SUM or AVG aggregate query

(with or without selection conditions) by issuing queries through the keyword search

interface. Examples of aggregates include the average length of documents, the total

number of documents which includes a given keyword, etc.

In this disseration, we propose new aggregate estimators which are at least an order of

magnitude faster than previous aggregate estimators. we demonstrate the effeciency of the

new aggregate estimators by conducting experiments on a real-world search engine.

2



1.3 Mining without a Query Pool

Almost all existing search engine’s corpus mining techniques [13, 14, 83, 84] share a

common drawback that they assume prior knowledge of a rich collection of queries known

as the query pool. These pool-based techniques issue to the search engine a random sample

from the query pool to either retrieve sample documents or generate aggregate estimations.

An effective query pool has to meet two requirements simultaneously: 1. It should have a

good recall, which means if we issue all of the queries in the query pool, then most of the

documents in the search engine’s corpus could be returned. 2. The query pool has to be

small, which indicates that the query pool should only contain a minimum set of queries

necessary to achieve a high recall. A simple argument for this requirement is that underflow

queries can hardly contribute to a search engine’s corpus mining process, thus a query pool

containing a lot underflow queries will lead to significant query waste.

Unfortunately, it is very hard to create such a query pool without the knowledge of the

underlying corpus. To better serve the demands of real applications, we propose the idea

of query graph. By making simple random walks on the query graph, we can generate

query samples as well as estimating the size of the query graph. Such information serves

the demands of most of the current search engine samplers and aggregate estimators.

According to our experiments, our query-pool-free techniques outperform the only existing

pool-free sampler by orders of magnitude, and perform as well as the state-of-the-art pool

based samplers and aggregate estimators.

1.4 Aggregate Suppression

While a search engine is designed to answer individual search queries specified by its

customers, recent sampling-based techniques have been developed ( [13, 14, 83, 84]) that

allow third party applications to issue queries to the search interface (queries are randomly

3



selected from a query pool), and from the answers piece together big-picture aggregate

information about the underlying corpus. To address the search engine owners’ concerns

on sensitive aggregates, we propose to define and study a novel problem of search-engine

aggregate suppression. The target of search-engine aggregate suppression is to suppress a

third partys access to the sensitive aggregates over a search engines corpus while protecting

the utility of the search engine to normal users.

There are quite a few different approaches to achieve aggregate suppression, like inserting

dummy documents, changing the contents of documents and revising the interface of

a search engine, etc. Unfortunately, each of these techniques may annoy a bona-fide

search engine user in one way or another. In the dissertation, I propose to develop a new

approach, which can protect aggregates without annoying bona-fide search engine users

while preserving the search engines utility.

1.5 Outline

The rest of the dissertation is organized as follows. In Chapter 2, we will first discuss the

related work.

In Chapter 3 and Chaper 4, we discuss the techniques to analyze a search engine’s corpus.

In particular, In Chapter 3 we will focus on sampling and propose ORDER-SAMPLER

based on the idea of Top-1 query selection. In Chapter 4, we will focus on aggregate

estimation and introduce two ideas: stratified sampling and Top-` query selection, based

on which we propose STRTIFIED-ESTIAMTOR and 2STEPS-ESTIMATOR. Our sampler

and aggregate estimators in these two Chapters are unbiased.

In Chapter 5, we first illustrate why query-pool creation is extremely difficult for an

unknown corpus, and then describe our main ideas for pool-free sampling and aggregate

estimation. Finally, we explain why our proposed techniques significantly outperform the

only existing pool-free approach [13], which was mostly proposed as a theoretical solution

4



and has been shown to be impractical for real-world search engines [13].

In Chapter 6, we first define a newly emerged attack - aggregate estimation attack, then

we propose two algorithms AS-SIMPLE and AS-ARBI. AS-SIMPLE can successfully

suppress sensitive aggregates against all current aggregate estimators. AS-ARBI considers

the scenario that an attacker knows that AS-SIMPLE is being used and he/she is trying to

break AS-SIMPLRE by sending correlated queries.

We present the experimental results in Chapter 7 and conclude this dissertation in Chapter

8.

5



Chapter 2

Related Work

In this chapter, we discuss related works. In particular, we will first discuss the related work

to sampling and aggregate estimation, then we will talk about the related work to mining

a search engine’s corpus without a query pool. At last, we will discuss the related work to

search engines’ aggregate suppression.

2.1 Sampling and Aggregate Estimation

Sampling and Crawling from Search Engines: Several papers have considered the

problem of sampling from a search engine’s corpus [7, 13–16, 22]. In particular, [22]

presented an algorithm to sample search engine’s corpus using its public interface. [13,16]

achieved significant improvements on quality of samples. Nonetheless, no existing

techniques can generate unbiased samples from recallable documents. Techniques for

aggregate estimation over a search engine’s corpus were proposed in [14]. Sampling online

suggestion databases were discussed in [15]. Some other papers focus on crawling the

hidden web through a search interface [18–21,62–64,80,81]. These papers concentrate on

how to crawl hidden web comprehensively and usually query allowance is not their major

concern.
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Sampling and Crawling from Hidden Databases: Analytics over structured hidden web

databases through public form-based interfaces is a related area. Query based sampling

were used [24, 40, 41, 44] to generate content summaries. [21, 39, 65, 74] discussed the

organizing/clustering of hidden web databases. Sampling over hidden databases were

proposed in [30, 32, 33, 58], and aggregate estimation techniques in [31, 45, 46, 73], all

based on a random drill down technique that differs significantly from query-pool based

approaches for search engines. [57, 85, 86] are good references for this topic.

Approximate Query Processing (AQP) and Database Sampling: AQP, especially

sampling-based approaches for relational databases, has been an active research area.

[11, 29, 37, 87] are good references.

2.2 Mining without a Query Pool

Mining a Search Engine’s Corpus with a Query Pool:Most of the existing research

papers on search engines’ corpora mining techniques require prior knowledge of a query

pool. Among these papers, [22] presented a method to measure the relative sizes between

two search engines’ corpora. [14] and [13]achieved significant improvement on sampling

and aggregate estimation. [83] introduced ‘top-1’ query and stratified sampling, based on

which unbiased sampler and aggregate estimator were proposed. [17] discussed how to

estimate a new aggregate metric - ‘ImpressionRank’. [84] talked about the importance of

aggregate suppression for enterprise search engines and proposed an efficient method to

protect sensitive aggregates.

Mining a Search Engine’s Corpus without a Query Pool:The only existing technique

which considered the problem of mining a search engine’s corpus without a query pool

was proposed in [13]. To retrieve uniform document samples, this technique first builds a

document graph, and then makes Metropolis-Hastings random walks on the graph. This

technique was designed as a theoretical approach since it severely underperforms query-
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pool-based samplers and lacks the ability to estimate SUM and COUNT aggregates [13].

Estimating the Size of a Graph via Sampling: In ecology, people use mark and recapture

[35, 66, 71] method to estimate population sizes. The mark and recapture method has

generated quite a few variants, in which [82] and [49] are good references for the most

recent developments.

2.3 Aggregate Suppression

Aggregate Estimation for Search Engine: Several papers have been published in the area

of search engine aggregate estimation. [22] presented an method to measure search engine

coverage via random queries through public query interface. [14] significantly improved

the quality of search engine aggregate estimation by using ‘importance sampling’. [83]

introduced ‘stratified sampling’ and a new document cardinality estimator, with which,

efficiency of search engine aggregate estimation was greatly improved. [17] presented a

new aggregate metric ‘impressionrank’, which imposed different weights to different web

pages based on impressions given to search engine users - and thereby made estimations

more meaningful from a normal user’s perspective.

Privacy Protection in Data Mining: A lot of privacy protection research in data mining

focused on protecting individual tuples, which is a complimentary to our work in this

section. Generally, these techniques could be classified as query auditing and value

perturbation. [50, 61] are good references to query auditing and [8, 9, 36, 56, 76] are good

references to value perturbation. Some research papers discussed aggregate protection,

in which [10, 38, 79] presented the problem of protecting sensitive association rules in

frequent pattern. [34] discussed the necessity of protecting aggregate information for

hidden database and an algorithm based on dummy tuple insertion.
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Chapter 3

Sampling

3.1 A Brief Discussion

In this Chapter, we focus on the following task:

Sampling: The objective of sampling is to retrieve a set of documents selected uniformly

at random from all documents in the search engine’s corpus.

To serve this task better, we first introduce the efficiency measure and utility measure for

sampling.

Efficiency measure: Sampling can be solved exactly by traditional database techniques if

one can first crawl all documents from the corpus. Nonetheless, crawling is impractical for

a large corpus due to the aforementioned top-k constraint as well as limitations often posed

by search engine owners on the number of queries one can issue before being blocked (e.g.,

Google allows only 1,000 queries per IP address per day). Thus, a key challenge here is

how to enable sampling while issuing only a small number of search queries. As such, the

efficiency measure for sampling is the number of queries issued through the search engine’s

interface.

Utility measure for sampling: The utility of sampling should be measured by its bias,
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i.e., the difference between the probability distribution for documents to be selected by the

sampling algorithm and the intended sampling distribution, usually uniform distribution

over all documents (e.g., [13]). Any measure for distance between two probability

distributions can be used - examples include KL-divergence, Hellinger distance, etc. This

measure is not important here because our proposed sampling technique shall be proved to

follow exactly uniform distribution, leading to zero bias no matter which distance measure

is used.

In summary, the focus of this chapter is to develop efficient and accurate techniques to

solve the data analytics problems of sampling over search engines.

3.1.1 Existing Techniques

There has been prior work on for sampling over a search engine’s corpus, and we refer to

the state-of-the-art (SOTA) techniques as SOTA-SAMPLER1 [13, 16].

To draw a sample document, SOTA-SAMPLER starts with choosing a uniform random

query from a pre-determined query pool and then examines the query answer. The

examination is non-trivial - e.g., one cannot directly use a returned document as sample,

because doing so would “favor” documents that are returned by more queries, leading to

sampling bias. SOTA-SAMPLER corrects such bias with rejection sampling, the details

of which are described in §4.2. In particular, to correct the bias, rejection sampling needs

to compute document cardinality - i.e., the number of queries (in the pool) which return

the document. The precise computation may require a large number of queries. SOTA-

SAMPLER addresses this issue by using the number of queries matching - i.e., appear in -

the document as an approximation.

There are two main problems with SOTA-SAMPLER: One is its excessive query cost - it

1Since we assume the existence of a query pool, we do not consider the random walk based
sampler [13, 16] which was designed for cases where the pool is not available.
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requires a huge number of queries to generate one sample document [13]. The other is

that SOTA-SAMPLER produces sample with unknown bias - note that this is a particularly

difficult issue to address because if the bias is known, it can be corrected (e.g., by rejection

sampling), but an unknown bias cannot be corrected or removed from the sample. The

root of both problems is the design of rejection sampling - the probability of accepting

a document can be extremely small because a document may match a large number of

queries from the query pool. In addition, the approximation made by SOTA-SAMPLER

(i.e., return→ match) incurs an unknown error, leading to an unknown bias of sample.

3.1.2 Our Contributions

Our key idea to address the sampling problem is top-1 query selection, a novel rejection-

sampling scheme which eliminates the need of document cardinality. For each document,

top-1 query selection designs a selection order of all queries. Whether a document X

should be taken as sample is determined by the selection order - X becomes a sample

document iff it was retrieved by the highest-order query which returns X . One can see that

top-1 query selection selects each document2 into the sample through one and only one

query - i.e., with the exact same probability, thereby completely eliminating bias from the

sampling process.

While top-1 query selection guarantees unbiasedness no matter which selection order is

used, the query cost is determined by the order design. A random order, for example,

might require a significant number of queries to be issued for testing whether a query is

top-1 for X . We develop in the chapter a frequency-based selection order which leverages

query properties that are easy-to-obtain in practice, e.g., the approximate frequency of

a phrase in natural language. Our novel sampling algorithm, ORDER-SAMPLER, uses

such a selection order to achieve a query cost an order of magnitude smaller than SOTA-

2Here we focus on documents recallable by the query pool.
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SAMPLER over real-world documents.

The contributions of this chapter are summarized below:

• We introduce a novel idea of top-1 query selection to eliminate bias from sampling over

a search engine’s corpus.

• We combine top-1 query selection with a frequency-based selection order to produce

ORDER-SAMPLER, our unbiased sampling algorithm which is orders of magnitude

more efficient than the existing SOTA-SAMPLER which has unknown bias.

Our contribution also includes a comprehensive set of experiments over real-world docu-

ments crawled from online directories and a real-world search engine which demonstrate

the superiority of our proposed techniques over the existing ones.

The rest of this chapter is organized as follows: We discuss preliminaries and briefly review

the existing techniques in §4.2. We develop ORDER-SAMPLER in §3.3. A few extensions

to the proposed techniques are described in §4.5. We conclude in §4.6.

3.2 Preliminaries

In this section, we first introduce our model of search engine, and then briefly review SOTA-

SAMPLER, the state-of-the-art techniques for sampling over a search engine’s corpus.

3.2.1 System Model

Search Engine: Consider a search engine accessible by users through a keyword-search

interface. Let Θ be the search engine’s corpus - i.e., the set of documents searchable

through the interface. A user can search for documents in Θ by specifying a search query

consisting of one or a few words. For the purpose of this dissertation, we consider a simple

model of a search engine as follows: The interface is restricted to return up to k documents,
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where k is a pre-determined small constant (e.g., 50 or 100). Thus, for a given query q, all

documents matching q, i.e., Sel(q), can be entirely returned iff there are at most k matching

documents, i.e., |Sel(q)| ≤ k. If the query overflows (i.e., |Sel(q)| > k), only the top-k

documents in Sel(q) are selected according to a scoring function (unknown to external

users) and returned as the query answer. The interface also notifies the user that there is an

overflow. At the other extreme, if the query is too specific and matches no document, we

say that an underflow occurs. If there is neither overflow nor underflow, we have a valid

query result. We consider deterministic query processing - i.e., a query executed again will

produce the same results.

For the purpose of this dissertation, we assume that a restrictive interface does not allow

the users to “scroll through” the complete answer Sel(q) when q overflows. Instead, the

user must pose a new query by reformulating the search phrase. We argue that this is a

reasonable assumption because many real-world top-k interfaces (e.g., Google) only allow

“page turns” for limited (e.g., 100) times before blocking a user by IP address.

Query Pool: Most existing techniques, as well as the techniques we propose in the chapter,

use a query pool Ω which is a rich collection of queries that recall3 most, if not all,

documents in the corpus. Note that if a query pool cannot recall all documents in the

corpus, then the design of sampling and aggregate estimation techniques can only aim

to analyze the subset of documents that can be recalled. Thus, for the purpose of this

dissertation, we consider only documents that can be recalled by the query pool. The prior

work [13, 14] constructs such a query pool by crawling an online directory, e.g., Open

Directory Project [5]. We also use this method for experimental evaluation in this chapter.

Nonetheless, we would like to note that the query pool may also be designed differently

for different corpora being analyzed. For example, if one knows a priori the corpus to be

analyzed is that of a medical equipment company, then it may construct a query pool from

3A document is recalled if at least one query in the pool returns it.
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medical terms collected from medical-oriented online directories such as WebMD4.

Bipartite Graph Model: To help understand the design of query-pool-based sampling

and aggregate estimation techniques, we introduce a model of bipartite graph formed by

two classes of nodes corresponding to queries in the pool and documents in the corpus,

respectively. An edge exists between a query node and a document node iff the query

returns the document in its answer. Figure 3.1 depicts a simple example of such a graph.

Here k = 2, and we only consider single-word queries in the example for the sake of

simplicity. Note that dotted lines are only for illustrating “matching” relationship, and do

not represented edges in the bipartite graph.

X2: Windows XP OS
Handbook

X1: Linux OS Kernel

X3: Linux OS
Handbook Volume 1

X4: Comparison between
Windows and Linux OS

"OS"

"Windows"

"Linux"

Queries in a
Query Pool

Documents in a
Search Engine's Index

a query returns a document
a query matches but does not return a document

high

low

docum
ent rank

overflow valid

"Kernel"

"Handbook"

Figure 3.1: A Running Example for Search Engine

Given the bipartite graph, one can see that our tasks of sampling and aggregate estimation

need to be performed over nodes on the right side of the graph, while we can only do so

by issuing queries on the left side. As such, the design and performance of sampling or

aggregate estimation relies on the topology of edges connecting the two sides. Intuitively,

the key difference between existing techniques and ours is while existing techniques

passively observe the topology and adjust sampling/aggregate estimation accordingly, we

actively revise the topology (by designing and imposing an overlay topology) to optimize

the performance of sampling and aggregate estimation, as we shall further illustrate in the

4http://www.webmd.com/
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chapter.

3.2.2 SOTA-SAMPLER

SOTA-SAMPLER [16] aims to select a document uniformly at random from the right side

of the bipartite graph. To do so, it consists of two step: (1) generation of a candidate

document, and (2) rejection sampling over the candidate.

Step 1 is designed to choose an edge uniformly at random from all edges associated with

valid queries, and then output one of the right-side nodes connected to it as the candidate

document. The rationale behind the design is to eliminate the effect of scoring function on

the final sample. To do so, we start with selecting a valid query q uniformly at random -

this is done by repeatedly selecting a uniform random query from the pool and issuing it

until reaching a valid one. At this time, we proceed to generate an edge with probability of

|q|/k, where |q| is the number of documents returned by q, but otherwise (with probability

1 − |q|/k) restart the entire process. If proceeding to generate an edge, we choose one

uniformly at random from those associated with q - i.e., a uniform random document from

the result of q becomes the candidate document. One can see from the process that each

valid-query-associated edge has equal probability to be chosen, but a document returned

by more valid queries is more likely to become a candidate document.

For the running example in Figure 3.1, if query “Handbook” or “Windows” is chosen, then

we proceed to edge (and candidate) selection with probability |q|/k = 100%. If query

“OS” is chosen, we have to find another query because it overflows. Note that each of the

five solid lines connecting the query pool and the corpus is chosen with equal probability.

As such, since X2 is connected with two such lines, the probability for X2 to be selected

as a candidate is 2/5, while the probability for every other document is 1/5. The rejection

sampling in Step 2 is supposed to correct this difference.

Ideally, Step 2 should accept a candidate document X produced by Step 1 as a sample
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document with probability 1/|V (X)|, where |V (X)| is the number of left-side valid queries

that returnX . However, to precisely compute V (X) requires all queries that matchX to be

issued, leading to a prohibitively high query cost. Thus, SOTA-SAMPLER approximates

|V (X)| by |M(X)|, i.e., the number of left-side queries that match the document (but not

necessarily be valid nor return the document). It is efficient to compute |M(X)| as no

query needs to be executed. In the running example, |V (X2)| = 2 but |M(X2)| = 3.

Thus, X2 is accepted with probability of 1/3, so are all other documents as each of them

has |M(·)| = 3. As a result, X2 still has twice as much probability as other documents to

be sampled. One can see that the approximation introduces bias to sample generated by

SOTA-SAMPLER, and the degree of bias is unknown.

3.3 ORDER-SAMPLER

In this section, we consider the sampling problem which aims to retrieve a set of documents

uniformly at random from a search engine’s corpus. We start by discussing the problem of

existing SOTA-SAMPLER, and then introduce our main idea of top-1 query selection.

After that, we describe our design of frequency-based selection order for top-1 query

selection, and combine the two to produce our ORDER-SAMPLER algorithm.

3.3.1 Problem of SOTA-SAMPLER

As discussed in §4.1, one of the key problems of SOTA-SAMPLER is its efficiency, due

(mainly) to its design of rejecting all overflowing queries. Note that, for a given query

pool, such a design reduces the number of queries that can be recalled by the pool, because

documents that are only returned by overflowing queries cannot be sampled. In addition,

the more overflowing queries there are in the pool, the more likely a randomly chosen

query will be rejected due to its overflowing nature. Thus, as noted in [13], in order to use
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SOTA-SAMPLER, one may have to select a large query pool (to ensure a high recall) which

contains longer phrases as queries (to ensure a low chance of overflow). Unfortunately, a

larger query pool and a longer query leads to fewer documents being returned by a query

- i.e., a lower probability for a document to survive the rejection sampling phase. As

such, the rejection of overflowing queries may significantly reduce the efficiency of SOTA-

SAMPLER.

A natural solution to address the problem is to ignore the overflowing flag and treat an

overflowing query in the same way as a valid query that returns k documents - i.e., an

overflowing query will now be always accepted, instead of always rejected. As such, a

smaller query pool can now be used to achieve the same recall, while the number of queries

issued can also be reduced because overflowing queries are no longer wasted.

The second key problem of SOTA-SAMPLER as discussed in §4.1, is the bias introduced

into the sample, due to the idea of approximating the number of queries that return a

document X , with |M(X)|, the number of queries that match the document. In fact,

the usage of overflowing queries as suggested above brings additional challenges - this

approximation can become worse. To see why, consider two almost-identical documents

with different ranks. The higher-ranked document may be returned by more (overflowing)

queries, therefore appear more frequently as input to the second phase. But |M(X)|

approximation treats both documents in the same manner, and thereby make the higher-

ranked document more likely to be returned as a sample.

To avoid the bias introduced by the use of M(X), we first propose an idealized solution

which computes card(X), i.e., the exact number of queries - overflowing as well as valid

- that return X , and then accepts X with probability of 1/card(X). Algorithm 1 depicts

such an ideal sampler. One can easily verify the unbiasedness of IDEAL-SAMPLER.
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Algorithm 1 Unbiased IDEAL-SAMPLER
1: q = a query (valid or overflowing) uniformly chosen from query pool P ;
2: card(q) = number of results returned by q;
3: Goto 1 with probability of 1− card(q)/k;
4: Randomly pick a document X from the results of q;
5: Return X with probability of 1/card(X). Otherwise, goto 1.

3.3.2 Main Idea: Top-1 Query Selection

3.3.2.1 Description of Top-1 Query Selection

The design of IDEAL-SAMPLER leaves one outstanding challenge: to avoid bias, we

must ensure that in Step 5, the probability for X to be returned is exactly 1/card(X). A

brute-force approach to achieve this is to issue all queries matching X to precisely count

card(X), and then perform rejection sampling accordingly. This solution, however, has an

extremely high query cost.

Our main idea for addressing the problem is top-1 query selection, a novel rejection

sampling scheme which can remove bias while consuming a much smaller number of

queries. To understand how it works, we first introduce the concepts of query selection

order and, correspondingly, top-1 query of a document: For each document, we assign an

order of all queries in the pool called the query selection order. As we shall show below,

top-1 query selection produces no bias given any arbitrary query selection order5. But the

order does affect the query cost of sampling - for which we shall describe a query-efficient

order in the next subsection. With the definition of query selection order, the top-1 query

of a document is the highest-ordered query which returns the document. One can see that

top-1 query defines a one-to-many mapping from queries in the query pool to documents

in the search engine’s corpus. The mapping is subjective as any document recalled by the

query pool has a top-1 query.

5Note that the only restriction here is that the query selection order must be pre-determined, i.e.,
cannot depend on the query history.

18



Algorithm 2 New Step 5
5: Return X iff q is the top-1 query of X . Otherwise, goto 1.

With the definition of top-1 query, our top-1 query selection scheme can be simply

described as testing whether the query q used in Step 4 to retrieve document X is the

top-1 query for X , and returning X if and only if it is, as depicted in Algorithm 2. The

actual design of testing depends on the query selection order being used, which we leave

for discussion in the next subsection.

3.3.2.2 Performance Analysis

Bias Analysis: One can see that with top-1 query selection, the probability for a document

X with top-1 query q0 to be sampled is

p(X) = Pr{q0 is used in Step 4} · Pr{X is picked from q0} (3.1)

=
card(q0)∑
q∈Ω card(q)

· 1

card(q0)
=

1∑
q∈Ω card(q)

, (3.2)

where | · | is the number of documents returned by a query. Note that p(X) is constant for

all X . Thus, top-1 query selection completely removes bias from the sampling process, no

matter which query selection order is used.

Query Cost Analysis: We now consider the query cost of sampling with top-1 query

selection. Note that in order to make the analysis generic to all query selection orders, our

discussions here have to assume that the testing of top-1 query in Step 5 does not incur any

additional query cost. While this is not entirely true for many query selection orders, as we

shall show in the next subsection, the number of queries required by the selection order we

design for our ORDER-SAMPLER algorithm is extremely small (in our experiments, each

test requires < 1 query if duplicate queries are not issued again).

There are two key reasons why top-1 query selection can bring a significant saving of the
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query cost. The first is that the probability for a document to be accepted at Step 5 is now

1/card(X) - much larger than the probability in SOTA-SAMPLER (i.e., 1/|M(X)|). In

our experiments presented in §7, the average value of |M(X)| is 230.07, while the average

document cardinality card(X) is only 20.77 - i.e., IDEAL-SAMPLER accepts a document

with probability an order of magnitude larger than SOTA-SAMPLER.

The second is that top-1 query selection enables the usage of overflowing queries. Note

that overflowing queries have a significant impact on AVG(card(q)), the average number

of documents returned by a query, because overflowing queries carry the highest weight on

determining the average metric. According to Step 3 of IDEAL-SAMPLER, it is exactly

AVG(card(q)) which determines the query cost of sampling because AVG(card(q))/k is

the probability for a query chosen in Step 1 to avoid the rejection in Step 3 and enter Step 5

(for possible sample-document production). For example, consider the search engine and

query pool used in our experiments, where k = 50, 4.53% and 49.69% of queries in the

pool underflow and overflow, respectively, and the average number of documents returned

by a valid query is 20.122. In this case, AVG(card(q)) = 9.21 for SOTA-SAMPLER as

it neglects all overflows, while AVG(card(q)) = 34.05 for top-1 query selection utilizing

overflows - i.e., query cost is reduced by ∼ 4 times.

More generally, we have the following theorem. Note that we use wV and wO to denote

the number of valid and overflowing queries in the pool, respectively, and cV to denote the

average number of documents returned by a valid query.

Theorem 3.3.1 If SOTA-SAMPLER requires an expected number of h queries to produce

a sample from a set of documents X (i.e., those recalled by valid queries in the queries

pool), then top-1 query selection requires at most an expected query cost of

h · |Ω| · (wV · cV)

(|Ω| − wO) · (wV · cV + wO · k)
·
∑
X∈X

card(X)

|M(X)| · |X |
. (3.3)

to produce an unbiased sample over the same set of documents.
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3.3.3 Design of Query Selection Order

While the above analysis shows that the design of query selection order has no bearing on

the unbiasedness of sampling, it does affect the query cost because top-1 query selection, in

particular the testing of whether q is the top-1 query of X , may require additional queries

to be issued. We now focus on the design of query selection order to minimize query cost.

Note that if the query selection order is not properly designed, the extra query cost for top-1

query selection can be significant. For example, consider the case where one simply uses a

random order of all queries, and needs to test whether a given query q is the top-1 query for

document X . Let Q be the set of queries that match X and are ordered higher than q. One

has to determine whether there exists a query in Q which returns X . The expected number

of queries one has to issue then becomes |M(X)|/card(X), i.e., the number of queries

matching X divided by the number of queries returning X - a value that can be quite high

if X is mainly composed of common phrases that overflow and do not return X .

Our main idea for designing a query selection order is to leverage prior knowledge of

approximate query cardinality - i.e., an estimation of the number of documents in the

corpus that match a query. In particular, we order all queries according to the increasing

order of their cardinality, such that the query with lowest cardinality receives the highest

order. The knowledge of query cardinality can be easily obtained from linguistic studies, as

demonstrated by prior work [22] - intuitively, a less common word/phrase is likely to have

a lower cardinality. Note that approximate query cardinality may differ for search engines

on different websites, as a popular phrase for one enterprise may be infrequent for another.

IDEAL-ORDER: To understand the effectiveness of cardinality-based order, we start by

considering an ideal case where (1) the exact number of documents matching a query

is known a priori, and (2) if a query is valid, then all documents in the corpus which

(according to our matching algorithm) match the query will be returned. With this IDEAL-

ORDER, testing top-1 query is likely to consume no addition query at all - to test whether
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q is the top-1 query for X , one only needs to find the smallest-cardinality query which

matches X . If such a query, say q0, has cardinality smaller than k, then q0 is definitely the

top-1 query for X because it is valid. Only in the rare case where all queries matching X

are overflowing do we actually need to issue additional queries to determine whether any

query ordered higher than q returns X .

PRACTICAL-ORDER: In practice, the real cardinality information is clearly unavailable.

The search engine is also imperfect - i.e., even a valid query might miss documents that

match the query. Thus, in order to determine whether q is the top-1 query for X , we have

to first identify all queries matchingX (by making a pass throughX) that are ranked higher

than q, and then issue them one by one according to the selection order until finding one

that returns X or exhausting all these queries. If and only if none of these higher-ordered

queries returns X , then q is the top-1 query for X .

Note that even with this PRACTICAL-ORDER, the number of queries that actually need to

be issued for testing is usually small because the highest-ordered queries have the highest

probability to return X , thus quickly concluding the testing process. We shall demonstrate

in the experiments section that ORDER-SAMPLER, our practical algorithm, has a query

cost orders of magnitude smaller than the existing SOTA-SAMPLER.

3.3.4 Algorithm ORDER-SAMPLER

Algorithm 3 depicts our sampling algorithm which uses top-1 query selection over the

approximate-cardinality-based query selection order. Before concluding our discussion of

the sampling problem, we would like to briefly describe our construction of approximated

query cardinality in practice. Recall from the introduction that, for constructing the query

pool, we follow the common technique of extracting words/phrases from a small set of

documents crawled from an online directory [16, 22]. We generate the query cardinality

estimations from the same set of documents - i.e., for a given query, the number of
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Algorithm 3 ORDER-SAMPLER
1: q = a query uniformly chosen from query pool P ;
2: card(q) = number of results returned by q;
3: Goto 1 with probability of 1− card(q)/k;
4: Randomly pick a document X from the results of q;
5: Find a set of previously issued queries QT which return X;
6: if ∃q′ ∈ QT that appears before q in the order then Goto 1;
7: else
8: Issue queries that match X in order, until finding a query q′′ that actually returns
X;

9: if q = q′′ then return X else Goto 1. end if
10: end if

documents in the set which match the query becomes the approximate cardinality of the

query.

3.4 Extensions

Tradeoff Between Recall and Query Cost: In the previous part of the chapter, we focused

on the sampling and aggregate estimation over all documents that can be recalled by queries

in the query pool. We now show that, for the sampling problem, one can make a tradeoff

between recall and query cost - i.e., one may significantly reduce the query cost if willing

to accept a smaller recall for the set of documents from which samples are drawn uniformly

at random.

To understand how, consider the following application of top-` query selection to sampling.

Recall that with top-1 query selection, a document X can be selected as a sample iff the

query we used to retrieve X is the top-1 query for X . Now, with top-` query selection, X

is included in the sample iff the query used to retrieve it is among the top-` queries for X .

We start by analyzing query cost. For any query selection order, this new algorithm

increases the probability for a randomly selected query to contribute a sample by a factor

of `, i.e., reduces the query cost by a factor of `. For sampling bias, this new algorithm

remains unbiased if every document in the corpus is returned by at least ` queries in the
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pool. One can see that when ` is small (e.g., ` = 2), most documents recalled by the query

pool can actually be returned by at least ` queries - i.e., the new algorithm introduces little

bias in this case. Since the saving on query cost is significant even with a small `, the top-`

sampling algorithm may be a practical choice when the query budget is extremely limited.

3.5 Summary

In this chapter we have studied the problem of performing data analytics over a search

engine’s corpus through its keyword-search interface. We investigated the problem

of sampling and proposed novel techniques which produce unbiased samples. We

provided theoretical analysis and extensive experiments to illustrate the effectiveness of

our approaches.
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Chapter 4

Aggregate Estimation

4.1 A Brief Discussion

In this Chapter, we focus on the following task:

Aggregate estimation: Aggregate estimation aims to (approximately) answer COUNT,

SUM and AVG queries over documents in the corpus. Examples of such aggregate queries

include the total number of documents, the average document size, etc.

Note that aggregate estimation and sampling(which we discussed in Chapter 3) comple-

ment each other to form a solution for both offline and online data analytics. Sampling

generates sample documents that can later be used in offline analytics - i.e., the analytical

application is not yet known when sampling is performed. But sampling cannot answer all

aggregate queries - while it can naturally estimate AVG queries, it cannot answer COUNT

or SUM queries if the total number of documents in the corpus is unknown. Thus, aggregate

estimation can be used in two scenarios: First, it can provide an estimation for the total

number of documents, so as to enable SUM and COUNT queries in offline analytics.

Second, in online analytics, where the aggregates to be estimated are given before the

search engine is analyzed, aggregate estimation can be directly used (instead of sampling
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and then estimating) for better performance.

Efficiency measure: Similar with sampling, the efficiency measure for aggregate estima-

tion is the number of queries issued through the search engine’s interface.

Utility measure for aggregate estimation: The accuracy of an aggregate estimation is

determined by both bias and variance of the estimation. Note that while the term “bias”

is conventionally used for both sampling and aggregate estimation, the definition here is

different as bias now measures the difference between the real aggregate value and the

expected value of estimation. In particular, the Mean Squared Error (MSE) of an estimation

θ̃ for aggregate θ is MSE(θ̃) = (E(θ̃)− θ)2 + E(θ̃ − E(θ̃))2 = Bias(θ̃)2 + Var(θ̃).

In summary, the focus of this chapter is to develop efficient and accurate techniques to

solve the data analytics problems of aggregate estimation over search engines.

4.1.1 Existing Techniques

There has been prior work on for sampling and aggregate estimation over a search engine’s

corpus, and we refer to the state-of-the-art (SOTA) techniques as SOTA-ESTIMATOR [14].

SOTA-ESTIMATOR also starts with randomly choosing a query from the pool. Instead of

producing a sample, it examines the query answer to generate an aggregate estimation.

This process can be repeated, with the mean of estimations produced by multiple

queries becoming the final estimation. The key challenge here is similar to SOTA-

SAMPLER - how to compute the document cardinality, which is required for generating

the estimation. SOTA-ESTIMATOR avoids the problem of approximation in SOTA-

SAMPLER by adopting a second-round query-issuing process for estimation. The details

are described in §4.2.

The main problem of SOTA-ESTIMATOR is its estimation variance and query cost. The

final estimation variance is, in general, inversely proportional to query cost. In order
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to achieve an estimation with small variance, SOTA-ESTIMATOR may require a huge

number of queries, even for basic aggregates such as the total number of documents in

the corpus [14]. The root of this problem is two-fold: One is sampling design - i.e., the

simple random sampling scheme it uses. This scheme works well when the aggregate to

be estimated “aligns” well with uniform distribution - i.e., each query produces a similar

aggregate estimation - but may perform poorly when misaligned - e.g., certain queries

produce much larger estimations than others, which often occur for real-world search

engines. This is a well-known alignment problem inherent in any aggregate estimation

design that uses a fixed sampling distribution. The other reason behind the problem of

SOTA-ESTIMATOR is yet again the computation of document cardinality - the second-

round process may incur a significant query cost, especially when many queries matching

the document are popular ones that are highly unlikely to return the document (as they

match� k documents).

4.1.2 Our Contributions

To address the alignment problem for aggregate estimation, we develop STRATIFIED-

ESTIMATOR and 2STEPS-ESTIMATOR, two novel techniques which use a small number

of “pilot” queries to bootstrap stratified sampling [77, 78]over the corpus. In the stratified

sampling process, we first classify all queries into non-overlapping strata according to the

aggregate to be estimated and the results of pilot queries, such that intra-stratum variances

can be minimized. Then, we determine how many queries to issue for each stratum

according to its (estimated) intra-stratum variance, and combine estimations produced by

each stratum to generate our final estimation.

Another key idea of is top-` query selection, a revision of the sampling-oriented top-

1 version to further reduce estimation variance. With the top-` version, a document

contributes to aggregate estimation not just when it is returned by the top-1 query,
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but top-` queries, where ` is individually determined for each document according

to stratification design. Combined with stratified sampling, this revision significantly

reduces the estimation variance to an order of magnitude lower than SOTA-ESTIMATOR,

leading to an order of magnitude smaller query cost to achieve the same estimation

error. Meanwhile, we again guarantee the unbiasedness of estimation for all SUM and

COUNT queries, with or without selection conditions. Note that although STRATIFIED-

ESTIMATOR and 2STEPS-ESTIMATOR share the same idea of top-` query selection,

they have different methods to select candidate queries.

The contributions of this chapter are summarized below:

• To reduce aggregate estimation variance, we develop methods to bootstrap stratified

sampling over a corpus.

• We revise top-1 query selection to a top-` version according to the stratification design,

in order to further reduce variance while maintaining the unbiasedness of aggregate

estimation.

• We combine stratified sampling with top-` query selection to produce STRATIFIED-

ESTIMATOR and 2STEPS-ESTIMATOR, two unbiased estimators for SUM and

COUNT aggregates with estimation error an order of magnitude smaller than SOTA-

ESTIMATOR.

Our contribution also includes a comprehensive set of experiments over real-world docu-

ments crawled from online directories and a real-world search engine which demonstrate

the superiority of our proposed techniques over the existing ones.

The rest of this chapter is organized as follows: We discuss preliminaries and briefly review

the existing techniques in §4.2. We develop STRATIFIED-ESTIMATOR in §4.3 and we

develop 2STEPS-ESTIMATOR in §4.4. A few extensions to the proposed techniques are

described in §4.5. We conclude in §4.6.
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4.2 Preliminaries

In this section, we briefly review SOTA-ESTIMATOR, the state-of-the-art techniques for

aggregate estimation over a search engine’s corpus. The discussion in this Chapter share

the same search engine model with Chapter 3.

4.2.1 SOTA-ESTIMATOR

We review SOTA-ESTIMATOR [14] in the context of estimating a simple aggregate query

COUNT(*), i.e., the total number of documents in the corpus, as extensions to other

aggregates are fairly straightforward [14]. Consider the weight w(e) of each edge e in the

graph as inverse of the degree of right-side node associated with the edge. In the running

example, the weight of edge connecting “OS” and X1 is 1/3 because the degree of X1 is 3.

Then, the objective of counting the number of documents becomes estimating the SUM of

all edge weights in the graph.

SOTA-ESTIMATOR does so by first selecting a query q uniformly at random from the

pool Ω, and then estimating w(e) for all edges associated with q. Note that overflow-

rejection is no longer required, as SUMe:〈q,·,〉(w(e)) · |Ω|, where {e : 〈q, ·〉} is the set of

all edges associated with q and |Ω| is the total number of queries in the pool, is a unbiased

estimation of COUNT(*). But one obstacle remains here - how to compute w(e) for each

edge associated with q. SOTA-ESTIMATOR estimates w(e) with a second-round sampling

process: In particular, for a given edge e, one first determines the set of queries that match

the right-side document X of e. Let M(X) be such a set. Then, SOTA-ESTIMATOR

repeatedly selects a query uniformly at random from M(X) and issues it until finding one

that actually returns X . Suppose that t queries (from M(X)) have been issued at this time.

SOTA-ESTIMATOR approximates w(e) by t/|M(X)|.
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4.3 STRATIFIED-Estimator

In this section, we introduce STRATIFIED-Estimator. In most parts of this section, we

consider a simple aggregate query as an example: COUNT(*), i.e., the total number of

documents in the corpus. We shall describe in §4.5 the extensions to SUM and AVG queries

as well as queries with selection conditions.

4.3.1 Problem of SOTA-ESTIMATOR

The main problem of SOTA-ESTIMATOR is its lack of flexibility - i.e., all queries in the

pool are sampled with equal probability, no matter whether such a uniform distribution

is “aligned” with the aggregate query to be answered or not. To see why this is not an

ideal design, consider as an example COUNT(*) which, as we discussed in §4.2, can be

considered as the SUM of all edge weights in the bipartite graph. SOTA-ESTIMATOR

estimates COUNT(*) by scaling up the total weight1 of a query chosen uniformly at random

from the pool. While this is a simple way to estimate COUNT(*) without bias, the uniform

distribution it uses may lead to a significant variance on COUNT(*) estimation, because

a query returning only one document is likely to have a much smaller total weight than

one that returns 50. Since the estimation error depends on both bias and variance (as we

discussed in §4.1), SOTA-ESTIMATOR may produce a significant error.

The estimation variance can be significantly reduced by sampling queries with a different

distribution better suited to COUNT(*) - i.e., aligning the sampling distribution with the

aggregate to be estimated. In particular, note that the fewer documents a query returns, the

smaller its total weight is likely to be. Recall from §3.3.3 that the cardinality of queries

can be accurately estimated from external knowledge. Thus, we can group queries into

relatively “homogenous” groups according to their estimated cardinality. Then, combining

1i.e., the SUM of weight of all edges associated with the query.
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the sampling results over each group can produce a weighted mean that has a small variance

than the arithmetic mean of a simple random sample (as used in SOTA-ESTIMATOR).

One can see that this is the basic idea of stratified sampling, which we propose to use in

STRATIFIED-ESTIMATOR.

4.3.2 Align Sampling With Aggregate: Bootstrapping Stratified Sam-

pling

We consider stratified sampling which first divides the query pool into nonoverlapping

strata based on (approximate) query cardinality information, and then selects random

samples from each stratum [77, 78] to produce the final estimation. Note that in this

subsection, we focus on the stratification design which is transparent to how the total edge

weight of a query (randomly selected from a stratum) is estimated. We shall discuss our

idea of edge-weight estimation in the next subsection.

There are two main design issues for stratification design: (1) how to divide query pool into

strata, and (2) how to determine the number of queries to issue for (the sampling of) each

strata.

For the first issue, our objective is to create strata with small intra-stratum variances - i.e.,

containing queries as “homogenous” as possible - because the final estimation variance

is a weighted sum of variances for all strata (with weights determined by the number

of queries issued to each stratum) [77]. How to generate query strata with small intra-

stratum variance depends on the aggregate to be answered. For example, we described

above a strategy of grouping queries with similar (estimated) cardinality into one stratum

for estimating COUNT(*). As another example, consider COUNT of sports-related

documents (e.g., those containing word “sport”). A natural strategy is to group queries

that occur frequently alongside “sport” (e.g., “baseball”, “football”) into one strata, and

those (relatively) independent of “sport” into another. We shall describe more details about
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this example in §4.5.

For the second issue of query budget allocation, the ideal strategy is Neyman allocation

[77, 78], i.e., the number of sample documents drawn from each stratum should be

proportional to the corresponding intra-stratum standard deviation. In practice, the intra-

stratum standard deviations are unknown in advance. To enable Neyman allocation, our

idea is a two-step bootstrapping process. First, we issue r1 “pilot” queries to each stratum

for an estimation of their standard deviations. Then, we use the estimated standard

deviations to compute the number of queries that should be randomly selected from each

stratum to issue in the second round. As we shall discuss in experimental result, with our

experimental settings, a small value of r1, e.g., r1 = 5, would suffice and further increase

of r1 has little impact on the final estimation error.

4.3.3 Reduce Variance: top-` Query Selection

Basic Idea of Top-` Query Selection: We now consider the problem of how to compute

or estimate the total edge weight of a given query q. There are two simple choices: One

is to reuse the method in SOTA-ESTIMATOR which performs a second-round estimation

over each document returned by q. As we mentioned in §4.3.1, this method may incur a

significant query cost when a document returned by q consists mainly of “popular” phrases

corresponding to overflowing queries.

Another simple choice is to use the idea of top-1 query selection in ORDER-SAMPLER. In

particular, here we define an edge to have weight 1 if it connects a document with its top-1

query, and 0 otherwise. The advantage of this solution, compared with reusing SOTA-

ESTIMATOR, is its often much smaller query cost, as discussed in §3.3.3. Nonetheless,

it may also incur a larger estimation variance because of the binary weight design. To

see why, consider two queries which return one document each. According to our

stratification design for COUNT(*), they will be assigned to the same stratum. With SOTA-
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ESTIMATOR, each query has a total edge weight between 0 and 1, say 1/2 for one and

1/4 for the other, a variance of 1/64. With top-1 query selection, the total weight becomes

either 0 or 1 - leading to a much larger variance of 1/4 when the two have different total

weights.

Our idea for addressing this problem is top-` query selection. Its main difference with top-1

query selection is that instead of assigning all weight of a document to only its top-1 query,

the weight is now evenly distributed among top-` queries - i.e., an edge has weight 1/` if

it connects a document X with one of the top-` queries returning X . Note that the top-`

queries can be arbitrarily designed - one example being the query selection order of X . If

the edge is not in top-`, it receives a weight of 0. One can see that, when ` > 1, the weight

of an edge is again between 0 and 1 instead of always taking the extreme values, effectively

reducing the estimation variance. In the following, we shall focus on the detailed design of

top-` queries.

We showed above that the design of top-` queries is critical for reducing the final estimation

variance. Another issue as important is how to test whether the query associated with a

given edge belongs to the top-` set. This testing process may require additional queries to

be issued, and thus is critical for determining the final query cost. In the following, we start

with a simple design and testing of top-` queries. By analyzing its problems, we propose

our candidate-query-based design and testing of top-` queries.

Simple Design and Testing: A simple design is to define the top-` queries as the ` queries

which return document X and have the highest ranks according to PRACTICAL-ORDER

defined in §3.3.3. Accordingly, a simple testing procedure is as follows: To determine the

weight of an edge connecting q and X , we first find all queries q1, . . . , qi which match X ,

ordered from high to low according to the query selection order. We issue q1, . . . , qi in

order until finding ` of them which return X (assuming ` ≤ card(X)). Then, we assign 0

as the edge weight if q, the query to be tested, is not in top-`, or 1/` otherwise.
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We would like to note two problems of this simple design which motivate our design of top-

` queries: First, a universal value of ` as in the simple design may be inferior. To see why,

consider two documents, X1 containing many rare phrases/queries with low (estimated)

cardinality, and X2 consisting mainly of common phrases that are likely to overflow. For

X1, a query cost of ` is usually enough for testing because the top-` matching are most

likely valid (and return the document). X2, however, may require many more queries

because even the top-` queries may overflow and not return the document, forcing the

testing process to continue issuing lowerer-ordered queries. One can see from the example

that while we should enlarge ` for the X1 to reduce variance, a small ` is better for X2 to

avoid an excessive query cost for testing.

Second, the simple design requires at least ` queries for testing. Since a large ` may be

required for reducing estimation variance, this may cause a large query cost for the simple

design. To address this problem, we describe below an improved design and testing process

which require fewer queries than the simple ones.

Candidate Query Based Design and Testing: A key idea of our candidate-query-based

design is that, for a given edge, we may not need to compute the exact weight of it. Instead,

as long as we can generate an unbiased estimation of its weight, the final estimation will

remain unbiased. Meanwhile, as we shall show below, the query cost incurred by the

estimation can be much smaller than the lower bound of ` queries required by the precise

computation.

With candidate-query-based design, for a given document X , we first construct a set of

candidate queries C(X), a subset of all queries matching X . Then, we define the top-`

queries as follows: If at least one query in C(X) returns X , then the top-` queries are the

ones in C(X) which return X . Otherwise, we assign ` = 1, and define the top-1 query to

be the highest-ordered query (according to PRACTICAL-ORDER in §3.3.3) which returns

X .
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Based on this definition of top-` queries, the testing process for (q,X) can be stated as

follows: If q ∈ C(X), our job is to estimate 1/`. We do so by sampling (and issuing) a

query uniformly at random from C(X) (with replacement) until reaching a query which

returns X . Suppose that we issued t queries during this process (including the last one

which returns X). Then, we use t/|C(X)| as the estimated edge weight. One can see that

t/|C(X)| is an unbiased estimation because its expected value is

E

(
t

|C(X)|

)
=
∞∑
i=1

[(
|C(X)| − `
|C(X)|

)i−1

· `

|C(X)|
· i

|C(X)|

]

=
1

`
. (4.1)

If q 6∈ C(X), we only need to decide whether any query in C(X) or ordered above q in

PRACTICAL-ORDER returnsX . Let P (X) be the set of such queries. We issue queries in

P (X) according to PRACTICAL-ORDER until finding one that returns X or exhausting

all queries. If a query in P (X) returns X , then the weight of (q,X) is 0. Otherwise it is 1.

Algorithm 4 summarizes our improved testing process. The outstanding issue here is

how to construct the set of candidate queries C(X). We focus on this issue in the next

subsection.

Algorithm 4 Top-` Query Testing
1: Input: Edge (q,X)
2: Output: Estimated weight of (q,X)
3: if q ∈ C(X) then
4: Sample a query uniformly at random from C(X) with replacement, repeat until the

sample query returns X;
5: Assign weight h/|C(X)| to edge (q,X), where h is the number of queries issued

in Step 4.
6: else
7: Issue queries in P (X) according to the query selection order until finding one that

returns X or exhausting all queries.
8: Assign weight 0 to (q,X) if a query in P (X) returnsX . Assign weight 1 otherwise.
9: end if
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4.3.4 Detailed Design of Candidate Queries

Before describing our detailed design of candidate queries, we would like to start with an

intuitive discussion of what types of queries should be included in the candidate set. In

particular, we shall show that the construction of candidate queries depends on the design

of stratified sampling. And according to our stratification design (based on estimated query

cardinality), we should prefer (to include in the candidate set) queries with (estimated)

cardinality close to k over those with extremely low or high cardinality. After the intuitive

discussion, we shall describe a greedy algorithm we use to construct the candidate set.

4.3.4.1 An Intuitive Discussion

We first explain why queries with extremely high (estimated) cardinality (i.e.,� k) should

not be selected into C(X). The reason is an increase of query cost for the testing process.

In particular, since a high-cardinality query has a higher chance of overflowing and not

returning X , after adding it to C(X) one would have to issue a larger number of queries in

C(X) before hitting one that returns X - i.e., a higher query cost.

Now consider a query with an extremely low cardinality. Adding such a query to C(X) is

unlikely to require more queries for testing, but may increase the final estimation variance

given our stratification design. This may appear counter-intuitive as our original motivation

for having more than one queries in C(X) is to reduce variance. To understand why the

variance may actually increase, consider a query q which matches X and has cardinality of

1. Our stratification design places q in the same stratum as all other queries with estimated

cardinality of 1. Unfortunately, our estimated cardinality is not precise. Thus, most queries

in the same stratum as q may indeed underflow over the corpus. As a result, the average

total weight for all queries in the same stratum as q may be close to 0. In this case, adding q

to C(X) would actually increase the estimation variance for the stratum q belongs to, and

therefore increase the final estimation variance.
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One can see from the intuitive discussion that a reasonable strategy for constructing C(X)

is to select those queries with cardinality close to k. We shall instantiate this intuition in

the following design of a greedy algorithm for constructing C(X).

4.3.4.2 A Greedy Algorithm

Variance Analysis: Since the construction of C(X) depends on the stratification design,

we first introduce notations for stratified sampling: Let there be L strata G1, . . . , GL. Let

Ni and ni be the number of queries in Gi and the number of queries sampled from Gi,

respectively. The final estimation variance for COUNT(*) is

var =
L∑
i=1

N2
i ·

vari
ni

=
L∑
i=1

Ni∑
j=1

Ni · (wj − w̄i)2

ni
. (4.2)

where vari is the estimation variance for Gi, w1, . . . , wNi
are the total weights for the

Ni queries in Gi, respectively, and w̄i is the average total weight for all queries in Gi.

Suppose that in the above equation, the candidate queries for a document X are defined

as C(X) = {q1, . . . , qh}, where qi belongs to the si-th stratum (Note that there could be

si1 = si2 for i1, i2 ∈ [1, h]). We now consider the change of var after adding another query

qh+1 ∈ Gsh+1
into C(X). Note that if qh+1 does not return X , then the variance will remain

the same no matter if qh+1 ∈ C(X). Thus, we assume qh+1 returns X in the following

variance analysis.

It is important to note that by adding qh+1 into C(X), we are not only changing varsh+1
, but

also vars1 , . . . , varsh as well, because edge (qj, X), j ∈ [1, h] will have its weight reduced

from 1/h to 1/(h + 1). Thus, to compute the change of var, we first consider the change

of vari for each stratum Gi. In particular, suppose that ri queries in q1, . . . , qh fall into Gi.
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If qh+1 6∈ Gi, the new intra-stratum variance for Gi is

var′i ≈ vari −
ri∑
j=1

(
(wj − w̄i)2

Ni

−
(wj − 1

h(h+1)
− w̄i)2

Ni

)

≈ vari −
ri∑
j=1

2h+ 1 + 2(h+ 1)(hwj − hw̄i − 1)

h2(h+ 1)2Ni

(4.3)

where w1, . . . , wri are the total weights for the ri queries in Gi, respectively. Note that

although w̄ is the average (query) weight for Gi, it is usually much smaller than wj . The

reason is that while the ri queries originally in C(X) are guaranteed to have wj ≥ 1/h,

a large number of queries in Gi may underflow (especially for an enterprise search engine

with a small corpus), leading to w̄i close to 0. Thus, according to (4.3), inserting qh+1 into

C(X) is likely to reduce the variance for the strata that do not contain qh+1.

Now consider the case where qh+1 ∈ Gi. Let w0 be the total weight of qh+1 before adding

it to C(X). Again, assume ri queries in q1, . . . , qh fall into Gi. We have

var′i = vari−

(
ri∑
j=1

2h+ 1 + 2(h+ 1)(hwj − hw̄ − 1)

h2(h+ 1)2Ni

)
+

1 + 2(h+ 1)(w0 − w̄)

(h+ 1)2Ni

. (4.4)

One can see from (4.4) that the intra-stratum variance may increase for Gi if qh+1 ∈ Gi.

Query Cost Analysis: We now consider the query cost before and after adding qh+1 into

C(X) = {q1, . . . , qh}. Let ci be the number of documents matching qi. Since we have

no prior knowledge of the scoring function used by the search engine, we assume the

probability for qi to return X is max(1, k/ci). Before adding qh+1, the expected number of

queries one needs to issue from C(X) before hitting one that returns X is

E(test cost(X)) =
h∑h

i=1 max(1, k
ci

)
. (4.5)
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After adding qh+1, it becomes

E(test cost′(X)) =
h+ 1∑h+1

i=1 max(1, k
ci

)
. (4.6)

Note that at the time when we need to construct C(X), document X has already been

retrieved by a randomly chosen query, say q, and the edge retrieving X must be tested.

Thus, the real query cost spent on X is qcost = 1/card(q) + test cost(X) or qcost′ =

1/card(q) + test cost′(X), depending upon whether qh+1 ∈ C(X), where 1/card(q) is

the cost of issuing q, amortized over all card(q) documents returned by q.

Design of Greedy Algorithm: We now are now ready to describe the greedy algorithm for

constructing C(X) for a given documentX . We must take into consideration both variance

and query cost. In particular, we aim to minimize var ·qcost for the following reason: Note

that for COUNT(*), we use the mean of estimations produced by sample queries as the final

estimation. As a result, the estimation variance is inversely proportional to the number of

sample queries we draw from the query pool - i.e., for a given query budget, the final

estimation variance is inversely proportional to the (expected) query cost of producing an

estimation from one sample query. Meanwhile, it is proportional to the estimation variance

produced by each sample query. Thus, var · qcost properly captures the optimization goal.

With the objective of minimizing var · qcost, we use the following greedy algorithm for

constructing C(X): Recall from the intuitive discussion that the best queries to be included

in C(X) are those with cardinality close to k. We start with adding into C(X) the query

which matches X and has the closest (estimated) cardinality to k, denoted by q1. Then, we

consider the other matching queries in the order of the differences between their cardinality

and k. In particular, if C(X) = {q1, . . . , qh}, we determine whether to add qh+1 into C(X)

by estimating and comparing var · qcost and var′ · qcost′. In particular, qh+1 is added to

C(X) iff var · qcost > var′ · qcost′ according to our estimation.

While qcost and qcost′ can be readily computed according to (4.5) and (4.6), respectively,
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to estimate var and var′, we need to make a number of approximations. First, we estimate

from query history the number of queries in stratum Gi that underflows, say µi ·Ni. Then,

we approximate wj (j ∈ [1, Ni]) by assigning wj = 0 for µi ·Ni queries (corresponding to

underflowing ones), and wj = min(ci, k)/h for all others, where ci is the average estimated

cardinality of all queries in Ni, as we use 1/h and min(ci, k) to approximate the average

edge weight and the average number of edges per query inCi, respectively. One can see that

w̄i can be computed according to this assignment, enabling the estimation of var according

to (4.2) and that of var′ according to (4.3) and (4.4)2.

Algorithm 5 summarizes the construction of C(X).

Algorithm 5 Construction of C(X)

1: M(X) ← Set of queries matching X . Sort all queries q in M(X) according to an
ascending order of |card(q)− k|.

2: while M(X) 6= φ do
3: q ← highest-ordered in M(X). M(X)←M(X)\q.
4: Estimate var · qcost and var′ · qcost′.
5: if var · qcost > var′ · qcost′ then Add q into C(X).
6: end while

4.3.5 Algorithm STRATIFIED-ESTIMATOR

Algorithm 6 depicts our aggregate estimation algorithm which uses top-` query selection

with candidate-query-based design. Note that r1 and r2 are input parameters for the

algorithm controlling query cost for the pilot step and the total query cost, respectively,

which we shall test in our experiments. The candidate queries C(X) (which are called

upon in Algorithm 4) are constructed using Algorithm 5.

2Note that w0 is estimated in the same way as wj .
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Algorithm 6 Stratified Estimator
1: Divide the query pool into L strata according to pre-known (approximate) cardinality

(discussed in §3.3.3);
2: /* Pilot Step */ For each stratum Gi, issue r1 queries chosen uniformly at random

from Gi. For each query, estimate weight of each edge it returns according to Alg. 4,
compute the sum as the total weight for the query. Based on the total weights for all r1

queries, compute intra-stratum variance vari;
3: for i← 1 to L do /* Stratified Estimation */
4: Issue r2(i) = r2 · Ni

√
vari/

∑L
j=1 Nj

√
varj queries chosen uniformly at random

from Gi; For each query, estimate the weight for each edge it returns according to
Alg. 4, and the compute the sum as the total weight for the query.

5: ti ← w̄i · Ni, where w̄i is the average total weight for the r2(i) queries, and Ni is
the number of queries in Gi.

6: end for
7: Output

∑L
i=1 ti as the estimation for COUNT(*);

4.4 2STEPS-Estimator

4.4.1 A Sketch of 2STEPS-ESTIMATOR

The estimation variance of SOTA-ESTIMATOR can be significantly reduced by a two-

step process - i.e., to estimate the SUM of all edge weights in the bipartite graph, we first

estimate the total number of edges, and then estimate the average weight of edges. A

production of these two estimations is the SUM of edge weights in the bipartite graph. The

two-step process can greatly reduce estimation error for two reasons: 1st, recall that the

weight of a query is the SUM of edge weights the query connects, which indicates that the

variance among edge weights is always smaller than that among queries. 2nd, as discussed

in §3.3.3, the cardinality of queries can be estimated from external knowledge, which can

help us make an unbiased estimation for the total number of edges with a small query cost.

To further boost the estimation process, we use the idea of stratified sampling. Specifically,

we group queries into relatively “homogenous” groups according to their estimated

cardinality. Based on the stratification for queries, edges in the bipartite graph also falls

into different groups - i.e., the edges connect to queries in one query group form an edge
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group. We estimate the SUM of edge weights in each group separately and the SUM of

the estimation for each group is our final estimation. One can see that this is the basic idea

of stratified sampling. The estimation has a small variance when intra-group variance is

small.

The sum of edge weights in an edge group equals to the production of the total number of

edges in the group and average weight of edges in the group. To estimate the total number

of edges in a group, we issue queries uniformly at random from the corresponding query

group. The average number of documents each query returns multiplying the size of the

query group makes an unbiased estimation for the number of edges.

The second step is to estimate the average edge weight in an edge group. Here we still base

on the idea of top-` query selection which we proposed for STRATIFIED-ESTIMATOR.

The differences are that we need importance sampling method to estimate the average

weight of an edge and we have a new candidate query design which we shall discuss in

section §4.4.3

4.4.2 Estimate Average Edge Weight: Importance Sampling

Assume we know how to compute or estimate the edge weight of an given edge e, now our

problem is to estimate the average edge weight in an edge group. An intuitive method is

to first issue queries from the corresponding query stratum uniformly at random. Then for

each query which connects at least one edge, saym edges (the query returnsm documents),

we select one edge out of the m edges uniformly at random. At last, we use the arithmetic

average weight of the edges we selected as the estimation. This intuitive method is simple,

but the estimation it generates is biased.

To see why the estimation is biased, let’s consider two queries, q1 and q2, which return

2 documents and 20 documents separately. According to the intuitive method, we will

select one edge, e1 from the 2 edges connecting to q1 and one edge , e2 from the 20 edges
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connecting to q2. Recall that the queries we issued are selected from a query stratum

uniformly at random, which means the possibility for q1 and q2 to be selected is both 1/|S|,

where |S| is the number of queries in this stratum. Thus, the possibility for us to select

e1 is 1/(2|S|), and the possibility for selecting e2 is 1/(20|S|). Now we can see that if

we use arithmetic average weight of these edges as our estimation, we overweight the

edges connecting to low cardinality queries and underweight the edges connecting to high

cardinality queries.

To remove this bias, we use importance sampling. The main idea of importance sampling

is to weight the estimation from each sample against the possibility for this sample to be

selected. With this idea, we can still use the edges generated by the intuitive method.

But when we calculate the average edge weight, instead of using arithmetic average, we

consider the different possibilities in edge selection. In detail, if we selected n edges, e1,

e2, ..., en, and these edges connect to n queries, q1, q2, ... qn, respectively in one stratum S,

then the average edge weight w is:

w =

∑n
i=1

w(ei)
1/(|R(qi)|∗|S|)∑n

i=1
1

1/(|R(qi)|∗|S|)
, (4.7)

which can be simplified to:

w =

∑n
i=1w(ei) · |R(qi)|)∑n

i=1 |R(qi)|
. (4.8)

w(e) is the weight of edge e; |R(q)| is the number of documents returned by query q and

|S| in the number of queries in stratum S.
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4.4.3 Detailed Design of Candidate Queries

2STEPS-ESTIMATOR and STRATIFIED-ESTIAMTOR share nearly the same top-` query

selection process for edge weigth estimation. The only difference between them is the

design of candidate queries.

4.4.3.1 An Intuitive Discussion

We first explain why queries with high (estimated) cardinality (i.e., > 2k) should not

be selected into C(X). The reason is an increase of query cost for the testing process.

In particular, since a high-cardinality query has a higher chance of overflowing and not

returning X , after adding it to C(X) one would have to issue a larger number of queries in

C(X) before hitting one that returns X - i.e., a higher query cost.

Then we consider queries with low cardinality (i.e., ≤ k/2). We would like to add these

queries to C(X). The reason is that all of these queries should be able to return X , which

means if a C(X) only includes these queries, in edge weight testing process, we only need

to issue one query to get an estimation.

At last we consider queries with cardinality around k (i.e., > k/2 and ≤ 2k). We need to

add these queries to C(X) when a X doesn’t match any queries with cardinality less than

k/2. As a substitution for low cardinality queries, these queries can also produce C(X)

which has a fast edge weight testing process.

We shall instantiate this intuition in the next subsection to design a greedy algorithm for

constructing C(X).

4.4.3.2 A Greedy Algorithm

We use the following greedy algorithm for constructing C(X): For a document X , we

extract all queries matching X and sort them ascendingly according to their pre-estimated
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cardinality. We first use the queries with cardinality less than k/2 as C(X). If there is

a query in C(X) which can return X , we accept the C(X) and return it. Otherwise, we

redefine C(X) as the queries with cardinality between k/2 and 2k. If the new C(X)

contains at least one query which can return X , we accept and return it. If this C(X) also

fails to return X , we redefine C(X) as the remaining queries, which are the queries with

cardinality larger than 2k. ThisC(X) must contain a query which can returnX . The reason

is that we can not access document X if all matching queries cannot return it. Since we

have validated that except the queries with cardinality less or equal to 2k cannot return X ,

then in the remianing queries (current C(X)), there must exists a query which returns X .

Note that although we put edges in 3 groups here, there is no strict proof that this is always

optimal. According to our experiments, grouping edges in this way is reasonable and can

generate good experimental results. We shall test this in §7. Algorithm 7 summarizes this

process.

4.4.3.3 Two Special Cases

In our experiments, we observe that there are two special cases which rarely appear but

may adversely affect the efficiency of our algorithm. Case 1 is that there is one query in

a document X which has cardinality less or equal to k/2 and this query is able to return

X . According to Algorithm 5, now we get a C(X) which only contains one query. As we

discussed in §4.3.3, this will generate extreme edge weight 1 and lead to larger estimation

variance. To solve this problem, if we find a C(X) which only contains a very small amount

of queries (e.g., 1 or 2), we add the next m (e.g., 9 or 8) queries behind in the sorted M(X)

to the C(X). Case 2 is that there are no matching queries with cardinality less or equal to

2k which can return X , and there are thousands of queries in X with cardinality larger than

2k. If we accept a C(X) with thousands of queries and only one or two in them can return

X , we may need to issue thousands of queries in the edge weight estimation process. This

is very inefficient. When this happens, our solution is to iteratively use the next c (e.g., 50)
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Algorithm 7 Construction of C(X)

1: Input: Document X
2: Output: C(X)
3: M(X) ← Set of queries matching X . Sort all queries q in M(X) according to an

ascending order.
4: flag = 1.
5: C(X) ← The queries in M(X) whose cardinality is less or equal to k/2. Sort them

ascendingly.
6: Issue Queries in C(X) one by one until we meet a query which can return X or we

reach the end of C(X).
7: if there is a query in C(X) which returns X then
8: return C(X).
9: else

10: switch flag
11: case 1:
12: C(X) ← The queries in M(X) whose cardinality is larger than k/2 and less or

equal to 2k. Sort them ascendingly.
13: flag = 2.
14: end case 1
15: default:
16: C(X) ← The queries in M(X) whose cardinality is larger than 2k. Sort them

ascendingly.
17: return C(X).
18: end default
19: end switch
20: go to Step 6.
21: end if
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queries in the sorted M(X) as a C(X) candidate until we find a C(X) which can return

X .

4.4.4 Algorithm 2STEPS-ESTIMATOR

Algorithm 8 and 9 depict our 2STEPS-ESTIMATOR. We first divide the query pool into 3

strata according to pre-known (approximate) cardinality (discussed in §3.3.3). In detail, the

first stratum, G1 contains queries with cardinality less or equal to k/2, the second stratum,

G2 contains queries with cardinality from k/2 and 2k, and the third stratum, G3 contains

queries larger than 2k. Edges in the bipartite graph are also divided into three different

groups according to the query they connect. Algorithm 8 estimates the number of edges in

each group and Algorithm 9 estimates the average edge weight in each group. Note that

r1 and r2 (t1 and t2) are input parameters for Algorithm 8 (Algorithm 9) controlling query

cost for the pilot step and the estimation cost, respectively. The candidate queries C(X)

(which are called upon in Algorithm 4) are constructed using Algorithm 5. After running

these two algorithms, our final estimation for COUNT(*) - the total number of documents

in the corpus - is E1 · w1 + E2 · w2 + E3 · w3.

Algorithm 8 Stratified Estimator - Step 1: Total Number of Edges in Each Group
1: /* Pilot Step */ For each stratum Gi, issue r1 queries chosen uniformly at random from
Gi. For each query, count the number of documents it returns (number of edges the
query connects). Based on these values, compute intra-stratum variance vari;

2: for i← 1 to 3 do /* Stratified Estimation */
3: Issue r2(i) = r2 · Ni

√
vari/

∑3
j=1 Nj

√
varj queries chosen uniformly at random

from Gi; For each query, count the number of edges it connects.
4: end for
5: for i← 1 to 3 do
6: Calculate cithe arithmetic average number of edges the queries in stratum Gi

connects.
7: Ei ← ci · |Gi|, where Ei is the total number of edges in group i and |Gi| is the total

number of queries in stratum i.
8: end for
9: Save E1, E2 and E3 for future use;
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Algorithm 9 Stratified Estimator - Step 2: Average Edge Weight in Each Group
1: /* Pilot Step */ For each stratum Gi, issue t1 queries chosen uniformly at random from
Gi. For each query q which returns at least one document, choose a document X
uniformly at random. Estimate the weight of edge (q,X) according to Alg. 4. Based
on the weight for the edges, compute intra-stratum variance vari;

2: for i← 1 to L do /* Stratified Estimation */
3: Issue t2(i) = t2 · Ni

√
vari/

∑L
j=1Nj

√
varj queries chosen uniformly at random

from Gi; For each query q which returns at least one document, choose a document X
uniformly at random. Estimate the weight of edge (q,X) according to Alg. 4.

4: end for
5: for i← 1 to L do
6: Calcualte wi, the average edge weight for edge group i according to Eq. 4.8.
7: end for
8: Save w1, w2 and w3 for future use;

4.4.5 Further Discussions

According to our 2STEPS-ESTIMATOR, most of the edge weight will be assigned to the

edges in group 1, which are the edges connect to queries with cardinality less or equal

to k/2. In our experiments, we shall spend a significant amount of queries to make our

estimation for this edge group more precise. But sometimes our query pool may contain

a very large number of low cardinality queries and a lot of them underflow. An excessive

number of such queries will slow down our estimation process. To solve this problem, we

can either flush off some low cardinality queries (we shall discuss how to do this in §4.5),

or we can switch query selection priority when we construct C(X), i.e., use the queries in

the second stratum - with cardinality between k/2 and 2k - as our primary query selection,

and use the queries with cardinality less or equal to k/2 as our secondary query selection.

4.5 Extensions

SUM and AVG Aggregate Queries: Our discussions in §4.3 focused on estimating

COUNT(*). 2STEPS-ESTIMATOR can also be applied to estimate SUM and AVG queries

with little change. For SUM(f(X)) where f(X) is the measure of interest for a document
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X , the only revision required is on the definition of edge weight - instead of assigning 1/`

as the weight of an edge connecting X with one of its top-` queries, we assign f(X)/`

as the edge weight instead. One can see that the estimation remains unbiased. For AVG

queries, one can first estimate the corresponding SUM and COUNT queries, and then use

the division as an AVG estimation. Nonetheless, note that such an AVG estimation is

biased, as the division of two unbiased estimations may not remain unbiased.

Conditional Aggregate Queries: Conditional aggregate queries evaluate only a subset of

the entire corpus, with the subset defined by the selection condition. Examples of such

conditional aggregate queries include the total or average size of documents that contain

word “sports” - e.g., SELECT f(X) FROM CORPUS WHERE “sports” in X . Intuitively,

one can see that the presence of search condition calls for a different design of stratification

- e.g., to estimate the average size of documents containing “sports”, queries that are more

related to sports (e.g., “baseball”) are more likely to return meaningful documents for the

final estimation (i.e., those containing “sports”) than other queries (e.g., “Macintosh”).

According to this intuition, our main idea for processing conditional aggregate queries

is to partition both queries and documents into two categories - according to whether a

query (document) is strongly (and positively) correlated with the search condition (e.g.,

containing “sports”). With 2STEPS-ESTIMATOR, we split the original bipartite graph

(as shown in Figure 3.1) into two bipartite graphs. One rich graph with queries and

documents that are strongly correlated to the search condition, one lean graph with other

queries and documents. In most cases, the number of queries which can be identified as

strongly correlated to a search condition is very limited (usually no more than 300). In this

way, for the rich graph, we can just crawl the documents - issue all queries and save each

document they return. For the lean graph, in step 1, we cacluate the the average number

of conditional edges per query; in step 2, we calcuate the average weight of conditional

edges. Note that when a query in the lean graph returns a document that appears in the rich

graph, we need to dismiss the document because otherwise, we count the document twice.

49



With STRATIFIED-ESTIMATOR, we can just regard correlated queries as a rich source

and partition other queries according to their frequencies.

We now consider how to determine whether a query q is (positively) correlated with the

search condition cS. We use a simple measure commonly used in information retrieval:

P̂ (q|cS), i.e., the conditional probability of q occurring in a document satisfying the

search condition, estimated according to the positional independence assumption [27]. The

evaluation of this measure requires a set of training documents ΓT which all satisfy cS.

We collect such training documents in the same way as we construct the query pool - i.e.,

by crawling from an online directory (e.g., [5]). In particular, for given ΓT, we compute

P̂ (q|cS) as

P̂ (q|cS) =
T (q,ΓT)∑

qi∈Ω T (qi,ΓT)
(4.9)

where T (q,ΓT) represents the total number of times q occurs in all documents in ΓT, and

Ω is the query pool. We select the h queries with largest P̂ (q|cS) to form the category

(positively) correlated with cS, where h is a pre-determined parameter (e.g., 1% of the

query pool size).

Test a Query Pool In this subsection and the next two subsections, we discuss the issue that

how to test/modify a query pool to make it better serve our aggregate estimation algorithms.

Recall our system model, to ensure the correctness of the samplers/aggregate estimators,

we need a query pool which is able to return most of, if not all documents behind the search

engine. This means before mining a search engine S with a query pool P , we first need to

test whether this P can produce an acceptable recall.

A baseline method to test P is to randomly issue queries from P , analyzing the returned

documents to see whether these documents contain queries which are not in P . If yes,

we issue these queries to see whether they can return some documents which cannot be

recalled by P .
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We can use Heap’s Law [12] to make this process more effectient. Heap’s Law states that

the number of words in an instance document n can be formulated as V (n) = Knβ , where

V (n) is the number of words in n. For English text corpora, a typical K is between 10 and

100, and a typical β is between 0.4 and 0.5 [12]. In other words, the longer a document, the

higher possibility that low cardinality queries appear. Which means issuing low cardinality

queries can help us get long documents, and retrieving queries from long documents can

help us get low cardinality ones. With Heap’s Law in mind, to better test a query pool P ,

we could issue low cardinality queries from P because they are more likely to return long

documents which may contain queries that are not in P , and these queries may link us to

documents which P cannot recall.

Flush a Query Pool When we use a very large query pool P to test a search engine S, we

may find that although P has a good recall, it contains too many low cardinality queries

which are generally underflow and decrease the effeciency of our estimation process. To

solve this problem, we would like to delete some queries in P without (or very slightly)

affecting the recall.

We observe that if a query pool P is too large for a search engine S, it is usually a good

practice to delete the queries with low cardinality. There are two reasons for this. First, a lot

of low cardinality queries are underflow. Even for the valid ones, they usually only return

1 or 2 documents. If the k in top-k limitation is 10 or 50, then with a very high possibility,

the documents returned by these low cardinality queries can also be returned by some other

queries with larger cardinality. Second, according to Zipf’s Law [59], the queries in P

usually follows power low distribution and the low cardinality queries compose a major

part of P . Thus deleting low cardinality queries can effectively reduce the size of P and

improves the precision of our estimation.

Now we have transformed our task to identify a cardinality threshold ct - all queries

in P with cardinality less than ct could be deleted without (or very slightly) affecting
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the recall of P . An ideal ct for a search engine S which indexes n documents is

min(max(cmax(d1), cmax(d2), ..., cmax(dn)))), where cmax(d) is the largest cardinality

among all queries which can return document d. In real applications, it is impractical for us

to analyze each document indexed by S to get the ideal ct. To get a good approximation, we

issue low cardinality queries to retrieve the lower ranked documents. Then, we calculate

act, the cardinality threshold for these lower ranked documents and use act · 0.5 as an

approximated estimation for the ideal ct.

Query Cardinality Adjustment: To see why we need to adjust query cardinality, assume

that we have a query pool P which is retrieved from 10 million documents and we want to

use this P to test a search engine S which indexes 1 million documents. One can see that

to better serve this purpose, we need to adjust the query cardinality in P by multiplying

a constant factor γ, which is 0.1 in this example. In real applications, we can examine m

valid queries and use avg(|R(q1)|/card(q1), |R(q2)|/card(q2), ..., |R(qm)|/card(qm)) as γ,

where |R(q)| is the number of documents returned by query q and card(q) is the cardinality

of query q in the query pool. Note that this process can be piggybacked to the processes in

the two previous subsections.

4.6 Summary

In this chapter we have studied the problem of performing data analytics over a search

engine’s corpus through its keyword-search interface. We investigated the problem of

aggregate estimation, and proposed novel techniques which produce unbiased aggregate

estimates with small variances while incurring a query cost significantly smaller than

the existing techniques. We provided theoretical analysis and extensive experiments to

illustrate the effectiveness of our approaches.

52



Chapter 5

Mining Without a Query Pool

5.1 A Brief Discussion

Analytics Over an Enterprise Search Engine’s Corpus: The document corpus behind an

enterprise search engine forms a rich source of analytical information - e.g., the COUNT

of support documents making references to certain products may reveal information about

product quality, popularity, etc.; while the frequency of mentioning of certain keywords

(e.g., iOS, Android) may reveal the future direction of an enterprise. Such analytical

information is often of significant interest to a wide variety of third parties - ranging from

business competitors, market analysts to individual investors and even curious customers.

Recall that search-engine-corpus analytics usually focuses on two topics: sampling and

aggregate suppression. These two problems are related yet have different applications.

Sampling is more versatile - one can use the retrieved samples to estimate any AVG

queries, without the need of specifying such queries at the time of sampling. The problem

with sampling, however, is (1) it cannot efficiently estimate SUM and COUNT aggregates

without knowing the corpus size, and (2) indeed because of its versatility, the sampling

distribution cannot be “tailored” to an aggregate query as much as an aggregate-estimation
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solution can, leading to a higher query cost. Aggregate estimation, on the other hand,

supports COUNT, SUM, and AVG queries, while achieving a lower query cost by tailoring

to the input aggregate. Nonetheless, the aggregate to be estimated must be known before-

hand, making it less versatile than sampling.

In either case, it is important to note that sampling and aggregate estimation are challenging

tasks, mainly because the only public access channel to the corpus is through the restrictive

keyword search interface. Specifically, both would be easy if one were able to crawl all

documents in the corpus. But crawling is prohibitively expensive because of two interface

restrictions: (1) the top-k limitation places an upper bound on the number of documents

retrieved per query, and (2) most search engines enforce a query allowance which limits

the number of queries one can issue - e.g., the default (free) query allowance for Google

API is 100 queries/day [4]. For Bing API, the value is 5,000 queries per month [2].

To address these interface restrictions, almost all existing techniques [13,14,83,84] assume

prior knowledge of a rich collection of queries known as the query pool. These pool-

based techniques issue to the search engine a random sample from the query pool to either

retrieve sample documents or generate aggregate estimations. In the remaining part of

the introduction, we first illustrate why query-pool creation is extremely difficult for an

unknown corpus, and then describe our main ideas for pool-free sampling and aggregate

estimation. Finally, we explain why our proposed techniques significantly outperform the

only existing pool-free approach [13], which was mostly proposed as a theoretical solution

and has been shown to be impractical for real-world search engines [13].

The Hardness of Query Pool Creation: A key reason for the hardness of query-pool

creation is that an effective query pool has to satisfy two requirements simultaneously:

α It must have a high recall - i.e., when issued to the search engine, almost all

documents in the corpus should be returned by at least one query in the pool. The

reason for this requirement is simple - if a substantial number of documents cannot
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be recalled by any query in the pool, then the pool-based sampler or estimator is

bound to be highly skewed towards the recallable documents.

β The query pool also has to be small - i.e., contain the minimum set of queries

necessary to achieve a high recall. To understand why, note that even a carefully

constructed query pool [13] can have more than half of its queries being underflows

- i.e., returning no document in the corpus at all. One can see that such underflow

queries lead to a significant waste of query cost and must be kept to a minimum in

order to enable efficient sampling or aggregate estimation.

Unfortunately, it is difficult to satisfy both requirements without knowledge of the

underlying corpus. To understand why, note that because of the top-k constraint, a query

pool needs at least (and often much more than) n/k queries, where n is the corpus size,

to recall all documents in the corpus and satisfy Requirement α. This indicates that a

query pool designed for a large corpus is often too large (and thus violates Requirement

β) for a small corpus. On the other hand, consider a query pool built for a pharmaceutical

company’s corpus which may have to contain many specialized (e.g., medical/chemical)

terms to satisfy Requirement α. Once again, such a query pool cannot satisfy Requirement

β for a more general-purpose enterprise’s (say GE’s) corpus because the specialized terms

are unlikely to return any document.

One can see from the examples that, the proper construction of a query pool has to take

into account at least the size and content topic(s) of the underlying corpus - a requirement

which is rather difficult to fulfill in real-world scenarios and certainly makes the solution

unscalable to a large number of corpora. In the experimental results, we shall show that

failing to customize a query pool - e.g., using the general-purpose query pool described in

the literature [83] for corpora of specific topics, yields extremely poor performance.

Key Ideas: In this chapter, we address the problem of query-pool-free sampling and

aggregate over a search engine’s corpus. Our main idea is to introduce a “virtual” query
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graph in which each node is a query (i.e., one or a few words) matching at least one

document in the corpus; and two nodes q1 and q2 are connected iff (1) at least one document

returned by q1 matches q2, and (2) at least one document returned by q2 matches q1. The

key rationale behind such a query graph is to replace the requirement of a pre-determined,

completely known query pool by an on-the-fly exploration of the query graph (without full

knowledge of its topology). Specifically, the exploration required here is the ability to

quickly draw a sample node from the graph. Two critical features of the query graph makes

this sampling process effective (for corpus analytics) and efficient:

• The definition of query graph ensures that it satisfies both requirements α and β

defined above. Specifically, one can see that the graph size adjusts automatically

according to the documents in the corpus. In addition, as we shall show in the chapter,

even when a query is defined to be a single word, the vast majority of documents in

the corpus can still be recalled - as long as at least one word in the document can

return the document in its top-k results.

• We can efficiently sample the query graph through a random walk process - i.e.,

randomly hop from a node to a randomly chosen neighbor, then to a random

neighbor’s neighbor, repeat this process for a burn-in period [25,68,72] before using

the final node as a sample. We found through real-world experiments that such

a random walk process is usually very efficient - it rarely takes more than a few

(and often just one) queries to randomly select a neighbor of a given node. Besides,

the graph is very dense - leading to two nice properties: (1) the graph connectivity

ensures a high recall of documents in the corpus by queries reachable through random

walk, and (2) the graph density leads to a small burn-in period of the random walk

and thereby enables an efficient sampling of queries in the graph.

With these two properties, one can efficiently sample a query from the graph and use

it in the same way as in pool-based techniques. As such, by integrating the query-
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graph sampling technique with existing pool-based samplers, we can draw samples from

a search engine’s corpus without the need of a query pool. One more challenge, however,

remains for the aggregate estimation problem. Specifically, to enable SUM and COUNT

estimations over the document corpus, we also need to know the total number of documents

in the corpus and, in turn, the total number of queries in the graph.

A straightforward solution for estimating the total number of nodes in the query graph is the

traditional mark-and-recapture technique [71] which collects two random query samples

and then use their intersection size to estimate the population size. Unfortunately, this

solution is prohibitively expensive for our purposes because it requires a sample size of at

least
√
n, where n is the total number of queries, to have (expectedly) just one intersection.

To address this problem, our main idea is a novel collect-and-sample technique which stems

from two important observations:

• First, for the “recapture” idea to work, one does not actually need to have two random

samples. Indeed, given any large subset of queries ΩS and a random sample, an

unbiased estimation of the total number of queries is |ΩS| · |R|/|ΩS ∩R|.

• While crawling all queries from the graph is prohibitively expensive, it is actually

easy to collect a large number of the queries with a small query cost - by simply

issuing any arbitrary query, collecting all queries appearing in the documents

returned by the initial query, and then repeat this process. We found through real-

world experiments on 455,901-node query graph that we can collect 35.87% of all

queries with just 1,000 queries. The rationale behind this is the widely-recognized

heavy-tailed distribution of word frequencies - i.e., there is a significant number of

queries with high frequencies.

Our method leverages the two observations by first collecting a large subset, and then

drawing a small sample of queries. Finally, we estimate the total number of queries based

on the intersection size between the two.

57



Comparison with Existing Query-Pool-Free Approach: Before concluding the intro-

duction, we would like to briefly compare our proposed techniques with the only existing

pool-free sampler [13], which we refer to as the document graph sampler (DG-SAMPLER).

Note that DG-SAMPLER was mainly designed as a theoretical approach, and only supports

sampling but not SUM and COUNT estimations [13]. Our focus here is to explain why our

technique can outperform DG-SAMPLER by orders of magnitude, even though both use a

graph-based data structure to enable sampling.

Unlike our query graph, DG-SAMPLER directly samples a document graph - i.e., each

node is a document, and two nodes are connected if both are returned by the same query.

At first glance, a document graph might seem like the dual graph of our query graph, and

thus would yield similar performance. It is important to understand that this is indeed far

from the truth - mainly because of the ranking functions used by real-world search engines.

To understand why, consider as an illustrative example two closely related queries - e.g.,

“iPhone” and “Android”. Since almost all search engines take into consideration the

relevance between query and documents (e.g., through the TF-IDF measure) in the ranking

function, it is often the case that the top-k answers for “iPhone” and “Android” have

no intersection at all, yet almost every document returned by “iPhone” also mentions

“Android” (and vice versa). If only these two queries are considered, the document

graph is disconnected between the documents returned by “iPhone” and those returned by

“Android”. On the other hand, our query graph directly connects the two queries because

of the co-mentionings and therefore supports the sampling (and recall) of all documents.

One can see from this simplistic example that our query graph construction leads to a much

“denser” graph which achieves higher recall and shorter burn-in period. A more detailed

discussion of the comparison is available in the experimental evaluations in Section 7.

Summary of Contributions: The contributions of this chapter are summarized below:

• We develop QG-SAMPLER, a novel pool-free sampling algorithm over a search
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engine’s corpus. We shall show that QG-SAMPLER outperforms the only existing

pool-free sampler by orders of magnitude, and performs on par with the state-of-the-

art samplers that require the prior knowledge of a well-constructed, corpus-specific,

query pool.

• We develop QG-ESTIMATOR, a novel algorithm which, for the first time, enables

the estimations of SUM and COUNT queries over a search engine’s corpus without

a query pool.

Our contributions also include a comprehensive set of experiments performed on a real

world search engine over real-world document corpora.

5.2 Preliminaries

5.2.1 System Model

Search Engine: Consider a keyword search engine which accepts keyword queries and

returns the documents matching them. Let Θ be the search engine’s corpus, i.e., the set

of documents one can retrieve through the keyword interface. A user may search for

documents in Θ by specifying a search query consisting of one or a sequence of words.

In this chapter, we consider the following query processing model for the search engine:

The interface is restricted to return up to k documents, where k is a pre-determined small

constant, e.g., 50 or 100. For a given query q, a document matches q off the document

contains q as a subsequence. All documents matching q, which we refer to as Sel(q), can

be entirely returned iff there are at most k matching documents, i.e., |Sel(q)| ≤ k. When

a query overflows, which means |Sel(q)| > k, only the top-k documents in Sel(q) are

selected according to a often proprietary scoring function (unknown to external users) and

returned as the query answer. At the other extreme, if the query is too specific and matches
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no document, we say that an underflow occurs. If there is neither overflow nor underflow,

we call the query a valid query. For the purpose of this chapter, we consider deterministic

query processing over a static corpus, i.e., a query executed again will produce the same

results.

5.2.2 Random Walk on Undirected Graphs

As we shall discuss in later sections, the existing query-pool-free technique [13] makes

random walks on a document graph and the new technique we propose in this chapter

makes random walks on a query graph. To facilitate later discussions, in this subsection we

review two different random walk methods.

Simple Random Walk: Given a graph, a simple random walk can start from any arbitrary

node. One then chooses a node uniformly at random from the neighbors of the starting

node and move to this neighbor. After that, from the neighbors of the new node, one can

choose a node uniformly at random and move to it. This can be done in an iterative fashion

and the sequence of nodes which were just chosen form a simple random walk on the

graph [53, 54, 75].

If the graph is non-bipartite, after a sufficient number of steps, a simple random walk always

converges to its stationary distribution [54] - where each node in graph is visited with

probability proportional to its degree [54]. Denote the stationary distribution by π(·), we

have:

π(v) =
d(v)

2m
, (5.1)

where v is a node, and m is the total number of edges in graph.

Metropolis-Hastings Random Walk: To get uniform random samples from a graph, one

can use the Metropolis-Hastings (MH) random walk [26, 52, 60]. Different from simple
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random walk, in MH random walk, at each step, one first selects a neighbor of the present

node uniformly at random, and then performs an acceptance/rejection procedure to decide

whether to move to the selected node or to stay in the present one.

In detail, let the present node be x. We first select each neighbor of x with probability

1/d(x), where d(x) is the degree of x. Let the selected neighbor by y. We then perform

an acceptance/rejection procedure which accepts y with probability min {1, d(x))/d(y))},

and stays at x otherwise. Consider an example of MH random walk in the document graph

depicted in Figure 5.1. Assume the present node is X3. As d(X3) = 2, we have 1/2

probability to select node X2 and 1/2 probablity to select node X1. If we selected X2,

since d(X2) is 3, we will move to X2 with probability min {1, 2/3}, which is 2/3 and stay

in X3 with probability 1/3.

5.2.3 Corpus Analysis Without a Query Pool

The only existing technique to analyze a keyword search engine’s document corpus without

a query pool is DG-SAMPLER (Document Graph based Sampler) [13]. DG-SAMPLER

first defines a document graph, then makes MH random walks on this graph to get uniform

document samples.

In DG-SAMPLER’s document graph, each document is a node. There is an edge between

two nodes if and only if there exists a query whose results contain both of the two nodes

(documents). Since there can be more than one queries which return a same pair of

documents, there may exist multiple edges between two nodes (documents). Queries are

extracted from documents. A query can be a word or a pre-defined number of consecutive

words in a document. Although [13] uses consecutive words as queries, here to keep the

discussion simple, we only consider single word queries. This discussion can be easily

extended to the cases of consecutive word queries.

Let’s consider a document graph in Figure 5.1. Here we have four documents, X1, X2,
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Figure 5.1: An Example of Document Graph

X3 and X4. Our search engine set k = 2. As it is shown in this figure, there is an edge

between document X1 and X2 because there exists a query ”OS” which returns both of

them. There is at most one edge between two nodes since there isn’t a document pair

which can be returned by more than one queries. Each query creates at most one edge. The

reason is that as we defined k = 2, each query can return at most 2 documents. It is also

worth mentioning that, not all queries exist in the documents appear in the document graph.

Query ”Kernel” only appears in one document, thus it can only return one ducument and

cannot produce an edge in the document graph.

DG-SAMPLER performs MH random walk on a document graph to produce uniform

samples. To complete this task, DG-SAMPLER has to address two issues: (1) sample

a neighbor y of the present node x; and (2) calculate d(x)/d(y).

To address the first issue, DG-SAMPLER picks queries from document x uniformly at

random, and issues them one by one until finding a query q whose results contain document

x. Then, it chooses a document, say y, from the result set of q uniformly at random as the

neighbor of x. To address the second issue, DG-SAMPLER starts by calculating the degree

of a node (i.e., document) in a document graph. A naive method is to issue all queries in the

document, save each returned document, and count that except the present document, how
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many different documents have been returned. To avoid the excessive query consumption

required by this naive method, DG-SAMPLER introduces validity density. The validity

density of a document x is d(x)/t(x), where d(x) is the degree of x, and t(x) is the number

of distinct queries in x. DG-SAMPLER assumes that validity density has a low variance

among all documents, and we can use the ratio of distinct queries to estimate the ratio of

degrees, i.e,

t(x)

t(y)
=
d(x)

d(y)
. (5.2)

5.2.4 Graph Size Estimation via Sampling

In ecology, people use mark and recapture [71] method to estimate population size. With

this method, one first picks up r samples from a population uniformly at random. Assume

population size is n, one can expect that among the r samples, the number of repeated

samples, C is,

(
r

2

) n∑
i=1

1

n2
. (5.3)

Thus, after picking up r samples uniformly at random, if there are C repeated samples, one

can estimate that the population size n is r2/2C.

[49] shows the most recent development in graph size estimation. In [49], the authors

make simple random walk on social networks and obtain samples after sufficient number

of steps. These samples follow simple random walk’s stable distribution: Each node v is

sampled with probability p = d(v)/2m, where d(v) is the degree of node v and m is the

number of edges in graph. With r samples, an estimation for the total number of nodes, n
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is:

Ψ1Ψ−1

2C
, (5.4)

where C is the number of repeated samples; Ψ1 is
∑r

i=1 d(vi), the sum of each sample’s

degree; and Ψ−1 is
∑r

i=1 d(1/vi), the sum of each sample’s inverse degree.

5.3 Query Graph Based Sampler

In this section, we first give an overview of query graph based sampler. Then, we formally

define query graph and discuss how to make a simple random walk on a query graph. After

that, we propose a query graph based sampler, QG-SAMPLER. In the end, we validate the

correctness of QG-SAMPLER.

5.3.1 Overview

We first define a graph based on queries, then collect query samples by making random

walks on this graph. Combining these query samples with a variant of a current query-

pool-based sampler [83], we propose a new query-pool-free sampler, QG-SAMPLER. The

new sampler can help us get uniform document samples without enduring the hardness of

query pool creation. As we shall show in the experimental section, QG-SAMPLER is much

faster than the previous query-pool-free sampler, DG-SAMPLER [13], and is as effecient

as the previous query-pool-based samplers [13, 83].

5.3.2 Query Graph Definition

Node Definition: The main idea of our pool-free sampler is to perform random walks on

a graph formed by queries. We start by defining the queries that form this graph. While
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theoretically, any definition of queries (as a single word, a sequence of words, etc.) would

work, the definition does have a significant impact on the performance of the sampler.

Specifically, to enable efficient sampler, we have to consider two (inherently conflicting)

rules for defining queries:

(1) high recall: The queries we defined must be able to return all, or at least most of the

documents in the search engine’s corpus.

(2) small quantity: A too broad query definition is likely to produce a very large query

set which contains a lot of underflow queries. Making corpus analysis based on such

a query set leads to a significant waste of queries and will decrease the efficiency of

our sampling process.

With the query definition rules in mind, consider two intuitive query definitions: (1) All

combinations of words in a document; (2) 1000 most popular words. For definition (1),

using all combinations of words will incur a prohibitively large query set, which will

adversely affect the efficiency of our sampling process. For definition (2), remember the

top-k limitation imposed by most search engines, if we only select the most common words

as queries, then we may loose the ability to return low ranked documents.

Note that there is an inherent tradeoff between high recall and small quantity. It is easy to

increase recall with more queries, and a too small query quantity usually indicates a low

recall. To create a good query definition, we need to make a balance between these two

rules.

According to our experiments, a proper query definition could be using all single words

appearing in documents as queries. Single word queries are also used in previous document

corpus analysis researches, like [83, 84]. In case we need a very high recall and the dataset

is extremely large, we can modify the query defintion to use a pre-defined number of

consecutive words as queries. This method is used in [13, 14]. To keep our discussion
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simple, in this chapter, we focus on single word queries. But our discussion can easily

extend to consecutive words queries.

Still based on the query definition rules, we can go further to reduce query quantity by

filtering queries and removing the not so informative ones. There are a large number

of exotic queries which return few documents, and usually these documents can also be

returned by other queries. These exotic queries are not so informative, but they constitute a

large portion of the query set. To improve the efficiency of our sampling process, we only

extract queries which can return more than u documents, where u is a query filter threshold

and the value of u is at most k. Recall document X1 in Figure 6.1, If we define u as 2, then

document X1 only contains two single word queries: OS and Linux.

Edge Definition: After defining nodes in a query graph, our next step is to define edges.

A good edge definition should meet two requirements: (1) It is convenient to make random

walks on the query graph, i.e., we can find the next step in a random walk process and

calcualte the degree of a node without issuing too many queries; (2) The degree of each

node is as large as possible. The first requirement is quite straitforward. The second

requirement aims to reduce the possibility of creating a disconnected graph, and increase

a query graph’s mixing rate when the graph is already connected (save steps to reach the

stable distribution in a random walk process).

When defining edges, the first decision we need to make is that whether the edges are

directed or undirected. To avoid the various random walk problems in a directed graph,

like deadlock states and diamond-like structures [54, 67, 70], for the purpose this chapter,

we focus on undirected edges.

One can easily name a few different undirected edge definitions. Here let’s discuss two

intuitive ones: The first definition is that there is an edge between two queries if both of

them appear in one document. Although this definition looks attractive, it is difficult to be

used in real-world applications. The reason is that due to search engine’s top-k limitation,
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it is very hard to find all documents which contain a specific query without issuing a very

large number of queries. This means requirement (1): finding a next step in a random walk

process and calculating the degree of a node will be extremely difficult to achieve. Someone

may argue that we can issue a query and use the queries in the returned documents as its

neighbors. This argument is misleading. Because due to top-k limitation, there may exist

scenarios in which the returned documents for query x contain query y, but the returned

documents for query y don’t contain query x. Under this condition, it is hard to decide

whether the edge between x and y exists or not.

The second intuitive edge definition is that there is an edge between two queries iff there is a

document returned by both of them. With this definition, we can easily achieve requirement

(1) because we can get all possible neighbors of a query by examining the documents

returned by this query. But this definition violates requirement (2). Assume we have a low

ranked document which can only be returned by one query in it. Then with the current

definition, there will be no edge between this query and any other queries. Thus the query

graph is disconnected and we lose the recall for this low ranked document.

To meet both of the two requirements for edges, we propose the following edge definition:

There is an edge between node x and y iff y matches at leaset one document that x returns,

and vise versa. Our definition first achieves requirement (1): Different from the first

intuitive definition, here we can issue a query and get all possible neighbors of the query

by analyzing the returned documents. We will show how to find the next step in a random

walk process and how to calculate the degree of a node in Section 3.3. Our definition also

achieves requirement (2): Recall the counterexample for the second intuitive definition,

i.e., there is a document which can only be returned by one query. With our new definition,

if this query can return more than one document (This condition is always true if the query

filter u is larger than 1), then very likely there is another document which can be returned

by this query and a different query. Thus, this query is connected to that different query and

then the whole query graph. Actually, in our definition we ensure that node x may connect
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to all possible queries it has a relation with (a query has a relation with x means this query

matches at least one document returned by x). The only limitation we impose here is that

node y can also return x. This limitation is necessary because it ensures the undirectness of

edges. We will show in Section 3.5 that with this new definition, the possibility of creating

a disconnected query graph is extremely small.

Query Graph Definition: Based on our definition for nodes and edges, a formal definition

for a query graph is:

Definition 5.3.1 Given a search eingine with corpus D = {X1,

X2, ..., Xn}. Let the set of queries appearing in Xi be W (Xi) and the set of documents

returned by query q be R(q). The query graph for D is G = 〈V,E〉, where V =⋃n
i=1W (Xi) and there is an edge e(qx, qy) if and only if qx ∈ Q(qy) and qy ∈ Q(qx), where

Q(q) is the set of queries appearing in R(q), i.e., Q(q) =
⋃h
j=1 {W (Xj)|Xj ∈ R(q)},

where h is the number of documents in R(q).

Recall the document set in Figure 5.1, if we set u, the query filter threshold as 1 (select

the queries which can return one or more documents), then a query graph of the dataset

is shown in Figure 5.2. In this figure, there is an edge between query ”OS” and query
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”Windows”. The reason is that results of query ”OS” are document X1 and X2 (top-k

limitation, k = 2), which contain query ”Windows”, and the results of query ”Windows”

are document X2 and X4, which contain query ”OS”.

To further illustrate the relations between query graph and document graph and to help

understand the sampling/aggregate estimation methods in later discussions, we introduce a

bipartite graph model. Figure 6.1 depicts the bipartite graph based on Figure 5.1 and Figure

5.2. As it is shown in this figure, a solid edge exists between a query node and a document

node if and only if the query returns the document. Note that we set k = 2 and we only

consider single-word queries in the example for the sake of simplicity. The dotted lines

are only for illustrating “matching” relationship, and do not represent edges in the bipartite

graph.

5.3.3 Random Walks on a Query Graph

To make random walks on a query graph, we need to perform two basic operations,

selecting the next step in a random walk process and calculating the degree of a node. We

also need to know the number of steps we need to move in a random walk process before
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we can get a node sample which follows the graph’s stable distribution, i.e., the burn-in

period of the graph [54]. In this subsection, we first discuss the two basic operations and

then investigate the burn-in period.

Two Basic Operations: To generate query samples by making random walks on a query

graph. We need two basic operations: (1) Select the next step in a random walk process;

(2) Calculate the degree of a node.

To complete the first operation, for a specific node (query) q, we first issue q to the search

engine and collect all documents returned by q. Recall that we denote the document set

returned by q as R(q), and the query set extracted from R(q) as Q(q). In the second step,

we select a query q′ uniformly at random from Q(q), issue q′ and examine whether the

number of documents in R(q′), i.e.,|R(q′)|, is at least u (Recall that u is our query filter

which aims to only keep the informative queries). If the answer is yes, we proceed to

extract Q(q′) from R(q′). Otherwise, we select a new q′ from Q(q) and restart from the

second step. If q exists in Q(q′), we select q′ as the next step in the random walk process.

Otherwise, we select a new q′ from Q(q) and restart from the second step. Since all queries

connected to q must exist inQ(q), selecting queries fromQ(q) unifromly at random ensures

that the q′ we selected is chosen uniformly at random from all neighbors of q. Thus q′ is

the next step of of node q in the random walk process.

To calculate the degree of a node q, a naive method is to issue each query qi in Q(q) and

count the number of qi, for which |R(qi)| ≥ u and q ∈ Q(qi). Nevertheless, issuing each

query in Q(q) will incur a prohibitively high query cost and make degree calculation an

impractical operation in real applications. To address this problem, our method is to issue

queries from Q(q) uniformly at random until we meet a query q′, for which |R(q′)| ≥ u

and q ∈ Q(q′). If q′ is the m-th query we issued, m dividing |Q(q)| makes an unbiased
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estimation for the degree of node q, i.e,

E

[
|Q(q)|
m

]
= d(q), (5.5)

where |Q(q)| is the number of queries in Q(q) and d(q) is the expected value taken over the

randomness of m.

Algorithm 10 Basic Operation 1: Select the Next Step
1: Input: a query q
2: Issue q to the search engine;
3: R(q) := docs returned by q;
4: Q(q) := queries extracted from R(q);
5: while ture do
6: q′ := a query chosen from Q(q) uniformly at random;
7: R(q′) := docs returned by q′;
8: if |R(q′)| ≥ u then
9: Q(q′) := queries extracted from R(q′);

10: if q ∈ Q(q′) then
11: return q′.
12: end if
13: end if
14: end while

Algorithm 11 Basic Operation 2: Calculate a Node’s Degree
1: Input: a query q
2: Issue q to the search engine;
3: R(q) := docs returned by q;
4: Q(q) := queries extracted from R(q);
5: counter : = 0;
6: while ture do
7: counter++;
8: q′ := a query chosen from Q(q) uniformly at random;
9: R(q′) := docs returned by q′;

10: if |R(q′)| ≥ u then
11: Q(q′) := queries extracted from R(q′);
12: if q ∈ Q(q′) then
13: return |Q(q)|/counter.
14: end if
15: end if
16: end while
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Algorithm 10 depicts the first basic operation and Algorithm 11 depicts the second one.

Burn-in Period: To successfully perform random walks on a query graph, another issue

we need to address is how to identify the length of a burn-in period. A random walk process

could be regarded as a finite Markov chain. Burn-in period is an initial part of the chain,

after which the state of the chain is independent to its starting point [72]. Mixing rate is

a measure on how fast a random walk converges. It determines the length of the burn-in

period. One can calculate the mixing rate of a query graph through the eigenvalues of

this graph’s transition matrix in polynomial time [54, 55]. Nevertheless, for our purpose,

we need to issue all possible queries in a query graph to validate each edge in it. Thus,

it is extremely resource consuming to get the transition matrix and to estimate the burn-

in period. In practice, we adopt a popular convergence testing method, Geweke method

[23, 28, 72], to decide the length of the burn-in period.

To detect a convergence failure, Geweke method compares samples on a early part of a

Markov chain to the samples on a later part of the chain. Assume that start from node n0,

we have a chain with n+1 nodes and we want to test whether the chain has converged from

n0. We examine two subsequences of the chain. The first subsequence A is {n1, ..., na}

and the second subsequence B is {nn−b+1, ..., nn}, where 1 < a < n − b + 1 < n. We

test a value function for each sample in A and B, e.g., for a query q, a value function can

be the total length of documents returned by q or the number of characters in q. Note that

different value functions may produce different burn-in periods, and in practice we always

tend to use the longest burn-in period we can find. If the mean of the functional values for

samples in A and B are close to each other, we say that this chain has converged from node

n0. Let θ(v) be a value function for node v. The mean of functional values in interval A is:

θ(A) =
1

a

∑
t∈A

θ(t). (5.6)
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We can calculate θ(B) for interval B similarly. If the chain already converged at node n0,

then all subsequent nodes follow the same stable distribution, which means,

Zn =
θ(A)− θ(B)√
ˆSθ(A)/a+ ˆSθ(B)/b

→ N(0, 1) n→∞, (5.7)

in which, ˆSθ(A)/a and ˆSθ(B)/b are asymptotic variances of θ(A) and θ(B). Usually we

define interval A as first n/10 of the chain, and interval B as the last n/2. To confirm

the Markov chain is converged, we usually demand the Z-statistic falls in 95% confidence

interval [72].

5.3.4 QG-SAMPLER

We combine the idea of query graph with a variation of a recent proposed query-pool-

based sampler [83] to produce a new query-pool-free sampler, QG-SAMPLER. Recall

the bipartite graph model we introduced in Section 3.2 - the objective of a sampler is

to pick document samples from the document corpus on the right side of the bipartite

graph. To achieve this objective, we issue queries from the left side. If a document is

sampled by a query, we call this query the document’s corresponding query. Previous

samplers [13, 83] concentrate on picking document samples from the document corpus

uniformly at random. With QG-SAMPLER, we pick document samples according to

corresponding queries’ stable distribution in the query graph. We save each document

sample and its corresponding query’s degree for future use: either to generate uniform

samples or make aggregate estimations. To get a document sample from a dataset D which

is indexed by a search engine, our QG-SAMPLER has three steps: (1) Make a simple

random walk on the query graph to generate a query sample; (2) Issue the query sample

to the search engine and try to generate a candidate document; (3) Reject or accept the
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candidate document.

Step (1) is a simple random walk process. Start from an arbitrary query, we pick a random

neighbor to initiate a simple random walk process. After a pre-validated burn-in period,

we obtain a query sample which follows simple random walk’s stable distribution. At last,

we calculate the degree of the sample query. We save the sample query and its degree for

future reference.

In Step (2), we generate a candidate document which connects to our sample in the bipartite

graph. The rationale behind this step is to eliminate the effect of ranking function on final

samples. To achieve this objective, we first issue the query sample, and then proceed to the

edge selection step with probability |q|/k, where q is the number of documents returned

by query q, and k comes from search engine’s top-k limitation. If we proceed to the edge

selection step, we select an edge connecting to the query sample uniformly at random.

After this step, each valid edge is selected according to the stable distribution of the query

it connects to. In the next step, we focus on solving the problem that a document connects

to more edges is more likely to be chosen as a document candidate.

Step (3) is an acceptance/rejection procedure. In this step, for each document X , we select

a specific query q, and name this query the top-1 query for X . When we meet a document

candidate, we accept it if the candidate is returned by its top-1 query. Top-1 query defines

a one-to-one mapping from documents to queries in the bipartite graph. Thus by using the

idea of top-1 query, the objective of Step (3), to solve the problem that a document connects

to more edges is more likely to be chosen, is guaranteed to be achieved. In practice, when

we meet a document, we first order all queries in it. Then we issue queries one by one until

we meet the first query which can return the document. We select this query as the top-1

query. Note that we can use any query order we like, like alphabetic order or the original

order for queries to appear in the document. Although different query orders may affect the

efficiency of this algorithm, but no matter which order we choose, the correctness of this

acceptance/rejection procedure is guaranteed [83].
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Recall the running example in Figure 6.1 and Figure 5.2. In Step (1), assume we have

validated that the burn-in period of Figure 5.2 is 4, and we have chosen query ”Windows”

as our starting point. From query ”Windows” , we make four simple random walk steps

which constitute a random walk trace. Assume the trace is ”Windows”,”OS”, ”Kernel”,

”Linux” and ”Handbook”. We stop at the fourth step, query ”Handbook” and save it as

a sample query. Next, we need to calculate the degree of this query in the query graph.

To do so, we issue the query ”Handbook” and we find that it returns two documents, X2

and X3. In these documents, there are four queries, ”Window”, ”OS”, ”Handbook” and

”Linux”. We select one query from ”Window”, ”Linux” and ”OS” uniformly at random.

Assume we selected query ”Window” and we find that it can also return document X1.

Thus, according to the basic operation 2 of query graph, we estimate the degree of query

”Kernel” is 3/1, which is 3. At last, We save query ”Handbook” and its degree 3 for future

reference.

In Step (2), since query ”Handbook” returns 2 documents and the k in Figure 6.1 is

2, we proceed to select an edge with probability 2/2, which is 1. Query ”Handbook”

connects to two edges, we select one uniformly at random. Assume the edge we selected

is ”Handbook”-X2 and we save document X2 as our document candidate.

In Step (3), assume we are using alphabetical order, then we will order the queries in

X2 as ”Handbook”, ”OS” and ”Windows”. With this order, we will first issue query

”Handbook”. As query ”Handbook” returns X2, we will select ”Handbook” as the top-1

query for X2. Since the query we selected in Step (1) is also ”Handbook”, here we will

accept document X2 and save it with the degree of query ”Handbook” for future reference.

Algorithm 12 depicts QG-SAMPLRE.

A document sample obtained through QG-SAMPLER is not uniformly sampled. Instead,

it follows its corresponding query’s stable distribution. Recall equation (5.1), with simple

random walk, after a sufficient number of steps, we will select node v as a sample with
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Algorithm 12 QG-SAMPLER
1: Input: a starting point query sq
2: q := the node a simple random walk stops after a sufficient burn-in period from sq;
3: d(q) := the degree of q in the query graph;
4: Issue q to the search engine;
5: R(q) = docs returned by q;
6: Goto line 2 with probability 1-|R(q)|/k;
7: d := a doc chosen from R(q) uniformly at random;
8: q′ = top-1 query in d;
9: Goto line 2 if q′ 6= q;

10: Save doc d and d(q) for future reference.

probability π(v), which is d(v)/2m, where d(v) is the degree of node v and m is the

number of edges in graph.

We have two different methods to use these samples: rejection sampling and importance

sampling. If we do need uniform samples, we can perform an acceptance/rejection

procedure. In this procedure we accept a sample v with probability C/d(v) (reject sample

v with probability 1 − C/d(v)), where C is an lower bound on the minimum degree of

the graph. More commonly, we need to make aggregate estimations. With importance

sampling, we can make estimations based on these samples directly. E.g, to estimate

average query length in a query graph, with m samples which are obtained through simple

random walk, we have the equation:

Avg(l(v))) =

∑m
i=1 l(vi)/d(vi)∑m
i=1 1/d(vi)

, (5.8)

In which, l(v) is the length of query v, d(v) is the degree of node (query) v. Different

from rejection sampling, with importance sampling, we use all biased samples to make

estimations. Thus, the estimation variance of importance sampling could be much smaller

than that of rejection sampling [14].
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5.3.5 Theoretical Analysis

Connectedness of Query Graphs: The connectedness of query graphs serves as a basis

of our QG-SAMPLER. In this section, we analyze query graphs’ connectivity.

Theorem 5.3.1 Given a serach engine with corpus of size m and a top-k interface,

assume that each document can be recalled by l queries and each query exactly recalls

k documents. Then the probability for this search engine’s query graph to be disconnected

is less than ((m · l/2k)− l + 1)/

m
k


l−1

.

Sketch of Proof : Since each document can be recalled by l queries, the smallest

disconnected component which can ever appear in the query graph has size l. We can

validate that the probability for such a disconnected component to appear is 1/

m
k


l−1

,

and we can go further to validate that the probability of existing a discoonected component

with size n′ (n′ > l) is always smaller than this. On the other hand, we have m · l/k queries

in the query graph. In this way, the size of the smallest disconnected component is at most

m · l/2k. Now we can conclude that the probability for this search engine’s query graph to

be disconnected is less than ((m · l/2k)− l + 1)/

m
k


l−1

.

For a search engine in which m = 300, 000, k = 10 and l = 200, we can easiliy calculate

that the probability for the query graph to be disconnected is less than 1.0e − 9545. Even

if we consider the extreme case in which k = 1, the probability for the query graph

to be disconnected is still less than 1.0e − 987. This result is quite appealing because

remember that for the document graph in DG-SAMPLER, if k = 1, all nodes (documents)

are disconnected and DG-SAMPLER isn’t applicable.

In our experiments, we set k = 10 and drew query graph and document graph for a

data corpus which contains 1000 documents. We found that the query graph is densely
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connected and the document graph is disconnected. Besides the main component, there

exists two small disconnected compents in the document graph, one has size 3 and the

other has size 1.

5.4 Query Graph Based Estimator

In this section, we focus on the second task of analyzing a search engine’s corpus:

Aggregate Estimation. Specifically, aggregate estimation can answer SUM, COUNT and

AVG queries. One can see that QG-SAMPLER can be used to answer AVG queries. Hence

in this section, we mainly discuss SUM and COUNT queries.

For the purpose of this chapter, the key challenge for answering SUM and COUNT queries

is to estimate the total number of nodes in a query graph. Probably, the mark and recapture

method [71] and its variants [49, 82] constitute the most popular route of graph size

estimation. They wait for collisions in random walks and make estimations based on the

frequency of collisions. The problem with these methods is that when a graph is very

large, it is not easy to get a collision. To solve this problem, we introduce a new graph

size estimator, GS-ESTIMATOR. The rationality behind GS-ESTIMATOR is still the mark

and recapture method. The difference between GS-ESTIMATOR and its predecessors is

that instead of waiting for collisions in random walks, GS-ESTIMATOR first collects a

startup pool which contains a significant number of nodes in this graph. Expecting a

collision between a random walk and the startup pool is much easier than expecting a

collision between two random walks. Thus the efficiency of graph size estimation is greatly

improved.

Based on GS-ESTIMATOR and a variant of a recent proposed query-pool-based search

engine estimator [14], we propose a new query-pool-free search engine estimator, QG-

ESTIMATOR.
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5.4.1 Graph Size Estimator

Our Graph Size Estimator, GS-ESTIMAOTR has two steps: (1) construct a startup pool;

(2) get query samples from the query graph and examine how many of them appear in the

startup pool.

For Step (1), we observe that although it is extremely hard to collect all queries in a query

graph, we can easily collect a large number of them by issuing queries to a search engine

and analyzing the returned documents. In practice, we can make a simple random walk on

a query graph, and extract queries from each document returned during the simple random

walk process. These extracted queries constitue a startup pool which can help us estimate

the size of a query graph. The startup pool collection process is very fast. We shall show it

in Section 7.2.2.

For Step (2), a baseline method to make an estimation is to collect a number of samples

from the query graph uniformly at random and examine how many of them fall in the

startup pool. Assume we have t samples, among which, t′ fall in the startup pool, then an

expected estimation for the total number nodes in the query graph is:

n = |sp| ∗ t
t′
, (5.9)

where |sp| is the size of the startup pool, and n is the total number of queries in the query

graph.

If the t samples are obtained from simple random walks with a sufficient burn-in period, and

we know the degree of each sample. Then we can adopt importance sampling to estimate

the size of the query graph with this equation:
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n = |sp| ∗
∑

v∈t 1/d(v)∑
v∈t′ 1/d(v)

. (5.10)

The GS-ESTIMATOR we just proposed is very effecient and may be of independent

interest. We can easily name a number of applications for which GS-ESTIMATOR is

applicable, e.g, we can estimate the size of a online social network and the total number of

tweets in twitter. A complete evaluation for GS-ESTIMATOR in different applications is

out of the scope of this chapter. Nevertheless, to show its efficiency, we will compare GS-

ESTIAMTOR with a state-of-the-art online social network estimator [49] in the Section

5.2.

5.4.2 QG-ESTIMATOR

The query graph based estimator, QG-ESTIMATOR we are going to propose is the first

estimator to answer COUNT and SUM queries for a search engine without a query pool.

To ease our discussion, in this section, we focus on discussing one aggregate: the size

of a search engine’s dataset (the total number of documents indexed by a search engine).

Extending our discussion to other aggregates is quite straightforward. Recall the bipartite

graph model we introduced in Section 3.2, very basic dataset size estimation examples may

look like this: If there is a one-to-one mapping between queries and documents, then the

total number of queries is just the size of dataset; If each query returns two documents and

there are no queries which return the same document, then the size of dataset is two times

the total number of queries; If each document is returned by two queries and all documents

are returned by different queries, then the size of dataset is half of the total number of

queries.

QG-ESTIMATOR has two steps: (1) Collect a startup pool; (2) Collect samples through

simple random walks on a query graph. We will use these samples to estimate the size of

80



the query graph and then answer aggregate queries. QG-ESTIMATOR is developed based

on a previous query-pool-based estimator, POOL-ESTIMATOR [14].

Step (1) contains a simple random walk process. We start from an arbitrary query, pick one

of its neighbors uniformly at random, move to that neighbor and then pick a neighbor of

the present node, etc. We collect all possible queries we meet in the simple random walk

process and use these queries as our startup pool. The size of the startup pool will grow

very quickly in the initial part of the simple random walk process.

In Step (2), we first start a new simple random walk process and select a query sample q

after a pre-validated burn-in period. We have two tasks with q: First, to estimate the size of

the query graph. To do so, we first calculate the degree of q, d(q), then we check whether q

exists in the startup pool or not. As discussed, we can estiamte the size of the query graph

with this information. The second task is to estimate the size of dataset. Recall the bipartite

graph for queries and documents, we first assign weightw(e) to each edge e in it. We define

w(e) as inverse of the degree of the document node connect to the edge. In Figure 6.1, the

weight of the edge connecting ”Handbook” and X2 is 1/3 because the degree of X2 is 3.

Now the task of estimating the size of a dataset is transformed to estimating the sum of edge

weights in the bipartite graph. We define weight w(q) of a query q in the bipartite graph

as the sum of the weights of the edges connect to q. Now the task of estimating the size of

a dataset is transformed to estimating the sum of query weights. For query ”Handbook”,

the weights of the edges connect to it are 1/3 and 1/2. Thus, weight of query ”Handbook”

is 5/6. The query graph has size 5, assume the weight of ”Handbook” is the average

weight of all queries, then a dataset size estimation is 5 ∗ 5/6, which is 4.167. We save this

estimation and the degree of ”Handbook” in the query graph for future reference. After we

get such information for a number of query samples, we can get the final estimation with

importance sampling. Specifically, if we have t query samples, qs1, qs2, ... qst, and we find

that their estimations are est(qs1), est(qs2), ..., est(qst), our final estimation is:
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∑t
i=1 est(qsi)/d(qsi)∑t

i=1 1/d(qsi)
, (5.11)

where d(q) is the degree of query q in the query graph.

Algorithm 13 QG-ESTIMATOR Step (2)
1: Input: a query sample q
2: Issue query q to the search engine;
3: d(q) := the degree of q in the query graph;
4: Check whether q exists in the startup pool or not, save this info and d(q) for query

graph size estimation;
5: R(q) = docs returned by q;
6: w(q) = 0;
7: for each doc d in R(q) do
8: w(q) = w(q) + 1/degree(d);
9: end for

10: Save w(q) and d(q) for dataset size estimation.

5.5 Summary

In this chapter, we addressed the problem of mining an enterprise search engine’s corpus

without a query pool. We started by illustrating why it is difficult to create an appropriate

query pool without extensive knowledge about the underlying corpus. Then, to enable pool-

free sampling and aggregate estimations, we proposed a novel concept called the query

graph. By making random walks on the query graph, we are able to retrieve query samples

and estimate SUM, COUNT, and AVG queries over the document corpus accurately and

efficiently. Specifically, we developed QG-SAMPLER and QG-ESTIMATOR for sampling

and aggregate estimation, respectively, and present theoretical analysis and extensive

experimental results over real-world document corpora to demonstrate the effectiveness

of our proposed pool-free techniques.
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Chapter 6

Aggregate Suppression

6.1 A Brief Discussion

In general, the web interface of a search engine offers a text-box input through which a

customer can specify one or a few keywords that he/she is interested in. The search engine

will return a list of documents or tuples that match the user-specified keywords1. Because

of the length limit of a return web page, not all matching documents/tuples may be returned.

Instead, the top-k results are selected according to a scoring function often proprietary to

the enterprise, and then returned to the customer.

Privacy Concerns on Sensitive Aggregates: Recent sampling-based techniques have been

developed ( [14, 83]) that allow third party applications to issue queries to the search

interface (queries are randomly selected from a query pool), and from the answers piece

together big-picture aggregate information about the underlying corpus. Although in some

cases it is advantageous to have such aggregate information disclosed, there are others for

which an enterprise would not willingly like to disclose aggregate information through its

1For keyword search over structured data, note that while there has been recent work [43] on supporting
keyword search over the JOIN of multiple tables, most real-world search engines simply consider each tuple
as a document consisting of all attribute values of the tuple, and process the keyword-search query in (almost)
the same way as search over unstructured documents.
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search engine. To understand why, consider the following examples.

• Commercial Competition: Many online retailers allow a customer to search for

keywords in product reviews left by other customers, so that the customer can

quickly locate products with desired properties. Nonetheless, the retailer may not

want a competitor to learn certain aggregate information which places the retailer

in a disadvantageous position for competition - e.g., if the competitor learns that

the total number of products in the retailer’s website which have ”poor quality” in

a user review is twice as large as the number in the competitor’s own website, then

the competitor may use the information against the retailer through boasting ”fewer

poor-quality products”, etc., in an advertisement campaign.

• Government Concern: Many government agencies support individual searches

for legal compliance purposes, but may not be willing to disclosure aggregate

information that can lead to speculative rumors or negative publicity. For example,

US Patent and Trademark Office supports keyword search for patents, with the patent

examiner’s name displayed on the description of each returned patent. Nonetheless,

the office may not want to disclose aggregates such as the total number of patents

approved by a particular examiner in 2010, because such information may allow a

third party to infer (based on the common workload of a patent examiner) sensitive

information such as the approval rate of the examiner - which may lead to negative

publicity for the office.

To address the search engine owners’ concerns on sensitive aggregates, we define and study

a novel problem of search-engine aggregate suppression in this section - i.e., our objective

is to suppress a third party’s access to sensitive aggregates over a search engine’s corpus

without affecting the utility of the search engine to normal search users. This problem

stands in sharp contrast to existing studies on privacy protection for search engines which
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mostly focus on protecting the privacy of individual users’ search query logs [6, 48] or

preventing the search engine from learning a user’s real search query [42, 69].

Note that while the problem of aggregate suppression (and, in fact, our proposed

techniques) may also apply to web-scale search engines such as Google and Bing, in this

section we focus our attention on enterprise search engines. This is mainly because the

privacy concerns of aggregate disclosure is more acute in the case of the enterprise owners

(as our earlier motivating examples show), whereas the corpus of a web search engine is

essentially a collection of publicly crawlable web pages and aggregate disclosures may not

be as significant for web search engine owners.

Technical Challenge: A seemingly promising approach to achieve aggregate suppression

over a search engine is to directly apply the two existing techniques for suppressing

aggregates over structured databases - (1) the insertion of dummy tuples [34] and (2) the

(randomized) generalization of tuple attribute values [47]. Nonetheless, neither technique

applies to unstructured documents in a search engine’s corpus. In particular, generating a

dummy document which is not (at least not easily) recognizable as dummy by an adversary

is significantly more difficult than generating a structured dummy tuple (which “looks”

real). Likewise, there is no concept hierarchy defined over an unstructured document - an

important ingredient of the generalization technique [47] - so the generalization technique

does not apply either. Thus, the problem of search-engine aggregate suppression calls for

the development of novel privacy preservation techniques.

Solution Space for Aggregate Suppression: One can partition the solution space for

aggregate suppression into two main types of techniques: One is to revise the keyword

search interface of the search engine - e.g., by disallowing certain queries and/or returning

snippets instead of entire documents unless a user signs in with a unique identity. While

there are fee-based search engines in practice which enforce such limitations to attract

paying customers (e.g., reverse phone lookup at http://www.whitepages.com/), we do not
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consider this approach for our purpose of aggregate suppression because of the difficulty on

evaluating the loss of service quality provided to normal search users - which by itself might

be an interesting problem for the Human-Computer Interaction (HCI) research community.

The other type of solution, which we advocate in this section, is to revise the keyword-

query processing mechanism by changing (a small number of) documents returned for a

given query. To this end, we may add dummy documents, revise the content of returned

documents, or hide certain documents from the query answer. As discussed above, we do

not consider adding dummy documents due to the difficulty of creating dummy contents

that look “reasonable” to an adversary. For the same reason, we do not consider revising

the content of a returned document. Thus, we focus on the last option - i.e., hiding (a small

number of) returned documents from certain query answers.

Outline of Technical Results: To understand our main idea, we first consider two simple

techniques which achieve either aggregate suppression or search utility but not both at the

same time. Consider as an example two search engines A1 and A2 with corpus sizes n

and 2n, respectively. Suppose that A1 is a simple random sample (without replacement)

from A2. Consider an objective of suppressing access to the total size of each corpus (i.e.,

suppressing access to the aggregate COUNT(*)), such that an adversary cannot tell which

corpus is larger. A brute-force approach of doing so through document hiding is to first

remove n documents from the corpus of A2, and then answer each keyword query over A2

from the shrunken corpus. This technique perfectly protects privacy by making the two

COUNTs indistinguishable, but may lead to poor search utility over A2 because half of the

documents in (the original) A2 will never be returned by any query.

Another seemingly simple idea is to perform document hiding at run-time. In particular,

when a keyword query q is received by A2, one first identifies the number of documents in

A2 which match q, denoted by |q|. Then, one selects and removes half of these matching

documents. The result - i.e., |q|/2 documents - are then returned as the query answer
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(subject to top-k selection according to the scoring function). This technique addresses the

utility problem of the brute-force technique because, even if a document is severed from

one query answer, it might still appear in another one. This allows the number of documents

recallable by keyword queries to approach 2n. It might appear that this approach suppresses

COUNT(*) as well, because the expected number of documents returned by a given query

is the same over the two corpora once run-time document hiding is applied over A2.

However, this approach actually fails on aggregate suppression. To understand why,

consider a pool of queries formed by all English words and a document X that appears

in both A1 and A2. For the ease of understanding, suppose that k is sufficiently large such

that no query in the pool is subject to the top-k restriction on its returned results. Before

run-time document hiding, the number of queries in the pool which return X is the same

over A1 and A2. Nonetheless, once run-time document hiding is applied (over A2), the

number of queries which return X over A2 is (expectedly) reduced by half - making it easy

for an adversary distinguish between A1 and A2 by first finding all words in X and then

issuing them over A1 and A2, respectively, to find out which ones return X .

To address the problems of these two simple techniques, we develop the aggregate

suppression technique, AS-SIMPLE, which suppresses aggregates by carefully adjusting

both query degree, i.e., the number of documents matched by a query, and document degree,

i.e., the number of queries matching a document, through document hiding at run-time (i.e.,

when a query is received). In terms of aggregate suppression, we prove that AS-SIMPLE

can thwart a large class of sampling-based aggregate estimation algorithms including all the

existing ones [14, 83]. In terms of search engine utility, we find (somewhat surprisingly)

that most keyword queries issued by real-world users2 only see minimum changes to their

answers. Intuitively, this is because most of these real-world queries are overflowing ones

which have their answers truncated by the top-k restriction. As such, we can perform the

2We conducted experiments using a well-known real-world query workload, the AOL query log, which is
described in Section 7.3.1.
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necessary adjustments to query/document degrees while hardly affecting the k documents

that are actually returned to the user.

Although AS-SIMPLE can thwart all existing aggregate-estimation attacks, during the

course of our investigations we found a new (non-sampling-based) attack against AS-

SIMPLE, which works by issuing highly correlated queries - i.e., those which return

significantly overlapping, if not the same, sets of documents. To thwart such a correlation-

based attack, we develop AS-ARBI3 which, upon receiving a query, first calls AS-SIMPLE

as a subroutine to generate an initial query answer, and then post-processes it by appending

historic query answers which match the new query. We show that AS-ARBI not only

addresses the threat from correlation based attacks in an efficient manner, but also provides

better search engine utility than AS-SIMPLE.

Summary of Contributions: Our contributions in the section can be summarized as

follows.

• We define the novel problem of aggregate suppression over a search engine’s corpus.

• We develop two novel techniques, AS-SIMPLE and AS-ARBI, which are capable of

suppressing access to sensitive aggregates while maintaining a high level of utility

for individual search queries.

• Our contributions also include a comprehensive set of experiments on a real-world

document corpus. The experiments validate the effectiveness of our techniques on

(1) aggregate suppression against multiple existing aggregate estimation techniques,

and (2) maintaining search engine utility for a real-world keyword query log.

The rest of this section is organized as follows. We discuss the preliminaries in §6.2 and

define our problem in §6.3. In §6.4 and §6.5, we develop AS-SIMPLE and AS-ARBI,

3where ARBI stands for arbitrary (queries)
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respectively, and present theoretical analysis on their ability of suppressing aggregates and

maintaining search engine utility. We conclude in §6.6.

6.2 Preliminaries

In this section, we briefly review the existing attacks for aggregate estimation over a search

engine’s corpus.

6.2.1 Aggregate Estimation Attacks

We now briefly review a brute-force attack and a state-of-the-art sampling-based attack for

aggregate estimation. Note that while we shall formally define the sensitive aggregates to

be protected in Section 6.3.1, here we use COUNT(*) - i.e., the number of documents in

the corpus - as the example for reviewing the attacks. Extensions to other aggregates are

fairly straightforward [14].

Brute-Force Attack: We start with a simple brute-force attack for the purpose of

illustrating how the above-described restrictions on a keyword-search interface makes

aggregate estimation a subtle task. Consider a brute-force attack which exhaustively issue

all queries in the query pool, with the purpose of first crawling all documents from the

corpus and then generating the aggregate estimations offline. This brute-force attack does

not work in practice because of the two limitations set forth by the interface on the number

of documents returned by a query and the number of queries issued by a user, respectively

- which essentially enforce an upper bound on the number of documents a user can crawl

(e.g., from an IP address) before being blocked. Since the number of documents in a

real-world enterprise search engine’s corpus is usually orders of magnitude larger than this

upper bound, the brute-force attack cannot crawl a large percentage of documents from the

corpus.
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Figure 6.1: An Example of Bipartite Graph

Sampling-Based Attacks: We now review a sampling-based attack [14] which we refer to

as UNBIASED-EST, in the context of estimating COUNT(*). Consider the weight w(e) of

each edge e in the graph as inverse of the degree of right-side node associated with the edge.

In Figure 6.1, the weight of edge connecting “X3” and “Linux” is 1/2 because the degree

of X3 is 2. Then, the objective of counting the number of documents becomes estimating

the SUM of all edge weights in the graph.

UNBIASED-EST does so by first selecting a query q uniformly at random from the pool Ω,

and then estimating w(e) for all edges associated with q. Note that SUMe:〈q,·〉(w(e)) · |Ω|,

where {e : 〈q, ·〉} is the set of all edges associated with q and |Ω| is the total number of

queries in the pool, is a unbiased estimation of COUNT(*). UNBIASED-EST estimates

w(e) with a second-round sampling process: In particular, for a given edge e, one first

determines the set of queries that match the right-side document X of e. Let M(X) be

such a set. Then, UNBIASED-EST repeatedly selects a query uniformly at random from

M(X) and issues it until finding one that actually returns X . Suppose that t queries (from

M(X)) have been issued at this time. UNBIASED-EST approximates w(e) by t/|M(X)|.

There has also been more recent work, e.g., STRATIFIED-EST [83], which improves the

efficiency and accuracy of estimating w(e) by applying stratified sampling techniques.
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While we shall test our aggregate suppression techniques against this state-of-the-art

attack in Chapter 7, we mainly use UNBIASED-EST as the running example (of attack)

throughout the section. Again, note that the privacy guarantee achieved by our aggregate

suppression techniques is generic to all possible attacks (under subtle limitations explained

in Section 6.3.3), instead of being limited to the existing ones.

6.3 Problem Definition

6.3.1 Objective of Aggregate Suppression

Our objective is to suppress aggregates of the form QA : SELECT AGGR(*) FROM

C WHERE selection condition, where C is the search engine’s corpus and selec-

tion condition is a Boolean function which takes a document X ∈ C as input and outputs

whether the document is included as input to the aggregate function AGGR - e.g., if the

selection condition is to whether a document’s length exceeds 1,000 words and AGGR is

COUNT, then the aggregate query returns the total number of documents in the corpus

which has length greater than 1,000 words. In this section, we focus on COUNT and SUM

as the aggregate function. Let Res(QA) be the answer to QA. As discussed in Section 6.1,

due to privacy concerns the owner of an enterprise search engine may consider certain

QA to be sensitive and would not willingly disclose their results. Throughout the section,

we use QA: SELECT COUNT(*) FROM D as a running example, while showing that a

simple extension exists to other COUNT and SUM aggregates with or without selection

conditions.

To quantify the degree of aggregate disclosure, we consider a (ε, δ, c)-privacy game similar

in spirit to the privacy game notions in [34,47,50]. For a sensitiveQA, consider three steps:

1. The owner applies its aggregate-suppression technique.
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2. The adversary issues at most c keyword search queries and analyzes their answers to

try and estimate Res(QA).

3. The adversary wins if ∃x such that the adversary has confidence> δ thatRes(QA) ∈

[x, x+ ε]. Otherwise, the defender wins.

Based on the (ε, δ, c)-game notion, we define the aggregate suppression guarantee for an

enterprise search engine as follows:

Definition 6.3.1 We say that an aggregate-suppression technique achieves an (ε, δ, c, p)-

guarantee if and only if for any sensitive aggregate QA and any adversary PA,

Pr{PA wins (ε, δ, c)-privacy game for QA} ≤ p. (6.1)

The probability is taken over the (possible) randomness in both the aggregate-suppression

scheme and the attacking strategy. One can see that the greater ε is or the smaller δ, c

and p are, the more protection a (ε, δ, c, p)-privacy-guarantee has to provide on sensitive

aggregates.

6.3.2 Objective of Utility Preservation

In addition to suppressing the sensitive aggregates, we must also maintain a high level of

utility for bona fide search engine users by limiting the amount of changes to each search

query answer. A document-hiding based technique like ours may introduce two types of

errors: (1) false negatives - i.e., we might remove from a query answer a document which

originally appears in the top-k list, and (2) false positives - i.e., we may add to the answer

a document which originally ranks below the top-k results4. To quantify the errors, we

consider two utility measures, recall and precision:

4Note that a document-hiding based technique never returns a document that does not “match” the input
query.
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Definition 6.3.2 For a given sequence of search queries q1, . . . , qh, the recall and precision

of an aggregate suppression technique are

recall =
h∑
i=1

|Res(qi) ∩ResAS(qi)|
h · |Res(qi)|

. (6.2)

precision =
h∑
i=1

|Res(qi) ∩ResAS(qi)|
h · |ResAS(qi)|

. (6.3)

where Res(·) and ResAS(·) are the answers to a query before and after aggregate

suppression, respectively.

We shall study the recall and precision measures in both theoretical analysis and experi-

mental studies. In addition, in experiments we shall also test rank distance [51] which has

been extensively used to measure the quality of top-k query answers in literature.

6.3.3 Taxonomy of Adversaries

We consider two types of adversaries, SIMPLE-ADV and ARBI-ADV, in this section. We

start with SIMPLE-ADV which summarizes all existing aggregate estimation attacks over

search engines. According to SIMPLE-ADV, an adversary possesses as prior knowledge a

pool of queries. We require this query pool to satisfy two conditions: (1) it must recall all

or a large percentage of documents in the corpus, and (2) for each document in the corpus,

the number of queries in the pool which return it cannot exceed a small constant dmax. The

existing attacks, UNBIASED-EST and STRATIFIED-EST, satisfy both conditions. Note

that the second condition is satisfied by the existing attacks for two reasons: (1) they use

phrase queries of a fixed length to form the query pool, essentially limiting dmax to the

length of a document, and (2) since the existing attacks need to compute or estimate the

number of queries returning a document, they have to keep dmax small in order to make the

computation/estimation process efficient.

To launch an aggregate estimation attack, a SIMPLE-ADV adversary chooses a query
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uniformly at random from query pool, retrieves all documents returned by the query,

and then, for each returned document, investigates (i.e., computes or estimates) the total

number of other queries which also return the document. Finally, the adversary produces

an estimation based on three inputs: (1) the number of documents returned by each issued

query, (2) the aggregate measure5 over each retrieved document, and (3) the number of

other queries which return each retrieved document. A formal model of SIMPLE-ADV will

be introduced in Section 6.4.1. One can see that both existing attacks - i.e., UNBIASED-

EST and STRATIFIED-EST - follow this SIMPLE-ADV model6.

In addition to SIMPLE-ADV, we also consider ARBI-ADV which allows the adversary to

issue an arbitrary set of queries and then produce an estimation based on the same three

inputs as described above for SIMPLE-ADV. Note that the above-described two limitations

on the query pool no longer apply, and the adversary does not necessarily select queries

uniformly at random from the query pool.

6.3.4 Problem Statement

Our objective is to achieve (ε, δ, c, p)-privacy guarantee against SIMPLE-ADV (resp. ARBI-

ADV) adversaries while maximizing recall and precision for a bona fide workload of search

queries.

6.4 AS-SIMPLE

In this section, we describe our main techniques for thwarting aggregate estimation attacks

launched by a SIMPLE-ADV. We shall first develop the basic ideas of our defense using

5e.g., 1 if COUNT is the aggregate function, the document length if SUM(doc length) is the aggregate
function.

6Note that while UNBIASED-EST requires one query pool that recalls almost all documents in the corpus,
STRATIFIED-EST uses a small number of disjoint query pools, each representing a stratum. Nonetheless,
both algorithms follow the SIMPLE-ADV model by choosing queries uniformly at random from each query
pool.
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Figure 6.2: Running Example

a two-corpora example, and then present the generic AS-SIMPLE algorithm. We shall

also demonstrate a case study of how AS-SIMPLE thwarts the existing UNBIASED-EST

attack, and derive the privacy and utility guarantees AS-SIMPLE achieves.

6.4.1 Basic Ideas of AS-SIMPLE

For the ease of understanding, we start with considering an adversary that aims to estimate

the size of a search engine’s corpus. Consider a running example depicted in Figure 6.4,

where corpora S and 2S differ twice in their sizes. One can see that, if an adversary is

capable of accurately estimating a search engine’s corpus size, it must be able to distinguish

S and 2S based on the search query answers it receives from the two search engines. Thus,
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we consider a SIMPLE-ADV’s ability of distinguishing between S and 2S as a running

example throughout this section. In particular, we start with discussing how an adversary

can make such a distinction, and then describe our basic ideas for document hiding which

makes S and 2S indistinguishable from the view of a SIMPLE-ADV, unless the adversary

issues an extremely large number of queries. One can see that this essentially thwarts size

estimation attacks by SIMPLE-ADV over the two corpora.

How Attack Works: Recall from our taxonomy of adversaries in Section 6.3.3 that, for

size (i.e., COUNT) estimation, a SIMPLE-ADV relies on two inputs: (1) the number of

documents returned by each query the adversary issues, and (2) the number of queries

which returns each document the adversary retrieves. With the bipartite graph model

depicted in Figure 6.4, the two inputs are corresponding to the degree of a left-hand-

side (LHS) node (i.e., a query) and a right-hand-side (RHS) node (i.e., a document),

respectively.

Intuitively, one can see that the larger the LHS degrees are, the higher the COUNT

estimation should be because more documents are retrievable by queries in the pool. On

the other hand, the higher the RHS degrees are, the lower the COUNT estimation should

be because more overlapping occurs between documents returned by different queries. For

the example of S and 2S, if no overflow happens on the search queries (i.e., when k is

sufficiently large), the LHS degree over 2S is (expectedly7) twice as much as that over S,

while their RHS degrees are (expectedly) the same - making it easy for a SIMPLE-ADV to

distinguish between the two corpora based on their different LHS degrees8.

Key Challenges for Defense: Recall from the introduction section a seemingly simple

idea to thwart SIMPLE-ADV from making the distinction: for each query q received by

the search engine, instead of applying top-k filtering over all |q| documents matching the

7Recall that the corpus S is sampled without replacement from 2S. The expected values mentioned in
this paragraph are taken over the randomness of this sampling process.

8With a smaller k (and therefore overflowing queries), the LHS and RHS degrees over both corpora may
decrease because of the overflows, with the decrease over 2S being slightly higher, as more queries are likely
to overflow over the larger corpus.
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query, one first selects |q|/2 documents from the matching ones (and “hides” the other half),

and then applies top-k filtering over the |q|/2 documents to produce the final query answer

R(q). After applying this idea over the running example, the bipartite graphs over S and

2S are depicted in Figure 6.4(a) and (d), respectively. One can see that this idea equalizes

the LHS degrees over both S and 2S. Nonetheless, as we explained in Section 6.1, it fails

on aggregate suppression because, by reducing the LHS degree over the 2S corpus, this

approach also reduces the RHS degrees of the 2S documents (by half when no overflow

occurs - as one can observe from Figure 6.4(a) and (d)) - enabling adversarial distinction

based on the RHS degrees.

An observation from the failure of this simple approach is that, to truly make S and 2S

indistinguishable from each other, a aggregate suppression technique must equalize both

LHS and RHS degrees over the two corpora. Unfortunately, this requirement brings the key

challenge for defense - as it is impossible to do so perfectly without significantly sacrificing

the utility of search engines. To understand why, note that the number of LHS nodes - i.e.,

the number of queries in the pool - are constant over any corpus. Thus, equalizing LHS

degrees means equalizing the number of edges, which in turn leads to equal number of

RHS nodes (i.e., documents) when RHS degrees are equal. In other words, the only way

to perfectly equalize both LHS and RHS degrees is to completely removes S documents

from the 2S corpus - an approach which comes with significant utility loss, as we argued

in Section 6.1.

Given the inherent difficulty of perfectly equalizing LHS and RHS degrees, the design

objective of a document hiding technique should be to delay a SIMPLE-ADV from making

the distinction until it issues an extremely large number of queries. We describe the main

idea of AS-SIMPLE for doing so as follows. Note that in the description, without causing

ambiguity, we use term edges and degrees to refer to matching relationships between a

query and a document - i.e., both solid and dotted lines in Figure 6.4.

Main Idea of AS-SIMPLE: Unlike the above-described simple approach, AS-SIMPLE
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performs document hiding over both S and 2S corpora. For the 2S corpus, AS-

SIMPLE employs the same procedure as the simple approach - i.e., removing half of all

edges connected to a query. Note that one may select the removed edges as the ones

corresponding to the lower-ranked documents, in order to preserve utility for bona fide

users. Figure 6.4(d) shows for the running example the bipartite graph after document

hiding over 2S. For the S corpus, AS-SIMPLE removes half of all edges connected to a

document (i.e., hiding the document from half of all matching queries) after the document

is returned for the first time.

Unlike in the 2S case, edge removal over S cannot be done deterministically at once

because the defender does not have knowledge of the query pool used by the attacker

(and therefore does not know which edges to select from for removal - or even how

many edges to remove). Instead, AS-SIMPLE performs edge removal over S in an

online fashion. In particular, since the second time a document is returned, there is a

50% chance for the document to be removed from the query answer (and replaced with

a lower-ranked document if the query overflows). One can see that this online approach

produces an equivalent bipartite graph as the original description. For the running example,

Figure 6.4(c) depicts the bipartite graph once document hiding is performed after q3 is

processed.

We now first discuss the motivation for AS-SIMPLE to add document hiding (i.e., edge

removal) over S, and then explain why it effectively delays the adversarial distinction of

S and 2S. The main purpose for performing edge removal over S is to avoid the pitfall

of the simple approach - in particular, one can see that the edge removal process reduces

the RHS degrees over S to the same level as 2S after document hiding (e.g., for D3 over

Figures 6.4(c) and (d) after q3 is issued). This prevents an adversary from making the

distinction based on RHS degrees.

Nonetheless, it is equally important to note that this edge removal process cannot prevent

the distinction forever. To understand why, note that the removal of edges over S reduces
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not only the RHS degrees of documents but also the LHS degrees of many queries as well.

Since AS-SIMPLE performs edge removals over S after a document is returned for the

first time, if an adversary tracks the LHS degrees of S and 2S over time, it may discover

that, while the LHS degrees over 2S remains (expectedly) constant, the LHS degrees over

S keeps decreasing over time - enabling the adversarial distinction between S and 2S.

Again, this distinction is ultimately inevitable because, when an adversary issues enough

queries to crawl the two corpora, it will certainly detect either smaller LHS degrees for S,

or smaller RHS ones for 2S. Nonetheless, a key question remains - how many queries will

a SIMPLE-ADV have to issue before reaching distinction.

Fortunately, our analysis shows that a SIMPLE-ADV needs to issue an extremely large

number of queries before making the distinction. While the formal results will be presented

in Section 6.4.4, we provide an intuitive explanation here as follows. Consider how an

adversary can identify the LHS degrees of S being smaller. Note that any query which

has a substantially smaller degree over S than 2S (after document hiding) must return a

significant number of documents that the adversary has retrieved before. Nevertheless,

since the query pool for SIMPLE-ADV is built such that each document is only returned

by a small number of (≤ dmax) queries, and a SIMPLE-ADV chooses queries uniformly

at random from the pool, it needs to retrieve an expected number O(
√
|S|/dmax) unique

documents from S before hitting one document that has been previously retrieved, where

|S| is the number of documents in S and satisfies |S| � k and |S| � dmax in practice.

In addition, one can see that an adversary cannot identify the LHS degrees of S being

lower based on just one repetitive document - instead, a significant number is needed given

the inherent variance of LHS degrees for different queries. Thus, after AS-SIMPLE is

deployed, a SIMPLE-ADV needs to issue a very large number of queries before making

the distinction.
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6.4.2 Algorithm AS-SIMPLE

Algorithm 14 AS-SIMPLE
1: Input: Corpus size n, obfuscation factor γ
2: ΘR ← φ. //set of documents returned before
3: Wait for input query q.
4: Compute µ← n/γblogn/ log γc.
5: M(q)← the set of min(|q|, γ · k) highest ranked documents matching q.
6: Res(q)←M(q).
7: for each document D in Res(q) do
8: if D ∈ ΘR then
9: with 1− µ/γ probability, remove D from Res(q).

10: else
11: ΘR = ΘR ∪ {D}.
12: end if
13: end for
14: Remove max(|Res(q)| − 1/µ · |M(q)|, |Res(q)| − k) lowest-ranked documents from

Res(q).
15: return Res(q) as the answer to q. Goto 3

We now describe how to generalize the basic idea of AS-SIMPLE to a practical algorithm

in three steps: First, we show how it can be used to obfuscate two corpora with COUNT

differing by γ times, where γ is the obfuscation factor measuring how stringent the

aggregate suppression guarantee is - in particular, the larger γ is, the more stringent the

suppression guarantee will be. We shall also explain in this part how our idea can obfuscate

any corpus size falling in the range of [|S|, γ · |S|]. Second, we note that our idea described

above calls for different document hiding procedures over S and 2S. Since a real-world

search engine only has one corpus and thus one size, we explain here how a defender

can determine which procedure to apply. Finally, we explain why the suppression of

COUNT(*) also leads to the suppression of answers to other COUNT and SUM queries

with or without selection conditions. Algorithm 14 depicts the generalized AS-SIMPLE

algorithm.

Arbitrary Obfuscation Factor γ: Observe from the basic idea that the main procedure

followed by AS-SIMPLE on manipulating LHS and RHS degrees can be summarized as
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follows: For the larger corpus (e.g., 2S), AS-SIMPLE reduces its LHS degrees to the

same level as those over the smaller corpus. For the smaller corpus (e.g., S), AS-SIMPLE

reduces its RHS degrees to the same level as those over the larger corpus (after document

hiding). The same procedure can be followed to obfuscate all corpora of sizes falling in

the range of [|S|, γ · |S|] for an arbitrary γ. In particular, given a corpus of size µ · |S|

(µ ∈ [1, γ]), AS-SIMPLE first reduces its RHS degrees to the same as those over γS -

by removing (1 − µ/γ) of all edges associated with each document. Then, AS-SIMPLE

reduces its LHS degrees to the same as those over S - by removing (1− 1/µ) of all edges

associated with each query. One can see that, when γ = 2, this procedure is reduced to the

above-described ones for S and 2S, respectively, when µ = 1 and 2. Another observation is

that the larger γ is, the less utility will be preserved for bona fide search users (as a tradeoff

for the more stringent suppression guarantee).

Indistinguishable Segments: For a given corpus, AS-SIMPLE first finds a pre-determined

indistinguishable segment it belongs to based on the size of the corpus, and then apply

document hiding according to the segment. In particular, given a user-input obfuscation

factor γ, we consider indistinguishable segments [1, γ], [γ, γ2], . . . , [γi, γi+1], . . . As such,

a corpus of size n will fall into the dlog n/ log γe-th segment. Then, we apply document

hiding according to the procedure outlined above for obfuscating this segment.

Other COUNT and SUM queries: One can see that the suppression of COUNT(*) also

extends to other COUNT and SUM queries with or without selection conditions, because

by emulating a corpus of size γ times as large, AS-SIMPLE simultaneously “enlarges” all

other COUNT and SUM aggregates for the same (expected) ratio. We formally derive the

suppression guarantee provided by AS-SIMPLE at the end of this section.
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6.4.3 Case Study Against UNBIASED-EST

We now conduct a case study of AS-SIMPLE against an existing aggregate estimation

attack. For the sake of simplicity, we choose UNBIASED-EST for the case study. Note that

our AS-SIMPLE algorithm is not designed specifically for defending against this attack. It

effectively thwarts a broad class of SIMPLE-ADV adversaries, as we shall prove in the

suppression guarantee at the end of this section. In addition, we shall also demonstrate

in the experimental results that AS-SIMPLE can also effectively thwart the other existing

attack, STRATIFIED-EST.

Consider again the running example depicted in Figure 6.4 and an adversary which runs

UNBIASED-EST to estimate the total number of documents in the corpora. Suppose that

the first query randomly chosen by the adversary is q3. We first follow the procedure

reviewed in Section 6.2.1 for UNBIASED-EST to compute the adversarial estimations from

q3 before AS-SIMPLE is applied. For S, the adversary retrieves 1 document D3 from q3.

Since D3 has a degree of 2, the edge 〈q3, D3〉 is assigned a weight of w = 1/2. Given that

the query pool contains |Ω| = 4 queries, the adversarial estimation becomes |S| ≈ |Ω|·w =

4×1/2 = 2. Similarly, over 2S, q3 returns two documents: D3 with (return) degree of 2 and

D5 with (return) degree of 1. The total weight of edges associated with q3 then becomes

w = 1/2 + 1 = 3/2. Thus, the adversarial estimation becomes |2S| ≈ |Ω| · w = 6. One

can see that the estimation over 2S is twice as much as that over S, clearly indicating the

adversary’s ability to make the distinction.

Now compute the estimation generated by UNBIASED-EST after AS-SIMPLE is applied.

We consider 2S first. After document hiding, q3 only returns one document D5, which has

a degree of 1. Thus, the adversarial estimation is |2S| ≈ 4× 1 = 4. For S, note that since

q3 is the first query being issued, the topology of the bipartite graph remains unchanged

(i.e., no removed edges) when q3 is being processed. Thus, q3 retrieves one document D3.

Nonetheless, immediately afterwards, half of all edges associated with D3 are removed -
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e.g., as one can see from the figure, edge 〈q4, D3〉 is removed in the example. As such, when

the adversary now computes or estimates the degree ofD3, the result it obtains is 1. In turn,

the adversarial estimation becomes |S| ≈ 4 × 1 = 4, exactly the same as the estimation

over 2S, indicating the adversary’s inability to distinguish between the two corpora.

While we do not repeat the case study for all other queries, we do want to point out

that, as one can verify using the topology of 2S after document hiding, UNBIASED-

EST indeed remains unbiased (and accurate) over 2S even after AS-SIMPLE is applied9.

The effectiveness of AS-SIMPLE on thwarting UNBIASED-EST is actually enabled by

its ability to “disguise” UNBIASED-EST into overestimating COUNT(*) on S. While a

small example like Figure 6.4 is not the best way to demonstrate the power of disguise

because soon the adversary can crawl all documents, one can actually observe the source

of overestimation from the above-described example of issuing q3. Note that when

the adversary issues q3, according to the topology of the bipartite graph as depicted in

Figure 6.4(a), edge 〈q3, D3〉 has a weight of 1/2. Nonetheless, when the adversary winds

up estimating this weight, it has become 1 because of the edge removals performed by AS-

SIMPLE. This leads to a twice-overestimation by UNBIASED-EST over S, and prevents

the adversary from making the distinction between S and 2S until issuing a large number of

queries (over a much larger query pool and corpus than depicted in the example, of course).

6.4.4 Performance Analysis

Privacy Guarantees: We now derive a spectrum of 〈ε, δ, c, p〉-aggregate suppression

guarantees AS-SIMPLE achieves against the broad class of SIMPLE-ADV adversaries.

Theorem 6.4.1 Given a search engine with corpus of size n and a top-k interface, for

any sensitive COUNT or SUM aggregate with value qA and any δ ∈ [0, 1], AS-SIMPLE

with an amplification factor γ achieves 〈γdlogn/ log γe · δ · qA/n, δ,
√
n/(dmax · k), 50%〉

9The estimations from q1, . . . , q4 are 8, 4, 4, 8, respectively, leadings to an unbiased expected value of 6,
the real COUNT(*).
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aggregate suppression guarantee against any SIMPLE-ADV adversary which has its query

pool having a maximum RHS degree of dmax.

The theorem extends our above-mentioned intuition to show that, for a real-world enterprise

search engine, the adversary needs to issue a very large number of queries in order to

obtain an accurate estimate of SUM and COUNT aggregates - this effectively thwarts the

aggregate estimation attacks from SIMPLE-ADV.

Utility for Bona Fide Search Users: We now consider the utility provided by AS-SIMPLE

to bona fide search users according to recall and precision, the two utility measures defined

in Section 6.3.2.

Theorem 6.4.2 Given an amplification factor γ and a workload10 of bona-fide search

queries ΩB which returns an average of d documents, and includes ργ · |ΩB| queries that

match more than γ · k documents as well as ρO · |ΩB| queries that overflow (ρO ≥ ργ),

AS-SIMPLE achieves

recall ≥ min

[
ργ · (γ − 1) + 1

γ
,
d · |ΩB|+ (γ − 1) · n1

γ · d · |ΩB|

]
(6.4)

precision ≥ 1−
(

1− 1

γ

)
· ρO. (6.5)

over any search engine’s corpus where n1 is the number of documents returned exactly

once by the query workload.

One can see from the theorem that, consistent with our intuition on the tradeoff between

utility and aggregate suppression, the larger the amplification factor γ is, the worse the

utility of AS-SIMPLE will be - indicating a tradeoff between aggregate suppression and

search utility.

10Note that the workload may contain duplicate queries.
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6.5 AS-ARBI

In this section, we consider a broader set of ARBI-ADV adversaries which may construct

an arbitrary query pool and issue query from them according to arbitrary distribution.

In particular, we shall first describe an attack against AS-SIMPLE using a query pool

consisting of highly correlated queries - i.e., queries which return largely overlapping

documents. Then, we shall present the main idea of AS-ARBI and explain how it addresses

the correlated-query based attack.

6.5.1 An Attack Against AS-SIMPLE

q1

q2

q3

q4

D1

D2

...

D3

D4

Dn

q1

q2

q3

q4

D1

D2

...

D3

D4

Dn

(a) original graph (b) after q1 is issued 

Figure 6.3: Example of Attack

Before describing the attack, we first recall from the above section the main reason why AS-

SIMPLE cannot thwart the aggregate estimation attacks forever - because of the document

hiding procedure taken by AS-SIMPLE, the more queries an adversary issues, the lower

the LHS degrees will be over S. Eventually, after an adversary issues a large number of

queries, the LHS degrees over S would be substantially lower than those over 2S - enabling

the adversarial distinction between the two corpora. The main idea of the attack is to push

this reduction of LHS degrees over S to the extreme - in particular, it uses a specially

designed query pool to rapidly reduce the LHS degrees over S when an adversary issues
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only a small number of queries.

In particular, Figure 6.3(a) depicts an example of the specially designed query pool. The

key property here is that the queries in the pool are strongly correlated - i.e., the documents

returned by all queries in the pool significantly overlap with each other. The motivation for

having this property is explained in Figure 6.3(b), which depicts the bipartite graph after

q1 is issued when the corpus falls on the lower end of an indistinguishable segment (i.e.,

serve as S in the two-corpora case). Specifically, one can see that the overlapping query

answers make the LHS degrees of all queries in the pool to decrease significantly after the

processing of just one query (q1). As a result, the adversary can quickly distinguish this

corpus from one γ times as large - disclosing aggregate COUNT(*).

It is important to note that this attack by no means contradicts our aggregate suppression

guarantees derived in Section 6.4, because the query pool used in the attack clearly violates

our definition of SIMPLE-ADV. In particular, the SIMPLE-ADV model requires (1) the

queries to recall a large percentage of documents in the query pool, and (2) the adversary

to issue queries chosen uniformly at random from the pool. Thus, even if q1, . . . , q4 in

Figure 6.3 are in a query pool constructed by a SIMPLE-ADV, they would only form a

rather small portion of the pool. As such, it is highly unlikely for an adversary to issue

multiple queries in q1, . . . , q4, and thereby make a successful attack, before issuing a large

number of queries.

Nonetheless, we would also like to remark that, as we shall demonstrate in the experiments

section, it is indeed possible to construct queries like q1, . . . , q4 and launch such a

correlated-query based attack in practice. Specifically, while the adversary cannot precisely

determine the precise overlapping of query results before actually issuing these queries to

the search engine, it is possible for the adversary to infer the potential overlaps by analyzing

an external (linguistic) corpus of documents. Our tests in the experiments section show that

an adversary can quickly observe the reduction of LHS degrees by issuing these correlated

queries.

106



6.5.2 Basic Idea of AS-ARBI

Before introducing the main idea of AS-ARBI, we start with describing a simple yet

effective method for defending against the attack. Since the attack aims to use a small

number of queries to repeatedly cover a small number of documents, a simple idea for

defense is to decline (i.e., refuse to answer) a query if the vast majority of documents it

matches can be “covered” by a small number of historic queries - i.e., for a query q, there

exists at most m historic queries q1, . . . , qm such that

|q ∩ (Res(q1) ∪ · · · ∪Res(qm))| ≥ σ · |q|, (6.6)

where q and Res(qi) represent the set of documents matched and returned by a corre-

sponding query, respectively, and both cover size m and cover ratio σ are pre-determined

parameters (we shall explain how to find q1, . . . , qm in the next subsection). One can see

that, as long as we decline q over all corpora in an indistinguishable segment (i.e., over both

S and 2S in the two-corpora example), the adversary cannot infer from the decline response

whether there has been a significant decrease of LHS degrees (because the response would

be the same even if the corpus is 2S and therefore has no reduction of LHS degrees) -

effectively thwarting the correlated-query based attack.

Nonetheless, this simple idea comes at a major cost on utility. In particular, note

that different bona fide search users may indeed issue similar yet different queries -

e.g., “SIGMOD 2012”, “2012 SIGMOD”, “ACM SIGMOD 2012”, etc - which retrieve

significantly overlapping search results. Declining such queries will lead to a significant

drop on recall (to 0 for the declined query). To address this deficiency, AS-ARBI features

the idea of virtual query processing which we describe as follows.

To understand how virtual query processing works, note that if the adversary issued

q1, . . . , qm, it already has query answers Res(q1), . . . , Res(qm). Thus, even if the new
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query q is declined by the search engine, the adversary can still figure out an answer by itself

through searching for documents which have been returned in previously issued queries and

match q.

An interesting observation here is that, since the search engine does not disclose any

information by declining the query, the adversary will not learn anything extra from the

self-constructed query answer - i.e., it is safe for the search engine to provide the same

query answer to every user without violating the aggregate suppression guarantee. As such,

with virtual query processing, once a query is declined, the search engine then processes the

query “virtually” by composing an answer from the historic ones. One can see that doing so

significantly increases utility (specifically, recall) without affecting aggregate suppression.

We shall discuss the details of virtual query processing in the next subsection.

6.5.3 Algorithm AS-ARBI

Algorithm 15 AS-ARBI
1: Input: Cover size m, cover ratio σ
2: ΩH ← φ. //historic query set
3: Wait for input query q.
4: if ∃{q1, . . . , qu} ⊆ ΩH (u < m) such that |q∩ (Res(q1)∪· · ·∪Res(qu))| ≥ σ · |q| then
5: Return |q ∩ (Res(q1) ∪ · · · ∪Res(qu))| (subject to top-k filtering) as the answer to
q.

6: else
7: Call AS-SIMPLE to answer q. ΩH ← ΩH ∪ {q}.
8: end if
9: Goto 3

Algorithm 15 depicts the AS-ARBI algorithm. One can see that it essentially serves as

a pre-processing step (of virtual query processing) for AS-SIMPLE. We now discuss an

implementation issue for AS-ARBI on finding whether documents matching the current

query can be covered by (at most) m historic query answers - i.e., whether virtual query

processing should be triggered.

First, we would like to note that the percentage of real search queries triggering virtual
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query processing is usually small because the trigger allows query q to match at most k ·m

documents - disqualifying a large number of broad (and overflowing) queries issued by

real search users. To further reduce the overhead of evaluating the trigger, we maintain one

string array and one binary vector for each document. The string array stores all queries

which have returned the document. The binary vector is set to 1, 000 bits in our experiments

with initial values of 0. For each query which returns the document, we hash the query

string to a value in [1, 1000], and then set the corresponding bit of the binary vector to 1.

Given the binary vectors, in order to determine whether a query q satisfies the trigger,

we first retrieve the |q| vectors corresponding to the documents which match q. We then

compute the SUM of these vectors to produce a size-1,000 integer vector. After that, we

find them largest values in the vector, and determine if the SUM of these values exceeds σ ·

|q|. If not, one can see that q definitely does not trigger virtual query processing. If the SUM

does exceed σ·|q|, we then enumerate all size-m combinations of queries stored in the string

arrays to evaluate the trigger. Note that we choose to perform simple enumeration instead of

the approximate algorithms for MIN-SET-COVER because, through experimental studies,

we found the input size to be very small in practice. In particular, we shall show in practice

that this trigger evaluation process incurs minimum overhead even when the historic query

set ΩH contains a large number of queries.

Before concluding our discussions of AS-ARBI, we would like to note a limitation of it -

our ARBI-ADV model does not capture all possible adversaries with arbitrary external

knowledge - specifically, because we limit what an ARBI-ADV can use for aggregate

estimation to the three inputs described in Section 6.3.3. For example, consider an

adversary which aims to compare the corpora size of two news agencies. Suppose that one

corpus C1 is actually a subset of the other C2. Suppose that the adversary (somehow) learns

from external knowledge all documents in C2\C1. It is easy to see that no effective defense

is possible (other than actually shrinking C2 to C1) because the adversary can always test a

document in C2\C1 can be returned by a search engine. This adversary is not captured by
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our ARBI-ADV (and therefore not addressed in this section), because it uses information

beyond the three inputs, in particular the contents of returned documents, to make the

aggregate estimation. While we note the difficulty of dealing with such adversaries, we

leave as an open problem whether there exists any “reasonable” aggregate estimation attack

beyond ARBI-ADV, and how to defend against such attacks if there does exist one.

6.6 Summary

In this section, we initiated a discussion on the problem of enterprise search engine

aggregate suppression. We first presented algorithm AS-SIMPLE, which can effectively

suppress search engine aggregates for all current estimators. Then we observed adversaries

may launch attacking for AS-SIMPLE based on correlated queries. Based on this

observation, we proposed AS-ARBI module, with which we can not only conquer

correlated queries, but also improve utility. Comprehensive experiments have been

conducted to illustrate the effectiveness our algorithms.

Our discussion is preliminary and multiple possible extensions exist. In this section, we

focused on dynamically hiding edges between documents and queries. Other possible

methods could involve query auditing and dummy document insertion. Our algorithms

may also be modified or extended to suppress aggregates over other online data sources -

e.g., aggregate suppression over structured hidden web databases, online social networks,

etc.
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Chapter 7

Experimental Results

In this chapter, we present the experimental results for all of the new techniques we

proposed in the last four Chapters. In particular, we will discuss the experimental results

for Chapter 3 and 4 in the first section, the results for Chapter 5 in the second section and

the results for Chapter 6 in the last section.

7.1 Sampling and Aggregate Estimation

In this section, we describe our experimental setup and present the experimental results

for sampling and aggregate estimation. In particular, we carry out empirical studies on

Windows Search 4.0, a real-world search engine, over a real-world corpus to demon-

strate the superiority of ORDER-SAMPLER, STRATIFIED-ESTIMATOR and 2STEPS-

ESTIMATOR over SOTA-SAMPLER and SOTA-ESTIMATOR.

7.1.1 Experimental Setup

1) Hardware and Platform: All our experiments were performed on three computers with

Intel Core 2 Duo 2.4GHz CPU, 4GB RAM and 32bit Windows 7 operating system. The
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search engine we used is Windows Search 4.0, which is preloaded with Windows 7. The

number of returned documents k can be specified as an input parameter for Windows

Search. We conducted experiments when k = 50, 100 and 200. All algorithms were

implemented in C#.

2) Document Corpus: We considered a corpus formed by 250,000 documents to simulate

an enterprise-level search engine1 because the size threshold between medium-sized and

large enterprise websites is usually considered to be 100,000 documents2. To collect the

documents, we followed the same approach as prior work [13, 14, 16]. In particular, we

started by crawling 1 million web pages from the ODP online directory [5]. From the

crawled web pages, we removed all documents with format other than htm, html and

txt, as well as all non-English documents and documents with fewer than 10 words (as

most of them depict HTTP status codes such as 404). After that, we sampled without

replacement 250,000 documents from the remaining web pages to form the corpus. To

test the performance of our algorithms over corpus of different sizes, we also performed

experiments on two corpura with 25,000 and 2,500 documents, respectively, by sampling

without replacement from the 250,000-document corpus.

3) Query Pool: Unlike prior work [13, 14, 16], we constructed our query pool with single-

word queries rather than phrases consisting of three or five consecutive words. We made

the design decision for two reasons: First, unlike web-scale search engines such as Bing,

Google, etc, many enterprise search engines do not support phrase (i.e., consecutive words)

based search. Examples include Bank of America3, Amazon4, etc. Second, as shown

below, the one-word query pool already achieves a high recall of 88.9% when k = 200,

1Note that while it is easy to deploy our techniques over web-scale search engines, validating the
accuracy of results is currently infeasible for us, as it either requires access to their proprietary
indexes, or requires us to crawl and analyze billions of web pages. We leave a web-scale
experimental study of our techniques for future work.

2See the pricing scheme used by Google site search product with URL
http://www.google.com/sitesearch/.

3http://www.bankofamerica.com/search
4http://www.amazon.com, consider each product as a document.
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making it unnecessary to construct a much larger query pool with longer phrases for

achieving a higher recall.

We construct our 1-word query pool as follows. From the documents not chosen into

the corpus, we sampled without replacement 50,000 documents, and extracted a total

number of 135,133 different words from them to form the query pool. This query pool

offers a recall of 81.0%, 84.7% and 88.9% for our document corpus when k = 50, 100

and 200, respectively. Note that our algorithms, ORDER-SAMPLER and STRATIFIED-

ESTIMATOR, leverage external knowledge of query frequencies. We estimated the

frequency of each query (i.e., word) as the number of documents (within the above-

mentioned 50, 000) in which the query occurs. We also tested cases where such frequencies

estimations are less accurate - by perturbing each frequency cwith an additive noise chosen

uniformly at random from [−0.2 · c, 0.2 · c] and [−0.5 · c, 0.5 · c], respectively.

4) Algorithms: We tested five algorithms, SOTA-SAMPLER [13], [16] and our ORDER-

SAMPLER for sampling, as well as SOTA-ESTIMATOR [14] and STRATIFIED-ESTIMATOR

[83] and 2STEPS-ESTIMATOR for aggregate estimation.

We conducted experiments with various settings of different parameters. For the strata

design of STRATIFIED-ESTIMATOR, we varied the number of strata from 2, 5, to 10,

with 10 being the default value. In particular, with the 10-strata configuration, we classify

queries into 10 strata according to their above-mentioned approximate COUNTs - in

particular, a roughly equal-frequency classification with COUNT from 1 to 10, 11 to 20,

21 to 30, 31 to 50, 51 to 70, 71 to 100, 101 to 200, 201 to 500, 501 to 1000, and above

1001. For the 5- and 2-strata configurations, we simply group every 2 or 5 strata in the

10-strata configuration into the same stratum, respectively. For the number of pilot queries,

we varied its setting from 5, 15, to 25, with 5 being the default value.

For the strata design of 2STEPS-ESTIMATOR, we varied the number of strata from 3, 6,

to 10, with 3 being the default value. With the 3-strata configuration, we classify queries
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Figure 7.1: # samples vs # queries

50 100 150 200 250 300 350
1500

2000

2500

3000

3500

4000

4500

5000

No. of Samples

A
ve

ra
ge

 S
iz

e 
of

 S
po

rt
s 

pa
ge

s

 

 

ORDER−SAMPLER
SOTA−SAMPLER
True Value

Figure 7.2: Demo of sample bias

into 3 strata - in particular with COUNT from 1 to 25, 26 to 100 and above 100. For

the 6-strata configurations, we simply resplit each group. For 10-strata configurations, we

classify queries with COUNT from 1 to 10, 11 to 20, 21 to 30, 31 to 50, 51 to 70, 71 to

100, 101 to 200, 201 to 500, 501 to 1000 and above 1000. For the number of pilot queries,

we just use 10 as the default value. The strata designs of STRATIFIED-ESTIMATOR

and 2STEPS-ESTIMATOR are not exactly the same because they have different query

candidates selection strategies.

5) Performance Measures: For query cost, we focus on the number of queries issued to the

search engine. For sampling bias, since the probability for a document to be sampled is easy

to compute numerically but difficult to verify experimentally, we tested a simple indication

of sampling bias by using the sample documents to estimate an AVG query, in particular the

average size of documents containing the word “sports”, and then comparing the estimation

with the real result. For accuracy of aggregate estimation, we tested a measure of relative

standard error (RSE), i.e., the standard error of estimation divided by the real aggregate

value.

7.1.2 Experimental Results

1) Sampling: We compared the performance of our ORDER-SAMPLER with SOTA-

SAMPLER over the search engine when k = 50. We also tested the case where no query
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Figure 7.4: # documents

frequency information can be obtained from external knowledge - i.e., when random query

order is used with top-1 query selection. Figure 7.1 depicts the number of queries required

to generate 1 to 200 sample documents for the three cases. One can see from the figure

that ORDER-SAMPLER an order of magnitude fewer queries than SOTA-SAMPLER to

produce each sample. While random order is not as efficient as ORDER-SAMPLER, it still

significantly outperforms SOTA-SAMPLER, showing the power of top-1 query selection

even when query frequency information is unavailable.

We further studied the sample bias produced by the two samplers. To provide an intuitive

illustration, we used samples generated by the two algorithms to estimate the average

size of all documents containing the word “sports”. Figure 7.2 depicts the estimations

with 100 to 300 sample documents. Recall from §3.3.2.2 that our ORDER-SAMPLER

is theoretically proved to be unbiased. One can see from the figure that experimentally,

sample generated by our algorithm produces a much smaller error than SOTA-SAMPLER,

illustrating high bias of the existing algorithm.

2) Aggregate Estimation: We compared the performance of our STRATIFIED-ESTIMATOR

and 2STEPS-ESTIMATOR with SOTA-ESTIMATOR when k = 50. In particular, we

used each algorithm to estimate the total number of documents in the corpus. Figure 7.3

depicts the RSE produced by all of the three algorithms. One can see that STRATIFIED-

ESTIMATOR and 2STEPS-ESTIMATOR produce small RSEs. In addition, the RSEs of

115



0 1000 2000 3000 4000 5000
0

1000

2000

3000

4000

5000

No. of Queries

A
ve

ra
ge

 S
po

rt
s 

P
ag

e 
S

iz
e

 

 

2STEPS−ESTIMATOR
STRATIFIED−ESTIMATOR
SOTA−ESTIMATOR
True Value

Figure 7.5: AVG(size) sports docs
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Figure 7.6: Varying k
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Figure 7.7: Varying corpus size
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Figure 7.8: Perturb query freq -
STRATIFIED-ESTIMATOR

STRATIFIED-SAMPLER and 2STEPS-ESTIMATOR with fewer than 600 queries are both

smaller than SOTA-ESTIMATOR with more than 6, 000 queries, indicating an-order-of-

magnitude reduction of query cost.

To provide an intuitive illustration of estimation accuracy, we demonstrate in Figures 7.4

and 7.5 the actual estimations produced by the two algorithms for two aggregate queries,

the total number of documents and the average size of documents containing word

“sports”, respectively. Note that to estimate the second AVG query, we first estimate

the corresponding SUM and COUNT queries, and then use SUM/COUNT as the AVG

estimation. One can see that for both queries, STRATIFIED-ESTIMATOR and 2STEPS-

ESTIMATOR generate significantly smaller errors than SOTA-ESTIMATOR.

We tested both algorithms with various k and corpus sizes in Figures 7.6 and 7.7,
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Figure 7.9: Perturb query freq -
2STEPS-ESTIMATOR
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Figure 7.10: Varying # of strata -
STRATIFIED-ESTIMATOR

respectively. Both figures depict the RSE of both algorithms when 6, 300 queries are

issued. One can see that neither k nor the corpus size has any major effect on the RSE

of our STRATIFIED-ESTIMATOR and 2STEPS-ESTIMATOR. This is consistent with the

general principle of sampling - i.e., the RES for SUM metrics are in general independent of

the population size. One can also see that our STRATIFIED-ESTIMATOR and 2STEPS-

ESTIMATOR consistently outperforms SOTA-ESTIMATOR in all configurations.

We also tested whether error on the query frequency estimations (from external knowledge)

may have a significant impact on the performance of STRATIFIED-ESTIMATOR. One

can see from Figure 7.8 and Figure 7.9 that while error on query frequencies does

lead to a higher RSE for the same query cost, the increase is not significant. Thus,

STRATIFIED-ESTIMATOR and 2STEPS-ESTIMATOR can produce reliable results even

given inaccurate query frequencies from external knowledge.

We also tested STRATIFIED-ESTIMATOR and 2STEPS-ESTIMATOR with different

numbers of strata. One can see from Figure 7.10 that while the 2-strata setting leads to

worse performance than 5- or 10-strata, the difference between 5- and 10-strata settings is

not significant. This is because while having more strata may lead to smaller intra-stratum

variance, it also requires more queries to reliably estimate the number of queries that should

be budgeted for each strata. As such, in our system settings, the number of strata makes
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Figure 7.11: Varying # of strata -
2STEPS-ESTIMATOR
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Figure 7.13: # pilot queries
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Figure 7.14: # sports queries

little difference once it exceeds 5. From Figure 7.11 the performances of 3-strata, 6-strata

and 10-strata are similar when the number of queries exceeds 3500.

Then, we evaluated the individual impact of stratified sampling and top-` query selection

for STRATIFIED-ESTIMATOR. Figure 7.12 depicts two cases in addition to SOTA-

ESTIMATOR and STRATIFIED-ESTIMATOR, (1) when only stratified sampling is used,

i.e., the aggregate estimation within each stratum is done in the same way as SOTA-

ESTIMATOR, and (2) when only top-` query selection is used, i.e., all queries are in

the same stratum. One can see that both stratified sampling and top-` query selection

lead to performance enhancement over SOTA-ESTIMATOR, with top-` query selection

being more significant. Because of its two sptes design, we cannot evaluate 2STEPS-

ESTIMATOR in this way.
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We also tested the number of pilot queries r1 for STRATIFIED-ESTIMATOR, one can see

from Figure 7.13 that this parameter setting has little impact on the tradeoff between RSE

and query cost, verifying our statement in §4.3.2.

Finally, we also tested the number of sport-related queries used for strata design while esti-

mating the average size of sports documents, we make two observations from Figure 7.14.

One is that the usage of sports-related queries substantially reduces RSE when the query

cost is small. Nonetheless, when the query cost is large, many of these queries may be

issued anyway, leading to little different on RSE once the query cost reaches 1, 000. The

second observation is that 50 sports-related queries produce the smallest RSE for the same

query cost. This is because if the number of sports-related queries is set too large (e.g.,

1000), many of them may be false-positives, i.e., words that happen to occur along with

word “sports” in the training documents, but are actually irrelevant to sports.

7.2 Mining without a Query Pool

In this section, we first introduce our experimental setup, and then test QG-SAMPLER

against the only existing pool-free sampler, DG-SAMPLER. After that, we compare

the performance of our QG-SAMPLRE and QG-ESTIMATOR with the state-of-the-art

samplers and aggregate estimators which do require a query pool. Finally, we test two

detailed design issues for QG-ESTIMATOR: One is its component which estimates the

total size of query graph. We compare the performance of this component with a state-of-

the-art generic graph-size estimator, RW-ESTIMATOR [49]. The other is the parameter

settings for query filter u (defined in Section 5.4.1).
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7.2.1 Experimental Setup

1) Hardware and Platform: All of our experiments were performed on two computers

with Intel Core 2 2.4GHz CPU, 4GB RAM and 32bit Windows 7 operating system. We

implemented all algorithms in C#.

2) Search Engine: We adopted the preloaded Windows Search in Windows 7 as our search

engine in all experiments. We used Windows Search’s default ranking function and set the

default value of k (as in top-k limitation) to be 10.

3) Document Corpus: To set up the document corpus to be analyzed, we followed the

same technique as the existing work [13, 14, 83, 84]. Specifically, for the purpose of this

chapter, we constructed two document corpora - (1) Corpus GENERAL which contains

271,147 web pages extracted from the ODP project [5]. Specifically, we first crawled 1

million webpages from ODP, and then sampled without replacement from them 300,000

web pages which have format htm, html or txt. At last, we deleted all webpages with fewer

than 20 words (as most of them represent HTTP status like 404) to get the 271,147 web

pages in Corpus GENERAL. (2) Corpus MEDICAL which contains 30040 medical records

sampled without replacement from the raw medical file in the DISP project [3].

4) Algorithms: We tested a total of 7 algorithms for analytics over a search engine’s corpus.

Four are for sampling: our QG-SAMPLER in this chapter, DG-SAMPLER [13] which is

the only existing pool-free technique, as well as POOL-SAMPLER [13] and UNBIASED-

SAMPLER [83], both of which require a query pool. The remaining three algorithms

are for aggregate estimations: our QG-ESTIMATOR, as well as the pool-based POOL-

ESTIMATOR [14] and STRATIFIED-ESTIAMTOR [83].

Our QG-SAMPLER and QG-ESTIMATOR are parameter-free except the query filter u

defined in Section 5.4.1, which we set as 3 by default and also test with different values in an

experiment. The key input to the previous pool-based techniques is a query pool, the setup

of which shall be described next. Note that in addition to the query pool, UNBIASED-
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SAMPLER and STRATIFIED-ESTIMATOR also require knowledge of (approximate)

frequencies of all queries in the pool. In all experiments, we consider the best-case scenario

for these approaches and provide them with the exact frequencies of all queries in the

corpus. For STRATIFIED-ESTIMATOR, in this section we only stratify queries according

to frequency and we don’t consider query correlation. For QG-ESTIMATOR, since query

graph size doesn’t change for a specific search engine and its estimation process can be

piggybacked in multiple runs of aggregates estimations, we assume a well pre-estimated

query graph size value is available when we are testing a new aggregate. For all other

parameters used in the existing techniques, we follow the default settings described in the

respective original work [13, 14, 83].

In addition to these 7 algorithms, we also tested RW-ESTIMATOR [49], a state-of-the-

art general-purpose graph-size estimator. The purpose of this test is to demonstrate the

superiority (and necessity) of our special-designed size-estimation component in QG-

ESTIMATOR. Again, we follow the default settings (as described in [49]) of RW-

ESTIMATOR, with our query graph (with filter u = 3) serving as the input.

5) Query Pool: In order to test whether how the performance of existing pool-based

techniques may be affected by failing to customize the query pool (according to the corpus),

we constructed two query pools from Corpus GENERAL and MEDICAL, respectively.

Specifically, similar to the query-pool construction procedure used in [13, 14, 83], we first

extracted all queries from Corpus GENERAL and MEDICAL, then discard the ones which

appear fewer than 3 times in the corpus. The results are 455,901 and 41,798 queries for

Pool GENERAL and MEDICAL, respectively.

5) Performance Measures: Since the main challenge for sampling and aggregate estimation

is the small query allowance imposed by search engines, we used the number of issued

queries as the efficiency measure for all algorithms being tested. To measure the accuracy

of sampling (i.e., whether the actual sampling distribution follows the input - e.g., uniform

- distribution), we resorted to an indirect measure - the relative error of AVG estimations
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Figure 7.15: QG-SAMPLER vs DG-
SAMPLER, Corpus GENERAL
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Figure 7.16: QG-SAMPLER vs DG-
SAMPLER, Corpus MEDICAL
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Figure 7.17: AVG of frequency of
mentioning for “football”, Corpus
GENERAL
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Figure 7.18: Corpus GENERAL, Pool
GENERAL

generated from the samples. We tested various AVG queries - e.g., the average document

length and the average number of times word “football” is included in a document. For

an AVG query of answer v, we measured the relative error as |(ṽ − v)/v|, where ṽ is the

estimation generated from samples.

7.2.2 Result Evaluation

1) Sampling: We start by testing the sampling algorithms. Figures 7.15 and 7.16

compare the performance of our QG-SAMPLER against the existing pool-free sampler,

DG-SAMPLER, over Corpus GENERAL and MEDICAL, respectively. Specifically, the
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Figure 7.19: Corpus GENERAL, Pool
MEDICAL
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Figure 7.20: Corpus MEDICAL, Pool
MEDICAL
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Figure 7.21: Corpus MEDICAL, Pool
GENERAL
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Figure 7.22: Varying # Samples,
Corpus GENERAL

figures depict the change of query cost vs the average document size estimated from

samples generated by the two samplers. Figure 7.17 shows the same comparison, this

time measuring the accuracy of samples on estimating another average query: the average

number of times “football” is mentioned in a document over those documents in Corpus

GENERAL which contain the word “football”.

One can see from all three figures that, over both corpora, for both AVG queries, the

samples generated by QG-SAMPLER produces far more accurate estimations with a query

cost orders of magnitude smaller than that of DG-SAMPLER - indicating the superiority

of our sampler. We dug deeper into the experimental results to identify three main reasons

why QG-SAMPLER performs significantly better: First, it is (on average) 4.51 times faster
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Figure 7.23: QG-ESTIMATOR vs
Pool-Based Estimators
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Figure 7.24: Corpus GENERAL, Pool
MEDICAL
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Figure 7.25: Corpus GENERAL, Pool
MEDICAL
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Figure 7.26: size of query graph vs #
queries

to walk one step in the query graph than in the document graph. Second, compared with

the document graph, the query graph has a higher average node degree (3,198 vs 520) and

a higher graph density (density D = 2|E|/(|V |(|V | − 1)) is 0.007 vs 0.002) - leading to a

much shorter burn-in period of the random walk. Third, in the document graph, there are

a number of small and dense sub-graphs (usually formed by very long documents). When

making random walks, it becomes extremely difficult to jump out of these dense sub-graphs

- adversely affecting DG-SAMPLER’s efficiency in a significant manner.

Figures 7.18 and 7.19 compare QG-SAMPLER with two state-of-the-art samplers which do

require a query pool, POOL-SAMPLER and UNBIASED-SAMPLER, again over Corpus

GENERAL in the same setting as Figure 7.15. The difference between these two figures
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Figure 7.28: recall & size vs u

is that in Figure 7.18, we used Pool GENERAL - i.e., the perfectly tailored query pool for

Corpus GENERAL; while in Figure 7.19, we used the Pool MEDICAL, an ill-aligned query

pool. One can see from Figure 7.18 that our QG-SAMPLER actually performs better than

POOL-SAMPLER, though not as well as UNBIASED-SAMPLER, when both pool-based

samplers are given the “perfect” query pool. On the other hand, in Figure 7.19, our QG-

SAMPLER significantly outperforms both pool-based samplers - the main reason being

that the ill-aligned Pool MEDICAL, being a more specialized query pool, is much more

likely to recall longer documents in Corpus GENERAL than the shorter ones. The rationale

behind this is Heap’s Law - i.e., the longer a document, the larger a distinct vocabulary

element set the document contains. As such, both pool-based samplers generate severe

overestimations when given the ill-aligned query pool.

Figures 7.20 and 7.21 are the counterparts of Figures 7.18 and 7.19 for Corpus MEDICAL.

Specifically, the pool-based samplers were given the perfect Pool MEDICAL in Figure 7.20,

and the ill-aligned Pool GENERAL in Figure 7.21. One can see that the two figures lead to

similar conclusions as the Corpus-GENERAL ones.

Figure 7.22 compares the query cost and skewness of samples generated by QG-SAMPLER

and DG-SAMPLER while varying the number of (uniform random) samples produced.

Specifically, the skewness is measured by the accuracy of these (uniform random) samples
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on estimating the average document length. One can see from the figure that QG-

SAMPLER not only produces sample documents faster, but also generates samples of much

smaller skew than DG-SAMPLER.

2) Aggregate Estimation: Since our QG-ESTIMATOR is the first pool-free technique for

SUM and COUNT estimations, we start by comparing QG-ESTIMATOR with the state-

of-the-art pool-based estimators, POOL- and STRATIFIED-ESTIMATOR, when all are

called upon to estimate SELECT COUNT(*) FROM D. Similar to Figures 7.18 and 7.19

for sampling, we provide the pool-based estimators with either a “perfect” query pool or a

misaligned one. Figure 7.23 depicts the case when Pool GENERAL is provided for Corpus

GENERAL. One can see that QG-ESTIMATOR performs on-par with STRATIFIED-

ESTIMATOR. Figure 7.24 depicts the misaligned case when Pool MEDICAL is given

for Corpus GENERAL. One can see that both pool-based estimators generate severely

underestimated results in this case, demonstrating the fragility of pool-based techniques.

To test our QG-ESTIMATOR over different types of aggregate queries, we considered a

SUM query, the total number of “football” words appeared in Corpus GENERAL. Figure

7.25 depicts the results for the SUM query when Pool MEDICAL are provided to the pool-

based estimators. One can see from this figure that, once again, our QG-ESTIMATOR

performs significantly better when the pool-based estimators are given a misaligned query

pool.

3) Graph Size Estimation: Figure 7.26 demonstrates the necessity of our custom-designed

query-graph-size estimator by comparing its performance with a state-of-the-art general-

purpose graph-size estimator, RW-ESTIMATOR [49]. One can see from the figure that our

size-estimation component, GS-ESTIMATOR significantly outperforms the direct usage

of RW-ESTIMATOR. The reason for this is illustrated in Figure 7.27, which demonstrates

how quickly our algorithm is capable of collecting the startup pool. Specifically, it shows

that after issuing only 1,000 queries, we are capable of collecting 35.87% of all queries in

the query graph - i.e., 163,532 out of 455,901 queries. This figure also shows that the speed
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Figure 7.29: UNBIASED-EST: #
docs vs # queries
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Figure 7.30: AS-ARBI: # docs vs #
queries

of query collection decreases quickly with the increase of query cost - justifying out design

rationale that, while it is prohibitively expensive to crawl the entire query graph, we can

easily collect a significant portion of the queries with a small query cost.

4) Query Filter u: Recall that when we were defining nodes (queries) in a query graph, we

remove the not-so-informative ones by introducing a query filter u - i.e., we only accept as

nodes (in the query graph) those queries which can return at least u documents. Figure 7.28

shows the effect of different values of u on the (1) the total number of queries in the query

graph, and (2) the recall of these queries. One can see from this figure that a nice property

for u with samll values (e.g., u ≤ 3) - while the number of queries decreases sharply with

the increase of u, the recall is only slightly reduced. Thus, a good setting of u can maintain

a relatively high recall while substantially reducing the size of query graph which, as we

discussed earlier in Section 5.4.1, may substantially accelerate the random walk process.

The figure justifies our selection of u = 3 in the experiments.

7.3 Aggregate Suppression

In this section, we start with introducing the experimental setup, and then describe our test

results for AS-ARBI and AS-SIMPLE against all existing aggregate estimation attacks over
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Figure 7.31: AS-ARBI:
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Figure 7.33: UNBIASED-EST&AS-
ARBI: # docs vs # queries

0 1 2 3 4

x 10
4

0

2

4

6

8

10
x 10

4

No. of Queries

N
o.

 o
f D

oc
um

en
ts

 

 

Dataset T UNBIASED

Dataset 10T UNBIASED
Dataset T AS−ARBI

Dataset 10T AS−ARBI

Figure 7.34: UNBIASED-EST&AS-
ARBI: # docs vs # queries

various corpora of real-world documents and real-world log of bona fide search queries.

7.3.1 Experimental Setup

Hardware and Platform: All of our experiments were performed on two computers with

Intel Core 2 Duo 2.4GHz CPU, 4GB RAM and 32bit Windows 7 operating system. All

algorithms were implemented in C#.

Enterprise Search Engine: In all experiments, we used the pre-loaded Windows Search

4.0 in Windows 7 as the search engine, and used its default ranking function. For the top-k

interface, we set k = 5 by default, and also tested cases when k = 50.
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Figure 7.35: AS-ARBI:
recall&precision vs # queries
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Figure 7.36: STRATIFIED-
EST&AS-ARBI: # docs vs # queries

Document Corpus: We followed the technique used in the prior work for aggregate

estimation attacks [13, 14, 83] to collect the document corpora used in this section.

Specifically, we first crawled 1 million web pages from the ODP online directory [5]. Then,

we removed web pages with format other than htm, html and txt, webpages which contain

fewer than 10 words (because most of them are HTTP 404 error pages), as well as non-

English webpages. Finally, we sampled without replacement 150,000 documents from the

result to form the corpus for our experiments. In order to test corpora of various sizes,

we further sampled without replacement corpora with sizes ranging from 1,000 to 125,250

from the 150,000-document corpus.

Adversarial Query Pool: We constructed the adversarial query pool according to the

existing work on aggregate estimation attacks [14, 83]. In particular, from the documents

not chosen into the 150,000-document corpus, we sampled without replacement 50,000

documents, and extracted a total number of 135,133 different words from them to form the

query pool. We chose to use single-word query pool in this section mainly because it was

demonstrated in [83] that a single-word query pool enables efficient yet accurate aggregate

estimations.

Bona Fide Search Query: To test the effects of our algorithms on preserving the utility of

search engine for real search users, we evaluate the utility with a real-world search engine
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query log - the AOL query log released by AOL Research in 2006 [1]. The log contains

contains queries issued by 650,000 users over a 3-month period. In our experiments, we

used the first 35,000 queries in the AOL query log, and issued them consecutively to form

our workload of bona fide search queries.

Aggregate Estimation Attacks: We tested two aggregate estimation attacks, UNBIASED-

EST [14] and STRATIFIED-EST [83], in this section. UNBIASED-EST is parameter-free

(besides the above-described query pool). STRATIFIED-ESTIMATOR has two parameters

for estimating COUNT(*): the number of strata and the number of pilot queries (per

stratum). We conducted experiments with default settings specified in [83]. In particular,

we set the number of strata to 10, with the same strata design as that specified in [83]. Also

according to [83], we set the number of pilot queries to 5 per stratum.

Aggregate Suppression Algorithms: We tested both AS-SIMPLE and AS-ARBI pro-

posed in this section. AS-SIMPLE has only one parameter: the obfuscation factor γ. For

most experiments, we set γ to its default value of 2. Nonetheless, we also tested cases where

γ = 5 and 10. AS-ARBI has two additional parameters, the cover size m and the cover

ratio σ. We set m = 5 and σ = 100% as the default value. Note that we set σ to the most

“conservative” value because we found through experiments that such a setting already

addresses the correlated-query based attack and enables a high utility (specifically, recall).

We also tested with values of m varying from 1 to 10, and found it bears little difference

on the performance of AS-ARBI in terms of aggregate suppression, recall, precision and

processing overhead.

7.3.2 Result Evaluation

Aggregate Suppression by AS-ARBI: We started by testing the effectiveness of AS-ARBI

on suppressing aggregates, in particular COUNT(*) over the document size. To do so, we

ran UNBIASED-EST over four corpora S, 1.33S, 1.67S and 2S with 47,722, 57,855,
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Figure 7.37: UNBIASED-EST&AS-
ARBI(k=50): # docs vs # queries
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Figure 7.38: AS-ARBI(k=50): re-
call&precision vs # queries
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Figure 7.39: UNBIASED-EST&AS-
ARBI: length of total sports pages vs
# queries
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Figure 7.40: # time ratio vs # queries

70,829, and 72,310 documents5, respectively, which can be recalled by the adversarial

query pool. One can see from Figure 7.29 that, before AS-ARBI is applied, an adversary

can easily distinguish between the four corpora based on the estimations generated by

UNBIASED-EST. Figure 7.30 depicts the estimations produced by UNBIASED-EST after

AS-ARBI is applied. One can see that an adversary can no longer distinguish between the

four corpora based on the estimations - demonstrating the effectiveness of AS-ARBI on

thwarting the UNBIASED-EST aggregate estimation attack.

5Note that they do not exactly follow the 1:1.33:1.67:2 ratio because they yield different recalls over the
adversarial query pool.

131



0 1 2 3 4

x 10
4

0

2

4

6

8

10
x 10

4

No. of Queries

N
o.

 o
f D

oc
um

en
ts

 

 

Dataset S UNBIASED
Dataset 2S UNBIASED
Dataset S AS−SIMPLE
Dataset 2S AS−SIMPLE

Figure 7.41: UNBIASED-EST&AS-
SIMPLE: # docs vs # queries
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Figure 7.42: AS-SIMPLE:
recall&precision vs # queries
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Figure 7.44: # count ratio vs #
correlated queries

Utility for AS-ARBI: We then tested how well AS-ARBI preserves the utility of search

engine for bona fide search users, using the AOL query pool described in Section 7.3.1.

Figure 7.31 depicts the recall and precision while Figure 7.32 shows the rank distance [51]

after AS-ARBI is applied. One can see that the search utility is well preserved by AS-ARBI

- with recall above 80%, precision above 90%, and average rank distance below 0.5, under

almost all settings being tested.

Various Amplification Factor γ: Next, we tested AS-ARBI with varying amplification

factor. Three corpora are used: Corpus T (10,000 documents, adversary recall 85.11%),

5T (50,000 documents, adversary recall 67.10%), and 10T (100,000 documents, adversary

recall 57.97%). Figures 7.33 and 7.34 depict the estimation results of UNBIASED-EST
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with and without AS-ARBI when the amplification factor is 5 and 10, respectively. One

can see from both figures that AS-ARBI successfully suppressed COUNT(*) with the larger

amplification factors. One may notice that though corpus 10T is ten times larger than

corpus T , estimation of UNBIASED-EST for COUNT(*) on 10T is not that large. The

reason is that recall of the adversarial query pool on corpus 10T is much smaller than that

on corpus T , as we mentioned above. AS-ARBI is not affected by the decrease of recall

because it has no knowledge of the adversarial query pool.

Figure 7.35 depicts the recall and precision for corpus T and 10T after AS-ARBI is applied

with an amplification factor γ = 10. We also tested the utility of T and 5T when γ = 5, and

found similar results. One can make two observations from the figure: (1) compared with

the case with a smaller amplification factor γ = 2, here the recall and precision decreases

slightly, indicating the tradeoff between aggregate suppression and utility preservation. (2)

despite of the slight decrease, utility is still well preserved, with recall above 75% and

precision above 80% for all tested settings.

Aggregate Suppression Against STRATIFIED-EST: We tested AS-ARBI against STRATIFIED-

EST, the other existing aggregate estimation attack. One can see from Figure 7.36 that

AS-ARBI effectively prevents STRATIFIED-EST from accurately estimating COUNT(*).

Note that the utility results (over AOL query log) remains the same as Figures 7.31 and

7.32, because AS-ARBI is not aware of, and does not change with, the attacking algorithm.

Larger k: Figures 7.37 and 7.38 depict the effectiveness of AS-ARBI on suppressing

COUNT(*) and preserving utility when k = 50 respectively. Note that with the larger

k, the adversarial recall now becomes 88.47% for S and 80.47% for 2S. One can see

from Figure 7.37 that AS-ARBI remains effective on thwarting UNBIASED-EST with the

presence of a larger k. On the other hand, Figure 7.38 shows that while the recall and

precision inevitably drops for a larger k, the utility remains well preserved for bona fide

search users, with recall above 70% and precision above 90% for almost all tested settings.
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Suppression of SUM Aggregates: We also tested the effectiveness of AS-ARBI on

suppressing other types of aggregates (other than COUNT(*)). In particular, we tested

a SUM query which is the total length of all documents in the corpus which contain word

“sports”. Figure 7.39 depicts the results for aggregate suppression (note that utility remains

unchanged as the COUNT(*) case). One can observe from the figure the effectiveness of

AS-ARBI on suppressing access to SUM aggregates.

Efficiency of AS-ARBI: We tested the extra overhead incurred by AS-ARBI on query

processing, and compared it with the original overhead of the search engine. Figure 7.40

depicts the results. One can make two observations from the figure. First, the response

time sees minimum increase with the deployment of AS-ARBI. Second, the extra ratio of

overhead incurred by AS-ARBI hardly changes when more queries have been processed

by the search engine, indicating the scalability of AS-ARBI to a larger number of historic

queries.

Evaluation of AS-SIMPLE: We also tested our basic algorithm AS-SIMPLE, with

Figures 7.41 and 7.42 depicting the its effectiveness on aggregate suppression and utility,

respectively. One can see that while AS-SIMPLE successfully thwarts COUNT(*)

estimation by UNBIASED-EST, the utility it achieves is substantially lower than that of

AS-ARBI, indicating the effectiveness of virtual query processing on improving the utility

of search engine.

Problem of AS-SIMPLE: Finally, we verified the possibility of correlated-query based

attack against AS-SIMPLE using two very small corpora: corpus P (1000 documents,

adversarial recall 97.72%) and corpus 2P (2000 documents, adversarial recall 93.72%),

when k = 50. Based on the same set of documents from which we constructed the regular

adversarial query pool, we identified queries strongly correlated with query “sports” to form

the pool of correlated queries. Figures 7.43 and 7.44 show the change of query COUNT

when we issue 94 queries in order over P and 2P , respectively. One can see from the

figures that, when AS-SIMPLE is applied, an adversary can easily observe the decrease of
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query COUNT over P and thereby distinguish between P and 2P . AS-ARBI, on the other

hand, effectively suppresses such a distinction.
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Chapter 8

Conclusions

In this dissertation, we first investigate the problem of mining a search engine’s corpus. In

particular, we focused on two problems: sampling and aggregate estimation. Sampling

aims to retrieve representative samples from a search engine’s corpus and aggregate

estimation aims to directly answer COUNT, SUM and AVG queries. Our new sampler

and aggregate estimators are proven to be unbiased, and are an order of magnitude faster

than state of the art techniques.

After that, we investigated a common problem with the current search engines’ corpora

mining techniques – the hardness of query pool creation. Different search engines’ require

quite different query pools and it is hard to create a good query pool without the knowledge

about the search engine’s corpus. To solve this problem, we propose an idea of query graph.

By making random walks on a query graph, we can get query samples as well as estimate

the number of queries in the graph. Based on query graph, we proposed pool-free samplers

and aggregate estimators. Our pool-free sampler is much faster than the current pool-free

sampler and our pool-free aggregate estimator is the first estimator without a query pool.

At last, we discussed the problem of search engine aggregate suppression. Search engines’

are designed to answer specific queries without disclosing aggregate information about the

dataset behind the search engine. Recent techniques surpassed this original design purpose
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and made it possible for third parties to piece together big-picture aggregates by issuing a

small number of queries. We first defined this novel problem and proposed a method to

protect aggregate information while still providing high quality service to normal search

engine users.
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