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Abstract of Praxis

Enhancing Cyber Resiliency of Industrial 10T Attack Detection

Industrial Internet of Things (110T) devices have become an essential component
of critical infrastructure environments to improve efficiency and productivity. Traditional
intrusion detection systems are not designed for the unique security risks of 10T devices
and the expanding threat landscape. Machine learning-based intrusion detection systems
have evolved to address this challenge but require access to sensitive network traffic data,

compromising confidentiality and privacy.

Privacy-preserving machine learning models are proposed in this praxis to
enhance the resiliency of attack detection for Industrial Internet of Things network traffic.
Fully homomorphic encryption is implemented as the privacy-preserving technique for
the attack detection models to enable inference on encrypted 10T network traffic data.
This praxis utilizes the publicly available Edge-l10Tset dataset to implement and assess
encrypted inference with three machine-learning models: Multilayer Perceptron Artificial
Neural Network, eXtreme Gradient Boost, and Random Forest. The results of this praxis
show that privacy-preserving machine learning models can detect attacks in encrypted
industrial 10T network traffic and contribute to enhancing resiliency in detection without

compromising confidentiality.
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Chapter 1—Introduction

1.1 Background

Industrial 10T devices are essential to critical infrastructure sectors such as
manufacturing, energy distribution, transportation, and healthcare. 10T and industrial 10T
systems have unique operational functionalities, limited power, and exclusive network
protocols that render traditional security measures insufficient to address the threats that
can breach these networks (Bures et al., 2022). Legacy cybersecurity solutions also fail to
protect against many emerging threats targeting industrial 10T devices due to
technological complexity and geographic dispersion of critical infrastructure network
environments. The evolving threat landscape heightens the dire need to address this
security challenge. Any security breach in essential infrastructure systems can have
severe consequences, including economic disruptions and public safety risks. Purpose-
built, robust cybersecurity solutions are needed to protect industrial 10T systems within
critical infrastructure (Ferrag et al., 2022).

Traditional intrusion detection systems deployed within critical infrastructure
networks that utilize IoT devices have not evolved with the escalating threat of
cyberattacks. Although machine learning-based intrusion detection systems emerged as
an improvement over traditional detection architectures, these systems can introduce data
privacy risks as models require access to sensitive network data to perform analysis and
detection. Furthermore, some models have been proven to be vulnerable to adversarial
machine learning attacks (Mufioz-Gonzalez & Lupu, 2019), where malicious actors target

weaknesses in model design or model deployments to execute actions such as poisoning



attacks on training data or evasion attacks on model inference. A compelling approach
that limits the exposure of sensitive network data in attack detection systems is privacy-
preserving machine learning.

Privacy-preserving machine learning can enhance resilience in industrial 10T
attack detection by safeguarding the security and privacy of sensitive data processed by
detection systems. A focused implementation of privacy-preserving machine learning is
needed to address the evolving threat landscape in order to maintain network data privacy
and confidentiality (Syed et al., 2020). Differential privacy, secure multiparty
computation, and homomaorphic encryption have emerged as leading privacy-preserving
techniques to defend against adversarial machine-learning attacks (Wang et al., 2018). Of
these leading solutions, differential privacy has been found to result in a significant
degradation in model accuracy due to the random application of noise to datasets (Wang
A. et al., 2018), and secure multiparty computation has been found to have significant
challenges with efficiency as sizes of datasets grow (Kantarcolu & Vaidya, 2018).

Homomorphic encryption strengthens privacy-preserving machine learning by
preserving the privacy of training data, model weights, and model inference results.
Homomorphic encryption techniques offer a solution to mitigate potential model
accuracy and efficiency issues in privacy-preserving machine learning. There is a
significant distinction between fully homomorphic, partially homomorphic, and
somewhat homomorphic encryption techniques. Fully homomorphic encryption enables
complex computations over encrypted data, while partially homomorphic and somewhat

homomorphic encryption only support limited operations (Pulido-Gaytan et al., 2021).



The research area of homomaorphic encryption is explored further in the Chapter 2
literature review.

Fully homomorphic encryption is a robust solution to the privacy and security
risks of machine learning-based attack detection. Fully homomorphic encryption enables
machine learning models to infer predictions with encrypted data. The risk of
compromising sensitive network data from industrial 10T and critical infrastructure
environments is mitigated with this technique. In specific implementations, machine
learning model parameters can be safeguarded with fully homomorphic encryption to
mitigate adversarial attacks on model deployments.

1.2 Research Motivation

The motivation of this praxis is to enhance the cyber resilience of industrial 10T
network attack detection by leveraging homomorphic encryption. Increasing threats to
critical infrastructure have led to recent destructive attacks on essential public services
such as fuel distribution operations, food processing operations, healthcare facilities, and
educational institutions (Bold et al., 2022). In 2022, the U.S. Department of Justice and
the Federal Bureau of Investigation reported on nation-state-backed cyberattacks that
successfully compromised internet-connected 10T devices within critical infrastructure
sectors (G.A.O.: CRITICAL INFRASTRUCTURE & IoT, 2022). Given that traditional
machine learning-based intrusion detection systems are susceptible to numerous
adversarial attacks (Alotaibi & Rassam, 2023), this research aims to safeguard sensitive
network data by implementing homomorphic encryption with privacy-preserving

machine learning for cyberattack detection.



1.3 Problem Statement

Control systems in U.S. critical infrastructure rely on 10T devices that are facing
escalating threats (G.A.O.: CRITICAL INFRASTRUCTURE & loT, 2022), resulting in
an estimated financial risk of $23 billion for a catastrophic cyber-attack (Eling et al.,
2023, p. 440).

Cyber-attacks on critical infrastructure have a high potential for cumulative
economic damage that can extend across sectors with life-threatening results for the
population while requiring long recovery timelines (Eling et al., 2023). Modern critical
infrastructure industrial control systems use loT technology for remote monitoring and
environmental sensing capabilities, which exposes these systems to significant security
risks as 10T communication moves across wireless and cloud networks. Traditional
machine learning-based intrusion detection systems are not designed for the technological
complexities inherent to industrial 10T systems. These traditional detection systems are
also vulnerable to adversarial machine-learning attacks that can compromise the privacy
and security of critical infrastructure. The implementation of homomaorphic encryption
for privacy-preserving machine learning-based attack detection addresses these concerns

to deliver a purpose-built solution.

1.4 Thesis Statement

A privacy-preserving machine learning-based model that leverages homomorphic
encryption is required to enhance cyber resiliency when performing DDoS attack
detection for industrial 10T network traffic.

A privacy-preserving machine learning model can enhance cyber resiliency for

industrial 10T attack detection by enabling model computations with encrypted data.



Organizations have the potential to implement detection systems across networks and
utilize cloud-based server deployments without compromising security or privacy.
Cybersecurity engineers within critical infrastructure organizations also have the
potential to leverage this research product to model adversary behavior detection in 10T
networks and share encrypted data across organizations.

1.5 Research Objectives

This study aims to develop privacy-preserving machine-learning-based models
that leverage homomorphic encryption. These models will enhance cyber resiliency by
enabling computations to detect attacks such as distributed denial of service in encrypted
industrial 10T network traffic. The objective is to provide a practical implementation of
fully homomaorphic encryption that allows defensive cybersecurity operators within
critical infrastructure organizations to detect adversary behaviors in 10T networks while
safeguarding security and privacy.

This study also aims to evaluate the performance of machine learning models for
detecting attacks such as distributed denial of service in encrypted industrial 10T network
traffic. The research will compare the model inference runtime when utilizing a fully
homomorphic encryption-based machine learning Python library. The objective is to
identify an effective combination of model design, deployment, and cryptographic
scheme implementation for accurate and efficient attack detection.

1.6 Research Questions and Hypotheses
The research questions and hypotheses below are aligned to achieve the stated

objectives:



RQ1: Which of the eXtreme Gradient Boost, Random Forest, or Multilayer
Perceptron Neural Network models provide the best recall performance
when detecting DDoS attacks in encrypted industrial 10T network traffic
data?

RQ2: What impact does homomorphically encrypting data have on each model's
recall performance compared to inference with unencrypted data when
detecting DDoS attacks in industrial 10T network traffic?

RQ3: Which of the eXtreme Gradient Boost, Random Forest, and Multilayer
Perceptron Neural Network models provide the fastest execution time per
record for DDoS attack detection with encrypted data using FHE
parameters?

H1: The Multilayer Perceptron Neural Network demonstrates higher recall
performance than eXtreme Gradient Boost and Random Forest models in
detecting DDoS attacks in encrypted industrial 10T data.

H2:  The impact on recall performance for model inference with
homomaorphically encrypted data differs from the recall performance with
unencrypted data by less than five percentage points.

H3: The eXtreme Gradient Boost model provides the fastest execution time per
record for DDoS attack detection with encrypted data using FHE
parameters.

As additional context for hypothesis 2, the 5% threshold is selected to assess the

impact of homomorphic encryption on model performance. The current literature has not

referenced a standard test for model comparison in the domain of privacy-preserving



machine learning that measures the impact of FHE on models. Recent efforts support the
approach taken in hypothesis 2, with Aharoni et al. (2023) observing an accuracy
performance difference of 5.5% and Wu et al. (2023) observing a recall performance
difference of 3.2% when comparing model inference results with encrypted data and
unencrypted data. Hypothesis 2 aims to determine if the model performance results in this
praxis are comparable to recent studies in this research area.

1.7 Scope of Research

This research product will provide the research domain with a practical
implementation to reference when evaluating the maturity level of fully homomorphic
encryption and its applicability to advanced problems in cybersecurity analytics. This
research product will be among the few efforts to demonstrate and implement fully
homomorphic encryption in machine learning-based DDoS attack detection models for
industrial 10T networks.

The dataset used in this research is the Edge-110Tset dataset published in 2022
(Ferrag et al., 2022). This dataset was used in its plaintext format to train the machine
learning models that detect attacks in industrial 10T network traffic and in an encrypted
format during model inference to utilize fully homomorphic encryption to detect attacks.
This implementation of homomorphic encryption for machine learning-based industrial
loT attack detection contributes to advancing the resiliency of defensive cybersecurity
operations within critical infrastructure environments.

1.8 Research Limitations
Several factors impact the transferability of methodologies implemented in this

praxis to cybersecurity systems within enterprise production environments:



e Over time, the dataset utilized in this study may diverge from traffic
patterns in production industrial 10T networks.

e The methodologies implemented, and computational resources utilized in
this study may not scale to the requirements of geographically dispersed
infrastructure environments.

e The scope of adversary attacks detected in this research effort is restricted
to distributed denial of service.

e The machine learning models assessed in this study represent a limited
selection and are not exhaustive for all possibly applicable models.

e The scope of this praxis implements one privacy-preserving technique,

fully homomaorphic encryption.

1.9 Organization of Praxis

This research investigates the potential to enhance the resiliency of industrial loT
attack detection by leveraging fully homomorphic encryption to implement privacy-
preserving machine learning-based DDoS attack detection. In this praxis, the research

findings are divided into five chapters.

Chapter 1 - Introduction: The first chapter introduces the research topic, outlines the
research goals, and provides an overview of how privacy-preserving machine

learning can enhance the resiliency of industrial 10T attack detection.

Chapter 2 - Literature Review: The second chapter includes the categorization and critical

evaluation of current research in industrial 10T intrusion detection systems



and the application of homomaorphic encryption for privacy-preserving

machine learning.

Chapter 3 - Methodology: The third chapter describes the steps and procedures completed

to assess the research hypotheses with the independently published dataset.

Chapter 4 - Results: The fourth chapter presents the factual results of applying the

research methodology described in Chapter 3.

Chapter 5 - Discussion and Conclusion: The final chapter discusses the research results
and findings compared to the research questions, hypotheses, and literature
review. This chapter concludes the praxis and proposes areas of interest for

future research.



Chapter 2—L iterature Review

2.1 Introduction

The literature review presented in this chapter provides context for the core
challenges caused by the rapid expansion of 110T within the landscape of critical
infrastructure, examines the integration of machine learning as a promising solution to
enhance detection capabilities, addresses the risks to data privacy inherent to machine
learning-based solutions, and explores the potential of privacy-preserving methodologies.
Section 2.2 introduces industrial Internet of Things (I10T) growth in critical infrastructure
and the limitations of conventional intrusion detection systems. Section 2.3 reviews
existing state-of-the-art machine learning-based intrusion detection systems for 110T.
Section 2.4 examines the emerging threat of adversarial machine learning to intrusion
detection systems. Section 2.5 explores homomorphic encryption and its applicability as
a novel privacy-preserving machine-learning technique. Section 2.6 summarizes the
literature review and concludes with an emphasis on the gap in the literature for privacy-
preserving machine learning-based attack detection for industrial 10T.
2.2 Threats and Conventional Detection

Industrial Internet of Things (11oT) devices are increasingly becoming integral
components in critical infrastructure environments to improve efficiency and
productivity. These devices also present unique security risks due to their limited
computing resources, communication protocols, dated operating systems, availability
demand, and authentication procedures. In the research effort by Shah & Sengupta

(2020), well-known threats to I10T devices were noted to include malware, authentication

10



attacks, phishing, SQL injection, DNS spoofing, web application attacks, and reverse
engineering. Shah & Sengupta highlight an open research challenge of Big Data related
to the evolving area of 110T cybersecurity research. The authors note the variety, volume,
and sensitivity of data generated in 10T networks and the requirement to process this
data outside of the source 10T network. This research concludes by discussing
confidentiality, privacy, and integrity as major concerns for lloT network data analysis

and detailing the gap in this research area.

Maher et al. (2023) compared conventional intrusion detection systems that
employ rule-based and signature-based detections with software-defined networking-
intrusion detection systems. Limitations of conventional intrusion detection systems were
noted to weaken the effectiveness of these systems in detecting and responding to cyber

threats. Maher et al. (2023) assessed the following limitations:

e Missed detections: Rule-based and signature-based IDSs rely on predefined rules
and signatures to detect threats, which causes a lack of detection for new or
unknown threats.

e False positives: Rule-based and signature-based IDSs tend to produce many false
positives, which causes flagging legitimate traffic as potentially malicious.

e High maintenance: Rule-based and signature-based IDSs require constant
updating and maintenance to ensure they remain effective against emerging
threats.

e Lack of scalability: Rule-based and signature-based IDSs are rigid and inflexible,

which causes a lack of adaptation to the expansion of networks.

11



The limitations of conventional intrusion detection systems can ultimately lead to
unnecessary alerts, increased operational costs, vulnerability to new evolving attack
signatures, and time-consuming and resource-intensive updates. Maher et al. (2023)
concluded by highlighting evaluation criteria of scalability, flexibility, resource
management, customization, and network visibility for assessing the effectiveness of an
intrusion detection system implementation. Although this research explored software-
defined networks as an alternative to conventional intrusion detection systems, it did not
explore the technical performance of software-defined networks or the potential risks to

data privacy associated with their implementation.

2.3 Machine Learning-Based Detection

Zolanvari et al. (2019) explored machine learning-based intrusion detection
models with a curated dataset comprising normal network traffic and adversary behavior
in proportions consistent with realistic patterns. Once trained, the models predicted
whether new network traffic data contained malicious attack behavior. The performance
metrics used to evaluate the machine learning models in this paper include Undetected
Rate (UR), False Alarm Rate (FAR), Matthews Correlation Coefficient (MCC),
Sensitivity, and Accuracy. The Undetected Rate metric, illustrated in Equation 1,
evaluates how well a model minimizes the amount of attack traffic misclassified as
normal. Zolanvari et al. (2019) noted that Accuracy is an insufficient performance metric
for intrusion detection datasets that demonstrate an imbalance between dominant normal
traffic and sparse attack traffic. This research study also noted several advantages of

machine learning-based intrusion detection systems over conventional intrusion detection

12



systems that use rule-based or signature-based approaches. The advantages of machine

learning-based intrusion detection systems were noted to include:

Scalability: machine learning-based systems can scale to handle large volumes of
network traffic data, enabling deployment in large-scale networks.

Real-time monitoring: machine learning-based systems can process large amounts
of data in real-time, enabling rapid detection and response.

Improved performance: machine learning-based systems can perform better than
conventional detection systems by analyzing patterns and anomalies in large
amounts of network traffic data. Machine learning algorithms can identify
changes in features of network traffic data that may indicate adversary behavior
by learning from training data, even when those features are not explicitly defined
in rule or signature-based profiles of an attack.

Reduced false positives: machine learning-based systems can minimize false
positives by distinguishing between subtle differences in data features that

differentiate normal and abnormal behavior.

The Naive Bayes, Support Vector Machine, k-nearest Neighbors, Random Forest,

Decision Tree, Logistic Regression, and Artificial Neural Network models were explored

by Zolanvair et al. (2019) in this effort. Ultimately, the Random Forest model performed

the best when evaluated with the Undetected Rate metric, with a result of only 2.56% of

attack traffic classified as normal. Although the results of this research effort are

intriguing, potential adversarial threats to the machine learning models deployed in the

experiment were not examined. Data privacy risks associated with model training on

sensitive network data were also not explored.

13



False Negatives
Undetected Rate =

False Negatives + True Positives

Equation 1: Undetected Rate

Alsaedi et al. (2020) also explored the performance of multiple machine learning-
based intrusion detection models with datasets curated from an 10T environment. The
datasets utilized in this research included telemetry data from Il1oT services, audit traces
of operating systems, and network traffic of 10T devices. These datasets were captured
from a purpose-built testbed designed to evaluate I10T defense solutions. Multiple attack
scenarios were deployed in this research effort, such as port scanning, denial of service,
ransomware, unauthorized backdoors, code injection, cross-site scripting, password
attacks, and man-in-the-middle attacks. This research effort did not provide the relative
frequency or percentage of attack scenario traffic compared to normal network traffic for
the datasets. The machine learning models that were trained and tested with the datasets
included Logistic Regression, Linear Discriminant Analysis, k-nearest Neighbors,
Classification and Regression Trees, Random Forest, Naive Bayes, Support Vector
Machine, and Long Short-Term Memory. When considering accuracy as the performance
metric, the best-performing models across the datasets were the Classification and
Regression Trees and the Random Forest models. These models consistently
demonstrated Accuracy rates in the 80% to 90% range. However, this research effort did
not present the selected models' performance in terms of metrics that illustrate the
undetected or detected rates for malicious traffic. This effort also did not address the

potential impact of the imputation methodology used on the model's predictive

14



capabilities. This effort did not include a comprehensive analysis of the importance of

features or the reasoning behind the poor performance of some models.

2.4 Adversarial Attacks and Privacy

Mufioz-Gonzélez & Lupu (2019) studied the evolving threat of adversarial
attacks executed against machine learning models during incidents of data poisoning and
model evasion that seek to compromise integrity and availability. Poisoning attacks seek
to undermine the learning process by decreasing the overall performance of the machine
learning model, which negatively influences inference results. In these attacks, the
adversary is assumed to have control over a portion of the training data used by the
learning algorithm. The authors performed poisoning attacks on a binary Logistic
Regression classifier with synthetic datasets to demonstrate classification error due to an
adversarial attack. Outlier detection, data prefiltering, and ‘Reject On Negative Impact’
(RONI) techniques to defend against poisoning attacks were discussed in this research
effort but were not implemented. Evasion attacks involve crafting inputs that manipulate
a model into making incorrect predictions during inference. Unlike data poisoning
attacks, evasion attacks do not change the behavior of a model but instead exploit
weaknesses that exist in features that were used to train the model. The authors
performed evasion attacks on a multi-class Logistic Regression classifier with synthetic
datasets to demonstrate error-specific and error-agnostic scenarios. An adversary seeks to
produce misclassification to a target class in an error-specific attack scenario. In an error-
agnostic attack scenario, an adversary seeks to produce misclassification to any class,
given the decision boundary is within the maximum perturbation budget. Adversarial

retraining, gradient masking, and dimensionality reduction techniques to defend against
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evasion attacks were discussed in this research effort but were not implemented. Mufioz-
Gonzalez & Lupu concluded by noting the expanding gap in research focused on
defensive techniques that mitigate the threat of adversarial attacks against machine

learning models.

Machine learning-based intrusion detection systems are not immune to the
emerging threat of adversarial machine learning attacks. This emerging threat enhances
the privacy risk of handling sensitive information during the collection, storage,
processing, and analysis phases of intrusion detection. The research effort by Lin et al.
(2022) explored an adversarial attack, described as a black-box attack, against machine
learning-based intrusion detection models using a generative adversarial network (GAN).
White-box attacks against machine learning-based intrusion detection systems occur
when a model is openly accessible, and a potential attacker can distinctly determine a
model’s architecture and parameters. Black-box attacks against machine learning-based
intrusion detection systems occur when no knowledge of a model’s architecture or
parameters is attainable, and only the input data and output classification prediction are
available to discern the performance of a model. Lin et al. (2022) developed the IDSGAN
model to generate adversarial network traffic samples that enable an evasion attack
against machine learning-based intrusion detection systems. The machine learning
models attacked in this research effort include Support Vector Machine, Naive Bayes,
Multilayer Perceptron, Logistic Regression, Decision Tree, Random Forest, and k-nearest
Neighbors. The primary metric used to evaluate the impact on model performance was
the Detection Rate, illustrated in Equation 2. All machine learning models attacked with

IDSGAN in this study demonstrated detection rates below 1.5%, indicating that the
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models were not robust against this attack and could not classify any adversarial traffic.
Although the attacks in this research effort were described as black-box in nature, the
authors split a training dataset to utilize half for the machine-learning intrusion detection
models and half for the adversarial IDSGAN generator model. Additional analysis was
not included to verify that prior knowledge was not provided to the adversarial IDSGAN
model from the shared training dataset. This shortcoming raises concerns about the

methodology in this research effort being categorized as a black-box attack.

True Positives

Detection Rate =
True Positives + False Negatives

Equation 2: Detection Rate

Privacy-preserving machine learning techniques incorporate algorithms that aim
to learn from information without compromising confidentiality, integrity, or availability.
Well-researched techniques that protect sensitive information while allowing accurate
computations include Secure Multiparty Computation, Differential Privacy, and
Homomorphic Encryption. Secure Multiparty Computation is a technique that enables
multiple parties to compute a result collaboratively without revealing individual inputs or
outputs. Differential Privacy is a technique that involves adding randomized noise to
aggregate data to protect individual entries without significantly altering the overall
feature space of the data. Homomorphic Encryption is a technique that enables
computations on encrypted data such that the decrypted result matches the outcome of the
same operations performed on the unencrypted data. The seminal research papers for

each privacy-preserving technique listed above are provided in the following subsections.
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2.4.1 Secure Multiparty Computation

Secure multiparty computation was introduced by Yao (1982) as a privacy-
preserving technique that allows multiple parties to jointly compute a function on their
private inputs without revealing any information about the inputs. This technique
originated with Yao’s theoretical ‘Millionaire problem,” which involved two participants
who wanted to arrive at a collaborative determination of the wealthiest participant
without revealing their wealth. Secure multiparty computation allows the computation of

functions over distributed datasets without parties revealing their private input.

Secret =300

Public Total = 350

Party

A
300
Party » Party
C < B
450
Secret =450 Secret =600
Overall Public Total Private Input = -150
Public Total = 800 550 + 0 + 800 = 1350 Public Total =0

Overall Average
1350 /3 =450

Figure 1: Secure Multiparty Computation Diagram

In Figure 1, Party A divides its secret (300) into three random parts and securely
shares a value with Party B (250) and a value with Party C (100) while keeping one value
private (- 50). Party B follows this same procedure with its secret (600), and Party C

follows this same procedure with its secret (450). Each party computes a sum of the parts
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it has securely received and the part kept private (this sum is 550 for Party A, 0 for Party
B, and 800 for Party C). All parties publish the sum it has obtained. The function,
average, is computed over the public sum values for a result of 450. This result provides
the correct computation of the function, average, over the secret values (300, 600, 450)
without revealing any private information of any party. A mathematical representation of

the concept is illustrated as follows:

f(xi' "'an) = (yi' "'ﬂyn)

Equation 3: Secure Multiparty Computation

where

n = participants communicating,
f = function computed,

X; = input of participant i, and

Vi =result of f(x;).

In Equation 3, secure multiparty computation is defined as n participants
communicating amongst themselves to compute the function f over their inputs where
participant i only knows their respective input x; and the result of the computation while

learning no information about the input of other participants.

2.4.2 Differential Privacy
Differential privacy originated in the research effort of Dwork (2006) and is
conceptually defined as a method for protecting the privacy of individual data points in a

dataset by adding random noise. This noise ensures that no single data point within
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training data can be identified while allowing meaningful predictions to be drawn from
the model. An important aspect of differential privacy is to balance the tradeoff between
privacy and performance. Excessive noise negatively impacts performance, while
insufficient noise will not effectively mitigate adversarial attacks. Differential privacy
can be applied to various machine-learning tasks, including classification, regression, and
clustering. The privacy budget parameter in differential privacy, epsilon, quantifies the
level of privacy. A smaller epsilon value indicates a higher level of privacy but may
decrease the utility of the data due to the increased noise. A larger epsilon value allows
for more accurate data analysis but provides less privacy. Finding an optimal epsilon that
balances the need for privacy and data utility is crucial for applying differential privacy in

real-world scenarios (Dwork 2006).

Pr[X(D,) € S] < e€ X Pr[K(D,) € S]

Equation 4: Differential Privacy Formula

where

Pr = probability,

K = randomized function,

D, = original dataset,

D, = adjacent dataset,

S = output produced by the given dataset and randomized function, and
e = natural logarithm raised to the privacy budget parameter epsilon.
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In Equation 4, the function K satisfies e differential privacy for the pair of
neighboring datasets D, and D, that differ by at most one record when the probability of
all output events § are bounded by the factor e€. The parameter epsilon € represents the
level of privacy provided and is referred to as the privacy budget. The probability of
output events remains unchanged across the neighboring datasets that differ by at most
one record. This technique guarantees the privacy of the given record, as no information
about the membership can be inferred. Differential privacy is commonly achieved by
perturbing the data with noise derived from the function’s sensitivity and the privacy

budget parameter.

—
Output;
«— K(Dy)
Output,, u
-
/ Qutput;
«— K(D2)
Output,
e

Figure 2: Differential Privacy Conceptual Diagram

In Figure 2, a pair of datasets D, and D, differ by a single record that is
highlighted in red. The function K is applied to each dataset individually to produce
Output; ... Output,. Differential privacy is achieved when the probability of function K
producing approximately the same output or both datasets is bounded only by a given

privacy parameter.
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2.4.3 Homomorphic Encryption

In the research work of Rivest et al. (1978), privacy homomorphism is defined as
a transformation that preserves the structure between two algebraic systems. The authors
presented a theoretical analysis of privacy homomorphisms and their applicability in
safeguarding the privacy of sensitive information. This research effort discussed the
requirements for privacy homomorphisms and explored different scenarios for
performing computations on encrypted data. This seminal paper provided a theoretical
overview of the principles of privacy homomorphisms but did not explore a detailed
evaluation of a practical implementation. Further research was needed to develop a fully
homomorphic encryption scheme. Gentry (2009) built upon these foundational concepts,
presenting the first viable construction of a homomorphic encryption system that allowed
for arbitrary computations on encrypted data. The formal equation of privacy

homomorphism presented is illustrated as follows (Rivest et al., 1978):

@ (£ (®7(dy), @7(d2))) = fi(dy,d2)
Equation 5: Formal Privacy Homomorphism
where
D = decoding function,
®~1  =encoding function,
fi = computational operation, and

d; = unencoded data element.
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In Equation 5, the decoding function, &, is a homomorphism that performs the
operation f; on encoded data ®~1(d;) and ®~1(d,), which yields the equivalent result
of performing the operation f; on the unencoded data d; and d,. The fundamental

concept of privacy homomorphism is illustrated as follows:
Enc(m,) o Enc(m,) = Enc(my o m,)
Equation 6: Conceptual Homomorphic Scheme
where
Enc = conceptual encryption scheme,
° = conceptual mathematical computation (e.g., addition), and
m; = plaintext message.

In Equation 6, the conceptual encryption scheme, Enc, is considered
homomorphic over the operation ° if performing the operation on the encrypted values
Enc(m,) and Enc(m,) yields the encrypted result of performing the operation on the

plaintext values m; and m,.

Evaluate.;.(f (c))
Cc »
ciphertext ” ¢
A
Encryptpg (m) Decryptg ()

Y

m \;_ m'

message
function f

Figure 3: Homomorphic Encryption Diagram
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In Figure 3, the functions of homomaorphic encryption are illustrated. The
Key Generation function provides a public key pk, secret key sk, and an evaluation
key evk. The Encrypt function utilizes the public key pk to encrypt the plaintext
message m and provides an output of ciphertext c. The Evaluate function utilizes the
evaluation key evk to homomorphically evaluate the ciphertext ¢ and provides an output
of ¢’. The Decrypt function utilizes the secret key sk to decrypt the evaluation output ¢’
and provides a result of m’ that is equivalent to the function operation over plaintext m.

An implementation of Fully Homomorphic Encryption (FHE) was first introduced
in the thesis by Gentry (2009) as a lattice-based cryptography technique for complex
computations containing addition and multiplication operations over encrypted data. The
noise in FHE is a critical factor affecting an encryption scheme’s security and efficiency.
The amount of noise in the encrypted data grows with each operation performed and can
prevent the correct decryption of the result. The level of noise also limits the exact
number of computations, with each homomorphic computation consuming a level, and no
further computations are feasible when the level of 0 is reached. Gentry introduced the
concept of bootstrapping, which reduces the amount of noise in ciphertexts and returns
the noise level to a higher value to allow for an increased number of homomorphic
computations.
2.5 Homomorphic Encryption Schemes

Pulido-Gaytan et al. (2021) surveyed the application and challenges associated
with using homomaorphic encryption in privacy-preserving machine learning, including
the computational complexity required to perform computations on encrypted data and

the impact on resource efficiency. This research effort reviewed recent developments in
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privacy-preserving machine learning. The methodology adopted in this survey involved
an analysis to identify key properties of each category of homomorphic encryption and its
suitability for different machine-learning tasks. This paper briefly reviewed the three
categories of homomorphic encryption: Partially Homomorphic Encryption (PHE),
Somewhat Homomorphic Encryption (SHE), and Fully Homomaorphic Encryption (FHE).

Partially Homomorphic Encryption enables only limited types of computations on

encrypted data, Somewhat Homomorphic Encryption enables only a limited number of

computations on encrypted data, and Fully Homomaorphic Encryption enables complex
computations on encrypted data. The authors highlighted the gap in research on
developing more efficient implementations that can reduce the computational burden of
homomorphic encryption without compromising data privacy. This research effort is a
valuable resource for examining gaps in the existing literature on applying homomorphic
encryption and privacy-preserving machine learning, but it has not evaluated

experimental results or empirical analysis.

2.5.1 Partially Homomorphic Encryption

Podschwadt et al. (2022) surveyed the application of homomorphic encryption to
deep learning architectures for privacy-preserving machine learning. In this research
effort, the authors considered partially homomorphic encryption schemes simple in that

they may only support addition or multiplication operations. The Paillier implementation

of partially homomaorphic encryption is additively homomorphic and is illustrated as

follows (Yi et al., 2014):

- Paillier Key Generation

Large prime numbers p and g are randomly selected such that:
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ged(pg, (p— D(g—-1) =1,

nextn = pqgand A = lem(p — 1,q — 1) are computed. Integer g is selected,

where g € Z; . such that u = (£ (g’l(mod nz)))‘1 (mod n) exists, where

L(u) = ”T_l . The public key is provided as (n, g), while the secret key is (4, u).
Paillier Encryption
The ciphertext is computed as:
c= g™ X r*(modn?),
where m is the plaintext message m € Z,,, and r is a randomly selected nonzero
integer r € Z,.
Paillier Decryption
The plaintext m is retrieved with:
m= L (c’l(mod nz)) X p(modn).
Paillier Homomorphic Property
Given the two ciphertexts of E(mq,pk) = g™ r*(mod n?) and E (m,, pk) =
g™t (mod n?), where r; and r, are randomly selected from Z;;, the product of
the ciphertexts will decrypt to the sum of their corresponding plaintexts with:
D(E(my,pk) x E(m,,pk) (modn?)) = m; + m,(mod n)
because
E(my,pk) x E(my,pk) = (g™r{")(g™2r) (mod n?)
= g™t ™ (7, 1,)"(mod n?)

= E(my; + m,, pk)
Algorithm 1: Paillier Partially Homomorphic Encryption Scheme
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2.5.2 Somewhat Homomorphic Encryption
Podschwadt et al. (2022) define Somewhat Homomorphic Encryption (SHE) as a

scheme that supports addition and multiplication but only allows a limited number of

computations on encrypted data. SHE schemes are limited in handling complex
computations or large amounts of data. Additionally, SHE schemes require intricate
implementations to achieve complex computational goals and are challenging in practice
due to error limitations. The Dijk-Gentry-Halevi-Vaikuntanathan (DGHV) symmetric
implementation of somewhat homomaorphic encryption is integer-based and illustrated as

follows (Yi et al., 2014; Hariss et al., 2017):

- DGHYV Key Generation

The secret key is an odd integer that is selected from the interval:

p I= [Zn—l’zn]’

where p is the secret key and n is the bit length of the secret key.
- DGHYV Encryption

The ciphertext is computed as:

c=(p Xq)+2r+m,

where m is a bit € {0, 1} and the integers q and r are selected at random from

another interval such that 2r is smaller than p + 2 in absolute value. The

ciphertext is an integer whose residue mod p has the same parity as plaintext m.
- DGHYV Decryption

The plaintext is retrieved with:

m = (c (mod p))(mod 2).

this decryption holds when noise r is smaller than p.
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- DGHV Homomorphic Property

Given the two ciphertexts of ¢; = pq; + 2r; + m; and ¢, = pq, + 2r, + m,, the
product of the ciphertexts and the sum of the ciphertexts will both decrypt to their
corresponding plaintexts with:

c1t+ ¢ =pqr+q2) +2(r +12) + (my +my)

€1 X ¢ = (Pq1qz + 29173 + 2,11 + My Gy + Myq)p

+ 2021y + myry, + myry) + mym,
when
n+r <p/2

2y + myry, + myry < p/2
Algorithm 2: DGHV Somewhat Homomorphic Encryption Scheme

2.5.3 Fully Homomorphic Encryption

Podschwadt et al. (2022) define fully homomorphic encryption (FHE) as schemes
with no restrictions on the computation of encrypted data. FHE schemes enable multiple
complex calculations, as they are both additively and multiplicatively homomorphic, of
information without exposing the underlying data. The Chillotti-Gama-Georgieva-
Izabachene (CGGI) fully homomorphic scheme is based on the Learning with Errors
(LWE) and Ring Learning with Errors (RWLE) cryptographic concepts (Harrigan, 2017).
This encryption scheme is also referred to as the Fast Fully Homomorphic Encryption
Scheme over the Torus (TFHE) in literature. The bootstrapping operation of the TFHE
scheme reduces the noise of the ciphertext to enable continuous computations without
limits observed in PHE and SHE (Gallardo, 2023). The bootstrapping operation of the
TFHE scheme can also be configured to compute a function simultaneously. It is
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composed of a blind rotation phase and an LWE phase. A simplified integer

implementation of the LWE phase of the TFHE scheme’s bootstrapping operation is

illustrated in the algorithm below (Chillotti, 2021):

TFHE LWE Key Generation
The secret key is a list of n random polynomials sampled from a uniform binary
distribution:
(sgy wrrSp—1) € {0,1}"
TFHE LWE Ciphertext Encryption

The ciphertext is computed as:

n—-1
c = (agy,...an_1,b) where b = z a;Xs;+e+Am
i=0

where a is a uniform randomly sampled mask. The body b contains the secret key
s, Am as an encoding of m, and e as a small randomly sampled noise error. The

encoding of m is computed with positive integer p as plaintext modulus and

positive integer g as ciphertext modulus, with A = %.

TFHE LWE Ciphertext Decryption
m=b—a; Xs; = |[Am+ e]
this decryption holds when
le] < A/2
THFE LWE Homomorphic Property
(a1, by) + (ay, by) = (aq + ay, by + by)
when
le; +e;| < A/2
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The LWE phase of this scheme is additively homomorphic as the component-wise
sum of the masks and the sum of the bodies of two given ciphertexts are

decrypted to their respective plaintexts.
Algorithm 3: TFHE Fully Homomorphic Encryption Scheme

2.6 Privacy-Preserving Detection

The research effort by Spathoulas et al. (2021) discusses the development of a
collaborative system for clustering intrusion detection alerts while leveraging
homomorphic encryption to preserve privacy. This paper addresses the privacy concerns
related to exchanging sensitive data between organizations during collaborative intrusion
detection. The proposed system aims to cluster alerts from different organizations to
detect large-scale attacks. The system design ensures privacy by encrypting data at local
nodes within each organization before sharing data with a trusted third-party server for
processing. The proposed system architecture leverages the Paillier partially
homomorphic encryption algorithm to process the encrypted alert data on the trusted
third-party server. A distance metric that considers time, signature, external IP address,
and attack class coefficients is calculated to determine possible alert pairs. The alert
clusters are then formed using an iterative process of the K-medoids algorithm, and the
results are returned to the participating nodes without exposing private data. Despite its
novelty, the approach implemented in this research effort has significant limitations.
These limitations include the age of the dataset as it was published in 2012, the
experiment setup with clients and the server within a single local area network, and the
lack of analysis to illustrate the incremental runtime imposed by leveraging

homomorphic encryption.
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2.7 Summary and Conclusion

This literature review chapter comprehensively examines the limitations of
conventional intrusion detection systems for IloT-enabled critical infrastructure
environments, emerging threats to machine-learning implementations, and state-of-the-art
privacy-preserving techniques. The review outlines the three main categories of
homomorphic encryption as a privacy-preserving technique: Partially Homomorphic
Encryption (PHE), Somewhat Homomorphic Encryption (SHE), and Fully Homomorphic
Encryption (FHE). The chapter delves into the specifics of each category of
homomorphic encryption by presenting key algorithms such as Paillier, Dijk-Gentry-
Halevi-Vaikuntanathan (DGHV), and Fast Fully Homomorphic Encryption over the
Torus (TFHE).

The research efforts examined in this chapter acknowledge the significant
progress made in the field and identify the existing gaps and challenges. The existing
gaps include research efforts that explore the computational overhead of implementing
homomorphic encryption as a privacy-preserving technique for intrusion detection and
empirical analysis of these implementations in real-world scenarios with relevant datasets
that represent current challenges in intrusion detection systems. The chapter further
highlights the need for research to optimize the balance of privacy, efficiency, and
accuracy when leveraging homomorphic encryption for machine learning-based intrusion

detection systems.
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Chapter 3—Methodology

3.1 Introduction

The methodology presented in this chapter provides a comprehensive framework
for enhancing cyber resiliency in industrial 10T attack detection by utilizing privacy-
preserving machine learning techniques. This chapter outlines the approach to data
selection, data analysis, machine learning model development, and homomorphic
encryption implementation. Section 3.2 of this chapter discusses the selected dataset, the
source publication, the structure of features, and an exploratory examination of feature
characteristics. Section 3.3 describes the data analysis, feature engineering, and feature
selection methods. Section 3.4 examines the details of each machine-learning model
selected for this praxis. Section 3.5 presents the homomorphic implementation, the fully
homomorphic encryption scheme, a client-server architecture, and the fully homomorphic
encryption Python library utilized.
3.2 Dataset

The primary requirements for selecting the dataset included relevance to the
praxis problem statement, data quality, and sufficient sample size. The chosen dataset
met these criteria by providing comprehensive features for industrial 10T network traffic,
ensuring data quality by leveraging a purpose-built cybersecurity testbed, and offering a
large sample size for modeling. The dataset was published in an Institute of Electrical and
Electronics Engineers platform for the cybersecurity research community and ongoing

academic studies focused on industrial 10T and 10T security.

32



3.2.1 Published Source

Ferrag et al. (2022) published the research paper ‘Edge-lloTset: A New
Comprehensive Realistic Cyber Security Dataset of 10T and 10T Applications for
Centralized and Federated Learning.” This research effort created a testbed for 10T and
10T cyber research. The testbed included seven layers: cloud computing, virtualization
network functions, blockchain network, fog computing, software-defined networking,
edge computing, and 10T perception. Emerging technologies of loT and 10T
applications were utilized, such as the ThingsBoard loT platform, digital twins, and
mosquito MQTT telemetry brokers. The sensors within the testbed included temperature
and humidity, ultrasonic, water level detectors, pH sensors, soil moisture, heart rate, and
flame sensors. The Zeek and TShark analysis tools extracted features from the testbed
network traffic to create a cyber domain-focused dataset representing benign and
malicious network traffic with various 10T devices. Edge-110T is the resulting dataset
from the Ferrag et al. (2022) publication and was made publicly available for researchers
to access on the Institute of Electrical and Electronics Engineers (IEEE) DataPort
platform.
3.2.2 Dataset Structure

The Edge-110T dataset consists of 2,200,000 industrial 10T network traffic records
within a file size of 1.1GB in comma-separated values (CSV) format. This file is
imported into a Python environment using the read_csv function within the Pandas
library as a DataFrame object with a two-dimensional structure of rows and columns for
data analysis and model development. The published dataset consists of 63 features,

including an attack_type feature representing the detailed types of malicious attacks and
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an attack_label representing a binary label where 0 indicates normal or benign traffic and
1 indicates malicious attack traffic. The attack_type feature contains 14 detailed attack
types, including SQL injection, password attack, vulnerability scanning, malicious
uploading, backdoor attack, port scanning, cross-site scripting, ransomware, man-in-the-
middle, fingerprinting, and distributed denial of service (DDoS) attacks utilizing four
different protocols. The four protocols used for DDoS attacks in the dataset include User
Datagram Protocol (UDP), Internet Control Message Protocol (ICMP), Transmission
Control Protocol (TCP), and Hypertext Transfer Protocol (HTTP). The attack label
feature is utilized as the dependent variable of the dataset. The attack_type feature is used
to filter the dataset for the scope of this praxis thesis statement, which focuses on DDoS
attack types within I1oT network traffic. The attack label feature enables the
development of machine-learning models with binary classifiers for efficient model
training and tuning.

The dataset provides a comprehensive view of industrial 10T network traffic
features categorized by protocol and network layer. The data is structured to offer insight
into attributes that provide a basis for analysis to detect network intrusions and
anomalies. The string, float, integer, and Boolean data types provided in the dataset align
with the features represented.

3.2.3 Univariate Examination

In this praxis, a univariate examination is completed to gain insights into the
characteristics of each feature. The insights identified from reviewing individual features
are highlighted in this section. Multiple features contained mixed data types with such

information as integers, floats, and strings across records. The frametime feature lacked
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month and day information, with some instances containing erroneous IP addresses.
Various other features have zero values, indicating limited variability and a potential lack
of utility for model training. Additional features have less than 1% distinct values and
mixed data types. Two DNS protocol-related features do not align with their descriptions
and contain inappropriate data types and values that do not represent information
presented in the data description. This analysis enables data processing, feature
engineering, and feature selection to ensure the data is appropriately prepared for model
training.
3.3 Data Analysis Methods

The data analysis methods utilized in this praxis aim to extract meaningful
insights and patterns that can inform the development of robust machine learning models.
The data analysis methods are categorized into three subsections: 3.3.1 data processing,
3.3.2 feature engineering, and 3.3.3 feature selection.
3.3.1 Data Processing

The univariate examination detailed above in section 3.2.3 informs the data
processing, which is crucial for preparing the dataset for further modeling. The first step
involved addressing mixed data types by converting data to the respective type of each
feature as provided in the source publication of the dataset to ensure consistency across
the instances. Analysis of missing values within each feature is conducted to identify and
handle any gaps in the data. Missing values are not found in the dataset, and no
processing techniques have been implemented to impute gaps in the data. Analysis of

duplicate records is conducted to identify redundant instances in the dataset. Duplicate
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records are detected using the Pandas duplicated function and are removed using the
drop_duplicates function.

An additional processing step addressed feature naming. Incorrect column names
related to DNS features were corrected to ensure an accurate representation of the data.
Finally, based on the praxis thesis statement, the data records are filtered to select attack
traffic with only DDoS attack types. The attack_type feature is utilized for this filtering,
as noted in section 3.2.2. This step is crucial in refining the dataset to include only
pertinent information and enhance the quality of the model training tasks for the defined
thesis statement.

An evaluation of the dependent feature balance using the attack label is
completed to determine if an over-sampling technique is required. After evaluation, an
over-sampling technique is not selected for implementation to ensure that the dataset is
consistent with realistic network traffic patterns where attack traffic is sparse and benign
traffic is the majority. Therefore, the model evaluation metrics discussed later in this
chapter are implemented to report results only for the positive attack label class.

3.3.2 Feature Engineering

A descriptive analysis is completed to interpret patterns across records and
understand the relationships among features. First, the data is normalized to rescale the
values of numeric columns without distorting differences in range. The standard Z-Score
normalization method is used to transform features to have a mean of zero and a standard
deviation of one (Cabello-Solorzano et al., 2023). The standard Z-Score normalization is

calculated as shown in Figure 4:
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Figure 4. Standard Z-Score

where
z = standardized value,
X = value of a feature within the dataset,
U = mean of values of a dataset feature, and
o = standard deviation of values of a dataset feature.

The next step involved multivariate examination to identify and address issues
such as multicollinearity, where two or more features may be highly correlated.
Multicollinearity can distort the results of statistical analyses and machine learning
models. An initial value of 0.9 for the Pearson correlation coefficient was assessed. This
value successfully mitigated the risk of multicollinearity, as illustrated in Chapter 4. The

Pearson correlation coefficient (PCC) is defined as (Goethals et al., 2022):

S Xxi— 0Wyi—y)
Y 00— 20— )2

Figure 5: Pearson Correlation Coefficient

where
r = correlation of feature x and feature y,
X; = value of feature x within a dataset record,
X = mean of values of feature x,
Vi = value of feature y within a dataset record, and
y = mean of values of feature y.
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Features with low variance indicate that an identical value is listed in all records
or that there is a highly skewed distribution of values. Features with low variance do not
add significant information to model training and are removed in this final preprocessing
step. The low variance threshold of 0.0 is used to only retain features with a nonzero
variance across values.

Categorical encoding is a crucial step in addressing categorical features that
require transformation into a numerical format suitable for machine learning model
training. Two methods of categorical encoding are utilized: one-hot encoding and label
encoding. One-hot encoding is used for nominal categorical features, where each
category is converted into a binary vector. This method is beneficial when there is no
ordinal relationship between categories. Categorical features in the dataset with a
threshold of 15 unique values or less are encoded using One-hot encoding. This threshold
value is selected to limit the resource consumption during model training for new one-hot
encoded features added to the dataset.

3.3.3 Feature Selection

Feature selection is implemented to select features that efficiently predict the
dependent variable within the scope of this praxis. Network IP address features for
sources and destinations of traffic were removed from the dataset to avoid bias in model
training, as these may introduce overfitting through the identification of the emulated
attacker in the dataset testbed. Removing the frame_time feature is a necessary step due
to missing day element, month element, and erroneous data not reflecting a timestamp.
Features that contained only zero values were also removed to streamline the dataset and

eliminate unnecessary features. Categorical features primarily containing string values
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unsuitable for encoding, including various strings with special characters, were
eliminated to facilitate efficient model training. Finally, the attack type feature was
removed after filtering for DDoS attack types to enable binary classifier machine-

learning models to train on attack _label as the two-class dependent feature.

-~ pipeline
'+ numerical imputer: Transformeriirapper
I = transformer: SimpleImputer I
» SimpleImputer

T

» categorical_imputer: Transfor‘mer‘w‘apperi

» transformer: SimpleImputer

- SimpleImputeré

! » onehot_encoding: Transformerkrapper !
» transformer: OneHotEncoder

» OneHotEncoder

.....................

_________

i+ low_variance: TransformerWrapper:

» transformer: VarianceThreshold

» VarianceThreshold

B E eed §
! - remove_multicollinearity: Tr‘ansfomer‘ﬂr‘apper‘i !

» transformer: RemoveMulticollinearity

» RemoveMulticollinearity

+ normalize: TransformerWrapper

i »transformer: StandardScaler |

» StandardScaler

i+ clean_column_names: TransformerWrapper !

» transformer: CleanColumnNames

- Clean(olumnl‘lamesé

Figure 6: Data Preprocessing Pipeline
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3.4 Model Development

The machine-learning models selected for this praxis include eXtreme Gradient
Boosting (XGBoost), Random Forest (RF), and the Multilayer Perceptron (MLP)
artificial neural network (ANN). This section describes the attributes of each model

selected.

3.4.1 Model Selection

Boosting is an ensemble learning method that combines multiple weak learning
decision tree models to create a robust predictive model. The Gradient Boosting method
starts with an initial decision tree and iteratively trains a predefined number of sequential
trees to predict the misclassification error or residual of the previous trees (Dhaliwal et
al., 2018). The predictions from each new tree are multiplied by a learning rate and added
to the ensemble, with the final prediction determined by the sum of the weighted
prediction of all trees in the ensemble. eXtreme Gradient Boosting (XGBoost) is an
optimized implementation of gradient boosting that enables efficiency through
parallelization and mitigates overfitting through regularization. An XGBoost model suits
this praxis because the regularization capability mitigates overfitting and enables the
model to generalize well to test data. The XGBoost model prediction equation and

training objective function equation are each illustrated below (Le et al. 2022):

Ypr(X) = Ypr—1(X) + a * fr(X, wr)

Equation 7: XGBoost Prediction Equation

where

X = input to Tth tree,

40



Y = target label,

T = number of trees,

Ypr = Tth prediction output,
a = learning rate, and

fr = function to predict the Tth weight wy.

Xpy = zn:l' (Y, Ypy) + ire (ft)
i=1 t=1

Equation 8: XGBoost Training Objective Equation
where
e, L(Y;, Ypi) = difference in predicted and real value of loss function and
Y re(f) = weak learner tree regularization term.

Random Forest (RF) is also an ensemble learning method that leverages multiple
decision tree models to enhance the performance over the predictive capabilities of a
single tree model (Masarat et al., 2016). The structure of an RF consists of multiple
decision trees, referred to as weak learners, that are independently trained on random
sample records of the dataset selected based on a splitting criterion. Entropy is a
commonly used splitting criterion that measures uncertainty after splitting the dataset on
a given feature and enables the information gain metric that quantifies entropy reduction
(Masarat et al., 2016). The Bootstrapping Aggregation (Bagging) ensemble technique

builds an RF model by randomly sampling the dataset based on the splitting criteria to
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create a predefined number of decision trees and determining a final prediction by
aggregating individual predictions from the weak learner trees through simple majority
voting (Masarat et al., 2016). An RF model suits this praxis because the ensemble
learning capability can efficiently construct individual trees in parallel from high-

dimensional data. The Entrophy splitting criterion is further illustrated in Equation 9:

C
- z p; log; p;
i=1

Equation 9: Entropy Splitting Criteria
where

C = number of possible class labels in the dataset and
p = probability of class label i.

Multilayer Perceptron (MLP) is an artificial neural network that belongs to the
class of feed-forward networks where output depends only on input features (Witten et
al., 2016). The structure of an MLP consists of multiple layers of nodes, including an
input layer comprised of nodes for each dataset feature, one or more hidden layers with
multiple nodes, and an output layer with a single node. Each node in the input and hidden
layers is connected, and the connections have respective weights. The algorithm used to
train an MLP is backpropagation, which adjusts weights based on the strength of each
node's contribution to the final output with the objective of minimizing the
misclassification error. Gradient descent optimization is used in backpropagation to
minimize the error function by iteratively adjusting weights based on the gradient of the

error. An activation function is applied to the product of each node’s weight and value,
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with the output applied forward to the next layer. Rectified Linear Unit (ReLU) is a
commonly used activation function in MLPs for computational efficiency (Glorot et al.,
2011). An MLP suits this praxis because it can learn complex relationships within high-

dimensional data. The Rectified Linear Unit activation function is further illustrated in

Equation 10:
ReLU(x) = max (0, x)
Equation 10: ReL U Activation Function
where
x = computation of the ANN node input and weight.

3.4.2 Model Optimization

The randomized parameter optimization methodology is utilized to tune the
machine learning models selected in this praxis. This methodology is implemented in
Python with the RandomizedSearchCV function within the Pycaret library. The
RandomizedSearchCV function conducts a cross-validated search over a list or
distribution of values. Hyperparameter values are sampled to select a defined number of
settings based on a tradeoff between runtime and performance of a given metric. Recall is
used as the optimization metric during the hyperparameter tuning process for the

XGBoost, RF, and MLP models.
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Hyperparameter Value

XGBoost

n_estimators 4,8, 16, 32

Random Forest

criterion gini, entropy

Multilayer Perceptron

activation tanh, sigmoid, relu

Figure 7: Model Tuning Hyperparameter Search Space

3.4.3 Model Evaluation Metrics

Positive is the malicious class and negative is the benign class in the classification
task in this praxis, while true and false indicate the correctness of predictions. True
positives (TP) are correctly identified malicious attacks, while true negatives (TN) are
correctly identified benign network traffic. False positives (FP) occur when a benign
instance is incorrectly classified as malicious, and false negatives (FN) occur when a
malicious instance is incorrectly classified as benign. These definitions are essential to
assessing model performance and the following metrics derived from these values are

utilized to evaluate the models developed in this praxis.
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where
TP,
TN;
FP;

FN,

where
TP

FP,

where
TP,

FN,

TP; + TN;
TP, + FP, + TN; + FN;

Accuracy =

Figure 8: Accuracy Metric

= true positive instances for class i,
= true negative instance for class i,
= false positive instances for class i, and

= false negative instances for class i.

TP,

p . . — Tt
recision TPL n FPL

Figure 9: Precision Metric

= true positive instances for class i and

= false positive instances for class i.

TP,

Recall = —————
¢ = TP+ FN,

Figure 10: Recall Metric

= true positive instances for class i and

= false negative instances for class i.

Precision X Recall

F1S8 =2 X
core Precision + Recall

Figure 11: F1 Score Metric
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TP,

Detection Rate (DR) = Recall = TP, + FN;

Figure 12: Detection Rate Metric

where
TP;  =true positive instances for class i and
FN; = false negative instances for class i.
Undetected Rate (UR) = ————
(UR) FN; + TP,
Figure 13: Undetected Rate Metric
where
FN; = false negative instances for class i and
TP;  =true positive instances for class i.

3.5 Homomorphic Implementation

The fully homomorphic encryption scheme utilized in this praxis is the Chillotti-
Gama-Georgieva-lzabachene (CGGI) scheme, which is also referred to as TFHE in
literature. This scheme is described in section 2.5.3, with a fundamental illustration of its
core element provided in Algorithm 3. This scheme is based on the concepts of Learning
with Errors (LWE) and Ring Learning with Errors (RLWE) within cryptography. For
background on these cryptographic concepts and additional illustrations of the CGGlI
scheme, this praxis provides reference to Chillotti et al. (2020), Joye (2021), and Lauter

etal. (2021).
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3.5.1 Deployment Architecture

The architecture designed in this praxis includes three principal components: a
development environment, a client environment, and a server environment. The
development environment conducts serialization of compiled models for the server
environment, serialization of cryptographic parameters, and data processing specification

for the client environment. The development environment is illustrated in Figure 14.

/ Development Environment \
( Deploy to Server

Serverzip

Compiled Model

Training Datazet >

FHE

ML Model Type Model Training

h 4

Y

Deploy, to Client
Client zip

Crypto Parameters

Hyperparameters

. /

Figure 14: FHE Client/Server Architecture

The client environment generates a private key, a public key, and an evaluation
key. The public key is used to encrypt test data that is provided to the server environment
for inference. The private key is used to decrypt the encrypted results provided by the
server environment. The evaluation key is provided to the server environment to conduct
fully homomorphic model inference over the encrypted data. The client environment is

illustrated in Figure 15.
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Figure 15: Client-Side Workflow

The server environment loads the compiled models provided by the development
environment. The compiled models are quantized versions of the selected machine
learning models that enable fully homomorphic inference over encrypted data with the
evaluation key provided by the client environment. The model inference process
generates encrypted prediction results that are provided to the client environment. The

server environment is illustrated in Figure 16.
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Figure 16: Server-Side Workflow

Quantization is a technique used to adapt machine learning models to the
constraints of fully homomorphic encryption. This technique converts continuous
floating-point values of model inputs and weights to discrete integer values for model
inference (Frery et al., 2024). A potential detriment to performance results accompanies
the conversion but enables the model inference process to adhere to the 16-bit integer
constraints of fully homomorphic encryption. Symmetric Quantization is an approach
that is used when the distribution of the floating-point value is symmetrical around zero.
Asymmetric Quantization, used in this praxis, is an approach that is implemented when
the floating-point value is not symmetrical around zero and a new zero-point value is
required. Each approach is provided in Equation 11 and Equation 12, respectively (Frery

etal., 2024).
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f) _ max(x) — min (x)

q(x) = round (A -1

Equation 11: Symmetric Quantization

where

q(x) =symmetric quantized value,

X = floating-point value,

A = scale step size, and

p = number of bits used to represent quantized values.

daC) = round (£) 47, a= Dm0 ()
Equation 12: Asymmetric Quantization

where

q.(x) =asymmetric quantized value,

X = floating-point value,

A = scale step size,

z = zero point, such that min(x) = 0 after quantization, and
p = number of bits used to represent quantized values.
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The fully homomorphic encryption Python library selected for this praxis employs
different quantization implementations for various model types. Post-Training
Quantization is implemented for linear models, where the models are first trained in
floating-point precision before quantization is applied to model weights after training.
Data Quantization is implemented for tree-based models, where only the training and test
data values are quantized. Quantization Aware Training is implemented for neural
network models, where the models are trained with quantization applied to weights and
intermediate computations. Data Quantization is utilized for the Random Forest and
XGboost models in this praxis, while Quantization Aware Training (QAT) is utilized for

the Multilayer Perceptron Neural Network model.

3.5.2 Development Environment

Concrete-ML is a privacy-preserving machine-learning Python library that
leverages fully homomorphic encryption to enable inference over encrypted data (Meyre,
et al., 2022). This Python library aligns with the experiment architecture of this praxis by
enabling machine learning model training on plaintext data, model compilation, key
generation, inference over encrypted data, and decryption of model prediction results.
Concrete-ML (v.1.6.1) is suitable for this praxis because CGGl is the underlying
homomorphic encryption scheme, and the selected models are natively supported within
the built-in classification model Python class. This built-in classification model Python
class is built with Application Programming Interface (API) structures similar to the

widely used scikit-learn machine learning Python library.
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3.5.3 Experiment Execution

Test set samples are leveraged in this praxis to reduce model inference restrictions
under fully homomorphic parameters. The stratified random sampling methodology is
utilized to ensure that the binary classes are proportionally represented in test set samples
that are encrypted and used for FHE model inference. The target attack_label variable in
the overall test set of 506,493 instances determines the strata, and each stratum is shuffled
before the test set samples are selected to ensure no bias is introduced. For reproducibility
of this process, the session_id parameter is used in the data preprocessing pipeline for
shuffling and stratification. This parameter controls randomness and is equivalent to the
random_state parameter in machine learning libraries such as scikit-learn. The proportion
of each target variable is maintained in the FHE sample test set of 5,120 instances,
representing 1% of the overall test set.

The Saturn Cloud computing infrastructure platform is utilized in this praxis to
provide a comprehensive and flexible execution environment. Compute specifications
and the Python dependencies for data preprocessing and model development are managed
in the centralized platform to configure precise resource needs. A c7a.48xlarge instance
with 192 CPU cores and 384 GB of RAM is utilized for model development and fully
homomorphic encryption implementation in this praxis. This instance is sufficient for this
praxis because it provides the substantial computational resources required for fully
homomorphic operations. The number of CPU cores enables model inference of the
encrypted test data set within a feasible execution time. Algorithm 4 illustrates the code

used to train and evaluate the models on both unencrypted and encrypted data.
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Algorithm 4: Pseudo Code for FHE Model Compilation and Evaluation

1:

2

10:

11.

12:

13:

14:

15:

16:

17:

18:

19:

20:

21:

Input: x_train, X_test, y_train, y_test
Output: Python dictionary containing model evaluation metrics
Initialization: evaluation_result < empty dictionary,

fhe_samples < integer of defined FHE sample size

Procedure 1: Train the model and predict with unencrypted data
Convert x_train and X_test data types to float32
Store the output of len(x_test) as the test_length variable
Store test_length in evaluation_result as Testset Count
Train the model with using model.fit(x_train, y_train)
Store the output of time.time() as the variable before_time
Predict target values with unencrypted data using model.predict(x_test,
fhe="disable") and store as the variable y_pred
Measure execution time as ((time.time() — before_time) / test_length)
Store execution time in evaluation_result as Execution (seconds per sample)
Calculate and store the performance metrics in evaluation_result
Create and plot the classification report using Python Yellowbrick
Create and plot the confusion matrix using Python Scikitplot
Create and plot the learning curve using Python Scikitplot
Return evaluation_result

End Procedure
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22:

23:

24:

25:

26:

27:

28:

29:

30:

31:

32:

33:

34:

35:

Procedure 2: Compile the model and predict with encrypted data
Compile the model using model.compile(x_train)
Generate FHE keys using circuit.client.keygen(force=True)
If fhe_samples is not None:
slice x_test and y_test to fhe_samples size
Store fhe_samples integer in evaluation_result as FHE Sample Size
Store time.time() as the variable before_time
Use the predict method that performs encryption of the test data and decryption
in a single step to predict target values with model.predict(x_test,
fhe="execute") and store as the variable y_pred
Measure execution time as ((time.time() — before_time) / test_length)
Store FHE execution time in evaluation_result as FHE Execution (seconds per
sample)
Calculate and store the performance metrics in evaluation_result
Create and plot the classification report using Python Yellowbrick
Create and plot the confusion matrix using Python Scikitplot
Return evaluation_result

End Procedure

Algorithm 4: Pseudo Code for FHE Model Compilation and Evaluation
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Chapter 4—Results

4.1 Introduction

This praxis aims to enhance the cyber resiliency of industrial 10T attack detection
by leveraging homomorphic encryption to implement privacy-preserving machine
learning-based DDoS attack detection. This chapter presents the outcomes of applying
the research methodology to the Edge-lloTset dataset. The results address the research
questions by evaluating the performance of eXtreme Gradient Boost, Random Forest, and
Multilayer Perceptron Neural Network models in detecting DDoS attacks within
encrypted industrial 10T network traffic. Section 4.2 describes the results of the data
preprocessing and analysis methodology. Section 4.3 examines the results of model
development, training, and inference with unencrypted data. Section 4.4 presents the
performance results of inference with encrypted data under FHE parameters. Finally,
section 4.5 asserts the research questions, evaluates the corresponding hypotheses, and
presents the research findings.
4.2 Data Analysis Results

The correlation heatmap illustrated in Figure 17 includes the relevant features
after the data preprocessing, feature engineering, and feature selection methodology steps
described in Chapter 3. The results prove that the methodology has successfully
identified features that offer unique information to the models and mitigate the risk of
multicollinearity. Each feature provides relatively independent information to the models

to enhance generalizability to new industrial 10T network traffic data.
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Figure 17: Correlation Heatmap of Final Features

Attack Count

Total Records

Relative Frequency

RIEEIOC = 288,685 1,688,309 17.10%
Dataset

Overall Testset 86,606 560,493 17.10%

RS Semiple 866 5,120 16.91%
Testset

Figure 18: Table of Attack Label Class Frequencies

The overall test set and the FHE sample test set were drawn from the

preprocessed data set based on the stratified random sampling methodology described in

Chapter 3. The relative frequency of approximately 17% for the attack_labal positive

class is maintained in each subset of the data, as illustrated in Figures 18, 19, 20, and 21.
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Figure 19: Dataset Attack Label Class Frequency
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Figure 20: Overall Test Set Attack Label Class Frequency
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Figure 21: FHE Sample Set Attack Label Class Frequency

The model parameters were optimized for performance and efficiency utilizing

the methodology described in Chapter 3. The Random Forest model parameters include

max_depth of 6, n_estimators set to 6, entropy as the criterion, and n_jobs set to -1 to
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utilize all available CPU cores for parallel processing. The XGBoost model parameters

include max_depth of 6, n_estimators set to 8, along with the gbtree booster, and n_jobs

set to -1 to utilize all available CPU cores for parallel processing. The Random Forest and

XGBoost models retain random integer values in the random_state parameter for

reproducibility. The MLP model parameters include n_layers of 2, Ir (learning rate) of

0.01, max_epochs of 2, and a batch_size of 128.
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Figure 22: Model Learning Curves (Recall Score)
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The learning curve charts illustrated in Figure 22 display the training and cross-

validation recall scores against the number of training samples. The XGBoost model

demonstrates a pattern with a relatively higher recall score at lower training sample sizes
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and remains stable as more samples are added. The MLP and Random Forest models

begin with relatively lower recall scores and improve as more training samples are added.

All models also show close convergence between training and cross-validation scores,

indicating good generalization. All models demonstrate high overall performance and

reach scores in the 90% range as the number of training samples approaches the total.

Performance Metric

MLP

(test count = 506,493) Neural Network REmem (e XGBoost
Accuracy 0.9936 0.9869 0.9921
Precision 0.9979 0.9839 0.9995

Recall 0.9646 0.9391 0.9544

F1 Score 0.9810 0.9609 0.9765
Detection Rate 0.9646 0.9391 0.9544
Undetected Rate 0.0354 0.0609 0.0456

Figure 23: Model Performance Results with Unencrypted Test Data

The model performance results with unencrypted data illustrated in Figure 23

display high performance across all three models. The MLP model achieves the highest

detection rate (recall) performance at 96.46% with unencrypted data, followed by

XGBoost at 95.44% and Random Forest at 93.91%. Correspondingly, the MLP model

achieves the lowest undetected rate performance at 3.54% with unencrypted data,

followed by XGBoost at 4.56% and Random Forest at 6.09%.




The confusion matrices illustrated in Figure 24 display the values that produce
high classification performance results with relatively low false negatives from the
86,606 positive samples in the unencrypted overall test set. The relatively low number of
false negatives and the low undetected rates indicate that the models successfully identify
the DDoS attacks. These are comparable to the results observed in research efforts
focused on machine learning-based models developed with imbalanced data for industrial

loT attack detection (Zolanvari et al., 2019).
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Figure 24: Model Confusion Matrices
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4.4 FHE Implementation Results

The MLP model includes Quantization Aware Training parameters of n_w_bits

and n_a_bits set to 3 for weight and activation quantization, and n_accum_bits set to 16

for intermediate computations for the FHE implementation in this praxis. The Random

Forest and XGBoost models utilize the Data Quantization parameter of n_bits set to 3.

The FHE performance results illustrated in Figure 25 display high performance

with encrypted data across all three models. The MLP model achieves the highest

detection rate (recall) performance at 96.42%, followed by XGBoost at 95.84% and

Random Forest at 94.34%. Correspondingly, the MLP model achieves the lowest

undetected rate performance at 3.56% with encrypted data, followed by XGBoost at

4.16% and Random Forest at 5.66%.

Performance Metric

MLP

(1% sample =5,120) Neural Network el [~BIEst ACIEE
Accuracy 0.9934 0.9875 0.9928
Precision 0.9964 0.9820 0.9988

Recall 0.9642 0.9434 0.9584

F1 Score 0.9800 0.9623 0.9782
Detection Rate 0.9642 0.9434 0.9584
Undetected Rate 0.0356 0.0566 0.0416

Figure 25: FHE Model Performance Results with Encrypted Test Data
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Performance Metric MLP
(1% sample =5120) |  Neural Network Random Forest X@Boost
Execution Time 0.278790 0.144348 0.144204

per record (s)

Figure 26: FHE Execution Time per Model
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Figure 27: FHE Model Confusion Matrices
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The confusion matrices for the FHE models illustrated in Figure 26 display the

values that produce high classification performance results with a relatively low number

of false negatives from the 5,120 positives in the FHE sample size. The confusion

matrices in Figure 27 also display minimal false positives across all three models,

demonstrating the capability to avoid misclassifying benign instances as malicious when

classifying the encrypted test data set.

FHE Results vs.

MLP

Unencrypted Results Neural Network REmem Hejes! XGBoost
Accuracy (0.0002) 0.0006 0.0007
Precision (0.0015) (0.0019) (0.0007)

Recall (0.0004) 0.0043 0.0040

F1 Score (0.0010) 0.0014 0.0017
Detection Rate (0.0004) 0.0043 0.0040
Undetected Rate 0.0004 (0.0043) (0.0040)

Figure 28: FHE vs Unencrypted Results Comparison

4.5 Hypothesis Test Results

Three research questions were addressed in this praxis, and the findings related to

the corresponding hypotheses are evaluated herein.




Research Question 1: Which of the eXtreme Gradient Boost, Random Forest, or
Multilayer Perceptron Neural Network models provide the best
performance when detecting DDoS attacks in encrypted industrial 10T
network traffic data?

Hypothesis 1: The Multilayer Perceptron Neural Network demonstrates higher
recall performance than eXtreme Gradient Boost and Random Forest

models in detecting adversary behavior in encrypted industrial 10T data.

The results of this praxis confirm that the Multilayer Perceptron Neural Network
model performs better than the eXtreme Gradient Boost and Random Forest model when
detecting DDoS attacks in encrypted industrial 10T network traffic data. The Multilayer
Perceptron Neural Network model achieved a recall rate of 96.42% for the positive
attack_label class when performing inference under FHE parameters with an encrypted

test dataset, compared to XGBoost at 95.84% and Random Forest at 94.34%.

Research Question 2: What impact does homomorphically encrypting data have
on each model's recall performance compared to inference with
unencrypted data when detecting DDoS attacks in industrial 10T network
traffic?

Hypothesis 2: The impact on recall performance for model inference with
homomorphically encrypted data differs from the recall performance with

unencrypted data by less than five percentage points.

64



The results of this praxis confirm that the recall performance across all three
models differed by less than five percentage points with homomorphically encrypted data
compared to unencrypted data. The MLP, XGBoost, and Random Forest model recall
performances differed by an absolute percentage point value of 0.04%, 0.43%, and

0.40%, respectively.

Research Question 3: Which of the eXtreme Gradient Boost, Random Forest,
and Multilayer Perceptron Neural Network models provide the fastest
execution time per record for DDoS attack detection with encrypted data
using FHE parameters?

Hypothesis 3: The eXtreme Gradient Boost model provides the fastest execution
time per record for DDoS attack detection with encrypted data using FHE

parameters.

The results of this praxis confirm that the XGBoost model provides the fastest
execution time per record for DDoS attack detection with encrypted data under FHE
parameters. The XGBoost model execution time per record was 144.204 milliseconds,
with the Random Forest model at 144.348 milliseconds and the MLP model at 278.790

milliseconds.
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Chapter 5—Discussion and Conclusions

5.1 Discussion

The primary goal of this praxis is to enhance the resiliency of industrial loT attack
detection by leveraging fully homomorphic encryption to implement privacy-preserving
machine learning-based DDoS attack detection. This praxis evaluated the performance of
three machine learning models using fully homomorphic encryption parameters while
detecting DDoS attacks in encrypted industrial 10T network traffic data. The models
evaluated in this study included Multilayer Perceptron Neural Network, eXtreme
Gradient Boost, and Random Forest. This praxis assessed the detection rate (recall),
undetected rate, and execution time performance results of the selected machine learning
models. The performance of traditional performance metrics of accuracy, precision, and
F1 score were also assessed and compared with encrypted test data and unencrypted test
data. This chapter concludes this praxis with section 5.2 presenting a summary of the key
findings and their implications, section 5.3 providing an outline of the contributions of
this research to the body of knowledge in this field, and section 5.4 discussing future

research directions for privacy-preserving machine learning for intrusion detection.

5.2 Conclusions

The methodology and results of this praxis proved that the hypothesis of each
research question was confirmed. Hypothesis 1 stated that the Multilayer Perceptron
Neural Network model would demonstrate higher recall performance than the eXtreme
Gradient Boost and Random Forest models when detecting DDoS attacks in encrypted

industrial 10T network traffic data. This hypothesis is accepted, as the Multilayer
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Perceptron model achieved the highest recall rate at 96.42% of the selected models for
the positive attack label class when performing inference using FHE parameters with the
encrypted sample test data set. Hypothesis 2 stated that the impact on recall performance
for model inference with homomorphically encrypted data differs from that of
unencrypted data by less than five percentage points. This hypothesis is accepted, as the
recall performance across each model differed by less than one percentage point when
performing inference using FHE parameters with the encrypted sample test data
compared to the recall performance with unencrypted data for each model. Hypothesis 3
stated that the eXtreme Gradient Boost model provides the fastest execution time per
record for DDoS attack detection with encrypted data using FHE parameters. This
hypothesis is accepted, as the eXtreme Gradient Boost model demonstrated the fastest
execution time per record at 144.204 milliseconds when performing inference using FHE
parameters. The collective results of this praxis answered each research question and
examined the outcome of each hypothesis to validate the praxis thesis statement of fully
homomorphic encryption as a privacy-preserving technique for machine learning-based

DDoS attack detection in industrial 10T network traffic.

5.3 Contributions

The literature review provided in Chapter 2 discusses the open research topics of
privacy-preserving machine learning techniques for intrusion detection in industrial 10T
environments. The key open research topics highlighted in Chapter 2 include the
confidentiality of industrial 10T data used during intrusion detection, evaluating
computational limitation of operations under fully homomorphic encryption, practical

implementations of machine learning models using fully homomorphic encryption
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schemes, the interoperability of programming libraries for homomaorphic encryption-
based privacy machine learning, and the performance of homomorphic encryption based
machine learning model training.

This praxis contributes to the body of knowledge by empirically evaluating the
performance and feasibility of using fully homomorphic encryption as a privacy-
preserving technique in machine learning-based DDoS attack detection in industrial 10T
environments. First, this praxis demonstrates that machine learning models can
successfully perform inference on encrypted industrial 10T network traffic data for
intrusion detection. This praxis addresses the computational limitations of fully
homomorphic encryption in privacy-preserving machine learning by implementing a
sampling methodology to efficiently perform inference on encrypted network traffic data
and assess the execution time of different models. This praxis also presents a practical
implementation by providing a detailed architecture and deploying a development
environment with a Python programming library compatible with fully homomorphic
encryption. Lastly, the performance and efficiency of multiple fully homomorphic
encryption-based machine learning models are evaluated for use in industrial 10T
network traffic intrusion detection.

A general comparison of recent studies on the application of homomorphic
encryption to intrusion and anomaly detection is presented in Table 2. This comparison
does not consider differences in computing resources or model complexity.

- Shrestha et al. (2024): This study proposes a threat detection model for smart
electric grid 10T systems using LSTM autoencoders and federated learning.

Homomorphic encryption is implemented with the Paillier HE scheme to preserve
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the privacy of model gradients. The best model performance in this effort
provided a recall score of 98% and an accuracy score of 98%.

Wau et al. (2023): This study proposes anomaly detection for smart electric meters
using a neural network with the Cheon-Kim-Kim-Song (CKKS) HE scheme. The
best model performance in this effort provided a recall score of 74.20%.

Zhang et al. (2022): This study proposes a privacy-preserving federated learning
model for real-time mobile sensors with the Pailler HE scheme. The best model
performance in this effort provided an overall accuracy score of 96%.

Chou et al. (2020): This study proposes a privacy-preserving phishing detection
model for web pages with the CKKS HE scheme. The best model performance in
this effort provided an accuracy score of 90.57%.

Alabdulatif et al. (2017): This study proposes privacy-preserving cloud-based
anomaly detection models with the Domingo-Ferrer (DF) HE scheme. The best

model performance in this effort provided a recall rate of 92.23%.

P [l\|_/|| ICE) d Se(I: r;?:ﬁ :] Encrypted Performance EF?S%F;;?
Accuracy Recall Per Record

Praxis Proposed MLP NN [TFHE] 99.34% 96.42% 278.8 ms
Praxis Proposed XGBoost [TFHE] 99.28% 95.84% 144.2 ms
Praxis Proposed RF [TFHE] 98.75% 94.34% 144.3 ms
Shrestha [2024] LSTM-AE [Paillier] 98.00% 98.00% 186s
Wu [2022] DNN [CKKS] n/a 74.20% 563.3s
Zhang [2021] FL-CNN [Paillier] 96.00% n/a n/a
Chou [2020] DNN [CKKS] 90.57% n/a 689.7 ms
Alabdulatif [2017] Clustering [DF] n/a 92.23% n/a

Table 1: Comparative Results
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5.4 Future Research

The research limitations discussed in Chapter 1 highlight key factors that impact
the transferability of the methodologies implemented in this praxis to cybersecurity
systems within enterprise production environments. The dataset used in this study may
diverge from real-world industrial 10T network traffic over time as new devices are
developed and network protocols evolve. Also, the computational resources employed for
the methodologies in this study may differ from the demands of larger enterprise
environments that scale for efficiency requirements.

Future areas of research are likely to include more robust computational
resources, hardware acceleration, optimization approaches of model development
pipelines, and assessing multiple fully homomorphic encryption schemes for privacy-
preserving machine learning-based intrusion detection. More robust computational
resources can address scalability challenges faced in enterprise-level implementations.
Robust solutions such as distributed computing architectures or dynamic cloud-based
compute resource allocation can be explored for data preprocessing, model compilation,
and model inference. Hardware acceleration techniques can address the efficiency of
model inference execution. Specifically, acceleration from hardware devices that are
compatible with fully homomorphic encryption programming libraries should be
explored for improved model inference execution. Future releases of GPU-compatible
homomorphic encryption-based machine-learning Python libraries are a promising path
for future research. Such libraries may significantly reduce the computational cost
associated with fully homomorphic encryption operations, enabling faster model training

and model inference on encrypted data.
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Appendix

The code used in the praxis can be found at the following temporary link:
https://github.com/JCam6/DENG
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