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Abstract of Thesis

Gradient Decomposition Methods for Training Neural Networks
with Non-ldeal Weights

Resistive switching (memristor) devices are an emerging hardware technology useful
for the implementation of dense and efficient synaptic weights in artificial neural networks.
Prior work showed 3-6 orders of magnitude improvement in speed and energy efficiency
by comparison with purely digital electronic counterparts on inference tasks. However,
there are practical challenges due to manufacturing and inherent physics of these devices.
These challenges reduce the performance of network training when using the traditional
Stochastic Gradient Descent (SGD) algorithm used in neural networks.

This thesis aims to investigate low-bit precision, low-overhead alternative algorithms
that tackle these issues and to test them with realistic resistive switching models. This work
uses a combination of Mini-Batch Gradient Descent (MBGD) to average out non-idealities,
stochastic rounding (to avoid vanishing weight updates), and decomposition methods to
keep the memory overhead low during mini-batch training. Two decomposition methods
are explored: streaming batch Principal Component Analysis (PCA) algorithm and the
Non-negative Matrix Factorization (NMF) algorithm. Since the weight update has to be
transferred to the memristor matrices efficiently, two weight update methods are also
investigated. The first is rank-sum where the gradient is averaged externally to the array
and then transferred weight by weight to each device. The second is rank-seq where rank-
1 updates are applied to the array sequentially and approximate gradient recomposition
happens at the array level. Rank-seq operations are preferred since they are theoretically

faster than rank-sum operations and allow for memristor array level updates. This was
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tested for different ranks, batch sizes, and memristor models using a fully connected
network trained on MNIST.

Our results show that a network with ideal memristor weights can reach equivalent
software accuracies when SGD is used for training. However, non-ideal memristor
networks have poor performance when SGD is used, but accuracy recovery is possible
using MBGD training. Convergence curves for different batch sizes show a consistent
increase in performance with the increased batch size, despite device non-idealities.
Nevertheless, the convergence results are highly sensitive to the learning rate. In addition,
stochastic rounding for delta weight update outperforms regular truncation minimizing the
quantization error vanishing gradient issue in limited precision weights. Streaming batch
PCA and NMF can achieve near MBGD accuracy in non-ideal systems with only 3 ranks
at significant memory savings. Moreover, higher batch sizes can be used to increase the
accuracy of the low-rank approximation algorithms. Moreover, NMF rank- seq
outperforms streaming batch PCA rank-seq at low-ranks making it more suitable for
hardware implementations in memristor accelerators.

In conclusion, the choice of gradient descent method and hyperparameters is critical
for high accuracy training in non-ideal memristive weights. Various decomposition
methods can be successfully used for MBGD gradient compression to avoid memory
overhead. Nevertheless, algorithmic performance and efficiency should be co-optimized to
support the transfer of gradient information to the memristor matrices at the level. Since
these results were obtained with realistic device models, they open the way for further
investigations on deeper neural networks and more complex datasets as well as

experimental demonstration of efficient memristor-based machine learning accelerators.
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Chapter 1: Introduction

Nowadays, the development of neural networks has broad applicability in
computer vision, robotics, medical care, autonomous driving, etc. AlphaGol[1], which
was developed by Google, has defeated many Go masters, thus demonstrating the
societal impact of neural network algorithms. GPT-3 developed by OpenAl [2] uses
autoregressive language models to generate human-like text. With the expansion of the
applicability of artificial intelligence (Al), the accuracy requirements and neural
network complexity increase. For example, GPT-3 is made up of ~175 billion parameters
and has been trained on the entire internet. This requires extensive hardware support for
the training. In 2020, Microsoft announced a new supercomputer with 285,000 CPU cores,
10,000 graphics processing units (GPUs) and 400 Gb/sec of network connectivity for each
GPU server developed specifically for OpenAl [3]. Since the training of artificial
intelligence systems consumes such a significant amount of computing resources, it has
major financial and environmental impacts [4, 5]. This trend is only expected to accelerate
in the coming decades as Al becomes ubiquitous. Therefore, improved hardware
efficiency is particularly important for the development of neural network algorithms.
The current hardware technologies used to train neural network algorithms, such as
general-purpose computer processors and hardware accelerators, are based on the von
Neumann architecture. In each instruction cycle, the controller controls the data of the
memory unit to be read and then inputs it to the arithmetic / logic unit [6]. After the
calculation is completed, the result is stored in the memory unit. This continuous data

exchange significantly affects the calculation speed, especially as the gap between the



processor speed and memory access continues to widen [7, 8]. Even state-of-the-art
accelerators, such as Google’s tensor processing unit (TPU) [9] have this memory
bottleneck. Each element of the 256 x 256 element systolic array has a small local memory,
a multiplier, and an adder. However, since the array can only store a 256 x 256 matrix (a
small part of a many million element network), many processing units are needed to work
in parallel. The energy cost of performing all these calculations and severally moving the
machine learning model in and out of the array has motivated the search for alternative
options.

New neuro-inspired hardware alternatives are necessary for keeping up with the
increasing demands in regards to complexity and energy efficiency. Neuro-inspired
hardware implement models of neural systems, such as artificial neurons and synapses, to
obtain learning machines and realize computational robustness improvements. To support
training, learning, and inference, data is processed by layers of artificial neurons, and the
network weights are stored in adjustable artificial synapses. Therefore, neuro-inspired
hardware architectures are theoretically highly efficient if the processing and memory are
co-localized. Analog, digital, and mixed-signal implementations have been proposed
throughout the years with various degrees of biomimicry [10, 11]. An example is IBM's
TrueNorth chip [12], which can implement 1 million neurons and ~268 million
synapses. Also, it has online learning capabilities and can be used for image
classification with a power consumption of only 72mW [13]. The challenge is that it
requires significant hardware overheads to allow for reconfigurability [14]. Moreover,
it is a chip of a sizable transistor count: ~5.4 billion transistors. Due to the end of

Moore's Law [15] and the interconnect scalability challenges [16], it is becoming more



difficult to reduce the size of transistors and increase the circuit density. The neuro-
inspired hardware based on emerging analog memory technologies, like memristive
devices show to be promising for dense energy-efficient systems due to their ultra-scalable
footprint and better energy/bit consumption. [17-19].

The memristor, which is an emerging nonvolatile memory (NVM) technology[20],
combines computing and storage functions, and it is similar in functionality to artificial
synapses. The crossbar array of a memristor uses physical principles to enable parallel
multiplier—accumulator (MAC) operations: Ohm's law for the input voltage to synaptic
weight conductance multiplication and Kirchhoff's law for the addition of the resulting
currents [21]. This in-memory computing paradigm can achieve a substantial increase
in speed and energy efficiency without the bottleneck caused by traditional
complementary metal-oxide-semiconductor (CMOS) transistor-based von Neumann
architectures. However, due to the inherent stochasticity of memristors in operation in
addition to the manufacturing yield and reproducibility challenges, this emerging
technology suffers from non-idealities. Thus, the accuracy of a neural network
implemented with non-ideal memristor synaptic weights is not software-equivalent. To
alleviate the undesirable effects of these devices, it is usually necessary to engineer
better devices and/or improve the existing training algorithms.

1.1  Neural network training

Deep neural networks (DNNs) contain multiple layers to progressively extract
higher-level features from the raw input. The network parameters are typically learned
in a supervised fashion, using backpropagation and large datasets of labeled data. The

network can contain the same type of layer or the layers can be heterogeneous, e.g.,



convolutional, pooling, fully connected, etc. Multilayer perceptrons (MLPs) are
networks with only fully connected layers. Fully connected layers are also used in
convolutional deep neural networks as the final layers to classify the pre-processed input
from the convolutional layers into a label. In these fully connected layers, each neuron
node in one layer is connected to every neuron node in the following layer via tunable
synaptic weight matrices. Training the network means determining the appropriate
synaptic weights that classify the desired dataset with high accuracy.

The training of neural networks can be regarded as parameter optimization, and it
is a non-convex problem [22]. Backpropagation (backward propagation of errors or in
short BP) is a supervised learning algorithm using gradient descent. It includes a
forward pass and a backward pass. In each BP iteration, the parameters are optimized
along the negative gradient direction to minimize the sum of the network's errors,
thereby converging to the local optimum. This gradient descent principle is at the core
of iterative optimization algorithms like batch gradient descent (BGD), stochastic
gradient descent (SGD), and mini-batch gradient descent (MBGD) [23]. BGD uses all
the data to calculate the true gradient when updating the weight matrix. SGD uses one
sample stochastically selected to calculate the approximation of the gradient and
MBGD uses mini-batches of size B to approximate the gradient matrix.

1.2 Hardware Accelerators for Neural Network Training

The accuracy of deep networks comes at the cost of computational complexity and
hardware resources for training. CPUs, GPUs [24], field-programmable gate arrays
(FPGASs) [25], and application-specific integrated circuits (ASICs) [26], can be used to

train DNNs. In general, a CPU has 2-16 cores, and most CPUs can support hyper-threading



operations. However, a large number of CPU instructions are not useful in the operation of
neural networks. By comparison, GPUs have hundreds or thousands of cores, which can
physically implement parallel multiply-accumulate calculations, thereby increasing the
throughput in neural network training. State-of-the-art FPGAs offer fully reconfigurable
hardware with higher energy efficiency, more on-chip memory and support for many data
type precisions. ASIC chips are custom designed and optimized for the application at hand.
Although its energy efficiency is highest among the above-mentioned types of hardware
accelerators, it is not a universal and the development cost is high.

New types of hardware accelerators are therefore needed, in particularly ones with
high energy efficiency and memory density. ldeally, the on-chip memory should have
enough capacity to store the full parameter set of the network. Current hardware
accelerators have limited on-chip memory, typically static random-access memory (SRAM)
or dynamic random-access memory (DRAM), due the size constraints having to load and
unload any weight values off-chip during training. A typical SRAM cell can contain 6-8
transistors [27], while a typical DRAM cell has a one-capacitor / one transistor structure.
These memory cells can be very fast, especially SRAM in L1 caches, but occupy
significant area on the chip and are volatile. By comparison, the Flash technology [28] can
theoretically provide non-volatile storage of a synaptic weight in a floating gate transistor
[29], but are rather slow, require high voltage for programming and have poor analog
tunability.

A new category of emerging hardware accelerators is based on emerging nonvolatile
memory device technologies, e.g. resistive switches, phase change memory devices,

spintronic devices [30, 31], e.g. While the physical phenomena governing each type of



device is different, the device state can be programmed to represent the desired synaptic
weight and also stored in a non-volatile fashion as a multi-bit value. Table. 1 includes a
comparison between mainstream memory and emerging memory technologies. The
emerging memories cell area is typically smaller, the read / write times are smaller, and

they are more energy efficient.

Table 1. Comparison between different memory technologies. Adapted from [32]

MAINSTREAM MEMORIES EMERGING MEMORIES

Device | SRAM | DRAM | FLASH | STT- | PCRAM | RRAM
(NOR) | MRAM

Cell area(F?) >100 6 10 6~50 4~30 4~12
Read time ~1ns ~10ns ~50ns <10ns <10ns <10ns
Write time ~1ns ~10ns 10ps- <10ns ~50ns <10ns

1ms
Retention N/A ~64ms >10y >10y >10y >10y

Endurance >1E16 >1E16 >1ES5 >1E15 >1E9 >1E6~1E12

Write ~fJ ~10fJ ~100pJ ~0.1pJ ~10pJ ~0.1pJ
energy(J/bit)

Ffeature size of the lithography used for patterning the cell.

Although these emerging devices can support in-memory computing and avoid the
von Neumann bottleneck, their stochastic switching and manufacturing process introduce
practical challenges. Device-to-device and cycle-to-cycle variability, asymmetry between
weight increase (SET) and weight degrease (RESET), limited bit precision, etc. are a few
of the non-idealities in these devices that impact the training. It is an open research question
how to best use these emerging hardware platforms despite their non-idealities.

1.3 Proposed Approach
This work investigates the use of gradient decomposition methods and MBGD for

training neural networks with non-ideal memristor-based weights so as to alleviate the



memory overhead due to the storage of gradient information between batch updates. An
initial investigation by Gao et al. [33] showed that the MBGD of moderate batch sizes (e.qg.,
128) can alleviate the low accuracy of SGD for the one-hidden-layer perceptron networks
implemented with non-ideal synaptic weights and trained on Modified National Institute
of Standards and Technology (MNIST) handwritten digits dataset. Accuracies of up to 86.5%
were obtained for the batch sizes of 128 compared with only ~50.9% for SGD. Although
these results are promising, they are still far from the software equivalency of 96.5% at that
network size.

In this study, we propose an expansion for larger batch sizes in conjunction with the
use of gradient decomposition methods. Also, this study highlights the importance of
stochastic rounding for overcoming the low-bit precision coding of memristor weights.
When a rounding-to-nearest of delta weights is used, a quantization error (problem of
vanishing gradients) is observed at high batch sizes in particular (e.g., 4096), causing the
classification rate of MNIST to drop to ~30%. When stochastic rounding is used, the
accuracy can be improved to 92% after hyperparameter optimization. MBGD requires
large memory overheads to store gradient information before batch updates. A prior work
by Huang et al. [34] proposed streaming batch principal component analysis (streaming
batch PCA or SPBCA) and showed that an accurate gradient matrix can be recomposed
with as few as 3-10 ranks depending on the dataset complexity. Tests on CIFAR-10,
CIFAR-100, and ImageNet showed near equivalent accuracy to MBGD at significant
memory savings. However, in that work, non-ideal neural networks were not investigated.

In this work, we focus on testing and expanding these gradient decomposition

methods when applied to a network with realistic memristor hardware models. Two



decomposition methods streaming batch PCA and Non-negative matrix factorization
(NMF) in addition to two methods for updating memristor crossbar weights (rank-sum and
rank-seq) were investigated. The obtained results showed that low-rank gradient
decomposition methods can achieve high accuracies even when highly non-ideal devices
are used as synaptic weights. Even at rank 3, where most of the least significant information
is lost, the trained network achieved an accuracy rate of 84%, which is only a few percent
lower than the full-rank MBGD accuracy of 92%. Also, as expected, streaming batch PCA
performed better in regard to the rank-sum weight transfer, while the NMF rank-seq was a
close second, but it is more suitable for future hardware implementations.

Through the performed extensive simulations and algorithmic refinements in this
work, it is possible to explore the utility of this approach and its limits. The obtained
algorithmic results will be directly used to design hardware mappings of these
decomposition algorithms and perform experimental testing using memristor crossbars.
1.4 Thesis Organization
The remainder of the thesis is organized as follows. Chapter 2 introduces background
information related to memristors and their applicability to neural networks, as well as an
overview of decomposition algorithms. Chapter 3 describes the methodological details, the
simulation environment, and the algorithms used. Chapter 4 introduces the evaluation of
the proposed methodology on MNIST and its comparison with traditional SGD and MBGD.

Chapter 5 concludes with a discussion of the results and future work.



Chapter 2: Related Work

Memristors based on resistive switching can be used to process and store neural
network weights as physical information of hardware accelerators. Due to their compact
design and scalability, it is theoretically possible to store a large number of network
parameters in a memristor-based hardware accelerator. Section 2.1 discusses background
work regarding this technology, pointing out its advantages and disadvantages. Although
these devices are promising for in-memory computing, their non-idealities in the weight
mapping conductance loss still needs improvement. Section 2.2 discusses different neural
network prototypes based on resistive switching and their applicability to inference and/or
training in machine learning tasks. The impact of the device non-idealities on the network
accuracy is also discussed, as well as existing solutions, e.g. batch training, proposed to
tackle this issue. Section 2.3 discusses low-rank matrix factorization methods and their
potential applicability to reduce memory overhead when batch training is used in such
hardware accelerators.

2.1 Resistive switching phenomena and memristor technology

The resistive switching phenomena was discovered in Aluminum oxide in the early
60s [35] and in other materials in the following decades [36-39]. Due to the focus on silicon
integrated circuits of the time, the technological potential of this phenomenon was not
explored until the early 2000s, sparked by industry’s interest in one transistor and one
memristor (1T1R) cell for digital memories [40-42].

From a circuit theory perspective, Leon Chua first proposed the concept of the

memristor in 1971[1], as a passive memory element with programmable resistance based



on the applied current/voltage and capable of “remembering” its previous value after the
electric field is removed. In 2008, the Hewlett-Packard Labs reported a Pt/TiO2/Pt device
with resistive switching behavior [43] and pointed out the resemblance to the theoretically
predicted memristor behavior. Although the field is not without controversy [44, 45], the
scientific interest in academia and industry has continuously expanded, fuelled by potential
applicability to in-memory computing, neuro-inspired computing, tunable radio-frequency
circuitry, secure hardware primitives, etc. [46].

The umbrella term “memristor” will be used in the interest of simplicity for the
remainder of this thesis to refer to two terminal oxide-based resistive switching devices.
These devices have a simple structure: the upper and lower layers are metal electrodes, and
the middle layer is a dielectric layer, typically a transition metal oxide. The device behavior
is driven by complex multi-physics phenomena, and it is not yet fully understood. However,
the main model is based on the formation and reshaping of conductive filaments. When a
voltage pulse is applied, the electronic and ionic conduction driven by local Joule heating
causes the filament to reshape, thus changing the device resistance and programming the
weight. When the voltage is removed, and the local Joule heating stops, the ions in the
structure “freeze” in place, thus retaining the filament shape and its associated
resistance/weight state.

The switching can be digital, where only two resistance states, low (ON) and high
(OFF), are accessed, or analog, where the device can be programmed to any desired state
between Ron and Rorr. The operation is bi-directional, with both voltage polarities being

used in switching. Depending on the dielectric material used and the filament formation

10



process, the device is set to low resistance states using positive voltages and reset to high
resistance states using negative voltages or vice versa.

Due to the inherent stochastic nature of the ionic movement under Joule heating, the
devices exhibit non-ideal characteristics, such as programming variability from cycle to
cycle and from device to device, the asymmetry between the resistance increase (turn OFF
— long term depression) and resistance decrease (turn ON — long term potentiation), read
noise, and limited ON/OFF ratio or accessible resistance states. Other device and circuit
indicators are also worthy of attention, such as device yield, read noise, retention, etc. and
their impact on the network training are explained at length elsewhere [47, 48]. One of the
main device non-idealities explored in this thesis is the cycle-to-cycle variation which
refers to the unreliable change in the conductance caused by each programming pulse
during multiple switching cycles. Another non-ideality is the device non-linearity (for
potentiation), which refers to a rapid increase in the conductance as voltage pulses are
applied followed by a saturation to Gmax. A similar explanation is true for the conductance
decrease associated with the weight depression. Moreover, if only a limited number of
resistance states can be accessed, the network weights have to be rounded to a lower bit
precision, leading to the loss of some gradient information.

Ideally, the conductance to weight mapping should be linear, and the same number
of applied voltage pulses should achieve the same change in conductance. However, due
to these device non-idealities, an applied voltage pulse does not always lead to the desired
change in conductance. Device programming methods based on pulse trains [49] have been
developed to achieve programming precision error of <1%. However, they are time-

intensive since each device in a memristor matrix needs to be programmed one after the
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other and can require hundreds or even thousands of pulses to achieve the desired resistance
state. In practice, the memristor crossbars cannot be programmed precisely to the desired
states, thus affecting the accuracy of the network.

From the circuit perspective, the simple two-terminal structure of memristors enables
high-density integration in a matrix structure (called crossbar). In such a structure [50],
assuming that the width and spacing of the word and bit lines are all F (minimum feature
size), then the effective area of the device (characteristic size) is 4F2. This two-dimensional
structure can be stacked in multiple layers to form a three-dimensional crossbar array
structure [51], thereby further increasing the array density and increasing the storage
capacity. Today, the maximum number of stacked layers that can achieve optimal cost
control is 8 layers. Researchers have proposed a three-dimensional vertical structure
memristor array (VRRAM) [52] similar to the three-dimensional vertical NAND flash
structure [53]. In this structure, different layers of vertical devices can be completed
through a single photolithography and etching step, which greatly reduces the cost. In
addition, VRRAM has better scaling potential than vertical NAND flash, which is already
a mass-produced technology.

When integrated into crossbar arrays, memristors have the problem of current leakage
[54], when neighboring devices are affected during the programming of a desired
memristor. To solve this problem, researchers have proposed the V/2 (or V/3) voltage
method [55], which stabilizes the state of the neighboring memristors by controlling the
potential applied on their respective bit/word lines. Highly non-linear selector devices are

also used in series with a memristor in a 1S1R (1 selector/1 memristor) cell. Transistors
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are typically used as selectors in 1T1R cells [56] but two-terminal selector devices are
emerging [57] to provide higher density.

The hardware implementation of memristor-based neural network accelerators based
to also consider that the memristor conductance is a physical quantity and cannot be
positive or negative like the theoretical weights in a neural network algorithm. To achieve
the storage of negative weight values, memristor bridge synaptic circuits [58] and double
memristor synaptic circuits are commonly used in the literature [59, 60]. The weight values
[-1, 1] can also be rescaled to fit the positive conductance interval [Gmin, Gmax].

2.2  Hardware accelerators based on novel device technologies

A memristor crossbar can easily implement vector matrix multiplication at the
physical level using the Ohm's law for the input voltage to synaptic weight conductance
multiplication and Kirchhoff's law for the addition of the resulting currents. This
operation is fundamental for traditional neural networks since the neuron summation is
basically the equivalent of two vectors, of inputs and of weights, being multiplied. This
principle is summarized in Fig. 2.1.

Since memristors behave like non-volatile programmable resistors and have limited
stand-alone functionality, memristive crossbars have to be integrated with transistor
CMOS circuitry to implement the neuronal activation and any needed control systems
[51]. These hybrid CMOS/memristor circuits could perform inference with high energy

efficiency, and several small-scale prototypes have been demonstrated.
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Fig. 2.1. Feed forward fully connected neural network layer vs. its memristor-based implementation
performing vector matrix multiplication in hardware using Ohm’s law and Kirchoff’s laws to calculate the
weighted summation.

For example, in [61], a small single layer perceptron implemented using a 20x20
memristor crossbar was used experimentally to implement a delta-rule training algorithm
to classify 3x3-pixel black/white images into three categories. A 3-layer perceptron was
demonstrated using two passive 20x20 memristive crossbar arrays and discrete
components and used to classify 4x4 binary images divided into four categories in the 3-
layer mixed-signal neuromorphic network [62]. With applicability to the field of Internet
of Things (loT) and edge computing, a reconfigurable memristor crossbar with an array
size of up to 128%x64 units can be used to realize signal processing, image compression,
and convolutional filtering [63]. As the reliability of the memristor crossbars increases,
larger memristor computing kernels can be used to implement more complex neuro-
inspired systems. However, the memristor non-idealities make the training process difficult
[64]. Therefore, the classification accuracies of such in situ training using non-volatile-
memory hardware have generally been less than those of software-based training. Several

approaches have been used to mitigate these non-idealities. At the software level, binary
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neural networks [65] can use the devices as ON/OFF switches reducing the impact of the
variability and conductance quantization. Alternatively, stochastic networks can exploit the
inherent cycle-to-cycle variability [66]. At the hardware level, more complex cells can be
used such as 3T1R [67, 68]. Feedback circuitry can also be used to set the device to a well-
defined value and mitigate the cycle-to-cycle variability. [69] These solutions can also be
applied to other types of emerging non-volatile memory technologies, e.g., phase-change
memory. [56, 70, 71], magneto resistive memory [56, 57], spin-transfer torque (STT)
devices [72], ferroelectric-based memories (FERAM) [73], etc.

A recent solution proposed by IBM has shown that batch analog systems can achieve
equivalent training performance to that of the software but only at the costs of doubling the
memory and exerting additional efforts in closed-loop training [74, 75]. IBM’s proposed
accelerator uses an analog short-term memory based on capacitors and transistors that can
be quickly programmed. However, they have low retention, and the analog long-term
memories, which are based on phase changes, take time for programming. The short-term
memory, which is highly linear, is used to correct problems due to the imperfections in
programming long-term memories [76]. This approach, which combines the advantages of
two device technologies, is feasible. However, it relies on duplicate short-term and long-
term memories. Additionally, the imperfections of short-term memory need to be managed
in hardware. A working prototype has yet to be demonstrated. Nevertheless, understanding
how to leverage alternative algorithms and architectures (like this approach) is critical since
evidence suggests that different algorithms, such as the batch update, are more resilient to
the non-idealities of various devices [33, 77].

2.3 Matrix decomposition algorithms
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Rather than using a duplicative short-term memory, linear algebra techniques can be
used to efficiently compress data, including for gradient information, as previously
proposed [78-80]. Different decomposition methods are available and have been
extensively used in the computer science literature to pre-process the dataset, remove noise
and reduce the number of the network parameters. [81]. The classic algorithms were CP
decomposition and Tucker decomposition [82], which can decompose a matrix into rank 1
matrices to reduce the number of parameters.

Common low-rank decomposition methods include LU decomposition, QR
decomposition, Singular value decomposition (SVD) decomposition, principal component
analysis (PCA) [83], independent component analysis (ICA) [84], linear discriminant
analysis (LDA) [83], vector quantization (VQ) [85], and multidimensional scaling, (MDS)
[86]. ICA is a type of calculation method that uses statistical principles, and it is mainly
used to reveal the basic variables hidden in observed signals or multivariate data [87]. The
basic idea of LDA is to find the projection direction using category label information [88]
and map the data to a low-dimensional space where the distance between similar data is
minimized, and the distance between data in different categories is maximized. The QR
decomposition method decomposes a matrix into a regular orthogonal matrix Q and an
upper triangular matrix R, via an iterative calculation of the eigenvalues and eigenvectors
[89]. QR decomposition is applied to adjust the sign to the correct gradient descent
direction and improve the convergence speed. SVD is based on the QR iterative algorithm
[90], and it uses orthogonal transformation to factorize any mxn matrix. The PCA projects
the high-dimensional data into low-dimensional space and maximize the variance of low-

dimensional data by computing the eigenvalues and eigenvectors of the covariance matrix
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of the data matrix. Streaming PCA, streaming history PCA, and streaming batch PCA were
all developed based on the core PCA algorithm.

However, these methods have a common feature: there is no restriction on the sign of
the data element, and negative values can appear in the high-dimensional input or low-
dimensional output of these methods. The challenge is that negative elements are often
meaningless in many practical problems e.g. the pixel value in the image data cannot have
a negative number. NMF [91] calculates the decomposition by adding the nonnegative

constraints. A comparative example between PCA and NMF is shown in Fig. 2.2.
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Fig. 2.2. Comparison between Principal Component Analysis (PCA) and Non-Negative Matrix Factorization
(NMF) decomposition algorithms; a) PCA operates on the eigenspace of the entire synaptic weight matrix,
statistically representing the direction of largest variance, but without clear spatial interpretation; b) by
comparison, NMF operates on the real space of the synaptic weight values, being able to highlight various
spatial patterns.

The NMF decomposition seems to represent the data more effectively while providing
better interpretability and clear physical meaning, which would be particularly meaningful
if the gradient information is mapped on a memristor matrix. NMF can decrease the overlap
between ranks, which is caused by the linear combination between positive and negative

numbers. Unlike streaming batch PCA, NMF can extract local features with real spatial
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meaning. The streaming batch PCA algorithm and NMF decomposition algorithms will
be used in the following chapters to approximate the MBGD gradient and train a fully

connected network to classify MNIST with high accuracy despite device non-idealities.
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Chapter 3: Method Details

This chapter will describe the methodology used to implement and test the gradient
decomposition algorithms and the weight transfer methods using memristor hardware
models. Section 3.1. describes the choice of the simulation platform and the necessary
expansion to incorporate modules for MBGD, stochastic rounding, streaming batch PCA,
NMF, etc. Section 3.2. describes the streaming batch PCA and NMF algorithms.
Preliminary results were first obtained using the streaming batch PCA algorithm. However,
the necessity for an alternative decomposition method which can enable additive gradient
recomposition, such as NMF, became apparent. Both the algorithms will be described in
this section, and their results compared in Chapter 4. Section 3.3. presents two weight
update transfer methods: rank-sum algorithm and rank-seq algorithm. For rank-sum, the
gradient approximation for the desired k ranks has to be reconstructed outside the
memristor matrix. By comparison, rank-seq enables the reconstruction of the gradient
approximation to happen via rank-by-rank addition at the physical level of the memristor
matrix.

3.1  Simulation environment

For this work, we have updated the NeuroSim V3.0 to include several modules in
addition to its other algorithmic implementations [33, 92]. NeuroSim V3.0 was chosen
because it is an open-source integrated simulation framework based on C++ for
benchmarking synaptic devices and array architectures via system-level learning accuracy
and hardware performance indicators [92]. It includes memristor device models with non-
idealities, such as randomness and nonlinearity, which can reflect the performance of an
algorithm in potential prototype circuit. The simulator is set up for a one-hidden layer
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perceptron network with the weight matrices mapped to memristor crossbars in the 1T1R
configuration (one memristor + one transistor as selector). The memristor crossbars
perform the weighted summation and their necessary weight update is calculated via back-
propagation. The additional control circuitry needed for weight updating and neuronal
activation is also modeled. The neuron periphery is responsible for the nonlinear activation
functions and communication from one memristor synaptic core to another. The NeuroSim
framework not only reflects the impact of the memristor defects in neuromorphic
calculations but can also simulate the estimated circuit area/leakage power, latency, and
energy in an equivalent circuit implemented in 45nm OpenPDK. More details on this
simulation platform are available at [92].

Since the work in this thesis is focused on preliminary algorithmic investigations
regarding the MGBD and decomposition methods, additional modules were programmed
and integrated with the existing code. The goal is to determine the impact of the proposed
methods on the network accuracy, so no circuit models were added at this time.

The first module added was for MBGD. NeuroSim 3.0 has its own unique versions of
momentum, AdaGrad, RMSprop, and Adam, but not MBGD. To speed up the training, our
implementation of MBGD was parallelized with each mini-batch divided into k partitions
to be able to use k machines (or threads) running in parallel [33]. For each element in the
partition, the gradient is calculated on its respective machine (or thread), then their results
are averaged to get the mean gradient [93]. This acceleration was necessary in order to

efficiently implement the extensive learning rate optimizations needed for the results. To

20



avoid the quantization error vanishing gradients issue, a stochastic rounding function was
incorporated as well.

We also implemented modules for the gradient decomposition that use the MBGD
information to calculate a low-rank approximation of the gradient information. A module
for streaming batch PCA was first implemented and tested for two weight transfer methods:
rank-sum and rank-seq. Lastly, a module for Non-Negative Matrix Factorization (NMF)
was added which also calls the rank-sum and rank-seq routines as needed. The algorithmic

flow between the modules is shown in Fig. 3.1.
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Fig. 3.1. The code structure expanded based on NeuroSim v3.0. The added modules and functions are
highlighted with a double border.

The code was run on the GW high performance computing cluster, using the CPU

nodes. To support job scheduling, the code was also modified to pass command line
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arguments, including the learning batch size, device model and its parameters, type of
decomposition method, and weight transfer method used.
3.2  Decomposition methods

Two decomposition methods were explored in this thesis: streaming batch PCA
and NMF. The purpose of matrix decomposition is to alleviate the intensive memory
requirements of MBGD gradient information before the update to the memristor matrix.
These decomposition methods are computationally intensive when performed using
traditional CPUs, therefore their efficient implementation in custom hardware based on
systolic arrays is discussed in section 4.3.

The streaming batch PCA proposed by [78] condenses batch data in the neural
network training period through the rank-k outer product update to reduce the total number
of performed updates. The streaming batch PCA can expedite training and decrease the
memory cost by generating a stochastic low-rank approximation. In the SGD method used
in the backward pass update of the neural network, the parameters are updated according

to the following formula.

dj(e;
®i=®i—a*% (1)

where the parameter © is the weight matrix trained for layer i, a is the learning rate,
and J(®) is the loss function. Since the loss function is minimized, each ® is updated
according to the gradient’s negative direction of each parameter ®. The partial derivative
of the loss function with respect to ® denotes the gradient of the loss function VO for a
batch B. To simplify the batch gradient data, average out the noise due to non-ideal

memristor weights, and improve the network accuracy, we used a streaming low-rank

approximation of Wg"B)l, as shown in Fig.3.2.
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The VY“®)1 can be decomposed into 9% 1 = A - 5 - 87, where X and A denote the left

singular matrix and right singular matrix, respectively. T is a diagonal matrix, £= diag(c),
which has on its diagonal the corresponding singular values o for the top k ranks considered
in the low-rank approximation. An averaged block bi-iterative method from Oja’s rule [34,
94] is used to update ?g"B )lina streaming fashion and re-orthogonalize singular vectors
via QR factorization. Since the QR factorization is computationally intensive, another
parameter b (block size) was introduced to minimize the number of these factorizations in

each mini-batch B. ﬁ represent the convergence coefficient of the left singular matrix A

and the right singular matrix X respectively. x and & describe the average update of the

blocks of A and X adjusted for proper direction (sign) via QR factorization
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Fig. 3.2. Sketch of the streaming batch PCA algorithm [80]
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The second decomposition method investigated is the Non-Negative Matrix
Factorization (NMF), which can decompose a non-negative matrix into two non-negative
left and right matrices. The low-rank matrix approximation Wg"B)l is first decomposed into
the left matrix X and right matrix A.

VP =A% (2)

However, the WS"B )1 matrix that needs to be decomposed by the NMF algorithm is
not a non-negative matrix. Therefore, the negative elements of X and A must be
transformed into a non-negative form first via a rectified linear unit (ReLU) activation
function, where ReLU(v) = max(v, 0).

X = ReLU(X) — ReLU(—X) ?3)
A = ReLU(A) — ReLU(-A) (4)

The pure positive matrices, ReLU(X) and ReLU(A), are denoted by Xp and Ap,
respectively. The negative matrices, ReLU(—X) and ReLU(—A), are denoted by Xy and Aw,
respectively. In this case, the weight matrix VO is decomposed into a pure positive matrix
V0, and pure negative matrix VO, and updated separately. At the end of the process, the

updated VO matrix has non-negative values.

VO, = Xp *Ap )
v@N S )?N * AN (6)
Vo = Vo, — VO, (7)

At the same time, we could also use a method similar to the streaming batch to update
the VO matrix. In each batch, each two-dimensional matrix is internally iterated to update

the left and right matrices and synthesize the output matrix until they converge.
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3.3 Rank gradient recomposition methods

The oscillatory behavior of the streaming batch PCA vs. the additivity of the NMF
decomposition methods have significant impact when discussing the memristor weight
update in hardware. A potential option for this update is to do the gradient summation
across the ranks of interest outside the analog memory crossbar array (we call this rank-
sum update) (Fig. 3.3. and Algorithm 1). During training, individual examples are used to
update the compressed k-rank representation of the gradient VO based on the calculated A,
2, and X. rank k matrices. At the end of a training cycle/batch, the gradient is

mathematically recomposed and then added to the matrix in total.
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Fig. 3.3. Transfer principle of the gradient approximation information to the memristor array for the rank
summation outside the array (rank-sum).

Algorithm 1
Streaming Batch Rank-sum Update

VO = AZXXT // rank k matrices
determine memristor update based on VO
write memristor array

However, rank-sum is inefficient. A more efficient implementation for pipelining
requires the gradient summation inside the array. After producing an approximation of the

gradient, the weight matrix is updated rank by rank, and the gradient is summed on the
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memory devices (we call this method the rank-seq update) (Fig. 3.4. and Algorithm 2). V@;
for rank i is the matrix product for the column i in A, 2, and X. The column number is less
than or equal to rank k. Unlike the rank-sum method, the rank-seq method does not sum
V@ for all the ranks k. The matrix V@i is used to calculate the necessary updates for rank i

to be transferred to the memristor matrix.
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Fig. 3.4. Transfer principle of the gradient approximation information to the memristor array via rank-
by-rank (rank-seq) transfer.

Algorithm 2
Streaming Batch Rank-seq Update

fori=1,2,.., rank do
VO; = A, Z; X", / forranki
determine memristor update based on VO,
write memristor array

end for
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The two weight update transfer methods have been exemplified for the streaming the
batch PCA algorithm, but can be similarly understood in the context of the NMF
decomposition. It is worth pointing out that in a traditional floating-point software
implementation, the two algorithms are equivalent. However, when the gradient
information needs to be transferred to a non-ideal memristor circuit in the memristor circuit
update, the two methods differ. Rank-sum updates the gradient information to the
memristor crossbar only once, while the rank-seq needs rank k times. Updates to non-ideal
memristors come with a loss in gradient accuracy. That is why rank-seq is expected to have
lower accuracy than rank-sum for non-overlapping ranks.

3.4  Hardware weight models

The NeuroSim V3.0 simulation framework provides models for a variety of digital
and analog memory cells, e.g. SRAM, FeERAM, ReRAM with or without a selector
transistor (1T1R vs. OT1R configurations), etc. The work in this thesis uses the ideal
ReRAM device model and the non-ideal (real) device model with the 1T1R configuration

to avoid leakage effects. The two device models used are shown in Fig. 3.5.
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Fig. 3.5. Device models. a) Ideal memristor with linear symmetric and reproducible weight update and a
large ON / OFF ratio vs. b) Non-ideal memristor model with smaller ON / OFF ratio, weight update
nonlinearity, and variability (5 cycles shown).
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The ideal device model assumes a reproducible linear relationship between the applied
number of pulses and the obtained conductance (Fig. 3.5a.) In the non-ideal device model,
there is non-linearity between the applied pulses and the conductance, which leads to
imperfect weight programming and variability in the operation. This stochasticity is
sufficiently large that sending an “increase weight” pulse can even randomly lead to a
“decreased weight” and vice versa (Fig. 3.5b).

These device models are integrated into the neural network algorithm to represent
low-bit precision weights via analog multilevel conductance states. When an input
electrical pulse signal is applied across the memristor terminals, if the applied pulse is
positive, the conductance of the memristor gradually increases. On the contrary, when a
negative pulse is applied, the conductance of the memristor gradually decreases. The
change in conductance is proportional to the number of pulses. Although in theory the
memristor has analog programmability to any desired state between the ON and the OFF,
in practice, the device has a low-bit precision. Each state can naturally decay, be impacted
by reading disturbs or by the programming of neighboring devices. Therefore, the number
of conductance levels that can be reliably accessed and distinguished from each other are
limited. For this work, a device with 500 levels is assumed (~9-bit precision).

This quantization of the weight update introduces errors due to the lower bit precision.
After the output from the last layer is obtained in the forward pass, the loss and gradient
are calculated in traditional floating-point. The gradient is approximated via low rank
decomposition and the weight update information transferred to the synaptic devices (ideal
or non-ideal) in the form of pulses to update the memristor devices. Since the memristor

conductance change is related to the number of applied pulses (an integer), the respective
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delta weight to be transferred to the memristor needs to be rounded appropriately to a lower
bit precision to be able calculate the number of pulses. NeuroSim V3.0 uses a rounding to
nearest method. In this work, a stochastic rounding was also introduced to overcome the
vanishing gradients at higher batch sizes. In addition, two other weight non-idealities —

variability and non-linearity — are investigated.
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Chapter 4:  Experiments

This section summarizes the results of the proposed methods using ideal and non-
ideal memristor models. The section 4.1. introduces the dataset and network structure that
is used and the practical rationale. In section 4.2., the effects of the weight update truncation
on the MBGD accuracy are presented. In addition, we chose the best MBGD results to
compare them with the streaming batch PCA and NMF low-rank implementations. The
chapter ends with a discussion on the applicability of the proposed methods to deep neural
network training and the prospects for hardware demonstrators.

4.1 Dataset and network structure

The proposed methods are evaluated on a one-hidden layer perceptron trained on the
MNIST dataset. This network was chosen because its hardware mapping was already
simulated fully in NeuroSim V3.0, for training on the MNIST dataset. The MNIST dataset
[95] contains 60,000 28x28 pixel grayscale images for training and 10,000 for testing [96].
The simulator works with a cropped version of 20x20 pixel images and black (read voltage)
and white images (ground) to reduce the complexity of the input encoding in hardware. For
the algorithmic work in this thesis, we used a 5-bit pixel scale as a tradeoff instead.

The network structure is 400 (input layer) - 100 (hidden layer) - 10 (output layer).
Four hundred neurons of the input layer correspond to a 20x20 MNIST image in which the
pixels are encoded by read voltage signals. The ten neurons of the output layer
corresponding to 10 classes of handwritten digits in MNIST. The network size can be
adjusted in NeuroSim V3.0 as needed.

4.2 Results
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4.2.1 Rounding effects of the weight update

Due to the limited bit precision in realistic memristor models, a quantization error
vanishing gradient issue is present. In order to program the memristor matrix with the
necessary weight update, these weight update values have to be translated into an integer
number of voltage pulses for the programming via a rounding method. Low weight updates
are always being mapped to zero voltage pulses; thus, the network cannot learn any further.
This section aims to alleviate this issue when MBGD is used and investigates the impact
of a stochastic rounding method on the network accuracy.

Fig. 4.1 shows the training on the MLP network for software (64-bit floating-point
precision), ideal memristor device (500 levels, ~9-bit) and real device model (500
levels, ~9-bit with cycle-to-cycle variability and non-linearity). The MNIST testing
accuracies in the regular round to nearest truncation vs. the stochastic truncation is
determined across various batch sizes in a logarithmic search of the learning rate
domain. It can be observed that a network implemented with limited precision
memristor devices, but no other non-idealities, can achieve a similar SGD accuracy
~96.5% to a traditional software floating-point implementation. However, the
guantization of the weight update shrinks the learning rate window dramatically.
Whereas the floating-point implementation can achieve an accuracy > 95% for any
learning rate between 0.001 to 1, the low precision memristor-based network can only
train with a learning rate between 0.1 to 1 (Fig. 4.1. a). When stochastic rounding is
used, the learning rate window for the quantized memristor model widens significantly,

resembling the floating-point implementation. (Fig. 4.1. b). This result highlights the
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importance of hyperparameter optimization and hardware-sensitive rounding in these

low-precision networks.
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Fig. 4.1. The MBGD results for rounding to nearest and stochastic rounding. (a-b) Learning rate
windows for different device models and batch sizes using a) rounding-to-nearest vs. b) stochastic
rounding of the delta weight. (c-d) Best convergence curves for the optimal learning rate for each batch
size using c¢) rounding-to-nearest vs. d) stochastic rounding. (e) Optimal learning rate corresponding to
the highest accuracy vs. the batch size. It is observed that the learning rate increases supra-linearly with
the batch size. (f) Best accuracy at the optimal learning rate vs. the batch size. In (e) and (f), the colorful
plot markers represent results at convergence. The faded gray markers for the rounding-to-nearest case
represent the inability of the network to train properly due to vanishing gradients in this low precision
model. The values for the batch sizes 1 to 4096 are obtained using the realistic memristor model.
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Since variability and non-linearity are typical non-idealities in real memristor
devices, their impact on the training performance was investigated. The memristor
model used has been described in the Section 3.4. The significant cycle-to-cycle
variability (3.5%) and non-linearity (~4) in these memristor synaptic weights affect the
SGD training, with a maximum accuracy ~48%.

It is observed that MBGD can be used to overcome the accuracy loss due to these
non-idealities. As the batch sizes increase, the obtained accuracy is higher. For the
round to nearest truncation, the maximum accuracy of 88.24% accuracy for a batch
size of 128 - ~40 percentage point better accuracy than SGD (Fig. 4.1.c). However, at
larger batch sizes, the accuracy drops likely due to the quantization error vanishing
gradient issues. This impacts the learning rate window which shrinks significantly and
even vanishing at larger batch sizes.

Stochastic rounding widens the learning rate window and makes training at higher
batch sizes possible. Accuracies close to 92% are achieved at batch size 2048 and 4096.
This was only ~1.4% lower than the MBGD trained and ~4.5% lower than the SGD
trained ideal memristor model/floating-point software implementation. The
convergence curves are also much smoother at higher batch sizes (Fig. 4.1.d). This
result shows ideal memristor behavior, while desirable, is not needed. Existing
memristors can be used successfully despite their non-idealities and neural networks
implemented with real memristor models can achieve software equivalency using
appropriate algorithmic methods for training.

Learning rate optimization was used to obtain the best accuracy results. The

convergence curves for different device models, different batch sizes and the two
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rounding methods were run for learning rates spanning eight orders of magnitude from
10 to 102. Due to the high computational resources needed to run the convergence
curves for 300 epochs, this range was explored in logarithmic steps to optimize the
search. The learning rates corresponding to the best accuracy for each test set are
plotted in Fig. 4.1.e. As the batch size increased, the value of the learning rate also
increased. The learning rates for the round to nearest method are higher than the
stochastic rounding method, despite their accuracies being similar. This is due to the
fact that stochastic rounding applied to these limited-bit precision systems can still,
over many operations, on average, keep track of some sub-bit information and carry it
over to the next back propagation iterations. By comparison, round to nearest
truncation discards such gradient information.

Overall, it can be observed that the accuracy increases almost linearly with the log
of the batch size for medium batch sizes (up to 128) for both round to nearest and
stochastic rounding (Fig. 4.1.f). It plateaus at higher batch sizes converging to the
MBGD floating-point software accuracy for higher batch sizes (Table 2). It is well
known that SGD typically outperforms MBGD in a variety of software applications
with higher batch sizes increasing the validation error [97, 98], unless there is
significant gradient noise, e.g. in the case of GPT-3 which uses a batch size of 3.2
million. For our implementation, the MBGD at large batch sizes is similarly needed to
overcome the gradient noise due to the non-ideal memristor synaptic weights. The
impact of the stochastic rounding in these limited precision memristor networks is in

line with recent works related to deep learning with limited numerical precision [99].
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Table 2. Accuracy comparison between the rounding methods at different batch sizes

MBGD Rounding-to-nearest MBGD Stochastic Rounding
Weight Type Batch Size LR Best Accuracy(%) LR Best Accuracy(%)

64-FP 1 0.1585 96.81 same

idealDevice 1 0.6310 96.53 0.3981 96.5

1 0.0398 48.17 0.0001 48.45

2 0.0631 51.71 0.0002 53.34

4 0.1000 56.68 0.0004 60.28

8 0.1585 65.88 0.0004 61.13

16 0.2512 74.02 0.0025 69.34

32 0.6310 80.58 0.0063 78.24

realDevice 64 1.0000 85.5 0.0251 83.35

128 1.5849 88.24 0.0631 86.49

256 1.5849 87.48 0.2512 88.53

512 1.5849 85.43 0.6310 90.06

1024 1.0000 28.38 1.0000 91.28

2048 0.2512 31.2 2.5119 91.99

4096 0.6310 29.99 3.9811 91.93
64-FP 4096 1.5849 93.42 same
8192 1.5849 90.73 same

4.2.2 Streaming batch PCA with non-ideal weights

While MBGD at higher batch sizes achieves close to software equivalent accuracy
despite memristive synaptic weight non-idealities, it is challenging to map to a hardware
accelerator. This is mainly due to its memory intensive requirements of having to store the
gradient information for each example in the mini-batch until the weights are updated at
the end of the mini-batch calculation.

Our proposed approach explores a more efficient implementation using techniques in
linear algebra used to compress data efficiently. One such technique, called streaming
principal component analysis, can extract an approximation of a full matrix from samples
of its contributed parts. Stochastic approximation of matrix properties, such as the singular
vectors, is a growing area of research in the computer science literature [100], particularly
for edge applications where memory is limited due to size, weight, and power limitations

of mobile devices. Prior work in our group demonstrated the applicability of this method
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to gradient compression using traditional AlexNet and three datasets of different
complexity [80].

This section presents the results of streaming batch PCA applied to a one-hidden layer
perceptron network with non-ideal devices. The decomposition method was applied to both
layers at the same rank. An in-depth investigation was done to explore how the accuracy
changes with the rank, batch size and transfer method, and how the streaming batch PCA
algorithm compares with full rank MBGD. Two batch sizes were investigated: 128 and
4096. The learning rates used for this streaming batch PCA investigation are corresponding
to the best accuracies obtained by these batch sizes for MBGD. The ranks investigated
were 1, 3, and 10.

Fig. 4.2. summarizes the rank-sum results for the different ranks at the two different

batch sizes and compares them with full rank MBGD.
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Fig. 4.2. The rank-sum streaming batch PCA results for a multi-layer perceptron with non-ideal memristive
weights at different ranks and batch sizes. (a) Convergence curves using the rank-sum weight transfer
method at batch size = 128; and similarly (b) at batch size = 4096. The results show that a low-rank gradient
decomposition can approximate fairly well the MBGD results, particularly for ranks 3 and 10. For all these
experiments, the rounding method is stochastic and block size=32.

As expected, the accuracy of the rank 1 results was lower than that of rank 3 and rank

10 for both batch size 128 and 4096. However, the low multi-rank decomposition (e.g.,
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rank 3) does seem to perform well by comparison with MBGD, particularly at the larger
batch size. The convergence performance of rank 10 is at the same level as that of MBGD
for the rank-sum transfer method. Additionally, with the increase in the rank, the
convergence curve tended to smoothen and converge somewhat faster, achieving the
desired accuracy in ~25 epochs.

To reduce the number of QR-decompositions, a block size was introduced to only
perform the QR decompositions batch size/block size times. For the batch size 128, we
fixed the block size equal to 32. For the batch size 4096, we investigated the impact on
performance for different block sizes equal to 32, 128, 512, and 1024. As it can be noticed
from Fig. 4.3. the accuracies for rank 3 and rank 10 are virtually unaffected by the chosen
block size and the different QR decomposition frequencies. These results are independent

on the transfer method.
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Fig. 4.3. Accuracy for different block sizes applied to the rank-sum streaming batch PCA results The
accuracy results virtually unaffected by the chosen block size and the different QR decomposition
frequencies. For all these experiments, the rounding method is stochastic and batch size = 4096.

While the rank-sum weight transfer method works very well for streaming batch PCA

and achieves close to MBGD performance, its full hardware implementation would be
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difficulty. To avoid recomposing the gradient approximation externally prior to
transferring it to the memristor matrix, the rank-seq weight transfer is also investigated.
The results are summarized in Fig. 4.4. Accuracies around ~70% are obtained for ranks 3
and 10 at both batch sizes 128 and 4096. This is 15- 20 percentage points lower than the

rank-sum and full rank MBGD results.
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Fig. 4.4. The rank-seq streaming batch PCA results for a multi-layer perceptron with non-ideal
memristive weights at different ranks and batch sizes. (&) Convergence curves using the rank-seq weight
transfer method at batch size = 128; and similarly (b) at batch size = 4096. The results show that the
streaming batch PCA using rank-seq transfer method cannot approximate the MBGD results, even at
high ranks. For all these experiments, the rounding method is stochastic and block size=32.

These results show that the streaming batch PCA using rank-seq transfer method
cannot approximate the MBGD results, even at high ranks. This is likely due to the fact
that the principal components of streaming batch PCA can have positive and negative
elements, creating an oscillatory effect due to the programming of the non-ideal memristive
weights. This effect is observed indirectly in the noisy convergence curves.

4.2.3 NMF with non-ideal weights

Non-Negative Matrix Factorization (NMF) can calculate an approximate matrix

decomposition with separate positive and negative gradient information. In this section, its
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performance relative to the rank-sum and rank-seq transfer methods is investigated and
compared with the streaming batch PCA results described in the previous section.
Fig. 4.5. summarizes the rank-sum NMF results for the different ranks at the two

different batch sizes and compares them with full rank MBGD.
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Fig. 4.5. The rank-sum Non-Negative Matrix Factorization (NMF) results for a multi-layer perceptron
with non-ideal memristive weights at different ranks and batch sizes. (a) Convergence curves using the
rank-sum weight transfer method at batch size = 128; and similarly (b) at batch size = 4096. The results
show that the NMF can approximate fairly well the MBGD results, particularly for ranks 3 and 10. For all
these experiments, the rounding method is stochastic and block size=32.

The NMF can approximate fairly well the gradient information, particularly at rank
10. Rank 1 has extremely poor performance, similar to SGD. However, rank 3 performs
well and can converge, but its accuracy is still ~5-10% lower than the equivalent MBGD
result at the respective batch size. It is also noteworthy to mention that a decline in the
accuracies of these lower ranks can be observed as the training progresses. Higher rank is
needed to observe satisfactory accuracy and training stability. The result of rank 10 was

only 1-2% lower than that of the MBGD algorithm.
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Fig. 4.6. The rank-seq NMF results for a multi-layer perceptron with non-ideal memristive weights at
different ranks and batch sizes. (a) Convergence curves using the rank-seq weight transfer method at
batch size = 128; and similarly (b) at batch size = 4096. The results show that the NMF using rank-
seq transfer method can approximate the MBGD results well at high ranks. For all these experiments,
the rounding method is stochastic and block size=32.

The results for the rank-seq transfer method are shown in Fig.4.6. Rank 3 achieves
~70% accuracy at batch size 128 and ~80% accuracy at batch size 4096. For rank 10, the
NMF algorithm performs with 2-3% of the MBGD results for the respective batch size.
Overall, the rank-seq results are similar with the rank-sum ones at the equivalent rank. This
is likely due to the fact that there is no overlap between the ranks for this decomposition
method.

4.2.4 Comparison between the algorithms

The streaming batch PCA shows the most efficient compression of the batch gradient
information, obtaining better accuracies than NMF for all ranks and batch sizes when the
rank-sum transfer method is used. Streaming batch PCA rank-sum for rank 10 has an
accuracy equivalent to MBGD ~91.5% for batch size 4096. This result is less than 2

percentage points lower than the traditional 64-bit floating-point algorithmic

implementation for MNIST training at batch size 4096. This result summarized in Fig.
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4.7. and Table 3 shows that decomposition methods in conjunction with large batch size
MBGD training can overcome memristive synaptic device non-idealities and achieve

close to software-equivalent accuracies.
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Fig. 4.7. Comparison of streaming batch PCA and NMF results for rank-sum and rank-seq for a multi-
layer perceptron with non-ideal memristive weights at different ranks and batch sizes. The results show
that the streaming batch PCA using rank-sum outperforms NMF rank-sum and can approximate the
MBGD results at high ranks. By comparison, NMF rank-seq outperforms streaming batch PCA rank-seq
for higher ranks (e.g. 3 and 10) and can approximate the MBGD results. For all these experiments, the
rounding method is stochastic, batch size = 4096 and block size=32.

However, streaming batch PCA has its challenges. The main problem is that it
operates on the eigenspace of the entire synaptic weight matrix, statistically representing
the direction of largest variance, but without clear spatial interpretation. Therefore the
transfer of the gradient information into the memristor matrix by mapping the gradient
data to number of pulses for the update (open loop transfer) is challenging as principal
components can have positive and negative signs leading to inefficient oscillatory
programming. For this reason, rank-by-rank weight transfer (rank-seq) underperforms by

comparison with rank-sum for streaming batch PCA.
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In order to co-optimize for both accuracy and efficient weight transfer to hardware,
Non-Negative Matrix Factorization (NMF) can be used. By avoiding overlapping ranks,
NMF has superior performance at high ranks by comparison with streaming batch PCA.
For example, at rank 3, NFM rank-seq outperforms streaming batch PCA rank-seq by ~
5%. Atrank 10, it outperforms it by 17%. The best rank-seq accuracy is obtained by NMF
rank 10 (88.87%) and it is less than 2% lower than the best rank-sum accuracy obtained

via streaming batch PCA rank 10 (90.65%).

Table 3. Summary of the results for different ranks, batch sizes and truncation methods for streaming
batch PCA vs. NMF. Realistic device model used for all these results.

Streaming Batch PCA NMF
Trainin Rank- Rank- Rank- Rank-
9 sumAccuracy(%) | seqAccuracy(%) | sumAccuracy(%) |seqgAccuracy (%)
SGD 51.04
MBGD 128 86.49
MBGD 4096 91.94
Rank 1 58.60 58.08 24.15 31.02
BBa:tocchklg,Z; Rank 3 80.04 61.97 71.87 70.06
Rank 10 87.30 64.76 83.26 82.03
Rank 1 46.37 43.71 37.38 29.09
BS}ZQS@ZG Rank 3 82.33 64.71 82.15 7127
Rank 10 90.65 71.78 89.93 88.87
Rank 1 37.49 51.84 25.26 26.02
g?;ccrl‘("'fgg Rank 3 81.28 63.80 8L44 76.1
Rank 10 90.78 69.52 90.12 89.39
Rank 1 40.30 52.37 18.63 27.37
?36:20&450326 Rank 3 85.31 63.19 76.83 76.10
Rank 10 91.03 7141 90.33 88.17
Rank 1 45.29 48.37 27.48 25.69
gf‘gzﬂ iggi Rank 3 84.40 65.81 75.77 77.79
Rank 10 91.48 72.10 90.28 89.08

In summary, these simulation results highlight the potential of low-rank gradient
decompositions in neural networks using memristor weights. However, their full potential
can only be explored on dedicated hardware. Issues related to energy efficiency and speed
need hardware models for the decomposition modules to be integrated with the existing

circuit and device models already present in NeuroSim.
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4.3  Applicability and prospects for hardware demonstrators

As the memristor technology matures, the complexity of the prototyped networks
increases. Several recent works demonstrate the applicability of memristor crossbars to
recurrent and convolutional neural networks [101, 102]. It is therefore possible to consider
the application of the methods proposed in this thesis to deeper, more complex networks.
The same decomposition and implementation principles could be applied to fully
connected recurrent layers. For a convolutional network, the fully connected layers
performing the classification in a deep network can benefit from these decomposition
methods [78].

In this work, we only simulate the non-ideal memristor array hardware with low-bit
precision synaptic weights, variability and non-linearity. The decomposition methods are
implemented at the algorithmic level and executed on a CPU. However, it is possible to
implement this kind of data compression efficiently in hardware by using systolic arrays
composed of traditional digital circuits. Therefore, a systolic array implementation can
easily be used to generate a compressed representation of the short-term memory array
used in the short-term/long-term memory approach. Additionally, more data can be
efficiently transmitted in the compressed form into long-term memories using parallel
rank-1 operations. On-going work in the group and with collaborators is investigating a
proposed architecture (EigenArch) that seeks to use traditional hardware implementations
of linear algebra operations to stabilize the training of analog machine learning accelerators
[103]. The architecture estimates the best k-rank update for a network and transfers it into

a memristor matrix either device-by-device or at the array level.
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The systolic decomposer has the advantage that the CMOS circuitry that controls the
systolic array requires less short-term memory in the form of SRAM and DRAM (kilobytes
to megabytes) in comparison with the long-term memristor array which is used for the
network training and weight storage (gigabytes to terabytes). The proposed systolic arrays
are based of a coordinate rotation digital computer (CORDIC), which is a simple and
efficient digit-by-digit algorithm that was conceived in 1956 [104]. CORDICs can be used
to calculate trigonometric functions and rotations, even in machine learning tasks [105-
108]. Its hardware implementation requires only additions, subtractions, bit shift and
lookup tables. Therefore, the proposed CORDIC-based processing elements can be
compactly implemented in FPGA or ASIC using shift and add logic [109, 110]. The
preliminary work on the streaming batch PCA processing element showed three CORDICs
working in tandem for the angle update and forward and backpropagation channels. A
Verilog model of digital quasi-systolic arrays for the rank 3 streaming batch PCA
approximation was implemented and synthesized to determine the performance of a custom
integrated circuit (ASIC). Assuming a core memory array size of 512x512 (dimensions)
and a rank of 3, an 8-bit systolic array coprocessor would consume 17.2 nJ per example
and process a new example every 12 ns [111]. The preliminary results of the MNIST
training using these CORDIC-based systolic arrays showed ~93% accuracy. Future work
is still needed to refine the systolic model for streaming batch PCA and investigate the
hardware implementations for NMF. This methodology can be applied to neural networks
implemented with other types of non-volatile memory devices, e.g. phase change memory

and flash technology.
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Chapter 5: Conclusions and Future Work

In this thesis, we investigated mini-batch training and gradient decomposition
algorithmic methods to overcome the hardware non-idealities of memristor-based neural
networks. By testing two different decomposition methods (streaming batch PCA and
NMF) and two different weight transfer methods (rank-sum and rank-seq) for different
memristor device models and ranks, we showed that it is a feasible method for training the
fully connected networks implemented with non-ideal devices in a memory-efficient way.
Our results showed that the stochastic rounding can overcome the loss of precision due to
the quantization error vanishing gradient issue, which is of particular importance in the
synaptic devices of low-bit precision, such as memristors. While the low-rank
decomposition methods both produced accuracies close to those of full-rank MBGD, the
choice of the update method was particularly significant for the gradient information
transfer to the memristor matrix hardware. The streaming batch PCA seemed to provide
the most efficient compression of the batch gradient information and the highest accuracy.
However, the open-loop transfer of the gradient information posed challenges since the
principal components of streaming batch PCA can have positive and negative elements. In
comparison, NMF calculated an approximate matrix factorization with separate positive
and negative gradient information. Overall, it produced a less efficient compression of the
batch gradient than that of streaming batch PCA. However, it was better for the rank-by-
rank transfer to the memristor crossbar since all the gradient components were additive,
thus eliminating the effect of device update hysteresis. The rank-seq NMF is, therefore,
more in line with the physical constraints of memristor synaptic weights. The main

drawback of this method is related to accuracy performance. MBGD, particularly at large
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batch sizes, has lower accuracy than SGD and low rank decompositions of the MBGD
gradient information can also negatively affect accuracy particularly when large networks
and complex datasets are used for training. The results of this work show that it is possible
to obtain low rank decomposition accuracies as close as 2-3% from the MBGD accuracies
when large batch sizes are used. This slight penalty in accuracy comes at the potential
advantage of large storage capacity for the network parameters. This tradeoff needs to be
investigated further considering accuracy targets, hardware overhead, network layer sizes,
etc.

Future work will focus on expanding these results to deeper networks, including other
types of layers, such as recurrent layers. In addition, other decomposition methods will be
investigated. Another aspect to investigate is the most optimal algorithm for transferring
gradient information memristor arrays. The rank-sum method, where the updates are
externally summed prior to programming them to the crossbar, seems to provide the highest
accuracy for streaming batch PCA. In comparison, doing multiple rank-1 updates rank-by-
rank, rank-seq, provides higher accuracy for NMF, as expected for the above-mentioned
reasons. However, the accuracy is still lower than for full-rank MBGD. The on-going work
in our group is currently focusing on a different transfer method, called the outer product
update or closed-loop array level transfer method. In comparison with iterative
programming, where each device in the array is read and verified, this method aims at
efficiently transferring the weight updates obtained from the low-rank decomposition
methods to non-ideal devices by 1) applying an eigenvector update at the array level, 2)
measuring the impact of the update, and 3) iterating 1 + 2 until the desired update is

achieved. Preliminary results have shown that this proposed closed-loop transfer method
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underperforms in comparison with the rank-sum and rank-seq streaming batch PCA in the
case of devices with high variability and nonlinearity. This is probably due to the necessity
of a large number of updates at the entire array level. Further work will explore the closed-
loop algorithm in the context of Non-negative Matrix Factorization (NMF), where local
ensembles of devices can be selectively programmed and the number of updates therefore
can be minimized. Ultimately, the goal is to test these proposed algorithms in full hardware
implementations in memristor-based accelerators that demonstrate software equivalency

despite device non-idealities.
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