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Abstract of Praxis 

Enhancing loan accessibility for female entrepreneurs using Generative AI 

 

  There have been several studies on the existing gender gap in access to finance. 

Many female borrowers lack access to credit globally and often receiving less favorable 

loan outcomes compared to male borrowers. Artificial intelligence (AI) models which are 

trained on historical lending data containing these disparities risk amplifying the gender 

bias. This research explored how Conditional Generative Adversarial Networks (CGANs) 

can be used to mitigate gender bias in predictive credit models. A peer-to-peer lending 

dataset containing borrower demographic and financial attributes was used. A CGAN 

framework was developed and conditioned on gender to generate synthetic female 

entrepreneur records which mirrored the statistical characteristics of the real female 

entrepreneurs. Baseline machine learning regression models were trained on both 

imbalanced and balanced datasets and then compared with augmented models retrained 

using CGAN-generated data. For model evaluation, predictive accuracy, cross-validated 

generalizability, and fairness metrics (SHAP value differences and error-based metrics), 

were considered. 

The statistical test results showed that gender played a role in determining loan 

amount in the data. After synthetic female borrower profiles were incorporated into 

baseline models, representation and stability improved. The fairness gap narrowed by at 

least 23 percent in the augmented models. The gender feature was no longer among the 

top predictors of loan amounts. Overall accuracy remained similar, however, cross-

validated R² improved by more than 15 percent in augmented models, demonstrating 

stronger generalizability. 
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This work shows that CGAN-based augmentation can function as a practical de-

biasing approach, improving fairness and stability in loan modeling without sacrificing 

predictive performance.      
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Glossary of Terms 

Artificial Intelligence: A field within computer science that focuses on building systems 

capable of carrying out functions that emulate human intelligence, such as problem-

solving, learning, and adapting (NIST, 2023) 

Bondora: An online lending platform which provides peer-to-peer microloans, by 

connecting lenders with borrowers. (Bondora, 2018) 

Conditional Generative Adversarial Network (CGAN): A version of the GAN 

framework in which both the generator and discriminator are conditioned on some 

feature. (Mirza & Osindero, 2014)  

Developing Regions: Regions which experience low standard of living, an undeveloped 

industrial base and Human Development Index (HDI) which is moderate or low. HDI is a 

measure of poverty, life expectancy, literacy, education levels of a country. (UNDESA, 

2024). 

Explainable AI: A branch of AI which focuses on how AI systems can be made 

transparent, understandable and interpretable to humans. (EDPS, 2023) 

Financial Inclusion: Systems, policies and all actions which ensure that individuals or 

businesses have access to affordable financial products and services. (World Bank, 2022)  

Generative Artificial Intelligence (Gen AI): A branch of AI that creates new synthetic 

content or data based on patterns learned from the structure and characteristics of existing 

data. (Executive Order No. 14110, 2023) 

Generative Adversarial Networks (GANs): A type of AI model which consists of a 

generator and discriminator that interact in an adversarial process to generate synthetic 

data. (Goodfellow et al., 2014) 

Loan Approval Models: Mathematical or computational models used by financial 

institutions to decide whether to approve a loan application. (Khandani et al., 2010) 

Loan Approval Rates: The percentage of loan applications that are approved out of the 

total applications submitted. (FDIC, 2007) 
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Long Short-Term Memory: A type of recurrent neural network built to capture long-

term patterns in sequence data using gating mechanisms (input, forget, output) and a 

memory cell, which help mitigate the vanishing gradient problem. (Hochreiter & 

Schmidhuber, 1997). 

Machine Learning: A subfield of artificial intelligence concerned with developing 

algorithms which learn patterns from data to improve performance and accuracy. (NIST, 

2025) 

Micro-Enterprise: A small business which has less than 10 employees. (IFC, 2025) 

Recurrent Neural Network: A class of neural networks that process sequential data by 

maintaining a hidden state that captures temporal dependencies, where the output at one 

step is fed back into the network as input at the next step. (Rumelhart et al., 1986) 

Small and Medium Enterprise: A business which has less than 300 employees. (IFC, 

2025) 
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Chapter 1—Introduction 

1.1 Background 

Access to finance is one of the drivers of economic growth. When some groups or 

classes within an economy have limited access to capital, it can stifle innovation and 

productivity (World Bank, 2023). Women-owned businesses are vital to the economy. 

These enterprises make up roughly 32% of small and medium enterprises (SMEs) and 

22% of micro-enterprises. However, many of these female entrepreneurs continue to face 

difficulties in obtaining the funding needed to launch or grow their businesses (World 

Economic Forum [WEF], 2023). There is a $1.7 trillion shortfall in funding among 

micro, small, and medium enterprises (MSMEs) owned or led by women. About seven 

out of ten of these female-owned businesses reported that they had little to no access to 

growth capital (WEF, 2023).  

Conventional banks plus other lenders rely on poor quality datasets and 

algorithms which are biased (Women's World Banking, 2021). The loan packages and 

credit products they offer do not account for the unique needs of female borrowers. This 

worsens the finance gap. Before a person or a business can obtain loans from the bank or 

other formal financial institutions, they must provide past financial documents and access 

to collateral. Female borrowers typically do not satisfy these requirements, compared to 

male borrowers (World Bank, 2023). Even worse, many female-owned businesses 

operate in the informal sector and in sectors perceived as ‘low risk low profit’, for 

example, the retail and services sectors. This makes female borrower profiles 

underrepresented in financial datasets that are used to train credit risk models (WEF, 

2023). As a result, financial products offered disadvantage women entrepreneurs. They 
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do not always include features like smaller loan sizes or flexible repayment which would 

better suit the scale and nature of women-owned businesses. 

When women are left out from the formal financial systems, it negatively affects 

the development of machine learning and AI-based financial solutions (Shinde, 2024). 

This exclusion means that loan datasets contain fewer records for female borrowers. 

Traditional loan models trained on such skewed datasets stand the risk of repeating these 

inequalities. If the models do not see enough female profiles in the data, they may give a 

biased assessment of female creditworthiness. Shinde (2024) states that these flaws 

question how accurate and fair loan models are and encouraged that AI models are built 

with fairness in mind. 

Generative AI has a unique ability to create fake text, images, videos, tabular 

data, etc., which resemble real data. Generative Adversarial Networks (GANs) are a 

branch of Gen AI. In this praxis, we want to make fake female loan data with GANs and 

use this fake data combined with real data to train loan models. We believe this method 

will help improve the quality of the data and make credit systems fairer.  

1.2 Research Motivation 

When people everywhere can afford and access monetary services to meet their 

needs, there are immense benefits to an economy. Financial inclusion helps to reduce 

poverty, empowers the most vulnerable in society, creates job opportunities, and grows 

the economy. As mentioned above, many women entrepreneurs still lack access to 

financial resources. The loan models used to decide loan approvals and loan amounts 

tend to favor males over females (Garcia et al., 2023).  



3 

 

This study’s initial contribution to the research is to design a process to create 

fake loan data from real-world Peer-to-peer lending (P2P) data. P2P platforms e.g. 

Bondora, Renrendai, etc. are a great data source because they usually have less strict loan 

requirements compared to banks. This opens the door for more people who would 

otherwise not get loans from the bank to get them. Chen et al. (2019) had noted that even 

P2P datasets contained bias. They conducted a study with Renrendai data and found that 

there were clear gender differences. First, the data was imbalanced with male loan 

applicants making up 86% of total applicants. Despite the low numbers of women in the 

data, women applicants still performed better than men. Female loan applicants were 

19.2% less likely to default on their loans compared to men. Asides that, investors made 

2.04% more than expected profits on loans taken by female borrowers. However, before 

female borrowers could achieve a similar funding success rates like male borrowers, they 

had to promise a visibly higher return. This shows that gender plays a role in loan 

approvals.  

We will create synthetic data using Conditional Generative Adversarial Network 

(CGAN) framework introduced by Mirza and Osindero (2014). The CGAN will be 

conditioned on gender to create additional women entrepreneur profiles which are 

realistic. This approach will increase the number of women borrower profiles in the 

dataset while keeping the relationships among other financial features intact. 

The second research contribution is to add the generated synthetic data into 

baseline loan approval models which are already trained with real-world datasets. After 

that, the baseline models will be evaluated to see how effective they are in making 

predictions. Three regression-friendly machine learning models will be employed in this 
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study (XGBoost Regressor, Lasso Regression and Random Forest Regressor). We will 

use these models to predict loan amounts based on the features of the borrowers. We 

picked these models because they are known to handle structured financial data well. Our 

research hopes to address data imbalances using this approach. After adding synthetic 

data into the baseline models, we want to determine if the models give fairer loan amount 

predictions for female entrepreneurs without a huge drop in model accuracy.  

Our third contribution to the research is to measure and compare biases in 

baseline and enhanced models using fairness metrics. Mean Residual Difference, 

Between-Group Variance (BGV), Group Root Mean Squared Error (RMSE) are the 

fairness metrics which would be used. These metrics measure fairness by checking how 

consistent the outcomes are for each gender. With these contributions, we will 

demonstrate how Gen AI can be used to ensure equal treatment of males and females in 

loan approval models. We will also provide a framework that can be followed to keep AI-

based decision systems fair. With this work, we hope to champion responsible AI 

research and help more people, regardless of gender, get a fair shot at getting loans.   

1.3 Problem Statement 

Women entrepreneurs are underrepresented in financial lending data (World 

Bank, 2017), resulting in biased lending practices. AI models trained on biased data may 

perpetuate these inequalities, causing reduced access to loans for women (USAID, 2024). 

For centuries, cultural and political barriers did not allow women participate in 

the formal financial system. Women’s World Banking (2021) reports that conventional 

banks and credit agencies continue to rely on past financial data. This historical data 

contains too little records of women borrowers and their financial behaviors. As a result, 
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the outcomes from the model tilt against women. The loan models repeat the same unfair 

patterns in the data instead of basing their predictions on a person’s ability to repay a loan 

(Garcia et al., 2023). Also, many women borrowers especially in developing regions, 

often have limited or no credit histories. This compounds the problem and leaves them 

even more vulnerable to being denied equal loan opportunities (Chioda et al., 2019).  

There is a need to reconsider how data is gathered, balanced and used to decide 

which businesses or individuals receive loans. We embody this in this study by creating 

new female data samples to help fix the data gaps. A thorough process will be followed 

to ensure the generated data is accurate and reliable. Hao et al. (2024) warned that a weak 

data creation design worsens gender differences. 

1.4 Thesis Statement 

A loan accessibility framework built with Generative AI can identify and reduce 

biases in current lending models through synthetic data generation, promoting greater 

financial inclusion for female entrepreneurs. 

We will use Conditional Generative Adversarial Networks (CGANs) to create 

fake data. These data will contain different types of female entrepreneur profiles with 

patterns that look like real-world data. Next, we will merge these fake loan profiles with 

the real datasets and use the combined dataset to train the baseline models. After training, 

we will test the models to see how this approach changes loan decisions and whether it 

improves fairness. The big picture is to have a guide that helps lenders expand loan 

access for all businesses on a global scale, without any form of discrimination.  
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1.5 Research Objectives 

This paper introduces a practical way to lower bias and fill data gaps in loan 

approval models. First, we will set up the baseline loan models using a traditional loan 

dataset which is imbalanced, with more male borrower profiles compared to female 

borrower profiles. There will be three baseline models trained on 3 versions of the 

dataset: 

1. The raw imbalanced data 

2. An under sampled balanced data  

3. An oversampled balanced dataset.  

Then, we will create synthetic data specifically to simulate female borrower profiles from 

the raw imbalanced dataset. Next, the synthetic data will be added to real datasets to 

augment the training data which is then used to train enhanced machine learning models. 

Finally, using performance and fairness metrics, we will evaluate all baseline and 

enhanced models. The research objectives are as follows: 

1. Train 3 baseline machine learning models using datasets with different gender 

distributions. The first dataset is the original imbalanced dataset which has 

more male borrower records than females. The second dataset is created from 

the original dataset through under sampling the majority class (male 

borrowers). The third dataset is created through oversampling the minority 

class (female entrepreneurs)  

2. Create a methodology for generating synthetic female borrower data records 

using CGAN  
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3. Integrate the synthetic datasets together with real datasets into the baseline 

models and evaluate its impact on model performance 

4. Measure fairness in the baseline and enhanced models to analyze the impact 

of the bias-controlled synthetic data 

1.6 Research Questions and Hypotheses 

Below are the research questions for this praxis:  

• RQ1: Does gender play a role in determining loan amounts in Predictive AI 

models? 

• RQ2: Can Synthetic female borrower profiles be generated with CGANs to 

improve representation in the training data? 

• RQ3: Does augmenting training data with CGAN-generated synthetic female 

data improve fairness metrics in loan models? 

• RQ4: Does synthetic data augmentation improve predictive accuracy and 

generalizability?  

The hypothesis proposed for this study are listed below:  

• H1: Gender affects loan amounts predictions in baseline loan models. 

• H2: Synthetic data created with CGAN will increase fairness metrics by at 

least 5% 

• H3: Synthetic data combined with training data will lead to an improvement 

in the predictive performance of loan models. 

1.7 Scope of Research 

The scope of this praxis is to improve access to loans for female entrepreneurs 

using Generative AI techniques. To achieve this, we will develop a methodology which 
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involves generating synthetic datasets conditioned on gender. To increase the number of 

female entrepreneurs’ records in the data, these datasets will capture diverse 

entrepreneurial scenarios that mirror real female borrower profiles. Then, the synthetic 

data will be added into traditional baseline loan approval models. Next, the models 

enhanced with the generated synthetic data will be evaluated. We will measure the 

accuracy and performance of all models with and without synthetic data. This will be 

done with statistical analysis, fairness metric evaluations and simulated tests. This 

research work will produce the following deliverables: 

• 3 baseline models trained on imbalanced, under sampled and oversampled 

versions of the original dataset 

• AI-driven loan approval models augmented with synthetic data 

• A comprehensive report outlining the impact of these enhancements on 

fairness and model performance.  

This research will provide a framework as well as actionable insights for applying Gen 

AI to address data imbalances in financial decision-making. 

1.8 Research Limitations 

A major limitation is the fact that this praxis relies on publicly available datasets 

to train and evaluate the Generative AI model. The methodology of using CGAN to 

generate synthetic data addresses the issue of underrepresentation of the female 

entrepreneurs, but it does not address the quality and diversity of the original datasets. 

Thus, the nature of the original dataset may negatively affect the representativeness of the 

generated data.  
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Another limitation is that this research focuses does not develop a custom 

generative model. Instead, it fine-tunes existing Gen AI architecture. This choice makes it 

feasible to complete this research, given the limited time and resources. However, it 

limits exploration of other generative techniques.  

The models in this study were trained and evaluated on Google Colab, a cloud-

based platform. Colab is more cost-effective with accessible computational resources. 

However, limited allocated memory, runtime, processing power and the ability to handle 

very large datasets efficiently are some of the disadvantages of Colab. 

Finally, the training of the model and evaluation of fairness metrics and predictive 

accuracy will be done through simulated tests. This research does not cover real-world 

deployment and validation of the proposed loan approval model, as well as its long-term 

impact on female entrepreneurs. Together, all these research limitations guide the 

interpretation of the research findings and provide directions for future research.  

1.9 Organization of Praxis 

This praxis is structured into five chapters and organized as detailed below: 

Chapter 1: introduces the topic and provides a background on the importance of 

enhancing loan accessibility for female entrepreneurs. Then it details the research 

motivation, problem statement, thesis statement, the research objectives as well as the 

research questions and hypothesis. Finally, the chapter outlines the scope of the research, 

limitations and order of the paper.   

Chapter 2 (Literature Review): reviews existing body of literature relevant to 

this praxis. It covers key concepts, developments and variants of Generative AI models, 

as well as their limitations. Then, it reviews existing traditional loan approval models and 
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the different machine learning algorithms they are developed with. Next, it investigates 

gender gaps in current loan models. In this chapter, we also outline different methods 

used in the literature to generate synthetic financial data. Chapter 2 ends with the benefits 

of explainable AI and fairness in the finance world. 

Chapter 3 (Methodology): Chapter 3 lists the research methods from data 

collection, to pre-processing and exploratory data analysis. Next, it details how we 

developed, trained and evaluated the baseline loan models. It also captures the training, 

parameter tuning and evaluation of the CGAN model. It also outlines the training and 

evaluation of the augmented models and discusses the performance and fairness metrics 

used in this research. 

Chapter 4 (Results): shows the results of our research work. It begins with the 

baseline models’ performance, then it evaluates the process used to generate synthetic 

female borrower records and evaluates the augmented models. Next, it compares 

performance and fairness across all models trained with and without synthetic data. We 

then provide answers to the questions and hypothesis defined in Section 1.6.  

Chapter 5 (Conclusion): This final chapter brings together all our findings. First, 

we document the outcomes of our experiments on how gen AI can enhance loan 

approvals. Next, we show how our work adds value to the AI field. Then, we provide 

recommendations for future study.   
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Chapter 2—Literature Review 

2.1 Introduction 

There is a lot of buzz and daily news about Gen AI. Many banks, lenders and 

financial companies are racing to integrate Gen AI into their operations, so they do not 

miss out on the benefits of the technology. Gen AI opens up avenues to make loan 

models perform better and increase access to finance.  

In this chapter, we review existing papers and publications. We begin by listing 

out the different types of GANs and how Gen AI models are developed in section 2.2. 

We also pointed out the various use cases and benefits of Gen AI in the world of finance. 

In section 2.3, we reviewed machine learning loan models developed in past studies. We 

spotlight the positive attributes and shortcomings of each model and study. For section 

2.4, we provide an in-depth review of gender disparities in loan approvals. We identified 

present-day biases and potential remedies. Then, we moved on to examine the different 

techniques past authors have used to create synthetic data in financial applications in 

section 2.5. Next, in section 2.6, we discussed fairness in AI systems, plus the methods to 

assess and reduce biases. Section 2.7 talks about ethics of using generative AI in finance. 

Finally, Section 2.8 wraps up the chapter with key insights.  

2.2 Generative AI in Finance 

GANs have shown potential to address data scarcity, privacy preservation, and 

fairness in decision-making systems. Goodfellow et al. (2014) built the first GANs. They 

created a foundational work and presented GANs as a system with two neural networks - 

a generator and a discriminator. These networks compete to learn complex patterns in the 

data and output realistic samples. Their approach became the new standard for generating 
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synthetic data, which was similar to real-world datasets, in terms of their properties. In 

the table below, we show some of the types of GANs explored in the literature. 

 

Table 1- Generative Models 

Authors Area of 

Study 

Models Dataset Result 

Goodfellow et 

al. (2014) 

Deep 

generative 

modelling 

GAN MNIST, 

CIFAR-10 

Introduced GAN 

framework. Found 

that GANs can 

generate realistic 

data using an 

adversarial method 

Sai Kiran et al. 

(2023) 

Loan 

approval 

prediction 

Adversarial 

Training 

Kaggle Loan 

data 

Achieved 65% 

accuracy and 

improved fairness 

Vega et al. 

(2020) 

Credit card 

default 

CGAN Default of 

Credit Card 

Data (UCI) 

Synthetic data 

produced had similar 

classification 

accuracy as real 

data, while solving 

data privacy.  
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Koshiyama et 

al. (2020) 

Financial 

trading 

CGAN Bloomberg 

financial time 

series data 

Improved trading 

strategy fine-tuning, 

produced more 

diverse and realistic 

samples 

Fu et al. (2019) Time series 

simulation & 

market risk 

forecasting 

CGAN Macroeconomic 

data 

CGAN learned real-

world time series 

patterns and 

simulated market 

movements better 

than traditional 

methods 

Park et al. 

(2018) 

Privacy 

preservation 

Table 

GAN 

LA City, Adult, 

Health and 

Airlines Dataset 

Created fake datasets 

while preserving 

privacy 

Vaz and 

Figueira (2024) 

Fake news 

detection 

CTGAN 

and 

TabFair 

GAN 

Adult dataset 

and LIAR-

PLUS 

CTGAN worked 

better for data 

augmentation while 

TabFair GAN 

produced better 

results for data 

quality 
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Arjovsky et al. 

(2017) 

Unsupervised 

generative 

modelling 

WGAN Bedrooms 

dataset 

Solved mode 

collapse, improved 

training stability and 

produced higher 

quality data samples 

Rizzato et al. 

(2023) 

Synthetic 

financial 

scenario 

generation 

BiGAN + 

CGAN 

Macroeconomic 

data 

The GANs worked 

well for forecasting 

financial trends 

Lucic 

et al. (2018) 

Comparative 

evaluation of 

multiple 

GANs  

MM GAN, 

NS GAN, 

WGAN, 

WGAN-

GP, 

LSGAN, 

DRAGAN, 

BEGAN 

MNIST, 

Fashion-

MNIST, 

CIFAR-10 

No GAN performed 

better than others. 

Hyperparameter 

tuning and compute 

resources are the 

most important 

determinants of 

model performance 

Salimans et al. 

(2016) 

Image 

classification 

and GAN 

training 

stabilization 

GAN MNIST, 

CIFAR-10, 

ImageNet 

Minibatch 

discrimination and 

feature matching 

helped to generate 

highly realistic 

images 
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While GANs hold great promise in finance, each GAN type has its own struggles.  

Table-GANs protect data privacy, but they do not work well when the dataset is 

imbalanced. Park et al. (2018) observed that Tab-GANs can sometimes alter rare features 

and cause mistakes in financial models that depend on the generated data. In a similar 

vein, Vaz and Figueira (2024) pointed out that TabFairGAN should be built with fairness 

constraints that are specific to the domain. If not, they may accidentally repeat hidden 

biases in fake loan data.  

WGANs are known to be more stable during training. Unfortunately, they are 

likely to experience vanishing gradients. To avoid this problem, Brenninkmeijer (2019) 

advised that the parameters of the WGAN be carefully tuned. Efimov et al. (2020) found 

that sometimes, financial datasets generated with WGAN struggle to capture fine-grained 

feature distributions. This limits their use in predictive modeling. 

CGANs, on the other hand, are useful for controlled data generation. Although, 

the performance of CGANs mostly depends on the quality and diversity of the labeled 

data. In a study performed by Vega et al. (2022), they conclude that CGANs trained with 

small or biased datasets have the tendency to produce biases in the original datasets.  

Mode collapse remains the biggest challenge encountered when training GANs. In 

addition, GANs can be sensitive to the parameters used for tuning them (Ramzan et al., 

2024). To train GANs, significant computational resources are needed. Careful 

hyperparameter tuning can help a model to not overfit or generate unrealistic data. 

According to Lee et al. (2024), GAN developers should also factor in data privacy, model 

transparency, and biases. 
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2.3 Traditional Loan Approval Models 

Past papers have built different machine learning models for loan approvals. 

These models include logistic regression, decision trees, SVM, ensemble methods, etc. 

The table below captures some of the machine learning models used in previous studies.  

Table 2 – Loan Models 

Author Models Tested Data Results 

Sheikh et al. 

(2020) 

Logistic regression Kaggle loan 

data 

Achieved 81% accuracy. Credit 

score and income were the main 

predictors of loan approval. 

Gender had little effect 

Lohani et al. 

(2022) 

Logistic regression Kaggle loan 

data 

Marital status, number of 

dependents and education were 

key predictors of loan approval 

Babalola 

and Ajagbe 

(2024) 

Binary Probit model Data from 

top 4 

Nigerian 

banks 

Repayment capacity was the 

most significant predictor 

Kumar et al. 

(2016) 

Decision tree, 

Random Forest, 

SVM, Linear Model, 

Neural Network, 

AdaBoost 

Bank loan 

data 

Decision trees and random 

forests ranked the highest in 

terms of accuracy and F1-score 
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Yang 

(2024) 

Logistic regression, 

decision tree, 

random forest, 

SVM, AdaBoost, 

neural network 

Mortgage 

application 

data from 

major 

Australian 

banks 

Logistic regression produced the 

highest accuracy and 

interpretability. Main predictors 

of loan approval – race, loan-to-

price ratio 

Dansana et 

al. (2024) 

Random forest 

regressor, Classifier 

Bank loan 

dataset 

Education, income, and 

employment type are key 

predictors of approval 

Alagić et al. 

(2024) 

Decision trees, 

random forest, 

KNN, AdaBoost, 

gradient boosting, 

and XGBoost 

Mental 

health 

dataset, loan 

approval data 

Random Forest 85% on the loan 

approval dataset. Main 

predictors – age, education, 

income, credit history 

Sarfo-Manu 

et al. (2019) 

Decision tree Bank loan 

histories 

from 

Nsoatreman 

Bank, Ghana 

Achieved 70% accuracy in 

predicting credit eligibility of 

loan borrowers. Key predictors – 

age, dependents, employment 

type 

Uddin et al. 

(2023) 

Ensemble machine 

learning (random 

forest, extra trees, 

KNN 

Kaggle loan 

data 

Achieved an accuracy of 

87.26%. Main predictors of loan 

approval – credit history, 

income, loan amount 
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Jamunadevi 

et al. (2024) 

Ensemble model 

combining random 

forest and XGBoost 

Kaggle loan 

data 

The ensemble achieved 96.55% 

accuracy. Income and loan 

amount were main predictors of 

loan approval 

Cao et al. 

(2021) 

Gradient boosting 

decision trees 

(GBDT), random 

forest, and rotation 

forest 

Renrendai 

Chinese P2P 

lending data 

Achieved accuracy of 94%. 

Loan amount, term and income 

were top predictors of loan 

default 

Yi (2023) Logistic regression, 

random forests, 

Gaussian Naive 

Bayes, artificial 

neural networks 

(ANN), SVM, 

XGBoost 

Lending club 

P2P data 

(largest 

dataset 

reviewed) 

XGBoost achieved the highest 

accuracy (79.4%) 

 

From the papers we reviewed, we see clear progress in how machine learning has 

improved loan predictions over time. We did, however, observe that there was no 

mention of fairness in several studies. Also, many of the datasets used did not have a 

gender feature.  
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2.4 Gender Disparities in Loan Approvals 

As discussed in chapter 1, gender still plays a role in how business owners can 

access funding. There are few studies on gender in loan approvals, but the limited papers 

available give helpful insights. 

Carter et al. (2007) were curious about how gender affected lending on two 

dimensions: the gender of the loan officers and applicants. They found that male and 

female loan officers assessed applicants differently. On the applicants’ side, men were 

judged more on personal qualities, while women were evaluated more on preparation and 

presentation.  

Mijid and Bernasek (2013) looked into access to small business credit in the US. 

They found that businesses owned by women were denied more frequently than those 

owned by men. However, they stated that women applied for loans less often which is 

most likely the reason for women’s limited access to credit. Berguiga and Adair (2022) 

did not agree with this finding. They studied entrepreneurs in six Middle East and North 

Africa (MENA) countries. What they found is that women did not hold back from 

seeking loans, regrettably they still faced higher denial rate. They also discovered that 

many women would rather turn to microfinance banks for loans which are lesser and 

more expensive.  

When it comes to P2P lending, research shows that gender does shape how people 

repay their loans. Women are less likely to default on their loans and take more cautious 

financial decisions than men (Aliano et al., 2023). Unfortunately, these positive behaviors 

are not reflected in loan models. Fixing the gender differences could open up more doors 
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for female entrepreneurs and help more of them access the funds they need to grow their 

businesses (Aliano et al., 2023). 

Work done so far explains how loan approvals are influenced by gender and also 

exposes major gaps. We note that the data used in past research does not always represent 

people from varied backgrounds or regions. This makes it hard for us to apply these 

conclusions to other contexts. Fairness metrics can be used to identify and close the 

gender bias. But without richer datasets, it may be difficult to test these solutions on a 

grander scale. 

2.5 Synthetic Data Generation for Financial Applications 

More financial companies have begun using fake data to solve key challenges. 

Long et al. (2025) notes that synthetic data could tackle limited data availability, privacy 

risks, and bias in predictive modeling. Machine learning models can be trained on 

artificial datasets instead of sensitive financial records. Several approaches have been 

explored to enhance the quality and fairness of financial datasets. Examples are 

Generative Adversarial Networks (GANs), Variational Autoencoders (VAEs), genetic 

algorithms, recurrent neural networks (RNNs), mechanisms which preserve privacy, etc.  

The table below shows some of the methods explored to generate synthetic data. 

Table 3 – Synthetic Data Generation Approaches  

Authors Area of 

study 

Models Results 

Vega et al. (2020) Credit card 

fraud 

CGAN Generated high-quality data and 

preserved the original data 

distribution of the real datasets 
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Ljung (2021) Financial 

data privacy 

CTGAN Preserved real data patterns in 

generated data. Improved 

training stability and reduced 

mode collapse but struggled 

with heavy-tailed features and 

data imbalance 

Caliskan et al. 

(2023) 

Credit loan 

offer 

CTGAN, VAE CTGAN produced slightly 

better-quality data and better 

predictions while VAE 

preserved the data structure 

Mohapatra et al. 

(2024) 

Fraud 

detection 

CGAN Detected more fraud and 

handled class imbalance. CGAN 

showed mode collapse and 

unstable training 

Dogariu et al. 

(2022) 

Financial 

time series 

generation 

GAN, VAE, 

GMMN 

VAE models converged faster, 

generated realistic and stable 

financial data, achieved the best 

result  

Hao et al. (2024) Synthetic 

data 

generation 

GAN, VAE, 

diffusion 

model, LLM 

GAN and VAE performed best 

for reducing data bias and 

improving diversity in the 

generated data 
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Behjati et al. 

(2019) 

Software 

testing and 

data privacy 

RNN, LSTM Generated time-based synthetic 

records, but struggled with rare 

events and unseen patterns 

Goyal and 

Mahmoud (2024) 

Synthetic 

data 

generation 

across 

different 

domains 

GAN, VAE, 

LLM 

LLM can generate high quality 

data but suffer from bias, huge 

computational costs and 

privacy. GANs and VAEs are 

better for creating images and 

tabular data. LLMs were better 

for text data. 

Lu et al. (2024) Synthetic 

data 

generation 

GAN, VAE, 

diffusion 

models, 

reinforcement 

learning, 

language 

models 

Combining different techniques 

and using multi-modal 

approaches produced higher 

quality data. However, fairness 

and privacy remain a concern 

Fonseca and Bacao 

(2023) 

Synthetic 

data 

generation 

Multiple types 

of GANs, 

VAE, 

Autoenconders 

Inconsistency of evaluation 

measures and the need to add 

fairness in generation methods 

to reduce bias 
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2.6 Fairness in AI systems 

Fairness in AI systems is important because biased decision-making can worsen 

inequities. Many studies have explored various fairness measures and methods to deal 

with these issues. This is key in loan approval systems where protected attributes, e.g. 

gender, race, or socio-economic status, etc., have a strong influence 

Mehrabi et al. (2021) identified major fairness metrics in AI systems. These 

metrics are demographic parity, equalized odds, equal opportunity, treatment equality, 

test fairness, counterfactual fairness, and conditional statistical parity. They proposed bias 

mitigation approaches across different stages of the model development. In the pre-

processing stage, data transformation was suggested. For the in-processing stage, fairness 

constraints during training were suggested. For the post-processing stage, it was 

recommended to adjust the predictions. Their study place emphasis on the importance of 

balancing fairness with model performance in finance.  

Choi et al. (2025) investigated fairness in financial AI by applying constraint-

based bias mitigation to logistic regression loan-approval models using the Korea Credit 

Information Services dataset. Results showed that when models were constrained for 

fairness, they achieved the best balance. Bias also reduced greatly with only a modest 

drop in accuracy compared to the baseline.  

Sattigeri et al. (2019) introduced the Fairness GAN to generate datasets which had 

more advanced fairness properties. The study used fairness metrics like equality of 

opportunity and demographic parity to evaluate the datasets generated. Demographic 

parity ensures that protected groups are equally selected. Equality of opportunity ensures 

that false negative rates are equal across groups. Fairness GAN performed better than 
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older fairness methods, for example reweighing. It did not affect how realistic the data 

was, but it successfully reduced bias. 

Garcia et al. (2024) checked to see if there was unfair treatment in credit models. 

They detail how bias could exist throughout the stages of an analysis, from data 

gathering, to how the model is designed and how predictions are made. They noticed that 

sometimes to achieve fairness, accuracy may decrease.  

In a study done by Li et al. (2024), they found that it is more effective to add 

fairness constraints during data generation, than after. Liu et al. (2025) explored different 

methods to generate data and agree that fake data can enhance fairness and protect 

privacy. However, to achieve high performance across these aspects remains a challenge 

due to in-built trade-offs.  

Soundarapandiyan et al. (2022) suggested the need for artificial but fair data. 

They introduced two metrics to test if the data was balanced across groups - disparate 

impact and equal opportunity difference. 

Fairness was also used in regression problems. Agarwal et al. (2019) created two 

fairness definitions (statistical parity and bounded group loss). They also developed 

methods that convert regression models which are constrained by fairness into standard 

learning tasks like weighted least squares. Their framework makes random predictions to 

help balance fairness and accuracy. 

Perera et al. (2022) used a worst-case scenario approach to test and measure 

fairness in regression systems. They introduced the concept of fairness degree, which 

measures how much predictions can differ between similar individuals who differ only by 

a sensitive attribute. Scutari et al. (2022) developed the Fair Ridge Regression Model 
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(FRRM). It is a simple approach which uses a ridge penalty to control the influence of 

sensitive attributes. In their study, they did not apply complex fairness constraints, 

instead they let users adjust a fairness parameter that directly limits how much sensitive 

attributes contribute to the model’s output.  

Almajed et al. (2024) researched if fairness metrics used in regression settings 

were consistent. They discovered that common metrics, e.g. mean residual difference, net 

compensation, group-based errors, etc. can lead to conflicting conclusions. Some 

measures may imply that a model is fair and vice versa. It all depends on how errors are 

distributed across groups. They showed that no single fairness measure is all-

encompassing, therefore multiple metrics should be used to evaluate models. 

2.7 Ethical and Practical Implications 

Generative models should be interpretable and transparent. This is the whole 

essence of explainable AI (XAI). As Gen AI becomes more popular, there are a lot of 

ethical concerns about its impact. According to Hao et al. (2024), there is a need for strict 

regulation regarding the use of AI, which includes the development of guidelines to 

responsibly utilize this technology, thereby reducing risk associated with AI. Schwartz et 

al. (2022) stated that if an AI model is poorly constructed or inadequately monitored, then 

the potential exists to discriminate against certain populations. 

In line with Hao et al. (2024) and Schwartz et al. (2022), recent research indicates 

that the increasing reliance upon Synthetic Data (SD) brings new ethical issues into 

consideration. While SD offers many advantages, as previously discussed, it is possible 

for biases to be passed through from source data. Therefore, it is essential to be more 
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mindful of accountability, transparency, and balancing accuracy with privacy. In this 

manner, SD can contribute to equity (Shanley et al., 2024). 

Khanna et al. (2025) demonstrated the relevance of XAI by utilizing a Random 

Forest Classifier, along with SHAP (SHapley Additive Explanations), to analyze the 

impact of using XAI in loan models. Khanna et al. (2025) demonstrated the ease of 

interpreting the output of the model, as well as understanding why loans were approved 

or rejected. 

When credit systems follow ethical AI frameworks, they are more transparent, 

and they provide more equitable decision-making processes when making financial 

decisions (Purificato et al., 2023). The authors discovered that adjusting sample weights 

is one technique to determine, and subsequently, reduce bias. Additionally, Purificato et 

al. (2023) believed that SHAP-based explanations for loan decisions increased the level 

of trust that individuals had in the models. 

The utilization of XAI tools is required to enable stakeholders to comprehend, and 

ultimately, rely upon the outputs of lending models. XAI tools illuminate how Gen AI 

models arrive at their conclusions. 

2.8 Summary 

From the research, it has been established that generative AI could enhance both 

performance and equity in loan models. The studies on gen AI models, fairness 

frameworks, and loan prediction models each cover a different area, but none of the 

studies that we identified examined how adding synthetic data would improve loan model 

accuracy and fairness. 
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We also found another problem. Most of these experiments were run on very 

small sample sizes (datasets) which had less than 10,000 samples. This reduces how well 

they can recognize broader patterns and apply well to new data. We also observed that 

most of the datasets did not have gender attributes. This makes it difficult to evaluate the 

fairness of loan approval models through the lens of gender.  

Using artificial data in loan models is a key area for future research. Synthetic 

data generation has been shown to solve data scarcity and imbalance effectively. This 

praxis hopes to address this gap by incorporating synthetic data into loan approval 

systems and evaluating its effects on fairness and accuracy.  
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Chapter 3—Methodology 

3.1 Introduction 

The first step of every analytical project is to define the problem and gather the 

data. We already established the problem statement in earlier chapters. Therefore, in this 

chapter we will begin by showing the process used to obtain the data. Then, we outline 

the data source, structure, and key attributes in section 3.2. After gathering the data, it is 

important to clean and pre-process it. Section 3.3 lists the steps we took to clean the data 

and prepare it for analysis and modelling. It describes how we handled missing values; 

encoded features and treated the issue of class imbalance. As mentioned previously, we 

will develop and evaluate baseline models which can be used for later comparisons. 

Section 3.4 walks through how we prepared the baseline models. In Section 3.5, we 

introduce the CGAN framework. We describe its architecture and initial configuration. 

Section 3.6 discusses how we used hyperparameter tuning and optimization make the 

quality of synthetic data even better. In section 3.7, we cover how we joined the original 

dataset with synthetic data. In section 3.8, the generated synthetic data is validated. We 

needed to make sure that it was statistically consistent and fair before adding it to the 

training data. Section 3.9 explains how the enhanced baseline models were trained and 

evaluated using both real and synthetic data. The focus is to see if bias reduces and 

performance increases. Finally, Section 3.10 we present the comparison between the 

baseline and enhanced models. Here, we verify our research hypothesis; then we 

summarize our key results. Figure 1 below shows the processes we followed in this study. 
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Figure 1: Research Methodology Framework 

3.2 Data Collection 

For this study, we have used data from the peer-to-peer lending at the European-

based lending platform Bondora. We downloaded the data from the IEEE Dataport 

website (https://ieee-dataport.org/open-access/bondora-peer-peer-lending-data).  

Bondora's dataset has more than 77,000 records and includes 48 different features 

of a loan application. Each feature covers important characteristics of an applicant such 

as: Age, Gender, Loan Amount, Interest Rate, Employment Status, Income, Credit Score, 

Marital Status, etc. These features are very important in understanding which variables 

affect the size of loans. In addition, the data set included applicants with diverse 

demographic and financial background. Therefore, it allowed us to compare the size of 

loans given to male and female applicants across all their characteristics. 

 

 

https://ieee-dataport.org/open-access/bondora-peer-peer-lending-data
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3.3 Data Pre-processing and Analysis 

It is important that the dataset we use is accurate, consistent and reliable. We took 

the following steps to prepare the data: 

1. Data Cleaning: First, we removed any columns we deemed as irrelevant or 

potentially misleading from the dataset. Date-specific variables such as LoanDate, 

FirstPaymentDate, and MaturityDate_Original were dropped because this study 

does not analyze temporal trends; the timing of the loan is not relevant to the core 

research question focused on approval-related factors. Fields which did not 

provide useful information about the target population were removed. Examples 

are LanguageCode, County, City, Country, etc. This was done to prevent 

unwanted geographic or linguistic bias. MonthlyPayment and Interest were 

dropped to avoid data leakage. Data leakage happens when the training set 

contains information that would not be available at the time of prediction. This 

could make the model learn from the outcomes the model is supposed to predict. 

MonthlyPayment and Interest are usually calculated after a loan is approved and 

are derived from the approved loan amount and terms. Including them would 

enable the model to "peek" into future outcomes and artificially boost 

performance. Since the aim of this study is to examine factors influencing loan 

approval decisions, only features that are known or observable prior to approval 

were retained. Categorical variables like employment duration at current 

employer and credit score from the external microlending system were corrected 

and encoded appropriately. Duplicate rows were removed to ensure data integrity. 

In addition, only rows where the loan purpose (UseOfLoan) was related to 
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business or entrepreneurship were retained. Loan purposes unrelated to financial 

or business activity were filtered out, e.g. Education, Health, Home improvement, 

Travel, etc. 

2. Handling missing values: Missing data can negatively impact the accuracy of 

results and the overall performance of models built on the data. To mitigate these 

potential problems, we applied a combination of removing rows containing 

missing data in the Gender_Male and LoanAmount columns; removing columns 

with more than 50% missing values; and employing an imputation strategy for the 

remaining data. In order to preserve the integrity of the Gender_Male and 

LoanAmount columns, we decided to remove all rows with missing data from 

those columns entirely. The other columns were also reviewed. Any columns with 

more than 50% missing data were removed as well. The remaining data was then 

imputed using the following methods. All columns that contained numerical data 

had missing rows replaced with the median value for each column. Using the 

median helps reduce the influence of extreme values (outliers) and provides a 

clearer representation of central tendency for skewed data. Categorical columns 

that had missing values were populated with the modal value for that column. 

Consistency is maintained within each category and the risk of introducing bias 

into the data is minimized through this method.  

3. Handling Categorical Data: We used two methods to encode non-numerical 

variables: 

o Label Encoding for ordinal variables – education, employment duration. 
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o One-Hot Encoding - this was used for nominal variables like gender, 

marital status, loan purpose. 

4. Managing Outliers: After careful consideration, we decided to remove only 

outliers from specific columns (age, amount, income) to avoid excessive data loss. 

We used the Interquartile Range (IQR) method for this step. 

5. Data Transformation: We converted columns to their right data type. Next, we 

applied log transformation to several skewed financial variables e.g IncomeTotal, 

LiabilitiesTotal, FreeCash, and Amount, etc. This helped to reduce the effect of 

extreme values and make their distributions normal. We used the natural 

logarithm of one plus the value (log1p) to handle zeros safely. This 

transformation improves model stability. It prevents features with large numeric 

ranges from negatively affecting training. 

6. Data Standardization: we brought numerical variables to a common scale to 

keep the data consistent and improve model performance. This step is useful for 

models that are sensitive to feature scaling. 

7. Removing Variables Correlated to Gender: we created a binary variable by 

mapping Male to 1 and Female to 0. After this, we calculated the correlation 

coefficients for all numeric features. Then we dropped numerical features which 

had moderate correlation to gender. This step helps prevent the model from 

learning indirect gender patterns hidden in other variables. 

8. Removing highly correlated Features: We conducted a correlation analysis 

across all numeric features. Using the absolute Pearson correlation coefficients, 

pairs of features with correlations greater than 0.8 were identified. We found 
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many features to be highly correlated with one another. Some even had 

correlation coefficients > 0.99 which we suspect were due to shared patterns of 

missing or default categorical values across multiple fields. We dropped the most 

correlated features to prevent overfitting and minimize noise among the variables. 

It also improved the model's transparency without causing a major loss of 

information. 

9. Statistical Test for Gender Differences in Loan Amounts: We ran a statistical 

test to determine whether to reject the hypothesis that there was no significant 

difference in the loan amounts granted to male and female borrowers. We used 

the t-test, a parametric test used to evaluate whether the means of two independent 

groups are significantly different without assuming that variances are equal 

(Welch, 1947). T-test measures the sample means of the two groups and then 

computes the t-statistic. This shows the magnitude of the difference relative to the 

variation in the data. Below is the formula for Welch t-statistic: 

𝑡 =   
𝑥̅1  − 𝑥̅2

√
𝑠1

2

𝑛1
+

𝑠2
2

𝑛2

 

Equation 1: Welch’s T-test statistic 

where: 

𝑥̅1, 𝑥̅2  = sample means (male loan amounts vs female loan amounts) 

𝑠1
2,  𝑠2

2  = sample variances 

𝑛1,  𝑛2 = sample sizes 
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The degrees of freedom are also estimated using the Welch–Satterthwaite 

equation: 

𝑑𝑓 =  
(

𝑠1
2

𝑛1
  +  

𝑠2
2

𝑛2
)

2

(
𝑠1

2

𝑛1
)

2

𝑛1  −  1   + 
(

𝑠2
2

𝑛2
)

2

𝑛2  −  1

 

Equation 2: Welch–Satterthwaite degrees of freedom 

The degrees of freedom determine the shape of the reference t-distribution against 

which the observed statistic is compared. They account for differences in sample 

size and variance. After this, a corresponding p-value is calculated. The p-value 

shows how likely it is to observe a difference as extreme as the one in the data if 

no real difference exists between the groups. A smaller p-value gives stronger 

evidence that the observed difference is statistically significant. 

 

 

Figure 2: Distribution of Loan Amount by Gender 
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10. Creating Gender-Balanced Copies of the Dataset: Two copies of the cleaned 

dataset were created to handle gender imbalance. The first dataset was created by 

under-sampling. When a dataset is undersampled, the size of the majority class 

(male loan applicants) is decreased to match the size of the minority class (female 

loan applicants). The second dataset was created using over-sampling with 

SMOTENC (Synthetic Minority Oversampling Technique for Nominal and 

Continuous features). SMOTENC creates synthetic female borrower records by 

interpolating between existing minority samples for continuous features. It selects 

the most frequent values for categorical features. This approach is well-suited to 

the Bondora dataset because it has both numerical and label-encoded categorical 

variables, and SMOTENC ensures the synthetic observations remain realistic. 

Oversampling in this way preserves the full set of male borrowers while 

increasing the representation of female borrowers, to provide a strong classical 

baseline for comparison against advanced generative methods such as CGANs. 

These gender-balanced copies were not used during data exploration or primary 

analysis but were preserved for later modeling. Both the original (imbalanced) 

dataset and the gender-balanced versions went through the same preprocessing 

and transformation steps. These three versions of the data will be used to train 

separate baseline models. This makes it easier to compare the performance and 

fairness outcomes under different gender distributions. 

11. Splitting the Dataset: The dataset has been split with 80% allocated to the 

training set and 20% to the test set. The training set was used for model training, 

and the test set was kept for final model evaluation. 
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3.4 Training and Evaluating Baseline Loan Models  

We trained baseline models on the original dataset. These baseline models are our 

starting point to measure the impact of adding artificial data to the models subsequently. 

Baseline models also allow an early check for possible fairness issues in the dataset. 

Without a baseline, it would be difficult to quantify whether any observed improvements 

are due to the introduction of synthetic data or simply inherent to the data or modeling 

process. To evaluate model performance and fairness under different gender distributions, 

three versions of the training data were used: the original imbalanced dataset, a gender-

balanced variant created through under-sampling and a gender-balanced variant created 

through over-sampling. We trained multiple baseline models on each version of the data. 

3.4.1 Model Selection 

We selected three supervised regression algorithms: Random Forest Regressor, 

XGBoost Regressor, and Lasso Regression. As mentioned in chapter 2, these models are 

suitable for regression problems. 

1. Random Forest Regressor (RF): is a tree-based model which captures complex, 

non-linear patterns that exist between variables. RF does not depend on strict 

assumptions about the data. Random Forest is effective for loan datasets which 

have many features and mixed data types.  

2. XGBoost Regressor: XGBoost is a gradient boosting method widely used in 

finance. XGB performs better than other models with structured data. It can 

manage missing values, apply regularization, as well as boost accuracy with 

optimized tree boosting. 
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3. Lasso Regression: Lasso is a linear model that uses L1 regularization for feature 

selection. It is a simpler and more interpretable approach. We included lasso for 

this study to test whether basic linear patterns are enough to explain loan amounts. 

Selecting a diverse set of models enables the study to identify both linear and non-linear 

patterns in the data and ensures that conclusions are not limited to one modeling 

approach. 

3.4.2 Model Training and Evaluation 

We trained each of the three baseline models. Then, we tuned their parameters 

using validation results to improve performance. We employed the scikit-learn and 

XGBoost libraries. For the Random Forest Regressor, 100 decision trees were used 

(n_estimators=100). We set a fixed random seed to ensure reproducibility 

(random_state=42). Also, we configured the XGBoost Regressor with 100 boosting 

rounds (n_estimators=100). The Lasso regression model applied an L1 regularization 

parameter of alpha=0.1 to perform regression and feature selection at the same time. 

We used the 80% portion of the data to train the model. Then, we generated out-

of-sample predictions with the independent test set. Next, we evaluated each model's 

accuracy and performance with these 3 metrics below - 

• Root Mean Squared Error (RMSE): is the square root of the average squared 

differences between predicted and actual loan amounts (Willmott, 1981). For this 

praxis, RMSE reflects how much the predicted loan amounts differ from the real 

values of loan amount. RMSE shows the real impact of prediction errors. A 

higher RMSE means the model’s loan predictions deviate more from the actual 
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loan amounts (worse accuracy). A lower RMSE means better accuracy. The 

formula for RMSE is detailed below: 

𝑅𝑀𝑆𝐸 = √ 
1

𝑛
 ∑ (𝑦𝑖  −  𝑦𝑖̂)2

𝑛

𝑖  = 1

 

Equation 3: Root Mean Squared Error (RMSE) 

where: 

𝑛 = number of observations 

𝑦𝑖  = actual (observed) value 

𝑦𝑖̂  = predicted value 

𝑦𝑖  − 𝑦𝑖̂  = residual (error for each observation) 

• R-squared (R²): The coefficient of determination (R²) represents the proportion 

of variance in the target variable explained by the model. R2 serves as an overall 

measure of model fit. Higher R² values mean that the features used in the model 

explain a greater proportion of the variability in loan amounts. (Nagelkerke, 

1991). R² alone may not fully capture predictive quality, but it complements 

RMSE by providing an interpretable measure of explanatory power. Below is the 

formula for R2: 

𝑅2  =  1 −
∑ (𝑦𝑖  −  𝑦𝑖̂)

2𝑛
𝑖=1

∑ (𝑦𝑖  −  𝑦̅)2𝑛
𝑖=1

 

Equation 4: Coefficient of Determination (R-squared) 

Where: 

𝑛 = number of observations 

𝑦𝑖  = actual (observed) values 
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𝑦𝑖̂  = predicted values 

𝑦̅  = mean of actual values 

• Cross-validated R² (CV R²): estimates how well the model generalizes to unseen 

data. Higher values mean the model retains predictive power outside the training 

set (Stone, 1974). We applied a 5-fold cross-validation on the training set for each 

model. This helps us to check if the model is stable and able to generalize beyond 

a single data split. Our first step was to divide the training data randomly into five 

equally sized folds. Then for each iteration, we trained the model on four folds 

and validated on the fifth. The model rotates across all folds. CV R² scores from 

each fold were averaged to produce a robust estimate of the model's 

generalization performance. This extra evaluation step helps detect overfitting. It 

makes sure that reported performance metrics are not too dependent on a specific 

train-test partition. Below is the formula for CV R2: 

𝑅𝐶𝑉 
2 =  1 −  

∑ (𝑦𝑖  −  𝑦𝑖̂, − 𝑘)2𝑛
𝑖=1

∑ (𝑦𝑖  − 𝑦̅)2𝑛
𝑖=1

 

Equation 5: Cross-validated R-squared 

  Where  

𝑛 = number of observations 

𝑦𝑖  = actual (observed) values 

𝑦𝑖̂  −  𝑘  = the model’s prediction for 𝑖 when trained without the fold that includes 

𝑖 (cross-validation) 

𝑦̅  = mean of all observed values 

After training the model using the full training set, we applied the independent 

test set to generate final performance estimates. We did not use the test set during model 
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training or cross-validation so we could get an unbiased assessment of model 

performance on unseen data (new loan applicants). For each model, below are evaluation 

steps we took: 

1. Generate predictions on the test set. 

2. Calculate RMSE and R² using test set predictions and actual loan amounts. 

3. Compute five-fold cross-validated R² on the training set. 

4. Aggregate these metrics for later comparative analysis. 

3.4.3 Model Interpretation 

We first used the evaluation measures to find the model that gave the best 

predictions. Afterward, we applied the chosen model to interpret the results and assess 

fairness. Then, we created a feature importance plot to visualize the top features and 

show how each of them influenced the model’s predictions. We also used SHapley 

Additive exPlanations (SHAP) to better explain the model. For the SHAP analysis, our 

first step was to initialize an explainer object using the selected trained model. After this, 

we computed SHAP values for the test set to show how each feature contributes to 

individual predictions. Finally, we used a SHAP plot to present the average absolute 

values across all features.  

SHAP is a useful tool for understanding a model’s behavior. In finance, model 

interpretation allows for greater transparency. It supports regulatory compliance in credit 

risk decisions. Stakeholders can use SHAP results to understand how loan amounts are 

determined based on borrower characteristics. SHAP-based feature values form the basis 

of the fairness analysis. With it, we can estimate the contribution of gender to the model’s 

predictions. 



41 

 

3.4.4 Fairness Evaluation  

The primary objective of the fairness evaluation was to determine whether the 

trained model systematically favored one gender group over another in loan amount 

predictions. Because the target variable is continuous, fairness was assessed using group-

based regression fairness metrics rather than traditional classification fairness measures. 

The following three fairness metrics were used. 

• Mean Residual Difference (MRD): This metric calculates the difference in 

average prediction errors (residuals) between female and male borrowers. An 

MRD value which is not 0 indicates that there is either over prediction or under 

prediction for one gender group compared to the other. 

• Group Root Mean Squared Error (Group RMSE): This metric computes 

separate RMSE values for male and female subgroups. It shows whether 

prediction accuracy is different between groups. Disparities in Group RMSE 

reflect unequal model error magnitudes across gender groups. 

• Between-Group Variance (BGV): This metric calculates the variance of 

predicted mean loan amounts between gender groups, providing a measure of 

overall group-level prediction differences. 

There were various steps involved in the fairness evaluation process. First, the final 

trained model was applied to the test set to generate predicted loan amounts. Next, true 

loan amounts, predicted values, and gender labels were extracted for all test instances. 

After this, custom functions were used to calculate fairness metrics based on the test set 

predictions. Finally, the fairness metrics were then summarized to quantify gender-based 

disparities in model predictions. There are several advantages of using the 3 fairness 
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metrics. Firstly, these metrics measure disparities at the outcome level rather than at the 

feature level contributions. They are also well-suited to the nature of regression tasks, 

where fairness assessments should factor in not only prediction errors but also prediction 

magnitudes. At this stage, the fairness evaluation helps to identify potential gender 

disparities present in the original dataset and model.  

3.5 Initialization of Conditional Generative Adversarial Network Model  

A CGAN was implemented to generate synthetic loan applicant data conditioned 

on gender. We applied the CGAN framework to reduce data imbalance and improve the 

representation of underrepresented groups. Our model used the gender label as a 

condition to learn the joint distribution of applicant features. This setup allowed targeted 

sampling for each group. This synthetic data would later support fairness-aware modeling 

and analysis. 

The CGAN training follows the minimax objective proposed by Mirza and 

Osindero (2014), which extends the original adversarial framework of Goodfellow et al. 

(2014) by conditioning both the generator and discriminator on auxiliary information y 

(e.g. gender). The minimax objective can be written as: 

min
𝐺

max
𝐷

𝑉(𝐷, 𝐺) = 𝔼𝓍~𝓅𝑑𝑎𝑡𝑎(𝓍)  [𝑙𝑜𝑔 𝐷 (𝓍 | 𝓎)]  +  𝔼𝓏~𝑝𝓏(𝓏) [𝑙𝑜𝑔(1

− 𝐷(𝐺(𝓏 | 𝓎) | 𝓎))] 

Equation 6: Minimax Objective (CGAN) 

where: 

𝓍 represents real samples drawn from the data distribution 𝓅𝑑𝑎𝑡𝑎(𝓍) 

𝓏 is a noise vector sampled from a prior distribution 𝑝𝓏(𝓏) 

𝓎 is the conditioning variable (gender label in this study) 
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𝐺(𝓏 | 𝓎) is the generator’s synthetic output based on the noise and condition 

𝐷 (𝓍 | 𝓎) is the discriminator’s probability that sample 𝓍 is real, given condition 𝓎 

 

The figure below shows the CGAN architecture. 

 

Figure 3: CGAN Architecture 

3.5.1 Conditioning Variable and Data Preparation 

The CGAN model was conditioned on the binary gender variable, which was 

converted to integer format (1 for male, 0 for female). This label made the CGAN learn 

the conditional distribution of features given a gender identity. We used the 

MinMaxScaler to bring all feature columns to the [0, 1] range. This made the neural 

network more stable and kept feature scales consistent.  

3.5.2 Generator Architecture 

We built the generator network with Keras. The generator’s primary role was to 

create the artificial loan data conditioned on gender. The fake data’s distribution had to 
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resemble the distribution of real data. During training, the generator learns to mimic real 

data by creating feature vectors that look like actual data samples. The discriminator then 

reviews these samples and attempts to classify them as real or artificial. Below are the 

two inputs received by the generator: 

1. A 100-dimensional noise vector which is taken from a standard normal 

distribution. It adds randomness and variation into the synthetic data produced. 

This noise helps the generator create various samples instead of repeating the 

same outputs. 

2. A binary gender label (1 for male, 0 for female) used to specify the condition. 

It helps the model to grasp how each feature changes based on gender. 

These inputs are joined together and passed through multiple dense layers. All the hidden 

layers contained Rectified Linear Unit (ReLU) activation to make the model non-linear. 

This helps detect complex relationships between features. The generator ends with a 

dense layer. It has output neurons which are equal to the number of feature columns in 

the original dataset. Although, it excludes the label. We used a tanh activation function at 

the output, so the values stayed in the same range of the training data. This ensured that 

the generated values fit naturally within the scaled feature space. At the beginning of the 

experiment, we kept the generator relatively shallow to prioritize training stability. Later 

in the experiment, we increased the depth and applied stochastic regularization. 

3.5.3 Discriminator Architecture 

We also implemented the discriminator in Keras as a binary classifier. It learns to 

tell real loan data from the artificial ones created by the CGAN. The gender label guides 

this process as the conditioning variable. As training progresses, the discriminator checks 
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if the generated data looks real and then sends feedback to the generator. This in turn 

shapes the generator’s learning process. Below are the two inputs received by the 

generator: 

1. A feature vector that corresponds to either a real data sample from the training 

set or a fake sample from the CGAN. 

2. The same binary gender label we used as a conditioning variable in the 

generator (0 for female, 1 for male). 

We joined the two inputs to form a single representation of the sample and its label. This 

helps the discriminator test if a data sample matches the real data pattern and the pre-set 

condition. The merged input is then passed through various dense layers. Each layer 

utilizes the ReLU activation function to introduce non-linearity. We applied dropout after 

each hidden layer to reduce overfitting and improve generalization. Dropout selects 

neurons at random to be deactivated during training. This forces the network to learn 

stronger representations instead of over depending on specific neurons. The final output 

layer has a single neuron and a sigmoid activation function. It outputs a probability 

between 0 and 1. This value shows how confident the discriminator is that the input 

sample is real rather than generated. During training, the discriminator attempts to 

maximize its ability to assign high scores to real samples and low scores to fake ones. At 

the same time, the generator is trained to fool the discriminator. 

3.5.4 Training Initialization and Optimization Setup  

CGAN training uses two loss functions for the discriminator and generator. The 

loss functions are derived from the minimax framework. The discriminator loss (Equation 

7) represents the binary cross-entropy classification of real versus fake samples. The non-
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saturating generator loss (Equation 8) is commonly used for stability and stronger 

gradient signals (Goodfellow et al., 2014). The discriminator loss is defined as: 

𝐿𝐷  =  −𝔼𝓍~𝓅𝑑𝑎𝑡𝑎(𝓍) [𝑙𝑜𝑔 𝐷 (𝓍 | 𝓎)]  − 𝔼𝓏~𝑝𝓏(𝓏) [𝑙𝑜𝑔(1 − 𝐷(𝐺(𝓏 | 𝓎) | 𝓎))] 

Equation 7: Discriminator Loss (CGAN) 

Below is the generator loss: 

𝐿𝐺  =  − 𝔼𝓏~𝑝𝓏(𝓏) [𝑙𝑜𝑔(𝐷(𝐺(𝓏 | 𝓎) | 𝓎)] 

Equation 8: Generator Loss (CGAN) 

where: 

𝓍 represents real samples drawn from the data distribution 𝓅𝑑𝑎𝑡𝑎(𝓍) 

𝓏 is a noise vector sampled from a prior distribution 𝑝𝓏(𝓏) 

𝓎 is the conditioning variable (gender label in this study) 

𝐺(𝓏 | 𝓎) is the generator’s synthetic output given noise and condition 

𝐷 (𝓍 | 𝓎) is the discriminator’s probability that sample 𝓍 is real, given condition 𝓎 

We trained the CGAN with a custom training loop built in Keras. The training 

followed the standard adversarial learning setup. In an adversarial setup, the generator 

and discriminator are optimized alternately in a two-player minimax game. The binary 

cross-entropy loss function was used to train the networks. This is appropriate for binary 

classification tasks. The binary cross-entropy loss function is widely used in GAN 

training to quantify the difference between predicted and target labels. We chose the 

Adam optimizer for the generator and the discriminator due to its efficiency and adaptive 

learning rate capabilities. A learning rate of 1e-5 and a β1 value of 0.5 were used to 

stabilize training and reduce the likelihood of oscillations. 
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We set the CGAN to train with 35,000 steps and a batch size of 64. In each 

training step, the discriminator was updated first. A batch of real samples and their 

gender labels was taken from the training data. A matching batch of synthetic samples 

was then created by passing random noise and gender labels through the generator. We 

trained the discriminator to classify samples as real or fake based on the input features 

plus the conditioning label. 

After updating the discriminator, we froze its weights and then trained the 

generator. The generator's objective was to produce fake samples that could fool the 

discriminator to label them as real. This process forced the discriminator to approximate 

the conditional distribution of the training data. In each iteration, the generator received 

new random noise vectors and gender labels. The generator was also optimized to 

increase the discriminator’s prediction confidence. 

The discriminator was alternately frozen and unfrozen at different stages of 

training. This helped to make the training more stable. It allowed the networks to improve 

step by step without one becoming stronger than the other. At each step, we recorded the 

loss values for the networks to monitor training. This enabled us to understand the 

convergence patterns and model performance trends. 

3.5.5 Checkpointing and Loss Visualization 

We set the model to save checkpoints every 5,000 steps. This helped us keep track 

and return to earlier stages when needed. When the training was completed, we 

visualized the recorded generator and discriminator losses over time using line plots. 

These loss curves showed the training behavior and helped identify any issues. 
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3.6 CGAN Parameter Tuning  

We ran various experiments to refine the model and improve the quality of the 

generated data. As mentioned in previous chapters, GANs are highly sensitive to 

hyperparameters and network design. Little changes to the CGAN could greatly affect 

how well it learns, how diverse its outputs are and how real the artificial data appears. 

The tuning process helped us catch early signs of training instability, mode collapse, and 

vanishing gradients observed during the initial training phase. 

3.6.1 Generator Modifications 

We made the generator deeper by increasing the number of hidden layers and 

units. This helped the generator detect the complex conditional feature patterns in the 

training data. Also, we placed a Gaussian noise injection layer near the generator’s 

output. This layer added little amounts of random noise to the fake samples during 

training. This encouraged the generator to explore a wider range of possible outputs 

instead of repeating a few patterns. We treated the standard deviation of the added noise 

as a tunable hyperparameter and fine-tuned it through testing. 

After this, we added dropout and batch normalization layers to improve the 

generator’s performance and make the training stable. Dropout helps to prevent 

overfitting by randomly deactivating neurons during training. This pushes the model to 

explore other patterns in the data instead of memorizing fixed values. Batch 

Normalization keeps activations at a stable scale across layers. This makes the learning 

more stable and makes the models train faster. 

Lastly, we used label embedding for the gender conditioning variable. Instead of 

adding a binary label as is, we passed it through an embedding layer that learns a dense 
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representation of the gender input. This method helps the generator learn differences 

between male vs. female borrowers. Ultimately, this makes the generated data appear 

more real and reflects the unique patterns of each subgroup. 

3.6.2 Discriminator Modifications 

When training the discriminator, we applied label smoothing to help it generalize 

better and be less confident in wrong predictions. We gave real samples a softer target 

value of 0.9 instead of 1.0. This little change prevented the discriminator from being too 

confident too soon and allowed the generator to keep learning effectively. As reported by 

Salimans et al. (2016), label smoothing makes adversarial training more stable and helps 

the models converge faster. 

3.7 Generation of Synthetic Data 

Once the CGAN was trained and validated, we used the generator to produce fake 

loan applicant data conditioned on gender. In line with our fairness goal, we generated 

synthetic samples for the underrepresented gender group (females). 

3.7.1 Generation Process  

The artificial data was generated by using randomly selected noise vectors drawn 

from a standard normal distribution and pairing them with binary gender labels. 

Specifically, a function was defined to create input batches consisting of: 

• A matrix of random noise vectors with dimensionality which matches the 

generator’s input specification (e.g., 100 dimensions). 

• A constant gender label array which indicates the target group for conditioning 

(e.g., 0 for female). 
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These paired inputs were passed through the trained generator to produce synthetic 

feature vectors. The output of the generator was a NumPy array with the same 

dimensionality and feature structure as the original scaled training data. 

3.7.2 Post-Processing and Integration  

We formatted the generated samples into a dataframe which had the same column 

structure as the preprocessed training data. This made the fake data consistent with the 

original dataset. Next, we added the gender label and set it to 0 to represent female 

entrepreneurs. 

We had previously normalized the training features using a MinMaxScaler. 

Therefore, we had to inverse transform the generated samples to restore their original 

scale. This step mattered for numeric features, e.g. loan amount, which had to be shown 

in clear financial units. 

Then, we prepared the resulting artificial dataset for modelling by combining it 

with real female samples from the training data. This pairing enabled us to compare the 

data distributions and check how realistic the synthetic data was. 

3.8 Evaluation and Validation of CGAN Model 

We checked the performance of the CGAN with training diagnostics and 

statistical comparisons done after generation. Our goal was to check if the generator 

learned the conditional distribution of the training data. We also wanted to assess whether 

the synthetic samples looked real, matched demographic patterns, and were suitable for 

later modeling. 
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3.8.1 Monitoring Training Behavior  

As we explained earlier, while training, we recorded generator and discriminator 

losses at regular intervals to see how learning was going and whether the model was 

converging. We used these loss curves to spot mode collapse, vanishing gradients, or 

unstable training behavior. In a stable CGAN, the loss curves are balanced. This shows 

that the generator and discriminator are learning at the same pace without one dominating 

the other. If the curves flatten too early or show too many fluctuations, it could mean the 

model is unstable or not learning well.  

3.8.2 Statistical Comparison of Real and Synthetic Data  

We compared the distributions of key features in the real and fake datasets to 

check the quality of the generated samples. For example, we created kernel density 

estimation (KDE) plots to study how loan amounts were spread out between real and 

artificial female applicants. These plots made it easier to detect discrepancies or shifts 

between the two datasets. Aside from KDE, we used boxplots to show differences in 

median values, interquartile ranges, and the presence of outliers. These visuals helped us 

check if the artificial data reflected the same statistical patterns found in the actual data 

for female entrepreneurs. 

3.9 Train and Evaluate Enhanced Loan Models with Synthetic Data 

To test how useful the CGAN-generated samples are, we built improved loan 

prediction models using a dataset which now included the fake female records. The 

synthetic samples had the same structure and scale as the original data and we only added 

them to the training set. We kept the test set unchanged so results will stay consistent and 
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comparable with the baseline models. Before retraining, we checked the combined 

dataset for duplicate records. 

We then re-applied the same MinMaxScaler from the earlier step. This ensured 

that both real and fake data followed the same feature scaling and that the learning 

environment was consistent with prior experiments. We used the same modeling process 

from the baseline experiment on the enhanced dataset. We kept all other settings and 

steps the same so that data augmentation was the only changing factor. Then, we trained 

new models with the augmented dataset using the same split ratios for training and 

testing. 

3.10 Final Evaluation and Fairness Analysis 

The last stage of the experiment was to test and compare all models based on 

accuracy and fairness. Our main goal was to see if adding the fake female samples to the 

training data made the model fairer across gender groups.  

We evaluated the baseline and enhanced models with consistent metrics and the 

same held-out test set. Predictive performance was assessed with Root Mean Squared 

Error (RMSE), R² score, and five-fold cross-validation scores.  

In addition to predictive accuracy, fairness was evaluated using three regression-

specific group fairness metrics: mean residual difference, group RMSE, and between-

group variance. The mean residual difference measured systematic over- or 

underestimation for one gender relative to the other. We calculated group RMSE 

separately for male and female subgroups to detect differences in prediction error. 

Between-group variance measured differences in average predicted values across groups. 
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With this approach, we successfully quantified the impact of synthetic data 

augmentation on model fairness. This final comparison helped us judge how effective 

CGAN-based approach is in improving equity in loan predictions. 
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Chapter 4—Results 

4.1 Introduction 

This chapter presents the results from all the experiments conducted in this study. 

Section 4.2 provides the performance and fairness evaluation of three baseline models. 

One baseline model was trained on the original imbalanced dataset. The second and third 

baseline models were trained on a gender-balanced dataset created through under-

sampling and over-sampling respectively. Comparing the baseline models establishes a 

foundation for understanding whether balancing gender distribution alone can fix the 

gender gaps in loan predictions. Section 4.3 outlines the CGAN training process and 

presents the characteristics of the synthetic female borrower data. In this section, we 

included validation plots and metrics which we used to see how closely synthetic data 

aligns with the real data distributions. In section 4.4, we give the results of models which 

we trained using the original datasets plus the synthetic female profiles. Then, we 

compare the model performance of all baseline and enhanced models in section 4.5. 

Section 4.6 focuses on fairness evaluation using regression-specific fairness metrics such 

as mean residual difference, RMSE per gender group, and between-group variance. It 

measures how fairness changed across all models tested. Section 4.7 recaps and addresses 

the research questions and hypotheses from Chapter 1 based on the results. 

4.2 Baseline Model Performance 

Before the model training phase, we ran an independent two-sample t-test. We 

wanted to test the null hypothesis that there is no difference in loan amounts between 

male and female borrowers. The result was p < 0.001 so we rejected the null hypothesis. 

This is evidence of bias present in the data.  
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In this praxis, we aim to check whether gender representation in a model’s 

training data influences both the performance and fairness of the model. Below are the 3 

baseline models we built and evaluated: 

4.2.1 Model A – Original Imbalanced Baseline 

We trained Model A on the unbalanced original data. We ran 3 regression types 

on Model A (Random Forest, XGBoost, and Lasso Regression). Then, we measured the 

performance/accuracy of each model through 3 different metrics R2, RMSE and CV R2. 

Below are the results: 

Table 4: Model A – Evaluation Metrics 

Model A R² RMSE Cross-Validated R² 

Random Forest 0.5042 0.7068 0.5030 

XGBoost 0.5318 0.6868 0.5292 

Lasso Regression 0.2291 0.8813 0.2258 

XGBoost Regressor had the highest performance among the three. This performance is 

consistent with prior literature which emphasized that XGBoost was most suitable for 

structured financial data because of its ability to handle complex interactions and its 

regularization techniques. 

Feature Importance  

The feature importance plot ranks the variables according to how much they 

influenced the model's predictions. We created a feature importance plot based on 

XGBoost's internal F-score metric. The top contributors were IncomeTotal, 

LiabilitiesTotal, FreeCash and Age. The gender variable Gender_Male appeared among 
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the top 20 most important features. This means that gender was one of the features which 

had the strongest influence on the predictions of the model. 

 

Figure 4: Model A – Feature Importance Plot 

4.2.2 Model B – Gender-Balanced Baseline with Undersampling  

Model B was trained on the undersampled version of the dataset where the 

majority class (male entrepreneurs) was reduced to match the number of female 

borrowers. The same preprocessing steps and modeling procedures were followed. The 

balanced training dataset contained 23,307 records, and the test set remained unchanged 

at 11,337 records. Below are the performance metrics:  
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Table 5: Model B – Evaluation Metrics 

Model B R² RMSE Cross-Validated R² 

Random Forest 0.4739 0.7280 0.4696 

XGBoost 0.5066 0.7051 0.5082 

Lasso Regression 0.2305 0.8805 0.2371 

The results show that performance decreased slightly across all models compared to 

Model A. XGBoost remained the best-performing model and was again selected for 

interpretation. 

Feature Importance  

The internal F-score-based feature importance from the balanced XGBoost model 

(Figure 5 below) indicated that IncomeTotal, LiabilitiesTotal, and Age remained 

dominant predictors. The feature Gender_Male not only persisted in the top 20 but 

increased in relative importance compared to the imbalanced baseline (Model A). This 

suggests that simple gender balancing through under sampling failed to reduce the 

model’s reliance on gender as a predictive signal, in fact balancing gender heightened its 

weight in the ranking. These results show that gender plays a role in determining loan 

amount. 
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Figure 5: Model B – Feature Importance Plot 

4.2.3 Model C – Gender-Balanced Baseline with Oversampling 

Model C was trained on the oversampled version of the dataset created through 

SMOTENC. SMOTENC preserved categorical feature distributions and generated new 

female borrower records to match the number of male borrowers. The new training 

dataset contained 67,316 records, but the test set remained unchanged at 11,337 records.  

All preprocessing steps and modeling procedures were kept consistent with the previous 

models. The evaluation metrics are shown below: 
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Table 6: Model C – Evaluation Metrics 

Model C R² RMSE Cross-Validated R² 

Random Forest 0.4976 0.7115 0.6027 

XGBoost 0.5327 0.6862 0.5690 

Lasso Regression 0.2308 0.8803 0.2405 

 

Feature Importance 

 The feature importance plot of the oversampled XGBoost model (Figure 6) 

confirmed that IncomeTotal, LiabilitiesTotal, FreeCash, and Age remained the dominant 

predictors of loan amount. Again, the gender feature Gender_Male was among the top 20 

features and ranked higher than in Model A. This indicates that even though 

oversampling led to a higher R2, it did not eliminate gender’s predictive influence. Model 

C proves that oversampling via SMOTENC enhanced the performance of the model, 

compared to the other two models. However, with gender still ranking among the top 20 

features across the three models, it raises fairness concerns. 
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Figure 6: Model C – Feature Importance Plot 

4.2.4 Comparative Fairness Insights 

R2 values were almost similar in the 3 baseline models even though we handled 

the gender distributions differently for each. As shown in Figures 7 to 9, XGBoost 

performed best and had a higher R2 among the 3 models, i.e. 0.532 in Model C, 0.531 in 

Model A, and 0.507 in Model B. The second-best model was Random Forest. The Lasso 

regression model lagged in every case. We see that Model B (undersampled) had a slight 

decrease in both R² and RMSE compared to Model A. This illustrates that decreasing the 

number of samples was at the expense of performance. Model C (SMOTENC 

oversampling), on the other hand, had the best results in all measures. This suggests that 

oversampling kept the data more diverse and avoided the variation problems we saw with 

undersampling. 
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Figure 7: R-squared of Baseline Models 

 

Figure 8: Cross-Validated R-Squared for Baseline Models 

 

Figure 9: RMSE of Baseline Models 
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The SHAP value of the Gender_Male feature allows us to know how each model 

used gender to predict loan amount. In Model A (imbalanced), the average SHAP value 

for female and male borrowers was +0.02897 and –0.0095 respectively. This means the 

model treated each gender group differently. It had a stronger positive effect on predicted 

loan amounts for women and a slight negative effect for men.  

When we used undersampling to create an equalized dataset (Model B), the 

SHAP values were almost perfectly symmetrical for females (+0.0256) and males (-

0.0216). Thus, it appears that creating an undersampled data has narrowed the gap in 

terms of how gender influences model prediction. However, gender is still ranked among 

the top 20 features. In Model C where the dataset was over sampled, SHAP values have 

again changed: females averaged a positive value of 0.0215, while males averaged a 

negative value of –0.0159. These values are closer to being balanced compared to those 

found in Model A. Nonetheless, the fact that gender continues to be a highly ranked 

feature indicates that neither undersampling nor oversampling can remove the 

dependence of gender in model predictions. 

Table 7: Models A to C – Average SHAP Values for the Gender Feature 

Model Female (Gender=0) Male (Gender=1) 

A (Imbalanced) +0.0289 –0.0095 

B (Undersampled) +0.0256 –0.0216 

C (Oversampled) +0.0215 –0.0159 

Fairness Metrics 

The fairness metrics across Models A–C are detailed in the table below. Put 

together, the results show that rebalancing the data through undersampling (Model B) or 
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oversampling (Model C) only improved fairness by a little margin compared to the 

original imbalanced model (Model A). 

Table 8: Models A to C - Fairness Metrics 

Metric Model A 

(Unbalanced) 

Model B 

(Undersampled) 

Model C 

(Oversampled) 

Mean Residual 

Difference (F–

M) 

–0.002485 –0.002194 –0.002485 

RMSE (Female) 0.6441 0.6519 0.6441 

RMSE (Male) 0.7008 0.7223 0.7008 

Between-Group 

Variance 

0.00706 0.00704 0.00706 

 

• Mean Residual Difference (F–M): All three models exhibited very small 

residual differences between male and female borrowers (less than 0.003). 

Undersampling (Model B) slightly reduced this value relative to Model A, while 

oversampling (Model C) produced a result almost the same as the baseline. This 

suggests that neither oversampling nor undersampling changed the average 

prediction error across genders. 

• RMSE by Gender: In Model A, females had lower prediction error (0.644) 

compared to males (0.701). The RMSE increased after under-sampling (Model 

B), while also increasing the male-female RMSE error difference marginally. The 

RMSEs returned to original baseline levels after over-sampling (Model C). 
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Therefore, we can see that the synthetic oversampling strategy did not have an 

effect on accuracy by gender group.  

• Between-Group Variance: The variability in prediction errors between the two 

gender groups was nearly constant through all three models. It continued to be 

approximately .007. Thus, the predictive error variability between genders 

remained the same regardless of which data manipulation technique was applied. 

These fairness metrics indicate that applying either resampling techniques (under 

sampling or over sampling) had a very limited influence on fairness outcomes. 

Undersampling modestly reduced the mean residual difference. But it also increased 

group-specific RMSE values, especially for males. Oversampling maintained baseline 

fairness levels without worsening group disparities. In both cases though, gender 

remained a major predictor, which suggests that resampling alone is not an effective 

standalone fairness intervention. 

4.3 CGAN Training and Synthetic Female Data Generation 

A CGAN was developed and conditioned on gender. After training the model for 

35,000 steps, synthetic samples were generated by feeding random noise vectors and a 

fixed gender label into the generator. The quality and fidelity of the generated data were 

evaluated through training loss curves, descriptive statistics, statistical measures such as 

correlation coefficient, covariance, etc. and distributional comparisons to the original 

dataset. 

4.3.1 Generation Summary 

Following the successful training of the CGAN, a total of 14,567 synthetic female 

borrower profiles were generated to match the size of the real female borrower profiles. 
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This was done using the trained generator, conditioned on the gender label Gender_Male 

= 0. The generator accepted input in the form of random noise vectors concatenated with 

the constant gender condition and produced synthetic feature vectors aligned with the 

normalized structure of the training data. To restore the features to their original scale, 

these outputs were inverse-transformed using the fitted MinMaxScaler (configured to a 

range of [-1, 1]). 

At every step, the binary cross-entropy losses for both the generator and 

discriminator were recorded to monitor the training dynamics. As depicted in Figure 10, 

the generator loss initially increased as the generator explored the latent space, then 

gradually declined as training progressed. As expected in an adversarial training, the 

discriminator loss initially dropped before rising steadily. The loss curves showed no sign 

of mode collapse or instability. With this, we can conclude that the CGAN successfully 

learned the conditional data distribution. 

 

Figure 10: CGAN Training Loss Curves 
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The table below presents the descriptive statistics of the synthetic and real female subset. 

The statistical patterns of the synthetic samples closely match those of the real data across 

key features. Some minor shifts were observed in the central tendency. For instance, the 

synthetic data had a slightly lower mean loan amount. Aside from this, the overall spread 

and value ranges remain almost the same. These results suggest that the CGAN 

effectively learnt the underlying structure of the female borrower population and 

produced diverse and realistic profiles. 

Table 9: Descriptive Statistics – Real Vs Synthetic Female Borrowers 

Feature Source Count Mean Std 

Dev 

Min 25% 50% 75% Max 

Amount Real 14,567 7.62 0.86 4.27 6.97 7.66 8.32 9.27 

 
Synthetic 14,567 7.61 1.68 4.27 6.60 8.37 8.95 9.27 

Income 

Total 

Real 14,567 7.07 0.58 5.59 6.64 7.08 7.50 8.81 

 
Synthetic 14,567 7.16 0.77 5.59 6.54 7.17 7.77 8.81 

Age Real 14,567 40.43 12.68 18.00 30.00 39.00 50.00 77.00 

 
Synthetic 14,567 31.59 10.32 18.00 24.45 28.94 36.01 76.20 

Liabilities 

Total 

Real 14,567 4.93 2.63 0 4.71 5.99 6.63 11.30 

 
Synthetic 14,567 5.78 3.05 0.001 3.48 5.37 7.77 11.89 
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4.3.2 Evaluating Synthetic Data Fidelity 

KDE plots were created to compare key numerical features between the real and 

synthetic female samples. These plots show the distributions of the real and synthetic 

datasets and can be used to tell how well the model learned the original data distribution. 

• Loan Amount (Figure 11): The KDE reveal the loan amounts between real and 

synthetic females are comparable. The synthetic distribution looks a little 

smoother and less peaked compared to the real. Yet, it retains the overall shape 

and variation seen in the real data. 

• IncomeTotal (Figure 12): The synthetic data takes the bell-shaped distribution of 

income in the real dataset and captures both the central tendency and spread. 

Although, the density curve is marginally flatter. 

• Age (Figure 13): The shapes of the real and synthetic KDE are similar, but the 

synthetic has a slightly broader tail toward older ages. 

• LiabilitiesTotal (Figure 14): Like the real data, the synthetic data has multiple 

modes. However, the curve of the synthetic data is slightly flatter and more spread 

out. 
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Figure 11: KDE Plot of Real and Synthetic Loan Amount 

 

Figure 12: KDE Plot of Real and Synthetic Total Income 
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Figure 13: KDE Plot of Real and Synthetic Age 

 

 

Figure 14: KDE Plot of Real and Synthetic Total Liabilities 

In conclusion, the comparisons of these KDE plots prove that the artificial data which we 

generated with CGAN successfully mirror the underlying statistical patterns of the real 

female borrower population. 
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4.3.3 Feature Relationships and Correlation Preservation 

In the case of the synthetic data, a key aspect is how well the synthetic data 

maintains those meaningful relations that exist between its attributes, while still being 

independent of the actual data it has been created based on. In fairness-sensitive 

industries such as finance and/or health care, synthetic data must reflect real world 

patterns and also be unidentifiable so that there is no possible way to trace the synthetic 

record to the actual data it was based upon. Reversible transformations of data can 

represent a potential threat to the private information of individuals, which makes this 

critical for the very heavily regulated industry. 

To evaluate the privacy of the data, we investigated two different structural 

properties of the CGAN-generated synthetic female borrower data: 

1. Intra-dataset structure: Do the attributes in the synthetic data have the same 

relationships to each other as do the attributes in the real data set? 

2. Inter-dataset similarity: Can the synthetic dataset be statistically inferred from the 

real one, or does it maintain a safe level of independence? 

Preservation of Feature Correlation Structure 

Correlation matrices were created separately for the real and synthetic female 

borrower data to check how consistent each dataset was internally. These matrices show 

how different features relate to one another. For the most part, the CGAN-generated 

samples preserved realistic internal patterns despite the fact that some feature 

relationships differed between the two datasets. For example, there was weak to moderate 

correlations among financial variables including income, liabilities, and free cash flow. 

This points to the fact that the CGAN modeled the key relationships in the training data 
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without duplicating specific values. Correlation and coefficient metrics were computed to 

see if the synthetic data can be statistically inferred from the real dataset: 

• Pearson Correlation Coefficient: Measures the linear association between two 

variables (Sedgwick, 2012). Values range from –1 to +1 (+1 indicates perfect 

positive linear correlation, –1 means a perfect negative correlation, and 0 means 

there is no linear relationship). In this study, it is preferable to have near-zero 

values because it suggests that the real and synthetic data for that variable are 

independent  

• Covariance: Captures how two variables change together in terms of direction. 

(Schober et al., 2018). Positive values imply that the variables tend to increase or 

decrease together and vice versa. A covariance value close to zero shows that the 

variables do not vary together, which is ideal when the goal is to protect privacy. 

• Spearman Rank Correlation Coefficient: Computes Pearson correlation on ranked 

values instead of raw data. Like Pearson, it ranges from –1 to +1 and provides 

robustness when relationships are not strictly linear. 

Appendix B presents the computed values of these three metrics for each feature across 

the real and synthetic female datasets. Most of the Pearson and Spearman coefficients 

were almost zero, and covariances are similarly low. One major conclusion is that the 

data generated from the CGAN preserves key relationships between variables and 

remains suitable for further modeling and analysis. Another key conclusion is that the 

weak correlation between the real and synthetic datasets shows that individual records 

cannot be reconstructed or inferred. These results are consistent with legal and regulatory 

guidelines related to data privacy and support the ethical generation of synthetic data. In 
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conclusion, the CGAN proved effective in generating synthetic samples that are both 

useful for analysis and protected against identification risks. 

4.4 Model Retraining with Augmented Data 

 The baseline XGBoost regression model A (imbalanced dataset) was retrained using 

datasets enhanced with the female borrower profiles generated with the CGAN. This 

augmentation aimed to address gender imbalance in the training data and see whether it 

would lead to an improvement in fairness and model performance. Two augmentation 

strategies were employed. 

4.4.1 Model D – Imbalanced Baseline Augmented with Synthetic Female 

Borrowers 

Model D (Imbalanced + Synthetic) was developed by joining the original training 

data with 14,567 synthetic female records to match the number of real female borrowers 

in the dataset. This was done to enable direct pairwise comparisons between real and 

synthetic observations. This controlled augmentation preserved the original male–female 

imbalance but doubled the size of the female class to improve representation without 

overwhelming the original data structure.  

4.4.2 Model E – Fully Gender-Balanced with Synthetic Female Borrowers  

Model E (Balanced Female = Male) employs a more aggressive augmentation 

strategy. The training data was a combination of the generated 27,551 synthetic female 

borrowers and the 14,567 real female samples. This brought the total female sample 

count to 42,118 and exactly matched the number of real male borrowers in the dataset. 

This made the training data balanced. 
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For both models, synthetic samples were inverse transformed from the normalized 

space back to the original feature scale, and the target variable (Amount) was integrated 

accordingly. The training data was matched to the test set’s features so both datasets were 

compatible. The synthetic records were then combined with the original training data, and 

an XGBoost regression model was trained using the same parameters as the baseline 

models. 

Performance Evaluation 

Each model was evaluated on the original test set, using the same set of three 

performance metrics.  

Table 10: Model D and E – Evaluation Metrics 

Model R² RMSE Cross-Validation 

Score 

Model D (Unbalanced + 

Synthetic) 

0.5206 0.6950 0.6816 

Model E (Balanced 

Female = Male) 

0.5163 0.6981 0.6832 

Model D had a slightly higher R² and lower RMSE. Model E recorded a marginally better 

cross-validation score. Overall, both augmented models retained predictive strength close 

to their baseline (Model A). This means that fairness-driven augmentation failed to 

significantly compromise model accuracy. 

Feature Importance 

Feature importance rankings for Models D and E (Figures 15 and 16), indicated 

substantial differences in comparison to the baseline models. Both Models D and E show 
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that Gender_Male is now not present among the Top 20 Most Influential Features. This is 

indicative that the reliance on gender as a predictive driver significantly decreased once 

synthetic female profiles were included into the augmented datasets. The primary 

predictors in Models D and E were financially and demographically related variables that 

would be expected to have an impact on the loan amount determination. IncomeTotal, 

LiabilitiesTotal, FreeCash, Age, LoanDuration, and ExistingLiabilities were consistently 

found to rank as the top predictors. These results indicate that the models were placing an 

increased emphasis on the economic fundamentals of lending rather than demographic 

information when allocating predictive weights. 

Model D demonstrates a feature profile similar to Model A, however with less 

influence from sensitive features than Model A. Model E, which completely balanced the 

male and female borrowers, demonstrated greater stability than Model D. The predictors 

related to employment, loan history, and housing status showed greater importance.  

The disappearance of gender from the top 20 features is a strong indicator that 

CGAN-based data augmentation exposed the model to more samples of female 

entrepreneur profiles and helped the model to generalize better. It also indicated that the 

model stopped relying on gender for decision-making. This shift demonstrates progress 

toward fairness-aware modeling, as the models increasingly prioritize financial behavior 

over demographic markers in determining loan outcomes. 
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Figure 15: Model D – Feature Importance Plot 

 

Figure 16: Model E – Feature Importance Plot 
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4.5 Model Performance Evaluation across all Models 

We compared the results of all five models using XGBoost as the common 

algorithm. In the table below, the performance of all models are summarized. 

Table 11: Evaluation Metrics Across all Models 

Model R² RMSE Cross-Validated 

R² 

Model A (Imbalanced Baseline) 0.5318 0.6868 0.5292 

Model B (Balanced with Under 

sampling) 

0.5066 
0.7051 

 

0.5082 

Model C (Balanced with Oversampling) 
0.5327 

 

0.6862 
0.5690 

 

Model D (Imbalanced + Synthetic 

Female = Real Female) 

0.5231 0.6932 0.6712 

Model E (Balanced Female = Male) 0.5157 0.6985 0.6737 

Model A scored one of the highest R² and lowest RMSE values on the test split. 

This means the model had a strong predictive accuracy. But the cross-validated R² of 

Model A was low compared to the augmented models. The results suggested that the 

model suffered from an inability to generalize.  

The Model B that we trained using the undersampled data lost a significant 

amount of predictive performance in terms of R² and RMSE compared to the original 

Model A. The loss of information due to the removal of approximately half of all the 

male borrowers’ data is reflected in these losses. In comparison, Model C preserved 

predictive strength (R² = 0.5327, RMSE = 0.6862) and improved cross-validated R² 

(0.5690), when we trained it with the over sampled data. Therefore, oversampling 
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appeared to offer greater benefit than undersampling, as regards minimizing variance and 

maximizing the reliability of predictive results. 

Although Models D and E showed a slight decrease in raw R² relative to Model 

A, they also recorded the highest cross-validation R² values (Models D=0.6712, Model E 

= 0.6737). Model E’s predictive performance was the most reliable, with a small trade-off 

in RMSE. In summary, the results demonstrate that adding synthetic female borrower 

data through data augmentation may have limited impact on R² and RMSE based upon a 

single test split. However, the improvement in cross-validation R² is much more 

meaningful. Traditional R² measures predictive performance based on a single test split, 

but R² can provide misleadingly optimistic or pessimistic measures of predictive 

performance depending on the data split. In contrast, cross-validated R² is a more reliable 

and stable measure of generalization performance as it evaluates the model across 

multiple folds. The fact that Models D and E demonstrate competitive or improved cross-

validated R² suggests that data augmentation contributes to greater model robustness 

across varied samples. This is an especially important attribute in fairness-sensitive 

applications where consistency is as valuable as accuracy. 

4.6 Fairness Evaluation across all Models 

The same set of fairness metrics were applied to evaluate the fairness of the five 

XGBoost models (A–E). With these metrics, we can quantify the disparities in prediction 

accuracy and sensitivity to gender. 
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Table 12: Fairness Metrics across all Models 

Model MRD  

(F–M) 

RMSE 

(Female) 

RMSE 

(Male) 

RMSE Gap 

(F-M) 

Between-

Group 

Variance 

Model A 

(Unbalanced) 

–0.0025 0.6441 0.7008 0.0567 0.0071 

Model B 

(Balanced with 

Undersampling) 

–0.0022 0.6519 0.7223 0.0704 0.0070 

Model C 

(Balanced with 

Oversampling) 

–0.0025 0.6441 0.7008 0.0567 0.0071 

Model D 

(Unbalanced + 

Synthetic) 

-0.0098 0.6527 0.7065 0.0538 0.0077 

Model E 

(Balanced Female 

= Male) 

-0.0084 0.6596 0.7113 0.0517 0.0076 

Model A shows relatively consistent prediction performance across genders. But 

this consistency may be influenced by the model’s heavier exposure to the majority 

group. This shows that fairness may result more from data balance than true equitable 

learning. 
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Model B was the fairest in terms of MRD. Although the RMSE values are slightly 

larger for males and females. This decline in performance may be because of the 

information loss after a large portion of male training records were discarded. This limits 

the model’s ability to generalize and worsens cross-group accuracy. 

In Model C, the fairness outcomes closely mirror those of the imbalanced 

baseline. Oversampling could help rebalance the training data distribution, however it has 

no meaningful effect on group level error distributions, but it does improve model 

stability and generalizability. 

Model D creates synthetic female records to match the total number of real female 

borrowers as input into the model. It generates the largest residual disparity (the 

difference in predicted probabilities) and the largest between-group variance (how much 

the predictions for one gender differ from those for another). Although, the RMSE gap 

between males and females was the second smallest among all the models, which means 

there was relatively consistent accuracy between both genders. 

Model E adds more synthetic female data to be gender balanced; while the 

residual gap is not the lowest, it produced the best fairness across the two genders. These 

results show that a large-scale synthetic strategy to be fairer will have the best trade off in 

terms of fairness and performance. 

Overall, the results indicate that under-sampling harms fairness in terms of RMSE 

gap; oversampling maintains fairness with the model trained on the original data but 

provides better stability; and using a large-scale synthetic strategy using a CGAN 

provides the best trade-off in terms of fairness and predictive performance. 
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SHAP Value Comparison for the Gender Feature  

In order to understand how each model uses gender internally in making their 

predictions, we calculated and then averaged the SHAP values for the Gender_Male 

feature by actual gender. The table below shows the results: 

Table 13: Average SHAP Values for Gender Feature across all Models 

Model Female Male Gap (F – M)  

Model A (Unbalanced) +0.0290 –0.0095 0.0385 

Model B (Balanced with 

Undersampling) 

+0.0256 –0.0215 0.0471 

Model C (Balanced with 

Oversampling) 

+0.0215 –0.0159 0.0374 

Model D (Unbalanced + 

Synthetic) 

+0.0253 –0.0069 0.0322 

Model E (Balanced Female = 

Male) 

+0.0221 –0.0067 0.0288 

Model A assigns the strongest positive SHAP contribution for female borrowers 

and a moderately negative one for males, which shows a clear disparity in how gender 

influences predictions. Model B, trained with undersampling, reduces the positive weight 

for females. However, Model B intensifies the negative effect for males. This means that 

undersampling failed to reduce the reliance on gender and may have exaggerated male-

specific bias. Model C, which uses oversampling, brings the values closer together 

compared to Models A and B, though gender remains a meaningful predictor. Model D 

used a moderate number of synthetic female records. The SHAP gap became smaller in 
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this model. Model E had a balanced gender distribution and included synthetic data. It 

showed the most neutral gender SHAP values which means that gender had less influence 

on the model’s predictions. We found that Model E improved fairness by about 25% 

relative to Model A.  

As we moved from Model A through Model E, we demonstrate that the model 

moved towards more equitable behavior. The baseline models (A–C) show that balancing 

strategies alone could not eliminate gender dependence. Whereas, with the introduction 

of CGAN-generated synthetic female profiles in Models D and E, predictive weight 

assigned to gender reduced. Importantly, these fairness gains are achieved without a 

significant sacrifice in model accuracy. 

4.7 Research Questions and Hypotheses  

This section presents the answers to the research questions and addresses the 

hypotheses defined in this study.  

RQ1: Does gender play a role in determining loan amounts in Predictive AI models? 

RA1: Both statistical tests and model evaluation suggest gender is a factor in loan amount 

decisioning; however, the nature and degree of this factor differ depending upon whether 

we are looking at the data itself versus how a model interprets it. 

When looking at the data, a two-tailed independent sample t-test prior to the 

balancing of the data indicated there were statistically significant differences between the 

mean loan amounts awarded to male vs. female applicants (p = < 0.001). Therefore, 

based solely on the data, we see that loan amount is influenced by the gender of the loan 

applicant. 
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When looking at the models themselves, gender was frequently a top 20 most 

important predictor in all three baseline models (Model A, B and C) as illustrated in the 

feature importance plots. While not as influential as income, liabilities, or age, the gender 

variable was still a useful predictor in terms of its predictive power. In addition, SHAP 

interpretability analysis revealed that the directional impact of gender on model 

predictions varied significantly for male vs. female borrowers, suggesting that the models 

developed a relationship with gender influenced by gender. 

Therefore, our results support the notion that gender impacts loan awarding in 

both the actual world and in model-based decisioning. Consequently, our study also 

supports the need to be able to identify and mitigate gender-bias in AI-based decision-

making systems in finance. 

RQ2: Can Synthetic female borrower profiles be generated with CGANs to improve 

representation in the training data? 

RA2: Synthetic female borrower profiles can be created with CGANs. These additional 

profiles can potentially improve representation in the training data. In this study, the 

CGAN was trained to condition on the gender label, to enable controlled generation of 

synthetic female data. The generator learned the underlying data distribution and 

produced borrower profiles with realistic values across key financial features such as 

Age, IncomeTotal, and LiabilitiesTotal 

The CGAN was used to generate two sets of synthetic data: one that matched the 

number of real female borrowers (14,567 samples) and another that increased the total 

female sample size to match the male population (an additional 27,551 samples). These 
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synthetic records were inserted into Models D and E to construct more balanced training 

datasets. 

To evaluate data quality, both statistical and structural comparisons were made 

between the real and synthetic samples. Correlation analysis demonstrated that synthetic 

data maintained the same relationships between its features as those in the actual data; 

however, synthetic data did not correlate with the actual data. As such, it was a step 

toward reducing the chance for re-identification and enhanced data privacy. The results 

illustrate how the CGAN improved the representation of the data without adversely 

affecting the data's accuracy. 

RQ3: Does augmenting training data with CGAN-generated synthetic female data 

improve fairness metrics in loan models? 

RA3: After adding the fake data into the training data, we saw measurable improvements 

in several fairness-related metrics across models. We used four main metrics to evaluate 

how well each model performed in terms of fairness: Mean Residual Difference (F-M), 

Root Mean Squared Error (RMSE) by gender, Between-Group Variance, and SHAP-

based Feature Attribution for Gender. 

Model D was trained with a dataset that had 14,567 synthetic female borrower 

profiles added to it. Model E was trained with a dataset that had 27,551 synthetic female 

borrower profiles added to it. Both Models D and E showed less disparity in predictions 

based on gender than did the baseline models. As an example, although the baseline 

models had mean residual differences that were closer to zero than those of Models D 

and E, Models D and E exhibited greater parity between males and females in their 
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RMSE. Additionally, the errors resulting from incorrect predictions were relatively equal 

in magnitude whether the borrower was male or female. 

In addition, SHAP Value Analysis indicated a substantial decrease in the average 

SHAP Values associated with the gender variable in both of the augmented models. 

When quantified, Model E achieved fairness improvements of at least 23% compared to 

all 3 baseline models. Thus, the presence of synthetic data resulted in less reliance on the 

gender variable to make decisions about lending, i.e., the models became more gender-

neutral in their decision-making.  

While Model A had the least amount of mean residual difference, the synthetic 

data-augmented models were better than Model A in terms of an overall balance across 

some of the other fairness metrics. Therefore, the use of synthetic data generated via 

CGAN to enhance the model's training dataset resulted in a more fair decision-making 

process in regards to loan applicants. 

RQ4: Does synthetic data augmentation improve predictive accuracy and 

generalizability? 

RA4: The results showed that the addition of synthetic data did not provide an improved 

level of predictive accuracy in terms of R² and RMSE, but did provide a significant 

contribution to the models’ ability to generalize. As opposed to the baseline models, the 

cross-validated R² (CV R²) of Models D and E increased by over 15% compared to the 

baseline models. CV R² is a more reliable indicator of generalization performance.  

These improvements demonstrate that the inclusion of synthetic female borrower profiles 

make models more stable and more capable of generalizing across multiple sub-sets of 

data. Although the absolute R² levels remained relatively consistent among all models; 
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the large increase in CV R² demonstrates the practical application of utilizing CGAN-

based augmentation in creating a more generalizable and fairer AI system. 

Hypothesis Results 

H1: Gender influences predicted loan amounts in models trained on imbalanced data 

Hypothesis 1 posited that gender influences predicted loan amounts in models trained on 

imbalanced data. This was supported by multiple strands of evidence. First, statistical 

testing showed that loan amount was not equally assigned to each gender. In the baseline 

Models, gender remained one of the top 20 most influential features based on feature 

importance rankings. The SHAP values revealed that there were directionally different 

contributions for male and female applicants. These results show that predictive models 

tend to pick up and repeat the gender bias found in the training data. Therefore, we reject 

the null hypothesis that gender has no statistically significant effect on loan amount 

predictions in baseline models.  

H2: Synthetic data generated with CGAN will reduce SHAP attribution to gender and 

improve fairness metrics by at least 5% 

The null hypothesis for H2 was tested using Mean Residual Difference, Between Group 

Variance, Group RMSE, and SHAP value differences. SHAP analysis confirmed that the 

contribution of gender to loan predictions in the augmented models reduced. In particular, 

the contribution for male applicants decreased by more than 25% in both Models D and 

E. The contribution for female applicants decreased by up to 24%. This means the 

model's reliance on gender as a predictive signal reduced. Although the augmented 

models did not improve in terms of mean residual difference and between-group variance 

compared to the baseline models, they improved in terms of RMSE and SHAP gaps. 
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These results indicate that the use of CGAN to augment training data resulted in a large 

improvement in fairness through interpretability. However, the effect of using CGAN for 

this purpose at the level of group-based prediction error was much smaller. Therefore, we 

reject the null hypothesis that synthetic data augmentation does not improve fairness 

metrics by at least 5 percent. 

H3: Synthetic data combined with training data will lead to an improvement in the 

predictive performance of loan models. 

This third hypothesis stated that using the generated data on female borrowers in 

conjunction with the original training dataset, would enhance how well the loan models 

are able to forecast or predict their respective outcomes. The traditional R² values were 

essentially unchanged; however, cross-validated R² scores for Models D and E were 

improved over those of the baseline models by more than 15%. This represents a clear 

improvement in the ability of these models to generalize. As such, it can be said that the 

synthetic data used did more than simply improve the balance of the training data, it also 

provided the added benefit of improving model reliability. Based on this evidence, we 

reject the null hypothesis that synthetic data augmentation does not improve predictive 

performance or generalizability.  

In conclusion, the results from each hypothesis show that the use of synthetic data 

to augment datasets can have benefits for both enhancing fairness in predictions and 

increasing the reliability of models in the context of financial prediction.  
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Chapter 5—Discussion and Conclusions 

5.1 Overview 

The objective for conducting our study was to investigate whether male and 

female borrowers are treated equally with regards to loans; and specifically, to see if 

using conditional generative adversarial networks (CGAN) as a method to create a more 

balanced data set would increase fairness. Additionally, we also wanted to determine 

whether including synthetic profiles of female borrowers would assist the models to 

generalize better without a decrease in their predictive accuracy. 

To some degree, gender was found to play a measurable role in determining loan 

amount. An independent two sample t-test was run against the original dataset to test for 

differences between males and females as regards to loan amount. The p-value was less 

than 0.01 indicating that there was a statistically significant difference in loan amount 

between males and females. This conclusion supports previous studies that have 

documented systemic and structural biases regarding the way credit is provided. Gender 

was consistently ranked one of the top variables in all baseline models. Gender was being 

recognized by the models because gender patterns in the historical data were being 

repeated. Therefore, the statistical test and the findings of the baseline models show that 

the underlying data creates the opportunity for bias to exist which may then be repeated 

by the algorithm. This illustrates why it is so critical to address bias at the data level. 

We also evaluated whether CGANs could be employed as a means to enhance the 

quantity of female entrepreneurial profiles in our training set. To do so, we conditioned 

the CGAN on gender, normalized the input feature space, and then generated synthetic 

data distributions. We ensured that the artificial data were similar to the real female 
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borrower populations in terms of loan amount, income, and age for key features. The 

quality of the generated data was high; many of the features had correlation and 

covariance values that were very close to zero. Additionally, through careful tuning of the 

parameters, we were able to get the model past problems such as mode collapse. This 

study's results are consistent with prior studies and provide evidence that generative 

models may be helpful in increasing the minority class in places where fairness is 

important. 

We observed that the addition of artificial data to our baseline models led to 

relatively consistent fairness gains in some of the metrics. For example, the models 

trained with both the original (real) dataset and an artificially created (synthetic) dataset 

displayed smaller gaps between male and female SHAP values as well as lower RMSE 

differences. The SHAP-based fairness gap between male and female applicants improved 

by at least 23% after we incorporated the synthetic data. The RMSE gap between genders 

also improved by at least 9% compared to the baseline models. Essentially, the models 

were predicting more equally between the two genders than they did previously. These 

results show that artificially created data may be able to help fairness without having 

significantly different errors for each gender. 

One of the key results of this praxis was the effect of including synthetic data into 

the model on the model's ability to make accurate predictions and its ability to generalize 

across different types of data. In terms of overall predictive performance measured using 

R² and RMSE values, there was very little difference between models created with 

synthetic data and those created without synthetic data. However, the models that 

included synthetic data showed an improvement in CV R² of greater than 15% when 
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compared to the models that did not include synthetic data. An improvement of CV R² 

indicates that the models were more stable and they generalized well across many 

different subsets of data. The ability to generalize is a major goal for financial models, as 

financial models need to provide consistent performance across all data sets and not just 

the one that they were originally developed with. 

In summary, the results show that data augmentation using CGAN can be a 

practical approach to improve fairness and stability in credit models. Although, this 

approach did not fully remove the gender differences. It did, however, improve 

representation, modestly enhanced fairness, and tremendously increased generalization 

without harming predictive accuracy. These findings suggest that using generative 

approaches for data augmentation is a promising solution for building AI systems which 

are fairer and more reliable. 

5.2 Conclusions 

We have been able to design and implement a CGAN framework tailored for 

tabular loan data. The model was successfully conditioned on gender and trained using 

financial and demographic features which were normalized. The synthetic female 

borrower profiles we generated from the CGAN had distributions which closely matched 

to the real dataset. This made it possible for us to create balanced training sets where 

female borrowers, who were often left out in the past, were now better represented. This 

became the foundation to reduce bias directly at the data level.  

We first developed baseline predictive models using different versions of the 

original dataset. Next, we measured the performance and fairness of the baseline models. 

Then, we created the augmented models by adding the CGAN-generated profiles. After 
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this, we compared the results across multiple dimensions. Fairness indicators i.e. SHAP 

value differences and RMSE gap between gender showed measurable improvements 

when we introduced synthetic data. From the results, we can confirm that synthetic data 

augmentation served as an effective technique to reduce bias in the data, and reduced 

gender disparities in both model interpretation and prediction outcomes. 

While there was a lack of significant improvements in the "raw" predictive 

performance of the model (measured using R² and RMSE) due to synthetic augmentation, 

we found an improvement in the generalization performance of the model. In particular, 

cross-validation R² values for the augmented model were greater than those of the 

baseline models by over 15 percent. The increase in cross-validation R² value is 

indicative that the models were more stable and robust on a fold-by-fold basis. These 

results were achieved through the use of several modeling techniques and validation 

strategies. Examples are normalization with MinMax scaling, gender-label conditioning, 

label smoothing during CGAN training, and cross-validation. 

The study concludes that while bias cannot be fully eliminated, CGAN-based 

augmentation functions as a practical strategy to reduce biases in a dataset. The addition 

of synthetic female borrower profiles led to modest fairness gains and significant 

improvements in how well the model generalized. This makes this approach a promising 

addition in building fairer credit risk models. 

5.3 Contributions to Body of Knowledge  

1. Developed and implemented a Conditional Generative Adversarial Network 

(CGAN) framework which was conditioned on gender and tailored for 

financial data. 
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2. Demonstrated that CGANs can generate statistically consistent synthetic 

female borrower profiles, which increased the representation of female 

entrepreneurs in the loan datasets. 

3. Applied a data-level de-biasing strategy by integrating synthetic female 

profiles into baseline loan models, which showed measurable improvements 

in fairness indicators including SHAP value differences and RMSE gaps 

4. Established that data augmentation using CGAN improves model 

generalizability by more than 15% in cross-validated R² scores. This was 

achieved while maintaining stable predictive accuracy (R² and RMSE) 

5. Documented how techniques including normalization, label conditioning, and 

label smoothing were used in training the CGAN to stabilize generation and 

avoid mode collapse 

6. Proved that data augmentation with CGAN was better than oversampling with 

SMOTE NC. The CGAN-augmented models performed better in terms of 

generalization and fairness. 

5.4 Recommendations for Future Research 

Our first direction for future work is to expand beyond gender as the sole fairness 

dimension. While this research focused on female borrowers, similar imbalances may 

exist along the divides of race, age, ethnicity, or geographic location. The CGAN 

framework can be extended to other fairness categories, as this would provide a more 

comprehensive view of how generative augmentation can be applied in financial 

modeling. 
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Future research work can also compare CGAN-based augmentation with 

alternative generative approaches. Variational Autoencoders or diffusion models may be 

better in terms of data fidelity, stability during training, or fairness impact. Systematic 

experiments across multiple generative paradigms would help determine the most 

effective strategy for fairness-aware augmentation in tabular financial datasets. Another 

opportunity which may be worth exploring is using hybrid debiasing methods. In this 

research, we focused on fixing the bias at the data level. But we believe that combining 

synthetic data augmentation with adversarial debiasing or reweighting may yield stronger 

results. 

Future studies can build on this work by using a larger and more diverse dataset. 

We conducted our research on a single dataset. But datasets from multiple countries or 

institutions would provide an opportunity for more testing. Scaling this project will allow 

for a better understanding of whether the improvements seen in this praxis can be applied 

across a variety of financial settings and may also highlight regional/cultural variations in 

fairness that merit additional consideration. 

Another important potential future step is to transition from experimental 

implementation of synthetic augmentation into practice by integrating it into financial 

system operations (i.e., using it in real lending decisions). We have demonstrated how 

fair and high-performing lending can be achieved in an idealized setting; however, we 

believe our techniques can be used in production to evaluate their efficacy in actual 

lending decisions. There should also be monitoring of model performance, fairness and 

borrower outcome over time. This would help to help validate that Gen AI is useful to 

promote financial inclusion. 
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Appendix  

• Appendix A - Link to Codes - https://github.com/greatdinma/AI-ML-Praxis 

• Appendix B – Link to Correlation Results - https://github.com/greatdinma/AI-

ML-Praxis/tree/main/Results 
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