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Abstract of Praxis 

The proliferation of online communication has led to increased occurrences of 

harmful digital behaviors that include hate speech, offensive language, and 

cyberbullying. Current machine learning models fail to distinguish between these harmful 

speech types accurately, resulting in high rates of missed cyberbullying incidents.  

This research will demonstrate that a classification model can be developed to 

distinguish between these types of speech having an accuracy rating of 90% or higher.  

This research also aims to compare three types of classification models (a deep 

learning model CNN, a BERT transformer, and a stacked model consisting of SVM+ 

BERT) to find which model is capable of accurately differentiating between four types of 

speech: cyberbullying, hate speech, offensive, and normal speech. All three models were 

pre-trained for multiclassification of text.  

Word embedding approaches are pivotal in multiclassification of text. The use of 

a BERT model simplified the word embedding approach as it is built into the BERT 

architecture. However, the CNN model necessitated a different approach to word 

embeddings, specifically utilizing GloVe to capture semantic relationships. GloVe 

generates static embedding, meaning each word is represented by a single fixed vector. 

The vector process captures the meanings of words based on their patterns of co-

occurrence with other words.  

The dataset used in this study (Dataset 3- Four Classification)  is a compilation of 

tweets from Twitter (now X) taken by combining two datasets. Dataset 1 Cyberbullying 

Comments consisting of prelabeled rows of tweets that were either identified with types 

of cyberbullying or no cyberbullying. Dataset 2: Hate Speech and Offensive Language 
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also consisted of tweets and was prelabeled with rows of tweets that were identified as 

either hate speech, offensive language or neither hate speech or offensive language. 

Dataset 3- Four Classification now consists of tweets that are prelabeled with each tweet 

identified as one of the four categories of speech: cyberbullying, hate speech, offensive 

and normal language.  

This study leverages the advanced natural language processing techniques with 

the machine learning algorithms of each model to be able to: a) determine the best model 

that will be able to refine the detection, b) prove machine learning models are able to 

categorize these forms of speech properly, and c) lead to improved accurate and reliable 

detection of cyberbullying.  
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Glossary 

BERT: A machine learning model framework used for Natural Language Processing.  

CNN model: A type of deep learning algorithm that analyzes and learns features from 

large amounts of data.  

Columnar Memory Layout: A method of organizing data in memory where each column 

of data is stored contiguously. 

Cyberbullying: willful and repeated harm inflicted on someone by using computers, cell 

phones and other electronic devices. Cyberbullying occurs when someone uses 

technology to demean, inflict harm, or cause pain to another person. (Abramson, 2022)  

Cyberbullying Speech: Cyberbullying speech refers to any form of communication or 

expression, typically online or through digital platforms, that is intended to harm, 

intimidate, or harass an individual or group. This type of speech can include, but is not 

limited to, threats, insults, derogatory comments, false accusations, and the spread of 

harmful rumors. (Hinduja, S., & Patchin, J. W. (2015)  

Deep Learning: A subset of machine learning that uses a multilayered neural network to 

learn from a high volume of data.  

GloVe: An unsupervised learning algorithm for obtaining vector representations for 

words. Training is performed on aggregated global word–word co-occurrence statistics 

from a corpus, and the resulting representations showcase interesting linear substructures 

of the word vector space. 

Hate Speech: Speech that attacks a person or group based on attributes such as race, 

religion, ethnic origin, national origin, sex, disability, sexual orientation, or gender 

identity. (Nockleby, JT 1995) 
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Instance: An example of training data consisting of attributes and a target variable or 

class label. 

Loss: or training loss which measures how well the model is performing on validation 

data that it has not seen during training.  

Machine Learning: A subset of artificial intelligence. 

Multiprocess: A Python module that supports the creation of processes that allow for 

parallel execution of code across multiple processors. 

Offensive language: refers to language or expressions that are likely to cause offense, hurt 

or upset others due to their derogatory, disrespectful, or insensitive nature. 

Online toxicity: Hateful communication that is likely to cause an individual user to leave 

a discussion 

Optimizer: An algorithm or method used to change the attributes of a neural network with 

weights and learning rate to reduce loss.  

Pyarrow: A Python library with a set of tools for working with the Apache Arrow in-

memory columnar data format within the Python. The columnar memory layout 

optimizes analyst workloads.  

Radial Basis Function: is a machine learning and approximation theory that uses real-

valued function. The main characteristic is that its value depends only on the distance 

from a central point. 

Stacked Model: Combines first principle-based models with data-based models into a 

joint architecture. 

Stopwords: The most common words in a language that often are filtered out prior to text 

analytics. 
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Support Vector Machines (SVM): A set of supervised learning methods used for 

classification, regression, and outliers’ detection. 

Token: A sequence of characters, a word, or a phrase from a document that are grouped 

together as a useful unit for natural language processing. 

Tokenization: The process of converting a sequence of text into unites called tokens.  

Value Loss: Measures how well the model performs on validation data that it has not seen 

during training. 

Validation Data: A subset of the dataset that is used to evaluate the performance of a 

machine learning model during training.  

Vectorization: The process of converting textual data into numerical format. 

Xxhash: A high-performance hashing algorithm designed to be extremely fast while 

maintaining a high-quality distribution of hash values. 
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Chapter 1: Introduction 

1.1 Background 

Cyberbullying has become more prevalent since the COVID-19 pandemic 

lockdown (Antonio, R. et al. 2024). The Covid lockdown  forced everyone into 

confinement. This minimization of human interaction compelled people to have limited 

outlets of communication, most of which were online, specifically in the form of social 

media. Online exchanges consisted of all types of communication, including anything 

from friendly banter to online arguments, cyberbullying, offensive language, and even 

hate speech.  

The advancement of machine learning models has provided a format of 

identifying types of communication such as cyberbullying. Unfortunately, the models 

have a difficult time discerning different types of speech such as an uncomfortable 

criticism, genuine threats of violence, or aggressive teasing. All these types of speech 

must conform to some category that will provide a comfortable and safe online 

interaction. These examples of forms of speech can fit the category of offensive 

language, hate speech, or cyberbullying, depending on the exact content. Thus far, 

attempts have been made to distinguish cyberbullying from normal language; or 

distinguish hate speech from offensive language, and normal speech; for instance, 

Santhiya et al. (2024) categorized a dataset containing 24,873 tweets into three groups 

(hate speech, offensive language, and neither positive nor negative), and Jahnavi et al. 

(2023) used three separate datasets, two labeled cyberbullying or not and one labeled 

offensive speech or not.  
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No attempts have been made to try to distinguish the four types of speech to 

refine the ability to identify cyberbullying. This misidentification of cyberbullying in 

practice has created a gap within the literature’s ability to identify cyberbullying 

correctly—as Rosa et al. (2019) noted, “cyberbullying is often misrepresented in 

literature, leading to inaccurate systems” (333).  

This inaccuracy can lead to either over classification of content that is not 

cyberbullying (high false positive rate), which can lead to an encroachment on free 

speech, or to missed instances of cyberbullying (false negative rate), which can affect end 

users’ mental health and cause them to feel unprotected.  

This research compares three machine learning models, a CNN deep learning 

model, a BERT transformer, and a stacked model (SVM+ BERT) that leverage their 

natural language processing and features to identify four categories of speech, wherein 

one category is cyberbullying.  

1.2 Research Motivation 

Cyberbullying has become a prevalent issue in the past few years. (Antonio, R. et 

al. 2024). The rise of the use of the internet as the main source of socialization can lead to 

a comfortability in the use of offensive and harassing language that would otherwise be 

unacceptable when communicating in person. The ambiguity of identification, location, 

and formality provides a blanket of security that would otherwise not exist. Perpetrators 

of cyberbullying can get away with causing extensive harm and leaving their victims with 

no real security despite needing to continue to use the social media platforms to 

communicate.  
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There is a crucial requirement to identify cyberbullying accurately to prevent the 

sense of loss and emotional distress in victims and ensure social media platforms are safe 

for all users. This type of detection would also help social media platforms in moderating 

content effectively while maintaining freedom of speech and protecting individuals from 

harm.  

Cyberbullying and hate speech can be misclassified as one another pertaining to 

the use of language online. The difference between these two types are the intent and 

target audience. The intent in cyberbullying is usually to harm, intimidate or belittle a 

specific person. It often involves a pattern of repeated behavior to cause emotional 

distress. An example of a tweet that is considered cyberbullying: “Hey @user, you’re 

such a pathetic loser. No wonder everyone hates you. You should just disappear.” 

Another example: “Look @user profile picture. You’re ugly.” 

Hate speech involves the intent to demean, insult, incite violence or prejudice 

against a group based on attributes like race, religion, ethnicity, gender sexual orientation 

or nationality. The goal is to spread hate or discriminate rather than target a specific 

individual. An example of a tweet to be considered hate speech: “Muslims are dangerous 

terrorists. We need to ban them from this country.” Another example: “All Mexicans are 

criminals and should be  kicked out of the country.” 

It can become very easy for a moderator to get confused and misclassify these two 

types of speech especially if tweets become more targeted towards an individual or 

demean someone based on attributes that are identified as hate speech. It becomes 

important to identify the persistent badgering of a targeted individual.  



4 

 

Currently social media sites outsource their content moderation to third party 

companies such as Two Hat and Spectrum Labs. Social media sites are taking action to 

detect online toxicity (Salminen, 2020). In 2019, Instagram started using artificial 

intelligence (AI) to detect toxic content and enacted their new “Comment Warning” and 

“Feed Post Warning” (Instagram, 2024) systems to get users to stop, analyze, and modify 

their comments before sharing potentially offensive or inappropriate comments. In 2021, 

TikTok started to detect automatically language that violated their policies and to provide 

users with a chance to edit or discard their comments. Facebook also enacted a method 

that informs users prior to posting that their content is similar to material previously 

reported as abusive. Additionally, in 2022, LinkedIn introduced algorithmically driven 

“nudges” to encourage positive behavior among users who had previously posted 

inappropriate content (Hinduja, 2024). 

Further research was conducted, and it was found that most cyberbullying 

detection involved the use of machine learning models that provided a positive or 

negative result of texts, with no distinction between actual speech being used such as the 

study by (Ogunleye & Dharmaraj, 2023; Polasa et al. 2023; Van Hee et al., 2018). The 

predictions were based on the same negative +/- positive aspect and no discernment of 

these forms of speech. When a negative or positive aspect is used to define an output, it 

becomes difficult to receive accurate results when the forms of speech have definitions of 

negativity. As indicative of the definitions below:   

● Hate speech is defined “as speech that attacks a person or group based on 

attributes such as race, religion, ethnic origin, national origin, sex, disability, 

sexual orientation, or gender identity (Nockleby JT, 1995) 
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●  Offensive language does not have a clear definition however refers to language 

or expressions that are likely to cause offense, hurt or upset others due to their 

derogatory, disrespectful, or insensitive nature (Waldron, J. 2012). 

● Cyberbullying is defined as willful and repeated harm inflicted on someone by 

using computers, cell phones and other electronic devices. Cyberbullying occurs 

when someone uses technology to demean, inflict harm, or cause pain to another 

person. (Abramson, 2022). 

A sentiment-based classification approach leads to false detection of speech that 

when used by moderators can results in false identification of incidents of cyberbullying 

or missed detection of incidents of cyberbullying. Social media communication tends to 

involve colloquial language that may involve instances of foul language, not necessarily 

involving cyberbullying. This leads to an over classification in grouping this type of 

communication as cyberbullying.  

Therefore, it becomes necessary to develop a classification model that can detect 

the nuances within the language pattern as defined as cyberbullying against offensive and 

hate speech.  

1.3 Problem Statement 

The rise of communication on social media opens the door for inappropriate 

contact leading to cyberbullying. Victims of cyberbullying can exhibit both 

psychosomatic disorders and psychosocial health problems, such as depression, anxiety, 

and suicidal ideation. Cyberbullying has increasingly been recognized as a significant 

cybercrime issue globally, because of the widespread impact and the serious 
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consequences on victims. (Kee D., et al. 2022) Therefore, it is necessary to provide as 

much protection against cyberbullying as possible.  

Current methods of cyberbullying detection lack a formulation to detect 

differences between cyberbullying and other forms of speech such as hate or offensive 

language. This leads to a high percentage of cyberbullying comments that remain 

undetected.  

1.4 Thesis Statement 

Victims lack protection because classification methods misclassify cyberbullying, 

leading to missed detection Yuvaraj, N. et al. (2021). A classification model is needed to 

detect four classes of text: cyberbullying, hate speech, normal and offensive speech. 

1.5 Research Objectives 

• Objective: To distinguish between four classes of speech, cyberbullying, hate 

speech, offensive and normal speech.  

• Objective: To develop a classification model that can classify the four 

categories of speech with a high rate of accuracy.  

• Objective: To compare three machine learning models and establish the best 

method of classification.  

• Objective: To provide a more refined and accurate method of cyberbullying 

detection against other forms of speech.  

1.6 Research Questions and Hypotheses 

The research questions and hypotheses provide an understanding of what potential 

features are required to make the distinction of classes, the three models used in this 

study and the results will identify which model performed the best.  
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RQ1: What features within a classification model are most effective in 

differentiating between four classes of tweets? 

RQ2: Can a model be developed that can classify between four categories of 

tweets: cyberbullying, hate speech, offensive and normal language, with an accuracy of 

90% or higher?  

RQ3: Between CNN, BERT, and a stacked model SVM + BERT, which 

classification model is most effective at distinguishing among the four distinct classes? 

H1: Word embedding approaches such as GloVE are more effective than BERT 

sentence embedding for differentiating between 4 classes of social media tweets. 

H2: A stacked model having a transformer-based architecture can be trained to 

classify tweets in four classes with an accuracy of 90% or higher. 

H3: A stacked model will outperform the BERT and CNN models when used for 

classifying categories of speech.  

1.7 Scope of Research 

The objective of the research is to be able to distinguish between four classes 

speech: cyberbullying, hate speech, offensive speech, and normal language. Current 

models are unable to decipher among each class, causing high rates of missed 

cyberbullying detection.  

1.8 Research Limitations 

The limitations of this research are the variations of social media communication 

datasets. Although datasets do exist it was difficult to find a dataset that incorporated all 

these types of speech. Datasets do exist that define social media tweets as cyberbullying 

or not with a positive/negative indicator. Separate datasets exist labeled as offensive 
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language, hate and normal speech with a severity and toxicity label, but a complete 

dataset with both does not exist.  

1.9 Organization of Praxis 

The praxis is organized as follows. 

1.9.1 Chapter 1: Background  

This chapter provides the background of the research and its importance. 

Followed by the current detection methods used by social media sites, the problem and 

thesis statements are defined along with the research questions to clarify the issue and 

hypotheses to formulate the resolution. A scope of the research is outlined along with the 

current limitations. This chapter delves into the issue of detecting cyberbullying against 

other forms of negative speech, the outstanding flaw that exists in cyberbullying 

detection, and a method to mitigate and resolve the issue.  

1.9.2 Chapter 2: Literature Review 

This chapter provides a brief overview of cyberbullying, hate speech, and 

offensive speech detection. Additionally, it covers a history of the early methods of 

detection, advancement into machine learning, deep learning, and stacked models. This 

section identifies prior research, and methods used to identify cyberbullying, hate speech, 

and offensive language that are measured against normal speech.  

1.9.3 Chapter 3: Methodology 

This chapter describes the methodologies per machine model used in this 

research. The methodology involves dataset collection, feature extraction, applying word 

embedding, tokenization, vectorization, and fine-tuning the models for comparison of 

best performance.  
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1.9.4 Chapter 4: Results 

This section will provide the results of each model in the classification of the four 

language types and a comparison between CNN, BERT transformer, and a stacked model 

of SVM + BERT to provide a well-rounded comparison of the results for each of these 

methodologies.  

1.9.5 Chapter 5: Discussion & Conclusion 

This section will reflect on the results of each method, comparison for the best 

results and how future work can improve this research.  

Figure 1.1 

Praxis Organization 

 

Chapter 2: Literature Review 

2.1 Introduction 

This chapter seeks to provide a brief background of cyberbullying including early 

approaches of its detection, the evolution of hate speech and offensive speech detection, 

and research’s overall evolution in detecting different types of speech.  

This section also will delve into the history of Natural Language Processing 

(NLP), machine learning, and deep learning methods and their uses in identifying 



10 

 

cyberbullying, hate speech, offensive and normal language, along with their results, 

respectively.  

2.2 Objective 

The objective of this literature review is to examine the existing works of 

cyberbullying detection and works of hate and offensive speech detection separately. The 

review encompasses a brief history of speech detection, its evolution to the use of 

transformers and deep learning models, and finally, this section will outline prior 

research, the methodologies used, their results, and their comparisons to other method 

success rates.  

2.3 Scope 

The scope of this section is to discuss theoretical foundations of transformers, 

their application in text analysis, and specific uses in detecting cyberbullying, hate 

speech, and offensive language. 

The theoretical foundation of transformers begins with natural language 

processing. IBM (2024) defines NLP as “the branch of computer science within artificial 

intelligence that provides computers with the ability to understand text and spoken word 

to communicate in the same way as human beings” Holdsworth, J .(2024). NLP 

functionality combines computation linguistics, rule-based modeling of human language 

with statistical machine and deep learning models to enable computers to take in data and 

process human language via text and voice.  

2.4 Background and Cyberbullying  

Cyberbullying is defined as the “willful and repeated harm inflicted on someone 

by using computers, cell phones and other electronic devices. Cyberbullying occurs when 
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someone uses technology to demean, inflict harm, or cause pain to another person” 

Abramson (2022). The advancement of technology has afforded individuals more 

opportunities to communicate to a large audience using various methods. Although this 

seems like a good thing, research has shown there is a link between longer screentime 

and depression and anxiety (Twenge, 2018).  

“Cyberbullying incidents carry serious mental health effects for victims leading to 

psychological disorders and suicidal ideations. New studies have shown that 

cyberbullying leads to real-world decisions, such as self-harm, abuse, and substance 

abuse.”  (Ademiluyi, 2022) Since the COVID-19 pandemic, the use of the internet has 

increased excessively because of needs to conduct business and schoolwork activities 

online. The use of electronics to communicate has not diminished. 

It is imperative to be able to identify hate speech and offensive language along 

with cyberbullying because those forms of speech are prevalent online. All three forms of 

speech are considered negative speech, and no real determination has been made to 

identify the difference of these three.  

2.5 Characteristics and Challenges 

The challenge with detecting cyberbullying is its ambiguous nature. Physical 

bullying is an action that is overt and easy to identify, potentially consisting of pushing or 

damaging belongings. On online platforms, however, cyberbullying is hard to detect, 

track, and eradicate. The ability to detect perpetrators online is difficult as individuals can 

hide their identity by creating anonymous accounts, deleting, and recreating new 

accounts under different names, or even pretending to be a family member or friend of a 
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victim to gain access to or gather information about the victim to continue the 

cyberbullying.  

Another prevalent challenge is the ability to detect cyberbullying with the use of 

machine learning models. Most models are designed to categorize positive, negative, or 

neutral speech. A significant challenge was finding a dataset to accommodate the four 

classifications of speech and finding the appropriate machine learning models for 

comparison purposes in this study. Fine-tuning a multiclass model to detect cyberbullying 

within a dataset that incorporates categories such as hate speech and offensive language 

makes the process much more difficult and delicate.  

Defining cyberbullying detection has been increasingly difficult due to the 

challenges listed above, but also because social media comments do have forms of 

abbreviation and colloquialism to convey a thought or comment that is not cyberbullying. 

There are interactions online that, although considered offensive, are not directed toward, 

or seek to cause physical or mental harm to an individual. This compounded by the fact 

that interactions online can occur between more than one individual; having a back-and-

forth conversation makes it difficult for a machine learning model to track and 

appropriately flag incidents of cyberbullying. These reasons make it necessary to have a 

machine learning model that can detect different types of speech to appropriately identify 

cyberbullying.  

2.6 Overview of AI in Cyberbullying Detection 

2.6.1 Early Approaches 

Early AI and ML methods of detecting cyberbullying, hate speech, and offensive 

speech revolved around traditional text classification techniques that evolved from 
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keyword-based filtering, rule-based systems to machine learning classifier and sentiment 

analysis. Dinakar et al. (2021) focused on using textual cyberbullying for detection 

purposes. The use of a binary classifier indicated the success of building label-specific 

classifiers finding them more effective. They explored the methods of detecting 

cyberbullying using machine learning classifiers such as naïve Bayes, support vector 

machines (SVM), and decision tree.  

2.6.2 Keyword-Based Filtering 

The creation of the keyword-based filtering can be credited to Chomsky N. 

(1965), who made first attempts in natural language processing. The initial keyword-

based method involved the creation of a list of offensive or harmful words and phrases 

associated with cyberbullying. These words were then flagged for instances of 

cyberbullying. Dinakar et al. (2021). This method was highly flawed due to its limitations 

of understanding context, causing a high rate of false positives. 

2.6.3 Rule-Based Systems 

Rule-based systems were developed as an improvement to keyword-based 

filtering. Liddy E. (2001) explained how systems initially focused on keywords, but as 

the demand for context aware systems grew, rule-based systems were developed. The 

system used a set of predefined rules/patterns that attempts to capture contextual 

information. An example of this is the implementation of a rule to search for a sequence 

of negative words with a personal pronoun and insult. Although more sophisticated than 

the traditional keyword-based filtering, it still lacked understanding of subtleties and 

complexities of natural language. 
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2.6.4 Machine Learning Classifier 

Once machine learning developed further, early cyberbullying detection involved 

the use of traditional classifiers such as logistic regression, naïve Bayes, decision tree, 

and SVM. Logistic regression is a linear model used for binary classification (Hosmer & 

Lemeshow, 2000). Naïve Bayes applies Bayes’ theorem with strong independent 

assumptions (McCallum & Nigam, 1998). Decision tree is a nonlinear model that 

partitions the feature space into rectangles and makes predictions based on the majority 

class in each rectangle (Quinlan, 1986). SVMs are classifiers that find the hyperplane that 

best separates the data into classes in a high-dimensional spaces (Cortes &  Vapnick, 

1995). 

These types of classifiers were used significantly for cyberbullying detection. For 

instance, Muneer and Fati (2020) proposed a cyberbullying detection model using a 

dataset of 37,373 tweets to evaluate seven machine learning classifiers: Logistic 

Regression (LR), Light Gradient Boosting Machine (LGBM), Stochastic Gradient 

Descent (SGD), Random Forest (RF), AdaBoost (ADB), Naïve Bayes (NB), and Support 

Vector Machine (SVM). The basis for using these classifiers was, “cyberbullying is 

considered a classification issue (i.e., categorizing an instance as offensive or non-

offensive)” (Muneer & Fati, 2020, p. 6), and, therefore, they chose to use these 

supervised learning algorithms for the further evolution of their classification accuracy 

and performance in detecting cyberbullying in social media text. 

2.6.5 Features for Classifier 

Jonathan et al. (2023) found feature extraction was necessary to detect types of 

negative speech to enhance the performance of the classifiers. Jonathan et al. (2023), used 
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features such as term frequency-inverse document frequency (TF-IDF) and Word2Vec 

feature extractions. Although TF-IDF and Word2Vec are effective, there have been 

further feature developments such as global vectors for word representation (GloVE) that 

are much more effective when used in neural networks. GloVE is an unsupervised 

learning algorithm that generates vector representation/embeddings of words 

(Pennington, J. et al. (2014).  

2.6.6 Sentiment Analysis  

After further development, some systems incorporated sentiment analysis to 

detect negative sentiments in texts as a proxy to detect cyberbullying. This approach 

assumed cyberbullying messages would carry a negative sentiment. Studies have found 

cyberbullying tends to be a classification issue more than a sentiment issue. Talpur and 

Sullivan (2020b) and C. Raj et al. (2021) also indicated sentiment analysis cannot be used 

alone for cyberbullying detection because it cannot detect nuances in speech and is 

unable to detect the increase and variation in abusive behavior.  

2.6.7 Early Method Conclusion 

These early methods were productive in laying the groundwork for more 

sophisticated techniques but had limitations in understanding nuance and the evolving 

language used in cyberbullying. These methods struggled with high false positive rates 

and detecting sarcasm or indirect bullying and required manual intervention to update 

keywords lists and rules.  

2.7 Evolution to Advanced ML Techniques 

Machine learning techniques developed further into deep learning models. Deep 

learning models are a subset of machine learning models that are powerful for handling 
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complex, high-dimensional data such as text, images, and even sound. They are 

categorized in this way because of their ability to learn hierarchical representation of 

data, which is crucial in tasks that identify patterns and relationships.  

2.8 Transformer Models and Neural Networks  

Transformer models are a type of deep learning model used in NLP tasks. 

Transformer models can learn long-range dependencies between words in sentences, 

which provides them the power to conduct machine translations, question and answer, 

and text summary. 

Transformers function by initially encoding the first sentence into a sequence of 

vectors (representing input data or weights in a model), which is called the embedding 

layer. They then move into a self-attention layer that allows the model to learn the 

relationship between the word in a sentence. The next layer is the positional encoding 

layer. This layer adds information of the placement and closeness of each word in the 

sentence. Once the sentence is encoded, the model decodes it into a sequence of tokens in 

the decoder layer. The self-attention mechanism focuses on the most relevant words in 

the input sentence when it is decoding the token. The output tokens are the words in the 

output sentence.  

As mentioned above, self-attention is the key component that allows a transformer 

to compute input and outputs effectively. The encoder and decoder both consist of a stack 

of self-attention layers (Vaswani, 2017). The encoder portion inputs a sequence of 

vectors and produces a new sequence. The self-attention layer then first computes or 

assigns a score for each pair of words in the sequence. The score for a pair of words is a 

measure of how related the two words are to each other. The self-attention layer then uses 
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the score to compute a weighted sum of the vector. The weighted sum then becomes the 

output of the self-attention layer. The decoder contains the self-attention layer and a 

recurrent neural network (RNN). The decoder works the same as the encoder in that the 

RNN takes the output of the self-attention layer as input and produces a sequence of 

output tokens. The output tokens are the words in the output sentence. As explained, the 

attention mechanism focuses on the most relevant words in the input sentence and the 

output token when decoding.  

2.9 Literature on Transformer Models in Cyberbullying  

There are several studies that have provided comparisons between the use of 

natural language processing models and deep learning models. Jockim et al. (2022) 

compared the use of two machine learning models (SVM and Naïve Bayes) against six 

deep learning models (BiLSTEM + Fasttext, BiLSTM + GloveTwitter, BERTBase, 

RoBERTa, DistilBERT and BERTweet). The comparison showed the accuracy rate of 

the machine learning models fell between 83–84% while the deep learning models’ 

lowest score was 84.83%, up to an accuracy rating of 96.08% with the use of a universal 

sentence encoder. Jockim et al. (2022) effectively provides a comparison between the 

traditional methods and deep learning methods in their advancement in detecting data. 

Paul et al. (2022) proved a fine-tuned approach of a BERT transformer can successfully 

identify cyberbullying. Hasan et al. (2023) presented a review of automated 

cyberbullying detection using deep learning models or supervised learning techniques 

focusing on the frameworks and area of applications. They provide a breakdown of 

datasets, types of models, whether they are hybrid or not, and their individual 

performance metrics (Hasan et al., 2023). 
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It is evident that deep learning models have a higher accuracy rating, and, 

therefore, it stands to reason this research also utilized a deep learning model, specifically 

a multiclassifier. This research will prove a multiclassifier model will be able to 

effectively to detect differences between hate speech, offensive speech, normal speech, 

and cyberbullying.  

2.10 Stacked Models  

Stacked models are the combination of multiple algorithms or models to leverage 

the strengths of each with the purpose of improving overall performance, robustness, and 

accuracy. These models integrate different types of machine learning methods, such as 

combining supervised and unsupervised learning or merging various algorithms including 

neural networks. Wolpert (1992) introduced staking or stacked generalization, which is 

feeding information from one set of generalizers to another before forming a final 

prediction.  

Stacked models have become the most recent form of cyberbullying detection in 

so far as they combine different neural network machine learning models, such as in 

Sultan et al.’s (2023) study, which used a stacked model leveraging two neural networks 

(LSTM and CNN). The LSTM allows the model to capture long-term dependencies and 

textual information, while the CNN accurately extracts the most relevant features from 

the textual content. 

2.11 Research Models 

This research focuses on comparing three different types of machine models to 

evaluate which model performs best in detecting the four types of speech. The models 
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used were a transformer BERT, a deep learning model, CNN, and a stacked model (SVM 

+ BERT).  

A BERT model was chosen based on prior research conducted, such as the study 

by Muneer et al. (2023) that proposed a stacking learning method to detect cyberbullying 

using a modified BERT model. Ogunleye and Dharmaraj (2023) went further in that they 

compared an SVM classifier against various BERT models and found the traditional 

classifier model outperformed the BERT models when it came to a balanced dataset; 

however, the BERT models had a better overall performance.  

A CNN model was chosen based on the study by Kim (2014) wherein they show 

that a simple CNN model with little tuning of the hyperparameters was able to achieve 

excellent results when used for text classification. Although the results were successful in 

the Kim study it is necessary to apply word embedding approaches to achieve higher 

results when identifying text in multiclassification. Xiaoyan et al. (2022) chose to 

combine GloVe with CNN-BiLSTM because GloVe’s combination of global statistical 

information with the local context window provided a better effect in word vectorization. 

Xiaoyan study found that the combination of a CNN model with the GloVe feature can 

effectively identify sentiment tendency of user comments online.  

These models were chosen due to their results in similarly conducted research on 

text classification pertaining to cyberbullying, hate speech, and offensive language. 

Yadav et al. (2021) conducted a comparative study of RNN, CNN, LSTM and BERT, 

CNN for hate speech and offensive speech detection. The study found RNN and CNN 

respectively outperformed all other models when detecting offensive speech; however, 

the BERT model outperformed the deep learning models when detecting hate speech. 
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The difference in those prior studies were the use of the dataset and its method of 

classifying speech.  

A stacked model was chosen to make a comparison to a BERT model based on 

some research that showed SVM independently consistently outperformed its BERT 

counterparts when it came to cyberbullying detection. In study by Mahmud et al. (2024), 

which used hybrid models to detect multilingual detection against various CNN models, 

an SVM classifier outperformed its hybrid counterparts. It stands to reason a stacked 

model containing an SVM + BERT would be most effective in a multiclassification task.  

2.12 Cyberbullying Literature  

According to cyberbullying detection literature, the most successful machine 

learning algorithms have been classification algorithms such as support vector machine 

(SVM), naïve Bayes, and random forest. Transformers tend to have successful rates with 

the use of convolutional neural networks (CNN) and long short-term memory networks 

(LSTM).  

The paper by Luo et al. (2021) “proposes to use BiGRU and CNN with the 

attention mechanism to construct a classifier for cyberbullying. The model can extract 

global features from the context with the help of a two-way recurrent neural network and 

has a CNN convolutional neural network for efficient extraction of local features.” (746). 

This experiment proposed the use of a GCA model and improved detection, and the 

classification efficiency of cyberbullying more than the four models used in the study 

(naïve Bayes algorithm, support vector machine, a decision tree-based classifier, and 

LSTM). This paper’s relevancy is based on its use of deep learning methodology. Luo et 

a l(2021) outlines the use of a multiclassifier for cyberbullying detection and proves that 
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deep learning models have a higher success rate than the traditional methods that use only 

classification supervised algorithms.  

Talpur and Sullivan (2020a) delved into the use of multiclassifiers not only to 

detect cyberbullying, but also to use machine learning to classify the severity of 

cyberbullying tweets. The overall hypothesis of this paper is to show multiclassification 

is more effective in detecting cyberbullying than the traditional binary classification.  

M. Raj et al. (2022) focused on the ability to evaluate real-time tweets or social 

media posts by proposing a deep learning framework combining two deep learning 

methods, CNN-BiLSTM, with stacked word embedding. This outperformed other deep 

learning models. M. Raj et al. (2022) research is similar to this study in its preprocessing 

of data, data transformation, and data classification. 

2.13 Hate and Offensive Speech Detection 

There are several research papers that focus on hate and offensive speech. Kumar 

and Sachdeva (2022) focused on the detection of hate speech, offensive speech, and 

normal speech, using both a BERT model and a CNN model with and without weights to 

compare which method performed best. Althobaiti (2022) proposed an automatic method 

for detecting offensive language and hate speech with a dataset of 12,698 Arabic-

language tweets, comparing BERT and conventional machine learning techniques SVM 

and logistic regression. In both studies, a BERT model and a CNN model were the 

methods used to detect hate and offensive speech. Both studies found the BERT model 

performed better than the CNN model. El-Sayed et al. (2023) compared several classical 

machine learning tools including SVM to detect hate speech, offensive language, or if 

text contained neither. The study was conducted on three separate datasets and found 
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SVM had the highest recall score when detecting all positive instance (El-Sayed et al., 

2023).  

2.14 Summary and Conclusion 

Studies such as Al-Hashedi et al.’s (2023) have focused on the sentiment aspect of 

detection, even creating an emotion detection model (EDM) approach to analyze a 

cyberbullying dataset. This study found cyberbullying texts were categorized as having 

negative emotions. The success rate of the use of emotion was found to be at a .87 recall 

for a BERT model; however, the dataset used was found to categorize data as 

cyberbullying and not cyberbullying. This dataset, although robust for the previous 

research, would not work for this study, as cyberbullying is found to possess the negative 

emotions similar to those of hate and offensive speech; this necessitates a classification 

model. This study focuses on the use of a classification model to provide accurate 

detection of hate speech, similar to Graney-Ward et al. (2022), whose results indicated 

the use of a deep learning model outperformed machine learning models and neural 

networks classifiers.  

This study also makes comparisons between the use of CNN, a BERT model, and 

a stacked model (SVM + BERT) to classify the four classes correctly. It also tests the 

hypothesis that a BERT will outperform the CNN and stacked model SVM + BERT 

methods of classification. Samee et al. (2023) leveraged a BERT model and deeper 

learning models (CNN, DNN, LST) in cyberbullying detection, and the BERT model 

outperformed the deep learning models.  

This study takes the idea of the other studies mentioned and combines them to 

compare machine models to different form of speech. Each study provided a value of 
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either cyberbullying detection, hate speech detection or measured toxicity choosing to 

measure a single form of speech. 

This study delves further and compares forms of negative speech to see if it is 

possible for a machine learning model to detect these types of speech from each other. 

The aim of this study is to delineate these forms of speech and provide a means for 

improving cyberbullying detection methods.  
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Chapter 3: Methodology 

3.1 Introduction 

This chapter provides a description of the data collection, data preprocessing, 

feature extraction, model development (CNN model, BERT and SVM + BERT), model 

evaluation, model comparison and results. The data was queried using the Python 

language and various packages that vary per model.  

3.2 Data Collection  

The data accumulation consisted of a search of various websites such as Kaggle, 

Data World, GitHub, and other basic search engines such as Google, Safari, and Bing to 

widen the search for a dataset combining cyberbullying, hate speech, offensive language, 

and normal speech. No such dataset existed; however, in Kaggle, two separate datasets 

were found (identified here as Dataset 1: Cyberbullying Comments and Dataset 2: Hate 

Speech and Offensive Language). The datasets contained tweets from Twitter (now X), 

with a high-volume count and prelabeled.  

Dataset 1: Cyberbullying Comments consisted of approximately 47,693 tweets 

having two columns labeled Column A: text and Column B: Cyberbullying_type. The 

dataset file was procured by J. Wang et al. (2020). The researchers leveraged the 

Dynamic Query Expansion (DQE) algorithm in order to automate the collection process. 

They “established a procedure to iteratively expand an existing dataset by connecting the 

algorithm’s output with Twitter through GetOldTweets3” (Wang et al. 2020). This 

successfully leveraged the algorithm to generate new data points of a narrow class in a 

semi-supervised fashion and were able to successfully automate the process of data 

collection. The researchers gathered all open-sourced Twitter cyberbullying datasets 
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which totaled six datasets from authors Agrawal, Brettschneider, Chatzakou, Davidson, 

Waseem, and Wisc. Most of the tweets were taken down and therefore the researchers 

used the Twitter API to retrieve as much information as possible. They “were able to 

retrieve 45.6%, 41.8%, 55.9% and 51.5% of the dataset respectively.” (Wang et al. 2020). 

Due to limited manpower and constraints, the first 1500 tweets were extracted from the 

Chatzakou’s dataset, and the first 4475 tweets were extracted from the Davidson’s 

dataset. The researchers then utilized the modified Dynamic Query Expansion and 

randomly sampled 8000 tweets having labels of Not CB (“Not Cyberbullying”) or labeled 

with types of Cyberbullying identified as: Age, Ethnicity, Gender, Religion and Other 

which formed a balanced dataset all generated into one column along with the secondary 

column identifying the respective tweets with a total of 47,693.  

Dataset 2: Hate Speech and Offensive Language consisted of approximately 

24,784 tweets and consisted of six columns labeled: Column A: Count; Column B: 

hate_speech_count; Column C: offensive_language_count; Column D: netiher_count; 

Column E: Class; Column F: tweet. Dataset 2 procured by Davidson T et. al. (2017) first 

extracted a hate speech lexicon that contained words and phrases by internet users and 

were considered hate speech that were compiled by Hatebase.org. Davidson et al. 

leveraged the Twitter API and searched for tweets containing the hate terms from lexicon 

which resulted in a sample of tweets from 33,458 Twitter users. The timeline for each 

user was extracted resulting in a set of 85.4 million tweets. The researchers randomly 

sampled 25,000 tweets containing terms from lexicon and had the tweets manually coded 

by CrowdFlower (CF) workers. The workers were asked to label each tweet as one of 

three categories: hate speech, offensive but not hate, or neither offensive nor hate speech. 
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They were provided the researcher’s definition along with a paragraph explaining in 

further detail to think about the context in which the words appear and not just about the 

words appearing in each tweet. CF workers were instructed that the presence of a 

particular word, however offensive, did not necessarily indicate a tweet is hate speech. 

Each tweet was coded by three or more people. The intercoder-agreement score by CF is 

92%. Researchers used the majority decision provided by CF workers for each tweet to 

assign a label. The total sample size is 24,784 labeled tweets. Most tweets were 

considered offensive language, followed by neither and the least coded as hate speech. 

3.3 Data Preprocessing 

3.3.1 Labeling  

Since this study focuses on classifying Cyberbullying and not the degrees or types 

of cyberbullying, the easiest method of classification is to assign integers to the two types 

of classification. To prepare for the compilation of the two datasets a new spreadsheet 

was created having seven columns named: Column A: Count, Column B: hate speech (3), 

Column C: Offensive language (2), Column D: Cyberbullying (1), Column E: Normal 

Language (0), Column F: Class and Column G: Tweet.  The seven columns were added 

to ensure each class was divided properly and no integers were reused to misidentify the 

classes. 

Dataset 1 Cyberbullying Comments already contained cyberbullying tweets 

identified by types:  Age, Ethnicity, Gender, Religion and Other, and contained tweets 

identified as non-cyberbullying. The file was first filtered to provide only tweets that 

were identified as non-cyberbullying. The non-cyberbullying name was removed and 

replaced with the integer 0. The file was then filtered to show all the tweets that were 
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identified as cyberbullying with types: Age, Ethnicity, Gender, Religion and Other. The 

cyberbullying types were removed and replaced with integer 1. The tweets were spot-

checked to ensure that they were labeled correctly as cyberbullying. These tweets and 

newly labeled columns were then moved into the new Dataset 3-Four Classification.  

Dataset 2-Hate speech and Offensive Language provided rows of tweets already 

identified in integer form. This dataset contained five columns: hate_speech_count, 

offensive_language_count, neither_count, class, and tweet. The integer represented the 

number of users who coded each tweet (minimum number was 3; sometimes more than 3 

CF workers were used to code a tweet when judgments were determined to be 

unreliable). The researchers defined the class label for the majority of CF workers with 

the integers of (0: 'hate-speech', 1: 'offensive-language' or 2: 'neither'). 

To process this dataset the columns of hate_speech_count and 

offensive_speech_count  and neither_count was hidden to only show the class column. 

The class column was then filtered to show only number 2 identified as ‘neither’. This 

newly filtered column along with the tweet’s column was then moved to Dataset 3-Four 

Classification under the normal language column and relabeled to integer 1 along with 

adding integer 1 to the Class column.  

The filtering process was repeated with the hate_speech_count and the 

offensive_speech_count columns moving each along with their identified tweets into the 

Dataset 3 Four Classification spreadsheet under their respective columns of hate speech 

(3) and offensive language (2) and relabeling them as integers 3 and 2 respectively, 

applying the integer 3 and 2 into the class column as well. Now Dataset 3 Four 

Classification has been compiled having a total of 72,477 rows of tweets and having 
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seven columns identified as: Column A: Count, Column B: hate speech (3), Column C: 

Offensive language (2), Column D: Cyberbullying (1), Column E: Normal Language (0), 

Column F: Class and Column G: Tweet.  

 

 Dataset 3 Four Classification was tested with the BERT model to determine if 

this dataset having a total of 72,477 tweets was too complex to use when utilizing word 

embedding. This total was found to be too large for the BERT model used in this study. 

BERT uses a method called WordPiece tokenization. WordPiece tokenization breaks 

down words into smaller subword units (subtokens) rather than an entire word. This 

allows the BERT to process unseen or rare words effectively by decomposing them into 

these units. This is beneficial for BERT’s flexibility and generalization. Due to this fact 

the dataset was reduced to 14,943 to properly size for the embedding and to balance the 

dataset. The class breakdown is as follows: Normal Language (0) total of 5535, 

Cyberbullying total 2411, Offensive language (2) total 5914 and hate speech total 1083. 

 

Figure 3.1 

Pie Chart of Dataset Distribution 
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3.3.2 Data Processing Packages 

Various packages were required for processing data, for implementing the 

machine learning algorithms, for applying embedding methods, for evaluating 

performance, and for visualizing results. Fundamental packages used are as follows:  

• Matplotlib is a visualization library provided by Python for creating static, 

animated and interactive plots.  

• NumPY is an open-source package by Python that helps in processing 

multidimensional array object.  

• Pandas is a Python library used for data analysis, cleaning and manipulating 

data. 

• Scikit-learn is an open-source Python library used for data mining and data 

analysis. 
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Language 
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(1)
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language (2)

40%
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speech (3)
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TOTAL
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• Tensorflow is an open-source software application that helps in developing 

machine learning powered applications.  

3.4 Feature Extraction  

Research question 1 asks, “What features within a classification model are most 

effective in differentiating among four classes of social media text?” This is a valid 

research question as feature extraction is crucial to the development and performance of 

machine learning models. 

Feature extraction is the transformation of raw data into a measurable means and 

can consist of text or tokenization and then converting text data into numerical form, 

which is vectorization. It converts data into metrics in the form of graphs and diagrams. 

Different feature extraction methods were implemented based on the machine model used 

in this study.  

GloVE was the primary feature used in the CNN model. The BERT model and 

stacked model SVM + BERT features used sentence embedding with Wordpiece 

tokenization, which is already embedded within the BERT models and therefore are 

applied automatically. Dhamija et. al. (2021) compared different combination of features 

including GloVE and sentence embedding to compare results. The study found the BERT 

sentence embedding outperformed other features. The features and methodology are 

described at length below. 

3.5 Models 

3.5.1 CNN  

CNN is a deep learning algorithm mostly used for the analysis of visual features 

having large amounts of data. Roy and Mali (2022) used CNN model to classify images 
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for cyberbullying detection. CNN was used in this study due to its benefits in text 

classification, especially for instances of multiclassification. CNN automatically can 

learn hierarchical feature representation from raw input data, which reduces the manual 

feature extraction. Of further benefit are its handling of spatial dependencies using the 

convolutional and pooling layers and its efficiency using parameter sharing. Additional 

features can be used to improve a CNN model’s performance, such as in Santhiya et al.’s 

(2024) study, wherein the authors used the GloVE feature to improve performance. 

Figure 3.1 is a diagram of a CNN algorithm.  

 

Figure 3.2 

Diagram of Basic CNN Model 

 

 

This study used several packages to train this model for multiclassification 

purposes. Several of the same features used for this model were also used for the BERT 

and SVM + BERT stacked model. The Pandas library was the first necessary package 

installed into the CNN model to allow the import of the dataset and to give the ability to 



32 

 

read the file. The Sklearn module, TensorFlow packages, and Keras packages also were 

installed to facilitate data preprocessing, tokenization, layer application, build and train 

the model and provide visualization of the results. The x, y variables were then defined as 

the columns of tweet and Class, respectively.  

The next import was the Sequential package to create a linear stack of layers to 

build the architectural neural network in Keras. From TensorFlow, Keras layers, the 

Dense Flatten layers were added. [Dense(128, activation=‘relu’, 

input_shape=input_shape); Dense(4, activation=‘softmax’)] 

The Dense layer of 128 activation = ‘Relu,’ which adds a dense layer of 64 units 

and ReLU activation function. ReLU (Rectified Linear Unit) activation function is 

defined as  

 

f(x)=max(0,x) (1) 

 

which means that if the input x is positive the output is x and if the input x is negative, 

the output is 0. Mathematically, this means  

 

x = if x > 0 (2) 

0 = if 0 x < 0 (3) 

 

ReLU introduces nonlinearity into the model, which enables the model to learn and 

represent complex relationships between the input features and output predictions. It 



33 

 

provides the ability to stack layers with ReLU activation. This will allow the model to 

capture patterns that are not simply a straight line. An example of ReLU output is 

 

Output=ReLU(W2⋅ReLU(W1⋅X+b1)+b2 (4) 

 

The Dense (4) specifies another connected layer with four neurons. This is used in 

the output layer of a classification model where there are four classes to predict. The 

softmax function (activation=‘softmax’) converts the output of each neuron into a 

probability distribution over the four classes. The sum of the output probabilities will be 

1, which is used in multiclass classification problems. The flatten layer flattens the input 

converting from a 2D array to a 1D array, which is needed for feeding into the dense 

layer. Then, the tokenizer was used to convert text data into numerical data. A sum was 

given of 10,000 words to fit the tokenizer. The amount of 10,000 limits the vocabulary 

size of the top 10,000 most frequent words to fit the tokenizer and builds the vocabulary 

based on the dataset provided. Next, text to sequence was applied to convert the text data 

to numerical sequences. A max length and pad sequence were applied to define the length 

and ensure all sequences were the same length.  

From Sklearn the train_test_split function was used with a test size of 0.2 and a 

random_state 42 was used to split the dataset into training and testing subsets. This was 

to specify that 20% of the date should be used for test set and to control the shuffling of 

the data before splitting. The shape was verified and x_padded showing the 80/20 split. A 

pretrained GloVe embedding library was loaded into the Python library having 100 

dimensional vectors.  
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Next, the model was compiled with an Adam optimizer. Adam (adaptive moment 

estimation) is an optimizer that combines the advantages of two other extensions of 

stochastic gradient descent: adaptive gradient algorithm (AdaGrad) and root mean square 

propagation (RMSProp). It computes adaptive learning rates for each parameter. The loss 

of sparse categorical cross-entropy is used in multiclassification models in which the 

variables use integers rather than one-hot encoded labels. This uses the integer labels, 

which is more efficient when dealing with large number of categories. The metric for 

evaluation of performance was accuracy, which is the fraction of correctly classified 

samples.  

3.5.2 BERT 

BERT is a state-of-the-art transformer model for natural language processing 

tasks, which was introduced by Vaswani et al. (2017). Transformers are a type of neural 

network architecture designed to handle sequential data. Unlike traditional models, BERT 

does not predict sequence left to right but considers context from both directions 

simultaneously, allowing it to understand a word based on the surrounding words. A 

pretrained BERT-based model was finetuned for use in this study. Figure 3.2 is a diagram 

of a multiclassification BERT. 

Figure 3.3 

Diagram of Basic BERT Transformer Model 
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Several packages were imported to allow BERT performance, such as the 

standard, PIP transforms, datasets, and upgrade requests to ensure all packages were 

running the latest versions. Pyarrow, multiprocess and xxhash packages also were 

imported. Pyarrow’s key features are its optimization for high-performance, in-memory 

data processing and its interoperability with Pandas, NumPy, and other data analysis 

libraries. It also uses a columnar memory layout to enhance performance, particularly for 

analytic workloads. The columnar memory layout stores data in a column rather than in a 

row. This layout allows for compressibility that reduces the storage footprint and speeds 

up data reading and processing, which also allows the vectorization operation to process 

faster.  

Multiprocess features allow for the parallel execution of tasks and improve 

flexibility to support complex use cases and can serialize functions. Multiprocess uses a 

dill package that provides a process of converting an object into a format easily stored 
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and reconstructed later; dill can serialize a wider array of Python objects that include 

functions, nested functions, generators, and iterators. The multiprocess install required an 

install of the xxhash package. Upon installation it is found to be a fast and efficient 

noncryptographic function used for processing various data processing applications. It is 

used ideally for speed. 

The functional packages were installed (Pandas, TensorFlow, NumPY) and from 

the Transformers package the Auto Tokenizer and 

TFAutoModelForSecquenceClassification were installed. These packages allowed for 

data manipulation and analysis, building and training of machine learning model, 

numerical computation, tokenizing text, and loading pretrained models for NLP tasks. 

The next steps were to visualize the data with the use of Pandas. As shown in Figure 3.3, 

each class with its respective label integer, a count column, class column, and tweet 

column were now visible.  

 

Figure 3.4 

Output of Dataset Columns and First Five Rows 
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To visualize the data in diagram form, Matplotlib.pyplot was imported along with 

seasborn as sns to view the x,y labels. To visualize the breakdown per count for each 

column, the Class column was given the x label and Count column was given the y label. 

Figure 3.4 is a diagram of the counts per class showing the distribution of label per count.  

 

Figure 3.5 

Diagram of Counts per Class x Label, Class y Label 

 

 

The data was cleaned and all Twitter handles (e.g., @username) removed from 

the tweets in the tweet column. The cleaned text was placed in a new column named 

tweet_cleaned as shown in Figure 3.5.  

 

Figure 3.6 

Output First Five Rows of Dataset With Columns and the Additional Column of 

tweet_cleaned 
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A count was taken of the Cyberbullying column to ensure this column had 

sufficient data to proceed with the data test and validation sets. Figure 3.6 offers a 

visualization of the count. 

 

Figure 3.7 

Diagram of Cyberbullying Count 

 

The total count was taken for all classes and columns for a total of 14,943. After 

this total count, the unnecessary columns of hate speech (3), offensive_language (2), 

normal_language (0) and cyberbullying (1) were removed to prepare for the test train 

split of data. Then, the data was split with the use of DatasetDict utilizing the three 
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feature columns of [Class, tweet, tweet_cleaned]. The train set was 11,207, the test set 

was 934, and the valid set was 2,802. 

Next, the data was tokenized using the auto tokenizer function, which 

automatically chooses the correct tokenizer for the BERT-base-cased model used. BERT-

base-cased model consist of 12 layers (transformer blocks), 768 hidden units per layer, 

and 12 attention heads. The case aspect indicated the model is case sensitive, 

distinguishing between uppercase and lowercase letters and providing it with different 

tokens. The tokenization was checked by providing a sentence to ensure it functioned 

properly and the tokenizer provided an output from a sentence provided, as Figure 3.7 

shows.  

 

Figure 3.8 

Output of Tokenization Check 

 

 

A new vocabulary size was provided after the tokenization; a request was made 

for the size, max length, and input names of the model. The vocabulary size of unique 

tokens that consisted of words, subwords, and characters was 28,996, the maximum 

length was 512, and the model input names were: [input_ids, token-type_ids, 

attention_mask]. Input_ids are the token IDs the tokenizer generates. Token_type-ids is 
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used to differentiate between sequences and attention_mask provides an understanding of 

which tokens should be attended to and which should be ignored.  

The new tokenized dataset was split into a trained, test, and validation tokenized 

dataset. These splits are used for training the model, validating its performance during 

training, and evaluating its final performance on unseen data. Now that the columns tweet 

and tweet_cleaned were used for tokenization, these columns were no longer necessary 

and were dropped, leaving only the Class and Count columns. A train_features to equal 

the [x:train_set [x] for x] was used to create a dictionary that contained all the necessary 

input features for the model. The train, test, and validation set were processed through 

tensor slices to convert the training features and labels into a TensorFlow dataset. The 

datasets were shuffled to reduce the model overfitting and batched to make the training 

process more efficient by processing multiple batches at once. 

The model was defined with a label number of 4 and loaded as model 

TFAutoModelForSequenceClassification, which is a pretrained BERT model used for 

sequence classification that will output probabilities for four different classes. The Adam 

optimizer was used with a learning rate of 5e–5. The optimizer adjusts the weights of the 

network to minimize the loss function. The Adam optimizer is chosen for efficiency in 

handling sparse gradients and adapting the learning rate for each weight. This rate (5e-5, 

or 0.00005) specifies how much the weights should be updated during each training step. 

A smaller learning rate helps by not overshooting during optimization. Sparse categorical 

cross-entropy was used for this study due to its success in uses of multiclassification of 

multiple classes where each instance belongs exactly to one class and the labels are 
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integers. The metrics used for this model were also accuracy, as stated above with the 

CNN model.  

3.5.3 Stacked Model (SVM + BERT) 

This study sought to compare a deep learning model, a transformer model, and a 

classification model. To provide a beneficial classification model, a SVM model was 

chosen in combination with a BERT model. This combination provided a unique benefit 

of enhanced performance and interpretability of a text classification compared to a 

transformer alone. The enhanced classification performance occurred in two areas: 

feature extraction and complementary strengths. In this study, BERT was used to extract 

the deep contextualized embeddings from the text to capture rich semantic information, 

which was fed into an SVM classifier model to utilize the high dimensional space for 

better overall performance. The stacked model better generalizes and regulates the 

combination of the SVM model’s strong margin maximization, which helps prevent the 

BERT model’s tendency of overfitting. The combination generalizes better to unseen data 

and the SVM acts to regularize BERT. Figure 3.8 is a diagram of the Stacked Model. 

 

Figure 3.9 

Stacked Model SVM + BERT 
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Due to the lengthy number of packages and imports to this stacked model, each 

package has been provided its own paragraph for further explanation of its use.  

The first necessary model packages installed were the transformers and BERT 

Tokenizer to initialize the pretrained model, which was the BERT-base-uncased model. 

Next the functional packages were installed (Pandas, NumPy, TensorFlow layers, keras, 

optimizers, TensorFlow hub, and Sklearn). Sklearn was imported for its train test split, 

GridSearchCV, SVM to import of SVC. Both packages were installed to provide data 

computation and the handling of data structures.  

3.5.3.1 TensorFlow 

TensorFlow Keras layers were added, specifically the Dense layer, which is a 

fully neural network layer, and an input layer, which instantiate a Keras tensor. Adam 

optimizer implements the Adam algorithm for training the deep learning model. 

TensorFlow Hub is a library of reusable modules that can be used for a variety of tasks 

including to provide a simple API to load and use models.  
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3.5.3.2 Scikit-Learn 

The Scikit learn packages uploaded were the sklearn model selection to import 

train_test_split, GridSearchCV, and SVC. The train_test_split is the split arrays into 

random train and test subsets. The GridSearchCV is a module used for hyperparameter 

tuning, performing an exhaustive search over a specified parameter grid, and cross 

validating the model to find the optimal set of hyperparameters for best performance. The 

SVC module is the import of the Support Vector Classifier. 

3.5.3.3 Tokenization 

The bert_encode function was used to tokenize and encode texts within the 

model. The max_len function calculates the padding to make the sequence length and 

appends the number of padding tokens. It is used to initiate the maximum length of token 

sequences to 512, which is the default maximum length a BERT model can handle. A list 

for all tokens, all masks, and all segments were initialized to store the token IDs, attention 

masks, and segment IDs for each text in the input list.  

A tokenizer was used to tokenize the text into word pieces and truncated the text 

to fit within the max_len, accounting for the CLS and SEP tokens. The input sequence 

function was used to add “CLS” + “SEP” to the beginning and end of the tokenized text. 

The CLS (classification) token is a special token added at the beginning of every input 

sequence. It is used to aggregate information from the entire sequence for classification 

tasks. The SEP (separator) token is used to separate different segments of input. The SEP 

token function is to help the model understand the sequences before and after. 
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3.5.3.4 Model Build 

The next modules used were to construct and build the BERT-based classification 

model, TensorFlow, and Keras. The modules were for bert_layer number of classes and 

max_len. These identified the pretrained model, the number of output classes for the 

classification task, and the default max sequence length. 

3.5.3.5 Input Layer 

The input layers define the input tensors for the model, which are placeholders for 

the input data. The input_word_ids hold the token IDS, input_mask, which holds the 

attention masks providing an indication of which tokens are actual data and which are 

padding, and segment_ids, which holds the segment IDs, distinguishing between different 

segments in tasks such as sentence pair classification.  

3.5.3.6 BERT Layer 

The pretrained BERT layer is called with the inputs. The first element (pooled 

output) is ignored in this function and sequence_output is the second element containing 

the embedding for each token in the sentence.  

3.5.3.7 Classification Output 

For the classification output the function clf_output = sequence_output [: , 0, :] 

was used to extract the embedding corresponding to the CLS token. The out = 

Dense(num_classes, activation=‘softmax’)(clf_output) function was used to connect the 

dense layer fully with a softmax activation function to output probabilities for each class.  

3.5.3.8 Model Compilation 

The model was then ready to be compiled. The model= function creates a Keras 

model with the specific inputs and outputs. The model was compiled with the Adam 
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optimizer, sparse categorical cross-entropy loss function, and the metric used was 

accuracy. The Adam learning rate used was 1e–5, and sparse categorical cross-entropy is 

appropriate to use for multiclassification with integer labels as is used here. The model 

then was compiled.  

3.5.3.9 Load Model and Data Processing 

The pretrained bert_en_uncased model was loaded using the TensorFlow hub 

module as a Keras layer and placed the setting of trainable as true. The dataset was used 

to be parsed as the train/test split.  

The vocabulary file path found within the BERT layer was accessed and a NumPy 

was used to convert the TensorFlow tensor containing the file path to a NumPy array 

necessary to obtain a usable file path in string form. The BertTokenizer was initialized to 

extract the vocabulary file path and case sensitivity settings to convert the text into 

tokens.  

The train tweet values extracted the tweet text from the train Dataframe as 

NumPY array and the bert_encode function was used to tokenize and encode the tweets 

using the specified tokenizers with a max_len of 160 tokens. The process was repeated 

with the test.tweet values. The labels of Class were then extracted and stored. 

3.5.3.10 Model Summary 

The model was defined with the number of classes (4) and max_len of 160. The 

build_model script was used, adding all the prior variables of the bert_layer, 

num_classes, and max_len, and a model summary was prepared for visualization, as 

shown in Figure 3.9. 
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Figure 3.10 

BERT Model With all Layers With the Output of Params 

 

 

The metrics used for this model for overall performance were the same as the CNN and 

BERT to review the accuracy performance. 

3.6 Model Evaluation 

The methodology used to evaluate each model metrics consisted of evaluating the 

model’s performance by using evaluation metrics of accuracy, precision, recall, and F1 

score. 

3.6.1 Precision  

Precision measures the accuracy of the positive predictions. It answers the 

question, “Of all positively predicted instance, how many are actually positive?” True 

positives (TP) are the number of correctly predicted positive instances. False positives 

(FP) are the number of instances incorrectly predicted as positive. 
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Precision= 
true positives

true positives+false positives
 (5) 

 

3.6.2 Recall (True Positive Rate) 

Recall measures the mode to identify all positive instances, answering the 

question, “Of all positive instances, how many were identified correctly?” False 

negatives (FN) are the number of instances that were actually positive but were predicted 

as negative. 

 

Recall= 
true positives

true positives+false negatives
 (6) 

 

3.6.3 F1 Score 

The F1 score is the mean of precision and recall. It provides one metric that 

balances both precision and recall and is especially useful when there is an uneven class 

distribution.  

 

F1 score = 2 x 
Precision x Recall

Recision + Recall
 (7) 

 

3.6.4 Accuracy  

Accuracy measures the overall correctness of the model, answering the question, 

“What proportion of all instances were predicted correctly?” True negatives (TN) are the 
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number of correctly predicted negative instances. Total instances are the sum of all 

instances (TP + TN + FP + FN). 

Accuracy = 
True positives + True negatives

Total instances
 (8) 

 

3.7 Validation 

Validation consists of presenting the results for each model and its ability to 

predict the classes of speech and comparing the results of each model’s performance 

identifying the best score.  

To properly validate a model’s performance, it is imperative to apply the 

precision, recall, F1 Score and accuracy as the method of metrics. Independently these 

metrics provide a measurement; however, together these metrics provide a 

comprehensive evaluation of a model’s performance from different perspectives. 

Accuracy provides an overall success rate of performance, precision and recall give 

insight into the balance between false positives and false negatives.  
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Chapter 4: Results 

4.1 Introduction 

This section discusses the results of this research and explains the differences of 

comparisons of using a CNN model, a BERT model, and a stacked model SVM + BERT. 

This section specifically will outline the epochs used for each model, the metrics used to 

evaluate the model, whether overfitting occurred, each individual models results with a 

comparison of performance and an overall result of which model performed the best. All 

of this will answer the research questions: “Can a model be developed that can classify 

language between four classes of tweets: cyberbullying, hate speech, offensive language, 

and normal language with an accuracy of 90% or higher?” and “Among CNN, BERT, 

and SVM + BERT, which classification model is most effective at distinguishing among 

four distinct classes?” 

4.2 Model Results 

This chapter is divided into four sections. The first section covers the CNN model 

epochs, performance, and results. The second section discusses the BERT model epochs, 

performance, and results. The third section iterates the SVM + BERT model epochs, 

performance, and  results. The fourth section compares each model and its results and 

identifies which model performed the best. 

4.2.1 CNN Model 

The CNN model was defined with a Dense 128, 5 activation relu and Dense 4 

activation softmax and compiled using the Adam optimizer and loss sparse categorical 

cross-entropy, as mentioned earlier in this study. Ten epochs were chosen to validate the 

data x_test, y_test. Ten epochs would be beneficial as it would provide a balance between 
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overfitting and underfitting, computation efficiency, and provide the ability to monitor 

and adjust model learning accordingly. A review of the epochs indicates 169 batches 

were processed with 0.12ms of completion per epoch. 

 

Figure 4.1 

Output of CNN Epochs 

 

 

4.2.1.1 Training Performance  

The training loss measures how well or poorly the model performed. The first 

epoch has a loss of 1.2785 and decreased to 0.8601 by epoch 10, showing the model was 

learning and improving its performance on the training data. The training accuracy of the 

model on the training data after the first epoch was 0.3655 and, by epoch 10, it increased 

to 0.6633, showing effective training.  

4.2.1.2 Validation Performance 

Validation loss decreased from 1.1904 to 0.9576 by epoch 9, then had a slight 

increase to 0.9675 in epoch 10. The overall downward trend shows improved 

performance on the validation set. The validation accuracy improved from 0.4401 to 
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0.5918 by epoch 10. This shows the model generalization of unseen data improved over 

epochs.  

4.2.1.3 Epoch-by-Epoch Analysis 

Epochs 1–3: Training loss decreases from 1.2785 to 0.9983 with the accuracy 

increasing from 0.3655 to 0.6055, a validation loss from 1.1904 to 1.0123, and a 

validation accuracy from 0.4401 to 0.5487. 

Epochs 4–6: Training continues to decrease .9691 to 0.9181, training accuracy 

continues to increase 0.6143 to 0.6374, with the validation loss continuing to decrease 

1.0049 to 0.9784, and further increasing of validation accuracy 0.5513 to 0.5680. 

Epochs 7–8: Training decreases further, 0.9181 to 0.8931, training accuracy 

continued to increase from 0.6374 to 0.6461, with a validation loss 0.9641 to 0.9576, and 

validation accuracy of 0.5680 to 0.5788. 

Epochs 9–10: Training finally decreases 0.8739 to 0.8601, with a final validation 

loss from 0.9576 to 0.9674, a final training accuracy of 0.6522 to 0.6633, and final 

validation accuracy of 0.5859 to 0.5918. 

4.2.1.4 Conclusion 

The model shows increased improved performance, as indicated by the consistent 

decrease in training loss and increase in training accuracy. The validation metrics also 

show improvement, although there are some changes in the validation loss during the 

tenth epoch. 
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4.2.1.5 Overall Scores 

Figure 4.2 

Overall CNN Accuracy and Loss 

 

 

4.2.1.6 Accuracy 

The score of .6007 (60.07%) represents the proportion of correct predictions made 

by the model on the test dataset. This accuracy score means the model correctly classified 

around 60.07% of the test instances. This suggests the model was able to correctly predict 

a little over half of the test dataset.  

 

Figure 4.3 

CNN Model Accuracy Rate per Epoch 

 

 



53 

 

4.2.1.7 Loss 

Test loss score measures the difference between the predicted values and the 

actual values in the test set. A lower loss indicates a better fit of the model to the test 

data. 

 

 

 

Figure 4.4 

CNN Model Loss per Epoch 

 

 

4.2.1.9 Interpretation 

The consistent decrease in training loss indicates the model is learning effectively 

from the training data. The decrease in validation loss shows the model is improving its 

performance on the validation data. 
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4.2.2 Classification Report 

A classification report and confusion matrices were requested to provide results 

based on the recall, precision, and F1 score metrics. The classification report below 

indicates the overall performance of 60% shows the model is performing decently; 

however, the model still missed almost half of the predictions.  

4.2.2.1 Classification Report Findings 

Class 0: the model performs reasonably well with high precision and recall. 

Class 1: the model underperforms with low precision, recall, and F1-score, 

showing difficulty correctly identifying this class. 

Class 2: the model performs well with a high recall but has a moderate precision. 

Class 3: the model fails to identify any instances of this class, having significant 

issues detecting this class. 

Overall Performance: the overall accuracy of 60% indicates the model is making 

more correct predictions than random guessing. This would mean the model has a higher 

error rate. With its ability to detect accurately two classes and failing to detect two other 

classes, any prediction improvements cancel itself out.  

 

Figure 4.5 

Classification Report Results for CNN 
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4.2.2.2 Confusion Matrix 

The confusion matrix is used to evaluate the performance of a classification 

model. It shows the counts of the model’s actual versus predicted classifications. The 

rows represent the actual classes or true labels. The columns represent the model’s 

predicted classes. Below is a summary of the results per class with the correct predictions 

outlined and the breakdown of the misclassifications.  

4.2.2.3 Class 0 (Normal Language) 

Correctly Predicted (true positives): 327 instances were predicted correctly as 

class 0. 

Misclassifications: 

• 21 instances were predicted incorrectly as class 1 (Cyberbullying). 

• 91 instances were predicted incorrectly as class 2 (offensive_language). 

• 31 instances were predicted incorrectly as class 3 (hate_speech). 

4.2.2.4 Class 1 (Cyberbullying) 

Correctly Predicted (true positives): 76 instances were predicted correctly as class 

1. 
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Misclassifications: 

• 13 instances were predicted incorrectly as class 0. 

• 56 instances were predicted incorrectly as class 2. 

• 18 instances were predicted incorrectly as class 3. 

4.2.2.5 Class 2 (Offensive Language) 

Correctly Predicted (true positives): 445 instances were predicted correctly as 

class 2. 

Misclassifications: 

• 164 instances were predicted incorrectly as class 0. 

• 144 instances were predicted incorrectly as class 1. 

• 59 instances were predicted incorrectly as class 3. 

4.2.2.6 Class 3 (Hate Speech) 

Correctly Predicted (true positives): 0 instances were predicted correctly as class 

3. 

Misclassifications: 

• 31 instances were predicted incorrectly as class 0. 

• 18 instances were predicted incorrectly as class 1. 

• 59 instances were predicted incorrectly as class 2. 

4.2.2.7 High Misclassification Rate for Certain Classes 

Class 0 (normal_language): is fairly accurate for class 0 but often misclassifies 

some instances as class 2 (offensive_language). 

Class 1 (cyberbullying): struggles with class 1, often confusing it with class 2 

(offensive_language) and some of class 0.  
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Class 2 (offensive_language): performs well on class 2 but has some 

misclassification with classes 0 and 1. 

Class 3 (hate_speech): completely fails to identify class 3, with all instances being 

misclassified as other classes, mostly class 2. 

 

Figure 4.6 

Confusion Matrix Results of CNN 

 

 

4.2.2.8 Overall Performance 

The model performs reasonably well for class 0 (normal language) and class 2 

(offensive language) but struggles with class 1 (cyberbullying) and class 3 (hate speech), 

misclassifying all instances of class 3 (hate_speech). 

4.2.2.9 Overall Conclusion 

Class 0 (normal language) and Class 2 (offensive language) have the most 

significant counts of true positives and moderate misclassifications. Class 1 
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(cyberbullying) and Class 3 (hate speech) were a struggle—especially class 3, which 

shows all instances were misclassified. 

4.2.3 BERT Model 

The BERT model was defined as a TF auto model for sequence classification 

from pretrained (BERT-base-cased) with a number label of 4. The model was compiled 

with an Adam optimizer with a learning rate of 5e–5, using a loss of sparse categorical 

cross-entropy.  

Four epochs were chosen to validate the data x_test, y_test. Four epochs would be 

beneficial as it would prevent overfitting as BERT models are powerful and easily can 

overfit the training data if trained with too many epochs. If overfitting occurs, this will 

mean the model performs well on training data but poorly on unseen data; therefore, 

training with four epochs helps to mitigate the risk of overfitting. Using four epochs also 

provides computational efficiency because training deep learning models can be 

computationally intensive and time consuming. Limiting the number of epochs to four 

reduces the training time and resources required.  

 

 

Figure 4.7 

Output of BERT Epochs 
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A review of the epochs indicates there were 1,401 batches processed and it took 1,635 

seconds total for each epoch.  

4.2.3.1 Training Performance 

The training loss decreased significantly across epochs, and the training accuracy 

improved steadily. This indicates the model was learning the patterns in the training data 

effectively.  

4.2.3.2 Validation Performance  

The Validation loss decreased initially but increased after the second epoch, while 

the validation accuracy improved slightly before stabilization. The increase in validation 

loss while training loss continued to decrease suggests the model was starting to overfit 

the training data.  

4.2.3.3 Epoch-by-Epoch Analysis 

Epoch 1 indicates a start to learning of a loss of 0.7373; the sparse categorical 

accuracy starts at 0.7009 and the validation loss starts at 0.6637. The accuracy score 

determined for this epoch is 0.7434. 

Epoch 2 loss decreased to 0.4943, indicating the model was learning. The sparse 

categorical accuracy improved to 0.8077, showing significant improvement. The 

validation loss slightly decreased to 0.6567. The accuracy score determined for this epoch 

was 0.7420, which was a slight decrease in validation accuracy.  

Epoch 3 loss decreased further to 0.3342; the sparse categorical accuracy 

improved further to 0.8755 with the validation loss increasing slightly to 0.7479. The 

accuracy score determination for this epoch was 0.7555, a slight increase. 
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Epoch 4 loss decreased to 0.1971 showing significant improvement. The sparse 

categorical accuracy improved to 0.9313; this indicates a high training accuracy showing 

the model was fitting well to the training data. The validation loss increased to .08602, 

which shows a slight overfitting occurring. The accuracy score determination for this 

epoch was 0.7534, which was slightly lower than the previous epoch but shows stability.  

4.2.3.4 Conclusion  

The model was learning effectively over the four epochs, with significant 

improvements in training metrics. However, the slight increase in validation loss and 

stabilization in validation accuracy suggests the model might have been starting to 

overfit, and further training might not yield better performance on unseen data. 

4.2.3.5 Overall Score 

 

Figure 4.8 

BERT Overall Accuracy and Loss  

 

 

An accuracy score of 78.47% on the test dataset indicates the model was 

performing well, correctly classifying a significant majority of the test instances. The 

blue line shows a consistent increase in the training accuracy over the epochs. This 

indicates that the model is learning and improving its performance on the training data. 

The model reaches its peak at about epoch 2 and stabilizes between Epoch 3 and Epoch 

4.  
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Figure 4.9 

BERT Model Accuracy Rate per Epoch 

 

 

The loss of 0.8112 is moderately low, indicating the model’s predictions were reasonably 

close to the actual values. The blue line shows a consistent decrease in training loss over 

the epochs, which indicates that the BERT model is learning and fitting the training data 

better with each epoch.  

 

Figure 4.10 

BERT Model Loss per Epoch 
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4.2.3.6 Interpretation 

An accuracy of 78.47% on the test dataset indicates the model is performing well, 

correctly classifying a significant majority of the test instances. The loss of 0.8112 is 

moderately low, indicating the model’s predictions are reasonably close to the actual 

values.  

4.2.3.7 Further Evaluation 

The model was evaluated further to test its classification with a set of text inputs 

into the predefined categories by using the Class dictionary. The dictionary maps classes 

to 0: Normal_language; 1: cyberbullying; 2: offensive_language; 3: hate_speech. The 

sentences of “You called me trash,” “Stop being such a bitch,” and “He is such a retard” 

were put in the model for prediction. The sentences were extracted from the dataset and 

were already labeled as 0: normal language, 1: cyberbullying, and 3: hate speech. Then, 

the text was tokenized into a format suitable for the BERT model with padding and 

truncation occurring to fit.  
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Figure 4.11 

BERT First Input Code of Prediction 

 

 

The model then correctly predicted each sentence to the correct class per the 

annotated and labeled dataset. The output prediction first provided the tensor numbers, 

shape, and float size and then the predicted class name for each sentence in human 

readable output as Figure 4.12 shows.  

Figure 4.12 

BERT First Output of BERT Class Prediction 

 

 

This input code was put into the model again to confirm it can predict offensive 

language; two sentences were put into the model: “Your dismissed bitch” and “Not in the 

mood for fucktards this morning.” These sentences also were extracted from the dataset 

and were labeled as 2: offensive_language and 2: offensive_language.  
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Figure 4.13 

Second Input of Code Prediction 

 

 

The text was tokenized again into a format suitable for the BERT model with 

padding and truncation occurring to fit. The output prediction provided the tensor 

numbers, shape, and float size with the predicted class name for each sentence in human 

readable output as Figure 4.14 shows.  

 

Figure 4.14 

Second Output of BERT Class Prediction Offensive Language 

 

 

4.2.3.8 Classification Report  

A classification report and confusion matrices were requested to provide results 

based on the recall, precision, and F1 score metrics. The classification report below 

indicates the overall performance of 78%, showing the model performed well. 
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4.2.3.9 Classification Report Findings 

Class 0 and Class 2: These classes have high precision, recall, and F1-scores, 

indicating the model performed best with these classes. 

Class 1 and Class 3: These classes have lower recall that indicates more false 

negatives.  

Overall Performance: The accuracy of 78% suggests the model performed well. 

The macro and weighted averages suggest the model’s performance could improve for 

Class 1 and 3. 

 

Figure 4.15 

Classification Report Results of BERT 

 

4.2.3.10 Confusion Matrix 

Below is the confusion matrix evaluating the BERT performance. The matrix 

shows the counts of the BERT’s actual versus predicted classifications. The rows 

represent the actual classes or true labels. The columns represent BERT’s predicted 

classes. Below is a summary of the results per class with correct predictions outlined and 

a breakdown of the misclassifications.  
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4.2.3.11 Class 0 (Normal Language) 

Correctly Predicted (true positives): 297 instances were predicted correctly as 

class 0. 

Misclassifications: 

• 4 instances were predicted incorrectly as class 1 (cyberbullying). 

• 34 instances were predicted incorrectly as class 2 (offensive_language). 

• 2 instances were predicted incorrectly as class 3 (hate_speech). 

4.2.3.12 Class 1 (Cyberbullying) 

Correctly Predicted (true positives): 85 instances were predicted correctly as class 

1. 

Misclassifications: 

• 10 instances were predicted incorrectly as class 0. 

• 45 instances were predicted incorrectly as class 2. 

• 11 instances were predicted incorrectly as class 3. 

4.2.3.13 Class 2 (Offensive Language) 

Correctly Predicted (true positives): 303 instances were predicted correctly as 

class 2. 

Misclassifications: 

• 50 instances were predicted incorrectly as class 0. 

• 24 instances were predicted incorrectly as class 1. 

• 7 instances were predicted incorrectly as class 3. 
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4.2.3.14 Class 3 (Hate Speech) 

Correctly Predicted (true positives): 41 instances were predicted correctly as class 

3. 

Misclassifications: 

• 3 instances were predicted incorrectly as class 0. 

• 9 instances were predicted incorrectly as class 1. 

• 9 instances were predicted incorrectly as class 2. 

 

Figure 4.16 

Confusion Matrix Results of BERT 

 

 

4.2.3.15 Overall Performance 

Class 0 (Normal_language) and class 2 (offensive_language)  have high true positive 

rates. 

Class 1 (Cyberbullying) has a moderate true positive rate and Class 3 (hate_speech_ had 

the lower true positive rate out of all the classes.  

4.2.3.16 Overall Conclusion 

The model performs well on Class 0 and 2 with high true positive rates. Class 1 

and Class 3 have lower true positive rates and higher misclassifications, indicating the 
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model struggled more with these classes. There is an amount of confusion between Class 

1 and Class 2, as well as between Class 0 and Class 2. 

4.2.4 Stacked Model (SVM & BERT)  

The stacked model contains, as indicated, an SVM classifier with layers of a 

neural network from a BERT added to the SVM classifier, creating a new model that will 

be compared to the CNN and BERT models used in this study. SVM has proven to be a 

powerful classifier to use in text classification. Studies by Wahba et al. (2022) and 

Gladwin et al. (2022) used SVM models for text classification and compared them 

against BERT models; they outperform the BERT model in both instances. The model 

summary below indicates the layer types (Input Layer, Keras Layer and Dense Layer).  

Input Layers: Three input layers are used to define the input tensors for the model; 

these are the input word IDs, input mask, and segment IDs. 

Keras Layer: The core of the model is a pretrained BERT layer, with a significant 

number of parameters (335,141,889), highlighting the complexity and power of the 

model. 

Slicing Operation: Extracts the embedding of the [CLS] token used for 

classification tasks. 

Dense Layer: A final dense layer with a softmax activation to output class 

probabilities. 

Below is a chart showing the layers connectivity. Keras layer (on left) connected 

to the three layers (input_word_ids, input_mask and segment_ids) (shown on right). The 

tf._operators_.getitem layer (on left) slicing the output layer from the Keras layer (on 
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right). The Dense layer (left) is connected to the output of the tf._operators_.getitem 

layer(right). This chart is an overall view of the new stacked model architecture.  

 

Figure 4.17 

New BERT Model Build (Stacked Model) 

 

This model was trained to fit with a train_input and train labels, a validation split of 0.2, 

10 epochs, and a batch size of 16.  

The below figure shows the training and validation progress of the stacked model. Ten 

epochs were used and each epoch represents one complete pass through the training 

dataset. The 748 number represents the batches processed and completed. The 1,373 

seconds indicates the time it took to process one epoch. The loss measures how well the 

model fit the training data. The lower the value the better the performance on the training 

data. The training accuracy is the ratio of correctly predicted instances to the total 

instance. The Val_loss measures how well the model performed on the validation data 
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and the Val_accuracy is the ratio of correctly predicted instances to the total instance of 

validation data. The higher the value the better the performance.  

Figure 4.18 

BERT Model Build Epochs (Stacked Model) 

 

A review of the epochs indicates there were 748 batches processed, and it took 

1,373 seconds for each epoch.  

4.2.4.1 Training Performance 

The training loss consistently decreased, reaching very low values, and the 

training accuracy steadily increased, approaching 99–100%, indicating the model was 

learning the training data very well. 

4.2.4.2 Validation Performance 

The validation loss fluctuated and generally increased after the third epoch, which 

suggests potential overfitting. Despite the increasing validation loss, the validation 

accuracy showed some improvement initially but also fluctuated. 

By the end of the training (epoch 10), validation accuracy was around 70.06%, 

which was higher than the initial epochs but still indicated the model may not be 

generalizing as well as it could. 
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A y_ predict code was applied to make predictions on a test dataset using the 

pretrained model and then to determine the predicted classes based on the model output 

probabilities (Y_predict_probs =model_predict(test_iput) = 

predict=np.argmax(y_pred_rpbos, axis=1). Next, a new Keras model was created with 

an output activation from the intermediate layer of the BERT model with code (from 

keras.models import model). 

The intermediate layer retrieval is coded as model.get_layer 

(‘tf_operators_getitem’).output. The layer named tf.__operators__.getitem was retrieved, 

the next code applied was the layer application, Model(inputs=model.input, 

outputs=model.get_layer(‘tf.__operators__.getitem’).output). This code indicates the 

creation of  the new Keras model (cls_layer_model) is taking the same input as the 

original model but outputs the activations from the specified intermediate layer listed 

above. These codes extract features from the intermediate layer and feed it into the newly 

created Keras model. 

This new model was ready to be trained with the x_train and y_train. These 

extracted features and labels were used to train the SVM classifier and evaluate its 

performance on the test data. Then the SVM model was defined with: Model_svm = 

SVC(C=15, kernel=rbf’, gamma=0.001). The SVC defines the Support Vector 

Classification from the sklearn.svm module using C=15 as the regularization parameter; 

the large C value provides a smaller margin. kernel=‘rbf’ specifies the use of the Radial 

Basis Function (RBF) kernel, which is useful for this model because of its ability to 

handle nonlinear relationships. The parameter of gamma=0.001 for the RBF kernel 

defines how far the influence of a single training example reaches.  
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Finally, the SVM model was trained, and the metrics were imported for accuracy, 

classification report, and confusion matrix.  

4.2.4.3 Classification Model 

A classification report and confusion matrices were requested to provide results 

based on the recall, precision, and F1 score metrics.  

4.2.4.4 Classification Report Findings 

Class 0 and 3 have the strongest performance but the model shows high precision, 

recall, and F1 scores across all classes. 

Class 1 has a slightly lower precision (0.89), and recall (0.85) compared to other 

classes; there may be room for improvement for this class.  

Class 2 has a precision, recall, and F1 score of .92, which means the model was 

good at identifying class 2 instances correctly and ensuring predictions are correct. This 

also indicates the balance between precision and recall was perfect, and the model’s 

performance was consistent and reliable for this class.  

Class 3 was found to have a perfect precision (1.00), which means every instance 

predicted as class 3 was correct; however, a slightly lower recall (0.93) indicates 7% of 

actual class 3 instances were not identified correctly.  

 

Figure 4.19 

Classification Report Results for Stacked Model 
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4.2.4.5 Overall Performance 

The model has an overall accuracy of 93% showing the model performed well on 

the dataset. The macro and weighted averages indicated this model maintained strong 

performance across all classes, even when considering class imbalance. 

4.2.4.6 Overall Conclusion 

The stacked model performs well overall with an accuracy of 93%, having high 

precision, recall, and F1 scores, particularly in classes 0, 2, and 3. The stacked model 

performed slightly lower for class 1, but the stacked model had high overall accuracy and 

consistent performance across metrics, showing this model was effective. 

4.2.4.7 Confusion Matrix 

Below is the confusion matrix evaluating the stacked model performance. The 

matrix shows the counts of actual versus predicted classifications of the stacked model. 

The rows represent the actual classes or true labels. The columns represent the predicted 

classes. Below is a summary of the results per class with the correct predictions outlined 

and the breakdown of the misclassifications.  
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4.2.4.8 Class 0 (Normal Language) 

Correctly Predicted (true positives): 1,108 instances were predicted correctly as 

class 0. 

Misclassifications: 

• 3 instances were predicted incorrectly as class 1 (cyberbullying). 

• 24 instances were predicted incorrectly as class 2 (offensive_language). 

• 0 instances were predicted incorrectly as class 3 (hate_speech). 

4.2.4.9 Class 1 (Cyberbullying) 

Correctly Predicted (true positives): 439 instances were predicted correctly as 

class 1. 

Misclassifications: 

• 15 instances were predicted incorrectly as class 0. 

• 61 instances were predicted incorrectly as class 2. 

• 0 instances were predicted incorrectly as class 3. 

4.2.4.10 Class 2 (Offensive Language) 

Correctly Predicted (true positives): 1,059 instances were predicted correctly as 

class 2. 

Misclassifications: 

• 43 instances were predicted incorrectly as class 0. 

• 45 instances were predicted incorrectly as class 1. 

• 0 instances were predicted incorrectly as class 3. 
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4.2.4.11 Class 3 (Hate Speech) 

Correctly Predicted (true positives): 179 instances were predicted correctly as 

class 3. 

Misclassifications: 

• 1 instance was predicted incorrectly as class 0. 

• 4 instances were predicted incorrectly as class 1. 

• 8 instances were predicted incorrectly as class 2. 

 

Figure 4.20 

Confusion Matrix Results for Stacked Model 

 

 

4.2.4.12 Overall Performance 

Classes 0 and 2 have a high precision and recall, indicating this model was very 

good at correctly identifying classes 0 and 3 

Class 1 had a slightly lower precision and recall from the other classes, but still 

performed very well.  

Class 3 had a perfect precision (due to no instances of false positive) and a high 

recall; the model was very effective at identifying class 3 instances. 
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4.2.4.13 Overall Conclusion 

The model performed well across all classes, with particularly strong 

performances in class 0 and class 2. The relatively lower numbers of misclassifications in 

other classes (1 and 3) suggested the model learned to distinguish between these classes 

effectively. 

4.3 Model Comparisons and Results 

This section will answer research question 3: Among CNN, BERT, and the 

stacked model SVM + BERT, which classification model is most effective at 

distinguishing among four distinct classes?  

The CNN model’s total overall performance showed the model performed 

decently when attempting to identify three out of the four classes of speech with a rate of 

60%. The model struggled to detect hate speech and performed very poorly, unable to 

detect it all. It was found, however, that the model showed overall improvement in both 

training and validation metrics. The training loss and accuracy showed consistent 

improvement. This indicated the model was able to learn effectively for most of the 

classes, but it was not able to perform the task effectively.  

The BERT model’s total overall performance showed the model performed very 

well when identifying the four classes of speech, with a rate of 78.47%. The model 

learned effectively with significant improvement in the training metrics. Although there 

was an increase in validation loss and stabilization in validation accuracy, this could be 

the BERT model’s robustness in performance that caused some overfitting. Even so, 

further training would not have guaranteed a better performance on unseen data. Further 
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evaluation was conducted requesting the prediction of classes; when the model received 

five sentences to classify, the model accurately predicted each class correctly. 

The stacked model’s (SVM+ BERT) total performance showed the model 

performed very well, with a total accuracy score of 93%. The model maintained a strong 

performance across all classes and showed no difficulty in identifying the four classes of 

speech. The high overall accuracy and consistent performance across metrics showed the 

model was effective for the detection of multiclassification of speech. Table 4.1 provides 

the metric evaluation per model.  

 

Table 4.1 

Evaluation Chart of Models’ Performances 

Model Accuracy Precision Recall F1-score 

CNN 0.60 0.56 0.60 0.57 

BERT 0.78 0.77 0.78 0.77 

SVM + BERT 0.93 0.93 0.93 0.93 

 

 

4.4 Conclusion 

All three models have varying degrees of class identification and performance. 

The classification model that performed the best overall was the stacked model (SVM + 

BERT), with an overall accuracy score of 93%. The stacked model was able to 

distinguish among each class at a high rate per class, albeit slightly lower for class 1; 

however, it still outperformed the other models within each individual class score, 

providing a higher performance rate per class than the overall scores for the BERT model 

of 78.47%.  
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All three models showed improvement in learning, training, and validation 

without any issues; however, when it came to the overall score of results, each model’s 

ability to distinguish each class varied extensively. The CNN model had the lowest score 

of 60% and had difficulty distinguishing between classes 1 and 3 (cyberbullying and hate 

speech). It could not identify accurately all classes of speech. The BERT model, like the 

CNN model, showed signs of improvement in learning, training, and validation. The 

BERT model was able to outperform the CNN model and to accurately predict the classes 

when fed test samples of speech.  

The stacked model (SVM + BERT) outperformed the CNN and BERT models, 

having the highest score of 93%. Sultan et al. (2023) indicated a stacked model had the 

best performance for cyberbullying detection. The SVM + BERT was able to distinguish 

between the classes with ease. Each individual class had a high score above 90%, except 

for class 1, which had an individual precision of 89%.  

All models seemed to have the same issue in categorizing class 1 (cyberbullying) 

and class 3 (hate speech). Although the stacked model performed well, cyberbullying was 

a tad lower when classified against the other classes. The CNN and BERT models both 

showed difficulty with class 1 and class 3 often being misidentified. This may be 

attributed to the fact that cyberbullying and hate speech are very similar in intent and 

possibly in content which may have confused the models. The clear distinction between 

these classes is the audience for which the tweet is directed.  

Figure 4.21 

Comparison Result of All Models 
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Chapter 5: Discussion and Conclusions 

5.1 Discussion 

This study addressed all research questions with some verified proposed 

outcomes. The research question pertaining to the features that were most effective in 

differentiating four classes of speech depended on the models used. The use of the BERT 

model’s sentence embedding with contextual embedding improved the performance for 

both the BERT model and stacked model. CNN with the use of GloVE had a decent 

overall performance but appeared to stumble when it came to distinguishing all classes. 

The models were analyzed through the training, testing, and validation processes, and all 

models performed well upon training. This hypothesis was predicted correctly, as the 

stacked model having a transformer-based architecture was trained and had a 90% or 

higher rate as original hypothesized.  

The comparison research question that sought to determine which model was 

most effective was verified. The stacked model had a 93% rate of accuracy in comparison 

to the CNN and BERT, having high individual class scores. 

Hypothesis 1 was invalidated, as the BERT model features outperformed the 

GloVE feature.  

Hypothesis 2 was validated, as a stacked model having a transformer-based 

architecture was trained and provided a success rate of 93% as hypothesized. 

Hypothesis 3 was confirmed, as it states a stacked model will outperform the 

CNN and BERT model. The stacked model outperformed both models in this study. 

BERT performed well, but not as well as the combination of the classifier with BERT.  
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5.2 Conclusions 

This research tried to provide a method of differentiating between cyberbullying 

and other forms of speech by also providing a comparison of three models. This research 

proved it is possible for machine learning models to differentiate among four classes of 

speech, including cyberbullying. The comparison of the models gauged which 

classification model was most effective, delving into the use of a deep learning model, 

BERT model, and a stacked model. A classification stacked model proved to be the most 

effective when classifying four classes of speech, outperforming its counterparts. 

It is then possible to use a stacked model to classify these four types of speech and 

to provide a better method of cyberbullying detection and monitoring of inappropriate 

behavior on social media sites.  

It is hypothesized that the stacked model SVM + BERT was most effective duet 

to the combination of SVM’s effectiveness in high dimensional spaces and its ability to 

handle linear and non-linear boundaries in combination with BERT’s rich embedding 

capabilities preserver the semantic context of a sentence. Essentially, the SVM utilizes 

the BERT’s embeddings, which capture the meaning of a word without changing the 

context of the sentence.  

5.3 Contributions to Body of Knowledge  

This study provides a new perspective on reviewing speech, not just using 

negative and positive labels as the basis for studying language. It pushes the needle to 

apply different aspects of classification by using similar language and challenging the 

model to detect the differences in these similar languages. The contributions of these 

study are:  
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• The compilation of the dataset with four classes of speech. A dataset with the 

four classes of speech did not exist, and, therefore, a new one was created for 

this study.  

• The development of a stacked model that can distinguish among four classes 

of speech having an accuracy rate of 93%. 

• The use of three different classification machine models to distinguish the 

four types of speech. 

• Various studies have been done to detect whether social media comments 

have hate speech or not, cyberbullying language or not, offensive language or 

degrees of toxicity or severity of toxicity within the language; however, to the 

best of my knowledge, this is the first study that makes a distinction between 

these four classes of speech.  

5.4 Recommendations for Future Research 

This study focused on only one form of social media text: tweets. It would be 

beneficial to have a study that encompasses different types of comments from different 

platforms to gauge how well the models would do when provided with different forms of 

social media comments. 

This study focused on classification models to distinguish among four classes of 

speech. A comparison between a sentiment-based model and a classification-based model 

would be beneficial as cyberbullying requires both types of methods to have a high 

detection rate.  
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It also would be beneficial to determine a whether a stacked sentiment-based or a 

classification-based model is most effective in contextual classification. This could help 

develop other forms of detection. 

A similar detection study should be done using a stacked deep learning model 

with a neural network and a pre-trained transformer (e.g., CNN + BERT). It may have a 

higher accuracy rate than the stacked classification model used in this study.  
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