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Abstract of Thesis

Noise Analysis in Silicon Devices Using 1D and 2D
Monte Carlo Simulation Employing the Ramo–Shockley Theorem

The motion of charge carriers in semiconductor devices is fundamentally stochas-

tic. Electrons accelerate under the local electric field, scatter from lattice vibra-

tions and ionized impurities, and follow unpredictable trajectories. This randomness

is the origin of electrical noise: as carriers scatter at random times and in ran-

dom directions, the terminal current fluctuates around its mean value. Analytical

noise models such as the Johnson–Nyquist thermal noise relation and the Schottky

shot noise relation describe the average behavior of these fluctuations, but rely on

simplifying assumptions that break down in nanoscale devices where electric fields

are non-uniform, and carriers are away from equilibrium. A self-consistent ensem-

ble Monte Carlo simulation framework for noise analysis in silicon devices is devel-

oped. The framework combines a Monte Carlo transport engine, including acoustic

phonon, optical phonon, and ionized-impurity scattering, with a Poisson solver for

self-consistent electrostatics and the Ramo–Shockley theorem for instantaneous ter-

minal current extraction. In this methodology, noise is not imposed through external

models; rather, it arises directly from the stochastic motion of the carriers. The

framework is validated progressively, beginning with bulk silicon transport and ex-

tending to resistor structures and p-n diodes in one-dimensional and two-dimensional

nanoscale and microscale device configurations. The simulated noise approaches the
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thermal-noise limit in the resistor and the shot-noise limit in the forward-biased p-

n diode. With the inclusion of Shockley–Read–Hall recombination, the framework

also captures generation–recombination noise with the expected spectral characteris-

tics. A direct autocovariance-based noise analysis method is introduced alongside the

Welch periodogram approach; while both yield consistent spectral estimates, direct

autocovariance method reveals the time-domain correlation structure of the noise,

which is not accessible through the Welch method alone. Temperature and bias-

voltage sweeps performed on the GWU Pegasus high-performance computing cluster

validate the framework across operating conditions, recovering the expected injection

trends, recombination dynamics, and the transition from thermal-noise-dominated to

shot-noise-dominated behavior.
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Chapter 1: Introduction

1.1 Motivation

The motion of electrons inside a semiconductor device is inherently stochastic.

Under the in
uence of an electric �eld, an electron accelerates, gains velocity, and

subsequently collides with a vibrating atom in the crystal lattice. Each collision

alters its direction and speed. Shortly thereafter, the electron may encounter an

ionized dopant atom, resulting in further scattering. This sequence occurs billions of

times per second, and no two electrons follow identical paths. Fundamentally, the

motion of charge carriers in a semiconductor is a stochastic process.

This randomness leads to an important factor for circuit designers: electrical

noise. Since each carrier moves at a di�erent speed and scatters at di�erent times, the

current within a device is never completely steady; instead, it 
uctuates continuously.

These 
uctuations impose a fundamental limit on the minimum detectable signal in

a circuit. In high-frequency ampli�ers, communication receivers, and sensor front-

ends, noise can determine overall system performance. As semiconductor devices are

scaled down, noise becomes increasingly signi�cant. With fewer carriers present in the

active region, random 
uctuations constitute a larger proportion of the total current.

A thorough understanding of the origins and magnitude of noise is essential for the

design of modern devices.

For decades, engineers have utilized analytical noise models to predict device

noise. The Johnson{Nyquist formula quanti�es thermal noise in a resistor as SI =

4kB TG, where kB denotes Boltzmann's constant, T is the temperature, and G is
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the conductance. Schottky's formula expresses shot noise in a diode as SI = 2qI,

where q represents the electron charge and I is the direct current. Although these

formulas are widely adopted, they rely on simplifying assumptions, including uniform

electric �elds, equilibrium carrier distributions, and device dimensions signi�cantly

larger than the mean free path of the carrier. In nanoscale devices, these assumptions

are not strictly valid. The electric �eld can vary sharply across the device, carriers

may be far from equilibrium, and the device length may be shorter than the mean free

path between scattering events. Therefore, analytical models provide only average

behavior and do not account for the dynamics of individual carriers.

This discrepancy between analytical models and microscopic reality serves as the

primary motivation for the present work. A comprehensive understanding of noise in

semiconductor devices requires a simulation approach that tracks individual carriers

as they move, scatter, and interact with the electric �eld, thereby preserving the

stochastic nature of carrier transport. The ensemble Monte Carlo (EMC) method

ful�lls this requirement. Instead of solving for average quantities, EMC simulates

a large ensemble of carriers individually. Each carrier accelerates under the local

electric �eld and, at random intervals, undergoes scattering events selected from a

physically derived set of mechanisms. The noise observed in real devices is inherently

incorporated into the simulation, as no prior assumptions about noise are necessary;

it emerges from the collective behavior of the simulated carriers.

The central objective of this thesis is to develop a Monte Carlo simulation frame-

work for silicon devices and to extract noise characteristics directly from microscopic

carrier dynamics.

1.2 Problem Statement

This thesis develops a self-consistent ensemble Monte Carlo simulation frame-

work for silicon semiconductor devices and applies it to �rst-principles noise analysis.
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The framework integrates a Monte Carlo transport engine with a Poisson solver for

self-consistent electric �eld calculation and employs the Ramo{Shockley theorem to

compute instantaneous terminal current from particle velocities.

The Ramo{Shockley theorem establishes a critical connection between the micro-

scopic behavior of individual carriers and the macroscopic measurements at device ter-

minals. According to the theorem, the current induced at a terminal depends on each

carrier's velocity and the weighting �eld de�ned by the device geometry. Applying

this theorem at every timestep enables the simulation to generate a continuous-time

record of terminal current. The noise content of this current is subsequently extracted

through spectral analysis, without presuming any speci�c noise mechanism.

The framework is validated using two established benchmarks. For resistive struc-

tures, the simulated noise power spectral density (PSD) is compared with the ther-

mal noise formula SI = 4k B TG. For forward-biased p-n diode, the simulated PSD is

compared with the shot noise formula SI = 2qI. Agreement with these theoretical

predictions at the particle level con�rms the correct integration of scattering physics,

electrostatics, current extraction, and spectral analysis.

Beyond single-point validation, the noise analysis is extended to investigate the

dependence of noise on operating conditions. A temperature sweep from 250 K to

400 K examines the in
uence of thermal carrier activation and scattering rates on the

noise spectrum. A bias-voltage sweep from 500 mV to 800 mV traces the evolution

of noise from near-equilibrium through moderate forward bias to strong injection.

Both studies validate the shot noise relationship across varying conditions and en-

able extraction of the generation{recombination noise component associated with

Shockley{Read-Hall (SRH) carrier recombination.

This viewpoint is closely related to earlier semiclassical transport-based noise for-

mulations in which current 
uctuations are directly linked to the transient Boltzmann

transport equation rather than to added phenomenological noise sources [2,3].
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1.3 Overview of the Monte Carlo Method for Semiconductor Transport

The concept of employing random sampling to address physical problems origi-

nated in the 1940s, when nuclear physicists aimed to track neutron transport through

complex materials. The method they devised, which involved generating random tra-

jectories for individual particles and averaging the outcomes, became known as the

Monte Carlo method.

In 1966, Kurosawa applied this approach to high-�eld electron transport in semi-

conductors, presenting a study of hot carriers in germanium at the International

Conference on the Physics of Semiconductors in Kyoto [4]. Subsequently, Fawcett,

Boardman, and Swain extended the method to gallium arsenide, utilizing it to explain

the Gunn e�ect [5]. By the late 1970s and early 1980s, the Monte Carlo technique

had become a standard tool in semiconductor physics, with the comprehensive review

by Jacoboni and Reggiani serving as a de�nitive reference for the �eld [1].

The primary advantage of the Monte Carlo method is its capacity to address

the complexity of the Boltzmann transport equation (BTE), which governs the evo-

lution of carrier distributions in semiconductors under electric �elds and scattering

events. Analytical solutions to the BTE are generally impractical, except in the sim-

plest cases, because the collision integral couples all points in momentum space. The

Monte Carlo method addresses this challenge by simulating the underlying physical

processes: carriers accelerate, scatter, and repeat this sequence. Each carrier's tra-

jectory forms a random walk through phase space, and the ensemble average of many

such trajectories converges to the solution of the BTE.

This approach is particularly e�ective for noise analysis because the randomness

of carrier trajectories constitutes the signal rather than a limitation. The stochas-

tic scattering events that make the Monte Carlo method a statistical approximation

for transport calculations are the same events that generate electrical noise in ac-
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tual devices. Therefore, Monte Carlo simulations inherently capture noise-generating

processes at the most fundamental level.

1.4 Thesis Organization

The thesis is structured as a progressive buildup, beginning with the simplest

physical system and incrementally adding complexity until a comprehensive noise

simulation framework is established.

Chapter 2 presents the theoretical background required to understand the simu-

lation framework. It covers the Boltzmann transport equation, the ensemble Monte

Carlo algorithm, scattering mechanisms in silicon, the self-consistent Poisson solver,

the Ramo{Shockley theorem, and noise theory, which provides validation benchmarks.

Building on this foundation, Chapter 3 constructs and validates the core Monte Carlo

physics engine for bulk silicon, testing it against published transport data for drift

velocity, temperature-dependent mobility, and doping-concentration-dependent mo-

bility.

Chapter 4 integrates the validated physics engine into one-dimensional device

structures. It begins with a uniformly doped resistor, introducing self-consistent

electrostatics, ohmic contact boundary conditions, and the Ramo{Shockley current

computation. Validation of thermal noise in this resistor supports that the simulation

chain produces physically consistent noise. Finally, it addresses a one-dimensional p-

n diode, where forward bias introduces minority-carrier injection, shifting the noise

target from thermal to shot noise.

Chapter 5 extends all device simulations to two dimensions. It begins with a two-

dimensional resistor, introducing a two-dimensional Poisson solver, bilinear electric-

�eld interpolation, and specular sidewall boundaries. The chapter then presents the

two-dimensional p-n diode without recombination and examines shot-noise behav-

ior within the two-dimensional framework. The �nal section incorporates Shock-
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ley{Read{Hall recombination via a hybrid minority-carrier injection method, a cell-

by-cell recombination algorithm, and stochastic pair annihilation. This section intro-

duces generation{recombination noise into the spectrum and evaluates the complete

device physics at both nanoscale and microscale dimensions.

With the full simulation framework established, Chapter 6 develops a direct

autocovariance-based noise analysis method that complements the Welch periodogram

approach used in earlier chapters. This method provides access to the autocovariance

function, revealing correlation timescales not accessible through the Welch method.

Chapter 7 applies the complete framework to systematic parameter studies. A

temperature sweep from 250 K to 400 K examines the in
uence of thermal carrier

activation and scattering rates on the noise spectrum. A bias-voltage sweep from 500

mV to 800 mV traces the evolution of noise across a range of forward-bias conditions.

Both studies assess consistency with shot-noise expectations and characterize the

generation{recombination noise component.

Chapter 8 summarizes the key �ndings and discusses directions for future work.
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Chapter 2: Theoretical Background

2.1 Boltzmann Transport Equation

Carrier transport in a semiconductor can be understood through a simple question:

if an electron is located at a given position in a crystal and has a certain momentum,

how will its state evolve with time? Its motion is governed by acceleration in the

electric �eld, scattering by lattice atoms, and interactions with other carriers. Al-

though tracking these e�ects for every electron in a device may appear di�cult, the

Boltzmann transport equation provides a comprehensive framework for this purpose.

The Boltzmann transport equation (BTE) describes the evolution of the carrier

distribution function f(r; p; t) in phase space, where r denotes position, p denotes

momentum, and t denotes time [6, 7]. The distribution function speci�es the proba-

bility of �nding an electron at position r with momentum p at time t. This function

contains all the necessary information to compute macroscopic quantities such as car-

rier density, current, and energy. The semiclassical BTE, which is applicable when

the electron can be treated as a particle with well-de�ned position and momentum

within the crystal's band structure, is expressed as:

@f
@t

+ v � r r f + F e � r p f = Ĉf (2.1)

In this equation, v represents the carrier group velocity, Fe = �qE denotes the force

on the electron due to the electric �eld E, andĈf is the collision operator that

accounts for scattering processes.
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Each term on the left-hand side of Eq. (2.1) characterizes a distinct aspect of the

temporal evolution of the distribution function. The �rst term, @f=@t, represents

the explicit time dependence. The second term, v � rr f , describes changes in the

distribution as electrons drift spatially. The third term, F e � r p f , accounts for shifts

in momentum space due to acceleration by the electric �eld. Together, these terms

describe the deterministic evolution of the electron population. In the absence of

scattering, the distribution would follow trajectories in phase space such that the total

derivative df=dt equals zero, corresponding to the collisionless BTE, also referred to

as Liouville's theorem.

In a real semiconductor, however, scattering is always present. Electrons collide

with lattice vibrations, ionized dopant atoms, and other carriers. These collisions

change the electron's momentum and sometimes its energy, redirecting it in a new

direction. The right-hand side of the BTE, the collision operatorĈf , accounts for all

of these events.

2.1.1 The Collision Integral

The collision operator describes the net rate at which electrons are scattered into

and out of a speci�c state p at position r. In the non-degenerate limit, where the

occupation probability is su�ciently low to neglect Pauli exclusion, the operator

assumes the following form [6,7]:

Ĉf =
X

p 0

S(p0; p) f (p 0) �
X

p 0

S(p; p 0) f (p) (2.2)

First sum represents the in-scattering term, describing electrons initially in another

state p0 that scatter into state p. Second sum corresponds to the out-scattering term,

where electrons in state p scatter into other states p0. The quantity S(p 0; p) denotes

the transition rate, specifying the probability per unit time that an electron in state
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p0 scatters into state p.

A key property of the collision operator is conservation of the total number of

carriers. Scattering processes neither create nor annihilate electrons; instead, they

redistribute electrons among di�erent momentum states. Consequently, summing the

collision operator over all momenta yields zero:

X

p

Ĉf (r; p; t) = 0 (2.3)

This property implies that every electron scattered out of a given state must appear in

another state. Thus, any gain in one region of momentum space is precisely balanced

by a corresponding loss elsewhere.

2.1.2 Fermi's Golden Rule

The transition rate S(p; p 0) in the collision integral is determined by the under-

lying physics of the interaction between the electron and the scattering potential.

Fermi's Golden Rule is the standard method for calculating this rate, providing the

transition probability per unit time from an initial state p to a �nal state p 0 [6,7]:

S(p; p 0) =
2�
~

jH p;p 0j2 �(E 0 � E � �E) (2.4)

Here, Hp;p 0 denotes the matrix element of the scattering potential between the initial

and �nal states, E and E0 represent the initial and �nal electron energies, and �E is

the energy exchanged during the scattering event. The delta function enforces energy

conservation, ensuring that a transition occurs only if the �nal state energy equals

the initial energy plus the energy exchanged in the interaction.

The matrix element Hp;p 0 characterizes the strength of coupling between the two

states due to the scattering potential. It is determined by the Fourier transform of the

scattering potential evaluated at the momentum transfer p0� p. A stronger potential
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or greater overlap between initial and �nal states results in a higher transition rate.

The scattering rate for a carrier in state p, which quanti�es the frequency of collisions,

is obtained by summing the transition rate over all possible �nal states:

1
� (p)

=
X

p 0

S(p; p 0) (2.5)

The total scattering rate also depends on the number of energetically accessible �nal

states, so a larger set of available states generally leads to a shorter lifetime in the

initial state. Fermi's Golden Rule distinguishes two broad categories of scattering.

If the scattering potential is static, so that it does not vary with time, the energy

transfer �E is zero and the process is elastic: the electron changes direction but

retains its energy. Ionized impurity scattering and acoustic phonon scattering (under

the equipartition approximation) are examples of this category. Conversely, when the

scattering potential varies with time, as in the case of an oscillating lattice distortion

produced by an optical phonon, the electron may absorb or emit a quantum of energy

~!, resulting in inelastic scattering.

2.1.3 The Relaxation Time Approximation

Solving the complete collision integral is challenging due to the coupling of all

momentum states through the transition rates. A widely used simpli�cation is the

relaxation time approximation (RTA), which replaces the collision operator with a

single characteristic time �m [6,7]:

Ĉf � �
f (p) � f 0(p)

� m
(2.6)

Here, f0(p) denotes the equilibrium distribution function. The RTA posits that scat-

tering restores the distribution toward equilibrium, reducing any deviation with a

characteristic decay time �m , referred to as the momentum relaxation time. This

10



approximation is valid when scattering is isotropic or elastic and the system remains

near equilibrium.

The RTA o�ers valuable physical insight and support simple transport models

such as the Drude model and the drift-di�usion equation. However, this approxima-

tion fails when carriers are driven far from equilibrium, when scattering is strongly

anisotropic, or when multiple scattering mechanisms with distinct energy dependen-

cies are present. In nanoscale devices subjected to strong electric �elds, these condi-

tions frequently occur simultaneously.

2.1.4 Why Monte Carlo?

The primary challenge in solving the Boltzmann Transport Equation (BTE) arises

from the collision integral. Scattering rates depend on carrier energy, which in turn

depends on the electric �eld, itself determined by the carrier distribution. This inter-

dependence produces a coupled, nonlinear problem that generally resists analytical

solution except in the simplest limiting cases.

Conventional transport models address this complexity through various approx-

imations. The drift-di�usion model assumes carriers remain near equilibrium and

substitutes the full BTE with macroscopic equations for carrier density and current.

This approach is e�ective for large devices with slowly varying electric �elds but

fails to capture the non-equilibrium carrier distributions present in nanoscale struc-

tures. The hydrodynamic model introduces an energy balance equation to account

for hot-carrier e�ects, yet it still depends on assumed distribution shapes and closure

relations that may not be valid under strong electric �elds [1].

The Monte Carlo method adopts a fundamentally di�erent strategy. Rather than

solving the BTE as a mathematical equation, it simulates the underlying physical

processes described by the BTE. A large ensemble of carriers is generated, and each

carrier is individually tracked as it accelerates under the electric �eld and undergoes
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scattering events. Scattering rates are calculated using the same Fermi's Golden

Rule expressions as in the collision integral, ensuring that no assumptions are made

regarding the form of the scattering. The carrier distribution is not imposed but

instead emerges from the collective trajectories of the simulated particles [1,4,5].

This approach is particularly advantageous for noise analysis because the stochas-

tic nature of scattering events is preserved at the level of individual carriers. Each

scattering event constitutes a random process, and the resulting current 
uctuations

directly re
ect this randomness. This connection between microscopic scattering and

electrical noise has also been developed directly within the semiclassical transport

framework, where the current noise spectral density is related to the transient solu-

tion of the Boltzmann transport equation with special initial conditions [2,3].

2.2 Ensemble Monte Carlo Method

The previous section showed that the Boltzmann transport equation describes how

carriers move and scatter in a semiconductor, and that solving it directly is impractical

due to the collision integral. The Monte Carlo method provides an alternative by

simulating carrier dynamics rather than solving the equation analytically. In this

approach, each simulated carrier accelerates under the electric �eld, travels for a

randomly determined time, and then undergoes a scattering event that alters its

momentum and, potentially, its energy. Repeating this process for many carriers over

many timesteps allows the carrier distribution and terminal current to emerge directly

from the simulated trajectories, without solving the Boltzmann transport equation

analytically [1,6].

Monte Carlo simulations are categorized as either single-particle or ensemble ap-

proaches. In single-particle Monte Carlo simulations, the trajectory of a single car-

rier is tracked over an extended period to extract steady-state properties such as

drift velocity and average energy. This method is e�ective for uniform bulk materi-
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als where the electric �eld remains spatially constant. In contrast, ensemble Monte

Carlo (EMC) simulations track a large number of carriers simultaneously and update

the electric �eld self-consistently based on the carrier distribution at each timestep.

The EMC approach is essential for device simulations, as carrier positions generate

a space-charge distribution that in
uences the electric �eld, which, in turn, a�ects

carrier motion. This self-consistent interaction between transport and electrostatics

enables the EMC method to accurately simulate real device structures [1].

The EMC algorithm operates through a repetitive sequence at each timestep.

For every carrier in the ensemble, the simulation determines the duration of free


ight before the next scattering event, updates the position and velocity during that

interval, checks whether the event is a real scattering or a �ctitious self-scattering

event, and, if a real event occurs, selects the scattering mechanism and updates the

carrier state accordingly. Figure 2.1 illustrates this sequence.

Four random numbers drive each iteration of the loop: r1 determines the free-


ight time, r 2 decides whether the scattering event is real or �ctitious, and r3 and

r4 select the scattering mechanism and the post-scattering direction. The following

subsections describe each of these steps in more detail.

2.2.1 Free Flight and Scattering

Between scattering events, the carrier moves under the in
uence of the local elec-

tric �eld. During this interval, known as the free 
ight, no scattering occurs and

the carrier follows Newton's second law with e�ective mass m� of the crystal band

structure [6,7]:

F = m � a = �qE (2.7)

where q denotes the elementary charge and E represents the local electric �eld. In

one dimension, the velocity and position of the carrier are updated during a free-
ight
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Initialize carrier ensemble
(positions, velocities)

Generate free-
ight time
tc = � ln(r 1)=� max

Update position and velocity
under electric �eld

r2 < �(E)=� max ?

Select scattering mechanism
using r3; update E, v

Self-scattering:
no state change

Update electric �eld
(Poisson solve, if needed)

End of
simulation ?

Output results

r 1 � U(0; 1)
free-
ight time

r 2 � U(0; 1)
real vs. self-scatter

r 3 � U(0; 1)
mechanism
r 4 � U(0; 1)
post-scatter angle

Yes No

Yes

No

Figure 2.1: Flowchart of the ensemble Monte Carlo algorithm. At each timestep,
every carrier undergoes a free 
ight, a scattering decision, and a state update. Four
uniformly distributed random numbers r1; r2; r3; r4 � U(0; 1) drive the stochastic
decisions: r1 samples the free-
ight duration, r2 distinguishes real from self-scattering,
and r3 and r4 select the scattering mechanism and post-scattering direction. The
electric �eld is periodically recomputed from the carrier distribution via the Poisson
equation to maintain self-consistency.
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interval of duration t c as follows:

vnew = v + a t c (2.8)

xnew = x + v t c + 1
2a t2

c (2.9)

where the acceleration is a = �qE=m� . These equations represent the standard

kinematic relations for constant acceleration, applied over the 
ight interval. In 2D,

the same equations are applied independently to both the x and y components of

velocity and position.

At the end of the free-
ight interval, the carrier undergoes a scattering event.

Scattering is modeled as an instantaneous process in which the carrier's momentum

and energy change, while its position remains unchanged. The carrier is redirected in

momentum space according to the speci�c scattering mechanism, and a new free 
ight

commences. The post-scattering direction is selected randomly. In one dimension,

the carrier moves forward or backward with equal probability. In two dimensions,

scattering is isotropic, so the post-scattering angle � is uniformly distributed over

[0; 2�) [7]:

� = 2� r 4 (2.10)

The velocity components after scattering are given by vx = jv 0j cos � and vy = jv 0j sin �,

where jv0j denotes the post-scattering speed determined by the carrier's new energy.

2.2.2 Self-Scattering Technique

A signi�cant challenge in implementing the Monte Carlo algorithm is that the total

scattering rate �(E) depends on the carrier's kinetic energy, which varies continuously

during the free 
ight as the electric �eld accelerates the carrier. Consequently, the

probability of scattering is not constant in time, and generating the free-
ight duration

from a simple exponential distribution is not straightforward.
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The self-scattering technique, introduced in early Monte Carlo literature, ad-

dresses this problem by introducing a �ctitious scattering mechanism known as self-

scattering [6, 7]. The rate of self-scattering is de�ned as the di�erence between a

constant maximum rate � max and the total real scattering rate at the current energy:

� self(E) = � max � �(E) (2.11)

where �(E) =
P

i � i (E) represents the sum of all real scattering mechanism rates,

and � max is selected to exceed �(E) at any energy accessible to the carrier. With self-

scattering included, the total rate becomes the constant �max at all energies, allowing

the free-
ight time to be sampled from a simple exponential distribution:

tc = �
ln(r 1)
� max

(2.12)

where r1 is a uniformly distributed random variable in the interval [0, 1].

At the end of each free 
ight, the algorithm determines whether the scattering

event is real or �ctitious. A second random number r2 is generated, and the car-

rier's actual scattering rate �(E) is evaluated at its current kinetic energy. If r2 <

�(E)=� max , the scattering is real and the carrier's state is updated. If r2 � �(E)=� max ,

the event is classi�ed as self-scattering, in which case the carrier remains unchanged

and a new free 
ight begins immediately.

When a real scattering event is accepted, the speci�c mechanism must be selected.

Each mechanism i has a probability proportional to its rate at the current energy:

pi =
� i (E)
�(E)

(2.13)

A third random number r3 is used to select among the mechanisms by mapping

it onto the cumulative probability distribution. For instance, if r 3 falls within the
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interval corresponding to acoustic phonon scattering, that mechanism is selected and

the carrier's energy and direction are updated accordingly. This selection process is

commonly referred to as the roulette wheel method.

The self-scattering technique does not alter the statistical distribution of real scat-

tering events. It yields the same statistical distribution of 
ight times and scattering

events as the original energy-dependent rates, while simplifying and improving the

e�ciency of the algorithm.

2.2.3 Non-Parabolic Band Structure

In the simplest description of a semiconductor, the relationship between a carrier's

energy and its wavevector is parabolic: E = ~2k2=2m� , where m� is the e�ective mass

at the band edge. This parabolic approximation is valid for carriers near the bottom

of the conduction band, where energies are low and the band curvature remains nearly

constant. However, as carriers gain energy from a strong electric �eld, they move to

higher energies within the band where the curvature changes. The silicon conduction

band deviates from a strictly parabolic dispersion as carrier energy increases above

the band edge [6,7].

To account for this, the simulation uses a non-parabolic energy-wavevector rela-

tionship:

E(1 + �E) =
~2k2

2m�
(2.14)

where � is the non-parabolicity parameter. For the silicon conduction band, � �

0:5 eV�1 [1]. The left-hand side replaces the simple energy E with the quantity


(E) = E(1 + �E), which increases more rapidly than E at high energies and results

in constant-energy surfaces in wavevector space that are larger than those predicted

by the parabolic model.

This correction has two signi�cant consequences. First, it modi�es the density of

states. In a parabolic band, the three-dimensional density of states increases as
p

E.
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With non-parabolicity, the density of states becomes

D(E) =
(2m� )3=2

2� 2~3

p
E(1 + �E) (1 + 2�E) (2.15)

The additional factor (1 + 2�E) increases the number of available states at high

energies, directly a�ecting the scattering rates because the scattering probability is

proportional to the �nal density of states. Second, non-parabolicity alters the rela-

tionship between energy and velocity. The carrier speed at a given energy is slightly

lower than predicted by the parabolic model, which is important for accurate velocity-

�eld characteristics at high electric �elds.

Incorporating non-parabolicity into the Monte Carlo simulation is straightfor-

ward: wherever the scattering rate formulas use
p

E for the �nal-state density of

states, the expression is replaced with
p


(E 0)(1 + 2�E 0), where E0 denotes the �nal-

state energy after scattering. The relation between carrier energy and speed is also

corrected consistently with the non-parabolic dispersion. This approach ensures that

the simulation accurately represents carrier dynamics across the full range of energies

encountered in high-�eld transport.

2.3 Scattering Mechanisms in Silicon

Electrons moving through a silicon crystal do not follow perfectly straight trajec-

tories. Interactions with lattice vibrations, ionized dopant atoms, and the multi-valley

nature of the silicon band structure continuously de
ect them from their path. Each

interaction changes the electron's direction, its energy, or both. In Monte Carlo sim-

ulations, these interactions are treated as scattering mechanisms that determine how

often carriers scatter, how much energy is exchanged, and how their direction changes

after each event [7].

The simulation incorporates four distinct scattering mechanisms for both elec-
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trons and holes: acoustic-phonon, optical-phonon, ionized-impurity, and intervalley.

Each mechanism arises from a speci�c physical interaction and exhibits characteristic

dependencies on carrier energy and temperature. All four scattering rates are derived

from Fermi's Golden Rule, as detailed in Section 2.1. The transition rate for each

mechanism is determined by the matrix element of the scattering potential and the

density of available �nal states. Because the scattering rate depends strongly on the

density of available �nal states, mechanisms that provide more accessible �nal states

at a given energy generally lead to more frequent carrier scattering.

The following subsections present the scattering rate formulas for each mechanism,

explain the underlying physical principles, and describe the dependence on carrier

energy and temperature.

2.3.1 Acoustic Phonon Scattering

Acoustic phonons are low-energy lattice vibrations in which neighboring atoms

oscillate in phase, analogous to a sound wave propagating through the material. When

an electron interacts with such a vibration, the local lattice spacing changes slightly,

resulting in a small shift of the conduction band edge. This shift serves as a scattering

potential, whose strength is quanti�ed by the acoustic deformation potential Dac [6,7].

Since acoustic phonons possess signi�cantly less energy than the thermal energy of

electrons, the energy exchanged during an acoustic phonon scattering event is negligi-

ble. Consequently, this scattering is treated as elastic: the electron changes direction

while retaining nearly the same energy. The process is also isotropic, indicating that

the post-scattering direction is random and lacks a preferred orientation. Under the

equipartition approximation, where the phonon occupation number is approximated

as Nac � k B T=~! � 1, the scattering rate for an electron with kinetic energy E is

given as:

Wac(E) =

p
2 D2

ac kB T (m� )3=2

�~ 4�v 2
s

p
E (2.16)
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Here, Dac denotes the acoustic deformation potential, m� is the carrier e�ective mass,

� is the mass density of silicon, and vs is the longitudinal sound velocity. The scat-

tering rate increases as
p

E, re
ecting the greater density of �nal states at higher

energies. The linear dependence on kB T indicates that acoustic phonon scattering

becomes more signi�cant at elevated temperatures, as more phonons are available for

interaction.

For electrons in silicon, the acoustic deformation potential is Dac;e = 9:5 eV, while

for holes it is Dac;h = 5:0 eV. The mass density of silicon is � = 2330 kg/m3, and

the longitudinal sound velocity is vs = 9040 m/s [1]. Acoustic phonon scattering

occurs at all carrier energies and temperatures, providing a baseline scattering rate

that increases gradually with energy. It is often the dominant scattering mechanism

for low-energy carriers at moderate temperatures.

2.3.2 Optical Phonon Scattering

Optical phonons represent higher-energy lattice vibrations where neighboring atoms

oscillate out of phase. In silicon, optical phonons are commonly modeled as having

an approximately constant energy ~!op = 63 meV over the range relevant to scat-

tering calculations. Hence, optical phonon scattering is inelastic, as each interaction

transfers a speci�c amount of energy to or from the electron [6,7].

Electrons interact with optical phonons through two primary mechanisms: ab-

sorption and emission. During absorption, an electron gains energy ~!op by ab-

sorbing a phonon. In emission, the electron loses the same amount of energy by

emitting a phonon. Absorption can occur when thermally occupied phonons are

available, whereas emission requires the electron to have at least ~!op of kinetic en-

ergy. This emission threshold results in a distinct onset in the scattering rate at

E = ~! op = 63 meV. Below this energy, only absorption occurs; above it, both

absorption and emission contribute.
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The scattering rates for absorption and emission are:

Wop,abs(E) =
D 2

op Nop (m � )3=2

p
2 �~ 2� ~! op

p
E + ~! op (2.17)

Wop,em(E) =
D 2

op (Nop + 1) (m � )3=2

p
2 �~ 2� ~! op

p
E � ~! op (E > ~! op) (2.18)

Here, Dop denotes the optical deformation potential. The primary distinction be-

tween the absorption and emission rates is the phonon occupation factor. Absorption

is proportional to Nop, the average number of optical phonons at temperature T ,

whereas emission is proportional to Nop + 1. The additional term in the emission

rate accounts for spontaneous emission, which occurs even at absolute zero when no

phonons are thermally excited. The phonon occupation number is described by the

Bose{Einstein distribution:

Nop =
1

exp(~! op=kB T) � 1
(2.19)

At room temperature (T = 300 K), Nop � 0:31, indicating that emission is ap-

proximately three times more probable than absorption. As temperature rises, Nop

increases, leading to higher rates for both processes; however, the emission rate con-

sistently remains greater than the absorption rate.

Optical phonon scattering serves as the principal energy relaxation mechanism for

hot carriers. When electrons are accelerated to high energies by strong electric �elds,

optical phonon emission becomes the dominant mechanism for energy dissipation,

facilitating their return to thermal equilibrium. This process underlies the saturation

of drift velocity at high electric �elds, where the energy gained from the �eld is

balanced by the energy lost through phonon emission.
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2.3.3 Ionized Impurity Scattering (Brooks{Herring)

In doped semiconductors, each dopant atom donates or accepts an electron, result-

ing in a �xed ion within the crystal lattice. These ionized impurities generate local

Coulomb potentials that de
ect charge carriers. In contrast to phonon scattering,

which originates from dynamic lattice distortions, impurity scattering arises from a

static potential. Consequently, impurity scattering is elastic: the electron's direction

changes, but its energy remains constant [6,7].

In practical semiconductors, the bare Coulomb potential of an ionized impurity is

screened by the surrounding free carriers. Electrons and holes redistribute to partially

neutralize the impurity's charge, thereby reducing the e�ective range of its potential.

The characteristic screening length, known as the Debye length LD , depends on both

carrier concentration and temperature:

LD =

s
" kB T

q2 ntotal
(2.20)

Here, " denotes the permittivity of silicon and ntotal represents the total carrier con-

centration. Increased doping results in a higher free carrier density, a reduced De-

bye length, and enhanced screening. The screened Coulomb potential is given by

Us(r) = (q 2=4�"r) exp(�r=L D ), which decays signi�cantly more rapidly with distance

than the unscreened 1=r potential.

The Brooks{Herring model uses this screened potential in Fermi's Golden Rule to

obtain the scattering rate:

Wii (E) =
N I (Zq2)2

16�" 2
p

2m�
E �3=2 FBH (� s) (2.21)

where NI is the ionized impurity concentration, Z is the charge state of the impurity

(equal to 1 for singly ionized donors or acceptors), and FBH is the Brooks{Herring
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screening function:

FBH (� s) = ln(1 + � 2
s ) �

� 2
s

1 + � 2
s

(2.22)

The screening parameter �s connects the carrier energy to the Debye length:

� 2
s =

8m� L2
D E

~2
(2.23)

A notable characteristic of the impurity scattering rate is its E�3=2 dependence.

Low-energy carriers experience strong scattering by ionized impurities, whereas high-

energy carriers are only weakly de
ected. This occurs because high-energy carriers

experience a smaller angular de
ection from the screened Coulomb potential and

spend less time in its vicinity. As a result, ionized impurity scattering predominates

at low temperatures and low electric �elds, where carrier kinetic energy is minimal,

and becomes less signi�cant at high �elds where carriers attain higher energies.

Within the simulation, the impurity scattering rate is limited to 10 15 s�1 to prevent

numerical divergence at very low carrier energies, where the E�3=2 dependence would

otherwise become unbounded.

2.3.4 Intervalley Scattering

The conduction band of silicon contains six equivalent energy minima, known as

valleys, situated along the h100i directions in wavevector space. Electrons typically

occupy one of these valleys; however, a su�ciently energetic phonon can scatter an

electron into a di�erent valley. This process, termed intervalley scattering, entails a

substantial change in the electron's wavevector and is mediated by short-wavelength

phonons near the Brillouin zone boundary [7].

Intervalley scattering in silicon is classi�ed into two types. In g-type scattering,

the electron transitions to the valley located on the opposite side of the same crys-

tallographic axis, such as from the +kx valley to the �k x valley. Only one such
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transition is possible, resulting in a degeneracy factor of Zg = 1, with an associated

phonon energy of ~!g = 63 meV. In f-type scattering, the electron transitions to one

of the four valleys on the perpendicular axes; for instance, an electron in the +kx

valley may scatter to any of the �k y or �k z valleys, yielding a degeneracy factor of

Z f = 4. The corresponding f-type phonon energy is ~!f = 52 meV.

Like optical phonon scattering, intervalley scattering is inelastic and involves both

absorption and emission processes. The scattering rates for g-type transitions are [7]

Wg;abs(E) =
Zg D 2

g Ng (m � )3=2

p
2 �~ 2� ~! g

p
E + ~! g (2.24)

Wg;em(E) =
Zg D 2

g (Ng + 1) (m � )3=2

p
2 �~ 2� ~! g

p
E � ~! g (E > ~! g) (2.25)

and the rates for f-type transitions are

Wf;abs (E) =
Z f D 2

f N f (m � )3=2

p
2 �~ 2� ~! f

p
E + ~! f (2.26)

Wf;em (E) =
Z f D 2

f (N f + 1) (m � )3=2

p
2 �~ 2� ~! f

p
E � ~! f (E > ~! f ) (2.27)

Here, Dg and Df represent the intervalley deformation potentials, while Ng and Nf

denote the Bose{Einstein occupation numbers for the respective phonon branches.

The mathematical structure of these expressions mirrors that of optical phonon scat-

tering: absorption is proportional to N, emission to N + 1, and both rates scale with

the square root of the �nal-state energy. The f-type scattering rate is generally larger

because the greater degeneracy factor (Zf = 4) provides more accessible �nal valleys.

Intervalley scattering is crucial at high electric �elds. In its absence, simulations

would predict unbounded electron acceleration and unrealistically high energies. In-

tervalley scattering provides an e�ective energy-relaxation pathway for hot electrons,

complementing optical-phonon emission in constraining the average carrier energy.
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This mechanism is important for reproducing the experimentally observed saturation

of drift velocity at approximately 107 cm/s in silicon [7]. Therefore, incorporating

intervalley scattering in simulations is necessary to achieve physically accurate trans-

port across the full range of electric �eld strengths relevant to semiconductor devices.

2.4 Poisson Equation and Self-Consistent Coupling

In a bulk semiconductor subjected to a uniform external �eld, the electric �eld is

predetermined and remains constant throughout the simulation. However, in actual

devices, the scenario is more complex. Carrier distributions are non-uniform: ac-

cumulation occurs near contacts, depletion near junctions, and space-charge regions

form, altering the electric �eld that governs carrier motion. Consequently, the electric

�eld within a device emerges as part of the solution rather than serving as a �xed

input.

This interdependence creates a fundamental coupling between transport and elec-

trostatics: carrier positions determine the charge density, which in turn de�nes the

electrostatic potential via the Poisson equation. The resulting potential speci�es

the electric �eld, which subsequently in
uences carrier motion and positions. This

closed-loop system distinguishes device simulation from bulk transport calculations

and necessitates the use of the ensemble Monte Carlo method [1].

The electrostatic potential �(r) inside the device is governed by the Poisson equa-

tion:

r 2�(r) = �
�(r)

"
(2.28)

Here, " = " r "0 denotes the permittivity of silicon ("r = 11:7), and �(r) represents the

total charge density at position r. The charge density comprises two components:

mobile carriers tracked by the Monte Carlo simulation and the �xed background
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charge from ionized dopant atoms.

�(r) = q
�
p(r) � n(r) + N +

D (r) � N �
A (r)

�
(2.29)

In this context, n and p denote the electron and hole concentrations, respectively,

while N +
D and N �

A correspond to the ionized donor and acceptor concentrations. For

the device structures analyzed in this study, complete ionization is assumed as a

simplifying approximation, such that N+
D = N D and N �

A = N A .

Once the electrostatic potential is determined, the electric �eld is obtained directly

as the gradient of the potential:

E(r) = �r�(r) (2.30)

In one dimension, this reduces to E(x) = �d�=dx. In two dimensions, both

components Ex = �@�=@x and Ey = �@�=@y are needed.

The self-consistent simulation loop proceeds as follows. At each update step, the

positions of all carriers in the ensemble are used to compute the charge density on

a spatial grid. The Poisson equation is then solved on this grid to obtain the up-

dated potential. The electric �eld is derived from the potential and interpolated to

the carrier positions. Carriers subsequently move under the in
uence of this updated

�eld, altering their positions and generating a new charge distribution. This iter-

ative process continues throughout the simulation, ensuring that the electric �eld

consistently re
ects the current carrier distribution. This charge-assignment, �eld-

solve, and particle-push sequence constitutes the classical particle-in-cell approach,

as adapted for semiconductor transport [8,9].

This coupling is essential for accurately representing the physics of real devices.

For instance, in a p-n junction, the built-in potential results from the self-consistent

equilibrium between the �xed doping charge and the mobile carrier distribution. The
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formation of the depletion region, the electric �eld peak at the junction, and the

potential barrier governing minority carrier injection all arise from the Poisson equa-

tion coupled with carrier transport. In the absence of self-consistency, these features

would not manifest in the simulation, leading to unphysical device behavior.

The speci�c numerical techniques employed to solve the Poisson equation on dis-

crete grids including �nite di�erence discretization, boundary condition implementa-

tion, sparse matrix assembly, and LU factorization are detailed in Chapters 4 and 5,

where their application to one-dimensional and two-dimensional device structures is

discussed.

2.5 The Ramo{Shockley Theorem

Monte Carlo simulation tracks the motion, scattering, and directional changes of

every carrier within the device. However, at the circuit level, the relevant quantity

is not the trajectory of individual carriers but rather the current 
owing through the

external terminals. The central challenge is to translate the microscopic motion of

thousands of carriers inside a device into a single measurable quantity: the instanta-

neous terminal current.

The Ramo{Shockley theorem addresses this problem directly. Formulated inde-

pendently by Shockley in 1938 [10] and Ramo in 1939 [11] for vacuum tube design, the

theorem establishes a direct and exact relationship between the velocities of charges

within a device and the current induced at the external electrodes. This approach

does not require knowledge of the displacement current or the time-varying electric

�eld inside the device. Instead, it relies only on the charge, the velocity, and a speci�c

quantity known as the weighting �eld.
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2.5.1 Theorem Statement

The Ramo{Shockley theorem states that the instantaneous current induced at a

terminal of interest by a collection of moving charges is [10,11]

I(t) =
X

k

qk vk(t) � E w(r k) (2.31)

where the sum runs over all carriers k in the device, qk is the charge of carrier k,

vk(t) is its instantaneous velocity, and Ew(r k) is the weighting �eld evaluated at the

carrier's position rk .

The theorem [12, 13] can be understood from electrostatic reciprocity arguments

and the auxiliary weighting-�eld construction. A central insight is that the current

induced at a terminal is independent of the actual electric �eld inside the device,

which encompasses contributions from all charges and applied voltages. Instead,

the induced current depends on a hypothetical �eld, the weighting �eld, determined

exclusively by the geometry of the electrodes. This separation of geometric factors

from the charge distribution underpins the theorem's e�ectiveness and practicality in

Monte Carlo simulation.

2.5.2 Weighting Field Concept

The weighting �eld E w is de�ned via a conceptual experiment. The device is

considered with all electrodes present but without any space charge inside. The

electrode of interest is set to a potential of 1 V, while all other electrodes are grounded.

Laplace's equation is then solved under these conditions:

r 2� w = 0 (2.32)
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These boundary conditions yield the weighting potential �w(r). The weighting �eld

is de�ned as the negative gradient of this potential:

Ew(r) = �r� w(r) (2.33)

The weighting �eld is determined mainly by the geometry of the device and its elec-

trodes, independent of the applied voltage, doping pro�le, or carrier distribution.

Once calculated for a speci�c device structure, it remains constant throughout the

simulation. A carrier at position r contributes to the terminal current in proportion

to the dot product of its velocity and the weighting �eld at that location. Carriers

located in regions with a strong weighting �eld contribute more signi�cantly to the

terminal current, while those in regions with a weak weighting �eld contribute less.

2.5.3 Application to 1D and 2D Device Structures

For the device structures analyzed in this thesis, the weighting �eld assumes a

particularly simple form. In a one-dimensional device of length L with ohmic contacts

at x = 0 and x = L, the weighting potential varies linearly from 0 to 1 V across the

device, resulting in a uniform weighting �eld:

Ew =
1
L

(2.34)

This result applies to any one-dimensional structure with parallel-plate contacts, ir-

respective of the doping pro�le, applied bias, or internal electric �eld distribution.

The instantaneous terminal current in one dimension is then given by

I(t) =
X

k

qk vx;k (t)
L

(2.35)

where vx;k is the x-component of velocity of carrier k.
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For the two-dimensional device structures considered in this thesis, where the con-

tacts extend across the full device width, the weighting potential also varies linearly

along the transport direction. The weighting potential continues to vary linearly from

0 to 1 V along the transport direction x, and the weighting �eld remains Ew = 1=L

along x with no component in the y-direction. Only the x-component of each car-

rier's velocity contributes to the terminal current. For these device geometries, the

transverse velocity component vy, although important for transport and scattering,

does not directly contribute to the terminal current.

In bipolar devices such as p-n junctions, both electrons and holes contribute to

the terminal current. Each carrier type has a distinct charge sign: electrons have

qk < 0 and holes have qk > 0. The sign conventions ensure that electrons moving

in the +x direction (from cathode to anode) and holes moving in the �x direction

(from anode to cathode) both generate positive forward current, consistent with the

behavior of a forward-biased diode.

The Ramo{Shockley theorem is applied at each timestep of the Monte Carlo simu-

lation, generating a continuous time record of the terminal current I(t). This current

signal includes both the DC component, representing the average current through the

device, and 
uctuations around the average, which constitute noise. By analyzing the

frequency content of these 
uctuations, the noise power spectral density can be di-

rectly extracted from the simulation without assumptions regarding the underlying

noise mechanism. This capability represents a central advantage of integrating the

Monte Carlo method with the Ramo{Shockley theorem for noise analysis.

The practical implementation of the Ramo{Shockley current computation in the

simulation, including velocity averaging for improved accuracy and necessary correc-

tions for carrier injection or recombination, is detailed in Chapters 4 and 5.
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2.6 Noise Theory

Previous sections outlined the simulation of carrier transport in semiconductor

devices and the extraction of terminal current using the Ramo{Shockley theorem.

The resulting time-varying current signal I(t) 
uctuates around its mean. These


uctuations are genuine electrical noise, not numerical artifacts, and they provide

insight into the device's fundamental physics. This section introduces the theoretical

framework for understanding and quantifying the various types of noise observed in

simulations, with a focus on power spectral density.

2.6.1 Thermal Noise

Thermal noise, also known as Johnson{Nyquist noise, is the most fundamental

and universal form of electrical noise. Johnson �rst measured it experimentally in

1928 [14], and Nyquist provided the theoretical explanation in the same year [15].

Thermal noise originates from the random thermal motion of charge carriers within

any conductor. In the absence of an applied voltage, carriers move randomly with

velocities determined by temperature. These random motions generate 
uctuating

currents that average to zero over time but possess a nonzero mean-square value.

The current noise power spectral density for a conductor with electrical conduc-

tance G at temperature T is [14,15]

SI = 4k B TG (2.36)

Here, kB denotes Boltzmann's constant. For a resistor with resistance R = 1=G,

the voltage noise spectral density is SV = 4k B TR. Thermal noise is characterized

as white noise, indicating that its spectral density does not depend on frequency.

In the ideal resistor, it is determined by temperature and resistance and does not

depend explicitly on the microscopic material parameters. Every resistor at a nonzero
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temperature generates thermal noise, which can only be eliminated by cooling the

device to absolute zero.

In Monte Carlo simulations, thermal noise arises intrinsically from the random

scattering of carriers. No explicit noise model is implemented; instead, noise results

from the stochastic nature of scattering events that determine each carrier's trajec-

tory. For resistive device structures, matching the simulated noise spectral density to

Eq. (4.7) serves as the primary validation criterion in this thesis.

2.6.2 Shot Noise

Shot noise originates through a mechanism distinct from that of thermal noise.

It occurs when current is transported by discrete charges crossing a potential barrier

independently. Schottky �rst described this phenomenon in 1918 [16] in the context

of vacuum tube currents, and the concept is equally applicable to semiconductor p-n

junctions where carriers are injected across the depletion region.

In a forward-biased p-n diode, minority carriers are injected across the junction

barrier via di�usion. Each injection event is a random, independent process deter-

mined by whether a carrier has su�cient thermal energy to cross the barrier. The ar-

rival of carriers at the opposite side of the junction follows a Poisson process, resulting

in current 
uctuations with a spectral density described by Schottky's formula [16]:

SI = 2qI (2.37)

Here, q represents the elementary charge and I denotes the DC current through the

device. Like thermal noise, shot noise is white, with a 
at spectral density across

all frequencies. In contrast to thermal noise, the shot noise depends on the current

rather than the temperature. An increase in current corresponds to a higher number

of carriers crossing the barrier per unit time, resulting in higher 
uctuations.
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The factor of 2 in Schottky's formula arises from the statistical property that

the variance of a Poisson process equals its mean. Each carrier crossing the barrier

contributes a charge pulse q to the terminal current, and the aggregate e�ect of many

such random pulses yields a spectral density of 2qI.

Shot noise serves as the primary validation criterion for p-n diode simulations in

this thesis. The agreement between the simulated spectral density and SI = 2qI

supports that the Monte Carlo simulation captures the expected shot-noise behavior

associated with carrier injection across the junction.

2.6.3 Generation{Recombination Noise

In devices exhibiting carrier recombination, an additional noise component emerges

at low frequencies. Carrier recombination through trap states in the semiconductor

causes random 
uctuations in the number of free carriers over time. Each recombi-

nation event removes an electron-hole pair, while each generation event creates one.

These stochastic 
uctuations in carrier population contribute to current 
uctuations,

thereby increasing the overall noise spectrum.

For Shockley{Read{Hall (SRH) recombination with a carrier lifetime � , the re-

sulting noise has a Lorentzian spectral shape [17]:

SG-R (f ) =
S0

1 + (f=f c)2
(2.38)

Here, S0 denotes the low-frequency amplitude and fc is the corner frequency, which

is related to the SRH lifetime by

f c =
1

2��
(2.39)

The Lorentzian spectral shape has a clear physical interpretation. At frequencies sig-

ni�cantly below f c, the noise remains 
at at S0, as the observation time is su�cient

to capture the full impact of carrier number 
uctuations. At frequencies much higher
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than f c, the noise decreases as 1=f2, as current 
uctuations cannot follow the mea-

surement frequency. The corner frequency delineates the transition between these

regimes and is directly determined by the recombination lifetime.

In this work, the total noise spectrum of a forward-biased p-n diode with SRH

recombination is the sum of generation{recombination noise at low frequencies and

the shot noise 
oor at high frequencies:

SI (f ) =
S0

1 + (f=f c)2
+ S 
at (2.40)

Here, S
at � 2qI represents the shot noise 
oor. The Monte Carlo simulation produces

this composite spectrum, and �tting it to the Lorentzian-plus-
at model enables

independent extraction of both the generation{recombination noise parameters and

the shot noise level.

2.6.4 Power Spectral Density and the Wiener{Khinchin Theorem

The noise content of a current signal I(t) is characterized by its power spectral

density (PSD), which speci�es the distribution of noise power across frequencies. The

PSD is de�ned as the Fourier transform of the autocovariance function of current


uctuations. If �I(t) = I(t) � hIi denotes the 
uctuation of current around its mean,

the autocovariance function is given by

CI (� ) = h�I(t) �I(t + � )i (2.41)

This function quanti�es the correlation between the current at one instant and the

current at a later time � . At � = 0, the autocovariance equals the variance of the

current, CI (0) = Var(I).

The Wiener{Khinchin theorem [18] establishes the fundamental connection be-
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tween the autocovariance function and the power spectral density:

SI (f ) =
Z +1

�1
CI (� ) e �j2�f � d� (2.42)

The PSD and the autocovariance function form a Fourier transform pair. Thus, the

frequency-domain description of noise (PSD) and the time-domain description (au-

tocovariance) contain equivalent information, presented in di�erent forms. A rapidly

decaying autocovariance corresponds to a broad, 
at PSD (white noise), whereas a

slowly decaying autocovariance indicates a PSD with greater power at low frequencies.

In practical applications, the PSD is estimated from a �nite-length current time

series using one of two primary methods. The �rst is the Welch method [19], which di-

vides the time series into overlapping segments, computes the periodogram of each seg-

ment with a window function, and averages the results. Windowing reduces spectral

leakage, while averaging decreases the variance of the estimate. The Welch method

yields a smooth PSD estimate and is widely adopted in signal processing.

The second approach is the direct autocovariance method [20], which calculates

the autocovariance function from the current time series using the FFT-based convo-

lution theorem, and then derives the PSD by applying the Fourier transform to the

autocovariance, consistent with the Wiener{Khinchin theorem. This method provides

direct access to the autocovariance function, enabling the identi�cation of correlation

timescales. In this thesis, both methods are employed and cross-validated. The Welch

method is used for initial PSD estimation in the device simulation chapters, while the

direct autocovariance method is developed in detail in Chapter 6.

For a one-sided PSD, which represents only the positive-frequency portion of the

spectrum and is the convention adopted throughout this thesis, the spectral density is

multiplied by a factor of 2 to account for the power present in the negative-frequency
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portion:

Sone-sided
I (f ) = 2 S two-sided

I (f ) (f � 0) (2.43)

All noise formulas presented in this chapter, including those for thermal noise (SI =

4kB TG), shot noise (SI = 2qI), and generation{recombination noise, are expressed

using the one-sided convention.
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Chapter 3: Bulk Monte Carlo Simulation and Validation

Following the establishment of the theoretical framework in Chapter 2, the subse-

quent objective is to construct a functional simulation and evaluate its performance

against established physical phenomena. The reliability of a Monte Carlo simulator

depends on the accuracy of its implemented scattering models and numerical proce-

dures. Before application to complex device structures involving junctions, contacts,

and self-consistent electrostatics, the simulator must demonstrate its ability to re-

produce well-established results in the simplest context: bulk silicon subjected to a

uniform electric �eld.

This chapter presents the construction and validation of the Monte Carlo physics

engine through a systematic sequence. Section 3.1 introduces a one-dimensional sim-

ulation of bulk silicon, incorporating acoustic phonon, optical phonon, and ionized

impurity scattering, and subsequently extends the model with intervalley scatter-

ing to account for velocity saturation at high electric �elds. Section 3.2 generalizes

the validated engine to two dimensions, verifying that the inclusion of a transverse

degree of freedom maintains the correct drift velocity and yields zero net transverse

current. Section 3.3 compares the simulation results with published experimental and

empirical benchmarks for electron mobility as a function of temperature and doping

concentration.
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3.1 1D Bulk Silicon Simulation

A fundamental test of a Monte Carlo transport engine involves applying a uniform

electric �eld to an ensemble of electrons in bulk silicon and measuring the resulting

drift velocity. In this scenario, the electric �eld remains constant throughout the

material, removing the necessity for a Poisson solver or boundary conditions. In

this con�guration, the transport response is governed primarily by the implemented

scattering physics. Accurate reproduction of drift velocity, average energy, and scat-

tering rates in this setting establishes con�dence in the physics engine for subsequent

application to more complex device structures.

The development of the one-dimensional simulation proceeded in two stages. The

initial stage included acoustic phonon, optical phonon, and ionized-impurity scat-

tering, which are the primary intravalley mechanisms governing transport at low to

moderate electric �elds. The subsequent stage incorporated intervalley scattering,

which is essential for accurately modeling velocity saturation at high electric �elds.

3.1.1 Simulation Setup

The simulation monitors an ensemble of electrons traversing bulk silicon at room

temperature, subjected to a uniform electric �eld oriented along the x-direction.

Each electron is initialized at the origin with a random velocity sampled from a

Maxwell{Boltzmann distribution at T = 300 K. The thermal velocity is given by

vth =
p

kB T=m� , where m� = 0:26 m0 represents the conductivity e�ective mass for

electrons in silicon.

The Monte Carlo algorithm tracks each electron through a sequence of free 
ights

and scattering events, as detailed in Chapter 2. During each free 
ight, the electron

accelerates under the in
uence of the electric �eld in accordance with Newton's second
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law, utilizing the e�ective mass:

xnew = x + v � t 
ight +
1
2

a t2

ight ; vnew = v + a � t 
ight (3.1)

Here, a = �qE=m � denotes the acceleration resulting from the applied electric �eld.

At the conclusion of each free 
ight, the self-scattering technique is employed to de-

termine whether a genuine scattering event occurs. If a scattering event is selected,

its type is chosen probabilistically according to the relative rates of each mechanism

at the electron's current energy. In the one-dimensional case, the post-scattering

direction is isotropic, with the electron moving forward or backward with equal prob-

ability.

Table 3.1: Material and simulation parameters for 1D bulk silicon at T = 300 K.

Parameter Value Description

Material parameters
m� 0:26 m0 Conductivity e�ective mass
� 2330 kg/m 3 Silicon density
vs 9040 m/s Longitudinal sound velocity
� r 11.7 Relative permittivity
Dac 9.5 eV Acoustic deformation potential
~! op 63 meV Optical phonon energy
Dop 11 � 10 8 eV/cm Optical deformation potential
N I 1017 cm�3 Ionized impurity concentration

Intervalley parameters
~! g 63 meV g-type phonon energy
Dg 1:1 � 10 8 eV/cm g-type deformation potential
Zg 1 Number of �nal g-type valleys
~! f 52 meV f-type phonon energy
D f 2 � 10 8 eV/cm f-type deformation potential
Z f 4 Number of �nal f-type valleys

Simulation parameters
Ne 104{107 Ensemble size (�eld-dependent)
Scattering events 100 per electron Steady-state convergence
Electric �eld 103{5 � 10 7 V/m Low to extreme �eld

Table 3.1 provides a summary of the material and simulation parameters. The en-
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semble size is adjusted based on the electric �eld strength using an adaptive ensemble-

size strategy, referred as smart sampling. The ensemble size was adjusted with electric

�eld to balance statistical accuracy and computational cost, ranging from 104 to 107

electrons across the simulated �eld range. At higher �elds, increased statistical noise

in the drift velocity requires larger ensembles, with the count progressively increas-

ing to 107. Each electron undergoes 100 scattering events, which is su�cient for the

velocity distribution to reach a steady state.

The maximum scattering rate �max , which governs the self-scattering technique, is

determined at the beginning of each simulation by evaluating the total scattering rate

at both a high and a low reference energy (Elow = 0:001 eV). The value is then set as

� max = 1:5 � max
�
� total (Ehigh ); � total (E low )

�
. The multiplicative factor of 1.5 serves

as a safety margin, ensuring that �max exceeds the actual total rate at all energies

encountered during the simulation.

3.1.2 Scattering Rate Calculations

The scattering model was developed in two stages. The initial stage included

three intravalley mechanisms: acoustic phonon, optical phonon, and ionized-impurity

scattering. The subsequent stage introduced intervalley scattering to extend the

model's applicability to high electric �elds.

Stage 1: Acoustic, Optical, and Ionized Impurity Scattering

The initial simulation incorporated three scattering mechanisms that collectively

capture the essential physics of electron transport in doped silicon at moderate electric

�elds. Acoustic phonon scattering, as derived in Chapter 2, yields a rate proportional

to
p

E, where E denotes the carrier kinetic energy. This process is elastic, meaning

the electron's direction changes without energy loss. Optical phonon scattering is

inelastic, featuring distinct absorption and emission channels. An electron may absorb
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an optical phonon and gain 63 meV of energy, or emit one and lose 63 meV, provided

its energy exceeds the phonon threshold. At 300 K, the phonon occupation number,

determined by the Bose{Einstein distribution, is Nop � 0:31, rendering absorption

less probable than emission. Ionized impurity scattering, described by the Brooks{

Herring formula in Chapter 2, produces a rate proportional to E�3=2 . This mechanism

is elastic but exhibits strong energy dependence: it dominates at low carrier energies,

where slow electrons interact more frequently with ionized dopant atoms, and becomes

negligible as electrons acquire higher energies under stronger �elds.

Figure 3.1 presents the average scattering rates obtained from the simulation

as a function of the applied electric �eld, ranging from 103 to 106 V/m. At low

�elds, where electrons remain near thermal equilibrium with an average energy of

3
2kB T � 0:039 eV, ionized impurity scattering is the predominant mechanism, sur-

passing all phonon-related rates. This outcome is consistent with physical expecta-

tions: at thermal energies, the E�3=2 dependence yields a high impurity-scattering

rate, and the screened Coulomb interaction governs transport. Acoustic phonon scat-

tering is the next most signi�cant process, while optical absorption is present but less

prominent. Optical phonon emission is negligible at low �elds because most electrons

do not possess the 63 meV threshold energy. As the electric �eld increases and elec-

trons gain energy, the impurity scattering rate decreases, and the phonon scattering

rates increase, indicating a transition from impurity-dominated to phonon-dominated

transport.

Figure 3.2 extends the electric �eld range to 107 V/m, illustrating the complete

crossover from impurity to phonon dominance. At �elds exceeding 106 V/m, opti-

cal phonon emission becomes the primary scattering mechanism, while the impurity

scattering rate decreases by several orders of magnitude. High-energy electrons are

less strongly de
ected by the screened Coulomb potential of ionized dopants. Al-

though the acoustic phonon scattering rate also increases with �eld, it remains lower
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Figure 3.1: Individual scattering rates versus electric �eld at moderate �elds
(106 V/m). Ionized impurity scattering dominates at low �elds, while optical phonon
rates increase with electron energy.

than the optical emission rate. This hierarchy, impurity-dominated at low �elds and

phonon-dominated at high �elds is a well-established feature of transport in doped

semiconductors and provides initial qualitative validation of the simulation.

Figure 3.2: Scattering rates extended to 107 V/m. Optical phonon emission becomes
the dominant mechanism at high �elds. Impurity scattering drops by several orders
of magnitude as hot electrons bypass the screened Coulomb potential.
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Stage 2: Adding Intervalley Scattering

The three intravalley mechanisms described above accurately represent transport

at moderate electric �elds, but they are insu�cient at very high �elds. Optical phonon

emission, despite being inelastic, does not provide rapid enough energy relaxation to

prevent electrons from reaching unphysically high energies. Silicon has six equivalent

conduction-band minima (valleys), and at higher energies, electrons can scatter be-

tween them. Intervalley transitions, mediated by short-wavelength phonons, o�er a

signi�cantly more e�cient energy relaxation pathway.

Two types of intervalley scattering are relevant for silicon. In a g-type transition,

the electron scatters to the valley on the opposite side of the same crystal axis (for

example, from +kx to �k x ), with a phonon energy of 63 meV and one available

�nal valley (Z g = 1). In an f-type transition, the electron scatters to a valley on a

perpendicular axis (for example, from +kx to any of the �k y or �k z valleys), with a

phonon energy of 52 meV and four available �nal valleys (Zf = 4). Both types follow

the same rate formula structure as optical-phonon scattering, scaled by the number

of �nal valleys and the respective deformation-potential coupling constants.

Figure 3.3 presents the comprehensive scattering rate analysis with all mechanisms

included, extending to 5 � 107 V/m. At the highest �elds, intervalley emission rates,

both g-type and f-type dominate electron transport, surpassing all intravalley mecha-

nisms. The f-type emission rate is particularly pronounced due to the presence of four

available target valleys. These �ndings show the limitations of the intravalley-only

model at high �elds: without intervalley scattering, energy relaxation is insu�cient,

leading to unphysical simulation outcomes, as further illustrated in the subsequent

velocity{�eld analysis.

This behavior provides an important physical consistency check for the scattering

model. In silicon, an accurate description of high-�eld transport requires the inclusion

of intervalley transitions, as the redistribution of electrons among equivalent valleys
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is a principal mechanism limiting carrier heating and drift velocity growth. The

observation of strong g-type and f-type intervalley emission at high �elds con�rms

that the simulation has reached the regime where hot-electron e�ects are signi�cant.

After establishing the �eld ranges in which di�erent scattering mechanisms dominate,

it is necessary to examine how these microscopic rate trends in
uence the macroscopic

velocity{�eld characteristics of the electron ensemble.

Figure 3.3: Complete scattering rate analysis including all intravalley and intervalley
mechanisms, extending to 5 � 107 V/m. At the highest �elds, intervalley emission
(g-type and f-type) becomes the dominant process, providing the energy relaxation
pathway responsible for velocity saturation in silicon.

3.1.3 Velocity{Field Characteristics

The drift velocity versus electric �eld curve represents the primary output of the

simulation and serves as the most sensitive indicator of the underlying scattering

physics. This relationship captures the interplay between �eld-induced acceleration

and scattering-driven momentum relaxation across the entire operating range.
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Low-to-Moderate Field Regime (E < 10 6 V/m)

Figure 3.4 displays the drift velocity as a function of electric �eld up to 106 V/m,

with all three intravalley mechanisms included. The observed linear relationship

con�rms Ohmic behavior, expressed as vd = �E. This linearity persists because the

electron energy remains near the thermal value at these �elds, and the scattering rates

vary little with increasing �eld strength. The low-�eld mobility �, determined from

the slope of this curve, aligns with the expected value for silicon doped at 1017 cm�3

at room temperature [1].

Figure 3.4: Drift velocity versus electric �eld in the low-to-moderate regime (up to
106 V/m). The linear relationship con�rms Ohmic behavior, with vd = �E.

Figure 3.5 presents the corresponding average electron energy. For electric �elds

below approximately 105 V/m, the energy remains close to3
2kB T � 0:039 eV, indi-

cating that electrons are in near-thermal equilibrium with the lattice. Although the

electric �eld accelerates the electrons, frequent scattering events return energy to the

lattice, preventing signi�cant heating. When the �eld exceeds 105 V/m, the average

electron energy increases, signifying the transition from equilibrium to hot-electron

transport.
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Figure 3.5: Average electron energy versus electric �eld at moderate �elds. Below
105 V/m, the energy remains near the thermal equilibrium value of32kB T � 0:039 eV.
The onset of electron heating above 105 V/m signals the transition to non-equilibrium
transport.

High-Field Regime (E � 10 7 V/m)

As the electric �eld exceeds 106 V/m, the drift velocity deviates from linearity

and begins to saturate. Figure 3.6 extends the �eld range to 107 V/m. This curva-

ture arises when electrons acquire su�cient energy to e�ciently emit optical phonons.

Each emission event removes 63 meV from the electron, providing an energy relaxation

channel that partially o�sets the energy gained from the �eld. However, as shown

in Figure 3.7, the average electron energy continues to increase with �eld strength,

reaching approximately 1.5 eV at 107 V/m. This trend indicates that intravalley scat-

tering alone is insu�cient to provide complete energy relaxation, leading to electron

heating beyond physically expected levels.

Velocity Saturation with Intervalley Scattering

The inclusion of intervalley scattering provides a comprehensive description of

electron transport. Figure 3.8 illustrates the drift velocity with all scattering mech-

anisms active, extending to 5 � 107 V/m. The velocity saturates, approaching the
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Figure 3.6: Drift velocity extending to 107 V/m. The curve departs from linearity,
showing the onset of velocity saturation as optical phonon emission provides partial
energy relaxation.

Figure 3.7: Average electron energy extending to 107 V/m. The energy reaches
approximately 1.5 eV, indicating that intravalley mechanisms alone cannot fully relax
the energy gained from the �eld at these high �elds.
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experimentally observed saturation velocity for electrons in silicon [1]. This satura-

tion arises because intervalley emission provides an energy-relaxation pathway that

is signi�cantly more e�cient than optical-phonon emission alone. As depicted in Fig-

ure 3.3, the combined intervalley emission rates surpass all other mechanisms at high

�elds, thereby preventing further energy gain by the electron population regardless

of the applied �eld strength.

Figure 3.8: Drift velocity with intervalley scattering included, extending to 5 �
107 V/m. The velocity saturates due to intervalley phonon emission, providing an
e�cient energy relaxation pathway, consistent with published data for silicon [1].

Figure 3.9 contrasts the results with and without intervalley scattering. In the ab-

sence of intervalley scattering, the average electron energy increases without bound

at high �elds, exceeding 10 eV, which is well beyond the silicon conduction band

width. These unphysical energy values indicate that the intravalley-only model fails.

When intervalley scattering is included, the electron energy remains bounded, con-

�rming that intervalley emission is the dominant energy relaxation mechanism at

high �elds. This comparison establishes a clear validity boundary: simulations that

exclude intervalley scattering are accurate only for electric �elds below approximately

2 � 10 7 V/m.

Table 3.2 summarizes the scattering regime behavior across the full range of elec-
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Figure 3.9: With intervalley scattering included, the energy remains bounded, demon-
strating that intervalley transitions are indispensable for high-�eld transport simula-
tion.

tric �elds investigated in 1D simulation.

Table 3.2: Summary of dominant scattering mechanisms and transport behavior
across electric �eld regimes.

Field Regime Dominant Mechanism Physical Behavior

Low (E < 10 5 V/m) Ionized impurities Ohmic & mobility limited
Moderate (105{106 V/m) Mixed Transition to phonon dominant
High (106{107 V/m) Optical phonons Onset of velocity saturation
Very high (> 107 V/m) Intervalley emission Full velocity saturation

The 1D simulation, including all four scattering mechanisms, reproduces the ex-

pected transport physics of bulk silicon, ranging from Ohmic conduction at low elec-

tric �elds to velocity saturation at high �elds. This validated simulation engine pro-

vides the basis for the subsequent 2D extension and the device simulations discussed

in the following chapters.

3.2 2D Bulk Silicon Simulation

A device simulation must track carriers in at least two spatial dimensions to

capture the full geometry of realistic structures. Before introducing device complexity,
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the bulk simulation was extended from 1D to 2D to verify that the added transverse

degree of freedom does not alter the longitudinal transport physics.

3.2.1 Extension to Two Dimensions

Extending the simulation from one to two dimensions requires three primary mod-

i�cations. First, each electron is assigned a two-component velocity (vx ; vy) sampled

from a Maxwell{Boltzmann distribution at T = 300 K, together with an initial posi-

tion (x; y) in the simulation domain. Second, the electric �eld is applied exclusively

along the x-direction, resulting in an acceleration vector

a =
�

�
qE
m�

; 0
�

:

The y-component of velocity is not directly accelerated by the �eld and changes only

through the initial thermal distribution and subsequent scattering events. Third,

the post-scattering direction selection transitions from a binary choice (forward or

backward) to a continuous angular distribution. After each scattering event, a random

angle � is drawn uniformly from [0; 2�), and the new velocity components are assigned

as

v0
x = jv 0j cos �; v0

y = jv 0j sin � (3.2)

Here, jv0j denotes the post-scattering speed determined by the scattering mechanism

and the associated energy exchange, as in the one-dimensional case. The kinetic

energy used in the scattering-rate calculations is now

E =
1
2

m�
�
v2

x + v 2
y

�
;

which includes both velocity components.

All scattering rate formulas, the self-scattering algorithm, and the mechanism
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selection procedure remain unchanged from the one-dimensional implementation. The

main distinction lies in the dimensionality of the velocity space and the corresponding

assignment of direction following each scattering event.

3.2.2 Velocity{Field Characteristics

The two-dimensional simulation was executed over the same range of electric �elds

as the one-dimensional version, employing identical material parameters and sampling

strategies. Two physical checks were performed to validate the extension.

The �rst validation check requires that the x-directed drift velocity matches the

one-dimensional result. Because the electric �eld is applied only along x, longitu-

dinal transport should remain una�ected by the presence of a transverse velocity

component. Figure 3.10 presents the drift velocity as a function of electric �eld for

the two-dimensional simulation, incorporating acoustic, optical, and ionized impurity

scattering up to 107 V/m. The resulting curve replicates the shape and magnitude

observed in the one-dimensional result shown in Figure 3.6: it is linear at low �elds

with identical mobility and exhibits the onset of saturation at high �elds. This quan-

titative agreement demonstrates that two-dimensional isotropic scattering correctly

distributes carrier motion between the longitudinal and transverse velocity compo-

nents without altering the net drift along the �eld direction.

The second validation check requires that the average transverse drift velocity

remains zero, hvy i � 0. In the absence of an electric �eld along y, no net force exists

to drive a transverse current. The y-component of each electron's velocity evolves

thermally, with momentum changes occurring mainly through isotropic scattering

events. Simulation results con�rm this expectation: at all �eld points, the transverse

drift velocity is negligible relative to the longitudinal drift, consistent with zero net

transverse current within statistical 
uctuations.

Figure 3.11 displays the drift velocity for the complete two-dimensional simulation
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Figure 3.10: Drift velocity versus electric �eld for the 2D bulk simulation (up to
107 V/m). The x-directed drift velocity matches the one-dimensional result, con�rm-
ing that the transverse degree of freedom does not alter longitudinal transport.

with intervalley scattering included, plotted on a log{log scale up to 5 � 107 V/m.

Velocity saturation is maintained in two dimensions, con�rming that the intervalley

energy-relaxation mechanism functions correctly within the extended velocity space.

The observed saturation velocity aligns with both the one-dimensional result and

published data for silicon [1].

As the two-dimensional bulk simulation yields results consistent with the one-

dimensional version and exhibits no spurious transverse drift, the physics engine is

validated for integration into two-dimensional device structures. The upcoming sec-

tion o�ers further validation by comparing simulation outputs with published exper-

imental data on electron mobility as a function of temperature and doping concen-

tration.

3.3 Validation Against Published Data

A simulation that produces reasonable-looking curves is not su�cient; the results

must agree with established experimental measurements and empirical models. This

section compares the Monte Carlo simulation output against published benchmarks

52



Figure 3.11: Drift velocity for the 2D simulation with all scattering mechanisms
including intervalley transitions, on a log{log scale extending to 5�107 V/m. Velocity
saturation is preserved in two dimensions, consistent with the one-dimensional result
and published data [1].

for three fundamental transport properties: electron mobility as a function of tem-

perature, electron mobility as a function of doping concentration, and drift velocity

as a function of electric �eld under di�erent scattering con�gurations.

3.3.1 Electron Mobility vs. Temperature

Electron mobility exhibits temperature dependence due to the temperature sen-

sitivity of scattering rates. Acoustic phonon scattering increases linearly with kB T

according to the equipartition approximation, as greater thermal energy in the lat-

tice results in more phonon modes available for electron scattering. Optical phonon

scattering is governed by the Bose{Einstein occupation number, which rises with tem-

perature, thereby increasing both absorption and emission events. In contrast, ionized

impurity scattering weakens at higher temperatures because faster-moving electrons

spend less time near each ionized dopant, reducing the likelihood of Coulomb de-


ection. The impurity scattering rate scales approximately as T�3=2 , re
ecting its

dependence on the Debye screening length and thermal velocity.

The interplay between these opposing trends produces a characteristic pro�le in
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the mobility-temperature curve. At low temperatures, the scarcity of phonons results

in impurity scattering dominating transport. As the temperature rises, increased elec-

tron thermal velocity diminishes the impact of impurity scattering, leading to higher

mobility. At elevated temperatures, phonon scattering becomes the primary limiting

mechanism, reducing mobility. This produces a peaked curve that transitions from

impurity-dominated behavior at low temperatures to phonon-dominated behavior at

high temperatures.

Simulations were conducted at a �xed doping concentration of NI = 1017 cm�3

and a low electric �eld of 104 V/m, spanning eight temperatures from 100 K to 800 K.

For each temperature, an ensemble of 106 electrons was evolved over 100 ps, and the

low-�eld mobility was determined from the drift velocity using � = v d=E.

Figure 3.12 presents the results on a log{log scale. The curve demonstrates the

anticipated behavior: mobility is highest at low temperatures where phonon scattering

is minimal, transitions near 200{300 K, and decreases steadily at higher temperatures

as phonon scattering becomes dominant. At low temperatures, the trend aligns with

� / T +3=2 , indicative of ionized impurity-limited transport. At high temperatures,

the observed decrease follows � / T�3=2 , characteristic of acoustic phonon-limited

transport. This overall pro�le is consistent with experimental measurements reported

by Jacoboni and Reggiani [1] and with theoretical predictions from the relaxation time

approximation discussed in Chapter 2.

3.3.2 Electron Mobility vs. Doping Concentration

At a �xed temperature, electron mobility in silicon is strongly in
uenced by the

doping concentration. At low doping levels, the scarcity of ionized impurities allows

phonon scattering to limit mobility, resulting in a maximum value of approximately

1350 cm2/V�s for electrons in silicon at 300 K. As doping concentration increases, the

density of ionized scattering centers rises, leading to enhanced momentum relaxation
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Figure 3.12: Electron mobility versus temperature on a log{log scale for NI =
1017 cm�3 . At low temperatures, impurity scattering dominates. At high temper-
atures, phonon scattering takes over and mobility decreases.

and reduced mobility. At very high doping concentrations (> 1018 cm�3 ), impurity

scattering becomes the dominant mechanism, causing mobility to decrease to a few

hundred cm2/V�s. This transition yields a characteristic sigmoidal decrease in mobil-

ity on a semi-logarithmic plot, which is accurately described by the Caughey{Thomas

empirical model [7].

Simulations were conducted at T = 300 K under a low electric �eld of 104 V/m.

The doping concentration was varied logarithmically from 1014 cm�3 to 1019 cm�3 .

For each doping level, an ensemble of 105 electrons was evolved over 100 ps, and

mobility was determined from the steady-state drift velocity.

Figure 3.13 displays the simulated electron mobility as a function of doping

concentration. The resulting curve exhibits the expected S-shape: a plateau near

1350 cm2/V�s at low doping, a gradual decline beginning around 1016 cm�3 , and a

steep decrease to approximately 350 cm2/V�s at 1019 cm�3 . These results align with

experimental data compiled in the Caughey{Thomas model and with measurements

reviewed by Jacoboni and Reggiani [1].

Table 3.3 summarizes the simulated mobility values at three representative doping
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Figure 3.13: Electron mobility versus doping concentration at 300 K. The charac-
teristic curve shows phonon-limited mobility (�1400 cm2/V�s) at low doping and
impurity-limited mobility (�400 cm 2/V�s) at high doping.

levels.

Table 3.3: Simulated electron mobility at representative doping concentrations (T =
300 K).

Doping (cm �3 ) Mobility (cm 2=V � s) Limiting Mechanism

1014 �1350 Phonons
1017 �800 Mixed
1019 �350 Impurities

The simulation was further extended to compare electron and hole mobilities

across the full doping range. Holes were modeled with a higher e�ective mass (m�
h =

0:49 m0) and distinct deformation potential coupling constants, as detailed in Ta-

ble 3.4.

Figure 3.14 presents both carrier mobilities on a single plot. Electrons consis-

tently exhibit higher mobility than holes at all doping levels, consistent with their

lower e�ective mass. The phonon-limited hole mobility plateaus near 430 cm2/V�s,

while electron mobility approaches approximately 1400 cm2/V�s. At high doping con-

centrations, both mobilities converge toward lower values, but electrons remain more

mobile than holes across the full doping range. These �ndings are consistent with
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published transport data for silicon [1].

Table 3.4: Carrier-speci�c parameters for the electron{hole mobility comparison.

Parameter Electrons Holes

E�ective mass m� 0:26 m0 0:49 m0

Acoustic deformation potential Dac 18.0 eV 5.0 eV
Optical deformation potential Dop 0:5 � 10 8 eV/cm 8 � 10 8 eV/cm

Figure 3.14: Comparison of electron and hole mobility versus doping concentration.
Electrons (blue) show higher mobility than holes (green) across all doping levels due
to the smaller e�ective mass (m�

e = 0:26m0 vs m�
h = 0:49m0).

3.3.3 Drift Velocity vs. Electric Field: Comparative Scattering Analysis

The drift velocity-electric �eld characteristic directly reveals the interplay among

scattering mechanisms. To isolate the in
uence of ionized impurity scattering on

transport behavior, the electric �eld sweep was performed twice under identical con-

ditions: once with only acoustic and optical phonon scattering, and once with both

phonon and ionized impurity scattering. For the impurity case, the doping concen-

tration was set to NI = 1017 cm�3 , and the ensemble size at each �eld point was

adjusted using the smart sampling strategy described in Section 3.1.1.
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Low-to-Moderate Field Regime (E < 10 6 V/m)

Figure 3.15 presents the comparison at electric �elds up to 106 V/m. The phonon-

only case (blue) yields higher drift velocity at all �eld points compared to the phonon-

plus-impurity case (green). This outcome is anticipated, as ionized-impurity scatter-

ing introduces additional momentum relaxation, thereby reducing the net drift. The

di�erence is most pronounced at low �elds, where the impurity scattering rate is

highest for low-energy, slow-moving electrons due to its E�3=2 energy dependence.

The slope of the drift velocity curve, corresponding to the low-�eld mobility, is visi-

bly reduced in the presence of impurities, consistent with experimental observations

that doped semiconductors exhibit lower mobility than undoped material at the same

temperature.

Figure 3.15: Drift velocity versus electric �eld for 106 V/m. The blue curve (phonons
only) shows higher drift velocity than the green curve (phonons + impurities), con-
�rming that ionized impurity scattering acts as an additional drag mechanism at low
�elds.

High-Field Crossover (E � 10 7 V/m)

Figure 3.16 extends the comparison to 107 V/m and reveals a crossover phe-

nomenon. At �elds near 107 V/m, the impurity-doped case demonstrates a slightly
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higher drift velocity than the phonon-only case. This counterintuitive result is inter-

preted here as an indirect cooling e�ect within the present model.

At high electric �elds, electrons attain higher energies, decreasing the impurity

scattering rate as E�3=2 and rendering impurities largely ine�ective for fast-moving

carriers. Nevertheless, impurity scattering remains signi�cant for cooler electrons dur-

ing the initial acceleration phase, thereby slowing the rate of electron heating. Since

the dominant phonon-scattering rates in the present model increase with electron

energy (proportional to
p

E for both acoustic and optical mechanisms), a cooler elec-

tron population experiences reduced phonon drag. Consequently, the impurity-doped

case, characterized by a slightly lower average electron energy at high �elds, encoun-

ters weaker phonon scattering and can exhibit a marginally higher drift velocity in

the present simulations.

Figure 3.16: Drift velocity versus electric �eld extended to 107 V/m. A crossover
occurs where the impurity-doped case (green) exhibits slightly higher velocity than
the phonon-only case (blue) at the highest �elds.

Extreme Field Regime and Model Validity (E > 10 7 V/m)

Figure 3.17 extends the comparison to 5 � 107 V/m. At these extreme �elds, the

simulation predicts continued velocity growth without saturation, and the average
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electron energy exceeds 10 eV, well beyond the physical bandwidth of the silicon

conduction band. These results are unphysical and indicate a breakdown of the

model.

This breakdown arises because neither simulation in this comparison incorporates

intervalley scattering. Without the e�cient energy relaxation provided by interval-

ley phonon emission, both the phonon-only and phonon-plus-impurity con�gurations

fail to achieve the energy balance required for velocity saturation. This comparison

underscores a central conclusion of the simulation framework: intervalley scattering

is essential for accurate transport simulations at electric �elds above approximately

2 � 10 7 V/m in silicon.

Figure 3.17: Drift velocity at extreme �elds up to 5 � 10 7 V/m. The reversal of the
crossover and continued velocity increase indicate the breakdown of the single-valley
parabolic band model.

Table 3.5 summarizes the key �ndings from the comparative scattering analysis.

3.3.4 Summary

The validation studies in this section demonstrate that the Monte Carlo physics

engine accurately reproduces the established transport characteristics of bulk silicon.

The mobility-versus-temperature curve shows the expected transition from impurity-
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Table 3.5: Summary of comparative scattering analysis: phonon-only versus phonon-
plus-impurity.

Field Regime Dominant E�ect Observation

Low (E < 10 5 V/m) Impurity drag Reduce drift velocity
Moderate (105{106 V/m) Diminishing impurity e�ect Curves begin to converge
High (� 10 7 V/m) Indirect cooling Crossover
Extreme (> 2 � 10 7 V/m) Model breakdown intervalley required

dominated to phonon-dominated transport. The mobility versus doping curve ex-

hibits the characteristic S-shape, with values consistent with the Caughey{Thomas

empirical model. The drift velocity-electric �eld characteristics reveal Ohmic behav-

ior at low �elds, the onset of saturation at high �elds, and physically accurate velocity

saturation when intervalley scattering is included. The comparative analysis clari�es

the role of ionized-impurity scattering and establishes the validity boundary of the

model.

With bulk transport physics validated in both one and two dimensions, the sim-

ulation engine is prepared for application to device structures. Chapter 4 advances

this work by embedding the engine in a resistor geometry with ohmic contacts, self-

consistent electrostatics, and the Ramo{Shockley theorem for terminal current ex-

traction, thereby transitioning from bulk physics to device-level noise analysis.
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Chapter 4: 1D Device Simulations

The previous chapter developed a Monte Carlo transport engine that accurately

reproduces the established bulk properties of silicon, including Ohmic conduction at

low electric �elds, velocity saturation at high �elds, and mobility trends consistent

with published experimental data. However, this engine was implemented in in�nite

and homogeneous material without boundaries or the capability to measure current

at external terminals. In contrast, practical devices have contacts, a �nite length,

and an applied voltage. The central question is whether the same physics engine,

when applied to a �nite geometry with physical boundary conditions, can generate

a measurable terminal current whose noise characteristics align with theoretical pre-

dictions.

This chapter addresses this question by constructing two 1D device structures of

increasing complexity. The �rst structure is a simple n-type silicon resistor, charac-

terized by a uniform electric �eld and thermal noise. The second structure is a p-n

diode, in which the physical regime transitions from equilibrium thermal 
uctuations

to non-equilibrium carrier transport, and the expected noise shifts from the John-

son{Nyquist formula to the Schottky shot noise formula. Each structure introduces

additional simulation components and provides quantitative noise validation, thus

establishing con�dence in the simulation framework before extending the analysis to

two-dimensional devices in Chapter 5.
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4.1 1D Resistor Simulation

The simplest device for terminal current generation is a uniformly doped resistor

with two ohmic contacts. Here, doping is constant, and the applied voltage creates

a uniform electric �eld that is no junction or depletion region exists, so a Poisson

solver is unnecessary. The electric �eld is E = V=L. This resistor introduces �nite

device boundaries, ohmic contact models, and the Ramo{Shockley theorem for current

extraction. It also provides the �rst device-level validation of the noise framework

through comparison with the Johnson{Nyquist thermal-noise formula.

4.1.1 Device Structure and Parameters

The device under consideration is an n-type silicon slab with a length of L =

100 nm and a uniform doping concentration of ND = 1017 cm�3 . The cross-sectional

area is A = 50 �50 nm 2 = 2500 nm2. An external voltage V is applied across the two

ohmic contacts, resulting in a constant electric �eld E = V=L throughout the device.

Under the quasi-neutral approximation, the net space charge remains negligible

throughout the resistor, so the electric �eld is treated as uniform and a self-consistent

Poisson solve is not required for this section; this will only be introduced for the p-n

junction in Section 4.2.3, where non-uniform charge requires it.

Table 4.1 summarizes the device and simulation parameters.

The average number of electrons represented by the doping density in a device of

this volume is only Nreal = N D �L�A = 25, which is far too small for stable current and

noise statistics. This limitation is addressed by employing the super-particle method,

in which Ne = 106 particles are simulated, each representing a scaled charge:

qsuper =
�q � N real

Ne
(4.1)

This approach ensures the simulated charge matches the physical device charge, pro-
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Table 4.1: Device and simulation parameters for the 1D resistor.

Parameter Value Description
Device geometry
L 100 nm Device length
A 50 � 50 nm 2 Cross-sectional area
ND 1017 cm�3 Uniform n-type doping
Material parameters
m� 0:26 m0 Conductivity e�ective mass
T 300 K Temperature
Simulation parameters
Ne 106 Simulated super-particles
�t 1 fs Time step
Tsim 5 ps Total simulation time
Vapplied 0.1 V Applied bias (current validation)

viding a large enough ensemble for current and noise statistics.

4.1.2 Ramo{Shockley Current Computation

A key step from bulk to device simulation is computing terminal current. The

Ramo{Shockley theorem enables this. For a two-terminal device with uniform geom-

etry, the weighting �eld is E w = 1=L, and the instantaneous current at time step k

is:

I(t k) =
NeX

i=1

qsuper � �v x;i (t k) � E w =
qsuper

L

NeX

i=1

vold
x;i + v new

x;i

2
(4.2)

Here, vold
x;i and vnew

x;i denote the velocity of particle i at the beginning and end of the

time step, respectively. Averaging the velocities ensures that the computed current

accurately represents each particle's motion over the entire time step, rather than at

a single instant.

This formulation converts microscopic particle velocities into a macroscopic ter-

minal current without explicitly tracking current 
ow across a surface. Each particle

in the device contributes to the terminal current at every time step, weighted by its

velocity and the weighting �eld. The resulting current time series I(t) contains both

the DC component and the microscopic 
uctuations required for subsequent noise
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analysis.

4.1.3 Time-Stepped Simulation

In contrast to the free-
ight method utilized in the bulk simulation described in

Chapter 3, the device simulation adopts �xed time steps of �t = 1 fs. At each time

step, every particle in the ensemble undergoes the following sequence:

1. Drift: The position and velocity are updated under the uniform electric �eld:

xnew = x + v � �t + 1
2a; �t 2; vnew = v + a � �t (4.3)

where a = �qE=m � is the constant acceleration.

2. Scattering: A free-
ight time is generated as t 
ight = � ln =� max . If t 
ight < �t,

a scattering event is attempted. The self-scattering rejection method determines

whether a real scatter occurs and, if so, selects the scattering mechanism prob-

abilistically from the acoustic phonon, optical phonon, and ionized impurity

channels, as described in Chapter 2.

3. Boundary conditions: In the present resistor model, ohmic contacts are im-

plemented by re-injecting carriers at the opposite contact with a thermal veloc-

ity directed into the device. (see Section 4.1.4).

4. Current computation: The Ramo{Shockley current contribution of the par-

ticle is recorded using Equation (4.2).

The �xed-time-step approach o�ers a practical advantage over the event-driven

free-
ight method because all particles advance synchronously. This synchronization

enables vectorized operations, which signi�cantly enhance computational throughput

when simulating large ensembles over extended time periods.
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4.1.4 Boundary Conditions: Ohmic Contacts

The two ends of the device are modeled as ohmic metal{semiconductor contacts.

The boundary condition is implemented as follows: when an electron exits at the

drain (x > L), it is immediately re-injected at the source (x = 0) with a thermal

velocity directed into the device. Similarly, an electron exiting at the source (x < 0)

is re-injected at the drain (x = L) with a thermal velocity directed toward the source:

Exit at drain: x 0 = 0; v 0
x = v th � jN (0; 1)j (4.4)

Exit at source: x0 = L; v 0
x = �v th � jN (0; 1)j (4.5)

Here, vth =
p

kB T=m� represents the thermal velocity, and jN (0; 1)j denotes the

absolute value of a standard normal random variable, ensuring that the re-injected

carrier moves into the device. This model approximates the physical behavior of an

ohmic contact by supplying carriers at the lattice temperature without an injection

barrier.

4.1.5 Current Validation

Figure 4.1 presents the instantaneous terminal current as a function of time for

an applied voltage of V = 0:1 V. The current initially approaches zero due to the

symmetric velocity distribution (zero net drift) and increases to a steady-state value

within approximately 1{2 ps as the electric �eld establishes a net drift velocity. This

transient period re
ects the time required for the carrier ensemble to relax from the

initial thermal distribution to steady drift under the applied �eld.

The simulated steady-state current can be compared with the drift-di�usion pre-

diction:

I = q � n � � � E � A (4.6)
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In this expression, n = ND denotes the carrier concentration, � is the electron

mobility at N D = 1017 cm�3 , and E = V=L. The agreement between the Monte

Carlo result and this analytical estimate con�rms the correct implementation of the

Ramo{Shockley current extraction.

Figure 4.1: Instantaneous terminal current versus time for the 1D resistor. The
current rises from near zero and reaches steady state (�3.3 �A) within 1{2 ps. The
initial transient re
ects the time for the drift velocity to establish under the applied
�eld.

4.1.6 Noise Analysis: Thermal Noise Validation

Following validation of the current computation, the simulation is extended to

include noise analysis. The objective is to verify that the current 
uctuations in the

resistor satisfy the Johnson{Nyquist thermal noise formula:

SI = 4k B TG (4.7)

where G = hIi=V is the conductance extracted from the simulation.

Noise analysis requires substantially longer simulations and di�erent parameter

settings than the current validation run. The applied voltage is reduced to V =

0:001 V to maintain operation in the linear (Ohmic) regime, where thermal noise
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Figure 4.2: Distribution of current 
uctuations �I for the 1D resistor at V = 1 mV.
The histogram of simulated 
uctuations (blue bars) closely follows a Gaussian pro�le
(red curve) with standard deviation, con�rming the thermal origin of the noise. The
Gaussian shape follows from the central limit theorem: the terminal current results
from a large number of independent scattering events, whose aggregate 
uctuations
converge to a normal distribution.

theory is applicable. The time step is set to �t = 2 fs, and the total simulation

time is extended to 3000 ps to achieve su�cient frequency resolution for the noise

spectrum. The �rst 10 ps of the simulation are discarded to eliminate the startup

transient. Table 4.2 summarizes the noise simulation parameters.

Table 4.2: Simulation parameters for noise analysis of the 1D resistor.

Parameter Value Description
Vapplied 1 mV Low bias for thermal noise regime
�t 2 fs Time step
Tsim 3000 ps Total simulation time
Ne 100,000 Simulated super-particles
Transient removal First 10 ps Equilibration period

The noise analysis is conducted as follows. First, the steady-state current hIi is

determined by time-averaging the Ramo{Shockley current after the transient period.

The current 
uctuation is then de�ned as �I(t) = I(t) � hIi. The power spectral

density (PSD) is calculated from the 
uctuation time series using Welch's method,

which divides the data into overlapping segments, applies a Hann window to each

segment, computes the periodogram, and averages across segments to reduce variance.
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A critical correction is required for the raw PSD. Because each super-particle car-

ries a scaled charge, the raw simulated current 
uctuations do not directly correspond

to the physical noise level and must be rescaled. The physical noise level is recovered

by applying the following scaling:

SI;physical = S I;simulated �

�
�
�
�

q
qsuper

�
�
�
� (4.8)

In the absence of this correction, the noise would be arti�cially suppressed by the

ratio N simulated =Nreal.

4.1.7 Results: Thermal Noise Validation

Figure 4.3 presents the noise analysis results at V = 1 mV. The upper panel dis-

plays the instantaneous current 
uctuating around the mean value of hIi � 0:04 �A.

The lower panel shows the noise power spectral density on a log{log scale. A 
at

(white noise) plateau is observed from approximately 1 GHz to 100 GHz, and this

plateau corresponds to the theoretical thermal noise level SI = 4k B TG indicated by

the dashed red line.

At frequencies above approximately 100 GHz, the spectrum rolls o�. This high-

frequency cuto� is physically expected: scattering events randomize electron velocities

on a timescale of �scatter � 100{200 fs, which acts as a natural low-pass �lter with

a characteristic frequency of fcuto� � 1=(2�� scatter ) � 1 THz. The observed rollo� is

consistent with this estimate.

The distribution of current 
uctuations �I exhibits a Gaussian pro�le, as expected

for thermal noise resulting from a large number of independent random scattering

events. This Gaussian characteristic con�rms the central limit theorem origin of the


uctuations and serves as an additional consistency check for the simulation.
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Figure 4.3: Noise analysis of 1D resistor at V = 1 mV. Top: instantaneous current

uctuating around the mean (�0.04 �A). Bottom: noise PSD showing the 
at thermal
noise plateau matching the theoretical 4kB TG limit (dashed red line) from 1 GHz to
100 GHz. The high-frequency rollo� above 100 GHz is due to the �nite scattering
time.
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4.1.8 Voltage Dependence Study

To con�rm thermal noise validation and ensure that it is not limited to a single

operating point, the simulation was repeated at three applied voltages: 1 mV, 10

mV and 100 mV. At each bias point, the conductance G = hIi=V is extracted, the

theoretical noise level SI = 4k B TG is calculated, and the simulated PSD is compared

with this prediction.

Table 4.3 summarizes the results. At all three bias points, the average current

scales linearly with the voltage, con�rming Ohmic behavior. The simulated noise

PSD matches the thermal noise prediction in the white noise band (1{100 GHz) at

each voltage, demonstrating that the simulation correctly captures thermal noise over

a two-order-of-magnitude range of applied bias.

Table 4.3: Voltage dependence study for the 1D resistor: current and noise validation
across three bias points.

Applied Voltage Average Current Conductance G Noise Validation
1 mV 0.04 �A 4 � 10 �2 S SI � 4k B TG
10 mV 0.41 �A 4:1 � 10 �2 S SI � 4k B TG
100 mV 3.51 �A 3:51 � 10 �2 S SI � 4k B TG

Achieving agreement with the thermal noise limit across multiple bias conditions

validates the entire simulation pipeline, including the scattering physics from Chap-

ter 3, the Ramo{Shockley current extraction, the super-particle noise scaling correc-

tion, and the spectral analysis methodology. This validated framework establishes a

foundation for the analysis of more complex device structures in following section.
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Figure 4.4: Noise analysis at V = 10 mV. The average current increases to 0.41 �A,
and the noise PSD continues to match the 4kB TG thermal limit in the white noise
region.

Figure 4.5: Noise analysis at V = 100 mV. At this higher bias, the average current
is 3.51 �A. The noise spectrum still matches thermal noise theory, validating the
simulation across a range of operating conditions.
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4.2 1D p-n Diode Simulation

The resistor simulations presented in Section 4.1 validated the Ramo{Shockley

framework for thermal noise in a uniformly doped structure. The subsequent analy-

sis introduces a qualitative change in the underlying physics by incorporating a p-n

junction. The presence of a junction generates a built-in potential, a depletion re-

gion, and a spatially varying electric �eld. The applied voltage no longer produces a

uniform �eld; rather, it modulates the barrier height at the junction. Carrier trans-

port across this barrier governs current 
ow, and the dominant noise mechanism

transitions from thermal 
uctuations to shot noise associated with discrete carrier

crossings. Accordingly, the noise validation target shifts from the Johnson{Nyquist

formula SI = 4k B TG to the Schottky formula SI = 2qI.

This section introduces the �rst instance of self-consistent Poisson{Monte Carlo

coupling within the thesis. In contrast to the resistor, where the electric �eld is given

by V=L, the p-n diode includes solving the Poisson equation at regular intervals to

account for the spatially non-uniform charge distribution induced by the junction.

Simulations are conducted for two device scales: a nanoscale device (400 nm) and a

microscale device (2 �m) to demonstrate that the shot noise relationship is consistent

across varying device dimensions.

4.2.1 Device Structure and Doping Pro�le

The device is a one-dimensional abrupt p-n junction in silicon. The n-type region

occupies 0 � x � x j with donor concentration ND , and the p-type region occu-

pies xj < x � L with acceptor concentration N A . The junction is located at the

center of the device. Two device con�gurations are simulated to demonstrate scale-

independence, with the parameters summarized in Table 4.4.

Both devices employ symmetric doping (ND = N A ) and are operated under a
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Table 4.4: Device con�guration parameters for the 1D p-n diode.

Parameter Symbol Nanoscale Microscale
Device length L 400 nm 2 �m
Junction position xj 200 nm 1 �m
Cross-section A 50 � 50 nm2 1 � 1 �m 2

N-type doping ND 1017 cm�3 1016 cm�3

P-type doping NA 1017 cm�3 1016 cm�3

Applied bias Vapp 0.2 V 0.2 V

forward bias of 0.2 V. The two con�gurations di�er in device length, doping con-

centration, and cross-sectional area. These distinctions result in varying depletion

widths, electric �eld magnitudes, and current levels, thereby providing a rigorous test

of the simulation framework across multiple scales.

4.2.2 p-n Junction Physics

The fundamental electrostatic properties of the p-n junction follow from the doping

pro�le and the applied bias. The built-in potential, which arises from the equilibrium

di�usion of carriers across the junction, is given by

Vbi =
kB T

q
ln

�
ND NA

n2
i

�
(4.9)

where ni = 1:5 � 10 10 cm�3 is the intrinsic carrier concentration of silicon at 300 K.

For the nanoscale device (ND = N A = 1017 cm�3 ), this yields Vbi = 0:84 V. For the

microscale device (ND = N A = 1016 cm�3 ), the lower doping reduces the built-in

potential to Vbi = 0:72 V.

Under the depletion approximation, the total depletion width for a symmetric

junction (N D = N A = N) is

Wdepl =

s
4"(Vbi � V app)

qN
(4.10)

The forward bias reduces the e�ective barrier from Vbi to Vbi � V app, narrowing the
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depletion region. The maximum electric �eld occurs at the metallurgical junction

and is given by

Emax =
qN � Wdepl=2

"
=

r
2qN(Vbi � V app)

"
(4.11)

These analytical expressions provide reference values for comparison with the results

obtained from self-consistent simulations. Consistent simulation results are compared.

4.2.3 Self-Consistent Poisson{Monte Carlo Coupling

In contrast to the resistor, where quasi-neutrality yields a uniform electric �eld,

the p-n junction features a depletion region containing ionized dopants that are not

compensated. The resulting space charge generates a spatially varying electric �eld

that must be determined self-consistently with the carrier distribution. This require-

ment is addressed by coupling the Poisson equation to the Monte Carlo transport at

regular intervals.

The one-dimensional Poisson equation relates the electrostatic potential �(x) to

the total charge density:
d2�
dx2

= �
�(x)

"
(4.12)

where " = " r "0 is the silicon permittivity and �(x) includes contributions from both

the mobile carriers (electrons and holes, determined by super-particle positions) and

the �xed ionized dopants (determined by the doping pro�le). The electric �eld is then

obtained as E(x) = �d�=dx.

The equation is discretized on a uniform grid of Nx points using the standard three-

point �nite-di�erence stencil, producing a tridiagonal system. Dirichlet boundary

conditions are applied at the contacts:

�(0) = +
Vbi

2
; �(L) = �

Vbi

2
+ Vapp (4.13)

The tridiagonal system is assembled into a sparse matrix at the beginning of the
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simulation, and the LU decomposition is precomputed. Subsequent solves reuse these

factors, reducing the per-solve cost to O(Nx ) back-substitution operations.

The self-consistent simulation loop operates as follows. At each Poisson update,

super-particle positions are binned onto the spatial grid to determine the mobile

charge density. This value is combined with the �xed doping charge, and the Pois-

son equation is solved to obtain the updated potential and electric �eld. Carriers

subsequently move under the in
uence of this �eld, undergo scattering, and their

new positions inform the charge density for the next Poisson update. This iterative

process maintains consistency between the carrier distribution and the electrostatic

environment throughout the simulation.

4.2.4 Simulation Parameters and Physical Justi�cation

The Monte Carlo simulation of a p-n junction requires careful selection of temporal

and spatial parameters to ensure numerical accuracy while maintaining computational

e�ciency. Table 4.5 summarizes the simulation parameters for both device scales.

Table 4.5: Monte Carlo simulation parameters for both p-n diode con�gurations.

Parameter Nanoscale Microscale
Time step (�t) 1 fs 1 fs
Equilibration time 10 ps 20 ps
Data collection time 4000 ps 4000 ps
Electron super-particles 50,000 50,000
Hole super-particles 50,000 50,000
Poisson grid points (Nx ) 200 400
Poisson update frequency Every 2 steps Every 5 steps

The time step of �t = 1 fs is selected to be signi�cantly smaller than the mean

scattering time (�scatter � 100{200 fs), ensuring accurate resolution of carrier dynamics

between scattering events.

The equilibration time enables the simulation to transition from an arti�cial initial

condition to a physical steady state. At t = 0, carriers are randomly positioned with
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thermal velocities, which does not correspond to the self-consistent charge distribution

of a biased p-n junction. The system requires time to establish the appropriate electric

�eld pro�le through iterative Poisson solving and to achieve steady-state current 
ow.

The equilibration time is determined by the dielectric relaxation time �dielectric =

"=(q�n) � 1{10 ps. The nanoscale device employs 10 ps, while the microscale device

uses 20 ps, re
ecting the latter's larger spatial extent.

A data collection time of 4000 ps (4 ns) yields a frequency resolution of �f =

1=Tdata = 250 MHz, which is su�cient to resolve the noise spectrum from 1 GHz to

100 GHz, the range relevant for shot noise validation.

The Poisson grid spacing is required to be smaller than the Debye length LD =
p

"kB T=(q2n) to accurately resolve charge screening. Table 4.6 con�rms that this

criterion is met for both devices.

Table 4.6: Poisson solver parameters and physical justi�cation.

Parameter Nanoscale Microscale Physics Rationale
Grid points (N x ) 200 400 Grid spacing must be < LD
Grid spacing (�x) 2 nm 5 nm Resolves charge screening
Debye length (LD ) �4 nm �13 nm �x < L D satis�ed
Update frequency Every 2 steps Every 5 steps Carriers move � �x between

updates

The Poisson update frequency is chosen so that carriers move signi�cantly less

than one grid spacing between updates. For the nanoscale device, a thermal carrier

moves �x moved = v th � 2�t = 10 5 � 2 � 10 �15 = 0:2 nm between Poisson solves,

which is substantially less than the 2 nm grid spacing. For the microscale device,

the corresponding displacement is 0.5 nm, also much smaller than the 5 nm grid

spacing. This approach ensures that the electric �eld remains consistent with the

instantaneous carrier distribution throughout the simulation.
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4.2.5 Carrier Initialization and Boundary Conditions

The simulation is bipolar, tracking both electrons and holes as distinct super-

particle populations. Electrons are initialized uniformly within the n-region (0 � x �

x j ) with velocities sampled from the Maxwell{Boltzmann distribution at 300 K, using

the electron e�ective mass m�
e = 0:26 m0. Holes are initialized uniformly in the p-

region (xj < x � L) with velocities drawn from the corresponding distribution using

the hole e�ective mass m�
h = 0:36 m0. At initialization, each carrier population is

placed in its majority region. Under forward bias, minority-carrier populations then

develop dynamically through contact injection and transport across the junction. The

super-particle charges are computed to ensure that the total simulated charge matches

the real charge in each region:

qsuper;e =
�q � N D � x j � A

Nsuper;e
(4.14)

qsuper;h =
+q � N A � (L � x j ) � A

Nsuper;h
(4.15)

Each carrier type has its own set of scattering parameters. Electrons scatter via

acoustic phonon, optical phonon, and ionized impurity mechanisms with parameters

listed in Table 4.7. Holes scatter via the same three mechanisms but with distinct

e�ective mass and deformation potentials. The maximum scattering rates �max;e and

� max;h are computed independently for each carrier type.

Table 4.7: Carrier-speci�c material parameters for the p-n diode simulation at T =
300 K.

Parameter Electrons Holes
E�ective mass m� 0:26 m0 0:36 m0

Acoustic deformation potential Dac 9.5 eV 5.0 eV
Optical deformation potential Dop 11 � 10 8 eV/cm 8 � 10 8 eV/cm
Optical phonon energy ~!op 63 meV 63 meV

Boundary conditions represent ohmic contacts at both ends of the device. When
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an electron exits at x > L, it is re-injected at the left contact (x = 0) with a positive

thermal velocity directed into the N-region. If an electron exists at x < 0, it is re-

injected at the right contact (x = L) with a negative thermal velocity. Holes are

treated analogously: a hole exiting at x > L is re-injected at the right contact with

a negative thermal velocity, while a hole exiting at x < 0 is re-injected at the left

contact with a positive thermal velocity. In all cases, the re-injected carrier returns

to its respective region with a velocity sampled from a half-Maxwellian distribution

at the lattice temperature. This approach conserves the total number of particles of

each type and ensures that the contacts supply carriers in thermal equilibrium.

4.2.6 Ramo{Shockley Current in the p-n Diode

The terminal current is calculated using the Ramo{Shockley formulation, as ap-

plied to the resistor, but extended to account for contributions from both carrier

types. For a two-terminal device with a uniform weighting �eld Ew = 1=L, the total

instantaneous current is given by

I(t) = I e(t) + I h(t) =
qsuper;e

L

NeX

i=1

�v (e)
x;i +

qsuper;h

L

NhX

j=1

�v (h)
x;j (4.16)

Here, �v(e)
x;i = (v old

x;i + v new
x;i )=2 denotes the time-averaged velocity of electron i during

the time step, with an analogous de�nition for holes. The charge qsuper;e is negative,

while qsuper;h is positive. Under forward bias, electrons drifting in the �x direction

(toward the p-side) and holes drifting in the +x direction (toward the n-side) both

contribute to current in the same direction, consistent with conventional current 
ow.

4.2.7 Nanoscale Device Results

The nanoscale p-n diode has a total length of 400 nm with the metallurgical

junction at x j = 200 nm, symmetric doping ND = N A = 1017 cm�3 , and a forward
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bias of Vapp = 0:2 V.

Figure 4.6 presents the doping pro�le and the self-consistent electrostatic po-

tential. The doping pro�le shows the abrupt transition from +N D on the N-side

to �N A on the p-side at the junction, with the depletion region edges xp and xn

indicated by dotted blue lines. The electrostatic potential exhibits the character-

istic S-shaped pro�le of a forward-biased p-n junction. The boundary values are

� left = +V bi=2 � +0:42 V at the n-side contact and � right = �V bi=2 + Vapp � �0:22 V

at the p-side contact, consistent with the built-in potential Vbi = 0:84 V for this

doping level.

Figure 4.6: Nanoscale p-n diode (400 nm, ND = N A = 1017 cm�3 , Vapp = 0:2 V).
Left: doping pro�le showing the abrupt junction at 200 nm, with depletion edges xp
and xn . Right: electrostatic potential with built-in potential V bi = 0:84 V.

Figure 4.7 shows the electric �eld pro�le obtained from the self-consistent Poisson

solution. The �eld peaks at the metallurgical junction with a maximum value of

Emax = 9:05 MV/m, in good agreement with the theoretical prediction from Equa-

tion (4.11). The �eld is directed from the N-side to the P-side within the depletion

region and drops to approximately zero in the quasi-neutral regions on either side.

The triangular shape of the �eld pro�le within the depletion region is consistent with

the linear charge density predicted by the depletion approximation for an abrupt

junction.

Figure 4.8 displays the current dynamics. The left panel shows the total current

over the entire simulation, including the equilibration phase. An initial transient

spike is visible during the �rst few picoseconds as the self-consistent electric �eld is
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Figure 4.7: Electric �eld pro�le for the nanoscale p-n diode. The �eld peaks at
Emax = 9:05 MV/m at the junction and is con�ned to the depletion region (�130 nm
wide). The dashed line marks the metallurgical junction at 200 nm.

established from the arti�cial initial condition. After the equilibration period (marked

by the vertical \Data Start" line), the current settles to a steady-state mean of IDC =

319:63 nA. The right panel shows the current 
uctuations during the 4000 ps data

collection phase. The current 
uctuates symmetrically around the mean, and these


uctuations carry the noise information that is analyzed in the spectral domain.

Figure 4.8: Current dynamics for the nanoscale p-n diode. Left: total current versus
time showing the equilibration transient and convergence to a steady-state mean of
319.63 nA. Right: current 
uctuations during the 4000 ps data collection phase,
centered around the DC mean.

Table 4.8 compares the simulated device physics against theoretical predictions.

The built-in potential, depletion width, and maximum electric �eld all agree with the

analytical depletion approximation, con�rming that the self-consistent Poisson solver

correctly reproduces the junction electrostatics.
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Table 4.8: Nanoscale device validation results.

Parameter Theory Simulation Error
Built-in potential V bi 0.84 V 0.84 V |
Depletion width Wdepl �130 nm �130 nm < 5%
Maximum E-�eld E max 10 MV/m 9.05 MV/m 9.5%
DC current I DC | 319.63 nA |
Shot noise SI (2qI) 1:02 � 10 �25 A2/Hz � 1:0 � 10 �25 A2/Hz < 5%

4.2.8 Microscale Device Results

The microscale p-n diode has a total length of 2 �m with the junction at xj =

1 �m, symmetric doping ND = N A = 1016 cm�3 , and the same forward bias Vapp =

0:2 V. The lower doping and larger dimensions produce several observable di�erences

compared to the nanoscale device.

Figure 4.9 shows the doping pro�le and electrostatic potential. The doping tran-

sitions at xj = 1 �m, with the depletion edges now more widely separated than in the

nanoscale case, re
ecting the wider depletion region at lower doping. The electrostatic

potential exhibits a similar S-shaped pro�le but with a reduced built-in potential of

Vbi = 0:72 V, consistent with the lower doping through Equation (4.9). The boundary

potentials are � left � +0:36 V and � right � �0:16 V.

Figure 4.9: Microscale p-n diode (2 �m, ND = N A = 1016 cm�3 , Vapp = 0:2 V). Left:
doping pro�le with junction at 1 �m and wider depletion region. Right: electrostatic
potential with reduced built-in potential Vbi = 0:72 V.

Figure 4.10 presents the electric �eld pro�le. The maximum �eld at the junction

is Emax = 2:39 MV/m, substantially lower than the 9.05 MV/m observed in the

nanoscale device. This reduction follows directly from the lower doping: fewer ionized
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dopants per unit volume in the depletion region produce a weaker space charge and a

correspondingly weaker electric �eld. The depletion region is wider (�330 nm versus

�130 nm), consistent with the scaling Wdepl / 1=
p

N.

Figure 4.10: Electric �eld pro�le for the microscale p-n diode. The �eld peaks at
Emax = 2:39 MV/m, reduced from the nanoscale value due to the lower doping
concentration. The wider depletion region (�330 nm) is visible in the broader �eld
pro�le.

Figure 4.11 shows the current dynamics. The equilibration transient is visible

during the �rst 20 ps (longer than the 10 ps nanoscale equilibration, re
ecting the

larger device and longer dielectric relaxation time). After equilibration, the current

converges to a steady-state mean of IDC = 4373:40 nA, approximately 13.7 times

larger than the nanoscale device. This increase arises primarily from the much larger

cross-sectional area (1 � 1 �m2 versus 50 � 50 nm2, a factor of 400), partially o�set

by the reduced current density at the lower doping level. The current 
uctuations

during the data collection phase are correspondingly larger in absolute magnitude,

consistent with the higher DC current.

Table 4.9 summarizes the microscale validation results.

Table 4.9: Microscale device validation results.

Parameter Theory Simulation Error
Built-in potential V bi 0.72 V 0.72 V |
Depletion width Wdepl �370 nm �330 nm < 12%
Maximum E-�eld E max 2.5 MV/m 2.39 MV/m 4.4%
DC current I DC | 4373.40 nA |
Shot noise SI (2qI) 1:40 � 10 �24 A2/Hz � 1:4 � 10 �24 A2/Hz < 5%
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Figure 4.11: Current dynamics for the microscale p-n diode. Left: total current
versus time with 20 ps equilibration and convergence to a mean of 4373.40 nA. Right:
current 
uctuations during the data collection phase, with larger absolute 
uctuations
re
ecting the higher DC current.

4.2.9 Shot Noise Validation

The principal target for noise validation in the p-n diode is the Schottky shot

noise formula. In a forward-biased junction, current 
ows due to random, statistically

independent carrier crossings of the junction barrier. The corresponding noise exhibits

a 
at (white) power spectral density:

SI = 2qI DC (4.17)

This expression holds at frequencies below the transit-time cuto�. Figure 4.12 displays

the noise power spectral density (PSD) for the nanoscale device. The simulated

spectrum (blue) exhibits a 
at white noise plateau from 1 GHz to 100 GHz, matching

the theoretical shot noise level SI = 2qI = 1:02 � 10 �25 A2/Hz (red dashed line).

The shot noise ratio SI =(2qI) � 1:0 within this validation band con�rms quantitative

agreement. Above 100 GHz, the spectrum decreases due to �nite transit-time and

scattering-time e�ects, consistent with the resistor-noise results. A resonance feature

appears near 1 THz, corresponding to the plasma frequency of the carrier ensemble.g

to the plasma frequency of the carrier ensemble.

Figure 4.13 presents the corresponding PSD for the microscale device. The sim-

ulated noise matches the theoretical level at SI = 2qI = 1:40 � 10 �24 A2/Hz, which

is higher than the nanoscale result by a factor of 13.7 due to the 13.7-fold increase
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Figure 4.12: Current noise PSD for the nanoscale p-n diode. The simulated spectrum
(blue) matches the theoretical shot noise SI = 2qI = 1:02 � 10 �25 A2/Hz (red dashed
line) across the 1{100 GHz validation band.

in DC current. The shot noise ratio remains SI =(2qI) � 1:0, demonstrating scale-

independent validation.

Figure 4.13: Current noise PSD for the microscale p-n diode. The simulated spectrum
(blue) matches the theoretical shot noise SI = 2qI = 1:40 � 10 �24 A2/Hz (red dashed
line). The noise PSD scales proportionally with the DC current.
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4.2.10 Scale Independence and Cross-Device Comparison

The availability of results at two device scales enables a direct assessment of how

junction physics scales with device dimensions and doping concentration. Table 4.10

compares key metrics across the two devices.

Table 4.10: Comparison of key results across device scales.

Metric Nanoscale (400 nm) Microscale (2 �m)
DC current 319.63 nA 4373.40 nA
E-�eld maximum 9.05 MV/m 2.39 MV/m
Depletion width �130 nm �330 nm
Shot noise SI (theory) 1:02 � 10 �25 A2/Hz 1:40 � 10 �24 A2/Hz
Shot noise ratio SI =(2qI) � 1:0 � 1:0
Validation band 1{100 GHz 1{100 GHz

The observed scaling behavior aligns with p-n junction theory. The depletion

width follows Wdepl / 1=
p

N: reducing the doping by a factor of 10 increases the

depletion width by approximately
p

10 � 3:2, while the observed ratio of 330=130 �

2:5 is in reasonable agreement. The maximum electric �eld follows Emax /
p

N: the

observed ratio of 9:05=2:39 � 3:8 is consistent with
p

10 � 3:2, within the expected

simulation accuracy.

The noise PSD scales proportionally with the DC current, as predicted by Equa-

tion (4.17). This scale-independent validation demonstrates that the simulation

framework accurately captures the fundamental physics of shot noise: Poisson statis-

tics of carrier crossings over the junction barrier generate current 
uctuations whose

spectral density depends only on the elementary charge and the average current,

independent of device dimensions.

The agreement between simulated and theoretical shot noise simultaneously vali-

dates several key aspects of the simulation: the self-consistent Poisson{Monte Carlo

coupling preserves physical charge distributions; the bipolar Ramo{Shockley current

calculation accurately accounts for contributions from both carrier types; and the
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super-particle noise scaling correction jq=qsuperj restores the physical noise level from

the simulated ensemble.

This 1D p-n diode simulation, conducted without recombination, establishes shot

noise validation based on �rst-principles particle dynamics. The incorporation of

Shockley{Read{Hall recombination and the extension to 2D will be addressed in

Chapter 5, where the simulation framework will be further developed to capture

generation{recombination noise in addition to the shot noise validated here.
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Chapter 5: 2D Device Simulations

The former chapter established that the Monte Carlo transport engine, when

embedded in one-dimensional device structures with physical boundary conditions,

produces a terminal current whose noise characteristics agree with theoretical predic-

tions. Thermal noise in a resistor matched the Johnson{Nyquist formula, and shot

noise in a forward-biased p-n diode matched the Schottky formula. In every case, the

noise emerged from microscopic carrier dynamics without any assumed noise model.

Real semiconductor devices exhibit multidimensional behavior. Current traverses

a cross-section with �nite width, carriers scatter into directions beyond the scope of

one-dimensional models, and the electrostatic potential varies across multiple spatial

coordinates. This chapter investigates whether the established noise framework re-

mains valid when extended to two dimensions, where carriers possess a transverse

degree of freedom, scattering randomizes the velocity within a plane, and the Poisson

equation must be solved as a two-dimensional boundary-value problem.

To address this question, all the device structures from Chapter 4 are extended

into two dimensions. Section 5.1 presents a two-dimensional resistor, introducing the

transverse coordinate and two-dimensional isotropic scattering while validating ther-

mal noise in the expanded geometry. Section 5.2 extends the p-n junction diode to

two dimensions, incorporating a two-dimensional Poisson solver with bilinear electric-

�eld interpolation, and validates shot noise at both nanoscale and microscale device

dimensions. Section 5.3 integrates Shockley{Read{Hall recombination into the two-

dimensional p-n diode, introducing minority carrier injection, stochastic pair annihi-
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lation, and generation{recombination noise into the simulation framework.

5.1 2D Resistor Simulation

The one-dimensional resistor in Section 4.1 demonstrated that the Ramo{Shockley

theorem correctly extracts the terminal current from the particle velocities and that

the resulting noise matches the prediction of thermal noise. However, that simu-

lation con�ned each electron to motion along a single axis. In a physical resistor,

electrons move in three dimensions, scattering into arbitrary directions within the

crystal. When they encounter the device's lateral surfaces, they re
ect and continue

their trajectories. The two-dimensional resistor simulation introduces this transverse

degree of freedom and asks whether it alters the noise observed at the terminals.

The Ramo{Shockley theorem indicates that only the velocity component aligned

with the weighting �eld contributes to the terminal current. In a two-terminal device

with contacts on the left and right, the weighting �eld is oriented along the x-axis, so

the transverse (y) velocity component does not contribute to the current. Therefore,

extending the simulation to two dimensions is expected to preserve the thermal noise

result. This section evaluates this hypothesis.

5.1.1 Device Structure and Parameters

The device is a rectangular n-type silicon slab with length L = 100 nm along the

transport direction (x-axis) and width W = 50 nm along the transverse direction (y-

axis). The doping concentration is uniform at ND = 1017 cm�3 , and the temperature

is T = 300 K. Two ohmic contacts are placed at x = 0 and x = L.

Because doping is uniform, the net space charge throughout the device is zero

under the quasi-neutral approximation. The electric �eld is therefore constant and

equal to E = V=L, where V is the applied voltage. No Poisson solver is required

for this structure; solving the Poisson equation for a uniformly doped region would
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introduce numerical noise without adding physical content. The self-consistent elec-

trostatic calculation will be introduced in Section 5.2 for the p-n junction, where

non-uniform charge distributions demand it.

Two separate simulations are conducted to validate the two-dimensional resistor.

The �rst uses a moderate bias of V = 0:1 V over a short duration (5 ps) to verify the

steady-state current against the analytical prediction of drift-di�usion. The second

uses a low bias of V = 1 mV over an extended duration (3000 ps) to validate the noise

spectrum against the Johnson{Nyquist thermal noise formula. Table 5.1 summarizes

the parameters for both simulations.

Table 5.1: Device and simulation parameters for the 2D resistor.

Parameter Value Description
Device geometry
L 100 nm Device length (x-direction)
W 50 nm Device width (y-direction)
ND 1017 cm�3 Uniform n-type doping
Material parameters
m� 0:26 m0 Conductivity e�ective mass
T 300 K Lattice temperature
Current validation run
dz 1 nm Out-of-plane depth
Ne 106 Simulated super-particles
�t 1 fs Time step
Tsim 5 ps Total simulation time
Vapplied 0.1 V Applied bias
Noise validation run
dz 10 nm Out-of-plane depth
Ne 106 Simulated super-particles
�t 2 fs Time step
Tsim 3000 ps Total simulation time
Vapplied 1 mV Low bias for thermal noise regime
Transient removal First 10 ps Equilibration period

Real number of electrons in the device volume is Nreal = N D �L�W �d z. As in Chap-

ter 4, the super-particle method is employed: each simulated particle carries a scaled

charge qsuper = �q � N real=Ne to ensure that the total simulated charge matches the
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physical device charge while providing a large enough ensemble for stable statistics.

5.1.2 Extension to Two Dimensions

Transitioning from 1D to 2D requires four primary modi�cations to the simula-

tion framework. Each modi�cation enhances physical realism while preserving the

underlying transport physics.

Position and Velocity in Two Dimensions

In the one-dimensional simulation, each particle is described by a position x and

a velocity vx . In two dimensions, each particle carries a position vector (x; y) and a

velocity vector (vx ; vy). Both velocity components are initialized from independent

Gaussian distributions with zero mean and standard deviation equal to the thermal

velocity:

vx = v th � N (0; 1); vy = v th � N (0; 1) (5.1)

where vth =
p

kB T=m� is the thermal velocity. The positions are initialized uniformly:

x 2 [0; L] and y 2 [0; W].

During free 
ight under a uniform electric �eld directed along the x-axis, both

position components are updated according to Newton's second law:

xnew = x + v x �t + 1
2ax �t 2; vx;new = v x + a x �t (5.2)

ynew = y + v y �t; v y;new = v y (5.3)

where ax = �qE=m � is the acceleration due to the applied �eld. The transverse

component experiences no acceleration because the applied �eld has no y-component

in a uniformly doped resistor.
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Two-Dimensional Isotropic Scattering

Scattering in one dimension is a binary event: after a collision, the electron moves

either to the left or to the right with equal probability. In two dimensions, the post-

scattering direction is distributed uniformly over 2�, re
ecting the isotropic nature

of phonon and impurity scattering in the silicon crystal:

vx;new = v new cos �; vy;new = v new sin �; � 2 [0; 2�) (5.4)

where vnew is the post-scattering speed, determined by the scattering mechanism.

For elastic processes (acoustic phonon and ionized impurity scattering), the speed is

unchanged: vnew = v before. For inelastic processes, the energy changes by one optical

phonon quantum:

vnew =

r
2(Ek � ~! op)

m�
(5.5)

with the positive sign for absorption and the negative sign for emission.

The kinetic energy used for scattering rate calculation now includes both velocity

components:

Ek = 1
2m�

�
v2

x + v 2
y

�
(5.6)

The inclusion of the second dimension introduces a signi�cant physical change.

In one dimension, an electron with vx = 105 m/s possesses kinetic energy12m� v2
x . In

two dimensions, the electron may also have a transverse velocity vy, which increases

its total energy and, consequently, its scattering rate. The scattering rate formulas

from Chapter 2 remain unchanged; however, the energy at which they are evaluated

now incorporates the transverse component.

Boundary Conditions

The two-dimensional device requires boundary conditions along both axes.
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Along the x-direction, the ohmic contact model from Section 4.1.4 is extended

directly. When an electron exits at the drain (x > L), it is re-injected at the source

(x = 0) with a thermal velocity directed into the device. When an electron exits at

the source (x < 0), it is re-injected at the drain (x = L):

Exit at drain: x 0 = 0; v 0
x = v th � jN (0; 1)j; v 0

y = v th � N (0; 1) (5.7)

Exit at source: x0 = L; v 0
x = �v th � jN (0; 1)j; v 0

y = v th � N (0; 1) (5.8)

The re-injected carrier receives a new transverse velocity from a symmetric Gaus-

sian distribution, re
ecting the physical reality that carriers supplied by the external

circuit arrive without a transverse-momentum bias.

Along the y-direction, the device has no contacts. The top and bottom surfaces

represent the physical boundaries of the semiconductor, and carriers that reach these

surfaces must be re
ected back into the device. Specular re
ection is implemented by

reversing the transverse velocity component while leaving the longitudinal component

unchanged:

At y = 0 : y 0 = jyj; v 0
y = �v y At y = W : y 0 = 2W � y; v 0

y = �v y (5.9)

The position update returns the particle to the device by the precise overshoot dis-

tance, thereby conserving energy. Specular re
ection maintains both the magnitude

and direction of vx , allowing a re
ected carrier to continue its drift motion without

interruption. This approach models an ideal, smooth interface and is suitable for the

crystalline silicon surfaces considered in this study.

5.1.3 Ramo{Shockley Current in Two Dimensions

The Ramo{Shockley theorem provides the instantaneous terminal current from

particle velocities and the weighting �eld. For a two-terminal device with contacts at

93



x = 0 and x = L, the weighting �eld is Ew = x̂=L, directed along the x-axis. The

instantaneous current at time step k is:

I(t k) =
X

i = 1 Neqsuper � �vx; i(t k) � E w =
qsuper

L

NeX

i=1

vold
x;i + v new

x;i

2
(5.10)

Two features of this expression deserve attention. First, only the x-component

of velocity appears. The transverse velocity vy does not contribute to the terminal

current regardless of its magnitude, because the weighting �eld has no y-component.

This is a direct consequence of the Ramo{Shockley theorem: current is induced at

a terminal only by carrier motion along the direction connecting the terminals. An

electron bouncing between the top and bottom surfaces of the device generates no

measurable signal at the contacts.

Second, the velocity averaging �vx = (v old
x +v new

x )=2 remains essential. As in the one-

dimensional case, this time-centered average ensures that the current computation

accounts for the particle's motion over the entire time step, rather than sampling at

a single instant.

5.1.4 Current Validation

Before examining noise, the simulation must �rst produce the correct steady-state

current. Figure 5.1 shows the instantaneous terminal current versus time for the two-

dimensional resistor at an applied bias of V = 0:1 V.

The current increases from near zero, as the carrier ensemble initially exhibits

a symmetric thermal velocity distribution with zero net drift, and attains a steady-

state value of �0.07 �A within 0.5 ps. The current reaches steady state within

approximately 0.5 ps in this simulation. This rapid equilibration is consistent with

the chosen geometry and initialization and con�rms that the 2D resistor reaches a

stable drift regime on a picosecond timescale.
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Figure 5.1: Instantaneous terminal current versus time for the 2D resistor at
V = 0:1 V. The current rises from zero and reaches steady state (�0.07 �A) within
approximately 0.5 ps. The initial transient re
ects the time required for the electric
�eld to establish a net drift velocity in the two-dimensional carrier ensemble.

The simulated steady-state current can be compared with the drift-di�usion pre-

diction:

I = q; n; �; E; A = q; N D ; �;
V
L

; (W � dz) (5.11)

where � is the electron mobility at ND = 1017 cm�3 , and A = W �d z = 50 nm�1 nm =

50 nm2 is the cross-sectional area. The agreement between the Monte Carlo result and

this analytical estimate con�rms the correct implementation of the two-dimensional

Ramo{Shockley current extraction.

Comparison with the one-dimensional result serves as a consistency check. The

one-dimensional resistor in Section 4.1.5 utilized a cross-sectional area of A1D = 50 �

50 nm2 = 2500 nm2 and yielded a steady-state current of approximately 3.3 �A at

the same bias. The area ratio is A2D=A1D = 50=2500 = 0:02, resulting in an expected

two-dimensional current of 3:3 � 0:02 � 0:066 �A, which aligns with the observed

value of 0.07 �A. This con�rms that the current scales linearly with cross-sectional

area, as predicted for a uniform resistor.
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5.1.5 Thermal Noise Validation

With the steady-state current veri�ed, the simulation is extended to noise analy-

sis. The objective is to con�rm that the current 
uctuations in the two-dimensional

resistor satisfy the Johnson{Nyquist thermal noise formula:

SI = 4k B TG (5.12)

where G = hIi=V is the conductance extracted from the simulation.

The noise simulation is performed at V = 1 mV to ensure operation within the

linear regime, where thermal noise theory applies. The out-of-plane depth is set to

dz = 10 nm, the total simulation time is 3000 ps, and the initial 10 ps are excluded to

remove any startup transient. The power spectral density is calculated using Welch's

method, and the super-particle noise scaling correction jq=qsuperj is applied to recover

the physical noise level, consistent with the procedure established in Section 4.1.6.

Computational throughput is enhanced by employing a batch-parallel architec-

ture. The particle ensemble is divided into batches, each assigned to a separate

processor core. Within each batch, the particles are advanced synchronously in time,

and the batch current histories are summed to recover the total current. The current

histories from all batches are summed to obtain the total instantaneous current I(t).

This approach achieves near-linear parallel scaling and is well suited for the extended

simulation times required for noise analysis.

Figure 5.2 presents the results. The upper panel shows the instantaneous terminal

current over the entire 3000 ps simulation window. The current 
uctuates symmetri-

cally around a mean value of hIi � 0:01 �A, consistent with Ohmic conduction at the

applied bias. The 
uctuations are approximately two to three times the mean current

amplitude, which is characteristic of the low-bias regime where thermal 
uctuations

dominate the direct current signal.
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The lower panel shows the current noise power spectral density on a log{log scale.

A 
at white-noise plateau is observed from approximately 1 GHz to 100 GHz, and

this plateau matches the theoretical thermal noise level SI = 4k B TG indicated by

the dashed red line. The agreement spans approximately two decades in frequency,

covering the entire physically meaningful validation band.

Figure 5.2: Noise analysis of the 2D resistor at V = 1 mV. Top: instantaneous current

uctuating around the mean (�0.01 �A) over 3000 ps. Bottom: current noise PSD
(blue) matching the theoretical thermal noise level SI = 4k B TG (red dashed line)
from 1 GHz to 100 GHz. The high-frequency rollo� above �100 GHz re
ects the
�nite scattering time, consistent with the 1D result.

Above approximately 100 GHz, the spectrum rolls o�. This high-frequency cuto�

is physically expected: scattering events randomize electron velocities on a timescale

of � scatter � 100{200 fs, which acts as a natural low-pass �lter with a characteristic

frequency of fcuto� � 1=(2�� scatter ) � 1 THz. The observed rollo� is consistent with

this estimate and with the one-dimensional result in Section 4.1.7.

At the lowest frequencies, near 1 GHz, a slight deviation from the 
at plateau is

observed. This deviation results from the �nite simulation time: with 3000 ps of data,
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the minimum resolvable frequency is approximately fmin = 1=Tdata � 0:33 GHz. The

power spectral density estimates in the lowest frequency bins exhibit higher variance

due to the limited number of independent spectral averages available to the Welch

estimator.

5.1.6 Summary

The two-dimensional resistor simulation con�rms the validity of extending the

Monte Carlo framework from one to two dimensions. Three principal conclusions can

be drawn from these results.

First, the steady-state current in the two-dimensional simulation matches the drift-

di�usion prediction, con�rming that the two-dimensional transport engine correctly

computes the macroscopic current from microscopic particle dynamics.

Second, the noise power spectral density matches the Johnson{Nyquist thermal

noise formula SI = 4k B TG across the 1{100 GHz validation band. The extension

from one dimension to two dimensions does not corrupt the noise framework. The

transverse degree of freedom, though actively participating in scattering and boundary

re
ections, is invisible to the terminal current because the Ramo{Shockley theorem

�lters it out.

Third, the specular boundary conditions on the lateral surfaces are consistent with

thermal equilibrium. These conditions conserve the total number of carriers, preserve

the kinetic energy of the carrier ensemble, and do not inject or absorb energy from

the carrier ensemble.

With the two-dimensional resistor validated, the simulation framework is now

prepared for the more rigorous evaluation of a two-dimensional p-n junction diode.

In this scenario, the electric �eld is non-uniform, the carrier population is bipolar,

and the noise regime transitions from thermal to shot noise.
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5.2 2D p-n Diode Simulation

Previous analysis of the two-dimensional resistor demonstrated that introducing

a transverse degree of freedom does not compromise the underlying noise framework.

However, that con�guration featured a uniform electric �eld and a single carrier type.

In contrast, a p-n junction introduces signi�cant qualitative changes. The electric

�eld becomes non-uniform, peaking at the metallurgical junction and diminishing

to near zero in the quasi-neutral regions. The carrier population is bipolar, with

electrons and holes occupying opposite sides of the device. The electrostatic potential

is determined self-consistently from the carrier distribution via the Poisson equation,

and the dominant noise mechanism shifts from thermal 
uctuations to shot noise.

Section 4.3 addressed these elements for the one-dimensional p-n diode. Ex-

tending the simulation to two dimensions requires three additional components: a

two-dimensional Poisson solver that accounts for both longitudinal and transverse

potential variations, a bilinear interpolation scheme to map the grid-based electric

�eld to arbitrary particle positions, and specular sidewall boundaries to con�ne car-

riers in the transverse direction. Each of these modi�cations must preserve the shot

noise physics previously validated in the one-dimensional case.

The following section presents the two-dimensional p-n diode simulation at two

device scales: nanoscale (400 nm) and microscale (2 �m). The shot-noise relationship

SI = 2qI is veri�ed for both con�gurations.

5.2.1 Device Structure and Geometry

Two device con�gurations are simulated to demonstrate that shot noise validation

is independent of device dimensions and doping concentration. Table 5.2 summarizes

the geometric and doping parameters for both devices.

Each device consists of a rectangular silicon slab with length L along the transport
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Table 5.2: 2D p-n diode device con�guration parameters.

Parameter Symbol Nanoscale Microscale
Device length L 400 nm 2 �m
Device width W 100 nm 500 nm
Device depth dz 50 nm 1 �m
Junction position xj 200 nm 1 �m
Cross-section A = W � d z 100 � 50 nm 2 500 � 1000 nm2

N-type doping ND 1017 cm�3 1016 cm�3

P-type doping NA 1017 cm�3 1016 cm�3

Applied bias Vapp 0.2 V 0.2 V

direction (x-axis) and width W along the transverse direction (y-axis). The depth

dz is included for volume and charge calculations. The doping pro�le is uniform

along y and forms an abrupt step function along x: the p-region occupies 0 � x �

x j with donor concentration ND , while the n-region occupies xj < x � L with

acceptor concentration NA . Both devices employ symmetric doping (ND = N A ) and

an identical forward bias (Vapp = 0:2 V).

The p-n junction physics is consistent with the analysis in Chapter 4. The built-in

potential is given by Vbi = (k B T=q) ln(ND NA =n2
i ), resulting in 0.84 V for the nanoscale

device and 0.72 V for the microscale device. The depletion width under forward bias

is Wdepl =
p

4"(Vbi � V app)=(qN), and the maximum electric �eld at the junction is

Emax = qN � W depl=(2"). These analytical expressions provide validation benchmarks

for the self-consistent simulation.

5.2.2 2D Poisson Solver

In the one-dimensional p-n diode, the Poisson equation was discretized using a

three-point stencil, producing a tridiagonal system. In two dimensions, the potential

varies along both x and y, and the governing equation becomes

@2�
@x2

+
@2�
@y2

= �
�(x; y)

"
(5.13)
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where �(x; y) includes contributions from both the mobile carriers (determined by

super-particle positions) and the �xed ionized dopants.

Five-Point Stencil Discretization

Equation (5.13) is discretized on a uniform grid with Nx + 1 points along x and

Ny + 1 points along y, with spacings �x = L=N x and �y = W=N y. The standard

�ve-point �nite di�erence stencil at an interior node (i; j) is

� i�1;j + � i+1;j + r � i;j�1 + r � i;j+1 � 2(1 + r) � i;j = �
� i;j �x 2

"
(5.14)

Here, r = (�x=�y) 2 denotes the grid aspect ratio. Multiplying the equation by �x 2

ensures that the stencil coe�cients remain of order unity for any grid spacing, thereby

improving numerical conditioning.

Boundary Conditions

The boundary conditions in the x-direction are Dirichlet, representing ohmic con-

tacts:

�(0; y) = +
Vbi

2
; �(L; y) = �

Vbi

2
+ Vapp (5.15)

In the y-direction, the device has no contacts. The top and bottom surfaces are

treated as insulating sidewalls, modeled by the Neumann condition @�=@y = 0.

Sparse Matrix Assembly and LU Factorization

The discretized system is assembled into a sparse matrix of dimension (Nx +

1)(Ny +1) � (N x +1)(N y +1) using row-major indexing k = (j � 1)(N x +1)+ i. Each

interior node contributes at most �ve non-zero entries. Dirichlet boundary nodes

contribute a single diagonal entry.

The sparse matrix is assembled once and factorized during initialization. Reusing
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these factors substantially reduces the computational cost of repeated Poisson solves

during the simulation. This approach allows the Poisson equation to be solved thou-

sands of times during a simulation with minimal computational overhead.

Table 5.3 summarizes the Poisson solver parameters for both devices.

Table 5.3: 2D Poisson solver parameters and physical justi�cation.

Parameter Nanoscale Microscale Rationale
Grid (N x � N y) 200 � 25 400 � 25 Grid spacing < L D

�x 2 nm 5 nm Resolves charge screening
�y 4 nm 20 nm Resolves lateral variations
Debye length LD �4 nm �13 nm �x < L D satis�ed
Update frequency Every 2 steps Every 5 steps Carriers move � �x

5.2.3 Bilinear Electric Field Interpolation

The Poisson solver computes the electric �eld components Ex and Ey at grid nodes

using central di�erences:

Ex (i; j) = �
� i+1;j � � i�1;j

2�x
; Ey(i; j) = �

� i;j+1 � � i;j�1

2�y
(5.16)

Forward or backward di�erences are applied at the boundaries. Since a carrier at an

arbitrary position (x p; yp) typically does not coincide with a grid node, the electric

�eld at the particle position is obtained through interpolation.

The bilinear interpolation scheme identi�es the grid cell containing the particle

and computes the fractional positions fx = (x p � x i )=�x and f y = (y p � y j )=�y. The

interpolation weights for the four surrounding nodes are

w00 = (1 � f x )(1 � f y); w10 = f x (1 � f y); w01 = (1 � f x )f y; w11 = f x f y (5.17)
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The interpolated �eld at the particle is then

Ex (xp; yp) = w 00 Ex (i; j)+w 10 Ex (i+1; j)+w 01 Ex (i; j+1)+w 11 Ex (i+1; j+1) (5.18)

The same interpolation is applied for Ey. This method provides a smooth, contin-

uous �eld experienced by each particle as it traverses the device, thereby preventing

arti�cial discontinuities that would arise if only the nearest grid-node value were used.

5.2.4 2D Particle Transport and Scattering

Carriers are tracked in two dimensions with position vectors (x; y) and velocity

vectors (vx ; vy). At each time step, the bilinearly interpolated electric �eld at each

particle's position determines the acceleration:

ax =
qEx

m�
; ay =

qEy

m�
(5.19)

The carrier acceleration is computed using the signed carrier charge, so the same

update formula applies to both electrons and holes. Both velocity and position are

updated using the leapfrog integrator from the one-dimensional simulation, applied

independently to each component.

Scattering physics is identical to that described in Sections 5.1.2: the kinetic

energy Ek = 1
2m� (v2

x +v 2
y) is computed from both velocity components, the scattering

rates are evaluated at this energy, and post-scattering velocities are randomized over

� 2 [0; 2�).

The simulation is bipolar, tracking 50,000 electron and 50,000 hole super-particles

simultaneously. Each carrier type has its own e�ective mass and scattering parame-

ters, as listed in Table 4.7 of Chapter 4. The maximum scattering rates �max;e and

� max;h are computed independently, and the self-scattering rejection method is applied

to each population separately.
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5.2.5 Carrier Initialization and Boundary Conditions

Carrier Initialization

Electrons are initialized uniformly in the n-region (0 � x � x j ), and holes are

initialized uniformly in the p-region (x j < x � L), each with two-dimensional thermal

velocities sampled from a Maxwell{Boltzmann distribution at 300 K. Both x and y

positions are randomized within the respective regions. The super-particle charges

are

qsuper;e =
�q � N D � x j � A

Nsuper;e
; qsuper;h =

+q � N A � (L � x j ) � A
Nsuper;h

(5.20)

This approach ensures that the total charge represented by each super-particle pop-

ulation matches the physical device charge at initialization.

Boundary Conditions

Along the x-direction, ohmic contacts are implemented with a key distinction from

the resistor con�guration: each carrier type is re-injected at its respective majority-

carrier contact. Electrons exiting either end of the device are re-injected at the left

contact (n-region), while holes are re-injected at the right contact (p-region).

qsuper;e =
�q � N D � x j � A

Nsuper;e
; qsuper;h =

+q � N A � (L � x j ) � A
Nsuper;h

(5.21)

Along the y-direction, specular re
ection is applied as described in Section 5.1.2:

vy ! �v y at both sidewalls, with the position re
ected by the overshoot distance.

5.2.6 Ramo{Shockley Current in 2D

The terminal current is computed using the bipolar Ramo{Shockley formula. The

weighting �eld is Ew = x̂=L, only the x-component of velocity contributes:
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I(t k) =
qsuper;e

L

NeX

i=1

�v (e)
x;i +

qsuper;h

L

NhX

j=1

�v (h)
x;j (5.22)

Here, �vx = (v old
x +v new

x )=2 denotes the time-averaged velocity over the time step. Elec-

tron and hole contributions are recorded separately to facilitate component analysis;

the total current is obtained by summing these contributions.

Table 5.4 provides a summary of the simulation parameters for both device scales.

Table 5.4: Monte Carlo simulation parameters for both 2D p-n diode con�gurations.

Parameter Nanoscale Microscale
Time step (�t) 1 fs 1 fs
Equilibration time 10 ps 20 ps
Data collection time 4000 ps 4000 ps
Electron super-particles 50,000 50,000
Hole super-particles 50,000 50,000
Poisson update frequency Every 2 steps Every 5 steps

5.2.7 Nanoscale Device Results

Figures 5.3{5.7 display the simulation results for the nanoscale device (400 nm,

ND = N A = 1017 cm�3 , Vapp = 0:2 V).

Figure 5.3: Doping pro�le for the 2D nanoscale p-n diode (400 nm, ND = N A =
1017 cm�3 ). The abrupt junction at x = 200 nm separates the N-region (positive)
from the P-region (negative). Depletion region boundaries xp and xn are marked.

The doping pro�le in Figure 5.3 indicates an abrupt junction at x = 200 nm, with

the depletion region extending from approximately xp = 135 nm to xn = 265 nm.

The electrostatic potential in Figure 5.4, measured along the device centerline at
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Figure 5.4: Electrostatic potential along the device centerline (y = W=2) for the
2D nanoscale p-n diode. The potential transitions from �left � +0:42 V to � right �
�0:22 V, consistent with V bi = 0:84 V and Vapp = 0:2 V.

Figure 5.5: Electric �eld pro�le (E x ) along the device centerline for the 2D nanoscale
p-n diode. The maximum �eld Emax = 9:10 MV/m occurs at the metallurgical
junction at x = 200 nm, con�ned to the �130 nm depletion region.
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y = W=2, transitions smoothly from � left on the n-side to �right on the p-side. The

e�ective junction barrier is reduced from Vbi to Vbi - Vapp under forward bias.

The electric �eld pro�le in Figure 5.5 reaches a maximum of Emax = 9:10 MV/m

at the metallurgical junction and remains con�ned within the depletion region. This

value aligns with the analytical estimate from equation (4.11). Outside the depletion

region, the �eld approaches zero, con�rming quasi-neutrality in the bulk regions.

Figure 5.6: Current dynamics for the 2D nanoscale p-n diode. Left: total current ver-
sus time showing the equilibration transient and convergence to a steady-state mean
of hIi = 895:63 nA. Right: current 
uctuations during the 4000 ps data collection
phase, centered around the DC mean.

Figure 5.6 illustrates the current dynamics. The left panel displays the total cur-

rent throughout the simulation, with the red dashed line indicating the start of data

collection at 10 ps. An initial transient decays rapidly as the self-consistent Pois-

son{Monte Carlo loop establishes the correct electric-�eld pro�le. Following equili-

bration, the current 
uctuates around a steady-state mean of hIi = 895:63 nA. The

right panel provides a detailed view of the data collection phase, highlighting current


uctuations centered on the mean.

Shot Noise Validation

Figure 5.7 presents the current noise power spectral density for the nanoscale

device. The simulated PSD (blue) demonstrates a 
at white-noise plateau from 1 GHz

to 100 GHz, matching the theoretical shot noise level SI = 2qI = 2:87 � 10 �25 A2/Hz

(red dashed line). Beyond 100 GHz, the spectrum exhibits increased 
uctuations and

eventual rollo�, consistent with the �nite transit and scattering times observed in
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Figure 5.7: Current noise power spectral density for the 2D nanoscale p-n diode
(Vapp = 0:2 V, hIi = 895:63 nA). The simulated spectrum (blue) matches the the-
oretical shot noise SI = 2qI = 2:87 � 10 �25 A2/Hz (red dashed line) across the
1{100 GHz validation band.

prior simulations. The agreement within the validation band con�rms that the two-

dimensional Poisson solver, bilinear interpolation, and specular boundary conditions

do not visibly distort the shot-noise plateau within the 1{100 GHz validation band.

5.2.8 Microscale Device Results

The simulation framework is also applied to the microscale device (2 �m, ND =

NA = 1016 cm�3 , Vapp = 0:2 V) to evaluate whether shot noise validation is maintained

at a di�erent length scale and doping concentration.

Figure 5.8: Doping pro�le for the 2D microscale p-n diode (2 �m, ND = N A =
1016 cm�3 ). The junction at x = 1 �m features a wider depletion region than the
nanoscale device, re
ecting the lower doping concentration.

Figures 5.8{5.10 illustrate the device physics for the microscale p-n diode. The
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Figure 5.9: Electrostatic potential along the device centerline (y = W=2) for the
2D microscale p-n diode. The built-in potential Vbi = 0:72 V is reduced from the
nanoscale value due to the lower doping concentration.

Figure 5.10: Electric �eld pro�le (E x ) for the 2D microscale p-n diode. The max-
imum �eld E max = 2:55 MV/m is signi�cantly reduced from the nanoscale value
(9.10 MV/m), consistent with E max /

p
N.
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doping pro�le in Figure 5.8 identi�es the junction at x = 1 �m, with depletion edges

at approximately xp = 0:83 �m and x n = 1:17 �m, resulting in a depletion width

of approximately 330 nm, which is wider than the nanoscale device's 130 nm, as

expected for lower doping. The electrostatic potential in Figure 5.9 yields a built-in

potential of Vbi = 0:72 V, reduced from the nanoscale value of 0.84 V due to the

tenfold decrease in doping concentration. The electric �eld in Figure 5.10 peaks at

Emax = 2:55 MV/m, compared to 9.10 MV/m in the nanoscale device. The ratio of

9:10=2:55 � 3:6 aligns with the theoretical scaling Emax /
p

N, which predicts a ratio

of
p

10 � 3:2.

Figure 5.11: Current dynamics for the 2D microscale p-n diode. Left: total cur-
rent versus time with convergence to hIi = 2243:72 nA after the 20 ps equilibration
transient. Right: current 
uctuations during data collection, with larger absolute

uctuations re
ecting the higher DC current.

Figure 5.11 depicts the current dynamics for the microscale device. The mean

steady-state current is hIi = 2243:72 nA, which is approximately 2.5 times greater

than the nanoscale value of 895.63 nA. This increase is driven primarily by the much

larger cross-sectional area, although it is also in
uenced by the di�erent junction

electrostatics and carrier densities of the microscale device. The current 
uctuations

shown in the right panel are also larger in absolute terms, consistent with the higher

DC current.

Shot Noise Validation

Figure 5.12 presents the noise power spectral density for the microscale device.

The simulated spectrum aligns with the theoretical shot noise level SI = 2qI =
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Figure 5.12: Current noise power spectral density for the 2D microscale p-n diode
(Vapp = 0:2 V, hIi = 2243:72 nA). The simulated spectrum (blue) matches the the-
oretical shot noise SI = 2qI = 7:19 � 10 �25 A2/Hz (red dashed line) across the
1{100 GHz band.

7:19 � 10 �25 A2/Hz across the 1{100 GHz validation band. The noise PSD exceeds

the nanoscale result because shot noise scales with the DC current; a larger current

corresponds to more carriers crossing the junction per unit time, leading to larger


uctuations.

5.2.9 Scale Independence and Cross-Device Comparison

Table 5.5 compares the key results across both device scales.

Table 5.5: Comparison of key results for the 2D p-n diode across device scales.

Metric Nanoscale (400 nm) Microscale (2 �m)
DC current 895.63 nA 2243.72 nA
Emax 9.10 MV/m 2.55 MV/m
Depletion width �130 nm �330 nm
SI (theory, 2qI) 2:87 � 10 �25 A2/Hz 7:19 � 10 �25 A2/Hz
Shot noise ratio SI =(2qI) � 1:0 � 1:0
Validation band 1{100 GHz 1{100 GHz

The observed scaling behavior is consistent with p-n junction theory. The deple-

tion width follows Wdepl / 1=
p

N; reducing the doping by a factor of 10 increases

the depletion width by
p

10 � 3:2, and the observed ratio of 330=130 � 2:5 is in rea-
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Table 5.6: Comparison of key metrics between the 1D and 2D p-n diode simulations
(without recombination) at Vapp = 0:2 V.

Metric Nanoscale (400 nm) Microscale (2 �m)

1D 2D 1D 2D

DC current hIi 319.63 nA 895.63 nA 4373.40 nA 2243.72 nA

Emax 9.05 MV/m 9.10 MV/m 2.39 MV/m 2.55 MV/m

Depletion width �130 nm �130 nm �330 nm �330 nm

SI (theory, 2qI) 1:02 � 10 �25 2:87 � 10 �25 1:40 � 10 �24 7:19 � 10 �25

Shot noise ratio SI =(2qI) � 1:0 � 1:0 � 1:0 � 1:0

Validation band 1{100 GHz 1{100 GHz 1{100 GHz 1{100 GHz

sonable agreement given the simulation accuracy. The maximum electric �eld follows

Emax /
p

N; the observed ratio of 9:10=2:55 � 3:6 is consistent with
p

10 � 3:2.

The noise power spectral density scales proportionally with the DC current in

both devices, as predicted by the Schottky formula. This scale-independent valida-

tion demonstrates that the two-dimensional simulation framework accurately captures

the fundamental physics of shot noise: Poisson-distributed carrier crossings over the

junction barrier generate current 
uctuations whose spectral density depends solely

on the elementary charge and the average current, independent of device geometry,

doping concentration, or spatial dimensionality.

The agreement between simulated and theoretical shot noise simultaneously vali-

dates the �ve principal enhancements introduced by the two-dimensional extension.

With shot noise validated in the two-dimensional p-n diode without recombi-

nation, the simulation framework is now ready to incorporate Shockley{Read{Hall

recombination. This addition will introduce minority carrier injection, carrier anni-

hilation, and generation{recombination noise into the spectrum.
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5.3 2D p-n Diode with SRH Recombination

The prior section established that the two-dimensional p-n diode, in the absence of

recombination mechanisms, accurately generates shot noise at both nanoscale and mi-

croscale. In practical devices, however, minority carriers injected across the junction

have �nite lifetimes. These carriers interact with crystal defects, lattice imperfections,

and impurity atoms, which serve as intermediary states between the conduction and

valence bands. Through these trap states, electrons and holes may recombine. This

process, termed Shockley{Read{Hall (SRH) recombination, constitutes the primary

recombination mechanism in silicon under moderate injection conditions.

The incorporation of SRH recombination into the simulation requires three ad-

ditional physical components. First, explicit injection of minority carriers across

the junction is required, as the super-particle representation renders natural barrier

crossing infeasible. Second, a cell-by-cell recombination algorithm must stochastically

remove minority{majority carrier pairs according to local carrier densities and trap-

assisted transition rates. Third, the noise spectrum gains an additional component:

generation{recombination (G{R) noise, which manifests as a Lorentzian excess at low

frequencies due to stochastic 
uctuations in the SRH recombination rate.

This section details each component and validates the comprehensive framework

at both the nanoscale and the microscale. The results show that the high-frequency

spectrum approaches the shot-noise (SI = 2qI), while G{R noise emerges at frequen-

cies below the inverse carrier lifetime.

5.3.1 Shockley{Read{Hall Recombination Theory

The SRH model describes recombination through a single trap level ET within the

bandgap. A trap can capture an electron from the conduction band or a hole from

the valence band. When both capture events occur in sequence, the electron{hole
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pair is annihilated. The net recombination rate per unit volume, derived by Shockley

and Read [1952] and independently by Hall [1952], is

RSRH =
np � n 2

i

� p(n + n 1) + � n (p + p1)
(5.23)

where n and p are the local electron and hole concentrations, ni is the intrinsic carrier

concentration, and �n and �p are the electron and hole lifetimes, respectively. The

quantities n1 and p1 represent the carrier concentrations that would exist if the Fermi

level coincided with the trap energy:

n1 = n i exp
�

ET � E i

kB T

�
; p1 = n i exp

�
E i � E T

kB T

�
(5.24)

For mid-gap traps (ET = E i ), these expressions reduce to n1 = p 1 = n i , which

maximizes the recombination rate and represents the most e�cient trap con�guration.

The numerator np � n 2
i ensures that recombination occurs only when the carrier

product exceeds its equilibrium value. This condition is established by forward-bias

injection, in which the applied voltage increases the minority-carrier concentration

above equilibrium, resulting in a surplus that drives recombination. Under thermal

equilibrium, np = n 2
i , and the net recombination rate is zero.

The denominator determines which carrier population limits the recombination

process in a given region. In the quasi-neutral N-region, where n � p and n � n i , the

denominator is dominated by �pn, so the recombination rate reduces approximately

to R � p=� p. Thus, the minority-hole population controls the local recombination

behavior. A symmetric argument applies in the P-region, where the minority-electron

lifetime � n becomes the relevant timescale.

Table 5.7 summarizes the SRH parameters for both device scales.

The di�usion coe�cients are computed from the Einstein relation D = �k B T=q,

using standard silicon mobilities �e = 1350 cm2/V�s and � h = 480 cm2/V�s. The
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Table 5.7: SRH recombination parameters for both simulation scales.

Parameter Symbol Nanoscale Microscale
Carrier lifetimes �n = � p 0.1 ns 10 ns
Trap energy ET Mid-gap (E i ) Mid-gap (E i )
Electron di�usion coe�. D n 3:49 � 10 �3 m2/s
Hole di�usion coe�. D p 1:24 � 10 �3 m2/s
Electron di�usion length L n 591 nm 5.9 �m
Hole di�usion length L p 352 nm 3.5 �m
Ln=WP ratio | � 3:0 � 5:9
Device regime | Short-base Short-base

di�usion lengths follow as L =
p

D� . In both devices, the di�usion length ex-

ceeds the quasi-neutral region width (Ln > W P ), placing them in the short-base

regime. This regime requires a correction to the e�ective di�usion length: Ln;e� =

Ln tanh(WP =Ln ), which accounts for the �nite extent of the quasi-neutral region.

The carrier lifetimes di�er between the two devices: � = 0:1 ns for the nanoscale

and � = 10 ns for the microscale. The shorter lifetime in the nanoscale device places

the G{R noise corner frequency at fc = 1=(2�� ) � 1:6 GHz, within the resolvable

bandwidth of the simulation. The longer lifetime in the microscale device shifts

the corner frequency to fc � 16 MHz, below the minimum resolvable frequency of

�f = 250 MHz, so the G{R excess appears as a gradual transition rather than a

distinct Lorentzian knee.

5.3.2 Hybrid Minority Carrier Injection Method

In a real forward-biased p-n junction, majority carriers acquire su�cient ther-

mal energy to overcome the potential barrier and enter the opposite region, thereby

becoming minority carriers. In the super-particle simulation, however, this natural

barrier crossing is not feasible. Each super-particle represents only a fraction of a real

carrier (for example, qsuper = 0:002q in the nanoscale device), and the probability for

a particle at thermal energy (�26 meV) to cross a barrier of Vbi � V app � 134 mV is

approximately e�134=26 � 0:006. Given the scaled charge, the e�ective barrier-crossing
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rate is insu�cient to establish a signi�cant minority carrier population on either side

of the junction.

The hybrid injection method addresses this limitation by combining analytical

treatment of barrier crossing with Monte Carlo simulation for subsequent processes.

The injection rate for each carrier type is determined using the Shockley boundary

condition, which speci�es the excess minority carrier concentration at the depletion

edge under forward bias:

�n P =
n2

i

NA

�
eqVapp =kB T � 1

�
; �p N =

n2
i

ND

�
eqVapp =kB T � 1

�
(5.25)

These excess carriers di�use into their respective quasi-neutral regions with current

densities.

Jn =
qDn �n P

Ln;e�
; Jp =

qDp �p N

Lp;e�
(5.26)

Here, Ln;e� = L n tanh(WP =Ln ) and Lp;e� = L p tanh(WN =Lp) account for the short-

base correction. Even with symmetric doping (ND = N A ), resulting in �n P = �p N ,

the injection currents remain unequal: Jn > J p because electrons has a higher di�usion

coe�cient than holes (D n=Dp � 2:8). This asymmetry is intrinsic to silicon and is

handled by calculating both rates independently.

The physical current densities are converted to super-particle injection rates per

time step:

R(e)
inject =

Jn � A � �t
jqsuper;ej

; R(h)
inject =

Jp � A � �t
jqsuper;h j

(5.27)

Both rates are small fractions (typically �0.001{0.003 per time step), indicating that,

on average, one minority carrier is injected every few hundred femtoseconds.
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5.3.3 Fractional Accumulator Technique

A fractional injection rate cannot directly introduce a fraction of a super-particle.

The fractional accumulator technique converts the constant sub-unity rate into dis-

crete, evenly spaced injection events. Each carrier type maintains an independent

accumulator, which is incremented by Rinject at each time step. When the accu-

mulator reaches or exceeds unity, one minority super-particle is injected, and the

accumulator is decremented by one, retaining the fractional remainder.

For the nanoscale device, the electron accumulator �res approximately every 333

time steps (0.33 ps), producing roughly 14,000 injection events over the full simula-

tion. The hole accumulator, with its smaller deposit, �res every �1,000 steps (1.0 ps),

yielding approximately 4,600 injections. The two accumulators operate independently

and are not synchronized: an electron injection at step 334 is not related to a hole

injection at step 1,000.

Injection is implemented by relocating an existing majority carrier to the junction

edge, rather than creating a new particle, thereby conserving the total super-particle

count (50,000 electrons and 50,000 holes) throughout the simulation. An injected

electron is positioned just beyond the depletion edge in the p-region with a half-

Maxwellian velocity pointing in the +x direction (into the p-region). An injected

hole is placed just before the depletion edge in the n-region with a half-Maxwellian

velocity pointing in the �x direction (into the n-region). From the point of injection,

the Monte Carlo algorithm controls the carrier's trajectory, including drift under the

self-consistent electric �eld, scattering, recombination, and current contribution as

described by the Ramo{Shockley theorem.

5.3.4 Cell-by-Cell SRH Recombination Algorithm

The SRH recombination is computed every K time steps, synchronized with the

Poisson solver update, and proceeds in three stages.
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In the �rst stage, the local carrier densities n(i; j) and p(i; j) are calculated from

the super-particle counts in each 2D grid cell, using the same histogram binning that

generates the Poisson charge density. The SRH rate RSRH(i; j) is evaluated at each

cell using Equation (5.23).

In the second stage, the expected number of recombination events in each cell dur-

ing the Poisson update interval is computed as Nrecomb(i; j) = R SRH(i; j)�V cell ��t update ,

where Vcell = �x � �y �d z and �t update = K � �t. The per-particle recombination prob-

ability is then Precomb = N recomb=Nreal;cell , where Nreal;cell is the number of real minority

carriers in the cell.

In the third stage, each minority super-particle is tested against its cell's recombi-

nation probability using a uniform random number. If recombination occurs, both the

minority carrier and a majority carrier from the same cell are annihilated through a

pair removal protocol: the minority electron returns to the N-contact and the major-

ity hole returns to the p-contact (or vice versa for hole recombination in the n-region).

This stochastic pair annihilation conserves the total particle count and ensures that

the spatial distribution of recombination events is physically resolved on the 2D grid.

5.3.5 Simulation Parameters

Table 5.8 summarizes the simulation parameters for 2D p-n diode at both scales.

The applied bias is increased from the 0.2 V used in Section 5.2 to 0.70 V (nanoscale)

and 0.67 V (microscale). This increase is physically motivated: at 0.2 V, the minority

carrier injection level is low and the SRH recombination rate is negligible. At 0.70 V,

the Boltzmann factor eqVapp =kB T is approximately 5 � 10 11, driving a major minority

population across the junction and producing measurable recombination activity and

G{R noise in the spectrum.

The equilibration times are set as multiples of the carrier lifetime: 600 ps = 6�n

for the nanoscale device and 2000 ps � 200�n for the microscale device. These periods
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Table 5.8: Simulation parameters for the 2D p-n diode with SRH recombination.

Parameter Nanoscale Microscale
Applied bias Vapp 0.70 V 0.67 V
Time step (�t) 1 fs 1 fs
Equilibration time 600 ps (6�n ) 2000 ps (200�n )
Data collection time 4000 ps 4000 ps
Particles 50,000 e� + 50,000 h+ 50,000 e� + 50,000 h+

Poisson update interval Every 2 steps Every 10 steps
Poisson grid (Nx � N y) 201 � 26 201 � 51

allow the injection{recombination balance to reach steady state before data collection

begins.

5.3.6 Nanoscale Device Results

The nanoscale simulation (L = 400 nm, ND = N A = 1017 cm�3 , Vapp = 0:70 V,

� = 0:1 ns) is the �rst device in this thesis to incorporate all three physics compo-

nents simultaneously: self-consistent two-dimensional electrostatics, bipolar Monte

Carlo transport with energy-dependent scattering, and Shockley{Read{Hall (SRH)

recombination with hybrid minority carrier injection.

Device Electrostatics and Current

Figure 5.13 presents the six-panel device analysis. The doping pro�le (top-left)

shows the symmetric junction at x = 200 nm with depletion edges xp and xn marked.

The electrostatic potential (top-right), extracted along the device centerline at y =

W=2, transitions from � left � 0:43 V to � right � 0:30 V. The potential drop across

the junction re
ects the reduced barrier height: Vbi � V app = 0:834 � 0:70 = 0:134 V

under strong forward bias.

The electric �eld pro�le (middle-left) peaks at E max = 3:08 MV/m at the metal-

lurgical junction, substantially reduced from the 9.10 MV/m observed at Vapp = 0:2 V

in Section 5.2. This reduction results directly from the stronger forward bias, which
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narrows the depletion region. The small oscillations in the quasi-neutral regions are

attributed to statistical 
uctuations in the super-particle charge assignment.

The carrier distribution histogram (middle-right) shows a small but measurable

population of minority carriers on both sides of the junction. Minority electrons

are found in the p-region (x > 200 nm) and minority holes in the n-region (x <

200 nm), con�rming that the hybrid injection mechanism establishes minority carrier

populations.

The total Ramo{Shockley current versus time (bottom-left) displays an equili-

bration transient during the �rst 600 ps. Afterward, a stationary phase with hIi =

30:52 nA is observed. The onset of data collection is marked by a red dashed line.

During the data phase (bottom-right), current 
uctuations remain within approxi-

mately �150 nA around the mean, consistent with steady-state stochastic current


uctuations.

Noise Power Spectral Density

Figure 5.14 presents the current noise power spectral density, the main result of

the nanoscale SRH simulation. The theoretical shot noise level is SI = 2qI = 9:49 �

10�27 A2/Hz (red dashed line). The simulated PSD (blue) displays four frequency

regions.

In the low-frequency region from 1 GHz to approximately 10 GHz, the simu-

lated PSD is approximately 10�26 A2/Hz, about 2 to 3 times above the 2qI 
oor.

This excess represents the generation{recombination (G{R) noise component arising

from stochastic 
uctuations in SRH recombination events. The G{R noise exhibits

a Lorentzian spectral shape with a corner frequency of fc = 1=(2�� ) � 1:6 GHz for

� = 0:1 ns, consistent with the observed transition near 1 to 2 GHz where the PSD

decreases toward the shot noise 
oor.

In the mid-frequency plateau from about 10 GHz to 100 GHz, the simulated PSD
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Figure 5.13: Device analysis for the 2D nanoscale p-n diode with SRH recombination
(L = 400 nm, N D = N A = 1017 cm�3 , Vapp = 0:70 V, � = 0:1 ns). Top row:
doping pro�le and electrostatic potential. Middle row: electric �eld pro�le (E max =
3:08 MV/m) and �nal carrier distribution showing minority carrier tails on both
sides of the junction. Bottom row: total Ramo{Shockley current vs. time (mean
hIi = 30:52 nA) and current 
uctuations during the 4000 ps data collection phase.
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approaches the 2qI shot noise level. Above the G{R corner frequency, recombination-

induced 
uctuations are decorrelated, and the spectrum is dominated by Poisson noise

from individual carriers crossing the junction.

A prominent spectral feature is observed in the 200 GHz to 3 THz range, where the

PSD rises above the shot noise 
oor. This feature corresponds to plasma resonance,

resulting from collective oscillation of the electron gas at the plasma frequency fp =

(2�) �1
p

q2n=(m� "). For N D = 1017 cm�3 , this gives fp � 1:6 THz, consistent with

the observed peak.

Above 10 THz, the PSD falls below 2qI due to the carrier inertial response at

frequencies above the inverse scattering time.

Figure 5.14: Current noise power spectral density for the 2D nanoscale p-n diode with
SRH recombination. The theoretical shot noise level SI = 2qI = 9:49�10 �27 A2/Hz is
shown by the red dashed line. The low-frequency excess (1{10 GHz) is the G{R noise
component. The mid-frequency band (10{100 GHz) approaches the shot noise 
oor.
The prominent peak around 1 THz corresponds to the electron plasma frequency.

Recombination Analysis

Figure 5.15 shows the four-panel recombination analysis, giving direct insight into

the spatial and temporal features of SRH recombination in the nanoscale device.

The minority-electron pro�le in the p-region (top-left) shows the time-averaged

normalized density as a function of distance from the depletion edge. The simulated
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pro�le (blue) decays more rapidly than the analytical short-base sinh solution with

Ln = 591 nm (red dashed). This faster decay is reasonable because the Monte Carlo

simulation includes depletion-�eld e�ects, energy-dependent scattering, and stochas-

tic recombination, all of which are absent from the simple di�usion-only analytical

model.

The SRH recombination rate pro�le (top-right) peaks at the metallurgical junction

at about 7:5 � 10 31 m�3 s�1 , where electron and hole concentrations are both high.

The rate quickly falls on both sides as the minority carrier density decreases with

distance.

The cumulative recombination events versus time (bottom-left) show an initial

transient during the equilibration phase, followed by linear growth after the data

start marker at 600 ps. This linear slope con�rms steady-state balance between the

analytical injection process and the Monte Carlo recombination process. Over the full

simulation, 46,588 recombination events occurred out of 271,896 injected minority

carriers, corresponding to a recombination e�ciency of approximately 17%. The

remaining carriers traverse the quasi-neutral region and exit at the opposite ohmic

contact without recombining.

The two-dimensional recombination rate map (bottom-right) shows the highest ac-

tivity concentrated in a narrow band around the junction at x � 200 nm, extending

uniformly across the device width in the y direction. This con�rms that the recombi-

nation physics is approximately homogeneous in the transverse direction, consistent

with the uniform doping pro�le and Neumann sidewall boundary conditions.

5.3.7 Microscale Device Results

The microscale simulation (L = 2 �m, N D = N A = 1016 cm�3 , Vapp = 0:67 V,

� = 10 ns) tests the SRH recombination framework at a di�erent operating point

de�ned by longer carrier lifetime, lower doping, and greater device volume.
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Figure 5.15: Recombination analysis for the 2D nanoscale p-n diode. Top-left: time-
averaged minority electron density in the P-region (blue) compared to the analytical
sinh solution (red dashed). Top-right: SRH recombination rate pro�le peaking at
the junction. Bottom-left: cumulative recombination events vs. time showing linear
growth after equilibration. Bottom-right: 2D recombination rate map showing activ-
ity concentrated at the junction, uniform across the device width.
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Device Electrostatics and Current

Figure 5.16 presents the device analysis. The electrostatic potential transitions

from � left � 0:35 V to � right � 0:32 V, re
ecting the smaller barrier V bi � V app =

0:715 � 0:67 = 0:045 V under strong forward bias. The peak electric �eld is Emax =

0:81 MV/m, reduced from the nanoscale value by both the lower doping concentration

and the closer proximity to 
at-band conditions.

The carrier distribution indicates electrons concentrated in the n-region and holes

in the p-region, with minority carrier populations present on both sides. The current

versus time plot demonstrates a longer equilibration period of 2000 ps, consistent

with the longer carrier lifetime. After equilibration, the current stabilizes with larger

absolute 
uctuations (approximately �3000 nA), re
ecting the higher DC current

and increased device volume.

Noise Power Spectral Density

Figure 5.17 presents the noise PSD for the microscale device. The theoretical shot

noise level is SI = 2qI = 2:42 � 10 �25 A2/Hz (red dashed line), and the mean current

is hIi = 753:94 nA.

The simulated PSD remains above the 2qI line across the entire 1{100 GHz

band, with the low-frequency region (1{10 GHz) reaching approximately 10�24 A2/Hz,

nearly an order of magnitude above the shot noise 
oor. This persistent elevation

corresponds to the G{R noise component. The corner frequency for the microscale

device is fc = 1=(2� � 10 ns) � 16 MHz, which lies below the minimum resolvable

frequency of �f = 1=T data = 250 MHz. As a result, the Lorentzian rollo� of the

G{R component occurs below the simulation bandwidth, and the observed spectrum

shows a gradual transition toward the shot noise 
oor rather than a distinct knee.

In the 10{100 GHz range, the PSD gradually approaches the 2qI level. Above

100 GHz, a plasma resonance feature appears, shifted to a lower frequency than in
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Figure 5.16: Device analysis for the 2D microscale p-n diode with SRH recombination
(L = 2 �m, N D = N A = 1016 cm�3 , Vapp = 0:67 V, � = 10 ns). Top row: doping
pro�le and electrostatic potential (� left � 0:35 V, � right � 0:32 V). Middle row: electric
�eld (E max = 0:81 MV/m) and carrier distribution. Bottom row: total current vs.
time with 2000 ps equilibration and current 
uctuations during data collection.
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the nanoscale device due to the reduced carrier concentration, consistent with the

scaling fp /
p

n.

Figure 5.17: Current noise power spectral density for the 2D microscale p-n diode
with SRH recombination. The theoretical shot noise SI = 2qI = 2:42 � 10 �25 A2/Hz
(red dashed line) is approached in the upper portion of the 1{100 GHz band. The
G{R noise excess at low frequencies is more pronounced than in the nanoscale device
because the corner frequency lies below the simulation bandwidth.

Recombination Analysis

Figure 5.18 presents the recombination analysis for the microscale device, revealing

a di�erent recombination regime from the nanoscale case.

The minority electron pro�le (top-left) decays more rapidly than the analytical

sinh prediction with Ln = 5:9 �m. With L n=WP � 5:9, the analytical short-base

solution predicts a nearly linear decay across the quasi-neutral region. The simulated

pro�le instead shows a steeper initial decay followed by a long tail, re
ecting non-

uniform scattering, depletion-�eld e�ects, and stochastic recombination events that

are not captured by the di�usion-only analytical model.

The SRH recombination rate pro�le (top-right) peaks at the junction at approxi-

mately 1:3 � 10 29 m�3 s�1 , three orders of magnitude lower than the nanoscale peak

of � 7:5 � 10 31 m�3 s�1 . This reduction re
ects the combined e�ect of lower doping

concentration and longer carrier lifetime. The rate pro�le is also broader than in the
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nanoscale device, consistent with the larger device dimensions.

The cumulative recombination events (bottom-left) indicate only 1,215 events over

the full 6,000 ps simulation, despite 432,168 minority carriers being injected. This

corresponds to a recombination e�ciency of 0.3%, compared to 17% in the nanoscale

device. Most injected minority carriers traverse the quasi-neutral region and exit at

the opposite ohmic contact without recombining. The constant slope of the cumula-

tive curve after the 2000 ps equilibration con�rms steady-state operation.

The two-dimensional recombination rate map (bottom-right) shows recombination

activity concentrated near the junction at x � 1 �m, with peak rates of approximately

1:8 �10 29 m�3 s�1 . The active region is broader than in the nanoscale map, consistent

with the wider depletion region and larger device dimensions.

Figure 5.18: Recombination analysis for the 2D microscale p-n diode. Top-left: mi-
nority electron density decays faster than the analytical sinh solution due to Monte
Carlo transport e�ects. Top-right: SRH recombination rate peaks at the junction,
three orders of magnitude lower than the nanoscale case. Bottom-left: cumulative
events. Bottom-right: 2D recombination rate map with broader spatial extent.
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5.3.8 Comparative Analysis and Noise Validation

Table 5.9 compares the key results across both device scales.

Table 5.9: Comparison of key results for the 2D p-n diode with SRH recombination.

Quantity Nanoscale (400 nm) Microscale (2 �m)
Applied bias Vapp 0.70 V 0.67 V
Average current hIi 30.52 nA 753.94 nA
Shot noise 2qI 9:49 � 10�27 A2/Hz 2:42 � 10 �25 A2/Hz
G{R corner frequency fc �1.6 GHz �16 MHz
Peak Emax 3.08 MV/m 0.81 MV/m
Recombination events 46,588 1,215
Injected minorities 271,896 432,168
Recombination e�ciency �17% �0.3%
Equilibration time 600 ps 2000 ps

Noise validation is the central result of this section. In both devices, the simulated

PSD approaches the shot-noise limit SI = 2qI at frequencies above the G{R corner

frequency, indicating that SRH recombination does not alter the high-frequency shot-

noise 
oor. At low frequencies, the excess noise is consistent with the Lorentzian spec-

tral shape expected from trap-assisted recombination 
uctuations. In the nanoscale

device, with fc � 1:6 GHz, the transition from G{R excess to shot-noise 
oor is

clearly resolved within the simulation bandwidth. In the microscale device, with

f c � 16 MHz, the Lorentzian rollo� lies below the minimum resolvable frequency, so

the G{R excess extends across a larger fraction of the observed spectrum.

The contrast in recombination e�ciency between the two devices further clari�es

the transport regime. In the nanoscale device, Ln = 591 nm is comparable to the

quasi-neutral region width WP = 200 nm (Ln=WP � 3), so a signi�cant fraction

of injected carriers recombine before reaching the contact. In the microscale device,

Ln = 5:9 �m greatly exceeds WP = 1 �m (L n=WP � 6), and most carriers transit

through without recombining. The resulting e�ciencies, 17% for the nanoscale de-

vice and 0.3% for the microscale device, show that the same SRH framework captures

both recombination-active and transit-dominated behavior as the physical device pa-
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rameters change.

The inclusion of SRH recombination completes the two-dimensional device simu-

lation framework. Progressive validation from bulk transport (Chapter 3), to resistor

thermal noise (Chapter 4 and Section 5.1), to p-n-diode shot noise (Section 5.2),

and �nally to G{R noise in the SRH-enabled diode (this section), establishes a �rst-

principles noise simulation framework. The next chapters build on this foundation to

develop advanced noise-analysis methods (Chapter 6) and systematic temperature-

and bias-dependent studies (Chapter 7).
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Chapter 6: Direct Autocovariance Noise Analysis

In previous chapters, the noise power spectral density (PSD) was estimated using

the Welch periodogram method. While the Welch method yields a smooth PSD with

controlled variance, it does not preserve the time-domain correlation structure of the

noise. The autocovariance function CI (� ) retains this information by quantifying

the duration over which the current remains correlated with itself following a 
uc-

tuation, thereby revealing physical timescales not accessible through the PSD alone.

For a forward-biased p-n diode with Shockley{Read{Hall (SRH) recombination, two

distinct timescales are anticipated: a sub-picosecond component arising from carrier

scattering and a much longer component associated with the SRH carrier lifetime.

This chapter introduces a direct autocovariance-based noise analysis method that

complements the Welch approach. The method calculates CI (� ) from the Ramo{Shockley

current using the fast Fourier transform (FFT)-based correlation theorem and sub-

sequently derives the PSD via the Wiener{Khinchin theorem. This methodology is

based on the theoretical framework established by Piazza, Korman, and Jaradeh [20],

in which the terminal current autocovariance is derived from the transient Boltzmann

transport equation (BTE) with a speci�c initial condition. The Monte Carlo simula-

tion inherently solves this BTE: the ensemble of particles, governed by identical scat-

tering mechanisms and self-consistent �elds, produces a current signal whose autoco-

variance matches the deterministic solution. The mean subtraction �I(t) = I(t) � hIi

implements the odd-symmetric initial condition described in Equation 24 of [20] in

the time domain.
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The analysis is conducted on the same nanoscale two-dimensional p-n diode de-

scribed in Section 5.3 (400 nm, ND = N A = 1017 cm�3 , Vapp = 0:70 V, T = 300 K,

� SRH = 0:1 ns). The device physics and Monte Carlo simulation framework remain

consistent with those in Chapter 5; only the noise analysis methodology is modi�ed.

6.1 Theoretical Foundation: The Autocovariance Framework

The authors of this paper [20] established a direct connection between microscopic

carrier scattering and terminal current noise within the semi-classical transport the-

ory. The autocovariance of the terminal current in steady state is:

CI (� ) = hi(0) i(� )i � hii 2 (6.1)

where i(t) is the instantaneous Ramo{Shockley current. At � = 0, this reduces to

the current variance: CI (0) = Var(I). For large � , the current loses memory of its

previous value and CI (� ) ! 0.

In [20], an e�ective distribution function g(~x;~k; � ) is introduced such that

CI (� ) =
Z

X K
i(~x; ~k) g(~x;~k; � ) d~k d~x (6.2)

where i(~x;~k) is the current contribution from a single electron at position ~x with wave

vector ~k. The function g satis�es the linear transient BTE:

@g
@�

+~v(~k)�r ~xg�
q
~

~E1 �r ~kg =
Z

K 0
g(~x;~k0; � )W o(~x;~k0;~k) d~k0�

Z

K 0
g(~x;~k; � )W o(~x;~k;~k0) d~k0

(6.3)

with the special initial condition

g(~x;~k; � )
�
�
�=0

=
1

4� 3

h
i(~x; ~k) � hii

i f 1 (~x;~k)
N

(6.4)

132



where f1 is the steady-state occupation probability and N is the total electron count.

The factor [i(~x; ~k)�hii] integrates to zero over phase space. It represents a 
uctuation

that displaces the current from its mean without altering the total carrier number.

The spectral density then follows from the Wiener{Khinchin theorem:

SI (!) = 2 Re
Z

X K
i(~x; ~k) G(~x; ~k; !) d ~k d~x (6.5)

where G is the one-sided Fourier transform of g.

Solving Equation (6.3) deterministically via the spherical harmonics method is

computationally expensive for multi-dimensional devices with multiple scattering

mechanisms. The Monte Carlo method provides an alternative path. The ensemble

of super-particles, governed by the same scattering rates and self-consistent electro-

statics that de�ne the BTE, generates a terminal current I(t) whose time-domain

autocovariance

CI (� ) = h�I(t) �I(t + � )i; �I(t) = I(t) � hIi (6.6)

converges to the same function that the BTE solution with initial condition (6.4)

would yield. The mean subtraction �I = I � hIi is the time-domain realization of

the odd-symmetric initial condition: it isolates the 
uctuation component, exactly as

Equation (6.4) isolates [i � hii] in phase space. The Wiener{Khinchin theorem guar-

antees that the resulting PSD is identical regardless of whether the autocovariance is

computed from the BTE or from the Monte Carlo time series. No phenomenological

noise source is required at any stage.

6.2 Simulation Con�guration

Table 6.1 summarizes the simulation parameters; all device and transport settings

are identical to Section 5.3.
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Table 6.1: Simulation parameters for the direct autocovariance analysis.

Parameter Symbol Value
Device length L 400 nm
Device width / Depth W / d z 100 nm / 50 nm
Doping (symmetric) ND = N A 1017 cm�3

Forward bias Vapp 0.70 V
Temperature T 300 K
SRH lifetime �SRH 0.1 ns
Time step �t 1 fs
Equilibration (Phase 1) Teq 600 ps (6�SRH)
Data collection (Phase 2) Tdata 4000 ps (40�SRH)
Super-particles Ne = N h 50,000
Sampling rate Fs 1015 Hz

During Phase 1, the device equilibrates for 600 ps with no data recording. During

Phase 2, the Ramo{Shockley current is recorded at every time step, yielding N =

4 � 10 6 samples. The 4 ns record captures 40�SRH, ensuring complete resolution of

SRH-related correlations.

6.3 Autocovariance Computation via FFT

The autocovariance is computed in three steps.

1. Mean Subtraction: The 
uctuation component is isolated as �I(t) = I(t) �

hIi, removing the DC component so that the autocovariance represents corre-

lations among the 
uctuations only. This step implements the odd-symmetric

condition of Equation (6.4) in the time domain.

2. FFT-Based Correlation: The autocovariance is computed via the correlation

theorem:

CI (� ) =
1
N

IFFT
�

j FFT(�I)j 2
	

(6.7)

The signal is zero-padded to NFFT = 2dlog2 (2N�1)e to prevent circular convolution

artifacts. This achieves O(N log N) complexity, which is orders of magnitude
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faster than direct lag-by-lag computation for N = 4 � 10 6 samples. The maxi-

mum lag is �max = 2 ns (half the record length), corresponding to 20�SRH.

3. Unbiased Correction: Equation (6.7) divides by N at every lag, producing a

biased estimate. The unbiased correction rescales by the number of overlapping

pairs:

Cunbiased
I (� ) = C biased

I (� ) �
N

N � j� j
(6.8)

This correction becomes signi�cant at large lags, where it is needed for accurate

G{R noise characterization.

6.4 PSD Estimation and Spectral Processing

1. One-Sided PSD via Wiener{Khinchin: The bilateral autocovariance is

constructed by symmetric extension of CI (� � 0), and the PSD follows from

Sone-sided
I (f ) = 2 � Re [FFT(C bilateral )] � �t; f � 0 (6.9)

The super-particle noise level is converted to physical units by the scaling factor

jq=qsuperj.

2. Blackman{Tukey Windowing: To reduce the variance of the PSD estimate,

a Tukey cosine taper is applied to the autocovariance at large lags (outer 50%

of the lag range), smoothly reducing the noisy large-lag estimates toward zero

before Fourier transformation. The trade-o� is a slight reduction in frequency

resolution.

3. Log-Frequency Binning: The raw PSD spans over six decades of frequency.

Re-binning into 300 logarithmically spaced bins and averaging within each bin
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produces a smooth spectral curve that preserves the spectral shape while sup-

pressing point-to-point 
uctuations.

4. Lorentzian Fitting: The low-frequency PSD is �tted to the composite model

SI (f ) =
S0

1 + (f=f c)2
+ S 
at (6.10)

where S0 is the G{R noise excess, fc = 1=(2�� SRH) = 1:59 GHz is the corner

frequency, and S
at � 2qI is the shot noise 
oor. The 
at 
oor is independently

veri�ed by averaging the PSD in the 1{100 GHz band.

6.5 Results

6.5.1 Phase 2 Current Trace

Figure 6.1 shows the Ramo{Shockley current during the 4000 ps data collection

period. The mean current is Iavg = 31:40 nA. The instantaneous current 
uctuates

between �150 nA, roughly �ve times the mean due to the fractional super-particle

charge (qsuper = 0:002q). The trace is stationary throughout, with no drift or tran-

sient, validating the ergodic assumption required for the autocovariance computation.

6.5.2 Direct Autocovariance

Figure 6.2 shows CI (� ) from � = 0 to 2000 ps. A sharp spike dominates near � = 0,

with the autocovariance decaying to the noise 
oor within a few picoseconds. Nearly

all correlation energy is concentrated at short lags, re
ecting the sub-picosecond scat-

tering timescale. The SRH-related correlations on the 100 ps timescale are present

but many orders of magnitude weaker than the scattering peak; they manifest in the

spectral domain as the G{R excess below fc rather than as a visible time-domain

feature.
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Figure 6.1: Phase 2 current trace showing stationary 
uctuations about Iavg =
31:40 nA over 4000 ps. The large 
uctuation amplitude relative to the mean re-

ects the fractional super-particle charge.

Figure 6.2: Direct autocovariance CI (� ) from 0 to 2000 ps. Raw (blue) and 1 ps
smoothed (red) curves are shown. The SRH lifetime �SRH = 100 ps is marked (ma-
genta dashed line).
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6.5.3 Thermal Decorrelation and Plasma Oscillation

Figure 6.3 provides a zoomed view of the autocovariance in the 0{10 ps range,

revealing the sub-picosecond dynamics within the sharp spike at � = 0.

The autocovariance begins at CI (0) � 1:3 � 10 �15 A2, the total current variance.

Within �0:5 ps, it drops sharply to zero as scattering events (acoustic phonon, optical

phonon, ionized impurity) randomize carrier velocities on the 50{100 fs mean free time

scale.

After this initial decay, the autocovariance overshoots to approximately �2:5 �

10�16 A2 near � � 0:8 ps. This negative dip is the signature of the electron plasma

oscillation: when a current 
uctuation displaces carriers, the self-consistent Poisson

�eld acts as a restoring force, and carrier inertia causes an overshoot past equilibrium.

The resulting anti-correlation (CI < 0) persists brie
y before damping out by � �

2 ps. A second, weaker oscillation is slightly visible near � � 1:5 ps before the

autocovariance settles to zero. The timescale of the primary oscillation is set by the

plasma frequency:

f p =
1

2�

r
q2n
m� �

� 1:63 THz (6.11)

for n = 1017 cm�3 , giving a period of �0:6 ps, consistent with the observed dip near

� � 0:8 ps. Beyond � � 3 ps, the autocovariance 
uctuates around zero with no

systematic trend, con�rming that thermal decorrelation is complete. This feature

is a direct consequence of the self-consistent Poisson solver; simulations without it

would show monotonic decay.

6.5.4 Noise Power Spectral Density

Figure 6.4 presents the noise PSD. The left panel shows the direct autocovari-

ance PSD with logarithmic binning (raw: light dots; smoothed: dark blue). In

the 1{100 GHz band, the PSD agrees with the theoretical shot noise level 2qI =
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Figure 6.3: Zoomed autocovariance CI (� ) in the 0{10 ps range. The autocovariance
starts at CI (0) � 1:3 � 10 �15 A2, decays within �0:5 ps due to scattering, overshoots
to a negative dip near � � 0:8 ps from the plasma oscillation restoring force, and
settles to zero by �3 ps.

1:01 � 10 �26 A2/Hz. Below f GR = 1:59 GHz, the PSD rises above 2qI, consistent

with G{R noise. Above 100 GHz, the PSD rises toward the plasma resonance near

1 THz, corresponding to the negative autocovariance dip at � � 1 ps.

The right panel compares the direct autocovariance PSD (blue) with the Welch

PSD (orange). The two estimates agree across the full frequency range, con�rm-

ing estimator independence: these fundamentally di�erent methods: one based on

autocovariance, the other on periodogram averaging, converge to the same spectral

density, demonstrating that the noise is a strong property of the Monte Carlo current

signal.

6.6 Comparison with the Welch Method

Table 6.2 summarizes the key di�erences.

The Welch method yields a smooth PSD with minimal post-processing, making

it suitable for rapid noise validation. In contrast, the direct autocovariance method

reveals physical timescales such as sub-picosecond thermal decorrelation, the plasma

oscillation period, and the SRH correlation time, which are not directly observable
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