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Abstract of Dissertation

Machine Learning Approaches for Genomic Sequence Analysis: From Variant-Based
Prediction to Genomic Language Models

This dissertation advances machine learning (ML) methodologies for genomic se-
quence analysis across three complementary scales: variant-level associations, evolutionary
and functional patterns in whole genomes, and taxonomic classification using 16S rRNA as
a marker gene. As genomic data generation accelerates, the challenge lies not only in data
volume but in extracting meaningful biological insights from complex, high-dimensional
datasets where genotype-phenotype relationships are often nonlinear and obscured by tech-
nical noise.

The first study introduces deepBreaks, an open-source framework for identifying
sequence positions associated with phenotypic traits through comparative ML. By evalu-
ating multiple algorithms and prioritizing variants based on best-fit models, deepBreaks
addresses key challenges in genomic association studies, including feature collinearity,
high dimensionality, and sequencing noise, providing researchers with an accessible tool
for genotype-phenotype investigations.

The second study explores genomic language modeling (gLM) as a paradigm for
capturing information encoded in DNA sequences. Through systematic investigation of to-
kenization strategies, model architectures, and training approaches, we developed segLens,
a family of transformer-based models pretrained on datasets spanning over 180 billion nu-
cleotides from prokaryotic and eukaryotic genomes. Comprehensive benchmarking across
19 phenotypic prediction tasks demonstrates that disentangled attention architectures with
relative positional encoding, combined with evolutionarily relevant pretraining data, sig-
nificantly outperform existing approaches. Our analysis provides critical insights into the
effects of vocabulary size, domain adaptation strategies, different pooling strategies, and

the capacity of glLMs to learn evolutionary relationships.
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The third study presents 16SgLLM, a suite of specialized gl.Ms for genus-level classi-
fication of 16S rRNA sequences from long-read amplicon data. By implementing bootstrap
inference with controlled sequence perturbations, 16SgLLM provides probabilistic predic-
tions with uncertainty quantification, addressing a fundamental limitation of traditional
alignment-based methods. Validation across simulated data, mock communities, and real
human microbiome samples demonstrates superior or comparable performance to estab-
lished tools while offering database-independent classification and confident predictions for
sequences that conventional methods leave unclassified. Collectively, these studies demon-
strate how ML approaches-from interpretable variant detection to self-supervised language
modeling-can address diverse challenges in genomic sequence analysis, providing compu-
tational tools that enhance our ability to decode biological information across evolutionary

timescales and taxonomic diversity.
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Chapter 1. Machine learning approaches for genomic sequence analysis

Bioinformatics has undergone a profound transformation over the last fteen years,
primarily due to rapid advancements in high-throughput sequencing (HTS) technédlogies
These technologies have ushered in the era of big data in genomics, enabling the generation
of vast amounts of genomic information with unprecedented precision anc?det@ibn-
tinuous improvements in HTS technologies have made it more accessible and cost-e ective
to sequence nucleic acids in complex microbial ecosysteidswever, the challenge lies
in extracting meaningful insights from this deluge of data, which is where machine learn-
ing (ML) and deep learning (DL) techniques have emerged as invaluablé fookhese
technigues have demonstrated remarkable success across various domains and have found
particular relevance in genomics and metagenomics research

This dissertation leverages two complementary ML directions:
1. predictive ML approaches for genotype-phenotype associations (Aim 3), and

2. transformer-based genomic language models (gLMs) for classi cation and sequence

representation (Aims 1 and 2).

This chapter introduces these directions at a conceptual level, while the detailed method-

ologies and benchmarking are presented in later chapters.

1.1 Aim1: Implementatransformer-based modelto classify DNA reads to taxonomic

ranks

In chapter 3, we establish the foundation for this aim by developing and bench-
marking segLensa suite of transformer-basEdgenomic language models (gLMs) built
on DeBERT&® and ESM*16 architectures. By pretraining models on curated datasets
containing over 19,000 representative genomes spanning bacteria, archaea, and eukaryotes,

we create versatile base models capable of capturing genomic patterns across evolutionary



diversity. Comprehensive benchmarking across 19 tasks demonstrates that our method-
ological advances, particularly byte-pair encoding (BPE)kenization and disentangled
attention, signi cantly enhance model performance.

Building on this foundation, in chapter 4, we apply these insights to taxonomic
classi cation of 16S rRNA sequences. We train 16SgLM, a specialized gLM for genus-
level prediction encompassing 4,286 genera from the RefSeq datibakeevaluate three
distinct training approaches and benchmark performance on both synthetic reads of varying
lengths and real PacBio sequences, comparing against established tools and databases.
This progression from general-purpose gLMs to task-speci ¢ classi ers demonstrates the
practical application of our methodology to achieve accurate, database-free taxonomic

assignment.

1.2 Aim 2: A deep learning approach for dynamic genomic embeddings

In chapter 3, we conduct a comprehensive exploration of genomic embeddings, in-
vestigating how di erent pooling strategies (mean pooling, max pooling, and concatenated
approaches) a ect vector representations of DNA sequences. We analyze how these rep-
resentations cluster relative to actual sequence categories and demonstrate that ne-tuning
substantially shifts and improves the alignment of embeddings with biological classi ca-
tions. Through clustering metrics, we show that max pooling produces representations most
aligned with sequence categories, while ne-tuning further enhances this alignment. We
also investigate how well foundation models capture evolutionary information.

In chapter 4, we extend this investigation by evaluating our models' embeddings
in a phylogenetic context, speci cally examining how learned representations capture evo-
lutionary relationships among members of thaterobacteriaceaéamily. We assess the
models in a zero-shot manner, demonstrating that embeddings encode meaningful evolu-
tionary information without task-speci c training. This validates that our gLMs not only

perform well on classi cation tasks but also learn biologically meaningful representations

2



that re ect evolutionary distances and taxonomic relationships, providing dynamic embed-
dings that adapt based on the model's training regime and can be leveraged for diverse

downstream applications.

1.3 Aim 3: Develop an ML tool for identifying and prioritizing genotype-phenotype
associations

In chapter 2, we presemteepBreaksa computational tool designed to identify
and prioritize important sequence positions in genotype-phenotype associations. The tool
addresses a key challenge in predictive DNA modeling: accounting for both linear and
non-linear e ects of sequence variations while processing entire sequences and account-
ing for collinearity. We evaluate the tool's performance on simulated data with known
ground truth and demonstrate its application across multiple real-world datasets involving
both nucleotide and amino acid sequences. This approach enables researchers to assess
phenotype predictability from sequence data and determine which sequence positions are

most informative for prediction.
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2.1 Introduction

A major challenge in developing predictive DNA sequence-to-phenotype models is
accounting for both the linear and non-linear e ects of sequence variations on the pheno-
type while simultaneously considering the entire sequence which makes ML algorithms
suitable to address these problémdDecoding and interpreting results from predictive
models are essential to make biological inferehé? Fitting machine learning (ML)
and deep learning (DL) models on DNA sequence data to model traits has been studied in
various frameworks ranging from predicting drug resistdhéeto cancer detecticf 2>
deepBreakss developed to rank the performance of ML models that best t the data and
then, based on those models, prioritize and report the most discriminative positions of the
sequence (genotypes) with respect to a given phenotype of interest. Early e orts in this
eld were implemented by a Bayesian method that used all marker data simultaneously to
predict the phenotyg€. ML approaches for genotype-phenotype associations have evolved,
and some support more e ective and reproducible use of multivariate genotype data for
the prediction of quantitative traf§ Tools such as KOVER predict phenotypes based on
reference-free genomes using k-mers (short DNA sequences) as the features, chi-square
tests for Itering redundant features prior to modefiigand for the features that have
exact equal values, assign the same importance ¥coBtudies have attempted various
approaches for predicting phenotypes based on the sequence, including using dense neural
networkg®, convolutional neural networR$3% and ensemble learnéfs Comparison of
the outcomes of these di erent ML algorithms reveals no universally best predictive al-
gorithm for the diversity of genotype-phenotype stuéfesTo nd the best model suited
for a given set of data, researchers compare several models and make inferences regarding
feature importances only based on the best niédéVe developed a generic and computa-
tionally optimized tool, namelgeepBreaksto identify and prioritize important sequence

positions in genotype-phenotype associations (Figure 2.1a). Our approach is as follows:



rst, we prepare a training dataset based on the provided raw sequencing data (Figure 2.1b).
Second, we t multiple ML algorithms and, based on their cross-validation score, select
the best model. Then, we use this top model to nd the most discriminative positions
of the sequence. By doing this, we assess the phenotype's predictability from sequences
and use the most accurate models to identify and prioritize the most predictive sequence
positions. This entails examining the variable components of the sequences to ascertain
whether they are linked to the phenotype under investigation. Itis essential to recognize that
not all variable sites necessarily contribute to a phendged simply using the alignment

or conservation score does not necessarily work; thus, our evaluation aims to discern the
predictive potential of the phenotype, particularly in cases where the input sequence is a
truncated segment or the phenotype is in uenced by factors beyond genetics. In this paper,
we evaluate the performance of tleepBreakapproach on simulated data and assess its
performance in nding the important variables in a dataset with ground truth. We have
also applieddeepBreaks$o multiple datasets to show its wide applications and power to
detect the most important positions in both nucleotide and amino acid sequence data. In
the methods section, we elaborate on the stepsditeypBreaks$akes to prepare the data,

t models to the data, and interpret the resultieepBreakss a generic software that can

be applied in sequence-to-phenotype studies to show the feasibility of rst predicting the
phenotype based on a sequence and then determining what are the most discriminative parts

of the sequence in predicting the phenotype.

2.2 deepBreakamplements machine learning to identify and prioritize genotype-
phenotype associations

2.2.1 Approach

ML is a eld of inquiry devoted to understanding and building methods that 'learn’,
that is, methods that leverage data to improve performance on some set 8f.taSks

pervised learning, which is a branch of ML, aims to nd a functiérthat maps input



Figure 2.1: deepBreakoverall work ow. a : deepBreakbegins with sequencing data organized

in a multiple sequence alignment (MSA) format. Sequences can be nucleic acids or amino acids.
The phenotype of interest is also a required input parameter. Preprocessing steps are conducted to
recode the sequencing data and phenotype into a format usable by the machine learning models.
A modeling step follows in which various models are attempted and ranked. The best model is
probed to identify the positions which best predict phenotype. These results are then merged and
presented to the user as visualizations and interpretable tabldw illustrated preprocessing steps
implemented in the deepBreaks pipeline are essential for the approach e ciency by summarizing
positions used in analyses and include dropping positions with no variation or data, imputing missing
data, one-hot encoding, dropping insigni cant positions, and nally clustering collinear features.
data- , to output variableHthrough a training set d&= f1 - — hP-2- o—pP—eesl- g

A supervised learning algorithm produc&s- @ as an estimation for theg (phenotype

value for sampled. Supervised learning algorithms are designed to enhance their per-
formance by minimizing the distandest- & Hky 3° for an appropriate choice of norm
spaceH . SettingH = , turns this optimization into a least square approach. In our case,
-g= lmg—@—**s@, 82 f1-2—++—grare sequences of length (< nucleotides or amino

acids) andHs are phenotypes related to @ie sequence. For exampRg(the &h element

of the samplé) can be a subset 6f—) «*— — g, or any amino acid. Phenotypdsg) can

also be a continuous measure such as light sensitivity, or categories such as virus subtype,
niches of a bacterial species, or strains of a virus. Assuming that raw data (sequences and
phenotypes) are provided, actions are still required to prepare the data for ML algorithms.
deepBreak#$as three phases: i) preprocessing the data, ii) tting models to preprocessed

data and comparing them, and iii) providing interpretable tables and visualizations for top

predictor(s).



2.2.2 Preprocessing

Data preprocessing is a fundamental step for any ML algorithm. Sequence data
may contain missing values, ambiguous reads, zero-entropy columns, correlated positions
(features), and redundant features which do not carry a signi cant amount of information
in association with the phenotype under study. @hepBreakgpipeline for preprocessing
(Figure 2.1b) starts with dropping columns in the dataset that contain missing values over
a certain threshold. The default threshold@ @96 of the sample size. So, if we hat®00
samples, we drop all the positions that have ai@d missing values from the training set
(this value can be changed based on user preference). Dropping the zero-entropy (constant)
features from the dataset is the next step. It is worth mentioning that before starting to
drop the columns, all of them (by default) are named frairto ?<. The names of the
columns (positions) in the dataset are xed, and dropping certain columns does not change
the position names in a sequence.

The subsequent step involves handling missing values for the remaining positions.
We address this by either labeling them as insertion/deletion (GAP) or imputing them with
the mode (most frequent read) of the respective position. If the proportion of missing values
for a position exceeds a speci ed threshold (defaubig, we consider those missing values
as GAP. Conversely, positions with missing values below the threshold are imputed using
the mode of the corresponding position. Additionally, we handle rare values in a position
by identifying characters that appear less frequently than a speci ed threshold (the default
is 2%). If there is only one rare character, we replace these rare characters with the mode
(most common character) in the column or combine multiple rare characters into a single
others category (concatenating all the rare characters), ensuring more robust data for
analysis or modeling. After this step, as we modi ed the reads, positions are again checked
for entropy, and positions with zero entropy will be dropped from the training set which
also saves us some computational cost.

After handling missing values, the subsequent step involves reducing the number
8



of positions in the training dataset by performing either chi-square tests (for categorical
phenotypes) or Kruskal-Wallis tests (for continuous phenotypes). This helps in identifying
and eliminating redundant positions. We apply one-hot encoding to the categorical features
to prepare the data for these tests. To prevent multicollinearity, we employ the technique
of dropping one category from each one-hot encoded set. Speci cally, for a po8gion
with : levels, we generate 1 binary indicator variables, e ectively excluding one level

to ensure the encoded matrix remains full rank. We use these statistical tests to assess the
signi cance of each position by running tests on all the positions against the phenotype
one by one. Those features where thealue of their test against the phenotype is less
than a threshoR$ (default ?-value = 025) will be dropped. A list of all features and the
correspondin@-values will be provided as a report to the user.

As we consider each position in the sequences as a feature of our training dataset,
we need to check for collinearity between our predictive variables, as it can cause issues
for parameter estimatidh Then, we use a distance function that calculates the pairwise
distances between features. The list of available metrics are Spearman cort&lataon-
ming*®, JaccartP, normalized mutual informatidh, adjusted mutual informatidA, and
adjusted Rand scate The result of this step is a symmetric distance matrix with values
betweerD (being the same) tt (uncorrelated). We then use this symmetric matrix of dis-
tance values and feed it into the density-based spatial clustering of applications with noise
(DBSCAN) method* for clustering the features based on their pairwise distances. The
reason behind this is to cluster the features that provide the same inforfafidter that,
we select one feature from each cluster by keeping the one that is the closest to the center
of the cluster as the representative of that cluster and drop the rest of the features in that
cluster from the training set. Although we drop the rest of the features in each cluster except
the representative, we keep the information of the members of the clusters for interpretation
after the modeling step. The default parameters of the DBSCAN, epsilon (distance between

centers), and the minimum points for a cluster are se@*?oand 2, respectively. The

9



remaining variables are then standardized to have a meaaraf a variance df to have a
common scale, preventing features with larger variances from overshadowing smaller ones.
This minimizes bias in features with higher numeric values, ensuring fair contributions to
discriminating pattern classes and maintaining equal feature importance in prediction. This
approach is especially valuable for statistical learning methods, where all features equally

contribute to the learning procéss

2.2.3 Models

We use di erent sets of models for continuous or categorical phenotypes. For
continuous phenotypes, we t linear regression, Ridge Regre¥sibasso Regressidh
Bayesian Regression, Lasso Least Angle Regre$SiBluber Regresstt, Extremely Ran-
domized Trees (Extra Treé€8) Extreme Gradient Boosting (XGBoogt) Light Gradient
Boosting Machine (LightGBMY, Random Fore&t, Decision Tre&*, and AdaBoosP. For
problems with a categorical phenotype, we use Extra Trees, XGBoost, LightGBM, Random
Forest, Decision Tree, AdaBoost, Gradient Boosting, and Logistic Regression. For all the
above-mentioned models, we use the default hyperparameters from the scikit-learn library
in Pythor?® and a grid search (expandable by user preference) parameter set that is provided
in the documentation.

For model comparisondeepBreaksby default, uses d40-fold cross-validation
approach and ranks the models based on their average cross-validation scéokl
cross-validation is a resampling method that partitions the whole dataset se#parate
equal-size parts and then uses 1 parts for training the model antlpart for testing the
performance. This process is repeatetimes, and the average score of almodels is
called the cross-validation score.

The default performance metrics for regression and classi cationdix@pBreaks

uses are Mean Absolute Error (MAE) andscore.

10
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MAE = g1]9-¢8 Hy _ a1)4d
2
-score= — (2.2)
recall | precision*

(2.1)

The default list of metrics thateepBreakseports is provided in the documentation,
and the user can provide prede ned custom metrics or a set of metrics from the scikit-learn

library in Pythor®.

2.2.4 Interpretation

For interpreting the contribution of sequence positions to the predictive models, we
use the feature importance, coe cients, and weights, as di erent algorithms have di erent
kinds of output. For XGBoost and LightGBM, the reported feature importance represents
the number of times a feature appears in a tree. For AdaBoost, Random Forest, Decision
Tree, Extra Trees, and Gradient Boosting, the importance of a feature is its Gini importance,
which is computed as the normalized total reduction of the criterion brought by that ffature

If we have# data samples (rows in the train set) that reach the r@ade tree and

be the impurity of the nod&, the importance of nod8 iongis calculated as follows:

ioNg=#g9 9 #ieftchildnode® leftchildnode® Frightchildnode® rightchildnode®  (2.3)

Based on this, the feature importance value of@hdeature is:

i .
anode 9splits on featurg!ON9
feosp 2.4)

8= -
- all nodedON:

And then, we can normalize the feature importance value fo&khieature by dividing it

by the sum of the importance of all the features:
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normg=f——2% (2.5)

9all features 9

These calculations are just based on one tree, and in other tree-based algorithms such as
Random Forest, AdaBoost, and Extra Trees, the nal importance of a feature is its average
over all of the tted trees. For the linear models, the regression coe cients or weight is
considered as the feature importatice

In the preprocessing phase, we one-hot encoded the positions into training features,
so, each position (based on the number of its unique characters), is transformed into one or
more than one feature. For example, if positiytonsists of —)— g, its features ar€g
and?g) inthe form of one-hot encoded features (we dPgp to avoid collinearity). These
features have separate importances, and we average the absolute value of their importance
and the importance of positioBg is the average of importances of the feat@ge and
?g). After that, to normalize the importances, all the importances will be divided by
their maximum value. We consider zero importance for all the positions that have been
dropped during the preprocessing steps. For all those positions that were in the same group
and dropped based on their distance values and DBSCAN clustering, we consider the same
feature importance valueleepBreaksy default, considers the top three best- tted models,

but the user can change this number.

2.2.5 deepBreak®utput

deepBreakgreates reports of: 1}-values from statistical tests for each position
against a phenotype, 2) the related distance matrix, 3) clusters of correlated positions, 4)
a table of tted models with their performance metrics, 5) feature importance values for
each of the top models and their merged results, 6) plots for importance values based
on individual models and merged results, 7) box plot (continuous phenotype) or stacked
bar plot (categorical phenotype) for most discriminative positions, 8) top tted and tuned

models aspkl les, 9) all the visualizations aspkl les, 10) a text le with all the
12



important positions information along with the highlighted position, and 11) a report on the
performance of the models on the test dataset.

In the importance report le, we detail the signi cance of each binary feature derived
from positions. To enhance visualization, especially in cases where positions encompass
multiple training features (e.g., those with more than two nucleotide types), we adopt the
maximum value (though users have the exibility to opt for alternative computations like
mean or median) as the default indicator of importance for a given position. Consequently,
when generating importance plots, the bar heights re ect the maximum importance value
among all training features associated with that position.

In the data preprocessing, we use NurfPRanda®’, and SciP§° Python libraries.

For model comparisons and cross-validation pipeline, we use scikifeatGBoosp?,
and LightGBM?. Visualizations generated ldeepBreaksnake use of the Seab&frand
Matplotlib®? libraries in Python. We usedeepBreakde1+ for all the applications and

evaluations in this manuscript.

2.3 Simulation study and benchmarking

During the data preprocessing stage, redundant positions are dropped using a statis-
tical test based on the®-values. To address feature collinearity, distances between features
are measured and used to cluster them into groups, from which a representative feature is
selected.

To evaluate the impact of these steps on estimating the e ect of positions on the
response variable (phenotype), we conducted a simulation study. Speci cally, we assessed
the performance of three models, AdaBoost, Decision Tree, and Random Forest, and
their ability to estimate the true e ect size of feature groups across various datasets and
preprocessing approaches. Additionally, we examined the e ects of adjusting the thresholds

for both ?-values and distance metrics.

13



Figure 2.2: Simulation study design and results a creating training datasets with di erent
levels of multicollinearity. The rst dataset has independent features, and only some of them are
informative (1). Then, we start to replace the redundant features with samples from the informative
features to add collinear features to the training dataset (2 to 5). For example, we took a sample
from f1 and replaced it with f5 (2)b-e: results of simulation on a dataset with 1000 samples, 1000
features with 10 informative featured:i: results of simulation on a dataset with 1000 samples,
2000 features, with 20 informative features. Boxplots show the validation scores of each model with
di erent levels of collinearity (x-axis), and line plots show the correlation between the true e ect
sizes and the predicted e ect sizes by models. collinearity (x-axis) zero means the starting dataset.
b,f, using no clustering and no lItering:,g, using no clustering but Itering redundant features with

a ?-value of 0.2.d,h, using clustering with a threshold of correlation 0.7 and no lteriagi, using
clustering with a threshold of correlation of 0.7 and ltering redundant features wittvalue of

0.2. Machine learning algorithms used for evaluation include AdaBoost (ada), Decision Tree (dt),
and Random Forest (rf).
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2.3.1 Simulation design
Each dataset was simulated as follows:
~ A binary data matrix of size - < was generated=(samples< features).

" A subset of features was designated as informative, with regression coe cients

sampled from a normal distribution, while the rest were set to zero.
" This dataset is referred to as tinétial dataset containing no collinear features.

~ To introduce collinearity, one informative feature was randomly selected4@¥d
of its values were replaced with random samples from a binary distribution. This
process was repeated 5 times, each iteration using the previously generated dataset as

input.

Thus, starting with a dataset free of collinearity, we gradually increased the number
of collinear features. Figure 2.2a illustrates three steps of the simulation on a sample dataset
with 10 features (4 informative, 6 redundant). The correlations between sampled features

were uniformly distributed betwedh6 and1<0.
2.3.2 Model training and evaluation
For each dataset, we trained models under di erent preprocessing settings:
" Correlation thresholds: no clustering, 0.7, and 0.9
~ ?-value thresholds: no Itering and 0.2

We applied 5 repeated 10-fold cross-validation, yielding 50 performance metrics
per model and one correlation value between the estimated and true e ect sizes. Corre-
lation served as a quantitative measure of how e ectively each preprocessing and model
combination identi ed true associations.

Two initial datasets were used:
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1. 1000 samples, 1000 features, 10 informative features

2. 1000 samples, 2000 features, 20 informative features

2.3.3 Simulation results

The results (Figure 2.2b-i) revealed that model predictive performance remained
largely una ected by preprocessing choices. However, omitting clustering of collinear

features substantially reduced the ability of models to estimate true e ect sizes.

2.3.4 Benchmarking againspyseer

We extended our simulation framework to benchndekpBreakagainst the exist-

ing tool pyseef3. The benchmarking setup simulated datasets with:
~ 1000 samples, 200 total features
~ 10 groups of informative features, with the remainder as noise

~ Gradual addition of collinear features to each group until reaching 10 members per

group

At each step, 50 datasets were simulated, and the performance of both methods was
comparedpyseeioperates on Variant Call Format (VCF) les and phenotype data, applying
elastic net regression to estimate coe cients. It is restricted to binary classi cation and

handles only single alleles per position. We compared the two methods using:
1. Correlation between true coe cients and model estimates
2. Classi cation metrics based on the top 25% of features ranked by importance:

" Precision: fraction of predicted important features that are truly important
" Recall: fraction of truly important features identi ed as important

" F1 score: harmonic mean of precision and recall
16



" Accuracy: overall correctness of feature classi cation

" Matthews Correlation Coe cient (MCC): robust measure under class imbalance

The benchmarking demonstrated clear di erences in robustness to collinearity Fig-

ure 2.3:

" deepBreaksnaintained high correlation with true e ect sizes, strong precision and

recall, and consistent performance across collinearity levels.

~ pyseerexhibited decreasing performance as collinearity increased, with reduced cor-

relation and precision in identifying important features.

Figure 2.3: Performance comparison ofdeepBreaksand pyseerunder increasing feature
collinearity. The plots show how each method performs across various metrics as the number
of collinear features per importance group increases (x-axis). Metrics include: Pearson Correla-
tion - measured between true and estimated feature importance coe cients; Precision - identifying
the top 25% most important features; Recall - identifying important features. Also, the F1 score,
Matthews Correlation Coe cient (MCC), and the Accuracy of both methods were compared. Box-
plots represent values across 50 simulation runs across varying levels of collinearity.

2.4 deepBreaksdenti es amino acids associated with color sensitivity

Opsins are genes involved in light sensitivity and vision, and when coupled with
a light-reactive chromophore, the absorbance of the resulting photopigment in uences

physiological phenotypes like color sensitivity (Figure 2.4a). We analyzed the amino
17



acid sequence of rod opsins because previously published mutagenesis work established
mechanistic connections between 12 speci ¢ amino acid sites and pherfityplesrefore,
we hypothesized that ML approaches could predict known associations between amino acid
sites and absorbance phenotypes. We identi ed opsins expressed in rod cells of vertebrates
(mainly marine shes) with absorption spectra measurememgg, the wavelength with
the highest absorption). The dataset contains 175 samples of opsin sequences, including
samples with experimental mutations. Amino acid sequences were aligned with MAFFT
and trimmed with GBlock® (seé for details). We next appliedeepBreaksn this dataset
to nd the most important sites contributing to the variations ofax.

We analyzed the data with a 10-fold cross-validation, and the best-performing model
on the validation sets was random forest (R2 = 0.54, MAE 4.4, MSE = 46, RMSE = 6.3,
MAPE = 0.0087), followed by Lasso and Lasso Least Angle Regression (Lars). We then
performed hyperparameter tuning using the default parameters provideéeepBreaks
This involved selecting the maximum features for the random forest using either the square
root orlog, functions and adjusting the alpha parameter for both Lasso and Lasso Lars
models. Speci cally, for the Lasso and Lasso Lars models, we searched for the optimal
alpha values in the range of 0.01 to 100, using ve evenly spaced values within this range.
For the random forest model, we explored using either the square riogp,@f the number
of features as the maximum number of features. We found sites 37, 39, 50, 83, 124, 127,
137, 158, 165, 173, 225, 261, and 292 to be important in terms of a ecting ritaex
(Figure 2.4b). Some of these sites are known from published mutagenesis expfitoents
strongly a ect_max. Frazer et & investigated the associations and looked deeply at how
some of these mutations a ect thenax such as A292S and F261Y. For a more detailed
investigation of the positions and their association withax please see Frazer et®al.

Figure 2.4c illustrates the e ects of mutations in positions 261 and 292 of the sequences.
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Figure 2.4. Anatomy of the eye involved in light sensing. athe overall view from a vertebrate

eye, structure of the retina, and position of opsins in rod and cone cells. The gure is created using
BioRender at https://www.biorender.corly,.important positions in opsin amino acid sequences. c,
functional changes in positions 292 and 261 as exemplary witax associated with each amino
acid variant.

2.5 deepBreaksdenti es HIV regions with potentially important functions

Subtypes of the human immunode ciency virus type 1 (HIV-1) group M are di erent
in the envelope (Env) glycoproteins of the virus. These parts of the virus are displayed on
the surface of the virion and are targets for both neutralizing antibodies and cell-mediated
immune respons&% The third hypervariable domain (V3) of HIV-1 gp120 is a cysteine-
bounded loop structure usually composed of 105 nucleotides and labeled as the base (nu
1:26 and 75:105), stem (nu 27:44 and 54:74), and turn (nu 45:53) régioWsnong

all of the hyper-variable regions in gp120 (V1-V5), V3 plays the main role in the virus
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infectivity®®. Here we useleepBreakso identify regions in the V3 loop that are important

in terms of associating the V3 sequences to subtypes B and C. We used the publicly
available Los Alamos HIV Databa&swww:.hiv.lanl.gov) to gather the aligned nucleotide
sequences of the V3 loop of subtypes B and C. We then dropped the repeated samples from
the same patients and the nal dataset contained 35,424 sequences with a combination of
24,042 (67.87%) sequences of subtype B and 11,382 (32.13%) sequences of subtype C.
The maximum length of the sequences was 105 nucleotides. Three distinct communities
(clusters) with potentially di erent biological functions were detected using the ome€lust
based (a zoom-out approach) on V3 loop distances between samples, suggesting there are
variations in the V3 loop with potential functions (Figure 2.5a). We then implemented
deepBreaksa zoom-in approach to identifying important mutations (Figure 2.54b-d). We
split the dataset into 80% train (28340 samples) and 20% test (7084 samples) datasets and
then performed a 10-fold cross-validation on the train set to nd the best model.

Figure 2.5b shows the performance metrics of the top 2 models on test data as well
as cross-validation scores. We then performed hyperparameter tuning using the default
parameters provided bgeepBreakdor the Extremely Randomized Trees (Extra Trees)
model. Speci cally, we searched for the optimal maximum depth values of 4, 6, and 8,
and the number of estimators set to either 500 or 1000. We used a much larger dataset
than the previous studies, and the important positions reportateéyBreaksover all
the previously detected positio¥s Also, several additional positions are reported to be
signi cantly di erent that were not mentioned previously. As previously investigated, the
most important changes are in the stem and turn parts of the V83dggigure 2.5¢). It
has been shown that these sequence di erences cause speci ¢ phenotypic traits and a ect
the role of V3 loop in both virus replication and virus-host interafoff "> Among
the important positions, p52,p53, and p38,p39 show higher importance (Figure 2.5d). It
has been investigated that these positions are responsible for the structure of turn in both

subtypes B and €.
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Figure 2.5: Classi cation of HIV-1 subtypes B and C based on nucleotide sequences of the V3
loop. & cluster analysis of the sequences with ground truth labels from the Los Alamos National
Lab databaseb, results of 10-fold cross-validation (cv) and test data of top 2 classi cation models,
trained to predict the subtypes of HIV-1 based on the V3 logpmportant positions reported by
deepBreakdased on the results of the top three models labeled with the sections of the sequence.
d, stacked bar plots of the top 5 positions that contribute to the classi cation models for predicting
HIV subtypes "B'and "C".

2.6 Novel insights of niche associations in the oral microbiome

Bacterial communities evolve to adapt to novel environmental conditidisand
microbial species tend to adapt at the genome level to the niche in which they live. Here,
we use microbial strain representatives from metagenomics data of healthy adults from the
Human Microbiome Projeét. Each microbial strain representative is a concatenation of
marker genes using the StrainPhlAn tdolvhich generates MSA les per species across
samples (each row in the MSA le represents the species in the corresponding sample). The
input fordeepBreaksonsists of 1) an MSA le with 1006 rows, each a representative strain
of a speci ¢ microbial species, hetdaemophilus parain uenzaewith 49839 lengths of
only marker genes used by strainPhlAn; and 2) labelslémpBreakgrediction are body
sites from which samples were collected: buccal mucosa, supragingival plaque, and tongue

dorsum. We split the dataset into 80% train (805 samples) and 20% test (201 samples)
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datasets and then performed a 75%-25% train-validation split on the train setto nd the best
model. The gradient boosting classi er performed the best on the validation set (Accuracy =
0.89, AUC =0.96, F1 =0.88, Recall =0.88, Precision =0.88), and it also performed the best
on the test set (Accuracy = 0.89, AUC = 0.96, F1 = 0.87, Recall = 0.87, Precision = 0.87).
Figure 2.6a illustrates the important positions in the sequence, and there are some positions
within a speci ¢ range that have similar importance values. With respect to location, buccal
mucosa and supragingival plaque are clé&and have similar mutation rates compared to
tongue dorsum (Figure 2.6b). The mutations block of position 2100-2350 are speci cally
in energy transducer TonB protein (Pfam Id: PF03544, Gen bank: QOR16081.1). In
gram-negative bacteria, which have a distinctive two-membrane envelope structure, TonB
plays a crucial role in the energy transduction system from cytoplasmic membrane (CM) to
the outer membrane (OM)36,37. The OM helps gram-negative bacteria to adapt and thrive
in diverse environments, and mutations in Tonb can a ect the nutrient transfer to OM36.
TonB-ExbB-ExbD complex transfers energy from protons in Gram-negative bacteria (e.g.,
Haemophilus parain uenzaé di erent oral sites), helping outer membrane receptors
absorb irof’®. This suggests environmental conditions such as pH and temperature in oral
sites potentially cause microbial species mutation to adapt to the niche in which they live.
The mutations in a block of positions 20150-20200 are associated with mutations in outer
membrane protein assembly factor BamC (NCBI protein ID: QOR23430.1). BamC is a
member of a complex group of proteins known\abarrel assembly machinery (BAM),
which are responsible for folding and inserting OM proteins into the memBtaiidiese
ndings show that mutations in proteins that are associated with the OM play important

roles in helping the bacteria live in di erent niches.

2.7 deepBreakgeveals important SARS-CoV-2 regions associated with Alpha and
Omicron variants

Without a procedure for correcting the replication, RNA viruses are more prone to

mutations than organisms with DNA Most mutations in the SARS-CoV-2 genome do
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Figure 2.6: Mutations in Haemophilus parain uenzagrom human oral systems are associated
with sampling sites. g aggregated importance of positions across the top three mdijeiscked
barplot of three top positions showing the frequency of nucleotides in each position for di erent
niches.

not a ect the functioning of the virus. However, mutations in the spike protein of SARS-
CoV-2, which binds to receptors on cells lining the inside of the human nose, may make
the virus easier to spread or a ect how well vaccines protect people. Other mutations may
lead to SARS-CoV-2 being less responsive to treatments for COVBS£9 Variants of
SARS-CoV-2 have been categorized into multiple variants, but based on their e ect on
public health, ve of these Alpha, Beta, Delta, Gamma, and Omicron have been
labeled as variants of concern and associated with enhanced transmissibility and increased
virulencé*8% We used the publicly available data from GSADand obtained 10,000
sequences of spike protein region for SARS-CoV-2 samples of the Alpha variant one

of the rst variants of concern identi ed by the WHO and 10,000 sequences of the
spike protein region for SARS-CoV-2 samples of the Omicron variant one of the newest
variants of concern identi ed by the WHO. Then, we used MAEFWith PAM 200*" to

align these sequences with the reference sequence spike protein (NCBI accession: NC_-
045512.2). The nal data set after dropping the replicates consisted of 9,863 sequences
of the Alpha variant and 9,618 sequences of the Omicron variant (19,481 total samples).
Then, we usedleepBreakdo analyze the data and nd the most important (predictive)
positions in these sequences in terms of classifying the variants (Figure 2.7a). We split
the dataset into 80% train (15,585 samples) and 20% test (3,897 samples) dataset and then

performed a 70%-30% train-validation split on the train set to nd the best model. The
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gradient boosting classi er performed the best on the validation set (Accuracy = 0.99, AUC
=0.99, F1=0.99, Recall =0.99, Precision = 0.99), and it also performed the best on the test
set (Accuracy = 0.99, AUC =0.99, F1 = 0.99, Recall = 0.99, Precision = 0.99). We then
performed hyperparameter tuning using the default parameters providksetpreakor

the Random Forest and Gradient Boosting Classi er (GBC) models. For the Random Forest
model, we explored using either the square root>d, of the number of features as the
maximum number of features. For the Gradient Boosting Classi er, we tested maximum
depth values ranging from 3 to 5, maximum features using either the square redor

of the number of features, 200, 500, and 800 estimators, and learning rates ranging from
0.001 to 0.1 with two evenly spaced values. The mutations in this part of the sequence
were highly correlated and happened almost concurrently. This was also mentioned in an
earlier stud§®. We have shown 6 of the positions with mutations in these sequences and
their detailed changes in Figure 2.7b. These di erences between the Omicron and Alpha
variants, observed mostly concurrently in the spike protein, have di erent e ects on the

virus.

Figure 2.7: Classifying the SARS-CoV-2 variants based on the spike protein sequences, a
important positions in the spike protein (S) of SARS-CoV-2 in terms of predicting Alpha and
Omicron variantsb, details of how the mutations appear in variants.

G142D was initially detected in the SARS-CoV-2 Delta variant spike protein's
N-terminal domain is associated with increased viral load and possible immune evasion,
showing recurrent back mutations, which may re ect viral adaptation to host immunity
and a ecting the e ectiveness of neutralizing antibodies from both prior infections and
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vaccine88. G341D is associated with antibody escape and mild illné¥se$371F

and S375F reduce its infectivity but also decrease its susceptibility to neutralization by
vaccine-induced and therapeutic antibodies, contributing to Omicron's dominance in the
COVID-19 pandemic and its fast spread among hurifafls S373P increases the me-
chanical stability of the receptor-binding domain (RBD) and strengthens its binding to the
angiotensin-converting enzyme 2 (ACE2) receptor, likely contributing to the variant's en-
hanced infectivity>. K417N enhances binding to the ACE2 receptor while signi cantly
reducing the e ectiveness of neutralizing antibodies, which may contribute to increased
viral spread and challenges for vaccine e cdéy N440K enables the virus to evade an-
tibody neutralization, potentially increasing reinfection and reducing vaccine e ¥acy
S477N increases binding a nity for the ACE2 receptor by forming additional hydrogen
and hydrophobic bonds, enhancing viral stability and potentially aiding in immune sys-
tem evasiof?. T478K, which was initially detected in the Delta variant, located near the
E484K in Omicron, is associated with antibody escape and resistance to certain mono-
clonal antibodies, including bamlanivimab and those targeting the RBD and N-terminal
domain (NTD) region¥. S477N and E484K confer resistance to neutralization by multiple
monoclonal antibodies and convalescent sera, potentially compromising the e cacy of vac-
cines and therapeutic antibodlésQ493R increases its a nity for the ACE2 receptor and
enhances antibody resistance, contributing to the variant's heightened infectiousness and
immune evasiotf 1°°. Q493R and Q498R signi cantly enhance binding a nity to human
ACE2, potentially increasing transmissibility and immune eva$tbi’2 Y505H enhances
molecular exibility, potentially increasing its interaction with the human ACE2 receptor
and contributing to the variant's infectivity. N679K reduces viral replication in vitro

and disease severity in vivo, potentially impacting transmission dynamics by conferring a
replication advantage in the upper airway. This mutation leads to decreased spike protein
levels during infection, highlighting its signi cance for understanding Omicron's behavior

and implications for infection control strategt€$ H655Y, which was initially detected in
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the Gamma variant, enhances infectivity by stabilizing the spike protein in a conformation
that promotes ACE2 binding, potentially contributing to the emergence of more transmis-
sible and immune-evading variants. This substitution is also associated with changes in
antigenicity, enabling evasion from human monoclonal antibodies targeting th&Xitfs

N969K induces signi cant structural changes in the heptad repeat 2 (HR2) backbone, re-
ducing the e cacy of Wuhan strain-based fusion-entry peptide inhib#¥rd% N969K
impairs infectivity, while N764K moderately enhances it. These mutations, along with oth-
ers, contribute to Omicron's enhanced transmission, immune evasion, and dominance in the
COVID-19 pandemic by a ecting spike protein processing, function, and susceptibility to
neutralization by vaccinated individuals' sera and therapeutic antib8di@g96Y enables

the variant to evade antibodies generated by prior infections or vaccinations, potentially con-
tributing to its ability to cause infections in individuals with pre-existing immunity to other
SARS-CoV-2 variant®®. These mutations suggest alternative routes for viral evolution
and highlight the critical need to understand their physicochemical properties to develop

e ective therapeutic interventions against diverse strains of SARS-CoV-2.

2.8 Discussion

In this study, we provided an integrated generic approach to nd the most dis-
criminative changes in a sequence in association with a given phenotype of interest. Our
approach is based on rst training accurate ML models and then using their information
to interpret the predictive power of each position in the sequence data. However, having
an accurate predictive model for sequence-to-phenotype studies is a challenging task. One
of the major challenges in training an accurate model is rooted in the high-dimensional
MSA les with lengthy sequences and a limited number of samples, known as the curse of
dimensionality!®. The other tremendous challenge for training and interpreting the models
is the collinearity between positions of an MSA le, which has a negative e ect on the

performance of the modeéls We showed that by implementing multiple ltering methods
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in the data preprocessing stafgepBreaksiot only nds the most accurate model based

on the given data but also allows for the interpretation of the trained models. To justify
our approaches in terms of dealing with the redundancy of features and multicollinearity,
we also conducted a simulation study on multiple datasets with di erent levels of collinear
features. The results of these simulation studies show that our method not only reduces data
dimensionality by clustering collinear features and removing redundancy, but also enables
models to accurately estimate feature importance under varying levels of multicollinearity.
In contrast, existing tools such as pyseer exhibit a decline in performance in the presence
of feature collinearity (see section 2.3). We also evaluated the performadeepBreaks

on real data with 4 di erent datasets. For each stul®gpBreakpointed out the important
positions in the sequences relative to phenotypes of interest. Some of the reported positions
were targeted for individual experimental studies, and some of the important positions have
not been mentioned in the literature before, opening new topics for further research. Fi-
nally, by applyingdeepBreaks di erent scenarios ranging from predicting a continuous
phenotype, such as light sensitivity with amino acid sequences of opsins, to categorical
phenotypes, such as di erent niches of Haemophilus parain uenzae based on its genome

sequence, and nding signi cant results, we showed its wide applicability.

2.9 Data availability

To facilitate the use of this tool, we have provided it as an open-source Python
library, along with various sample codes, tutorials for installation and usage, the data used
in this study, and the notebooks used to produce the results, all availabtgst
/[github.com/omicsEye/deepbreaks . A Docker image ofdeepBreakswith
instructions on how to run the tool is available hdtps://hub.docker.com/r/

omicseye/deepbreaks-dc
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3.1 Introduction

DNA is a languag& '3 with many unexplored aspects due to the challenges
associated with experimentally validating the function of genetic elements on a genome-
wide scale and the diversity of function across evolutionary timesdale§enomics and
metagenomics® have transformed data availability primarily due to rapid advancements in
high-throughput sequencing (HTS) technologieShese technologies have catalyzed the
era of big data in genomics, generating vast amounts of information with precision and detalil
across the tree of lif¢*. Improvements in HTS technologies have increased accessibility
and cost-e ectiveness in sequencing nucleic acids from across evolutionary divét8ity
However, a remaining challenge lies in extracting meaningful insights from this data deluge
in a computationally e cient manner, which is where machine learning (ML) and deep
learning (DL) techniques have emerged as invaluable &8olsGenomics bene ts from
combining massive amounts of data and the power of transformers, speci cally language
models, to decode and infer biological insights from DNA sequences. By o ering these
pretrained models, most of the bioinformatics analysis processes will be streamlined, saving
practitioners time and computational resources. The application of the pretrained model
will expedite scienti ¢ discoveries in the eld of bioinformatics by identifying previously
unseen patterns and uncovering unstructured connections between DNA elements, providing
a distinct advantage over traditional alignment-based approaches.

The application of DL to DNA sequences initially targeted speci ¢ biological prob-
lems. Early studies explored neural network implementations for various tasks, including
splice site predictioht’, modeling genetic responses to speci ¢ medicattdfjsdentifying
chromatin accessibility predictidt’, transcription factor binding sité€, and performing
taxonomic pro lingtt1- 121122 |n contrast to these studies, which focused on training sep-
arate models for speci c tasks, language models o er a more generalized approach. DNA

foundation models are rst pretrained on large-scale genomic sequences, allowing them to
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develop a broad understanding of genomic patterns and structures. Once pretrained, a sin-
gle model can be adapted to a variety of speci c tasks through ne-tuning, eliminating the
need to train separate models for each individual applicktibit: 113122 This exibility

makes language models a powerful tool for a wide range of evolutionary genomic analy-
ses. DNABERT'? s a pretrained bidirectional encoder model based on the bidirectional
encoder representations from transformers (BERT) architééfuteined with the human
genome and designed to capture nucleotide context and improve genomic DNA sequence in-
terpretation. Although DNABERT showed promising results for predicting gene regulatory
elements such as promoters and transcription factor binding sites, its original implemen-
tation had technical limitations, including overlappikgner tokenization and restricted
handling of long input sequencdéd Despite these challenges, DNABERT demonstrated
generalization across mammalian species, highlighting the potential for further advance-
ments in genomic language models. DNABERT-2 builds on the original DNABERT model
by addressing the limitations &mer tokenization, which caused ine ciencies in compu-
tation and sample processfitg The overlapping-mer tokenization, as discussed in the
DNABERT-2 study, is not ideal for masked language modeling because each kerem)(
contains information from adjacent tokens, leading to signi cant information ledkage

By replacingk-mer with byte-pair encoding (BPE) DNABERT-2 improves tokenization

e ciency and scalability, allowing better handling of longer input sequences and reduc-
ing time and memory costs. This re ned model enhances the ability to decode genomic
sequences with greater computational e ciency and model perfornahcehis tokeniza-

tion method was then implemented in other studies, such as GRE&YE#mich trained a

BERT model with the same architecture, only using the human genome assembly GRCh37
as pretraining dataset. The Nucleotide Transformer mételsveloped to enhance molec-

ular phenotype prediction from DNA sequences, leverage data from an updated human
genome (GRCH38/hg38), and additional 3,202 high-coverage human genomes, and 850

genomes from a diversity of species across bacteria, fungi, protozoans, invertebrates, ver-
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tebrates, and mammals. Their models demonstrated the ability to transfer learning among
tasks and outperform specialized methods on multiple prediction tasks, even in low-data
settings. Nucleotide Transformer v2 enhances e ciency by incorporating rotary positional
embeddings, Gaussian error linear units (GELUs), multi-species datasets, and longer input
sequences (2,048 tokens instead of 512), enabling it to process longer genomic contexts
and improving performanéé& However, the nucleotide transformer models use a tokenizer
based on non-overlappittgmers, processing sequences from left to right. This di ers from

the BPE tokenizer, which segments sequences into the longest and most frequent available
k-mers, ranging from single nucleotides to larger subwords. The authors of the Nucleotide
Transformer model$ also introduced a comprehensive set of benchmark datasets, focusing
on the human genome, to evaluate the generalizability of the genomic language models.
These datasets include tasks relatechtomatin pro les regulatory elementandsplicing

In this chapter, we develop innovative DNA sequence decoding and prediction strate-
gies using advanced language models, and benchmark each step to provide a comprehensive
roadmap for genomic language model development. To facilitate the understanding and de-
coding of DNA sequences, we employ a set of encoder architectures, namely DEBERTa
and ESM® 16 and introducesegLens models (Figure 4.1a).

We selected the DeBERTa-v2 architecture, which preferentially selects smaller
models and achieves superior performance in data-scarce scenarios compared to other
model$3. The disentangled attention mechanism, which separately encodes content and
position in DeBERTa, speci cally allows it to model token relationships more e ectively
with fewer parametets. We also explored the ESM architecture with rotary positional
encoding®®>. The ESM model was originally designed for protein structure prediction
and design, but implementing this encoder architecture with rotary positional encoding
demonstrated promising increased performance when trained on DNA seddences

To train thesegLens models, we curated two pretraining datasets. First, a dataset

includes 19,551 representative genomes from the National Center for Biotechnology In-
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formation (NCBI) database. This dataset predominantly includes bacterial genomes (over
18,000). The second dataset is an extended version of the multi-species pretraining dataset
used in the Nucleotide Transformé&tstudy by adding 499 archaea genomes and 5 eu-
karyotic genomes (see subsection 3.2.1). The benchmarking results on various applications
indicate that model performance is signi cantly in uenced by tokenization methods, ar-
chitectural design, parameter size, training steps, and the domain of pretraining data (see
subsection 3.3.3)

To tokenize DNA sequences, we employed a dynamic approach using B#tich
allows exible token lengths (Figure 4.1). Our experiments demonstrate that dynamic
tokenization accelerates model convergence and results in a lower training and validation
loss than the&k-mer-based tokenization (subsection 3.3.1). We implemented and trained
segLens models based on DeBERTa#/awith and without disentangled attention) and
ESM architecture’$ 18, using a context length of 512 and various hyperparameter con g-
urations (see Figure 4.1a, Figure 3.3, and subsection 3.3.2 for details). Our results show
that incorporating disentangled attention with relative positional encoding is particularly
e ective, as this architectural choice improves tbegLens models' ability to capture
relevant features from DNA sequences (see subsection 3.3.3).

For optimized ne-tuning, we investigated the low-rank adaptation (LoRA) ap-
proach, a parameter-e cient ne-tuning method that signi cantly reduces the number
of trainable parameters, making it well-suited for resource-constrained enviroffients
However, our analysis identi es a critical trade-o : while LORA excels in computational
e ciency, it consistently underperforms compared to full ne-tuning in terms of model
performance. These ndings suggest that the e ciency gains achieved through LORA
come at the cost of reduced performance, particularly in tasks requiring nuanced under-
standing or complex feature extraction. We also explored alternatives to conventional use
of the<cls> token in classi cation models and investigated three approaches: 1) mean

pooling, 2) max pooling, and 3) concatenation<afs> , mean pooling, and max pooling
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(<cls>|Mean|Max ) (Figure 4.1b). Our results indicate that thels> token does not
consistently yield the best performance and in some cases, passing the mean pooling or
<cls>|Mean|Max can improve the performance of the classi er. We also found that
max pooling was less e ective for classi cation tasks compared to the other methods (see
subsection 3.3.10). Finally, we analyzed the vector representations of DNA sequences
through the model and assessed how ne-tuning shifts these representations. Using clus-
tering metrics, we found that max pooling produces vector representations that are more
aligned with the actual sequence categories. Fine-tuning further enhances this alignment,
demonstrating its importance for downstream performance. Lastly, we explored continual
pretraining (Figure 4.1b) and demonstrated that, when applied with domain-speci c data, it
substantially enhanced model performance on downstream tasks, facilitating e ective adap-
tation to specialized domains (see subsection 3.3.10). Since biological datasets often su er
from limited annotated data, making it impractical to train language models solely on small
datasets, domain adaptation presents a viable approach to leveraging pretrained models
e ectively. Based on these ndings, bioinformaticians can adapt a generic DNA model to
their speci ¢ domain using unannotated genomic data from their area of interest (e.g., tax-
onomic focus such as fungi, and/or genomic focus such as antibiotic resistance). Following
domain adaptation, the model can then be ne-tuned on the limited annotated data avail-
able, improving its performance on domain-speci c tasks. We also evaluate our models'
understanding of evolutionary relationships by analyzing the embeddings and comparing
performance against existing genomic language models. Our comprehensive benchmarking
demonstrates that these methodological advances signi cantly enhance genomic language
model performance, with one of tseqLens models outperforming similar-sized models

in 13 of 19 benchmarking tasks, establishing a robust framework for developing future
genomic language models that are more e ective, adaptable, and capable of addressing

complex biological questions.
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