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Abstract of Thesis

Systematic Evaluation of Noise-Aware Training and Preprocessing for Lightweight Speech
Emotion Recognition

Speech Emotion Recognition (SER) enables systems to classify a speaker’s emotional
state from their voice and is applied in domains such as driver monitoring, telemedicine, call
center analytics, and assistive robotics. While deep learning (DL) has driven recent advances,
these models require substantial computational resources, making them unsuitable for many
real time or embedded deployments. Traditional machine learning (ML) pipelines offer a lighter
alternative but are highly vulnerable to environmental noise, a persistent challenge in real
world use. This paper presents a systematic, deployment-oriented evaluation of how far
traditional ML based SER can be pushed toward noise robustness using practical techniques.

Using the RAVDESS dataset, eGeMAPSv02 acoustic features extracted with OpenSMILE,
and Support Vector Machine (SVM), and Random Forest classifiers, three noise types (white,
pink, babble) were applied at four signal to noise ratios (20, 10, 0, —10 dB). The study combines
noise aware data augmentation with two signal preprocessing methods—spectral subtraction
and Wiener filtering—to evaluate their effects across all noise conditions. Baseline models
trained only on clean audio saw performance collapse under noise and had accuracy dropping
from 64.6% in clean conditions to as low as 13% at severe noise levels. Implementing noise
augmented training improved mild noise accuracy to 52.1% while maintaining clean speech
performance (67.4%). Preprocessing methods such as spectral subtraction further boosted
performance in severe noise (up to 29.3% accuracy). These findings show that traditional ML

based SER systems, when augmented and preprocessed effectively, can retain a more than
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functional degree of robustness while operating at a fraction of the computational cost of DL
models. This trade off suggests that traditional ML based SER systems are not only viable but

competitive in deployment environments where resources are constrained.
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Chapter 1 — Introduction
1. Introduction

1.1 Overview of Speech Emotion Recognition

Speech Emotion Recognition (SER) is a subfield of affective computing
that enables computational systems to identify and respond to human emotions
expressed through speech [1]. It integrates methods from speech processing,
psychology, and machine learning, with applications in domains such as driver
monitoring [2], healthcare diagnostics [3], call-center analytics [3], education
technology [4], and assistive robotics [5]. Accurate and robust SER can enhance
user experience, support decision-making, and enable adaptive, context-aware
systems [4].
1.2 Current Approaches and Limitations

In recent years, DL architectures, like convolutional neural networks
(CNNs), recurrent neural networks (RNNs), and transformer-based models have
managed to achieve state of the art performance in SER [1]. These models learn
directly from raw audio or spectrogram representations and have demonstrated
strong performance in both clean and noisy conditions [3]. However, they require
substantial computational resources, large annotated datasets, and specialized
hardware such as GPUs or TPUs [6], which limits their practicality in embedded,
mobile, or other resource-constrained environments [7].

Traditional machine learning pipelines, typically using handcrafted

features such as those in the eGeMAPSv02 set [8], remain suitable for these
low-resource settings due to their reduced complexity and efficiency [9]. Despite

these advantages, these traditional systems are known to degrade sharply under
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acoustic noise, with even moderate interference leading to substantial losses in

accuracy [10].
1.3 Research Gap

Noise robustness has been studied extensively in Automatic Speech
Recognition (ASR) [11] and in DL based SER systems [3], but there is
comparatively little systematic research on how far traditional ML pipelines can
be engineered to withstand realistic noise conditions [12]. Existing studies often
focus on a narrow set of noise types, hybrid machine learning and deep learning,
or limited SNR conditions, making it difficult to assess their general
applicability. Furthermore, prior work rarely positions traditional ML as a viable
alternative to deep learning in real world environments.
1.4 Research Objectives and Contribution

This thesis addresses these gaps by conducting a comprehensive,
deployment-focused evaluation of noise robustness in traditional ML-based SER
systems. Using the RAVDESS dataset [13], eGeMAPSv02 acoustic features
extracted with OpenSMILE [8], and two commonly used classifiers—Support
Vector Machines (SVM) and Random Forests [20]—the study evaluates
performance under three noise types (white, pink, babble) and four SNR levels
(20, 10, 0, —10 dB). Two practical robustness strategies are examined and
layered: (1) noise-aware data augmentation and (2) preprocessing with spectral
subtraction and Wiener filtering.

By testing all combinations of noise type, SNR level, classifier, and

robustness strategy, this work quantifies the performance of traditional ML in
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noisy SER tasks. Results show that, when engineered systematically, these

pipelines can achieve promising robustness while operating at a fraction of the
computational cost of deep learning models. This positions traditional ML as a
viable, efficient, and interpretable solution for SER in embedded or
resource-limited deployments where deep learning’s requirements often make it

impractical.
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2. Related Work and Background

2.1 Overview of Speech Emotion Recognition

Speech Emotion Recognition (SER) is a branch of affective computing focused
on automatically identifying the emotional state of a speaker from speech [1]. It draws on
techniques from speech processing, psychology, and machine learning to provide systems
capable of interpreting human affect in real time [4]. Applications are wide-ranging, from
driver monitoring [2] and healthcare diagnostics [3] to call-center analytics [3], education
technology [4], and assistive robotics [5].

Traditional SER pipelines typically follow a sequence of stages: speech
acquisition, preprocessing, feature extraction, classification, and evaluation. Handcrafted
feature sets such as eGeMAPSv02 [8] are widely used due to their interpretability and
efficiency [9]. These systems are computationally lightweight and train effectively on
smaller datasets, making them suitable for embedded systems and environments where
resource management is strict. However, they are vulnerable to noise, which can obscure
emotion identifying acoustic cues and cause significant drops in accuracy [10].

2.2 Deep Learning Approaches in SER

Deep learning has become the dominant paradigm in SER research, offering
pioneering performance on multiple benchmark datasets [1,3]. Architectures such as
convolutional neural networks (CNNs), recurrent neural networks (RNNs), CNN-LSTM
hybrids, and transformer based models learn directly from raw waveforms or spectrogram
representations [14,18], removing the need for handcrafted features.

Performance gains are substantial in clean conditions. For example, CNN-LSTM

hybrids have achieved over 95% accuracy on the RAVDESS dataset [3], while
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transformer-based models and Xception variants have approached 98% [1]. Under noisy

conditions, architectures like Wave-U-Net have demonstrated resilience, with accuracy
drops of only 3—-5% at 0 dB SNR [3], far outperforming traditional ML models trained
solely on clean speech.

2.3 Computational Cost of Deep Learning vs. Traditional ML

Due to their performance, deep learning models demand large amounts of
computation, memory, and energy. State of the art SER architectures often contain tens of
millions of parameters and require GPU or TPU acceleration for real time inference [6].
For example, transformer based SER models can require over 100x the floating-point
operations per second (FLOPS) of an SVM with handcrafted features [7].

By contrast, traditional ML pipelines using eGeMAPSv02 features with SVM or
Random Forest classifiers run efficiently on standard CPUs, with minimal inference
latency and low energy consumption. Feature extraction using OpenSMILE is
computationally efficient, and trained model inference is almost instantaneous. This
efficiency makes traditional approaches suitable for embedded systems, IoT devices, and
applications where latency is critical. It is exactly in these deployment scenarios where
computational requirements can make deep learning a cumbersome and impractical
option.

2.4 Noise Robustness in SER

Noise robustness has been a significant research focus in Automatic Speech
Recognition (ASR) [11], where techniques such as spectral subtraction, Wiener filtering,
and multi-condition training are well established. In SER, much of the noise-robustness

research has focused on deep learning models [3], which often employ spectrogram
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masking, adversarial training, or domain adaptation to handle noisy conditions.

Traditional ML based SER has received comparatively less attention in this area
[12]. Some studies have explored data augmentation by adding synthetic noise to training
sets, while others have tested preprocessing methods like spectral subtraction and Wiener
filtering [21]. However, many of these efforts are narrow in scope as they evaluated only
a single noise type, hybrid techniques combining ML and DL, a single classifier, or
limited SNR levels. This makes it difficult to assess their general applicability in real
world, resource limited conditions.
2.5 Refining Traditional ML to Compete with Deep Learning

Several recent studies have attempted to refine and enhance traditional ML
pipelines to close the performance gap with deep learning. Comparative analyses have
shown that combining robust handcrafted features with extensive data augmentation can
significantly improve ML performance in noisy environments [22]. Other work has
explored ensemble methods and feature fusion, integrating handcrafted descriptors such
as eGeMAPSv02 with deep model embeddings to achieve competitive results while
retaining some computational efficiency [23].

Classifier innovations have also been proposed, such as improved weighted
SVMs designed to emphasize discriminative features and reduce noise sensitivity [19].
While these approaches demonstrate that traditional ML can be improved through careful
engineering, there have been minimal studies done combining multiple robustness
strategies without using any DL techniques. To see how far ML techniques can be pushed
to compete with DL, this paper utilized augmentation and preprocessing in a systematic

evaluation across multiple noise types, SNRs, and classifiers.
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2.6 Summary and Research Positioning

The literature shows a clear performance advantage for deep learning in SER,
especially under noisy conditions. However, this comes at a significant computational
cost, limiting deployment in resource-constrained environments. Traditional ML
pipelines remain fit for these contexts but require targeted robustness strategies to remain
competitive.

This thesis builds on prior work by conducting a comprehensive, deployment-
oriented evaluation of traditional ML based SER robustness. It systematically assesses
the effects of noise-aware training and signal preprocessing across three noise types, four
SNR levels, and two classifiers, using the RAVDESS dataset and eGeMAPSv02 features.
By quantifying the extent to which these pipelines can approach deep learning-level
robustness while maintaining low computational cost, this work provides both a
performance benchmark and practical guidance for deploying SER in real world and

resource-limited scenarios.
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3. Methodology

This study evaluates the noise robustness of traditional machine learning—based Speech
Emotion Recognition (SER) systems through a systematic set of experiments. The methodology
covers dataset preparation, feature extraction, noise simulation, preprocessing, training strategies,
and performance evaluation. All procedures were designed for reproducibility and to reflect
real-world deployment constraints

3.1 Experimental Environment

Experiments were conducted in Google Colab, with Google Drive integration
used for persistent storage of datasets, extracted features, trained models, and generated
results. The software environment included Python 3.10 with opensmile for feature
extraction, noisereduce and audiomentations for noise processing and augmentation,
librosa and soundfile for audio handling, and scikit-learn for classifier implementation.

Visualization of results was performed using matplotlib and seaborn. All computations

were performed on a CPU which reflects the intended deployment on resource

constrained environments.

3.2 Dataset and Data Splitting

The Ryerson Audio-Visual Database of Emotional Speech and Song (RAVDESS)

[13] was used as the primary dataset. RAVDESS contains 1,440 audio recordings from

24 actors (12 male, 12 female) performing two lexically neutral sentences across eight

emotion categories. All recordings were captured at 48 kHz in clean studio conditions,

which made them suitable for controlled noise simulation. The distribution of emotions

across the RAVDESS dataset is provided in Figure 1.
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RAVDESS Dataset: Emotion Distribution
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Figure 1: RAVDESS Dataset Emotion Distribution

Data was split into training and test sets using a stratified approach to preserve
emotion and speaker distributions across both sets. The training set comprised 80% of the
data (1,152 recordings), with the remaining 20% (288 recordings) reserved for testing.
The same split was used across all experimental conditions to ensure comparability.
3.3 Feature Extraction

Acoustic features were extracted from each audio recording using the
eGeMAPSv02 configuration of the OpenSMILE toolkit [8]. This standardized set
contains 88 features, including frequency, energy, spectral, and voice quality related
measures, along with statistical functionals like means, standard deviations, percentiles,
and regression slopes.

All recordings were resampled to 16 kHz before feature extraction to maintain
consistency. Formally, if S; denotes the waveform of the i-th speech sample, the feature
extraction process can be expressed as seen in equation 1 below. Note that x; represents

the extracted feature vector and all feature vectors were stored in tabular format for

9
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subsequent model training and evaluation.

x; = eGeMAPSv02(s;) (1)

3.4 Noise Simulation

To evaluate robustness under noise, clean speech signals were artificially
corrupted with additive noise. Three types of noise were considered: white noise, which
has constant energy across all frequencies; pink noise, which has greater energy in lower
frequencies; and babble noise, which consists of overlapping speech from multiple
speakers. The severity of the noise was controlled using the signal-to-noise ratio (SNR),
as seen in equation 2 below.

SNRyz = 10logy, Fsignat (2)
P noise

Psignal and Phoise represent the root-mean-square (RMS) powers of the clean speech and
noise signals, respectively. For each noise type, recordings were generated at SNR levels
of 20 dB, 10 dB, 0 dB, and —10 dB. The noise addition process was performed by scaling
the noise waveform to achieve the desired SNR and mixing it with the speech signal. The
noisy recordings were processed with the same feature extraction procedure used for the
clean recordings.

3.4.1 Noise Types and Generation

White noise was generated by drawing samples from a Gaussian
distribution, producing a broadband, uncorrelated signal that affects all
frequencies equally and models synthetic interference such as electronic hiss.

Pink noise was created by filtering white noise in the frequency domain

1C
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using a 1/7f response, resulting in greater energy at lower frequencies and better
matching many natural or mechanical environments.
Babble noise was synthesized as the sum of multiple sine waves at speech-
like frequencies (100—1600 Hz) with random amplitudes and phases,
approximating the spectral overlap of multiple simultaneous talkers in real-world
settings.
All noises were generated programmatically at a 22.05 kHz sampling rate and resampled
to 16 kHz to match the speech data. Noise signals were scaled to target SNRs using
precomputed gain factors before being mixed with clean utterances. This combination of
stationary (white, pink) and non-stationary (babble) noise provided a diverse testbed,
simulating both controlled and dynamic deployment conditions.
3.5 Preprocessing Methods

Two signal-level preprocessing techniques were applied to the noisy audio prior
to feature extraction in certain experiments. Spectral subtraction operates by estimating
the average noise spectrum during non-speech segments and subtracting it from the noisy

speech spectrum as seen in equation 3.

S(H =Y() - N() (3)

Y(f) 1s the noisy speech spectrum and N(f) is the estimated noise spectrum. Wiener
filtering, on the other hand, applies a statistical approach to suppress noise by weighting
each frequency bin according to the estimated ratio of speech to total signal power as

shown in equation 4.

Sxx(f)
Sex(f) + Snn ()

11

H() = (4)
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Sw(f) and Sy.(f) denote the power spectral densities of the speech and noise signals,
respectively. These preprocessing methods were applied separately to create distinct
experimental conditions.
3.6 Noise-Augmented Training

In addition to training done on clean speech, noise-augmented training was
implemented. The augmented training dataset combined the original clean samples with
noisy versions of the same utterances at various SNR levels and noise types, expanding
the training set by a factor of three using a stratified approach. This approach exposed the
classifiers to a wide range of acoustic conditions during training, enabling them to learn
decision boundaries that generalize better to noisy test data. The test set remained
unchanged to ensure an unbiased evaluation.
3.7 Classifier Training

Two classifiers were ultimately evaluated: Support Vector Machines (SVM) with
a radial basis function (RBF) kernel and Random Forests. Hyperparameters were tuned
using five-fold cross validation on the training set. For SVM, the regularization parameter
C and kernel coefficient y were optimized over logarithmically spaced search grids. For
Random Forests, the number of trees and maximum tree depth were tuned to maximize
validation accuracy. Classifier training and testing were performed using the scikit-learn
library.
3.8 Evaluation Metrics

Performance was primarily evaluated using classification accuracy, defined as the
number of correct predictions divided by the total predictions as well as unweighted

average recall (UAR), defined as shown in equation 5.

12
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1 TP
k
UAR = — z —_— 5
K L.TP, + FN, (%)
k=1

K 1s the number of classes, and 7P, and FNj are the true positives and false negatives for
class k, respectively. Results were reported separately for each combination of noise type,
SNR level, training condition, and preprocessing method, allowing for a detailed

assessment of the relative contributions of noise-augmented training and preprocessing to

noise robustness.

13



4. Results

Chapter 4: Results

This section presents the performance of the Support Vector Machine (SVM) and

Random Forest classifiers under clean and noisy conditions, as well as the improvements

achieved through noise-aware training and signal preprocessing. All results are reported in terms

of classification accuracy and unweighted average recall (UAR) to provide both overall and

class-balanced perspectives. A summary of the accuracy metrics through the pipeline is provided

in Table 1 and represented in Figure 2.

Table 1: SVM (RBF) Summary of Average Performance
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Figure 2: Clean vs Noise-Augment Heatmap Comparison
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Chapter 4: Results
4.1 Baseline Performance on Clean Speech

When trained and tested exclusively on clean speech, the SVM with an RBF
kernel achieved an accuracy of 64.6% and a UAR of 64.2%. The Random Forest
classifier achieved slightly lower performance with an accuracy of 61.8% and a UAR of
61.0%. These results establish the upper-bound performance for the models developed
through the pipeline under ideal recording conditions. The corresponding confusion
matrix and bar chart in Figure 3 demonstrate that the SVM (RBF) classifier performed
best on calm, surprised, and fearful samples, while exhibiting more frequent
misclassifications between neutral, happy, and sad.

Confusion Matrix - SVM (RBF} 30 1o Per-Emotion Accuracy - SVM (RBF)

,_.
&
Accuracy

-10

sad -

angry
fearful -
disgust -

'
=
E z
il o
&3 @
=

surprised

Emotion

Predicted Emoation

Figure 3: SVM (RBF) Baseline Performance Emotion Confusion Matrix and Per-Emotion

Accuracy Bar Chart
4.2 Performance Degradation Under Noise
Introducing background noise at test time resulted in substantial accuracy
reductions for both classifiers. For the SVM, at moderate noise levels accuracy dropped
to 27.8% for white noise at 20 dB SNR, 24.0% for pink noise at 10 dB SNR, and 26.4%

for babble noise at 20 dB SNR. Under severe noise conditions of 0 dB or —10 dB SNR,

15
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accuracy for both classifiers approached random chance level, ranging between 13% and

15%. These trends are visualized in Figures 4-6, which plots accuracy against SNR for
each noise type. The slopes of the curves illustrate the pronounced vulnerability of
clean-trained models to noise, particularly for pink and babble noise. This is because
those noise types more aggressively mask both spectral and prosodic features critical for
emotion recognition. Note that on these figures 30dB SNR represents clean audio tests
with little to no perceptible noise. The accuracy heatmap in Figure 8 further illustrates the
performance of clean trained SVM under noisy conditions. Similar trends were observed
for UAR, with declines exceeding 50% relative to the clean-speech baseline as shown in
Figure 7.

Accuracy vs. SNR for Babble Noise
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Figure 4: Babble Noise Accuracy vs SNR for Noise-Augmented and Clean Trained SVM (RBF)
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Accuracy vs. SNR for Pink Noise
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Figure 5: Pink Noise Accuracy vs SNR for Noise-Augmented and Clean Trained SVM (RBF)
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Figure 6: White Noise Accuracy vs SNR for Noise-Augmented and Clean Trained SVM (RBF)
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4.3 Impact of Noise-Augmented Training

Noise augmented training yielded substantial gains in robustness. When trained
on a dataset combining clean speech with noisy variants, the SVM’s average accuracy in
mild noise conditions (10-20 dB SNR) increased from 25.4% to 52.1%. In severe noise
conditions (0—10 dB SNR), accuracy improved from 13.8% to 21.7%. Notably, clean
speech performance remained high at 67.4%, demonstrating that augmentation did not
compromise accuracy in noise free conditions. The Random Forest classifier exhibited a
similar trend, but the relative gains were slightly smaller. Table 1 summarizes these
improvements, while Figure 9 illustrates the convergence of noise-augmented

performance vs clean trained across noise types and SNR levels.

18
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Performance Trends: Clean vs Augmented Training
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Figure 9: Performance Trends Across Clean and Noise Augmented Training

4.4 Effectiveness of Preprocessing Methods

Preprocessing the noisy speech signals with spectral subtraction or Wiener
filtering provided additional benefits, particularly under severe noise. For the SVM,
spectral subtraction increased average accuracy at 0—10 dB SNR from 21.7% to 29.3%.
Wiener filtering produced comparable gains, with slight variations depending on the
noise type. The improvements were most pronounced for babble noise, where masking
effects were partially mitigated by preprocessing. At higher SNRs, the contribution of
preprocessing was smaller, as noise-augmented training already accounted for most of the
improvement. Table XXX (see first table in results XXX) compares the performance of
the baseline, noise-augmented, and noise augmented plus preprocessing conditions.
4.5 Comparative Analysis

Across all conditions the SVM outperformed the Random Forest classifier. This

was especially the case in lower SNR scenarios where the margin-based approach of the
18
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SVM appeared better suited to separating noisy class boundaries. Noise augmented

training emerged as the most effective single intervention for improving noise robustness,
while preprocessing offered complementary benefits in extreme noise conditions. The
combined approach—training with noise augmentation and applying preprocessing at test
time—consistently produced the highest accuracies in the most challenging scenarios.
These findings provide empirical support for incorporating noise aware training in
the design of SER systems intended for deployment in realistic acoustic environments.
The observed gains also indicate that traditional machine learning based SER pipelines,
when augmented appropriately, can achieve competitive robustness without requiring a

shift to more computationally demanding deep learning architectures.

2C



Chapter 5: Discussion or Conclusion

5. Discussion

The results of this study confirm that traditional ML based Speech Emotion
Recognition (SER) pipelines, when combined with targeted noise aware data augmentation
and preprocessing, can achieve promising gains in noise robustness while maintaining
strong clean speech performance. Although deep learning models continue to set the
performance benchmark in SER [1,3], these findings demonstrate that classical approaches
remain relevant especially when considering computational efficiency, interpretability, and
deployment feasibility.

5.1 Interpretation of Results

The baseline experiments show that traditional SER systems trained solely on
clean data are highly vulnerable to noise, with accuracy reductions of over 50
percentage points even under moderate interference. This finding aligns with prior
studies noting the sensitivity of handcrafted acoustic features to environmental
variability [10].

The application of noise-aware training significantly mitigated this
degradation, improving mild-noise performance from 25.4% to 52.1% accuracy for
the SVM, while preserving clean-speech performance. This result underscores the
effectiveness of data augmentation in expanding the decision boundaries of
traditional classifiers to include noisy feature distributions—a finding consistent with
earlier augmentation studies in both SER and Automatic Speech Recognition (ASR)
[11, 21].

The addition of spectral subtraction and Wiener filtering provided further
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robustness gains in high-noise conditions, adding up to 7.6% UAR improvement

over augmentation alone. While the magnitude of these gains was smaller at higher
SNRs, the results suggest that combining preprocessing with augmentation is most
beneficial in environments where severe noise is expected.

5.2 Comparison with Deep Learning Benchmarks

Modern advanced deep learning architectures, such as Wave-U-Net and
transformer-based models have reported accuracy drops as low as 3—5% at 0 dB SNR
[3]. When compared to the 21-29% accuracy achieved by the best traditional
pipeline in this study, the gap is made clear. This gap highlights the representational
power of deep models which learn noise invariant features directly from raw audio or
spectrograms.

However, these performance advantages come with substantial computational
costs [6,10]. Many deep learning SER models require GPU acceleration, large
memory footprints, and high FLOP counts, making them impractical for deployment
in embedded systems, battery-powered devices, or latency-sensitive applications. By
contrast, the traditional pipeline evaluated here can operate in real time on standard
CPUs with negligible energy consumption, offering a viable alternative in scenarios
where deep learning’s requirements are prohibitive.

5.3 Practical Implications

The improvements made to SER robustness have direct relevance for those
seeking to deploy SER in resource constrained environments. The combination of
noise-aware training and selective preprocessing provides a practical method for

improving robustness without increasing inference complexity. This is particularly
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valuable in applications such as in vehicle monitoring, wearable health devices, and

IoT-based emotion-aware systems, where computational resources, memory, and
energy budgets must be considered.

Additionally, the systematic nature of this evaluation, covering multiple noise
types, SNR levels, classifiers, and mitigation strategies, provides a performance
guideline, or jumping off point, for traditional SER that can inform deployment
decisions. Engineers can build upon these benchmarks to determine whether the
robustness gains DL provides justifies the computational overhead.

5.4 Limitations and Future Work

Several limitations should be noted. First, the experiments were conducted
exclusively on the RAVDESS dataset. While this dataset is of high quality and
balanced, it consists solely of acted speech recorded in studio conditions. Real world
emotional speech is likely to be more variable in prosody, articulation, and
background noise. Second, the noise used in augmentation was synthetically
generated from standard noise implementing packages. While the noise selected is
meant to be representative of a broad-spectrum environment, noise in deployment
must be more closely examined as it may differ in spectral and temporal
characteristics. Third, the study focused on two classifiers and a single handcrafted
feature set while other algorithms or feature representations may yield different
tradeoffs between robustness and efficiency.

Future work would extend this evaluation to real-world environment datasets
and further push the capabilities of solely traditional ML techniques to compete

better with the accuracies provided by hybrid and DL techniques. Improving the
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performance of the techniques used in this study and benchmarking against

lightweight hybrid and deep learning architectures could further clarify the tradeoffs

made between performance, robustness, and computational cost.
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