Top-Down Effects Within a Distributed System: Investigations and Implications

by Simon Kaplan

B.A. in Psychology, June 2013, University of Washington
M.A. in Psychology, May 2022, The George Washington University

A Dissertation submitted to

The Faculty of
The Columbian College of Arts and Sciences
of The George Washington University
in partial fulfillment of the requirements
for the degree of Doctor of Philosophy

May 21, 2023

Dissertation directed by

Dwight J. Kravitz
Associate Professor of Cognitive Neuroscience



The Columbian College of Arts and Sciences of The George Washington University
certifies that Simon Kaplan has passed the Final Examination for the degree of Doctor
of Philosophy as of March 2, 2023. This is the final and approved form of the

dissertation.

Top-Down Effects Within a Distributed System: Investigations and Implications

Simon Kaplan

Dissertation Research Committee:

Dwight J. Kravitz, Associate Professor of Cognitive Neuroscience, Dissertation
Director

Sarah Shomstein, Professor of Cognitive Neuroscience, Committee Member

Stephen Mitroft, Professor of Cognitive Neuroscience, Committee Member



© Copyright 2023 by Simon Kaplan
All rights reserved



Dedication

To all of my friends and family, thank you for your love and support. To everyone
at GW, I couldn’t have asked for a better team, nor would I have accomplished any of this
without all of you. To my advisor, Dwight, your desire to grow and improve the field is
inspiring, thank you for motivating me to do the same. To my mother, Sarah, who instilled
in me a curiosity about the world and a passion for science, I will always be grateful for the
sacrifices you made for Lucy and me. Lastly, to my wife, Amy, who patiently and
supportively endured through countless practice talks and pilot experiments, thank you for

being my best friend, and always believing in me. Without your love, I’d be nowhere at all.



Abstract of Dissertation

Top-Down Effects Within a Distributed System: Investigations and Implications

Measuring and manipulating top-down effects is made more difficult by the
interactivity that exists within a distributed architecture. Here, I elucidate how
bidirectional influences between cognition and perception, rooted in their similarly
recruited neural substrate, suggest that reified taxonomical divisions need to be
reevaluated in terms of their benefit to the field. In Chapter 1, we leverage our
understanding of this neural overlap along with known properties of visual cortex to
make behavioral predictions regarding the temporal dynamics of this relationship.
Chapter 2 suggests a functional mechanism for the engagement of prefrontal cortices in
the working memory process. Thus, we search for an oscillatory pattern of activity
between the two by parametrically manipulating the delay between memory encoding
and perceptual stimulus presentation. Finally, Chapter 3 exists as a broad perspective on
the field of cognitive neuroscience that challenges our existing approach to
experimentation and suggests a task-centered generalization across physiology, behavior,
and phenomenology, in order to appropriately advance the field. Allowing for distributed
interactions that violate the putative conceptual boundaries of cognition and perception is
necessary in understanding where the “top” and “bottom” of processing structures exist,

and embracing this interactivity is crucial to understanding brain-behavior relationships.
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Dissertation Introduction

‘Top-down’ processing is a concept that spans a variety of informational domains,
and as a result of its broad usage, has eluded concise modeling. In cognitive psychology,
‘top-down’ is generally thought of as an event in which previously stored information
influences on-going processing. Our use of semantic knowledge to perform simple tasks
or recall facts are both everyday examples of top-down processing. Comparatively, top-
down’s counterpart is ‘bottom-up’ processing, where information flows in a step-by-step,
unidirectional fashion, allowing for processing of individual parts before completion of
the whole. The interpretation of lines, colors, shapes, occurring in that order and
converging upon each other, ultimately leading to the recognition of a high-level
representation, is characteristic of bottom-up processing. When I first arrived at graduate
school, herein lied my interest: How do we use top-down knowledge to guide our
everyday perception? It became eminently clear that studying top-down processing is a
rather convoluted task.

Traditionally, many models of perceptual processing are purely bottom-up in
nature and do not account for top-down influence. Since the early days of single-unit
recording, information processing models have favored a hierarchical organization.
Originally introduced by Hubel and Wiesel (1960), models of vision proposed successive
steps of processing, where early sensory areas process low level features (Hubel &
Wiesel 1960, Mahowald & Mead 1988), giving rise to intermediate level visual features
(Gallant 2000, Roe 2012) in posterior temporal cortex, and finally conceptual knowledge
in anterior temporal and prefrontal regions (Rogers et. al. 2004, Patterson et. al. 2007). As

we move further “up” the visual pathway, cortical areas represent more and more



complex features of images and objects, and are less dependent on spatial features such
as orientation and size (Maunsell & Newsome 1987, Vogels & Orban 1996). The serial
structure here implies simple layers that are combinatory in nature, and only upon
completion of that combination do they provide output to their complex counterparts (i.e.
bottom-up processing absent feedback). Out of this structure came theoretically
motivated models that similarly suggested serial stages of processing, ones that
resembled those found in the anatomy. Anne Treisman’s feature integration theory
(Treisman, 1980) suggested a ‘preattentive’ stage of attention, one that gathers
information about basic features of an object, existing entirely prior to recognition.
Following the preattentive stage came the focused attention stage, where the individual
features of an object are combined into a whole to be perceived. Broadbent’s filter model
of attention (Broadbent, 1958), a precursor to Treisman’s feature integration theory,
similarly suggested an early processing stage, to act as a filter, allowing only select
features to be perceived. Both of these attentional models propose a serial flow of
information, a structure that lends itself poorly to the examination of top-down feedback.
Similar to hierarchical models, symbolic models of information processing
provide little flexibility for top-down modulation. Symbolic models suggest an operation
similar to a computer, in which the mind is a discrete symbol processing entity made up
of modules with inflexible sets of rules leading input to successful output (Pylyshyn,
1980). These symbolic models were founded along with the advent of computer
processing (Turing, 1950), and like their hierarchical counterparts, were supported by the
underlying physiology and neuropsychological literature. Early macaque lesion studies

(Jacobsen, 1936) put forth prefrontal cortex as the home for short-term storage of



information, showing how damage to a specific area of the brain caused unique
behavioral deficits. Perhaps the most famous lesion patient, Phineas Gage, a railroad
worker who had an iron rod driven through his left frontal lobe, experienced specific
behavioral changes as a result of his injury. Theorists envisioned the brain to be made up
of single-function modules, like a computer, where input undergoes a domain-specific set
of rules, uninfluenced by any outside source, to produce a specific output (Fodor, 1983).
Lesion data supported this by providing a purported mapping of behavior onto the
anatomy. And yet, while lesion data does provide invaluable understanding regarding the
nature of functional localization, this specialization has historically been overinterpreted
(e.g., phrenology, a pseudoscientific practice involving the measurement of bumps on the
skull to predict personality traits). While symbolic models function successfully in a non-
biologic system, their modularity and general inflexibility of processing does not comport
with the study, nor the existence, of top-down modulations.

Yet, with methodological advancement and continued experimental rigor came
challenges to these foundational theories. It became clear that early perceptual areas were
susceptible to top-down influence, challenging a strictly bottom-up way of thinking. The
hierarchical models of attention discussed above fail to sufficiently explain the behavioral
and physiological results rich in top-down influence, such as the effects of object-based
(Duncan, 1984, Egly et al. 1994), space-based (Tootell et al., 1998, Miiller et al., 2003)
and feature-based mechanisms (Treue & Trujillo, 1999, Maunsell & Treue, 2006) in
attentional selection. Additionally, symbolic and modular models of working memory
struggle to explain evidence suggesting a goal-dependent dissociation of high and low-

level cortices during working memory maintenance (Lee et al., 2013). This inability to



interpret the interactivity between so-called distinct levels of perceptual and cognitive
processing, as well as the functional flexibility of localized processes, implies the need
for alternate models when attempting to measure top-down influence and study the brain
in general.

In 1986, Rumelhart, Hinton, and McClelland published A General Framework for
Parallel Distributed Processing. This introduction to Parallel Distributed Processing
(PDP), a neural model and mathematical framework that equally stresses the parallel and
distributed nature of perceptual processing, fundamentally challenged an approach to
cognition that embodied a hierarchical architecture. Distributed models subscribe to
“connectionism”, which suggests that cognitive processes can be explained by the
simultaneous (parallel) activation of nodes that represent conceptual groupings of
information (Feldman & Ballard, 1982). These nodes receive and distribute activity via
connections to other nodes identified by unique weights, implying the strength of a
connection based upon prior experience (Bechtel & Abrahamsen, 1991). Critically,
distributed models incorporate both top-down and bottom-up information, providing a
biologically plausible mechanism that accounts for interactivity between levels of
representation. Top-down influence is not only reflected in the long-term changes seen in
the weights between these levels, but also in the instantaneous; in the simultaneous
processing of semantically related units. A feed-forward model does not suggest a way in
which the categorical knowledge of a kitchen suggests the increased probability of
simultaneously occurring objects, be they a sink and a sponge, or a spoon. They similarly
fail to suggest how in a noisy real-world scene, the presence of a sink provides varying

degrees of statistical evidence for a multitude of possible scene representations. Thus, we



lean on distributed models, where information flows freely amongst layers of
representation, where facilitation and constraint exert themselves both explicitly and
implicitly.

Yet if the accepted structural framework is a distributed one, measuring individual
contributions from top-down processes remains a challenge. Determining the unique
amount of top-down feedback we receive from semantic, high-order areas or bottom-up
feedback from perceptual, low-level areas requires a separation of one from the other.
The neuroanatomy shows us that simple and complex tasks involve a massive
amalgamation of both bottom-up and top-down processing (Kravitz et al., 2011, Kravitz
et al., 2013), and behavioral experiments provide little clarity, as no dearth of information
is present in a given real-world scene, the opportunity for meaningful association is
omnipresent. Despite the difficulty, I sought to overcome this challenge by utilizing a
Word Superiority Effect (WSE) paradigm. First studied by Reicher (1969) and later
Wheeler (1970), the WSE is a two-alternative forced choice (2AFC) decision on the
presence of a letter within a stimulus, where participants are more accurate when the
stimulus is a word, as opposed to a pseudo-word or consonant string with the same
component letters (McClelland, 1976). Thus, our knowledge of a word can
constrain/facilitate feature or letter perception. This was chosen because of the incredible
control language affords us over our stimulus, alleviating some of the amalgamation
issues previously discussed. The words ‘ROBE’ and ‘BORE’ provide the exact same
feed-forward visual statistics, as they contain the same letters, but the high-level
contribution is unique. Additionally, as modeled by PDP architects McClelland &

Rumelhart, the Interactive Activation Model (1981) suggests visual word recognition



occurs within a system with distinct ‘word’ and ‘letter’ levels of processing. This allowed
us to cleanly manipulate and separate top-down and bottom-up processing to measure
individual contributions - or so we thought. The effects of our manipulations were
noticeable, but small, and ultimately were outweighed by mid-level frequency effects,
cooccurrences, and many of the issues we thought we had avoided. After much thought, a
more tractable option emerged: working memory. The ability to study the interaction of
ongoing perception (bottom-up) and maintained information (top-down), while having
completely removed the stimulus that is the subject of control, eliminated a multitude of
concerns regarding the examination of top-down processing.

In two of the following three chapters, I use the domain of working memory to
examine the unique relationship between maintained information and perception, and in
the final of three chapters, tackle the theoretical interpretations of this overlap and its
implication on the field moving forward. For decades, one of the most influential theories
on working memory, first proposed by Baddeley and Hitch (1974), was a multi-
component model which described working memory as a capacity-limited system that
retains information necessary for goal-directed behaviors (Baddeley & Hitch, 1994).
Baddeley’s model, however, fails in similar ways to the symbolic and modular models
discussed previously. Although it allows for bidirectional interaction between levels of
processing, it ultimately limits this interaction to reading information into specialized
buffers (e.g., visuo-spatial sketchpad) wholly distinct from perceptual processing. Thus,
Baddeley’s model, and other models such as the recoding account (Xu, 2017), are unable
to explain the bidirectional influence between maintained information and ongoing

perception (Teng & Kravitz, 2019).



Comparatively, the sensorimotor recruitment model (D'Esposito & Postle, 2015)
does support this interactivity, by suggesting the involvement of sensory cortices in the
maintenance of memorized content, thus implying a shared neural recruitment for both
perception and working memory. In Chapter 1, we leverage our understanding of this
neural overlap along with some known properties of these early perceptual areas
(representational decay, tuning curves) to make predictions about the temporal dynamics
of this relationship. If the cognitive operation of working memory maintenance is truly
recruiting the same cortical areas involved in perception, we should see not only a
bidirectional influence, but a continuation of this effect at extended time points in order
to rule out alternative hypotheses. Chapter 2 uses our novel findings into the temporal
dynamics of memory maintenance from Chapter 1 to suggest a functional involvement of
distant cortices. Physiology makes evident the engagement of prefrontal cortices in the
working memory process (Goldman-Rakic, 1987, Courtney et al., 1997), thus, here we
search for an oscillatory pattern of activity between the two by parametrically
manipulating the delay between memory encoding and perceptual stimulus presentation.
Finally, Chapter 3 is a broad perspective on some issues in cognitive neuroscience
research today, examining not only our assumptions in the division between cognition
and perception, but between overlapping domains within the field that attempt to
distinguish themselves through tasks that purportedly measure the associated concepts.
Studying this bidirectional influence allows us not only to examine the relationship
between a high-level cognitive process, such as working memory and ongoing
perception, but by understanding the nature of the relationship between these distant

cortical areas, we interpret what ‘top-down’ means in a distributed system.
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Abstract

Content maintained in visual working memory changes concurrent visual processing,
suggesting that visual working memory may recruit an overlapping neural representation
with visual perception. However, it remains unclear whether visual working memory
representations persist as a sensory code through time, or are recoded later into an
abstract code. Here, we directly contrasted a temporal decay + visual code account and a
temporal decay + abstract code account within the temporal dynamics of the interaction
between working memory and perception. By manipulating the ISI (inter-stimulus-
interval) between working memory encoding and a perceptual discrimination task, we
found that task-relevant and therefore actively maintained perceptual information
parametrically altered participants ability to discriminate perceptual stimuli -even four
seconds after encoding; whereas task-irrelevant information caused only an acutely
transient effect. While continuously present, the size of this shift in discrimination
thresholds gradually decreased over time. Concomitantly, the size of the bias in working
memory reports increased over time. The opposing directions of threshold and bias
effects are consistent with the local maintenance of information in perceptual areas,
explained by a temporal decay + visual code account. As the maintained representation
decays over time, its ability to alter incoming perceptual signals decreases (reduced
threshold effects) while its likelihood of being impacted by those same signals increases
(increased bias effects). Altogether, these results suggest that the readout of working
memory relies on a sensory representation at a cost of increased interference by ongoing

perception.

Keywords: Visual Working Memory; Perception; Attention; Psychophysics



Assessing the Interaction Between Working Memory and Perception Through Time

Working memory, the temporary maintenance and/or manipulation of
information, is fundamental to various high-level cognitive processes and critical to
producing goal-directed behavior. Simple daily tasks often require holding task-related
information for seconds or minutes in working memory (WM) while concurrently
processing new sensory input, and these two processes are known to interact with each
other. Evidence for said interaction includes overlapping neural substrates for the
processing and maintenance of visual information (e.g., Emrich, Riggall, Larocque, &
Postle, 2013; Harrison & Tong, 2009; Rademaker & Serences, 2019), and a bidirectional
influence between WM content and a variety of perceptual tasks (e.g., Olivers et al.,
2016; Soto et al., 2005; Gayet et al., 2013; Teng & Kravitz, 2019; Teng & Postle, 2021).
Yet the temporal dynamics of this WM-perception interaction remain mostly unknown,
despite the potential to facilitate an understanding of the interplay between these two
fundamental cognitive functions.

As WM is a dynamic process, information is maintained for only a brief duration
of time, and then seemingly forgotten when it is no longer of use. One classic view of
forgetting in WM is the decay of memory representation over time (Brown, 1958;
Cowan, 1988; Conrad, 1967). Performance for color- and luminance-contrast WM drops
rapidly with increasing interval size between encoding and probe (Cornelissen &
Greenlee, 2000). Recognition accuracy for unfamiliar/unmeaningful shaped items held in
WM also declined over longer intervals and eventually decreased completely, even when
no distraction information was presented during the delay interval (Harvey, 1986; Ricker

& Cowan, 2010; Vergauwe, Barrouillet, & Camos, 2009). In addition to gradual changes
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in memory precision over time, WM can also suffer from sudden drop of memory items.
Using mixture modeling, prior research (Zhang and Luck, 2009) found that for color
WM, both the likelihood of an item being held in memory and its precision did not
change up to 4 seconds, yet after that, the likelihood of it being in WM suddenly dropped,
whereas the precision of items in WM remained unchanged.

Beyond the behavioral, quantitative changes of WM representations over time
(i.e., loss of information), there is also evidence to suggest that time may cause a
qualitative change in the neural representation. On one hand, neuroimaging studies
showed that information held in VWM can be kept in visual cortex throughout the delay
period up to 10 seconds in a code similar to that of perception (Albers et al., 2013;
Harrison & Tong, 2009), even when facing passively presented distractors (Rademaker et
al., 2019) or active perceptual discrimination (Hallenbeck et al., 2021). Yet on the other
hand, there is evidence that under certain scenarios, WM representation may be
transferred from a visual-like code into a more abstract code (e.g., verbal) to avoid
interference. For example, the presence of visual distractors during a memory delay
causes a decline in precision and an increase in categorical bias in orientation WM (Bae
& Luck, 2019). In a different study, with increased SOA between memory encoding and
the onset of visual search target, WM’s influence on visual search was found to be
diminished (Han & Kim, 2009), which may be a result of increased cognitive control
and/or a strategic usage of verbal code under the long SOA condition. Similar to these
behavioral findings, physiological analyses proved that distractors caused a shift in the
neural substrate recruited for maintaining orientation information from visual to parietal

areas (Bettencourt & Xu, 2014) initiating a potential change in neural code for the
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representation in the parietal cortex (Rademaker et al., 2019). When a WM representation
exists in different codes, it leads to unique consequences as result of the WM-perception
interaction: when maintaining WM information in a verbal code was sufficient to
complete the task, WM did not affect visual search performance; however, when the WM
content must be maintained visually for successful future recognition, distractors matched

with WM captured attention, causing interference (Olivers, 2000).
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Measuring bidirectional interference between working memory and visual perception. a) In
Experiment 1a to lc, participants performed a secondary color/orientation same/different
discrimination task while holding a color/orientation in mind. The ISI between the memory stimulus
and the onset of the discrimination task was set to either 100, 550, or 1000ms. b) The relationship
between the memory color and the discrimination stimuli was manipulated. In the Middle condition,
the memory color was between the two discrimination colors in the color space, drawing both towards
itself and reducing the perceived distance between them. In the Side condition, the gap between the
memory color and the nearby discrimination color was set to be seven degrees in color space. It was
predicted that memory color attracts the nearby discrimination color to a greater extent than the other,
increasing the perceived distance between them (adapted from Teng & Kravitz, 2019). The
relationship in orientation between the memory sample and the discrimination stimuli was
manipulated simultaneously in the same fashion (Middle and Side in orientation space).

In the current study, we examined the time course of the interaction between
visual WM and active ongoing perception, testing specific predictions of temporal decay
and changes of representational code. The paradigm (adopted from Teng & Kravitz,

2019) consisted of a perceptual discrimination task embedded between working memory
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encoding and report (Figure 1). Participants memorized a low-level feature (color or
orientation) and then made a same/different judgment on a set of two new features in the
discrimination task. We previously found that the actively maintained information
systematically altered the thresholds to reliably differentiate the two discrimination
stimuli, and even task-irrelevant features of the discrimination stimuli created an
attractive bias in working memory report, providing support for the co-localization of
perceptual processing and maintenance which lies at the heart of the sensorimotor
recruitment framework. Here, we directly manipulated the ISI (inter-stimulus interval)
between the memory cue and the discrimination to test the interaction between working

memory and perceptual processing at different stages of maintenance.

Visual code Abstract/Verbal code

wwee Threshold shift
Bias

Temporal decay Shift of cod
A\ «— Shift of code

7\

Threshold/Bias
Threshold/Bias

Time

Fig 2.

Predictions of the visual code account versus the abstract/verbal code account are visualized here
within the framing of the given experiment.

It is predicted that based on the temporal decay + visual code account, WM
representation would be maintained in a visual format and persistently interact with
perception through time. Thus, over short delays, the visual representation of the
maintained information should be at its most stable and precise, exerting a strong impact

on ongoing visual processing while being resistant to perceptual interference from
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concurrent sensory input (Figure 2). With longer delays and decreased fidelity, the
influence of the maintained information on perception would decrease and, critically, the
memory representation also becomes more susceptible to perceptual interference. Based
on the temporal decay + abstract code account, the visual representation degrades over
time and then is shifted into an abstract/categorical code. Thus, the WM-perception
interaction would only be observed at short ISIs but not for longer ISIs when the code
changes, since WM maintained through verbal code does not influence visual processing
(Olivers, 2006).

To foreshadow, we verified the predicted temporal changes of the temporal decay
+ visual code account in the context of color perception and memory, showing that 1)
task-relevant content in working memory persistently changed early color perception, 2)
as the ISI increased, the memory representation decayed and was more prone to
perceptual interference, and 3) task-irrelevant content in working memory had a brief
impact on perception but then decayed quickly after encoding. These results constitute
further behavioral evidence for a temporal decay + visual code account, while
additionally providing critical insight into the temporal dynamics of working memory

maintenance.

Experiment 1
Experiment 1a deployed a dual-task paradigm to capture working memory’s
influence on perception as well as the interference upon working memory from
concurrent perceptual processing. Participants maintained the color of a colored Gabor

patch in mind while performing a color discrimination task on a set of two new colored
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Gabor patches (Figure 3a). The relationship between the maintained item and the
discrimination stimuli was manipulated. In one condition (“Middle”), the maintained item
was between the two discrimination stimuli in color space (Figure 3b). We predicted that
the perception of both discrimination stimuli will be equally shifted toward the
maintained item, making it more difficult to tell the two apart and resulting in a higher
discrimination threshold. In the other condition (“Side”), the maintained item was to one
side of the two discrimination stimuli in color space, which should shift the perception of
the closer discrimination stimuli more strongly, widening the gap between them and
leading to a lower discrimination threshold. The magnitude of this threshold shift
between Middle and Side conditions therefore reflects the influence of working memory
on perception. Concurrently, the memory representation should be interfered with by the
discrimination stimuli. In the Side condition, both discrimination stimuli attract memory
in the same direction in color space and cause a bias in the working memory report,
whereas in the Middle condition, the two discrimination stimuli would have opposite
effects on the memory representation and cancel out the memory bias (see also Teng &
Kravitz, 2019 for further explanation).

To examine the temporal dynamics of this interaction, the ISI between the
working memory sample and the discrimination task was manipulated. The temporal
decay + visual code account predicts that the maintained information will remain in its
visual format throughout the delay period, decaying over time. Thus, the threshold shift
between Middle and Side should be robust over short delays and reduced at longer
delays. Further, the weakened working memory representation would become more

susceptible to incoming interference from the discrimination stimuli of the same code,
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and as a result, bias in the memory report should increase with time.

Experiments 1b and 1c served as control conditions to rule out alternative
accounts. Experiment 1b tested whether the threshold shift could result from passive
priming, as despite the irrelevance of these features, they are likely to cause short-lived
perceptual effects, disappearing immediately without maintenance. Here, participants
maintained the orientation, rather than color of the Gabor, while performing a color
discrimination (Figure 4a). Based on findings in Teng and Kravitz (2019), we predicted
that the now task-irrelevant color information from the encoding stimulus would have
only a brief transient effect on color discrimination, verifying the need for a maintained
visual code in order to elicit the discrimination effect, as a transfer to an abstract code
would create no interference whatsoever.

In Experiment 1c¢ we examined whether the memory distortion bias requires
active processing of the discrimination stimuli. Participants maintained color while
performing an orientation discrimination (Figure 4c). The visual code account predicts
that the memory bias will occur even for the now task-irrelevant color of the
discrimination stimuli because even passive perception of the stimuli engages the same
perceptual modality of which the working memory representation is maintained.
Alternatively, a shift of code for maintained information would predict no such
interference with low-level perception. Therefore, although the color of the
discrimination stimuli is task-irrelevant, we still predict a significant bias in the Side
condition.

Method

Participants

16



An a priori power analysis was conducted based on the smallest effect size
reported in Teng and Kravitz (2019) using G*Power (Faul, Erdfelder, Buchner, & Lang,
2009). To achieve 95% power and a two-tailed alpha of 0.05, the projected sample size
was 45 participants to detect a Cohen’s d of 0.55 reported in the study. Thus, we decided
to recruit 50 participants for each of the three experiments to be capable of detecting the
predicted effects. Three separate sets of 50 Amazon Mechanical Turk workers (Exp 1a:
average age of 40.0 years + 9.5; 23 females; Exp 1b: average age of 38.17 + 12.28; 26
females; Exp 1c: average age of 35.8 + 7.1; 26 females) were recruited with
compensation of $8 per hour for each of the three experiments. Participants gave
informed consent approved by the Institutional Review Board of George Washington
University and had normal color vision and normal or corrected-to-normal visual acuity.
Stimuli and procedure

Experiment 1a A dual-task paradigm was used to test how information
maintained in working memory interferes with and is interfered with by an ongoing
visual processing task. While participants were memorizing the color of a Gabor patch,
they performed a secondary color discrimination task. Each trial began with a colored
Gabor patch (diameter of 125 pixels with 5 cycles) presented for 500ms (Figure 1a;
memory sample). Subsequently, two new Gabors (diameter of 125 pixels with 5 cycles)
were presented for 500ms and participants made a judgment whether they were the same
or different in color by making a button press. The interval between the memory sample
and the discrimination was set to be either 100, 550, or 1000ms, leading to the three ISI
conditions. 500ms after the participants responded to the discrimination task, a color

wheel showed up and they reported the memorized color by clicking on the wheel. The
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wheel was rotated randomly to avoid spatial coding of the memory color.

There were two key manipulations. First, we manipulated the relationship
between the memory sample color and the discrimination colors with the Middle and
Side conditions (Figure 1b). The memory sample was set to be the center of the two
discrimination colors in the Middle condition or on one side of the discrimination colors
in the Side condition in the CIEL*a*b* color space (centered at L* of 70, a* of 20 and b*
of 38, with a radius of 60). The distance between the two discrimination colors was
determined by a staircase procedure (described in detail below). In the Side condition, the
gap between the memory color and the close-by discrimination color was fixed to 9
degrees. Second, we manipulated the ISI (100, 550, or 1000ms) between the memory cue
and the discrimination stimuli to map out the time course of the interference effects
between the memory cue and the discrimination task. This manipulation led to a two
(Middle or Side) by three (ISI: 100, 550, or 1000ms) design. These six conditions were
presented interleaved and participants completed 216 test trials (36 of each condition). To
make the mechanics of the step function less apparent, 30 additional filler trials were
added where the two discrimination stimuli had completely the same color and those
trials were randomly placed in the experiment. These 30 trials served as the foil and were
not part of the threshold calculation.

We used a staircase procedure separately for each of the six conditions to derive
the discrimination threshold that participants could reliably tell the two colors apart. The
difference in color between the two stimuli was determined with a one-down, one-up
stair-case method before the first reversal and then switched to a two-down, one-up to

increase the efficiency in deriving the threshold. The color difference started at 18
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degrees in the color space. The size of the step (either decrease or increase) was
determined as such: three degrees for the first two reversals, two degrees for the third to
six reversals, and one degree for all the following trials. The upper limit for the color
difference was 30 degrees and the lower limit was 1 degree.

Experiment 1b and 1c. The displays for these two experiments were exactly the
same as Experiment 1a except the task instructions. In Experiment 1b, participants were
told to memorize the orientation of the first gabor and then perform a discrimination task
on the colors of the following two Gabor patches (Figure 3a). The color of the memory
Gabor was task-irrelevant and was set to be in the center or to one side of the
discrimination stimuli. The parameters of the color discrimination task were exactly the
same as Experiment 1a. The relationships between the memory sample and the
discrimination stimuli in orientation and color space were manipulated simultaneously
and in opposite directions: when the relationship in color was Middle, the relationship in
orientation would be Side, and vice versa.

In Experiment 1c, the task dimensions were flipped so that participants
memorized the color of the Gabor and then performed the discrimination task on the
orientation of the two Gabor patches (Figure 1a). The orientation of the memory Gabor
could be in the center or to one side to the orientations of the discrimination stimuli. The
color relationship was also manipulated and in the opposite direction to the orientation
relationship. The staircase procedure described above was applied to the orientation
difference between the two discrimination stimuli, which started at 18-degree difference,
with an upper bound of 30 degrees and a lower bound of 1 degree.

Results
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Experiment 1a. As predicted, the discrimination threshold was affected by the
memorized color (Figure 3a). A two-way repeated-measures ANOVA with relationship
(Middle, Side) and ISI (100, 550, and 1000ms) as factors revealed a significant main
effect of relationship, with lower thresholds for the Side than Middle condition (F(1, 49)

=38.47,p <0.001, 5,=0.44). The main effect of ISI was not significant (F(2, 98) =

0.43,p=0.65,7,=0.01), suggesting roughly equivalent discrimination performance
across ISIs. Critically, the interaction between relationship and ISI was significant (F(2,
98) =3.62,p =0.03, ,=0.07), indicating that the difference in threshold was modulated
by ISI. Pairwise comparisons showed a greater difference in threshold in the 100ms
compared with the 550ms and 1000ms conditions (#(49) =2.82, p =0.01, Cohen’s d =
0.40; 1(49) =2.09, p = 0.04, Cohen’s d = 0.30, respectively). The threshold shift in all
three ISI conditions was greater than zero (all #’s >2.29, p’s < 0.03, Cohen’s d’s < 0.32).
These results are consistent with decreasing interference from the maintained content on
ongoing perception as predicted by the temporal decay + visual code account.

In contrast to the threshold effect, bias in the memory report increased with time
(Figure 3b), consistent with the temporal decay + visual code account. A two-way
repeated-measures ANOVA revealed greater bias in the Side condition than the Middle
condition (F(1,49) = 108.36,p < 0.001, 1,=0.69). The main effect of ISI was also
significant (F(2,98) =4.39, p =0.02, ;= 0.08), with larger biases at the longer than
shorter ISIs. Further, there was a significant interaction between relationship and ISI
(F(2,98) =3.27,p =0.04, n,=0.06). Pairwise comparisons showed that the difference in
bias between Middle and Side conditions was greater in the 1000ms condition than the

100ms condition (#(49) = 3.28, p = 0.002, Cohen’s d = 0.46; all other ps > 0.43, Cohen’s

20



ds > 0.15). The difference in memory bias in all three ISI conditions was greater than
zero (all £’s > 6.98, p’s <0.001, Cohen’s d’s < 0.99). These results show that with a
longer duration the memory representation weakened and was more likely to be affected
by additional matching perceptual input. This result (summarized in Figure 3c) suggests a
long-lasting interaction between working memory and ongoing perception and supports

the predictions of a maintained visual format.
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Testing the temporal dynamics of working memory. a) Color discrimination performance in
Experiment 1a plotted as a function of color relationship and the ISI. For all three ISIs, there was a
significantly lower threshold for the side condition than the middle condition. b) Bias in the memory
report showed a greater bias in the side condition than the middle condition. ¢) The difference in color
threshold and memory bias plotted as a function of time. As threshold shift decreased from 100ms to
550 and 1000ms, memory bias increased. These results are consistent with the decay of a sensory
representation of working memory over time (sensorimotor recruitment) that predicts a decreased
impact on perception and increased susceptibility to perceptual interference. * indicates p < .05 for
pairwise comparisons. Error bars represent standard error.
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Experiment 1b. When color was task-irrelevant for working memory, we still
observed a significant main effect of color relationship (F(1, 49) =9.25, p = 0.004, ;=
0.16) in the discrimination threshold, as the threshold in the Side condition was lower
than the Middle condition. This difference in threshold was further modulated by time
(F(2,98) =4.02, p =0.02, ;= 0.08). Pairwise comparisons showed that the difference
between Middle and Side conditions were greater in the 100ms condition than the 550ms
and 1000ms conditions (#(49) = 2.12, p = 0.04, Cohen’s d = 0.30; #49) = 2.56, p = 0.01,
Cohen’s d = 0.36, respectively). Importantly, the difference between Middle and Side
conditions was only significant for 100ms ISI (2(49) = 4.08, p < 0.001, Cohen’s d = 0.58),
but not for 500ms and 1000ms, (both p’s > 0.13, Cohen’s d’s < 0.22), demonstrating the
transience of the effect (Figure 4a).

To directly compare the effect of task relevant and irrelevant information on
visual discrimination, a three-way mixed ANOVA was conducted for the combined data
with task relevancy (relevant in Exp 1a and irrelevant Exp 1b) as a between-subject
factor, and relationship and time as the within-subject factors. We found a significant
main effect of relationship, as the threshold was lower in the Side condition than the
Middle condition (F(1, 98) =44.48, p <0.001, 1,,= 0.31). Further, this difference
between Middle and Side was modulated by task relevancy (£(2, 196) = 7.07, p = 0.01,
n;=0.07), with a greater effect in the task relevant condition (Exp 1a) than the task
irrelevant condition (Exp 1b). Time interacted with Middle vs. Side (#(2, 196) =7.29, p
<0.001, ,=0.07), such that the threshold difference was greater in the 100ms condition
than the 550ms and 1000ms conditions (#(99) = 3.19, p = 0.002, Cohen’s d = 0.33; #(99) =

3.10, p = 0.003, Cohen’s d = 0.35). None of the other main effects or interactions were
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significant, (all p’s > 0.35, 1,,< 0.01). Therefore, consistent with our previous experiment,
task relevancy modulated the effect on the difference in threshold (Figure 4b).

For the memory report in Experiment 1b, as the memory dimension was
orientation, the analysis was based on the orientation relationship between the memory
sample and the discrimination stimuli. A two-way repeated ANOVA revealed a main
effect of relationship that there was a significantly greater bias in the Side condition than
the Middle condition, F(1, 49) = 10.84, p = 0.002, 1,,= 0.18. The duration of ISI did not
modulate the magnitude of bias and did not interact with the relationship. Thus, despite
the general difference in bias between Side and Middle condition, its magnitude did not
vary with time (Supplementary Figure 1a).

Experiment 1c. To examine how task-irrelevant color information during the
orientation discrimination task influences color working memory, we focused the
analysis on the color memory report. There was a main effect of relationship that the bias
in the Side condition was significantly greater than the Middle condition (F(1, 49) =
71.87, p <0.001, ,=0.59). The main effect of time and the interaction were not
significant (p’s > 0.41, both ,,< 0.02). Therefore, regardless of task relevance, perceiving
additional color input caused bias in the memory representation (Figure 4c).

We then conducted a three-way mixed ANOVA for the combined data with task
relevancy (relevant in Exp la vs. irrelevant Exp 1c) as a between-subject factor, and
relationship and time as the within-subject factors. We found a significant main effect of
relationship that the attraction bias was greater in the Side condition than the Middle
condition (£(1, 98) =176.29, p < 0.001, ;= 0.64). Interestingly, the difference between

Middle and Side was not modulated by task relevance (F(1, 98) = 0.55, p =0.47, ;=
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0.02). None of the other main effects or interacts were significant (p’s > 0.07, all ;<

0.03; Figure 4d).
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Fig. 4.

Task relevance differently impacts the interaction. a) Discrimination performance in Experiment 1b
where participants actively memorized orientation and performed the color discrimination task. When
color of the memory sample was irrelevant, it briefly impacted color discrimination at 100ms ISI, but
not for longer delays. b) Comparing the time courses of threshold shift caused by task relevant (Exp
la) and task irrelevant (Exp 1b) information in working memory. While task relevant information
persistently changes color perception, task irrelevant information had only a transient impact. ¢) Bias
in working memory report in Experiment 1¢ where participants actively memorized color and
performed the orientation discrimination task. Although the colors of the two discrimination stimuli
were task irrelevant, they caused a consistent change in the memory representation. d) The time
courses of memory bias caused by task relevant (Exp 1a) and task irrelevant (Exp 1c) information in
the discrimination task. * indicates p < .05 for pairwise comparisons. Error bars represent standard
error.

For the threshold performance in the orientation discrimination task, there was a

significant main effect of time (F(1, 49) = 6.97, p = 0.001, 5,=0.13), that the threshold in
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the 100ms condition was higher than the 550ms and 1000ms conditions (#49) = 3.03, p =
0.004, Cohen’s d =0.43; #49) =2.95, p=0.01, Cohen’s d = 0.42). The main effect of
side was not significant (F(1, 49) = 3.05, p = 0.09, 1,,= 0.06). The duration of ISI
modulated the difference between Middle and Side conditions (F(2, 98) =4.22, p = 0.02,
n,;=0.08). Pairwise comparisons showed that the difference between Middle and Side
conditions were greater in the 100ms condition than the 1000ms condition (#(49) = 2.878,
p =0.01, Cohen’s d = 0.41). Further, the difference between Middle and Side conditions
was only significant for 100ms ISI (#49) = 2.71, p=0.01, Cohen’s d = 0.38), but not for
500ms and 1000ms (p’s > 0.19, Cohen’s d’s < 0.23), indicating that perceiving an
orientation briefly altered the orientation discrimination threshold, consistent with the
results in Experiment 1b (Supplementary Figure 1b).
Discussion

Experiment 1a tested the temporal dynamics of the interaction between working
memory and perception. We found that the effect of working memory upon perception
decreased in its strength but remained robust across time, and as for the effect of
perception upon working memory, attraction bias in the memory report increased with
time. Additionally, we observed a significant bidirectional interference confirming
validity of the paradigm (Teng & Kravitz, 2019). These results indicate a decrease in
stability in the memory representation over time so that its effect on perception becomes
weaker and it is more susceptible to interference from additional perceptual input. They
further suggest that information is maintained in a sensory code that persistently interacts
with perception. Alternatively, if working memory maintenance and perception do not

share common neural substrates, this interaction should decrease in both directions over
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time, contradicted by the increase in memory bias we observed here.

The two control experiments, Experiments 1b and 1c, provided further insights by
utilizing task irrelevant discrimination stimuli with the goal of ruling out alternative
interpretations for results in Experiment 1a that the observed effect could simply be
attributed to factors such as priming or confusability. Experiment 1b demonstrated that
irrelevant information did impact ongoing perception, but with a different time course.
The influence was robust at 100ms but disappeared at 550ms, suggesting that it is a
transient effect. In addition, this finding explains previous studies that did not find
working memory’s influence on visual process (e.g. Bloem, Watanabe, Kibbe, & Ling,
2018): if actively maintained memory dimension did not match that of the visual task, the
irrelevant information in working memory might decay more quickly than the actively
maintained memory dimension and thus only had a brief effect on perception that
disappeared with longer delay.

Experiment lc, similarly to Experiment 1b, investigated the effect of task
irrelevant stimuli, however, Experiment 1c¢ investigated whether or not passive perception
could impact working memory representation. It was found that attraction bias still
existed throughout the time course, despite remaining unchanged due mainly to the
difficulty of the task. This result was congruent with previous findings (Teng & Kravitz,
2019) and provides additional support for the account that incoming sensory distraction
alters the memory representation regardless of the level of processing and the amount of
attention. These results provide further evidence against a separation in code between
working memory and visual perception because a separation would predict that irrelevant

sensory input is less likely to influence working memory.
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Experiment 2
Method

Experiment 1 found evidence for the visual code account in the time course of the
interaction between ongoing perception and maintained information shortly after
encoding. Experiment 2 aimed to expand the quantification of the time course by
including additional brief delays and delays closer to those found in neuroimaging studies
(e.g. Harrison & Tong, 2009; Riggall & Postle, 2012; Serences et al., 2009). In
Experiment 1a, the threshold shift decreased from 100ms to 550ms and remained stable
for 1000ms. We thus added brief delays to quantify the changes between 100ms and
550ms. Moreover, as the time scales usually differ between different methods (e.g.,
neuroimaging studies typically rely on seconds of long delays), it is important to test that
predictions of the visual code account hold at longer delays.

The paradigm was exactly the same as Experiment 1a, except for the ISIs between
the memory cue and the discrimination task (Experiment 2a: 200, 316, 433, 550ms;
Experiment 2b: 2, 3, 4s). Importantly, the purpose of these experiments is to provide 1) a
quantification of the time course and 2) evidence that the interference effects are
consistently present throughout delays from 100ms to 4s. We recruited two separate
groups of Mechanical Turk workers (50 each) to complete the experiments. In
Experiment 2a, the average age was 40.1 + 12.8 and there were 26 females. The average
age in Experiment 2b was 37.3 + 10.5 and there were 31 females. Participants gave
informed consent and reported normal color vision and normal or corrected-to-normal

visual acuity.
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Results

In Experiment 2a, using a repeated-measures ANOVA with relationship and ISI
(200, 316, 433, 550ms) as factors, we replicated the impact of maintained content on
discrimination thresholds with a main effect of relationship (F(1,49) =30.86, p <0.001,
17,=0.39). No other main effects or interactions reached significance (all ps >0.49, 7, <
0.02). An analogous ANOVA on bias revealed a significant main effect of relationship
(F(1,49) =118.63,p <0.001, ,=0.71). There was also a significant interaction
between time and relationship (F(3, 147) =2.90, p = 0.04, 5,,= 0.06). Pairwise
comparisons showed that the difference in bias was greater in the 316ms condition than
the 200ms condition (#(49) = 2.52, p =0.02, Cohen’s d = 0.36). For all these ISIs, we
compared the threshold shift and difference in bias against zero and confirmed that they
were all greater than zero (all #’s>2.42,p’s <0.02, Cohen’s d’s > 0.34).

In Experiment 2b, a repeated-measures ANOVA on the discrimination thresholds
with relationship and time (2, 3, 4s) revealed a significant main effect of relationship
(F(1,49) =19.85,p <0.001, ;= 0.29). No other main effects or interactions reached
significance (all ps > 0.27, 7,< 0.03). An analogous ANOVA on bias also showed main
effects of relationship (F(1,49) =118.25,p < 0.001, = 0.71) and time (F(2, 98) = 3.66,
p =0.03,75,=0.07). Pairwise comparisons revealed a greater memory bias at 4s than 2s
(#(49) =2.13, p =0.03, Cohen’s d = 0.30). No other main effects or interactions reached
significance (all p’s > 0.09, n; < 0.04). For all these ISIs, the threshold shift and
difference in bias were all greater than zero (all #’s > 2.14, p’s < 0.04, Cohen’s d’s >

0.30).
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Time course of the interaction between working memory and ongoing visual perception. a) The
influence of working memory upon perception (reflected in the difference in threshold between
middle and side conditions) and the influence of ongoing perception upon working memory (reflected
in the memory bias caused by the discrimination stimuli) at ISIs of 200ms, 316ms, 463ms, and 550ms.
Thresholds decrease consistently and rapidly over time following encoding. Similarly, bias increased
immediately following the encoding period and remained throughout longer delays. b) At longer ISIs
(2000ms, 3000ms, and 4000ms), both threshold and bias effects not only persisted, but continued to
increase and decrease, respectively. For all these time points, the threshold shift and memory bias
were all greater than zero (*, p < .05; **, p < .01). Error bars represent standard error.

Figures 5a and 5b provide a further quantification of the time course of the
bidirectional interaction between working memory and visual perception, showing that
both threshold and bias effects not only persisted at extended ISIs, but continued to
increase and decrease, respectively. In total, these results confirmed that working

memory content still maintained a bidirectional interaction with ongoing perceptual
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processing up to 4 seconds after encoding, inconsistent with a framework that suggests a
shift of code. Moreover, the bias in the memory report actually increased over time,
suggesting that the strength of the maintained information reduced and was more likely to

be interfered with by incoming sensory input.

General Discussion

In this set of experiments, we tested the temporal dynamics of visual working
memory representations over a wide range of times (from 0.1 to 4 seconds), by
examining its interaction with ongoing visual perception. If the bidirectional interaction
ceased to exist beyond the shorter intervals, evidence to suggest the temporal decay +
abstract code account would hold weight. However, we found that the bidirectional
interactions between the two processes persisted even with long intervals between
memory encoding and the onset of the perceptual task, suggesting the temporal decay +
visual code account. Additionally, for shorter intervals, changes in threshold shifts and
bias went opposite directions: the influence of working memory on perception (threshold
shift) reduced with time, while the interference from perception on working memory
representation (bias) increased over time. This overall pattern is strikingly consistent with
the temporal decay + visual code account that 1) the strength of the working memory
representation reduces over time and as a result, it’s influence on perceptual processing is
weaker and becomes more susceptible to perceptual interference, 2) we did not observe a
sudden drop in the bidirectional interactions, suggesting that, at least in the context of this
task, visual working memory representation remains in a visual code and continually

interacts with perception.
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Previous studies have reported mixed results regarding the temporal decay in
working memory (Magnussen, Greenlee, Asplund & Dyrnes, 1990; Magnussen &
Greenlee, 1992) and whether working memory representations are robust against
perceptual interference (Hallenbeck et al., 2021). One explanation for such discrepancy
could be the flexible and strategic utilization of different codes of working memory to
optimize performance under variable task demands. The choice of code may be task-
dependent, influenced by factors such as complexity and sensitivity of memory report
method (e.g., change detection or continuous recall; whether the report requires fine
perceptual report), salience of perceptual distractors, and memory load. Different neural
codes of working memory representations (e.g., sensory, categorical) have been
demonstrated in a number of studies that there could be coexisting sensory
representations and abstract, categorical representations along the visual hierarchy
(Christophel, Klink, Spitzer, Roelfsema, & Haynes, 2017; Kwak & Curtis, 2022;
Rademaker et al., 2019). With the same memorandum, subjects relied on the abstract
code in frontoparietal regions or the sensory code in visual processing regions depending
on whether the working memory report tested categorical information or fine visual
detail, respectively (Lee et al., 2013). Thus, our current findings do not deny the
possibility of recruiting an abstract/verbal code under certain task demands. However,
our results do suggest that recoding of the visual working memory representation into an
abstract code is not obligatory: even when participants knew there was going to be a
secondary task during the delay, making it optimal to proactively recruit the abstract code
for the working memory content, we still observed a persistent low-level interaction. It

would be of interest for future studies to explore the factors that determine the format that
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working memory representations are maintained in, and the cost and benefit of flexibly
switching among different codes.

Another open question relates to prior TMS (Transcranial Magnetic Stimulation)
studies in which stimulating sensory regions failed to induce a substantial effect on
working memory performance (Rademaker et al., 2017; van Lamsweerde & Johnson,
2017), apparently counter to the sensory recruitment framework. However, if we consider
the effect of TMS as adding random noise to the local circuit, the center of the
populational response of working memory would likely be unchanged. During
retrieval/readout, it is still possible to reproduce the memorized orientation based on the
peak of the activation. Nevertheless, this does not preclude the usage of TMS to examine
the neural mechanisms of working memory with a more sensitive approach. With the
current paradigm, adding noise to the sensory cortex would broaden the tuning of the
population response and attenuate the difference in thresholds between the conditions.
TMS could also be used to examine the interaction between the fronto-parietal cortex and
visual cortex. Applying stimulation at different time points would allow for causal studies
of when top-down signals are needed to stimulate working memory maintenance.

To conclude, our previous work demonstrated that working memory and
perception are necessarily and intimately related through their shared representations.
Here, we showed that the strength of working memory’s influence on perception
gradually decreases over time while it is simultaneously increasingly biased by
perception. Our results support a temporal decay + visual code account, and that
although multiple codes of visual working memory representations may coexist,

behavioral readout predominantly utilizes the visual code, even if it results in an increase
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in interference. Further, these results have potential implications for future EEG
(Electroencephalogram) and TMS studies that require precise timing manipulation.
Targeting different temporal windows might allow us to further tease apart the relative
contributions of visual, parietal, and frontal cortices and the interactions among these
circuits. As the timing of working memory tasks is usually quite different across fMRI,
EEG, and behavioral studies, understanding the changes of the working memory

representation over time is crucial to understand its mechanisms.
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Abstract

If visual working memory (VWM) recruits sensorimotor areas also directly
involved in ongoing perception, then there should be a bidirectional influence between
information maintained in VWM and perception. Here we extend evidence for this
bidirectional relationship beyond gabor orientation and color (Teng & Kravitz, 2019) to
motion direction. As predicted and preregistered, we observed discrimination thresholds
that were significantly greater for the middle than side conditions (p < .001, Cohen's d =
.699), but only when the direction of motion was the maintained feature. Further, we
provide the time course of the interaction over varying ISIs between the encoding and
discrimination stimuli over a window of 550-1000ms. As predicted, we observed an
oscillatory pattern around a decaying baseline that suggests a recurrence between sensory
and prefrontal regions which underlies the maintenance process. These results provide
further support for the recruitment of sensory areas in VWM and the observed
oscillations suggest that VWM may operate via a related set of modulations to attention
where such oscillations are also observed (Fiebelkorn et al., 2013). Additionally, these
findings enable a causal study of the involvement of these regions in VWM maintenance,
with TMS applied to area MT+ and prefrontal cortex during critical periods of the ISI to
selectively destabilize the VWM representation, causing its impact on the discrimination

thresholds to diminish and the quality of report to drop.

Keywords: Visual Working Memory; Perception; Motion

Significance statement: This study demonstrated the interaction between working
memory and perception in motion and detailed a mechanism for which cortical areas
communicate to maintain said visual representation in light of expected decay.
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An oscillatory pattern in the interaction between visual working memory and
perceptual processing

The act of maintaining and/or manipulating information over a period of time,
commonly known as working memory, is critical for success in any day-to-day goal or
task. Despite early theories suggesting the impenetrability of high-level information
(Pylyshyn, 1999), current research provides evidence for an interaction, specifically
between information maintained in working memory and ongoing perceptual processing
(Soto et al., 2005; Gayet et al., 2013; Olivers et al., 2016; Teng & Kravitz, 2019; Teng &
Postle, 2021), as predicted by the sensorimotor recruitment model. This model suggests
an overlap in the neural recruitment of these two operations, resulting in a bidirectional
behavioral influence between working memory and perceptual information (Harrison &
Tong, 2009; Emrich, Riggall, Larocque, & Postle, 2013; Rademaker & Serences, 2019).
While this neural recruitment has been well examined in the primary and sensory
cortices, a general interpretation of this model suggests this overlap should persist beyond
low-level perceptual regions. A generalization of the stimulus class in which this neural
overlap occurs would provide support for the sensorimotor recruitment model and allow
us to further understand the nature of working memory maintenance.

In order to test predictions made by the sensorimotor recruitment model, the
stimulus class examined must meet a number of criteria. First, it must have a clear circuit
home with well-described characteristics (e.g., tuning). Color and orientation, two
features that have been the focal point of most behavioral sensorimotor recruitment work
to date (Serences et al., 2009), meet this criterion. The similarities and differences
between two stimuli, in both color and orientation space, can be perfectly controlled, as

they exist along a continuous and experimentally circular dimension. Further, we
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understand the neural tuning of these features and the behavioral consequences of that
tuning (Mansfield & Ronner, 1978; Ringach et al., 2002; Shapley et al., 2003), allowing
for the key prediction made by Teng & Kravitz (2019): that the amount of interference
between maintained and perceived stimuli is a result of the relationship along said feature
dimension (Bohon et al., 2016). However, though the general tuning for the features are
known, they are represented across a number of cortical areas (Wandell, et al, 2007,
Johnson et al., 2008, Tanigawa et al., 2010) making it difficult to hone in on a particular
area for more detailed predictions and/or casual studies.

Motion, both the perception and maintenance of, fulfills both requirements. First,
motion exists in a functionally contained circuit home (Zeki et al., 1991). hAMT/V5+, the
area specialized for the processing of visual motion information, exists in a well-defined
and relatively consistent anatomical area in both humans and macaques (Lagae et al.,
1994, Kolster et al., 2010). Lesions to hMT/V5+ in both human and macaque have been
shown to cause massive deficits in the perception of motion (Baker et al., 1991;
Newsome and Paré, 1988; Zihl et al., 1983; Zeki et al., 1991), demonstrating both the
containment of the circuit home, and the causal importance of the region to motion
processing. Akinetopsia, in further support of the causality of the region, is a known
perceptual disorder associated with lesions to the area (Zeki, 1991). Second, motion
exists in a near exact feature space to orientation, with arguably more sensitivity
(Seymour et al., 2009), touting 360 degrees of directionality as opposed to 180 degrees.
Random dot kinematograms (RDK), consistently create activity in the anatomical circuit
home, and elicit this activity reliably compared to stationary dots (Tootell et al., 1995,

Goebel et al., 1998, Rees et al., 2000).
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While a generalization of the sensorimotor recruitment model on its own is useful
for reifying a theory that implicates sensory cortices in working memory maintenance,
we know from the physiology that prefrontal cortices are similarly implicated in the
process (Courtney et al., 1997). fMRI studies showing stimulus-specific activation of
sensory areas during the maintenance process does suggest involvement of these regions
(Serences et al., 2009), there are also many studies that show similar involvement of the
prefrontal cortex (PFC) during a delay (Goldman-Rakic, 1987; Funahashi et al., 1989;
Braver et al., 1997; Courtney et al., 1997; Curtis & D’Esposito, 2004). Further, our
experimental generalization into a feature with a laterally-situated circuit home sets the
stage for future studies involving physiological intervention. This eventual intervention
should be precise, requiring a mechanistic understanding of the temporal dynamics
underlying working memory maintenance. Prior work from Kaplan & Teng et al.
(submitted) shows that the natural state of perceptual cortices is decay, and that if we
extend the inter-stimulus interval (ISI) between encoding and discrimination, the memory
representation degrades as the behavioral interference of memory upon ongoing
perception wanes. However, we are still able to observe interference even with 4 second
delays. Thus, there must be a mechanism in place to stave off this natural function of
decay in perceptual cortices. If content is maintained in sensory cortices, then the activity
in PFC could be a signal to maintain a given task-relevant feature or stimulus. Yet the
temporal dynamics that underlie this interaction, and that of the broader maintenance
process, are yet to be evaluated. This signal could be a one-off instantiation that alerts
sensory cortices to a task instruction requiring maintenance, or this signal could be

recurrent, repeatedly overcoming the continual decay amidst a need for sustained
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representation. Evidence for such a pattern, specifically alpha activity, already exists in
the attention literature (Fiebelkorn et al., 2013, Helfriech et al., 2018).

In the current study, we attempted to adapt the findings from Teng & Kravitz
(2019) to a novel feature that gives support to the sensorimotor recruitment theory by
way of generalizability, but also expanded into a design that can inform later studies
using TMS to infer causality. Experiment 1 tested predictions of the sensorimotor
recruitment model using a paradigm (adopted from Teng & Kravitz 2019) that was two-
fold: a working memory encoding and report with a perceptual discrimination task in the
middle (Figure 1). Participants were tasked with memorizing a color or a motion
direction and were then asked to make a same/different decision about a set of two new
colors/motion direction in the discrimination task. Prior work found that maintained
information parametrically influences the discrimination thresholds of the perceptual
stimuli, and that even the task-irrelevant features of the discrimination stimuli biased the
memory report, providing further support for the co-localization of perceptual processing
and working memory maintenance which lies at the heart of the sensorimotor recruitment
framework. A successful generalization of examined stimulus class to motion would not
only further support the predictions of the sensorimotor recruitment model, but set the
stage for a causal investigation of the involvement of said perceptual cortices in working

memory maintenance.
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Fig 1.

a. Adapted from Teng & Kravitz (2019), the paradigm consisted of a memory task and an embedded
discrimination task. In the match condition, the feature dimension of the memory task matched with
the discrimination feature dimension (motion memory and motion discrimination; color memory and

color discrimination). In the non-match condition, the two tasks did not match (color memory and
motion discrimination; motion memory and color discrimination). b. Using color as an example, the
relationship between the memorized and discrimination colors as a function of the underlying tuning
curves. In the middle condition, the curve representing the memory color would act equally upon the
discrimination colors and pull them inwards, making the perceived distance smaller than the actual

distance. The opposite occurs in the “Side” condition, where the memorized color pulls differently
upon the two discrimination colors in the same direction, increasing the perceived distance between

the two.

In Experiment 2 we manipulated the ISI between encoding and perceptual

discrimination to further elucidate the temporal dynamics of working memory
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maintenance for motion. As predicted by Kaplan & Teng et al. (in prep), we expect a
pattern of general temporal decay, one that shows a degraded memory representation
becoming more susceptible to influence from perceptual stimuli with increasing ISIs, and
similarly, the waning ability of said memory representation to influence discrimination
thresholds. With the additional sensitivity afforded to us by motion as a feature, we
similarly expect an oscillatory pattern around our expected decay that reflects the
recurrent nature of communication between distant cortical regions. This temporal decay,
and the oscillatory pattern that likely surrounds it, reveals critical information about the
intercommunication between cortical regions during the maintenance process, and makes
specific predictions about both when and to what degree virtual lesions will impact the

bidirectional influence exhibited by our paradigm.

Experiment 1

Experiment 1 set out to adapt the findings from Teng & Kravitz 2019 to a novel
feature, allowing us to make an argument about the generalizability of the sensorimotor
recruitment model. Participants were presented with a random dot kinematogram (RDK)
and memorized either its color or the direction of motion. While maintaining this
memorized color or motion direction, participants performed a discrimination task
between two new colors or two new motion directions. Critically, for both Experiment 1
Motion-Match and Color-Match, the feature memorized and the features discrimination
always match. That is to say, if participants were tasked with memorizing color, the
discrimination task was always between two colors, and if participants were tasked with

memorizing a motion direction, the discrimination task was always between two motion
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directions.

The relationship between the maintained feature and the discrimination feature
was a key manipulation for this experiment. In the “Middle” condition, the memorized
feature was situated in the middle of the two discrimination features, in either color space
(CIE color wheel) or in orientation space (360 degree circle). In the “Side” condition, the
memorized feature was situated either clockwise or counterclockwise of both
discrimination stimuli in color/orientation space. These two conditions, “Middle” and
“Side”, create separate predictions in regards to discrimination accuracy, measured by the
discrimination threshold. We predicted that in the Middle condition, perception of the
discrimination stimuli will be acted upon equally by the maintained stimuli, pulling them
to the middle and making the discrimination task more difficult, therefore increasing the
discrimination threshold. In the Side condition, we predicted that perception of the
discrimination stimuli will not be acted upon equally by the maintained stimuli, and that
one of the two discrimination stimuli will be influenced more than the other. This widens
the perceptual gap between the discrimination stimuli, making the discrimination task
easier, and therefore decreasing the discrimination threshold. A large threshold shift,
measured as the difference between the Middle and Side thresholds, would suggest a
great magnitude of influence of working memory upon perception. Simultaneously, we
predicted that there should be not just an influence of working memory upon perception,
but of perception upon working memory. In the Middle condition, the two discrimination
stimuli equally pull upon the maintained memory representation in opposite directions,
negating each other’s influence and creating a lack of bias. However, in the Side

condition, the two discrimination stimuli do act equally upon the maintained memory
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representation by pulling in the same direction, creating a bias in the working memory
report (Teng & Kravitz, 2019). Experiment 1 Color-Match was conducted in the exact
same manner as Experiment 1 Motion-Match, though both the memory and
discrimination features to be maintained and perceived were the colors of the RDK’s, as
opposed to the motion directions. The motion was controlled in Experiment 1 Color-
Match in the same manner with which color was controlled in Experiment 1 Motion-
Match. This served as not only a replication of prior findings, but a test of the fidelity of
motion stimuli in our specific paradigm.

In Experiments 1 Motion Non-match and 1 Color Non-match the feature
maintained in memory did not match with the feature for the discrimination. In
Experiment 1 Motion. Non-match, the color of the memory RDK was maintained, while
the direction of motion of the discrimination RDK’s was discriminated between. In
Experiment 1 Motion Non-match, the motion direction of the memory RDK was
maintained, while the color of the discrimination RDK’s was discriminated between.
These non-match conditions were run to ensure that threshold shifts were not a result of
passive perceptual priming, as it is likely that even in the absence of maintenance, carry-
over effects may exist in the short term. Bias, however, was predicted to be impacted by
passive priming, as the task-irrelevant features of the discrimination stimuli, despite their
short-lasting presentation, are expected to impact a maintained memory representation
and therefore the report.

Method
Participants

Four separate sets of Amazon Mechanical Turk workers were recruited with
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compensation being $8 per hour for each of the four experiments. Participants gave
informed consent approved by the Institutional Review Board of George Washington
University and had normal color vision and normal or corrected-to-normal visual acuity.
An a priori power analysis was conducted utilizing a bootstrapped method of random
sampling and was based on the smallest effect size reported in Teng and Kravitz (2019).
To achieve 95% power and a two-tailed alpha of 0.05, the projected sample size was 45
participants to detect a Cohen’s d of 0.55 reported in the study. Participants were
recruited separately for each between-subjects condition until 45 participants cleared the
exclusion criteria, which required them to be at or above 66% accuracy on catch trials.
Stimuli and procedure

Experiment 1 Motion-Match/Color-Match. A dual-task paradigm was used to measure
the degree to which information maintained in memory influenced perceptual
discrimination, and vice versa. Participants were tasked with memorizing the motion
direction of a random-dot kinematogram (RDK), and subsequently they performed a
secondary motion direction discrimination task between two RDK’s. RDK’s were
generated via JavaScript and consisted of 80 colored dots moving radially outward on a
black background. Motion coherence was set to 85% of the total radial motion, with 15%
being random dot motion. The color of the dots in the memory stimulus were all identical
and selected at random, while the color of the dots in the discrimination stimulus were
related to the memory stimulus color, in that they never varied more than 90 degrees from
it. In the Middle motion direction condition, the discrimination colors were always to one
side of the memory color, and in the Side motion direction condition, the discrimination

colors were on opposite sides of the memory color. Each trial began with the presentation

44



of an RDK to be remembered and recalled later. This was followed by two new RDK’s,
each with 125 pixel diameter and presented for S00ms. Participants made a judgment
whether they were the same or different in motion direction by making a button press.
The interval between the memory sample and the discrimination was set for this
experiment at 500ms. 500ms after the participants responded to the discrimination task,
an empty circle showed up and they reported the memorized motion by clicking around
the circle as many times as necessary. Similar to Experiment 1 Motion-Match,
Experiment 1 Color-Match used a dual-task paradigm to measure bidirectional influence
between working memory information and ongoing perception, however, the maintained
feature of the RDK’s was not the motion direction, but the color. As Experiment 1 Color-
Match was also a match condition, the discrimination task was also done on the color of
the RDK’s as opposed to the motion directions.

Experiment 1 Motion Non-match/Color Non-match. Here, a similar dual-task
paradigm was used, though the only difference from Experiments 1 Motion-Match and
Color-Match was that the feature to be maintained in the memory task was not the same
feature to be discriminated between in the discrimination task. In Experiment 1 Motion-
Non-match, participants maintained the color of an RDK and then discriminated between
the motion direction of two RDK’s, while in Experiment 1 Color-Non-match, participants
maintained the motion direction of an RDK and then discriminated between the colors of
two RDK’s. Similar to Experiment 1 Motion-Match and Color-Match, the task-irrelevant
feature of the memory stimulus could either be to the side or in the middle of the
appropriate discrimination feature and obeyed the same parameters as prior conditions.

Design
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Similar to Teng and Kravitz (2019), there were two main manipulations. First, we
manipulated the relationship between the memory motion direction and the
discrimination motion directions with the Middle and Side conditions (Figure 1). The
memory sample was set to be the center of the two discrimination directions in the
Middle condition or on one side of the discrimination directions in the Side condition in
360 degree space. The distance between the two discrimination motions was dynamic and
controlled by a staircase procedure. In the Side condition, the gap between the memory
direction and the nearer of the two discrimination directions was set at 7 degrees. These
conditions were presented in a counterbalanced fashion and participants completed 170
test trials (85 of each condition). To help prevent effects of learning and to determine
those who were guilty of malfeasance, 12 additional catch trials were added where the
two discrimination stimuli had either the same direction or a 65 degree difference, and
those trials were randomly placed in the experiment. These 12 trials served simply as a
foil and were not included as part of the threshold calculation.

The staircasing procedure was employed for both Middle and Side conditions, and
attempted to derive the discrimination threshold that participants could reliably tell the
two motion directions (or colors) apart at. The difference in motion direction between the
two stimuli was determined with a one-down, one-up stair-case method before the first
reversal (a correct response followed by an incorrect response, or vice versa) and then
switched to a two-down, one-up to increase the efficiency in deriving the threshold. The
size of the step (either decrease or increase) was determined as such: six degrees for the
first three reversals, four degrees for the fourth to seventh reversals, and one degree for

all the following trials. The starting difference was 30 degrees, while the upper limit for
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the difference was 45 degrees and the lower limit was 10 degrees.
Results

As expected, discrimination thresholds were impacted by the maintained direction
of motion (Figure 2a). When the memorized motion direction fell between the two
discrimination motion directions, their perception was equally attracted inwards towards
the memory direction, making the judgment more difficult and increasing the
discrimination threshold. When the memorized motion direction fell to one side of both
discrimination stimuli, their perception was unequally pulled in that direction, making the
discrimination easier and therefore decreasing the threshold. A mixed factor ANOVA
with “Middle” versus “Side” as the within-subject factor and “Match” versus “Non-
match” as the between-subject factor revealed a significant main effect of “Middle”
versus “Side” (F(1,89) = 8.251, p <0.001, = 0.08), with lower thresholds for the Side
relationship as compared to the Middle relationship. The main effect of “Match” versus
“Non-match” was not significant (F(1,88) =0.716,p > 0.05, 7,<0.01). The interaction
between these variables, relationship and condition, was also non-significant (F(1,176) =
1.448,p>0.05,1,<0.01). Pairwise comparisons showed a greater difference in
threshold in the “match” compared with the “non-match” conditions (#(44) =5.25,p <

0.0001; #7(44) = 391, p > 0.05, respectively).
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Fig. 2.

Examining the threshold and bias effects of match and non-match conditions from Experiment 1. a.
When the discriminated feature was motion direction, we see a significant main effect of relationship
(“Middle” v. “Side”) but not of condition (Match v. Non-match). b. When the memorized feature was
motion, we see a significant main effect of relationship, but no significant effect of condition. ¢. When
color was the discriminated feature, we see no significant main effect of relationship or condition. d.

When color was the memorized feature, we see a significant main effect of relationship, but not of
condition. e. Crossover plot of discrimination thresholds from Experiment 1 Motion-Match-d. Here
we plot the average difference across participants between the Middle and Side discrimination
thresholds, with each point representing one of the between-subject conditions. The largest threshold
differences exist in both “match” conditions, and though there are no main effects, the interaction is
significant.

Similarly, perceiving the discrimination stimuli subsequently altered memory

representation (Figure 2b). When discrimination motion directions were to one side of the
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memory stimuli in the “Side” condition, the report was biased significantly towards that
side. When the discrimination motion directions were on either side of the memory
stimuli in the “Middle” condition, the report was not biased. Bias is seen here in both the
“Match” and the “Non-match” conditions due to the passive perceptual effect of the
discrimination stimuli, which alter visual working memory content regardless of task-
relevancy. A mixed factor ANOVA with “Middle” versus “Side” as the within-subject
factor and “Match” versus “Non-match” as the between-subject factor revealed a
significant main effect of “Middle” versus “Side” (F(1,89) = 19.58, p <0.0001, #,;=
0.181). This effect was not present for “match” versus “Non-match” due the passive
perceptual effects previously stated (F(1,89) = 1.124, p> 0.05, ,< 0.01). The interaction
between these variables was similarly non-significant (F(1,176) = 1.546,p > 0.05, ;<
0.01). One sample t-tests on the four conditions revealed that the bias was significantly
greater than O in the match (t(44) = 4.687, p < .0001, Cohen’s d = 0.699) and non-match
(t(44) =4.49,p < 0001, Cohen’s d = 0.67) side conditions. The bias was not significantly
from O in the two middle conditions (t(44) = 0.601, p > .05, Cohen’s d = 0.089) for the
match condition or the non-match condition (t(44) =0.97 p > .05, Cohen’s d = 0.101).
Pairwise comparisons showed a similar difference in bias in both the “match” and the
“non-match” conditions (#(44) =3.41, p =0.001; #(44) = 2.19, p < 0.05, respectively).
Similar effects were seen with color in addition to motion direction. When the
memorized color fell between the two perceived colors, in the “Middle” condition, they
were perceived as closer together, making the discrimination more difficult and
increasing the threshold necessary (Figure 2¢). When the memorized color fell off to one

side of the two perceived colors, in the “Side” condition, they were pulled to that side
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proportionally to their overlap defined by the neural tuning curves, and the discrimination
task was made easier, marked by a threshold decrease. A mixed factor ANOVA with
“Middle” versus “Side” as the within-subject factor and “Match” versus “Non-match” as
the between-subject factor revealed a non-significant main effect of “Middle” versus
“Side” (F(1,89) =1.909, p > 0.05,#%,=0.021), despite lower thresholds for the Side
relationship as compared to the Middle relationship. The main effect of “Match” versus
“Non-match” was also not significant (F(1,88) =3.563, p =0.06,%,<0.01). The
interaction between variables was similarly non-significant (¥ (1,176) = 1.620, p> 0.05,
17,<0.01). Pairwise comparisons showed a greater difference in threshold in the “match”
compared with the “non-match” conditions (#(44) =2.44,p =0.01; 1(44) = 1.12,p > 0.05,
respectively).

When the discrimination colors were both to one side of the memory stimuli, in
the “Side” condition, the report was biased to that side (Figure 2d). And when the
discrimination colors on opposite sides of the memory color, in the “Middle” condition,
they were acted upon equally and the bias from one side cancels out the other. Similar to
the motion, we see bias in both the “Match” and “Non-match” conditions due to the
passive perception of even task-irrelevant information. A mixed factor ANOVA with
“Middle” versus “Side” as the within-subject factor and “Match” versus “Non-match” as
the between-subject factor revealed a significant main effect of “Middle” versus “Side”
(F(1,89)=7.805,p <0.01, 1,=0.081). This effect was not present for “match” versus
“Non-match” due the passive perceptual effects previously stated (F(1,88) =0.280, p >
0.05,7,<0.01). The interaction between variables was non-significant (F(1,176) = 0.069,

p>0.05,%,<0.001). One sample t-tests on the four conditions revealed that the bias was
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significantly greater than O in the match (t(44) =3.619, p < .0001, Cohen’s d = 0.539)
and non-match (t(44) = 5.159, p < .0001, Cohen’s d = 0.769) side conditions. The bias
was not significantly from O in the two middle conditions (t(44) = 0.647, p > .05, Cohen’s
d =0.096) for the match condition, but was significant in the non-match condition (t(44)
=2.082, p =0.045, Cohen’s d = 0.308). Pairwise comparisons showed a similar
difference in bias in both the “match” and the “non-match” conditions (#(44) = 1.85,p >
05; 1(44) =290, p < 0.05, respectively).

Critically, a two-way mixed design ANOVA was run on the threshold difference
between the feature (color or motion) discriminated and the feature (color or motion)
encoded, to allow for a direct comparison between each of the four conditions (Figure
2e). This test revealed no main effect of memory feature (F(1,176) =0.128,p > .05, 1,<
001) or discrimination feature (F(1,176) =0.856, p > .05,#%,< .01), but did reveal a
statistically significant interaction between the two variables (F(1,176) = 19.726, p <
0.001, ,=0.101). The significance of this interaction exemplifies the effect of
maintained information upon ongoing perception.

Discussion

Experiment 1 Motion-Match examined the behavioral consequences of the
bidirectional influence between working memory and perception through their shared
recruitment of perceptual cortices. As predicted, the “Middle” condition yielded a higher
discrimination threshold than the “Side” condition (Figure 2e), and the “Side” condition
resulted in a larger attraction bias than the “Middle” condition. This result was congruent
with previous findings (Teng & Kravitz, 2019, and did so by utilizing a novel feature that

successfully generalized the sensorimotor recruitment model to a cortical area beyond
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that of color or orientation. The success of this generalization to motion, with an effect
even greater than that of features examined in prior experiments, suggests that the neural
overlap between maintained working memory information and ongoing perceptual
experience generalizes to motion and should generalize further. This broadly supports the
underlying theory of the sensorimotor recruitment model. Additionally, Experiment 1
Color-Match, which required participants to hold color in mind while discriminating
color, further supported both the results from Teng & Kravitz (2019) and the
paradigmatic ability to probe such a question by changing colored gabor patches to
colored RDK’’s.

Experiments 1 Motion Non-match and Color Non-match, which fulfilled both
remaining “non-match” combinations (color encoding with motion discrimination and
motion encoding with color discrimination), also yielded expected results, with nearly
equal thresholds for both “Middle” and “Side” conditions. As the information held in
memory was not the same feature as the discrimination stimuli, these two tasks do not
overlap and influence each other. However, we did see bias effects, likely caused by the
task-irrelevant feature of the discrimination stimulus being automatically processed and
acting upon information held in working memory. Overall, the findings from Experiment
1 give us confidence that motion is an appropriate stimulus class to further examine the
sensorimotor recruitment model and resulting from its contained circuit home and lateral

localization, sets the stage for causal intervention.

Experiment 2

While Experiment 1 set out to provide support for the sensorimotor recruitment
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model through generalizability to motion, it additionally set the stage for causal
intervention. We look to build upon findings from Kaplan & Teng et al. (in prep) which
similarly adapted the Teng & Kravitz (2019) paradigm by varying the ISI between
encoding and discrimination with color and orientation, though, with motion. This prior
work showed a pattern of temporal decay, as the ISI between working memory encoding
and perceptual discrimination grows, the bidirectional impact changes as a function of the
degraded memory representation. As the memory representation degrades, its influence
upon ongoing perception lessens, while its ability to be biased by the same perception
grows. Kaplan & Teng et al. (in prep) found that the bidirectional interactions between
the two processes persisted even with long intervals between memory encoding and the
onset of the perceptual task, supporting sensorimotor recruitment broadly. Additionally,
they found that at shorter intervals, changes in threshold shifts and bias went opposite
directions: the influence of working memory on perception (threshold shift) reduced with
time, while the interference from perception on working memory representation (bias)
increased over time. If our predictions are true regarding the generalizability of the
sensorimotor recruitment model, then a similar pattern of decay should be observed with
motion as the task-relevant feature. However, Kaplan & Teng et al. (in prep) examined
color and orientation, a less sensitive measure than motion, as exhibited by our findings.
Similarly, this prior work varied ISI’s within-subject, introducing an unsure measure that
may have impacted behavior by influencing the ability to prepare for a single trial.

As such, the goal of Experiment 2 was not simply to extend the extant temporal
examination into a new feature space, but to further investigate the underlying

mechanism and probe for a potential recurrence or oscillation between sensory and
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prefrontal areas. We know the interaction between working memory and perception is a
dynamic one, as such, the introduction of causal intervention should come in a targeted
manner, so an understanding of the underlying dynamic of the maintenance process is
crucial. By manipulating the ISI between encoding and discrimination, we can begin to
unpack the communication that exists between perceptual areas and prefrontal cortex
(PFC), communication that ultimately underlies visual working memory maintenance.
Acknowledging the flexibility of the system exhibited by Teng & Kravitz (2019), it is
likely that a signal from PFC must be sent to perceptual cortices to stave off decay.
However, it remains unclear whether or not this signal exists as a single event or exists as
a recurrent oscillation between the two regions. Our objective in Experiment 2 is to
unpack this purported recurrent dynamic using our highly sensitive behavioral measure.
Should our measure prove effective, we expect to see an oscillation around a decaying
baseline, as evidence for such a pattern does exist in both object-based attention
(Fiebelkorn et al., 2013) and in attention more broadly (Helfriech et al., 2018).
Method

Experiment 2 manipulated the ISI between memory encoding and perceptual
discrimination to further unpack the neural underpinnings of visual working memory
maintenance. In both Experiment 2 Motion-Match and Color Non-match, motion was the
perceptually discriminated feature, though in Experiment 2 Motion-Match, motion was
the feature initially encoded into visual working memory, and in Experiment 2 Color
Non-match, color was the visually encoded feature. Similar to Experiment 1, the
comparison between match and non-match was necessary to rule out passive priming

effects, and to determine the temporal impact of those effects in comparison to our
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sought-after interaction. For both Experiment 2 Motion-Match and Color Non-match, 10
between-subjects conditions exist, one for each time point. The experimental design was
identical to Experiment 1, however, the ISI between encoding and discrimination varied,
with 10 time points every 50ms between 550ms and 1000ms (550, 600, 650, 700, 750,
800, 850, 900, 950, and 1000ms). The range for these time points was chosen based upon
effects from prior work (Kaplan & Teng et al., in prep). Importantly, the purpose of
varying the ISI was to 1) confirm that motion exhibited similar decay effects to that seen
in Kaplan & Teng et al. (in prep) and 2) determine whether or not an oscillatory pattern
could be observed at 50ms increments.

We recruited 10 separate groups of Mechanical Turk workers (50 each) for
Experiment 1 Motion-Match and another 10 groups of 50 workers for Experiment 1
Color-Match to complete the experiments. Participants gave informed consent and
reported normal color vision and normal or corrected-to-normal visual acuity. An a priori
power analysis was conducted utilizing a bootstrapped method of random sampling and
was based on the smallest effect size reported in Teng and Kravitz (2019). To achieve
95% power and a two-tailed alpha of 0.05, the projected sample size was 50 participants
to detect a Cohen’s d of 0.55 reported in the study. Participants were recruited separately
for each between-subjects condition until 50 participants cleared the exclusion criteria,
which required them to be at or above 66% accuracy on catch trials.

Results
Experiment 2 Motion-Match. Here, using a two-way ANOVA with relationship
(“Middle” and “Side) and ISI (550, 600, 650, 700, 750, 800, 850, 900, 950, 1000ms) as

factors, we replicated the impact from the “Match” conditions in Experiment 1, showing
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that maintained information influences discrimination thresholds exhibited by a main
effect of relationship (F(1,996) = 6.227, p = .01, ;< .01), though the main effect of ISI
was not significant (£(1,996) =0.034, p > .05, n7,< .001) (Figure 3a). The interaction
between relationship and time was not significant (¥(1,996) = 351, p > 05, 5,< .001). A
similar two-way ANOV A examining the main effect of relationship on memory bias was
significant (F(1,996) = 8.705,p <0.01, n,< .01), while the main effect of ISI was not
significant (F(1,996) =0.493, p > .05, 77,< .001), and the interaction between relationship
and time was also not significant (£(1,996) =0.995, p > 05, ;< .001) (Figure 3b).
Regarding a model fit, a visual inspection suggests that a sinusoidal model may be
a better fit than a linear one. A linear regression model was significant (= 0.3776, F(1,9)
=6.461, p < .05) with residual standard error (S(8) = 0.5378), though importantly this
needs to be compared to a non-linear least squares model to determine goodness of fit. A
non-linear least squares analysis was run using a sinusoidal model generated with the
following parameters: offset(C), amplitude(a), frequency(w), and phase(¢) at these
corresponding values: 0.003667(C), .65629(a), 1.66(w), and -19(¢). A general decay
measure was added to the sinusoidal model to resemble the natural slope of the data, and
the model was subsequently fit to the residuals. The residual standard error of the non-
linear model (S(6) = 0.1912) was less than that of the linear model. Critically, the
Bayesian Information Criterion (BIC), a criterion for model selection that adjusts for the
number of parameters to prevent over-fitting, was smaller (better) for the non-linear

model (BIC = 1.691881) than for the linear model (BIC = 20.6504).
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Fig 3.
a. Time course of the interaction between working memory and perception for Experiment 2 Motion-
Match, the “Match” condition. Replicating the impact from the “Match” conditions in Experiment 1,
maintained information influenced discrimination thresholds at all timepoints and more so at shorter
ones. b. The effect of matching discrimination stimuli upon a maintained memory representation was
present and increasing with longer ISI’s, as predicted. ¢. Experiment 2 Color Non-match was a “Non-
match” condition (color memory and motion discrimination). Maintained information did not
influence discrimination thresholds exhibited by a non-significant difference from O and no change
over time. d. An effect of memory bias resulting from passive perception meets our theoretical
predictions.

Experiment 2 Color Non-match. Similar to Experiment 2 Motion-Match but with a
“Non-match” condition (color memory and motion discrimination), we used a two-way
repeated measures ANOV A with relationship (“Middle” and “Side) and ISI (550, 600,
650, 700, 750, 800, 850, 900, 950, 1000ms) as factors, and as before, we showed that
maintained information did not influence discrimination thresholds exhibited by a non-
significant main effect of relationship (F(1,996) = 1.085, p <0.001, ;< .001, and a non-

significant main effect of ISI (F(1,996) = 50.164, p > .05, < .001) (Figure 3c).
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Additionally, the interaction between relationship and time was not significant either
(F(1,996) =0.00, p >0.05,1,< .001). A similar two-way repeated measures ANOVA
examining the main effect of relationship on memory bias was significant (¥(1,996) =
5.644,p = 01,%n,< .001), though the main effect of ISI was not significant (F(1,996) =
0.033,p> .05,7,< .001), and the interaction between relationship and time was not
significant (F(1,996) = 206, p > 0.05, 57,< .001). The significant effect of memory bias in
the “Non-match” condition, yet a non-significant result of threshold shift matches our

theoretical predictions (Figure 3d).

General Discussion

In both Experiment 1, we showed that information maintained in VWM and
ongoing perception exerted a bidirectional influence for motion and color, replicating and
extending prior results for color and orientation (Teng & Kravitz, 2019). These results
provide further support to the sensorimotor recruitment model of VWM and suggest that
its basic tenets hold true across visual features. This support and generalization of the
sensorimotor recruitment model affords a unique opportunity to further examine the
direct and causal role of perceptual regions to visual working memory maintenance using
TMS. Despite the vast causal evidence for hMT/V5+’s role in the perceptual processing
of motion, the investigation of its causal role in working memory maintenance remains
undetermined. This is partially a result of prior work that has attempted to establish the
causal role of perceptual cortices in working memory maintenance with results
interpreted as inconclusive by many (Silvanto & Cattaneo, 2010; Rademaker, 2017, van

de Ven et al., 2012). This extant literature reports small effects that vary greatly across
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delays and suggests a diminishing impact of brain stimulation with increasing delays,
with the latter point being cited as support for the traditional recoding hypothesis in a
recent review (Xu, 2017). It’s likely that prior work has simply not utilized the
appropriate approach, or developed a sensitive enough behavioral measure as what we’ve
employed here (Teng & Kravitz, 2019), which has enabled us to investigate the causal
role of perceptual cortices in the visual working memory maintenance process.

The paradigm used by Teng & Kravitz (2019) is fine-grained as a result of both
discrimination and continuous report, and provides strong reason to think that the
observed interactions truly arise from the perceptual area in question due to the way in
which behavioral manipulations follow the known tuning pattern. Motion gives us
additional hope in search for causality, for if we can find similar sorts of interference
effects in motion that the literature has already thoroughly described for color and
orientation, then we can use methods of brain stimulation in order to produce direct
causal evidence that this area is involved in mediating those interference effects. Teng &
Kravitz (2019), along with many others, provide strong behavioral evidence for the
sensorimotor recruitment model, but causal evidence is needed to truly suggest an
inextricable role in the maintenance process. True lesion data, which provides sufficient
evidence for recruitment of a region, fails to allow for such a causal examination in this
regard, as the sensorimotor recruitment model would suggest that any damaged
perceptual area of cortex, purportedly engaged in working memory maintenance, will
result in a similarly impaired ability to encode information. As such, the need for
reversible interference to truly infer causality exists. However, the limitations of anatomy

and functional localization cause issues when attempting to create ‘virtual lesions’
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(Cowey & Walsh, 2001) with a device such as Transcranial Magnetic Stimulation (TMS),
as features often examined, such as color or orientation, both have rather diffuse
functional localization and anatomically situate themselves on the ventral surface of the
brain, away from the ability for potential stimulation. Thus, both a well-defined circuit
home and a feature space that allows for stimulation, as provided by motion by its
reliable activation of hMT/V5+ and situation on the lateral surface of the brain, is
established and available for probing this question.

In Experiment 2, by manipulating the ISI between the working memory encoding
period and the perceptual discrimination task, we were able to observe not only a gradual
decay of the memory representation, reflected behaviorally in the decreasing threshold
effect and increasing attraction bias over time, but an oscillating pattern well fit by a
sinusoidal model. This finding matches similar work found in the domain of attention
(Fiebelkorn et al., 2013, Helfriech et al., 2018). Our result further unpacks the temporal
dynamics of VWM maintenance, suggesting a recurrent interaction between prefrontal
and perceptual circuits. This sets the stage for temporally precise causal interventions
(e.g, TMS) to further establish the roles of prefrontal and perceptual circuits in VWM
maintenance.

Our findings are in support of prior work (Kaplan & Teng et al.; in prep) that
makes specific predictions about how the noise introduced by stimulation would impact
processing in varying locations. Evidence tells us that prefrontal cortices play a role in
the working memory maintenance process (Goldman-Rakic, 1987; Funahashi et al.,
1989; Braver et al., 1997; Courtney et al., 1997; Curtis & D’Esposito, 2004), but the

exact mechanism of the role is debated (Yoon et al., 2006). A potential contribution of
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the prefrontal cortex (PFC) to working memory maintenance, one that supports the
sensorimotor recruitment model, is to stave off decay in perceptual cortices, as the natural
dynamic of these sensorimotor cortices must be one of decay in order for these systems to
successfully reset prior to new information processing. As such, it is likely that TMS to
both sensorimotor cortices and prefrontal cortices during the delay period will impact
working memory maintenance, though at different time points. Early on in the delay,
while bottom-up hysteresis is still present, TMS to hMT/V5+ will be most effective, as
the recently perceptual information will have yet to decay, and the role of PFC will have
been minimal thus far. After a short amount of time into the delay period, TMS to PFC
may prove to be more effective than TMS to hMT/V5+, as the signal from PFC, one that
translates the task instructions into successful maintenance in the appropriate sensory
cortex, will have been initiated. The latest stage in the delay probes a deeper question
regarding the involvement of PFC, where PFC is only needed for the initial maintenance
signal or PFC’s activity reveals a recurrent signal that allows both areas to combat
interference together.

However, the results of Experiment 2 are more specific than just that of a general
decay, and present a unique opportunity to further examine the temporal dynamics that
underlie visual working memory maintenance and specifically, this purported recurrence
between PFC and perceptual areas. Experiment 2 addressed the question of the role of
PFC: is PFC only needed for the initial maintenance signal or is there a recurrent signal
that allows both areas to combat interference together? As we observed an oscillation,
likely emerging from the repeated recurrent signaling between prefrontal and perceptual

cortex, this signal is not needed only initially, but sustains the representation. Though as
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informative as this information is, it doesn’t provide the causal evidence we need to
suggest the direct involvement of prefrontal cortex. To establish this specific causal
relationship, TMS should be administered at very specific time points to both MT and
PFC. If the signals coming from PFC are truly to reverse the natural decay in
sensorimotor cortices, then the signal itself should prove to be most necessary during the
latter part of the decay, for without that signal, the representation in the perceptual cortex
will continually degrade. Therefore, TMS to prefrontal cortex will have a larger effect on
discrimination thresholds during the trough of the waveform than the peak of the
waveform. The peak represents the strongest interference, and a time at which the
representation in sensorimotor cortices is strong, when a signal to stave off decay from
PFC is not necessary. It is at trough when this degraded representation is in need of help,
thus, interrupting this help will be most impactful.

That being said, and despite our results suggesting a good fit for the non-linear
model, there were a number of factors working against us that could have further
decreased the residual standard error. In order to reach stability in our staircasing method,
participants needed to perform a significant amount of trials in each condition, extending
these to increase our power would make the experiment less manageable. Similarly,
dealing with between-subject differences was unavoidable with the number of trials
necessary to reach a stable discrimination threshold. Though, along with the convenience
of recruiting multiple independent groups, we avoided the element of uncertainty, as our
participants did not see multiple ISI’s. If the ISI variable was within-subject, the
uncertainty of the delay may have had a negative effect. As a between-subjects variable,

our participants likely learned that the discrimination task came at a very specific time
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following encoding, thus, the possibility of an optimized recurrence.

In conclusion, previous work demonstrated that the bidirectional influence
between working memory information and ongoing perception is a product of the
similarly recruited perceptual cortices, and that the natural function of those cortices is
decay, as shown by the degraded memory representation over time. Here, we showed that
the sensorimotor recruitment model generalizes to motion, and found that the time course
of this interaction not only yields a temporal decay, reflective of the natural state of the
perceptual cortices, but that there is a pattern of oscillation around said decay, suggesting
that high-order areas, such as PFC, send maintenance signals to these early areas to

maintain task-specific information.
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Abstract
Cognitive neuroscience is concerned with understanding the necessary relationship
between brain, behavior, and phenomenology. Beyond a more complete understanding,
the hope is that unpacking this relationship will provide clarity that overcomes the
limitations of studying them separately. The predominant approach of mapping putative
mental processes (e.g., attention) to neural circuits using highly specialized tasks (e.g. an
“attention task™) has yielded a clear, but undesirable, pattern of results: no such mapping
exists, calling into question basic assumptions underlying the field. Here, we examine
those assumptions in light of our current knowledge of the neural substrate and propose a
new framework that recognizes that all our observations are ultimately grounded in the
specific tasks we use, with wide ranging theoretical and empirical implications. We argue
that our current empirical approach cannot yield a comprehensive account of brain-
behavior relationships. We must instead examine the unique and shared demands across
tasks and relate them to neural activity and behavior to reveal the common principles that
explain both. Only in this way can we refine, rather reify our existing theories grounding

cognition and phenomenology in the neural substrate.
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A new cognitive neuroscience centered on task demands
We are agents, not observers. We move through and sample the environment actively in
order to accomplish goals and satisfy innate drives. Sensory inputs are therefore not
independent of actions, and both are shaped by what we are aiming to do in any given
moment. Importantly, our goals, the behavior we express to accomplish them, and the
aspects of the environment that we process largely interact (Figure 1), such that variations
in any one of those factors necessarily cause changes in the others. This tight
interdependence implies that sensory information, goals, and behavior are best
understood in terms of their constraints on each other, rather than individually. Here, we
argue that characterizing this interaction experimentally is imperative to understand
relationships between the brain, behavior, and phenomenology, and we propose a
theoretical and empirical framework to discover the common principles in neural and
behavioral data across species and techniques. This framework centers on understanding
the specific demands of the tasks we use in neuroscience and psychology, without
prioritizing putative mental processes (“‘outside-in approach”) or the neurobiological
measures themselves (“inside-out approach”) (Box 7). By doing so, it works towards a
new cognitive neuroscience in which new generalizable concepts, theories, and models

can emerge in pursuit of a unified taxonomy of mental states, physiology, and behavior.

Box 1: Outside-in vs. inside-out: Task demands as a bridge between psychological
concepts and neural data

As cognitive neuroscientists, we aspire to find theories and models that generalize across
behavior, neural activity, and phenomenology, and to create a unified taxonomy of

mental states and their underlying physiology. For decades the predominant approach in
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our field has relied on preexisting psychological concepts and putative mental processes
for which we seek physiological or behavioral evidence through experimentation and
modeling, (e.g., finding a mapping between neural activity and working memory). This
“outside-in” approach has been challenged (e.g., Buzsdki 2019), especially because
psychological concepts do not provide a satisfying account for a growing body of
neuroscientific data, and because mapping those concepts to the brain can only ever reify
rather than redefine our century-old “divisionist” taxonomy. An alternative “inside-out”
approach instead prioritizes the biological substrate, considering the brain as a pattern
generator that maps initially “meaningless” activity patterns to environmental phenomena
through actions, which gives them their “meaning”. While this approach may indeed
allow finding new concepts that better describe neural data, alleviating the need for a
priori psychological concepts, ultimately, researchers face the major challenge of finding
the correct mapping between an endless number of possible real-world phenomena,

actions, and reliable physiological responses, without a unique solution.

Our perspective is that regardless of which of these approaches is taken, the linking
element between the psychological concept and the neural data is the task demands
defined by the experiment we chose to conduct. In fact, psychological concepts and the
tasks used to probe them are so tightly linked that many tasks are named according to the
respective mental process they are assumed to engage (e.g., a “recognition task™). By
understanding how the demands of the task affect an agent’s behavior, neural activity,
and phenomenology, and by characterizing the unique and shared components across

these domains, we believe we will be able to find new concepts, theories, and models that
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jointly explain mental and neural phenomena together.
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Figure 1. Centering task demands in our thinking. A) Agent-environment interaction.:
Environmental factors, goals, and behavior are interdependent and need to be understood in
terms of constraints on each other, rather than individually. For example, the choice of
instructions influences which aspects of the stimuli are relevant (e.g., color vs. motion), how these
stimuli are sampled (e.g., through eye movements), and how the behavioral response is given (e.g.,
reaction times). B) Physiology: The nervous system optimizes itself in service of agent-
environment interactions. Activity drives plasticity, plasticity shapes anatomy, and anatomy
constrains activity. C) Experiments: Attempted control over agent-environment interaction by
manipulating task components (i.e., sensory information, instructions, behavioral responses,
measurement apparati), which jointly define task demands. D) Schematic relationship between A-
C. Task demands define behavior and neural activity, making all physiological and behavioral
observations inherently task dependent.

Why should we center task demands in our thinking?

In an experimental context, we aim to control the sensory content of the agent’s
experience, their goals, and behavior by manipulating different experimental components
(Figure 1). For example, we aim to control sensory information through stimulus
presentation or cueing, set goals through instructions, and prompt certain behavioral
responses while restricting others. Typically, experiments vary a single task component

(e.g., stimuli), while keeping others constant; a powerful approach that has led to many
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key discoveries in our field. However, since sensory information, goals, and behavior are
inherently interdependent, so is the influence of the task components on our results, and
rather than one component individually, it is their specific combination that defines the
task demands imposed on the agent. Even seemingly small changes in any one of the
three task components can produce large differences in these demands via this
interaction. Varying only one of the components renders us blind to this interaction,
which will be reflected in any empirical results we obtain. In the following sections, we
will discuss the wide-ranging theoretical and empirical implications that come with
acknowledging the above, and will provide practical recommendations for a way

forward.

Physiological and behavioral measures reflect task demands

When designing experiments and interpreting their results, it is crucial to recognize that
all our measures are inherently task-dependent, and that our inferences made based on
them will heavily depend on the exact experiment we chose to conduct. Therefore, the
influence of each component must be characterized in relation to the others, and we must
understand their joint effects on our behavioral and physiological observations. Indeed,
growing evidence shows that many putatively distinct mental processes support similar
behaviors and are supported by overlapping neural systems (e.g., working memory,
attention, and mental imagery; Box 2), which either suggests that the mental processes are
not fully separable, or that an alternative account is needed. We suggest the latter: Rather
than putative mental processes, it is the shared demands of the tasks that explain the
neural and behavioral overlap observed across studies and domains (Dijkstra 2019; Teng

& Kravitz 2019). It is therefore essential to quantify and understand the influence of task
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demands on our results. To achieve this, we need to conduct multi-task studies that vary
more than one component (e.g., sensory information, instructions, and behavioral
responses), preferably within individuals, and the results need to be analyzed with respect

to the specific demands of the tasks that were used (Box 3).

Generalization will reveal task demands

A major strength of multi-task studies is that they allow us to formally test long-standing
assumptions in psychology and neuroscience, a central one being that our inferences
based on one task generalize to others, and even to the real world. Importantly, this
assumption is based on another, which is that a task engages a specific mental process
(e.g., a “working-memory task”), and that this process is general beyond the experimental
setting. We therefore often generalize on the level of mental processes rather than on the
level of data, grouping together studies framed around the same process, and
distinguishing them from those examining other processes. We suggest that this approach
has contributed to an unjustified reification of the existing taxonomy of mental processes
(e.g., Box 2), because it largely ignores how similar the corresponding experiments were.
Moreover, by relying on meta-level comparisons across studies rather than formal tests of
generalization, we risk missing not only the principles in our data that are shared across
tasks, but also specifically those with the highest chance of generalizing to the real world.
Moving forward, we need to characterize the similarity in demands across tasks by
quantifying the degree to which behavioral and physiological patterns overlap across
tasks, and by linking this overlap to the similarity in task components and other

experimental factors (e.g. Box 3). Ultimately, this will allow us to find new generalizable
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principles in pursuit of a unified taxonomy for cognitive neuroscience.

Box 2: The case of attention, working memory & mental imagery

To understand how task demands shape our empirical observations, consider the case of
attention, mental imagery, and working memory - three psychological concepts
traditionally associated with separate mental processes. While separate literatures
seemingly provide abundant behavioral and neurophysiological evidence for each one of
the putative mental processes, much of this evidence overlaps across the three, calling

into question the usefulness of the concepts themselves.

In endogenous attention tasks, internally-generated signals prepare one to attend to
specific features of a stimulus, even in the physical absence of that stimulus, and task-
relevant and feature specific modulations are observed in the neural response of primary
sensory cortices (Maunsell & Treue, 2006, Mueller & Kleinschmidt, 2003).In working
memory tasks, information needs to be maintained over time in absence of a physical
stimulus, which seems to directly engage the same cortices in which the stimulus was
initially processed. Such findings support a sensorimotor recruitment framework
(Rademaker et al. 2019; Postle, 2006, Pasternak & Greenlee, 2005), predicting a fine-
grained set of interactions between the processes that are borne out in perceptual
distortions (Teng & Kravitz, 2019; Lee et. al., 2012). In mental imagery tasks, specific
stimulus features must be called to mind in the absence of a physical stimulus, with
results suggesting a depictive representation mediated by common neural substrates for

imagery and perception of the same stimulus (Pearson & Kosslyn 2015, Lee et. al., 2012,
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Chao & Martin, 1999, Breedlove et al. 2020). Evidence for common neural substrates is

so strong that an emerging question is how we are able to differentiate between imagery

and perception (Dijkstra et al 2019).

Importantly, all three of these tasks engage similar neural substrates keyed to the stimulus
content, inherently blurring the lines between the putatively separate concepts they are
thought to probe. In fact, the neural evidence taken as support for attention, working
memory, and imagery, also overlaps with other putative cognitive processes such as
perception, recall, expectations and others. If directly compared within individuals,
direct overlap between the substrates for these putatively distinct processes are reported
(Albers, et. al., 2013). This converging evidence suggests that task demands rather than
the putative processes will explain the commonalities and differences in physiological

responses (e¢.g. Lee et. al., 2013).
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Figure 2: Shared task demands may explain the similarities observed across putatively distinct
mental processes. A) Stimulus identity was reliably decoded from neural activity patterns in early visual
areas during both working memory maintenance and mental imagery (adapted from Albers, et. al., 2013).
B) In anticipation of an upcoming target, macaque cortical areas demonstrate increased spiking during a
cue-target delay period (adapted from Fiebelkorn et al., 2019). C) Object-selective and category-task
localizers showed no effect of task on response magnitude but decoding of object identity was significantly
greater for the visual than nonvisual task in object-selective areas, whereas the opposite was true in the
non-visual task/category areas (adapted from Lee et. al., 2013).
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Anatomy constrains and is constrained by activity

All neural activity is grounded in the interplay between sensory information, goals, and
behavior. Because activity drives plasticity, plasticity shapes anatomy, and anatomy
constrains activity (Figure 1), also the structure of the nervous system reflects this
interplay. Ultimately, the history of behavioral successes and failures determine which
neural circuits and mental states emerge and persist (Hedrick et al. 2022). The nervous
system therefore continuously optimizes itself in service of flexible behavior, ranging
from immediate, local changes in protein synthesis, to large-scale network restructuring
on developmental and evolutionary time scales. When we measure this system in an
experiment, whether behaviorally or neurally, and even during perturbation (e.g. Bradley
et al. 2022) or putative rest (Smith et al. 2013), we need to remind ourselves that we are
capturing only a small part of a system whose current state depends on its history and
prior interactions with the environment. Moreover, we need to better understand the
reciprocal constraints between neuroanatomy and activity in the context with the
behavior they support. Activity-dependent tracing techniques (e.g., Uselmann et al. 2022)
seem promising as they allow a task-dependent mapping of the connectivity of neural
circuits. Unpacking these reciprocal interactions will require a combination of large-scale
recordings, anatomical studies of circuit architecture and connectivity, as well as on
computational modeling to bridge the gap between them (e.g., attractor dynamics in

entorhinal grid cells, Gardner et al. 2022).

Box 3: Empirical approaches to reveal the interplay between task demands, physiology,
and behavior
All cognitive neuroscience experiments yield a relationship between the components of
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the task (stimuli, instructions, behavioral responses, apparati) and behavioral and/or
neural metrics. Because these task components are interdependent, and because
generalization is always an empirical question, we need direct quantitative comparisons
of responses across systematic variations in task components. The ideal is a multitude of
task variations performed while neural activity and even uninstructed behaviors are
measured as densely as possible, which allows for stronger tests of theories (e.g.,
variance explained across a stimulus set). The across-task similarity of those measures
can then be linked to task demands in three broad steps.

First, we can quantify the behavioral or neural patterns that generalize across tasks (e.g.,
consistent clustering of responses, component modeling), which implicitly capture
similarity in task demands. Second, this same logic can be generalized to test for
similarity between behavioral and neural measures, allowing for the data-driven
discovery of brain-behavior relationships in our data. Third, the behavioral and the neural
similarity as well as their mapping, can then be linked to the specific task components
that were varied, as well as to other experimental features or measures (e.g., model
activations for stimuli). Importantly, by quantifying the non-linearities in the mapping
between the task components and the empirical measures (e.g., through model-based
analyses), we can directly quantify the interaction of the components on the level of the
data. The research question constrains the specific design choices as well as the
dimensions along which tasks are compared.

Ultimately, this approach will require researchers to design experiments with quantitative
convergence and open science as fundamental considerations. Experiments should

provide independent measurements of response to each task component so that patterns
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of covariation can be determined with the greatest fidelity and flexibility. Such datasets
can be more readily extended and quantitatively compared to later studies. Recent
advances in crowd-sourced psychophysics make these designs feasible even for pure
behavior. Relatedly, we need to vastly increase the depth and breadth of what we share of
our paradigms, data, and analyses. We should be routinely preregistering and sharing
actual experimental code and stimuli, so that other researchers can understand, replicate,
and extend the tasks that produced the results. Sharing experimental code and data allows
for impactful science at lower price points for everyone, potentially yielding a greater
diversity of viewpoints, researchers, and institutions represented across the field.
Cognitive neuroscience is already a leader in this increasingly necessary aspect of science

(e.g., brain.io, HCP, https://www.cneuromod.ca) and we should leverage and extend that

expertise.

A) Behavioral similarity B) Neural similarity C) Similarity in task demands

Tasks

'-"-." Other
"\:':'.-ﬂ? features

Stlmull

Responses

Tasks * Low HEEENNT High Instructions
Cluster Similarity

Figure 3: Mapping the influence of task demands to behavioral and neural measures. A) Behavioral
similarity across tasks (e.g., gaze behavior). B) Neural similarity across tasks (e.g., spike rate in a region of
interest). C) Similarity in experimental factors that define task demands (e.g., the specific combination of
sensory information, instructions, and behavioral responses). D) Three analysis steps towards quantifying
the influence of task demands. First, clustering analyses can reveal which tasks elicit similar behaviors and
neural activity. Second, brain-behavior relationships are revealed by establishing the mapping between the
behavioral similarity and the neural similarity (e.g., considering the detected clusters). Third, behavioral
and neural similarity can be linked to the similarity in experimental factors that define task demands.
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The brain is interconnected

The notion that the nervous system consists of a set of distinct areas operating
independently from one another aside from inputs and outputs remains central to many
investigations and is often referred to as modularity. Depending on the granularity of
analysis, there are clear differences in local architecture and the engagement of neural
circuits for certain tasks. Moreover, lesion studies show that damage to one part of the
brain can cause selective deficits in the subject’s experiences and abilities, which differ
from the deficits caused by damage to other parts of the brain. Critically, these results do
not imply that the activity in one circuit is independent of activity in others, nor that only
circuits in which activity correlated with our experimental manipulations contributed to
task performance. The contribution of any neural circuit to task performance inherently
depends on the contribution of other circuits, and our measurement and analysis
techniques may simply be more sensitive to certain activity patterns compared to others.
During natural behavior, for example, animals move almost continuously, and neural
signals related to their movements are tightly integrated with sensory inputs across the
brain. ‘Sensory systems’ and ‘motor systems’ are therefore not strictly independent, and
we cannot understand sensory processing without considering actions. Similar arguments
can be made even about the brain itself, which is part of a larger nervous system spanning
the entire body. This interdependence inherently belies modularity (Pessoa et al. 2023),
both on the level of activity and structure. We therefore need to examine the contribution
of local circuits while simultaneously appreciating their embedding in larger networks,
which will require new methodological developments and large-scale neural recordings.

Moreover, unpacking the interactions that underlie mental states will require causal
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perturbation of local circuits (e.g., through cooling or stimulation while examining other
circuits and behavior (Siddiqi et al. 2022). Most importantly, when interpreting our
results and even the existing literature, we need to move towards an integrated view of
the brain, in which an interconnected system produces local activity patterns that

contribute to behavior and mental states.

Every brain state is unique

Many studies report substantial variability in neural activity across trials, for example for
repeated stimulus presentation (e.g., Stringer et al. 2019), showing that neuronal firing is
not stationary. While there likely is not one mechanism explaining all variability, and
many potential mechanisms have been proposed (e.g., repetition suppression), growing
evidence suggests that the changes are systematic rather than noise. For example, the
activity of many neurons does not simply differ across trials, but drifts, meaning that the
across-trial similarity in activity reduces with increasing time between trials (e.g.,
Schoonover et al. 2021). The similarity in behavioral measures also decays (e.g., in
mice), and the behavioral performance on one trial depends on the performance in prior
trials (e.g. Kramer et al. 2022, Jazayeri et al. 2010). Because such hysteresis effects
occur on many time scales, both on the neural and on the behavioral level, it is imperative
to leverage the full variability in our data rather than focusing on estimates of central
tendency. We argue that varying multiple experimental components together within
individuals offers the variability needed for such analyses, and that our techniques need
to be able to apprehend both the stable and dynamic properties of the nervous system.

Thus, rather than relying solely on reproducibility, we need time-resolved, trial-wise, and
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longitudinal investigations. Moreover, manifold-learning techniques allow discovery of
stable, low-dimensional activity patterns even when individual neurons drift. This result
highlights the utility of dimensionality reduction even for time-resolved analyses, and it
suggests that neural circuits can likely maintain their contribution to task performance

even if individual neurons drift.

There is no singular function

While ascertaining brain functions has been a major focus of cognitive neuroscience, the
definition of “function” and its localization to particular neural circuits is debated (e.g.,
Rust & LeDoux 2022) and inherently complicated by the interconnected and dynamic
nature of the brain. For example, when a monkey sees moving stimuli, the function of the
activity in area V5/MT may be described as motion integration or motion perception.
However, “function” properly refers to the contribution towards whatever the agent is
trying to do at that moment. Our thumb has a clear set of potential articulations, but those
articulations do not have one function that explains its contribution to grasping a mug,
communicating through sign language, and swimming. Likewise, area V5/MT does not
have a singular function as it contributes to many tasks. Moreover, our understanding of
“function” has a profound impact on which answers we consider sufficient. Searching for
a singular function of an area implicitly leads us towards a modular view of the brain (see
subsequent section). In contrast, by asking about the contributions of a neural circuit to
the performance of a range of tasks, we may find not one but many answers, in keeping
with the inherent task-dependence of our measurements and the adaptive and

interconnected nature of the brain. This also means that observing increased activity in a
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neural circuit during a certain task does not imply the engagement of a particular mental
process. Importantly, this does not imply that we cannot establish general principles
predicting the engagement of a neural circuit in certain behaviors and mental states, but it
highlights the importance of reminding ourselves of how the questions we ask steer us
towards certain answers, which then affect our theories and models broadly. Nor can we
safely eschew the question of function as it is the history of functional contributions that
ultimately defines the emergence and persistence of neural structures (see previous
section). Thus, the question of the function of neural circuits should be reformulated in
favor of their contribution to performance across a range of tasks. Importantly, similar
arguments could be made about behaviors, which may also serve different functions

depending on the agent’s current goal.

Behavior, physiology, and phenomenology are inseparable

Performing a task involves accomplishing goals through actions. In some cases, it may
seem obvious what the task-relevant action is (e.g., pressing a lever), while others may
seem task-irrelevant (e.g., fin strokes in the curious zebrafish, or eye movements in the
disengaged participant). However, classifying behaviors as task-relevant and -irrelevant
builds on strong assumptions, and even seemingly passive tasks may involve behaviors in
ways we may not always intuit (e.g., active sampling). Even entirely self-generated
experiences (e.g., imagery, dreaming, recall) involve “spontaneous” behaviors indicative
of the content of that experience (e.g., eye movements, Wynn et al. 2019), which suggests
that movement-related activity contributes even to tasks in which no behavioral response

was requested. In fact, our sensory experiences inherently reflect the integration of motor
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outputs and sensory inputs (e.g., efference copies and visual stability, which dovetails
well with a growing body of literature showing that behavioral variables can be inferred
from activity throughout the brain (Musall et al. 2019), even in early sensory cortices
(Stringer et al. 2019). A thorough understanding of how a task is performed therefore
requires tracking behaviors as densely and broadly as possible, even in seemingly passive
tasks (e.g., recognition). We therefore embrace advances in machine learning that enable
the quantification of the rich behavioral repertoire of animals including humans (e.g.
Mathis et al. 2018, Frey & Nau et al. 2021), and modeling both behavioral and neural
data in a joint framework (Schneider et al. 2022). As cognitive neuroscientists, we
generally need to consider behavior in all interpretations, models, and theories of the

brain (Krakauer et al. 2017).

Task demands reveal brain-behavior relationships

Establishing a mapping between behavior and neural activity can yield key insights into
mental states, and is crucial for interpreting neural results broadly (see e.g., Bimbard et
al. 2023). This mapping alone, however, does not address why a behavior was expressed
in the first place. Understanding the latter requires us to systematically vary goals as part
of experimental tasks, to quantify the set of actions each task elicits, and to compare these
actions across tasks. Because we controlled the goals, we can then infer the reasons why
certain behaviors were expressed in certain tasks and not in others. Moreover, the
comparison across tasks will also reveal how similar tasks are in terms of the behavior
they elicit, which can then be linked to the similarity in neural activity observed across

them. Tasks that overlap on a behavioral level likely also overlap on a neural level,
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because both levels are constrained by the same demands. Some behaviors may be
common to multiple tasks, whereas others may be specific to a few. Understanding how a
specific behavior maps onto neural activity across different tasks is therefore key to
uncovering meaningful relationships to the neural data. Importantly, in an experimental
setting, an animal might express behaviors that it would not express in the natural world.
Likewise, the behaviors observed in an experiment necessarily reflect only a small subset
of behaviors of an animal in the wild. Working towards a comprehensive description of
brain-behavior relationships therefore also requires us to characterize the natural
behavioral repertoire of animals, and then link it to the task-based behaviors we observed.
This also calls for ecological validity of our task designs (e.g., naturalistic stimuli,
Nastase et al. 2020), which maximizes the chance of finding behaviors and brain-
behavior mappings that generalize beyond the laboratory. Understanding the behavioral
demands of tasks as well as their ecological validity will naturally work towards
convergence across methods and species, and it will allow us to appreciate idiosyncrasies

across individuals in health and disease (Genon et al. 2022).

Towards a maturing cognitive neuroscience

Ultimately, the adaptive and active role organisms play implies that they are impossible
to fully apprehend. Every observation is at least somewhat specific to the task demands
of that moment, but also to the history of the organism and its anticipation of the future.
The nervous system is adapting itself with every event at a range of spatiotemporal scales
from channels to lobes enabling behaviors that convert stress into poor health and skin

tone into prison sentences. Nor is there even a strong reason to expect it to be
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apprehensible from the outside, as most of its operation is self-referential. No task or
current physiological technique is capable of fully measuring this system, and even
extensive quantitative convergence evidence (e.g., Box 3) cannot yield a complete

understanding of it.

This intractability made the taxonomy of mental processes inherited from cognitive
science (e.g., perception, attention, working memory) attractive as it provided a plausible
basis for dividing the complexity into manageable chunks. As the physiological data
increasingly shows that taxonomy is not viable for understanding brain-behavior
relationships, the field will need to articulate new concepts around which to organize in
order to mature. The concepts can be discovered (Box 3), but they will be hard won and
emerge only from a coherent and extensive effort spanning the entire field. We must also
resist the temptation to replace one rigid taxonomy with another as any division of the
system can only ever be useful, never completely right. The field is young and we must

all be ready and willing to be proven wrong even at the first term in our paper titles.

The theories we coalesce around can only be as complete as the diversity of behaviors,
physiological measures, people, and inchoate ideas that we integrate over to find them.
We are moving away from a model of the critical or “silver bullet” experiment and into
the mode of quantifying the variance we need to discover generalizable principles. The
field needs an insatiable appetite for new tasks, methods, and populations even as it
appropriately aspires to ever greater levels of rigor. We need new perspectives and voices

to challenge and refine our ideas even as we train that rigor. We need open science, not
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just for our methods, but transparency in the limitations of our theories and the tests of
them, so the gaps are clear and addressable. The scope of the problem will require
generations of effort, perhaps even without end as the behaviors we are trying to explain
keep changing. We need to cultivate partners outside academia, and provide clear wins

for the taxpayers who fund it all, and retain talent to sustain that effort.

83



Dissertation Conclusion

The evidence provided in this dissertation makes clear that traditional models of
information processing inadequately explain both the behavioral and physiological
findings of interactivity among distinct conceptual levels of information processing. The
brain is not modular, serial, nor symbolic, and while embracing a distributed architecture
allows us to make novel predictions about the nature of cognitive and perceptual
processing, it is clear that there are many further questions that remain unanswered.
When representation is influenced by, but not limited to: our current brain state, our
semantic knowledge, and the task at hand, it is not only the lines between conceptual
levels of a system that become blurry, but between cognition and perception themselves.
Embracing and accepting this interactivity is a step in the right direction towards an
understanding of brain-behavior relationships.

Chapter 1 successfully predicted the temporal dynamics underlying the interaction
between working memory and perception via the temporal decay + visual code account,
which combines our understanding of decay in perceptual cortices with a sensorimotor
recruitment model. Understandably, decay is the natural function of early perceptual
areas, as navigating a scene or completing a task would be extraordinarily difficult
without the ability to constantly perceive new stimuli. By introducing a top-down signal
in the form of task instructions to halt this representational decay, we find evidence for
the recruitment of sensory areas in memory maintenance. Not only do we see long-lasting
interference (as long as 4s), but the change over time suggests a gradual fading of the
maintained stimulus, as exhibited by the opposite going effects of discrimination

threshold and memory bias, a critical result in separation from recoding accounts. This
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experiment confirmed the situation of maintained information in early sensory areas as
not just a passive effect, but a strategy, further conflating cognitive and perceptual
processes.

Chapter 2 generalized the sensorimotor recruitment model to a more sensitive
feature, motion direction, and used our newfound knowledge regarding the temporal
dynamics of working memory maintenance to make mechanistic predictions about the
relationship between perceptual cortices and distant cortical regions. We observed, as
predicted, an oscillatory pattern of decay, one that suggests a recurrent interaction
between prefrontal cortex and perceptual areas. By building upon our findings from the
prior chapter, we not only further situate the cognition process of working memory in
perceptual cortices and unpack the temporal dynamics of their relationship, but we set the
stage for a temporally precise causal intervention (e.g, TMS) to further establish the roles
of both prefrontal and perceptual circuits in visual working memory maintenance.

Finally, Chapter 3 makes a broader statement about the importance of task
demands and acknowledging the relationship between the brain, behavior, and
phenomenology when studying cognitive neuroscience. We question the reified
taxonomy of mental processes and assumed generalizability of domain-specific tasks, and
highlight the necessity of strengthening integrative efforts across neuroscience and
psychology. This inherently requires both a rethinking of ‘divisionist’ models and a
convergent effort across disciplines.

Studying top-down processing amongst a distributed system requires a level of
experimental control that can be challenging to obtain. Allowing for distributed

interactions that violate the putative conceptual boundaries of cognition and perception is
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necessary in understanding where the “top” and “bottom” of processing structures exist.
When we, as researchers, put ourselves into discrete silos or high-walled camps, doing so
is counterproductive to a larger understanding of brain-behavior relationships, and
cognitive neuroscience broadly.

In the book, The brain from inside-out, Gyorgy Buzsdki advocates for a wholesale
rejection of these silos and challenges what he calls the ‘outside-in’ framework, described
as a search for mechanism within the brain to explain our pre-existing terminology.
Beginning with William James’ Principles of Psychology (1890), Buzsaki describes how
we as researchers have conceptually divided and conquered the brain. While these
conceptual labels have undoubtedly driven meaningful and important research and
enabled the field to advance a great deal, such a reductionist approach to cognition is
belied by modern physiological measurements. Yet similarly, Buzsédki’s ‘inside-out’
approach of mapping physiologic activity to the environment through action is,
ultimately, atheoretical, and the possible combinations of action and response are
innumerable. In Chapter 3 we laid out a possible route forward to meet these challenges,
based on the understanding that be it inside-out versus outside-in, reductionism versus
emergentism, or top-down versus bottom-up, convergence enables growth. Despite the
challenge in divesting from the theories, concepts, and ways we comfortably cling to,

acknowledging our similarities and reaching across the silos is the way forward.
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