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Abstract of Dissertation

Fault Monitoring and Localization in Transparent Optical Networks

Emerging transparent all-optical networks (TONSs) introduce the need for new monitoring and
fault localization techniques at the optical layer due to inherent protocol transparency, unigque
fault-propagation, strict time constraints, and scalability requirements. This problem is especially
important for enabling resilient TONs and is more challenging than in traditional networks that
regenerate signals at every node. In a TON, a single fault may propagate to various parts of the
network, generating a potentially large number of redundant alarms, complicating localization,
delaying restoration, and causing churn from multiple protocol layers that may all report alarms
or initiate recovery mechanisms.

This dissertation introduces several novel and efficient approaches for monitoring and fault-
localization in TONs and conducts a comprehensive empirical and analytical study of their
performance. We first formulate the centralized optimal monitor activation problem, prove its NP-
completeness, formulate its optimal integer linear program (ILP) solution, and introduce an
efficient heuristic algorithm whose solution quality is compared to the optimal ILP solution. Next,
we introduce a novel hierarchically-distributed monitoring approach and prove identical fault
detection between centralized and hierarchically-distributed monitoring. The impact of network
connectivity on localization complexity in randomly generated network topologies is also studied.
Furthermore, we introduce an efficient algorithm for fault localization and present its simulation
results for centralized and hierarchically-distributed monitoring. This is followed by a novel
monitoring approach that efficiently exploits the provisioned user lightpaths for in-band
monitoring and achieves complete fault localization coverage at the minimum resource cost
through the use of optimally-selected, complementary supervisory lightpaths/lightcycles. We
formulate the problem, present its optimal ILP solution, and introduce an efficient heuristic for

provisioning a near-optimal set of complementary supervisory lightpaths/lightcycles. Finally, we

Vi



propose an efficient approach for adaptive monitor optimization and localization. We formulate
the optimal ILP solution and introduce efficient adaptive heuristics. The impact of the heuristic’s

re-optimization period using ILP is also studied.

Extensive numerical analysis and comparisons with several recently published algorithms
demonstrate the efficiency and the advantages of our proposed approaches. This work contributes
novel, rapid, and scalable methods for TON monitoring and fault localization, leading to faster

service recovery while minimizing required supervisory resources.

vii



Table of Contents

Dedication \Y%
Acknowledgements %
Abstract of Dissertation Vi
Table of Contents viii
List of Figures Xii
List of Tables XVi
List of Acronyms Xviii
1 INEFOAUCTION ...ttt ettt b b e n e 1
11 REIAIEA WOTK ...t 3
1.2 IMIOTIVAEION ...ttt 4
121 Optimized Monitoring for Centralized Fault Localization in TONS.............cccccv.... 4

122 Optimized Monitoring for Hierarchically-Distributed Fault Localization in TONs 5

1.2.3 Efficient Fault LOCAHZALION ..........cccoiiiiieieieic s 6
124 Fault Localization in TONSs with User and Supervisory Lightpaths........................ 6
1.2.5  Adaptive Monitor Optimization for Dynamically Provisioned TONs..................... 7

13 DiSSErTationN OVEIVIBW .........oiiieiiiiiiiisii sttt 7

2  TON Vulnerabilities, Monitoring, Fault Management, and Recovery.............c.cccoeeenin. 9
2.1 VUINErabilitiesS 1N TONS ..o 9
2.2 TON MoNiItoring TECANIGUES ........eeeerieiie it 12
2.3 Commonly Integrated Physical Layer Monitoring Capability ...........cccccooviiveninenne. 17
231 Optical RECEIVEN MONITOIS .....c.veuviiiiiiiiirieite e 19
2.3.2 Optical Transmitter MONITOIS. ........coouiiiiiieie e 21

viii



2.3.3 Optical FIDEr MONILOIS........ccveieceee e ne e 21

2.3.4  Optical AMPLIfier MONITOTS .......cocoiiiiiieieicese e 21
2.35 Optical MUX/DEMUX MONITOIS ......cocviiiiiiieieiesiee et sre e s 21
2.3.6 Optical Cross ConNECt MONITONS.........ccvciveiiiieicie e 22
24 Common Optical Network Testing and Troubleshooting Equipment...............ccceuee.e. 22
24.1 Optical TeSt EQUIPMENT .......ccviiiiice et s 22
24.2 Optical Time Domain Reflectometry (OTDR) ......ccoooviiriniiieieiee e 23
2.4.3 Optical NEtWOIK TESIEIS ....vviieiie ettt re e 24
2.5 Problem of Extended Outages and Churn from Multiple Protocol Layers................... 26
2.6 Optical Transport NEtWOrk (OTN) ...c.coviiiiieieieieeee s 29
2.7 Alarm Over-Abundance vs. Alarm SUPPIESSION ........cccvcveiieieeiieie e se e 32
2.8 Network Management SysStem (NMS) ..o 32
2.8.1 Simple Network Management Protocol (SNMP) ..., 34
29 Fault Management SyStem (FIMIS).........coiiiiiiiiiinise s 37
2.10  Network Recovery Mechanisms: Protection and Restoration............c.ccoceveveerenennennes 39
Optimized Monitoring for Centralized Fault Localization in TONS.........c..cccccvevveviennee 41
3.1 NETWOTK IMOGBL........ei et 42
3.1.1 Monitor Management MOEl ............ccoiiiiiiiiiccc e 43
3.1.2 Optical Layer Monitoring Model ... 46
3.1.3 Fault Propagation MOGEL............ccoiiiiiiie e 47
3.2 A Simple Example of Optimal Monitor Activation Problem...........c..ccccocoveviiiiiinnns 49
3.3 Problem Formulation and Complexity ANalysis .........ccocoireriiiiiiiine e 52
331 Polynomial Time Transformation ...........coccovviieieiie e 53
3.3.2 Correctness of TransformMation............coceoeieriieinisi e 54
3.4 ILP FOrMUIATION ... 55
3.5 Efficient Heuristic for Monitor ACHIVAtION ... 57



351 TiME COMPIEXILY .ovveiiiviiie ettt e e st e naenre s 59

3.6 NUMETICAI RESUILS ... 60
3.6.1 Centralized-Flat Component Monitoring ReSUItS ...........ccccevveveie v e, 62
3.6.2 Monitoring with Random Shortest-Path Traffic Lightpaths...........cccccoovvviennnnn. 66
3.6.3 Impact of Network Connectivity on Fault Localization Complexity..................... 68

3.7 ChapLer SUMMAIY .....ccvveieciecie ettt sttt e s b te e besbe e e besreesaesre s e e sreeres 69

Optimized Monitoring for Hierarchically-Distributed Fault Localization in TONs....71

4.1 INEFOTUCTION ..o 71
4.2 NETWOTK IMOGEL.......eiieit et 72
4.3 Fault Coverage COMPIELENESS .........ciiiirieiieieeeeee e 75
4.4 MOoNitoring COMPIEXITY .....cceciiiiiice e st be st 76
4.5 NUMETICAL RESUILS ...t 77
4.6 ChapLer SUMMAIY .....ccuveieiiecie ettt sttt s be e besbeene e besreesresresneesreeres 83

Efficient Fault Localization iN TONS ..ot 85
5.1 INEFOTUCTION ...ttt b e 85
5.2 An Efficient Fault-Localization Algorithm ... 86
5.3 A SIMPIE EXAMPIE.....eiiiiieiie e 88
5.4 NUMEFICAI RESUILS ... e 89
55 ChapPLer SUMIMAIY ...ttt bbb 97

Efficient Fault Localization in TONs with User and Supervisory Lightpaths .............. 98
6.1 INEFOTUCTION ..ot 98
6.2 Network Model and Simple EXamPple ... 100
6.3 Problem Definition .........ccoviiiiiiiie e 103
6.4 ILP FOIMUIALION ...ttt sttt be e sreenee 104
6.5 An Efficient Supervisory Lightpath Provisioning Algorithm ..............cccccoooiivennnnn. 107
6.6 NUMETICAI RESUILS ...t 109



6.7 Comparison with Existing Monitoring Algorithms for Some Common Network

TOPOIOGIES ...ttt bbb e 111
6.8 ChapLer SUMMAIY .....ccuveieiieeie ettt e s te et s e bessaesaesteebesresreentenne s 116
7 Adaptive Monitor Optimization and Localization for Dynamic TONS ............cccce.e... 117
7.1 INEFOTUCTION ...ttt 117
7.2 A SIMPIE EXAMPIE... .o e 119
7.3 Problem FOrmuUIALION. ...........coooiiiiiieee e 123
7.4 Optimal Monitor Placement for Single Incremental Lightpath Addition................... 126
7.5 Progressive Monitor Reconfiguration HEUTISEIC ..........ccoeiererereieisise e 129
7.6 Numerical Results for Progressive Monitor Reconfiguration ..............cc.ccvcvverennennen 131
7.7 Efficient Heuristic for Progressive Update of the Fault Localization Tree................. 134
7.8 Simulation Results for the PFLT REUTISTIC .......coveieiiiiiieseseeeeeee e 138
7.9 ChaPLer SUMMAIY .....ecuviieciecie ettt re e be s ae e e besre e tesbeebesresteebennes 141
8  Conclusions and FULUIE WOIK ...........coooiiiiiiiiiiieise s 142
8.1 CoNClUdING REMAIKS ......cviiiiiiiiieee e 142
8.2 FULUIE WWOTK......cceee e e 145
Lo [ToTo =1 o] o)V 20RO PP 146

Xi



List of Figures

Figure 2.1: Vulnerability in the optical multiplexing hierarchy. ............cccoeiiiiiiiiiiee 10
Figure 2.2: Protocol architecture direction in optical NetwWorks. ..........ccceveveiiecienie i 12
Figure 2.3: Optical test points (ITU-T recommendation G.692). ..........cccceveveeieniveevesesee e 13
Figure 2.4: Degraded NRZ €Ye-0Hagram.........ccuiiiierinerieieeeeee s 17
Figure 2.5: Example of integrated power monitoring in basic optical receiver module GO2910

S0 o] o TR TP RTRTPP 20
Figure 2.6: OTN NIEIAICHY. .....cviiii i st s e e b sreens 31
Figure 2.7: Fault Management System (FIMS) iN TONS. .......cccooiiiiininineieieeesese s 33
Figure 2.8: SNMP manager/agent MOGel. ... 35
Figure 3.1: Proposed TON monitoring MOGEL. .........cccciviiiiiiiiiiicie e 43
Figure 3.2: TON monitoring and alarm management [34]. .......ccooviriiiieneiiieeesese s 44
Figure 3.3: Alarm optimization iN TON. .....ccciiiiiiiic e e 46
Figure 3.4: Monitoring of @ SMall OXC..........ccoiiiiiiiieieee s 47
Figure 3.5: Monitor placement on a bi-directional fiber edge. ... 47
Figure 3.6: Fault propagation due to bi-directional edge CUt. .........c.cccovviiiiiiicici i, 48
Figure 3.7: Fault propagation due to failure of a single wavelength switch. .............cccocninennn. 49
Figure 3.8: A simple example network topology with port monitors. ...........cccceeevvevievcie e, 49
Figure 3.9: Reduced topology graph based on provisioned set of lightpaths. ............c.ccocoeenennn. 50
Figure 3.10: Optimal monitor placement activation for the example. ... 52
Figure 3.11: Input to the X3C problem example. ..........cooeiiiiiii e 54
Figure 3.12: Construction of the input to the RMDP example. ..........cccccoiiiniinininine e 54
Figure 3.13: Pseudocode for Greedy_Min heuristic monitor reduction. ............cccccevevevvnriiernne. 58
Figure 3.14: NSF [29] and Pan-European [30] network topologies. .........cccoovveiriiinenienienieenes 60

Figure 3.15: NSF network centralized-flat discrete-component monitoring alarm-vector length. 64

Xii


Dissertation_Sava_Stanic.doc#_Toc279361130

Figure 3.16: Pan-European network centralized-flat discrete-component monitoring alarm-vector
LENGEN. ettt 64
Figure 3.17: Network topologies used in the SImulations...........c.cccovevviieic v 66
Figure 3.18: Impact of network connectivity on fault localization complexity in random

(0] 010] (0] 1= TP USSP R PR PR URTPPRPPPRPIN 68

Figure 4.1: Construction of a full cover-set using hierarchically distributed monitoring domains.

Figure 4.2: NSF network hierarchical centralized top-level-manager node-edge monitoring alarm-
VECTOT TENGLN. <.ttt e nen s 79
Figure 4.3: Pan-European network hierarchical centralized top-level-manager node-edge
monitoring alarm-vector IENQLN. ..o e 79
Figure 4.4: NSF network hierarchically distributed domain-manager discrete component
monitoring alarm-Vector IENQLN. ..o e 81

Figure 4.5: Pan-European network hierarchically distributed domain-manager discrete component

MOoNitoring alarm-Vector IENGEN. ..........coiiiii s 81
Figure 5.1: Pseudocode for BFS fault localization algorithm. ...........c.cccooeiiiiiiiiie 87
Figure 5.2: Construction of the corresponding BFS fault-localization tree. ...........cc.ccoovviinennn. 88

Figure 5.3: Complexity for centralized-flat component fault-localization in NSF topology with

] TSP P TP 90
Figure 5.4: BFS tree construction time for centralized-flat component fault-localization in NSF

100] 010] [0 )Y 28 SRR UTUS 91
Figure 5.5: Complexity for top level hierarchy node-edge fault-localization in NSF topology with
B S bt R e b e e R e e R e e eE et e bt e be e ahe e nhe e nan e e b ns 91
Figure 5.6: BFS tree construction time for top level hierarchy node-edge fault-localization in NSF

10] 0] [0 Y20 SR 92

Xiii


Dissertation_Sava_Stanic.doc#_Toc279361141

Figure 5.7: Average per domain complexity for distributed component fault-localization in NSF
TOPOIOGY WILh BFS. ...t 92
Figure 5.8: BFS tree construction time per domain for distributed component fault-localization in
NN IS (0] 0o ] (o]0 V2SSOSR 93
Figure 5.9: Complexity for centralized-flat component fault-localization in Pan-European

100 oL0] [T )Y A YL T =] s TSRS 94
Figure 5.10: BFS tree construction time for centralized-flat component fault-localization in Pan-
[TV o] oo g (o] o10] (o]0 Y 2SS PRS 94
Figure 5.11: Complexity for top level hierarchy node-edge fault-localization in Pan-European
TOPOIOGY WITh BFS. ...ttt bt 95
Figure 5.12: BFS tree construction time for top level hierarchy node-edge fault-localization in
Pan-European tOPOI0GY. .......cveiririiriirierieit ettt 95
Figure 5.13: Average per domain complexity for distributed component fault-localization in Pan-
European topology WIth BES. ..o 96

Figure 5.14: BFS tree construction time per domain for distributed component fault-localization

iN Pan-EUropean tOPOI0QgY. ........coiiieiiiieie ettt st et sr e be e sre et b ere s 96
Figure 6.1: A simple network topology with optimal supervisory paths. ...........cccccooviirininenns 100
Figure 6.2: A simple network topology with only two SP user lightpaths. ............cccoccvviieienie, 101
Figure 6.3: A simple network topology with user and supervisory lightpaths. ............cc.cccceeenne 102
Figure 6.4: Pseudocode for Supervisory path/cycle provisioning algorithm. ............cc.ccoceveienne 108

Figure 6.5: Number of required supervisory-lightpaths/cycles for full localization of bi-directed
fiber-span faults (NSF tOPOIOQY). . .cveiiiiiiiiiiiie e 109

Figure 6.6: Number of required supervisory-lightpaths/cycles for full localization of all node-

faults and all directed-fiber-span faults (NSF Net)........cccoviiiiiiiiiieeeee e 110
Figure 6.7: Common network topologies used for performance comparison. ...........cccoceeevereneees 113
Figure 7.1: A simple eXample tOPOlOgY. ... .covier ittt e 119

Xiv


Dissertation_Sava_Stanic.doc#_Toc279361158

Figure 7.2: A single LP addition eXample. ........cccvcveiiiieiieii e 119
Figure 7.3: Optimal monitor placement for single LP addition. ............ccccooeveiiiiniininiiiieies 120
Figure 7.4: Complete monitor activation for tWo LPS. .........cccceveiieie i 121
Figure 7.5: Progressive monitor placement fOr tWo LPS. ........cccoovvveieii i 121
Figure 7.6: Optimal monitor placement for tWo LPS. .........ccccoviiiiiiiiiiicccee e 122
Figure 7.7: Pseudocode for Progressive Monitor Reconfiguration (PMR) algorithm. ................ 130
Figure 7.8: Monitor reconfigurations and optimization Period............c.ccoverereiniinienenenesenens 133
Figure 7.9: Alarm vector length and optimization period............cccceveviviiiiiiii v 133
Figure 7.10: Update of fault localization tree due to fault removal. ............cccooviiiiiiicicnes 135
Figure 7.11: Pseudocode for Progressive Fault-Localization Tree (PFLT). .....ccccovvviiiiieiciennns 137

Figure 7.12: Running average of the localization complexity using BFS only. Input is from PMR

algorithm without re-0ptimiZation. ...........coviiiiiiie s 139

Figure 7.13: Running average of the localization complexity using PFLT heuristic without re-

optimization. Input is from PMR algorithm without re-optimization. ..............cccocvvvierenenennnn. 140

XV



List of Tables

Table 2.1: Common TON Monitoring TEChNIQUES. ........ccveviiiiiiie e 15
Table 2.2: Common Network ACCEPLANCE TESES. ..vcviiviiiieie e e 16
Table 2.3: Basic Set of Commonly Available Monitors in Optical Devices. ..........cccccevvvvivervennnn. 18
Table 2.4: Example of Alarming Thresholds for Basic Receiver Module GO2910 1310nm......... 20
Table 2.5: Optical Transport Network (OTN) Protocol Stack. ..........ccvviviivviieieiieciece e, 30
TaDIE 2.6 SNIMP PDUS. .....cociiiitcieie sttt ettt ste st entesaeaseeseenneenaeneeans 36
Table 2.7: SNIMP PDU FOMAL. .......ooviiiiiiiiiiiieie e 37
Table 2.8: Comparison of Protection and ReStOration. ............cccvvvevereneniesnseese e e 39
Table 2.9: Comparison of Path Restoration and Link Restoration. ...........cccoceveveviveienesivenenennn, 40
Table 3.1: Naive Suboptimal Alarm MatriX. ........cccoveiiiiiiiiiiiecc e 51
Table 3.2: Optimal AlarmM MAaLFiX. ....civeiiiiiieiiseee e s sre e sae e e e nre e 51
Table 3.3: The Heuristic Alarm IMaLIIX. ......cccoeiiiiiiieie s 58

Table 3.4: NSF network physical distances (km) [29] and number of optical amplifiers and
monitors used per each direCted BUGE. .......cveviiiiii it 61
Table 3.5: Pan-European network physical distances (km) [29] and number of optical amplifiers
used per each direCtional BUGE. ........coviieriiiee s 61
Table 3.6: Centralized Component Monitoring UFL COVErage. ........cccoovevveveieeneseceenie s 65
Table 3.7: Centralized Component Monitoring Alarm Vector Optimization Time Complexity...65
Table 3.8: Localization of Edge Faults using Random User Lightpaths. ...........ccccooviiiiincnnnns 67
Table 4.1: Monitor Assignment and Fault Detection and Localization. ............cccccocevvvveineiieninnns 74

Table 4.2: Hierarchical Centralized Top-Level-Manager Node-Edge Monitoring UFL Coverage.

Table 4.3: Hierarchical Centralized Top-Level-Manager Node-Edge Monitoring Alarm Vector

Optimization Time COMPIEXITY. ..ottt nee e 80

XVi



Table 4.4: Hierarchically Distributed Domain-Manager Component Monitoring UFL Coverage.

....................................................................................................................................................... 82
Table 4.5: Hierarchically Distributed Domain-Manager Component Monitoring Alarm Vector
Optimization Time COMPIEXITY. ....oiviiiiece e re e 83
Table 5.1: A Simple Sample Input Alarm MatriX........cccooveiiiiiiiieeee e 88
Table 6.1: Resulting Reduced Limited-Fault Localization Alarm Matrix Using Only SP User
LIGNEPAENS. ..o 101
Table 6.2: CFL Alarm Matrix Using User and Supervisory Lightpaths and Cycles. .................. 102
Table 6.3: Monitoring Algorithm Performance Parameters. ..........ccocooerereieininne e 114
Table 6.4: Performance Comparison of Fault Localization Algorithms. ............ccccevvviiiienienne. 115
Table 7.1: A Single LP Naive Alarm MatriX. .......cccccoiieiiiiiiiieeic e 120
Table 7.2: Single LP Optimal Alarm IMaLriX. .......ccoeierieiiiiiiiiieseeieeee e 120
Table 7.3: Two LPs Progressive Alarm MatriX. ........cccevviiiiiiieiiie e 121
Table 7.4: Aggregate AlArM MALIX.........coiiiiiiieieeee e 122
Table 7.5: Two LPs Optimal Alarm MatriX........cccorereiiiiiniiisie e 122

XVii



List of Acronyms

3R Reshape, Retime, Regenerate

AAL5 ATM Adaptation Layer 5

ATM Asynchronous Transfer Mode

BER Bit Error Rate

BERT Bit Error Rate Test

BFS Breadth First Splitting

BGP Border Gateway Protocol

BIP Bit Interleaved Parity

CFL Complete Fault Localization

CMIP Common Management Information Protocol
CRC Cyclic Redundancy Check

dB Decibel

DEMUX De-multiplexer

DFB Distributed Feedback

DWDM Dense Wavelength Division Multiplexing
EDFA Erbium Doped Fiber Amplifier

EF Element Fault

EMS Element Management System

FCC Federal Communications Commission
FEC Forward Error Correction

FMS Fault Management System

FTTx Fiber To The (x=Home, x=Building, x=Curb, x=Node)
GFP Generic Framing Procedure

1°C Inter-Integrated Circuit

xviii



ILP

10S

ISI

ISO

ITU-T

LAN

LASER

LoL

LP

MAN

MC

MEMS

MIB

MPLS

MSTP

MUX

NMS

NP

OADM

OAM

OocCC

OCh

OoDU

O/E/O

OFA

Integer Linear Program

Internetwork Operating System

Internet Protocol

Inter-Symbol Interference

International Organization for Standardization
International Telecommunication Union - Telecommunication
Local Area Network

Light Amplification by Stimulated Emission of Radiation
Loss of Light

Lightpath

Metropolitan Area Network

Minimum Cover

Micro-Electro-Mechanical System
Management Information Base
Multi-Protocol Label Switching
Multi-Service Transport Platform

Multiplexer

Network Management System
Non-Polynomial

Optical Add-Drop Multiplexer

Operations, Administration, and Maintenance
Optical Connection Controller

Optical Channel

Optical channel Data Unit
Optical/Electro/Optical

Optical Fiber Amplifier

XiX



OoID
OLA
OLT
OMS
OPM
OPTU
OPU
OPVC
OSNR
OSPF
OTDR
OTN
OTS
OoTU
OXC
PDU
PIN
PM
PMD
PMR
PON
QoS
Rx
SDH
SDM

SLA

Obiject Identifiers

Optical Line Amplifier

Optical Line Terminal

Optical Multiplex Section

Optical Performance Monitoring
Optical channel Payload Tributary Unit
Optical channel Payload Unit

Optical channel Payload Virtual Container
Optical Signal to Noise Ratio

Open Shortest Path First

Optical Time Domain Reflectometer
Optical Transport Network

Optical Transmission Section

Optical channel Transport Unit
Optical Cross Connect

Protocol Data Unit

P-doped Intrinsic N-doped photodiode
Path Monitoring

Polarization Mode Dispersion
Progressive Monitor Reconfiguration
Passive Optical Network

Quality of Service

Receiver

Synchronous Digital Hierarchy

Space Division Multiplexing

Service Level Agreement

XX



SM

SNMP

SNR

SOA

SONET

SMF

SP

TCM

TCP

TDM

TON

TTI

Tx

UDP

ULF

WA

WAN

WDM

Section Monitoring

Simple Network Management Protocol
Signal to Noise Ratio
Semiconductor Optical Amplifier
Synchronous Optical Network
Single Mode Fiber

Shortest-Path

Tandem Connection Monitoring
Transmission Control Protocol
Time Division Multiplexing
Transparent Optical Network
Trail Trace Identifier
Transmitter

User Datagram Protocol
Uniquely Localizable Fault
Wavelength Assignment

Wide Area Network

Wavelength Division Multiplexing

XXi



Chapter 1

Introduction

Transparent optical networks (TONSs) introduce many benefits, including the ability to
efficiently leverage huge bandwidth potential and provide transparent support for a wide range of
transmission protocols. Guaranteeing reliability and service level agreement (SLA) in new TONs
is crucial for the operators as well as the customers, and the high capacity imposes strict
reliability requirements. However, unlike in electro-optical networks, where fault-propagation
domains are bounded by optical/electro/optical (O/E/O) conversions on a per-hop basis at each
network node, TONs are transparent, and thus, fault propagation results in floods of alarms,
increasing the processing overhead and fault-localization time and thus delaying service
restoration. The ever-increasing number of deployed monitoring devices that are either integrated
within the network equipment or deployed separately, increases the amount of redundant alarms
even further. Furthermore, the recent introduction of Passive Optical Networks (PONs) for last-
mile services, further emphasizes the importance of efficient TON monitoring. PON is an
efficient optical access technology that uses small, inexpensive optical splitters, rather than
optical repeaters that are used in traditional optical networks.

Many different types of service disruptions occur frequently in practice. They include
bending or cutting of fiber, equipment failure, and human error. Besides faults, optical networks
are vulnerable to sophisticated attacks that may not be possible in electronic networks [1]. Due to
the high data rates of these networks, even a short interruption at the physical layer can affect a

large amount of data.



Disruption of network service at the physical layer in TONs can be detected with different
upper-layer protocols, including the network layer (OSPF, etc.), and cross-layer schemes.
However, these methods may find it hard to achieve the time requirement of 50ms for optical layer
restoration. Ideally, physical failures should be detected, located, and resolved at the optical layer
before they are noticed and handled by the higher protocol layers. Existing monitoring techniques
in SONET/SDH meet this time constraint but operate in a point-to-point model, performing O/E/O
conversion at each node, and thus cannot be utilized directly in transparent optical networks, which
have electrical terminations only at a lightpath’s endpoints [6]. Thus a fault monitoring technique
at the transparent optical-layer is required that also satisfies time and scalability constraints with a

minimum impact on network resources.

Generally, monitoring techniques in TONSs can be grouped into in-band monitoring and out-of-
band monitoring. Out-of-band monitoring utilizes supervisory lightpaths that are external to the
monitored channel but are also affected by the channel’s hard-failures (shared-risk groups). On the
other hand, in-band monitoring techniques are capable of monitoring the performance and quality
of a specific traffic wavelength on a given fiber span. The advantage of in-band monitoring is that

it allows for monitoring performance of the specific channel on which data is transmitted.

Suboptimal alarm codes result in slow failure recovery since a fault-manager has to wait until
it collects the necessary number of alarm signals and then perform a search to determine the
location of the fault. Minimizing the number of alarms reported to the network manager without
compromising on fault coverage is crucial for rapid and accurate localization of faults as well as
the stability of management systems against ever-increasing amounts of alarm data.

Recovery from component failure can be achieved through path-restoration or link-
restoration [8]. Although path-restoration can be performed with only fault-detection, accurate
fault localization enables utilization of a faster and more efficient link restoration technique, thus

saving network resources and improving survivability. The advantages of link-restoration



include: low number of switch reconfigurations, no need for alternate path computation, faster
restoration, preserved load-balancing, and fewer links affected.

Advantages of hierarchically-distributed monitoring techniques include: parallel optimization
of the fault-vectors and fault-localization within independent monitoring domains, scalability, and
multiple fault-localization granularity levels.

Most of the existing work on supervisory TON monitoring is focused on efficiently
establishing a set of supervisory lightpaths and using monitors at lightpath terminating points to
detect only bi-directed fiber-span failures. However, such an approach requires a large number of
monitors and additional supervisory-lightpaths to provide accurate monitoring and fault
localization of all the discrete optical components that we consider in this dissertation. In the
following chapters, we present several novel monitoring approaches that provide optimized
monitoring and efficient fault localization in TONs. To the best of our knowledge, the optimal
monitor activation and placement problem for efficient fault localization in TONs, as well as
hierarchically-distributed monitoring and efficient fault-localization, supplemental supervisory
lightpath provisioning, and adaptive monitoring and localization, are proposed and studied for the

first time in this work.

1.1 Related Work

Related work on fault diagnosis and localization includes [1-26]. The problem of identifying
faults, assuming that a fault propagates downstream on all lightpaths from the point of fault
origin, is considered in [12,13]. A single-link failure detection scheme in [4] performs failure
detection by assigning monitors to each optical multiplexing and transmission section. In [11], a
central manager is assumed, and an algorithm for single fault identification is presented. The
central manager periodically tests all source and destination powers using the routing table
information. If some node’s power is out of expected bounds, the possible source of the fault is

identified. In [12], fault identification through filtering alarms is discussed. A survey of fault



detection capability at each layer is presented in [13]. Approaches to the fault location problem
are also classified. In [20] the authors show that a wavelength to be used for probing other nodes
from a monitor node is highly likely to be available in dynamic traffic conditions. Based on this,
it is claimed that fault detection and identification can be done successfully with high probability
with a small number of monitor nodes. In [14], a fault detection scheme for optical mesh
networks based on the decomposition of network topology into monitoring-cycles (test-lightpath
loops) is presented. The authors present heuristics for the construction of a monitoring cycle
cover that minimizes cycle overlap for a given network topology. A fault-localization protocol in
[16] determines a limited perimeter around the shortest affected path through flooding, and then
locates the failure within the limited perimeter through the exchange of multicast fault-vectors.
Pointurier et al. [3] consider estimating the Q factor for all lightpaths given that only some nodes
have monitors by establishing additional test-lightpaths and using Q-factor correlation between
established paths to monitor paths that terminate at nodes without monitors. In [17], the authors
present a scheme of utilizing supervisory cycles and paths to localize a single link fault from a
single monitoring location. Wu et al. [18] propose the use of m-trails as a more flexible
monitoring scheme for minimizing the supervisory cost. It is shown that the use of m-trails
outperforms the m-cycle counterpart. A work in [19] investigates the use of m-trails for fault-
localization. Introduced is a simple heuristic based on random code assignment and swapping for

m-trail design problem.

1.2 Motivation

1.2.1 Optimized Monitoring for Centralized Fault Localization in
TONSs
A centralized fault management model is the simplest model that is commonly used in small

to medium size networks. With this model, a single manager is responsible for receiving and



processing all alarms and for performing fault localization. Clearly, with such a management
model, it is essential that the number of redundant alarms is minimized. A reduced number of
redundant alarms simplifies fault localization, thus improving restoration time.

We consider a commonly used downstream fault-propagation model and assume that
monitors can be placed (activated) on any component’s port. We formulate and prove the NP-
completeness of the optimal monitor activation problem and present its integer linear program
(ILP) formulation. Furthermore, we propose a heuristic whose solution quality is verified by
comparing it with an ILP. Simulation results provide supporting comparisons of achievable
alarm-vector reduction, localization coverage, and time complexity. The impact of network

connectivity on fault localization complexity in randomly generated topologies is also studied.

1.2.2 Optimized Monitoring for Hierarchically-Distributed Fault
Localization in TONSs

Hierarchical fault-management models are efficient in large optical networks. With a
hierarchical fault-management model, lower hierarchy levels are able to perform efficient monitor
optimization and fault localization on a reduced set of elements within their defined local
domains. This efficiently divides the fault-localization problem into multiple monitoring domains.
Local fault managers are able to localize any faults within their domains and inform upper level
managers if required (i.e. SNMP traps). Similarly, upper level managers are able to detect domain
failures and query failed domains for detailed component failure. Advantages of hierarchically-
distributed monitoring techniques include: parallel optimization of the fault-vectors and fault-
localization within independent monitoring domains, scalability, and multiple fault-localization
granularity levels.

We extend previously considered centralized fault localization by imposing a two-level
hierarchy on the model used for centralized monitoring. Furthermore, we show that the proposed

hierarchically-distributed monitoring has identical fault-detection capabilities compared to



centralized fault monitoring. Simulation results provide numerical comparison of hierarchical
monitoring and centralized monitoring and demonstrate the benefits of using hierarchical
monitoring in large networks or in networks where detailed component-level granularity fault-

localization is required.

1.2.3 Efficient Fault Localization

Efficient fault localization is crucial in TONs due to the need to rapidly localize a fault when
performing service restoration. Due to the inherent fault propagation in TONs and the large
number of redundant monitors that are reported when a single fault occurs, it is crucial that the
proposed localization algorithm tries to minimize the number of considered monitors while
achieving efficient complete localization of the maximum possible failures. In this section we
introduce a new algorithm for fault localization based on breadth-first splitting of a fault set. The
binary tree is constructed by selecting only monitors that are most useful in fault localization.
Simulation results show the efficiency of the proposed algorithm in terms of the reduced average

number of traversed nodes during tree-traversals required to uniquely identify a fault.

1.2.4 Fault Localization in TONs with User and Supervisory Lightpaths

Most of the previously published work on TON monitoring and fault localization considers
only the problem of determining an optimal set of out-of-band supervisory lightpaths with
monitors placed only at the lightpath terminating points. Although such an approach may be
efficient for coarse monitoring of bi-directional fiber-span failures only, it introduces large
overhead in terms of the required dedicated lightpaths, wavelengths, transponders, monitors,
dedicated bandwidth, supervisory lightpath provisioning and maintenance, etc. Also, with detailed
monitoring of individual network components, such techniques tend to become very inefficient in
terms of the above noted overhead. Therefore, we propose a novel approach of utilizing existing

traffic-lightpaths for monitoring and adding only a minimum set of complementary supervisory



lightpaths and lightcycles that are required to achieve complete fault localization coverage of all
considered network elements. The problem is formulated as an ILP and an efficient heuristic is
introduced. Comparison results with recently published work show that even in the worst case
scenario, when there are no pre-provisioned traffic lightpaths, our approach provides more

efficient results in terms of required network resources.

1.2.5 Adaptive Monitor Optimization for Dynamically Provisioned
TONSs

As the lightpath provisioning in transparent optical networks becomes increasingly dynamic
there is a need for monitoring and fault-localization techniques that also progressively adapt to
the changing state of the optical traffic. Most of the previously published work is focused on
provisioning a static set of supervisory lightpaths for coarse monitoring of fiber-span failures,
which may become inefficient for detailed or in-band monitoring. In this section we address the
problem of efficiently monitoring dynamic TONs by introducing an adaptive monitoring
approach that optimizes monitor activation while at the same time minimizes the amount of
monitor reconfigurations as the network lightpath configuration changes. The problem is
formulated as an ILP and, due to its NP-completeness, an efficient heuristic is proposed.
Simulation results demonstrate the performance of the proposed approach as well as the impact of

the re-optimization period and the network loading.

1.3 Dissertation Overview

The rest of the dissertation is organized as follows. Chapter 2 provides an overview of TON
vulnerabilities, monitoring, fault management, and recovery. Chapter 3 introduces a novel
problem of optimized monitoring for centralized fault localization in TONSs. It proves that the
optimal monitor activation (placement) problem is NP-complete and provides an efficient

heuristic. Extensive numerical results provide a wide range of performance comparisons for



different topologies. Chapter 4 extends the problem introduced in Chapter 3 by considering a
hierarchically-distributed monitoring model. Optimal and heuristic results provide performance
comparisons and fault-localization complexity analysis. Chapter 5 introduces an efficient
heuristic for fault localization based on breadth-first splitting of a fault set. Simulation results
examine fault-localization complexities for centralized and distributed fault-localization. Chapter
6 proposes a novel method for efficient fault localization in all-optical networks with user and
supervisory lightpaths. In Chapter 7 we present methods for adaptive monitor optimization and
fault-localization in dynamically provisioned all-optical networks. Finally, Chapter 8 concludes

the dissertation with several interesting topics for future work.



Chapter 2

TON Vulnerabilities, Monitoring, Fault

Management, and Recovery

2.1 Vulnerabilities in TONSs

Today’s optical transport networks carry enormous amounts of data. More than 95% of
transoceanic traffic is carried by optical submarine cables, and the rest by satellite. Telecom
carriers are currently deploying 40 Gbps systems, while technology developer attention has
turned to 100 Ghps systems. On September 28th 2009, Alcatel-Lucent broke the 100 Petabit-per-
second-kilometer transmission barrier, using DWDM with 155 lasers, each carrying 100 Gigabits
of data per second, resulting in aggregate speed of 15.5 Terabits per second over a 7000 kilometer
distance. As optical network technology advances and higher bandwidth is demanded, the amount
of data transmitted over a single optical fiber is expected to increase even further. Due to such
high data rates, even a short service disruption may cause a large amount of data to be affected.

Many different types of service disruptions occur frequently in practice and are usually
caused by human errors, fiber cuts, bends, twists, earthquakes and other ground movements,
floods, optical component degradation due to humidity and temperature, etc. Furthermore, all
optical components are subject to aging. As optical components age, various types of distortions
appear that change the network’s performance over time. Besides faults, optical networks are
vulnerable to sophisticated attacks that may not be possible in electronic networks [1]. Such

attacks include OXC crosstalk, eavesdropping, EDFA jamming, etc. In this document, we use the



terms fault and failure interchangeably, even though a failure may occur due to an attack on the
physical infrastructure rather than faulty equipment.

Faults involving optical cables are commonly caused by construction equipment, farming
equipment, anchors, fishing gear, submarines, earthquakes, etc. Figure 2.1 shows the optical
multiplexing hierarchy and the serious vulnerability due to fiber-conduit cut. A single cut of an
optical conduit results in hundreds of fiber cuts, each of which carries hundreds of wavelengths,
each of which carries tens or hundreds of data channels. Thus a single conduit cut can affect

millions of data channels.

Space Division Multiplexing (Multiple
fibers in one conduit)

WDM
(Multiple wavelengths
on each fiber)

WDM
(Multiple wavelengths
on each fiber)

DM
(Multiple data channels )
on each fiber)

DM
= ((Multiple data channels
on each fiber)

TDM
(Multiple data channels ) =
on each fiber)

TDM
= ((Multiple data channels
on each fiber)

Figure 2.1: Vulnerability in the optical multiplexing hierarchy.

According to Federal Communications Commission (FCC) statistics, metro networks
annually experience 13 cuts for every 1,000 miles of fiber, and long-haul networks experience 3
cuts for every 1,000 miles of fiber. Even the lower rate for long-haul implies a cable cut every 4
days on average in a network with 30,000 route-miles of fiber [32].

Some recent examples of catastrophic failures in communications due to cuts of submarine
cables include:

1. On December 26", 2006 a powerful earthquake between Taiwan and the Philippines

was followed by one of the largest disruptions in modern telecommunications
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history. Nine submarine cables in the Strait of Luzon were broken, cutting off
communications for millions of users.

2. On January 30", 2008 a single ship that tried to anchor off the coast of Egypt in bad
weather cut two submarine cables and caused an Internet blackout that affected 75
million people in 13 countries, including India, Egypt, and Dubai.

Currently, it takes up to several days to locate and repair underground optical cable cuts,
while repair time of submarine cables is measured in weeks [32].

Until recently, optical networks were primarily reserved for long-haul networks with point-
to-point regeneration at each node. With the recent evolution from strictly long-haul optical
networks into metro and last-mile access networks (i.e. PONs), optical layer monitoring has
become even more crucial and complex. These networks are even more complex than long-haul
networks and contain more splices and optical distribution frames that significantly affect the
transmission quality of the fiber, thus introducing new challenges for effective monitoring and
fault localization. Furthermore, strict time constraints for 50ms restoration limit the amount of
monitoring that can be performed online.

Furthermore, until recently, SONET/SDH was the primary transport protocol for optical
transport networks. It provided reliable and efficient mechanisms for protection against network
failures as well as extensive monitoring and management capabilities. However, recently other
protocol architectures have been introduced directly over the optical layer that lack reliable
protection/restoration mechanisms, thus introducing new vulnerabilities. The direction of protocol
architecture in optical networks is focused on simplified protocol layering and reduced overhead,
with the ultimate goal of transmitting packets directly over the transparent optical layer. This
requires a smart optical layer that is capable of providing an identical or better set of functions

from those that are available in current architecture, as shown in Figure 2.2.
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Figure 2.2: Protocol architecture direction in optical networks [43].

Fault detection mechanisms operate based on alarms that are generated by different types of
network monitoring equipment in response to the occurrence of unexpected events. Due to fault
propagation in TONs and lack of O/E/O regeneration, a single fault may propagate to different
parts of the network and generate a large number of redundant alarms. Depending on the location
and capabilities of these monitoring devices, the network fault manager may be flooded with a
large number of redundant alarms for some network failures, while it may not receive any alarms
for other network failures. In order for a fault detection and localization mechanism to be
accurate, fast, and effective, it is important to determine judicious monitor placement (activation).
Thus, emerging TONSs require a new fault/attack-monitoring approach that considers transparency
and fault-propagation, satisfies time and scalability constraints, and has minimum impact on

network resources.

2.2 TON Monitoring Techniques

According to the ITU-T recommendation G.692 “Optical Interfaces for Multichannel
Systems with Optical Amplifiers”, optical test points in the network are defined as shown in
Figure 2.3. S; to S, are the reference points at the output of the individual transmitters, RM; to

RM, are the test points directly on the input port to the multiplexer. The MPI-S is the test point at
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the output of the multiplexer and the MPI-R is the test point at the input of the demultiplexer. The
R’ is the test point at the input of the OFA while the S’ is the test point at the output of the OFA.
Sp1 to Spy, are the test points at each output of the demultiplexer while R; to R, are the test points

before the input to each receiver.

—» TX H@®—@ > RX —»
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Figure 2.3: Optical test points (ITU-T recommendation G.692).

In general, monitoring in TONSs can be broadly divided into two categories based on how it is
performed. The first type of monitoring consists of the monitoring devices that are built into the
network equipment to provide monitoring capabilities for detection of crucial parameters such as
the Loss of Light (LoL), laser power level, or temperature. Most optical network equipment today
is capable of detecting the LoL faults on channels through the use of filters and optical power
monitors. These monitoring devices are usually simple and relatively inexpensive but provide
only limited monitoring capability.

The second type of monitoring consists of the optical test equipment that provides extensive
testing capabilities at the photonic-level as well as for the wide range of transmission-specific
protocol formats. This equipment consists of the OTDR, physical layer network testing
equipment, transmission protocol analyzers, and a wide range of optical laboratory equipment

that is used to devise specialized test-beds. Such monitoring can be in-band monitoring (intrusive
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or through a channel-tapping mechanism) or external to the data-carrying wavelength through
dedicated supervisory lightpaths (out-of-band) monitoring. They are able to detect and measure a
wide range of disturbances in fiber (such as attenuation, chromatic dispersion (CD) and
polarization mode dispersion (PMD)) as well as determine the type and estimated location of the
problem. However, due to the associated complexity, cost, required training to initiate tests and
interpret obtained data, as well as the long duration required to perform such tests, these devices
are primarily used for off-line testing during installation, deployment, network acceptance testing,
and troubleshooting. They can also be configured to perform automated testing on supervisory
lightpaths; however, the duration of these tests (such as in the case of OTDR) as well as many
PON-architecture complexities prevent them from being useful for use with real-time TON
service protection/restoration, which is currently 50ms in SONET/SDH. Table 2.1 shows some
common monitoring techniques that are used in optical and electrical network monitoring
domains. Monitoring in the optical domain is independent of the specific data format and can be
performed without full O/E signal conversion. On the other hand, monitoring in the electrical
domain requires the optical signal to be converted to an electronic signal and also requires

additional knowledge of the signal’s format and timing to be accurately measured.
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Table 2.1: Common TON Monitoring Techniques.

Monitoring Technique | Monitoring Monitoring Information
Domain

Wide-band power Optical Measures the aggregate optical power

detection on fiber.

Wavelength power Optical Measures the optical signal power on a

detection specific optical wavelength.

Optical Spectrum Optical Measures the channel power, power

Analyzers stability, channel center wavelength and
spacing, wavelength stability, OSNR,
and total optical power.

Oscilloscope Optical/Electrical | Used for monitoring Eye-Diagram.

(Eye-Diagram) Eye-Dl_agram is usecf for determining
transmission system’s performance by
displaying Inter-Symbol-Interference
(IS1) and providing important
information regarding the overall
system’s performance.

Optical Pilot Tones: Optical Uses specially designed test signals that

out of Band are gen_erated on se!ected lightpaths to
. determine degradations along these

(different 1) .

lightpaths.
Sub-Carrier

Multiplexed (almost

same A)

Q-factor Optical Q-factor provides quality-of-signal
information. Based on the OSNR it can
be used to estimate BER.

Optical Time Domain Optical Injects a series of optical pulses into the

Reflectometry fiber under test and monitors light that

(OTDR) is reflected bacl_< from points where the
index of refraction changes.

BERT Electrical Measures the Bit Error Rate in received

(BER can be electrical signal.
estimated in

optical domain)
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Furthermore, after the optical network installation, a set of extensive optical and electrical

network acceptance tests is performed as shown in Table 2.2.

Table 2.2: Common Network Acceptance Tests.

Optical Parameter Tests Digital Parameter
Tests (end-to-end)

Peak power of each channel and Round trip delay
total aggregate power

Channel’s center wavelength Jitter

Gain and noise figures Path trace

Spectral stability Alarm trace

Channel spacing and crosstalk Perf(_)rm_ance
monitoring

OSNR BERT

One of the commonly used optical performance monitoring techniques includes an eye-
diagram which is measured with an oscilloscope. It is commonly used for obtaining useful
information regarding the performance of the optical system. It overlays many samples of a signal
and gives a graphical representation of the signal quality and the inter-symbol-interference (ISI).
Figure 2.4 shows a degraded eye-diagram with optimal decision time and optimal decision level.
Generally, the more open eye represents less ISl and a better system. Furthermore, the height of
the eye opening represents the margin over noise, while the width represents the time interval
over which the received signal can be sampled without error from ISI. Also, the rate of closure of

the eye as the sampling time is varied represents the sensitivity of the system to timing error.
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Figure 2.4: Degraded NRZ eye-diagram.

2.3 Commonly Integrated Physical Layer Monitoring
Capability

The physical layer generally consists of the following common optical components: optical
fibers, transponders, optical amplifiers, multiplexers, demultiplexers, add/drop multiplexers,
OXCs, wavelength converters, protection switches, 3Rs, etc. These components can be
categorized into passive and active components. Passive optical components, such as optical
fiber, do not have monitoring equipment capable of detecting and reporting alarms and are
therefore unable to report their status to the network manager. Active optical components usually
have some sort of built-in monitoring equipment and report alarms when some abnormal
condition occurs. Monitoring in active components can be aggregate (per fiber) or per individual
wavelength, depending on the available monitoring equipment. At the optical layer, the two most
commonly integrated monitors include wide-band power detection for measuring the aggregate
optical power on fiber and wavelength power monitors for measuring per wavelength power
where possible. These monitors generate alarms when the input power is outside specified
threshold levels.

Although monitoring capabilities differ slightly from manufacturer to manufacturer, Table
2.3 presents the most common alarming capabilities of basic optical network components. This
table is the result of a survey of optical components that are offered by several commercial

vendors such as JDSU, Cisco, Nortel, Alcatel-Lucent, Agilent, and Gennum.

17



Table 2.3: Basic Set of Commonly Available Monitors in Optical Devices.

Optical Device

Basic Optical Monitoring

Basic Optical
Alarms Generated

Transmitter

Power Monitor

Output Power
High/Low Alarm

Receiver

Power Monitor

Input Power
High/Low Alarm

Optical Switch

Port Power Monitor

Per port High/Low

Monitor. Pump Laser
Power Monitor

Power Alarm
Protection Switch Input Ports Power Monitor | Loss of Light (LoL)
3Rs Complete signal retiming, At least
reshaping, and Input/Output Power
regeneration. At least High/Low as well as
input/output power signal specific
monitoring as well as full alarms in electrical
monitoring of electrical domain
signal
Wavelength Per Channel Power Per-channel
Converter Monitor input/output power
High/Low alarms
EDFA Input/Output Port Power Alarms for:

Input High/Low
Output High/Low

Pump Output
High/Low

Commonly, the basic monitored parameters include the optical power, the operating
temperature, and supply voltage. If any monitored parameter is outside the pre-specified range, an
alarm is sent to the local SNMP network agent which generates an SNMP trap to inform the

central network manager of the problem.
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Some of the listed components in Table 2.3 also provide temperature and upper layer
monitoring capability, such as BER monitors; however, such information is irrelevant for
transparent monitoring of the optical layer.

As shown in the Figure 2.5, most optical components contain simple microprocessor
diagnostics that interface with the local SNMP proxy or element management system (EMS)
through the common I1°C (Inter-Integrated Circuit) interface. The I°C is a multi-master serial
computer bus that is used to attach low-speed peripherals to the rest of the element’s system.
Commonly, it uses the 2-wire serial protocol. Specifically for transceivers, the 2-wire serial
interface is specified in the SFF-8472 "Diagnostic Monitoring Interface for Optical Transceivers".

Table 2.4 shows the alarming thresholds for basic receive module GO2910. Most optical
components have two threshold values for each alarm. When the first threshold is exceeded, a
warning notification is sent, informing the Network Management System (NMS) of the exceeded
threshold and existing abnormal condition. When the second threshold is exceeded, the element is
usually turned off locally (if possible) and the corresponding fault alarm is sent to the NMS. The
internal operation of these elements is usually vendor specific; however, they provide a common
management interface through the SNMP network agent. In most cases the NMS can configure
alarm reports of interest and suppress alarms that it does not need. The network manager may

also query the specific optical device for its current status when needed.

2.3.1 Optical Receiver Monitors

The optical receiver is a device that converts an optical signal into an electrical signal. It is
characterized by two main parameters: sensitivity and overload. The sensitivity is the average
optical power required to achieve a certain bit error rate, while the overload is the maximum input
power that the receiver can accept. The RX_LOS alarm is generated when the receiver receives

insufficient optical power for reliable signal reception. Tunable receivers include additional

19



alarms related to the receiver’s tuning operations. The block diagram for the common receiver

and its integrated diagnostics is shown in Figure 2.5.

Differential _ Limiting | ¢ At Q 1260 - 1620nm
Electrical Output AMP TIA+ PIN
Y
2 Digital Receiver Input
Rl o Diagnostics Power Monitoring

Figure 2.5: Example of integrated power monitoring in basic optical receiver module GO2910 1310nm.

Table 2.4: Example of Alarming Thresholds for Basic Receiver Module GO2910 1310nm.

High Low High Low
Warning Warning Alarm Alarm
Temp 65C 5C 70C 0C
Supply Voltage 347V 3.14v 3.6V 3.0V
Rx Power -2dBm -18dBm 0dBm -20dBm
Temp Flag Set >65C <5C >70C <0C
Supply Voltage >3.47V <3.14V >3.6V <3.0V
Flag Set
Rx Power Flag >-2dBm <-18dBm >0dBm <-20dBm
Set
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2.3.2 Optical Transmitter Monitors

The optical transmitter is a device that converts an electrical signal into an optical signal.
Commonly monitored parameters include temperature, voltage and output power. A closed-loop
control of the transmitted laser power is commonly available, and a TX_FAULT alarm is
generated to indicate a possible transmitter operational fault or a status critical to the host
systems. When the second threshold is exceeded, the transmitter is turned off for protection and

the corresponding alarm is sent.

2.3.3 Optical Fiber Monitors

An optical fiber is a passive optical component without any monitoring capability. It depends
on external monitoring equipment for its fault monitoring. Monitoring equipment integrated
within other optical devices or specially deployed testing equipment can be used for detecting
failures in fiber. The main type of faults in fiber are due to cuts. Additionally, optical fiber is also
vulnerable to: signal loss due to splicing, bending loss, attenuation, dispersion, and nonlinear
effects (stimulated Raman scattering, stimulated Brillouin scattering, four-wave mixing, and self-

and cross-phase modulation).

2.3.4 Optical Amplifier Monitors

Monitoring capabilities of the optical amplifier vary greatly depending on the type of
amplifier and manufacturer. Most common EDFA optical amplifiers are capable of monitoring
the following basic parameters: aggregate input/output power, pump laser temperature, pump

laser voltage, and pump laser power.

2.3.5 Optical MUX/DEMUX Monitors

An optical MUX/DEMUX contains power monitors at aggregate input, aggregate output, and

individual dropped or added wavelengths. If any power level exceeds the set thresholds, warnings
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and alarms are generated to the NMS. Some such components can also detect central-wavelength

shifts due to optical component degradation.

2.3.6 Optical Cross Connect Monitors

The OXC commonly provides extensive monitoring capabilities. The OXC consists of at
least: optical de-multiplexer, optical switching fabric, optical multiplexer, and local optical
add/drop transceivers. Additionally, optical amplifiers and other optical components may be
included. The basic switching fabric monitoring includes the optical power monitoring of each
switch port, voltage, temperature, and switch connection status. Alarms are generated if any of
the monitored parameters are exceeded or if the requested connection between two ports cannot

be correctly established.

2.4 Common Optical Network Testing and Troubleshooting
Equipment
In addition to the integrated optical monitoring equipment, more sophisticated monitoring
equipment is commonly used for the development, deployment, provisioning, troubleshooting,

and maintenance of optical networks. The following provides a brief overview of this equipment.

2.4.1 Optical Test Equipment

Laboratory grade optical test equipment is usually the most versatile when creating
specialized test-beds for accurate optical testing. A wide range of laboratory optical test
equipment is often used to create a diverse range of specialized test-beds. These instruments
include function generators, traffic generators, RF signal generators, optical modulators, digital
communications analyzers, wide bandwidth oscilloscopes, optical spectrum analyzers, optical
attenuators, transceivers, optical heads, optical power sensors, lightwave measurement systems,

central clock modules, and similar. The specific configuration of such equipment depends on the

22



test-bed and parameters to be tested. Although it offers the greatest flexibility for optical network
testing, such equipment is specialized and expensive. Furthermore, performance testing using
such specialized equipment and test-bed development requires highly trained technicians in order

to perform tests and interpret acquired data correctly.

2.4.2 Optical Time Domain Reflectometry (OTDR)

An optical time domain reflectometer (OTDR) is one of the most commonly used monitoring
and maintenance tools employed for troubleshooting optical fiber. An OTDR is commonly used
as a troubleshooting device for finding faults, splices, and bends in fiber optic cables by
identifying light loss location. An OTDR can detect light loss and pinpoint trouble areas along the
provisioned trace. It can also be used to measure the length of the fiber, locate splices and OXCs,
locate fiber breaks and end of fiber, locate fiber bends, measure insertion loss caused by patch
panels and fusion splices and similar.

The OTDR operates similar to radar. It injects a series of high-power optical pulses into the
fiber under test and monitors light that is reflected back from points where the index of refraction
changes. It measures the time and intensity of the received light reflections to determine the
location of disruption.

A typical OTDR test can take anywhere from ten seconds to three minutes, depending on the
length of the trace, resolution, number of distortions, etc.

Although the OTRD is able to locate and address some Loss-of-Light (LoL) points, its
measurement time duration makes it useful only for off-line testing and network
installation/deployment and supervisory network monitoring, but not for rapid fault localization
required in online service restoration. Also, it may produce ambiguous results and requires
training to interpret measured results correctly.

Furthermore, although an OTDR is useful for point-to-point long-haul network testing, there

are currently numerous problems with using OTDR for monitoring emerging TONs and PONSs.
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First of all, it can produce inaccurate results and may not be able to differentiate faults if two
component-faults are very close together or if the pulse has a long travel length. Also, usually it is
intrusive for in-band monitoring. If OTDR monitoring is performed on dedicated supervisory
lightpaths, then obtained measurements may not represent the actual characteristics of the data
channels. In PONs, there is a common point-to-multipoint problem due to passive-branching
where the back-reflected and back-scattered light signals from each branch add up together into a
composite signal that makes the interpretation of the received OTDR trace a complex task making
it impossible to identify the faulty branch. Furthermore, the upper bound time required for a
single OTDR measurement is over 3 minutes, which makes it unusable for on-line fault
localization and restoration. Also, since OTDR tests are usually initiated from the central or
remote office, it would take a long time to test the network. For example, in a PON network with
16 OLT ports, each serving 32 users, it would take 16x32x3min=1536min or 25.6 hours to test a
network using OTDR [33]. Furthermore, detailed fault detection in TONS requires a special high-
resolution OTDR that is optimized for small dead zones. However, passive branching with high
insertion losses requires high dynamic-range OTDR. With an OTDR, it is difficult to achieve
high-resolution and high-dynamic range simultaneously.

Several new OTDR monitoring schemes have been recently proposed and are based on a
tunable OTDR. However, tunable OTDR test equipment is not yet commercially available and
such custom test-beds are currently complex and expensive for common network monitoring.

Thus, although an OTDR is very useful during the deployment and maintenance of optical

networks, the above noted problems and high price limit OTDRs to sparse deployment.

2.4.3 Optical Network Testers

Optical network testers are usually designed to streamline the most commonly required tests
in optical networks. They tend to integrate multiple optical and data tests within one instrument

and simplify optical network performance testing. Commonly, they contain a wide range of built-
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in tests with configurable parameters, automated testing, and programming that greatly simplify
optical performance testing and result storage/processing.

Many of them provide the Bit Error Rate Test (BERT) that uses predetermined stress patterns
generated by a pseudorandom binary sequencer to test the communications channel under load.
Also, some of them offer a wide range of transport and protocol analyzers.

One example of the current state-of-the-art network test equipment is the JDSU T-BERD
8000 Tester. It is capable of performing common OTDR measurements as described in the
previous section. Furthermore, it also offers a wide range of other measurements including:
channel wavelength, frequency, spacing, power, optical signal to nose ratio, polarized mode
dispersion, chromatic dispersion, optical spectrum analyzer, attenuation profile, fiber
characterization, BERT, EDFA and DFB testing, and insertion loss. It also supports additional
modules with the following interfaces for SDH/SONET and Ethernet transport layer testing:
PDH/T-carrier, SONET/SDH, 10/100 Ethernet, and 10Gige LAN/WAN.

Such equipment is complex, costly, and requires extensive technical training to correctly
configure, perform tests, and interpret measured results. Because of this, it is only used sparingly
when and where it is needed.

Currently, such testing equipment is used in two ways. First, it can be used manually by
technicians and field engineers during fiber installation, network deployment, service
provisioning, and acceptance testing and certification after fiber installation.

Second, it can be placed or installed in the central office or remote office as “remote test
units” and configured to do periodic automated testing of the network, and report alarms to the
NMS if any of the parameters exceeds preconfigured threshold levels. Such automated testing is
usually done on a dedicated set of supervisory wavelengths (out of data transmission band), or on
a dark fiber before service deployment, or for ensuring the availability and quality of the backup

restoration lightpaths.
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When such automated testing is deployed, it is usually configured with a set of pre-specified
thresholds for various measured parameters. If any of these thresholds is exceeded, an alarm is
generated to notify the appropriate FMS of the existing problem.

Furthermore, an extensive array of BERTS, transport layer analyzers, and protocol analyzers
are available for testing and monitoring of a wide range of specific protocols and framing
information. However these tests require optical signal conversion to electrical format and are
strongly dependent on the specific transport format or protocol used. Furthermore, they are
usually used to perform complex tests that take much longer than 50ms to perform, which is too
slow for optical layer restoration. Thus, they are out of the scope of this dissertation, since here
we are interested in the monitoring of transparent, all-optical networks that must remain

independent of the specific upper-layer electronic transmission formats and protocols.

2.5 Problem of Extended Outages and Churn from Multiple

Protocol Layers

Today's DWDM networks carry many different types of error sensitive and mission-critical
applications that depend on different protocol layers for quality of service. Examples of these
services include: military related applications and services, command and control related service,
healthcare, remote surgery/control/observation applications, real-time multimedia services, etc.
TON:Ss are intrinsically exposed to a wide variety of faults and impairments. The importance of
rapidly detecting, localizing, and resolving physical failures directly at the optical layer is crucial.
The extended outages at the optical layer eventually propagate up the protocol stack and are
detected by the upper-layer protocols, which react to these failures using their own alarms and
recovery mechanisms, thus causing a large disturbance throughout the network and resulting in
churn of alarms from multiple protocol layers.

Furthermore, an even worse situation would occur if different protocol layers try to

independently resolve a failure occurring at the physical layer. For example if a routing protocol
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starts to reroute all routes away from the point of physical failure (thus causing a large disruption
within the network) just to have to return the same routes back a short time after the failure is
restored at the SONET or optical layer. Also, such route flapping causes frequent recalculation of
the topology by all participating routers in the network, thus introducing a large traffic overhead.

The following summarizes some of the common error detection and recovery mechanisms
used by different protocols that are commonly employed in today's DWDM optical networks:

+ SONET: SONET offers reliable 50ms restoration and many monitoring features,
however, it requires electronic signal regeneration at each node and access to the frame
information, which is not possible in TONs. Some of the common alarms that SONET generates
include: BER threshold crossing alarm for B1, B2, B3 (where for each BX, the bit interleaved
parity error report is computed by comparing the BIP-8 code with the BIP-8 code extracted from
the Bx byte of the following frame), line alarm indication signal errors, line remote defect
indication errors, path alarm indication signal errors, path loss of pointer errors, path remote
defect indication errors, receive data out of lock errors, signal degradation BER errors, signal
failure BER errors, section loss of frame errors, and section loss of signal errors.

+ ATM: Some of the common ATM alarm signals include: loss of signal, loss of frame,
loss of signaling multiframe, loss of CRC multiframe, reception of remote alarm signal, remote
multiframe alarm signal, and alarm indication signal. ATM also can support multiple loopback
modes for diagnostics, fault isolation, and network compliance. Also, AAL5 error correction
consists of a 32-bit CRC computed across the PDU. ATM also provides few performance
parameters, including Cell _Loss_Ratio and Cell Error_Ratio that could be used for detailed
monitoring.

* MPLS: MPLS provides a number of possible alarms that can be used to determine the
cause of a fault. For example the following alarms are provided by Cisco 10S.
BGP_Neighbor_Loss (BGP connectivity is lost to a specific device), LDP_Neighbor_Down

(Failure in the TCP connection on which LDP is running, or if the interface is no longer running
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MPLS), MPLS_Black Hole Found (MPLS interface discovered that has at least one untagged
LSP leading to a known PE router), Broken_LSP (generated after MPLS_Black_Hole_Found if
services are located along this path that are using these LSPs), MPLS _TE_Tunnel _Down (TE
tunnel's operational status changes to down and the tunnel is not flapping),
MPLS_TE_Tunnel_Flapping (Multiple up/down alarms are generated during a short time interval
and they are suppressed), Pseudo_Wire(L2 VPN)MPLS_Tunnel_Down (the pseudo wire tunnel is
reported as down from both devices), and Tunnel_Reoptimized (tunnel is up and its route changes
but the tunnel remains up).

» Ethernet: Ethernet is the most common data link layer. It performs error detection on
received frames using a 32-bit CRC code. On error-detection, the frame is dropped and
retransmission of the same frame is requested. Frequent frame drops will result in large overhead
and increased latency.

» IP: Each IP router performs a header checksum for each forwarded packet. If error is
detected, the packet is dropped silently. IP depends on TCP for packet retransmission. On failure
detection, the IP routing protocol will eventually start updating its routing table, and rerouting
affected traffic through the next best route. This will generate a lot of traffic and disturbance
within the network. Different routing protocols have different convergence times. Decreasing
convergence time in response to critical failure is extremely important in today's networks. For
example, the OSPF protocol using default values may take up to 40 seconds to detect a failure.
Until the network has fully converged, all traffic that is sent through the point of failure will be
dropped and will need to be retransmitted.

 TCP/UDP: TCP starts a retransmission timer when each outbound segment is handed
down to IP. If it does not receive acknowledgement for the given segment before the timer
expires, then the segment is retransmitted (up to 5 times by default). The retransmission timer is
initially set to 3 seconds. It is doubled after each retransmission of that segment and if it reaches

240 seconds, then for every segment retransmission 240 seconds timeout is used. TCP also
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performs an end-to-end checksum of data and the header before accepting a packet. UDP
checksum is optional. If error is detected, the packet is dropped, requiring retransmission in case
of TCP.

By rapidly detecting, localizing, and isolating failures at the optical layer, restoration can be
performed rapidly and efficiently before the failure is detected and acted upon by the upper
protocol layers, thus, significantly reducing the complexity and overhead associated with the
service recovery due to failure at the physical layer.

Besides its benefit to service recovery mechanisms, the proposed monitoring and fault
localization approach is also crucial for NMS and network administrators. It enables
identification of the physical fault condition and accurate localization, so that correct trouble-
tickets can be generated and field-technicians be sent to the correct location with correct

equipment to fix/replace the faulty component quickly.

2.6 Optical Transport Network (OTN)

Optical Transport Network (OTN) is a recent industry standard (based on the ITU-T G.709)
that contributes a new "digital wrapper" function required for transparent transport of any legacy,
current, and future protocols over the new transparent optical networks. The primary purpose of
OTN is to support the transparent migration of packet-based services (including Ethernet and
Fiber Channel) onto optical transport by providing Operations, Administration, and Maintenance
(OAM) procedures. In addition to OAM procedures, OTN also contributes a standardized forward
error correction (FEC) mechanism that provides 6dB gain allowing for up to 25 to 30km distance
increase at 1550nm band. Furthermore, the ITU-T G.709 allows for OTN performance data to be
collected for each optical signal at each OTN device, thus directly allowing for integration with
the monitoring approach proposed in this dissertation.

In terms of monitoring capabilities, OTN supports multiple trace messages including the

optical channel data unit (ODU), path monitoring (PM), trail trace identifier (TTI), optical
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channel transport unit (OTU), section monitoring (SM) TTI and six tandem connection
monitoring (TCMi) TTI trace massages. However, today the assignment of monitored
connections is a manual process that involves an understanding between the different network
operators as there is not a common standard that specifies how the TCM levels should be

assigned. Thus, a single OTN stimulus may result in several simultaneous responses. The OTN

protocol stack layers and explanation of each layer's function are shown in Table 2.5.

Table 2.5: Optical Transport Network (OTN) Protocol Stack.

OTN Name Function

Layer

Services End-user services Any user protocol, including: GbE,
SONET, SDH, FC, and others.

GFP Generic Framing Procedure Mapping function used only by
asynchronous services including: GbE,
FC, etc.

OPVC Optical channel Payload Virtual Handles mapping of services into a

Container uniform format. Commonly

implemented in software for flexibility
of supporting any protocol in future.

OPTU Optical channel Payload Maps the OPVC into a timeslot and

Tributary Unit performs timing adaptations to unify

the clocking.

OPU Optical channel Payload Unit Contains all the time slots in the OTN
frame

ODU Optical channel Data Unit Provides the path-level transport
functions of the OPU

oTuU Optical Transport Unit Provides the section-level overhead for
the ODU and the GCCO bytes

Physical Physical layer Maps the OTU into a wavelength or
WDM muxing system

Since each of the OTN protocol layers introduces its own header information that includes

monitoring capability in the electrical domain, faults that occur at the optical layer may propagate
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up the protocol stack and be detected in the electrical domain unless quickly localized and
resolved at the optical layer.

Similar to SONET/SDH, OTN has also defined a hierarchy as shown in Figure 2.6. An
Optical Channel (OCh) is defined to be between devices that map a service into an OTU signal,
such as Multi-Service Transport Platform (MSTP). An Optical Multiplex Section (OMS) is
defined to be between two wavelength-multiplexing devices, such as an Optical Add Drop
Multiplexers (OADM). Finally, an Optical Transmission Section (OTS) is defined to be between

devices that perform optical functions, such as an Optical Line Amplifier (OLA).

ODU & OPVC
OCh & OTU
OM‘- OMS
0TS 0TS i OTS | oOTS
MSTP OADM OADM OADM MSTP

Figure 2.6: OTN hierarchy.

In terms of the monitoring functionality of these layers, the OPVC layer provides end-to-end
monitoring of client paths on sub-wavelength granularity level, ODU provides monitoring of end-
to-end client paths on wavelength granularity level, OTU provides monitoring at electronic level
between MSTPs, OCh transports client signals between 3R regeneration points, OMS provides
monitoring of connections between OADMs, and finally OTS provides monitoring of optical
span connections between optical network elements.

OTN has standardized three transport rates (OTU-1, OTU-2, and OTU-3), while the fourth
rate (OTU-4) is still under discussion. The OTN rates are: OTU-1 at 2.666Gb/s, OTU-2 at

10.709Gb/s, OTU-3 at 43.018Gb/s, and OTU-4 at 100Gb/s.
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At initial stages of OTN deployment, the main use of OTN would be to serve as an efficient
and reliable aggregation transport for a diverse range of existing and legacy protocols. It is an
efficient standard for very high-rate services, however the OTN becomes highly inefficient for

services below 1Ghps, since the smallest OTN container is the ODUO operating and at 1.25Ghbps.

2.7 Alarm Over-Abundance vs. Alarm Suppression

Initially, it may appear that there is a benefit in allowing all alarms to be reported because an
over-abundance of alarms has the advantage of increasing the reliability of alarm reporting, since
the failure of a single or a few monitors might be compensated by other working monitors.

However, allowing all monitors in a TON to continuously report alarms commonly generates
a storm of alarms that could result in network congestion, large overhead, costly processing of
redundant alarms, delayed localization of the root-cause, and incorrect actions taken by the
network management system and the upper-layer protocols.

Note that the proposed approach (in Chapter 3) of allowing only required monitors to
generate an alarm, updates its alarm matrix whenever there is a change in the network state. Thus,
through these updates, the proposed approach can remove failed monitors and consider only
working monitors when computing the current alarm matrix, thus achieving identical fault-
localization coverage as if all monitors were active, while significantly reducing the time to fault
isolation. Detecting failed monitors can be done either by the fault manager (which can
periodically compare alarms received from redundant monitors or initiate test-lightpaths to
periodically test certain monitors), or by the monitor itself (by performing periodic internal

diagnostic and calibration tests).

2.8 Network Management System (NMS)

In general, NMSs can operate either on a dedicated management network or they can share

the existing TON network using a dedicated or a common data channel. In TONs, network
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management operates in the electronic domain. Thus, network faults propagate in the optical
domain while monitoring and fault management are performed in the electrical domain. Figure
2.7 shows a typical FMS in TONs where alarms from the optical domain are reported by monitors

or network-elements via the management network to the FMS.

Control Plane (Electrical Domain)

NMS

& /\,\:“>E
Alarms are Reported

I to the FMs - Optical Connection
‘% C(F))ntroller
? Optical Cross
Connect
NMS: Network Management
System

FMS: Fault Management
Transport Plane (Optical Domain) System

Figure 2.7: Fault Management System (FMS) in TONSs.

Two of the most common network management protocols include:

1. The Simple Network Management Protocol (SNMP) is supported by most devices today
and is the most popular management protocol on the Internet. Currently, SNMP is the
industry's reference management protocol. It was designed by IETF and it operates over
TCP/IP.

2. The Common Management Information Protocol (CMIP) emerged out of the ISO/OSI
network model and is defined by the ITU-T X.700 series of recommendations and has far
more features than SNMP. Its main downside is the complexity and resource
requirements of CMIP agents and management systems. Today, on the Internet most
TCP/IP devices support SNMP and not CMIP. CIMP is mainly used by legacy telecom

devices.
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Furthermore, historically, the carriers have been using an ASCII command and control
language called Transaction Language-1 or TL-1. Although its popularity is fading, it is
commonly provided for support of legacy telecom equipment.

Other existing network management protocols include: CMOT, COBRA, DMI, LDAP, TMN,
and WBEM.

Since SNMP is the most popular and widespread protocol in use today, and its popularity will
grow with IP centric optical networks, we focus on this protocol. Next we provide a brief

introduction of its operation.

2.8.1 Simple Network Management Protocol (SNMP)

This section provides a brief introduction to Simple Network Management Protocol (SNMP)
for purpose of serving as a basic reference of terms used throughout the rest of this dissertation.

The SNMP is simply a protocol for collecting, organizing, and managing network status
information. The latest version of the protocol is SNMPv3 (defined by RFC 3411-RFC 3418)
which mainly added security and remote configuration enhancements to previous version of
SNMP.

SNMP essentially consists of a manager (or network management system (NMS)), agent,
managed objects, MIB, and connectionless UDP communication protocol.

The SNMP manager's function is to communicate with its agents and provide an interface for
the human manager. NMS contains most of the management system’'s memory and processing
resources and one or more NMSs may be deployed within a network.

On the other hand, SNMP agents communicate with NMS and report events of their network
element. An agent resides on the network element, has local management information, and
proxies this information in SNMP specific format.

The management information base (MIB) contains status variables that are identified by

object identifiers and organized in hierarchies. Status variables use a hierarchical namespace
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containing object identifiers (OID) which can be set or read via SNMP. Both manager and agent

rely on MIB for information. This is shown in Figure 2.8.
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Figure 2.8: SNMP manager/agent model.

Table 2.6 provides the set of protocol data units (PDUs) that are used in SNMP for
communication between the manager and agent and describes their functions. With this small set

of seven PDUs, SNMP is able to perform its functions. Furthermore, Table 2.7 provides the

packet data unit format of every SNMP message.
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Table 2.6: SNMP PDUs.

PDU Function

Get_Request Used by manager to request the value of a
variable or list of variables from agent. Agent
responds with Response message.

Get_Next_Request Used by manager to request information from
agent. Agent returns a response with variable
binding for the lexicographically next variable
in the MIB.

Set_Request Used by manager to request from agent a
change of specific variable in case of an
Manager alarm. The agent responds with Response
indicating a successful change or an error
status.

Get_Bulk_Request Request for multiple iterations of
Get_Next_Request.

Inform_Request Manager-to-Manager notification that is
acknowledged to ensure delivery over UDP.
Receiver replies with Response message
repeating all information in the
Inform_Request.

Response Response message generated by agent when it
receives any of the following messages:
Get_Request, Get_Next_Request,
Set_Request, Get_Bulk_Request,
Inform_Request from manager, providing

either requested information or error status.
Agent

Trap A message that the agent sends to
immediately inform manager of an important
event. It includes the following information:
current sysUpTime, an OID type of trap, and
optional variable bindings.

As shown in Table 2.6 most messages are generated by the Manager to periodically query or
set certain information from the Agent. The only two messages available to the Agent are
Response and Trap. The Response message is generated in response to any message received from

the Manager. The Trap message is the only message the Agent can initiate to report alarms. The
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Trap message notifies the Manager as soon as an alarm condition occurs, without waiting for
periodic query from the Manager. Therefore, Trap is extensively used in networking by element

agents to inform the NMS of an alarming condition in the network.

Each SNMP PDU is constructed as follows:

Table 2.7: SNMP PDU format.

Variable

IP header UDP Header Version Community PDU Type Request ID Error Status | Error Index Bindings

Note that most of the recent SNMP implementations (e.g. Cisco 10S later than 12.1(3)T) offer
features for configuring the specific sets of traps to be reported by the Agent. This feature is
extremely useful for the alarm suppression function in network management. In large networks
with many devices, allowing the SNMP Agent to report all traps would quickly produce enormous
amounts of redundant and useless information. Therefore, most recent SNMP implementations
allow the network administrator to set individual SNMP Traps. Our approach will depend on this
feature for suppression of redundant alarms due to faults in TONs, allowing the FMS to compute

and set only the optimal set of Trap messages to be reported by each Agent.

One of the reasons for SNMP's widespread use is its simplicity and ability to operate over
connectionless UDP protocol. Furthermore, the independence of managers and agents contributes
to the robustness of the protocol since a failure of any agent will not affect the rest of the
management system. Also, the ability to have multiple redundant NMSs allows for failure of any

NMS without impact to the overall management system's function.

2.9 Fault Management System (FMS)

Fault Management System (FMS) is required for detection, localization, and correction of

malfunctions in a communications network. The FMS is an important part of the NMS and plays
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a crucial role in today’s networks. Its primary function is to efficiently detect, diagnose, localize,
isolate, and correct malfunctions in the network. The FMS continuously monitors network
elements, based on a set of received data from a wide range of network monitors. When an alarm
is reported by one or more network elements or when the FMS detects unexpected symptoms, its
job is to accurately identify a set of one or more network elements (root-cause) that are
responsible for the received alarms or for the exceeded deviation of received parameters.

The challenge of effective FMS in TONs is to know how to efficiently process and organize
large numbers of raw alarms and events that may be due to a single root fault. The FMSs differ in
how they solve the problem, the information they use, assumptions they rely on, amount of
memory they need, and the nature of the output they generate. Some of the techniques that are
employed by FMS include: expert systems technology, model based systems, case based systems,
and neural networks.

Generally, fault management can be passive or active. With passive fault management, the
FMS collects alarms reported by network devices as SNMP traps when something happens. The
FMS then uses the collected alarms to diagnose, locate, and resolve problems. On the other hand,
with active fault management, the FMS initiates tests and traces to actively determine the status
of monitored network components, without relying completely on the SNMP traps.

Commonly, an FMS uses an active alarm list defined in RFC 3877 to keep a list of current
problems that are occurring on the network component. The FMS also uses the ITU X.733 alarm
reporting function’s perceived severity levels to assign received alarms to the severity level
values of cleared, intermediate, critical, major, minor, or warning. ldeally, the FMS should be
able to automatically detect, localize, and correct occurring faults. However, it also provides a
user console that allows network administrators to interpret received alarms and use their
knowledge and experience to troubleshoot occurring faults.

Although there are different FMS models used today as previously noted, one approach the

FMS can take is to correlate related events into a sequence of alarm progressions. It can then use
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the dependency model to determine the causal inter-relationship between received alarms. The
root-cause is then determined by using the network model to perform fault inspection and
correlation.

Furthermore, it is possible for the FMS to perform alarm suppression. The FMS may enable
or disable individual alarm reports in order to minimize the amount of redundant information that
it needs to process. Before performing alarm suppression, the FMS must be certain that the
alarms that it is suppressing are truly redundant alarms and will not become useful information
during the suppression period. The set of suppressed alarms as well as the suppression duration
are important parameters that the FMS must dynamically compute with changing network

conditions.

2.10 Network Recovery Mechanisms: Protection and

Restoration
Recovery in networks can be performed using protection or restoration techniques. With a
protection approach, a backup path is provisioned before the fault occurs, while with the
restoration approach, an alternate path is provisioned after failure occurs. Obviously, in terms of
the required network capacity, protection requires much more installed capacity than restoration,
but allows for faster recovery. However, restoration is more bandwidth efficient and thus

preferred. This is shown in Table 2.8.

Table 2.8: Comparison of Protection and Restoration.

Backup Route Backup Route

Calculation Provisioning
Protection Before Failure Before Failure
Restoration Before Failure After Failure
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Furthermore, restoration can be performed for the entire path or just for the failed link.
Although path-restoration can be performed with only fault-detection, accurate fault localization
enables utilization of a faster and more efficient link restoration technique, thus saving network
resources and improving survivability. The advantages of link-restoration include: low number of
switch reconfigurations, no need for alternate path computation, faster restoration, preserved

load-balancing, and fewer links affected. The following table compares the two restoration

schemes.
Table 2.9: Comparison of Path Restoration and Link Restoration.
Path Restoration Link Restoration
End-to-end recovery Point-to-point recovery
More links are affected Less links are affected
Large number of switch reconfigurations Low number of switch reconfigurations and
and restoration delays restoration delays
Affects load-balancing Preserves load-balancing
Restoration could be time-consuming for Restoration process is completed faster but
distant s-d pairs and for highly loaded at the expense of fault-localization delay
networks
Temporarily removes the whole affected Removes only the failed-link capacity from
path capacity from network resources network resources

However, although link restoration is faster and more efficient, it requires fast and efficient
fault localization to be effective. Thus, in addition to the importance of fault localization for
network monitoring, troubleshooting, and maintenance, it also plays an important role in the

network’s survivability and resilience.

40




Chapter 3

Optimized Monitoring for Centralized

Fault Localization in TONSs

The centralized TON monitoring model consists of a single central fault-manager that is
responsible for receiving binary alarms from all network monitors and processing them as a fault-
vector to accurately determine the location of a fault. Such a centralized fault-management model
is commonly used in small to moderate size electro-optical networks. However, in TONs, fault
propagation can easily flood the central fault-manager with a large number of redundant alarms,
delaying fault localization and service restoration. Optimizing the set of activated monitors in the
network is crucial for minimizing the number of alarms reported to the central fault-manager and
rapid and accurate fault localization. Additionally, when monitoring requires tapping of the
optical channel (i.e. in-band monitoring), minimizing the number of optical monitors (or optimal
monitor placement in the network) also minimizes the impact on the transmission channel.
Furthermore, the strict link-restoration time requirement in TONs of 50ms requires fast fault-
localization, which benefits from optimized fault-vectors.

The complexity of the monitor optimization and fault localization problems grows with
increasing:

1. Network size
2. Network connectivity
3. Number of provisioned lightpaths, and

4. Granularity/accuracy of required fault-localization
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Simulation results in this chapter provide numerical results that show the impact of all four of
these parameters on the proposed monitoring approach.

Management systems can be divided into: centralized management, distributed management,
and hierarchical management. Centralized management is primarily used in small networks;
distributed management is scalable and can be applied to networks of moderate size, and
hierarchical management is usually used in large, enterprise-scale networks. In this chapter we
consider monitor optimization for fault localization within a centralized-flat fault-management
model. In Chapter 4 we will consider a hierarchically-distributed fault-management model and
compare its results with the centralized fault-management results from this chapter.

The rest of this chapter is organized as follows. Section 3.1 introduces the network model for
monitor management, optical layer monitoring, and fault propagation. Section 3.2 presents a
simple example of an optimal monitor activation problem. In Section 3.3 we formulate the
optimal monitoring problem and prove that it is NP-complete. In Section 3.4 we formulate an
ILP solution for the optimal monitor activation problem. Section 3.5 introduces an efficient
heuristic algorithm for minimum monitor activation. Section 3.6 provides simulation results for
centralized monitoring in TONSs. Finally, Section 3.7 concludes this chapter with a summary of

contributions.

3.1 Network Model

A TON network model was developed and implemented in C language and CPLEX for
obtaining numerical results. It consists of a monitor management model, an optical layer
monitoring model, and a fault-propagation model. The monitor management model is responsible
for computing an alarm matrix from a set of randomly provisioned traffic lightpaths, considering
the monitoring model and fault-propagation model. It also handles the optimization and
configuration of monitors based on a set of provisioned lightpaths. The optical layer monitoring

model defines monitoring capabilities in the network. The fault-propagation model specifies how
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faults propagate within the network topology based on the provisioned set of traffic lightpaths.
The computation of the alarm matrix is dependent on the set of provisioned lightpaths, fault-
propagation model, and the optical layer monitoring model. In this model, shortest-distance
routing between uniformly-distributed random node pairs is implemented for provisioning
random traffic lightpaths in a given network topology. The following subsections briefly describe

each model separately.

3.1.1 Monitor Management Model

Figure 3.1 shows the model of a proposed monitor-optimization approach. For a given
network topology, provisioned set of lightpaths, and fault propagation model, the proposed
optimization algorithm computes the alarm matrix and optimal activation set of optical monitors
and provides that information to the monitor manager, which configures monitors accordingly.
When a fault occurs the optimized set of activated optical monitors in the network reports alarms.
These alarms are received and processed by the assigned fault manager to perform rapid fault
localization. In cases when some monitors are not configurable, the manager could also filter the

required set of optimal alarms.

( )
Network S?t.Of Network
Topology Provisioned Faults
S Lightpaths )
@ @ Optimized Monitor
Set Activation
Optimization of Optical Monitor : Optical
Monitor Activation Set Manager : Monitors
Optimized
Alarm Reports
Fault Fault
Propagation o
Local
Model ocalization

Figure 3.1: Proposed TON monitoring model.
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Figure 3.2 depicts a model of the proposed monitoring and fault localization system in a TON
and how it can be integrated with a client/agent type of network management protocol (for
example SNMP). It is important to note that there are many different ways to accomplish
exchange of these alarm/configuration/status messages and that each approach has its advantages
and deficiencies. The SNMP management model was used for this example because SNMP is
currently the industry standard and commonly available in most network devices. However, for
specific purposes other management models/protocols may provide better reliability/performance.
Figure 3.2 shows three functional planes in an optical network, namely the transparent optical

transport plane, management plane, and control plane.

Ve \
NMS [« Management
msl \ Network
Control
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Figure 3.2: TON monitoring and alarm management [34].

Major element faults in optical networks commonly occur in the transport plane and control

plane. Failures at the transport plane that are due to optical channel impairments (i.e. OSNR,

frequency drift, and channel power) are monitored by a transport monitor and reported to either
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node's agent or directly to NMS via the internal agent and MIB. Since the node controller's
function is to control and monitor active components within the node, it will detect and report
component faults to its local agent, which will proxy this alarm to the NMS. Note that the node
controller communicates with the node's active components usually through either RS232 or 1°C
serial interfaces, and detects and reports any component errors and status information to the
agent. Furthermore, note that the Optical Connection Controller (OCC) and OADM maintain
their own MIBs of internal element status information that an agent at the management plane may
access. For example, the OADM agent's MIB contains the IETF defined module OPT-IF-MIB
[42]. The OPT-IF-MIB defines objects for managing optical interfaces associated with WDM
systems or characterized by the OTN architecture. Furthermore, each equipment manufacturer
provides its own MIB that can complement the OPT-IF-MIB MIB by providing detailed
information specific to the proprietary discrete hardware components including: transmitters,
receivers, switches, etc. The element's Agent has several important functions, including:
communicating with the node controller and receiving status information on power level, drift in
frequency, OSNR, hardware component faults, etc., querying the transport monitor for
performance information, generating alarms (traps) based on the fault events, and responding to
gueries from the NMS. Thus, NMS (and FMS) will receive all status and performance
information from each node's agent and controller or from transport monitors through the
management network.

Figure 3.3 shows an alarm suppression scenario in a TON. Namely, a central NMS has the
information on a provisioned set of lightpaths and available monitoring parameters which it can
obtain from all elements' agents. Based on this information, the FMS must compute the minimum
set of monitors required for localization of all localizable faults in the network. The FMS then
activates these monitors by setting specific traps in each element's agent. When a fault occurs, the
network element's agents report only those traps that are set to the FMS, allowing for fast and

efficient localization of the fault.
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Figure 3.3: Alarm optimization in TON.

3.1.2 Optical Layer Monitoring Model

Based on their monitoring capabilities, common optical network elements can be categorized
as passive or active. Some optical elements (i.e. optical fiber) do not have any monitoring
capabilities, and depend on other components’ monitors for fault localization and restoration.
Other passive optical elements (i.e. optical amplifiers) have monitors and are able to report
alarms, but cannot handle restoration. Finally, components such as OXC have built-in monitoring
and service restoration capabilities and are able to report and manage alarms through restoration
when an abnormal condition occurs. Throughout this chapter we assume that the optical layer is
monitored with optical power monitors due to their standardized availability in most network
elements [9]. Each monitor is capable of reporting a binary alarm to its assigned network fault
manager in the form of an SNMP trap when the input optical power level is outside of the
configured threshold level. Furthermore, each monitor’s alarm reporting can be activated or
deactivated by its assigned fault-manager. It is assumed that the network fault manager is aware
of the provisioned lightpaths and is capable of configuring all optical-power monitors on the

network elements that it manages.
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The following figures depict monitor placement (with letter M) (based on the ITU-T
recommendation G.692 in Figure 2.3) for various optical components. These models were used

for obtaining detailed discrete optical-component localization results.

Optical SW
A

10x10

Optical SW
A2

10x10

Optical SW

Figure 3.5: Monitor placement on a bi-directional fiber edge.

3.1.3 Fault Propagation Model

Due to the lack of O/E/O regeneration at each optical node, faults may propagate throughout
various parts of the network resulting in a large number of redundant alarms. Similarly,
imperfections in optical devices may lead to complex fault/attack propagation models due to

optical crosstalk, amplifier gain competition, and fault masking. Failure/attack types can be
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categorized by the effect they have on the individual wavelengths into wavelength-specific and
shared risk groups [25]. Some failures, such as specific A switch-fabric failure, affect individual
wavelengths. Other failures, such as optical-amplifier-failures, affect all wavelengths that traverse
that component. We consider both types of failures here. It is assumed that faults propagate in
the downstream direction along all the lightpaths that pass through the fault origin. Such a fault-
model is consistent with the ones used in [5,11,13]. Figure 3.6 shows a simple example of the
fault propagation model due to a bidirectional edge-cut for an expanded (discrete optical
component level) view of the network edge at the OTS layer. All downstream monitors through

which affected lightpaths pass will report an alarm to their assigned fault-manager.

~4¢—Fault Propagation—

Figure 3.6: Fault propagation due to bi-directional edge cut.

Similarly, Figure 3.7 shows the fault propagation model due to a failure of the specific A on a
switch fabric component inside an OXC node for the wavelength A3. Assuming that four
lightpaths {LP1(A3), LP2()2), LP3(13), LP4(A2)} are established as shown, a failure of the switch
A3 will only propagate downstream along the lightpaths that use this specific wavelength.
Lightpaths on different wavelengths that pass through this node will not be affected and will not

propagate this failure downstream.
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Figure 3.7: Fault propagation due to failure of a single wavelength switch.

3.2 A Simple Example of Optimal Monitor Activation

Problem

For this example let’s consider a simple network with eight optical nodes as shown in Figure
3.8. Here, it is assumed that every node has monitoring capabilities at each input/output port and
that each node has local monitored ports for sourcing or sinking a wavelength. The unconstrained
monitor placement is considered here for obtaining the lower bound on the minimum number of
required activated monitors. With this configuration the total (maximum) alarm vector length is
88 bits. The goal is to minimize alarm vector length while maintaining full fault-localization
coverage in the network. Here, we consider only node-fault scenarios for simplicity, whereas
throughout the rest of the chapter failures of all OXCs and fiber-spans are considered as possible
faults. Furthermore, in the next chapter we also consider localization of all discrete optical

components in addition to the node and edge localization granularity.

Figure 3.8: A simple example network topology with port monitors.
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Let us assume that the following three lightpaths are provisioned in the network topology
shown in Figure 3.8:
LP1: Nodel — Node2 — Node3,
LP2: Nodel — Node4 — Node2 — Node5 — Node3, and

LP3: Node6 — Node4 — Node7 — Node5 — Node8.

Since only OXC failures are considered in this example, we can simplify the network graph

as shown in Figure 3.9 without affecting the fault localization coverage.

J.P2 . «
\.
@" "‘@' X
2 O 2 ©
LP:;,( N 4 S

Figure 3.9: Reduced topology graph based on provisioned set of lightpaths.

We start solving the optimal monitor activation problem by determining the “naive” monitor
activation scenario. This results in the activation of power monitors on every currently used
output port of the network nodes. This reduces the set of available monitors {M,,...,Mgs} to a
subset containing 13 monitors. We label this initial set of activated monitors as {My,...,My3}, with
graph placement as shown in Figure 3.9. Using the information about established lightpaths,
network topology, and the active monitor locations, we create the alarm matrix as shown in Table

3.1. The alarm matrix is constructed such that M;;=1 if fault i causes alarm j.

50



Table 3.1: Naive Suboptimal Alarm Matrix.
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Next, the preprocessing phase removes redundant information from the naive suboptimal
alarm matrix by removing all zero-vector rows and grouping all identical rows into a single alarm
vector. In this simple example, none of the fault vectors is zero, and all node faults can be
unambiguously located; thus, no reduction is necessary. Finally, all redundant monitors are
deactivated under the following constraints: (1) None of the matrix rows can be zero vectors; and
(2) All matrix rows must remain distinct. By applying these constraints, the above matrix is

reduced to the optimal alarm matrix shown in Table 3.2.

Table 3.2: Optimal Alarm Matrix.

Faults | M3 | M5 | M7 | M8 | M10 | M13
FN1 | 1 1 1 0 0 0
FN2 | 1 1 0 0 0 0
FN3 | 0 1 0 0 0 0
FN4 | O 1 1 1 1 1
FNS | 0 1 0 0 1 1
FN6 | O 0 0 1 1 1
FN7 | O 0 0 0 1 1
FN8 | O 0 0 0 0 1

This procedure has deactivated a redundant set of monitors {M;,M,,M4,Mg,Mg,My;,M;,} and
thus reduced alarm-vector length from 88 original monitors to only 6 monitors while maintaining
full localization capability. It has achieved over 93% reduction in the total number of monitors

(54% reduction if reduced naive matrix is used as input), thus greatly reducing the complexity of
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the fault-localization problem. The resulting optimal monitor placement for the given network

topology is given by the set {M3,Ms,M7,Mg,M10,M13} and shown in Figure 3.10.

7 @@ 7
LP&( N\ L 4 S

& o CN%

Figure 3.10: Optimal monitor placement activation for the example.

Once the optimal alarm matrix is computed as shown, an optical component failure is located
by employing an efficient fault-vector search within the optimized set of fault-vectors. A fast

link-restoration protocol [26] can then be used to restore the traffic on all affected lightpaths.

3.3 Problem Formulation and Complexity Analysis

Once a naive alarm matrix is introduced (e.g., Table 3.1), finding an optimal alarm matrix
(e.g., Table 3.2) is equivalent to finding a set of redundant monitors of maximum cardinality
whose removal (i.e., deactivation) satisfies the following properties:

1. The maximum fault detection coverage is still achieved, and

2. Each fault is reported by a unique set of alarms.
We call this problem the Redundant Monitor Deactivation Problem and formally state it below.

Redundant Monitor Deactivation Problem (RMDP):
Given an integer m, a set of k monitors M = {My, .. .,M,} and a set of n faults F = {f,, - - -, f.}
such that Ay(fi) # Au(f;) for any 1 <i #j < n, where Ay(f;) denotes the set of monitors in M that

raise alarms when fault f; occurs, the problem is to find a subset D < M such that:
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AMfD(fi) ;é AMfD(fJ) for any 1<i # ] <n (31)
Ayp(f)# Oforanyi,1<i<n (3.2)

|D] is maximum (3.3)

In what follows, we show the NP-completeness of this problem by sketching a polynomial
time transformation to the decision version of the RMDP (i.e., decide whether there exists a

subset D € M such that [D| = m for a given integer m) from the Exact Three Cover (X3C)

problem which is known to be NP-complete [27]. The X3C problem is given below.

X3C Problem:
Given a set of n elements X = {Xy, - - -, Xn} (Where n is a multiple of three), and a set of m
elements C = {cy, - - -, cm} Where ¢; € X and |c; | = 3 for all j, 1 <;j <m, the objective is to find a

subset Co € Csuchthat | J ¢, =X and |Co| = n/3,

cjeCy

3.3.1 Polynomial Time Transformation

Let X and C be an arbitrary input to the X3C problem. Define C(x;) = {c;| xi € ¢;}. From X

and C, we construct a monitor set M, a fault set F, and a set of alarms Ay(f;) corresponding to

each f; € F as follows.
The monitor set is constructed as M = {cy, - - -, cnpU{dy, - - -, d,}. The fault set is
constructed as F={x;, -, X}tU{0s, - - -, gn}. The alarm set is constructed as Au(x;) =

C(x;) U{di} for 1 <i<mand Ay(gi) = {di} for 1<i<n.

Consider the following example as an input to the X3C problem: X = {X;, - - - , X} and C =

{cy, Cy, C3}, Where ¢; = {X1, X, X3}, C2 = {Xa, X3, X5}, C3 = {Xa, X5, X6}
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Figure 3.11: Input to the X3C problem example.

The input to the RMDP is then constructed as: M ={cy, - - -, Cs, dy, - - -, Do}, F={X1, - - - , X,
i, Ge} and Au(x1) = {cy, di}, Au(Xz) = {C1, Co, d2}, Am(Xs) = {C1, Co, d3}, Am(Xa) = {Cs, da},
Am(xs) = {C2, C3, ds}, Am(Xs) = {Cs, de}, Am(91) = {d1}, Am(92) = {d2}, Am(93) = {ds}, Am(gs) = {da},

Am(gs) = {ds}, and Au(ge) = {ds}.
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Figure 3.12: Construction of the input to the RMDP example.

3.3.2 Correctness of Transformation

Lemma 3.1: Let X and C be an input to the X3C problem, and let Iy ¢ instance of the input (i.e.,
M, F, and Ay(F)) to the RMDP constructed by following the above procedure. Then, there exists

a solution to the X3C problem if and only if there exists a solution D & M to Iy ¢ such that |D| =

m — n/3 satisfying the constraints (3.1) and (3.2) defined in the RMDP.
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Proof: Suppose there exists a solution C, to the X3C problem. (Note that if C, is a exact cover
for X, then |Cy| = n/3.) We then define D = C — C,, i.e., monitors corresponding to elements in C
—Co will be deactivated. It is then easy to see that each fault x; (1 <i <n) will have a unique alarm
set Ay p(xi) = {d;, ¢}, where x; & c;for some c; & C,. Each fault g; (1 <i <n) will also have a
unique alarm set {d;} of size one. (In the example above, D = {c,} and C, = {cy, c3}.)

Now, assume that there exists a solution D for Iy c where |D| = m — n/3. We note that d; ¢ D

as otherwise fault g; cannot be detected for 1 <i < n. We also note that for each x;, at least one
monitor in C — D should remain activated to monitor x; since otherwise x; and g; both will only be

monitored by the unique alarm d;. This implies that C —D must be a solution to the X3C problem.

We thus have the following result:

Theorem 3.1: The RMDP is NP-complete.

3.4 ILP Formulation

It was shown in Section 3.3 that the problem of optimally activating monitors is NP-
complete. In this section, we present an ILP formulation that minimizes the number of monitors
that are activated, while maintaining full fault-localization capability. Given the requirements on
the speed of the monitor activation in dynamic lightpath traffic settings and the computational
intensity of solving ILPs of even moderate sizes, we do not suggest solving the ILP as a monitor
activation algorithm. Our goal in introducing the ILP here is to make optimization performance
comparisons with a simple and fast heuristic that can be used. The input to the problem is an
alarm matrix which indicates the set of monitors that generates alarms in the event of each failure.

Let {asm} be the elements of the alarm matrix A, where a;, takes the value 1 if monitor m
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generates an alarm when failure f occurs, and 0 otherwise. For simplicity, we assume that A is the
reduced alarm matrix (naive alarm matrix) obtained at the end of the preprocessing phase of our
solution approach described in Section 3.2, and thus all the rows are non-zero, and identical rows
are eliminated. The decision variables are {uy}, where u, takes the value 1 if monitor m is
activated, and the value 0 otherwise. The ILP attempts to minimize the number of monitors that
are activated such that all constraints are satisfied. The optimization problem can be described by

the following ILP:

The objective of the ILP is to minimize the number of activated monitors:

M
Minimize Z =>"u,, (3.4)

m=1
Subject to the following three constraints:

1. Uniqueness constraints: Each fault-vector, consisting of the elements corresponding to the
set of activated monitors, should be different from all other fault-vectors. Thus, for every pair

of rows corresponding to failures f; and f; , where i# j we have,

M
Z(afhm —aijm)zum >0. Vi, f, sti#j (3.5)

m=1

Note that a;,, are parameters and not decision variables, and the problem is not non-linear as

(3.5) might appear to suggest.
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2. Non-zero constraints: For each failure scenario, there should be at least one activated
monitor that generates an alarm in the event of that failure to ensure that the failure can be
detected. Thus, each fault-vector should contain at least one non-zero element in the columns

corresponding to the activated monitors. For each f;,
M
> a, u,>0. Vf, (3.6)
oy im

3. Binary Decision Variable Constraints: All decision variables {u,} should be binary, since

each monitor’s reports are either turned on or off.

u, €{0,1} vm. (3.7)

3.5 Efficient Heuristic for Monitor Activation

In Section 3.3 we proved that the optimal monitor activation problem is NP-complete. Thus,
in practice, computing the optimal set of activated monitors for a dynamically provisioned set of
lightpaths might not be feasible within the allotted time limits. Accordingly, here we introduce a
heuristic algorithm that is far more applicable as it provides near-optimal solutions with
polynomial time complexity.

The heuristic algorithm is based on a simple greedy method. It starts by selecting a monitor
column in the alarm-matrix with a minimum sum and deletes it if the following two fault-vector
constraints are not violated: 1. All rows remain non-zero, 2. All rows remain distinct. The reason
for selecting the minimum sum column first is because such a column is least effective in splitting
a fault set into two equal fault sets (assuming a binary tree splitting of a fault set) and yields the

best results when compared to other orders of column removal for this problem. The algorithm
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proceeds to test and delete if possible all untested columns in order of increasing column sum

until all columns are tried. Pseudo code for this heuristic is presented in Figure 3.13.

Algorithm 3.1: Greedy Min

Input: An mxn matrix M
/I M =1 if fault i causes alarm j //

Output: An mxn' matrix M ' such that [logm]<n'<n

1. while: There is unmarked column Do

2. find unmarked column with smallest sum;

3 if column deletion does not violate constraints
4. delete the column;

5 else mark this column;

6. endwhile

Figure 3.13: Pseudocode for Greedy Min heuristic monitor reduction.

Applying this heuristic to the simplified alarm matrix in Table 3.1 yields the optimal solution

in terms of the 6 required monitors, as shown in Table 3.3, for this specific simple case.

Table 3.3: The Heuristic Alarm Matrix.
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3.5.1 Time Complexity

The time complexity for this monitoring problem consists of two components: (1) time
required to optimize the alarm matrix using the proposed heuristic, which is computed only when
the set of lightpaths changes, and (2) time required to locate the received fault vector within the
reduced alarm matrix.

For the first component, it can be easily verified that the worst-case time complexity of the
heuristic (given the alarm matrix) is O(n’k) where n is the number of fault-vectors and k is the
number of monitors in the reduced alarm-matrix. Note that the greedy heuristic algorithm
iteratively tries to remove each monitor individually (k iterations) and for each monitor removal
iteration, it must perform (n Choose 2) alarm-vector comparisons to ensure the uniqueness of all
alarm-vectors. Thus the total complexity of the greedy heuristic is given by O(n’k) assuming that
two binary vectors are compared word-wise in one step. If comparison of two binary vectors is
performed by comparing each binary element of the two vectors separately, then we also count
the number of monitors in the alarm-vector when comparing two vectors, and the overall worst-
case time complexity of the heuristic is given by O((nk)?).

The complexity of the fault localization is given by the time required to match the received
fault-vector with one of the vectors in the optimized alarm matrix. This can be easily done using
one of the efficient vector-search algorithms. For example, if a binary-tree search is used, the
binary fault localization tree could have (in the worst-case) a maximum of n levels corresponding
to n faults in the optimized alarm matrix. The worst-case fault localization time complexity is
O(n) where n is the number of localizable faults; and in the best case when the tree is completely
balanced, localization complexity is O(log(n)). Otherwise, a hash-table could be constructed for
the set of all possible faults and a simple lookup can be performed to localize a fault. In such case

the localization complexity would be O(1) on average.
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3.6 Numerical Results

Numerical results were obtained through simulation consisting of a centralized flat network
monitoring model, a fault propagation model and an alarm matrix computation code, heuristic
algorithm, and ILP implementation. ILOG CPLEX [28] was used for the ILP computation and
everything else was implemented in C code. All simulation results were computed on a server
with two quad-core Intel Xeon 2.5 GHz E5420 CPUs.

Results were obtained for the two common network topologies. The NSF network (Figure
3.14) with 14 nodes, 42 directed edges, and 182 ordered node-pairs, and the Pan-European
network (Figure 3.14) with 28 nodes, 82 directed edges and 756 ordered node-pairs. All
provisioned lightpaths were computed using the shortest-path routing between uniformly
distributed node pairs, using the actual physical distances shown in Table 3.4 and Table 3.5 as
weights. Wavelength assignment for every requested lightpath was performed using the first-fit
algorithm without wavelength conversions. The top-level centralized monitoring model for the
NSF network consists of 14 OXCs, 42 directed edges, and 21 bi-directed edges, resulting in a
total of 77 possible element faults (EF). Similarly, Pan-European top-level centralized monitoring

has a maximum of 151 possible EFs.

NSF Topology Pan-European Topology

Figure 3.14: NSF [29] and Pan-European [30] network topologies.
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Table 3.4: NSF network physical distances (km) [29] and number of optical amplifiers and monitors used

per each directed edge.

Network | Physical Scaled Optical Fiber |Monitors per]
edge |fiber length| distance by | amplifiers | spans per | directed
(km) factor of 10 |per directed| directed edge
(km) edge edge
CA1-CA2 834 83.4 2 3 6
NE-CO 870 87 2 3 6
NE-IL 864 86.4 2 3 6
NJ-DC 312 31.2 1 2 4
NJ-MI 942 94.2 2 3 6
NY-DC 468 46.8 1 2 4
NY-MI 720 72 1 2 4
PA-GA 1008 100.8 2 3 6
PA-IL 846 84.6 2 3 6
PA-NJ 540 54 1 2 4
PA-NY 438 43.8 1 2 4
TX-CA2 2520 252 4 5 10
TX-CO 1746 174.6 3 4 8
TX-DC 2364 236.4 4 5 10
TX-GA 1350 135 2 3 6
UT-CAl 1152 115.2 2 3 6
UT-CO 684 68.4 1 2 4
UT-MI 2820 282 4 5 10
WA-CA1 1338 133.8 2 3 6
WA-CA2 2056 205.6 3 4 8
WA-IL 3408 340.8 5 6 12

Table 3.5: Pan-European network physical distances (km) [29] and number of optical amplifiers used per

each directional edge.

Network edge Physical Scaled Optical Fiber Monitors
fiber length| distance by | amplifiers [spans per |per directed
(km) factor of 10| per directed | directed edge
(km) edge edge
Amsterdam-Brussels 259 25.9 1 2 4
Amsterdam-Glasgow 1067 106.7 2 3 6
Amsterdam-London 540 54 1 2 4
Athens-Belgrade 1209 120.9 2 3 6
Athens-Rome 1500 150 2 3 6
Barcelona-Lyon 796 79.6 2 3 [3
Barcelona-Madrid 760 76 2 3 6
Belgrade-Budapest 474 47.4 1 2 4
Belgrade-Zagreb 551 55.1 1 2 4
Berlin-Copenhagen 540 54 1 2 4
Berlin-Hamburg 381 38.1 1 2 4
Berlin-Munich 757 75.7 2 3 6
Berlin-Prague 420 42 1 2 4
Berlin-Warsaw 775 77.5 2 3 6
Bordeaux-Madrid 834 83.4 2 3 6
Bordeaux-Paris 747 74.7 1 2 4
Brussels-Frankfurt 474 474 1 2 4
Brussels-Paris 393 39.3 1 2 4
Budapest-Prague 668 66.8 1 2 4
Budapest-Warsaw 819 81.9 2 3 [3
Copenhagen-Oslo 722 72.2 1 2 4
Dublin-Glasgow 462 46.2 1 2 4
Dublin-London 690 69 1 2 4
Frankfurt-Hamburg 592 59.2 1 2 4
Frankfurt-Munich 456 45.6 1 2 4
Frankfurt-Strasbourg 271 27.1 1 2 4
London-Paris 514 51.4 1 2 4
Lyon-Paris 594 59.4 1 2 4
Lyon-Zurich 507 50.7 1 2 4
Milan-Munich 522 52.2 1 2 4
Milan-Rome 720 72 1 2 4
Milan-Zurich 327 32.7 1 2 4
Munich-Vienna 534 53.4 1 2 4
Oslo-Stockholm 623 62.3 1 2 4
Paris-Strasbourg 600 60 1 2 4
Prague-Vienna 376 37.6 1 2 4
Rome-Zagreb 783 78.3 2 3 6
Stockholm-Warsaw 1213 121.3 2 3 6
Strasbourg-Zurich 218 21.8 1 2 4
Vienna-Zagreb 400 40 1 2 4
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In the detail-component monitoring model, all discrete optical components within an OXC
and along each directed edge were considered as possible EFs. Each OXC model has a maximum
of 5 input and output ports (maximum node-degree for both topologies is 5), and can support up
to 120 wavelengths without blocking. The maximum possible EF that can occur within each OXC
are as follows: 5 multiplexers, 5 de-multiplexers, 1200 (120*5*2) interconnecting fibers, 120
wavelength switching fabrics, 600 (5*120) transmitters, and 600 (5*120) receivers; resulting in
the total maximum of 2530 EFs per OXC. Every discrete optical element is monitored by power
monitors that are available on all input and output ports of that element.

Each directed edge consists of multiple fiber spans and discrete optical amplifiers. Optical
amplifiers are placed along each directed edge every 75km. Actual physical link distances were
scaled down by a factor of 10 due to the large number of required optical amplifications and
redundant monitors along the full length of the links. The total number of optical amplifiers, fiber
spans, and required monitors along each directed edge are presented in Table 3.4 for the NSF

network and in Table 3.5 for the Pan-European network.

3.6.1 Centralized-Flat Component Monitoring Results

The centralized-flat monitoring simulation was run with a single central network manager
monitoring all discrete optical components in the network for NSF and Pan-European topologies.
Results for the NSF topology are shown in Figure 3.15, and the results for the Pan-European
topology are shown in Figure 3.16. Results compare alarm vector lengths of naive monitor
activation and the effectiveness of heuristic alarm-vector reduction. Solving the ILP with CPLEX
for optimal activation in a large centralized monitoring scheme was too complex even for a very
small number of lightpaths. With an increasing number of lightpaths, the problem exceeded the
number of allowed input constraints in CPLEX. However, optimal results were obtained for the
hierarchically-distributed monitoring model presented in the next chapter and demonstrate that

the proposed heuristic provides a near-optimal solution in terms of the alarm-vector length.
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For both topologies, the heuristic monitor reduction increases with the increasing number of
provisioned lightpaths due to the effect that the fault propagation model has on the larger number
of lightpaths.

It is interesting to note that for the NSF network with 182 lightpaths, the heuristic removes
over 1,800 redundant monitors, while for the Pan-European network with 400 lightpaths, the
heuristic removes over 5,000 redundant monitors while maintaining full fault-localization
capability in both scenarios. Such a large reduction of fault-vector size greatly simplifies the fault
localization problem.

The discrete optical-component monitoring coverage for each topology is shown in Table 3.6.
It is clear that the number of uniquely localizable faults (ULF) is always identical to the
corresponding number of EFs, implying the 100% localization capability of the proposed scheme.
It is also clear that the number of localizable faults can be very large (over 5,600 faults for Pan-
European network) resulting in a large computation requirement for centralized fault-localization.

Table 3.7 presents a heuristic reduction time complexity for both networks. The large size of
the original “naive” alarm matrix will slow down centralized alarm-vector optimization, while the
large alarm-vector length will complicate fault localization. Based on simulation results, it is
possible to compute the fault-vector reduction problem, using the proposed heuristic, within a
reasonable time offline for static or manually provisioned TONs. Although the proposed heuristic
reduction achieved a very large reduction of redundant monitors and greatly improved fault-
localization speed, centralized component-level monitoring in large TONs is a very complex
problem for a single manager, and is usually handled by multiple management entities in existing
optical networks. This implies the need for a hierarchically-distributed monitoring approach that
is more scalable and offers lower fault-localization complexity. This monitoring approach and its

results are presented in the next chapter.
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Figure 3.15:

Figure 3.16: Pan-European network centralized-flat discrete-component monitoring alarm-vector length.
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Table 3.6: Centralized Component Monitoring UFL Coverage.

NSF Pan Euro
LPs
EF ULF EF ULF
1 22.9 22.9 27.9 27.9
50 732.2 732.2 1000.7 1000.7

100 1256.6 1256.6 1711.6 1711.6
150 1760.4 1760.4 2390.2 2390.2
182 2074.7 2074.7 2824.6 2824.6

200 3069.3 3069.3
250 3710.1 3710.1
300 4362.0 4362.0
350 4992.8 4992.8
400 5690.0 5690.0

Table 3.7: Centralized Component Monitoring Alarm Vector Optimization Time Complexity.

NSF Time [sec] Pan Euro Time [sec]
LPs Avg Max Avg Max

Greedy Greedy Greedy Greedy

1 0.0001 0.001 0.0015 0.015

50 40.3 47.2 103.3 112.5

100 268.2 295.8 702.5 760.0
150 887.6 924.9 1900.1 2160.1
182 1625.1 1656.8 4391.2 4782.6
200 5799.6 6268.2
250 13100.1 14210.5
300 21865.3 24337.9
350 31600.7 34780.1
400 41000.3 45590.8
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3.6.2 Monitoring with Random Shortest-Path Traffic Lightpaths

Next, we apply the proposed approach to obtain the required number of monitors for
localization of all possible bi-directed edge failures in common network topologies shown in
Figure 3.17. Results for naive, greedy, and optimal ILP solutions for each of five network
topologies are provided in Table 3.8. Only traffic lightpaths are used, eliminating the overhead of
supervisory lightpaths. Randomly generated directed-shortest-lightpaths are added until all bi-
directed-edge failures are uniquely localizable. Corresponding alarm matrices are computed and
optimized with the proposed heuristic and optimal ILP solution while maintaining full

localization capability.

NJ-LATA
Augmented

NSFNET Augmented SmallNet

Figure 3.17: Network topologies used in the simulations.
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Table 3.8: Localization of Edge Faults using Random User Lightpaths.

Monitors RND RND RND All-Pairs % Monitor
MIN AVG MAX SPs Reduction

ARPA2

Naive 66 79.3 88 100

GreedyMin 11 13.1 15 8 92.0%

ILP 10 12.3 14 7 93.0%

BellCore

Naive 69 82 88 92

GreedyMin 14 15.6 18 14 84.8%

ILP 13 14.5 17 12 87.0%

NJ LATA Augmented

Naive 64 67 71 73

GreedyMin 18 18.5 20 18 75.3%

ILP 17 17.4 18 17 76.7%

NSF

Naive 49 62.6 75 81

GreedyMin 10 12.8 15 9 88.9%

ILP 10 12 15 8 90.1%

NSF Augmented

Naive 53 69.4 79 87

GreedyMin 12 14 16 10 88.5%

ILP 11 13 16 9 89.7%

SmallNet

Naive 50 60.3 70 76

GreedyMin 15 16.6 18 15 80.3%

ILP 15 16.6 18 15 80.3%

AVG % Monitor Reduction Heuristic 85.0%

AVG % Monitor Reduction Optimal (ILP) 86.1%

Results in Table 3.8, suggest that even in the case of full fault-localization coverage using
only already existing traffic lightpaths, the number of required monitors (provided by the
proposed heuristic or the optimal solution) is small enough to provide fast and accurate fault

localization of all failures. The large reduction of fault-vector size (85% avg. reduction with

67



heuristic and 86.1% avg. reduction with optimal ILP) with the proposed heuristic provides almost
optimal results in all scenarios. The “All-Pairs SPs” column in the table shows the number of
monitors when all-pairs shortest paths are added to the network and the resulting alarm matrices

are computed and optimized.

3.6.3 Impact of Network Connectivity on Fault Localization
Complexity

Finally, we examine the impact of the network’s connectivity on the fault localization
complexity of the proposed scheme for a set of random network topologies. In this simulation, 10
random networks are generated for each specified node-degree. Node degrees range from 3 to
N-1 where N is the number of nodes in the network. For each such random network, 10 different
sets of random-shortest-path traffic lightpaths are generated by adding random-shortest-paths
between uniformly distributed node-pairs until all faults in the network can be uniquely localized.
Thus, 100 alarm matrices are generated for each node-degree of a given network size. Results

were obtained for 10-node and 16-node random networks.
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Figure 3.18: Impact of network connectivity on fault localization complexity in random topologies.
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Results in Figure 3.18 show the relation between the node degree and the alarm vector length
for 10-node and 16-node networks. For both network sizes, alarm vector length increases with
increasing network connectivity. Furthermore, there is a notable reduction of the alarm vector
length that grows with increasing network size. This suggests the scheme’s scalability in large
networks. Also, the quality of the proposed heuristic results remains very close to the optimal ILP
solutions (solutions directly overlap in figures) for all random network cases, suggesting
heuristic's applicability for a wide range of network topologies. It is apparent that the gap
between Naive and Heuristic/Optimal solutions increases with increasing network size, implying
the scalability of our approach with increasing network size.

Note that these results are based purely on utilizing already existing shortest-path traffic
lightpaths to perform fault-localization. Thus, this monitoring approach can be used efficiently
with traffic or supervisory lightpaths. Given the nature of existing DWDM core-networks, there is
a high probability of having at least one traffic wavelength used on every fiber-span, thus yielding
full fault-localization of all fiber-span failures without the additional overhead in terms of
supervisory-path computation time, provisioning-time, and bandwidth that are associated with

dedicated supervisory-path based schemes.

3.7 Chapter Summary

This chapter has introduced a novel problem of optimizing the fault-localization in
transparent all-optical networks through the optimal placement (activation) of optical monitoring
equipment while maintaining identical fault-localization coverage. The problem was proved to be
NP-hard, and an efficient heuristic algorithm that yields nearly optimal results was introduced.
The problem was also formulated as an ILP, and optimal results for monitoring node-edge faults
for several common topologies were presented. The ILP formulation with CPLEX
implementation provided an optimal reference for evaluating performance of the proposed

heuristic. It was shown that the proposed algorithm can provide high quality results with low time
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complexity for centralized node-edge level monitoring; thus it can be used online in dynamically
reconfigurable TONs. On the other hand, the centralized detailed component-level monitoring
optimization proved to be a very large problem for a single fault-manager. It could still be
optimized offline to reduce the size of the localization problem and speed up online fault
localization. The next chapter introduces a hierarchical optimization model that uses monitoring
domains and multiple fault-managers to greatly reduce the optimization complexity of the

monitoring problem per fault-manager and further speed up fault-localization.
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Chapter 4

Optimized Monitoring for Hierarchically-
Distributed Fault Localization in TONSs

4.1 Introduction

Large transparent all-optical networks require distributed fault-management in order to
achieve scalable, accurate, and rapid fault localization. Most networks today are managed by
multiple independent entities, based on the authority, ownership, management, or security level.
Furthermore, network management systems are often segregated in order to improve network
scalability and efficiency.

In the previous chapter, it was shown that, although the centralized fault-management model
can perform efficient optimization of coarse fault localization, detailed fault localization in large
networks quickly becomes a complex problem in transparent all-optical networks.

In this chapter, we introduce a novel problem of constructing and optimizing hierarchically-
distributed monitoring in transparent optical networks through logical-segregation of the
centralized FMS into independent distributed monitoring domains according to the fault-
propagation model. A two-level hierarchy is imposed on the detailed-topology from the previous
chapter and the network topology is segregated into multiple fault-monitoring domains, each of
which is assigned its own local fault manager responsible for monitoring and localizing local

component faults, while the root level manager is responsible for localizing domain failures.
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We show that the proposed scheme vyields identical fault-localization capability as the
centralized and flat fault-localization scheme, while allowing for the distributed optimization of
alarm-vector size and fault-localization. Simulation results provide supporting comparison of
achievable fault localization capability and effective reduction of alarm vector lengths and fault
localization complexity for flat and hierarchically distributed monitoring approaches.

The rest of this chapter is organized as follows. Section 4.2 presents the network model for
hierarchically-distributed monitoring that is assumed throughout rest of this chapter. It also
compares fault detection and localization capabilities of different monitoring architectures and
monitor assignments that we consider in this work. Section 4.3 proves fault-coverage
completeness for the hierarchically-distributed model. Section 4.4 analyses complexities for
hierarchically distributed monitoring and fault-localization. Section 4.5 provides numerical
results for the two-level hierarchical monitoring model. Finally, Section 4.6 concludes the chapter

with a brief overview of the important advantages of the presented monitoring approach.

4.2 Network Model

In the hierarchically-distributed monitoring model, the network topology is partitioned into
monitoring domains, each of which is assigned a hierarchy level. Figure 4.1 shows a simple two-
level monitoring hierarchy. In accordance with the previously defined downstream fault-
propagation model, we define a top-level monitoring domain to consist of all nodes’ input and
output ports. Each second-level (distributed) monitoring domain consists of all discrete optical
components within that OXC and all incoming edges to that node. This is shown in Figure 4.1 by
shaded regions. Every domain is assigned a local fault-manager responsible for computing the
optimal set of activated monitors and performing fault localization for all of its components. The
top-level manager receives only alarms from each node’s port monitors and is able to localize
failures to node and edge granularity level. When it localizes a failure to a particular monitoring

domain, it can query the corresponding local manager for detailed fault localization, or the local
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manager could report it directly (i.e. as SNMP trap) when it detects a fault. This approach can be

extended to multiple hierarchy levels. Table 4.1 shows the monitor assignment and resulting fault

detection and localization capability for all four monitoring scenarios.
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Figure 4.1: Construction of a full cover-set using hierarchically distributed monitoring domains.
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Table 4.1: Monitor Assignment and Fault Detection and Localization.

Monitoring Monitor Fault Detection Fault Localization
Scheme Assignment Capability Capability
Flat Active Within network: Within network:
Centralized monitors on Any OXC Any OXC
;roof( Ié_el\zlgl e ?)V)ircy’s Any directed-edge, Any directed-edge
Moni toringg input and dirgcted-fibe_r-.span, between two OXCs

output ports optical amplifier, or other Any bi-directed-edge

and all component along any between two OXCs

- directed-edge

lightpath- L

terminating Any bl-dlrgcted-edge,

receivers bi-directed-fiber-span, or

report to other _component along

central any bi-directed edge

network

manager
Flat All active Within network: Within network:
Centralized monitors in Any transmitter, receiver, Any transmitter, receiver,
Detail Level the network directed optical fiber, bi- directed optical fiber, bi-
(Optical report to the directed optical fiber directed optical fiber span,
Component) central span, optical wavelength optical wavelength switch
Monitoring network switch fabric, multiplexer, fabric, multiplexer, de-

manager de-multiplexer, optical multiplexer, optical

amplifier amplifier

Hierarchically Active Within monitoring Within monitoring
Distributed monitors on domain: domain:
Top Level domaifl’s Domain’s OXC Domain’s OXC
(OX(_:-EQge) .(OXC s) Any directed-fiber-span, Any incident directed-
Monitoring input and

output ports,
and

optical amplifier, or other
component along any
incident edge

edge between two OXCs
Any bi-directed-edge
between two OXCs*

domain’s o ]
lightpath- Any bi-directed-fiber- *Localization requires two
terminating span, or other component domain managers. Each
receivers along a bi-directed edge detects failure on its
report to whose one edge is corresponding incident-
local domain’s incident edge edge of that bi-directed
manager edge and is localized
together or by top-level
manager.
Hierarchically All active Within monitoring Within monitoring
Distributed monitors domain: domain:
Detail Level W'th") Any transmitter, receiver, Any transmitter, receiver,
(Optical domain’s directed optical fiber, bi- directed optical fiber, bi-
Component) OXC and directed optical fiber directed optical fiber
Monitoring along all span, optical wavelength span*, optical wavelength
incident switch fabric, multiplexer, switch fabric, multiplexer,
edges report de-multiplexer, optical de-multiplexer, optical
to local amplifier amplifier
manager
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4.3 Fault Coverage Completeness

In order to compare the performance of the two monitoring approaches, it is necessary to
show that the detection coverage of the two approaches is identical; i.e. a fault that is detectable
in one approach is also so in the other, and vice versa.

The hierarchical monitoring scheme constructs a full cover over the network topology using a
set of disjoint monitoring domains (except for monitors located on the domain’s borders, which
report to the local and central fault-managers) as shown in Figure 4.1. Furthermore, each domain
manager monitors all failures within the node and on all incoming edges. The top level manager

receives alarms from all border monitors and monitors on lightpath receivers.

Proof: First, let us assume the existence of a single fault f; that can be detected by the centralized-
flat monitoring approach, but not by the 2-level hierarchically-distributed monitoring approach. If
a fault f; is detected by centralized-flat monitoring then at least one lightpath is affected by such
fault. All monitors downstream from the location of a fault f; along all affected lightpaths will
detect this fault. Since every lightpath passes through at least one network node (monitoring-
domain), any single failure within such a domain will also be detected by the monitors that are
logically assigned to the second-level-domain (along the domain-border). Therefore, the 2"-level
manager is able to detect any fault detectable by the central-flat manager, implying that it is
impossible for fault f; to exist.

This is a contradiction.

Next, let us assume the existence of a single fault f; that can be detected by the 2-level-
hierarchically distributed monitoring, but not by the centralized-flat monitoring. If a fault f; is
detected by the 2-level-hierarchical monitoring, then at least one lightpath is affected. In this case,
the 2"-level manager localizes fault f; to its domain granularity, and the local manager localizes

the fault to a specific component within this domain. Since in central-flat monitoring the central
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manager receives alarms from all monitors in the network it will also detect fault f; . Therefore,
the central-flat manager is able to detect any fault detectable by the 2™-level manager, implying
that it is impossible for fault f; to exist.

This is again a contradiction, and we have proved the following:

Theorem 4.1: In TONs with downstream fault propagation and monitors at every component’s
port, the two-level hierarchically-distributed monitoring approach achieves identical fault

detection as the centralized-flat monitoring approach.

4.4 Monitoring Complexity

The hierarchically-distributed model’s localization time-complexity consists of two
components: (1) time required to optimize the monitoring domain’s alarm matrix using the
proposed heuristic from the previous chapter, which can be computed offline and recomputed
only by the domains that are affected by the lightpaths’ change; (2) time required to identify
(localize) the received optimized fault-vector through fault-vector search within the optimized
monitoring domain’s alarm matrix whenever fault occurs within the domain.

For the first component, in the hierarchically-distributed model, each domain manager solves
a monitor optimization sub-problem for the subset of faults and monitors located within its
domain, thus solving only a fraction of the overall optimization problem. This can be done offline
for static networks or recomputed when the set of provisioned lightpaths changes within the
domain. All domain-managers compute the heuristic independently and in parallel; thus the
overall optimization complexity in the network is bounded by a domain with the largest number
of possible faults. Assuming uniform distribution of lightpaths, possible faults, and monitors
across d domains, the worst-case per-domain alarm-matrix optimization complexity can be
approximated as O(n’k/d’), where n is the number of considered network component faults, k is

the reduced (naive placement) number of monitors in the centralized-flat alarm matrix and d is
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the number of monitoring domains. Furthermore, only domains that are affected by lightpath
reconfiguration need to re-compute their alarm matrix.

The complexity of the fault localization is given by the time required to match the received
fault-vector with one of the vectors in the optimized alarm matrix. This can be easily done using
one of the efficient vector-search algorithms. For example, assuming that domain’s optimized
alarm matrix has k/d faults, if a binary-tree search is used, the binary fault localization tree will
have a maximum of k/d levels corresponding to k/d faults in the optimized domain alarm matrix.
In this case, the worst-case fault localization time complexity is O(k/d) and the best-case fault
localization complexity of O(log(k/d)). Otherwise, a hash-table could be constructed for the set of
all possible faults within the domain and a simple lookup can be performed to localize a fault as

noted in the previous chapter.

4.5 Numerical Results

Numerical results were obtained through simulation consisting of a hierarchically-distributed
network monitoring model, a fault propagation model and an alarm matrix computation code,
heuristic algorithm, and ILP optimal solution implementation. ILOG CPLEX [28] was used for
the ILP solution computation and everything else was implemented in C code. All simulation
results were computed on a server with two quad-core Intel Xeon 2.5 GHz E5420 CPUs.

Results were obtained for the two common network topologies; the NSF network with 14
nodes, 42 directed edges, and 182 ordered node-pairs, and the Pan-European network with 28
nodes, 82 directed edges and 756 ordered node-pairs. All provisioned lightpaths were computed
using the shortest-path routing between uniformly distributed node pairs, using the actual
physical distances shown in Table 3.4 and Table 3.5 as weights. Wavelength assignment for
every provisioned lightpath was performed using the first-fit algorithm without wavelength

conversions.
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The two-level hierarchical monitoring simulation model consists of the centralized (root) top-
hierarchy-level monitoring and the distributed-domain detail-component monitoring level.

The distributed-domain detail-component monitoring results were obtained by imposing a
two-level monitoring hierarchy on the discrete component-level NSF and Pan-European
topologies whose simulation model was described in the previous chapter. The top level
centralized monitoring alarm matrices were computed for node-edge localization granularity. The
domain level alarm matrices were computed for each monitoring domain separately at discrete
optical component localization granularity for all iterations. All resulting alarm matrices were
then minimized using the heuristic algorithm and optimized using the ILP. Results for domain-
level monitoring were then averaged over all iterations and all domains in the network for a given
number of lightpaths.

The top-level (node-edge) centralized monitoring results for the NSF and Pan-European
topology are shown in Figure 4.2 and Figure 4.3 respectively. It is apparent that for the NSF
network with 182 lightpaths, the heuristic removes over 250 redundant monitors, while for the
Pan-European network with 400 lightpaths the heuristic removes over 550 redundant monitors
while maintaining full fault-localization capability in both scenarios. It is also clear that in both
cases the heuristic provides results that are very close to the optimal solution.

The centralized top-level (node-edge) monitoring localization coverage for both topologies is
provided in Table 4.2. For both networks the full localization coverage at node-edge granularity is
maintained throughout all results while the number of EFs is significantly smaller, implying much
faster fault localization.

Table 4.3 presents the heuristic time complexity for both networks. It is clear that
computation time never exceeds 0.027sec for the NSF and 0.218sec. for the Pan-European
topology, making it efficient enough for use in dynamically provisioned networks, since the

lightpath provisioning time currently takes much longer than this.
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Table 4.2: Hierarchical Centralized Top-Level-Manager Node-Edge Monitoring UFL Coverage.

LPs NSF Pan Euro

EF ULF EF ULF

1 5.8 5.8 8.4 8.4

50 68.0 68.0 126.4 126.4
100 75.5 75.5 141.0 141.0
150 77.0 77.0 145.7 145.7
182 77.0 77.0 147.8 147.8
200 149.4 149.4
250 150.2 150.2
300 150.4 150.4
350 150.6 150.6
400 151.0 151.0

Table 4.3: Hierarchical Centralized Top-Level-Manager Node-Edge Monitoring Alarm Vector

Optimization Time Complexity.

NSF Time [sec] Pan Euro Time [sec]
LPs Avg Max Avg Max
Greedy Greedy Greedy Greedy
1 0.00001 0.00002 0.00001 0.00002
50 0.0132 0.017 0.0608 0.094
100 0.0211 0.026 0.1073 0.125
150 0.0242 0.027 0.1326 0.1496
182 0.0250 0.025 0.1425 0.1632
200 0.1504 0.172
250 0.1621 0.1883
300 0.1732 0.203
350 0.1834 0.2112
400 0.1934 0.218

Figure 4.4 and Figure 4.5 show the results for distributed domain—level (discrete optical
component level) monitoring. Similar to top-level monitoring, a reduction of 100 monitors for the

NSF topology and 200 monitors for the Pan-European topology is achieved. In both cases, the
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heuristic also provides nearly optimal results. Also the small alarm-vector size implies fast

localization of any fault within the monitoring domain.
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The hierarchically-distributed localization coverage for both topologies is provided in Table
4.4 and shows that a full localization capability is maintained throughout and a significantly
smaller number of faults implies a much smaller alarm matrix and much faster fault detection,
localization, and restoration than in centralized-component monitoring. Finally, Table 4.5 shows
the time complexity for domain level fault-vector reduction. It is clear that the average time is
upper-bounded by 0.077sec and 0.388sec for NSF and Pan-European networks respectively,
making this hierarchically-distributed monitoring scheme suitable for dynamically-provisioned
networks, given that it only needs to be computed when the network topology or the set of
lightpaths change, which takes much longer in current optical networks. Furthermore, when a
fault occurs within a specific domain, fault-localization (vector search) is much faster given the
small subset of possible faults and monitors within each domain. Another advantage that
hierarchically-distributed monitoring has is the limited impact lightpath reconfiguration has on re-
computation of fault vectors. When a lightpath is added or removed, only those domains affected
by such change need to re-compute their fault vectors, thus greatly reducing the overall impact on

computation and the average frequency of domain updates.

Table 4.4: Hierarchically Distributed Domain-Manager Component Monitoring UFL Coverage.

LPs NSF Pan Euro

EF ULF EF ULF

1 8.3 8.3 7.0 7.0

50 57.1 57.1 38.9 38.9
100 94.7 94.7 64.4 64.4
150 130.7 130.7 88.4 88.4
182 153.1 153.1 103.8 103.8
200 113.0 113.0
250 135.8 135.8
300 159.1 159.1
350 182.9 182.9
400 206.9 206.9
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Table 4.5: Hierarchically Distributed Domain-Manager Component Monitoring Alarm Vector Optimization

Time Complexity.

NSF Time [sec] Pan Euro Time [sec]

LPs Avg Max Avg Max
Greedy Greedy Greedy Greedy
1 0.000008 0.001 0.000001 0.000002

50 0.002 0.015 0.0007 0.016
100 0.014 0.059 0.0057 0.047
150 0.043 0.192 0.020 0.108
182 0.077 0.289 0.032 0.217
200 0.040 0.281
250 0.044 0.721
300 0.147 1.388
350 0.262 2.483
400 0.388 3.884

4.6 Chapter Summary

This chapter has introduced a novel problem of constructing and optimizing hierarchically-
distributed monitoring in transparent optical networks through logical-segregation of centralized
FMS into independent distributed monitoring domains according to the fault-propagation model.
It has extended the problem formulated in chapter 3 by imposing a two-level monitoring
hierarchy on the flat-detailed monitoring approach presented in the previous chapter, thus
providing two levels of fault localization granularity, and distributed optimization of alarm
matrices and fault-localization. This monitoring approach can be extended to multiple levels of
fault localization yielding fault-localization scalability in larger networks.

Furthermore, we have defined the construction of monitoring domains and proved that such
hierarchically distributed fault localization achieves identical fault localization as the centralized
monitoring that was formulated in the previous chapter. Numerical results were presented for
both levels of hierarchical-monitoring optimization and show that complexity is significantly

reduced when compared with the centralized-flat monitoring results that were presented in the
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previous chapter. Furthermore, it was shown that numerical heuristic results for both levels of
hierarchy are very close to the corresponding optimal ILP solutions. The resulting numerical time
complexities also demonstrate the algorithm’s efficiency and applicability in dynamically

provisioned TONSs.
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Chapter 5

Efficient Fault Localization

5.1 Introduction

Previously, in chapter 3, we proved that finding an optimal set of monitors that need to be
activated to achieve full fault coverage for a given set of provisioned lightpaths is NP-complete.
We also introduced a hierarchically-distributed monitoring approach and an efficient heuristic for
optimization of activated optical monitors in order to minimize the number of alarms reported to
the central fault-manager while maintaining full fault-localization coverage.

As the reduced fault vectors are received, there is a need for efficient fault identification or
localization. This can be done using one of the efficient vector search algorithms. Once the
reduced alarm matrix is constructed by using the previously proposed greedy min heuristic or
ILP, fault localization can be efficiently performed by constructing a binary fault-localization tree
either directly from a naive-matrix or from a reduced (optimized) alarm-matrix.

In this chapter we introduce an efficient fault-localization algorithm that is based on a binary
tree traversal. The binary-tree is constructed using breadth-first splitting (BFS) of the fault set
with the goal of constructing the most balanced binary tree with a minimum number of monitors
to uniquely localize all considered faults. The leaves of such a tree uniquely identify specific
faults.

We apply a proposed algorithm to reduced alarm-matrices and present numerical results for
fault-localization complexities for centralized detailed-flat (component-level granularity) and

hierarchically distributed monitoring in TONS.
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The rest of this chapter is organized as follows. Section 5.2 introduces an efficient fault-
localization algorithm based on breadth-first splitting of the fault-vector set. Section 5.3 presents a
simple example of construction of a BFS fault-localization tree for a given alarm matrix. Section
5.4 provides numerical results for BFS fault-localization complexity for centralized-flat
component granularity, hierarchical top node-edge, and per-domain component granularity.
Results for both, the NSF and the Pan-European network topologies are presented. Finally, section

5.5 concludes the chapter with a contributions summary.

5.2 An Efficient Fault-Localization Algorithm

Here, we introduce an efficient algorithm for rapid construction of the fault-localization tree
that can be used to quickly localize received fault vectors. Once such a tree is built, the fault
localization for a received fault-vector can be performed by simply traversing the received alarm-
vector through the constructed tree until the fault is uniquely identified. Each leaf of the tree
uniquely identifies a fault in the network. In a balanced binary tree, the average complexity of
localizing a fault can be approximated by a lower bound O(log(n)) where n is the number of
considered localizable faults.

We can rapidly construct a fault-localization tree from a reduced alarm matrix by using the
algorithm shown in Figure 5.1. The algorithm is based on a breadth-first-search traversal of a
binary tree. It starts with a root node that contains all considered fault vectors from the alarm
matrix. At each level, each node’s fault set is split into two fault-subsets by selecting a monitor
that achieves the most equal splitting of that fault set. This is done with a goal to achieve the most
balanced fault-localization-tree with a minimum number of required monitors. Splitting continues

in this breadth-first fashion until each leaf-node is left with only one unique fault.
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Algorithm 5.1: Breadth First Splitting (BFS) Localization Tree

Input: An mxn alarm matrix M. Each row of M is a fault-vector

/I M= 1 if fault i causes monitor j to alarm//

Output: Binary tree T whose nodes are selected monitors and leaves

unique faults

Note: Q is a FIFO queue.

1. Create root node V and add to this node all fault-vectors from M

2. EnQueue(Q, V)

3. while (Queue is not empty) do

4. W= DeQueue (Q)

5. if ((Fault_SetinW)>1)

6. -Find column (monitor) that splits the fault set in W into
two most-equal subsets;

7. -Use selected monitor in W for fault-set splitting;

8. -Create two child nodes U; and U, and insert fault sub-
sets, one in each child node;

9. -EnQueue(Q,U1,Uy);

10. endif

11. endwhile

Figure 5.1: Pseudocode for BFS fault localization algorithm.

87




5.3 A Simple Example

The following example shows how the reduced alarm matrix in

(obtained by using the greedy _min heuristic from chapter 3) can be used as an input to the
BFS heuristic to generate a fault-localization tree shown in Figure 5.2. Initially, the monitor that
most equally splits all considered fault-vectors is selected as a root node. Each of the resulting
fault sets is split again by selecting a monitor that most equally splits each fault set. This splitting
continues until all leafs uniquely identify at most one fault.

Once the fault-localization tree is constructed, for this example, the number of required
alarm-vector comparisons per fault localization is as follows: FN1 =3, FN2 =2, FN4 = 3, FN5 =
2, FN6 = 2. The average number of comparisons per fault-localization is 2.4 comparisons per
fault. Simulation results in the next section show the minimum, average, and the worst-case
number of comparisons for the fault-localization as well as the time it takes to construct the
localization tree, in the NSF and Pan-European network topologies.

Table 5.1: A Simple Sample Input Alarm Matrix.

Faults | M4 | M5 | M6 | M8
FN1 | 1 1 1 0
FN2 | 0 1 1 1
FN4 | 1 1 1 1
FN5 | 0 0 1 1
FN6 | 1 1 0 1

(FN1, FN2, FN4, FN5, FN6)

(FN2, FN5) (FN1, FN4, FN6)

EN5 (FN1, FN4)

Figure 5.2: Construction of the corresponding BFS fault-localization tree.
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5.4 Numerical Results

The following simulation results were obtained using the NSF network topology with 14
nodes, 42 directed edges, and 182 ordered node-pairs, and the Pan-European network topology
with 28 nodes, 82 directed edges and 756 ordered node-pairs. All lightpaths were established
using the shortest-path routing between uniformly distributed node pairs based on the actual
physical distances. For this scenario, we consider centralized-flat and 2-level hierarchical
monitoring models as described in the previous chapters. The greedy_min heuristic (introduced in
chapter 3) was used to obtain near-optimal alarm-matrices that were used as inputs to the BFS
algorithm for the construction of fault-localization trees.

The results from the previous two chapters suggest that per-manager monitoring and fault-
localization can be greatly simplified with distributed monitoring and a selective monitor-
activation (placement) heuristic, while maintaining full fault-localization coverage. For example,
in naive-centralized-flat monitoring (Figure 3.15) up to on average 2888 alarms must be
processed by the single central fault-manager. By using a 2-level monitoring-hierarchy (Figure
4.1), this number can be reduced down to a maximum average of 266 alarms (Figure 4.2) per top
root fault-manager and a maximum average of 206 alarms (Figure 4.4) per each domain fault-
manager. Furthermore, by using the proposed greedy min monitor-activation heuristic, the
number of alarms can be further reduced to a maximum average of 23 alarms (Figure 4.2) per top
root-domain manager, and a maximum average of 136 alarms (Figure 4.4) per domain fault-
manager, while maintaining full fault-localization coverage. Thus when constructing the BFS
fault-localization tree, instead of considering 2888 monitors on average with the centralized-flat
naive monitoring we only need to consider a maximum average of 23 monitors for the top-level
(node-edge) fault-localization and a maximum average of 136 monitors for domain-level (domain

detail-component) fault-localization.
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Figure 5.3, Figure 5.5, and Figure 5.7 show the minimum, average, and worst-case
complexities of fault-localization with BFS in the NSF topology for centralized component, top-
level hierarchical, and domain component level localization approaches respectively. Similarly,
Figure 5.4, Figure 5.6, and Figure 5.8 show the required time for construction of the BFS tree in
each case. From these results, it is apparent that there is a significant reduction in the number of
monitor comparisons per fault-localization. A central fault-manager can locate any node or
directed/bidirected edge failure with only 7 bit comparisons on average. Furthermore, since the
fault-localization trees are smaller, they can be re-constructed faster and in parallel whenever the

set of provisioned lightpaths changes.
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Figure 5.3: Complexity for centralized-flat component fault-localization in NSF topology with BFS.
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Figure 5.4: BFS tree construction time for centralized-flat component fault-localization in NSF topology.
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Figure 5.5: Complexity for top level hierarchy node-edge fault-localization in NSF topology with BFS.

91



0.0025

g 0.002 - Kemmmmms K--mmm- Kemmmmms X
£ K
S
§0.0015 -
g .
O .
$ 000149 X
=
c
S
aa | .
500005 ,/ —O - Min. Time (sec
S '/ —o— Avg. Time (sec
- &4 - % Max. Time (sec
O T T
1 50 100 150 182

Provisioned Lightpaths

Figure 5.6: BFS tree construction time for top level hierarchy node-edge fault-localization in NSF

topology.

30
—O - Per Domain Min. Comparisons X

—o— Per Domain Avg. Comparisons .
25 - - % Per Domain Max. Comparisons | x- -

20 -

.
.
.
.

15 A

10 A

Monitor Comparisons per Localization

50 100 150 182
Provisioned Lightpaths

Figure 5.7: Average per domain complexity for distributed component fault-localization in NSF topology
with BFS.

92



'0.018 | —o— Per Domain Avg. Time (sec
= - %- Per Domain Max. Time (sec

—G - Per Domain Min. Time gseci X

Localization Tree Constructio
o
o
o
[ee]
|

_____ . - = -

0 T = T

1 50 100 150 182
Provisioned Lightpaths

Figure 5.8: BFS tree construction time per domain for distributed component fault-localization in NSF

topology.

Figure 5.9, Figure 5.11, and Figure 5.13 show the minimum, average, and worst-case
complexities of fault-localization with BFS in the Pan-European topology for centralized
component, top-level hierarchical, and domain component level localization approaches
respectively.  Similarly, Figure 5.10, Figure 5.12, Figure 5.14 show the required time for
construction of the BFS tree in each case. In this case, a central-fault-manager can locate any

node or directed/bidirected edge failure with only 8 bit comparisons on average.
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5.5 Chapter Summary

This chapter has introduced an efficient algorithm for fast fault localization in TONS.
Numerical results compare its performance for two different network topologies in the flat and
hierarchically-distributed monitoring models that were introduced in previous chapters. Results
show the minimum, average, and worst-case complexities for the proposed fault-localization
algorithm, as well as the algorithm’s low complexity and effectiveness in fast fault-localization

and its applicability for dynamically provisioned TONSs.
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Chapter 6

Efficient Fault Localization in TONSs with
User and Supervisory Lightpaths

6.1 Introduction

Transparent optical networks introduce a challenging problem of achieving accurate and
complete fault-localization coverage while minimizing the amount of network resources dedicated
to supervisory functions and fault-localization. This chapter introduces an efficient monitoring
approach that exploits the benefits of already provisioned user lightpaths for in-band monitoring
and achieves complete fault localization coverage at the minimum resource cost through the use of
complementary supervisory lightpaths. The problem is formulated as an ILP and, since the
problem is NP-complete, an efficient heuristic for provisioning complementary supervisory paths
and cycles is also introduced and the solution quality is compared with the ILP for different
parameters. Numerical results and comparisons with several recently proposed monitoring

algorithms demonstrate the advantages of the proposed approach.

Most of the previous work on TON monitoring/localization [3, 14, 17-19, 21, 36] is focused
only on establishment of a set of dedicated out-of-band supervisory lightpaths and using monitors
at lightpath terminating points to detect failures for bi-directed fiber-spans only. However, such
technigues introduce large overhead in terms of the number of dedicated LPs, wavelengths,

required transponders and monitors, dedicated bandwidth, supervisory LP provisioning and
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maintenance, etc. Furthermore, as the granularity of localization decreases to individual network

components, such techniques may become very inefficient in terms of the above stated overhead.

Earlier, in Chapter 3, we introduced a novel approach of utilizing user LPs to monitor faults
and we presented an efficient algorithm to reduce the number of alarms. However, the presented
approach allows localization only for a covered set of network elements. In this chapter, we
investigate the problem of efficiently setting up a set of supervisory LPs/cycles to complement the
provisioned user LPs so that complete fault localization (CFL) of all considered network elements
may be achieved (i.e., even when they are not covered by the user lightpaths). Since the set of
random shortest-path (SP) user LPs is pre-provisioned in the network, the problem is to find the
optimal set of additional complementary supervisory lightpaths such that all considered network
element faults can be uniquely localized. The problem is formulated as an ILP and an efficient
heuristic is introduced. Result comparison with recently published work show that even in the
worst case scenario, when there are no provisioned user lightpaths, the presented approach

provides more efficient results in terms of required network resources.

The rest of this chapter is organized as follows. Section 6.2 presents the network monitoring
model and a simple example of achieving CFL by complementing user lightpaths with supervisory
lightpaths/cycles. Section 6.3 formulates the problem and Section 6.4 provides an ILP formulation
for the optimal set of complementary supervisory lightpaths. Section 6.5 introduces an efficient
heuristic for the selection of complementary supervisory lightpaths. In Section 6.6, the optimal and
heuristic simulation results are presented for different sets of pre-provisioned traffic lightpaths.
Section 6.7 compares important performance parameters of the proposed approach with other

recently published work. Concluding remarks and contribution points are discussed in Section 6.8.
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6.2 Network Model and Simple Example

In the considered fault-localization model, an alarm matrix is constructed based on a given
topology and provisioned set of lightpaths, whose rows represent fault vectors for unique element
faults (EFs) and columns represent corresponding binary alarming monitors, as we initially
introduced in Chapter 3. In general, all Optical Cross Connects (OXCs) in TONs are capable of
detecting in-band loss of light (LoL) faults at the optical layer via a tapping mechanism [31] and
thus we consider such a monitoring model here. Furthermore, we assume a commonly accepted
fault propagation model, in which faults propagate and raise alarms downstream from the point of
failure along all provisioned lightpaths that are affected by the fault [12]. For example, consider a
simple network topology in Fig. 6.1. We start by initially considering a simple scenario in which
there are no pre-existing user lightpaths. The objective is to find the minimum number of required
supervisory lightpaths or cycles to achieve CFL of all bi-directed edge faults in this topology. If
we apply the ILP formulated in Section 6.3 on an empty network, the optimal solution (with
respect to the minimum number of simple paths/cycles) for this scenario consists of two lightpaths:
SL1={2,1,3,5,6,4} and SL2 = {3,2,4,5}. For this solution, supervisory overhead includes: number
of supervisory paths P = 2, the supervisory wavelength-links LC = 8, the number of supervisory
wavelengths W = 1, and the number of monitors M = 8, where the supervisory wavelength-links
LC parameter is defined as the total number of wavelength-links required by all supervisory

lightpaths.

Figure 6.1: A simple network topology with optimal supervisory paths.
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Now let us consider a different scenario with two pre-provisioned SP user lightpaths
L1={2,3,5} and L2={5,4,2} as shown in Fig. 6.2. From these user lightpaths we can construct an
alarm matrix shown in Table 6.1. For example, when EF1 occurs, monitors M1 and M2 will report
a binary '1' alarm. In general, the alarm matrix in Table I is obtained by minimizing the number of
available monitors (columns) subject to the constraints that none of the rows is a zero row or
identical to other rows, as introduced in Chapter 3. In this case, user lightpaths L1 and L2 allow

localization of only 4 EFs as shown in Table 6.1.

Figure 6.2: A simple network topology with only two SP user lightpaths.

Table 6.1: Resulting Reduced Limited-Fault Localization Alarm Matrix Using Only SP User Lightpaths.

M1 | M2 | M3 | M4
EF1 1 1 0 0
EF2 0 1 0 0
EF3 0 0 1 1
EF4 0 0 0 1

In order to achieve CFL for a considered topology, each EF within the network must have a
unigue, non-zero row in the alarm matrix. Thus, after construction of an alarm matrix for the
provisioned set of lightpaths, the problem is to find the optimal set of complementary supervisory
lightpaths or cycles to achieve CFL for a given topology. Note that our problem formulation is
general in terms of the localization granularity, and that “faults” can refer to all discrete optical
components in the network, or can be limited to only bi-directed fiber-span failures, depending on

required fault-localization granularity. The size of the set of required supervisory lightpaths/cycles
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grows with detailed localization granularity. For this simple example, we consider only bi-directed
fiber-span failures. The optimal set of required complementary supervisory lightpaths/cycles is
obtained by applying the ILP from Section 6.3, and in this case consists of one supervisory light-
cycle SL1={1,3,5,6,4,2,1} as shown in Fig. 6.3. The two existing user lightpaths have
significantly reduced supervisory overhead to: number of supervisory paths P = 1 (50% reduction),
the number of supervisory wavelength-links LC = 6 (25% reduction), the number of supervisory
wavelengths W = 1 (same), and the number of monitors M = 6 (25% reduction). Note that as the
number of user lightpaths increases, this supervisory overhead converges to zero (except for
monitors). After computing optimal complementary lightpaths/cycles and CFL alarm matrix, the
number of monitors (columns) can be optimized by removing redundant columns under the
constraint that all rows remain unique and non-zero using ILP we presented in Chapter 3. The

resulting alarm matrix in Table 6.2 can uniquely localize all considered EFs in this network.

Figure 6.3: A simple network topology with user and supervisory lightpaths.

Table 6.2: CFL Alarm Matrix Using User and Supervisory Lightpaths and Cycles.
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Once the aggregate CFL alarm matrix is constructed, each considered EF maps directly to a
unique binary row of the CFL matrix. Thus, fault localization is simply performed using an

efficient fault-vector search method such as traversing a binary tree or using a lookup table.

6.3 Problem Definition

The problem of optimally provisioning a set of supervisory lightpaths/cycles to achieve full
fault-localization coverage, provided a set of provisioned user lightpaths, is formulated in this

section as an ILP.
Let the set of r pre-provisioned user lightpaths be given by P={p,, p2, ...,p:}. Let the matrix
notation S "’ represent an alarm matrix corresponding to a single lightpath p; and let Si('pj” represent

an element of that matrix in row i and column j. Note that the superscript is used for identifying a
particular lightpath of the corresponding alarm matrix and not as an exponent. The matrix rows
represent binary fault vectors and columns represent corresponding alarming monitors. Also, let us
define v to be a binary element-wise OR operator and let matrix-wise OR operator be defined as

S®Vs® =5 vs® vi j (i.e., the matrix OR operation is defined to be the element-wise OR
operation of all corresponding elements in the two matrices). Then the resulting aggregate alarm

matrix S for all pre-provisioned user lightpaths in P can be expressed as follows:
b r
i=1

Now let us assume that the set Z={{3, { ... (i} represents all k-shortest paths between all-node-
pairs excluding the already provisioned set of lightpaths in P, and that the set ¥={y1, y>,..., yq}
represents the optimal set of additionally required lightpaths such that puw achieves CFL. Let u;

be an indicator function for the set Z such that u;=1 if path i is chosen to be included in ¥ and u;=0
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otherwise. Then S™) corresponds to an alarm matrix with all optimal supervisory lightpaths

required to achieve CFL and can be expressed as follows:

t
SW =\[s®uy,. (6.2)

i=1

The resulting CFL alarm matrix S is then given by:

r t
S =8P ygw :Vs(pi) v Vs(éi)uil (6.3)

i= i=1

6.4 ILP Formulation

We assume that the alarm matrix for user LPs S and the set of k-shortest paths (for a given
k) Z are pre-computed. Let the set F of all considered faults be given. The decision variables are
the indicator functions u;, 1< i <t, which represent the selected supervisory lightpaths (u=1 if

lightpath i is selected and u;=0 if lightpath i not selected) for achieving CFL. Once the u;’s, and

hence ¥, are chosen, the alarm matrix S is determined, and thus S is determined. Let us assume

that the CFL alarm matrix S has m rows (fault vectors) and n columns (monitors).

Obijective:

Our optimization objective is to minimize the total number of additionally required
supervisory lightpaths, or |¥'|. Note that this is equivalent to simply minimizing the sum of u; (i.e., a

linear objective) as follows:

min{|‘P| = iztl:ui} (6.4)
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Subject to the following constraints:

1)

2)

Complete Fault Coverage Constraint:

The alarm matrix S should contain fault-vectors for all possible faults in the network.

Then, we must have;

m=|F|. (6.5)

Non-Zero Fault-Vector Constraint:

For each considered fault, there should be at least one monitor that generates an alarm
in the event of that failure to ensure that the failure can be detected. Thus, each row of
S should contain at least one non-zero element (i.e., at least one monitor should be
active in each fault vector). Each fault vector f,’s corresponding row sum condition is
given as follows:

Z{Vsﬁ"u v VS?'}U.} Vi, e F. (6:6)

i Ui

The above expression performs binary element-wise OR-ing of the two binary vectors
(one from the alarm matrix with existing user lightpaths and the other from the alarm
matrix with selected complementary supervisory lightpaths) and then performs a sum
over the resulting binary vector. Thus constraining the resulting vector sum to be

greater than zero is an integer linear constraint.
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3)

4)

Unique Fault-Vector Constraint:

Each alarm matrix row (fault vector), should be different from all other rows to ensure
unique fault identification. Thus, for every pair of rows corresponding to fault vectors
f, and f, where a#b the following should hold:

2
n r t r t
3 K\/sg;;; v\z/lsﬁj}ui]—(\z/lsﬁbﬁi} v_\z/lsgg;uiﬂ .0 67)

=1 [ \i=t

Note that this constraint is linear although it appears to be non-linear due to the square
operator. This is because all elements and decision variables are binary. For example
(Ua - Up)? = (Ua)*-2u,U,+(Up). However, since u, and uj, are binary decision variables u?
= u and we have (U, - Up)? = U-2U,Up+up. Next, we linearize UaUp.. Notice that the three
constraints X < Uy, X < Uy and X > U, + Uy -1 jointly implement X = u,u, when u, and
u, are binary; hence (u, - uy)® is actually linear. For each fault vector pair, the
expression performs binary element-wise ORing of the two binary vectors (one from
the alarm matrix with existing SP user lightpaths and the other from the alarm matrix
with selected complementary supervisory lightpaths). Then, for every pair of different
alarm vectors the constraint computes the squared difference of the corresponding
binary vectors and ensures that the sum is non-zero (i.e., alarm vectors of different

faults are non-identical).
Binary Decision Variable Constraint:

All decision variables {u;} should be binary:

u, €{0,1} Wi. (6.8)
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In Chapter 3 we proved that optimal monitor activation problem (for a given set of user LPs) is
NP-complete. The problem formulated in this chapter is that of provisioning a minimum number
of complementary supervisory lightpaths (in addition to existing SP user lightpaths) to achieve
CFL, and is more complex problem than the one in Chapter 3. Therefore, this problem is also NP-
complete. Due to its computation complexity, we do not suggest using such an ILP directly for
provisioning an optimal set of complementary supervisory lightpaths, but rather we use it in
section 6.6 to evaluate the performance of an efficient heuristic with much smaller complexity

which we present in the next section.

6.5 An Efficient Supervisory Lightpath Provisioning
Algorithm

In this section we present an efficient heuristic algorithm that can be used to compute a near-
optimal set of complementary supervisory lightpaths given a set of already provisioned SP user-
lightpaths to achieve full fault localization in a TON. Note that the alarm matrix is constructed by
considering a downstream fault-propagation model. The proposed algorithm in Fig. 6.4 is a greedy
heuristic that iteratively selects first paths/cycles that contribute most to satisfying the alarm matrix
constraints of non-zero and non-identical rows for all considered faults until all constraints are
satisfied. For supervisory structures, we allow both paths and simple cycles. To get cycles, we take
the k-shortest paths (obtained using Yen's algorithm [38]) and add an edge if it turns the shortest
path into a simple cycle. The complexity of Yen's algorithm is given by O(kn (m + n log n)) where
n is the number of nodes and m is the number of arcs. Although the heuristic requires the
computation of k-shortest-paths/cycles, this needs to be done only once for a given topology and
thus it can be performed offline. The worst-case time complexity for the heuristic (provided k-
shortest paths) is O( gt ( mn + m? + t)) in the worst case, where q is the number of required
supervisory LPs to have CFL, t is the total number of k-SP excluding the provisioned LPs, m is the

number of fault vectors in alarm matrix, and n is the number of monitors (columns in alarm
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matrix). Also, parameter k can be varied to meet desired accuracy/complexity requirements. The
performance comparisons and the impact of parameter k on optimization of the number of
supervisory lightpaths are presented in the next section. Despite its simplicity, the heuristic

performs very well when compared to the optimal ILP solution, as shown in the next section.

Algorithm 6.1: Supervisory Path/Cycle Provisioning Algorithm

Input: Network topology graph G=(N, E), k-shortest paths parameter, and
the set of provisioned user lightpaths P

Output: Set ¥’ of near-optimal supervisory lightpaths/cycles

Initialization Phase:

1. Compute k-all-pairs-shortest paths and cycles for specified graph G and
parameter k to set Z. Note that this step needs to be done only once for
a given network topology and can be done offline;

2. Generate alarm matrices S and S as we introduced in Section 3
with the number of rows equal to the number of all considered EFs in
the network;

Supervisory Path/Cycle Selection Phase:

1. S=8®;
2. total_cost=(# of zero rows in S)+(# of identical rows in S);
3. while: total cost#0 do
4. Compute cost(i) = (# of zero rows in S V S )+(# of identical
rows in S V S for unmarked i’s;
Add unmarked minimum cost(i) lightpath i to ¥";
Mark selected lightpath i;
S=SVst),
total_cost = (# of zero row S) + (# of identical rows S);
endwhile

© oN oo

Figure 6.4: Pseudocode for Supervisory path/cycle provisioning algorithm.
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6.6 Numerical Results

The simulation model consists of the fault-propagation model, alarm-matrix computation,
random SP traffic generator, algorithm for computation of k-shortest paths and cycles for given
topology, the heuristic algorithm in Fig. 6.4, and the ILP solution from Section 6.3. All code was

implemented in C, while the ILP solution was implemented in CPLEX [28].
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Figure 6.5: Number of required supervisory-lightpaths/cycles for full localization of bi-directed fiber-span

faults (NSF topology).
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Figure 6.6: Number of required supervisory-lightpaths/cycles for full localization of all node-faults and all
directed-fiber-span faults (NSF net).

Numerical results consider two types of EF scenarios. The first scenario (Fig. 6.5) considers
fault-localization for all bi-directed link failures. This is done for comparison purposes with
several recently published papers in this field that consider such a fault-model [19,17,14,36].
Detailed comparison of performance parameters is provided in Section 6.7. In the first scenario,
each bi-directed edge consists of two oppositely-directed fiber-spans that fail jointly and a fault
propagates downstream in both directions from the point of failure. In the second scenario (Fig.
6.6) node faults are also considered. This section provides results for the NSF network topology,
while results for other common network topologies (including the NSF topology) are compared in
Section 6.7. In both scenarios, the benefit of using a large k is greatest when the network is empty
(i.e., does not have any provisioned user lightpaths). It is interesting to note that as more random
SP user lightpaths are added, the number of required complementary lightpaths diminishes and k
becomes a less important factor; thus even for small values of k there is a significant reduction of

additional supervisory lightpaths. Note that in Fig. 6.5, heuristic results directly overlap with the
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optimal results. Both Fig. 6.5 and Fig. 6.6 show the benefit of utilizing the existing user lightpaths
for reducing the number of required monitoring lightpaths. Note that the large value of k=1000
was simply used to ensure that the optimal paths were found for the optimal reference solution,
and does not imply that such a large value of k is actually required. It is interesting to note that
after a sufficient number of SP user-lightpaths is added, full CFL can be achieved without any
supervisory monitoring lightpaths. Due to the larger number of considered faults in Fig. 6.6, fault-
localization requires more supervisory lightpaths than in Fig. 6.5; however, there is also a
significant benefit of utilizing existing user lightpaths for reducing the number of supervisory

lightpaths.

6.7 Comparison with Existing Monitoring Algorithms for

Some Common Network Topologies

This section studies the performance of the proposed monitoring approach by comparing its
results with several recently published monitoring schemes. We briefly introduce each of the
considered algorithms in Table 6.4 as follows. The Shortest Path Eulerian Matching (SPEM) [14]
algorithm starts by augmenting a given topology to construct an Eulerian graph by adding shortest
path links between pairs of odd-degree nodes. After Eulerian matching, an Eulerian cycle of the
augmented graph is found and decomposed into cycle cover by traversing the Eulerian cycle until
a node is re-visited. The resulting cycle is removed from the Eulerian cycle and the rest of the
Eulerian cycle is traversed in this fashion until all links are removed and a full set of cover cycles
is generated. The Heuristic Depth First Searching (HDFS) [14] algorithm starts by marking all
links in a graph as uncovered. It starts DFS from an uncovered link and at each step it selects an
uncovered link if possible. If multiple links are available, it alternatively selects the
smallest/largest node number first rule for each iteration. Once traversal returns to a previously

visited part, a cycle is created and all links on that cycle are marked as covered. The heuristic
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iterates until all links are covered. The Heuristic Spanning Tree (HST) [37] algorithm creates a
monitoring cycle cover set by constructing the cycles for all chords of a spanning-tree of a given
network topology. The M2-CYCLE [36] algorithm introduces a method of establishing a set of M?-
cycles (Minimum-length-M-cycles) for efficient link failure detection. The authors prove that the
performance of the M*-Cycle is never worse than any spanning tree-based approach. Finally, the
MC-1 [17] heuristic selects monitoring cycles to uniquely identify any SRLG failure from a single
monitoring location. The network topology graph must be 3-edge connected in order to localize

single link SRLG failures with one monitoring location.

Table 6.4 provides a comparison of our results to other approaches. The fault-propagation
model and the network model used in this chapter are the same as the ones used in other work
compared here; however, there is a difference in the monitor placement model. Other work uses
dedicated supervisory-lightpaths and assumes monitor placement at the termination points of the
supervisory lightpaths. Our approach considers a common monitoring model which can monitor
points along the lightpath through a tapping-mechanism [31]. As results in Table 6.4 indicate, this
model yields better results in terms of the total number of required supervisory lightpaths,
wavelengths, and the total number of supervisory wavelength-links. One would expect that the
number of required monitors in our approach would be much greater than the number required by
other approaches since the other approaches require monitors only at the terminating points of the
supervisory LPs. However, an examination of Table 6.4 indicates that this is not true. For example,
the average ratio of monitors in our approach to other schemes is only 1.14 (averaged over all
networks and algorithms). Results for the number of required wavelengths W are computed taking
into account the wavelength continuity constraint (i.e., there are no wavelength converters). The
value of k is selected to ensure that all paths are considered. Furthermore, the additional advantage
of the proposed approach is that it can be used for efficient in-band monitoring of individual

wavelengths on each fiber, which cannot be done with dedicated supervisory lightpath based
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schemes. For consistency with fault-models considered in other work, only failures of bi-directed

fiber-spans are considered in this section.

An important point to mention here is that for fair comparison with other papers, our
simulation results in Table 6.4 were obtained starting with an empty network, without any benefit
of provisioned user-lightpaths for our approach. The inclusion of provisioned user-lightpaths
would vyield better results for our approach than the results we presented in Table 6.4 (as
convergence is demonstrated by results in Section 6.5 (Fig. 6.5 and Fig. 6.6)) and our approach
effectively converges to zero supervisory lightpath overhead as the number of user lightpaths

increases. Thus, we have used our worst-case results for comparison with other papers.

NSFNET Augmented SmallNet

Figure 6.7: Common network topologies used for performance comparison.
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Table 6.3: Monitoring Algorithm Performance Parameters.

Parameter Definition

D, Localization degree (D,.=L/A where L is the total number of
links to be monitored and A is the size of the alarm code set). A
smaller D_ implies better fault localization, D=1 implies
complete-localization.

P Number of required supervisory paths or cycles.

M_ioc Number of required monitors for full fault localization.
Lc Number of supervisory wavelength-links.

W Maximum number of required monitoring wavelengths.

Fig. 6.7 shows some common network topologies whose results are compared in Table 6.4. A
definition of all performance parameters being compared is provided in Table 6.3. The results in
Table 6.4 show a comparison of both our optimal ILP and heuristic solutions. For the optimal ILP
solution, it is clear that for all considered network topologies, our monitoring scheme provides the
smallest number of required supervisory lightpaths needed to achieve full fault-localization. Also,
some schemes compared in Table 6.4 [14,37,36] have localization degree D, > 1 and thus cannot
provide complete localization of all faults with the specified number of supervisory lightpaths. For
fair comparison with those schemes, we have computed M, ¢ that would be required to achieve
full localization with these schemes. The proposed approach also results in the smallest number of
required wavelengths and minimum number of supervisory wavelength-links for each network,
thus minimizing the impact on network resources. It is also interesting to note that with the
proposed approach the average number of required wavelengths for all networks is W = 1.2 and
that the maximum number of wavelengths per any fiber span never exceeds 2 wavelengths.
Furthermore, results obtained with the greedy heuristic are very close to the results obtained with
ILP, thus suggesting an efficient application of the proposed algorithm for dynamic network

monitoring.
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Table 6.4: Performance Comparison of Fault Localization Algorithms.

Network Topology NSFENET ARPA2 SmallNet BellCore NJ-LATA [17]
Number of Nodes 14 21 10 15 11
Number of Edges 21 (23 for augmented) 25 22 28 25
Avg Node Degree 3.0 (3.29 for augmented) 2.38 4.40 3.73 4.46
Monitor Algorithm
SPEM[4] D, =3.00, P=4, D, =5.00, D, =3.67, D, =4.67, NA
Mioc=19, Lc=NA, W=2 P=4, P=NA, P=5,
Moc=22, M_oc=20, M_oc=26,
Lc=NA, Lc=NA, Lc=NA,
wW=2 W=2 W=2
HDFS[4] D, =1.500, P=6, D, =3.130, D, =1.470, D, =2.150, NA
M_oc=13, Lc=NA,W=3 P=3, P=NA, P=6,
Mioc=20, | Mioc=15, | Mioc=21,
Lc=NA, Lc=NA, Lc=NA,
w=4 W=3 W=3
HST[8] D, =1.105, P=8, D, =2.500, D, =1.000, D, =1.077, NA
M_oc=10, Lc=40, W=5 P=5, P=13, P=14,
Mioc=20, | Mioc=13, | Mioc=16,
Lc=40, Lc=43, Lc=55,
W=3 W=6 W=8
M2-CYCLEJ5] D, =1.105, P=8, D, =2.500, D, =2.714, D, =1.077, NA
Mioc=NA, Lc=39, W=3 P=5, P=7, P=14,
Mioc=NA, | Mioc=NA, | Moc=NA,
LC:35, LC:26, LC:46,
W=2 W=NA W=3
MC-1[2] (* Node-degree-3 NA NA NA (* Node-
*Based on a limited augmented NSF-Net[17]) degree-3
set of available data D=1, Pay=10.667, augmented
provided only for Prmax =12, M oc(ag=10.7, NSF-Net[17])
odd-numbered M._oc(max)=12, LC:NA, DL: 1,
monitoring locations. | Wayg= 3, Wiay= 4 Pag=17.5,
Pmax=8,
MLOC(avg)=7-5:
Loc(max)=8,
Lc=NA,
Wavg =2,
Wmax = 4
Proposed | Heuristic | For NSE Topology: D =1, D=1, D=1, D =1,P=5,
K-SP DL=1,P =2 M c=16, P=3, P=3, P=4 Mioc=21,
Algorlthm LC = 25, Wavg = 119, MLOC=22! MLOC:191 MLOC:171 LC = 32,
Winay= 2 Lc=34, Lc=25, Lc=33, Wy =1.28,
For NSF-Augmented Wiy =1.36, | Waq=1.14, | W,q=1.18, | Wpe,=2
Topology Wia=2 Winayx=2 Winax=2
DL: 11 Hr MLOC:ZOv
Lc=29, W,g=1.26,
Wmax =2
Optimal | For NSF Topology: D =1, D =1, D =1, D =1,P=4,
(ILP) Di=1,P=2,Moc=16, |P=2 P=3, P=4 Mioc=21,
LC = 25, Wavg = 119, MLOC=221 MLOC=19, MLOC:171 LC = 28,
Winay = 2 Lc=31, Lc= 25, Lo =33, Wiy = 1.12,
For NSE-Augmented Wag=1.24, | Wyg=1.14, | W,,=1.18, Wax=2
Topology Wnax=2 Wnax=2 Winax=2

DL=1,P=2 M =20,
Lc= 26, Wag= 113,
WmaX: 2

NA: Results were not available in publication or authors did not consider specific network topology.
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6.8 Chapter Summary

This chapter has introduced a novel approach for complete fault localization in transparent all-
optical networks that efficiently constructs a minimum set of additional supervisory lightpaths to
supplement existing shortest-path traffic lightpaths in order to achieve complete fault-localization
coverage. The problem is formulated as an ILP and optimal numerical solutions are presented for
several common network topologies. Given the complexity of the ILP, an efficient supplementary
supervisory path selection algorithm is proposed and the result quality is shown to be very close to

the optimal solution for all considered network topologies.

Simulation results show that the utilization of user lightpaths can significantly reduce the
number of complementary supervisory lightpaths required to achieve CFL. Also, the proposed
heuristic can effectively provide near-optimal solutions with increasing k parameter. Furthermore,
result comparison with recent publications shows that, even in the worst case scenario with no
provisioned user-lightpaths, our proposed approach outperforms other monitoring schemes in
terms of the number of required lightpaths, wavelengths, and the number of supervisory
wavelength-links. The proposed approach can be further extended by introducing other

optimization objectives and parameters.
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Chapter 7

Adaptive Monitor Optimization and

Localization for Dynamic TONS

7.1 Introduction

In this chapter, we address the problem of adaptive monitor optimization and progressive
fault-localization in dynamically provisioned TONs. We formulate the problem as an ILP and
propose efficient methods for incremental monitor optimization and progressive fault localization.

Results demonstrate the advantages of the proposed methods and heuristics in dynamic TONSs.

Increasingly dynamic transparent optical networks introduce the need for efficient, accurate,
and scalable monitoring and fault-localization techniques that also progressively adapt to the
changing state of the optical traffic. Most of the existing work on TON monitoring [12,19,21] is
focused on the efficient establishment of a static set of dedicated supervisory lightpaths for
monitoring bidirectional fiber-span failures only. However, such an approach may become
inefficient for detailed localization of discrete optical components and for in-band monitoring.
Previously, in Chapter 3, we introduced an efficient approach for optimized localization in TONs
through the selection of an optimal set of active monitors for centralized and hierarchically-
distributed monitoring with different localization granularities. In contrast to other approaches, our
approach utilizes user lightpaths for monitoring purposes. This allows for more resource-efficient
and in-band monitoring. The common downstream fault-propagation model is assumed [12],

wherein all active monitors downstream of a fault location raise an alarm. In dynamically
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provisioned TONS, two important optimization parameters include: alarm vector length (i.e., the
number of active monitors), and the average number of necessary monitor reconfigurations per
change of the network state. In this work, we address the problem of efficiently monitoring
dynamic TONSs by introducing an adaptive monitoring approach that optimizes monitor activation
while also minimizing the amount of monitor reconfigurations as the network lightpath
configuration changes. The problem is formulated as an ILP, and since the problem is NP-
complete an efficient heuristic is introduced that progressively reconfigures the available set of
monitors with the objective to minimize the alarm vector length and the number of necessary
monitor reconfigurations. Simulation results demonstrate the performance of the proposed
approach as well as the impact of the re-optimization period and the network loading when

monitoring dynamically provisioned TONS.

The rest of this chapter is organized as follows. Section 7.2 introduces a simple example of the
problem and proposed approach to progressive monitor reconfiguration. Section 7.3 formulates the
problem as an ILP for the optimal periodic monitor reconfiguration problem. Section 7.4 proves
the optimal monitor placement for a single LP addition. Section 7.5 introduces an efficient
heuristic for incremental monitor reconfiguration as the lightpaths are added and deleted. Section
7.6 presents simulation results for the alarm-vector optimization using the proposed heuristic in
dynamically provisioned TONs and with periodic re-optimizations using the optimal ILP solution.
Section 7.7 introduces an efficient heuristic for progressive update of the fault-localization tree.
Section 7.8 presents simulation results for the proposed fault-localization heuristic in dynamically

provisioned TONs. Finally, Section 7.9 concludes the chapter with contributions overview.
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7.2 A Simple Example

This section introduces the proposed approach of incremental monitor update due to lightpath
reconfiguration. In general, each lightpath can be provisioned or deleted. The following shows a
simple example of LP addition, while heuristics for monitor reconfiguration due to LP addition
and deletion are introduced later in this chapter.

For this simple example, let us consider the following network topology with 8 nodes, and 14

bidirectional edges, with monitors available at each port.

Figure 7.1: A simple example topology.

If we assume that the first lightpath LP1 is provisioned as follows:

LP1: Nodel-->Node2-->Node3

®

Figure 7.2: A single LP addition example.

119



The resulting alarm matrix, obtained by activating all monitors along the LP1, is:

Table 7.1: A Single LP Naive Alarm Matrix.

Fault | M1 | M3 | M4 | M7 | M9
FN1 | 1 1

FN2

FN3

The optimal solution for single LP1 is obtained by placing (activating) monitor only after

each considered fault element and the resulting alarm-matrix is:

Table 7.2: Single LP Optimal Alarm Matrix.

Fault | M1 | M4 | M9
FN1
FN2
FN3

With the following optimal monitor placement in the network:

LF’.l_.>._.__._.>._._ @@
©,
)

Figure 7.3: Optimal monitor placement for single LP addition.

Next, if we add lightpath LP2, resulting in the following set of provisioned lightpaths:

LP1: Nodel-->Node2-->Node3

LP2: Nodel-->Node4-->Node2-->Node5-->Node3
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Figure 7.4: Complete monitor activation for two LPs.

Optimizing the minimum changes in monitor activations to detect new faults FN4 and FN5
(by placing monitors only after those components) results in activation of monitors M12 and M14

resulting in the following progressive-monitor-activation AM:

Table 7.3: Two LPs Progressive Alarm Matrix.

Fault M1 | M4 | M9 | M12 | M14
FN1 1 1 1 1 1
FN2 0 1 1 0 1
FN3 0 0 1 0 0
FN4 0 0 0 1 1
FN5 0 0 0 0 1

With the following progressive-monitor-placement:

LPl_ - __ I _
N \

®

Figure 7.5: Progressive monitor placement for two LPs.
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The aggregate alarm matrix (considering all available monitors on active lightpaths of this
topology) is given by:

Table 7.4: Aggregate Alarm Matrix.

Faults | M1 | M2 | M3 | M4 | M5 | M6 | M7 | M8 | M9 | M10 | M11 | M12 | M13 | M14
FN1 | 1 1 1 1 1 1 1 1 1 1 1 1 1 1
FN2 | O 0 0 1 1 0 1 1 1 1 0 0 1 1
FN3 | O 0 0 0 0 0 0 1 1 0 0 0 0 0
FN4 | O 0 0 0 1 1 0 1 0 1 0 1 1 1
FN5 | O 0 0 0 0 0 0 1 0 1 0 0 0 1

Optimizing the overall alarm matrix for these two lightpaths results in the following
aggregate optimal monitor activation matrix:

Table 7.5: Two LPs Optimal Alarm Matrix.

Faults | M9 | M12 | M14
FN1 1 1 1
FN2 1 0 1
FN3 1 0 0
FN4 0 1 1
FN5 0 0 1

The following optimal monitor placement in the network, resulting in 2-monitor reduction

when compared to progressive-monitor-placement approach:

®

Figure 7.6: Optimal monitor placement for two LPs.
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Thus, although the optimal monitor activation solution for incremental single lightpath
addition is to activate downstream monitor after each undetected fault along the new lightpath,
the global optimal solution when all provisioned lightpaths are considered yields a better result,
but is an NP-hard problem. To address this, in the rest of this chapter, we propose the use of
progressive monitor reconfiguration heuristics for each incremental single-lightpath change due
to simplicity, and we periodically re-optimize current-network-state monitor configuration by
computing optimal ILP monitor activation solution by considering all provisioned lightpaths in
the current network state. Simulation results at the end of this chapter demonstrate tradeoffs and

the impact of an optimization period.

7.3 Problem Formulation

The progressive monitor optimization problem is formulated here as an integer linear program.
In order to maintain monitoring optimality throughout the network, the set of optimally activated
monitors must be updated as the network state (i.e., the set of provisioned user lightpaths) changes.
The two considered optimization objectives include: minimization of the alarm vector length, and
minimization of the number of discrete monitor reconfigurations between the previous and the
current network state. The first objective minimizes the fault detection and localization time, and
also reduces alarm overhead. The second objective efficiently minimizes the number of monitors
that need to be reconfigured (activated/deactivated) for each network update, thus minimizing the

impact on network management and overhead.

Let us define a binary monitor activation vector u®> where i represents the current network
state, and let urﬂ) represent the state (1 if active and 0 otherwise) of a single monitor with index m

in the current network state 1. Then the primary objective for minimizing the alarm vector length

can be stated as follows:
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min{zk:ufn”}. (7.0)

m=1

For current network state i, where k is the maximum alarm vector length (number of
monitors) for a given network topology. The secondary objective for minimizing the number of

monitor reconfigurations between the two consecutive network states is equivalent to minimizing
the difference between the current alarm vector u®” and the alarm vector from the previous

network state u™> :

min {Zk:(u,ﬁj) —~ ugl’)z}. (7.2)

For current state number i, 1<i<q where q is the total number of states, and u® =0.
Next we combine the above stated primary and secondary objectives into a single objective as
follows. First, note that all variables are binary and that the alarm vector from the previous state is
not a variable in the current network state. Thus let us define x=u"" and simplify the

secondary objective as follows:

. k . k BINARY
min > (u, —X,)? =min Y (U2 -2u,x, +x2) =
m=1 m=1
K K (73)
min Y (U, —2u, X, +X,) =min > {u, (1-2x,)+ X, }.

m=1 m=1

Since u,, is always binary and the objective is to find the global minimum solution, the

primary and secondary objectives can be reduced to the following single combined ILP objective:
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Obijective:

min{zk:ﬂum +Zk:um(1—2xm) + xm} =

m=1
7.4
min Zk:ﬂu where o It %, =0 "
+ =
£ o T mTla-u ) if x =1

Where £ is the weight constant such that £ > (number of available monitors) to ensure that

the primary objective is always optimized.

Furthermore, the following three constraints must remain satisfied:
Constraint 1:

The first constraint ensures that all alarm vectors are nonzero so that at least one monitor

alarms for each fault:

k .
DA Uy >0. (7.5)
m=1

Where a represents the binary alarm vector corresponding to fault fp and u® is a binary

indicator function for activating monitors for the current network state i .

Constraint 2:

The second constraint ensures that all alarm vectors in the current state are unique:

k .
2@ n—ag q)’uy >0. (7.6)

m=1
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Where a, _ represents an element m of the binary alarm vector corresponding to fault fp :
.

Constraint 3:

The third constraint ensures that all decision variables are binary:

u €{0,1} vm,i (7.7)

Note that in the second constraint (7.6) a; , are parameters and not decision variables, so all

constraints are indeed linear.

7.4 Optimal Monitor Placement for Single Incremental
Lightpath Addition

In this section, we show that the minimum number of new monitor activations || due to a
single incremental lightpath LP,., addition is equivalent to the cardinality of monitor set S
obtained by activating only monitors after discrete localizable elements along LP, that are not
covered by any other lightpath. Note that such placement yields optimal monitor placement only
when a single lightpath addition is considered. We have previously proved that the problem of
determining aggregate optimal monitor placement for a set of more than one lightpath is an NP-
complete problem, thus incremental monitor placement per individual lightpath addition does not

guarantee optimal result for aggregate alarm matrix of more than one lightpath.
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Definitions:

Let us define the following:

LP..w be an arbitrary newly provisioned lightpath.

M={M; ...,M} be the set of all monitors in the network.

P={Miq)....,Min} be the set of already activated monitors on existing lightpaths.

W={ Mj)....,Mjw} be the set of monitors along LPpey.

S={Myq),-..Mkn} be the set of monitors activated for a single newly provisioned LPye, lightpath
such that only monitors after elements along LP,., that are not covered by any other lightpath are
activated.

Y={Mnq) ...Mnp} be the optimal set of additional monitors activated for a single newly
provisioned lightpath LP .

Fa={f.,...,fo} be the set of all faults.

Forovisionea={fy),--» Ty} be the set of uniquely localizable faults with already provisioned
lightpaths.

Frew={f:q0) ,--..f10)} D€ the set of new faults covered exclusively by lightpath LP .

Note that monitors in set P are already active. Thus, Sc (M \P) and Y < (M \P).

Also, F, < (F, \F

all provisioned ) '

Hypothesis 7.1: Suppose there exists a set ¥ whose cardinality is smaller than the cardinality

of the set S (i.e., || <|S]).
We complete this proof by providing a contradiction to hypothesis 1, thus proving that |¥] =

|S| and that |S| is the optimal number of required new monitor activations for a single lightpath

addition.
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First, note that activation of any new monitors from the set difference M \ P will not void

any existing alarm vector constraints in the existing alarm matrix. In other words, for any new

k
monitor activation from the set M\P, constraints Z(afi'm—afrm)zum >0. and

m=1
[
Z:af_'mum >0. still hold for all fault vectors in current alarm matrix. Thus all currently
m=1

localizable faults in the set Fyrovisioned Will remain uniquely localizable regardless of the selected
set of newly activated monitors.

Now, note that any new element fault in the set F, is not traversed by any other lightpath
besides LP,e, and therefore, it will be alarmed exclusively by downstream monitors from the set
W along the LP,, until its termination sink node.

Thus, the optimal monitor set ¥ for the network must be selected from the set W (monitors
along the LPg,) such that all faults in the set F., (faults covered exclusively by LP,) are
uniquely identified.

Let us consider an arbitrary lightpath LP,, with total of w faults, out of which b faults are not
uniquely localizable by already activated monitors along other lightpaths, and a monitoring model
where the monitor is available after each element along LPey.

Now it is obvious that in order to uniquely localize all b element faults in Fp, using monitors
from the set W, we must activate the monitor after each fault in set F.,. Thus the optimal
cardinality of the monitor set is equal to b, and |¥] = b = |S|. This is a contradiction to hypothesis

1, and we have proved the following:
Theorem 7.1: For a single incremental lightpath addition, under the considered downstream fault-

propagation model and monitoring model, the minimum number of required monitor activations

|| is obtained by activating monitors after those elements that are exclusively covered by LPpey.
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7.5 Progressive Monitor Reconfiguration Heuristic

Earlier, in Section 7.3, we formulated the problem of optimal monitor reconfiguration as an
ILP. This problem is NP-complete since it consists of optimizing the number of active monitors,
which was shown to be NP-hard in Chapter 3. Due to the computational complexity of computing
the optimal solution using the ILP and the dynamic nature of TON traffic, we propose an efficient
heuristic for progressive monitor reconfiguration (PMR), shown in Fig. 7.7 that can provide near-
optimal results in polynomial time. We use the optimal ILP solutions only for evaluating the
quality of the heuristic and for periodic re-optimization of the heuristic results in order to maintain
near-optimal solution. The performance of the heuristic, simulation results, and the benefit of
periodic re-optimization of monitors are studied in the next section. The heuristic consists of a

procedure for lightpath addition and a procedure for lightpath removal.

On lightpath addition request, the heuristic provisions the requested lightpath in the network,
and identifies all current uniquely localizable considered faults. It then traverses the added
lightpath from its source node to its destination node and for each considered element on this
lightpath it verifies if the element is currently localized. If the element is considered but not
already localized, it activates the downstream monitor after this element. This procedure continues

until the sink node for this lightpath is reached.

On lightpath teardown request, the heuristic removes the requested lightpath from the network,
identifies all current uniquely localizable considered faults, and activates all monitors along the
removed lightpath. It then traverses the removed lightpath from its source to its sink node and for
each considered element does the following: If the current element is not traversed by any other
lightpath, then deactivate all monitors on this element. Otherwise, for each unmarked monitor on
the current element, mark the current monitor and try to delete it. If such deletion causes any
constraints to be violated, then re-activate the current monitor. This procedure is performed for all

elements along the removed lightpath until the lightpath sink node is reached.
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Algorithm 7.1: Progressive Monitor Reconfiguration (PMR)

Input: Random lightpath setup/teardown requests, network topology, and downstream fault
propagation model.

Output: A set of activated monitors for current network state.

1. if (LP, setup request){

2 add LP, to the network;

3. identify all current uniquely localizable considered faults;
4, start at the source node of LP,;

5 while (current element is not the sink node) {

6 if (element on LP, is considered but not localized) {

7 activate downstream monitor;

8

: }
9. visit next element along the LP,;
10. }
11.

12. else if (LPg teardown request){

13. remove LPg from the network;

14.  identify all current uniquely localizable considered faults;
15. activate monitors along the removed LPg;

16.  start at the source node of removed LPg;

17. while (current element is not the sink node) {

18. if (no other LPs traverse the current element){
19. deactivate all monitors on this element;
20. }

21. else {

22. for (each unmarked monitor on element){
23. mark current monitor;

24, delete current monitor;

25. if (any constraint is violated){

26. activate current monitor;

27. }

28. }

29. }

30. visit next element along the LPg;

31. }

32. }

Figure 7.7: Pseudocode for Progressive Monitor Reconfiguration (PMR) algorithm.
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7.6 Numerical Results for Progressive Monitor

Reconfiguration

This section provides numerical results for the progressive monitor reconfiguration heuristic
that was introduced in the last section. The simulation consists of the Poisson traffic generator,
shortest-path computation code, downstream fault propagation model and alarm matrix
computation code, monitor optimization ILP code, and the PMR heuristic algorithm
implementation. The entire simulation was implemented in C and CPLEX. The simulation was run
for several different arrival rates to study the performance of the heuristic and the ILP solutions
under different network loading scenarios. For each arrival rate scenario, Poisson traffic results

were averaged over 2,000 LP add/drop events per iteration for 10 different iterations.

The simulation results were computed using the NSF network topology with 14 nodes, 21
bidirectional edges. Obtained results are shown in Figure 7.8 and Figure 7.9. Considered faults
include bidirectional fiber spans that fail jointly. As in [31], monitors are assumed to be available

at each node’s port.

In order to obtain the steady-state results for the network topology, the simulation was run as
follows. Each iteration has an idle preamble that is 5,000 events long and an idle post-period that is
also 5,000 events long. The idle preamble fills up the network with 5,000 events and then
computes the current optimal alarm vector (using CPLEX) that serves as a starting point for the
following 2,000 events that are measured. The idle preamble period is used to avoid any transients
during the simulation startup. The idle post-period is used to eliminate the transient part at the end

of the simulation where all connections are being terminated.

Figure 7.8 shows results for the average number of monitor reconfigurations per single
lightpath change for variable ILP re-optimization periods and for different traffic arrival rates. It is

important to note that all results are shown as normalized averages per single LP change, thus

131



having considerable effect in dynamic networks with a large number of LPs. The impact of the
optimization period on the number of required monitor reconfigurations suggests that the
computation of the ILP for every LP change will result in the largest number of required monitor
reconfigurations and the highest time complexity, but will provide the smallest (optimum) alarm
vector length as shown in Figure 7.9. As the optimization period increases, the alarm vector length
diverges from the optimal but quickly converges to a constant value suggesting the good
performance of the proposed heuristic. Furthermore, as the traffic load increases, the average
number of required monitor reconfigurations decreases (Figure 7.8) and the average alarm vector
length increases (Figure 7.9). The decrease in the number of required monitor reconfigurations is
due to the fact that as LPs fill up the network, the monitor redundancy increases allowing for a
more constant set of monitors to maintain required localization. The increase in the alarm vector
length is due to the fact that as LPs fill up the network, more monitors are required to localize all
covered elements. Finally, results in Figure 7.8 and Figure 7.9 also demonstrate good performance
of the proposed heuristic used between optimization periods. Results show small deviation from

the optimal solutions, with re-optimization advantage only with very small optimization periods.
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7.7 Efficient Heuristic for Progressive Update of the Fault

Localization Tree

In Chapter 5 we introduced an efficient fault localization algorithm based on the "Breath First
Splitting" approach that created an efficient binary fault-localization tree. The algorithm performed
very well for statically provisioned networks, yielding efficient fault localization (O(log(number of
faults))), but requiring higher complexity for tree construction when the network state changed. It
would be possible to re-compute the entire fault localization tree for every network state change
for a small network; however, such re-computation might become inefficient or infeasible with
large and dynamically changing TONs. In large and dynamic TONSs, it is more desirable to
perform an efficient progressive update of the already existing fault-localization tree from the

previous network state.

In this section we propose a heuristic algorithm for efficient progressive update of the fault-
localization tree from the previous network state. The proposed heuristic algorithm is shown in
Figure 7.11. The algorithm executes tree-traversal only for outdated faults or new faults that are
added to the current network state. Thus in a common scenario of today’s large networks with
frequent changes of few fault-vectors, the proposed heuristic provides great advantage in terms of

the lower complexity for maintaining a large fault-localization tree current.

Note that for every removal of an old fault, there is a search through the tree until a fault is
located (worst case complexity of O(m), where m is the number of faults). When an old fault is

found, it is deleted from the localization tree. At this point there are two possible scenarios:

1. In the first scenario, the old fault is on the leaf, and the other child is the monitor. Then,
this leaf is deleted and the other child’s monitor (and its subtree) is moved upwards one

level to replace the old parent monitor.
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2. In the second scenario, the old fault is the only child of the parent monitor, in which

case we delete both the fault’s leaf and the parent monitor.

A simple example in Figure 7.10 shows the update of fault-localization tree due to removal of

one fault in case when the other leaf is a monitor.

2 ()
F1 @l @ @

F3 F4 F1 F3 F4

Figure 7.10: Update of fault localization tree due to fault removal.

The complexity is given by the depth of the fault-localization tree (O(log(m)) in the best case
or O(m) in the worst case, where m is the number of uniquely localizable faults), plus the possible

operation of moving one child monitor upward one level to its parent location.

For the case when a new fault needs to be added to the fault-localization tree, in the worst
case, the tree depth needs to be traversed (worst case complexity of O(m) and O(log(m)) in best
case) and in the case when there is an already existing fault on that terminating leaf, the best
monitor needs to be determined to split old and new faults into two new leafs, which in the worst

case is equal to the number of columns (monitors) in the current alarm matrix (i.e., O(n) ).

For the purpose of comparing the complexity of this algorithm (PFLT) with the complexity of
construction of the entire BFS tree using algorithm in Chapter 5, we next derive the worst case
complexity for construction of the entire BFS localization tree from beginning. Let's assume that

the input alarm matrix has m faults and n monitors. Note that in the worst case, BFS tree will not
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be symmetrical and will require one monitor for resolving each fault. Note also that for each
monitor selection we need to sum each column (monitor) in alarm matrix for the set of faults in the
current fault sub-vector, which has O(mn) complexity, and after that we need to find the monitor
that splits the current fault set into two most equal sub-sets (which has O(n) complexity). Thus the
overall worst case complexity for construction of the entire BFS localization tree is O(m( nm + n))
or O(m?n). However, in the average case, the BFS localization tree will be near-symmetrical, and

the complexity of the tree construction will be lower.

Thus, PFLT provides a much more efficient approach in large networks with frequent and

small updates (i.e., LP additions/removals).
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Algorithm 7.2: Progressive Fault-Localization Tree (PFLT)

Input: Localization tree from the previous network state and the set of changes in current
network state.

Output: Updated current fault-localization tree.

1. reset fault indicator vector active_faults[]=0;

2. /I Restructuring fault-localization tree by deleting old faults and recording new ones
3. fori=0to Num_Faults {

4. for j=0 to Num_Monitors {

5 if (monitor j is active and detects fault i){ // if fault i is currently active
6 set active_faults[i] to active;

7
8

else { //if faulti is not currently active

9. search tree for fault i;

10. if (fault i is found) {

11. delete fault i;

12. if (fault i is the only child of its monitor o) {

13. delete monitor o

14. }

15. if (other child of the monitor a is another monitor) {
16. move that monitor (and its subtree) to place of monitor a;
17. }

18. }

19. }

20. }

21. }

22.

23. /I Inserting new active faults to the fault-localization tree
24. if (tree does not exist) {

25. build fault-localization tree using the BFS heuristic procedure from Chapter 5;
26. }

27. else {

28. while (all new faults are not added to the tree) {

29. for current new fault traverse the tree to the end:;

30. if (end is leaf) {

31. at this leaf add new monitor that splits new fault and the fault on this leaf;
32. put new fault and existing fault in the place of children of the added
33. monitor;

34. }

35. else {

36. add new fault as a leaf of the monitor where the traversal ended;
37. }

38. }

39. }

Figure 7.11: Pseudocode for Progressive Fault-Localization Tree (PFLT).
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7.8 Simulation Results for the PFLT heuristic

This section provides simulation results obtained using the PFLT heuristic to maintain the
fault-localization tree in dynamically provisioned TONs. The simulation consists of the Poisson
traffic generator that dynamically establishes and tears down lightpaths, shortest-path
computation code, fault propagation model and alarm matrix computation code, PMR heuristic
for monitor activation due to lightpath establishment and tear down from the previous section, the
optimal ILP solution for alarm matrix computation, BFS code from Chapter 5, and PFLT
heuristic for progressive update of the localization tree. The entire simulation is implemented in C
code while the ILP is implemented in CPLEX.

In order to compute the steady-state results for the network, when generating alarm matrices,
the simulation was run as follows: Each iteration has an idle preamble that is 5,000 events long
and an idle post-period that is 5,000 events long. The idle preamble fills up the network with
5,000 events and then computes the current optimal alarm vector (using CPLEX) that serves as a
starting point for the following 2,000 events that are measured. The idle preamble period is used
to avoid transients at the simulation startup. The idle post-period is used to eliminate the transient
part at the end of the simulation where all connections are being terminated.

The simulation was also run for several different arrival rates in order to study the
performance of heuristic solutions under different network loading scenarios. For each arrival rate
scenario, 10 iterations of running average for 2,000 events were computed and averaged.

The simulation results for the NSF network topology with 14 nodes and 21 bidirected edges
and dynamic traffic are shown next. Possible faults include bidirectional edges within the network
and the possible monitor placement can be the upstream or downstream port of each directed
edge. Note that in the considered fault propagation model, the two directed edges of a bidirected

edge fail jointly and faults propagate downstream in both directions along provisioned lightpaths,
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as this is a commonly accepted failure model. Also, it is assumed that there are no wavelength

converters in the network.
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Figure 7.12: Running average of the localization complexity using BFS only. Input is from PMR algorithm

without re-optimization.
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Figure 7.13: Running average of the localization complexity using PFLT heuristic without re-optimization.

Input is from PMR algorithm without re-optimization.

Results in Figure 7.12 and Figure 7.13 show that the incremental PFLT heuristic provides
good results even without any re-optimization or re-calculation of the BFS tree. Results stay within
1-2 monitors difference when compared to the BFS results during long simulation time. If more
optimal results are desired, we could also periodically execute the BFS solution on the current
fault-localization tree in order to minimize divergence of the PFLT results. Thus, in conclusion,
fast updates of the localization tree can be efficiently performed using PFLT as the network state
changes, and periodic BFS re-computations would ensure that the fault-localization tree stays

closely bounded.
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7.9 Chapter Summary

This chapter presented an efficient approach for adaptive TON monitor optimization and fault
localization in dynamically provisioned all-optical networks. First, the problem of adaptive
monitor optimization was considered. The primary objective was to progressively minimize the
total number of required monitors as well as the number of monitor reconfigurations with the
change of the network state. The ILP solution was formulated and due to NP-completeness of the
problem, an efficient heuristic was introduced for progressive reconfiguration of the monitors with
change of the network state. The progressive heuristic for monitor optimization provides near-
optimal solutions and the heuristic solution quality can be further improved with periodic re-
optimization of the current-state alarm vector using the ILP solution. For the second problem of
adaptive fault-localization, an efficient heuristic was introduced that progressively modifies the
fault-localization tree to minimize localization complexity without having to re-compute the entire
localization tree for each change of the network state. The numerical results suggest the

applicability of this approach for efficient monitoring of dynamically provisioned TONSs.
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Chapter 8

Conclusions and Future Work

8.1 Concluding Remarks

The main focus and contributions of this research include: formulation, development, and
analysis of fast, scalable, and efficient methods for monitoring and fault localization in the
emerging transparent optical layer. The transparent optical layer is responsible for providing
reliable high bandwidth service to its client protocols. Thus, it is crucial to provide rapid detection
and localization of all physical failures at the optical layer since a single failure at the optical layer
may affect a very large number of connections at the higher layers. We proposed various
monitoring and fault-localization methods for transparent all-optical networks that can be directly
employed in existing networks to provide rapid, scalable, and efficient monitoring and fault-

localization functions to the various recovery mechanisms.

In Chapter 2 we provided a brief overview of the commonly utilized optical layer monitoring
techniques, different common TON vulnerabilities, and the optical network fault management
protocols. The purpose of this chapter was to introduce the subject and provide information on
how the rest of this research fits within the existing optical monitoring techniques and the network

management standards framework commonly employed in today's optical networks.

In Chapter 3, we constructed the problem of centralized optimization of the alarm-vector
length in TONs while maintaining identical fault-localization coverage. We formulated the RMDP
problem and proved its NP-completeness. The optimal ILP solution was also formulated and an

efficient heuristic algorithm was introduced. The heuristic results were compared with the optimal
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ILP results (obtained with CPLEX) demonstrating the high quality of heuristic solutions. Although
the proposed heuristic provided near-optimal results within an acceptable time for the centralized
node-edge granularity level localization, the centralized detailed component granularity-level
localization optimization proved to be a large problem for a single fault-manager in a large
network topology. Thus, the centralized alarm-vector optimization for component level granularity
could be still performed offline for statically provisioned networks, or a hierarchically-distributed
monitoring model can be imposed on the network to effectively divide the problem into multiple
domains and sub-problems. Therefore, in Chapter 4, we introduced a hierarchically-distributed
monitoring approach for transparent optical networks through logical-segregation of centralized
FMS into independent distributed monitoring domains according to the fault-propagation model.
This approach divides the centralized monitor optimization problem into multiple independent
monitoring domains and significantly reduces the complexity of the monitor optimization and
localization problem per domain's fault-manager. We have presented a simple example consisting
of a two level hierarchy in a small network. This approach can be easily extended to multiple
levels of localization hierarchy yielding fault-localization scalability in larger networks and
allowing for different granularities of fault localization. Simulation results were obtained for each
hierarchy level and for all monitoring domains, and show that the optimization complexity per
monitoring domain is a significantly reduced. Also, numerical heuristic results for both levels of

hierarchy are very close to the corresponding optimal ILP solutions.

After proposing efficient methods for alarm-vector optimization in Chapters 3 and 4, we
considered the problem of efficient fault localization in Chapter 5. An efficient approach is
presented based on breadth-first splitting of a binary fault-vector. Simulation results for two
different network topologies and for flat and hierarchically-distributed localizations demonstrate
the algorithm’s low complexity and effectiveness in fast fault-localization and applicability for

dynamically provisioned TONSs.
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Initially, in Chapter 3 and 4, we introduced a novel approach of utilizing user LPs to monitor
faults and presented an efficient algorithm to minimize the alarm-vector length. However,
depending on the available user lightpaths, full fault localization of the network is achievable only
for covered network elements. Thus, in Chapter 6 we introduced a novel approach for complete
fault localization in TONs that efficiently constructs a minimum set of additional supervisory
lightpaths/lightcycles to supplement existing shortest-path user lightpaths in order to achieve
complete fault-localization coverage of all considered network elements. The problem was
formulated as an ILP and due to its NP-completeness, an efficient heuristic was proposed.
Simulation results imply that the utilization of user lightpaths can significantly reduce the number
of complementary supervisory lightpaths required to achieve CFL. The optimal and heuristic
results were presented for several common network topologies and compared with several recently
published algorithms. Results show that even in the worst case scenario with no provisioned user-
lightpaths, our proposed approach outperforms other monitoring schemes in terms of the number

of required lightpaths, wavelengths, and the number of supervisory wavelength-links.

With increasingly dynamic TONSs, efficient monitoring and localization techniques must also
progressively adapt to the changing state of the optical traffic. Chapter 7 addressed the problems of
efficient adaptive monitoring and fault-localization in TONs with dynamic traffic. For the problem
of adaptive monitor optimization, the primary objective was to progressively minimize the total
number of required monitors as well as the number of monitor reconfigurations with the change of
the network state. The problem was formulated as an ILP and a progressive heuristic was proposed
which provided near-optimal results. For the problem of adaptive fault localization, an efficient
heuristic was introduced that progressively updates the fault-localization tree to minimize
localization complexity without having to re-compute the entire localization tree for each change
in the network state. Numerical results suggest applicability of both algorithms for monitoring

dynamic TONSs.
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Topics presented in this dissertation contribute efficient methods for TON monitoring and

fault localization, leading to faster service recovery while minimizing consumed resources.

8.2 Future Work

The research presented in this dissertation can be extended in several interesting and
significant directions. The proposed fault-localization model could be further extended by
introducing other optimization objectives, parameters, and algorithms in order to achieve
optimization of different resources dedicated to TON monitoring and localization functions.
Furthermore, fault detection and localization could be improved by considering different optical
layer models and detailed physical performance monitoring information at the optical layer. This
would allow for introduction of detailed fault pattern classifications and recognition technigques at
the optical layer. Furthermore, this could be extended further by introducing a cross-layer
performance monitoring approach which would consider both the optical layer performance
information as well as the information from the higher layer protocols for more accurate
identification of various failure scenarios. Since the complexity of the optical performance
monitoring procedures could be significant for real-time fault localization, it would be interesting
to develop quality approximations that could be used more efficiently. Also, a test-bed
implementation and emulation of these monitoring methods can also be useful for studying the real
time performance of these monitoring and localization procedures in real-world TONs. Finally,
development of accurate analytical models for the optical performance monitoring and the cross-
layer monitoring procedures would result in better understanding, prediction, and recognition of

possible faults in TONs.
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