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Dedication

To Time.

Unfortunately, the clock is ticking, the hours are going by.

The past increases, the future recedes.

Possibilities decreasing, regrets mounting.

carpe diem, quam minimum credula postero

Auspiciously, the episodes are passing, the iterations are ticking by.

The exploitation accrues, the exploration narrows.

Optimal policies mounting, suboptimal actions narrowing.

doctius exerce, sapientius exerce cum pluribus datis
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Abstract

Effective Value Function Factorization and Exploration in
Multi-Agent Reinforcement Learning

The evolution of computer science has profoundly impacted decision-

making processes across diverse domains, culminating in the development

of artificial intelligence (AI) and, more specifically, reinforcement learning

(RL). RL, inspired by behavioral psychology, involves training agents to make

sequential decisions through interactions with their environment, aiming

to maximize cumulative rewards. While early RL algorithms were effective

in single-agent scenarios, real-world problems often require coordination

among multiple interacting entities. This realization has driven the advance-

ment of multi-agent reinforcement learning (MARL), where multiple agents

learn and make decisions within a shared environment. MARL introduces

significant challenges, such as managing the exponentially growing joint

state-action space and ensuring stable learning in dynamic, multi-agent

settings.

The field of multi-agent reinforcement learning (MARL) has seen substan-

tial advancements, in addressing the challenges of coordinating multiple

agents in complex environments. This dissertation explores several novel

methodologies within the paradigm of Centralized Training with Decentral-

ized Execution (CTDE) to enhance the representational capacity of value

functions, optimize experience replay mechanisms, and improve off-policy

evaluation in MARL.

This dissertation addresses the complexities of MARL by introducing

novel methods and frameworks that enhance value function representa-

tion and coordination among agents. One significant contribution is the

ix



development of PAC, a new architecture for assisted value factorization

using counterfactual predictions. PAC leverages a counterfactual base-

line to marginalize an agent’s potential optimal action, generating assistive

information that expands the representational ability of value functions.

This approach directly optimizes the factorization of the joint action-value

function, Qtot, through a novel counterfactual loss, ensuring relevant and

optimal assistive information. By decoupling decision-making from value

function networks and maximizing entropy, PAC maintains the Centralized

Training and Decentralized Execution (CTDE) paradigm while encouraging

exploration. Empirical results demonstrate PAC’s superior performance

and faster convergence on complex tasks requiring significant coordination

among agents.

Simultaneously, the dissertation explores improvements in the experi-

ence replay mechanism, which is crucial for off-policy RL. The experience

replay mechanism allows the utilization of historical experiences stored

in a replay buffer for training, significantly enhancing policy learning and

stability. While prioritized experience replay (PER) has shown success in

single-agent RL by prioritizing experiences based on the temporal-difference

(TD) error, its extension to MARL presents unique challenges. Standard

sampling strategies in MARL do not adequately reflect the dynamics caused

by multi-agent interactions, leading to suboptimal training. To address

this, the dissertation proposes MAC-PO, a method that formulates MARL

prioritized experience replay as a regret minimization problem over sampling

weights. By minimizing policy regret, optimal sampling weights are derived,

considering the interactions among all agents, leading to improved training

efficiency and performance.

In summary, this dissertation contributes to the field of MARL whose in-

x



novations collectively address key challenges in RL, paving the way for more

effective and efficient learning algorithms in complex multi-agent environ-

ments. The findings underscore the importance of advanced representation

and coordination techniques in overcoming the inherent difficulties of MARL,

offering valuable insights and methodologies for future research and appli-

cations.
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Chapter 1: Introduction

The evolution of computer science has signi�cantly transformed the

landscape of decision-making across various domains. Early advancements

in computational theory laid the groundwork for algorithms capable of

performing complex calculations and data processing. As computer tech-

nology advanced, so did the ability to tackle more sophisticated problems,

leading to the development of arti�cial intelligence (AI). The advent of AI

brought about revolutionary changes, allowing machines to perform tasks

that typically required human intelligence, such as pattern recognition,

natural language processing, and strategic game-playing. This progression

set the stage for the emergence of reinforcement learning (RL), a sub�eld of

machine learning focused on training agents to make sequential decisions

through trial and error, guided by the concept of reward maximization.

Reinforcement learning, inspired by behavioral psychology, formalizes

the problem of learning to make decisions through interactions with an

environment. An RL agent learns to achieve its goals by receiving feedback

in the form of rewards or penalties, which guide its future actions. The

foundational framework of RL consists of key elements such as states,

actions, rewards, and policies. The agent's objective is to learn a policy

that maximizes cumulative rewards over time. Early RL algorithms, such

as Q-learning and SARSA, demonstrated the potential of this approach in

various applications, from simple games to more complex control problems.

However, these methods were initially limited to single-agent scenarios,

where a solitary agent interacts with a static environment.

As the complexity of real-world problems increased, the limitations of

1



single-agent RL became apparent, particularly in scenarios involving multi-

ple interacting entities. This realization led to the development of multi-agent

reinforcement learning (MARL), where multiple agents learn and make de-

cisions within a shared environment. MARL extends the principles of RL

to accommodate interactions between agents, each with its own goals and

perspectives. The introduction of MARL brought new challenges, such as co-

ordinating actions among agents, managing the exponentially growing joint

state-action space, and ensuring stable learning in dynamic, multi-agent

environments. Despite these challenges, MARL has shown great promise in

applications such as autonomous driving, robotic coordination, and strate-

gic game-playing. To address the complexities of MARL, researchers have

developed various methods and frameworks. One signi�cant advancement

is the Centralized Training and Decentralized Execution (CTDE) paradigm,

which facilitates e�cient learning in multi-agent systems. Under CTDE,

agents are trained using centralized information, allowing them to leverage

global knowledge during training, but execute their learned policies inde-

pendently during deployment. This approach enables agents to coordinate

e�ectively while maintaining scalability and �exibility in real-world scenar-

ios. Factorization-based methods, such as Value Decomposition Networks

(VDN) and QMIX, have further enhanced MARL by decomposing the joint

action-value function into individual value functions for each agent. These

techniques help manage the complexity of the joint state-action space and

improve learning e�ciency.

One prominent paradigm in MARL is Centralized Training with Decen-

tralized Execution (CTDE), where algorithms leverage centralized training to

access additional information while ensuring that agents operate indepen-

dently during execution. Factorization-based methods have shown substan-
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tial progress in handling the exponentially growing joint state-action space

inherent in MARL. Algorithms like Value Decomposition Networks (VDN)

and QMIX have been instrumental in learning centralized joint action-value

functions, Qtot, by factorizing them into local per-agent value functions. This

factorization ensures that Qtot can be maximized by maximizing each agent's

local value function. However, these methods, despite their strengths, face

signi�cant challenges in complex environments, especially under partial

observability.

In partially observable MARL scenarios, an agent's action choices often

impose constraints on the representable action-value function Qtot, leading

to substantial estimation errors during training. This issue exacerbates

the relative over-generalization problem, where per-agent value functions,

relying only on partial observations and local actions, struggle to learn

optimal decentralized policies. Addressing these challenges requires en-

hancing the representational capacity of value functions to support accurate

factorization and e�ective learning of decentralized policies.

To this end, we propose the PAC architecture, a novel approach for

value function factorization that leverages counterfactual predictions to

provide assistive information. PAC introduces a counterfactual baseline

that marginalizes out an agent's potential optimal actions, enabling the

generation of training assistive information via variational inference. This

expanded representational capacity facilitates direct optimization of Qtot

through a new counterfactual loss. Unlike communication-based methods,

PAC focuses on improving per-agent value functions in the factorization

process, ensuring that assistive information remains relevant and optimal.

This architecture maintains full CTDE by decoupling decision-making from

value function networks and maximizes entropy to encourage exploration.
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Reinforcement learning has also been pivotal in tackling real-world prob-

lems involving multiple agents, necessitating MARL to coordinate agent

behaviors e�ectively. Value function factorization methods such as QMIX,

QPLEX, Qatten, FOP, and DOP have dominated CTDE in MARL. These meth-

ods ensure consistency between joint and local action selections through

monotonic mixing functions, projecting the optimal joint action value func-

tions onto a representable space. However, this approach encounters limita-

tions in representing joint action values dependent on agent interdependen-

cies. Improved projection methods, like Weighted QMIX (WQMIX), assign

weights to optimal joint actions, yet they still rely on heuristic designs,

leaving the optimal projection onto monotonic functions an open problem.

To address this, we propose QPro, a method that formulates optimal pro-

jection for value function factorization as regret minimization over projection

weights. By constructing an optimal policy based on the joint action-value

function and minimizing the policy regret, QPro achieves optimal monotonic

factorization with minimum regret. The theoretical foundation of QPro

involves deriving optimal projection weights using a weighted Bellman equa-

tion and leveraging the implicit function theorem and Karush-Kuhn-Tucker

conditions. Experiments on Predator-Prey and SMAC environments demon-

strate that QPro outperforms state-of-the-art factorization-based MARL

algorithms in convergence and empirical performance.

In o�-policy RL, experience replay mechanisms signi�cantly enhance

policy learning and stability by utilizing historical experiences stored in

replay bu�ers. Prioritized experience replay (PER) schemes have been

e�ective in single-agent RL, prioritizing experiences based on temporal-

di�erence (TD) errors. However, MARL tasks require adapting these schemes

to account for multi-agent interactions, which standard replay bu�ers fail
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to do e�ectively. Naive adaptations of single-agent prioritization schemes

can lead to sub-optimal performance in MARL.

To optimize prioritized experience replay in MARL, we introduce MAC-PO,

a method that formulates MARL prioritized experience replay as a regret

minimization problem over sampling weights. By minimizing policy regret

and considering interactions among agents, MAC-PO derives optimal sam-

pling weights that depend on collective agent policies. This optimization is

solved via the Lagrangian method, incorporating components such as Bell-

man error, value enhancement, and joint action probabilities. Experiments

with MAC-PO on SMAC and Predator-Prey environments show superior

convergence and performance over various baselines.

O�ine reinforcement learning (RL) o�ers promising approaches for se-

quential decision-making without the need for online interactions, leveraging

abundant o�ine experiences. Recent advancements, such as the Decision

Transformer (DT), use generative models to maximize trajectory likelihoods

in o�ine datasets. These Reinforcement learning via Supervised Learning

(RvS) methods predict actions leading to desired outcomes, showing robust

performance on several o�ine-RL benchmarks.

However, accurate o�-policy evaluation (OPE) in RvS methods is challeng-

ing due to unavailable behavior policies and high variance in importance

sampling (IS) estimates. To mitigate this, we propose double policy estima-

tion importance sampling (DPE), which estimates both behavior and target

policies to reduce variance in OPE. By introducing asymptotic estimation

for both policies and leveraging theoretical analysis, DPE statistically lowers

mean squared error and improves performance. Implemented on D4RL

environments, DPE demonstrates better performance than original DT and

outperforms state-of-the-art baselines.
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In summary, our contributions across these papers include novel meth-

ods for value function factorization, prioritized experience replay optimiza-

tion, and o�-policy evaluation in MARL. These innovations address critical

challenges in multi-agent coordination, e�cient learning from experiences,

and accurate policy evaluation, advancing the �eld of reinforcement learning

in complex multi-agent environments.
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Chapter 2: Value Function Factorized Policy Gradients with Latent

State Information Sharing in Multi-Agent

Reinforcement Learning

2.1 Motivation

Value decomposition-based approaches like QMIX [ 1] represent the joint

action values using a monotonic mixing function of per-agent estimates

[2� 14 ]. The algorithms recorded the best performance on many StarCraft

II micromanagement challenge maps [ 15 ]. Further, it is demonstrated [ 16 ]

that multi-agent policy gradient is substantially outperformed by QMIX on

both multi-agent particle world environment (MPE) [ 17 ] and StarCraft multi-

agent challenge (SMAC) [ 18 ]. Despite recent attempts for combining policy

gradient methods and value decomposition, e.g., VDAC [ 19 ], and mSAC [ 20 ],

the achieved improvements over QMIX are limited. One of the fundamental

challenges is that the restricted function class permitted by QMIX limits

the joint action Q-values it can represent, leading to suboptimal value

approximations and ine�cient explorations [ 15 ]. A number of proposals

have been made to re�ne the value function factorization of QMIX, e.g.,

QTRAN [21 ] and weighted QMIX [ 22 ]. However, solving tasks that require

signi�cant coordination remains as a key challenge.

To this end, we propose LSF-SAC a Latent State information sharing

assisted value function factorization under multi-agent Soft-Actor-Critic

paradigm. In particular, we introduce a novel peer-assisted information-

sharing mechanism to enable e�ective value function factorization by shar-

ing the latent individual states, which can be considered extra state in-

formation for more accurate individual Q-value estimation by each agent.
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While global information sharing or communications in MARL - e.g., Tar-

MAC [ 23 ] - typically prevents fully distributed decision making, we show

that by leveraging the design of soft-actor-critic, LSF-SAC is able to retain

fully decentralized execution while enjoying the bene�ts of latent individual

states sharing. It also incorporates the entropy measure of the policy into

the reward to encTheage exploration.

The key insight of LSF-SAC is that existing approaches of value func-

tion factorization mainly use the joint state information only in the mixing

network, which yet is restricted by the function class it can represent. We

show an accurate independent value function estimation requires not only

the state information of one speci�c agent but also a proper represent of

all individual state information. We propose a way to extract and utilize

the extra state information for individual, per-agent value function estima-

tion through a variational inference method, serving as latent individual

state information, since it's impossible and unnecessary to feed the whole

state information to individual value function estimations. It is shown to

signi�cantly improve the power of value function factorization. Since we

utilize such latent state information sharing only in centralized critic, the

CTDE assumptions are preserved without a�ecting fully decentralized deci-

sion making, unlike previous work introducing global communications [ 24 ].

Further, we note that combining actor-critic framework with value decompo-

sition in LSF-SAC o�ers a way to decouple the decision-making of individual

agents (through separate policy networks) from value function networks,

while also allowing the maximization of entropy to enhance its stability and

exploration.

The key contributions in this chapter are summarized as follows:

ˆ The novel approach, LSF-SAC, introduces a unique method for value
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function factorization that incorporates additional individual latent state

information to enhance per-agent value function estimation. The study

demonstrates that the inclusion of latent state information can substan-

tially enhance the e�cacy of monotonic factorization operators, represent-

ing the �rst framework for value function factorization to leverage this

technique.

ˆ The soft-actor-critic design in LSF-SAC enables the segregation of policy

networks and value function networks for individual agents, allowing a

completely decentralized execution while still maintaining the advantages

of peer-assisted value function factorization. Additionally, LSF-SAC pro-

motes an entropy maximization approach for multi-agent reinforcement

learning, resulting in a more e�ective exploration.

ˆ The results showcase the e�cacy of LSF-SAC and highlight its superior

performance compared to several state-of-the-art baselines on the Star-

Craft II micromanagement challenge, by achieving better outcomes and

faster convergence.

2.2 Related Works

Cooperative multi-agent decision-making confronts the situation of expo-

nentially growing joint state and action spaces, which can pose signi�cant

challenges [ 25 � 29 ]. While various strategies such as independent Q-learning

and mean �eld games have been explored in the literature, they often strug-

gle to perform well on complex tasks or require agents with homogenous

capabilities [ 19 ]. Recently, a centralized training and decentralized exe-

cution (CTDE) paradigm has been proposed to tackle these challenges for

scalable decision-making [ 30 ]. Key approaches within the CTDE frame-
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work include value function decomposition and multi-agent policy gradient

methods.

Compared to value-based methods, Policy Gradient methods are generally

considered to have more stable convergence and can be extended more easily

to continuous action problems [ 31 � 39 ]. One representative approach in

the multi-agent Policy Gradient category is COMA [ 40 ], which employs a

centralized critic module to estimate an individual agent's counterfactual

advantage. However, as highlighted in recent studies [ 16 , 41 ], value-based

methods still outperform multi-agent policy-based methods like MADDPG

[42] in the StarCraft multi-agent challenge (SMAC) [18].

To address the limitations of centralized critic modules, decomposed

actor-critic methods that combine value function decomposition and policy

gradient methods with decomposed critics have been introduced to guide

policy gradients. VDAC [ 19 ] utilizes a structure similar to QMIX to estimate

the joint state-value function, while DOP [ 43 ] uses a network similar to

Qatten [ 44 ] for policy gradients with o�-policy tree backup and on-policy TD.

However, the authors of [ 43 ] note that decomposed critics are constrained

by their limited expressive capability and may not converge to global optima,

even if individual policies converge to local optima [ 45 ]. Although exten-

sions of the monotonic mixing function, such as QTRAN [ 21 ], and weighted

QMIX [ 22 ], have been explored, signi�cant challenges remain when tackling

tasks that require substantial coordination.

Another related topic is representational learning for reinforcement learn-

ing, and various methods have been proposed to learn e�ective state repre-

sentations. For instance, [ 46 ] proposed a VAE-based forward model to learn

state representations in the environment. [ 47 ] developed a technique to

learn Gaussian embedding representations of di�erent tasks during meta-
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testing. [ 48 ] introduced a recurrent VAE model that encodes observation

and action history and learns a variational distribution of the task. Authors

in [ 6] use counterfactual information as explanations of deep reinforcement

learning agents.

As also analyzed and suggested in MAVEN [ 15 ] and QTRAN [ 21 ], the

representational constraints on the joint action-values introduced by the

monotonic mixing network in QMIX [ 22 ] and similar methods will lead to

provably poor exploration and sub-optimal behavior policies. To solve this

issue, one of directions is to release the restriction of the joint action-value

functions, e.g., QTRAN uses a linear summation over the utility functions

and an additional value estimation, WQMIX [ 22 ] uses an unrestricted joint

action-value function estimator as the weighted projection of a wider class

of joint action-value functions, REMIX [ 49 ] considers a regret minimization

method to acquire this optimal weights; another direction is to promote

a more committed exploration algorithm to recover the poor exploration

introduced by the monotonic constraints, e.g., MAVEN combines value

and policy-based methods with agents conditioning their behavior on a

variable controlled policy for a temporally extended exploration, MAC-PO

[5] proposes optimal prioritized experience replay for improved multi-agent

tasks. In this work, our proposed Decomposed Soft-actor-critic will promote

the exploration through entropy maximization, while providing additional

information from latent state information as assisted information for value

function factorization.

Another topic related is communication-based MARL methods. Although

the requirement of communication abilities might limit the actual use case

of the proposed algorithm, with communications enabled, MARL agents

will have a better understanding of the environment (or the other agents)
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and are therefore able to coordinate their behaviors and potentially better

performances. Most works leverage local information to generate an encoded

message. The messages may contain individual observations [ 50 , 51 ], or

intended actions (or plans) [ 24 , 52 ] . A close paper to our work is NDQ

[24 ], which also utilizes latent variables to represent the information as

the communication messages during the decentralized agent's execution.

Although we both consider information extraction as an information bottle-

neck problem, there are several key di�erences between our work and NDQ:

(I) NDQ is a value-based method, while our work is a policy-based method

under the soft-actor-critic framework. (II) NDQ requires communication

between agents during decentralized execution, which limits its use cases.

At the same time, we only utilize the latent extra state information during

the central critics so that CTDE is maintained. (III) NDQ requires one-to-one

communication during the execution stage, while in this work, we intro-

duce a latent information-sharing mechanism that can be considered as

an all-to-all message-sharing method. By enabling the latent information

sharing mechanism in our work as a communication method, this work

could potentially be transformed to a communication-based method, and

many communication-based methods can be transformed into a framework

where communication is only used for centralized training and restricted

during execution, nevertheless, their performance and the actual use case

may vary a lot.

The proposed LSF-SAC method leverages an actor-critic design with

latent state information for value function factorization. We introduce a

novel way to utilize the extra state information, as inspired from b-VAE

[53 ], by using variational inference in a decomposed critic as latent state

information for better individual value estimation. Despite information
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sharing, CTDE is still maintained due to the use of an actor-critic structure.

We also utilize the entropy and expected return maximization for better

exploration through soft actor-critic with separate actor and critic networks.

2.2.1 Value Function Decomposition

Value function decomposition methods [ 1, 21 , 43 , 54 ] learn a joint Q

functions Qtot(t ;a) as a function of combined individual Q functions, condi-

tioning individual local observation history, then these local Q values are

combined with a learnable mixing neural network to produce joint Q values

[55].

Qtot(t ;a) = qmix �
s;

�
qi � t i ;ai ��� (2.1)

Under the principle of guaranteed consistency between global optimal

joint actions and local optimal actions, a global argmax performed on Qtot

yields the same result as a set of individual argmax operations performed

on each local qi , also known as Individual Global Maximum (IGM):

argmax
u

Qtot =
�

argmax
u1

Q1; � � � ;argmax
uN

QN

�
(2.2)

VDN [ 54 ] takes the joint value function as a summation of local action-value:

Qtot(� ;u ) =
N

å
i= 1

Qi(t i ;ui) (2.3)

while QMIX proposed a more general case of VDN by approximating a

broader class of monotonic functions to represent joint action-value func-

tions rather than a summation of the local action values.

¶Qtot(� ;u )
¶Qi (t i ;ui)

> 0;8i 2 N : (2.4)
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QPLEX [ 56 ] provides IGM consistency by taking advantage of the duplex

dueling architecture,

Qtot(� ;u ) =
N

å
i= 1

Qi (� ;ui) +
N

å
i= 1

(l i(� ;u ) � 1) Ai (� ;ui) (2.5)

where

Ai (� ;ui) = wi(� ) [Qi (t i ;ui) � Vi (t i)] ;Vi (t i)

= max
ui

Qi (t i ;ui) ;
(2.6)

wi(� ) is a positive weight, yet its operator still limits it to only discrete action

space [45].

2.2.2 Maximum Entropy Deep Reinforcement Learning

In a maximum entropy reinforcement learning framework, also known

as soft-actor-critic [ 57 ], the objective is to maximize not only the cumulative

expected total reward but also the expected entropy of the policy:

J(p) =
T

å
t= 0

E(st ;at )� r p [r (st ;at) + a H (p (�jst))] (2.7)

where r p (st ;at) denotes the state-action marginal distribution of the tra-

jectory induced by the policy p (atjst). Soft actor-critic utilized actor-critic

architecture with independent policy and value networks and an o�-policy

paradigm for e�cient data collection and entropy maximization for e�ective

exploration. It is considered as a state-of-the-art baseline for many RL

problems with continuous actions due to its stability and capability.
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2.2.3 Multi-agent Policy Gradient method

Multi-agent policy gradient (MAPG) methods are extensions to policy

gradient algorithms, with policy pqa (uajoa). Compared with single-agent

policy gradient methods, MAPG usually faces the issues of high variance

gradient estimates [ 42 ] and credit assignment [ 58 ]. A general multi-agent

policy gradient can be written as:

ÑqJ = Ep

�

å
u

Ñq logpq (uajoa) Qp(s;u)
�

Current literature on multi-agent policy gradients often leverages central-

ized training with a decentralized execution (CTDE) approach. This involves

using a central critic to obtain additional state information s, and helps

avoid the high variance associated with vanilla multi-agent policy gradients.

For instance, [ 42 ] utilize a central critic to estimate Q(s; (a1; � � � ;an)) and

optimize parameters in actors by following a multi-agent DDPG gradient,

which is derived from:

Ñqa J = Ep

h
Ñqap (uajoa) Ñu � Qua(s;u)jua = p(oa )

i

COMA [ 40 ] proposes to apply the following counterfactual policy gradients to

solve the credit assignment issue by as: where Aa(s;u) = å u� pq (uajt a) Qa
p (s; (u� a;ua))

is the counterfactual advantage for agent a.

2.2.4 Variational Autoencoders

For variables X 2 X which are generated from unknown random variable

z based on a generative distribution pu(xjz) with unknown parameter u and a

prior distribution on the latent variables, of which we assume is a Gaussian
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with 0 mean and unit variance p(z) = N (z;0; I ). To approximate the true

posterior p(zjx) with a variational distribution qw(zj~x) = N (z; � ; � ;w ): [59 �

61 ] proposed Variational Autoencoders (VAE) to learn this distribution by

using the Kullback-Leibler (KL) divergence from the approximate to the

true posterior DKL (qw(zjx)kp(zjx)) , the lower bound on the evidence logp(x )

is derived as: logp(x ) � Ez� qw(zjx) [logpu(xjz)] � DKL (qw(zjx)kp(z)) . [53 ] proposed

b-VAE, where a parameter b � 0 is used to control the trade-o� between the

reconstruction loss and the KL-divergence.

2.2.5 Information bottleneck Method

Information bottleneck method [ 62 ] is a technique in information theory

which introduced as the principle of extracting the relevant information

with random input variable X 2 X and output random variable Y 2 Y , while

�nding the proper tradeo� between extraction accuracy and complexity.

Given the joint distribution p(x;y), their relevant information is de�ned as

their mutual information I(X;Y). This problem can also be seen as a rate-

distortion problem [ 63 ] with non-�xed distortion measure conditioning the

optimal map, de�ned as

dIB = DKL (p(yjx)kp(yjx̂))

where DKL is the Kullback-Leibler divergence. Then the expected IB distor-

tion E [dIB(x; x̂)] = DIB = I(X;YjX̂), with the variational principle as

L [p(x̂jx)] = I (X; X̂) � b I (X;YjX̂)

where b is a positive Lagrange multiplier operates as a tradeo� parame-

ter between accuracy and complexity. [ 64 ] further proposed a variational
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approximation to the information bottleneck using deep neural networks.

2.3 System Model

We approach the problem as a fully cooperative multi-agent environ-

ment with a decentralized partially observable Markov decision process

(DEC-POMDP) [ 65 ]. The DEC-POMDP is de�ned as given by a tuple G =

hI;S;U;P;r;Z;O;n;gi , where I � f 1;2; � � � ;ng is the �nite set of agents. The

state of the system is de�ned as a �nite set of global states s 2 S, from

which each agent draws its own observation from the observation func-

tion oi 2 O(s; i) : S� A! O. At each timestamp t, each agent i chooses an

action ui 2 U where U is a set of actions available, forming a joint action

selection u . A shared reward is then given as r = R(s;a) : S� U! R, and

each agent transitions to a new state s0 based on the transition proba-

bility function P(s0js;u) : S� U ! [0;1].ach agent maintains its own action-

observation history t i 2 T � (O� U)� . Then a joint action value function

Qp
tot(� ;u ) = Es0:¥ ;u 0:¥ [å ¥

t= 0gtrt js0 = s;u 0 = u; � ] is proposed with policy p, and

g 2 [0;1) is the discount factor. Notation in bold represents joint quantities

across all agents, and quantities with superscript i are speci�c to agent i.

2.4 Proposed Approach

In this section, we �rst introduce the main structure of our proposed

method, LSF-SAC, then we discuss the detailed implementation of the

key designs, namely soft actor-critic framework for multi-agent reinforce-

ment learning and value decomposition with latent information-sharing

mechanism, and their corresponding optimizing strategies.
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2.4.1 Framework Overview

In our learning framework (Fig. 1), each individual actor (Green part)

outputs pq (ai jt i) only conditioned on its own local observation history. The

centralized mixing network (Orange Part) approximates the joint action-value

function from individual value functions (Blue part). A latent information-

sharing mechanism (Purple part) is proposed to encode the extracted extra-

state information to assist individual agents in local action-value estimation.

Function approximators (neural networks) are used for both actor and critic

networks and optimized with stochastic gradient descent.

The centralized critic network consists of (i) a local Q-network for each

agent, (ii) a mixing network that takes all individual action-values with

their weights and biases generated by a separate hyper-network, and (iii)

an extra state information encoder to generate latent state information for

facilitating individual Q-value estimation. For each agent i, the local Q

network represents its local Q value function qi(t i ;ai ;mi) where mi is the extra

state information for agent i drawn from the global information sharing pool.

More precisely, the information for agent i is generated from the messages

of all other agents following a multivariate Gaussian distribution, denoted

as mi = < mout
1 � � � mout

i � � � mout
n > with mout

i � N ( fm(t i ;qm); I )) , where t i is the local

observation history, qm is the parameters of encoder fm and I is an identity

matrix.

The mixing network is a feed-forward network, following the approach

in QMIX, which mixes all local Q values to produce an estimate Qtot. The

weights and biases of the mixing network are generated by a hypernetwork

that takes joint state information s. To enforce monotonicity, the weights

generated from the hyper-networks are followed by an absolute function to

create non-negative values. The decentralized actor-network is similar to
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the individual Q network, except it only conditions on its own observation

and action history, and a softmax layer is added to the end of the network to

convert logits into categorical distribution. The overall goal is to minimize:

L (� ) = L TD(� TD) + l 1L m(� m) + l 2L p (� p) (2.8)

where L TD(� TD) is the TD loss, of which we show it can also be used as the

center critic loss, L m(� m) is the message encoding loss, and L p (� p) is the

joint actor (policy) loss. l 1 and l 2 are the weighting terms. The details about

latent state information generation and soft-actor-critic framework along

with how to optimize them will be discussed in the following section.

2.4.2 Variational Approach Based Latent State Information

One of the key advantages of multi-agent policy gradients under the

CTDE assumption is the e�ective utilization of extra-state information.

In our design, not only is the extra state information accessible to the

mixing network but also to the individual agents' value networks (through

information sharing). Due to the partial observability and uncertainty of

the multi-agent environments, the individual value estimation conditioned

on its own observation and action history can be volatile and unreliable.

Intuitively, introducing extra information from other agents helps remove

the ambiguity and uncertainty of current observation to enable e�ective

individual value estimation.

However, it remains a crucial problem on how to e�ciently and e�ectively

encode such extra state information [ 66 � 68 ]. In most scenarios, even during

the centralized training stage, it is impossible to directly feed the whole

state information as input for individual value functions, as it consists of
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other agents' observation and unseen state information, without a carefully

designed algorithm it is hard for a local agent to utilize them; at the same

time, the input size of global state information is signi�cantly larger than

local observations, which would make the training longer to converge. We

consider this as an information bottleneck problem [ 62 ], speci�cally, for

agent i, we maximize the mutual information between other agents' encoded

information and their actions while minimizing the mutual information

between its own encoded information and action selection, so that only the

necessary information is chosen and then e�ciently encoded [69�80].

To encode additional state information for estimating individual values

in an e�cient and e�ective manner, we approach this problem as an infor-

mation bottleneck problem [ 62 ], and the objective for each agent i can be

written as:

Jm(� m) =
n

å
j= 1

�
Iqm

�
A j ;Mi jT j ;M j

�
� b I� m (Mi ;Ti)

�
(2.9)

where A j is agent j 's action selection, Mi is a random variable of mout
i , Tj is a

random variable of t j , and a parameter b � 0 is used to control the trade-o�

between the mutual information of its own and other agents. However,

since the mutual information is intractable, this does not result in a model

that can be learned. To overcome this challenge, we utilize variational

approximation techniques, speci�cally the deep variational information

bottleneck approach [ 64 ]. By parameterizing our model with a neural

network, we can derive and optimize a variational lower bound for the �rst

term of our objective function, as follows. Detailed derivations and proofs

can be found in Appendix A.1 .

Lemma 1. A lower bound of mutual information Iqm(A j ;Mi jT j ;M j ) is

ET� D ;M j � fm[� H [p(A j jT);qy (A j jT j ;M )]]
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where qy is a variational Gaussian distribution with parameters y to approxi-

mate the unknown posterior p(A j jT j ;M j ), T = f T1;T2; � � � ;Tng, M = f M1;M2; � � � ;Mng.

Proof. We provide a proof outline as follows.

Iqc

�
A j ;Mi jTj ;M j

�

=
Z

dajdt jdmj p
�
a j ; t j ;mj

�
log

p
�
a j jt j ;mj

�

p
�

a j jt j ;mout
j

�

where p(a j jt j ;mj ) is fully de�ned by our decoder fm and Markov Chain[ 81 ].

Note this is intractable in our case, let qy (a j jt j ;mj ) be a variational approxi-

mation to p(a j jt j ;mj ). Since the KL-divergence is always positive,

hence

Iqc(A j ;Mi jTj ;M j )

�
Z

dajdt jdmj p
�
a j ; t j ;mj

�
log

qy
�
a j jt j ;mj

�

p
�

a j jt j ;mout
j

�

= ET� D ;M j � fm[� H [p(A j jT);qy (A j jT j ;M )]]

+ H (A j jTj ;Mout
j )

Consider H (A j jTj ;Mout
j ) is a positive term that is independent of our opti-

mization procedure and can be ignored, then we have

Iqm

�
A j ;Mi jT j ;M j

�

� ET� D ;M j � fm

�
� H

�
p

�
A j jT

�
;qy

�
A j jT j ;M

��� (2.10)

Similarly, by introducing another variational approximator qf , we have

I� m (Mi ;Ti) = ETi � D;M j � fm [DKL (p(Mi jTi) kp(Mi))]

� ETi � D;M j � fm
�
DKL

�
p(Mi jTi) kqf (Mi)

�� (2.11)
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where DKL denotes the Kullback-Leibler divergence operator and qf (Mi) is a

variational posterior estimator of p(Mi) with parameters f (see Appendix A.1

for details). Then with the evidence lower bound derived above we optimize

this bound for the message encoding objective which is to minimize

L m(� m) = ET� D ;M j � fm[� H [p(A j jT);qy (A j jT j ;M j )]

+ bDKL (p(Mi jTi)kqf (Mi))] :
(2.12)

Algorithm 1 LSF-SAC

1: for k = 0 to train_steps_limits do
2: Reset environment
3: for t = 0 to max_episodedo
4: For each agent i, choose action ai � pi
5: Execute joint action a, record reward r,

save state-action history � , next state st+ 1
6: Store ( � , a; r; �

0
) in replay bu�er D

7: end for
8: for t = 1 to T do
9: Sample minibatch B from D

10: Generate latent state information
mout

i � N ( fm(t i ;qm); I )) , for i = 0 to n
11: Update critic network

� TD  h Ñ̂L TD(� TD) w.r.t Eq(9)
12: Update policy network

�  h Ñ̂L (� ) w.r.t Eq(7)
13: Update encoding network

� m  h Ñ̂L m(� m) w.r.t Eq(5)
14: Update temperature parameter

a  h Ñ̂a w.r.t Eq(8)
15: if time_to_update_target_networkthen
16: � �  �
17: end if
18: end for
19: end for
20: Return �
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2.4.3 Factorizing Multi-Agent Maximum Entropy RL

In this section, we present one possible implementation of expanding

soft actor-critic to multi-agent domain with latent state information assisted

value function decomposition, its objective extended to multi-agent domain

can be de�ned as

J(p) = å
t

E[r (st ;at) + a H (p (�jst))] (2.13)

where the temperature a is the hyper-parameter to control the trade-o�

between maximizing the expected return and maximizing the entropy for

better exploration.

Following the previous research on value decomposition, to maximize

both the expected return and the entropy, we �nd the soft policy loss of

LSF-SAC as:

L LP(p) = ED [a log� (u t j� t) � Qp
tot (st ; � t ;u t ;m t)]

= � qmixing �
st ;Ep i

�
qi � t i

t ;u
i
t ;m

i
t
�

� a logp i � ui
t jt

i
t
��� (2.14)

where qmixing is the value decomposition operator with ui � pi(oi), and D is

the replay bu�er used to sample training data (state-action history and

reward, etc.).

Then, we can tune the temperature a as proposed in [ 57 ] by optimizing

the following:

J(a ) = Eat � pt [� a logpi(at jst) � a H 0] (2.15)

Unlike VDAC which shares the same network for actor networks and local

Q value estimations, we use a separate network for policy networks and

train them independently from critic networks. Latent state information is
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used for individual critics for joint action value function factorization. We

propose a latent state information-assisted soft value decomposition design

as

Qtot(� ;a;m ; � ) = qmixing(st ;Ep i [qi(t i
t ;a

i
t ;m

i
t); � ])

We then use TD advantage with latent information sharing the design

as the critic loss, i.e.,

L TD(� ) = [ r+ gmax
a �

Qtot
�
� 0;a0;m 0; � � �

� Qp
tot(� ;a;m ; � )]2

= [ r+ gmax
a �

qmixing(st ;Ep i [qi(t i
t+ 1;ai

t+ 1;mi
t+ 1); � � ])

� qmixing(st ;Ep i [qi(t i
t ;a

i
t ;m

i
t); � ])]2

(2.16)

where ai � pi(oi), � � is the parameters of the target network that are period-

ically updated. Detailed derivations can be found in Appendix.

2.5 Evaluation

In this section, we �rst empirically study the improvements of power in

value function factorization achieved by LSF-SAC through a non-monotonic

matrix game. We compare the results with several existing value function

factorization methods. Then in StarCraft II, we compare LSF-SAC with

several state-of-the-art baselines. Finally, we perform several ablation

studies to analyze the factors that contribute to the performance.

2.5.1 Single-state Matrix Game

Proposed in QTRAN [ 21 ], the non-monotonic matrix game, as illustrated

in Table 1(a), consists of two agents with three available actions and a
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shared reward. We show the value function factorization results of QTRAN,

LSF-SAC, VDN, QMIX, and DOP [43].

u1

u2 A B C

A 8.0 -12.0 -12.0
B -12.0 0.0 0.0
C -12.0 0.0 0.0

(a) Payo� of matrix game

Q1

Q2 4.2 (A) 2.3(B) 2.3(C)

3.8 (A) 8.0 6.13 6.1
-2.1(B) 2.1 0.2 0.2
-2.3(C) 1.9 0.0 0.0

(b) QTRAN

Q1

Q2 1.7 (A) -11.5(B) -12.7(C)

0.4 (A) 8.1 -6.2 -6.0
-9.9(B) -6.0 -5.9 -6.1
-9.5(C) -5.9 -6.0 -6.0

(c) LSF-SAC

Q1

Q2 3.1(A) -2.3 (B) -2.4(C)

-2.3(A) -5.4 -4.6 -4.7
-1.2(B) -4.4 -3.5 -3.6
-0.7 (C) -3.9 -3.0 -3.1

(d) VDN

Q1

Q2 -0.9(A) 0.0(B) 0.0 (C)

-1.0(A) -8.1 -8.1 -8.1
0.1 (B) -8.1 0.0 0.0
0.1(C) -8.1 0.0 0.0

(e) QMIX

Q1

Q2 -2.5(A) -1.3(B) 0.0 (C)

-1.0(A) -7.8 -6.0 -4.2
0.1 (B) -6.1 -4.4 -2.6
0.1(C) -4.2 -2.4 -0.7

(f) DOP

Table 2.1: Payo� Matrix of the one-step matrix game, Q1;Q2 and recon-
structed Qtot of selected algorithms. The boldface denotes optimal/greedy
actions from state-action value. The use of variational information can
signi�cantly improve the power of the function factorization operators.

26



Table 1b-1f shows the learning results of selected algorithms, QTRAN

and LSF-SAC can learn a policy that each agent jointly takes the optimal

action conditioning only on their local observations, meaning successful

factorization. DOP falls into the sub-optimum caused by miscoordination

penalties, similar to VDN and QMIX, which are limited by additivity and

monotonicity constraints. Although QTRAN managed to address such

limitations with more general value decomposition, as pointed out in later

works [ 15 ] that it poses computationally intractable constraints that can lead

to poor empirical performance on complex MARL domains. It is also worth

noting that LSF-SAC can �nd the optimal joint action under the monotonic

constraints by providing variational information, however, its joint action

value estimation will still be restricted by such limitation; this indicates

that the multi-agent entropy maximization design and the utilization of

latent state information can signi�cantly enhance the exploration policies

and improve the power of the monotonic factorization operators in a mixing

network like QMIX.

Besides the single-state matrix game example shown in Table 1, we

can also consider a multi-state problem with two agents, A and B. Let

(o(A)
1 ;o(B)

1 ) and (o(A)
2 ;o(B)

2 ) be the two agents' observations in two di�erent

states s1 and s2. Providing latent information mB conditioned on o(B)
1 and

o(B)
2 will enable Agent A to better estimate its local utility QA(o(A);mB) in the

two states s1 and s2. Thus, with the latent information mA and mB, the joint

action-value function estimate with a mixing network f is given by Qtot =

f (QA(o(A);mB);QB(o(B);mA)) , which is able to represent a larger class of func-

tions than Qtot = f (QA(o(A));QB(o(B))) , for the goal of estimating Q� (o(A);o(B)).
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Figure 2.2: An illustration of SMAC benchmark on map 5m_vs_6m, where
the testing algorithm is to control the 5 marines on the left (marked green),
combating with 6 marines controlled by the game built-in AI on the right
(marked red).

2.5.2 Predator-Prey Environments

We �rst evaluate the performance of our baseline algorithms on a partially-

observable multi-agent environment Predator-Prey environment as described

in [ 82 ]. This environment involves 8 predators cooperating to catch 8 AI-

controlled prey units on a 10x10 grid, with successful captures requiring

at least two predators to surround and capture a prey unit simultaneously.

Our aim is to test the algorithms' ability to handle relative over-generalization

and monotonicity constraints. More details are provided in the Appendix

on this environment. In this relatively easy testing environment, we ob-

serve satisfying �nal results compared to SOTA works. Although, at the

beginning of the training, a larger shaded area indicates a more volatile

training procedure, this could be due to the insu�cient training of the

information generation module at its earlier stage demonstrating the e�ect

of the overhead from the information sharing mechanism.
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Figure 2.3: Results on Predator-Prey Environments

2.5.3 Decentralised Starcraft II micromanagement benchmark

To further assess the e�ectiveness of our approach, we benchmark its

performance against various state-of-the-art multi-agent reinforcement

learning (MARL) methods on selected scenarios from the StarCraft Multi-

Agent Challenge (SMAC) [18]. In Appendix A.3 we provide

We then perform several ablation studies to analyze the factors that

contribute to the performance. It is worth noting that the StarCraft Multi-

Agent Challenges (SMAC) are a�ected by several code-level optimizations

techniques, i.e., hyper-parameter tuning, as also found by [ 83 ], some works

are relying on heavy hyper-parameters tuning to achieve results that they

otherwise cannot. Consistent with previous work, we carry out the test

with the same hyper-parameters settings across all algorithms. More details

about the algorithm implementation and settings can be found in Appendix.
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(a) 3m (easy)

(b) 3s5z (easy)

(c) 8m (easy)

(d) 1c3s5z (easy)

Figure 2.4: Results of 4 easy maps on the SMAC benchmark.
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(a) 5m_vs_6m (hard)

(b) 3s_vs_5z (hard)

Figure 2.5: Results on SMAC benchmark(1)
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(a) MMM2 (super hard)

(b) 27m_vs_30m (super hard)

Figure 2.6: Results on SMAC benchmark(2)

32



(a) 6h_vs_8z (super hard)

(b) corridor (super hard)

Figure 2.7: Results on SMAC benchmark(3)
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In the SMAC benchmark 1 , each agent is responsible for controlling a unit

that collaborates with other friendly units in combat against the game's built-

in AI-controlled units. The combat can take on a symmetric form, where both

parties have access to the same units, or it can be asymmetric. Our testing

is conducted on 10 di�erent maps that cover all di�culty levels, includ-

ing 4 easy maps ( 3m, 3s5z, 8m, 1c3s5z), 3 hard maps ( 3s_vs_5z, 5m_vs_6m,

27m_vs_30m,), and 3 super-hard maps ( 6h_vs_8z, corridor, MMM2, 27m_vs_30m).

We selected these maps based on criteria such as the size of the action space

(27m-vs-30m), the need for advanced exploration strategies (corridor), and the

requirement for a high level of coordination between agents ( 6h_vs_8z). The

same default environment setting was used for all benchmark algorithms in

our testing, and each baseline algorithm was trained using 4 random seeds

and evaluated every 10,000 training steps with 32 testing episodes. Further

details on the environment setup and hyperparameter settings can be found

in Appendix A.3.3. We compare LSF-SAC with several state-of-the-art MARL

algorithms as baselines. We choose two decomposed actor critic methods:

FOP [45 ] and DOP [ 43 ], one decomposed policy gradient method: VDAC

[19 ], three decomposed value based method: WQMIX [ 22 ], QPLEX [ 56 ] and

QMIX [ 1]2 , and �nally a communication-based value-based method: NDQ

[24].

2.5.4 General Results

Following the practice of previous works [ 18 ], for every map result, we

compare the winning rate and plot the median with the shaded area rep-

1 In this paper, all SMAC experiments are carried out utilizing the latest SC2.4.10,
performance is always not comparable across versions. We implemented our algorithm
based on an open-sourced codebase [83].

2 In this section we refer WQMIX to ow-qmix as it shows a generally better performance
than cw-qmix.
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resenting the highest and lowest range from testing results in Figure 2.

In general, we observe LSF-SAC achieves strong performance on all se-

lected SMAC maps, notably it outperforms the state-of-the-art algorithms

or achieves faster and more stable convergence at a higher win rate. Note

that LSF-SAC performs exceptionally well on testing maps with challeng-

ing tasks that require more state information or substantial cooperation.

Previous research has shown that there exists a performance gap between

state-of-the-art (SOTA) value-based methods and policy gradient methods,

particularly on maps that require the use of extensive exploration tech-

niques.

In easy scenarios, almost all algorithms perform well. As the built-in

AI would tend to attack the nearest enemy, by pulling back the friendly

unit with a lower health value is a simple strategy to learn for winning. No

signi�cant performance gap was observed except for the training converging

speed.

Within hard maps, LSF-SAC is able to train a usable policy that outper-

forms all baseline algorithms. On 27m_vs_30mand MMM2, LSF-SAC performs

exceptionally in terms of the convergence speed and the �nal performance.

On corridor , LSF-SAC and the selected two value-based methods are able

to learn a model, with our method converging faster with slightly better

performance, while policy-based methods su�er from this map as it requires

more exploration to �nd the speci�c trick in winning this challenging sce-

nario. On 5m_vs_6m, although within a similar performance range, LSF-SAC

converges to a policy with lower variance and slightly better performance

in the end. Finally, on 6h_vs_8z, which is a super hard map that requires

extensive exploration techniques, LSF-SAC achieves both faster convergence

and better performance by a large margin as compared to the selected
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baselines.

It is also worth noting that the performance gap between value-based

and policy-based methods still exists even for the state-of-the-art methods,

while LSF-SAC as a policy-based method not only narrows such gap but

also achieves remarkable performance.

2.5.5 Ablation study

In this section, we perform a comparison between LSF-SAC and several

modi�ed algorithms to understand the contribution of di�erent modules in

LSF-SAC. We choose one of the previously tested SMAC maps: MMM2. Each

experiment is repeated with three independent runs with random seeds

with their median results presented.

2.5.5.1 Ablation 1

First, we consider the setting of LSF-SAC without the extra state info

encoding (Purple part in Fig.1) as MASAC. This demonstrates how multi-

agent soft-actor-critic works alone. It highlights the importance of latent

state information by comparing the results of MASAC against the original

LSF-SAC.

2.5.5.2 Ablation 2

We also consider a �xed temperature design as LSF-SAC_Fixed_ a with

�xed a = 1:0 (MASAC a = 1:0); this is to understand the e�ectiveness of the

design in automatically updating the temperature a .
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2.5.5.3 Ablation 3

We then consider the implementation of a multi-agent soft-actor-critic

with value decomposition as MASAC, and the implementation of multi-agent

advantage actor-critic with value decomposition as MAA2C, which can be

considered as QMIX under a SAC and A2C setting, respectively [ 19 ]. This is

to �nd the contribution of soft-actor-critic in enhancing exploration.

2.5.5.4 Ablation 4

Finally we note that the original (single-agent) soft-actor-critic algo-

rithm [ 57 ] and several other works use two independently trained soft

Q-functions and use the minimum of the two as the policy for optimiz-

ing, as [ 84 , 85 ] points out that policy steps are known to degrade the

performance of value-based methods, e.g. in [ 20 ] they train with L (q) =

[(rt + gmin j21;2Qtot((s
0

t ; �
0

t ;a
0

t ;q
�
j ))) � Qtot(st ; � t ;at ;q))2]. Their performance com-

parison can be found in the ablation studies as MASAC_DoubleQ [ 20 ]. This

is to �nd if TD advantage with double Q learning is more stable under MARL

when combined with value function decomposition.

Figure 2.8: Ablation Results on MMM2

Ablation
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2.5.6 Ablation Results

By comparing the results of MASAC and LSF-SAC, we observe an im-

provement in both maps regarding the performance of LSF-SAC, which

con�rms the contribution of the latent state information assisted value

decomposition design.

Also, LSF-SAC with a =1.0 is able to achieve a higher winning rate and

faster convergence than MASAC. The performance gap between LSF-SAC

and MASAC demonstrates the importance of the proposed latent assistive

information and our design of entropy maximization specialized for value

decomposition methods. The performance gap between LSF-SAC and LSF-

SAC with �xed a indicates the necessity of self-updating temperature term

in balancing the trade-o� between promoting exploration and maximizing

the expected rewards.

Finally, although MSAC_DoubleQ delivers a learnable policy at a plodding

pace, this could potentially be the result of a complex model and relatively

continuous reward on this speci�c environment. Also, due to its redundant

network size, we �nd that MSAC_DoubleQ, with its double value function

design, takes a signi�cantly longer time for training. This proves TD advan-

tage with a single value function might be su�cient to optimize multi-agent

actor critics within value decomposition methods. Nevertheless, we observe

the design of the double Q network demonstrated the most stable training

process with the lowest variance among all ablated baselines.

2.6 Summary

In this chapter, we propose LSF-SAC, a novel framework that combines

latent state information-assisted individual value estimation for joint value
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function factorization and multi-agent entropy maximization, for collabo-

rative multi-agent reinforcement learning under the CTDE paradigm. We

introduce an information-theoretical regularization method for optimizing

the latent state information-assisted latent information generator to e�-

ciently and e�ectively utilize extra state information in individual value

estimation, while CTDE can still be maintained through a soft-actor-critic

design. We also propose one possible implementation of expanding the

o�-policy maximum entropy deep reinforcement learning to the multi-agent

domain with latent state information.

Empirical results show that our framework signi�cantly outperforms

the baseline methods on the SMAC environment. We further analyze the

key factors contributing to the performance in our framework by a set

of ablation studies. In future works, we plan to focus on expanding the

proposed method with better generation and utilization of the extra state

information with theoretical demonstrations of its assisting bene�ts.
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Chapter 3: Assisted Value Factorisation with Counterfactual

Predictions in Multi-Agent Reinforcement Learning

3.0.1 Model

Consider a fully cooperative multi-agent task as a decentralized partially

observable Markov decision process (DEC-POMDP) [ 65 ], given by a tuple

G = hI;S;U;P;r;Z;O;n;gi , where I � f 1;2; � � � ;ng is the �nite set of agents. The

state is given as s2 S, from which each agent draws its own observation from

the observation function oi 2 O(s; i) : S� A! O. At each timestamp t, each agent

i choose an action ui 2 U, composing a joint action selection u . A shared re-

ward is then given as r= R(s;a) : S� U! R, with the next state of each agent is s0

with transition probability function P(s0js;u) : S� U ! [0;1]. Each agent has an

action-observation history t i 2 T � (O� U)� from its limited local observations.

Then the overall objective is to �nd a joint policy � = hp1; :::;pni which corre-

sponds to the joint action-value function Q(st ;u t) = E[Rt jst ;u t ], that is used to

maximize the joint policy function V(� ;u ) = Es0:¥ ;u 0:¥ [å ¥
t= 0gtrt js0 = s;u 0 = u; � ]

, and g 2 [0;1) is the discount factor. Quantities in bold denote a joint quan-

tity across all agents, and quantities with super script i denote a quantity

speci�cally belonging to agent i.

3.0.2 Value Decomposition

Following the paradigm of CTDE, VDN [ 54 ] and QMIX [ 1] are popu-

lar and representative methods for value function decomposition which

learn a centralized action value Qtot through value decomposition assum-

ing its additivity and monotonicity. In VDN, per-agent sum of the local

value is used to calculate the action value Qtot = å n
a= 1Qa(t a;ua). In QMIX,
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a monotonic mixing function of each agents' local utilities is proposed as

Qtot(� ;u;s;q) = fq (s; [Q1(t 1;a1); :::;Qn(t n;an)]) , where ¶Qtot(� ;u )
¶Qi(t i ;ui)

> 0;8i 2 N . The

monotonic mixing function is able to ensure the global optimal Qtot yields

the same result as the set of individual optimal Qi , where fq is approximated

by the monotonic mixing network parameterized by q. The weights are

generated by a separate hyper-network that conditions the global state,

where its monotonicity is ensured by performing the absolution function

on generated parameters for non-negative mixing weights. Then QMIX is

trained in a way like DQN [ 54 ] with goal to minimize the squared TD error

on minibatch of b samples from the replay bu�er as å b
i= 1(Qtot(� ;u;s;q) � ytot)2

, where ytot = r + gmaxu0Qtot(� 0;u0;s0;q0), r is the global reward and q0 is the

parameters of the target network whose parameters are periodically copied

from q for training stabilization.

3.1 Motivation

In this chapter, we show that in partially observable MARL problems (as

exempli�ed by a multi-state matrix game), an agent's ordering over its own

actions could impose concurrent constraints on the representable action-

value Qtot in di�erent states. This restriction causes large estimation errors of

Qtot during training. It cannot be addressed by existing methods, e.g., adding

a state-value correction term (like QTRAN [ 21 ]) or introducing importance

weights on dominant state-actions (like WQMIX [ 22 ]). It aggravates the

relative over-generalization problem [ 86 ] � when fully decomposed, per-agent

value functions only depend on partial observations and local actions. It

renders optimal decentralized policies unlearnable when the employed value

function does not have enough representational ability. Solving tasks that

require signi�cant coordination in partially observable problems remains a
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key challenge.

The key insight of this chapter is that an accurate factorization in par-

tially observable MARL problems requires improved representation of the

value functions, which is crucial to supporting the learning of optimal de-

centralized policies [ 8� 14 ]. We propose a novel architecture, denoted as PAC,

for assisted value factorization with counterfactual predictions. It leverages

a counterfactual baseline that marginalizes out an agent's potential optimal

action while keeping all other agents' actions �xed. The counterfactual

predictions of potential optimal actions enable (i) training assistive informa-

tion that is generated using the variational inference method to expand the

representational ability of value functions, and (ii) directly optimizing the

factorization of Qtot through a new counterfactual loss. We note that in con-

trast to communication-based methods like NDQ [ 24 ], the use of assistive

information in PAC aims to directly improve per-agent value functions in

factorization. Minimizing our proposed counterfactual loss together with

an information bottleneck loss ensures that such assistive information is

relevant, optimal, and succinct for value function factorization in PAC.

Relying on the accuracy of assisted factorization, we further decouple the

decision-making of local value function (through separate policy networks)

from value function networks, which allows PAC to maintain full CTDE

despite the use of assistive information during training and also enables

the maximization of entropy to encourage exploration. The accuracy of

assisted factorization makes PAC outperform policy-based methods with

factorization like DOP [43] and FOP [45]), especially on di�cult tasks that

require more coordination among the agents since sub-optimality from one

agent's policy might propagate and aggravate the training of other agents

through the centralized critic [87].

42



In this chapter, we :

ˆ We propose a novel method, PAC, the �rst framework for value function

factorization by providing variational-encoded counterfactual predictions

as assistive information to facilitate per-agent value function estimation.

ˆ The counterfactual predictions can be e�ciently computed from a feed-

forward baseline Q� and based on a local search to facilitate direct opti-

mization of Qtot factorization through a new counterfactual loss.

ˆ PAC decouples individual agents' policy networks from value function

networks and thus maintains fully decentralized execution while enjoying

the bene�ts of assisted value function factorization. It also leads to an

entropy maximization MARL for more e�ective exploration.

ˆ We demonstrate the e�ectiveness of PAC and show that PAC signi�cantly

outperforms both state-of-the-art value-based and policy-based multi-

agent reinforcement learning algorithms on the StarCraft II micromanage-

ment challenge in terms of better performance and faster convergence.

3.2 Related Works

Cooperative multi-agent decision-making often su�ers from exponential

joint state and action spaces. Multiple approaches including independent Q-

learning and mean-�eld games have been considered in the literature, while

they do not perform well in challenging tasks or require homogeneous agents

[87 ]. A paradigm of centralized training and decentralized execution (CTDE)

has been proposed for scalable decision-making [ 30 ]. QPLEX [ 56 ] takes a

duplex dueling network architecture to factorize the joint value function.

Some of the key CTDE approaches include value function decomposition

and multi-agent policy gradient methods.
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Policy Gradient methods are considered to have more stable convergence

compared to value-based methods [ 31 , 45 , 88 ] and can be extended to

continuous action problems easily. A representative multi-agent policy

gradient method is COMA [ 40 ], which utilizes a centralized critic module

for estimating the counterfactual advantage of an individual agent. DOP

[43 ] uses factorized policy gradients with architecture similar to Qatten[ 44 ].

However, as pointed out in [ 16 , 41 ], multi-agent policy-based methods

like MADDPG[ 42 ] are still outperformed by value-based methods StarCraft

multi-agent challenge (SMAC) [18].

Decomposed actor-critic methods, which combine value function decom-

position and policy gradient methods with the use of decomposed critics

rather than centralized critics, are introduced to guide policy gradients.

VDAC [ 87 ] combined the structure of actor-critic and QMIX for the joint

state-value function estimation, while DOP [ 43 ] directly uses a network

similar to Qatten [ 44 ] for policy gradients with o�-policy tree backup and

on-policy TD. The authors of [ 43 ] pointed out that decomposed critics are

limited by restricted expressive capability and thus cannot guarantee the

convergence of global optima; even though the individual policies may con-

verge to local optima [ 45 ]. Extensions of the monotonic mixing function

have also been considered, e.g., QTRAN [ 21 ] and weighted QMIX [ 22 ]. But

solving tasks that require signi�cant coordination remains a key challenge.

Another related topic is representational learning in reinforcement learn-

ing. A VAE-based forward model is proposed in [ 46 ] to learn the state

representations in the environment. [ 47 ] considers a model to learn Gaus-

sian embedding representations of di�erent tasks during meta-testing. The

authors in [ 48 ] proposed a recurrent VAE model which encodes the obser-

vation and action history and learns a variational distribution of the task.
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NDQ [ 24 ] encodes the state information as communication messages be-

tween agents. [ 61 ] use an inference model to represent the decision-making

of the opponents. RODE [ 89 ] uses an action encoder to learn the action

representations in restricting the role action spaces for a reduced policy

search space. MAR [ 90 ] learns the metarepresentation for generalization

problems. Unlike previous work, our method focuses on learning informa-

tion from counterfactual predictions that are explicitly assistive for local

estimation and e�cient factorization.

3.3 Existing Limitations

The limitations of monotonic value function factorization in Partially

Observable Multi-state Problems have been identi�ed via single-state matrix

games, which inspired new algorithms like QTRAN [ 21 ] and Weighted-QMIX

[22 ]. In this chapter, we show in multi-state problems with partial ob-

servability, that one agent's ordering over its own actions could impose

concurrent inequality constraints on the joint action-value Qtot in di�erent

states, resulting in restrictive function representations of Qtot with large

estimate error.

Consider a Markov decision process (MDP) consisting of 2 states with

0.5 transition probabilities between them and two payo� matrices shown

in Figure 3.1(a). Suppose that agent 1 has the same partial observation o1

in states s(1) and s(2). Then, its per-agent value function q1(�; t 1) computed

from partial observation o1 are also the same in both states. Due to the

monotonicity of the mixing network (even though it is provided with complete

joint state information), for any u1 and u0
1 with ordering q1(u1; t 1) � q1(u0

1; t 1)

without loss of generality, we must simultaneously have Qtot(u1;u2;s(1)) �

Qtot(u0
1;u2;s(1)) and Qtot(u1;u2;s(2)) � Qtot(u0

1;u2;s(2)) for any action u2 of agent 2
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in both states. Representing Qtot on this restricted function class results

in signi�cant error in QMIX as shown in Figure 3.1(b). Although Weighted-

QMIX introduces an importance weighting on the dominant state-actions

of this game, it only improves the approximation in state 1 and yet causes

even higher error in state 2 (in Figure 3.1(c)). This is exactly because of

the inequality restrictions simultaneously imposed on both states, limiting

the representational ability of the value functions in partially observable

problems.

Clearly, additional information is needed to facilitate successful factor-

ization in these partially observable multi-state problems. It is also worth

noticing that even with agent-wise communications, NDQ [ 24 ] also fails

the task since the communication messages and related loss functions are

not designed to drive better factorization. It underscores the importance of

making e�ective use of the right information for successful factorization.

We put the results from other methods in Appendix A.3. Our proposed PAC

(in Figure 3.1(d)) addresses this issue by leveraging assistive information

trained by a novel notion of counterfactual predictions. More precisely,

counterfactual predictions of potentially optimal agent actions are readily

computed from an unrestricted, feed-forward baseline Q� . Training per-

agent value functions using a new counterfactual assistance loss leads to

substantially improved estimate Qtot and correct (argmaxQtot) in di�erent

states. We compare PAC with a number of state-of-the-art value-based and

policy-based methods with function factorizations and demonstrate its per-

formance in challenging partially observable tasks that require signi�cant

coordination.
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3.4 Methodology

To overcome the limitations of existing Value Decomposition methods

discussed in Sec. 3, in this section, we introduce the idea of assisted optimal

joint policy factorization and propose such a method under the multi-agent

soft actor-critic framework.

3.4.1 Framework overview

Fig. 3.2 shows the architecture of the learning framework. There are

three main components in PAC : (1) a weighted Qtot utilizing per-agent local

critics qi(ui ; t i ;mi), where mi serves as assistive information aiding value

factorization, (2) an unrestricted joint action estimator Q̂� , which serves as

a baseline estimator of Q� and allows the computation of counterfactual

predictions from a quick local search, and (3) an assisted information

generating module, which is able to utilize the deep variational bottleneck

method to encode the counterfactual optimal joint action selection. In

addition to TD errors for Qtot and Q� , the PAC system is trained using

three more loss functions: counterfactual assistance loss LCA for optimized

value function factorization, information bottleneck loss LLB for succinct

and e�ective assistive information generation, and local policy loss LLP for

training factorized agent policy with entropy maximization.

3.4.2 Generating Counterfactual Predictions

One of the key insights underlying this method is that the optimal

joint action selection u� from the centralized Q̂� can be used as a direct

information assisting Qtot explicitly. Although the complexity of computing

u � = argmax uE[Q� (s; t ; �)] is impractical as it grows in O(jUjn), however, it

48



F
ig

ur
e

3.
2:

T
he

ov
er

al
la

rc
hi

te
ct

ur
e

of
P

A
C

.W
ith

th
e

he
lp

of
as

si
st

iv
e

in
fo

rm
at

io
n,

m
�

i
t

,
co

un
te

rf
ac

tu
al

pr
ed

ic
tio

ns
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is possible to compute a local estimation of û � as û�
i = argmaxQ̂� (s; � ;u � i ; �),

which reduces the computational complexity from exponential to linear level

of O(n� jUj).

However, even with u � provided, in what manner it can bene�t value

function factorization is not researched. Directly feeding this to the policy

or critic network is counterproductive as the neural network can easily

learn that this speci�c input is the key to reducing the TD-error while it

is not helpful to explore or train the local policy and the training process

might stall. Using an extra loss function, e.g. cross-entropy, as an e�ort to

train the network to make decisions u that are close to u � sounds promising,

however, it only quanti�es the error without actually guiding the training

since it may trap the policy in local sub-optimum and further limits the

exploration process.

Inspired by di�erence rewards [91] and counterfactual baseline [40] for

policy gradients, we propose a counterfactual assistance loss. For each

agent a we can use an advantage function that compares the û� from Q� and

u from Qtot to a counterfactual baseline that marginalizes out the agent's

potential optimal action which relegates û�
a, while keeping all other agents'

action u � a �xed, a counterfactual assistance loss is proposed as:

L CA(u;p) = å
a

logp(ua
i jt a

i ) å
ui2[u � u�

i ]

[q(û�
i ;oi ;mi) � p(ui ;oi)q(ui ;oi ;mi)] (3.1)

This looks similar to calculating the counterfactual advantage as used in

COMA, however, in COMA such counterfactual advantage is calculated for

centralized critic which is computationally expensive and unstable which

limits its performance, while our counterfactual assistance loss provides

direct guidance in training the policy network towards the direction of u�
i . We
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later show in ablation studies that this loss is contributing to performance

improvements.

3.4.3 Generating Assistive Information

Additionally, we show û � can be encoded and then used as input for

local critics qi(ui ; t i ;mi), as assistive information aiding value factorization.

As previous works suggests [ 7, 24 ], we consider the information bottleneck

method [ 62 ], with the Markov chain o-m -û � during encoding. To be speci�c,

we regard the internal representation of the intermediate layer as stochastic

encoding mi of input source oi, with the goal to learn an encoding that is

maximally informative about the result û�
i . Formally, the objective for each

agent i can be written as:

JIB (� m) =
n

å
j= 1

�
Iqm

�
û�

j ;mi jo j ;m� j
�

� b I� m (mi ;oi)
�

(3.2)

mi is an instance of random variable of assistive information that is drawn

from multivariate Gaussian distribution N ( fm(oi ;qm); I )) , qm is the param-

eters of encoder fm and I is an identity matrix, a Lagrange multiplier pa-

rameter b � 0 is used to control the trade-o� between the encoding the

necessary information and reaching maximal compression. Yet this does

not lead to a learnable model, since this mutual information I is intractable.

With the help of variational approximation, speci�cally, deep variational

information bottleneck [ 64 ], we are able to parameterize this model using a

neural network. We then derive and optimize a variational lower bound of

such objectives as

L IB (� m) = Eoi � D ;mj � fm[� H [p(û�
j jo);qy (û�

j jo j ;m )]+ bDKL (p(mi joi)kqf (mi))] (3.3)
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where H is the entropy operator, DKL denotes Kullback-Leibler diver-

gence operator and qf (mi) is a variational posterior estimator of p(mi) with

parameters f . Using the loss above a message encoder fm with parameters

qm is trained to generate information mi � N ( fm(oi ;qm); I )) that is useful for

decision making. Compared to [ 7, 24 ] that encodes the general state infor-

mation and other agents' action selections as communication messages,

which can not reduce the uncertainties in action-value functions; using

the encoded û� as assistance information can provide an explicit direction

toward better individual value estimation and thus a joint value factorization.

Detailed derivations and proofs can be found inthe Appendix.

3.4.4 Factorized Policy Iteration with Entropy Maximization

We leverage factorized policies to maintain decentralized execution in

PAC despite the use of assistive information for training. Recent works

have shown that Boltzmann exploration policy iteration is guaranteed

to improve the policy and converge to optimal with unlimited iterations

and full policy evaluation[ 57 ], within MARL domain it can be de�ned as:

J(p) = å t E[r (st ;ut) + a H (p (�jst))] where a denotes the temperature parame-

ter that is used to adjust the balance between maximizing the entropy for a

better exploration and maximizing the expected reward. We present one pos-

sible method of expanding this to MARL problems, to achieve decentralized

policies in PAC and to encourage e�cient exploration.

Several recent works are proposed to expand actor-critic or soft-actor-

critic in to factorization based MARL methods [ 43 , 45 , 87 ], they all follow

a centralized critic with decentralized actors (CCDA) framework. In this

work, we train the actors in a centralized but factorized way. Unlike [ 87 ]

that reuses the local utility network for both actor or critic or [ 45 ] which
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consists of a soft V-network and a soft Q-network for local policy net, we

use a separate network as policy networks and propose a centralized but

factorized soft policy iteration with factorized Maximum-Entropy trained as:

L LP(p) = ED [� log� (u t j� t) � Qp
tot (st ; � t ;u t ;m t)]

= � qmix �
st ;Ep i

�
qi � t i

t ;u
i
t ;m

i
t
�

� a i logp i � ui
t jt

i
t
��� (3.4)

where qmix is the monotonic value decomposition network with ui � pi(oi) and

D is the replay bu�er used to sample training data.

As noted in previous research, choosing the temperature term in soft-

actor-critic is non-trivial as it can vary in an unpredictable way when the

policy becomes better as the training continues [ 45 ]. Instead of �nding

each individual temperature using approximation functions, since we use

a centralized but factored policy, we consider one global temperature that

is automatically adjusted by considering it as a constrained optimization

problem as a parameter that is trained independently with loss:

J (a ) = Eut � pt [� a i logpi(ut jst) � � H 0]; (3.5)

where H 0 is a �xed entropy term so the temperature term a is generally

decreasing such that the degree of exploration is reduced as the training

proceeds[57].

3.4.5 Training Process

So far we have discussed the components of our method, to formulate

the new scalable RL algorithm, we now explain the implementation and

the centralized training process for deep RL under DEC-POMDP. In the

decentralized execution phase, only the policy (agent) network (marked as
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local policy in Fig.1 ) is enabled so that full CTDE is maintained.

Algorithm 2 pseudocode for training PAC

1: for k = 0 to max_train_stepsdo
2: Initiate environment, critic network q, mixing network Q� ;Qtot, policy

network p, message encoder m
3: Initiate Replay bu�er D
4: for t = 0 to max_episode_limits do
5: For each agent i, take action ai � pi
6: Execute joint action a, observe reward r,

and observation � , next state st+ 1
7: Store ( � , a; r; �

0
) in replay bu�er D

8: end for
9: for t = 1 to T do

10: Sample trajectory minibatch B from D
11: Generate peer-assisted information

mi � N ( fm(oi ;qm); I )) , for i = 0 to n
12: Calculate Loss

L (q) = L LP + L CA+ L IB + L Q̂� + L Qtot

13: Update critic network and mixing network
� nn(q;Q � ;Q tot)  h Ñ̂L (q)

14: Update policy network
� (p)  h Ñ̂L (p)

15: Update encoding network
� m(m)  h Ñ̂L (q)

16: Update temperature parameter
a  h Ñ̂a

17: if t mod d = 0 then
18: Update target networks: � �  �
19: end if
20: end for
21: end for
22: Return �

Despite that monotonicity constraints limitations to the expressive power

of the mixing network, recent research [ 83 , 87 ] demonstrated that the IGM

principle [ 21 ] as equivalent to joint greed actions and individual greedy

actions is crucial, as it greatly promotes the sample e�ciency; meanwhile

most designs with only one unrestricted joint action-value function show

poor empirical performance[ 21 , 41 ], and thus we follow the design of WQMIX
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and keep both Qtot network and Q̂� network.

The Q̂� architecture (Green part in Fig. 1) is used as the estimator for

Q� from unrestricted functions, where its mixing network is a feed-forward

network that takes its local utilities. While the Qtot module (blue part in

Fig.1) looks similar to QMIX and many other factorized methods, there is

a signi�cant di�erence, for its local estimator is provided with assistive

information and the local value feeding to the network q(u; t i ;mi) is selected

based on local policy, rather than taking argmaxqi(�; t i ;mi). Then Qtot and Q�

are trained with the objective to reduce their respective loss as:

L Q̂� (q) = å
i

(Q̂� (s; � ; û ) � yi)2: (3.6)

L Qtot(q) = å
i

w(s;u)(Qtot(s; � ;u;m ) � yi)2 (3.7)

where ûi = argmaxqi(�; t i ;mi), yi = r + gQ̂� (s0; � 0;argmax̂u0Qtot(� 0; û0;s0; � )) with � �

being the parameters of the target network that are periodically updated

to stabilize the training. ui � pi(oi) and w(s;u) is the weighting function to

ensure the weighted projection can recover the correct maximal joint action-

value function for any Q[ 22 ]. In this work we follow the weighting function

design of OW-QMIX in WQMIX [ 22 ], as w = 1 if Qtot(s; � ;u;m ) � yi <0, w = a

otherwise. Note the action selection for the loss function in our method

is di�erent from the original design of QMIX and WQMIX. Apart from the

independently updated entropy term a , all other components (including the

message encoder) are trained in an end-to-end manner with the objective

to minimize the weighted sum of all losses proposed above, including the

counterfactual loss and information bottleneck loss as

L (q) = L LP + L CA+ L IB + L Q̂� + L Qtot (3.8)
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Detailed derivations can be found in the Appendix.

3.5 Evaluation

In this section, we compare the results with several state-of-the-art MARL

methods on Predator-Prey [ 82 ] and selected StarCraft Multi-Agent Challenge

(SMAC) [18 ] scenarios as benchmarks. More details on implementation,

experiment settings, and hyperparameters are included in the Appendix.

3.5.1 Cooperative Predator-Prey

We �rst consider Predator-Prey [ 82 ], which is a partially-observable multi-

agent environment that involves 8 agents in cooperation as predators to

catch 8 built-in-AI controlled units as prey on a 10x10 grid. Only when

two or more predator agents surround and capture the same prey at the

same time, it is considered a successful capture. We consider two settings:

a simpler task without failed capture punishment and a harder task with

a punishment reward of -2 when a capture attempt fails. This is to test

the baseline algorithms on relative over-generalization and monotonicity

constraint limitations. More details about this environment can be found

in Appendix A.3.2.

As shown in Fig. 3.3a, for the easy task value-based method like QMIX,

WQMIX can learn a policy that reaches the highest reward. However, in

this environment, we see the performance gap between state-of-the-art

value-based and policy-based methods since policy-based methods might

su�er from relative over-generalization problem [ 56 , 92 , 93 ] or making a

poor trade-o� in joint policy representation. Our work as an actor-critic

method can match the highest performance, although it takes a slightly

longer time to converge, potentially due to the training of the variational
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(a) PP without mis-capture penalty

(b) PP with mis-capture penalty

Figure 3.3: Results on Predator-Prey benchmark

inference models.

On the other hand, for the harder task that requires signi�cant coor-

dination among agents as shown in Fig. 3.3b, increased exploration and

joint representation capabilities are required to �nish the task which makes

WQMIX and PAC the only two methods capable of learning a usable policy.

Intuitively, when joint actions from uncoordinated decision-making occur

more than coordinated ones, the penalty term will then dominate the aver-

age return from the environment and further the value estimation of each
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agent's local utility. We attribute these performance improvements to the

use of entropy maximization which promotes more exploration attempts

and the higher coordination abilities from assistive information.

3.5.2 SMAC

We then consider the SMAC as the second benchmark, wherein each

agent controls a unit cooperating with other friendly units in combat against

the game's built-in AI-controlled units. In this chapter all SMAC experiments

are carried out utilizing the latest SC2.4.10, performance is always not

comparable across versions. We implemented our algorithm based on an

open-sourced codebase [ 83 ] and acquired the results of QMIX and WQMIX

from it. The combat can be symmetric (same units for both parties) or

asymmetric. Since it is shown that most state-of-the-art algorithms perform

really well on easy and medium maps, which limits the demonstration of

clear comparison and the potential improvements, we begin our test in six

maps including two hard maps ( 5m_vs_6m, 3s_vs_5z) and four super-hard

maps ( MMM2, 27m_vs_30m, 6h_vs_8z, corridor). Selected maps are classi�ed

as hard or super hard due to (i) very large action space like 27m-vs-30m, (ii)

requiring advanced exploration strategies like corridor (iii) requiring a higher

level of coordination between the agents like 6h_vs_8z etc. We use the same

default environment setting for all benchmark algorithms throughout the

test. Each baseline algorithm is trained with 4 random seeds and evaluated

every 10k training steps with 32 testing episodes. Details of the environment

setup and hyper-parameter settings are listed in Appendix.
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(a) 5m_vs_6m (hard)

(b) 3s_vs_5z (hard)

Figure 3.4: Results on SMAC benchmark(1)
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(a) MMM2 (super hard)

(b) 27m_vs_30m (super hard)

Figure 3.5: Results on SMAC benchmark(2)
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(a) 6h_vs_8z (super hard)

(b) corridor (super hard)

Figure 3.6: Results on SMAC benchmark(3)
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We choose state-of-the-art MARL algorithms as baseline including de-

composed actor-critic method: FOP [ 45 ] and DOP [ 43 ], decomposed policy

gradient method: VDAC [ 87 ], decomposed value based method: QMIX [ 1],

QPLEX [ 56 ] and WQMIX [ 22 ] and communication enabled value-based

method: NDQ [ 24 ]. In this section we refer WQMIX to ow-qmix as it shows

a general better performance than cw-qmix. Results are shown in Fig.4.

Overall, our method achieves the highest win rate compared to the baseline

algorithms in terms of higher performance or faster convergence, especially

on those maps that require more exploration and agents' coordination. As

previous research demonstrated, there is a gap between SOTA value-based

method and policy gradient methods, as the performance for most of them

is limited on those maps that require extensive exploration techniques.

Speci�cally, on 3s_vs_5z and 6h_vs_8z, PAC is able to train a usable policy

that outperforms all baseline algorithms. On corridor PAC and the selected

two value-based methods are able to learn a model, with our method con-

verging faster with slightly better performance, while policy-based methods

su�er from this map as it requires more exploration to �nd the speci�c

trick in winning this challenging scenario. Finally on relatively easier maps,

although most baseline algorithms hold a relatively close performance, the

value-based and policy-based method performance gap still exists. Although

FOP recently claimed to be the �rst multi-agent actor-critic method that

outperforms state-of-the-art value-based methods on SMAC, we empirically

found its limits when the chosen environment is substantially complicated

and harder. We especially observe that our method as an actor-critic method

has outperformed SOTA value-based MARL methods and brought signi�cant

improvements for actor-critic MARL.
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Figure 3.7: Ablations results comparing PAC and its hyperparameter-tuned
ablated versions on SMAC map MMM2

3.5.3 Ablation Studies

We conduct ablation experiments to validate the e�ectiveness and con-

tribution of each core component introduced in PAC on MMM2scenario in

SMAC. Namely, in Fig.5 we consider verifying the e�ect of (1) optimization

of temperature term in policy J (a ) by �xing a = 0:5 as PAC_�xed a , (2)

assisted information loss L IB by disable it as PAC_no_info, (3) counterfac-

tual assistance loss L CA by replace it with a simple cross-entropy loss as

PAC_CE_ Loss, (4) disable both L IB and L CA while substituting all û� with û

as PAC_disabled and (5) further remove the Q� structure from PAC_disabled

as PAC_No_Q� . In this way, overall we can observe PAC outperforms ablated

versions, especially by a large margin compared to PAC_disabled which

indicates that a general encoding of the state information without explicit di-

rection for training is not helpful and may also harm the training. Although
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PAC_CE_ Loss later acquires competitive results, it takes a longer time,

potentially due to the cross-entropy loss, in this case, trapped the training

in a local sub-optimum. By �xing the entropy term a at 0.5 seems to be a

balance point for maximizing the reward while promoting the exploration,

yet it brings a performance drop, indicating the importance of updating the

entropy term with its loss previously shown. PAC_No_Q� su�ers from the

most signi�cant performance drop after most core components are removed

from the original design. Such results validate how each component is

crucial for achieving performance through experiments.

3.6 Limitations

Although the empirical results of PAC demonstrated improvements over

both SOTA value-based and policy-based methods, at this stage, no strict

convergence guarantee to the optimum is provided due to the scope of

research. We also observe a higher variance in terms of the performance

of PAC than value-based methods, this might be because of the entropy-

maximization penalty. Also, we follow the tradition of parameter sharing

among the agents, thus the role assignment of formulating distinctive

behaving agents, which is another important topic was not considered.

Finally, the current non-parallel implementation of local search contributes

to around 15% of the training time without a parallel implementation.

3.7 Summary

In this chapter, we propose PAC, a multi-agent framework utilizing extra

state information as assistance for a better value function factorization,

under a centralized but factored soft-actor critic setting. With the newly
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proposed counterfactual optimal joint action selection used for training and

encoding assistance information, empirically we show our method not only

matches or outperforms both state-of-the-art policy-based and value-based

MARL algorithms on selected benchmarks but also bridges the gap between

the two. Future work will also explore more e�ective ways to formulate and

utilize extra state information to accelerate the training and tackle tasks in

more complicated environments.
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Chapter 4: Regret Minimization for Monotonic Value Function

Factorization in Multi-Agent Reinforcement Learning

4.1 Motivation

It is known that value function factorization can be viewed as an opera-

tor [ 94 ], which �rst computes the optimal joint action value functions as

targets and then projects them onto the space representable by monotonic

function classes[ 95 � 101 ]. The projected monotonic mixing functions enable

e�cient maximization yet allow decentralized decision-making. However,

it also poses representational limitations. For instance, QMIX leverages a

universal approximator for non-linear monotonic mixing functions. It pre-

vents QMIX from e�ciently representing joint action value functions where

agents' orderings of their action choices depend on each other [ 15 ]. Later,

the authors in the papers [ 22 , 102 � 106 ] proposed an improved projection

using Weighted QMIX (WQMIX). It assigns higher weights to the values

of optimal joint actions than the suboptimal ones, resulting in a better

projection that more accurately represents these optimal values. However,

WQMIX relies purely on a heuristic design � such as Centrally-Weighted (CW)

and Optimistically-Weighted (OW) � where such weight term is a constant.

Finding an optimal projection onto the monotonic function class is still an

open problem[107�111].

To this end, we propose ReMIX, formulating the optimal projection prob-

lem for value function factorization as a regret minimization over the pro-

jection weights of di�erent state-action values. Speci�cally, we construct

an optimal policy following the optimal joint action-value function and a

restricted policy using its projection onto monotonic mixing functions. A pol-
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icy regret is then de�ned as the di�erence between the expected discounted

reward of the optimal policy and that of the restricted policy[112�119]. By

minimizing such policy regret through an upper bound, we can narrow the

gap between the optimal and restricted policies and thus force the projected

monotonic value function to approach the optimal one during learning,

leading to an optimal monotonic factorization with minimum regret. We

note that while policy regret minimization has been employed to formulate

various optimizations in reinforcement learning, such as optimal priori-

tized experience replay [ 120 ] and loss function design [ 121 ], to the best

of our knowledge, this is the �rst proposal for optimizing value function

factorization in MARL through policy regret minimization.

We show that the proposed regret minimization can be solved via the

Lagrangian method [ 122 ] considering an upper bound. By examining a

weighted Bellman equation involving monotonic mixing functions and per-

agent critics, we leverage the implicit function theorem [ 123 ] and derive

Karush�Kuhn�Tucker (KKT) [ 124 ] conditions to �nd the optimal projection

weights in closed form. Our results highlight the key principles contributing

to optimal monotonic value function factorization. The optimal projection

weights can be interpreted to consist of four components: Bellman error,

value underestimates, the gradient of the monotonic mixing function, and

the on-policiness of available transitions. We note that the �rst two terms

relating to Bellman error and value underestimates are consistent with the

weighting heuristics proposed in WQMIX, thus providing a quantitative

justi�cation and recovering WQMIX as a special case. More importantly,

our analysis reveals that an optimal value function factorization should also

depend on the gradient of the monotonic mixing function and the positive

impact of more current transitions.
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Following the theoretical results, we provide a tractable approximation

of the optimal projection weights and propose a MARL algorithm of ReMIX

with regret-minimizing monotonic value function factorization. We validate

the e�ectiveness of ReMIX in Predator-Prey [ 82 ] and SMAC. Compared with

state-of-the-art factorization-based MARL algorithms (e.g., WQMIX, QPlex,

FOP, DOP), ReMIX is shown to better cope with environments with non-

monotonic value functions, resulting in improved convergence and superior

empirical performance.

The main contributions of this chapter are as follows:

ˆ We propose a novel method, ReMIX, formulating the optimal value

function factorization as a policy regret minimization and solving the

weights of the optimal projection in closed form.

ˆ The theoretical results and tractable weight approximations of ReMIX

enable cooperative MARL algorithms with improved value function

factorization.

ˆ Experiment results of ReMIX in Predator-Prey and SMAC environments

demonstrate superior convergence and empirical performance over

state-of-the-art factorization-based methods. We further perform abla-

tion studies to demonstrate the contribution of each component in our

design.

4.2 Related Work

4.2.1 Value Decomposition Approaches

Value decomposition approaches [ 6, 7, 86 , 125 ] are widely used in value-

based MARL. Such methods integrate each agent's local action-value func-

tions through a learnable mixing function to generate global action values.
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For instance, VDN [ 54 ] and QMIX estimate the optimal joint action-value

function Q� as Qtot with di�erent formations. VDN aims to learn a joint

action-value function Qtot of the sum of individual utilities for each agent.

QMIX calculates Qtot by combining the mentioned utilities via a contin-

uous state-dependent monotonic function, generated by a feed-forward

mixing network with non-negative weights. QTRAN [ 21 ] and QPLEX fur-

ther extend the class of value functions that can be represented. Besides

value-based factorization algorithms, some works extend the value decom-

position method to policy-based actor-critic algorithms. In VDAC [ 19 ], a

factorized actor-critic framework compatible with A2C can obtain a rea-

sonable trade-o� between training e�ciency and algorithm performance.

Recently proposed FOP [ 45 ] provides a new way to factorize the optimal

joint policy induced by maximum-entropy MARL into individual policies.

DOP [43 ] addresses the issue of centralized-decentralized mismatch and

credit assignment in both discrete and continuous action spaces in the

multiagent actor-critic framework. In this paper, we recast the problem of

projecting an unrestricted value function onto monotonic function classes

as a policy regret minimization, whose solution allows us to �nd the optimal

projection weights to obtain an improved value function factorization.

4.2.2 Weighting Scheme in WQMIX

QMIX restricts the joint action-value function to be a monotonic mix-

ing of agents' utilities, such that Qtot(� ;u) = fs(Q1(t 1;u1); : : : ;Qn(t n;un)) where

¶ fs
¶Qa � 0;8a 2 A � 1; : : : ;n, preventing it from projecting non-monotonic joint

action representation. WQMIX solved the limitation by introducing the

weights into the projection to retrieve the optimal policy. The WQMIX

algorithms - OW and CW QMIXs - can place more importance on the
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better Qtot in minimizing the loss: å b
i= 1w(� ;u)(Qtot(� ;u;q) � ȳi)2, where ȳi =

r + gQ̂� (� 0;argmaxu0Qtot(� 0;u0;q � )) is the �xed target, Q̂� is the unrestricted

joint action-value function, and w is the weighting function 1 . For example,

in OW, the w is given by:

w(� ;u) =

8
>><

>>:

1 Qtot(� ;u) < ȳi

a otherwise :
(4.1)

When a transition is overestimated in the OW paradigm, it will be as-

signed with a constant weight a 2 (0;1]. Compared to OW, CW has a similar

mechanism but assigns weights to a transition whose joint action u is not

the best. We note that while insightful, these methods are based on heuris-

tic designs of projection weights. Finding optimal projection weights for

monotonic value function factorization is still an open problem. In this

paper, we reformulate the problem as a policy regret minimization and solve

the optimal projection weights in closed form by relaxing the objective and

the Lagrangian method.

4.3 Policy Regret

The object of MARL is to �nd a joint policy p that can maximize the

expected return: h (p) = Ep [å ¥
i= 0girt+ i ]. For a �xed policy, the Markov decision

process becomes a Markov reward process, where the discounted stationary

state distribution is de�ned as dp(s). Considering the partially observable

scenario of MARL, we replace the state in discounted state distribution with

agents' action observation histories 2 , i.e., dp(� ). Similarly, the discounted

1WQMIX de�nes the weight as w(s;u). Considering Dec-POMDP with the CTDE paradigm,
w(s;u) is equivalent to w(� ;u).

2Decentralized MARL problems inherently follow POMDPs, where history-based functions
and distributions will re�ect the impact of partial observability.
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history action distribution is de�ned as dp(� ;u) = dp(� )p(uj� ). Then, we will

have the expected return rewritten as h (p) = 1
1� gEdp (� ;u)[r(s;u)].

We assume there exists an optimal joint policy p � such that p � = argmaxp h(p).

The regret of the joint policy p is de�ned as regret (p) = h (p � ) � h (p). The

policy regret measures the expected loss when following the current pol-

icy p instead of optimal policy p � . Since h (p � ) is a constant, minimizing

the regret is consistent with maximizing of expected return h (p). In this

chapter, we use regret as an alternative optimization objective for �nding

the optimal projection in MARL, along with multiple constraints, e.g., the

Bellman equation and the sum of projection weights. By minimizing the

regret, the current policy pk following a monotonic value factorization will

approach the optimum p � following an unrestricted value function.

4.4 Weighting Scheme in WQMIX

QMIX restricts the joint action-value function to be a monotonic mix-

ing of agents' utilities, such that Qtot(� ;u) = fs(Q1(t 1;u1); : : : ;Qn(t n;un)) where

¶ fs
¶Qa � 0;8a 2 A � 1; : : : ;n, preventing it from projecting non-monotonic joint

action representation. WQMIX solved the limitation by introducing the

weights into the projection to retrieve the optimal policy. The WQMIX

algorithms - OW and CW QMIXs - can place more importance on the

better Qtot in minimizing the loss: å b
i= 1w(� ;u)(Qtot(� ;u;q) � ȳi)2, where ȳi =

r + gQ̂� (� 0;argmaxu0Qtot(� 0;u0;q � )) is the �xed target, Q̂� is the unrestricted

joint action-value function, and w is the weighting function 3 . For example,

3WQMIX de�nes the weight as w(s;u). Considering Dec-POMDP with the CTDE paradigm,
w(s;u) is equivalent to w(� ;u).
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in OW, the w is given by:

w(� ;u) =

8
>><

>>:

1 Qtot(� ;u) < ȳi

a otherwise :
(4.2)

When a transition is overestimated in the OW paradigm, it will be as-

signed with a constant weight a 2 (0;1]. Compared to OW, CW has a similar

mechanism but assigns weights to a transition whose joint action u is not

the best. We note that while insightful, these methods are based on heuris-

tic designs of projection weights. Finding optimal projection weights for

monotonic value function factorization is still an open problem. In this

chapter, we reformulate the problem as a policy regret minimization and

solve the optimal projection weights in closed form by relaxing the objective

and the Lagrangian method.

4.5 Optimal Projection onto Monotonic Value Functions

4.5.1 Problem Formulation as Regret Minimization

Let Q� be the unrestricted joint action value function and

Qtot = fs(Q1(t 1;u1); : : : ;Qn(t n;un)) be its estimation obtained through a mono-

tonic mixing function fs(�) of per-agent utilities Qa(t i ;ui) for a = 1; : : : ;n. For

simplicity of notations, we use Qk to denote Qtot at step k. Adopting B � Q�
k� 1

as the target with a Bellman operator B � , we update Qk in tandem using

a weighted Bellman equation: Qk = argminQ2Q Em[wk(� ;u)(Q� B � Q�
k� 1)2(� ;u)],

where wk(� ;u) are non-negative projection weights for di�erent transitions

that need to be optimized. This projects the unrestricted value function

onto a monotonic function class Q 2 Q.

To formulate the policy regret with respect to this projection, we con-
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sider a Boltzmann policy pk following the agent's individual utilities Qa
k

obtained from such monotonic value factorization, i.e., pk = [ p1
k ; :::;pn

k ]T and

pa
k = eQa

k(t a;ua)=[å t a;u0
a
eQa

k(t a;u0
a)], as well as a similar policy p � following the unre-

stricted value function Q� that is de�ned over joint actions in the Boltzmann

manner. Our objective is to minimize the policy regret h (p � ) � h (p) over

non-negative projection weights under relevant constraints, i.e.,

min
wk

h(p � ) � h (pk)

s.t. Qk = arg min
Q2Q

Em[wk(� ;u)(Q� B � Q�
k� 1)2(� ;u)];

Em[wk(� ;u)] = 1; wk(� ;u) � 0;

Qk(� ;u) = fs(Q1(t 1;u1); : : : ;Qn(t n;un)) ;

(4.3)

where p � and pk are policies in the Boltzmann fashion following the unre-

stricted and monotonic value functions, respectively. The projection weights

must sum up to 1, and m is the data distribution that we sample data from

the replay bu�er. An additional table to summarize and explain the all given

notations is provided in the Appendix.

4.5.2 Solving Optimal Projection Weights

The solution to this optimization problem relies on the monotonic func-

tion fs(�) represented by a mixing network, which takes the state and agent

networks' output Qa
k as inputs and generates an estimate of joint value func-

tion Qtot. Solving the regret minimization problem through the Lagrangian

method requires analyzing the KKT conditions. Thus, we �rst �nd the

�rst-order derivative of the monotonic mixing network, which will also be

leveraged to �nd an optimal solution. The mixing network is a universal

approximator consisting of a two-layer network of non-negative weight [ 94 ].
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We compute its �rst-order derivative in the following lemma.

Lemma 2. Considering a two-layer mixing network of the weight matrix

W1;W2, bias b1;b2 and activation function h(�), the derivative of Qtot over one of

the local utilities Qa is:

f 0
s;Qa =

¶Qtot

¶Qa = h0
Qa(~QTW1 + b1)

m

å
j= 1

w1
a jw

2
j ;

where ~Q = [ Q1; : : : ;Qn]T. W1;W2 are the n� m and 1� m matrix correspondingly,

with the respective elements w1
i j and w2

j in each matrix. n is the agent number,

and m is the width of the mixing network.

Proof. See Appendix A.1.3.

Given that the monotonic mixing function is smooth and di�erentiable,

we consider an upper bound of the regret objective (obtained using a relax-

ation and Jensen's inequality) and formulate its Lagrangian by introducing

Lagrangian multipliers with respect to the constraints. It allows us to solve

the proposed regret-minimization problem and obtain optimal projection

weights in closed form (albeit with a normalization factor Z� ).

Theorem 3 (Optimal weighting scheme) . Under mild conditions, the optimal

weight wk(s;u) to a relaxation of the regret minimization problem in (5.1) with

discrete action space is given by:

wk(� ;u) =
1
Z� (Ek(� ;u)+ ek(� ;u)) ; (4.4)

where when Qk � B � Q�
k� 1, we have

Ek(� ;u) =
dpk(� ;u)
m(� ;u)

(B � Q�
k� 1 � Qk) exp(Q�

k� 1 � Qk)

 
n

å
j= 1

1� p j

f 0
s;Q j

� 1

!

;
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and otherwise (i.e., when Qk > B � Q�
k� 1), we have

Ek(� ;u) = 0;

where Z� is the normalization factor, and ek(� ;u)) is a negligible term when

the probability of reversing back to the visited state is small, or the number of

steps agents take to revisit a previous state is large.

Proof. We give a sketch of the proof below and provide the complete proof

in Appendix A.2. The derivation of optimal weights consists of the follow-

ing major steps: (i) Use a relaxation and Jensen's inequality to obtain a

more tractable upper bound of the regret objective for minimization. (ii)

Formulate the Lagrangian for the new optimization problem and analyze

its KKT conditions. (iii) Compute various terms in the KKT condition and,

in particular, analyze the gradient of Qk with respect to weights pk (de�ned

through the weighted Bellman equation) by leveraging the implicit function

theorem (IFT). (iv) Derive the optimal projection weights in closed form by

setting the Lagrangian gradient to zero and applying KKT and its slackness

conditions.

Step 1: Relaxing the objective and adopting Jensen's inequality. To begin

with, we replace the original optimization objective function, the policy

regret, with a relaxed upper bound. This replacement can be achieved

through the following inequality since both sides of the equation have the

same minimum:

h (p � ) � h (pk) � Edpk(� )[(Q
�
k� 1 � Qk)( � ;u� )] + Edpk(� ;u)[(Qk � Q�

k� 1)( � ;u)]: (4.5)

The proof of this result is given in Appendix. The key idea is to rewrite

the regret using the expectation of the action-value functions with respect
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to discounted distribution dpk. After that, we adopt Jensen's inequality [ 126 ]

to continue relaxing the intermediate objective function based on a con-

vex function g(x) = exp(� x). Thus, a new optimization objective generated

from (5.4) becomes:

min
wk

� logEdpk(� )[exp(Qk � Q�
k� 1)( � ;u� )] � logEdpk(� ;u)[exp(Q�

k� 1 � Qk)( � ;u)];

(4.6)

where the constraints still hold for the new optimization objective.

Step 2: Computing the Lagrangian. In this step, we leverage the La-

grangian multiplier method to solve the new optimization problem in (5.5) .

For simplicity, we use pk that absorbs the data distribution m into wk. The

constructed Lagrangian is:

L (pk; l ;n) = � logEdpk(� )[exp(Qk � Q�
k� 1)( � ;u� )]

� logEdpk(� ;u)[exp(Q�
k� 1 � Qk)( � ;u)]

+ l (å
� ;u

pk � 1) � nTpk;

where pk is the weight wk multiplied by the data distribution m, and l ;n are

the Lagrange multipliers.

Step 3: Computing the Gradients Required in the Lagrangian. According

to the �rst constraint in (5.1) , the gradient ¶Qk
¶ pk

can be computed via IFT

given by:
¶Qk

¶ pk
= � [diag(pk)]

� 1[diag(Qk � B � Q�
k� 1)]:

We also derive the gradient ¶dpk(� ;u)
¶ pk

for solving the Lagrangian. The

derivation details are given in the Appendix.

Step 4: Deriving the Optimal Weight. After having the equation for two

gradients and an expression of the Lagrangian, we can compute the optimal
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pk via an application of the KKT conditions, which needs to set the partial

derivative of the Lagrangian equaling to zero, as ¶L (pk;l ;n)
¶ pk

= 0, where the

optimal weight wk can be acquired from the pk.

The theoretical results shed light on the key factors determining an opti-

mal projection onto monotonic mixing functions. Speci�cally, the optimal

projection weights consist of four components relating to Bellman error,

value underestimation, the gradient of the monotonic mixing function, and

the on-policiness of available transitions. We will interpret these four com-

ponents next and develop a deep MARL algorithm through approximations

of the optimal projection weights.

Bellman error B � Q�
k� 1 � Qk: Qk is the estimation of the action-value func-

tion after the Bellman update. This term measures the distance between

the estimation and the Bellman target. A large di�erence in this term

means higher hindsight Bellman error. Due to the KKT slackness condi-

tion, our analysis indicates that the optimal projection weight is zero when

Qk > B � Q�
k� 1 is an overestimate of the target value, and otherwise, a higher

weight should be assigned when Qk is more underestimated.

Value underestimation exp(Q�
k� 1 � Qk): If Qtot after the Bellman update at

current step k is smaller than optimal Q�
k� 1, it results in an underestimate.

In this case, we will assign a higher weight (always larger than 1) to this

transition, which is proportional to the exponential of this underestimation

gap. In contrast, when overestimating (with a negative gap), the assigned

weight becomes lower and always smaller than 1. This is important because

an underestimate of function approximation may lead to a sub-optimal Qk

estimation and thus non-optimal action selections.
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4.5.2.1 Gradient of the mixing network

It turns out that the optimal projection weights also depend on the

inverse of the gradient of the monotonic mixing function fs(�), which is a

new result. Intuitively, the optimal projection weights would become higher

when the monotonic mixing function is insensitive to underlying per-agent

utility values (i.e., having a small, positive gradient). We view this result as a

form of normalization with respect to di�erent shapes of monotonic mixing

function fs(�). In practical algorithms, we often use the two-layer mixing

network with non-negative weights to approximate the monotonic function

fs(�) to produce Qk. The parameters of the mixing network are updated every

step, and the gradient value, å n
j= 1

1� p j

f 0
s;Qj

� 1, can be readily computed from

these parameters. We have provided an instance regarding calculating the

gradient of a two-layer mixing network in Lemma 2. It is worth noting that

similar gradients can also be obtained for other value function factorization

methods.

4.5.2.2 Measurement of on-policy transitions

The e�cient update of the joint action value function can be achieved by

focusing on transitions, dpk(� ;u)
m(� ;u) , that are more possibly to be visited by the

current policy, i.e., with a higher dpk(� ;u). Adding this term can speed up

the search for the optimal Qk close to Q�
k� 1.

4.5.3 Proposed Algorithm

Our analytical results in Theorem 4 identify four key factors determining

the optimal projection weights. Interestingly, the �rst two terms, relating

to Bellman error and value underestimation, recover the heuristic designs
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Algorithm 3 Remix

1: Initialize step, the parameters of mixing network, agent networks, and
hyper-network.

2: Set the learning rate a and replay bu�er D
3: let q � = q
4: for step = 1 : step max do
5: k = 0;s0 = initial state
6: while sk 6= terminal and k < episode limit do
7: for each agent a do
8: t a

k = t a
k� 1 [ (ok;uk� 1)

9: ua
k =

(
argmaxua

k
Q(t a

k ;ua
k) with probability 1� e

randint(1; jUj) with probability e
10: end for
11: Obtain the reward rk and next state sk+ 1
12: Store the current trajectory into replay bu�er D = D [ (sk;uk; rk;sk+ 1)
13: k = k+ 1;step = step + 1
14: end while
15: Collect b samples from the replay bu�er D following uniform distri-

bution m.
16: for each timestep k in each episode in batch b do
17: Evaluate Qk, Q� and target values
18: Obtain the utilities Qa from agents' local networks, and compute

the individual policy pa
k

19: Compute the weight:

20: wk µ

8
<

:
(B � Q�

k� 1 � Qk) exp(Q�
k� 1 � Qk)

�

å n
j= 1

1� p j

f 0
s;Qj

� 1
�

when Qk � B � Q�
k� 1

0 when Qk > B � Q�
k� 1

21: end for
22: Minimize the Bellman error for Qk weighted by wk, update the network

parameter q:
23: q = q � a (Ñq

1
b å b

i wk(Qk � yi)2).
24: if update-interval steps have passed then
25: q � = q
26: end if
27: end for

in WQMIX. Speci�cally, when the Bellman error of a particular transition

is high, which indicates a wide gap between Qk and Q�
k� 1, we may consider

assigning a larger weight to this transition. Similarly, value underestimation

works as a correction term for incoming transitions: based on the di�erence
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of current Qk and ideal Q�
k� 1, it will compensate the underestimated Qk

with larger importance while penalizing overestimated Qk with a smaller

weighting modi�er, consistent with OW scheme in (4.2).

Additionally, our analysis identi�es two new terms: the gradient of the

monotonic mixing function and measurement of on-policy transitions, which

are crucial in obtaining an optimal projection onto monotonic value function

factorization. As discussed, we interpret the gradient term in optimal weights

as a form of normalization � by increasing the weights for transitions, where

the monotonic mixing function is less sensitive to the underlying per-agent

utility, and decreasing the weights otherwise. The measurement of on-policy

transitions in the weighting expression emphasizes the useful information

carried by more current, on-policy transitions.

Following these theoretical results, we provide a tractable approximation

of the optimal projection weights and propose a MARL algorithm, ReMIX,

with regret-minimizing projections onto monotonic value function factoriza-

tions. The procedure of ReMIX can be found in Algorithm 3. We consider a

new loss function with respect to the optimal projection weights wk applied

to the Bellman equation of Qk (considering Qtot at step k), i.e.,

LReMIX =
b

å
i= 1

�
wi(� ;u)(Qk � yi)2(� ;u)

�
; (4.7)

where b is the batch size, and yi = B � Q�
k� 1 is a �xed target using an un-

restricted joint action-value function that can be approximated using a

separate network similar to WQMIX.

To compute the projection weights for Bellman error and value underesti-

mation terms, we again leverage the unrestricted joint action-value function

Q� to compute them quantitatively. We note that the Bellman error term
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also works as the condition in Theorem 4 for deciding whether the weight

should be zero. The gradient of the monotonic mixing network can be di-

rectly computed using Lemma 2. Ideally, we would also want to include

measurement of on-policy transitions term in the calculation, but it is not

readily available since distribution dpk(� ;u) in the numerator is di�cult

to acquire. Thus, we take an approach similar to existing work [ 127 ] and

show that the other terms in the derived optimal weights are enough to

provide a good estimate and lead to performance improvements. To account

for the unknown normalization factor Z� and improve the stability of the

training process, we map the projection weights to a given range, which

is modeled as a hyperparameter of our algorithm. We provide numerical

results adjusting them in the experiment section.

4.6 Evaluation

In this section, we present our experimental results on Predator-Prey

and SMAC and demonstrate the e�ectiveness of ReMIX by comparing the

results with several state-of-the-art MARL baselines. Besides, we visualize

the optimal weight pattern in heat maps to show the step-wise weight assign-

ment for each transition. Additionally, we conduct the ablation experiments

by disabling each term in Theorem and deliver the sensitivity experiments

regarding the normalization factor. More details about the environment and

hyper-parameter setting are provided in the Appendix. The code of this work

is available on GitHub (see supplementary �les during the review period).

4.6.1 Predator-Prey

To start with, we consider a complex partially-observable multi-agent co-

operative environment, Predator-Prey, that involves 8 agents in cooperation
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(a) No punishment

(b) Punishment = � 0:5

Figure 4.1: Average reward per episode on the Predator-Prey tasks for ReMIX
and other baseline algorithms of 4 settings.

as predators to catch 8 prey on a 10 � 10 grid. In this task, a successful

capture with the positive reward of 1 must include two or more predator

agents surrounding and catching the same prey simultaneously, requiring

a high level of cooperation. A failed coordination between agents to capture

the prey, which happens when only one predator catches the prey, will

receive a negative punishment reward. The greater punishment determines

the degree of monotonicity. Algorithms that su�er from relative overgen-

eralization issues or make poor trade-o�s in joint action-value function
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(a) Punishment = � 1:5

(b) Punishment = � 2

Figure 4.2: Average reward per episode on the Predator-Prey tasks for ReMIX
and other baseline algorithms of 4 settings.

projection will fail to solve this task.

We select multiple state-of-the-art MARL approaches as baseline algo-

rithms for comparison, which include value-based factorization algorithm

(i.e., QMIX, WQMIX, and QPLEX), decomposed policy gradient method (i.e.,

VDAC), and decomposed actor-critic approaches (i.e., FOP and DOP). All

mentioned baseline algorithms have shown strength in handling MARL

tasks in existing works.

Figure 6.3 shows the performance of seven algorithms with di�erent

83



punishments, where all results demonstrate the superiority of ReMIX over

others. Besides, regarding e�ciency, we can spot that ReMIX has the fastest

convergence speed in seeking the best policy. In Figure 6.3b and 4.2b,

ReMIX signi�cantly outperforms other state-of-the-art algorithms in a hard

setting requiring a higher level of coordination among agents as learning

the best policy with improved joint action representation is required in this

setting. Most algorithms, such as QMIX, FOP, and DOP, end up learning a

sub-optimal policy where agents learn to work together with limited coor-

dination. Although ReMIX and WQMIX acquired good results eventually,

compared to the latter, ReMIX achieves better performance and converges

to the optimal policy profoundly faster than WQMIX, demonstrating that

our optimal weighting approach can generate a better joint action-value

projection.

4.6.2 SMAC

Next, we evaluate ReMIX on the SMAC benchmark. We report the ex-

periments on six maps consisting of one easy map, two hard maps, and

three super-hard maps. The selected state-of-the-art baseline algorithms

for this experiment are consistent with those in the Predator-Prey environ-

ment. The empirical results are provided in Figure 5.5, demonstrating that

ReMIX can e�ectively generate optimal weight projection for joint actions

on SMAC for achieving a higher win rate, especially when the environment

becomes substantially complicated and harder, such as MMM2 . We can see

that several state-of-the-art policy-based factorization algorithms are brittle

when signi�cant exploration is undergone since joint action representations

generated by them are sub-optimal.

Speci�cally, ReMIX performs well on an easy map 1c3s5z in Figure 4.3a,
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(a) 1c3s5z (easy)

(b) 3s_vs_5z (hard)

Figure 4.3: Results of 6 maps (from easy to super hard) on the SMAC
benchmark.

albeit holding the comparable performance among algorithms. On hard

maps, such as 3s_vs_5z , the best policy found by our optimal weighting
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(a) 5m_vs_6m (hard)

(b) 6h_vs_8z (super hard)

Figure 4.4: Results of 6 maps (from easy to super hard) on the SMAC
benchmark.

approach signi�cantly outperforms the remaining baseline algorithms re-

garding winning rate. For super-hard map 6h_vs_8z , MMM2 , and corridor ,
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(a) MMM2 (super hard)

(b) corridor (super hard)

Figure 4.5: Results of 6 maps (from easy to super hard) on the SMAC
benchmark.

ReMIX, along with QMIX, WQMIX, and QPLEX, can learn a better policy

than VDAC, DOP, and FOP. We achieve the highest winning rate by adopting
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our algorithm on 6h_vs_8z and MMM2 . Compared to our method, QMIX

and WQMIX su�er from this map as their joint action representations

are oblivious to some latent factors, such as the shape of the monotonic

mixing network, and therefore fail to generate an accurate joint action

representation. On corridor , ReMIX manages to learn the model with bet-

ter performance than WQMIX, QPLEX, and other policy-based algorithms,

though standard QMIX has the fastest convergence rate among all baseline

algorithms.

4.6.3 Optimal Weight Pattern

Figure 4.6: Heatmap pattern of generated optimal weights (left) and WQMIX
weights (right) used in the Predator-Prey environment. The training episodes range
from 0 to 1M.

In this part, we draw heat maps of the projecting weight probability

distributions of ReMIX and WQMIX as the training proceeds to better vi-

sualize and compare the weight evolution pattern of transitions sampled
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as in a minibatch, shown in Figure 4.6. Adopted weights are generated

from the Predator-Prey task with a punishment of -2. We re-scale the ab-

solute value of the transition number to logarithmic probability for scale

normalization. As shown in the �gure, the probability value of a certain

weight is represented by colors, decreasing from 0 in light yellow to -10 in

black. The vertical axis represents the training steps, and the horizontal

axis represents the normalized weight value, where ours ranges from 0.1 to

1 and WQMIX is either 0.1 or 1.

The heat map e�ectively shows the general trend of the weight evolution

pattern at di�erent steps. For WQMIX on the Figure 4.6 right, with the

training of the algorithm, the transitions with the smaller weight (0.1)

will become more, and those with the larger weight (1) will become fewer.

Evolution like this happens since the transitions will approach optimal as

the training goes on, while the algorithm will still take all transitions as

potential overestimations and assign smaller weights to them as adjustments.

A similar evolution pattern can be found in our weight pattern. On the

left of Figure 4.6, during the training, the transitions with higher weights

become less, and most transitions will migrate to the bottom right with

lower weights, which empirically recovers the heuristic in WQMIX.

Moreover, as an optimal weight projection is used in ReMIX, we will

assign di�erent weights to transitions based on evaluating every one of

them. We notice that some transitions are assigned with medium weight

during the training, given by the light yellow spots on the left of Figure 4.6.

Such a phenomenon demonstrates that the binary-weighted projections in

WQMIX are not always accurate. Hence, ReMIX considers all transitions by

applying optimal weights to their projections, leading to better results, which

also illustrates the performance gap with other algorithms like WQMIX in
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Figure 4.7: Sensitivity of normalizing the minimum weight to 0.1, 0.5, and
0.8.

previous experiments.

4.6.4 Sensitivity Experiment regarding Normalization

We run the experiment in the Predator-Prey environment with a punish-

ment of -1.5 to report the sensitivity with respect to the di�erent normaliza-

tion of weight ranges. We keep the maximum normalized weight as 1 but

test the e�ects of using di�erent minimums, which are 0.1, 0.5, and 0.8.

As shown in Figure 4.7, the experiment results are sensitive to the range

of the normalized weight. When we map the weight to a minimum of 0.5,

the agents in this task can only �nd a sub-optimal solution. It may be

because there exist many overestimations in this task. The joint action

representation generated at the is not accurate. Higher minimum weight

normalization damages the capability of ReMIX to adjust the projection to

retrieve a precise representation rapidly. Therefore, ReMIX performs well

under 0.1 to 1 normalization of the weight in this scenario. Note in WQMIX

weight is used as a = 0.1 for Predator-Prey and a = 0.5 for SMAC according

to their experiment settings.
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Figure 4.8: Ablation by disabling one term each for ReMIX on MMM2 (super
hard)

4.6.5 Ablation Experiment

For ablations, we conduct experiments by disabling one single term

(mentioned in Theorem 4) each at a time to investigate their contribution

to �nding optimal projection weights, respectively. The ablation results are

given in Figure 5.6. The terms considered in these experiments are Bellman

error, value underestimation, and gradient of the mixing network. Figure

4 shows the results on MMM2. Compared to the original result, missing

any of the terms will be detrimental to the performance, and the tests

without Bellman error have the lowest �nal winning rate, which is less than

10%. Furthermore, when we turn o� the gradient of the mixing network

term, the result is only around 60%. Such a phenomenon demonstrates

that providing a quantitative weight factorization for the value projection
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is the critical factor in value-factorization-based MARL tasks. The design

of an optimal weighting scheme without taking the in�uence of the mixing

network into account will make it less capable of achieving the ideal �nal

results.

4.7 Summary

In this chapter, we formulate the optimal value function factorization as

a policy regret minimization and solve the optimal projection weights for

the cooperative multiagent reinforcement learning problems in closed form.

The theoretical results shed light on key factors for an optimal projection.

Therefore, we propose ReMIX as a tractable weight approximation approach

to enable MARL algorithms with improved value function factorization. Our

experiment results in multiple MARL environments show the e�ectiveness of

ReMIX by demonstrating superior convergence and empirical performance

over state-of-the-art factorization-based methods.
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Chapter 5: Collective Priority Optimized Experience Replay in

Multi-Agent Reinforcement Learning

5.1 Motivation

In practice, we often face RL tasks involving multiple agents sharing

the same environment, e.g., in autonomous driving [ 128 , 129 ] and robotics

and planning [ 130 � 138 ]. To coordinate multiple agents and learn desired

joint behavior from their collective experiences, we require multi-agent

reinforcement learning (MARL) [ 139 � 141 ], such as value-based methods

QMIX [ 1] and QPLEX [ 56 ], or policy-based methods COMA [ 40 ] and MAD-

DPG [42 ]. These approaches leverage centralized training decentralized

execution (CTDE) [ 30 ] and often employ standard memory replay bu�ers

with a uniform sampling of transition history. However, in MARL problems,

such a standard sampling strategy of the replay bu�er cannot re�ect the

dynamics in the environment caused by multi-agent interactions. There-

fore, indiscriminately training from past experiences will make agents less

capable of using experiences optimally. Although we can impart existing

single-agent prioritization schemes directly to the joint action-value function

of MARL, such a naive application is oblivious to the interaction between

multiple agents in the shared environment and may lead to sub-optimal

performance. Thus, priority optimization for experience replay in MARL is

still an open problem.

To this end, we propose MAC-PO, which formulates MARL prioritized

experience replay problems as a regret minimization over the sampling

weights of di�erent state-action values. Speci�cally, we de�ne policy regret

as the di�erence between the expected discounted reward of a nominal
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optimal policy and that of the current policy under given sampling weights.

By minimizing such a policy regret by considering its upper bound, we can

narrow the gap between the optimal and current policies with respect to

the sampling weights, leading to an optimal solution of sampling weights

with minimum regret. We note that similar regret minimization techniques

have been employed in single-agent RL settings [ 120 ]. This chapter expands

it to analyze multi-agent prioritized experience replay and develops new

solutions, e.g., to handle joint actions of multiple agents and to analyze

concurrent optimality constraints. It turns out that the optimal sampling

weights in MARL now depend on the collective policies of decentralized

agents [ 142 � 146 ]. To the best of our knowledge, this is the �rst proposal for

optimizing prioritized experience replay in cooperative MARL.

In particular, we show that the proposed optimization can be solved

via the Lagrangian multiplier method [ 122 ] considering an upper bound

of the regret. Since we focus on multi-agent prioritized experience replay

problems, the optimization objective is de�ned by the joint policy of all

agents. Therefore, when we further analyze the Lagrangian conditions for

optimality, the agents' conditions depend on each other and become a vector

form. Further, by examining a weighted Bellman equation, we leverage the

implicit function theorem [ 123 , 147 � 152 ] for multiple agents and apply a

group of Karush�Kuhn�Tucker (KKT) [ 124 , 153 , 154 ] conditions to �nd the

optimal sampling weights in closed form.

Our results illuminate the key principles contributing to optimal sampling

weights in multi-agent prioritized experience replay. The optimal sampling

weights can be interpreted to consist of four components: Bellman error,

value enhancement, on-policiness of available transitions, and a new term

depending on joint action probabilities. While the �rst three have been
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identi�ed in single agent settings [ 120 , 127 ], this chapter shed light on

a new term - as a function of joint action probabilities - to reveal that

optimal sampling weights of multi-agent prioritized experience replay should

depend on the interaction among all the agents within an environment [ 155 �

158 ]. More speci�cally, we should assign the highest sampling weights to

transitions only if one agent's action probability is small in the transition

while all other agents' action probabilities are large. The result � slightly

counter-intuitive since higher weights are assigned to transitions with more

di�erentiated action probabilities (rather than similar ones) � is quanti�ed

and formalized as a new theorem in this chapter. Based on this result, we

also present an approximated solution for estimating sampling weights in

problems involving many agents or having limited information for an exact

solution.

Following the theoretical analysis, we propose a MARL algorithm, MAC-

PO, for multi-agent prioritized experience replay via regret minimization.

Like existing methods, MAC-PO can be plugged into any MARL algorithm

with a memory replay bu�er. We validate the e�ectiveness of MAC-PO in

StarCraft Multi-Agent Challenge (SMAC) [ 18 ] and Predator-Prey [ 82 ] through

comparison with other single-agent experience replay methods (adapted to

MARL problems by considering all agents as a conceptual agent). Moreover,

we also compared MAC-PO with state-of-the-art MARL algorithms. In the

experiments, MAC-PO demonstrates improved convergence and superior

empirical performance.

The main contributions of this chapter are as follows:

ˆ We propose a novel method, MAC-PO, which formulates multi-agent

experience replay as a policy regret minimization and solves the optimal

sampling weights in closed form.
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ˆ The theoretical results illuminate a new factor in optimal sampling

weights and motivate the design of new MARL experience replay algo-

rithms with both exact and approximated weights.

ˆ Experiment results of MAC-PO in SMAC and Predator-Prey environ-

ments demonstrate superior convergence and empirical performance

over various baselines, including experience replay and state-of-the-art

MARL methods.

5.2 Related Work

MARL algorithms have developed into neural-network-based methods

that can cope with high-dimensional state and action spaces. Early meth-

ods practice �nding policies for a multi-agent system by directly learning

decentralized value functions or policies. For example, independent Q-

learning [ 159 ] trains independent action-value functions for each agent

via Q-learning. [ 25 ] extends this technique to DQN [ 160 ]. Recently, ap-

proaches for CTDE have come up as centralized learning of joint actions

that can conveniently solve coordination problems without introducing

non-stationary. COMA [ 40 ] uses a centralized critic to train decentralized

actors to estimate a counterfactual advantage function for every agent.

Similar works [ 31 , 42 ] are also proposed based on such analysis. Under

CTDE manner, value decomposition approaches [ 86 , 125 ] are widely used in

value-based MARL. Such methods integrate each agent's local action-value

functions through a learnable mixing function to generate global action

values. For instance, QMIX [ 1] estimates the optimal joint action-value

function by combining mentioned utilities via a continuous state-dependent

monotonic function generated by a feed-forward mixing network with non-

96



negative weights. QTRAN [ 21 ] and QPLEX [ 56 ] further extend the class of

value functions that can be represented. ReMIX [ 49 ] provides a factorization

weighting scheme to �nd the optimal projection of an unrestricted mixing

function onto monotonic function classes. PAC[ 6] and LAS-SAC[ 7] proposes

to use latent assisted information [ 118 ] as extra-state information for better

value factorization. Aside from methods focusing on tackling cooperative

problems, other mechanisms can also solve competitive problems or mixed

problems. MADDPG [ 42 ] utilizes the ensemble of policies for each agent that

leads to more robust multi-agent policies, showing strength in cooperative

and competitive scenarios. Beyond that, the extensions [ 19 , 161 , 162 ] of

MADDPG have been proposed to realize further optimization towards the

original algorithm. In this chapter, we focus on the cooperative setting and

leverage a standard QMIX with a monotonic mixing network, along with

an unrestricted QMIX [ 22 ] without a monotonic function for retrieving the

optimal joint policy.

5.2.1 Single-Agent Experience Replay

Many RL algorithms adopt prioritization to increase the learning speed,

initially originating from prioritized sweeping for value iteration [ 163 , 164 ].

Besides, they have also been used in other modern applications, such as

learning from demonstrations [ 165 ]. Prioritized experience replay [ 166 ] is

one of several popular improvements to the DQN algorithms [ 167 , 168 ]

and has been included in many algorithms combining multiple improve-

ments [ 169 , 170 ]. Variations of PER have been proposed for considering

sequences of transitions [ 171 , 172 ] or optimizing the prioritization func-

tion [ 173 ]. Furthermore, to favor recent transitions without explicit prioriti-

zation, alternate replay bu�ers have been raised [ 174 ]. [175 , 176 ] studied
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the composition and size of the replay bu�er, and [ 177 ] looked into prior-

itization in simple environments. Other important sampling approaches

also greatly improved the performance. [ 127 ] re-weights updates to reduce

variance. [ 120 ] uses the regret minimization method to design the pri-

oritized experience replay scheme for the only agent in the environment.

MaPER [178 ] employs model learning to improve experience replay by using

a model-augmented critic network and modifying the rule of priority. Also,

new loss function designs can help develop prioritization schemes [ 179 ].

So far, most works about experience replay are designed for single-agent

reinforcement learning, and a limited number of works [ 180 � 182 ] inves-

tigate the possible extensions. In this chapter, we proposed MAC-PO for

MARL tasks by considering the interaction among multiple agents through

collective priority optimization to seek an optimal multi-agent prioritization

mechanism.

5.2.2 Policy Regret

In MARL, we aim to �nd a joint policy � that can maximize the expected

return: h (� ) = E� [å ¥
i= 0girt+ i ]. For a �xed policy, the Markov decision process

becomes a Markov reward process, where the discounted state distribution

is de�ned as d� (s). Similarly, the discounted state-action distribution is

de�ned as d� (s;u) = d� (s)� (ujs). Then, we will have the expected return

rewritten as h (� ) = 1
1� gEd� (s;u)[r(s;u)].

We assume a nominal optimal joint policy � � such that � � = argmax� h(� ).

The regret of the joint policy � is the di�erence between the expected dis-

counted reward of an optimal policy and that of the current policy as

regret (� ) = h (� � ) � h (� ). The policy regret measures the expected loss when

following the current policy � instead of optimal policy � � . Since h (� � ) is a
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constant, minimizing the regret is consistent with maximizing of expected

return h (� ). In this chapter, we use regret as an alternative optimization

objective for �nding the optimal sampling weight in MARL tasks, along with

multiple constraints, such as the Bellman equation. By minimizing the

regret, the current joint policy � k of all agents' actions will approach the

optimum � � .

5.2.3 Connection of Prioritized Sampling and Weighted Loss Func-

tion

The design of prioritized sampling methods is not isolated from the loss

function. Instead, the expected gradient of a loss function with non-uniform

sampling is equivalent to that of a weighted loss function with uniform sam-

pling, which facilitates the design of prioritized sampling algorithms [ 183 ].

Given a data sample set D of size d, a regular loss function L1 where we use

a speci�c priority scheme pr(�) to sample the transitions, and another loss

function L2 whose transitions are sampled uniformly, the two approaches

are equivalent if we have the following requisition satis�ed:

ÑQL1 =
c
pr

ÑQL2;

where c = å i pr(i)
d and i 2 D is the uniformly sampled instance.

We can leverage such equivalence to analyze the correctness of ap-

proaches using non-uniform sampling by transforming the loss into the

uniform-sampling equivalent or considering whether the new loss is in line

with the target objective. It also provides a recipe for transforming a regular

loss function L1 with a non-uniform sampling scheme into an equivalent

weighted loss function L2 with uniform sampling.
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5.3 Methodology

5.3.1 Problem Formulation

Let Qk denote the action-value function at iteration k. We leverage B � Qk� 1

as the target with a Bellman operator B � and update Qk in tandem using

a weighted Bellman equation: Qk = argminQ2Q Em[wk(s;u)(Q� B � Qk� 1)2(s;u)],

where wk(s;u) represent non-negative sampling weights for di�erent transi-

tions that need to be optimized for the experience replay.

To formulate the policy regret with respect to the joint action-value

function, we consider a Boltzmann policy � k corresponding to each agent's

individual utilities Qa
k, i.e., � k = [ p1

k ; :::;pn
k ]T and pa

k = eQa
k(t a;ua)=å t a;u0

a
eQa

k(t a;u0
a).

Our objective is to minimize the policy regret h (� � ) � h (� ) over non-negative

sampling weights under relevant constraints, i.e.,

min
wk

h(� � ) � h (� k)

s.t. Qk = arg min
Q2Q

Em[wk(s;u)(Q� B � Qk� 1)2(s;u)];

Em[wk(s;u)] = 1; wk(s;u) � 0;

(5.1)

where � k and � �
k are Boltzmann policies for the current and nominal optimal

policy, and the latter can be obtained from another network. The sampling

weights must sum up to 1, and m is the distribution that we uniformly

sample data from the replay bu�er. An additional table to summarize and

explain the common notations is provided in the Appendix.

5.3.2 Solving Optimal Sampling Weights for Experience Replay

Our goal is to seek the optimal priority by minimizing the regret at every

iteration k, with respect to the weight w used for Bellman error minimization
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at iteration k. For this purpose, we consider an upper bound of the relaxed

regret objective and formulate its Lagrangian by introducing Lagrangian

multipliers regarding the constraints. It allows us to solve the proposed

regret-minimization problem and obtain optimal projection weights in closed

form (albeit with a normalization factor Z� ).

Theorem 4 (Optimal sampling weight) . The optimal weight wk(s;u) to a relax-

ation of the regret minimization problem in Equation (5.1) with discrete action

space is given by:

wk(s;u) =
1
Z� (Ek(s;u)+ ek(s;u)) ; (5.2)

where we have:

Ek(s;u) =
d� k(s;u)
m(s;u)

jQk � B � Qk� 1j

� exp(�j Qk � Q� j)

0

B
B
@1+

n

å
i= 1

n

Õ
j= 1
j6= i

p j
k � n

n

Õ
i= 1

p i
k

1

C
C
A ;

(5.3)

where Z� is the normalization factor, and ek(s;u) is a negligible term when

the probability of reversing back to the visited state is small or the number of

steps agents take to revisit a previous state is large.

Proof (Sketch). We give a sketch of the steps involved for completeness below.

The complete proof is provided in the Appendix A.2. The derivation of

optimal weights consists of the following major steps: (i) Use a relaxation

and Jensen's inequality to obtain a more tractable upper bound of the

regret objective for minimization. (ii) Formulate the Lagrangian for the new

optimization problem and analyze its KKT conditions. (iii) Compute various

terms in the KKT condition and, in particular, analyze the gradient of Qk

with respect to weights pk (de�ned through the weighted Bellman equation)
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by leveraging the implicit function theorem (IFT). (iv) Derive the optimal

projection weights in closed form by setting the Lagrangian gradient to zero

and applying KKT and its slackness conditions.

Step 1: Relaxing the objective and using Jensen's Inequality. To begin with,

we replace the original optimization objective function, the policy regret,

with a relaxed upper bound. This replacement can be achieved through the

following inequality:

h (p � ) � h (pk) � Ed� k(s;u)[jQk � Q� j(s;u)]: (5.4)

The proof of this result is given in the appendix. The key idea is to rewrite

the regret using the expectation of the action-value functions with respect

to discounted state distribution dpk. After that, we adopt Jensen's inequal-

ity [ 126 ] to continue relaxing the intermediate objective function. Consider

a convex function g(x) = exp(� x), a new optimization objective relaxed via

Jensen's inequality generated from Equation (5.4) becomes:

min
wk

� logEd� k(s;u)[exp(�j Qk � Q� j)(s;u)]; (5.5)

where the constraints still hold for the new optimization objective.

Step 2: Computing the Lagrangian. In this step, we leverage the La-

grangian multiplier method to solve the new optimization problem in Equa-

tion (5.5) . For simplicity, we use pk that absorbs the data distribution m

into wk. The constructed Lagrangian is:

L (pk; l ;y ) = � logEd� k(s;u)[exp(�j Qk � Q� j)(s;u)]

+ l (å
s;u

pk � 1) � y Tpk;
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where pk is the weight wk multiplied by the data distribution m, and l ;y are

the Lagrange multipliers.

Step 3: Computing the Gradients Required in the Lagrangian. According

to the �rst constraint in Equation (5.1) , the gradient ¶Qk
¶ pk

can be computed

via IFT given by:

¶Qk

¶ pk
= � [diag(pk)]

� 1[diagjQk � B � Qk� 1j]:

We also derive the gradient ¶d� k(s;u)
¶ pk

for solving the Lagrangian. The

derivation details are given in the appendix.

Step 4: Deriving the Optimal Weight. After having the equation for two

gradients and an expression of the Lagrangian, we can compute the optimal

pk via an application of the KKT conditions, which needs to set the partial

derivative of the Lagrangian equaling to zero, as:

¶L (pk; l ;y )
¶ pk

= 0;

where the optimal weight wk can be acquired from the pk.

The theoretical results shed light on the key factors determining an

optimal sampling weight for experience replay. Speci�cally, the optimal

weights consist of four components relating to the Bellman error, the value

enhancement, the joint action probability, and the on-policiness of available

transitions. We will interpret these four components next, provide the

analyses of some special cases in which the transitions will be assigned with

higher weights, and develop a deep MARL algorithm through approximations

of the optimal sampling weights.

Bellman error jQk � B � Qk� 1j: is the estimation of the action value function
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after the Bellman update. This term measures the distance between the

estimation and the Bellman target. A signi�cant di�erence in this term

means higher hindsight Bellman error and will lead to higher sampling

weight assignment. This character is also similar to the prioritization

criterion used in PER, which nevertheless considers more about the Bellman

error in the previous iterations, i.e., jQk� 1 � B � Qk� 2j.

Value enhancement exp(�j Qk � Q� j): As we compute the absolute value

between the current and optimal action-value function, the value enhance-

ment term indicates that any transitions with less accurate action values

compared to the optimal value estimation (i.e., a wider gap between Qk

and Q� ) after the Bellman update should be assigned with lower weights.

Conversely, a high sampling weight will be given if the current action value

is approaching the optimal one.

Joint action probability 1+ å n
i= 1Õn

j= 1; j6= i p
j
k � nÕn

i= 1p i
k: The agent policies

determine the probabilities of choosing certain actions. This result turns out

that the optimal sampling weights depend on the individual policy of each

agent as well, which is unique in the MARL task. According to this term,

higher sampling weights will be assigned to transitions only if one agent's

action probability is small in the transition while all other agents' action

probabilities are large. This is a little counter-intuitive because we give

higher weights to transitions with more di�erentiated action probabilities

rather than similar ones. We will provide a thorough analysis in section 5.3.3

regarding studying the condition for the highest weight assignment in the

general multi-agent scenario.

Measurement of on-policy transitions d� k(s;u)
m(s;u) : The e�cient update of the

joint action value function can be achieved by focusing on transitions that

are more possibly to be visited by the current policy, i.e., with a higher
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d� k(s;u). Such strategy has been empirically studied in existing works [ 184 ].

Adding this term can speed up the search for the optimal Qk close to Q� .

5.3.3 Approximated Weights via Joint Action Probability Studies

Theorem 4 shows terms determining the sampling weights needed for

transitions, where a function of the joint action probability is the new re-

sult for MARL tasks. Although numerical calculation for the joint action

probability is available, to lower the computational complexity when the en-

vironment has many agents involved, we develop an approximated weighting

scheme that can determine the joint action probability via action probabili-

ties and action-value functions of agents. For this purpose, we present a

new theorem indicating the condition for obtaining maximum probability

and several special case studies.

For the environment, we consider a general MARL scenario with agent

space of n, where we have a 2 A � f 1; : : : ;ng. Every step, each agent a selects

an action from its action space Ua, following ui
a 2 Ua � f u1

a; :::;uma
a g, where ma is

the size of action space of agent a. Let the ūa 2 Ua denote the selected action

of agent a at the step k from the action space. Due to the CTDE manner

of MARL algorithms, the joint action value function space Q contains the

combinations of ui
a (i ranges from 1 to ma) for each agent a. For simplicity, we

use Qi to be the shorthand of Q(s;ui1
1 ; : : : ;uin

n ), which represent a random action

value function from Q space. In particular, considering one selected action

combination ū = ( ū1; : : : ; ūn), the joint action-value function is Q̄ = Q(s; ū).

Since we use Boltzmann policy to compute the action probability, for one
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agent a 2 A with the action ūa, its individual policy is:

pa
k =

e
E

uj
� a� m

Q(s;ūa;u j
� a)

å ma
i= 1e

E
uj
� a� m

Q(s;ui
a;u j

� a)
=

eå � aå j mQ(s;ūa;u j
� a)

å ma
i= 1eå � aå j mQ(s;ui

a;u j
� a)

; (5.6)

where � a represents all the agents except for target agent a, and m is short

for m(s;ui1
1 ; : : : ;uin

n ) representing the data distribution.

Under the general environmental setting, the state s will be �xed at each

iteration, and the size of the action value function space Q is Õn
a= 1ma with

the dimension of n. Let the following function denotes the joint action

probability:

f def= 1+
n

å
i= 1

n

Õ
j= 1
j6= i

p j
k � n

n

Õ
i= 1

p i
k; (5.7)

and we will provide another theorem indicating the conditions where we

can acquire the maximum value of joint probability f in Equation (5.3).

Theorem 5 (Maximum probability conditions) . Considering a selected action

value Q̄ with action combination ū of the step k, the joint action probability

function reaches its maximum fmax if and only if the value of each action

probability p i
k is on the boundary (i.e., either 0 or 1) as well as at least one

probability pa
k equals to 0.

Proof. See Appendix A.3.

Based on Theorem 5, a higher joint action probability will be assigned to

Q̄ of which agents' action probabilities are on the boundary of the interval

[0;1] and at least one of the agents have its probability equaling 0. This

conclusion casts light on determining the approximated sampling weights

for MARL tasks. To better illustrate such an idea, we introduce several

special case studies with respect to the selected Q̄ at step k.
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Case 1: single large value Q̄. In this case, we assume only one action

value Q̄ out of the action value function space Q is large, and values Qi

of other action combinations elsewhere are negligibly small, represented

by n. These small values obey n � 0 and n � Qm. Therefore, according to

Equation (5.6) and Theorem 5, the joint action probability for the selected

action combination of Q̄ is lower since the action probability pa
k for each

agent is similarly large. In contrast, the action combinations with only

one action di�erence (e.g., Q(s; ū� a1;u
i
a1

)) will be given with high weights ah.

The remaining position, such as the action combinations with two or more

di�erent actions, along with Q̄, will be assigned with low weight a l .

Case 2: dual large values Q̄;Q̄0. We propose only two large values Q̄ � Q̄0

under this setting. Other positions are �lled with negligible value n. Q̄0 is the

very same as Q̄ except that one agent's action is di�erent, i.e., Qm = Q(s; ū) and

Q̄0= Q(s; ū� a1;u
i
a1

). Since two large values equally share the importance over

the action value space, based on given equations/conditions, we can drive

those action combinations with only one di�erent agent's action other than

agent a will be assigned with medium weights am, e.g., Q(s; ū� (a1;a2);u
i
a1

;u j
a2).

The positions where action combination with one action di�erence over

agent a1 will receive high weights ah, e.g., Q(s; ū� a1;u
i0
a1

). Besides, we will give

low weight a l for other locations.

Case 3: isolated large value Q̄00and Q̄. Apart from given Q̄, we assume

an isolated large value with two or more actions di�erent from Q̄, i.e.,

Q̄00= Q(s; ū� (a1;a2);u
i
a1

;u j
a2), which exists somewhere in the action value function

space, and satis�es Q̄ � Q̄00. Other action values are n. In this situation,

both two large values share the same importance, and we will assign the

medium weight am to Q̄, Q̄00, and the action combinations having one action

di�erent over agent a1 or a2, such as Q(s; ū� (a1;a2);u
i0
a1

;u j
a2). The rest of the
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action combination values will be allocated with low weight a l . This special

case demonstrates that if one or more action values are extraordinarily

large, indicating another joint policy candidate with latent high joint action

probability, we should also heed such equivalent competitor and its local

search.

We can establish the approximation structure by studying from men-

tioned special cases. The scaled weights a l , am, and ah provide an alternative

solution that spares us from directly using the numerically computed sam-

pling weights to solve the latent computational cost, yet the performance

remains mainly impervious.

5.3.4 Proposed Algorithms

Our analytical results in Theorem 4 identify four key factors determining

the optimal projection weights. The �rst term, relating to the Bellman error,

recovers the designs in classic prioritized experience replay. Speci�cally,

when the Bellman error of a particular transition is high, which indicates

a wide hindsight gap between Qk and the Bellman target, we may consider

assigning a larger weight to this transition. Besides, the value enhancement

term selectively emphasizes the importance of incoming transitions. Based

on the di�erence between current Qk and ideal Q� , it will compensate the

near-optimal Qk with larger importance while penalizing non-optimal Qk

with a smaller weighting modi�er. Moreover, similar to previous studies, the

measurement of on-policy transitions in the weighting expression underlines

the useful information carried by more current, on-policy transitions.

Our analysis also identi�es a new term re�ecting the interaction among

agents in the MARL scenario: the joint action probability of multiple agents,

which is crucial in obtaining optimal sampling weights for speci�c tran-
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sitions. We interpret the joint action probability term in optimal weights

constrained by the given condition: one agent's action probability is small

in the transition, while all other agents' action probabilities are large. We in-

crease the weights for transitions satisfying this condition. On the contrary,

we decrease the weight if the condition fails to be satis�ed.

Following these theoretical results, we propose a MARL algorithm for

collective priority optimization, MAC-PO, with regret-minimizing joint policy

in multi-agent environments. We consider a new loss function with respect

to the optimal sampling weights wk applied to the Bellman equation of, i.e.,

LMAC� PO =
b

å
i= 1

wk(s;u)(Qk � yi)2(s;u); (5.8)

where b is the batch size, and yi = B � Qk� 1 is a �xed target that can be

obtained through a target network.

The Bellman error and joint action probability of all agents in the environ-

ment can be directly computed using Theorem 4. To compute the sampling

weights for value enhancement term in practice, we use the backbone of

the classical value factorization MARL algorithm QMIX and leverage the

unrestricted joint action-value function Q� to compute the approximated

optimal action-value function quantitatively. Ideally, we could have included

measurement of on-policy transitions term in the computation, but it is

not readily available since the distribution d� k(s;u) in the numerator can-

not be directly obtained. It is also worth mentioning that such term can

be dismissed and the other terms in the weight expression are enough to

provide a good estimate and lead to performance improvements, as shown

in existing work [ 127 ]. Furthermore, based on our previous discussion, we

designed an approximated counterpart, MAC-PO Approximation, by setting

109



the threshold and scaling sampling weight values into low, medium, and

high ones. The pseudo-codes are provided in the Appendix.

5.4 Evaluation

In this section, we present our experimental results on Predator-Prey

and SMAC benchmarks and demonstrate the e�ectiveness of MAC-PO by

comparing the results with several state-of-the-art MARL baselines. Ad-

ditionally, we compare MAC-PO and MAC-PO Approximation with other

experience replay methods adapted from single-agent RL to multi-agent

environments. Each comparison is implemented independently with �xed

and optimized [ 185 ] hyperparameters. We also conduct the ablation experi-

ments to discuss the contribution of each term mentioned in Theorem 4.

More implementation details are provided in the Appendix.

5.4.1 Comparison with Existing Experience Replay Methods

In this experiment, we compare MAC-PO with other experience replay

methods in the multi-agent environment SMAC. Since existing experience

replay methods are designed for the single-agent scenario, we borrow their

core designs and transplant them to multi-agent environments by consider-

ing all agents as the conceptual agent to match the single-agent target in

their original settings. Such transplanting will recover the most important

ingredients from RL to MARL to the greatest extent. It is worth mentioning

that many other algorithms are also introducing a variety of experience

replay schemes. Some of them [ 178 , 179 ] depend on new components, and

others [ 186 ] have di�erent algorithm architectures. Since the backbone

MARL algorithm of our choice in this experiment is QMIX, we do not expect

a signi�cant change over the algorithm architecture (e.g., actor-network) or
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(a) 3s_vs_5z (hard)

(b) 5m_vs_6m (super hard)

Figure 5.1: Comparison between MAC-PO, MAC-PO Approximation and
other experience replay methods on three SMAC maps (from hard to super
hard), where MAC-PO outperforms the second best one � MAC-PO Approxi-
mation by 10%, 6%, and 4% on each map, respectively.
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(a) MMM2 (super hard)

Figure 5.2: Comparison between MAC-PO, MAC-PO Approximation and
other experience replay methods on three SMAC maps (from hard to super
hard), where MAC-PO outperforms the second best one � MAC-PO Approxi-
mation by 10%, 6%, and 4% on each map, respectively.

major components (e.g., loss structure) as presented in other approaches to

realize a relatively fair comparison.

The �rst approach for comparing is PER [ 166 ]. Due to the equivalence be-

tween loss functions and non-uniform sampling for experience replay [ 183 ],

we reconstruct PER scheme by computing weights only related to the cur-

rent TD error regarding the joint action-value function. We also compare

our method with the one mentioned in DisCor [ 127 ], where the weights are

calculated from the production of Bellman error and value enhancement

terms, and ReMERN [ 120 ], which has an additional term describing action

likelihood, and we extend it to the multi-agent case. Besides, we trans-

planted the mechanism from PSER [ 172 ], which is another extension of

PER, by applying an additional decay factor and window size on the weights
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(a) No punishment

(b) Punishment = � 1.5

Figure 5.3: Average reward per episode on the Predator-Prey tasks for MAC-
PO and other MARL algorithms of two settings, where MAC-PO shows the
profoundly better convergence speed and pretty good results.

for coming transitions. For this experiment, we set the decay factor as 0.4

and the window size as 5.

Figure 5.2 shows the performance comparison among MAC-PO and

other experience replay algorithms on three maps of SMAC benchmark,

which are 3s_vs_5z , 5m_vs_6m , and MMM2 . Compared to MAC-PO, other

experience replay schemes underperform in improving learning performance.

DisCor and ReMERN have higher �nal winning rates than the regular PER,
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demonstrating the e�ectiveness of additional terms. PSER also acts better

than PER owing to its decaying mechanism for selecting history transitions.

All transplanted algorithms from single-agent scenario act unstably in the

multi-agent environment, as we can notice the variance re�ected by the

shaded area in Figure 5.2.

Besides, we also test our approximated sampling weight approach, shown

as MAC-PO Approximation in Figure 5.2. We set the higher weight ah as

0.75, medium weight am as 0.5, and lower weight a l as 0.25. The �nal

result is almost identical to the original MAC-PO with small nuance. For

the original MAC-PO, the computational complexity of obtaining sampling

weights will increase if more agents get involved. Since the approximated

MAC-PO uses scaled weights instead of numerical results, it will improve

the computational e�ciency of the original MAC-PO at the price of slightly

sacri�cing the overall performance.

5.4.2 Comparison with MARL Algorithms

5.4.2.1 Predator-Prey

We compare MAC-PO with MARL algorithms on a complex partially-

observable multi-agent cooperative environment, Predator-Prey, that in-

volves eight agents in cooperation as predators to catch eight prey on a

10 � 10 grid. In this task, a successful capture with the positive reward of 1

must include two or more predator agents surrounding and catching the

same prey simultaneously, requiring a high level of cooperation. A failed

coordination between agents to capture the prey, which happens when only

one predator catches the prey, will receive a negative punishment reward.

We select multiple state-of-the-art MARL algorithms for comparison, which

include value-based factorization MARL algorithm (i.e., QMIX, WQMIX [ 22 ],
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(a) 3s_vs_5z (hard)

(b) 5m_vs_6m (hard)

Figure 5.4: Comparison between MAC-PO and other MARL algorithms on
three SMAC maps (from hard to super hard). MAC-PO achieves the best
results with the optimal weighting scheme alone, outperforming the second
best result by 11%, 4%, and 16% on each map, respectively.
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(a) MMM2 (super hard)

Figure 5.5: Comparison between MAC-PO and other MARL algorithms on
three SMAC maps (from hard to super hard). MAC-PO achieves the best
results with the optimal weighting scheme alone, outperforming the second
best result by 11%, 4%, and 16% on each map, respectively.

and QPLEX), decomposed policy gradient method (i.e., VDAC [ 19 ]), and

decomposed actor-critic approaches (i.e., FOP [ 45 ] and DOP [ 43 ]). All men-

tioned baselines have shown strength in handling MARL tasks in existing

works.

Figure 6.3 shows the performance of seven algorithms with di�erent

punishments, where all results show the e�ectiveness of MAC-PO. Besides,

regarding e�ciency, we can spot that MAC-PO has the fastest convergence

speed in seeking the best policy. In Figures 6.3b, MAC-PO signi�cantly

outperforms other state-of-the-art algorithms in a hard setting requiring a

higher level of coordination among agents as learning the best policy. Most

MARL algorithms learn a sub-optimal policy where agents learn to work

together with limited coordination. Although the performance of MAC-PO
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and WQMIX are similar, compared to the latter, MAC-PO converges to the

optimal policy profoundly faster, demonstrating that our multi-agent optimal

weighting scheme can e�ciently learn from speci�c existing transitions.

5.4.2.2 SMAC

Next, we evaluate MAC-PO on the SMAC benchmark. We report the

experiments on three maps consisting of two hard maps and one super-

hard map. The selected baselines for this experiment are consistent with

those in the Predator-Prey environment. The empirical results are provided

in Figure 5.5, demonstrating that MAC-PO can e�ectively generate optimal

weight transitions on SMAC for achieving a higher win rate, especially

when the environment becomes substantially complicated and harder, such

as MMM2 . We can see that several state-of-the-art algorithms are brittle

when signi�cant exploration is undergoing without �nding optimal sampling

weights.

Speci�cally, MAC-PO performs well on hard maps, such as 3s_vs_5z ,

the best policy found by our optimal weighting approach signi�cantly out-

performs the remaining baseline algorithms regarding winning rate. For

super-hard map MMM2 , MAC-PO, along with QMIX, WQMIX, and QPLEX,

can learn a better policy than VDAC, DOP, and FOP. We achieve the highest

winning rate by adopting our algorithm on MMM2 , showing the superiority

of the optimal weighting scheme in utilizing past transitions.

5.4.3 Ablation Experiments

For ablations, we conduct experiments by disabling one term (mentioned

in Theorem 4) every trial to investigate their contribution to �nding optimal

sampling weights, respectively. The terms considered in these experiments
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Figure 5.6: Ablations by disabling one term each for MAC-PO on MMM2
(super hard). The �nal winning rates decrease by 18% for disabling the joint
action probability term, 15% for disabling the Bellman error term, and 10%
for disabling the value enhancement term.

are Bellman error, value enhancement, and joint action probability. Fig-

ure 5.6 shows the results on MMM2 . Compared to the original result,

missing any of the terms will be detrimental to the performance, and the

tests without joint action probability have the lowest �nal winning rate,

which is around 60%. Such a phenomenon demonstrates that the interac-

tion among agents is the critical factor in MARL tasks. The designing of

the optimal weighting scheme without taking joint action probability into

account will be less capable of achieving ideal results. Furthermore, the

contributions of Bellman error and value enhancement terms are similar

according to the given trend in Figure 5.6.
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5.5 Summary

In this chapter, we formulate multi-agent experience replay as a regret

minimization problem and solve the optimal sampling weights in close form.

The theoretical results illustrate key ingredients for an optimal experience

replay in MARL settings. The results enable us to propose MAC-PO (with both

exact and approximated weights) as a new MARL experience replay algorithm

with optimized experience replay weights. Our experiment results in multiple

MARL environments show the e�ectiveness of MAC-PO by demonstrating

superior convergence and empirical performance over other experience

replay solutions (adapted from single-agent RL) as well as state-of-the-art

MARL methods.
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Chapter 6: Non-monotonic Value Function Factorization via

Concave Representation Learning in Multi-Agent

Reinforcement Learning

6.1 Motivation

Joint decision-making in multi-agent reinforcement learning (MARL)

often requires dealing with an exponential expansion of the joint State-

action space as the number of agents increases. To this end, recent MARL

algorithms [ 1, 43 , 45 , 54 , 56 ] often leverage value-function factorization

techniques � which optimize joint action-value functions through the maxi-

mization of factorized, per-agent utilities � to improve learning and sampling

e�ciency.

Current value factorization methods mostly adhere to the Individual-

Global-Max (IGM) [ 1] principle, which asserts the coherence between joint

and individual greedy action selections. It requires value function factor-

ization to be strictly monotonic, i.e., If local agents maximize their local

utilities, the joint value function can attain the global maximum. While such

monotonic factorization facilitates e�cient maximization during training

and simpli�es the decentralization of the learned policies, it is restricted

to monotonic value function representations and may lead to poor per-

formance in situations that exhibit non-monotonic characteristics [22]. In

response to the limited representation expressiveness due to monotonic fac-

torization, recent works have considered a number of mitigation strategies,

e.g., WQMIX [ 22 ] that Formulates a weighted projection toward monotonic

functions, QTRAN [ 21 ] that utilizes an additional advantage value estimator,

QPLEX [ 56 ] that leverages a dueling structure, and ResQ [ 187 ] that intro-
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duces an additional residual function network. However, these methods

tend to compensate For the representation gap caused by monotonic factor-

ization, subject to the IGM principle. QTRAN exhibits low sample e�ciency

and QPLEX may obtain suboptimal results, while WQMIX tends to possess

high approximation errors in non-optimal actions, and it is di�cult For

ResQ to �nd the optimal actions For a scenario requiring highly-coordinated

agent exploration [ 187 ]. Going beyond monotonicity and IGM while ensuring

decentralized action selection is still an open question.

The pivotal insight in this chapter is that monotonic value-function fac-

torization may not be necessary For enabling local action selections in

MARL. Indeed, we show that monotonic factorization under IGM may lead to

suboptimal policies that only recover an arbitrarily small fraction of optimal

global actions that are achievable through an ideal policy with full observ-

ability. Instead, we propose a novel approach of concave value-function

factorization For high representation expressiveness, called ConcaveQ. It

employs a deep neural network representation of concave mixing networks

For value-function decomposition. The concave mixing network estimates

the joint action-value output Qtot through a concave function fconcaveof the

input local utilities Qi conditioned on agent i's local observation and action

choice, that is, Qtot = fconcave(Q1; :::;Qn). We propose a deep neural network

representation of the concave mixing function fconcave. It enables a novel

concave value-function factorization in MARL.

Due to the lack of IGM under concave mixing functions, the global optimal

joint actions are not necessarily consistent with the optimal actions of local

agents. ConcaveQ tackles this problem through an iterative action-selection

algorithm during training, which attains optimality using the concavity

property of the proposed value-function factorization. To support fully
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decentralized execution, we note that the optimal joint action cannot be

obtained directly from maximizing the local agent utilities Qi. ConcaveQ

adopts a soft actor-critic structure with local policy networks For distributed

execution, such that each local agent can select the best action according

to its own local policy network, which is corrected by the concave value

networks during training. It also allows auxiliary information such as

entropy maximization to be exploited For e�ective learning.

6.2 Related Works

Value Factorization approaches are widely adopted in value-based MARL

[5, 7, 116 ]. Current value factorization methods mostly adhere to the mono-

tonic IGM principle, such as VDN[ 54 ] and QMIX[ 1]. VDN represents the joint

State-action value function Qtot as a sum of per-agent utilities Qi . QMIX[ 1]

employs a mixing network to factorize the Qtot in a monotonic manner. The

monotonicity constraint ensures that the optimal joint action For the global

reward Qtot is also optimal For each agent's local utility Qi. However, these

two decomposition methods su�er from structural constraints, limiting the

range of joint action-value functions they can e�ectively represent.

To compensate For the restricted expressiveness of monotonic represen-

tation, recent works have explored several mitigation strategies. Speci�cally,

WQMIX [ 22 ] applies a weighted projection to QMIX, which attaches more

importance to the optimal joint actions when minimizing training errors. In

WQMIX, �nding the optimal weight remains an open problem. Furthermore,

the approximation errors are high For non-optimal actions. QTRAN [ 188 ]

incorporates an additional advantage value estimator and imposes a set

of linear constraints. QPLEX [ 56 ] leverages a dueling structure involving

value and advantage functions. ResQ [ 187 ] masks some State-action value
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pairs and introduces an additional residual function network. Apart from

mitigation strategies, there are also various MARL actor-critic methods,

such as MADDPG [ 42 ], MAAC [ 189 ], and COMA [ 40 ], which use centralized

critics and decentralized actors. PAC [ 6] decouples individual agents' policy

networks from value function networks to leverage the bene�ts of assisted

value function factorization. VDAC combined actor-critic structure with

QMIX For the joint State-value function estimation. DOP employs a net-

work similar to Qatten For policy gradients with o�-policy tree backup and

on-policy TD.

From the previous works mentioned above, we can see a series of works

conducted within the con�nes of the monotonic assumption. However, few

of them consider the non-monotonic case. To the best of our knowledge,

this chapter is the �rst one considering the MARL in the concave scenario,

which is a general case in non-monotonic scenarios.

6.3 Characterizing Limitations of Monotonic Factorization

Monotonic factorization restricts the family of global action value func-

tions that can be represented. More precisely, Qtot(s;u ) = fq (s;Q1(t 1;u1); :::;Qn(t n;un))

implies that If u�
1 = argmax Q1(t 1;u1) is the optimal action choice For agent

1, u�
1 must also be optimal For all other States with varying t 2; : : : ; t n. We

analyze this restriction and show how it makes monotonic factorization

ine�ective in representing complex global value functions.

Considering a Markov decision process (MDP) with n agents, where the

State of agent i is denoted by si 2 S and action by ui 2 A, For i = 1;2; :::;n,

composing a joint State s and joint action u. Let Qi(si ;ui) be local agent

value utilities, Q jt (s;u) be the unrestricted ground truth of joint action-value

function, and Qmono(s;u) be an arbitrary monotonic factorization estimate of
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Q jt (s;u). Ideally, the monotonic factorization estimate Qmono should be able

to recover the exact optimal action selections of Q jt . We de�ne Smono as the

State set, where Qmono and Q jt have the same optimal joint action, i.e.,

Smono=
�

s : argmaxQmono(s;u) = argmaxQ jt (s;u)
	

We show that jSmonoj can be arbitrarily small compared to the State space

jSjn, when the global maximums are unIformly distributed in Q jt (s;u). Thus,

monotonic factorization could only recover an arbitrarily small fraction of

action choices.

Theorem 6. When n � logjSj(2jAj � log2jAj) + 1 and the optimal action choices

in Q jt are unIformly distributed, For any monotonic factorization, we have

E(jSmonoj)
jSjn � e+ 1

jAj � dn� 1 For some constant d 2 (0;1).

Proof Sketch. We give a sketch of the proof and provide the complete

proof in Appendices. Our key idea is to convert the problem into a classic

max-load problem [190].

Step1 : Formulate as max-load bin-ball problem. For each agent i and State s,

we consider the optimal action of Qmonoas ball i. Thus, Q jt and Qmonohave the

same optimal action For agent i If ball i is placed in the bin corresponding

to the optimal action of Q jt .

Let Xi denotes that ball i is in bin i, that is, Q jt and Qmono have the same

optimal action For agent i, then we have:

E(jSmonoj) = SsP(X1) � P(X2jX1) � ::: � P(XnjXn� 1:::X1)

De�ne Yi as the load of bin i, that is, the State space such that Q jt and

Qmono have the same optimal action For agents except For agent i. Note that
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the global maximum of Q jt is uniformly distributed over di�erent States, we

then analyze P(X1):

P(X1) =
E(Ss2:::snX1)

jSjn� 1 �
E(maxiYi)

jSjn� 1 (6.1)

Step2 : Analyze the probability distribution of the load. According to the

Cherno� bound and the Union bound, we have: when n � logjSj(2jAj � log2jAj)+

1,

E(maxiYi) �
(e+ 1) � jSjn� 1

jAj
: (6.2)

where jAj � 1 is the size of action space.

Applying Eq. (6.2) to Eq. (A.53) and Eq. (A.53), we have:

P(X1) �
e+ 1
jAj

(6.3)

Using the same argument repeatedly For agents i = 2; : : : ;n, we can choose d =

mini(P(Xi jXi� 1:::X1)) and 0 < d < 1. Plugging these inequalities into E(jSmonoj),

it yields the desired result E(jSmonoj)
jSjn � e+ 1

jAj � dn� 1.

Our analysis shows that a monotonic mixing can only recover an arbi-

trarily small fraction of global value function maximums, as the number

of agents or the size of action space increases. Our proposed ConcaveQ

addresses the representation issue by introducing a concave mixing network

to value function factorization, to enhance the representation ability For

better performance. Since the IGM principle no longer holds under concave

mixing functions, the greedy action selection by maximizing local agent

Q values can not be adopted. Note that concave optimization has good

convergence properties [ 191 ], that is, a concave function has only one global

maximum and the maximum can always be obtained using iterative meth-
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ods. Therefore, ConcaveQ tackles the action selection problem by optimizing

the joint value function in an iterative manner. As For execution, note

that the optimal joint action cannot be obtained directly from maximizing

the local agent Qi, we adopt a soft actor-critic policy network in ConcaveQ

that uses factorized policies to support distributed execution, such that

each local agent can select the best action according to its own local policy

network which will be corrected by the Concave value networks during train-

ing while exploiting auxiliary information For learning. Moreover, entropy

maximization is also used to enhance e�ective exploration. As For concave

mixing networks, there is always a concave mixing way that can recover the

global maximum.

Proposition 1. For any State s, there is always a concave function Qc(s;u )

that recovers the global maximum of Q jt (s;u ) with the same optimal action.

Proof Sketch. For any State s, let f1(u) = Q jt (;u) and f2(u) = -Q jt (;u).

According to Fenchel�Moreau theorem [ 192 ], the biconjugate function of

f2(u) is a convex function g(u) = f ��
2 (u) and h(u) = � f ��

2 (u) is a concave

function. g(u) and h(u) satis�es:

g(u) � f2(u); (6.4)

h(u) � f1(u): (6.5)

Suppose the optimal joint action of f1(u) and h(u) are u �
f1 and u �

h respectively,

If we shIft h(u) by (� u �
f1 + u �

h), the shIfted concave function has the same

optimal action as f1(u). In other words, For any State s, there is always a

concave function that has the same optimal action as Q jt (s;u).

The key to our method is the insight that it is not necessary to use the

monotonic factorization of QMIX to extract decentralized policies that are
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fully consistent with their centralized counterpart. Next, we will discuss

concave mixing network design and our ConcaveQ framework to support

fully decentralized execution.

6.3.1 Concave Mixing Network Design

The concave mixing network constrains the output of the network to be

a concave function of the inputs, which covers a large class of functions

and allows e�cient inference via optimization over inputs to the network.

Moreover, the concave feature ensures that maximizing the output of the

network leads to only one solution. This means that theoretically there

won't be local maximum or multiple solutions that may confuse the infer-

ence process. Concave mixing network has a suitable property speci�cally

For value function factorization-based multi-agent reinforcement learning

problems, that is, local maximization equals global maximization and it can

be obtained through iterative methods, which is of great use in our case.

We �rst consider a k-layer, fully connected network as shown in the left

part of Figure 6.1. A concave neural network is de�ned over the input x For

i = 0; :::;k � 1 using such architecture:

zi+ 1 =

8
>>>>><

>>>>>:

W(z)
0 x+ b0; i = 0

r i(W
(z)
i [z1; :::;zi ] + bi); i = 1; :::;k � 2

� W(z)
i [z1; :::;zi ] + bi ; i = k� 1

(6.6)

where zi denotes the layer activations, r i are non-linear activation func-

tions, and q = ( W(z)
0:k� 1;b0:k� 1) are the parameters of linear layers. We can

model the concave mixing network as:

f (x;q) = zk (6.7)
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Theorem 7. The mixing network f is concave in x provided that all W(z)
1:k� 1 are

non-negative, and all functions r i are convex and non-decreasing.

We delineate the proof and the detailed proof is provided in Appendices.

The proof is simple and follows from the fact that non-negative sums of

convex functions are also convex that the composition of a convex and

convex non-decreasing function is also convex, and that the negative of

a convex function is a concave one [ 193 ]. In our framework, we satisfy

the constraint that the r i should be convex non-decreasing via nonlinear

activation units, speci�cally we adopt the recti�ed linear functions. The

constraint that the W(z) terms be non-negative is somewhat restrictive, but

because the bias terms can be negative, the network still has substantial

representation power. In our multi-agent reinforcement learning setting, we

model Qtot(s;u;q) using an input-concave mixing function and select actions

under the concave optimization problem u� (s) = argmax uQtot(s;u;q). We have

4 layers, k = 4 and the weights W(z)
0:k� 1 are generated by hypernetworks. Each

hypernetwork takes the State s as input and consists of a single linear

layer, succeeded by an absolute ReLU activation function, to generate the

non-negative weights.

6.3.2 Iterative Action-Selection and Local Policies

We note that the optimal joint action of Qtot cannot be obtained directly

from maximizing Qi since the mixing function is concave rather than mono-

tonic. Hence it is almost impossible to directly �nd the maximum Qtot and

the corresponding joint action selections u � such that u � = argmax uE[Q(s;u)],

as this takes O(jUj jnj) iterations to �nd the maximum. One of the key insights

underlying this method is that although it is impractical to �nd u � directly:

however, its local estimation and local optimum u � = argmax uE[Q� (s; t ; �)],
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which takes O(jUj � j nj) time, is possible to �nd which will update the concave

mixing network and local policy network asymptotically.

To illustrate this problem, we consider the comparison between the

action selection from the monotonic mixing network and concave mixing

network: in value-based methods with a monotonic mixing network, each

agent chooses ui
t = argmax (qi(t i

t )) , i.e. each agent chooses the action with

the best local value thus getting an optimal global value; however, when

the utilizing a concave mixing network For a more general value function

factorization, we can maximize E[Q� (s; t ; �)] via iterative action selection.

Next, since the mixing network is non-monotonic (concave), we can no

longer follow the IGM principle to adopt actions that maximize individual

values from the local value networks. Instead, we adopt a soft actor-critic

policy network that uses factorized policies to enable distributed execution,

such that each local agent can choose the best action according to its

local policy network which will be corrected by the concave value networks

during training while exploiting auxiliary information For learning. Under a

soft-actor-critic paradigm, each agent can choose ui
t = argmax (p i(t i

t )) such

that E[Q� (s; t ;u)] = max (E[Q� (s; t ; �)]) . This ensures that the concave mixing

network could factorize concave value functions while each local agent could

choose their best actions based on local policy in a decentralized manner

during execution. Previous studies have demonstrated that Boltzmann

exploration policy iteration can guarantee policy improvement and optimal

convergence with in�nite iterations and complete policy evaluation. With

factorized policy, we have local policy trained with the following:

L p(q) = ED [� log� (u t j� t) � Qp
tot (st ; � t ;u t)]

= � qp �
st ;Ep i

�
qi � t i

t ;u
i
t

�
� a i logp i � ui

t jt
i
t

��� (6.8)

where qp is the local value network with ui � pi(oi), D is the replay bu�er For
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sampling training data, and the parameter a from soft-actor-critic controls

how much the agents prefer actions with higher expected rewards over

actions with more explorations. We introduce the training of the local value

network and other components in the following sections. The algorithm has

a more vital exploration ability and a higher level of generalization.

(a) Punishment p = 0:0

(b) Punishment = � 0.5

Figure 6.2: Average reward on the Predator-Prey tasks.

6.3.3 Training ConcaveQ

We have presented the components of our approach so far. Next, we

describe how to implement and train our novel RL algorithm that scales well
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