A Decision Support Tool to Evaluate the Robustness of Federated Learning to Data
Poisoning Attacks

by Anmol Agarwal

B.S. in Software Engineering, December 2019, The University of Texas at Dallas
M.S. in Computer Science, December 2020, The University of Texas at Dallas

A Praxis submitted to

The Faculty of
The School of Engineering and Applied Science
of The George Washington University
in partial fulfillment of the requirements
for the degree of Doctor of Engineering

August 31, 2023

Praxis directed by

Shahryar Sarkani
Adjunct Professor of Engineering Management and Systems Engineering

John M. Fossaceca
Professorial Lecturer of Engineering Management and Systems Engineering



The School of Engineering and Applied Science of The George Washington University
certifies that Anmol Agarwal has passed the Final Examination for the degree of Doctor

of Engineering as of July 31, 2023. This is the final and approved form of the Praxis.

A Decision Support Tool to Evaluate the Robustness of Federated Learning to Data
Poisoning Attacks

Anmol Agarwal

Praxis Research Committee:

Shahryar Sarkani, Adjunct Professor of Engineering Management and Systems
Engineering, Praxis Co-director

John Fossaceca, Professorial Lecturer of Engineering Management and Systems
Engineering, Praxis Co-director

John Sahlin, Professorial Lecturer in Engineering and Applied Science,
Committee Member



© Copyright 2023 by Anmol Agarwal
All rights reserved



Dedication

I would like to dedicate this praxis to my parents.



Acknowledgements

| could not have undertaken this journey without the guidance of my advisors: Dr.
Shahryar Sarkani and Dr. John M. Fossaceca. Dr. Fossaceca’s advice regarding machine
learning concepts was valuable to me as | developed this praxis. | would like to express my

appreciation to the defense committee for providing expertise and knowledge.

I’'m also grateful to Tom Hallewell for reviewing and editing the chapters of my
praxis. Many thanks to my fellow cohort classmates for providing support and
encouragement during this journey. I would like to extend my sincere thanks to my regular
study group members for the late night and weekend study sessions: Steve Arauz, Mirene
Capili, Arthi Appulingam, John Morton, and Olusegun "SJ" Jegede. I’'m also thankful to
my previous educators at the University of Texas at Dallas for inspiring me to pursue

cybersecurity during my undergraduate and master’s studies.

I’d like to recognize my mentor Yolanda Reid for inspiring me to pursue this
program. | would also like to acknowledge my former supervisor, Kimberly Blake for her
encouragement while pursuing this program and Joseph “JD” Drummond, a former
colleague that provided moral support during the coursework phase of this program. Lastly,
| would be remiss in not mentioning my family and friends, especially my parents, for
encouraging me throughout this program; their belief in me was instrumental in keeping

me motivated during this process.



Abstract of Praxis

A Decision Support Tool to Evaluate the Robustness of Federated Learning to Data
Poisoning Attacks

Federated Learning is a popular privacy-preserving machine learning methodology
that has been used in many critical applications. However, more recently, researchers have
found that Federated Learning is vulnerable to various poisoning attacks that compromise
the integrity of the machine learning model and can cause the model to output incorrect
predictions. There are many examples of poisoning attacks on Federated Learning that can
have disastrous consequences. For example, Federated Learning is used by hospitals. It is
crucial to ensure that Federated Learning is secure as incorrect predictions could potentially
impact the lives of patients relying on applications that use Federated Learning for medical

imaging diagnostics.

This research examines the impact of data poisoning attacks on Federated Learning.
The main contributions of this research are developing a set of statistical metrics that
determine the resiliency of Federated Learning algorithms to data poisoning attacks and a
decision support tool that determines which Federated Learning algorithm is most resilient
when faced with data poisoning attacks. The decision support tool developed as a result of
this research will enable enterprise users to determine the impact of data poisoning attacks
on Federated Learning algorithms in their environment. Therefore, enterprises can make
an informed decision as to which Federated Learning algorithm would be the most resilient

to data poisoning attacks.
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Glossary of Terms

Activation Function: a function used in Neural Networks that outputs a large value if an
input value is greater than a threshold and a small value if the input value is small. The
activation function checks whether a value is greater than a threshold value and is used so

that neural networks can perform powerful operations.

Adversarial Examples: input to a machine learning model that causes the model to generate

an incorrect output.

Adversarial Machine Learning: The study of how to defend against attacks targeting

machine learning algorithms.

Convolutional Layer: The first Convolutional Neural Network layer used to perform

computations on the input data to determine whether features exist in the input data.

Convolutional Neural Networks: Neural networks specifically designed to analyze
structured arrays of data. They consist of three types of layers: a convolutional layer, a

pooling layer, and a fully connected layer.

Data Poisoning Attacks: An attack on a machine learning model in which an adversary

intentionally changes the training dataset to inject mislabeled points.

Federated Averaging: A technique used in FL in which the server combines all FL client
model updates by computing a weighted average of the models from the clients.

Federated Learning: A machine learning methodology using decentralized devices in
which devices only share updates to the model instead of raw training data.

Fully Connected Layer: the last layer in a Convolutional Neural Network that is used to

classify features and assign a feature a value from 0 to 1.

Generative Adversarial Net: A machine learning framework in which two neural networks
compete against each other to create more accurate predictions and is used to train a
generative model to output new samples that appear to have been generated from the

original training dataset.

Xiv



Horizontal Federated Learning: A type of Federated Learning structure in which samples

in the dataset are different but the features in the dataset are similar.

Hyperparameters: Parameters set in a machine learning model before it is trained that

influence how well the model trains on the training dataset.

Independently and Identically Distributed: a term used in statistics to describe data that is

independent of each other and that has been generated by the same variable.

Label Flipping Poisoning Attack: a specific type of data poisoning attack in which the

adversary poisons the training data by changing labels in the dataset.

Long Short-term Memory: A specific type of a Recurrent Neural Network that finds
patterns from different times and tracks long-term dependencies.

Neural Networks: a type of machine learning algorithm in which data travels from an input
layer to an output layer in a forward direction; this algorithm does not keep track of what

it learned previously.

Pooling Layer: A type of layer used in a Convolutional Neural Network that reduces the

size of input parameters so that the model is simpler and more efficient.

Rectified Linear Unit: An activation function used in Neural Networks with multiple layers

which outputs zero if the input is less than zero and one if the input is greater than zero.

Recurrent Neural Networks: a type of Neural Network that keeps track of the information

it learned in the past to determine the meaning of input data.

Softmax Activation Function: an activation function used in Neural Networks that changes

the output of Neural Networks into probabilities.

Stochastic Gradient Descent: an algorithm used in Neural Networks that optimizes the local
minimum of a function enabling the ML algorithm to efficiently search for data.

Targeted Poisoning Attacks: Poisoning attacks that aim to misclassify specific samples in

the test dataset in order to compromise the machine learning model’s integrity.

Test Dataset: The dataset used to determine the ML model to selects the best ML model
and consists of data that a machine learning model had not seen while it was trained.
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Training Data: the dataset that a machine learning model learns from so that it can

determine whether certain patterns exist in the dataset.

Untargeted Poisoning Attacks: Poisoning attacks that aim to misclassify multiple samples

to cause the accuracy of the ML model to decrease and to cause a denial-of-service attack.

Validation Dataset: a dataset that is used after training a machine learning model to evaluate
each ML model generated using different parameters during the training phase to determine

which model performs best.

Vertical Federated Learning: A type of Federated Learning structure in which datasets

contain similar samples but different features
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Chapter 1—Introduction

1.1 Background

The amount of data has increased exponentially in recent times as more people
generate massive amounts of data when using technology. In fact, according to SG
Analytics, “2.5 quintillion bytes of data was generated every day in 2020 (Durairaj, 2020).
It can be challenging to analyze this data manually. Artificial Intelligence (Al) and machine
learning solutions help analyze all this data in a more automated way so that enterprises
can be more productive and make better decisions (Staff, 2022). Machine learning is a part
of Al. In machine learning, a computer learns by determining patterns that exist in input
data. The data given to a machine learning algorithm is the training data. Once the machine
learning algorithm learns patterns from the training data, that machine learning model is
used to predict patterns in new, unseen test data (Johnson, 2022).

Traditional machine learning methods rely on data stored on a centralized server.
The data is stored in one central location; this makes it easier for a malicious actor to obtain
access to all the data in the event the server is compromised. Therefore, traditional machine
learning attacks are more vulnerable to privacy attacks as data can be easily compromised.
One of the main attacks on traditional machine learning are poisoning attacks (Wang, Ma,
Wang, Hu, Qin, & Ren, 2022). Poisoning attacks occur when adversaries change the
training data in a machine learning model so that the model learns from incorrect data and

outputs incorrect prediction results.



Various researchers have proposed new methods to secure machine learning
methods. One approach that Google introduced to securely train machine learning models
is Federated Learning (FL). FL was designed to preserve privacy. Data is stored on multiple
devices in FL whereas in traditional machine learning data is stored on a central server. FL
is a distributed machine learning technique that stores data on decentralized devices such
as mobile phones to train a machine learning model (Bonawitz et al., 2019). Decentralized
devices perform all of the machine learning training and evaluation; the server compiles
machine learning model updates to create an updated machine learning model. In FL, also
known as privacy preserving machine learning (Bonawitz, Kairouz, McMahan, & Ramage,
2021), devices download the current model provided by the server and then update the
machine learning model by training the model on data stored locally on the device. The
device then sends the updates to the model to the server. Data remains on the device and is
not sent to the server. The server compiles all device updates to update the machine learning
model. This process continues for multiple rounds until training is complete (Bonawitz et
al., 2019).

Many organizations employ FL in their products in many domains such as medical
imaging, autonomous cars, and smart manufacturing to improve the efficiency of robots in
factories (Soulpage IT Solutions, 2022). FL is becoming more popular because its
designers claim that it has less latency, requires less power consumption, and provides
smarter machine learning models (McMahan & Ramage, 2017). In addition, FL is being
marketed as a more secure alternative to traditional machine learning approaches.
However, more recently, FL has been shown to be exposed to adversarial attacks. Like

traditional machine learning models, FL is also subject to poisoning attacks (Zhang, Chen,



Wu, Chen & Yu, 2019) in which an adversary changes the training data to cause the
machine learning model to make incorrect predictions. Since the server cannot see the data
that is stored on devices, an adversary can manipulate the data on the devices without the
server’s knowledge. If a particular device was malicious and had poisoned data, that device
would incorrectly update the model and proceed to send incorrect information to the server
because it learned incorrect patterns from poisoned training data. As a result, the server
would create an inaccurate machine learning model as it has some updates from malicious
clients. Because FL is now used in many critical domains such as medical imaging and
autonomous vehicles, it is crucial to ensure FL environments are secure.

This praxis examines a particular type of poisoning attacks on FL — data poisoning
attacks and provides a decision support tool to advise enterprises on whether a certain FL
algorithm is more resilient to data poisoning attacks. This praxis also aims to provide
statistical metrics which can be used to evaluate the resiliency of FL algorithms in a data
poisoning attack simulation.

In particular, this praxis will analyze three different Machine Learning algorithms:
Convolutional Neural Networks (CNNs), Neural Networks (NNs), and Long Short-term
Memory (LSTM) Recurrent Neural Networks. NN is the simplest algorithm that is
analyzed in this praxis. In a NN, the data goes from an input layer to the output layer only
in a forward direction; data does not travel backwards (SPRH LABS, 2021). A Neural
Network does not remember what it learned previously. LSTM is considered to be a type
of Recurrent Neural Network (RNN). RNNs are like NNs, but they keep track of
information that the algorithm learned in the past. An RNN uses information it learned

from the past to determine what the input data might mean. LSTMSs are a specific type of



RNN that finds patterns from different times and keeps track of long-term dependencies
(SPRH LABS, 2021). CNNs are Neural Networks that are specifically designed to analyze
structured arrays of data, and they are commonly used to analyze images (GeeksforGeeks.
2022). CNN layers include convolutional, pooling and fully connected layers (IBM, n.d.-
a). The first CNN layer is the convolutional layer which performs computations on the
input data (IBM, n.d.-a). A feature detector or filter goes through the input data to
determine whether a feature exists or not. A convolution operation is performed each time
a filter goes through the input data. The filter outputs a feature map after performing all
convolutions. After a convolution, the CNN applies an operation known as a Rectified
Linear Unit (ReLU) that returns positive numbers and transforms negative numbers to zero
(Becker, 2018). The pooling layer in a CNN reduces the size of input parameters so that
the model is simpler and more efficient (IBM, n.d.-a). The last layer, the fully connected
layer, in the CNN is used to classify features and assigns a feature a value from 0 to 1 using

a softmax activation function (IBM, n.d.-a).

1.2 Research Motivation

Because FL is becoming more popular, more enterprises are likely going to use FL
in the future. Because FL is marketed as a privacy preserving methodology, organizations
might incorrectly assume that FL is completely secure and does not pose a security threat.
However, enterprises should determine whether their FL algorithms are secure to prevent
system failures or data breaches. It is important to examine the impact of poisoning attacks
on FL systems as FL is being used in many critical domains. One of the primary domains

FL has been used in is the medical domain. FL has been used to share data across hospitals,



for COVID-19 research and to analyze medical images such as magnetic resonance
imaging (MRI) and computerized tomography (CT) scans (Yoo, Jeong, Lee, & Chung,
2022). FL is used to diagnose diseases by analyzing medical data from patients. If FL
algorithms used for medical research were compromised, then the algorithms would
provide incorrect predictions, which could potentially be fatal.
1.3 Problem Statement

Federated Learning is vulnerable to poisoning attacks (Zhang, Chen, Wu, Chen &
Yu, 2019) which result in incorrect decisions made by the model like over recommending

medical treatments, leading to potential loss of life (Yoo, Jeong, Lee, & Chung, 2022).

Researchers have shown that FL is subject to poisoning attacks. Therefore, when a FL
algorithm is poisoned, the algorithm will make incorrect predictions and decisions as a
result. FL is being used more in the medical field to often make decisions that could alter
patient lives. If FL were to be attacked in some way, then that would cause FL to make
incorrect decisions regarding the medical treatment for patients which would cause a
potential loss of life. A poisoning attack on FL could lead to loss of life for patients that

receive medical treatment because of incorrect conclusions made by FL algorithms.

1.4 Thesis Statement

A decision support tool is required to evaluate the resiliency of various Federated
Learning algorithms to data poisoning attacks.

The decision support tool evaluates the resiliency of different FL algorithms when
faced with data poisoning attacks to determine which algorithm is the most resistant to
those attacks. The decision support tool provides metrics regarding a FL algorithm’s

resiliency to determine the impact of a data poisoning attack on the algorithm. The decision



support tool will also provide the infrastructure to simulate a data poisoning attack so that
users can evaluate how a FL algorithm might function if faced with data poisoning. The
decision support tool will also output the algorithm that is the most resistant to data
poisoning attacks.
1.5 Research Objectives
The research objectives for this praxis are:
e to develop statistical metrics that analyze the FL algorithms.
e to determine whether there is a breaking point for each FL algorithm in which
a certain amount of poisoned data would cause an algorithm’s accuracy to
dramatically decrease.
e to determine whether a certain FL algorithm is the most resilient to data
poisoning attacks.
1.6 Research Questions and Hypotheses
There are three research questions and three hypotheses. The research questions
(RQs) and hypotheses (Hs) were the following:
RQ1: How many poisoned data points in a dataset dramatically reduce the
anomaly detection accuracy of Federated Learning algorithms?
RQ2: Can a decision support tool be developed to determine which Federated
Learning algorithm is most resilient to data poisoning attacks?
RQ3: Which Federated Learning algorithm is most resilient to data poisoning
attacks based on data type?
H1: More than 30% of the data being poisoned would cause the accuracy of

Federated Learning algorithms to drop below 60%.



H2: A decision support tool can be developed to determine which Federated
Learning algorithm is most resilient to data poisoning attacks.

H3: CNN is the most resilient to data poisoning attacks for image data.

Based on extensive research performed, no prior studies have evaluated research
questions 1 and 2. There have been prior studies that studied data poisoning attacks on FL,
but these studies did not analyze whether there is a breaking point for a FL algorithm and
performed analysis on limited data (Shi et al., 2022, Tolpegin, Truex, Gursoy, & Liu,
2020). This is the first study that develops a decision support tool to analyze data poisoning
attacks on FL algorithms; other papers provided experimental results, but they did not
develop a tool for users to simulate data poisoning attacks.

1.7 Scope of Research

The scope is focused on examining data poisoning attacks against three different
types of FL algorithms: LSTM, NN, and CNN. This praxis does not examine additional
machine learning algorithms. Users who wish to perform additional analysis can easily
develop their own machine learning algorithms in Python and analyze those algorithms
using the same decision support tool methodology as described in this praxis.

1.8 Research Limitations

The main limitation of this praxis is that this praxis examines some machine
learning algorithms that could be used in a FL environment, but it does not examine all
algorithms that could theoretically be used in FL. For the purposes of this praxis, three
algorithms are analyzed: CNN, NN, and LSTM.

Although machine learning algorithms can have numerous permutations, this praxis

intends to demonstrate how a decision support tool can be used to determine whether a



particular algorithm is most resilient to data poisoning attacks. For clarity and brevity, a
limited number of permutations of LSTM, NN, and CNN are analyzed. However, users can
easily experiment with other permutations of the algorithms by modifying the machine

learning model sent to the decision support tool.

1.9 Organization of Praxis

This praxis is composed of five chapters. Chapter 1 is the introduction chapter.
Chapter 2 is the literature review chapter. Chapter 3 has information on how the data
sources were acquired for this praxis, data engineering techniques used, and research and
analysis methodologies used in this praxis. Chapter 4 describes results and findings of the
experiments. Chapter 5 is the concluding chapter that has a summary of the findings in the

praxis, a discussion section, and a conclusion.



Chapter 2—L iterature Review

2.1 Introduction

This section provides an overview of relevant research in data poisoning on FL. It
begins with an introduction to FL and how FL works. Next, poisoning attacks in general
and in traditional learning scenarios are reviewed. An examination of different types of
poisoning attacks on FL is presented along with the latest research on data poisoning
attacks on FL and previously employed techniques. This chapter concludes with a summary
of the literature review.
2.2 FL Overview

FL is a machine learning (ML) technique in which devices on a decentralized network
such as mobile phones can collectively learn a machine learning model (McMahan &
Ramage, 2017). FL has also been designed to be more private than traditional approaches
because training data is stored on the decentralized device and is not shared to a server
(Bonawitz et al., 2019).

McMahan, Moore, Ramage, Hampson, and Agtiera y Arcas from Google proposed the
concept of FL in their paper published in 2016. They called the technique Federated
Learning because a federation or group of devices all contribute to a global ML model by
training the model locally. FL was designed to be more private and protect sensitive data
because each client has its own training data that is never stored in a central location
(McMahan, Moore, Ramage, Hampson, & Aglera y Arcas, 2016). Clients only send the
server their model updates so that the global ML model can reflect models from multiple

clients. McMahan et al. were motivated by the principles of data minimization that were



emphasized by a report from the United States White House. This 2012 report emphasized
that U.S. consumers have a right to data privacy and that personal data should be secured
and only used by companies with respect to the context that the consumer provided the
data to the company (The White House, 2012). For example, personal data on mobile
phones is sensitive, and consumers might hesitate to share their personal data directly for
a ML task, but by using FL, the user’s personal data never leaves the device. However, ML
models that are developed using FL are still able to gather insights from personal data
without compromising the privacy of the user.

In addition, McMahan et al. explain that FL functions differently than traditional ML
and that to optimize FL, those differences should be taken into account. In FL, the data
might not be identically and independently distributed (I1D) because every user will have
their own dataset; the data might be imbalanced because some users might have more data
than others (McMahan et al., 2016). The samples in 11D data should all be independent of
each other and be generated by the same variable (Chandran, 2021). However, because FL
includes multiple clients and each client would generate their data differently, the data
samples for all FL clients would not be identically distributed. The data in FL might also
be imbalanced because some clients might have data from some classes and not others.
Imbalanced data is data in which classes are proportioned unequally; some classes might
make up most of the data whereas other classes are marginally represented in the dataset

(Google Developers, 2022).

When discussing how to optimize FL, McMahan et al. introduced the Federated

Averaging algorithm which is now a common approach for the server to combine updates
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from multiple clients. McMahan et al. used the stochastic gradient descent (SGD)
algorithm as a basis for their Federated Averaging algorithm in FL to make FL more
efficient. SGD was used to optimize deep learning algorithms prior to McMabhan et al.’s
work in order to create an algorithm that can optimize FL. SGD is an algorithm used in
Neural Networks that optimizes the gradient descent or the local minimum of a function;
finding the local minimum helps the ML algorithm search for more data faster (Cornell
University, n.d.)

In Federated Averaging, clients compute gradients using their data and the current ML
model and make one step towards gradient descent with their models; then the server
computes a “weighted average of the models from the clients” (McMahan et al., 2016).
The clients can perform their own local update process multiple times before sending the
server their update to further optimize the Federated Averaging algorithm (McMahan et
al., 2016).

McMahan et al. laid the foundation for FL, and since then, other researchers have
expanded upon the concept and proposed their own approaches for FL. One notable
example comes from Bonawitz et al., who designed their own system for FL. In their paper,
they design an FL system in a production environment using Android mobile phones. In
their design, a network of mobile devices participates in the FL system and an FL server
selects certain clients to take part in a FL round. The server sends selected devices an FL
plan, which indicates what task a device should do, and a checkpoint that is aware of the
existing state of the overall ML model. These devices train the model on data that is stored
on the local device and then send their updates to the model to the server. The server

averages all devices’ updates at the end of a round. The server updates the global ML model
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at the end of a round based on the combination of device updates, and FL is run for multiple
rounds (Bonawitz et al., 2019).

Figure 2-1 below illustrates the FL process for a single round of FL. In each FL round,
the server randomly selects some available clients to perform FL tasks. During a FL round,
clients update the ML model they receive from the server by training the model on data
hosted locally on the client. Selected clients send the server updates to the ML model and
the server averages all received client model updates. Engineers who design FL can

configure the number of FL rounds that will be run (Bonawitz et al., 2019).
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Figure 2-1. FL Process Diagram

The optimization provided by Federated Averaging enables clients to train their local
ML model multiple times (McMahan et al., 2016). Once the client has finished training
their local model, it sends the model update to the server which aggregates all the clients’

updates to create a new overall global ML model.

13



Bonawitz et al. demonstrated a production level design of a FL system. As more
researchers investigate and propose techniques for deploying FL, new models become
available to meet different use cases and businesses.

Two types of FL that have been researched are horizontal and vertical FL (Yang, Liu,
Chen & Tong, 2019). Vertical and horizontal FL differ in terms of how the data is
partitioned (Gooday, 2020). In horizontal FL, samples in the dataset are different but the
features in the dataset are similar. The example given by Yang et al. in their paper is to
suppose two banks have different users, but they are in similar businesses (Yang et al.,
2019). Conversely, vertical FL is applicable when two datasets contain similar samples but
different features such as two organizations in different businesses that have the same
customers (Yang et al., 2019). The way the data is structured in horizontal and vertical FL
influences how the FL models will be implemented (Gooday, 2020). The work in this
praxis primarily focuses on horizontal FL because there will be multiple similar clients in
the system that will have different samples in their dataset. The samples in each client’s
dataset will be different, but all samples will overlap in types of features such as labeled
images of the same set of items.

There is also ongoing research in securing FL because more businesses are using FL to
process sensitive data. Yang et al. explain that Secure Multi-party Computation (SMC),
differential privacy, and homomorphic encryption are used to prevent malicious clients

from viewing other client data in their paper (2019).

In SMC, each party only knows the input and output of the simulation framework

(Yang et al., 2019). It is a secure method, but it might be difficult to implement efficiently
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because the implementation requires complex protocols (Yang et al., 2019). Differential
privacy is a method that “adds noise” (Differential Privacy - Microsoft Al Lab, n.d.) to the
data so that a third party cannot derive identifying information from the data, but
differential privacy can compromise the accuracy of the model in exchange for privacy
(Yang et al., 2019). Using homomorphic encryption, machine learning can perform
computations on encrypted data (Stewart, Bucaille, & Crossan, 2022). Homomorphic
encryption ensures that user data remains private, but it can sacrifice the accuracy of a
model for privacy (Yang et al., 2019). Computations using homomaorphic encryption are
also slower (Stewart et al., 2022).

Despite efforts to secure FL and prevent information leakage among clients, FL is still
subject to poisoning attacks. The primary focus of this praxis is data poisoning attacks on
FL. Poisoning attacks on FL will be described in a later section of this chapter.

2.3 Poisoning Attacks in Centralized Learning

FL was developed in part because traditional, centralized ML is not secure and
vulnerable to many different types of attacks. One of the main types of attacks that targets
centralized learning is poisoning attacks. This section will review selected literature on
poisoning attacks in traditional, centralized ML techniques.

A data poisoning attack occurs when samples in the training dataset are changed to
contaminate the results provided by the ML model when it is tested on test data (Biggio &
Roli, 2018). Data poisoning attacks’ goals are to decrease the ML model’s accuracy,
misclassify test samples, or increase the time needed to train a ML model (Lin, Dang,
Rahouti & Xiong, 2021). One of the most famous examples of a data poisoning attack on

a traditional machine learning model is the failed Microsoft Tay chatbot. The Tay chatbot
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was designed to talk to young people by learning how to talk via Twitter; however, users
sent the chatbot poisoned tweets which caused the chatbot to learn incorrect behavior and
start sending offensive tweets instead of harmless tweets meant to imitate a teenager
(Biggio & Roli, 2018).

Researchers have studied different ways to conduct poisoning attacks. Two types of
data poisoning attacks have been examined in literature: targeted and untargeted poisoning
attacks. Untargeted poisoning attacks aim to misclassify multiple samples to cause the ML
model’s accuracy to decrease and can cause availability issues whereas targeted poisoning
attacks misclassify specific samples in the test dataset (Tian, Cui, Liang & Shu, 2022).

Tian, Cui, Liang, and Shu wrote a paper that surveys different types of poisoning
attacks in ML (2022). They explain both main techniques used to conduct data poisoning
attacks: label manipulation and data manipulation (Tian et al., 2022). In label manipulation,
the labels in the dataset are changed, but the original data remains the same. If an image
dataset consists of images of dogs and cats, a label manipulation attack on that dataset
would be labeling dog images as cats and cat images as dogs. In data manipulation attacks,
the actual data in the dataset is changed. For example, additional records could be added.

A data manipulation attack on image data could be changing the pixels within the images.

Researchers have performed many poisoning attack experiments. For instance, Mufioz-
Gonzaélez et al. perform a data manipulation poisoning attack by changing data in spam and
malware datasets leading to Deep Learning ML algorithms misclassifying more data. They
performed their data poisoning experiments by testing multiple ML algorithms and

different degrees of data poisoning. Mufioz-Gonzélez et al. found that the classification
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error on the ML algorithms Adaline (ADA) and Logistic Regression (LR) can increase to
30% when an attacker has access to 15% of the training data and poisons data in an
untargeted manner in which data is changed indiscriminately (2017).

Other researchers poisoned the training images of a picture of a dog and demonstrated
that a small change in a training sample can cause multiple changes to test data samples
(Koh & Liang, 2017). By making a small change to a picture of a dog, Koh and Liang
caused an ML model to incorrectly classify a dog image as a fish image with 97%
confidence (2017). Koh and Liang performed their experiments using 30 targeted images;
however, there was no study on other datasets.

Shafahi et al. conducted poisoning attacks on a pretrained InceptionV3 network
(Szegedy et al., 2015) and an AlexNet architecture for the CIFAR-10 image dataset that
was developed by Krizhevsky and Hinton in 2009 (2018). The Inception network is an
architecture that is more efficient in using computing resources because it can increase the
size of the network without increasing the amount of computing resources required to run
the model (Szegedy et al., 2015). The CIFAR-10 image dataset contains 60,000 images
which are split into ten image classes: “airplane, automobile (but not truck or pickup truck),
bird, cat, deer, dog, frog, horse, ship, and truck (but not pickup truck)” (Krizhevsky &
Hinton, 2009). The CIFAR-10 dataset contains 6,000 images of each class. Shafahi et al.
changed the contents of an image to poison it; they also added a watermark of an image to
a poisoned image so the network would incorrectly think the poisoned image is the image
from the watermark. Shafahi et al. found that poisoning attacks were more successful when

more points in the dataset were poisoned. The success rate for this attack is 60% effective
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when 50 samples are poisoned in the CIFAR-10 dataset in which images of dogs are labeled
as birds (Shafahi et al., 2018).
2.4 Overview of Poisoning Attacks in FL

Although FL was designed to be privacy preserving, researchers have found that
FL is subject to different types of poisoning attacks. This section reviews some of the
abundant literature that surveys different poisoning attacks that FL is subject to.

Bouacida and Mohapatra examine vulnerabilities in FL and claim that FL
inadvertently introduces new vulnerabilities in the training phase and that a malicious actor
would be more powerful than in prior ML approaches (2021). They also argue that because
FL is distributed, detecting attacks would be challenging (Bouacida & Mohapatra, 2021).
Bouacida and Mohapatra also argue that since clients in FL perform more functions than
in traditional centralized ML (2021), a compromised FL client would inflict more damage
than a traditional client could. Malicious FL clients have a greater ability to change the
training process more, enabling them to use training data to create an attack or create an
attack based on observed intermediate model updates as the FL rounds run (Bouacida &
Mohapatra, 2021). These malicious FL clients can conduct poisoning attacks in FL. Tian
et al. argue that FL is more vulnerable to poisoning attacks because the server cannot access
client training data and the training data between clients is not 11D, meaning that clients
will have different model updates if they have different data (2022).

Jere, Farnan and Koushanfar examine the taxonomy of attacks in FL in their
research and describe a form of data poisoning attack known as label flipping (2020). Label
flipping is an attack in which an adversary only changes the labels of the training dataset;

without modifying any other content in the dataset (Jere, Farnan & Koushanfar, 2020). Jere
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et al explain that there have been attacks on the MNIST dataset which flipped labels of
sevens to ones, which tricked FL models.

The next section examines prior research that conducted data poisoning
experiments on FL using techniques such as label flipping.

2.5 Experiments on Data Poisoning Attacks in FL

This section reviews some of the literature that examines data poisoning attacks on
FL.

Tolpegin, Truex, Gursoy, and Liu demonstrate a label flipping data poisoning
attack on FL in their research (2020). They implement a targeted label flipping attack on
the CIFAR-10 and Fashion-MNIST image datasets by changing specific labels to other
labels (Tolpegin et al., 2020). The Fashion-MNIST image dataset consists of “grayscale
images of various fashion items, such as T-shirts and tops, trousers, pullovers, dresses,
coats, sandals, shirts, sneakers, bags, and ankle boots” (Zalando Research, n.d.), and the
CIFAR-10 image dataset contains images of vehicles and animals. For example, in a label
flipping attack against the CIFAR-10 dataset, Tolpegin et al. might change all samples with
the label airplane to instead be labeled as a bird. The goal of such an attack would be to
cause the maximum amount of test data labeled as airplane to be misclassified as bird and
to ruin the performance of the ML model (2020). Tolpegin et al. run their label flipping
experiments with 50 clients, one central server that aggregates results, and 5 clients that
participate in each round of FL and run their FL experiments for 200 rounds (2020).

Tolpegin et al. assume that the data is 1ID (independently and identically
distributed) so that each client in their experiment receives the same amount of training

data and that each client receives a unique sample of training data (Tolpegin et al., 2020).
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However, the assumption that the data will be 11D is not realistic because in a real-world
scenario, datasets might be random in nature, and some data therefore might not be
uniformly distributed. Furthermore, Tolpegin et al. study label flipping attacks on Fashion-
MNIST and CIFAR-10 datasets using the CNN ML model, but they do not study the impact
of other ML models or other datasets.

Other researchers have conducted other types of data poisoning attacks on FL. Shi
et al. conducted a successful data poisoning attack on FL using adversarial samples. In this
attack, malicious clients train their machine learning models using adversarial, or poisoned,
samples and then send these malicious updates to the server which reflect an incorrect
machine learning model (2022). By sending the server malicious updates, the malicious
clients aim to cause the machine learning model the server aggregates to perform poorly
by increasing the likelihood that test data is misclassified. Shi et al. use a method known
as MI-FGSM (Momentum Iterative Fast Gradient Sign Method), described in prior
research, to make adversarial samples (Dong et al., 2018).

MI-FGSM changes data samples by “adding velocity vectors on the gradient
direction of the loss function” (Shi et al., 2022). In ML, a loss function calculates the error
between the output of the ML algorithm and the value the algorithm was supposed to
compute (DeepAl, n.d.). A gradient is a mathematical term used in ML that is a vector that
is used to determine the slope of the loss function and has a direction and a magnitude
(Google Developers, n.d.). The gradient direction is the “direction of the biggest increase
in the loss function” (Google Developers, n.d.). Velocity vectors represent the rate of
change of positions of objects and contain two values: magnitude or speed and direction

(Brightstorm, n.d.). MI-FGSM is using momentum in ML (Dong et al., 2018). Momentum
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is used to help stop a point and get it to the minimum value faster for gradient descent
(Mahapatra, 2021). In ML, gradient descent is used for ML training; a model keeps
adjusting itself until the loss function reaches close to the minimum value of a function or
as close to zero as possible; this means that the ML model successfully trained itself on
samples because it can compute values that are accurate (IBM, n.d.-c).

Shi et al. performed another data poisoning attack on FL (2022). Shi et al. perform
their data poisoning attacks using several different FL algorithms against the CIFAR-10
and Fashion-MNIST datasets, and they found that their data poisoning attacks were more
effective on the Fashion-MNIST dataset.

However, Shi et al. performed their experiments with the assumption that 20% of
the clients were malicious. Shi et al. did not analyze other percentages of malicious clients.
They also did not attempt to determine a threshold at which malicious data would impact
the accuracy of a FL model faced with a data poisoning attack. Furthermore, Shi et al. only
analyze the global ML model accuracy with all benign clients and the accuracy of the ML
model after 20% of the clients are malicious, but they do not analyze other ratios of
malicious clients or use any other metrics for their analysis.

Zhang, Chen, Cheng, Binh and Yu propose a data poisoning attack on FL called
PoisonGAN (2020). In this approach, malicious clients create a GAN (Generative
Adversarial Net) to copy the training data from others (Zhang et al., 2020). The malicious
clients then send the server updates derived from poisoned data. Because the server
aggregates all model updates it receives from clients in the FL framework, the server will
factor the poisoned updates from malicious clients into the overall ML model. This will

poison the ML model overall and cause poorer performance as the poisoned updates make
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it more likely that test data will be misclassified by the model. The authors implement two
different data poisoning approaches: label flipping and the backdoor data poisoning attack,
and they experiment with those poisoning attacks on the CIFAR-10, Fashion-MNIST, and
MNIST image datasets (Zhang et al., 2020).

In the label flipping attack, adversaries change the labels of the training data and
make no other changes (Jere et al., 2020). In the backdoor data poisoning attack,
adversaries can change the content of the training data itself by adding content such as
watermarks to confuse the ML model (Jere et al., 2020). For example, if an adversary
applies a watermark of an image of a bird to an image of a dog, the ML model might think
that the image of the dog is an image of a bird.
One flaw in the PoisonGAN scenario is that the attacker is given more power than is usual
in the real world: the authors prevent the attacker from influencing the ML model when
the accuracy of the poisoning attack is below 60%. The authors rationalize this by
projecting that since they are running their experiment with only 1 malicious client, there
will be more benign updates than malicious updates in the later rounds of FL (Zhang et al.,
2020). This modification in PoisonGAN artificially increases the effectiveness of the
poisoning attack. The creators of PoisonGAN evaluated their experiments with the values
for accuracy for the poisoning attacks and the main accuracy for the ML model with benign
participants (Zhang et al., 2020). However, this approach did not evaluate any other metrics
besides accuracy. Some other metrics Zhang et al. could have used were precision, recall,
and F1 score (Tutorials Point, n.d.).

Zhang, Chen, Wu, Chen and Yu propose yet another poisoning attack on FL using

GANSs (2019). In this attack, a malicious client first participates in FL by presenting itself
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as a benign client to be selected by the server, then creates a GAN to create a new fake
dataset that mimics the training data of the other benign clients that are participating in FL
(Zhang et al., 2019). The malicious client then performs a label flipping attack on the
synthetic data that it generated by changing the labels in the dataset. The malicious client
infers what data the benign clients used for training because it receives the global ML
model as a checkpoint after each round of FL is completed. This attack model assumes the
malicious client can deploy the GAN, modify training data, change the training process
and that the malicious client knows what the model structure is (Zhang et al., 2019).

Zhang et al. also evaluated their attack by performing experiments on the MNIST
and AT&T datasets. MNIST is an image dataset with handwritten digits, and AT&T has
400 black and white images of faces (Zhang et al., 2019). Zhang et al. used CNNs to create
their GAN, and the experiments indicate the attack is 90% effective (2019). However, in
practice, it would be challenging to create a GAN and infer the benign data for clients and
reconstruct the data so that it appears to be legitimate.
2.6 Summary and Conclusion

This literature review summarized prior research regarding FL, poisoning attacks
in centralized learning and FL, and data poisoning attack implementations in FL. From this
literature review, it is clear that there has been ongoing research regarding poisoning
attacks in FL, and poisoning attacks in FL are still a challenging problem that organizations
face.

There has been much research in the theoretical aspects of poisoning attacks in FL;
however, researchers demonstrate their approaches on their specific experiments that are

limited in scope using open-source datasets. A solution that allows users to experiment
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with data poisoning attacks in FL does not exist; therefore, this praxis delivers a decision
support tool that solves this problem. In addition, the decision support tool generates
metrics showing the performance of FL algorithms and provides a recommendation as to
which FL algorithm is the most resilient to data poisoning attacks. The next chapter of this

praxis will describe the methodology used to develop the decision support tool.
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Chapter 3—Methodology

3.1 Introduction

The methodology chapter will describe how the FL environment was implemented
and how the datasets were obtained and processed. In addition, this chapter will explain
how the data poisoning attack methods were implemented, experiment methods, and how
the decision support tool was developed. Finally, the methodology chapter concludes with
a summary of key techniques used in this research. Figure 3-1 below shows the sequence

of steps for the research methodology.

Set up Federated Learning Simulation Environment

Obtain and process data

Perform data poisoning attacks on data

Implement and run experiments with different FL algorithms

Develop decision support tool user interface

Figure 3-1. Methodology Steps

3.2 Set Up FL Simulation Environment

The FL simulation environment was implemented using the Flower framework and
PyTorch. The Flower framework is an open-source package that is available in numerous
programming languages and is designed to provide a realistic simulation of FL (Beutel et

al., 2022). Flower provides a way to experiment with different algorithms and systems in
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FL and allows developers to quickly move their machine learning (ML) algorithms to a FL
environment (Beutel et al., 2022). Flower allows users to train their models with real
devices and evaluate FL algorithms in real-world conditions with limited computing
resource availability as well. Flower supports the use of one machine to simulate FL
systems, and Flower also has existing implementations for Federated Averaging algorithms
that are used by the server to combine FL client updates (Beutel et al., 2022). Flower is
available on GitHub to the public and the Flower development team has also documented
how to use the tool with several examples in different programming languages (Flower
Labs [adap], n.d.). This praxis used the Flower framework and imported it into the decision
support tool Python script. The Flower framework was used to generate the FL
infrastructure with clients and servers, and the Flower tool was installed to the local
machine used for experimentation in Python version 3.7 using the command below (Adap

GmbH, 2022).

python -m pip install flwr

Flower was installed with PyTorch, and PyTorch was installed to the local machine
with the commands below.
python -m pip install torch
python -m pip install torchvision

PyTorch is an open-source framework that is used to develop Deep Learning ML
models in Python, and it supports ML training using CPUs and GPUs as well as distributed
training among different CPU and GPU cores (NVIDIA, 2022). Two of the main parts of
PyTorch are tensors and graphs. Tensors are a data type in PyTorch that can be used to

change the inputs and outputs of an ML model or its parameters (NVIDIA, 2022). Graphs

26



are a type of data structure that has different vertices and edges, and PyTorch uses graphs
to record and store operations and tensors. PyTorch builds these graphs at runtime in a
dynamic fashion (NVIDIA, 2022). PyTorch was used to develop the FL algorithms
evaluated by the decision support tool: LSTM, CNN, and NN.

The LSTM algorithm was implemented with three hidden layers. A hidden layer
performs mathematical functions on data and is useful in Neural Networks. Each hidden
layer performs a part of the function for a Neural Network (DeepAl, 2020c). The LSTM
algorithm was implemented as a Recurrent Neural Network (RNN). This implementation
of LSTM was selected because it provides a reasonable accuracy on datasets.

The CNN algorithm was implemented with three convolutional layers, one pooling
layer, and three fully connected layers. The CNN algorithm uses convolutional layers to
learn patterns from the training dataset and involve mathematical computations (O'Shea &
Nash, 2015). The pooling layer in the CNN algorithm implementation decreases the
number of mathematical computations and to prevent overfitting for the model (Rosebrock,
2021). Overfitting prevents an ML model from performing properly because the model
does not predict test samples accurately if they differ from samples used for training the
model (EliteDataScience, 2022). The fully connected layers are fully connected to the
previous layers and output the prediction that the ML model makes (O'Shea & Nash, 2015).
It is a standard practice to include fully connected layers in NNs (Rosebrock, 2021).

The NN algorithm was implemented with four hidden layers. For the CIFAR-10
dataset, the input size used for NN was 3 * 32 * 32 and the output size was 10 because
there are 10 classes. The input size for NN was 3 * 32 * 32 on the CIFAR-10 dataset

because each image in the dataset is 32 by 32 pixels, and there are “three channels for
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colors: red, green, and blue” (Corel_PaintShop_Pro, n.d.). For all layers, a Rectified Linear
Unit Activation function (ReLu) was used. The ReLu is a function that takes the maximum
value of an input value if that value is more than zero; else, if the value is less than zero,
then the RelLu outputs 0 (DeepAl, 2020b). ReLu is useful for saving computational
resources when training a model (DeepAl, 2020b).

In an FL simulation, all clients run the same ML algorithm. For example, if the CNN
algorithm is tested, then all clients in the environment would run the same CNN algorithm.
The FL server that combines all FL client updates used the Federated Averaging protocol.
The Federated Averaging protocol combines all client updates by averaging all the updates
(McMahan, Moore, Ramage, Hampson, & y Arcas, 2016).

Once the FL simulation environment was developed, datasets were obtained for data
poisoning attacks. The next section describes the datasets analyzed in this praxis that
were used to experiment with data poisoning attacks.

3.3 Obtain and Process Data

The data analyzed in this praxis was used for data poisoning attack methods. CIFAR-10 is
the dataset that was analyzed in this praxis. CIFAR-10 is a dataset that has “60,000 32x32
images that represent ten different image classes: automobile, plane, bird, cat, deer, dog,
frog, truck (but not pickup truck), horse, and ship” (Krizhevsky, n.d.). There are 6,000
images per class in the dataset. Each image is labeled by only one class, and no classes
overlap with each other. The CIFAR-10 dataset was obtained by using the
torchvision.datasets function in Python. This function was used within the Python script
to download the training and test datasets as tensors using the following import statement:

from torchvision.datasets import CIFAR10
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Figure 3-2 below shows an example of the CIFAR-10 dataset that was generated
using the matplotlib.pyplot.show function in Python. A random subset of the

training dataset was used to generate the images in Figure 3-2.
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Figure 3-2. CIFAR-10 Image Examples

By default, there are “50,000 training images and 10,000 test images in the CIFAR-
10 dataset” (Krizhevsky, n.d.). However, the data was split slightly differently for this
praxis. The original training dataset was split into 2 parts. 10% of the training dataset was
used for validation, and the other 90% of the training dataset was used to train the model.
The test dataset was not changed. The data was split as follows: 75% of the data was used
for training; 17% of the data was used for testing, and 8% of the data was used as validation
holdoff data to validate experimental results. There are 45,000 training images, 5,000
images used to validate the ML model, and 10,000 images to test the machine learning

model.

The training dataset is usually the largest portion of the dataset used for ML, and it

is the dataset that the ML model learns from so that it can see whether certain patterns exist
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in the dataset. The test dataset is used to evaluate the ML model, and it selects the best ML
model (Pramoditha, 2022). The validation dataset is used after training to evaluate each
ML model that has modified hyperparameters. ML models are trained multiple times and

as a result, there are different ML models all with slight variations in hyperparameters.

Hyperparameters are parameters set in the ML model before it trains and changes
in these parameters influence how well the ML model trains on the training dataset
(DeepAl, 2020). For example, a hyperparameter could be the learning rate for the ML
model (DeepAl, 2020). The validation dataset is used to evaluate each of these different
ML models to determine which ML model and hyperparameter combination is the best

(Pramoditha, 2022). Once validation is completed, the ML model is tested.

Therefore, by splitting the data into three different datasets: the test dataset, the
train dataset, and the validation dataset, the ML model will perform better and hopefully,
the model will make more accurate predictions when it is tested with the test dataset. Once
the data was processed, the data was further manipulated when performing a data poisoning

attack. The next section explains the data poisoning attack technique used in this praxis.

3.4 Perform Data Poisoning Attacks

The data poisoning attack analyzed in this praxis is known as label flipping. In the
label flipping attack, labels of the training dataset are changed to cause machine learning
(ML) algorithms to misclassify more data at test time. It is more likely that the ML
algorithm would predict test data incorrectly because it learned incorrect information when

it was trained.
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The label flipping attack was implemented in the datasets by following a strategy
implemented by Tolpegin, Truex, Gursoy, and Liu in their 2020 paper. The dataset used in
this praxis was the CIFAR-10 image dataset. They flipped 0 to 2, 5to 3, and 1 to 9
(Tolpegin et al., 2020), meaning that plane images were labeled as bird images; dog images
were labeled as cat images; images labeled as cars were then labeled as trucks. In this
targeted poisoning attack scenario only plane, dog, and car images were labeled differently.

All other images retained the same label.

dog car | I truck
n n
Changes to
bird plane bird

Original data Poisoned data

Figure 3-3. CIFAR-10 Targeted Label Flipping Example

Figure 3-3 above shows an example of the targeted data poisoning attack on the
CIFAR-10 dataset. The poisoned labels are outlined in red for clarity. Any image that was

not a dog, car, or plane retains its original label.

The other experiment that was performed was an untargeted poisoning attack in
which all labels of the dataset were changed. Every label was flipped to the next label in
the untargeted poisoning attack scenario. Table 3-1 shows the untargeted poisoning attack

on the CIFAR-10 dataset.
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Table 3-1. Untargeted Poisoning Attack for CIFAR-10 Dataset

Original Label Poisoned Label
0 (plane) 1 (car)

1 (car) 2 (bird)
2 (bird) 3 (cat)

3 (cat) 4 (deer)
4 (deer) 5 (dog)
5 (dog) 6 (frog)
6 (frog) 7 (horse)
7 (horse) 8 (ship)
8 (ship) 9 (truck)
9 (truck) 0 (plane)

Both the targeted and untargeted data poisoning attacks were implemented in the
dataset to analyze whether there is a different effect on FL algorithms if the attacks are

targeted or untargeted.

The targeted attack will most likely fool the model more than the untargeted attack
will. In the targeted attack, similar images are poisoned because a car image is labeled as
a truck, a dog image is labeled as a cat, and a plane image is labeled as a bird. The
untargeted attack will demonstrate how the model would behave when it is given

completely incorrect data when it is trained.

3.5 Experiment Methods
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Various experiments were run to determine how data poisoning influences different
FL algorithms. The experiments for this praxis were implemented using the Python
programming language. In addition, for all initial experiments, there were 10 clients total.
A total of 50 clients was tested with a targeted poisoning attack to see whether the initial

results obtained with 10 clients could be generalized to other numbers of clients.

The CIFAR-10 dataset was manipulated in numerous ways to see whether different
amounts of data poisoning would influence the performance of FL algorithms. There are
multiple clients in FL. There might be different behavior based on the number of clients
that have poisoned data, so therefore, experiments tested different amounts of malicious
clients. In the real world, this would mean an adversary has access to only some devices
but not all devices in the FL environment. The experiments tested the following
percentages of malicious clients: 0, 10%, 20%, 30%, 40%, 50%, 60%, 70%, 80%, 90%,
and 100% where 100% of clients being poisoned means that all clients are poisoned. The
different percentages of malicious clients were chosen so that it could be observed whether
or not different numbers of malicious clients in a FL environment would cause changes in

different FL algorithms.

In addition, experiments also tested different amounts of data poisoning. This
variation was not covered in prior work. Experiments were performed to see whether the
amount of data that is poisoned in a client’s dataset could change the performance of FL
algorithms. This could also be the case in a practical scenario where an adversary might
have access to some of the device data. For example, a mobile device might have a
malicious application installed that could poison some amount of the data in the device.

The following percentages of data poisoning were tested: 0%, 5%, 10%, 25%,50%,75%,
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and 100%. These different amounts of data poisoning were selected to see whether the
performance of FL algorithms would change based on different levels of data poisoning.
The 100% data poisoning scenario means that all the training data on a FL client would be

poisoned.

The experiments in this praxis have two types of variations: number of malicious
clients and percentage of data poisoning. In addition, combinations of these variations were
also tested to see the impact of different combinations of malicious clients and amount of
poisoned data. For example, one experiment would test the following scenario: 25% of the
data being poisoned in 10% of the FL clients. Another experiment could be poisoning 75%
of the data in 50% of the FL clients. Table 3-2 below describes the different scenarios that
are tested in the experiments. The values for the percentage of data poisoning are in the
columns of the table, and the values for the percentage of malicious clients are in the rows
of the table. The tests that are executed in this praxis are marked with an X. A blank cell in

the table indicates that the test was not performed.

Table 3-2. Test Scenarios

% % Data Poisoning
Malicious 0% 5% 10% 25% 50% 75% 100%
Clients
0% X
10% X X X X X X
20% X X X X X X
30% X X X X X X
40% X X X X X X
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50% X X X X X X
60% X X X X X X
70% X X X X X X
80% X X X X X X
90% X X X X X X
100% X X X X X X

The different test scenarios were run for each FL algorithm analyzed in this praxis:
NN, LSTM, and CNN to observe how those three algorithms perform with different
amounts of data poisoning and malicious clients. The combination of 0% of data poisoning
with 0% malicious clients represents benign data in which no data was poisoned. The
benign data point is useful to compare the degradation of the algorithms’ accuracy when

algorithms are given poisoned training data.

The experiments in this praxis were run using a Linux machine with a NVIDIA
RTX 3080 GPU, 12th generation Intel Core i9 processor, 2 TB SSD, and 64 GB of RAM.
This machine was chosen for the experiments as it has a fast GPU and CPU. Because this
machine had more processing power than other machines in the market, it would be able
to run the experiments much faster than other machines with inferior specifications. The
Python script for the experiments was run directly on the Linux machine. Running all
experiments for this praxis took around one week because 181 different combinations were

evaluated.
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To analyze the results of the different data poisoning attacks, the experiments also
generated different statistical metrics. The metrics used to analyze the results of the data

poisoning attacks are summarized below.

In machine learning, a True Positive (TP) means that the ML model correctly
predicted a class that is positive. A True Negative (TN) means the model correctly
predicted a negative class. A False Positive (FP) means that the model incorrectly predicted
that a negative class is positive, and a False Negative (FN) means the model incorrectly

predicted that a positive class is negative (Google Developers, 2022).

Figure 3-4 is a confusion matrix that visually explains these metrics.

Model Predicted Sample = positive Sample = negative

TP FP
The sample is positive, and The sample is negative, but
the model correctly detected  the model incorrectly
that it is positive. predicted that it is positive.
Negative FN TN

The sample is positive, but the The sample is negative, and
model incorrectly predicted the model correctly predicted
that it is negative that it is negative

Figure 3-4. Confusion Matrix with Definitions

Precision and Recall are metrics that were analyzed by class. Each class in the
dataset was analyzed to calculate the TPs, FPs, TNs, and FNs. In the case of the CIFAR-
10 dataset, 10 different precision and recall values for each class were calculated with each
data poisoning scenario because the CIFAR-10 dataset has 10 classes. Equations 3-1 and

3-2 provide equations for precision and recall respectively.
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TP

P . . -
recision TP + FP

Equation 3-1. Precision

TP

Recall = TP-l-—FIV

Equation 3-2. Recall

In addition, other metrics were identified to see how FL algorithms performed
overall with the entire dataset. A sklearn classification report was generated after each data
poisoning attack was run to calculate metrics. This sklearn classification report was

generated by running the following statement in Python:
sklearn.metrics.classification_report

This report has precision, recall, and F1 score values for each class as well as
combined metrics for multiple classes with overall accuracy, macro average, and weighted
average values. F1 score is a useful metric to determine the ML model’s overall

performance (Sefidian, 2022). The equation for F1 score is shown below.

Precision * Recall
F1 Score = 2 %

Precision + Recall

Equation 3-3. F1 Score

The sklearn classification report is helpful with multi-class classification problems
in which the machine learning algorithm is trying to detect more than 3 classes (Sefidian,
2022). The CIFAR-10 dataset is an example of a dataset that represents a multi-class

classification scenario because there are 10 classes in that dataset.
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Macro-averaged values are values that are calculated by taking the unweighted
average of all values in a class, meaning that the values are averaged without taking into
account how many data samples are representative of a class (Sefidian, 2022). For example,
to calculate the macro-averaged F1 score of three classes, the F1 scores for each class
would be divided by the number of classes. Equation 3-4 below shows the idea of

calculating a macro-averaged F1 score for 10 classes.

> 1(10 F1 Score (class n)
Macro — averaged F1 score = —=

Number of classes
Equation 3-4. Macro-averaged F1 Score

The weighted average values are computed by taking the weighted average of all
values in a class and the average is calculated based on how many values are in a class
(Sefidian, 2022). The weighted average values use the support values in the sklearn
classification report; support is a column in the classification report that has the number of

data samples for each class (Sefidian, 2022).

The support values are used to calculate the proportion of class values in the entire
dataset which is then used to calculate weighted average values. Equation 3-5 shows the

support proportion of classes that are calculated by using the support values.

Support (class)

S tP ti l =
upport Proportion of a class Number of Total Data Samples

Equation 3-5. Support Proportion

To calculate the weighted average F1 Score, the support proportion of a class would

be used. Equation 3-6 shows an example of calculating the weighted average F1 score.
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Weighted Average F1 score

Z Number of classes—1

o F1 Score (class n) * support proportion(class n)

Number of classes

Equation 3-6. Weighted Average F1 Score

In this praxis, the entire sklearn classification report was saved to a log file so that users
could refer to the report as a reference. Macro-averaged values were used to analyze the
CIFAR-10 dataset versus weighted average values. This is because in the CIFAR-10
dataset, all classes are given equal importance. The weighted average would be used if
classes that are more prevalent in the dataset will be considered more important than other

classes in the dataset (Sefidian, 2022).

Table 3-3 summarizes all metrics that can be found in the sklearn classification report.
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Table 3-3. Sklearn Classification Report Metrics

Metric Description

Precision The total amount of true positive samples that
were correctly detected as positive.

Recall The amount of correctly detected positive samples
out of the total amount of positive samples

F1 score A metric used to evaluate the overall performance
of the model by evaluating both precision and
recall

Accuracy The number of correct predictions out of the total

amount of predictions made by the model

Macro averaged precision

An unweighted average of precision values for all

classes in the dataset

Macro averaged recall

An unweighted average of recall values for all

classes in the dataset

Macro averaged F1 score

An unweighted average of F1 score values for all

classes in the dataset

Weighted average precision

A weighted average of precision values that
accounts for the proportions of classes in the

dataset

Weighted average recall

A weighted average of recall values that accounts
for the proportions of classes in the dataset

Weighted average F1 score

A weighted average of F1 Score values that
accounts for the proportions of classes in the

dataset

After the experiments were run, the decision support tool user interface was

developed so that users can implement these same data poisoning attack scenarios to see
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the results on their datasets. The next section describes how the decision support tool user

interface was developed.

3.6 Decision Support Tool User Interface Development

Once the experiments for the praxis were completed, the user interface for the
decision support tool was developed. The PySimpleGUI package (PySimpleGUI, 2001) in
Python was used to implement the user interface for the decision support tool. Then, the
code used for the experiments was integrated with the user interface and generalized so
that the data poisoning attack experiments could be run on user-supplied datasets. The user
interface is designed so that users can enter the location of their own dataset and then run

data poisoning attack experiments on that dataset.

In addition, the decision support tool determines the most resilient FL algorithm
based on statistical metrics by comparing the results across all algorithms. A score is
calculated for every test scenario in the experiment. The decision support tool awards a
point to an algorithm if the F1 score for a class is greater than or equal to 0.5 for each data
poisoning attack execution. After all the test scenarios are complete, the decision support
tool determines that the algorithm with the most points is the most resilient to data

poisoning attacks.

3.7 Conclusion
This chapter described the methodology used in this praxis. The first step in the
methodology was to create a FL simulation environment. A framework called Flower and

PyTorch were used to develop a FL simulation environment in Python. Data poisoning

41



attacks in the form of label flipping were performed on data to test the impact of data
poisoning on FL algorithms. In this praxis, three FL ML algorithms were analyzed: LSTM,
CNN, and NN. Once data poisoning experiments were performed on existing data, the
same data poisoning strategy was integrated with a user interface for a decision support

tool that determines the most resilient FL algorithm in the event of data poisoning attacks.
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Chapter 4—Results

4.1 Introduction

This chapter summarizes the results of the experiments in this praxis. First, the
results of the different data poisoning attack experiments on the CIFAR-10 dataset with 10
clients are discussed. Then, the results of the decision support tool user interface and the
analysis of the most resilient FL algorithm are discussed. Finally, the chapter concludes

with a summary of experiment results.

4.2 The Setup of FL Environment Data

The experiments in this praxis split the data among the clients in a way that simulates
a realistic FL environment. The data was split among the FL clients such that each client
had a unique set of data. Clients had a different distribution of data so that each client had
different amounts of images for different classes. Therefore, the results in these
experiments reflect a realistic FL scenario. A realistic FL environment has many clients,
and clients might not have similar data as they belong to different users.
4.3 Hypothesis 1
H1: More than 30% of the data being poisoned would cause the accuracy of Federated

Learning algorithms to drop below 60%.

4.3.1 Data Poisoning Attack Methods

The data poisoning label flipping attacks were performed on three FL algorithms
that were implemented: LSTM, NN, and CNN. In the initial data poisoning attack
experiments, there were 10 total FL clients. The data poisoning attack was executed on

various combinations of malicious clients. The data poisoning attacks were executed by
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poisoning a certain percentage of data in malicious clients; the percentages of data
poisoning examined in the experiments were 0%, 5%, 10%, 25%, 50%, 75%, and 100%
where 0% is the benign case in which no data is poisoned in clients and in 100% data
poisoning, all the data would be poisoned in the malicious client. In addition, the second
variable during the data poisoning attack experiments was the percentage of malicious
clients. The following percentages of malicious clients were tested in the experiments: 0%,
10%, 20%, 30%, 40%, 50%, 60%, 70%, 80%, 90%, and 100%. These different percentages
of malicious clients were tested to see how adding a malicious client in the FL environment
would affect the accuracy of the FL algorithms. Combinations of the percent of data

poisoning and number of malicious clients were tested.

There were two different data poisoning attacks that were performed: targeted and
untargeted attacks. In targeted data poisoning attacks, specific labels of the dataset were
changed to other labels in the dataset whereas in the untargeted data poisoning attacks all
labels in the dataset were changed. The next sections describe the results for the targeted

data poisoning attacks and the untargeted data poisoning attacks in more detail.

4.3.2 Targeted Data Poisoning Attack Results
The targeted data poisoning attack was performed by flipping the following labels:
plane to bird, dog to cat, and car to truck in the CIFAR-10 image dataset. The rest of the
labels in the dataset remained unchanged. These different labels were changed because it
is plausible that one image could be another. Car and truck images are like each other; dog
and cat images could be like each other, and a plane image could appear to be an image of

a bird because those images have similar features.
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Once the targeted data poisoning attack was run, graphs were output that showed
how the accuracy of CNN, NN, and LSTM changed with the different amounts of data
poisoning. From Figures 4-1, 4-2, and 4-3 below, it can be observed how the accuracy of
the different FL models changes based on different levels of data poisoning and
percentages of malicious clients. While 5%, 10%, and 25% of data poisoning were tested
for all experiments, those levels of data poisoning were not included in figures 4-1, 4-2,
and 4-3 because those data poisoning percentages did not differ significantly from the
benign accuracy value. The accuracies for 50%, 75%, and 100% data poisoning were

graphed to show how the models’ accuracies deteriorate with data poisoning.
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Figure 4-1. Percentage of Malicious Clients Versus the Accuracy of the CNN
Model in Targeted Data Poisoning Attacks With 10 Clients.

In Figure 4-1 above, it can be seen how the accuracy of the model drops to its lowest

values when 100% of the data is poisoned. The CNN model’s accuracy decreases the most

when the percentage of malicious clients changes from 30% to 40% with 100% data

poisoning. 75% data poisoning also causes the CNN model’s accuracy to drop; however,

75% data poisoning causes the accuracy to drop more gradually than 100% data poisoning

as the percentage of malicious clients increases. The accuracy of the CNN model reduces

steadily as the percentage of malicious clients increases with 75% data poisoning. 50%
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data poisoning does not cause the CNN model’s accuracy to drop significantly until 100%

of the clients are malicious in the FL environment.

Based on Figure 4-1, it can be observed that the CNN model’s accuracy reduces
significantly when all the clients are poisoned in the FL environment. In addition, as the
percentage of data poisoning increases, the CNN model’s accuracy decreases overall. Both
the percentage of malicious clients and the percentage of data poisoning influence the CNN
model’s accuracy in a targeted data poisoning attack. The percentage of data poisoning
appears to influence the model’s accuracy more than the percentage of malicious clients.
However, when all clients are malicious, the accuracy of the CNN model drops to its lowest

value irrespective of the percentage of data poisoning.
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Figure 4-2. Percentage of Malicious Clients Versus the Accuracy of the NN

Model in Targeted Data Poisoning Attacks With 10 Clients

In Figure 4-2 above, it can be seen how the accuracy of the NN model drops as the

percentage of malicious clients increases with different levels of data poisoning. In the case

of NN, 50% of data poisoning does not cause the model’s accuracy to significantly

decrease, and the accuracy of the NN model at 50% data poisoning is higher than the

accuracy of the model when 75% and 100% of the data is poisoned. Figure 4-2 indicates

that the NN model’s accuracy generally decreases as the percentage of data poisoning

increases, with the model’s accuracy being its lowest when 100% of the data is poisoned.

When 100% of the data is poisoned in NN, the accuracy for the model drops the most when

the percentage of malicious clients changes from 40% to 50%. When 75% of the data is
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poisoned in the NN model, the accuracy for the model drops more suddenly when the
percentage of malicious clients changes from 50% to 60% and when the percentage of
malicious clients changes from 60% to 70%. From Figure 4-2, it can be concluded that the
percentage of data poisoning greatly influences the NN model’s accuracy. The model’s

accuracy also decreases as the percentage of malicious clients increases.

@ LSTM_0% data poisoned
0.54 1 @ LSTM_50% data poisoned
@ LSTM_75% data poisoned
0.52 - 0 0 @ LSTM_100% data poisoned
[ ()
0.50 - ? o ; )
@ o
g 0.48 1 ¢
8 L1 9
2 0.46 S
0.44 - 0 ®
o o
0.42
¢
0.40 o 0 i
(1}

0 10 20 30 40 50 60 70 80 90 100
Percentage of Malicious Clients

Figure 4-3. Percentage of Malicious Clients Versus the Accuracy of the LSTM
Model in Targeted Data Poisoning Attacks With 10 Clients

In Figure 4-3 above, it can be seen how the accuracy for the LSTM model decreases

with different percentages of malicious clients at different data poisoning levels. 100% of

the data being poisoned causes the model’s accuracy to reduce the most whereas 50% of

the data being poisoned causes the model’s accuracy to reduce marginally. 75% of data
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poisoning causes the accuracy of the LSTM model to reduce more than 50% data poisoning
but less than 100% data poisoning. For 100% data poisoning, the accuracy reduces the
most suddenly when the percentage of malicious clients changes from 30% to 40% and
when the percentage of malicious clients changes from 60% to 70%. It appears that the
model’s accuracy increases slightly when 90% of the clients are malicious with 100% data
poisoning. However, because the baseline accuracy for the LSTM model is 0.5, the model
itself is not accurate, and therefore, small fluctuations in accuracy should be discounted.
Since these experiments were run with image data, the LSTM model is not appropriate for

this dataset as LSTM is more useful in time-series data versus still images.

The macro-averaged F1 scores for each targeted data poisoning experiment were
calculated to analyze each FL algorithm further. Tables 4-1, 4-2, and 4-3 below show the
different macro-averaged F1 scores for the FL algorithms with different percentages of
data poisoning and malicious clients. The macro-averaged F1 scores were calculated by
taking the mean of all the F1 scores for each class in the dataset for each experiment as
described in the previous section. In addition, the F1 scores for each class were calculated

using the precision and recall metrics that were described in the previous section.
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Table 4-1. Macro-averaged F1 Scores for the CNN Model for
Targeted Poisoning Attacks

% of Data Poisoning

% of Malicious Clients 0% 5% 10% 25% 50% 75%| 100%
0% 0.749
10% 0.750 | 0.753 | 0.762 | 0.741 | 0.753 | 0.753
20% 0.754 | 0.744 | 0.756 | 0.735 | 0.739 | 0.726
30% 0.755 | 0.746 | 0.751 | 0.735 | 0.737 | 0.701
40% 0.745 | 0.733 | 0.738 | 0.751 | 0.722 | 0.567
50% 0.743 | 0.753 | 0.746 | 0.742 | 0.692 | 0.474
60% 0.753 | 0.748 | 0.749 | 0.737 | 0.643 | 0.472
70% 0.745 | 0.751 | 0.740 | 0.716 | 0.576 | 0.466
80% 0.750 | 0.752 | 0.747 | 0.697 | 0.499 | 0.472
90% 0.748 | 0.747 | 0.739 | 0.641 | 0.475 | 0.469
100% 0.738 | 0.759 | 0.730 | 0.474 | 0.474 | 0.464

Table 4-2. Macro-averaged F1 Scores for the NN Model
for Targeted Poisoning Attacks
% of Data Poisoning

% of Malicious Clients| 0% 5% 10% 25% 50% 75% | 100%
0% 0.573
10% 0.569 | 0.565 | 0.567 | 0.564 | 0.567 | 0.558
20% 0.574 | 0.571 | 0.571 | 0.574 | 0.567 | 0.549
30% 0.571 | 0.571 | 0.568 | 0.567 | 0.571 | 0.530
40% 0.563 | 0.569 | 0.567 | 0.574 | 0.553 | 0.505
50% 0.576 | 0.568 | 0.569 | 0.569 | 0.535 | 0.457
60% 0.561 | 0.570 | 0.571 | 0.564 | 0.488 | 0.418
70% 0.572 | 0.565 | 0.568 | 0.563 | 0.444 | 0.392
80% 0.569 | 0.563 | 0.570 | 0.562 | 0.384 | 0.378
90% 0.567 | 0.574 | 0.571 | 0.556 | 0.371 | 0.370
100% 0.568 | 0.574 | 0.572 | 0.452 | 0.368 | 0.369
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Table 4-3. Macro-averaged F1 Scores for the LSTM Model

for Targeted Poisoning Attacks

% of Data Poisoning
% of Malicious Clients| 0% 5% 10% 25% 50% 75% | 100%
0% 0.507
10% 0.514 | 0.506 | 0.514 | 0.517 | 0.520 | 0.518
20% 0.509 | 0.522 | 0.512 | 0.511 | 0.516 | 0.492
30% 0.515 | 0.515 | 0.512 | 0.506 | 0.503 | 0.476
40% 0.516 | 0.505 | 0.515 | 0.520 | 0.496 | 0.436
50% 0.511 [ 0.505 | 0.523 | 0.503 | 0.487 | 0.412
60% 0.518 | 0.508 | 0.511 | 0.504 | 0.456 | 0.396
70% 0.504 | 0.519 | 0.519 | 0.502 | 0.420 | 0.339
80% 0.518 | 0.522 | 0.505 | 0.495 | 0.402 | 0.333
90% 0.505 | 0.499 | 0.512 | 0.455 | 0.350 | 0.340
100% 0.522 [ 0.512 | 0.501 | 0.409 | 0.335 | 0.334

The tables showing how the macro-averaged F1 scores for the models change as the
percentage of malicious clients increases show similar behavior as the accuracy of the
models. These tables include all percentages of data poisoning that were tested in the
experiments. It can be observed that 5%, 10%, and 25% data poisoning macro-averaged
F1 scores are all like the benign macro-averaged F1 score value. In Table 4-1 that shows
the macro-averaged F1 scores for the CNN model, the benign macro-averaged F1 score is
0.749. When looking at Table 4-1, it can be observed that all the macro-averaged F1 scores
for 5, 10, and 25% data poisoning do not change significantly from this benign value and
change by 1 or 2% at the most. In addition, the macro-averaged F1 scores for 5, 10, and
25% do not change significantly when the percentage of malicious clients increases.

Similar behavior can be observed in tables 4-2 and 4-3 with the NN and LSTM model
macro-averaged F1 scores. The benign macro-averaged F1 score for the NN model is
0.573, and the macro-averaged F1 scores when 5, 10, and 25% of the data is poisoned are

all approximately 0.57 and are very similar to the benign macro-averaged F1 score. The
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benign macro-averaged F1 score for the LSTM model is 0.507 as seen in Table 4-3. The
macro-averaged F1 score values for 5, 10, and 25% data poisoning are all close to 0.51 or
0.52 for all percentages of malicious clients in the LSTM model. Therefore, small levels
of data poisoning such as 5, 10, and 25% do not change the macro-averaged F1 score
significantly and to see a change a FL model’s performance, more data in clients should be
poisoned.

For all models, 50% of data poisoning does not cause the macro-averaged F1 score to
drop significantly, but 75% and 100% data poisoning do cause the macro-averaged F1
score to drop. The macro-averaged F1 scores for CNN and NN are greater than 0.5 as a
baseline, which indicates that the models are appropriate for the CIFAR-10 image dataset.
However, the macro-averaged F1 score for LSTM is only slightly above 0.5, meaning that
LSTM is not a strong model for the CIFAR-10 dataset.

Additional analysis was performed on the individual classes of the CIFAR-10 image
dataset to determine how the performance of the models was reduced based on different

amounts of data poisoning. Figures 4-4, 4-5, and 4-6 below show this.
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Figure 4-4. Percentage of Malicious Clients Versus F1 Score for Each Class for
Targeted Data Poisoning Attacks on the CNN Model

In Figure 4-4, the F1 scores for all 6 affected classes are examined for the CNN model.
The labels that were poisoned (dog, car, and plane) eventually reduce to an F1 score of 0
because those labels are removed from the dataset as the percentage of malicious clients
increases. In addition, the F1 score for the other three labels that were not changed but were
targeted (cat, truck, and bird) have a lower F1 score because the labels no longer reflect
what they should depict. The truck images still have the highest F1 score out of all affected
classes, but the F1 scores for cat and bird are lower. Therefore, the CNN model can still
interpret truck images, but it will struggle to interpret any other images based on the F1

scores as seen in Figure 4-4.
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Figure 4-5. Percentage of Malicious Clients Versus F1 Score for Each Class for

Targeted Data Poisoning Attacks on the NN Model

In Figure 4-5 showing how the F1 scores change for affected classes in the NN model,

some similar patterns can be observed. The plane, car, and dog images eventually have an

F1 score that is 0 as those classes are gradually eliminated from the dataset. Again, the F1

score for the truck is the highest, and the F1 scores for cat and plane are lower than 0.5,

indicating that the NN model cannot interpret any images well other than truck images

when 100% of the clients are malicious. When only 10% of the clients were malicious, the

NN model could interpret truck, plane, and car images because the F1 scores for those

classes were greater than 0.5, but the model later struggles to interpret plane and car images
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because there are no images labeled as planes or cars in the training dataset when 100% of

the clients are malicious.
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Figure 4-6. Percentage of Malicious Clients Versus F1 Score for Each Class for
Targeted Data Poisoning Attacks on the LSTM Model

In Figure 4-6, similar patterns for LSTM can be observed. The car, plane, and dog
images cannot be interpreted by the model when the F1 score drops to 0 as there are no car,
plane, or dog labeled images in the training dataset. The LSTM model begins with an
acceptable interpretation of dog, car, and truck images when 10% of the data is poisoned
because the F1 scores for those classes are greater than 0.5. However, as the percentage of
malicious clients increases, the LSTM model struggles to interpret any of the images in the
CIFAR-10 dataset as most of the classes have F1 scores much lower than 0.5 when 100%

of the clients are malicious. The LSTM model has an F1 score of 0.5 for the truck class
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when 100% of the clients are malicious, but overall, the LSTM model struggles to interpret
any of the images in the dataset.
4.3.3 Untargeted Data Poisoning Attack Results

In the untargeted data poisoning attacks, all labels in the CIFAR-10 dataset were
changed if the data was poisoned. In the CIFAR-10 dataset, the following changes were
made plane was changed to car; car was changed to bird, bird was changed to cat, cat was
changed to deer, deer was changed to dog, dog was changed to frog, frog was changed to
horse, horse was changed to ship, ship was changed to truck, and truck was changed to
plane.

Below are the graphs that show the results of the untargeted poisoning attacks. Figures
4-7, 4-8, and 4-9 below show how the accuracy of the FL algorithms changes as the

percentage of malicious clients increases for different levels of data poisoning.
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Figure 4-7. Percentage of Malicious Clients Versus the Accuracy of the CNN
Model in Untargeted Data Poisoning Attacks With 10 Clients

Figure 4-7 shows the results of an untargeted attack on the CNN model. The
accuracy of the model drops minimally as the percentage of malicious clients increases.
The accuracy dramatically reduces when 100% of the clients are malicious. In addition, the
percentage of data poisoning does not influence the model’s accuracy as different levels of
data poisoning still have similar accuracy values for the same percentages of malicious

clients.
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Figure 4-8. Percentage of Malicious Clients Versus the Accuracy of the NN
Model in Untargeted Data Poisoning Attacks With 10 Clients

Figure 4-8 shows how NN model’s accuracy changes as the percentage of malicious
clients increases when an untargeted data poisoning attack is performed. Similar behavior
is observed in Figure 4-8 as the behavior seen in Figure 4-7 with the CNN model. The
percentage of data poisoning does not influence the NN model’s accuracy because the
model’s accuracy is the same with different data poisoning levels if the percentage of
malicious clients is the same. The accuracy drops significantly when 100% of the clients

are malicious for all data poisoning levels.
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Figure 4-9. Percentage of Malicious Clients Versus the Accuracy of the LSTM
Model in Untargeted Data Poisoning Attacks With 10 Clients

Figure 4-9 shows how the LSTM model’s accuracy changes when the percentage of
malicious clients increases when untargeted data poisoning attacks are performed. The
figure also shows that the LSTM model’s accuracy drops dramatically when 100% of the
clients are malicious as also seen in figures 4-7 and 4-8. The percentages of data poisoning
generally do not influence the accuracy of the model. There are slight fluctuations in
accuracy when 30% of the clients are malicious and when 100% of the clients are

malicious, but all percentages of data poisoning generally follow the same trend; the

60



accuracy of the LSTM model reduces similarly as the percentage of malicious clients
increases.

When observing the results of the untargeted poisoning attack on the CNN model, the
model’s accuracy drops dramatically when 100% of the clients are malicious. However, if
smaller numbers of clients are malicious, the accuracy of CNN remains relatively the same.
This also occurs with the NN and LSTM models. However, in the targeted poisoning attack
with the CNN model, the accuracy drops gradually as the number of malicious clients
increases. Therefore, it would be more beneficial for an adversary to perform a targeted
data poisoning attack on FL algorithms versus an untargeted poisoning attack on FL
algorithms.

In addition, all untargeted poisoning graphs indicate that the accuracy of the models
drops as the percentage of malicious clients increases. However, the percentage of data

poisoning does not change the model’s accuracy significantly.
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Table 4-4. Macro-averaged F1 Scores for the CNN Model for Untargeted Poisoning

Attacks
% of Data Poisoning
% of Malicious Clients 0% 5% 10% 25% 50% 75%| 100%
0% 0.748
10% 0.750 | 0.746 | 0.745 | 0.735 | 0.736 | 0.740
20% 0.719 | 0.742 | 0.730 | 0.741 | 0.728 | 0.724
30% 0.715| 0.722 | 0.724 | 0.731 | 0.716 | 0.723
40% 0.715 | 0.722 | 0.719 | 0.710 | 0.713 | 0.709
50% 0.694 | 0.685 | 0.701 | 0.702 | 0.693 | 0.706
60% 0.692 | 0.678 | 0.691 | 0.688 | 0.689 | 0.682
70% 0.663 | 0.655 | 0.659 | 0.676 | 0.646 | 0.653
80% 0.618 | 0.628 | 0.631 | 0.627 | 0.619 | 0.635
90% 0.557 | 0.527 | 0.541 | 0.558 | 0.558 | 0.529
100% 0.018 | 0.020 | 0.048 | 0.018 | 0.019 | 0.018

Table 4-5. Macro-averaged F1 Scores for the NN Model for Untargeted Poisoning

Attacks
% of Data Poisoning

% of Malicious Clients 0% 5% 10% 25% 50% 75%| 100%
0% 0.573
10% 0.554 | 0.563 | 0.570 | 0.556 [ 0.558 | 0.568
20% 0.559 | 0.555 | 0.565 | 0.555 [ 0.559 | 0.564
30% 0.539 | 0.555 | 0.546 | 0.554 | 0.544 | 0.550
40% 0.546 | 0.538 | 0.544 | 0.547 | 0.550 | 0.541
50% 0.543 | 0.536 | 0.528 | 0.534 | 0.541 | 0.532
60% 0.526 | 0.528 | 0.522 | 0.514 | 0.523 | 0.513
70% 0.507 | 0.510 | 0.511 | 0.499 | 0.507 | 0.507
80% 0.484 | 0.486 | 0.480 | 0.487 | 0.487 | 0.485
90% 0.446 | 0.440 | 0.435 | 0.442 | 0.447 | 0.439
100% 0.021 | 0.033 | 0.019 | 0.027 | 0.018 | 0.020
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Table 4-6. Macro-averaged F1 Scores for the LSTM Model for Untargeted

Poisoning Attacks

% of Data Poisoning

% of Malicious Clients 0% 5% 10% 25% 50% 75%| 100%
0% 0.509
10% 0.516 | 0.505 | 0.518 | 0.504 | 0.491 | 0.503
20% 0.498 | 0.502 | 0.501 [ 0.506 | 0.503 | 0.493
30% 0.482 | 0.488 | 0.490 | 0.488 | 0.471 | 0.501
40% 0.492 | 0.473 | 0.486 | 0.483 | 0.475 | 0.483
50% 0.463 | 0.476 | 0.469 | 0.469 | 0.478 | 0.471
60% 0.452 | 0.446 | 0.455 | 0.453 | 0.452 | 0.462
70% 0.441 | 0.434 | 0.436 | 0.433 | 0.429 | 0.426
80% 0.413 | 0.412 | 0.421 | 0.416 | 0.409 | 0.411
90% 0.371| 0.370 | 0.375 [ 0.360 | 0.361 | 0.373
100% 0.018 | 0.021 | 0.017 | 0.024 | 0.018 | 0.045

Tables 4-4, 4.5, and 4-6 above show how the macro-averaged F1 scores for the models
change as the percentage of malicious clients increases for every percentage of data
poisoning tested. Similar trends are seen as described earlier with the accuracy changes as
the percentage of malicious clients increased. The macro-averaged F1 scores for all models
decreased dramatically when 100% of the clients were malicious.

4.3.4 Hypothesis 1 Findings

Hypothesis 1 stated that more than 30% of the data being poisoned would cause the
accuracy of Federated Learning algorithms to drop below 60%. There is enough
evidence to suggest that the null hypothesis corresponding to hypothesis 1 should fail to
be rejected. Different FL algorithms have different declines in accuracy when faced with
a data poisoning attack. In a targeted poisoning attack scenario, the CNN algorithm drops
to below 60% when 50% of the clients are poisoned with a total of 10 clients. It can be

observed that the accuracy of the FL algorithms is influenced by the percentage of
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malicious clients instead of the percentage of data poisoning in the untargeted attack

scenarios. Therefore, there is no evidence to suggest that hypothesis 1 should be

supported.
4.4 Hypothesis 2
H2: A decision support tool can be developed to determine which Federated Learning

algorithm is most resilient to data poisoning attacks.
4.4.1 Decision Support Tool User Interface Development
The decision support tool user interface was developed so that users can simulate

their own data poisoning attacks with FL algorithms. The figure below shows a

screenshot of the developed user interface.

Data location C:/UsersiAnmol/Documents/praxis/dataset/dataset zip

Number of Total Clients %
ents 5
S j____________________________________________J

Percentage of Data Poisoned
] CNN [v] NN [v] LSTM [v] Custom
Custom model location C:/Users/Anmol/Documents/praxis/my-custom-model py

m Cancel

Number of Total Clier 10

P ntage of Mali Clients 75

Percentage of Data poisoned by Malicious Clients 186

Custom model file location: C:/Users/Anmol/Documents/praxis/my-custom-model.py

Decision: CNN is the most resilient to data poisoning attacks
The results for the data poisoning attacks have been saved in the LOG directory

Figure 4-10. Decision Support Tool User Interface

Users select the location of the dataset that is sent to the FL algorithms. The user
can also enter in the total number of clients, the percentage of malicious clients, and the
percentage of data poisoning they would like to examine. Finally, the user can also select
which FL model to analyze and is given the options of CNN, NN, and LSTM. The user can
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also select a custom model if they want to analyze an ML model that they have created. In
order to select a model, the user selects the model they would like to examine by checking
it, and if the user would like to examine a custom model, then they need to provide the
location of the custom model Python code. The current decision support tool supports
PyTorch code, so the custom model that the user develops should be developed using

Python and PyTorch.

4.4.2 Hypothesis 2 Findings
There is enough evidence to suggest that a decision support tool can be developed to
determine which FL algorithm is most resilient to data poisoning attacks. Therefore, the
null hypothesis corresponding to hypothesis 2 should be rejected. The decision support tool
and user interface has been developed for users to simulate data poisoning attacks on FL
algorithms. Therefore, there is enough evidence to support hypothesis 2.
4.5 Hypothesis 3
H3: CNN is the most resilient to data poisoning attacks for image data.
4.5.1 Analysis of the Most Resilient Algorithm
The decision support tool determines what the most resilient FL algorithm is based on
the different F1 scores for each class in the dataset. The CIFAR-10 dataset has 10 classes
where each class is a different image type. The decision support tool awards a point to an
algorithm if the F1 score for a class is greater than or equal to 0.5 for each data poisoning
attack execution. The algorithm with the greatest number of points wins and is the most
resilient FL algorithm. In the event of a tie, the algorithm with the highest average accuracy

across all data poisoning attack scenarios is the winner.
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The decision support tool granted one point to the FL algorithm when its macro-
averaged F1 scores for each percentage of data poisoning and percentage of malicious
client combination were greater than 0.5. The macro-averaged F1 score was chosen as a
metric to rank the algorithms because a macro-averaged F1 score greater than 0.5 indicates
that the model performed adequately for the given data point and that the interpretation is
suitable (Allwright, 2022). Then, the total number of points each algorithm received was

calculated.

Table 4-7 shows how the different FL algorithms were scored based on the number of
macro-averaged F1 scores that were greater than 0.5 when targeted data poisoning attacks
were performed, and Table 4-8 shows the same information for untargeted data poisoning
attacks. The green values in tables 4-7 and 4-8 show the highest number of points, and the
red values are the lowest number of points.

Table 4-7. Point Calculation for Decision Made in Targeted Data Poisoning Attacks

Percentage of Malicious Clients
Total
Model | 10% | 20% | 30% | 40% | 50% | 60% | 70% | 80% | 90% | 100% Score
CNN 60 60 59 57 54 54 50 49 49 45 547
NN 38 41 40 39 39 37 37 35 35 34 382
LSTM 36 36 35 34 33 32 30 30 28 27 327

Because CNN has the highest number of points, CNN is the most resilient FL algorithm
for targeted data poisoning attacks. NN is the second most resilient FL algorithm, and

LSTM is the least resilient FL algorithm.
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Table 4-8. Point Calculation for Decision Made in Untargeted Data Poisoning

Attacks
Percentage of Malicious Clients
Model 10% | 20% | 30% | 40% | 50% | 60% | 70% | 80% | 90% | 100% | Total Score
CNN 60 | 60 | 58 | 59 | 54 | 55 54 | 50 | 37 0 497
LSTM 36 | 36 | 35 34 | 32 | 22 18 13 6 0 238
NN 36 | 38 | 37 | 36 | 36 | 36 | 36 | 35 17 0 314

In Table 4-8, CNN has the greatest number of points, NN has the second greatest

number of points, and LSTM has the least number of points. Therefore, CNN is the most

resilient algorithm for untargeted data poisoning attacks as well.

4.5.2 Hypothesis 3 Findings

Based on the analysis of the most resilient algorithm and the decision support tool

decision methodology, there is enough evidence to suggest that CNN is the most resilient

to data poisoning attacks for image data, specifically for the CIFAR-10 image dataset

analyzed in the experiments. Therefore, the null hypothesis corresponding to hypothesis 3

should be rejected.

4.6 Performing Data Poisoning Attacks with Other Number of Clients

After the data poisoning attacks were performed with 10 clients, additional analysis

was done by performing the data poisoning attacks with 50 total clients and the CNN

model. This additional analysis was performed to see if the results obtained from data

poisoning attack experiments with 10 clients could be generalized to other numbers of

clients.
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The figures below show how the CNN model performs when there are 50 total clients in

targeted and untargeted data poisoning attack scenarios.
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Figure 4-11. Percentage of Malicious Clients Versus the Accuracy of the
CNN Model in Targeted Data Poisoning Attacks With 50 Clients

As seen in figure 4-11 above, the targeted data poisoning attack with 50 clients

behaves similarly as it did with 10 clients. In figure 4-11, we can see that 100% of data

poisoning causes the accuracy to reduce the most compared to other data poisoning

percentages. 50% of data poisoning causes the model’s accuracy to reduce the least. The

benign accuracy of the CNN model with 50 clients is around 0.72 versus 0.75, so the

model’s baseline accuracy reduces as the amount of clients increases.
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Figure 4-12. Percentage of Malicious Clients Versus the Accuracy of the
CNN Model in Untargeted Data Poisoning Attacks With 50 Clients

Figure 4-12 shows how untargeted data poisoning attacks behave similarly with 50

clients as they did with 10 clients. The percentage of data poisoning does not influence

the accuracy of the model significantly, and the model’s accuracy drops dramatically

when 100% of the clients are malicious.

Based on figures 4-11 and 4-12, it can be concluded that the data poisoning attack

experiments behave similarly with 50 clients and 10 clients. By running the same data

poisoning experiments with 50 clients and 10 clients, the results from the experiments

can be generalized for different numbers of clients. Therefore, the analysis of targeted
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and untargeted data poisoning attacks in this praxis can be generalized and applied to
multiple numbers of clients in FL environments.
4.7 Conclusion

This chapter summarized the findings of this praxis and determined whether there
was enough evidence to support or reject the research hypotheses. The next chapter

concludes the praxis with a discussion section and recommendations for future work.
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Chapter 5—Discussion and Conclusions

5.1 Discussion

This section discusses the experiment results from the previous section and
challenges encountered when implementing this solution in practice. In addition, this
section will discuss current mitigation techniques that prevent data poisoning attacks in
FL environments.
5.1.1 Overview of Research

The results of the experiments show how the accuracy of FL algorithms deteriorates
based on the percentage of data poisoning in targeted poisoning attacks. In targeted
poisoning attacks, it can be observed that the percentage of data poisoning influences the
accuracy of the FL algorithms and higher percentages of data poisoning cause the accuracy
of the algorithms to decrease more rapidly. This behavior was observed with both 10 clients
and 50 clients in a FL environment, indicating that this behavior can be observed across
different FL environment setups. The accuracy of the FL algorithms started to reduce
significantly when 50% of the data was poisoned in the malicious clients; 5%, 10%, and
25% of data poisoning do not cause the performance of the FL algorithm to deteriorate
significantly. Therefore, an organization should ensure that less than half of their clients
do not have significant amounts of poisoned data within their environment.

The untargeted data poisoning attack experiments demonstrate that the FL
algorithms perform similarly when different amounts of data are poisoned in clients, and
the accuracy for those algorithms do not change until all clients in the environment are

poisoned completely. In an untargeted poisoning attack such as the attack examined in this
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praxis, the adversary would simply change all labels in the dataset without targeting a
specific label or type of item in the dataset. Therefore, to see an impact from an untargeted
data poisoning attack like the one used in this praxis, all the data would need to be poisoned
before the performance of FL algorithms reduces dramatically. An adversary would be
more effective when performing a targeted data poisoning attack versus an untargeted one.
5.1.2 Challenges

In practice, there are challenges when implementing FL algorithms. The baseline
benign accuracy for FL algorithms with the CIFAR-10 dataset is lower than the accuracy
would be in a traditional, centralized machine learning setting because each client has
access to less data than a centralized server would, so it is more challenging for clients to

develop an accurate model with less training data.

While there has been research on additional algorithms that promise greater
accuracy in FL, such algorithms also require more communication overhead and more
bandwidth because clients need to transfer large amounts of data when communicating
model updates to the server (Hoshino, Kawakami, & Matsutani, 2022). Some research has
been performed to investigate approaches that would reduce the communication overhead
requirements in FL. One notable approach proposed by Hoshino et al. uses a lightweight
version of ResNet called Neural ODE to reduce the number of parameters required by deep
learning FL algorithms. However, those algorithms result in a lower baseline accuracy. The
algorithms proposed by Hoshino et al. have the highest baseline accuracy of 71.1% ina FL
environment using the CIFAR-10 dataset versus the baseline accuracy of 75% in the FL

CNN algorithm implemented for this praxis.
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5.1.3 Mitigation Techniques for Label Flipping

The data poisoning attack that was studied in this praxis was the label flipping
attack in which training samples’ labels are changed to reduce the performance of FL
algorithms when they evaluate new data. Researchers have proposed a few mitigation
techniques for label flipping attacks. Paudice, Munoz-Gonzalez, and Lupu propose
implementing a label sanitization technique as a defense against label flipping attacks.
Because poisoned labels that were flipped would be different from the training dataset, the
poisoned labels would be outliers in the dataset. Paudice et al. propose implementing a
label sanitization algorithm that changes suspected poisoned labels to the data point’s most
likely legitimate label by changing the data point’s label to the label of points nearest to it
in a K-Nearest Neighbors cluster (2019). Every data point in the training dataset is mapped
to its closest cluster using the Euclidean distance, and the algorithm is repeated until all
suspected poisoned datapoints have been relabeled (Paudice et al., 2019). Points that are in
the same cluster are similar. Another mitigation technique for label flipping that has been
proposed is using an algorithm called KPCA that reduces the dimensions of the dataset in
order to identify malicious clients that are sending the server malicious updates (Li et al.,
2021). The server compares the received client updates with the global model to determine
the differences between the clients’ local model and the global model, and then, the server
reduces the dimensions of this computed difference to make it easier to determine the
malicious parameters as it is challenging to filter out differences manually due to the
numerous parameters in deep NNs (Neural Networks) (Li et al., 2021). However, Li et al.’s
approach assumes that the server can view the client’s local model updates after every

round of training, which might not be the case in more secure FL environment deployments
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such as those that use secure aggregation that encrypts intermediate local client model

updates.

5.2 Conclusions

It can be concluded that CNN (Convolutional Neural Network) is the most resilient
FL algorithm with image data. CNN was the most resilient because it could accurately
interpret the data compared to the other models tested. In addition, it can be concluded that
it is feasible to develop a decision support tool to determine the most resilient FL algorithm
based on the results of the implemented decision support tool.
5.3 Contributions to Body of Knowledge

1. Developed a decision support tool that determines which FL algorithm is
the most resilient to data poisoning attacks.

2. Demonstrated the performance of FL algorithms in a realistic FL
environment when faced with targeted and untargeted data poisoning
attacks.

3. Determined that the accuracy of the CNN algorithm significantly
decreases when 40% of the clients are malicious with 100% data
poisoning using the CIFAR-10 dataset.

5.4 Recommendations for Future Research

One recommendation for future research is to analyze the performance of FL
algorithms using other datasets. This praxis only examined image data, but it would be
interesting to see how FL algorithms perform when other data types are poisoned.
Examining how FL algorithms perform with larger datasets would also be another topic

for future research to examine how the models developed would perform at a larger scale.

74



Another area of future research is to examine the effectiveness of different mitigation
techniques when a dataset is poisoned so that enterprises can determine how effective their

mitigation technique is.
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